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Release Notes
Welcome to CA Workload Automation Advanced Integration for Hadoop Version 12.0. This Release Notes article explains
the key features and details for each release of Version 12.0.

To view the version of the agent you are running, you can use the cybAgent -vv command. See Display Release
Information in the CA Workload Automation Agents documentation for details.

  

New Features

The following is a cumulative list of new features by release.

12.0.01.00

Support for File Triggers With New HDFSFile Trigger Job 

The new HDFSFile Trigger job allows you to monitor HDFS files. The job establishes file monitoring to detect when a file
is created, updated, deleted, expanded, or shrunk, and it can detect whether a file exists or does not exist. With this new
feature, you will be able to continuously monitor files in an HDFS file system, as well as cancel a continuously monitored
job. For more information about the HDFSFile Trigger job, see the documentation for your scheduler. 

12.0.00.04

Expanded Support Cloudera and Hortonworks Hadoop Distributions

Advanced Integration for Hadoop release 12.0.00.04 provides support for 

• Cloudera Enterprise 5.11
• Hortonworks Data Platform 2.6

Expanded Security Algorithms for SSH Communications

The agent can take advantage of an expanded list of supported ciphers, MACs, and kex algorithms for SSH
communications. 

For the complete list of supported security algorithms, see Supported Security Algorithms in the Reference topic. For
information about configuring ciphers and MACs with the security.ssh.ciphers and security.ssh.macs parameters, see WA
Agent for UNIX, Linux, Windows, or iSeries Agent Parameters.

12.0.00.03

Support for the Rerun Option

This release includes support for the rerun option. This option enables you to rerun a completed job (with a status of
SUCCCEDED, FAILED, or KILLED), while skipping specified nodes in the workflow. The option allows you to run selected
jobs in a workflow. You can avoid rerunning successful jobs in a failed workflow, for example.

12.0.00.02

This release does not include any enhancements.
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12.0.00.01

This release does not include any enhancements.

Known Issues

12.0.01.00

This release has no known issues.

12.0.00.04

 Installer States Incorrect Minimum Requirements 

The Installer states incorrectly that Advanced Integration for Hadoop must be installed with Version 11.3 SP4 INCR2 or
later of the System Agent. The version of the agent that is required for installation is either 11.4.00 or 11.3.7 plus patches,
Build 1000 or higher.

12.0.00.03

This release has no known issues.

12.0.00.02

This release has no known issues.

12.0.00.01

This release has no known issues.

Resolved Issues

The following is a cumulative list of fixed issues by release. 

12.0.01.00

This release includes no fixed issues.

12.0.00.04

This release includes no fixed issues.

12.0.00.03

This release includes no fixed issues.

12.0.00.02

HDPAI-11 - Spool Files for Failed Jobs Are Lost Due to Automatic Cleanup

Spool files are cleaned up on failed jobs as well as successful jobs. This behavior occurs even when the agent property
agent.spool.success.autocleanup is set to true. Consequently, information pertaining to the failed jobs is lost.

Advanced Integration for Hadoop now properly identifies the failed jobs and appropriately handles the spool files.
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HDPAI-10 Sqoop Jobs Fail With KSH As Default Shell

When the Hadoop edge node user is configured to use KSH as the default shell for a user, Sqoop jobs fail with a status of
"Execution failed" and a completion code of 1.

The spool file contains the following truncated output from the PS command:

sqoop import --connect jdbc:mysql://de-demo/mysql --username root

 Truncated output 

----------------------------------------------------------------

 Output of messages for workload object

 SQOOP_IMPORT_DATA_INTO_HIVE_KSH/HADOOP.32/MAIN

 Start date Wed Oct 05 10:25:44 EDT 2016

 ----------------------------------------------------------------

 Command:

sqoop import --connect jdbc:mysql://de-demo/mysql --username root

sqoop import --connect jdbc:mysql://de-demo/mysql --username root

 --password-file

 "file://$(pwd)/.wla_hadoopai/SQOOP_IMPORT_DATA_INTO_HIVE_KSH.HADOOP.32.MAIN_1

 --table NYSE_STOCKS --target-dir /user/test/visa --hive-import -m 1

 --delete-target-dir

Command response:

 [1]@11655

 Error starting SqoopJob - Error(0)

 -A all processes -C by command name

 -N negate selection -G by real group ID (supports names)

 -a all w/ tty except session leaders -U by real user ID (supports names)

 -d all except session leaders -g by session OR by effective group

 name

 -e all processes -p by process ID

 -q by process ID (unsorted & quick)

 -q by process ID (unsorted & quick)

 T all processes on this terminal -s processes in the sessions given

 a all w/ tty, including other users -t by tty

 g OBSOLETE -- DO NOT USE -u by effective user ID (supports

 names)

 r only running processes U processes for specified users

 x processes w/o controlling ttys t by tty

 *********** output format ********** *********** long options ***********

 -o,o user-defined -f full --Group --User --pid --cols --ppid

 -j,j job control s signal --group --user --sid --rows --info

 -j,j job control s signal --group --user --sid --rows --info

 -O,O preloaded -o v virtual memory --cumulative --format --deselect

 -l,l long u user-oriented --sort --tty --forest --version

 -F extra full X registers --heading --no-heading --context

 --quick-pid

 ********* misc options *********

 -V,V show version L list format codes f ASCII art forest

 -m,m,-L,-T,H threads S children in sum -y change -l format

 -M,Z security data c true command name -c scheduling class

 -w,w wide output n numeric WCHAN,UID -H process hierarchy

 -w,w wide output n numeric WCHAN,UID -H process hierarchy

 CAEDGENODESPOOLFILESTART
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 Warning: /usr/lib/sqoop/../accumulo does not exist! Accumulo imports will

 fail.

 Please set $ACCUMULO_HOME to the root of your Accumulo installation.

 16/10/05 10:25:47 INFO sqoop.Sqoop: Running Sqoop version: 1.4.6-cdh5.8.0

Advanced Integration for Hadoop now properly parses the process ID from the job submission to the Hadoop edge node if
a ksh shell is used.

HDPAI-9 The Agent Installs on Workload Automation Agent Version 11.3 SP4 Incremental 2 Only

Although Advanced Integration for Hadoop is intended to support versions of CA Workload Automation 11.3 SP4
Incremental 2 and later, it only installs successfully on 11.3 SP4 Incremental 2.
When installed on versions later than 11.3 SP4 Incremental 2, the installer returns the following error message:

The Agent version is not valid. Please choose another installation directory or update Agent.

You can now install Advanced Integration for Hadoop on versions of CA Workload Automation Agent 11.3 SP4
Incremental 2 and later.

12.0.00.01

HDPAI-8 Unable to Install Advanced Integration for Hadoop from the ISO

When the ISO image is mounted from Windows, Advanced Integration for Hadoop cannot be installed on Linux.

In the ISO image, the setup.bin file now has execute permissions, which allow installation on Linux.

HDPAI-7 Hadoop Jobs Fail Due to Edge Node Configuration

Although Hadoop jobs complete successfully on the edge node, Advanced Integration for Hadoop fails them. The agent
fails the jobs because there is no job completion notification from SSH.

Advanced Integration for Hadoop has been updated to properly handle the missing job completion notification from SSH.

HDPAI-6 Unable to Run Java COMMAND Jobs After Installation

Command jobs that use a JRE fail after Advanced Integration for Hadoop is installed. 

The installer for Advanced Integration for Hadoop has been updated. The installer no longer modifies the JAVA_HOME
and CLASSPATH, meaning that Java commands using JRE run successfully.

HDPAI-5 Stop or Suspend Request Fails When Issued Immediately After a Job is Submitted

When a stop or suspend request for a Hadoop job is sent immediately after the job has been submitted, the request fails.
The job is not stopped or suspended.

With this fix, a request to stop or suspend a Hadoop job is now queued until the agent can execute it.

HDPAI-4 Status Message for Stopping or Suspending Finished and Unknown Jobs

When you try to stop or suspend a completed or unknown job, Advanced Integration for Hadoop sends the status "Invalid
AFM."

Advanced Integration for Hadoop now gives a more meaningful response: "Job <wobid> is not running."

HDPAI-3 Remote Browse Starting Directory May Not Show the Correct Directory

The response from the Remote Browse feature does not contain the starting directory. 
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Advanced Integration for Hadoop now includes the resolved starting directory in the response for Remote Browse
command.

HDPAI-2 Inconsistent Error Messages Displayed for Empty Required Arguments

The error messages displayed when a required argument is either missing, empty, or simply contains white space are
inconsistent.

Advanced Integration for Hadoop now provides consistent messages, making it easier to identify the root cause of the
error.

Third-Party Software Agreements

Workload Automation for Hadoop uses the following third-party software listed in the Acknowledgments section.

System Requirements and Supported Platforms
Find detailed information about the systems requirements, including operating systems and supported Hadoop
distributions, for Advanced Integration for Hadoop. For more information, see the Workload Automation Agent Platform
Support Matrix.

The following sections provide the software and hardware requirements for Advanced Integration for Hadoop and the
supported Hadoop distributions.

Prerequisites

• Approximately 100 MB free disk space
• WA System Agent for UNIX or Linux

The release of the WA System Agent you need depends on which version of Advanced Integration for Hadoop that you
are using:

Advanced Integration for Hadoop Required release of WA Agent for UNIX or Linux
12.0.01.00 Release 11.4.01 and higher
12.0.00.04 Either of the following:

• 11.4.00 and higher
• 11.3.07 plus patches to bring it to Build 1000 or higher

Contact http://casupport.broadcom.com for patches

12.0.00.03 11.3 SP4 Incremental 3 and higher
12.0.00.02 11.3.SP4 Incremental 2 and higher
12.0.00.01 11.3.SP4 Incremental 2 for installation; to work with versions later

than 11.3 SP4 Incremental 2, you must upgrade to those versions.

NOTE

Disclaimer: Broadcom supports only those versions of third-party products that are supported by the original
vendor.

Supported Platforms

The following platforms are supported by Workload Automation Advanced Integration for Hadoop Version 12.0 releases.

Hadoop Distributions
Cloudera Enterprise 5.3 - 6.2.1
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Hortonworks Data Platform (HDP) 2.2 - 3.1.1
Operating Systems
Red Hat Enterprise Linux 7
Red Hat Enterprise Linux 6
SUSE Linux Enterprise Server 12
SUSE Linux Enterprise Server 11

Build Levels
At the time of General Availability (GA), the releases and build numbers for Advanced Integration for Hadoop are shown
in the following table. For instructions about how to display the release of the agent that you are running see Display
Release Information.

Release Build
12.0.01.00 400
12.0.00.04 377
12.0.00.03 355
12.0.00.02 346
12.0.00.01 332
12.0.00.00 284

Display Release Information
You can display the release of the agent that you are running and, optionally, details about added functionality, by using
one of the following commands.

• Display release number
• Display release number with details

Display Release Number

To display the release number of the agent you are running, use the following command:

cybAgent -v

The cybAgent -v command displays the version and build level, with a list of enabled plug-ins, as shown in the following
examples.

Windows
C:\Program Files\CA\WA Agent R11.3.4>cybAgent -v 

CA Workload Automation Agent for: 

   Microsoft Windows 64-bit

   R11.3, Service Pack 4, Maintenance Level 2, Build 790 

Enabled plug-in(s):

   - runner

   - router

   - filemon

   - objmon

   - filebrowser
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   - ps 

Enabled Advanced Integration(s): 

Built at: Aug 21 2015, 19:27:03

UNIX/Linux
[root@echoc01-rh65 WA_AgentSP7]# ./cybAgent -v 

CA Workload Automation Agent for: 

   Linux amd64 64-bit

   11.3, Service Pack 6, Maintenance Level 0, Build 76

   

Enabled plug-in(s):

   - runner

   - router

   - filemon

   - objmon

   - filebrowser

Enabled Advanced Integration(s): 

Built at: Nov 3 2016, 14:40:53

Display Release Number with Details

To display the release number with details about the release you are running, such as extended functionality installed with
the agent, run the following command:

cybAgent -vv

The cybAgent -vv command lists all installed plug-ins, integrations, and advanced integrations. The command also
provides enablement status and build levels, as shown in the following examples.

Windows
C:\PROGRA~2\CA\WORKLO~1\SystemAgent\WA_AGENT8>cybAgent.exe -vv

CA Workload Automation Agent for:

   Windows  64-bit

   Version  11.5.00.00-6001

Functionality Installed with Agent:

   Name                               Enabled

   - config                             No

   - filebrowser                        Yes

   - filemon                            Yes

   - ftp                                Yes

   - management                         No

   - objmon                             Yes

   - router                             Yes

   - runner                             Yes

   - snmp                               No
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Additional Integrations/Plugins Installed on Agent:

   Name                               Enabled   Version

   - Application Services               No      11.5.00.00-2022

   - Database                           No      11.5.00.00-2021

   - Web/Application Services [Data]    No      11.5.00.00-2022

   - Informatica                        Yes     11.5.00.00-2020

   - Web Services [PAM]                 No      11.5.00.00-2022

   - Micro Focus                        No      11.5.00.00-2020

   - Oracle E-Business Suite            No      11.5.00.00-2020

   - Remote Execution                   No      11.5.00.00-2020

   - PeopleSoft                         No      11.5.00.00-2020

   - SAP                                No      11.5.00.00-2020

   - MS SQL Server                      No      11.5.00.00-2020

   - Web Services                       No      11.5.00.00-2022

Additional Advanced Integrations Installed on Agent:

  None

Built at: Jan 27 2020, 08:38:15

C:\PROGRA~2\CA\WORKLO~1\SystemAgent\WA_AGENT8>

UNIX/Linux
[root@lodibm39c WA_AGENT6]# ./cybAgent -vv

CA Workload Automation Agent for:

   Linux ppc64le 64-bit

   Version  11.5.00.00-6001

Functionality Installed with Agent:

   Name                               Enabled

   - config                             No

   - filebrowser                        Yes

   - filemon                            Yes

   - ftp                                Yes

   - management                         No

   - objmon                             Yes

   - router                             Yes

   - runner                             Yes

   - snmp                               No

Additional Integrations/Plugins Installed on Agent:

   Name                               Enabled   Version

   - Database                           Yes     11.5.00.00-2021

   - Web Services                       Yes     11.5.00.00-2022

   - Web Services [PAM]                 Yes     11.5.00.00-2022

   - Web/Application Services [Data]    Yes     11.5.00.00-2022

   - Application Services               Yes     11.5.00.00-2022

   - MS SQL Server                      No      11.5.00.00-2020

   - Remote Execution                   No      11.5.00.00-2020

   - PeopleSoft                         No      11.5.00.00-2020
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   - Oracle E-Business Suite            No      11.5.00.00-2020

Additional Advanced Integrations Installed on Agent:

  None

Built at: Jan 27 2020, 11:37:34

Fixed Issues
A cumulative list of fixed issues by version.

Version 12.0.00.04

This release includes no fixed issues.

Version 12.0.00.03

This release includes no fixed issues.

Version 12.0.00.02

HDPAI-11 - Spool Files for Failed Jobs Are Lost Due to Automatic Cleanup

Spool files are cleaned up on failed jobs as well as successful jobs. This behavior occurs even when the agent property
agent.spool.success.autocleanup is set to true. Consequently, information pertaining to the failed jobs is lost.

Advanced Integration for Hadoop now properly identifies the failed jobs and appropriately handles the spool files.

HDPAI-10 Sqoop Jobs Fail With KSH As Default Shell

When the Hadoop edge node user is configured to use KSH as the default shell for a user, Sqoop jobs fail with a status of
"Execution failed" and a completion code of 1.

The spool file contains the following truncated output from the PS command:

sqoop import --connect jdbc:mysql://de-demo/mysql --username root

Trucated output

 ----------------------------------------------------------------

 Output of messages for workload object

 SQOOP_IMPORT_DATA_INTO_HIVE_KSH/HADOOP.32/MAIN

 Start date Wed Oct 05 10:25:44 EDT 2016

 ----------------------------------------------------------------

 

 Command:

 sqoop import --connect jdbc:mysql://de-demo/mysql --username root

sqoop import --connect jdbc:mysql://de-demo/mysql --username root

 --password-file

 "file://$(pwd)/.wla_hadoopai/SQOOP_IMPORT_DATA_INTO_HIVE_KSH.HADOOP.32.MAIN_1

 --table NYSE_STOCKS --target-dir /user/test/visa --hive-import -m 1

 --delete-target-dir

Command response:

 [1]@11655
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 Error starting SqoopJob - Error(0)

 -A all processes -C by command name

 -N negate selection -G by real group ID (supports names)

 -a all w/ tty except session leaders -U by real user ID (supports names)

 -d all except session leaders -g by session OR by effective group

 name

 -e all processes -p by process ID

 -q by process ID (unsorted & quick)

 -q by process ID (unsorted & quick)

 T all processes on this terminal -s processes in the sessions given

 a all w/ tty, including other users -t by tty

 g OBSOLETE -- DO NOT USE -u by effective user ID (supports

 names)

 r only running processes U processes for specified users

 x processes w/o controlling ttys t by tty

 *********** output format ********** *********** long options ***********

 -o,o user-defined -f full --Group --User --pid --cols --ppid

 -j,j job control s signal --group --user --sid --rows --info

 -j,j job control s signal --group --user --sid --rows --info

 -O,O preloaded -o v virtual memory --cumulative --format --deselect

 -l,l long u user-oriented --sort --tty --forest --version

 -F extra full X registers --heading --no-heading --context

 --quick-pid

 ********* misc options *********

 -V,V show version L list format codes f ASCII art forest

 -m,m,-L,-T,H threads S children in sum -y change -l format

 -M,Z security data c true command name -c scheduling class

 -w,w wide output n numeric WCHAN,UID -H process hierarchy

 -w,w wide output n numeric WCHAN,UID -H process hierarchy

 CAEDGENODESPOOLFILESTART

 Warning: /usr/lib/sqoop/../accumulo does not exist! Accumulo imports will

 fail.

 Please set $ACCUMULO_HOME to the root of your Accumulo installation.

 16/10/05 10:25:47 INFO sqoop.Sqoop: Running Sqoop version: 1.4.6-cdh5.8.0

    

Advanced Integration for Hadoop now properly parses the process ID from the job submission to the Hadoop edge node if
a ksh shell is used.

HDPAI-9 The Agent Installs on Workload Automation Agent Version 11.3 SP4 Incremental 2 Only

Although Advanced Integration for Hadoop is intended to support versions of CA Workload Automation 11.3 SP4
Incremental 2 and later, it only installs successfully on 11.3 SP4 Incremental 2.  When installed on versions later than 11.3
SP4 Incremental 2, the installer returns the following error message:

The Agent version is not valid. Please choose another installation directory or update Agent.

You can now install Advanced Integration for Hadoop on versions of CA Workload Automation Agent 11.3 SP4
Incremental 2 and later.
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Version 12.0.00.01

HDPAI-8 Unable to Install Advanced Integration for Hadoop from the ISO

When the ISO image is mounted from Windows, Advanced Integration for Hadoop cannot be installed on Linux.

In the ISO image, the setup.bin file now has execute permissions, which allow installation on Linux.

HDPAI-7 Hadoop Jobs Fail Due to Edge Node Configuration

Although Hadoop jobs complete successfully on the edge node, Advanced Integration for Hadoop fails them. The agent
fails the jobs because there is no job completion notification from SSH.

Advanced Integration for Hadoop has been updated to properly handle the missing job completion notification from SSH.

HDPAI-6 Unable to Run Java COMMAND Jobs After Installation

Command jobs that use a JRE fail after Advanced Integration for Hadoop is installed.  The installer for Advanced
Integration for Hadoop has been updated. The installer no longer modifies the JAVA_HOME and CLASSPATH, meaning
that Java commands using JRE run successfully.

HDPAI-5 Stop or Suspend Request Fails When Issued Immediately After a Job is Submitted

When a stop or suspend request for a Hadoop job is sent immediately after the job has been submitted, the request fails.
The job is not stopped or suspended.

With this fix, a request to stop or suspend a Hadoop job is now queued until the agent can execute it.

HDPAI-4 Status Message for Stopping or Suspending Finished and Unknown Jobs

When you try to stop or suspend a completed or unknown job, Advanced Integration for Hadoop sends the status "Invalid
AFM."

Advanced Integration for Hadoop now gives a more meaningful response: "Job <wobid> is not running."

HDPAI-3 Remote Browse Starting Directory May Not Show the Correct Directory

The response from the Remote Browse feature does not contain the starting directory. 

Advanced Integration for Hadoop now includes the resolved starting directory in the response for Remote Browse
command.

HDPAI-2 Inconsistent Error Messages Displayed for Empty Required Arguments

The error messages displayed when a required argument is either missing, empty, or simply contains white space are
inconsistent.

Advanced Integration for Hadoop now provides consistent messages, making it easier to identify the root cause of the
error.

Product Accessibility Features
Product Accessibility Features

Display

To increase visibility on your computer display, you can adjust the following options:

• Font style, color, and size of items
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Defines font color, size, and other visual combinations.
• Cursor width and blink rate

Defines the cursor width or blink rate, which makes the cursor easier to find or minimize its blinking.
• High contrast schemes

Defines color combinations. You can select colors that are easier to see.

Sound

Use sound as a visual alternative or to make computer sounds easier to hear or distinguish by adjusting the following
options:

• Volume
Sets the computer sound up or down.

• Text-to-Speech
Sets the computer's hear command options and text read aloud.

Keyboard

You can make the following keyboard adjustments:

• Sticky Keys
Defines the modifier key, such as Shift, Ctrl, Alt, or the Windows Logo key, for shortcut key combinations. Sticky keys
remain active until another key is pressed.

Enhancements
Enhancements for Release 12.0.00.04 and 12.0.00.03

Release 12.0.00.04

Expanded Support Cloudera and Hortonworks Hadoop Distribution

Advanced Integration for Hadoop release 12.0.00.04 provides support for:

• Cloudera Enterprise 5.11
• Hortonworks Data Platform 2.6

Expanded Security Algorithms for SSH Communications

The agent can take advantage of an expanded list of supported ciphers, MACs, and kex algorithms for SSH
communications. 

For the complete list of supported security algorithms, see Supported Security Algorithms in the WA System Agent
documentation. For information about configuring ciphers and MACs with the security.ssh.ciphers and security.ssh.macs
parameters, see WA Agent for UNIX, Linux, Windows, or iSeries Agent Parameters in the WA System Agent
documentation.

Release 12.0.00.03

This release includes support for the rerun option. This option enables you to rerun a completed job (with a status of
SUCCCEDED, FAILED, or KILLED), while skipping specified nodes in the workflow. The option allows you to run selected
jobs in a workflow. You can avoid rerunning successful jobs in a failed workflow, for example. 
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Getting Started
Advanced Integration for Hadoop extends the functionality of Hadoop and supports the following commands and job
types.

Supported Commands

Advanced Integration for Hadoop supports commands that enable you to navigate and interact with HDFS: 

• Browse files and directories
• Browse the file system on the edge node

Supported Job Types

Through Advanced Integration for Hadoop you can define and run the following types of jobs: 

HDFS

HDFS is the primary distributed storage for Hadoop applications. The following HDFS operations are supported: 

• Remove a file or directory 
• Create a file of zero size (Touchz)
• Create a directory (mkdir)
• Copy files and directories:

– Within HDFS
– From a local file system (an edge node) to HDFS
– From HDFS to a local file system (an edge node)

• Move files and directories:
– Within HDFS
– From a local file system (an edge node) to HDFS

• Cancel HDFS operations 

HDFS File Trigger

The HDFS File Trigger job type supports monitoring files that reside in the HDFS file system, similar to the File Trigger job
type provided by the System Agent. The following operations are supported. For a detailed description of each operation,
see the documentation for your scheduler.

• CREATE
• DELETE
• EXIST
• EXPAND
• INACTIVE
• NOTEXIST
• SHRINK
• UPDATE

Hive

Hive is a data warehousing infrastructure based on Hadoop. It allows you to query data in HDFS using HiveQL, an SQL-
like query language. Advanced Integration for Hadoop supports the following Hive operations:

 15



 Workload Automation Advanced Integration for Hadoop 12.0

• Use Beeline to run a Hive job
• Use Beeline to cancel a Hive job

Oozie

Oozie is a server-based workflow engine that is specialized in running workflow jobs with actions that trigger job types
such as MapReduce and Pig. The actions in a workflow are arranged in a control dependency Directed Acyclic Graph
(DAG). Oozie jobs let you run Oozie workflows. Oozie coordinator jobs are recurrent Oozie workflows that are triggered by
time (frequency) and data availability. A DAG displaying an Oozie workflow consists of two types of nodes: 

• Control nodes – start, end, decision, fork, join, kill
• Action nodes – MapReduce and Pig

The following operations are supported:

• Run an Oozie workflow
• Rerun an Oozie workflow (added in release 12.0.00.03)
• Terminate an Oozie workflow in either a suspended or running state
• Suspend an Oozie workflow 
• Resume an Oozie workflow  

Pig

Pig is a high-level scripting language used to create MapReduce programs. With Advanced Integration for Hadoop, you
can:

• Define, run, and control Pig jobs
• Cancel running Pig jobs

Sqoop

Sqoop is a tool designed to transfer data between Hadoop and relational databases. You can use Sqoop to import data
into HDFS, transform the data, and then export it back into a database. Advanced Integration for Hadoop supports the
following Sqoop operations:

• Import data into HDFS
• Export data from HDFS
• Cancel a running Sqoop job 

Spark

Spark is an open-source cluster computing framework. Advanced Integration for Hadoop supports Spark on the following
cluster managers: 

• Standalone – A simple cluster manager included with Spark.
• DC/OS Mesos – The Mesophere implementation of Apache Mesos, a general cluster manager that can also run

Hadoop MapReduce and service applications.
• Hadoop YARN – The resource manager in Hadoop 2.

You can deploy an application on a cluster in either client or cluster mode. In cluster mode, the framework launches the
driver inside of the cluster. In client mode, the submitter launches the driver outside of the cluster.
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Monitor Spark Jobs That Run in Cluster Mode Through the Standalone Manager

To monitor Spark jobs that run in cluster mode through the Standalone manager, you must set the log level on the cluster
configuration to “INFO.” If the log level is not set to “INFO,” Advanced Integration for Hadoop cannot monitor the submitted
Spark application and returns a STATE Failed ‘Lost Control’ response:

The job was submitted, but Agent cannot monitor the job, since the 'SubmissionId' was not included in the

 command response.

To configure logging in Spark, use the log4j.properties file, which is typically located in the conf directory within the spark
installation directory.

In the file, set the log4j property 'log4j.rootCategory' in the cluster to "INFO, console," as shown:

log4j.rootCategory=INFO, console

NOTE

To find out how to easily automate and orchestrate jobs across hundreds of enterprise systems such as SAP,
Oracle and others alongside your Hadoop jobs using a single console, see Youtube Video: Workload Automation
Advanced Integration for Hadoop.

Also, see the Workload Automation Advanced Integration for Hadoop on the public Broadcom web site.
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Installing and Uninstalling Advanced Integration for Hadoop

Installing

The Advanced Integration for Hadoop installer automates the installation and configuration process for the product. When
launched, the installer prompts you for the necessary configuration data and updates the agentparm.txt file with the data
provided. A copy of the original agentparm.txt file is created before the file is updated.

Before installing the product, review the prerequisites information in Supported Systems and Requirements.

The installer supports the following installation modes:

• GUI--The graphical user interface leads you through the installation process with a series of panels. See, Installing
through a GUI.

• Silent--A script file (also called a response file) containing the necessary installation information is used to install the
product automatically. A response file is provided with the installation media that you can modify with your required
installation options. See, Installing Silently.

• Console--A console mode is provided for installations that do not have access to the GUI. A series of prompts leads
you through the installation process. See, Installing through a Console.

NOTE

During installation, if you specify a folder for which you do not have write permission, the installer cannot write
the log files to it. It will instead write the log files to the /tmp directory. If you cancel the installation or otherwise
exit, the log files remain in the temporary directory. When you specify an installation folder that passes the
validation check, the installer moves the log files from the temporary directory to the installation directory.

Repairing and Upgrading

If you want to repair or upgrade an existing installation, it is not necessary to uninstall the product first. Run the installer
again, targeting the same location as the installed files. The installer will either repair an existing installation that has
become corrupted or upgrade it to a newer version, if available.

Uninstalling

You can uninstall Advanced Integration for Hadoop through the following modes:

• GUI – a graphical user interface leads you through the installation process with a series of panels. See, Uninstalling
through a GUI.

• Silent – a script file contains the necessary installation information and runs installs the product automatically. See,
Uninstalling Silently.

• Console – the console mode is provided for installations that do not have access to the GUI. A series of prompts leads
you through the installation process. See, Uninstalling through a Console.

Removing an Alias When Uninstalling an Upgrade

When you uninstall an upgraded version of Advanced Integration for Hadoop that uses an alias set during the original
installation, the alias is not removed. You must remove it manually.

To manually remove the alias, follow these steps:

1. Back up the agentparm.txt file.
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2. Look for "communication.alias_x" keyword, where x is the ID of the alias you want to remove. Remove the obsolete
line. Be sure there is no gap in the numbering after you remove the alias. You might need to decrement the other alias
index by 1 to keep the numbering continuous.

3. Save the agentparm.txt file.
4. Restart the agent for the changes to take effect.

Log Files

To view installation details to either validate an installation or to troubleshoot errors, you can view the installation log files.

This installation log file is created in the UninstallData folder, within a new folder called AdvIntHadoop:

<AgentDirectory>/UninstallData/AdvIntHadoop/Advanced_Integration_For_Hadoop_Install_<DateTime>.log

This folder also contains the uninstaller for Advanced Integration for Hadoop (called Uninstall_AdvIntHadoop).

After uninstallation, the uninstallation log file is located in the agent installation directory:

<AgentDirectory>/Advanced_Integration_For_Hadoop_Uninstall_<DateTime>.log

Modifications to the agentparm.txt File

During installation, the installer adds the following lines to the agentparm.txt file:

• Advanced_integration_X1=Hadoop
• Communication.alias_X2=<agentname>_<alias>

Where Xn is the next available number for the property, <agentname> is the agentname property from the agentparm.txt
file, and <alias> is the name provided during installation.

When Advanced Integration for Hadoop is uninstalled, those lines are removed, and the advanced_integration_Y1 and
communication.alias_Y2 records are re-indexed. In the records, Y1 and Y2 are decremented by one for all records greater
than X1 and X2.

Installing through a GUI
As an administrator, you are responsible for installing CA WA Advanced Integration for Hadoop onto a RedHat Linux
server.

You can install the agent using a GUI. Before you start the installation, you can review and change your settings. 

NOTE

During installation, if you specify a folder for which you do not have write permission, the installer cannot write
the log files to it. The installer instead writes the log files to the /tmp directory. If you cancel the installation
or otherwise exit, the log files remain in the temporary directory. When you specify an installation folder that
passes the validation procedure, the installer moves the log files from the temporary directory to the installation
directory.

 Follow these steps: 

Start the installation process through one of two methods. The method that you use depends on whether you are installing
the agent on a local server or on a remote system. 

• If you are installing Hadoop Advanced Integration on a local server: 
a. Change directory to the folder where you downloaded the Advanced Integration for Hadoop files. 
b. From the command prompt, run the following setup command: 

 19



 Workload Automation Advanced Integration for Hadoop 12.0

./setup.bin

• If you are installing Hadoop Advanced Integration on a remote system:
a.  Start an X server on the remote system.  
b.  From the command prompt on the Linux server, enter the following command:

export DISPLAY=<remote system host nameor IP address>:0.0

c. Change directory to the folder where you downloaded the Advanced Integration for Hadoop files.
d. Run the following command:

./setup.bin

Proceed with the installation:

1. On the Introduction panel, select Next. 
2. On the License Agreement panel, read the license agreement. Scroll to the bottom of the agreement, and select I

accept the terms of the License Agreement to proceed. 
3. On the Choose System Agent Directory panel, either accept the default path that is provided for installation, and

select Next, or select Choose to navigate to the directory where the System Agent is installed (at a minimum, release
11.4.01.00 Build 1900 is required). Then select Next.

NOTE
The installer cannot write files to a folder for which you do not have write permission. The installer instead
writes them to the /tmp directory. If you cancel or exit the installation, the log files remain in the temporary
directory. When the specified folder passes the validation procedure, the installer moves the log files from the
temporary directory to the installation directory. If after navigating to a different directory, you want to accept
the default path, select Restore Default Folder.

4. (Optional) If you want to use kerberos authentication with HDFS file triggers, select the Use Kerberos
Authentication check box. For more information about using Kerberos security, see Implementing Kerberos Security.
a. Enter the absolute path to the location of the krb5 configuration and login configuration files. For example, enter

/home/<directory name>/krb5.conf

b. (Optional) To view the contents of the krb5 configuration and login configuration files, select the check box
for  Preview Conf Files. 

c. Select Next. If you selected the option to view the contents of the configuration files you will see them before
moving to step 5. If you did not select the option to view the contents of the files, you will go directly to step 5 to
create an alias.

5. Create an alias for Advanced Integration for Hadoop. Type a name in the Create Alias field, or accept the default
alias, Hadoop.

6. Review the information that is presented on the Pre-Installation Summary panel. select Install to proceed, or
select Previous to return to the previous panel and make changes. 

7. The Restart SystemAgent panel is displayed. To restart the agent, select Next, and then select OK to confirm. 
8. The files that are needed for Advanced Integration for Hadoop are installed, and the Installation Complete panel is

displayed. Select Done to exit the installer.

Installing through a Console
You can install Advanced Integration for Hadoop in console mode.

Follow these steps: 

1. At the command prompt, type the following:
./setup.bin –i console

2. After reading the introduction and instructions for proceeding with the installation, press Enter to continue.
3. Scroll through the license agreement. At the prompt, Do you accept the terms of this license agreement? type Y to

accept it.
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4. Specify the location where you want to install Advanced Integration for Hadoop. Either accept the default installation
folder by pressing Enter, or type a path to a different location. 

NOTE

During installation, if you specify a folder for which you do not have write permission, the installer cannot
write the log files to it. It will instead write the log files to the /tmp directory. If you cancel the installation or
otherwise exit, the log files remain in the temporary directory. When you specify an installation folder that
passes the validation check, the installer moves the log files from the temporary directory to the installation
directory.

5. Choose whether to use Kerberos authentication with HDFS file triggers. For more information about using Kerberos
security, see Implementing Kerberos Security.
– If you do not want to use Kerberos authentication, press Enter to accept the default and go to step 6. 
– If you do want to use Kerberos authentication, at the Use Kerberos Authentication prompt, type 1 and

press Enter. Then follow these steps:
a. Enter the absolute path to the location of the krb5 configuration file and login configuration file.
b. (Optional) If you want to see the contents of the krb5 and login configuration files, type 1 and press Enter. You

are first presented with the krb5 configuration file contents. When prompted, press Enter to see the contents of
the login configuration file. 

c. When the preview is complete, press Enter.
6. Create an alias for Advanced Integration for Hadoop. Type a name, or press Enter to accept the default of HADOOP.
7. On the pre-installation summary panel, press Enter to continue.
8. The installation begins. Type Yes and press Enter. (Yes is the default)
9. When prompted to restart the agent, type Y to restart and then 1 to confirm the restart.
10. Press Enter to exit the installer.
11. To confirm that the installation was successful, you can go to the directory where you installed it and look for

hadoop.jar file in the JARs folder. Also, you can type the following command to see if “hadoop” is listed as an enabled
advanced integration:
cybAgent –v 

 Hadoop will only be visible after the agent restarts. If you did not restart the agent through the installer, you will have
to manually restart it.

NOTE
If at any time during the process you need to quit the installation, type Quit and press Enter. If you want to
change something in a previous step, type back, and press Enter.

Installing Silently
To install Advanced Integration for Hadoop on multiple machines, you can use the silent installation mode. This mode
automates the process. In this mode, the installation runs unattended, meaning that no user intervention is required. The
installer uses a set of options that are stored in a specially configured file, named a response file.   

Follow these steps:

1. Log in as root.
2. Copy or FTP the unix_installer.properties file to the target system and directory.
3. Open the file.
4. Modify the file to meet your needs and save it. (Attributes and possible values are documented inside the file.) 
5. Run the following command at the command prompt. Replace path with the path to the location of the installer

properties file:

./setup.bin -f path/unix_installer.properties -i silent
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6. Verify that the installation was successful by running the cybAgent -vv command.
If Advanced Integration for Hadoop is not listed, review the generated log file in the directory where you installed it:
<installation_directory>/log/install/Advanced_Integration_For_Hadoop_Install_mm_dd_yyyy_hh_mm_ss.log  
If the installation directory cannot be written to, the log file is written to the temporary directory: 
/tmp/Advanced_Integration_For_Hadoop_Install_mm_dd_yyyy_hh_mm_ss.log 

Response File

A response file is a specifications file that contains the answers for the prompts in an interactive installation. Advanced
Integration for Hadoop includes a response file that is named unix_installer.properties, which is provided with the
installation media. You can customize this file to provide a set of responses that are needed during the installation
process. The answer for each installation prompt is stored as a value for a variable that is identified in the file. The
attributes and possible values are described inside the file.

Uninstalling through a GUI
As an administrator, you are responsible for uninstalling CA WA Advanced Integration for Hadoop. To uninstall Advanced
Integration for Hadoop, you can use a GUI.

 Follow these steps: 

The way you start the uninstallation process depends on whether you are uninstalling the agent from the server either
locally or from a remote system. 

• If you are uninstalling Hadoop Advanced Integration on a local server, do the following: 
a. Change directory to the directory created during the installation of Advanced Integration for Hadoop:

<AgentDirectory>/UninstallData/AdvIntHadoop/

b. From the command prompt, run the following command: 
./Uninstall_AdvIntHadoop

• If you are uninstalling Hadoop Advanced Integration from a remote system, do the following:
a.  Start an X server on the remote system.  
b.  From the command prompt on the Linux server, enter the following command:

export DISPLAY=<remote system host nameor IP address>:

c. Change directory to the directory created during the installation of Advanced Integration for Hadoop: 
<AgentDirectory>/UninstallData/AdvIntHadoop/

d. From the command prompt, run the following command: 
./Uninstall_AdvIntHadoop

Proceed with the uninstallation:

1. From the Delete Hadoop Advanced Integration Log panel, click Next to remove the log files during the uninstallation. If
you want to continue with the unistallation but retain the log files, select No, and click Next.

2. On the Restart Agent panel, click Next if you want to restart the agent immediately. If you want to proceed with the
uninstallation and later restart the agent manually, select No, and click Next.

3. Click OK to confirm that you want to proceed with the agent restart. If you click Cancel, the uninstallation completes
without restarting the agent.

4. The Uninstall Advanced Integration for Hadoop panel is displayed, notifying you that only product files and folders
installed during installation will be removed. Click Uninstall to continue. 

5. When all files and folders related to the product are uninstalled, the Uninstall Complete panel is displayed.
Click Done to exit the uninstaller.

6. To verify that the uninstallation is successful, run the following command:
cybAgent -v

 22



 Workload Automation Advanced Integration for Hadoop 12.0

NOTE
The agent must be restarted for the files to be removed from the resulting view. If you did not choose to
have the agent restarted during the uninstallation process, you will have to manually restart it. For more
information about starting the agent, see Starting the Agent in the WA System Agents documentation.

When the uninstallation is complete, the uninstaller creates a log file in the CA WA Agent installation directory. Consult
this log file for details about the uninstallation, the files and folders that were removed and the status (either Success or
Failure) of the uninstaller actions.

NOTE
In some cases the alias, if one exists, is not removed after uninstallaiton. For more information, see Removing
an Alias When Uninstalling an Upgrade.

Uninstalling through a Console
The files that are required to uninstall the product are located in the folder AdvIntHadoop within the UninstallData
directory. To uninstall the product in console mode, use this procedure. 

 Follow these steps: 

From the command prompt, run the following command from the directory where CA Workload Automation Agent is
installed:

cd UninstallData/AdvIntHadoop

Then run the following command:

./Uninstall_AdvIntHadoop -i console 

NOTE
If you do not use -i switch, the installation defaults to the GUI mode.

When prompted to delete the log files, to accept the default of Yes, press Enter (Yes is the default).  

When prompted to restart the agent, to accept the default of Yes, press Enter.

When asked to confirm that you want to restart the agent, press Enter.
The uninstallation proceeds, and a log file is created in the CA WA Agent directory with details of the process.

(Optional) To verify that the product is uninstalled, run the cybAgent -vv command, as follows. 

cybAgent –vv

NOTE

• The agent must have been restarted for the product to be removed. If you did not automatically restart the
agent, manually restart it. For more information about starting the agent, see Starting the Agent in the WA
System Agent documentation.

• In some cases the alias, if one exists, is not removed after uninstallaiton. For more information, see
"Removing an Alias When Uninstalling an Upgrade" in Installing.

Uninstalling Silently
You can uninstall the agent in unattended (or silent) mode, meaning that no user intervention is required. 

 Follow these steps: 

1. Log in to the host Linux system.
2. Change directory to the directory where Advanced Integration for Hadoop is installed:

cd <HadoopAI installation directory>/ HadoopAI_Uninstall 
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3. From the command prompt, enter:
./Uninstall_HadoopAI -i silent

NOTE
In some cases the alias, if one exists, is not removed after uninstallaiton. For more information, see "Removing
an Alias When Uninstalling an Upgrade" in Installing.
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Using
For more information about using Advanced Integration for Hadoop, refer to the documentation for your scheduling
engine:

• AutoSys Workload Automation
• ESP dSeries Workload Automation
• WA ESP Edition
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Configuring
For information about configuring SSH communications and implementing security, see the following topics.

Configuring SSH Communications
Advanced Integration for Hadoop uses Secure Shell (SSH) communication to connect to the edge node and submit
Hadoop command-line binaries. For this reason, SSH service must be available on the edge node. The service uses the
default port of 22, unless you specify a different port. 

NOTE
If you use a password for authentication, ensure that the user ID and password combination already exists on
the host. Also, the password cannot contain leading or trailing spaces. (In other words, the characters that make
up the password cannot have a blank space either before or after them.) 

Connections Limit

The MaxStartups parameter in the sshd_config file limits the number of simultaneous connections to the edge node to 10,
by default. Depending on the number of parallel HDFS jobs you expect to run, you might need to increase this number. If
the connections limit is too low, some jobs may fail.

To increase the number of simultaneous connections, modify the MaxStartups parameter. Open the sshd_config file
(located in /etc/ssh/sshd_config), and increase the value for MaxStartups. Specify a number greater than the number of
connections you expect to have, for example:

MaxStartups 100

Implementing Kerberos Security
If you want to use Kerberos security with Advanced Integration for Hadoop, your environment must be configured to
support it. The Hadoop Edge Node must be configured to obtain a Kerberos ticket at login, and if you are use the HDFS
File Trigger job, your agent host machine must be configured for Kerberos authentication.

  

NOTE

For more information about the JAAS Login Configuration file and the Kerberos Configuration file, see the
following sources:

• JAAS Login Configuration File See the Oracle Java SE Documentation.
• Kerberos Configuration File See the MIT Kerberos Documentation. 

Configure the Hadoop Edge Node

To use Kerberos security with Advanced Integration for Hadoop, you must configure the Hadoop Edge Node. Advanced
Integration for Hadoop submits commands through the Hadoop CLI via SSH for all the supported job types except HDFS
File Trigger. Therefore, it is necessary to obtain a valid Kerberos ticket at login so the Hadoop commands issued by
Advanced Integration for Hadoop will run successfully. 

Prerequisites 

Before you proceed, ensure the following prerequisites are met:
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• Kerberos Configuration File (krb5.conf) must be configured to point to the KDC. This file includes locations of KDCs
and administrative servers for the Kerberos realm, defaults for the current realm and for Kerberos applications, and
mappings of host names onto Kerberos realms.

• A valid ketab is required if you are using kinit (Method 1).

To obtain a Kerberos ticket at login, use one of the following methods:  

• Method 1:
Add the kinit with a keytab to the user's login profile on the Hadoop edge node.
For example, kinit -k -t user01.keytab user01

• Method 2:
Use a third-party security Linux software that automatically obtains a Kerberos ticket upon login. 

NOTE
Some of the third-party software solutions will destroy the ticket cache when the user logs off. Certain
Hadoop job types will run the command in the background and log out and log back in to check on the status
of the command. To prevent the background Hadoop commands from failing, disable this option.

If you try to run the Hadoop commands without using one of the preceding methods, you see the following error
message. 

[root@wadev-###-m ~]# hdfs dfs -ls /tmp
16/02/23 14:39:41 WARN security.UserGroupInformation: PriviledgedActionException as:root
 (auth:KERBEROS) cause:javax.security.sasl.SaslException: GSS initiate failed [Caused
 by GSSException: No valid credentials provided (Mechanism level: Failed to find any
 Kerberos tgt)]
16/02/23 14:39:41 WARN ipc.Client: Exception encountered while connecting to
 the server : javax.security.sasl.SaslException: GSS initiate failed [Caused by
 GSSException: No valid credentials provided (Mechanism level: Failed to find any
 Kerberos tgt)]
16/02/23 14:39:41 WARN security.UserGroupInformation: PriviledgedActionException as:root
 (auth:KERBEROS) cause:java.io.IOException: javax.security.sasl.SaslException: GSS
 initiate failed [Caused by GSSException: No valid credentials provided (Mechanism
 level: Failed to find any Kerberos tgt)]
ls: Failed on local exception: java.io.IOException: javax.security.sasl.SaslException:
 GSS initiate failed [Caused by GSSException: No valid credentials provided (Mechanism
 level: Failed to find any Kerberos tgt)]; Host Details : local host is: "wadev-###-
m.ca.com/10.151.26.218"; destination host is: "wadev-###-m.ca.com":8020;

Configure the Agent Host Machine

To use Kerberos security with the HDFS File Trigger job type, the agent machine must be configured appropriately. The
HDFS File Trigger uses the Hadoop WebHDFS REST API to monitor files and directories in the HDFS file system. When
Kerberos is enabled in Hadoop, Kerberos authentication must be configured in the agent.

If Hadoop Advanced integration was not installed with the Kerberos settings, use the following procedure to enable
Kerberos support.

Prerequisites 

Before you proceed, ensure that the following prerequisites are met:
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• Kerberos client and run time are installed. These files include command line utilities necessary for authenticating with a
Kerberos Domain Controller (KDC).

• Kerberos Configuration File (krb5.conf) is configured to point to the KDC. It must include locations of KDCs and
administrative servers for the Kerberos realm, defaults for the current realm and for Kerberos applications, and
mappings of host names onto Kerberos realms.

• JAAS Login Configuration File (login.conf) is created. This file contains configuration information, such as the desired
authentication technology to be specified at runtime.

NOTE
If your JAAS Login Configuration File specifies a keytab, you will need a valid keytab file.

To configure Kerberos support, add the following keywords to the agentparm.txt file: 

• java.security.auth.login.config
• java.security.krb5.conf

java.security.auth.login.config 

The java.security.auth.login.config keyword specifies the path to a JAAS Login Configuration file. This file can have
multiple types of authentications; the agent supports user keytabs and credential users.

• Keytab user entry 
If keytabs are required for multiple users, you must create an entry for each keytab with a unique entry name in the
configuration file.
krbuser.keytab {
    com.sun.security.auth.module.Krb5LoginModule required
    client=TRUE useTicketCache=false
    useKeyTab=true
    keyTab="file:///home/krbuser/krbuser.keytab"
    principal=krbuser debug=true;
};

• Credential user 
Only one entry is needed for credential user logon.
logon {
    com.sun.security.auth.module.Krb5LoginModule required
    client=TRUE
    useTicketCache=false debug=true;
};

java.security.krb5.conf  

The java.security.krb5.conf keyword specifies the path to a Kerberos Configuration file. This file contains the information
necessary to connect to a Kerberos Domain Controller. If the machine is already configured for Kerberos, this file is
located in the /etc directory: /etc/krb5.conf.  If the machine is not configured for Kerberos, consult your Kerberos security
administrator to obtain the necessary information to populate the file.

Enabling Kerberos Security
To enable Kerberos security for use in your Hadoop environment, use one of the following methods.

1. Issue the kinit command. When you use the kinit command, the authentication is valid for 10 hours for the given super
user and group.
a. To view the expiration, issue the klist command. 
b. To remove the password before its expiration, issue the kdestroy command, and then run the kinit command.
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2. Add delegation tokens to the client and server. For more information about using this method, see: http://
hortonworks.com/blog/enabling-kerberos-hdp-active-directory-integration/

If you try to run the Hadoop commands without using one of the preceding methods, you see the following error message.
[root@wadev-###-m ~]# hdfs dfs -ls /tmp

16/02/23 14:39:41 WARN security.UserGroupInformation: PriviledgedActionException as:root (auth:KERBEROS)

 cause:javax.security.sasl.SaslException: GSS initiate failed [Caused by GSSException: No valid credentials

 provided (Mechanism level: Failed to find any Kerberos tgt)]

16/02/23 14:39:41 WARN ipc.Client: Exception encountered while connecting to the server :

 javax.security.sasl.SaslException: GSS initiate failed [Caused by GSSException: No valid credentials provided

 (Mechanism level: Failed to find any Kerberos tgt)]

16/02/23 14:39:41 WARN security.UserGroupInformation: PriviledgedActionException as:root (auth:KERBEROS)

 cause:java.io.IOException: javax.security.sasl.SaslException: GSS initiate failed [Caused by GSSException: No

 valid credentials provided (Mechanism level: Failed to find any Kerberos tgt)]

ls: Failed on local exception: java.io.IOException: javax.security.sasl.SaslException: GSS initiate failed

 [Caused by GSSException: No valid credentials provided (Mechanism level: Failed to find any Kerberos

 tgt)]; Host Details : local host is: "wadev-###-m.ca.com/10.151.26.218"; destination host is: "wadev-###-

m.ca.com":8020;

You have mail in /var/spool/mail/root
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Parameters
The following parameters control the length of time Hadoop waits for a response from jobs and the number of
simultaneous connections for the edge node. You can adjust the values to fit the needs of your specific environment.

hadoop.ai.default.timeout

The hadoop.ai.default.timeout parameter specifies the length of time, in milliseconds, that Advanced Integration for
Hadoop waits for a response from jobs.

• For synchronous jobs, the value specifies how long to wait for the job to complete. 
• For asynchronous jobs, the value specifies the interval between responses.

The default value for this parameter is 86400000 (the equivalent of 24 hours). If you change the default value, use a
number greater than 0. 

MaxStartups

The MaxStartups parameter in the sshd_config file limits the number of simultaneous connections to the edge node to 10,
by default. Depending on the number of parallel HDFS jobs you expect to run, you might need to increase this number. If
the connections limit is too low, some jobs might fail.

To increase the number of simultaneous connections, modify the MaxStartups parameter. Open the sshd_config file
(located in /etc/ssh/sshd_config), and increase the value for MaxStartups. Specify a number greater than the number of
connections you expect to have, for example:

MaxStartups 100
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Troubleshooting
Use the information in this section to either troubleshoot existing issues or avoid potential problems. 

  

Log Levels

See the CA Workload Automation Agents documentation for information about log levels. See Agent Logs for details.

Message Codes

The following error messages are generated by Advanced Integration for Hadoop. For other message codes, refer to the
documentation for the products you are using.

1001: Hadoop Command execution task failed
1002: Hadoop Command execution task timed out
1003: Hadoop Command execution task canceled
1004: Command failed with no exit code
1005: SSH Connection failed1006: Unable to restart Oozie Workflow monitoring - OozieJobId missing in AFM
1007: Internal Failure – Error starting Oozie Workflow monitoring
1008: Spark job not monitored or cannot be killed
1009: Internal Failure – Error starting Spark Application
1010: Spark Job cancelled - Authentication details not provided for DCOS Cluster
1011: Spark job response validation failed – Spool file not available
1012: Spark job failed - Response does not match success criteria

Passwords

If you use a password for SSH communications, ensure that it is valid. Also, the password and user ID combination must
already exist on the host. Also the password cannot have either leading or trailing spaces. The characters that make up
the password cannot have a blank space before or after them.

Error Conditions

If you encounter errors with the following conditions, refer to the information provided to resolve them.

Error Message Received under Heavy Load

If you receive a 1005 error (either intermittently or continually) when under heavy load, the SSH connections
limit might be too low. When the limit is too low, jobs fail. To resolve this situation, increase the connections limit
for HDFS jobs. Before changing the connections limit; however, test a job individually to rule out a problem with
credentials. If the job fails, increase the number of allowed connections by modifying the MaxStartups parameter. See
the Administrating section for more information. 

Multiple Jobs Periodically Fail

If multiple jobs periodically fail with one of the following messages, or the spool file for the failed job contains the message
"unable to create new native thread," try increasing the maximum allowed processes.
• LStatus(Hadoop Command execution task ‘[TASKNAME]' timed out, Status: 3) Cmpc(1002)
• LStatus(Ssh connection failed.) Cmpc(1005)
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On the edge node for the user that is running the HADOOP command, increase the "maximum allowed
processes." Check the current settings by running the command ulimit -a. The current limit is displayed under “max user
processes.”
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Additional Resources
The following resources provide additional information about product support, documentation, and communities resources
for the agent.

Broadcom Links

• Workload Automation Advanced Integration for Hadoop on the public Broadcom web site
• Youtube Video: Workload Automation Advanced Integration for Hadoop
• Broadcom Enterprise Software
• Broadcom Automation
• Broadcom Support
• Broadcom Community
• Broadcom Education
• Broadcom Software Tech Blogs
• Broadcom Twitter

Workload Automation Scheduler Documentation

• AutoSys Workload Automation
• Workload Automation CA 7 Edition
• ESP dSeries Workload Automation
• Workload Automation ESP Edition

Workload Automation Agent Documentation

• WA System Agent (UNIX, Linux, Windows, IMB i, or HP Integrity NonStop)
• WA Agent for Application Services
• WA Agent for Databases
• WA Agent for Informatica
• WA Agent for Micro Focus
• WA Agent for Microsoft SQL Server
• WA Agent for Oracle E-Business Suite
• WA Agent for PeopleSoft
• WA Agent for Remote Execution
• WA Agent for SAP
• WA Agent for Web Services
• Documentation from Previous WA Agent Releases

Workload Automation Integration Documentation

• WA Advanced Integration for Hadoop
• WA Advanced Integration for SAP Business Warehouse
• WA Advanced Integration for SAP Solution Manager

Workload Automation Agent Add-on Documentation

• WA Agent Monitor
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http://techdocs.broadcom.com/content/broadcom/techdocs/us/en/ca-enterprise-software/intelligent-automation/workload-automation-for-sap-business-warehouse/1-0.html
http://techdocs.broadcom.com/content/broadcom/techdocs/us/en/ca-enterprise-software/intelligent-automation/workload-automation-for-sap-solution-manager/12-0.html
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Workload Automation Mainframe Agent Documentation

• WA for z/OS
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Reference
Supported Ciphers, MACs, and Kex Algorithms

The agent supports the following ciphers, MACs, and Kex algorithms. For more information about configuring encryption
on the agent, see Configuring Encryption for Use with SSH Communications in the CA Workload Automation System
Agent documentation.

Ciphers

3des-cbc

3des-ctr

blowfish-cbc

blowfish-ctr

twofish128-cbc

twofish128-ctr

twofish192-cbc

twofish192-ctr

twofish-cbc

twofish256-cbc

twofish256-ctr

aes128-cbc

aes128-ctr

aes192-cbc

aes192-ctr

aes256-cbc

aes256-ctr

serpent128-cbc

serpent128-ctr

serpent192-cbc

serpent192-ctr

serpent256-cbc

serpent256-ctr

idea-cbc

idea-ctr

cast128-cbc

cast128-ctr

arcfour
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arcfour128

arcfour256

HMACs

hmac-sha1

hmac-sha1-96

hmac-md5

hmac-md5-96

hmac-sha2-256

hmac-sha2-256-96

hmac-sha2-512

hmac-sha2-512-96

Supported Kex Algorithms

diffie-hellman-group1-sha1

diffie-hellman-group14-sha1

diffie-hellman-group-exchange-sha1

diffie-hellman-group-exchange-sha256
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Acknowledgments: Third-Party Software Agreements
This section contains copyright and license agreement information from third-party software used in Advanced Integration
for Hadoop.

Jackson 2.9.5

Jackson content is distributed in accordance with the following:

# Jackson JSON processor Jackson is a high-performance, Free/Open Source JSON processing library. It was originally
written by Tatu Saloranta (tatu.saloranta@iki.fi), and has been in development since 2007. It is currently developed by a
community of developers, as well as supported commercially by FasterXML.com.

## Licensing Jackson core and extension components may licensed under different licenses. To find the details that apply
to this artifact see the accompanying LICENSE file. For more information, including possible other licensing options,
contact FasterXML.com (http://fasterxml.com).

## Credits A list of contributors may be found from CREDITS file, which is included in some artifacts (usually source
distributions); but is always available from the source code management (SCM) system project uses.

Apache License

Version 2.0, January 2004

http://www.apache.org/licenses/

TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

1. Definitions. "License" shall mean the terms and conditions for use, reproduction, and distribution as defined by Sections
1 through 9 of this document.

"Licensor" shall mean the copyright owner or entity authorized by the copyright owner that is granting the License.

"Legal Entity" shall mean the union of the acting entity and all other entities that control, are controlled by, or are under
common control with that entity. For the purposes of this definition, "control" means (i) the power, direct or indirect, to
cause the direction or management of such entity, whether by contract or otherwise, or (ii) ownership of fifty percent
(50%) or more of the outstanding shares, or (iii) beneficial ownership of such entity the copyright owner. For the purposes
of this definition, "submitted" means any form of electronic, verbal, or written communication sent to the Licensor or its
representatives, including but not limited to communication on electronic mailing lists, source code control systems, and
issue tracking systems that are managed by, or on behalf of, the Licensor for the purpose of discussing and improving
the Work, but excluding communication that is conspicuously marked or otherwise designated in writing by the copyright
owner as "Not a Contribution."

"Contributor" shall mean Licensor and any individual or Legal Entity on behalf of whom a Contribution has been received
by Licensor and subsequently incorporated within the Work.

2. Grant of Copyright License. Subject to the terms and conditions of this License, each Contributor hereby grants to
You a perpetual, worldwide, non-exclusive, no-charge, royalty-free, irrevocable copyright license to reproduce, prepare
Derivative Works of, publicly display, publicly perform, sublicense, and distribute the Work and such Derivative Works in
Source or Object form.

3. Grant of Patent License. Subject to the terms and conditions of this License, each Contributor hereby grants to You a
perpetual, worldwide, non-exclusive, no-charge, royalty-free, irrevocable (except as stated in this section) patent license
to make, have made, use, offer to sell, sell, import, and otherwise transfer the Work, where such license applies only
to those patent claims licensable by such Contributor that are necessarily infringed by their Contribution(s) alone or by
combination of their Contribution(s) with the Work to which such Contribution(s) was submitted. If You institute patent
litigation against any entity (including a cross-claim or counterclaim in a lawsuit) alleging that the Work or a Contribution
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incorporated within the Work constitutes direct or contributory patent infringement, then any patent licenses granted to You
under this License for that Work shall terminate as of the date such litigation is filed.

4. Redistribution. You may reproduce and distribute copies of the Work or Derivative Works thereof in any medium, with
or without modifications, and in Source or Object form, provided that You meet the following conditions: (a) You must
give any other recipients of the Work or Derivative Works a copy of this License; and (b) You must cause any modified
files to carry prominent notices stating that You changed the files; and (c) You must retain, in the Source form of any
Derivative Works that You distribute, all copyright, patent, trademark, and attribution notices from the Source form of
the Work, excluding those notices that do not pertain to any part of the Derivative Works; and (d) If the Work includes
a "NOTICE" text file as part of its distribution, then any Derivative Works that You distribute must include a readable
copy of the attribution notices contained within such NOTICE file, excluding those notices that do not pertain to any
part of the Derivative Works, in at least one of the following places: within a NOTICE text file distributed as part of the
Derivative Works; within the Source form or documentation, if provided along with the Derivative Works; or, within a
display generated by the Derivative Works, if and wherever such third-party notices normally appear. The contents of the
NOTICE file are for informational purposes only and do not modify the License. You may add Your own attribution notices
within Derivative Works that You distribute, alongside or as an addendum to the NOTICE text from the Work, provided
that such additional attribution notices cannot be construed as modifying the License. You may add Your own copyright
statement to Your modifications and may provide additional or different license terms and conditions for use, reproduction,
or distribution of Your modifications, or for any such Derivative Works as a whole, provided Your use, reproduction, and
distribution of the Work otherwise complies with the conditions stated in this License.

5. Submission of Contributions. Unless You explicitly state otherwise, any Contribution intentionally submitted for inclusion
in the Work by You to the Licensor shall be under the terms and conditions of this License, without any additional terms
or conditions. Notwithstanding the above, nothing herein shall supersede or modify the terms of any separate license
agreement you may have executed with Licensor regarding such Contributions.

6. Trademarks. This License does not grant permission to use the trade names, trademarks, service marks, or product
names of the Licensor, except as required for reasonable and customary use in describing the origin of the Work and
reproducing the content of the NOTICE file.

7. Disclaimer of Warranty. Unless required by applicable law or agreed to in writing, Licensor provides the Work (and each
Contributor provides its Contributions) on an "AS IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND,
either express or implied, including, without limitation, any warranties or conditions of TITLE, NON-INFRINGEMENT,
MERCHANTABILITY, or FITNESS FOR A PARTICULAR PURPOSE. You are solely responsible for determining the
appropriateness of using or redistributing the Work and assume any risks associated with Your exercise of permissions
under this License.

8. Limitation of Liability. In no event and under no legal theory, whether in tort (including negligence), contract, or
otherwise, unless required by applicable law (such as deliberate and grossly negligent acts) or agreed to in writing, shall
any Contributor be liable to You for damages, including any direct, indirect, special, incidental, or consequential damages
of any character arising as a result of this License or out of the use or inability to use the Work (including but not limited to
damages for loss of goodwill, work stoppage, computer failure or malfunction, or any and all other commercial damages or
losses), even if such Contributor has been advised of the possibility of such damages.

9. Accepting Warranty or Additional Liability. While redistributing the Work or Derivative Works thereof, You may choose to
offer, and charge a fee for, acceptance of support, warranty, indemnity, or other liability obligations and/or rights consistent
with this License. However, in accepting such obligations, You may act only on Your own behalf and on Your sole
responsibility, not on behalf of any other Contributor, and only if You agree to indemnify, defend, and hold each Contributor
harmless for any liability incurred by, or claims asserted against, such Contributor by reason of your accepting any such
warranty or additional liability. END OF TERMS AND CONDITIONS APPENDIX: How to apply the Apache License to
your work. To apply the Apache License to your work, attach the following boilerplate notice, with the fields enclosed by
brackets "[]" replaced with your own identifying information. (Don't include the brackets!) The text should be enclosed
in the appropriate comment syntax for the file format. We also recommend that a file or class name and description of
purpose be included on the same "printed page" as the copyright notice for easier identification within third-party archives.
Copyright [yyyy] [name of copyright owner] Licensed under the Apache License, Version 2.0 (the "License"); you may
not use this file except in compliance with the License. You may obtain a copy of the License at http://www.apache.org/
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licenses/LICENSE-2.0 Unless required by applicable law or agreed to in writing, software distributed under the License is
distributed on an "AS IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and limitations under the License.

Jackson-core 2.9.5

This product includes Jackson which is distributed in accordance with the following license agreement:

Apache License Version 2.0, January 2004

http://www.apache.org/licenses/

TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

1. Definitions. "License" shall mean the terms and conditions for use, reproduction, and distribution as defined by Sections
1 through 9 of this document.

"Licensor" shall mean the copyright owner or entity authorized by the copyright owner that is granting the License. "Legal
Entity" shall mean the union of the acting entity and all other entities that control, are controlled by, or are under common
control with that entity. For the purposes of this definition, "control" means (i) the power, direct or indirect, to cause the
direction or management of such entity, whether by contract or otherwise, or (ii) ownership of fifty percent (50%) or more
of the outstanding shares, or (iii) beneficial ownership of such entity.

"You" (or "Your") shall mean an individual or Legal Entity exercising permissions granted by this License. "Source" form
shall mean the preferred form for making modifications, including but not limited to software source code, documentation
source, and configuration files. "Object" form shall mean any form resulting from mechanical transformation or translation
of a Source form, including but not limited to compiled object code, generated documentation, and conversions to other
media types.

"Work" shall mean the work of authorship, whether in Source or Object form, made available under the License, as
indicated by a copyright notice that is included in or attached to the work (an example is provided in the Appendix below).
"Derivative Works" shall mean any work, whether in Source or Object form, that is based on (or derived from) the Work
and for which the editorial revisions, annotations, elaborations, or other modifications represent, as a whole, an original
work of authorship. For the purposes of this License, Derivative Works shall not include works that remain separable from,
or merely link (or bind by name) to the interfaces of, the Work and Derivative Works thereof.

"Contribution" shall mean any work of authorship, including the original version of the Work and any modifications or
additions to that Work or Derivative Works thereof, that is intentionally submitted to Licensor for inclusion in the Work
by the copyright owner or by an individual or Legal Entity authorized to submit on behalf of the copyright owner. For the
purposes of this definition, "submitted" means any form of electronic, verbal, or written communication sent to the Licensor
or its representatives, including but not limited to communication on electronic mailing lists, source code control systems,
and issue tracking systems that are managed by, or on behalf of, the Licensor for the purpose of discussing and improving
the Work, but excluding communication that is conspicuously marked or otherwise designated in writing by the copyright
owner as "Not a Contribution."

"Contributor" shall mean Licensor and any individual or Legal Entity on behalf of whom a Contribution has been received
by Licensor and subsequently incorporated within the Work.

2. Grant of Copyright License. Subject to the terms and conditions of this License, each Contributor hereby grants to
You a perpetual, worldwide, non-exclusive, no-charge, royalty-free, irrevocable copyright license to reproduce, prepare
Derivative Works of, publicly display, publicly perform, sublicense, and distribute the Work and such Derivative Works in
Source or Object form.

3. Grant of Patent License. Subject to the terms and conditions of this License, each Contributor hereby grants to You a
perpetual, worldwide, non-exclusive, no-charge, royalty-free, irrevocable (except as stated in this section) patent license
to make, have made, use, offer to sell, sell, import, and otherwise transfer the Work, where such license applies only
to those patent claims licensable by such Contributor that are necessarily infringed by their Contribution(s) alone or by
combination of their Contribution(s) with the Work to which such Contribution(s) was submitted. If You institute patent
litigation against any entity (including a cross-claim or counterclaim in a lawsuit) alleging that the Work or a Contribution
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incorporated within the Work constitutes direct or contributory patent infringement, then any patent licenses granted to You
under this License for that Work shall terminate as of the date such litigation is filed.

4. Redistribution. You may reproduce and distribute copies of the Work or Derivative Works thereof in any medium, with or
without modifications, and in Source or Object form, provided that You meet the following conditions: 1. You must give any
other recipients of the Work or Derivative Works a copy of this License; and 2. You must cause any modified files to carry
prominent notices stating that You changed the files; and 3. You must retain, in the Source form of any Derivative Works
that You distribute, all copyright, patent, trademark, and attribution notices from the Source form of the Work, excluding
those notices that do not pertain to any part of the Derivative Works; and 4. If the Work includes a "NOTICE" text file
as part of its distribution, then any Derivative Works that You distribute must include a readable copy of the attribution
notices contained within such NOTICE file, excluding those notices that do not pertain to any part of the Derivative
Works, in at least one of the following places: within a NOTICE text file distributed as part of the Derivative Works; within
the Source form or documentation, if provided along with the Derivative Works; or, within a display generated by the
Derivative Works, if and wherever such third-party notices normally appear. The contents of the NOTICE file are for
informational purposes only and do not modify the License. You may add Your own attribution notices within Derivative
Works that You distribute, alongside or as an addendum to the NOTICE text from the Work, provided that such additional
attribution notices cannot be construed as modifying the License. You may add Your own copyright statement to Your
modifications and may provide additional or different license terms and conditions for use, reproduction, or distribution of
Your modifications, or for any such Derivative Works as a whole, provided Your use, reproduction, and distribution of the
Work otherwise complies with the conditions stated in this License.

5. Submission of Contributions. Unless You explicitly state otherwise, any Contribution intentionally submitted for inclusion
in the Work by You to the Licensor shall be under the terms and conditions of this License, without any additional terms
or conditions. Notwithstanding the above, nothing herein shall supersede or modify the terms of any separate license
agreement you may have executed with Licensor regarding such Contributions.

6. Trademarks. This License does not grant permission to use the trade names, trademarks, service marks, or product
names of the Licensor, except as required for reasonable and customary use in describing the origin of the Work and
reproducing the content of the NOTICE file.

7. Disclaimer of Warranty. Unless required by applicable law or agreed to in writing, Licensor provides the Work (and each
Contributor provides its Contributions) on an "AS IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND,
either express or implied, including, without limitation, any warranties or conditions of TITLE, NON-INFRINGEMENT,
MERCHANTABILITY, or FITNESS FOR A PARTICULAR PURPOSE. You are solely responsible for determining the
appropriateness of using or redistributing the Work and assume any risks associated with Your exercise of permissions
under this License.

8. Limitation of Liability. In no event and under no legal theory, whether in tort (including negligence), contract, or
otherwise, unless required by applicable law (such as deliberate and grossly negligent acts) or agreed to in writing, shall
any Contributor be liable to You for damages, including any direct, indirect, special, incidental, or consequential damages
of any character arising as a result of this License or out of the use or inability to use the Work (including but not limited to
damages for loss of goodwill, work stoppage, computer failure or malfunction, or any and all other commercial damages or
losses), even if such Contributor has been advised of the possibility of such damages.

9. Accepting Warranty or Additional Liability. While redistributing the Work or Derivative Works thereof, You may choose
to offer, and charge a fee for, acceptance of support, warranty, indemnity, or other liability obligations and/or rights
consistent with this License. However, in accepting such obligations, You may act only on Your own behalf and on Your
sole responsibility, not on behalf of any other Contributor, and only if You agree to indemnify, defend, and hold each
Contributor harmless for any liability incurred by, or claims asserted against, such Contributor by reason of your accepting
any such warranty or additional liability

JRE

This Product is distributed with JRE from Oracle America, Inc. Oracle owns the Java trademark and all Java-
related trademarks, logos and icons including the Coffee Cup (the "Java Marks"). Any source code provided is solely
for reference purposes. Use of the Commercial Features of the JRE for any commercial or production purpose requires a
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separate license from Oracle. 'Commercial Features' means those features identified Table 1-1 (Commercial Features In
Java SE Product Editions) of the Software documentation accessible at http://www.oracle.com/technetwork/java/javase/
documentation/index.html. Oracle has provided additional copyright notices and information that may be applicable to
portions of the JRE in the THIRDPARTYLICENSEREADME.txt file that accompanies the JRE files.

t: Apache License Version 2.0, January 2004 http://www.apache.org/licenses/ TERMS AND CONDITIONS FOR
USE, REPRODUCTION, AND DISTRIBUTION 1. Definitions. "License" shall mean the terms and conditions for use,
reproduction, and distribution as defined by Sections 1 through 9 of this document. "Licensor" shall mean the copyright
owner or entity authorized by the copyright owner that is granting the License. "Legal Entity" shall mean the union of
the acting entity and all other entities that control, are controlled by, or are under common control with that entity. For
the purposes of this definition, "control" means (i) the power, direct or indirect, to cause the direction or management of
such entity, whether by contract or otherwise, or (ii) ownership of fifty percent (50%) or more of the outstanding shares, or
(iii) beneficial ownership of such entity. "You" (or "Your") shall mean an individual or Legal Entity exercising permissions
granted by this License. "Source" form shall mean the preferred form for making modifications, including but not limited
to software source code, documentation source, and configuration files. "Object" form shall mean any form resulting from
mechanical transformation or translation of a Source form, including but not limited to compiled object code, generated
documentation, and conversions to other media types. "Work" shall mean the work of authorship, whether in Source or
Object form, made available under the License, as indicated by a copyright notice that is included in or attached to the
work (an example is provided in the Appendix below). "Derivative Works" shall mean any work, whether in Source or
Object form, that is based on (or derived from) the Work and for which the editorial revisions, annotations, elaborations,
or other modifications represent, as a whole, an original work of authorship. For the purposes of this License, Derivative
Works shall not include works that remain separable from, or merely link (or bind by name) to the interfaces of, the
Work and Derivative Works thereof. "Contribution" shall mean any work of authorship, including the original version of
the Work and any modifications or additions to that Work or Derivative Works thereof, that is intentionally submitted to
Licensor for inclusion in the Work by the copyright owner or by an individual or Legal Entity authorized to submit on behalf
of the copyright owner. For the purposes of this definition, "submitted" means any form of electronic, verbal, or written
communication sent to the Licensor or its representatives, including but not limited to communication on electronic mailing
lists, source code control systems, and issue tracking systems that are managed by, or on behalf of, the Licensor for the
purpose of discussing and improving the Work, but excluding communication that is conspicuously marked or otherwise
designated in writing by the copyright owner as "Not a Contribution." "Contributor" shall mean Licensor and any individual
or Legal Entity on behalf of whom a Contribution has been received by Licensor and subsequently incorporated within
the Work. 2. Grant of Copyright License. Subject to the terms and conditions of this License, each Contributor hereby
grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free, irrevocable copyright license to reproduce,
prepare Derivative Works of, publicly display, publicly perform, sublicense, and distribute the Work and such Derivative
Works in Source or Object form. 3. Grant of Patent License. Subject to the terms and conditions of this License, each
Contributor hereby grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free, irrevocable (except as
stated in this section) patent license to make, have made, use, offer to sell, sell, import, and otherwise transfer the Work,
where such license applies only to those patent claims licensable by such Contributor that are necessarily infringed by
their Contribution(s) alone or by combination of their Contribution(s) with the Work to which such Contribution(s) was
submitted. If You institute patent litigation against any entity (including a cross-claim or counterclaim in a lawsuit) alleging
that the Work or a Contribution incorporated within the Work constitutes direct or contributory patent infringement, then
any patent licenses granted to You under this License for that Work shall terminate as of the date such litigation is filed. 4.
Redistribution. You may reproduce and distribute copies of the Work or Derivative Works thereof in any medium, with or
without modifications, and in Source or Object form, provided that You meet the following conditions: 1. You must give any
other recipients of the Work or Derivative Works a copy of this License; and 2. You must cause any modified files to carry
prominent notices stating that You changed the files; and 3. You must retain, in the Source form of any Derivative Works
that You distribute, all copyright, patent, trademark, and attribution notices from the Source form of the Work, excluding
those notices that do not pertain to any part of the Derivative Works; and 4. If the Work includes a "NOTICE" text file
as part of its distribution, then any Derivative Works that You distribute must include a readable copy of the attribution
notices contained within such NOTICE file, excluding those notices that do not pertain to any part of the Derivative
Works, in at least one of the following places: within a NOTICE text file distributed as part of the Derivative Works; within
the Source form or documentation, if provided along with the Derivative Works; or, within a display generated by the
Derivative Works, if and wherever such third-party notices normally appear. The contents of the NOTICE file are for
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informational purposes only and do not modify the License. You may add Your own attribution notices within Derivative
Works that You distribute, alongside or as an addendum to the NOTICE text from the Work, provided that such additional
attribution notices cannot be construed as modifying the License. You may add Your own copyright statement to Your
modifications and may provide additional or different license terms and conditions for use, reproduction, or distribution of
Your modifications, or for any such Derivative Works as a whole, provided Your use, reproduction, and distribution of the
Work otherwise complies with the conditions stated in this License. 5. Submission of Contributions. Unless You explicitly
state otherwise, any Contribution intentionally submitted for inclusion in the Work by You to the Licensor shall be under the
terms and conditions of this License, without any additional terms or conditions. Notwithstanding the above, nothing herein
shall supersede or modify the terms of any separate license agreement you may have executed with Licensor regarding
such Contributions. 6. Trademarks. This License does not grant permission to use the trade names, trademarks, service
marks, or product names of the Licensor, except as required for reasonable and customary use in describing the origin
of the Work and reproducing the content of the NOTICE file. 7. Disclaimer of Warranty. Unless required by applicable
law or agreed to in writing, Licensor provides the Work (and each Contributor provides its Contributions) on an "AS
IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied, including, without
limitation, any warranties or conditions of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
PARTICULAR PURPOSE. You are solely responsible for determining the appropriateness of using or redistributing the
Work and assume any risks associated with Your exercise of permissions under this License. 8. Limitation of Liability.
In no event and under no legal theory, whether in tort (including negligence), contract, or otherwise, unless required by
applicable law (such as deliberate and grossly negligent acts) or agreed to in writing, shall any Contributor be liable to
You for damages, including any direct, indirect, special, incidental, or consequential damages of any character arising
as a result of this License or out of the use or inability to use the Work (including but not limited to damages for loss of
goodwill, work stoppage, computer failure or malfunction, or any and all other commercial damages or losses), even if
such Contributor has been advised of the possibility of such damages. 9. Accepting Warranty or Additional Liability. While
redistributing the Work or Derivative Works thereof, You may choose to offer, and charge a fee for, acceptance of support,
warranty, indemnity, or other liability obligations and/or rights consistent with this License. However, in accepting such
obligations, You may act only on Your own behalf and on Your sole responsibility, not on behalf of any other Contributor,
and only if You agree to indemnify, defend, and hold each Contributor harmless for any liability incurred by, or claims
asserted against, such Contributor by reason of your accepting any such warranty or additional liability
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Documentation Legal Notice
This Documentation, which includes embedded help systems and electronically distributed materials, (hereinafter referred
to as the “Documentation”) is for your informational purposes only and is subject to change or withdrawal by Broadcom
at any time. This Documentation is proprietary information of Broadcom and may not be copied, transferred, reproduced,
disclosed, modified or duplicated, in whole or in part, without the prior written consent of Broadcom.

If you are a licensed user of the software product(s) addressed in the Documentation, you may print or otherwise make
available a reasonable number of copies of the Documentation for internal use by you and your employees in connection
with that software, provided that all Broadcom copyright notices and legends are affixed to each reproduced copy.

The right to print or otherwise make available copies of the Documentation is limited to the period during which the
applicable license for such software remains in full force and effect. Should the license terminate for any reason, it is your
responsibility to certify in writing to Broadcom that all copies and partial copies of the Documentation have been returned
to Broadcom or destroyed.

TO THE EXTENT PERMITTED BY APPLICABLE LAW, CA PROVIDES THIS DOCUMENTATION “AS IS”
WITHOUT WARRANTY OF ANY KIND, INCLUDING WITHOUT LIMITATION, ANY IMPLIED WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, OR NONINFRINGEMENT. IN NO EVENT WILL
CA BE LIABLE TO YOU OR ANY THIRD PARTY FOR ANY LOSS OR DAMAGE, DIRECT OR INDIRECT, FROM
THE USE OF THIS DOCUMENTATION, INCLUDING WITHOUT LIMITATION, LOST PROFITS, LOST INVESTMENT,
BUSINESS INTERRUPTION, GOODWILL, OR LOST DATA, EVEN IF CA IS EXPRESSLY ADVISED IN ADVANCE OF
THE POSSIBILITY OF SUCH LOSS OR DAMAGE.

The use of any software product referenced in the Documentation is governed by the applicable license agreement and
such license agreement is not modified in any way by the terms of this notice.

The manufacturer of this Documentation is Broadcom Inc.

Provided with “Restricted Rights.” Use, duplication or disclosure by the United States Government is subject to the
restrictions set forth in FAR Sections 12.212, 52.227-14, and 52.227-19(c)(1) - (2) and DFARS Section 252.227-7014(b)
(3), as applicable, or their successors.

Copyright ©  Broadcom. All Rights Reserved. The term “Broadcom” refers to Broadcom Inc. and/or its subsidiaries. All
trademarks, trade names, service marks, and logos referenced herein belong to their respective companies.
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