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Administrating
As a database or system administrator, you can perform administration operations on CA Datacom components or
systems.

NOTE
Some information in this section is restricted to customers of CA Datacom. Use your Broadcom Support Online
login ID to access all content.

Click the PDF icon to download a PDF of the Administrating section.

Security Overview
Access security is the part of a security plan that controls access to data and functions. Without access security, individual
user authorizations are not validated. Therefore, any user who can communicate with the Multi-User Facility (MUF) can
obtain and modify data. ® security allows you to control access by providing security models.

With  internal security and  for internal security, each product is protected by access rules defined and maintained within
that product. To protect  and  with internal security, learn the security systems associated with each product.

External security provides the ability to control and administer user access to  products and data based on the security
profiles that exist in the external security product, such as CA ACF2, CA Top Secret, or RACF (z/OS).

The difference between external and internal security is where the user access authorizations are maintained.

The following topics are discussed on this page:

Security

security protects access to tables and the  Utility (DBUTLTY) functions. This security is typically administered through an
external security product.

Security User IDs

is called by user applications. As part of shipping a request to the MUF, the current user ID is passed. In the MUF, this
user ID is signed on with a technique not requiring a password. This technique requires that the MUF be authorized. The
MUF does not enable if external security is established for the Directory and the MUF is not authorized.

The MUF maintains the signed on users in an unlimited cache that contains both the signon and tables that have been
accessed successfully in the past. As each request is made, it is validated by first checking the cache. If it is found, no
further checks are needed. If it is not found, external security is called.

Because  saves authorizations in memory, it is not always in synchronization with the external security product. For most
products (except notably RACF), when it is necessary for a change to be seen instantly, use the DBUTLTY SECURITY
OPTION=RESET transaction or the console command SECURITY RESET to reset the security buffer. You can specify
either an individual user be reset or all users be reset. If you specify a user on the reset, the MUF signs that individual
user off and all of the cached permissions of that user are discarded. If you do not specify a user, the MUF signs all users
off, and the entire cache is discarded, which in turn causes reestablishment of all security validations.

When updating RACF resources, The RACF environment is not automatically refreshed. However, there is a method that
allows the RAC LIST to be refreshed without recycling the MUF.

NOTE
The security user ID is part of the log record and is reported with the RXX report. The security user ID is also
part of the READRXX fields.
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Security and User Exits

has three user exists and the MUF allows a subtask. These facilities allow code other than  to open data sets and perform
work. When reviewing your security environment and setting up external security, review these programs (if any) and
verify that you are not allowing access to secured data by user programs hidden in the MUF region.

SQL Security Supersedes

If the SQL Security Model is defined for a database, only privileges defined with GRANT and REVOKE statements are
used to control access to the tables in that database. In this case, these security authorizations supersede any external
authorizations.

Table Partitioning Considerations

If a DBUTLTY function does not include an explicit TABLE= keyword, table level security (at the DBUTLTY) can be
granted either at the Full Parent table level or the Child table level. If the DBUTLTY function includes a specific TABLE=
keyword, table level access is checked using the table name specified by the TABLE= keyword. For example, the
EXTRACT function of DBUTLTY uses the table name specified in the TABLE= keyword. But a DBUTLTY BACKUP AREA
function uses either the Childrens' names that are contained in the area, or it uses the Full Parents table names. If access
is granted to either, the BACKUP is allowed.

Security

security protects product functions unique to the product. These functions include basic  online (DDOL) and batch utility
activities and entity-type function combinations.  internal security supports its own signon. External security uses the
external security accessor identification to validate the user and uses the externally defined authorizations to protect the 
functions.

The Security Administrator controls whether  is secured with external security. If external security is selected for , then 
internal security authorizations are ignored. No modifications are required to  to implement external security.

NOTE
internal security can be used even though  is using external security.

Security

security protects product functions unique to the product. These functions include  online and batch activity.  internal
security uses a secondary product signon for each accessor and permits you to define Table Authorizations in  security.
External security uses the external security user identification and validates table access according to the authorizations
defined in  security.

The Security Administrator controls whether  is secured with external security. If external security is selected for , then 
internal security authorizations are ignored. No modifications are required to  to implement external security. Security
settings for databases with DBIDs greater than 999 is only supported in external security.

Using the  SECURITY Multi-User startup option and your external security product,  security is recognized as a separate
path in  with the LEVEL05 PASS/FAIL resource. If the proper permissions are set for the level 05 resource, you can
specify four paths specifically for .

NOTE
internal security can be used even though  is using external security.

SQL Security

SQL security includes table, plan, and view security.
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Table Security

An alternate way to protect table access is to use SQL GRANT and REVOKE statements. In this case,  security is still
used to protect DBUTLTY functions and to control who can create tables and authorization IDs. You can use the ANSI-
compliant SQL GRANT and REVOKE statements only to control access to tables and views.

You can choose to protect table access by  security or by SQL security at the database level by specifying YES or NO for
the SQL-SECURITY attribute when defining databases to .

SQL table security cannot be administered externally.

Plan Security

Plan security allows you to give explicit rights to an SQL plan. When you give explicit rights to an SQL plan, that plan
and its associated program can be executed without specific access rights to the tables or views accessed by that plan.
However, any non-SQL statement executed from the same program is checked according to the security profile for the
tables accessed by the native command.

You can administer SQL plan security by using SQL GRANT and REVOKE statements that use SQL security for table and
views as discussed under Table Security.

SQL plan security can also be administered by using external security facilities. SQL plan security can therefore be
combined with the external table security model to provide a single-source security model. We recommend that you
administer plan security through external security.

View Security

Enabling views to secure by name gives greater control because it allows control of access to the precise set of tables,
rows, and columns defined by a view. View security replaces security authorization checks on the individual tables
referenced by a view with a check against the view entity itself. This allows the owner of the tables to restrict complete
access to the tables but still permit a view of specific data to certain users. This feature is activated in the external security
package.

Using External Security for CA Datacom
External  security provides users the option of defining  product resources, accessors, and access rules using one
external security package. This organization standardizes security across products, simplifies security administration, and
allows the Security Administrator to control security without becoming an expert on the products being secured.

The method used to associate  product resources with users is specific to the external security package used. Consult
your security product documentation for complete details.

To externalize security, decisions about user access to product functions and data must be made and relayed to the
Security Administrator. In turn, the Security Administrator conveys the information to the external security product by
constructing resources to represent each access right or level. Each resource directly controls access to a specific
function in a  product.

Externally securing all  products can be a major undertaking. It is important that the product administrators, who can
provide product-specific information, participate in the task of securing their products.

Once  resources are stored in the external security product and the appropriate initiation steps taken, the external security
product has control.  products defer to external security with the exception of SQL security.

The following topics are discussed on this page:

Prerequisites

CAIRIM and the CA IPC are required for external security. You installed these before installing  products.
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NOTE
CAIRIM is part of CA Common Services for z/OS and part of CA CIS for z/VSE (formerly known as CA90s
Services).

The CA Standard Security Facility (CAISSF), a subcomponent of CAIRIM, provides the link between the  products and the
external security product. The CAISSF is a prerequisite for implementing external security.

The CA IPC is required for  and  online signon.

NOTE
For more information, see the CA IPC Implementation documentation and Enabling Online Signons.

Security Audits and Reporting

When external security is in effect, the external security product controls audits and reporting.

Access Validation

Once it has identified the user, the Security Facility determines if the resource is in a database secured under the SQL
Security Model or the  Security Model. The Security Facility then validates the rights of the user based on the rules or
permissions in the external security package or SQL security.

External Security Product Reference

If your site uses an external security product, such as CA ACF2, CA Top Secret, or IBM RACF, you need the complete set
of the documentation for that product.

Setting Up Resource Classes
This section provides information about resource class names and formats for securing the  products in CA ACF2, CA Top
Secret, or IBM's RACF.

products share the following  resource classes in the external security products. The external security product controls
the user access rights and levels. The method used to tie the user to functions or data depends on the security product
used.

Resource Class Names

The resource class names used in this topic represent generic names. Your specific external security product may use
slightly different resource class, or resource type, names.

• For CA ACF2, see Security Interfaces, CA-ACF2 (z/OS and z/VSE).
• For CA Top Secret, see Security Interfaces, CA Top Secret (z/OS), or Security Interfaces, CA Top Secret (z/VSE).
• For IBM RACF, see Security Interfaces, RACF.

Type ofInformation ResourceClass Products Using AccessLevels
System DTSYSTEM

SQL Option

None

Administrator DTADMIN
SQL Option

None
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Table DTTABLE
DCTABLE
DFTABLE
DGTABLE
DHTABLE
DPTABLE
DQTABLE
DRTABLE
DSTABLE
DXTABLE

SQL Option READ
ADD
UPDATE
DELETE

Utility DTUTIL

SQL Option

None

The following apply to conventions used for :

• Resource names contain no embedded blanks.
• Uppercase values are constants in the resource name.
• Lowercase values indicate variables.
• The system identifier is the  Directory (CXX) name unique to each system. If two or more MUFs share the same

Directory, they share the same CXX name.
• DDutility and DQutility represent a number of possible product programs or functions.

Some external security products allow you to use prefixing, masking, and patterning techniques. These can include fixed
position character substitution, or wildcards, and variable character substitution, or masking, when defining resources.
Some products also allow you to define profiles and then assign users to specific profiles for permissions. These
techniques allow you to reduce the number of resource definitions. See your external security product documentation for
the availability and use of these features.

Process Overview

When you enable the MUF, external security is called to determine the security status. The first determination made is the
level of security that you are running. When  implements new security features, it does so by implementing a new level of
security in the DTSYSTEM resource class. The current highest level of support is LEVEL05. All other levels, that is levels
01 through 04, are still supported, but we recommend that you implement security at the highest supported level, that is,
LEVEL05. Each higher level supports all the features contained in lower levels and new features.

A level consists of a pair of resource names in the DTSYSTEM resource class. The resource names are
ACTIVATE.LEVELnn.PASS and ACTIVATE.LEVELnn.FAIL. A check is made at Multi-User startup for LEVEL05 using the
user ID associated with the MUF. If access is allowed to the PASS resource and access is denied for the FAIL resource,
the level is considered in force and further checks are made based on the level. If either of these is not true,  checks the
PASS/FAIL resources at the next level, in this case level 04, until it either finds the correct combination or it exhausts all
the levels.

All the following documentation pertains to the complete set of features available at level 05. Following is a list of features
that are available at lower levels.

• Level 04
Is the same as level 05, except  path security is not checked for or allowed.

• Level 03
Is the same as level 04, except that view security is not checked for or allowed.

• Level 02
Is the same as level 03, except that the number of paths recognized is two:
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– SQL (for all SQL requests)
– RAT (for all non-SQL requests)
Only two table classes are available at this level: DTTABLE and DXTABLE.

• Level 01
Is the same as level 02 except all paths are treated equally using DTTABLE for table access. External security for all of
is enabled by denying permission to DTSYSTEM resource cxxname.DB.

NOTE
XCF cannot be externally secured at level 01.

Before the appropriate level permissions are set, it is important that all desired information is stored in the other resource
classes. That is, review the DTADMIN, the DCTABLE and DTUTIL classes and add required entries before securing the
Directory with the DTSYSTEM resource.

Using the DTSYSTEM

In addition to being used for level checking, the DTSYSTEM class identifies the following:

• Whether certain features are externally securable,
• Whether  or  are externally secured, and
• Which table classes can be used to secure table access for various access paths.

NOTE
Security event logging to the console is normally suppressed on DTSYSTEM resource calls made during Multi-
User startup.

Each of the non-level DTSYSTEM resource names begin with a high-level node of CXX name that identifies a system.
A system includes all the databases and tables defined in the  Directory (CXX) represented by the CXX name. The CXX
name is established for a CXX when the CXX is initialized.

The DTSYSTEM resource class is the key to turning on external security for  products. To activate external security, the
Security Administrator must deny all users access to the DTSYSTEM resource which identifies the system to secure. To
deactivate external security, the Security Administrator must allow all users access to the DTSYSTEM resource identifying
the unsecured system. The CXX name identifies the system.

At the startup of the MUF, when the LEVEL PASS and FAIL resource names are properly set up, the external security
product is called with a series of resource names in the DTSYSTEM resource class. These resource names have a high-
level node of the cxxname followed by a low-level node or nodes representing a product or feature. The following list
shows what these resource names represent and what it means if the user who submitted the MUF is denied access to
these resource names.

NOTE
Each of the following products or features, when externally secured, produces a DB00220I message to indicate
that it is externally secured.

• cxxname.DQ
is externally secured

• cxxname.DD.
is externally secured.

• cxxname.XCF
XCF is externally secured.

NOTE
The check for XCF security is only done for those operating system environments that support XCF.

• cxxname.SV.ENABLE
View security allowed.
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cxxname.SV.DEFAULT

Default view security may be specified on the Multi-User startup options.

The DTSYSTEM resource class also allows the Security Administrator to define the security mode for any new Multi-
User system not yet defined. If the default permission is allowed for undefined systems, new systems are not secured.
When the default permission is denied and LEVEL03 or higher is properly set (such as in CA ACF2), new systems are
protected and permissions must be in place for all  activities before the  Directory initialization. If LEVEL03 or higher has
been properly set, "default deny" allows the Database Administrator to choose the level of external security for undefined
MUF.

If you have defined LEVEL03 or higher resource name pairs, coded path definitions in the Multi-User startup option
SECURITY, and if the path-class access is denied, access to this particular path-class is secured.

Other Products Use of DTSYSTEM

If any level is selected, cxxname.DD and cxxname.DQ are also checked. If access is denied for cxxname.DQ,  is
externally secured.

If LEVEL03 or higher external security is in place (through DTSYSTEM resources) and the operating system environment
is such that XCF could run against this MUF, an additional security check is done using the DTSYSTEM resource class
and a resource name of cxxname.XCF. If permission is denied to the user who submitted the Multi-User, XCF external
security is in place.

Beginning with 14.0, the XCF_FROM specifications have become more dynamic and flexible. If XCF is externally secured,
each remote job which uses XCF to connect to MUF has its security checked at open or connection time. This is the only
point at which XCF security is checked. After connection, standard security checking is performed against the DTADMIN,
DTUTIL, and table classes regardless of connection type.

This check is made against the DTSYSTEM resource class using a resource name of cxxname.XCFFROM.from-
system.groupname (corresponding to the system from which the job is connecting and the XCF group it is using to
connect). This check is done using the user who submitted Multi-User. If the check is denied, the open fails with a return
code 87 (003) and no connection is established by the job.

SECURITY Multi-User Startup Option

Path security allows you to identify security rules for different command paths.

SECURITY (Path Security Syntax)

              ┌─ , ───────┐

►►─ SECURITY ─▼─ DBaabbb ─┴───────────────────────────────────────────────────►◄

• DBaabbb
(Required) This is the format of a path security class-and-path option parameter, where DB is a constant.
The aa in the format represents valid class codes. These class codes correspond to the table classes defined in the
external security system. Those table classes must be defined before implementing path security in .
The valid entries and the table classes to which each corresponds are:
– DC

Corresponds to DCTABLE
– DF

Corresponds to DFTABLE
– DG

Corresponds to DGTABLE
– DH

Corresponds to DHTABLE
– DP
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Corresponds to DPTABLE
– DQ

Corresponds to DQTABLE
– DR

Corresponds to DRTABLE
– DS

Corresponds to DSTABLE
– DT

Corresponds to DTTABLE
– DX

Corresponds to DXTABLE
– NO

Specifies no path security for the indicated path (bbb)

The bbb in the format represents one of the valid path codes you can secure with path security. By specifying multiple
class-and-path options, you can, if needed, specify in any order all ten different path codes on multiple lines as long as all
paths specified are unique. But each separate path code can only be used once per SECURITY Multi-User startup option.
When you specify multiple class-and-path options, you must use a comma to separate each occurrence, as indicated in
the syntax diagram and shown in the following example.

The valid path code entries and what they signify are:

• SCI
CICS SQL requests path

• SCQ
CICS SQL for  requests path

• RCI
CICS non-SQL requests path

• RCQ
CICS non-SQL for  requests path

• RAQ
Non-CICS non-SQL for  requests path

• SSR
Server or Ingres Enterprise Access to  SQL requests path

• RSR
Server or Ingres Enterprise Access to  non-SQL requests path

• SQL
Non-CICS, non- Server, and non-Ingres Enterprise Access to  SQL requests path

• SQQ
SQL non-CICS for  requests path

• RAT
All other non-SQL paths

Example

The following is an example showing the use of six path code options in one SECURITY Multi-User startup option. Path
codes can be listed in any order, that is, the order shown in this example is only one of many possible orders.

SECURITY DBaaSSR,DBaaRAT,DBaaSCI,DBaaRSR,DBaaSQL,DBaaRCI

NOTE
There is no restriction on how many times a class code can be used per SECURITY Multi-User startup option.
You could, for example, use the same class code for the different path code occurrences.
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An example of a Multi-User startup option with six possible path-and-class options is:

SECURITY DBDTRAT,DBDCSCI,DBDRSSR,DBDFRCI,DBDSSQL,DBDXRSR

If a path-and-class is specified in the Multi-User startup option, a security check is issued for the DTSYSTEM class with
a resource name cxxname.path-and-class. The path-and-class name must exactly match the seven letters coded in the
Multi-User startup option. If access is denied, this path is secured using the class specified. If access is granted, an error
is returned and the Multi-User is not enabled.

Any paths not coded in the Multi-User startup option have all possibilities checked for the path, that is, the ten classes
and NO using DTSYSTEM resource class and names of cxxname.path-and-class. If access is denied to more than one
of the options for this path, an error is returned and the Multi-User does not enable. If access is allowed for all options, no
security is in place for this path.

DTADMIN

The DTADMIN class associates system product combinations with those individuals who have product administrator
authority. Product privileges derived from administrator authority vary by product. The DTADMIN resource name consists
of the CXX name plus the two-character product code (DB or DD). It is associated with a user accessor ID (ACID).

A user who has access to the DTADMIN resource cxxname.DB is considered a Global Owner and can perform the
following:

• Create a schema for SQL.
• Issue the GRANT and REVOKE commands for any SQL controlled table.
• Issue the DROP command any table.

A user who has access to the DTADMIN resource cxxname.DD is considered a  Security Administrator and can perform
the following:

• Run the batch 4099 Field Access transaction.
• Add and maintain relationship definitions.

Table Classes

The table classes identify  tables and multiple access levels for each table. The valid table classes are:

• DCTABLE
• DFTABLE
• DGTABLE
• DHTABLE
• DPTABLE
• DQTABLE
• DRTABLE
• DSTABLE
• DTTABLE
• DXTABLE

The MUF recognizes ten possible access paths. Ten table classes therefore exist. Because each class has no intrinsic
meaning, you can mix and match which classes are used for which paths, using each of the ten table classes for each
unique path or assigning multiple paths to the same class. The SECURITY Multi-User startup option combined with the
resource names defined to the DTSYSTEM resource class determines which class to use for which paths. The external
security product handles the task of tying users to tables and access levels. The access levels correspond to the following
access rights:
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• ADD
• DELETE
• READ
• UPDATE

NOTE
CA Top Secret z/OS allows READ access if UPDATE access is specified. RACF treats access levels in a
hierarchical way. For more information, see Security Interfaces, RACF.

The table class resources consist of system, database, and table identifiers in the following format:

cxxname.DB0nnnn.table

For example, DBMUF001.DB00140.PAY identifies the PAY table in the database with DBID 140 in the system
DBMUF001.

DTUTIL

DBUTLTY is secured using the DTUTIL resource class if any non-SQL access path is secured. For example, record-at-
a-time commands. Most  Utility (DBUTLTY) functions secure table access through a DTUTIL resource. A few functions
secure READ or ADD access using the specified table class for the record-at-a-time path.

The DTUTIL resource class is used to identify  product utility functions and the users that are allowed to execute them.
Each resource in the DTUTIL class represents one  product function. The resource format varies within and for each of
the three products it supports.

The following are the formats that are discussed later in this chapter:

 cxxname.DBUTLTY.function.subfunction

 cxxname.DB0nnnn.table.right

 cxxname.DQutility.function

 cxxname.DD0nnnn.DDutility.function

 cxxname.DD0nnnn.table.status.function

 cxxname.SQCHECKBINDER

 cxxname.SQEXE.plan-authid.plan-name

 cxxname.SQBND.plan-authid.plan-name

Some DTUTIL resource class security calls are done using LOG=NONE. They are internal  product calls that need to be
performed when a selected function spans multiple database resources but the user only has access rights to some of the
resources. The resources to which the user does not have access are bypassed.

Externalization of Plan Security

The DTUTIL resource class can be used to secure the use of SQL plans.

Users of CA ACF2, CA Top Secret, and RACF can take advantage of SQL plan security by using statements in the
security package. These statements are equivalent to the SQL GRANT and REVOKE statements to control the plan
EXECUTE, plan BIND, and system level CHECKBINDER privileges.

Use the following resource names to secure plans. The resource class for all three resource names is DTUTIL. System-
level authority to secure plans is established with cxxname.SQCHECKBINDER.

To execute and bind privileges on a plan:

 cxxname.SQCHECKBINDER
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 cxxname.SQEXE.plan-authid.plan-name

 cxxname.SQBND.plan-authid.plan-name

Because resource names are limited to 40 characters in at least one external security package, the combination of plan-
authid, plan-name, and the "." should (assuming a cxxname of 8 characters) be limited to a maximum of 25 characters.
This could be accomplished by establishing a naming convention limiting plan names to 16 characters and authids to 8
characters.

DBUTLTY and External Security
uses all four resource classes for external security. The DTUTIL resource class is the only one with portions of the
resource name defined by functions in the  product. This section provides a list of valid resource names and a sample
resource. (The  operator console commands are not secured by external security.)

NOTE
The DBUTLTY function COMM OPTION=CONSOLE, only requires rights to COMM.CONSOLE. If you are
allowed these rights, you can perform any function the CONSOLE API supports.

Certain DBUTLTY functions and subfunctions require access at the database and table level. The EXTRACT, MASSADD,
and REPORT IXXDUMP functions require the database READ or ADD rights and these functions use the table class
specified for the record-at-a-time path. All other functions are validated using the DTUTIL resource class. The format
includes the database ID and table name followed by the access rights. AUTO functions also use the table class specified
for the record-at-a-time path.

Resource Classes Used by

►►─ cxxname.DB0nnn.table. ─┬─ BACKUP──┬──────────────────────────────────────►◄

                           ├─ DISPLAY─┤

                           ├─ CATALOG─┤

                           ├─ LOAD ───┤

                           └─ OPER────┘

A special case exists for the cxxname.DB0nnnn.table.CATALOG resource. The resource is used in the normal context,
but also has a special use when creating a table through SQL. An SQL CREATE requires the CATALOG right to the
database to contain the new table. This database right is done using the literal 999 instead of a table name.

DBUTLTY Resource List

DBUTLTY table access is secured mostly through DTUTIL. A few individual DBUTLTY functions can secure table access
using resource class defined for non-SQL, non-Server, and non-CICS. These are DBUTLTY functions which require
READ or ADD access at the table level.

The following is a list of valid  DTUTIL resources. Replace cxxname with a valid Directory (CXX) name. A resource format
that includes tables applies to a function or subfunction that involves a database or area and can affect more than one
table. In most cases, you must identify to the external security product each table that you want to allow or deny access.

• The COMM ERROR and REPORT IXXDUMP functions are for internal use only. Secure these functions for execution
by the Database Administrator and execute only as directed by Support.

• The COMM EOJFREE, COMM EOJKEEP, COMM SNAPCSA, COMM SNAPSVC, and REPORT MEMORY functions
are for z/OS systems only.

• The EDIT function of the  Utility (DBUTLTY) is not secured.
• The following syntax secures the corresponding DBUTLTY CXXMAINT options:

– Keyword CXXMAINT Option

ALTERDSN ALTER DSN
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ALTERDBC ALTER DBCS

ALTERDSO ALTER DSOP

ALTERKEY ALTER CBSUSE KEYNAME

ALTERLNG ALTER LANGUAGE

ALTERLNK ALTER LINK

ALTERLOG ALTER LOGGING

ALTEROP2 ALTER OPTION2

ALTERSIN ALTER SINGLE (Single User)

• LOAD CXXBASE secures a specific DBID with the LOAD AREA=CXX option.
• SPILLREW is for z/VSE systems only.
• TESTDATA is used at installation to load the DEMO database.

The following is a list of valid  DTUTIL resources. The format of the DTUTIL resource name for the function is:

 cxxname.DBUTLTY.function.subfunction

 

For most DBUTLTY functions, although some have no sub-function, in which case the format is:

 cxxname.DBUTLTY.function

 

For DBUTLTY functions that include table access, the format of the DTUTIL resource name for table-level checks is:

 cxxname.DB0nnnn.table.right.

 

Valid DTUTIL Resources

DTUTILFunction
andSub Function

DTUTILTableRight DnTABLEAccessLevel Table Tables

ACCESS OPER X
ACCT.CATALOG OPER X

(includes
PRM)

ACCT.CLOSE
ACCT.EDIT CATALOG X

(includes
PRM)

ACCT.OPEN
ACCT.SPILL
AUTO*
BACKUP.CXX
BACKUP.DATA BACKUP X
COMM.ALTER
COMM.CANCEL
COMM.CLOSE
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COMM.CLRCBS
COMM.CLRDST
COMM.CLRPXX
COMM.CLRML
COMM.CLRSQL
COMM.CONSOLE
COMM.EOJ
COMM.EOJFREE
COMM.EOJKEEP
COMM.NEWRXX
COMM.REQABORT
COMM.SNAP
COMM.SNAPCSA
COMM.SNAPSVC
COMM.STATS
COMM.STATUS
CONFIRM
CXXCLONE (if no DBID
is specified, refer to the
LOAD.CXX row, or if a
DBID is specified, refer
to the LOAD.CXXBASE
row)
CXXMAINT.ALTERDBC
CXXMAINT.ALTERDSN CATALOG X
CXXMAINT.ALTERDSO CATALOG X
CXXMAINT.ALTERKEY CATALOG X
CXXMAINT.ALTERLNG
CXXMAINT.ALTERLNK CATALOG X
CXXMAINT.ALTERLOG CATALOG X
CXXMAINT.ALTEROP2
CXXMAINT.ALTERSIN
CXXMAINT.CONVERT
CXXMAINT.DDPROD CATALOG X
CXXMAINT.DELETE CATALOG X
CXXMAINT.PURGE
DBTEST
DEFRAG
EXTBKUP.DATA
EXTEND.DATA LOAD X
EXTEND.IXX OPER X
EXTRACT READ X
ENCRYPT
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FLEXPOOL.ADD
FLEXPOOL.DELETE
INIT.CXX
INIT.DATA LOAD X
INIT.IXX OPER X
INIT.LXX
INIT.WXX
LINK CATALOG X
LOAD.CXX
LOAD.CXXBASE CATALOG X
LOAD.DATA LOAD X
LOCK.MOVER OPER X
MASSADD ADD X
OLREORG
RECOVERY.BACKWAR
D

LOAD X

RECOVERY.FORWARD LOAD X
REMOVE CATALOG X
REORG.DATA BACKUP LOAD X
REPLACE.DATA LOAD X
REPORT.CXX DISPLAY X
REPORT.DEVICE
REPORT.DDNAME
REPORT.ENCRYPT
REPORT.HISTORY DISPLAY X
REPORT.IXX DISPLAY X
REPORT.IXXDUMP READ X
REPORT.LXX
REPORT.PXX
REPORT.REFGROUP READ X
REPORT.RXX
RESET.CXX OPER X
RESET.LXX
RETIX OPER X
RXXFIX
SECURITY.RESET
SPILL
SPILLREW
SPLIT
UNLOCK.MOVER OPER X
VERINDEX
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NOTE
* For more information about AUTO DBUTLTYs, see the following Valid DBUTLTY External Security Rights
table.

Valid DBUTLTY External Security Rights

DTUTIL Functionand Sub Function Access Level toDyn. Systems Tbls Access Level toAuto Tables
AUTOCOLL.AVGPERF READ and ADD
AUTOCOLL.BASELINE READ and ADD
AUTOCOLL.DELTACRE READ ADD
AUTOCOLL.DELTADEL READ and DELETE
AUTOCOLL.DELTARPT READ
AUTOCOLL.DSVOUT READ
AUTOCOLL.SNAPDEL READ and DELETE
AUTOCOLL.SNAPRPT READ
AUTOCOLL.SNAPSHOT READ ADD
AUTOCOLL.SUMMARY READ and ADD
AUTOINFOTOR READ

AUTOSTAT ADD

Examples

DBMUF001.DBUTLTY.ACCT.CATALOG validates the right of a requestor to perform the subfunction CATALOG of the
DBUTLTY function ACCT to catalog the Accounting Facility database in the system known as DBMUF001. This requires
OPER access rights for all user-defined Accounting tables and the PRM table.

DBMUF001.DBUTLTY.INIT.CXX validates the right of a requestor to perform the DBUTLTY function INIT CXX in the
system known as DBMUF001.

DBMUF001.DBUTLTY.MASSADD validates the right of a requestor to perform the DBUTLTY function MASSADD in the
system known as DBMUF001. This requires the ADD access level for the table where the records are added.

DBUTLTY Functions and Multi-User Facility Not Active

If the MUF is not active and non-SQL security is installed, most DBUTLTY functions are denied with a return code 68. The
following functions execute and run as if security is not installed:

Description Functions
Full CXX
Maintenance

INIT AREA=CXX
LOAD AREA=CXX,DDNAME=aaaaaaaa (with no DBID specified)
CXXMAINT OPTION=CONVERT

Reporting REPORT AREA=PXX
REPORT DEVICE=

Recovery RESET AREA=CXX,DBID=database-identifier
Logging INIT AREA=LXX

INIT AREA=FXX
INIT AREA=WXX
RESET AREA=LXX

 23



 CA Datacom Administrating

Miscellaneous TESTDATA
EDIT

NOTE
TESTDATA is used at installation to load the files used in the DEMO database.

If you specify the CXX in your JCL, you must specify the same CXX used by the MUF, or return code 44 (an environment
error) is issued.

CA Datacom Datadictionary and External Security
When external security is in effect, the  Service Facility (DSF) determines the following at user signon from CAISSF:

• The identity of the user
• All  facilities for which the user is authorized
• Whether the user is authorized as an administrator

Identify the  facilities and functions by entity-type and status using the DTUTIL resource class to secure them with external
security. Identify the Security Administrator using the DTADMIN resource class. For more information about externally
securing  online signons, see Enabling Online Signons.

Internal Overrides

There are  rules that cannot be overridden by external security.

• A history (HIST) status entity-occurrence can be displayed, copied from, obsoleted, and deleted only. Therefore, any
attempt to update any entity-occurrence in HIST status is rejected by DSF regardless of the information provided by
the call to CAISSF. (This is true for  product security profiles also.)

• entity-occurrence definitions that are defined with password or lock level protection cannot be updated without
supplying the assigned password or code. For more information about assigning, using, and deleting passwords and
lock levels, see the  documentation.

• Field definitions using the DDUPDATE 4099 Field Access transaction maintain attribute-level security.

If the user is identified as an internal CA product such as  or , DSF bypasses security checks (except  entity-occurrence
passwords and locks). For example, USERA is not authorized to use . When USERA uses ,  is still able to make the DSF
calls needed to accomplish its work on behalf of USERA because  signs on as an internal CA product. However, if USERA
tries to execute a user program through  that makes DSF calls, USERA is denied access to .

If external security is not in effect,  uses any security information, including user profiles and System Resource Table
(SRT) security options, that are defined through internal  security.

DTADMIN Resource Class

The DTADMIN class is used to associate system product combinations with those individuals who have product
administrator authority. This class indicates users with Security Administrator status.

DBMUF001.DD is an example of a DTADMIN resource for . Any users associated with this resource would be considered
to be a Security Administrator to the .

DTUTIL Resource Class

The DTUTIL class is used to identify user access, the  facilities, and the functions by entity-type and status that users are
allowed to execute. This section provides the syntax for the DTUTIL resource class for .
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In the following formats, cxxname represents the Directory (CXX) name and nnnn in DD0nnnn represents the database ID
for the DATA-DICT database for .

User Access

The following format is used to authorize a  user to access  online and submit batch utility transactions (the -USR
transaction). You must also perform the steps specified in Enabling Online Signons.

 cxxname.DD0nnnn.SIGNON

 

Facilities Resource List

The following formats for the DTUTIL resource class correspond to the  facilities security formats used in the internal 
security.

• Format Description
• cxxname.DD0nnnn.DDOL.AUTH

Online Authorization Maintenance
• cxxname.DD0nnnn.DDOL.DBM

Online  Structure Maintenance
• cxxname.DD0nnnn.DDOL.ENTD

Online Entity Display
• cxxname.DD0nnnn.DDOL.ENTM

Online Entity Maintenance
• cxxname.DD0nnnn.DDOL.FMM

Online FILE Structure Maintenance
• cxxname.DD0nnnn.DDOL.ISF

Online Interactive Service Facility
• cxxname.DD0nnnn.DDOL.SQL

Online Interactive SQL Service Facility
• cxxname.DD0nnnn.DDBTGLM

Batch DDBTGLM
• cxxname.DD0nnnn.DDCFBLD

Batch DDCFBLD
• cxxname.DD0nnnn.DDRMFLM

Batch DDRMFLM
• cxxname.DD0nnnn.DDTRSLM

Batch DDTRSLM
• cxxname.DD0nnnn.DDUPDATE

Batch DDUPDATE
• cxxname.DD0nnnn.DDUTILTY

Batch DDUTILTY

Example

DBMUF001.DD00002.DDOL.SQL validates the authorization of a requestor to use the Interactive SQL Service Facility in
the online mode of a  with database ID of 2 using a system known as DBMUF001.
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Entity-Type Resource List

This form corresponds to the  entity-type security. The same conventions used by  online security are used to represent
entity-types and functions. See the table in Valid Entity-Type and Function Combinations for valid entity-type, status, and
function combinations.

cxxname.DD0nnnn.table.stat.fnc

• fnc
A 2- or 3-character identifier of the  function.
– ADD

Add or create an entity-occurrence (except FIELD).
– ALS

Maintain aliases for an entity-occurrence.
– CAT

Catalog a DATABASE structure.
– DEF

Define a FIELD entity-occurrence to a table or record.
– DEL

Delete or remove an entity-occurrence (except FIELD).
– DES

Maintain descriptors for an entity-occurrence.
– DIS

Display an entity-occurrence.
– DSA

Disable a structure.
– ENA

Enable a structure.
– FRM

Copy an entity-occurrence from this one.
– OB

Obsolete a structure (remove all status/versions).
– REL

Maintain relationships for or transfer an entity-occurrence.
– RES

Restore an entity-occurrence to this version.
– SEC

Maintain passwords and lock levels.
– SET

Set default attribute-values for entity-occurrences in a DATABASE structure.
– STA

Maintain status for an entity-occurrence.
– TO

Copy an entity-occurrence to this status/version.
– TXT

Maintain text for an entity-occurrence.
– UPD

Update or modify an entity-occurrence.
– VER

Verify DATABASE or FILE structures.
– nnnnn
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The DBID attribute-value of the DATA-DICT database.
– stat

The status identifier for the entity-type. PROD is also used for entity-occurrences in qualified (QUAL) and HIST
status. TEST or Tnnn is also used for entity-occurrences in INCOmplete status.
• The status can be PROD, TEST, or T001 to T999 for entity-occurrences of the entity-types in the  and CA FILE

Model structures: DATABASE, AREA, TABLE, FIELD, KEY, ELEMENT, FILE, RECORD, and DATAVIEW.
• The status can be PROD or TEST for entity-occurrences of all entity-types.
• For the OBS function, use PROD for the status.

– cxxname
The 1- to 8-character system identifier.

– table
The 3-character DATACOM-NAME attribute-value of the table defining the entity-type in the  DATA-DICT database.

The following are the entity-types supplied with :

Entity-Type  Name DATACOM-NAME
ALIAS ALS
AREA ARA
AUTHORIZATION ATZ
CONSTRAINT CNS
DATABASE BAS
DATAVIEW DVW
DESCRIPTOR KWC
DOCUMENT DOC
ELEMENT ELM
FIELD FLD
FILE FIL
JOB JOB
KEY KEY
LIBRARY LIB
MEMBER MEM
MODULE MOD
NODE NOD
PANEL PNL
PARTITION-COLUMN-VALUE PCV
PARTITION-VALUE PRT
PARAMETER-LIST PRM
PERSON PER
PLAN PLN
PROCEDURE PRC
PROGRAM PGM
RECORD REC
RELATIONSHIP REL
REPORT RPT
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STATEMENT STM
STEP STP
SYNONYM SYN
SYSTEM SYS
TABLE TBL
TEXT TXT
TRIGGER TRG
UNIVERSAL (record) UNI
VIEW VEW

Valid Entity-Type and Function Combinations

The following chart shows the valid combination of entity-types, status, and functions that can be used in constructing 
resources. Most invalid function and entity-type combinations are ignored. For example,  does not prevent you from
assigning the SET function to the PROGRAM entity-type, but  would not select it because SET is not a valid function for a
PROGRAM entity-occurrence.

Entity-Type Name TableDATACOM-NAME Status Valid Functions
ALIAS ALS PROD

TEST
ADD, DEL, DIS, UPD

AREA ARA PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS,
FRM, DSA, ENA, REL, TO, TXT,
UPD

AUTHORIZATION ATZ PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

CONSTRAINT CNS PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

DATABASE BAS PROD
TEST
T001 -- T999

ADD, ALS, CAT, DEL, DES,
DIS, FRM, DSA, ENA, OBS,
REL, RES, SET, TO, TXT, UPD,
VER

DATAVIEW DVW PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS,
FRM, DSA, ENA, OBS, REL,
RES, TO, TXT, UPD

DESCRIPTOR KWC PROD
TEST

ADD, DEL, DIS, UPD

DOCUMENT DOC PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

ELEMENT ELM PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS,
FRM, DSA, ENA, OBS, REL,
TO, TXT, UPD

FIELD FLD PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD
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FILE FIL PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS,
FRM, DSA, ENA, OBS, REL,
TO, TXT, UPD, VER

JOB JOB PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

KEY KEY PROD
TEST
T001 -- T999

ADD, ALS, DEF, DEL, DES,
DIS, FRM, DSA, ENA, OBS,
REL, TO, TXT, UPD

LIBRARY LIB PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

MEMBER MEM PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

MODULE MOD PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

NODE NOD PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

PANEL PNL PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

PARAMETER-
LIST

PRM PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

PARTITION-
COLUMN-
VALUE

PCV PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

PARTITION-
VALUE

PRT PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

PERSON PER PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

PLAN PLN PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

PROCEDURE PRC PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

PROGRAM PGM PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

RECORD REC PROD
TEST
T001 -- T999

ADD, ALS, DEF, DEL, DES,
DIS, FRM, DSA, ENA, OBS,
REL, RES, TO, TXT, UPD

RELATIONSHIP REL PROD
TEST

ADD, DEL, DIS, UPD

REPORT RPT PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

STATEMENT STM PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

STEP STP PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD
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SYNONYM SYN PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

SYSTEM SYS PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

TABLE TBL PROD
TEST
T001 -- T999

ADD, ALS, DEF, DEL, DES,
DIS, FRM, DSA, ENA, OBS,
REL, RES, SET, TO, TXT, UPD

TEXT TXT PROD
TEST

ADD, DEL, DIS, UPD

TRIGGER TRG PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

UNIVERSAL
(record)

UNI PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

user-defined
entity-type

ccc PROD
TEST

ADD, ALS, DEL, DES, DIS,
FRM, REL, TO, TXT, UPD

VIEW VEW PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT,
UPD

Example

DBMUF001.DD00002.BAS.PROD.CAT is an example of a DTUTIL resource for  entity-type security. This validates the
requestor's permission to catalog a DATABASE entity-occurrence definition in production (PROD) status in a  with a
database ID of 2 using a system known as DBMUF001.

Replication of Internal CA Datacom Datadictionary Security Levels

internal security uses the SECLVL= parameter of the System Resource Table (SRT) to indicate the level of security
desired. These levels of security are represented by options 0 through 4. For more information, see Planning for CA
Datacom Datadictionary Security.

If your external security package allows you to use fixed-position character substitution, or "wildcards," when defining
resource names, you can reduce the number of resource definitions when replicating a  security level. These wildcards
are represented by cc, ccc, or cccc in the following examples. If the product allows variable character substitution, or
"masking," you can use it as appropriate in place of wildcards. If the product does not use wild cards or masking you must
specify each combination of entity-type, status, and function.  rules cannot be overridden by using the substitution or
patterning techniques in an external security product.

The following topics are discussed on this page:

Level 0

Level 0 is the least restrictive. The only requirement is that the user is defined to the . At this level, each user can access
any  utility and can perform all valid functions on any TEST status or INCOmplete status entity-occurrence, and can
perform the DISPLAY and RESTORE functions on any PROD status or HIST status entity-occurrence.

To emulate this class externally, the user must be authorized to use the . All users must have the following defined to the
DTUTIL Resource Class:

 cxxname.DD0nnnn
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Level 1

Level 1 adds to the least restrictive level the requirement that the list of  utilities be customized for each user. At this level,
each user can perform all valid functions on any TEST status or INCOmplete status entity-occurrence, and can perform
the DISPLAY and or RESTORE functions on any PROD status or HIST status entity-occurrence.

To emulate this class externally, the user must be authorized to use the  (SIGNON). The specific permitted DDOL
functions and batch utilities must be provided. The user would have the following defined to the DTUTIL Resource Class.
For more information, see Valid Entity-Type and Function Combinations.

  cxxname.DD0nnnn.SIGNON

 cxxname.DD0nnnn.DDOL.AUTH

 cxxname.DD0nnnn.DDOL.DBM

 cxxname.DD0nnnn.DDOL.ENTD

 cxxname.DD0nnnn.DDOL.ENTM

 cxxname.DD0nnnn.DDOL.FMM

 cxxname.DD0nnnn.DDOL.ISF

 cxxname.DD0nnnn.DDOL.SQL

 cxxname.DD0nnnn.DDBTGLM

 cxxname.DD0nnnn.DDCFBLD

 cxxname.DD0nnnn.DDRMFLM

 cxxname.DD0nnnn.DDTRSLM

 cxxname.DD0nnnn.DDUPDATE

 cxxname.DD0nnnn.DDUTILTY

  cxxname.DD0nnnn.ccc.TEST.cc      (This is for the TO function.)

 cxxname.DD0nnnn.ccc.TEST.ccc     (All other functions are three characters.)

 cxxname.DD0nnnn.ccc.PROD.DIS

 cxxname.DD0nnnn.ccc.PROD.RES

 

Level 2

Level 2 adds to Level 1 the requirement that each entity-type must be defined for the specific user. At this level, each
user can perform all valid functions on any TEST status or INCOmplete status entity-occurrence, and can perform the
DISPLAY and or RESTORE functions on any PROD status or HIST status entity-occurrence.

To emulate this class externally, the user must be authorized to use the  (SIGNON). The specific permitted DDOL
functions and batch utilities must be provided as in Level 1. Additionally, for each defined entity-type, the statements in the
following format must be provided. For more information, see Valid Entity-Type and Function Combinations:

  cxxname.DD0nnnn.table.TEST.cc      (This is for the TO function.)

 cxxname.DD0nnnn.table.TEST.ccc     (All other functions are three characters.)

 cxxname.DD0nnnn.table.PROD.DIS

 cxxname.DD0nnnn.table.PROD.RES

 

Level 3

Level 3 adds to Level 2 the requirement that the status for each defined entity-type must be provided. At this level, each
user can perform any function for the entity-occurrences that have the entity-type and status specified.

To emulate this class externally, the user must be authorized to use the  (SIGNON). The specific permitted DDOL
functions and batch utilities must be specified as in Levels 1 and 2. Additionally, each defined entity-type must be
described using the following formats. For more information, see Valid Entity-Type and Function Combinations.:

  cxxname.DD0nnnn.table.stat.cc      (This is for the TO function.)
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  cxxname.DD0nnnn.table.stat.ccc     (All other functions are three characters.)

 

Level 4

Level 4 is the most restrictive. The function must be provided for each defined entity-type. At this level, each user can only
perform the valid functions for an entity-occurrence that has the entity-type, status, and function specified.

To emulate this class externally, the user must be authorized to use the  (SIGNON). The specific permitted DDOL
functions and batch utilities must be provided as in Levels 1 through 3. Additionally, each defined entity-type must be
described with the following format. For more information, see Valid Entity-Type and Function Combinations.

  cxxname.DD0nnnn.table.stat.fnc

 

CA Datacom Datadictionary Security Profiles

is installed with four profiles ($DD-ADM, $DD-COP, $DD-DIS, and $DD-UPD) that can be used with internal security. The
following formats show the DTUTIL resources that must be defined to emulate the profiles.

If your external security package allows you to use fixed position character substitution, or "wildcards," when defining
resource names, you can use them in place of the cc, ccc, or cccc in the following formats. If the product allows variable
character substitution, or "masking", you can use it as appropriate in place of wildcards.  rules cannot be overridden if you
use these in your external security product. If the product does not allow character substitution, you must specify each
combination of entity-type, status, and function. For more information, see Valid Entity-Type and Function Combinations.

The following topics are discussed on this page;

$DD-ADM Profile

This profile is for users with  Administrator authority. The first resource is the DTADMIN resource to identify a Security
Administrator.

  cxxname.DD

  cxxname.DD0nnnn.SIGNON

 cxxname.DD0nnnn.DDOL.AUTH

 cxxname.DD0nnnn.DDOL.DBM

 cxxname.DD0nnnn.DDOL.ENTD

 cxxname.DD0nnnn.DDOL.ENTM

 cxxname.DD0nnnn.DDOL.FMM

 cxxname.DD0nnnn.DDOL.ISF

 cxxname.DD0nnnn.DDOL.SQL

 cxxname.DD0nnnn.DDBTGLM

 cxxname.DD0nnnn.DDCFBLD

 cxxname.DD0nnnn.DDRMFLM

 cxxname.DD0nnnn.DDTRSLM

 cxxname.DD0nnnn.DDUPDATE

 cxxname.DD0nnnn.DDUTILTY

  cxxname.DD0nnnn.ccc.cccc.cc      (This is for the TO function.)

 cxxname.DD0nnnn.ccc.cccc.ccc     (All other functions are three characters.)

 

$DD-COP Profile

This profile is for users with COPY authority.
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  cxxname.DD0nnnn.SIGNON

 cxxname.DD0nnnn.DDOL.DBM

 cxxname.DD0nnnn.DDOL.ENTD

 cxxname.DD0nnnn.DDOL.ENTM

 cxxname.DD0nnnn.DDOL.FMM

 cxxname.DD0nnnn.DDUPDATE

 cxxname.DD0nnnn.DDUTILTY

  cxxname.DD0nnnn.ccc.TEST.ADD

 cxxname.DD0nnnn.ccc.TEST.ALS

 cxxname.DD0nnnn.ccc.TEST.DEF

 cxxname.DD0nnnn.ccc.TEST.DEL

 cxxname.DD0nnnn.ccc.TEST.DES

 cxxname.DD0nnnn.ccc.TEST.FRM

 cxxname.DD0nnnn.ccc.TEST.REL

 cxxname.DD0nnnn.ccc.TEST.SET

 cxxname.DD0nnnn.ccc.TEST.TO

 cxxname.DD0nnnn.ccc.TEST.TXT

 cxxname.DD0nnnn.ccc.TEST.UPD

 cxxname.DD0nnnn.ccc.TEST.VER

 cxxname.DD0nnnn.ccc.cccc.DIS

 

$DD-DIS Profile

This profile is for users with DISPLAY authority only.

  cxxname.DD0nnnn.SIGNON

 cxxname.DD0nnnn.DDOL.ENTD

 cxxname.DD0nnnn.DDOL.SQL

 cxxname.DD0nnnn.DDUTILTY

  cxxname.DD0nnnn.ALS.cccc.DIS

 cxxname.DD0nnnn.ARA.cccc.DIS

 cxxname.DD0nnnn.ATZ.cccc.DIS

 cxxname.DD0nnnn.BAS.cccc.DIS

 cxxname.DD0nnnn.DVW.cccc.DIS

 cxxname.DD0nnnn.KWC.cccc.DIS

 cxxname.DD0nnnn.ELM.cccc.DIS

 cxxname.DD0nnnn.FLD.cccc.DIS

 cxxname.DD0nnnn.FIL.cccc.DIS

 cxxname.DD0nnnn.JOB.cccc.DIS

 cxxname.DD0nnnn.KEY.cccc.DIS

 cxxname.DD0nnnn.LIB.cccc.DIS

 cxxname.DD0nnnn.MEM.cccc.DIS

 cxxname.DD0nnnn.MOD.cccc.DIS

 cxxname.DD0nnnn.NOD.cccc.DIS

 cxxname.DD0nnnn.PER.cccc.DIS

 cxxname.DD0nnnn.PGM.cccc.DIS

 cxxname.DD0nnnn.PNL.cccc.DIS

 cxxname.DD0nnnn.PRT.cccc.DIS

 cxxname.DD0nnnn.REC.cccc.DIS

 cxxname.DD0nnnn.REL.cccc.DIS

 cxxname.DD0nnnn.RPT.cccc.DIS

 cxxname.DD0nnnn.STP.cccc.DIS
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 cxxname.DD0nnnn.SYS.cccc.DIS

 cxxname.DD0nnnn.TBL.cccc.DIS

 cxxname.DD0nnnn.TXT.cccc.DIS

 cxxname.DD0nnnn.UNI.cccc.DIS

 

$DD-UPD Profile

This profile is for users with UPDATE authority.

  cxxname.DD0nnnn.SIGNON

 cxxname.DD0nnnn.DDOL.DBM

 cxxname.DD0nnnn.DDOL.ENTD

 cxxname.DD0nnnn.DDOL.ENTM

 cxxname.DD0nnnn.DDOL.FMM

 cxxname.DD0nnnn.DDUPDATE

 cxxname.DD0nnnn.DDUTILTY

  cxxname.DD0nnnn.ccc.TEST.ADD

 cxxname.DD0nnnn.ccc.TEST.ALS

 cxxname.DD0nnnn.ccc.TEST.DEF

 cxxname.DD0nnnn.ccc.TEST.DES

 cxxname.DD0nnnn.ccc.TEST.REL

 cxxname.DD0nnnn.ccc.TEST.SET

 cxxname.DD0nnnn.ccc.TEST.TXT

 cxxname.DD0nnnn.ccc.TEST.UPD

 cxxname.DD0nnnn.ccc.TEST.VER

 cxxname.DD0nnnn.ccc.cccc.DIS

 

CA Dataquery and External Security
If external security is active on the system,  obtains the signon ID of the user from the external security package. Once the
signon ID is retrieved,  checks the eligibility of the user to sign on to . To leave off the signon card in batch, you must also
specify SECINF=YES in the DQOPTLST.

After  determines that a user is eligible for signon,  makes additional resource checks to determine the access of the user
to functions from external security. If a DQU record for the user exists, the record is updated with the latest access rights
from external security. If one does not exist, one is created, since the DQU record also contains various profile options
maintainable by the individual user.

The access rights in effect at the beginning of a  session determine the functions appearing on  menus and the commands
allowed throughout the  session. When an externally secured function is requested by command or PF key or from a
menu, the function is checked to determine if the user is still authorized.

If external security is not in effect,  internal security is in effect.

The following topics are discussed on this page:

Internal Overrides

If secured within , column-level security functions, profile codes, and condition/restriction are in effect regardless of
whether they are externally secured.

Implementation of external security in  allows the Security Administrator to define user rights to perform the  functions and
to execute the  batch utility functions using the external security definitions of the user. External security for data ( tables)
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is provided through . When external security is in effect on the system, the signon ID is retrieved from the external security
product in both online and batch mode and in the batch utilities.

uses the DTUTIL class to identify  functions and the users allowed to execute them. The functions have the same names
and the same meaning as those implemented by  online security.

Table Authorizations

When external security is in effect,  checks with  to determine if you are authorized to access a particular table. The
indication of access allowed or not allowed is the only factor used by  for table security. All  table security is ignored.

When external security is not in effect, access to tables is governed by  as documented in DQ Internal Security.

PDB and STORE Considerations

Here are some considerations for the use of PDB (personal data base) and the STORE command. With these functions
and by using SQL, tables are created in an area specified in your profile (this profile information is still used even when
external security is in effect for ). The area must be in a database for which you have both create authority and  authority
to do maintenance. The area and database should be built separately for each user or group of users that are allowed
PDB authority, so that these tables are not put into any arbitrary database.

When external security is in effect, you must have full access rights to the database where personal tables are created
(for PDB or STORE). This includes CREATE and DROP authority, that is, cxxname.DBdbid.999.CATALOG. This is the
reason that we recommend separate databases for each group of users that can have access to each other's tables. The
authority to specify in the external security package is cxxname.DBdbid (with required generics) to allow PDB and STORE
to function properly.

NOTE
For more information about using PDB, see Administrating CA Dataquery.

Batch Utility Functions

When external security is in effect,  obtains the signon ID of the user from external security and determines if the user is
eligible to sign on to . If not, the utility execution is terminated. Only the signon ID from external security is used. If the user
is eligible,  determines which functions the user is authorized to perform. If a function is requested for which the user is not
authorized, an error message prints.

CA Dataquery Resource List

The DTUTIL resource class has portions of the resource name defined by functions in . The following is a list of valid 
DTUTIL resources. Replace cxxname with the appropriate Directory (CXX) name.

NOTE
If the cxxname.DQACCESS.CONVUSER ACCESS(ALL) resource is present, the user is identified as a
"Conventional User."

If the cxxname.DQACCESS.CONVUSR ACCESS(NONE) resource is present, or if the CONVUSR keyword authorization
is absent, the user is identified as an "Associate User," meaning that the user is allowed to run existing queries only.

Resource Name Formats for DQACCESS
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• cxxname.DQACCESS.CONVUSR
• cxxname.DQACCESS.DQLSQL
• cxxname.DQACCESS.EMAIL
• cxxname.DQACCESS.EXPORT
• cxxname.DQACCESS.PDB
• cxxname.DQACCESS.REPORT
• cxxname.DQACCESS.SQLDDL
• cxxname.DQACCESS.SQLDML
• cxxname.DQACCESS.SUBMIT

Resource Name Formats for DQADMIN

• cxxname.DQADMIN.ACTUSER
• cxxname.DQADMIN.COND
• cxxname.DQADMIN.DIAG
• cxxname.DQADMIN.JCL
• cxxname.DQADMIN.LANGUAGE
• cxxname.DQADMIN.LIBRARY
• cxxname.DQADMIN.PRINTER
• cxxname.DQADMIN.REST
• cxxname.DQADMIN.SECURITY
• cxxname.DQADMIN.SETS
• cxxname.DQADMIN.USER

Resource Name Formats for DQCRRPT

• cxxname.DQCRRPT.REPORT

Resource Name Formats for DQLANGMT

• cxxname.DQLANGMT.LOAD
• cxxname.DQLANGMT.UNLOAD (includes UPSHIFT)

Resource Name Formats for DQLIBRMT

• cxxname.DQLIBRMT.ADD
• cxxname.DQLIBRMT.BACKUP
• cxxname.DQLIBRMT.REMOVE
• cxxname.DQLIBRMT.REPORT
• cxxname.DQLIBRMT.RESTORE

Resource Name Formats for DQPANPRT

• cxxname.DQPANPRT.PRINT

Resource Name Formats for DQSIGNON

• cxxname.DQSIGNON

Resource Name Formats for DQUSERMT

• cxxname.DQUSERMT.ADD
• cxxname.DQUSERMT.DELETE
• cxxname.DQUSERMT.REPORT
• cxxname.DQUSERMT.UPDATE

Resource Name Formats for DQWFINIT
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• cxxname.DQWFINIT.DQE
• cxxname.DQWFINIT.DQF
• cxxname.DQWFINIT.DQW

Example

DBMUF001.DQACCESS.DQLSQL validates the right of a requestor to use the SQL Mode of  using a system known as
DBMUF001. (It is not necessary to specify a  ID.)

Enabling Online Signons
The following steps can be used as a guide to enable external security for online signons to CA IPC based products
and facilities such as  online and . For sites that use external security to validate signons, you must use the SC00OPTS
SECRTY=Y option over the traditional method which extracts the user ID from the value present in the TCTTEOI of the
CICS TCTTE when SC00OPTS SECRTY=N.

NOTE
For information about coding SC00OPTS, see Step 6 and the CA IPC implementation documentation.

Step 1

Ensure that CAISSF has been installed.

In z/OS sites, CAISSF is a subservice of the CAIRIM, a component of the CA Common Services for z/OS. Additionally,
RACF users must follow the instructions for customizing CAISSF for RACF and RACF-compatible products in the CA
Common Services for z/OS installation documentation. CAS9SAFC must be assembled with CICS-YES if RACF is
installed.

In z/VSE sites, CAISSF is a separate service of the CA CIS. See the CA CIS installation documentation.

Step 2

Define the CA Command resource class in the security product. For CA ACF2 and CA Top Secret, the resource class
should already be present.

Product CA Command Resource Class Name
CA ACF2 CAC
CA Top Secret CACMD
RACF CA@MD (by default) (see the CA Common Services for z/OS

installation documentation

Step 3

Authorize users for access to the CA Command resource for the SCF-based product or component of the product they
need to access.

Product or Component Value of CA Command Resource
DDSIGNON
spSIGNON, where sp is the 2-character SECPRFX assigned in
IDOPTS.

CA IPC IPSIGNON

For more information, see Sample CA Command Resource Definitions.

Step 4

 37



 CA Datacom Administrating

Define the "partition job card user" in the external security product if job submits take place. This has nothing to do with
the SC00OPTS security option being set to yes, but what the security package is put into the job statement when a job is
submitted through the TP monitor. For example, under CICS, CA Top Secret can be set to put the CICS user name and
password into the job statement parameters.

At this point, establish the user access for each  user. For more information, see User Access.

Step 5

For , establish a link between the security ID and user ID using one of the following methods. For other products, however,
if you want to return to internal product security, we recommend that you keep the users in  in synch with the external
users you have enabled with  authority using one of these methods.

• The  or  user name can match the security ID. If this is not already true, it is possible to modify existing user definitions
by changing long names to match security ID names. This can be done using the  DDUPDATE utility. However, it does
require that all TEST and HIST status versions of the PERSON (USERS) entity-occurrence be deleted first.
To change the person names, you can simply run the following transactions in a single DDUPDATE batch job. Use a
set of these transactions for each PERSON entity-occurrence name you want to change. If you have a file of the old
and new names, you could write a quick program to generate the transactions for you.
      -UPD PERSON,old-name(PROD,,ovrd)

      1000 NEWNAME,newname

      -END

 

NOTE
This method modifies the  user signon definition, but not the  user in entirety.

• If users are already defined and the security ID does not match the current user ID, add a  alias to the PERSON entity-
occurrence equal to the security ID. Aliases can easily be added in a single batch job executed in the  DDUPDATE
utility. The PROD status version of the PERSON entity-occurrences can be updated.

• Use the DFLTUSR option in SC00TRAN on a transaction basis. Under , it is also available in IDOPTS as an
environment option. If a default user is specified for the transaction, it takes precedence over a default user specified in
IDOPTS. This is only a viable alternative if the  user definition used to sign on does not need to be known.

For , consider the impact the option you choose is going to have on the $USER-NAME or $USER-ID functions that may
exist in  programs. The values may be different depending on the method of implementation. In some cases, the new
value may be the desired result, while others may require modification to existing  applications or other applications that
are accessing data  may be updating. The most important fact to realize is that the values returned for $USER functions
reflect the  user definition used for signon and not the security ID or alias.

For , when a new user of online (who has authorization for the facility) attempts access to the Interactive SQL Service
Facility,  automatically places a PERSON entity-occurrence in  that matches the security ID to tie the SQL default AUTHID
to it.

Step 6

Reassemble SC00OPTS with SECRTY=Y. (For more information about coding SC00OPTS, see the CA IPC
implementation documentation.)

Step 7

For , reassemble IDOPTS for each region where a different SECPRFX is desired (UIDCHK and PSWCHK options in
IDOPTSCB should be no as they are ignored when the security ID is extracted).

Step 8

Optionally in CICS, remove the user ID from SNT.

Step 9

CICS tables may need to be modified depending on the security product.
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Step 10

To ensure unique signons, secure through the external security product. Optionally, you can use the CA IPC SET SITE
option to check for duplicates. See the CA IPC documentation for details.

Step 11

Optionally, issue SET SITE ASYNCMSG for the region to suppress network print and compile messages that may not
belong to the user if the CA IPC Print SubSystem (PSS) is active or  is installed.

Step 12

If the  or  users are defined with passwords, you must set the System Resource Table (DDSYSTBL macro) parameter
EXPBYPP=YES.

Sample CA Command Resource Definitions

WARNING
The following information is not intended to replace nor supersede any information in the CA ACF2 and CA Top
Secret documentation for the version being executed. The samples are not intended to display all features of
the external security product. The specific rules provided are examples and are not intended as guidelines for
establishing a secured environment.

CA ACF2 Example

See the CA ACF2 documentation for the appropriate syntax for the version installed at your site.

 SET RESOURCE(CAC)

 $KEY($ISIGNON) TYPE(CAC) UID(userid) ALLOW

 $KEY(DBSIGNON) TYPE(CAC) UID(userid) ALLOW

 $KEY(DDSIGNON) TYPE(CAC) UID(userid) ALLOW

 $KEY(IPSIGNON) TYPE(CAC) UID(userid) ALLOW

CA Top Secret z/OS and z/VSE Example

For , users must be authorized for access to CACMD(spSIGNON) where sp is the two-character SECPRFX assigned in
IDOPTS. See the CA Top Secret documentation for the appropriate syntax for the version installed at your site.

 TSS CREATE(DEVL) TYPE(PROFILE) DEPT(DEVELOP)

     NAME('DEVELOPMENT DEPARTMENT AUTHORITY')

 TSS ADD(DEVELOP) CACMD(DBSIGNON)

 TSS ADD(DEVELOP) CACMD(DDSIGNON)

 TSS ADD(DEVELOP) CACMD(IDSIGNON)

 TSS ADD(DEVELOP) CACMD(IPSIGNON)

 TSS PER(DEVL) CACMD(DBSIGNON)

 TSS PER(DEVL) CACMD(DDSIGNON)

 TSS PER(DEVL) CACMD(IDSIGNON)

 TSS PER(DEVL) CACMD(IPSIGNON)

 TSS CRE(USERA) TYPE(USER) DEPT(DEVELOP)

     NAME('A USER') PROFILE(DEVL) PASSWORD(USRPASS,30,EXPIRED)

     FACILITY(CICS)
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Security Interfaces, CA-ACF2 (z/OS and z/VSE)
WARNING
CA ACF2 is a "closed" system, that is, the default is to deny all access. All new systems are secured until
permissions are specified. Permissions must be in place for all  activities before the  Directory initialization. For
more information, see Activating External Security.

Since the  resources are defined as resident in CA ACF2, perform a recycle, or "rebuild," of the external security session if
a change is made.

Limited Documentation

The following information is not intended to replace nor supersede any information in the CA ACF2 documentation for
the version being executed. The samples are not intended to display all features of CA ACF2. The specific rules provided
in the following resource classes are examples only and are not intended as guidelines for establishing a secured
environment.

Defining Resources

CA ACF2 translates eight-character resource classes into three-byte CA ACF2 resource type codes using CA ACF2
GSO CLASMAP records. The documented  resources DTSYSTEM, DTADMIN, DnTABLE, and DTUTIL are processed by
default by CA ACF2 using the first three characters of the resource names: DTS, DTA, DnT, and DTU unless there is a
matching CLASMAP entry that translates (maps) the resource class to a specific three-byte resource type.

*DnTABLE - DTTABLE 

           DXTABLE

           DCTABLE

           DFTABLE

           DGTABLE

           DHTABLE

           DPTABLE

           DQTABLE

           DRTABLE

           DSTABLE

For more information about these  resources, see Setting Up Resource Classes. If the  resource rules contain masking
in the $KEY, the CA ACF2 resource type must be made resident. Defining the resource types in the GSO INFODIR as
follows can accomplish this:

SET CONTROL(GSO)

CHANGE  INFODIR  TYPES(R-RDTA,R-RDTU,R-RDCT,R-RDFT,R-RDGT, R-RDHT, R-RDPT, R-RDQT,R-RDRT,R-RDST,R-RDTT,R-RDXT)

  ADD

Some sites may have a site defined CLASMAP for a resource class mask "********" mapping to a TYPE code of SAF. In
this case, the default for undefined resource classes is SAF rather than the first three characters of the resource class. To
override this specific CLASMAP, entries should be added for each  resource class.

SET CONTROL (GSO)

SET SYSID (sysid)

INSERT CLASMAP.qual RESOURCE(class) RSRCTYPE(typecode)

When changing GSO records, remember to issue the REFRESH command and subsequently any other appropriate
commands, such as RELOAD, REBUILD, and so on.

In the example just shown, the following descriptions of the variables (the words in lower case letters) apply:
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•  sysid
Specifies the four-character SYSID.

•  qual
Specifies a label up to nine characters appended to CLASMAP. The period shown in the example is optional but if
used counts as one of the nine characters.

•  class
Specifies an explicit eight-character Resource Class from CLASS keyword on RACROUTE macro.

•  typecode
Specifies the explicit three-character Resource Type Code associated with the Resource Class. If not specified, CA
ACF2 uses the first three characters of the RESOURCE as RSRCTYPE.

The following example shows what to code to override the CLASMAP resource class mask "********" to a TYPE code of
DTS for the DTSYSTEM resource class:

SET CONTROL (GSO)

SET SYSID (SYS1)

INSERT CLASMAP.DTS RESOURCE(DTSYSTEM) RSRCTYPE(DTS)

Following is an example showing how to define the DTADMIN resource class:

SET CONTROL (GSO)

SET SYSID (SYS1)

INSERT CLASMAP.DTA RESOURCE(DTADMIN) RSRCTYPE(DTA)

Activating External Security

When  implements security features, it does so by implementing a level of security in the DTSYSTEM resource class. This
resource class is defined for each CA ACF2 system, therefore we recommend that you define this resource class last (or
after all other specifications are defined). A level consists of a pair of resource names in the DTSYSTEM resource class.

The resource names ACTIVATE.LEVELnn.PASS and ACTIVATE.LEVELnn.FAIL are validated against the logon ID
associated with the  MUF. If access is allowed to the PASS resource and access is denied for the FAIL resource, that level
of security is considered in force (external security is active) and further checks are made based on the level. For more
information regarding  external security and security levels, see Process Overview.

The following is an example of the step, which activates CA ACF2 external security for the  system at LEVEL04. This
activates CA ACF2 external security for , , and . It allows the MUF to make further checks to verify that the user attempting
to access specific resources has the appropriate authority.

 SET RESOURCE(DTS)

 COMPILE

 $KEY(ACTIVATE) TYPE(DTS)

 $USERDATA(Rule to activate CA ACF2 security for CA Datacom)

 LEVEL04.PASS  UID(logonid)  ALLOW

 LEVEL04.FAIL  UID(logonid)  PREVENT

 

 STORE

 

The following is an example of how to change the permission from denied to allowed for the  system. This definition allows
full access to , , and  while you are completing your definitions.

 SET RESOURCE(DTS)

 COMPILE

 $KEY(ACTIVATE) TYPE(DTS)

 $USERDATA(Rule to suppress security)
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 LEVEL04.PASS  UID(logonid)  PREVENT

 LEVEL04.FAIL  UID(logonid)  ALLOW

 

 STORE

 

LEVEL04 represents the security level (LEVELnn where nn can be 01 through 05). The logonid in these examples is the
CA ACF2 UID string for the logonid associated with the MUF address space.

For sites that have the logonid that starts the MUF address space defined as NON-CNCL, the rules discussed previously
have no effect on determining the use of CA ACF2 for external security for . To control the use of external security, use CA
ACF2 SAFDEFs to return the proper return codes to  to enforce the desired level of security. For example, the following
SAFDEFs are equivalent to the first example, on how to activate external security for , , and  for all MUF address spaces,
that have the NON-CNCL privilege:

 SET CONTROL(GSO)

 INSERT SAFDEF.DCFAIL FUNCRET(8) FUNCRSN(0) ID(DATACOMF) MODE(IGNORE)  -

   RACROUTE(REQUEST=AUTH,CLASS=DTSYSTEM,ENTITYX=ACTIVATE.LEVEL04.FAIL)  -

   RETCODE(8) USERID(********)

 INSERT SAFDEF.DCPASS FUNCRET(0) FUNCRSN(0) ID(DATACOMP) MODE(IGNORE)  -

   RACROUTE(REQUEST=AUTH CLASS=DTSYSTEM,ENTITYX=ACTIVATE.LEVEL04.PASS)  -

   RETCODE(0) USERID(********)

 

When changing GSO records, remember to issue the REFRESH command and subsequently any other appropriate
commands, such as RELOAD, REBUILD, and so on.

Defining Users

The following are examples of how to define security entries to secure a system. They are not intended to portray all
possible CA ACF2 capabilities and are for example only. For more information, see Enabling Online Signons.

SET LID

INSERT USERA NAME(TEST USER 1) PASSWORD(PSWD1) TSO JCL JOB CICS

INSERT USERB NAME(TEST USER 2) PASSWORD(PSWD2) TSO JCL JOB CICS

INSERT USERC NAME(TEST USER 3) PASSWORD(PSWD3) TSO JCL

Defining Access Rights of a User

The following are examples of rules for securing various  utilities using CA ACF2. For details, see the documentation CA
ACF2.

 SET RESOURCE(DTU)

COMPILE

$KEY(PRODCXX) TYPE(DTU)

$USERDATA(CA Datacom rules for resource DTUTIL)

DBUTLTY.BACKUP.CXX     UID(USERA)  ALLOW

DBUTLTY.BACKUP.DATA   UID(USERA)  ALLOW

DBUTLTY.BACKUP.DATA   UID(USERB)  PREVENT

DBUTLTY.BACKUP.-  UID(USERC)  PREVENT

DBUTLTY.COMM.-  UID(USERA)  ALLOW

DBUTLTY.COMM.-  UID(*)  PREVENT

DBUTLTY.LOAD.- UID(USERA)  ALLOW
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DBUTLTY.LOAD.- UID(USERB)  PREVENT

DBUTLTY.REPORT.- UID(*)  ALLOW

DB00001.PAY.LOAD UID(USERA)  ALLOW

DB00001.PAY.LOAD UID(USERB)  PREVENT

DB00001.PAY.BACKUP UID(USERA)  ALLOW

DB00999.- UID(USERC)  PREVENT

DB00999.- UID(*)  ALLOW

-  UID(*)  PREVENT

 

 STORE

 

The following rules only allow USERA to create SQL schemas, drop tables, and have product administration authority for 
and .

 SET RESOURCE(DTA)

COMPILE

$KEY(PRODCXX) TYPE(DTA)

$USERDATA(CA Datacom rules for the Administrator)

-  UID(USERA)  ALLOW

-  UID(*)  PREVENT

 

 STORE

 

For more information about the DTADMIN resource, see DTADMIN.

Defining Access Rights to Tables

The following rules are examples for securing table access using CA ACF2.

There are ten possible  resource classes that can control table access. They are defined with access levels of READ,
ADD, UPDATE, or DELETE. For more information about  tables and multiple access levels, see Table Classes. These
resource classes can be validated by CA ACF2 resource rules using the default type codes of DCT, DFT, DGT, DHT, DPT,
DQT, DRT, DST, DTT, or DXT unless there is a matching CLASMAP entry that translates (maps) the resource class to a
specific 3-byte resource type.

NOTE
Some sites may have a site defined CLASMAP for a resource mask "********" mapping to a TYPE code of
SAF. In this case, the default for undefined resource classes is SAF rather than the first three characters of the
resource class. To override this specific CLASMAP, entries can be added for each  resource class.

The following are examples of the Table Resource Classes.

SET RESOURCE(DCT)

COMPILE

$KEY(PRODCXX) TYPE(DCT)

$USERDATA(CA Datacom rules for table access)

dbid.tablename   UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(READ,DELETE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,UPDATE)  PREVENT

dbid.tablename   UID(USERC)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

dbid.tablename.  UID(USERA)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.tablename   UID(USERB)  SERVICE(READ)  ALLOW
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dbid.tablename   UID(USERB)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.-  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.-  UID(*)  ALL  PREVENT

-  UID(*)  ALLOW

STORE

SET RESOURCE(DTT)

COMPILE

$KEY(PRODCXX) TYPE(DTT)

$USERDATA(CA Datacom rules for table access)

DB00001.PAY  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

DB00001.PAY  UID(USERB)  SERVICE(READ,DELETE)  ALLOW

DB00001.PAY  UID(USERB)  SERVICE(ADD,UPDATE)  PREVENT

DB00001.PAY  UID(USERC)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

DB00001.PMF  UID(USERA)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

DB00001.PMF  UID(USERB)  SERVICE(READ)  ALLOW

DB00001.PMF  UID(USERB)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

DB00999.-  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

DB00999.-  UID(*)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

-  UID(*)  ALLOW

STORE

SET RESOURCE(DFT)

COMPILE

$KEY(PRODCXX) TYPE(DFT)

$USERDATA(CA Datacom rules for table access)

dbid.tablename   UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(READ,DELETE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,UPDATE)  PREVENT

dbid.tablename   UID(USERC)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

dbid.tablename.  UID(USERA)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.tablename   UID(USERB)  SERVICE(READ)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.-  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.-  UID(*)  ALL  PREVENT

-  UID(*)  ALLOW

STORE

SET RESOURCE(DRT)

COMPILE

$KEY(PRODCXX) TYPE(DRT)

$USERDATA(CA Datacom rules for table access)

dbid.tablename   UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(READ,DELETE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,UPDATE)  PREVENT

dbid.tablename   UID(USERC)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

dbid.tablename.  UID(USERA)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.tablename   UID(USERB)  SERVICE(READ)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.-  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.-  UID(*)  ALL  PREVENT

-  UID(*)  ALLOW
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STORE

SET RESOURCE(DST)

COMPILE

$KEY(PRODCXX) TYPE(DST)

$USERDATA(CA Datacom rules for table access)

dbid.tablename   UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(READ,DELETE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,UPDATE)  PREVENT

dbid.tablename   UID(USERC)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

dbid.tablename.  UID(USERA)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.tablename   UID(USERB)  SERVICE(READ)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.-  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.-  UID(*)  ALL  PREVENT

-  UID(*)  ALLOW

STORE

SET RESOURCE(DXT)

COMPILE

$KEY(PRODCXX) TYPE(DXT)

$USERDATA(CA Datacom rules for table access)

dbid.tablename   UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(READ,DELETE)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,UPDATE)  PREVENT

dbid.tablename   UID(USERC)  SERVICE(READ,ADD,DELETE,UPDATE)  PREVENT

dbid.tablename.  UID(USERA)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.tablename   UID(USERB)  SERVICE(READ)  ALLOW

dbid.tablename   UID(USERB)  SERVICE(ADD,DELETE,UPDATE)  PREVENT

dbid.-  UID(USERA)  SERVICE(READ,ADD,DELETE,UPDATE)  ALLOW

dbid.-  UID(*)  ALL  PREVENT

-  UID(*)  ALLOW

STORE

Securing the MUF (DTSYSTEM)

At the startup of the MUF, when the LEVEL PASS and FAIL resource names are properly set up, the external security
product is called with a series of resource names in the DTSYSTEM resource class.

These resource names have a high-level node of the cxxname followed by a low-level node or nodes representing
a product or feature, for example, cxxname.DQ for . If any level is selected at the startup of the MUF, cxxname.DD
and cxxname.DQ are also checked. If access is denied for cxxname.DD,  is externally secured. If access is denied
for cxxname.DQ,  is externally secured. For more information about DTSYSTEM resources, see Using the DTSYSTEM.
The following is an example of a rule to secure  products and features:

SET RESOURCE(DTS)

COMPILE

$KEY(cxxname) TYPE(DTS)

$USERDATA(Rule to secure CA Dataquery and Datadictionary with CA ACF2 allow XCF)

DD-  UID(logonid)  PREVENT

DQ-  UID(logonid)  PREVENT

XCF-  UID(logonid)  ALLOW
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STORE

This rule secures  and  with CA ACF2 external security and allows access to the XCF facility (no external security). For
a complete list of resource features and products and their corresponding resource names, see Setting Up Resource
Classes.

NOTE
 The UID string should represent the user logon ID that starts the MUF. The cxxname is the system identifier of
the  Directory (CXX) name unique to each MUF.

Path Security

The SECURITY Multi-User startup option has options related to path security. Path security allows you to identify security
rules for different command paths.

The resource name syntax is DBaabbb. This is the format of a path security class-and-path option parameter, where DB
is a constant. The aa represents valid class codes. These class codes correspond to the table classes defined in the
external security system. The table classes must be defined before implementing path security in . The bbb represents
one of the ten valid path codes you can secure with path security. For a description of all ten paths, see Using the
DTSYSTEM.

If a class-and-path is specified in the SECURITY Multi-User startup option, a security check is issued for the DTSYSTEM
class with a resource name cxxname.class-and-path.The class-and-path name must exactly match the seven letters
coded in the Multi-User startup option (DBaabbb).

If access is denied, this path is secured using the class-and-path specified. If access is granted, an error is returned and
the MUF does not enable. For more information about path security, see Using the DTSYSTEM sub-section "SECURITY
Multi-User Startup Option". The following is an example of coding the Multi-User startup option:

            SECURITY DBDTSSR,DBDTRAT,DBDTSCI,DBDTRSR,DBDTSQL,DBDTRCI

The following rule secures all paths to the DTTABLE resource class with CA ACF2 and there is no security in place for the
DFTABLE resource class.

SET RESOURCE(DTS)

COMPILE

$KEY(cxxname)  TYPE(DTS)

$USERDATA(Path Security Secure DTTABLE no security for DFTABLE

DBDT-  UID(logonid)  PREVENT

DBDF-  UID(logonid)  ALLOW

STORE

Security Interfaces, CA Top Secret (z/OS)
Supported Versions

CA Top Secret z/OS Version 5.0 and later support  external security definitions.

Specific Resource Type Names

Resource type names in CA Top Secret match the generic names. Therefore the  resources are DTSYSTEM, DTADMIN,
DTTABLE, DXTABLE, DCTABLE, DFTABLE, DGTABLE, DHTABLE, DPTABLE, DQTABLE, DRTABLE, DSTABLE, and
DTUTIL. When specifying these resources in an ADD statement, you can use up to 26 characters.
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In CA Top Secret, the DTSYSTEM, DTADMIN, and DTUTIL resources include an access level. This is done only so
that all CA Top Secret generic resource names are supported. You do not code access levels for these resources when
specifying individual permissions.

Caution Limited Documentation

The following information is not intended to replace nor supersede any information in the CA Top Secret documentation
for the version being executed. The samples are not intended to display all features of CA Top Secret. The specific rules
provided in the DTUTIL and DTTABLE resource classes are examples and are not intended as guidelines for establishing
a secured environment.

Adding a Facility (z/OS)

In the following steps, the MUF region ACID is assumed to be MUFPROD1 and the  Facility name is PRODMUF1.

Step 1

To establish external security in CA Top Secret for the MUF, you must first create a Facility. Add the following statements
to the Parameter File in CA Top Secret. The Facility name (PRODMUF1) represents this MUF. The nn and Facility name
must be unique for each MUF.

FAC(USERnn=NAME=PRODMUF1)

Specify the Facility name (PRODMUF1) and specify *** to note that any  Multi-User program can interface with CA Top
Secret.

FAC(PRODMUF1=PGM=***)

Specify the following options for the MUF. The defaults for other options provided by CA Top Secret should be acceptable.

FAC(PRODMUF1=MULTIUSER,AUTHINIT,RES,SHRPRF,NOABEND,SIGN(M))

Step 2

Once the Facility is set up, create a region ACID for the MUF using a CA Top Secret command similar to the following.
There are other options which may be desirable. The department must already exist.

TSS CREATE(MUFPROD1) NAME('datacom-production-muf-1') DEPT(deptacid)

    FAC(BATCH,STC) PASS(NOPW)

Step 3

Relate the region ACID and the Facility:

TSS ADD(MUFPROD1) MASTFAC(PRODMUF1)

The MASTFAC parameter here associates the region ACID with the Facility entry made in the Parameter File. You could
simply include the MASTFAC parameter in the CREATE statement which has the same effect as this step.

If a user other than MUFPROD1 runs the MUF as a batch job, a USER=MUFPROD1 parameter must be included in
the job stream. To use the USER=MUFPROD1 option, the user must have authorization, such as TSS PER(userid)
ACID(MUFPROD1).

Step 4
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If you run the MUF as a started task, add it to the Started Task table in CA Top Secret:

TSS ADD(STC) PROC(procmuf1) ACID(MUFPROD1)

The PROC name (procmuf1) would be the name of the PROC that occurs in SYS1.PROCLIB.

Step 5

Any user who needs access to the MUF must be identified with the Facility:

TSS ADD(userid) FAC(PRODMUF1)

Step 6

At this point, CA Top Secret security has been properly established (assuming the  RDTs have been defined by having
current maintenance, or manually applied). All MUFs are at this time not secured. To secure any, some, or all MUFs, add
one or more entries with the DTSYSTEM class. Do NOT secure your MUFs until you have built the desired DTADMIN,
DTTABLE, and DTUTIL entries.

Sample Entries to Secure CA Datacom

Before permissions are added, the resource must be added. To enable security, add the DTSYSTEM resource for the
Directory (CXX) name using the following format. This entry secures all products for this Directory.

TSS ADD(deptacid) DTSYSTEM(cxxname).

An enable of the MUF at this point causes it to be fully secured. To have any product unsecured from external security,
add permissions to either all users, or at least the USERID for the MUF startup using the following format, where xx is DB,
DD, or DQ:

TSS PER(userid) DTSYSTEM(cxxname.xx)

To unsecure multiple products, provide multiple statements.

Defining Access Rights of Users (z/OS)

At this point, all users have full access to define administrators. Enter the following to define an administrator and block all
other users.

TSS ADD(deptacid) DTADMIN(PRODCXX.DB)

TSS PER(userid) DTADMIN(PRODCXX.DB)

Adding permissions to the other  resource classes is more obvious. Here are some examples:

TSS ADD(deptacid) DTTABLE(PRODCXX.DB00001)

TSS ADD(deptacid) DTUTIL(PRODCXX.DBUTLTY)

TSS ADD(deptacid) DTUTIL(PRODCXX.DB00001)

TSS PER(userid) DTTABLE(PRODCXX.DB00001.PAY) ACCESS(READ)

TSS PER(userid) DTTABLE(PRODCXX.DB00001.PMF) ACCESS(ALL)

TSS PER(userid) DTTABLE(PRODCXX.DB00001.POH) ACCESS(NONE)

TSS PER(userid) DTUTIL(PRODCXX.DBUTLTY.BACKUP.DATA)

TSS PER(userid) DTUTIL(PRODCXX.DBUTLTY.LOAD.DATA)
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TSS PER(userid) DTUTIL(PRODCXX.DB00001.PAY.BACKUP)

TSS PER(userid) DTUTIL(PRODCXX.DB00001.PAY.LOAD)

For more information, see Enabling Online Signons.

Security Interfaces, CA Top Secret (z/VSE)
Supported Versions

CA Top Secret z/VSE Version 3.0 and later support  external security definitions. The resource definition for the  resources
was provided to CA Top Secret z/VSE Version 3.0.

Specific Resource Type Names

Resource type names in CA Top Secret match the generic names. Therefore, the  resources are DTSYSTEM, DTADMIN,
DTTABLE, DXTABLE, DCTABLE, DFTABLE, DRTABLE, DSTABLE, and DTUTIL. When specifying these resources in an
ADD statement, you can use up to 26 characters.

In CA Top Secret, the DTSYSTEM, DTADMIN, and DTUTIL resources include an access level. This is done only so
that all CA Top Secret generic resource names are supported. You do not code access levels for these resources when
specifying individual permissions.

Caution Limited Documentation

The following information is not intended to replace nor supersede any information in the CA Top Secret documentation.
The samples are not intended to display all features of CA Top Secret. Knowledge of CA Top Secret z/VSE security
definitions is required. The specific rules provided in the DTUTIL and DTTABLE resource classes are examples and are
not intended as guidelines for establishing a secured environment.

Adding a Facility (z/VSE)

In the following steps, the MUF region ACID is assumed to be MUFPROD1 and the  Facility name is PRODMUF1.

Step 1

To establish external security in CA Top Secret for the MUF, you must first create a Facility. To do this, add the following
statements to the Parameter File in CA Top Secret. The Facility name (PRODMUF1) represents this MUF. The nn and
Facility name must be unique for each MUF.

 

     FAC(USERnn=NAME=PRODMUF1)

 

Specify the Facility name (PRODMUF1) and specify *** to note that any  Multi-User program may interface with CA Top
Secret.

 

     FAC(PRODMUF1=PGM=***)

 

Specify the following options for the MUF. The defaults for other options provided by CA Top Secret should be acceptable.

 

     FAC(PRODMUF1=MULTIUSER,AUTHINIT,RES,SHRPRF,NOABEND,SIGN(M))
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Step 2

Once the Facility is set up, create a region ACID for the MUF using a CA Top Secret command similar to the following.
There are other options which may be desirable. The department must already exist.

 

     TSS CREATE(MUFPROD1) NAME('datacom-production-muf-1')DEPT(deptacid)

       FAC(BATCH) PASS(NOPW)

Step 3

Relate the region ACID and the Facility:

 

     TSS ADD(MUFPROD1) MASTFAC(PRODMUF1)

 

The MASTFAC parameter here associates the region ACID with the Facility entry made in the Parameter File. You could
simply include the MASTFAC parameter in the CREATE statement which has the same effect as this step.

If a user other than MUFPROD1 runs the MUF as a batch job, a USER=MUFPROD1 parameter must be included in
the job stream. To use the USER=MUFPROD1 option, the user must have authorization, such as TSS PER(userid)
ACID(MUFPROD1).

Step 4

Any user who needs access to the MUF must be identified with the Facility:

 

     TSS ADD(userid) FAC(PRODMUF1)

Step 5

At this point, CA Top Secret security has been properly established assuming that the  RDTs have been defined by having
current maintenance, or manually applied. All MUF are at this time not secured. To secure any, some, or all MUF, add one
or more entries with the DTSYSTEM class. Do not secure your MUF until you have built the desired DTADMIN, DTTABLE,
and DTUTIL entries.

Defining Access Rights of Users (z/VSE)

At this point, all users have full access to define administrators. Enter the following to define an administrator and block all
other users.

 

     TSS ADD(deptacid) DTADMIN(PRODCXX.DB)

     TSS PER(userid) DTADMIN(PRODCXX.DB)

Adding permissions to the other  resource classes is more obvious. Here are some examples:

 

     TSS ADD(deptacid) DTTABLE(PRODCXX.DB00001)

     TSS ADD(deptacid) DTUTIL(PRODCXX.DBUTLTY)

     TSS ADD(deptacid) DTUTIL(PRODCXX.DB00001)

     TSS PER(userid) DTTABLE(PRODCXX.DB00001.PAY) ACCESS(READ)
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     TSS PER(userid) DTTABLE(PRODCXX.DB00001.PMF) ACCESS(ALL)

     TSS PER(userid) DTTABLE(PRODCXX.DB00001.POH) ACCESS(NONE)

     TSS PER(userid) DTUTIL(PRODCXX.DBUTLTY.BACKUP.DATA)

     TSS PER(userid) DTUTIL(PRODCXX.DBUTLTY.LOAD.DATA)

     TSS PER(userid) DTUTIL(PRODCXX.DB00001.PAY.BACKUP)

     TSS PER(userid) DTUTIL(PRODCXX.DB00001.PAY.LOAD)

For more information, see Enabling Online Signons.

Security Interfaces, RACF
Limited Documentation

The following information is not intended to replace nor supersede any information in the RACF documentation for the
version being executed. Any samples are not intended to display all features of RACF.

The IBM RACF facility for a z/OS environment supports user-defined resources which can be used by . Changes are
required to the CAISSF component of CA Common Services for z/OS. See the CA Common Services for z/OS installation
documentation.

NOTE
To help ensure proper CICS interface with the IBM RACF product, verify that the DFHSIT macro parameter
EXTSEC is coded YES. We also recommend coding the IBM DFHSNT macro parameter EXTSEC=YES. For
more information, see the IBM documentation.

User resource names in RACF are required to have a special character in the name. The  resource names are altered for
RACF as follows. The pattern is that the third character in the resource name is replaced with an @ sign.

RACF
DTSYSTEM DT@YSTEM
DTADMIN DT@DMIN
DTTABLE DT@ABLE
DXTABLE DX@ABLE
DCTABLE DC@ABLE
DFTABLE DF@ABLE
DRTABLE DR@ABLE
DSTABLE DS@ABLE
DGTABLE DG@ABLE
DHTABLE DH@ABLE
DPTABLE DP@ABLE
DQTABLE DQ@ABLE
DTUTIL DT@TIL

Add the resource name definitions (from the previous table) to the RACF Class Descriptor table (ICHERCDE) and to the
RACF SAF Router Table (ICHRFRTB). See your RACF documentation for the syntax for these commands.

The RACF resource rights (arranged in hierarchical sequence) for the DTTABLE resource class equate to those for  as
follows:

RACF
READ READ
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UPDATE UPDATE
DELETE CONTROL
ADD ALTER

RACF authorizations are hierarchical, that is:

• READ authority allows only read access.
• UPDATE authority allows read and update access.
• CONTROL authority allows read, update, and delete access.
• ALTER authority allows read, update, delete, and add access.

Add the specific security rules to secure the  resources.

For more information, see Enabling Online Signons.

Refreshing RACF Without Cycling Multi-User

A problem reported by customers when updating RACF resources that are used with  external security is that the RACF
environment is not automatically refreshed unless the MUF (MUF) is recycled. The following option provides a method
to refresh the RACLIST and allows you to incorporate security file changes into an active MUF instead of forcing you to
recycle.

CA Datacom Datadictionary Internal Security
This section discusses  internal security. Securing  using external security is discussed in Using External Security for .

The  Security Facility provides the following:

• Five levels of  Security
• Online and batch maintenance capabilities
• Implementation based on generalized profiles

Security Level

Security level is defined on a systemwide basis and defines the ultimate level of security needed at your site. It is
determined by the SECLVL= parameter in the System Resource Table as defined in CA Datacom Datadictionary Security
Model. We recommend limited access to the System Resource Table macro.

In addition, you can use passwords and locks to restrict functions that can be performed on an entity-occurrence
definition. If you assign a password to a definition, this password must be specified before performing maintenance on the
definition.

Use locks to deny maintenance or access of any kind to the entity-occurrence definition. If you assign a lock, specify the
correct override code for your site to perform any maintenance or gain access to the definition.

NOTE
For more information about using passwords and locks, see Protecting Occurrence Definitions.

Online Panels

online provides a series of panels for you to select menu items and enter data. These panels are accessed through the
AUTHORIZE Mode (option 4 on the  Mode Selection panel).
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Batch Transactions

The batch facility provides transactions to use DDUPDATE utility to maintain PERSON entity-occurrences and profiles
(AUTHORIZATION entity-occurrences) and DDCFBLD to catalog profiles to the  High-Speed Directory (HSD).

Security Feature Profiles

Profiles define a set of access rules which can be assigned to one or more specific users. You establish profiles with the
AUTHORIZATION entity-type. For example, you can establish your security system so that Database Administrators have
full update access to all entity-types in the  Model, whereas systems analysts have only display access to DATABASE,
AREA, and TABLE entity-types, but have update access to FIELD entity-types.

Securing CA Datacom Datadictionary Resources
The purpose of  Security is to restrict access to  resources to prevent unauthorized use. You can secure  resources in
several ways including levels of authority assigned to users and restrictions assigned to entity-occurrences.

NOTE
For more information about restricting access to entity-occurrences with passwords and lock levels,
see Protecting Occurrence Definitions.

  resources include:

• Batch and online facilities
• Entity-types
• Entity-types in a specific status
• Functions that can be performed on a specific entity-type in a specific status

Figure 1: CA Datacom Datadictionary Internal Security

  Security is based on the following basic premises:

• Not every shop wants or needs the same level of security.
The  Security Facility allows you to determine the level of security required for your environment. The level of security
is accomplished through a security level parameter in the System Resource Table (SRT).
The following are examples of security level decisions:
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–  Small Shop
Few people need access to  and perform all functions. The only security necessary is PERSON entity-type level.

–  Medium Shop
Few people actually update , but many need access to the data. Restrict access to facilities which perform the
updates.

–  Large Shop
Several projects are ongoing in different stages with different project teams. Restrict types of access to certain
entity-types in given statuses.

• In most shops, groups of people require the same resource access. Therefore, rather than individually defining access,
the concept of profiles was designed. Profiles are a definition of access levels used by groups of people. Profiles are
defined and are connected or associated to PERSON entity-occurrence definitions.

If you have more than one , you can have different authorization levels in the different  databases.

CA Datacom Datadictionary Security Model
This section discusses the components that make up the CA Datacom Datadictionary Security Facility. The components
are:

• Security Level (SRT)
• People (PERSON)
• Security Model Profiles (AUTHORIZATION entity-occurrence)
• Facilities (SYSTEM)
• Entity-Types (TABLE)

The status, function, and relationships of these components are also reviewed.

Security Level (SRT)

The level of security is site-dependent and is defined in the System Resource Table (SRT) parameter, SECLVL=. This
parameter determines the level of security enforced by . If more security information is defined in a profile than is specified
with the SECLVL= parameter, the information is used by the  Security Facility, as appropriate.

• Person Level SECLVL=0
Any user identified with a PERSON entity-occurrence is authorized access to most  capabilities. An example is one or
two people in a small shop.

• Facility Level SECLVL=1
Restricts a user to selected batch and online facilities such as the DDUPDATE and DDCFBLD of batch or the CA File
Maintenance Mode of  online, and so on.

• Entity Level SECLVL=2
Restricts access of a user to selected entity-types. For example, in a medium-sized shop, a group of people maintain,
report, and develop definitions in  and need full access in all statuses, while operation analysts need access to jobs,
steps, and programs and do not need access to other definitions in .

• Status Level SECLVL=3
Restricts access of a user to selected entity-types in a certain status. For example, developers designing files
and databases change TEST status definitions and do not need to access PROD status definitions, while support
personnel need access to PROD status definitions and do not need access to TEST status definitions.

• Function Level SECLVL=4
Restricts access of a user to selected functions that can be performed on a certain entity-type in a certain status. For
example, development personnel can retrieve, display, and update an entity-type in TEST status and only display
PROD status definitions, while support personnel would have display-only access to TEST status and have retrieve,
display, and update access to PROD status definitions.
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Security levels are cumulative. In other words, Status Level security implies that Person Level security and Entity Level
security have been defined.

People (PERSON)

Regardless of the level of security you choose, each person who is authorized to use  must be defined with a PERSON
entity-occurrence. Use either the batch or online security maintenance facilities to define PERSON entity-occurrences.

Security Model Profiles (AUTHORIZATION entity-occurrence)

Profiles are occurrences in the AUTHORIZATION entity-type and begin with $DD-. At the installation of  Security, five
profiles are predefined:

• $DD-ADM
• $DD-COP
• $DD-UPD
• $DD-DIS
• $DD-SEC-ADM

The first four profiles are provided for compatibility with previous  versions. These profiles provide the same functional
levels of security available in previous versions. $DD-SEC-ADM is a special profile used to define the Security
Administrator authority. For more information, see Profiles Provided with CA Datacom Datadictionary Security.

The PERSON entity-occurrences defined as having Security Administrator authority can use online and batch facilities. In
addition, through security level 2 (SECLVL=0 - 2), no one has update authority against PROD status entity-occurrences
unless specifically assigned that authority on an exception basis.

Other than the $DD-SEC-ADM profile, a profile (AUTHORIZATION entity-occurrence) alone is meaningless. It has to be
related to facilities (SYSTEM entity-occurrences or entity-types (TABLE entity-occurrences) for security authorization to be
enforced.

The Security Administrator defines and maintains profiles using either the batch or online maintenance facilities.

Facilities (SYSTEM)

You only need to define facilities if you have defined a security level of 1 or higher in the System Resource Table,
SECLVL= parameter. Facilities are divided into two categories, online and batch. Each facility is represented by an entity-
occurrence in the SYSTEM entity-type. These entity-occurrences are provided by  when the product is installed and
should not be modified or deleted. They can be recognized by their entity-occurrence name which begins with $DD-. The
facilities secured by  Security are:

ID Batch Facility
BTG DDBTGLM maintenance
CFB DDCFBLD maintenance
RMF DDRMFLM maintenance
TRS DDTRSLM maintenance
UPD DDUPDATE maintenance
UTL DDUTILTY maintenance
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The Source Language Generation function is accessed through the DDUTILTY utility and is therefore secured when you
secure the utility. The  Input Creation Facility (DDICF) is not secured since it does not access  directly and security must
be invoked to execute the transactions generated.

ID Online Facility
DBM Structure Maintenance
ENTD Entity Display
ENTM Entity Maintenance
FMM File Structure Maintenance
ISF Interactive Service Facility
SQL Interactive SQL Service Facility

Entity-Types (TABLE)

You only need to define entity-types if you have defined a security level of 2 or higher in the System Resource Table,
SECLVL= parameter. Entity-types are represented in  by TABLE entity-occurrences with a DD-ENTY-TYPE attribute-value
of Y. The following can be secured with  product security:

AREA PARTITION-VALUE
AUTHORIZATION PERSON
CONSTRAINT PLAN
DATABASE PROCEDURE
DATAVIEW PROGRAM
ELEMENT RECORD
FIELD RELATIONSHIP
FILE REPORT
JOB STATEMENT
KEY STEP
LIBRARY SYNONYM
MEMBER SYSTEM
MODULE TABLE
NODE TRIGGER
PANEL UNIVERSAL (record)
PARAMETER-LIST VIEW
PARTITION-COLUMN-VALUE  

NOTE
Although aliases, descriptors, and text are also represented by TABLE entity-occurrences, use security level 4 to
limit their use.

Status

If you have defined a security level of 3 or higher in the System Resource Table SECLVL= parameter, you can limit access
to an entity-occurrence within an entity-type by status. This is represented in  by a special relationship between the profile
(AUTHORIZATION entity-occurrence) and the entity-type (TABLE).
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The relationship name indicates the status of the entity-occurrence to which the profile authorizes access. The relationship
is defined by  as $DD-ATZ-ENT-x, where x is the status of the entity-occurrence to which the profile authorizes access.
P indicates PROD status, T indicates a generic TEST status, 001 -- 999 indicates a specific TEST status, and SEC is for
all statuses. The  Security Facility defines these special relationships automatically as needed. For more information, see
Relationships.

Function

For security level 4, in addition to defining all previous access rights, you can further limit access of a user to entity-
occurrences of a particular entity-type by limiting the functions that can be applied to the entity-occurrence of that
particular entity-type in a particular status.

The functions that you can define are shown in the following chart. The code is the abbreviation that appears on the
Security Profile maintenance panels.

Function Code Description
ALIAS maintenance ALS Maintain ALIAS information for a given

entity-type.
ADD/CREATE ADD Add or create entity-occurrences using

batch or online maintenance facilities, or
add entity-occurrences to user-defined
entity-types using  Service Facility.

CATALOG CAT Perform the CATALOG function using either
batch or online maintenance facilities.

COPY from FRM Copy an entity-occurrence from the
specified status.

COPY to TO Copy an entity-occurrence to the specified
status. That is, the user is authorized to
copy DATABASE structure from T001
status to PROD status, and not to or from
any other status.

DEFINE DEF Maintain FIELD entity-occurrences within
TABLE, RECORD, KEY, and ELEMENT
entity-occurrences. Also maintain universal
field definitions using this function.
Note: The universal field facility allows you
to define a field once, and to define multiple
record definitions.

DELETE/REMOVE DEL Delete entity-occurrence using batch or
online maintenance facilities or delete
entity-occurrence from user-defined entity-
types using  Service Facility.

DESCRIPTOR maintenance DES Maintain DESCRIPTOR information for a
given entity-type.

DISPLAY/RETRIEVE DIS Display entity-occurrence information using
batch or online facilities. Retrieve entity-
occurrence information using  Service
Facility.

DISABLE DSA Perform the DISABLE function using either
batch or online maintenance facilities.

ENABLE ENA Perform the ENABLE function using either
batch or online maintenance facilities.
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OBSOLETE OBS Perform the OBSOLETE function using
either batch or online maintenance facilities.
This function applies to all statuses of the 
and CA FILE Model Structures and can
therefore only be specified for the ALL
(SEC) level.

PASSWORD/LOCK
maintenance

SEC Maintain password and lock level
information for a given entity-occurrence.

RELATE/TRANSFER
maintenance

REL Add, update, delete, modify relationships
between two entity-types or for a
relationship defined between the same
entity-type. To maintain these relationships,
you must be authorized RELATIONSHIP
maintenance access for both the subject
and object entity-types.
Additionally, if you are authorized this
access to AREA, TABLE, FILE, and
RECORD entity-types, you can perform
the TRANSFER function in either online or
batch.

RESTORE RES Restore an entity-occurrence or structure
to the specified status from either PROD
status or HIST status.

SET SET Perform the SET function using either batch
or online maintenance facilities. SET is a
valid function for the DATABASE entity-type
only.

STATUS maintenance STA Change the status of entity-occurrences
using either online or batch facilities. This
function only applies to entity-types other
than DATABASE, AREA, FILE, RECORD,
TABLE, VIEW, SYNONYM, FIELD, KEY,
ELEMENT, and DATAVIEW.

TEXT maintenance TXT Maintain TEXT information for a given
entity-type.

UPDATE/MODIFY UPD Update or modify entity-occurrences
(including entity-occurrence names, the
RENAME function) using batch or online
maintenance facilities or update entity-
occurrences from user-defined entity-types
using  Service Facility.

VERIFY VER Perform the VERIFY function using either
batch or online maintenance facilities.

There are several rules to understand at this level of security:

• Relative to a structure, a DELETE or a COPY implies that the function is available for the entire structure or
substructure, but only at the level implied by the related entity-type.
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For example, if DELETE is specified for the TABLE entity-type, that function can be performed for the TABLE
substructure without having to define DELETE for the KEY and ELEMENT levels. However, you cannot perform the
DELETE function at the KEY or ELEMENT level unless you are specifically authorized to use this function.

• Authorization for any function implies DISPLAY/RETRIEVE authority.
• MODEL is not specifically secured. If a user is authorized to perform ADD or CREATE, they can use modeling.
• Function information is maintained by the  Security Facility in the intersection data of the relationship between the

profile (AUTHORIZATION entity-occurrence) and the entity-type (TABLE).

Security Model Valid Entity-Type and Function Combinations

The following chart shows the valid combination of entity-types, status, and functions that can be used in . Most invalid
function and entity-type combinations are ignored. For example,  does not prevent you from assigning the SET function to
the PROGRAM entity-type, but  would not select it because SET is not a valid function for a PROGRAM entity-occurrence.

Entity-Type Status Valid Functions
ALIAS PROD

TEST
ADD, DEL, DIS, UPD

AREA PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS, FRM, DSA,
ENA, REL, TO, TXT, UPD

AUTHORIZATION PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

CONSTRAINT PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

DATABASE PROD
TEST
T001 -- T999

ADD, ALS, CAT, DEL, DES, DIS, FRM,
DSA, ENA, OBS, REL, RES, SET, TO, TXT,
UPD, VER

DATAVIEW PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS, FRM, DSA,
ENA, OBS, REL, RES, TO, TXT, UPD

DESCRIPTOR PROD
TEST

ADD, DEL, DIS, UPD

ELEMENT PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS, FRM, DSA,
ENA, OBS, REL, TO, TXT, UPD

FIELD PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

FILE PROD
TEST
T001 -- T999

ADD, ALS, DEL, DES, DIS, FRM, DSA,
ENA, OBS, REL, TO, TXT, UPD, VER

JOB PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

KEY PROD
TEST
T001 -- T999

ADD, ALS, DEF, DEL, DES, DIS, FRM,
DSA, ENA, OBS, REL, TO, TXT, UPD
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LIBRARY PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

MEMBER PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

MODULE PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

NODE PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

PANEL PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

PARAMETER-
LIST

PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

PARTITION-
COLUMN-
VALUE

PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

PARTITION-
VALUE

PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

PERSON PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

PLAN PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

PROCEDURE PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

PROGRAM PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

RECORD PROD
TEST
T001 -- T999

ADD, ALS, DEF, DEL, DES, DIS, FRM,
DSA, ENA, OBS, REL, RES, TO, TXT, UPD

RELATIONSHIP PROD
TEST

ADD, DEL, DIS, UPD

REPORT PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

STATEMENT PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

STEP PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

SYNONYM PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

SYSTEM PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

TABLE PROD
TEST
T001 -- T999

ADD, ALS, DEF, DEL, DES, DIS, FRM,
DSA, ENA, OBS, REL, RES, SET, TO, TXT,
UPD

TEXT PROD
TEST

ADD, DEL, DIS, UPD
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TRIGGER PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

UNIVERSAL
(record)

PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

user-defined
entity-type

PROD
TEST

ADD, ALS, DEL, DES, DIS, FRM, REL, TO,
TXT, UPD

VIEW PROD
TEST

ALS, DEL, DES, DIS, SEC, TXT, UPD

Relationships

In , models are made up of entity-types and defined relationships. The entity-types and relationships in the  Security
model are:

  

                       PERSON

                          │

                          │ PER-ATZ-AUTH

                          ▼

                    AUTHORIZATION

                          │

$DD-ATZ-SYS-SEC  ┌────────┴───────┐    $DD-ATZ-ENT-x

                 │                │

                 ▼                ▼

               SYSTEM           TABLE

 

 

In defining a profile (AUTHORIZATION entity-occurrence), the entity-occurrence is not meaningful until it is related
to the facilities (represented by the SYSTEM entity-occurrences) and the entity-types (represented by TABLE entity-
occurrences).

The relationships used are either predefined and are present at installation, or the definitions are generated by the 
Security Facility as required.

• Profile/Facilities Relationship (SYSTEM) - Are predefined at installation and are defined as $DD-ATZ-SYS-SEC. The
relationship indicates that this profile authorizes access to the facility represented by the SYSTEM entity-occurrence.

• Profile/Entity-Type Relationship (TABLE) - Are not predefined at installation other than $DD-ATZ-ENT-SEC which is
used to specify access to all statuses of an entity-type.
To define what entity-types are available for a profile, the status and function must also be defined. Status is defined
through the actual relationship name. For example, the relationship $DD-ATZ-ENT-SEC is predefined and authorizes
access to all statuses.
Other relationships are defined by  as the profiles are defined. For example, $DD-ATZ-ENT-001 authorizes access to
entity-occurrences in T001 status.
Functions are tied to profile, entity-type, and status. This data becomes part of the profile to entity-type relationship
with Intersection Data. It is retained by  in the form of 1-byte flags which represent the functions allowed against the
entity-types in a defined status.

• Person/Authorization Relationship - Is used not only by , but by other CA products such as , and is defined as PER-
ATZ-AUTH. For  Security, this relationship defines the profile to which a PERSON entity-occurrence is assigned.
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CA Datacom Datadictionary Security Authorization Process
The topics in this section explain the validation process used in the  Security Facility to enforce the implemented security.

Person Authorization

If SECLVL=0, the Security Facility checks for a PERSON entity-occurrence in PROD status. The check is made when:

• The -USR transaction is processed in a batch utility.
• The  signon panel is processed.
• The SET DBID command is processed in online .
• When a USRINITI  Service Facility command is processed.
• When a SET USER command is processed in DDTRSLM.

At this minimum level of security, no other checks are required except for access to the Security Facilities, but update
access to PROD status entity-occurrences can be defined and are allowed. To access the Security Facilities at least one
user must be authorized as the  Security Administrator, as defined next.

Profile Authorization

If SECLVL is greater than 0, the Security Facility checks to see that the PERSON entity-occurrence is related to at least
one and no more than two AUTHORIZATION entity-occurrences beginning with $DD-.

If there are two, one of them must be $DD-SEC-ADM. This is a special authorization for the  Security Administrator. The
$DD-SEC-ADM AUTHORIZATION entity-occurrence cannot be deleted or modified and must always be related to at least
one PERSON entity-occurrence.

All other AUTHORIZATION entity-occurrences beginning with $DD- are user-defined, with the exception of $DD-ADM,
$DD-COP, $DD-UPD, and $DD-DIS. These are maintained for compatibility with earlier versions.

AUTHORIZATION entity-occurrences are related to one or more special SYSTEM entity-occurrences or one or more
TABLE entity-occurrences in PROD status with a DD-ENTITY-TABLE attribute-value of Y. These relationships determine
what facilities the user is authorized to use and which entity-types can be accessed. In addition, for the entity-types, the
functions that can be performed and the statuses accessible are defined by these relationships.

NOTE
The  Security Facility does not read all of this information at execution time. It reads the condensed information
from the  High-Speed Directory (HSD). This HSD member is the "cataloged" profile.

Facility Authorization

If SECLVL=1, the Security Facility checks for the AUTHORIZATION entity-occurrence to which the PERSON entity-
occurrence is related. It also checks for a relationship to one or more special SYSTEM entity-occurrences. SYSTEM
entity-occurrence names can be batch or online. For a description of the valid batch and online facility values,
see Facilities.

Entity Authorization

If SECLVL=2, the system checks for the AUTHORIZATION entity-occurrence to PERSON entity-occurrence relationship
and for the related TABLE entity-occurrence(s) representing the entity-types to which the user has access. User access to
given entity-types is authorized by the relationship between an AUTHORIZATION entity-occurrence and the TABLE entity-
occurrence.
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Status Authorization

If SECLVL=3, the system checks for the relationships in the Facility and Entity Authorization steps previously described.
In addition, it checks for authorization to a given entity-type in a given status. The STATUS authorizations can be in ALL,
PROD, HIST, TEST, or a specific version (T001 -- T999) can be indicated. Occurrences in HIST status are checked only
when the DELETE function is issued. If the security level (SECLVL= parameter) is 0, 1, or 2, maintenance access to
PROD status entity-occurrences and the DELETE function accepted for HIST status entity-occurrences can be defined
as with other levels and is allowed. Otherwise, no user at these levels has maintenance authority for entity-occurrences in
PROD status or HIST status.

Function Authorization

If SECLVL=4, the system checks for the relationships in the Facility, Entity, and Status Authorization steps previously
described. In addition, it checks for authorization to perform certain functions to the previously defined entity-types.

Profiles Provided with CA Datacom Datadictionary Security
The topics in this section document standard profiles provided with . These profiles can be modified, if necessary.

$DD-SEC-ADM Profile (Security Administrator)

Only the $DD-SEC-ADM profile is defined with Security Administrator privileges. No other privileges are associated with
this profile. It is the only profile that can be assigned to a person coincidentally with a second profile. Additionally, there
must be at least one person with this profile. It is the only profile without a coinciding occurrence in the AUTHORIZATION
entity-type.

Predefined Profiles

The following information describes the access allowed by each of the four predefined profiles. The columns indicate the
access allowed for each Profile based on the security level (specified with the DDSYSTBL macro parameter SECLVL=)
chosen to be enforced.

These Profiles allow the indicated privileges for the entity-types that are included in the standard installation of . For more
information, see Valid Entity-Type and Function Combinations. The following codes are used in the matrix:

 Code  Security Level 
F Facilities
E Entities
P Functions (Privilege to perform Functions)
MNT All maintenance functions. For example, MNT TEST indicates

that a user with the indicated Profile can perform all maintenance
functions against entity-occurrence in TEST status.

$DD-ADM Profile
PERSON     FACILITY    ENTITY-TYPE   STATUS      FUNCTIONS

SECLVL=0   SECLVL=1    SECLVL=2      SECLVL=3    SECLVL=4

____________________________________________________________________________

F=ALL       F=ALL      F=ALL         F=ALL       F=ALL

E=ALL       E=ALL      E=ALL         E=ALL       E=ALL

P=ALL       P=ALL      P=ALL         P=ALL       P=ALL (except OBSOLETE)
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$DD-COP Profile
  PERSON     FACILITY    ENTITY-TYPE   STATUS      FUNCTIONS

____________________________________________________________________________

  SECLVL=0   SECLVL=1    SECLVL=2      SECLVL=3    SECLVL=4

  F=ALL      F=DDUTILTY  F=DDUTILTY    F=DDUTILTY  F=DDUTILTY

               DDUPDATE    DDUPDATE      DDUPDATE    DDUPDATE

               ENTDISPL    ENTDISPL      ENTDISPL    ENTDISPL

               ENTMAINT    ENTMAINT      ENTMAINT    ENTMAINT

               DBMAINT     DBMAINT       DBMAINT     DBMAINT

               FILEMAINT   FILEMAINT     FILEMAINT   FILEMAINT

  E=ALL      E=ALL       E=ALL         E=ALL       E=ALL

  P=DIS ALL  P=DIS ALL   P=DIS ALL     P=DIS ALL   P=DIS, ADD, DEL , UPD, TXT

    MNT TEST   MNT TEST    MNT TEST      MNT TEST    REL, SET, VER, ALS, DES,

                                                         FLD in TEST status

                                                         DIS ALL

$DD-DIS Profile
PERSON     FACILITY      ENTITY-TYPE   STATUS        FUNCTIONS

SECLVL=0   SECLVL=1      SECLVL=2      SECLVL=3      SECLVL=4

F=ALL      F=DDUTILTY    F=DDUTILTY    F=DDUTILTY    F=DDUTILTY

             ENTDISPL      ENTDISPL      ENTDISPL      ENTDISPL

E=ALL      E=ALL          E=ALL        E=ALL         E=ALL

P=DIS ALL  P=DIS ALL      P=DIS ALL    P=DIS ALL     P=DIS ALL

  MNT TEST

•  Exception:
This profile does not allow display of the entity-types used for SQL processing (CONSTRAINT, PLAN, STATEMENT,
SYNONYM, and VIEW).

$DD-UPD Profile
PERSON      FACILITY       ENTITY-TYPE    STATUS         FUNCTIONS

SECLVL=0    SECLVL=1       SECLVL=2       SECLVL=3       SECLVL=4

F=ALL       F=DDUTILTY     F=DDUTILTY     F=DDUTILTY     F=DDUTILTY

              DDUPDATE       DDUPDATE       DDUPDATE       DDUPDATE

              ENTDISPL       ENTDISPL       ENTDISPL       ENTDISPL

              ENTMAINT       ENTMAINT       ENTMAINT       ENTMAINT

              DBMAINT        DBMAINT        DBMAINT        DBMAINT

              FILEMAINT      FILEMAINT      FILEMAIN       FILEMAINT

E=ALL       E=ALL          E=ALL          E=ALL          E=ALL

P=DIS ALL   P=DIS ALL      P=DIS ALL      P=DIS ALL      P=DIS, ADD, DEL, UPD, TXT

  MNT TEST    MNT TEST       MNT TEST       MNT TEST       REL, SET, VER, ALS, DES,

                                                           FLD in TEST status

                                                           DIS ALL

User-Defined Profiles Examples

The following matrix describes examples of possible profiles and the effect of the security levels on the profile.

The first column of the matrix lists the privileges assigned to the profile by entity-type and status. The remaining columns
indicate the access allowed for each Profile based on the security level (SECLVL=) chosen to be enforced.
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In the matrix, the term MNT PROD JOB, RPT indicates that the user could perform maintenance functions against entity-
occurrences of the JOB and REPORT entity-types in PROD status. All other codes are the same as in the previous
matrixes.

Example: $DD-USER1

Privileges     PERSON       FACILITY      ENTITY-TYPE     STATUS          FUNCTIONS

Assigned       SECLVL=0     SECLVL=1      SECLVL=2        SECLVL=3        SECLVL=4

F=DDUPDATE     F=ALL        F=DEF         F=DEF           F=DEF           F=DEF

  ENTD

  FMM

E=RPT (ALL)    E=ALL        E=ALL         E=RPT, JOB,     E=RPT,JOB,      E=RPT, JOB,

                                            SYS             SYS             SYS

P=ADD, DISP    P=DIS ALL    P=DIS ALL     P=DIS RPT,      P=DIS RPT,      P=DIS, ADD, DEL

  DEL            MNT TEST     MNT TEST      JOB, SYS        JOB, SYS        ALL RPT

                 MNT PROD     MNT PROD      MNT TEST        MNT ALL RPT     DIS, UPD

                 JOB, RPT     JOB, RPT      RPT, JOB, SYS   MNT PROD JOB    ALL PROD JOBS

                                            MNT PROD        MNT TEST SYS    ADD, DISP, UPD,

                                            JOB, RPT        DEL, TEST SYS

E=JOB (PROD)

P=DIS, UPD

E=SYS (TEST)

P=ADD, DIS,

   UPD, DELL

Example: $DD-USER2

Privileges      PERSON       FACILITY      ENTITY-TYPE     STATUS          FUNCTIONS

Assigned        SECLVL=0     SECLVL=1      SECLVL=2        SECLVL=3        SECLVL=4

F=ALL           F=ALL        F=ALL         F=ALL           F=ALL           F=ALL

E=DATABASE      E=ALL        E=ALL         E=DATABASE      E=DATABASE      E=DATABASE

  (T005)                                     TEST

P=DIS, ALIAS    P=DIS ALL    P=DIS ALL     P=DIS ALL       P=DIS T005      P=DIS T005

                  MNT TEST     MNT TEST      MNT TEST        MNT T005        ALIAS T005

Planning for CA Datacom Datadictionary Security
Planning the implementation of  Security is an important step in the process of securing your  resources. The components
of planning are:

• Security strategy (The  validation process you have selected for your site. See Security Level (SRT).
• Resources and users to secure
• Implications of Security on other areas of the product

Determining Security Strategy

Decide on the security level to implement at your site.
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• 0 Person Level (minimum)
• 1 Facility Level (assigned level at installation)
• 2 Entity Level
• 3 Status Level
• 4 Function Level

Identifying Resources and Personnel to Secure

After you have identified the level of security to implement at your site:

1. Identify the users to authorize  resource access. If you are using security level 0, this is all you need to do.
2. Classify these users into groups which need the same access to resources. For example:

– A programming development staff needs retrieval access to TEST and PROD status.
– A systems design staff needs update and retrieval access against TEST status, and retrieval access to PROD

status.
– The Database Administrator needs update access to PROD status.

3. If necessary, identify the profiles required for these groups and determine the following:
– What facilities they need to use.
– What entity-types they need to access.
– What entity-types they can access in a specific status.
– What functions they can perform on the associated entity-types in a specific status.

4. Assign the PERSON entity-occurrences to the appropriate profiles.

Implications of CA Datacom Datadictionary Security

Installing  Security has implications on the following areas:

• Running  Service Facility (DSF)
• Generic retrieval and retrieval of an entity-occurrence along a path
• Executing SQL statements in the Interactive SQL Service Facility

Running DSF

The entity-occurrences which you can retrieve for display or update purposes with DSF depend on the security level
at your site and if you are authorized in your user profile. The user and optional password specified in the USRINITI
command to DSF are validated against the PERSON entity-occurrence. If no match is found, access is denied. If a
match is found,  Security uses the profile for that user to determine the access rights of your DSF program. The Security
Administrator defines the DSF USRINITI user name as a PERSON entity-occurrence. For more information about these
procedures, see Maintaining Persons and Updating Profiles.

Retrieving Entity-Occurrences

When you retrieve entity-occurrences of multiple entity-types, you receive only the entity-occurrences of the entity-types
you are authorized to access. All the other defined entity-occurrences are ignored.

For example, suppose your  contains PROGRAM entity-occurrences A and B, and SYSTEM entity-occurrences X and Y.
However, you have authorization to access only the PROGRAM entity-type. A  online request to display an index of all
entity-types would result in a display that includes PROGRAM entity-occurrences A and B. It would not show SYSTEM
entity-occurrences X and Y.
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In another example, suppose you request a path report through  batch processing for an Index Report of the ORDER-
ENTRY database and you only have access to DATABASE and TABLE entity-types. When you submit the following batch
reporting commands, you would receive the following reports:

 -USR SAMPLE-USER,PSWD

 -DEF PATH,STANDARD

 -END

 -RPT START,DATABASE,ORDER-ENTRY(PROD),STANDARD

 -RPT INDEX

 -END

For an example report header, see Sample Report Headers.

The following are examples for pages 1 through 5.

User: SAMPLE-

USER                     *********************************************************      DD Base:     2

              *-----------------------------------------------------------------------------------*

              *  CODE USER-NAME,PSWD,DATABASE-ID                                                  *

              *  -USR SAMPLE-USER,****                                                   ;00PROC  *

              *-----------------------------------------------------------------------------------*

User: SAMPLE-

USER                     *********************************************************      DD Base:     2

-DEF PATH,STANDARD

-END

User: SAMPLE-

USER                     *********************************************************      DD Base:     2

-RPT START,DATABASE,ORDER-ENTRY(PROD),STANDARD

-RPT INDEX

-END

User: SAMPLE-

USER                     *********************************************************      DD Base:     2

ENTITY-

TYPE..................... OCCURRENCE...................... VRSN STS LK PSWD DESCRIPTION..........................

   RECORD..........................     ELEMENT.........................

DATABASE                         ORDER-ENTRY                      0003  P   0      ORDER-ENTRY DEMO DATABASE

TABLE                            ACCTS                            0003  P   0      ORDER-ENTRY ACCTS TABLE

TABLE                            CUST                             0003  P   0      ORDER-ENTRY CUST TABLE

TABLE                            DETAIL                           0003  P   0      ORDER-ENTRY DETAIL TABLE

TABLE                            ORDERS                           0003  P   0      ORDER-ENTRY ORDERS TABLE

TABLE                            ITEMS                            0003  P   0      ORDER-ENTRY ITEMS TABLE

TABLE                            ORD-NO                           0003  P   0      ORDER-ENTRY ORDER-

NUMBERS TABLE

TABLE                            RCPTS                            0003  P   0      ORDER-ENTRY RECEIPTS TABLE

TABLE                            SHIPTO                           0003  P   0      ORDER-ENTRY SHIP-TO TABLE

TABLE                            SLSHST                           0003  P   0      ORDER-ENTRY SALES-

HIST TABLE
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                                        *--------  E N D   O F   J O B  -----------*

The full structure Index Report would include the AREA, KEY, ELEMENT, and FIELD entity-occurrences.

When you request entity-occurrences of a specific entity-type you are not authorized to access, you receive a UNA (user
not authorized)  Service Facility (DSF) return code or a  error message.

Interactive SQL Service Facility

Securing the Interactive SQL Service Facility does not secure your data. It secures the use of this mode in  online.

Once access to the facility is allowed, a user can have access to the data. You can secure access to data by using the
GRANT and REVOKE functions in SQL processing. For more information, see CA Datacom SQL Security.

Implementing CA Datacom Datadictionary Security
This section provides instructions on getting started and a step-by-step description of the tasks needed to implement 
Security.

Initial Security Administrator

When  is installed there is a PERSON entity-occurrence supplied with the system:

• DATACOM-INSTALL - Name
• NEWUSER - Password

NOTE
DATCOMIN is an alias that can be used as a short form of DATACOM-INSTALL USER in r12. It can be used in
place of the longer name if your site has a user ID length restriction of eight (8) characters or less. DATACOM-
INSTALL is the user name for the  +USR statement as listed in the z/OS Installation Worksheet.

This entity-occurrence is established as a Security Administrator and with full access to all entity-types installed. You can
use the identification to access the Security Maintenance facility to establish your own Security Administrators. Once this
is done, either delete the PERSON entity-occurrence DATACOM-INSTALL, modify the NEWUSER password, or removed
the Security Administrator authority.

Installing CA Datacom Datadictionary Security

You should have completed the planning of  Security as described in Planning for CA Datacom Core Security before
beginning implementation.

Step 1

If you select a security level greater than 1 - Facility Level, or if you select no  Security (0), you must change the SECLVL=
parameter in the System Resource Table (SRT) after installing this version.

Five options are available:

• Option 0:
Enforces minimum security in . Only the presence of a PERSON entity-occurrence in PROD status is required for
access to most facilities of .

• Option 1: FACILITY LEVEL (default)
A user must be authorized to use a given facility (DDUPDATE, DDUTILTY, ENTM, SQL, and so on).

• Option 2: ENTITY LEVEL
A user must be authorized to perform any function on a given entity-type.

• Option 3: STATUS LEVEL
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A user must be authorized to perform any function on a given entity-type in a given status.
• Option 4: FUNCTION LEVEL

A user must be authorized to perform a given function, on a given entity-type, in a given status.

Step 2

Accept the default for the COMPAT= parameter in the  System Resource Table.

NOTE
For more information about this parameter, see DDSYSTBL Macro.

Step 3

Using the  Security Maintenance facilities, enter the profiles and catalog them to the High-Speed Directory (HSD).

Step 4

Also using the  Security Maintenance facilities, identify the users to the system and associate each with a profile. In
addition, a user can optionally be assigned as a  Security Administrator.

Using CA Datacom Datadictionary Online Security Maintenance
Before using  Security, you must have a basic understanding of  online. The following describes how to maneuver through
online  from the Authorization Mode viewpoint.

NOTE
For more information, see the CA Datacom Datadictionary Online Reference.

Types of Panels

uses the CA IPC to simplify management of panels, screen data, and commands. Various other CA products also use the
CA IPC. This allows multiple CA products to run concurrently at the same terminal and provide a set of services that are
common to those products. These services include:

• Usage authorization (SIGNON/SIGNOFF)
• Driving of menus and other panels
• Program function key (PF) analysis
• Support for multiple commands in the same line of commands
• Multiple lines of commands
• HELP functions
• Processing of error or informative messages
• Support of asynchronous tasks
• Debugging facilities

Following is the arrangement of a typical  screen layout.

   =>    command area

  =>

  =>

  message line

  ----------------------------separator line--------------------------------

  status line

 

 

 

                               display area              
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The organization of the  screen is:

• command area
The top lines of the screen, each with a line indicator symbol (=>), where you can enter commands.
is installed with a default of three lines. You can modify the number of lines available in the command area with the
SET CMD LIN n command, where n is the number of lines in the command area from 5 to 0. If you set the number of
command lines to 0, you must use the function keys and menu selections to move from panel to panel and to perform 
functions. For more information about entering commands, see Using Command Processing.

• message line
The area where messages are displayed. If you set the command area to 0, the message line is at the top of the panel.

• separator line
The line of dashes below the command area that separates the command area from the display area. You can change
the dashes to another character with the SET CMD SEP c command, where c is the character.

• status line
The line that describes the contents of the display area. This line consists of either the name of the selected mode or
the function selected on a main menu of a processing mode.

• display area
A portion of the screen that contains varying information depending on the type of panel. The types of panels used in 
are:
– Menu panels
– Prompter panels
– Display panels
– Maintenance panels

Processing is accomplished by entering the requested data on the panel and then using a command, the Enter key,
or both as required by the panel, to transmit the entries to . Some commands can be transmitted by pressing program
function (PF) keys.

When processing is completed for one panel,  either displays a message on the current panel or displays the next logical
panel, according to the outcome of processing. If an error is encountered during processing,  displays an error message.

Menu Panels

A menu panel allows you to select from a list of options rather than enter a command. In many cases, you can skip
the menu panels by entering the appropriate command. Valid options or functions are listed on the menu and a brief
description is given. Most menus include the abbreviated command syntax.

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            P04M
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 Enter desired option number ===> __    (There are 11 options on the menu)

  1. MAINTAIN PERSON       (MNT PER)     Maintain PERSON definitions

  2. ADD PROFILE           (A PROF)      Add a PROFILE

  3. UPDATE PROFILE        (U PROF)      Update a PROFILE

  4. DELETE PROFILE        (DEL PROF)    Delete a PROFILE

  5. CATALOG PROFILE       (CAT PROF)    Catalog a PROFILE

  6. DISPLAY PERSON        (D PER)       Display PERSON definitions

  7. DISPLAY INDEX PROFILE (D I PROF)    Display a PROFILE Index

  8. DISPLAY USAGE PROFILE (D USE PROF)  Display a PROFILE Usage

  9. DISPLAY DEF PROFILE   (D DEF PROF)  Display a PROFILE definition

 10. SET MODE                            Reset DATADICTIONARY processing mode

 11. OFF                                 End session

You can select an option on the menu panel by either typing the option number in the designated field in the display region
and pressing Enter, or by typing the command for the option in the command region and pressing Enter.  then displays
another menu or a prompter panel where you can enter specific criteria for the function you want to perform.

Prompter Panels

A prompter panel contains the proper command syntax for the selected function. It displays both the long and abbreviated
command syntax. Prompter panels assist new users unfamiliar with the  commands or a user unsure of the proper syntax.

On a prompter panel, you supply the variable information about the entity-occurrence. The required entries are
highlighted.

 =>

 =>

 =>

 -----------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                                                                                                 T40F

 UPDATE   PROFILE    ________________________________

 UPD      PROF      (name)

             ENTITY  ________________________________

             ENT        (type)

After filling in all required fields and any desired optional fields on a prompter panel, submit the command to  by either
pressing the Enter key or entering the APPLY command, depending on the function performed by the prompter panel.

You can enter the APPLY command by typing APPLY, or APP, on a command line and pressing Enter, or by pressing PF9.
For more information, see Using Command Processing and Using PF and PA Keys.  responds with the next logical panel
for the function, a message confirming successful completion of the function, or an error message.

Display Panels

A display panel provides user-requested information or  initiated information, such as the result of an APPLY command.
You can use a display panel to obtain information about users or profiles. You can enter specific commands in the line
numbers at the left margin on a display panel. For more information, see Using the Online Work Queue.
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The following section shows the Profile Index panel. There are other displays available, such as displays of a security
profile definition or usage, or of a PERSON entity-occurrence's security profile. Security profile definitions and usage are
described in Displaying Profile Definitions and Displaying Profile Usage.

Profile Index Display

You can use the Profile Index display to display all  profiles available at your site. The following is an example of the
Profile Index Display panel:

 =>

 =>

 =>

 ------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                           T47D

        Profile Index

 ====== ========================== T O P ======================================

 000001 $DD-ADM

 000002 $DD-COP

 000003 $DD-DIS

 000004 $DD-PROGRAMMER

 000005 $DD-SEC-ADM

 000006 $DD-UPD

 ====== ======================= B O T T O M ===================================

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

When a display extends beyond the bottom of your screen, you can use the scrolling commands or PF7 and PF8 to move
through the display. For more information, see Using PF and PA Keys.

Maintenance Panels

Use a maintenance panel to add or change attribute values, define profiles, and assign profiles to users. All Security
Maintenance panels are variable line panels. A variable line panel contains repeating groups. A repeating group is a
collection of contiguous fields treated as a unit. These contiguous fields can span more than one line on the panel.

Repeating groups can be inserted, copied, replicated, moved, and deleted. For more information and the line commands
you can use with repeating groups on specific types of panels, see Using Line Commands.

The following panel shows a line inserted after entering an I (insert) line command and the new data that the user has
entered:

 => apply 

 => 

 => 
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 ------------------------------------------------------------------------------ 

 DATADICTIONARY Security Maintenance 

                                                                           T41U 

 ................................. PERSON ATTRIBUTES .......................... 

 

OPTIONAL:Enter Specific Person- ________________________________ 

        Name                                                   Sec. 

         User-Password     ID  Profile                        Admin. 

 000001 DATACOM-INSTALL 

                               $DD-ADM                          Y 

 ...... JOHN-SMITH______________________ 

 

                           JS1 $DD-ADM_________________________ Y 

 

 ====== ======================= B O T T O M   ================================= 

 

 

 

 

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS 

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT 

Updating CA Datacom Datadictionary

You update  by entering data on a panel or with a command. This data is stored in a work file until processed with the
APPLY command (PF9). The  Online Work File (DDOFILE) is used to store session-dependent information over a logical
process that can span the processing of several panels of information. The work file is a Virtual Library System (VLS) file.

When you issue the APPLY command, either in the command region or with PF9, the  database is updated with the
information in the work file.

NOTE
The  database is never updated until the APPLY command is processed.

Using PF and PA Keys

is installed with preset PF and PA keys. For terminals with more than 12 program function keys, PF13 through PF24
correspond to PF1 through PF12.

The PF and PA keys perform the following functions except in the Interactive Service Facility Mode, in the Interactive SQL
Service Facility Mode, or on a HELP panel. Equivalent commands and abbreviated commands (if applicable) are listed
with the PF key definition.

Key Equivalent Command and Action
PF1 HELP (HEL) - displays current HELP panel.
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PF2 END - terminates processing, clears anchored entity-occurrences
and returns to the main menu for the current mode.

PF3 CLARIFY - provides more information when the message "One or
more fields in error. Use 'Clarify' for details." is displayed.

PF4 PROCESS (PRO) - retrieves and executes the next entity-
occurrence and function from the online work queue.

PF5 MENU (MEN) - terminates processing, remains anchored on
selected entity-occurrence and returns the main menu for the
current mode.

PF6 STATUS (STA) - displays the  Session Status Display panel that
shows session status and anchored entity-occurrence information.

PF7 SRB - scrolls backward the number of lines in the repeating group
section of the displayed variable panel.

PF8 SRF - scrolls forward the number of lines in the repeating group
section of the displayed variable panel.

PF9 APPLY (APP) - applies updates entered through the processing
panel and activates the next logical panel.

PF10 PATH (PAT) - selects the next entity-occurrence along the defined
path.

PF11 NEXT (NEX) - selects the next entity-occurrence that meets the
selection criteria AUTHORIZE, DBMAINT, and ENTDISPL modes,
and for TEXT processing in ENTMAINT Mode.

PF12 INPUT (INP) - valid only on Text Maintenance panels - opens
a window of blank lines on the Text Maintenance panel for the
addition of more text.
NEXT CLASS (NEX CLS) - valid only on Text Display panels
- if you enter ALL for the Text Classification parameter on the
Selection Criteria Fill-in panel, displays the next Text Classification
in alphabetical order when there is more than one.

PA1 Refreshes screen.
PA2 Displays PF/PA key assignments.
Clear Same as PF2.
Enter Performs different functions on various panels:

On display panels: processes margin and line commands and
refreshes the screen. This allows you to specify additional margin
commands.
On variable line maintenance panels: executes any line
commands you type in the line numbers and refreshes the screen.
On prompter panels and menu panels: displays the next panel
when there is a series of panels.
On Selection Criteria panels: performs the function you have
selected or displays the next panel in a series of panels.

Using Command Processing

You can use the  commands to perform the following functions:

• Call various panels bypassing the set of menus and prompter panels
• Scroll through a display
• Manipulate data
• Process updates
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The abbreviated command syntax for the menu options is displayed on the panels so you can learn the commands easily.
The full and abbreviated command syntax for functions performed by the prompter panels are displayed on those panels.
You can skip the prompter panel by entering these commands. However, if the complete command is longer than the 76
spaces available in a command line, use the prompter panel. A command cannot be continued to another line.

To issue commands to , enter the command in the command region at the top of the panel and press Enter. The
commands documented here are valid in the AUTHORIZE processing mode.

Except where noted, you can enter more than one command on a panel as shown in the following examples. You can
change the number of command lines displayed with the SET CMD LIN command.

NOTE
For more information about setting session defaults, see ADD PROFILE and the CA Datacom Datadictionary
Online Reference.

• You can type each command on a separate line.
 ==> apply

 ==> end

 ==>

• Or, you can type several commands on the same line and separate them with a semicolon (;), the default delimiter.
 ==> apply;end

 ==>

 ==>

When you enter only a part of a command,  presents the prompter panel or menu for that function with the information you
have filled in on the panel. For example, if you enter the incomplete command, ADD PROFILE, in the command area of
the DATACOM/DD Security Maintenance Menu,  presents the following prompter panel for you to complete the required
information.

 =>

 =>

 =>

-----------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                         T40F

 ADD      PROFILE    ________________________________

 ADD      PROF       (name)

Remember that on a prompter panel, you must do the following:

• Supply all required entries.
• Supply any desired optional entries.
• Press Enter or PF9 (APPLY) to continue processing.

ADD PROFILE

Use the ADD PROFILE command to add a profile to . When you do not include the occurrence-name with the
command,  displays the Add Profile Prompter panel. For more information, see Adding CA Datacom Core Core Profiles.

Use the following format for this command:

►►─ ADD ─┬─ PROFILE ─┬─┬────────┬─────────────────────────────────────────────►◄

         └─ PROF ────┘ └─ name ─┘

•   name 
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(Optional) The AUTHORIZATION entity-occurrence name of the profile you are adding. The name, if entered, must
begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

 APPLY 

Use the APPLY command to update  with the data entered on a maintenance panel. APPLY is also a valid command from
several prompter panels. Use the following format for this command:

►►─┬─ APPLY ─┬────────────────────────────────────────────────────────────────►◄

   └─ APP ───┘

 BOTTOM 

Enter the BOTTOM command to scroll to the last panel display of a variable panel. You can use this function in all modes.
Use the following format for this command:

►►─┬─ BOTTOM ─┬───────────────────────────────────────────────────────────────►◄

   └─ BOT ────┘

 CATALOG PROFILE 

Use the CATALOG PROFILE command to post the definition of a profile to the  High-Speed Directory (HSD). If you do not
enter a name,  displays the Catalog Profile Prompter panel for you to enter the information. For more information about
this panel, see Cataloging Profiles. Use the following format for this command:

►►─┬─ CATALOG ─┬─┬─ PROFILE ─┬─┬─────────────────┬────────────────────────────►◄

   ├─ CAT ─────┤ └─ PROF ────┘ └─ atz-occ-name. ─┘

   └─ CATAL ───┘

•   atz-occ-name. 
(Optional) The AUTHORIZATION entity-occurrence name of the profile you are cataloging. The name, if entered, must
begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

Press PF9 or type APPLY to catalog the profile to the HSD.

If the CATALOG function is successful and no errors are detected,  displays the DATACOM/DD Security Maintenance
Menu with a message indicating successful completion of this function.

If the CATALOG function fails due to errors,  displays an error panel that contains messages that can be used to diagnose
the errors in the structure.

 COMBINE Command 

Use the COMBINE command to terminate the bottom region of a split screen and give its area to the region displayed
above it. Do not stack this command with commands that process data, such as the APPLY command.

►►─ COMBINE ──────────────────────────────────────────────────────────────────►◄

 DELETE PROFILE 

Use the DELETE PROFILE command to delete a profile from . When you do not include the occurrence-name with the
command,  displays the Delete Profile panel. For information about this panel, see Deleting Profiles.
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Use the following format for this command:

►►─┬─ DELETE ─┬─┬─ PROFILE ─┬─┬────────┬──────────────────────────────────────►◄

   └─ DEL ────┘ └─ PROF ────┘ └─ name ─┘

•   name 
(Optional) The AUTHORIZATION entity-occurrence name of the profile you are deleting. The name, if entered, must
begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

 DISPLAY DEFINITION PROFILE 

Use the DISPLAY DEFINITION PROFILE command to display profile definitions. This function is useful when you need
to know how a particular Profile is set up before relating a new PERSON entity-occurrence, or prior to updating the profile
definition.

If you omit the optional profile name,  displays the Display Definition Prompter panel for you to enter this information. For
more information about this panel, see Displaying Profile Definitions.

Use the following format for this command.

►►─┬─ DISPLAY ─┬─┬─ DEFINITION ─┬─┬─ PROFILE ─┬─┬────────┬────────────────────►◄

   ├─ DIS ─────┤ └─ DEF ────────┘ └─ PROF ────┘ └─ name ─┘

   └─ D ───────┘

•   name 
(Optional) The AUTHORIZATION entity-occurrence name of the profile you want to display. The name, if entered, must
begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

When you press Enter,  responds with the profile definition requested.

 DISPLAY INDEX PROFILE 

Use the DISPLAY INDEX PROFILE command to display an index of  Security profiles.

Use the following format for this command:

►►─┬─ DISPLAY ─┬─┬─ INDEX ─┬─┬─ PROFILE ─┬────────────────────────────────────►◄

   ├─ DIS ─────┤ ├─ IND ───┤ └─ PROF ────┘

   └─ D ───────┘ └─ I ─────┘

When you press Enter,  responds with an index of the profiles defined to the system. You can enter margin commands in
the line numbers of the profiles on the panel.

The following are the valid margin commands you can enter on this panel. For more information about using margin
commands, see Using the Online Work Queue.

 Margin Command  Description 
CAT Catalog a Profile
DDF Display a Profile Definition
DEL Delete a Profile
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DUS Display Profile Usage
UPD Update a Profile

 DISPLAY PERSON 

Use the DISPLAY PERSON command to display authorization information for one PERSON entity-occurrence and
information on the profile to which the PERSON entity-occurrence is related. This function is useful when you need to
know the profile authorizations for a particular person.

If you omit the optional PERSON entity-occurrence name,  displays the Display Person Prompter panel for you to enter
this information. For more information about this panel, see Displaying Person Definitions.

Use the following format for this command:

►►─┬─ DISPLAY ─┬─┬─ PERSON ─┬─┬──────────────────────────┬────────────────────►◄

   ├─ DIS ─────┤ ├─ PER ────┤ └─ entity-occurrence name ─┘

   └─ D ───────┘ └─ PEOPLE ─┘

•   entity-occurrence name 
(Optional) Limit the definition to a single entity-occurrence by entering the name of the entity-occurrence. You can
enter ALL for all occurrences or a generic selection using 1 through 31 characters of an occurrence name and an
asterisk (*). For example, ACC* processes all occurrences of this entity-type with ACC as the first three characters in
the name.
–  Valid Entries:

1 to 32 characters
Generic selection
ALL

–  Default Value:
ALL

When you press Enter,  responds with the PERSON entity-occurrence definition requested.

 DISPLAY USAGE PROFILE 

Use the DISPLAY USAGE PROFILE command to display a list of PERSON entity-occurrences assigned a specific profile.

If you omit the optional profile name,  displays the Display Usage Prompter panel for you to enter this information. For
more information about this panel, see Displaying Profile Usage. Use the following format for this command:

►►─┬─ DISPLAY ─┬─┬─ USAGE ─┬─┬─ PROFILE ─┬─┬────────┬─────────────────────────►◄

   ├─ DIS ─────┤ └─ USE ───┘ └─ PROF ────┘ └─ name ─┘

   └─ D ───────┘

•   name 
(Optional) The AUTHORIZATION entity-occurrence name of the profile you want to display. The entity-occurrence
name, if entered, must begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

When you press Enter,  responds with the requested information.

 END 

Use the END command to terminate processing and return to the menu for the current mode. You can use this command
in all processing modes.

►►─ END ──────────────────────────────────────────────────────────────────────►◄
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When you press Enter,  displays the menu for the current processing mode.

 HELP 

Use the HELP command to display the current HELP panel. The HELP command is valid in all modes. You can enter the
HELP command on any panel. Use the following format for this command:

►►─┬─ HELP ─┬─────────────────────────────────────────────────────────────────►◄

   └─ HEL ──┘

 MAINTAIN PERSON 

Use the MAINTAIN PERSON command to display a list of PERSON entity-occurrences defined to the system.  responds
with the Maintain Person panel.

You can add, delete, or change the PERSON entity-occurrence definitions by using line commands or by typing over the
information you want to change.

Use the following format for this command:

►►─┬─ MAINTAIN ─┬─┬─ PERSON ─┬────────────────────────────────────────────────►◄

   ├─ MAINT ────┤ ├─ PER ────┤

   └─ MNT ──────┘ └─ PEOPLE ─┘

 MARGIN 

Use the MARGIN command to display a list of the margin commands you can use to establish an online work queue. For
more information, see Using the Online Work Queue.

►►─ MARGIN ───────────────────────────────────────────────────────────────────►◄

 NEXT 

Use the NEXT command in AUTHORIZE, DBMAINT, and ENTDISPL Modes and for TEXT processing in ENTMAINT
Mode to obtain the next entity-occurrence that meets the criteria you specified. Use the following format for this command.
You can also issue the NEXT command with the PF11 key.

►►─┬─ NEXT ─┬─────────────────────────────────────────────────────────────────►◄

   └─ NEX ──┘

 OFF 

Use the OFF command to terminate processing and sign off . This command is valid in all processing modes.

►►─ OFF ──────────────────────────────────────────────────────────────────────►◄

When you press Enter,  presents the  signoff panel.

• If you have entered data on a panel and have not issued the APPLY command, the  database is not updated and the
data is lost. For more information, see Updating CA Datacom Core Core.

• If you have entered margin commands but have not processed them, they are lost when you sign off. For more
information, see Using the Online Work Queue.

 OFFON 

Enter the OFFON command to sign off  and sign on again. This can be helpful when you want to sign on with a different
user ID, or when you want to sign on to a different . You can establish specific user IDs for specific levels of authorization
to perform specific functions. You can have multiple  Datadictionarys at one site.

►►─ OFFON ────────────────────────────────────────────────────────────────────►◄

When you press Enter,  presents the  signon panel.
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If you have entered data on a panel and have not issued the APPLY command, the  is not updated and the data is lost.
For more information, see Updating CA Datacom Core Core.

If you have an uncompleted work queue, it is lost when you sign off. For more information, see Using the Online Work
Queue.

 PROFILE 

Use the PROFILE command to display the Security Profile panel. This panel displays the authorizations assigned to the
user identification code with which you signed on to the current session of .

Use the following format for this command:

►►─┬─ PROFILE ─┬──────────────────────────────────────────────────────────────►◄

   └─ PROF ────┘

When you press Enter,  presents a panel similar to the following example. You cannot update the attribute-values on this
panel.

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Profile                                            PRFH

 DISPLAY PERSON: USERNAME                          User-Password: PSWD

  User-ID: UID  Profile: $DD-ADM                           Security Admin.: Y

 .......................... FACILITY LEVEL SECURITY ..........................

 Online Facilities - ( DBM: Y   FMM: Y   ENTM: Y   ENTD: Y   ISF: Y   SQL: Y )

 Batch  Facilities - ( UPD: Y   UTL: Y    CFB: Y    BTG: Y   RMF: Y   TRS: Y )

 ........................... ENTITY LEVEL SECURITY .............................

                                     D A D U  F   R S  V D E C  D T A D  R S S O

        Entity              All      i d e p  r T e e  e s n a  e x l e  e e t b

                Status   Functions?  s d l d  m o s t  r a a t  f t s s  l c a s

 ====== ========================== T O P =======================================

 000001 AREA

                 PROD        Y       Y Y Y Y  Y Y Y Y  Y Y Y Y  Y Y Y Y  Y Y Y Y

 000002 AUTHORIZATION

                 PROD        Y       Y Y Y Y  Y Y Y Y  Y Y Y Y  Y Y Y Y  Y Y Y Y

•  DISPLAY PERSON:
Specifies the full name associated with the user ID used on the  signon panel for this session.

•  User-Password:
Specifies the password, if any, assigned to this user ID.

•  User-ID:
Specifies the user identification you accepted or entered on the  signon panel for this session. You can have many
different user identifications, for example, for different functions.

•  Profile:
Specifies the entity-occurrence name of the related $DD- AUTHORIZATION entity-occurrence.

•  Security Admin.:
Indicates with the letter Y (yes) if this user ID is authorized as a  Security Administrator (profile $DD-SEC-ADM).

•  Facility Level Security section
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Indicates with the letter Y (yes) that authorization is associated with this user ID to use the following facilities:

 ID  Batch Facility 
BTG DDBTGLM maintenance
CFB DDCFBLD maintenance
RMF DDRMFLM maintenance
TRS DDTRSLM maintenance
UPD DDUPDATE maintenance
UTL DDUTILTY maintenance
 ID  Online Facility 
DBM   Structure Maintenance
ENTD   Entity Display
ENTM   Entity Maintenance
FMM File Structure Maintenance
ISF Interactive Service Facility
SQL Interactive SQL Service Facility

•  Entity Level Security section
Contains a list of the function authorizations associated with this user ID for specific entity-types in a specific status.
–  Entity

The entity-type name.
–  Status

The status of the entity-type.
–  All Functions?

Indicates with the letter Y (yes) or N (no) if all functions are authorized for this entity-type in this status.
–  Specific Functions

Under the following abbreviations, the letter Y (yes) or N (no) indicates if the function is authorized for this entity-
type in this status.

NOTE
 The abbreviations for the functions that can be performed against an entity-type are displayed vertically
on the panel.

 Heading  Function  Heading  Function 
Add ADD/CREATE Obs OBSOLETE
Als ALIAS maintenance Rel RELDEF/TRANSFER
Cat CATALOG Res RESTORE
Def DEFINE Sec PASSWORD/LOCK

maintenance
Del DELETE/REMOVE Set SET
Des DESCRIPTOR maintenance Sta STATUS maintenance
Dis DISPLAY To COPY TO
Dsa DISABLE Txt TEXT maintenance
Ena ENABLE Upd UPDATE/MODIFY
Frm COPY FROM Ver VERIFY
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 SCROLL 

Use the SCROLL command to move forward and backward through the lines of a panel that you cannot display all at one
time on a single screen. Use the following format for this command.

►►─┬─ SCROLL ─┬─┬───────┬─────────────────────────────────────────────────────►◄

   └─ SCR ────┘ └─ opt ─┘

If you do not add a keyword with the SCROLL command,  scrolls the display forward the set number of lines in a region
with the last line of the previous display at the top of the new display. You can also enter this command with the PF8 key.

You can add the following optional keywords to the SCROLL command.

 Command  Action 
+ Scroll forward the set number of lines in a region. (You can also

use the PF8 key, the SCROLL command, or the SRF command
for this function.)
Scroll backward the set number of lines in a region. (You can also
use the PF7 key or the SRB command for this function.)

+nnn Scroll forward nnn number of lines in a region.
-nnn  Scroll backward nnn number of lines in a region.

B Scroll backward the set number of lines in a region. (You can
also use the PF7 key, the BACKWARD command, the SCROLL -
command, or the SRB command for this function.)

F Scroll forward the set number of lines in a region. (You can
also use the PF8 key, the SCROLL command, the SCROLL +
command, or the SRF command for this function.)

BOT Scroll to bottom of the list. (You can also use the BOTTOM
command for this function.)

TOP Scroll to top of the list. (You can also use the TOP command for
this function.)

 SET  

You can use the SET command in different ways depending on the online mode and the keywords used with the
command. You can use this function with the appropriate keywords to assign certain default values, environment
conditions, or the mode during the current session.

You use the SET DATABASE command to request  to assign certain modifiable and nonmodifiable (those set internally
by ) attribute-values.

Use the following commands to perform the described action:

•  SET AUTHID
Displays the AUTHORIZATION-ID Panel in the SQLADMIN function of the Interactive SQL Service Facility. Use the
panel to change to a different AUTHID to be used as the default for the session.

•  SET AUTHOR 'name'
Specify the default setting for the AUTHOR attribute when defining entity-occurrences. The name must be enclosed in
single quotes.

•  SET CMD DLM c 
Change the command delimiter character, where c is the character. The default delimiter is a semicolon (;).

•  SET CMD LIN n 
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Change the number of lines for commands on panels, where n is the number of lines. Valid entries are 0-5. The default
is three lines.

•  SET CMD RPT c 
Change the command repeat character, where cis the character. The default is a dash (-).

•  SET CMD RSW c 
Change the command reshow character, where cis the character. The default is a plus sign (+).

•  SET CMD SEP c 
Change the separator character displayed on the line between regions in a split screen, where cis the character. For
more information about the default, see the CA IPC documentation.

•  SET CONTROLLER 'name'
Specify the default setting for the CONTROLLER attribute when defining entity-occurrences. The name must be
enclosed in single quotes.

•  SET DBID = nnnnn 
Change to a different  with a different  database ID than the one specified in the system resource table, where nnnnn is
the ID number.

•  SET LANGUAGE language 
Specify the default language to display on a Copybook Display Panel in ENTDISPL or ENTMAINT Modes. The system
default is COBOL.
–  ASM|ASSEMBLER

Specifies the Assembler copybook
–  COB|COBOL

Specifies the COBOL copybook
–  DR

Specifies the  Reporting Facility copybook
–  PLI

Specifies the PL/I copybook
•  SET MODE type 

Specify a processing mode, index display format, or text display format. The types and actions are as follows:
–  AUTH

Transfer to the Security Maintenance Mode.
–  DBM

Transfer to the  Maintenance Mode.
–  ENTD

Transfer to the  Entity Maintenance Mode.
–  ENTM

Transfer to the  Entity Display Mode.
–  FMM

Transfer to the File Maintenance Mode.
–  ISF

Transfer to the Interactive Service Facility Mode.
–  INDEX

Allow  to determine the number of lines needed per entry on an index display panel. Two lines are used for FIELD,
KEY, and ELEMENT entity-occurrences. One line is used for all other entity-occurrences.

–  INDEX1
Specify one line per entry on index display panels. This suppresses the display of parent-name for FIELD, KEY and
ELEMENT entity-occurrences.

–  INDEX2
Specify two lines per entry on index display panels. Parent-name is displayed for FIELD, KEY, and ELEMENT
entity-occurrences. A blank line follows all other entity-occurrences.

–  NONUM
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Specify text panel lines at 79 characters with no numbered margins.
–  NUM

Specify the text panel lines at 72 characters with numbered margins.
–  SQL

Transfer to the SQL Mode.
–  blank

Return to the  Mode Select Panel.
•  SET NAME name 

Establish the default type of value to display for the Field-Name field on a Field Summary Display Panel in the
ENTDISPL or ENTMAINT Modes. Enter one of the following for name in this command. The system default is
the  entity-occurrence name.
–  ASM|ASSEMBLER

Display the Assembler name.
–  CMP|COMPILER

Display the Compiler name.
–  DD|DATADICT

Display the  entity-occurrence name.
–  DESC

Display the FIELD entity-occurrence descriptive information in the DESCRIPTION attribute.
•  SET SQL syntax-id 

Override the syntax level set with the SQLMODE= parameter in the Multi-User Facility Master List or previously
changed with this command. The change is valid for the duration of the current session. You cannot change this setting
to DATACOM if SQLMODE=ANSI or SQLMODE=FIPS. Enter one of the following:
–  ANSI

Conform to ANSI standard.
–  DATACOM

Conform to CA SQL extension.
–  FIPS

Conform to FIPS standard.
–  OFF

Return to default.
•  SET PREFIX = name 

Specify 1 to 15 characters for  to add to the beginning of each entity-occurrence name you define on panels in the
ENTMAINT Mode. You can terminate your prefix setting with the RESET PREFIX command.
 

•  SET TEXT class-name 
Specify the default value that  will use for the classification name for the text you add to entity-occurrences.
The system default is STANDARD.
The name can be up to 32 characters and must follow the  naming conventions.

•  SET WINDOW = nn 
Change the number of lines inserted with the INPUT command on a Text Maintenance Panel, where nn is the number
of lines (window). The window must be at least 1 and can be a maximum of 2 less than the region size. The default is
5.

•  SPLIT
Depending on the type of terminal you have, you can use the SPLIT command to present more than one display area
at the same time. This allows you to display different  panels simultaneously or to access  in one area and another
product, such as , in the other area.
Note: For more information about this online command, see SET. You cannot abbreviate this command.

►►─ SPLIT ────────────────────────────────────────────────────────────────────►◄
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Use the COMBINE command to terminate the bottom region of a split screen and give its area to the region displayed
above it. Do not stack this command with commands that process data, such as the APPLY command.

•  SRB
Use the SRB command to scroll the display area backward one panel in a region. The PF7 key also performs this
function.

►►─ SRB ──────────────────────────────────────────────────────────────────────►◄

•  SRF
Use the SRF command to scroll the display area forward one panel in a region. The PF8 key also performs this
function.

►►─ SRF ──────────────────────────────────────────────────────────────────────►◄

•  STATUS
Use the STATUS command to display the  Session Status Display panel. The panel shows  session status and
anchored entity-occurrence information.
 

►►─┬─ STATUS ─┬───────────────────────────────────────────────────────────────►◄

   └─ STA ────┘       

•  TOP
Use the TOP command to scroll a display area so that line 1 is the first line in the display area.

►►─ TOP ──────────────────────────────────────────────────────────────────────►◄

•  UPDATE PROFILE
Use the UPDATE PROFILE command to display information for a specific profile. You can display the appropriate
Update Profile panel based on the keywords. Add, delete, or change profile information by using line commands or by
typing over the information you want to change on these panels.
Use the following format for this command:

►►─┬─ UPDATE ─┬─┬─ PROFILE ─┬─┬────────┬─┬───────────────┬────────────────────►◄

   ├─ UPD ────┤ └─ PROF ────┘ └─ name ─┘ ├─ ENTITY ──────┤

   └─ U ──────┘                          ├─ ENT ─────────┤

                                         └─ entity-type ─┘

•   name 
(Optional) The AUTHORIZATION entity-occurrence name of the profile you are updating. If you enter the entity-
occurrence name,  displays the Update Profile panel. This panel lists authorizations for facilities and all entity-type/
status combinations defined to this profile. For more information about maintaining profile information using this panel,
see Updating Profile Entity-Types.
The profile name must begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)
•   entity-type 

(Optional) The entity-type name. If you enter the entity-type name,  displays the Update Profile Entity-Type panel that
displays Entity Level Security for the specified entity-type. For more information about maintaining profile entity-type
information using this panel, see Updating Profile Entity-Types.
–  Valid Entries:

Valid  long name for the entity-type.
–  Default Value:

(No default)
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Using Line Commands

Line commands can be used to scroll through, insert, copy, move, and delete lines in repeating groups on panels. These
commands are not related to the online work queue commands which are called margin commands. For more information
about these commands, see Using the Online Work Queue. The numerical factor described with the following commands
can be either left or right of the command depending on the site option selected.

For example, to insert three lines, enter either I3 or 3I depending on the value for the LCREP= parameter in the System
Resource Table. This applies to the Delete, Insert, Move, Repeat, and Copy commands.

You can use the following line commands on Security Maintenance panels:

Command Action
* Scroll the display until this line is at the top of the panel.
*+ nnn Scroll the display until the line that is nnn lines after this line is at

the top of the panel.
*- nnn Scroll the display until the line that is nnn lines before this line is at

the top of the panel.
A Designate the location after which lines are to be copied or

moved.
B Designate the location before which lines are to be copied or

move.
C Copy a line. Use A or B to designate the location where the line is

to be copied.
CC Copy a block of lines. CC must be entered on the first line and the

last line of the block. Use A or B to designate the location where
the block is to be copied.

D Delete a line.
DB Delete all lines from this line through the bottom line.
DD Delete a block of lines. DD must be entered on the first line and

the last line of the block.
DT Delete all lines from this line through the top line.
IB Inserts a blank line before the first line.
I or I n Insert lines. If used alone, only one unnumbered line is inserted

into the panel after the line where the command is entered. If used
with n, n number of unnumbered lines are inserted into panel after
the line where the command is entered.

R or R n Repeat lines. If used alone, only one line is repeated after the line
where the command is entered. If used with n, the line where the
command is entered is repeated n times after itself.

RR Repeat a block of lines. RR must be entered on the first line and
the last line of the block. The lines are repeated after the line of
the designated block.

Using the Online Work Queue

The online work queue is a temporary set of entity-occurrences and functions for additional processing. You establish the
work queue by entering margin commands on the Profile Index panel.
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For example, on the following Profile Index panel, the CAT (CATALOG PROFILE) margin command places the profile
in the online work queue to catalog the profile to the  High-Speed Directory (HSD). The DDF (DISPLAY PROFILE
DEFINITION) margin command places the profile in the work queue to display profile definitions.

 =>

 =>

 =>

 ------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                           T47D

         Profile Index

 ====== ========================== T O P ======================================

 000001 $DD-ADM

 000002 $DD-COP

 000003 $DD-DIS

 CAT004 $DD-PROGRAMMER

 000005 $DD-SEC-ADM

 DDF006 $DD-UPD

 ====== ======================= B O T T O M ===================================

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

Building a Work Queue

To place an entity-occurrence on the work queue, type a margin command in the line number for that entity-occurrence
and press Enter. You can enter multiple margin commands on one or more panels. As your margin commands are
processed, each entity-occurrence and function is added to the queue in logical sequence. The queue can contain entity-
occurrences of any entity-type.

The work queue is available only for the duration of a session. The queue is not retained if you do not process all the
entity-occurrences in the queue before the session is terminated. Rebuild the queue when you sign on if you want to
process those entity-occurrences that were not processed in the previous session.

Margin Commands

The following margin commands can be entered on the Profile Index Display panel to perform the function listed against
the entity-occurrence on that line. You can use the following margin commands for all entity-types. You can obtain a list of
these commands by entering the MARGIN command on any panel.

Use the following margin commands to place maintenance functions in the online work queue:

Margin Command Equivalent Command
CAT CATALOG
DEL or DLT DELETE PROFILE
UPD UPDATE PROFILE
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The following margin commands place specific display functions in the work queue:

Margin Command Equivalent Command
DDF DISPLAY DEFINITION PROFILE
DUS DISPLAY USAGE PROFILE

Executing the Work Queue

You retrieve an entity-occurrence from the queue by entering the PROCESS command or pressing PF4. When an entity-
occurrence is retrieved from the queue, it becomes the anchored entity-occurrence and is displayed on the processing
panel for the requested function. The entity-occurrence remains anchored until you enter the END, PROCESS, OFF, or
OFFON commands.

If you add more entity-occurrences to the work queue during processing of your original set, the new entity-occurrences
are added to the top of the queue and are processed first. When you complete processing of the second set of entity-
occurrences, processing of entity-occurrences remaining in the original set resumes. When no more entity-occurrences
exist in the queue, a message is displayed.

Profile Maintenance Panel Error Codes
The following error codes are presented on the UPDATE PROFILE Panel if an error is encountered. The error code is
displayed when you apply the maintenance. You also receive an error message in the format DDOL000nnn.

Code Problem
A Invalid function for command
B Invalid type
C Unknown entity-type
D Invalid facility
E Invalid function (not A)
F Not found for update or delete
G Version/Status invalid
H Facility already related
I Entity table already related

Signing On to CA Datacom Datadictionary Online
The online facility provides panels for you to enter data to place in . These panels are accessed through the  Mode
Selection panel (main menu) by selecting option 4 (AUTHORIZE). You must be authorized as a  Security Administrator to
use this mode.

When you select the AUTHORIZE Mode you receive the following prompter panel where you reenter your password, or
change your password.

  =>

 =>

 =>

 

-----------------------------------------------------------------------------

 

                 Authorization Mode Security Check                       T04F
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 Please re-certify your identity before accessing DD Authorization Mode by

 entering your DD User password.

 

 Password:

 

After reentering your password, or specifying a different password, press Enter. If you have the necessary authorization,
you receive the following menu to select the desired security maintenance function.

  =>

 =>

 =>

 

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            P04M

 Enter desired option number ===> __    (There are 11 options on the menu)

 

  1. MAINTAIN PERSON       (MNT PER)     Maintain PERSON definitions

  2. ADD PROFILE           (A PROF)      Add a PROFILE

  3. UPDATE PROFILE        (U PROF)      Update a PROFILE

  4. DELETE PROFILE        (DEL PROF)    Delete a PROFILE

  5. CATALOG PROFILE       (CAT PROF)    Catalog a PROFILE

  6. DISPLAY PERSON        (D PER)       Display PERSON definitions

  7. DISPLAY INDEX PROFILE (D I PROF)    Display a PROFILE Index

  8. DISPLAY USAGE PROFILE (D USE PROF)  Display a PROFILE Usage

  9. DISPLAY DEF PROFILE   (D DEF PROF)  Display a PROFILE definition

 10. SET MODE                            Reset DATADICTIONARY processing mode

 11. IDEAL                               Transfer to IDEAL application

 12. OFF                                 End session

 

NOTE
If  is not installed on your system, the OFF option appears in place of the  option.

Use this menu to choose the  Security maintenance function by entering the option number or by entering the abbreviated
form of the command in the command area and press Enter.

Adding CA Datacom Datadictionary Profiles
With the ADD PROFILE function of  Security, you can add profiles to  either in batch or online.

Use the following steps in  online.

Step 1

Select option 2 on the  Security Maintenance Menu, or enter the ADD PROFILE command in the command area. For
more information and instructions about using this command, see Using Command Processing.

If you omit the entity-occurrence name with the command,  displays the following panel.

  =>

 =>

 =>

 1-DDOL000374A - 40FP - REQUIRED PROFILE NAME MISSING

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance
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                                                                            T40F

 ADD      PROFILE    ________________________________

 ADD      PROF       (name)

 

Step 2

Type the profile name as described next and press Enter.  displays the panel that follows.

• (name)
The name of the profile you are adding. The profile name must begin with $DD-.
– Valid Entries:

1 to 32 characters
– Default Value:

(No default)

  =>

 =>

 =>

 

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

 ADD PROFILE $DD-PROGRAMMER                                                 T42U

 

 .......................... FACILITY LEVEL SECURITY ...........................

 Online Facilities - ( DBM: _   FMM: _   ENTM: _   ENTD: _   ISF: _   SQL: _ )

 Batch  Facilities - ( UPD: _   UTL: _    CFB: _    BTG: _   RMF: _   TRS: _ )

 

 ........................... ENTITY LEVEL SECURITY .............................

 ======  =  ================================  =================================

 000001  _  AREA

 000002  _  AUTHORIZATION

 000003  _  CONSTRAINT

 000004  _  DATABASE

 000005  _  DATAVIEW

 000006  _  ELEMENT

 000007  _  FIELD

 000008  _  FILE

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS    MORE....

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

 

Step 3

Type the relevant information on this panel, described next, and APPLY (PF9) to display the next panel in this series. Use
the scroll keys or commands to view all entity-type entries on this panel. For more information, see Profile Maintenance
Panel Error Codes.

• ADD PROFILE
The $DD- Profile entity-occurrence name you added on the Add Profile prompter panel or the profile entity-occurrence
name you added with the ADD PROFILE command displays in this field.

• Facility Level Security section
Contains all the online and batch facilities available in  and . Indicate by typing the letter Y (yes) that authorization to
use the following facilities is associated with this profile.
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NOTE
If SQL processing is available at your site, the Interactive SQL Service Facility is securable by entering Y for
SQL in this section.

ID Online Facility
DBM Structure Maintenance
ENTD Entity Display
ENTM Entity Maintenance
FMM CA FILE Structure Maintenance
ISF Interactive Service Facility
SQL Interactive SQL Service Facility
BTG DDBTGLM maintenance
CFB DDCFBLD maintenance
RMF DDRMFLM maintenance
UPD DDUPDATE maintenance
UTL DDUTILTY maintenance

• Entity Level Security section
Contains an index of all the valid entity-types for this  as determined from the High-Speed Directory (HSD), plus one for
UNIVERSAL.
Type a non-blank, non-null character beside the entity-types you want to select for security authorization. You can use
the line command area to perform scrolling functions. For more information, see the Using Line Commands.
After selecting entity-types for security authorization, issue the APPLY command.  displays a panel as follows, to
specify entity level security beginning with the first entity-type selected.

  =>

 =>

 =>

 1-DDOL000120I - 44IP - PROFILE HAS NO ENTITY LEVEL SECURITY

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance                                        T44U

 UPDATE PROFILE $DD-PROGRAMMER ENTITY AREA

 

 ........................... ENTITY LEVEL SECURITY .............................

                                    D A D U  F   R S  V D E C  D T A D  R S S O

                       All          i d e p  r T e e  e s n a  e x l e  e e t b

          Status    Functions?      s d l d  m o s t  r a a t  f t s s  l c a s

 ====== = ====           =          = = = =  = = = =  = = = =  = = = =  = = = =

 000001   ALL_           _          X _ _ _  _ _ _ _  _ _ _ _  _ _ _ _  _ _ _ _

 

 ====== = ====           =          = = = =  = = = =  = = = =  = = = =  = = = =

 

 

 

 

 

 

 

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT
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Step 4

displays a separate panel for each entity-type selected on the Add Profile panel, allowing you to select the status level
and function level of security. The following describes each field on this panel.

To add status/function information, use the line commands to insert, copy, or delete lines. For more information, see Using
Line Commands.

• UPDATE PROFILE
The  entity-occurrence name previously added is displayed.

• ENTITY
The  entity-type selected previously is displayed.

• Entity Level Security section
Contains a list of the functions that you can select for authorization associated with this specific profile.
– Status

The status you are authorizing with this entity-type.
Valid Entries:
Tnnn - where nnn is 001 -- 999 for Model Structures
TEST - All test statuses
PROD - Production status
ALL - All statuses
Default Value: (No default)

– All Functions
Indicate with any character such as the letter Y (yes) that all functions are authorized for this entity-type in this
status.
Valid Entries:
Any non-null, non-blank character
Default Value:
(No default)

– Specific Functions
Under the following abbreviations, indicate with any character such as the letter Y (yes) or N (no) whether the
function is authorized for this entity-type in this status.

NOTE
The abbreviations for the functions that can be performed against an entity-type are listed vertically on the
panel.

Heading Function
Add ADD/CREATE
Als ALIAS maintenance
Ca CATALOG
Def DEFINE
Del DELETE/REMOVE
Des DESCRIPTOR maintenance
Dis DISPLAY
Dsa DISABLE
Ena ENABLE
Frm COPY FROM
Obs OBSOLETE
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Rel RELDEF/TRANSFER
Res RESTORE
Sec PASSWORD/LOCK maintenance
Set SET
Sta STATUS maintenance
To COPY TO
Txt TEXT maintenance
Upd UPDATE/MODIFY
Ver VERIFY

Valid Entries:

Any non-null, non-blank character

Default Value:

(No default)

Step 5

Press PF9 or type APPLY in the command area to apply this information to . If an error is encountered, a code is placed in
the field following the line number when the maintenance is applied. For more information and the list of codes, see Profile
Maintenance Panel Error Codes or press PF1.

After you have completed this process for each entity-type you selected,  displays the Security Maintenance Menu with a
SUCCESSFUL SEC PROF ADD message. From this menu, CATALOG the profile to  by using option 5 or by issuing the
CATALOG PROFILE command on the command line. For more information, see Cataloging Profiles.

Batch Transactions

Add profiles in a batch environment by submitting the 1011 - 1013 transactions with the -ADD transaction group. The
following is an example of batch transactions adding a Profile for $DD-PROGRAMMER that is authorized to access all
facilities (1011 transaction), access all areas (1012 transaction), and access all functions (1013 transaction).

For more information and an explanation of these transactions, see the CA Datacom Core Batch Security Maintenance.

  -ADD PROFILE,$DD-PROGRAMMER

  1011 ADD ALL

  1012 ADD AREA(ALL)

  1013 Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y

  -END

 

Cataloging Profiles

To complete the security authorization process, you must catalog the profiles you have defined or updated to the  High-
Speed Directory (HSD).

NOTE
 Profile definitions are read when a user signs on to . If you update and catalog the profile related to your
PERSON entity-occurrence or the profile related to a PERSON entity-occurrence of someone currently signed
on, the changes are not enforced until you or the person sign off and sign on again.

Use the following procedures to catalog a profile online. You can also catalog all profiles to the HSD by executing
the DDCFBLD utility with the -HSD RESET transaction.
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Use the following steps in  online:

 Step 1 

After you have completed all the panels associated with adding a profile (Add Profile and associated Update Profile Entity
panels), catalog the profile by selecting option 5 on the  Security Maintenance Menu or by typing the CATALOG PROFILE
command in the command area. For more information about the CATALOG PROFILE command, see Using Command
Processing.

If you omit the profile name in the command,  displays the following panel:

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T40F

 CATALOG  PROFILE    ________________________________

 CAT      PROF       (name)

 Step 2 

Type the $DD- profile name on this panel as described following and either press PF9 or enter the APPLY command in
the command area to update the High-Speed Directory (HSD) with this profile.

•  (name)
The name of the profile you are cataloging. The profile name must begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

If you enter the CATALOG PROFILE command and include the profile name,  displays the Catalog Profile prompter panel.
Issue the APPLY command (PF9) to catalog the profile to the High-Speed Directory (HSD).

 Batch Transactions 

Use a transaction in the following format in the DDCFBLD utility to update the  High-Speed Directory (HSD).

For more information about the transaction, see CA Datacom Core Batch Security Maintenance.

 -HSD CATALOG,PROFILE,profile-name

Deleting Profiles

If you need to delete a profile you have defined to your system, follow these procedures. You can delete profiles using
batch and online facilities.

Use the following steps in  online:

 Step 1 

Either select option 4 on the  Security Maintenance Menu, or type the DELETE PROFILE command in the command area
to display the Delete Profile Prompter panel. For more information, see ADD PROFILE.

If you omit the profile name with the command,  displays the following panel:

 =>

 =>
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 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T40F

 DELETE   PROFILE    ________________________________

 DEL      PROF       (name)

 Step 2 

Type the name of the profile you are deleting as described following.

•  (name)
The name of the profile you are deleting. The profile name must begin with $DD-.
–  Valid Entries:

1 to 32 characters
–  Default Value:

(No default)

Either press PF9 or type APPLY in the command area to process this delete request.  responds by returning to
the  Security Maintenance Menu displaying either a successful or unsuccessful message in the message area.

If you enter the DELETE PROFILE command and include the profile name,  responds with the Delete Profile prompter
panel with all the information displayed, including a message to APPLY the delete to .

 Batch Transactions 

Delete profiles in a batch environment by submitting the -DEL transaction.

For more information about these transactions, see CA Datacom Core Batch Security Maintenance.

 -DEL PROFILE,profile-name

 -END

Displaying Index of Profiles

Security provides a way for you to display an index of all the  Security profiles defined to the system. Use this capability
to determine if the profile you need has already been defined to the system, or if you need to define a new one. You can
display an index of the  Security profiles either in batch or online.

Use the following steps in  online:

Step 1

Either select option 7 on the  Security Maintenance Menu, or enter the DISPLAY INDEX PROFILE command. For more
information about the DISPLAY INDEX PROFILE command, see Using Command Processing.

When you press Enter,  responds with an index of the profiles defined to the system.

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T47D

        Profile Index

 ====== ========================== T O P =======================================
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 000001 $DD-ADM

 000002 $DD-COP

 000003 $DD-DIS

 000004 $DD-PROGRAMMER

 000005 $DD-SEC-ADM

 000006 $DD-UPD

 ====== ======================= B O T T O M ====================================

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

Step 2

You can enter the following margin commands to maintain profile information.

Margin Command Description
CAT Catalog a profile
DDF Display a profile Definition
DEL Delete a profile
DUS Display profile Usage
UPD Update a profile

Batch Transactions

You can run an Index Report of profiles defined to the system in a batch environment by submitting the -RPT INDEX
transaction.

 -RPT INDEX,AUTHORIZATION,$DD-*(PROD)

 -END

Displaying Person Definitions

You can display the authorizations assigned to any PERSON entity-occurrence in  Security online.

Use the following steps in  online:

Step 1

Either select option 6 on the  Security Maintenance Menu, or type the DISPLAY PERSON command in the command
area to display this information. For more information about the DISPLAY PERSON command, see Using Command
Processing.

If you do not enter the profile name with the DISPLAY PERSON command, or have selected option 6 on the  Security
Maintenance Menu,  displays the following prompter panel:

 =>

 =>

 =>
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 1-DDOL000452A - 40FP - REQUIRED PERSON NAME MISSING

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T40F

 DISPLAY  PERSON     ________________________________

 DIS      PER        (name)

Step 2

Type the PERSON entity-occurrence name on this panel as described following.

• (name)
(Optional) You can limit the definition to a single entity-occurrence by entering the name of the entity-occurrence. Enter
ALL to select all entity-occurrences, or use one or more letters and an asterisk (*) to select several entity-occurrences
starting with the same initial characters. For example, to display all entity-occurrences with names starting with D,
enter D*.
If you leave this field blank,  uses ALL as the default and returns all PERSON entity-occurrences.
– Valid Entries:

1 to 32 characters
Generic selection
ALL

– Default Value:
ALL

When you press Enter,  presents a panel similar to the following example. You cannot update the attribute-values on this
panel.

 =>

 =>

 =>

 -----------------------------------------------------------------------------

 DATADICTIONARY Security Profile                                          T46D

 DISPLAY PERSON: USERNAME                          User-Password: PSWD

  User-ID: UID  Profile: $DD-ADM                           Security Admin.: Y

 .......................... FACILITY LEVEL SECURITY ..........................

 Online Facilities - ( DBM: Y   FMM: Y   ENTM: Y   ENTD: Y   ISF: Y   SQL: Y )

 Batch  Facilities - ( UPD: Y   UTL: Y    CFB: Y    BTG: Y   RMF: Y   TRS: Y )

 ........................... ENTITY LEVEL SECURITY ...........................

                                   D A D U  F   R S  V D E C  D T A D  R S S O

        Entity             All     i d e p  r T e e  e s n a  e x l e  e e t b

                Status  Functions? s d l d  m o s t  r a a t  f t s s  l c a s

 ====== ======================== T O P =======================================

 000001 AREA

                 PROD       Y      Y Y Y Y  Y Y Y Y  Y Y Y Y  Y Y Y Y  Y Y Y Y

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS    MORE....

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

• DISPLAY PERSON:
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This is the name of the PERSON entity-occurrence whose profile is being displayed.
• User-Password:

The password, if any, assigned to this PERSON entity-occurrence.
• User-ID:

This is the user identification for this PERSON entity-occurrence.
• Profile:

This is the entity-occurrence name of the related DD AUTHORIZATION entity-occurrence.
• Security Admin.:

Indicates with the letter Y (yes) or N (no) if the user represented by this PERSON entity-occurrence is authorized as a 
Security Administrator (profile $DD-SEC-ADM).

• Facility Level Security section
Indicates with the letter Y (yes) or N (no) if authorization to use the following facilities is assigned to this PERSON
entity-occurrence.

ID Online Facility
DBM Structure Maintenance
ENTD Entity Display
ENTM Entity Maintenance
FMM File Structure Maintenance
ISF Interactive Service Facility
SQL Interactive SQL Service Facility
BTG DDBTGLM maintenance
CFB DDCFBLD maintenance
RMF DDRMFLM maintenance
TRS DDTRSLM maintenance
UPD DDUPDATE maintenance
UTL DDUTILTY maintenance

• Entity Level Security section
Contains a list of the function authorizations assigned to this PERSON entity-occurrence for specific entity-types in a
specific status.
– Entity

The entity-type name.
– Status

The status of the entity-type.
– All Functions?

Indicates with the letter Y (yes) that all functions are authorized for this entity-type in this status.
Indicates with the letter N (no) that the functions are not authorized for this entity-type in this status.

– Specific Functions
Under the following abbreviations, indicates with the letter Y (yes) or N (no) if the function is authorized for this
entity-type in this status.

NOTE
The abbreviations for the functions you can perform against an entity-type are listed vertically on the
panel.

Heading Function Heading Function
Add ADD/CREATE Obs OBSOLETE
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Als ALIAS maintenance Rel RELDEF/TRANSFER
Cat CATALOG Res RESTORE
Def DEFINE Sec PASSWORD/LOCK

maintenance
Del DELETE/REMOVE Set SET
Des DESCRIPTOR maintenance Sta STATUS maintenance
Dis DISPLAY To COPY TO
Dsa DISABLE Txt TEXT maintenance
Ena ENABLE Upd UPDATE/MODIFY
Frm COPY FROM Ver VERIFY

Displaying Profile Definitions

You can display profile definitions to see what facility level security and entity level security has been assigned to a
specific profile.

Use the following steps in  online:

Step 1

Select option 8 on the  Security Maintenance Menu, or enter the DISPLAY DEFINITION PROFILE command in the
command area. For more information about entering the command, see Using Command Processing.

If you omit the profile name with the command,  displays the following panel:

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T40F

 DISPLAY  DEFINITION

 DIS      DEF

            PROFILE  ________________________________

            PROF     (name)

Step 2

Type the profile name as described following and press Enter.

• (name)
The name of the profile whose definition you are displaying. The profile name must begin with $DD-.
– Valid Entries:

1 to 32 characters
– Default Value:

(No default)

Step 3

displays a Display Definition Profile panel similar to the following:
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 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance                                        T49D

 DISPLAY DEFINITION Profile: $DD-PROGRAMMER

 .......................... FACILITY LEVEL SECURITY ...........................

 Online Facilities - ( DBM:     FMM:     ENTM:     ENTD: Y   ISF:     SQL:   )

 Batch  Facilities - ( UPD:     UTL: Y    CFB:      BTG:     RMF:     TRS:   )

 ........................... ENTITY LEVEL SECURITY .............................

                                     D A D U  F   R S  V D E C  D T A D  R S S O

        Entity              All      i d e p  r T e e  e s n a  e x l e  e e t b

                Status   Functions?  s d l d  m o s t  r a a t  f t s s  l c a s

 ====== ========================== T O P =======================================

 000001 AREA

                 ALL         N       Y N N N  N N N N  N N N N  N N N N  N N N N

 000002 DATABASE

                 ALL         N       Y N N N  N N N N  N N N N  N N N N  N N N N

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS    MORE....

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

If the display is longer than the screen, you can use the scroll commands or PF keys to move backwards and forwards
through the display. Another panel to display the additional fields follows the description of the fields on this panel.

Displaying Profile Usage

You can display an index of all the PERSON entity-occurrences related to a specific profile by following these procedures.

Use the following steps in  online:

Step 1

Either select option 8 on the  Security Maintenance Menu, or enter the DISPLAY USAGE PROFILE command in the
command area to display an index of the PERSON entity-occurrences assigned to a specific profile. For more information
about issuing the DISPLAY USAGE PROFILE command, see Using Command Processing.

If you omit the profile name with the command,  displays the following panel:

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T40F

 DISPLAY  USAGE

 DIS      USE
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            PROFILE  ________________________________

            PROF     (name)

Step 2

Type the profile name as described following and press Enter.

• (name)
The name of the profile for whom you are requesting a usage display. The profile name must begin with $DD-.
– Valid Entries:

1 to 32 characters
– Default Value:

(No default)

displays a Display Profile Usage panel similar to the following:

 =>

 =>

 =>

 -----------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

 Security Profile: $DD-

PROGRAMMER                                                                                T48D

        Persons with this Security Profile

 ====== ========================== T O P =======================================

 000001 JAMES-DAVIS

 ====== ======================= B O T T O M ====================================

Step 3

Scroll forward if there are more PERSON entity-occurrences than can be viewed on your screen.

Batch Transactions

Report on users of specific profiles in a batch environment by submitting the following transactions. For more information
about these transactions, see CA Datacom Core Batch Security Maintenance.

 -DEF PATH,USERS

 -DEF TRACE,AUTHORIZATION.PERSON,PER-ATZ-AUTH

 -END

 -RPT START,AUTHORIZATION,$DD-PROGRAMMER(PROD),USERS

 -RPT INDENTED

 -END

Maintaining Persons

The  Security Facility allows you to add, update, and delete PERSON entity-occurrences and assign them to a profile. You
can either maintain PERSON entity-occurrences in a batch or online environment.

Use the following steps in  online:

Step 1
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Display the panel to maintain PERSON entity-occurrence attributes either by selecting option 1 on the  Security
Maintenance Menu, or by typing the MAINTAIN PERSON command in the command area. For more information about
issuing the MAINTAIN PERSON command, see Using Command Processing.

displays the following panel:

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                            T41U

 ............................. PERSON ATTRIBUTES ...............................

OPTIONAL:Enter Specific Person- ________________________________

        Name                                                   Sec.

         User-Password     ID  Profile                        Admin.

 000001 DATACOM-INSTALL

                               $DD-ADM                          Y

 ====== =================== B O T T O M   ======================================

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

Step 2

You can add and delete PERSON entity-occurrences using line commands to insert lines or delete lines. For more
information about these commands, see Using Line Commands.

Deleting a line indicates that the PERSON entity-occurrence is to be deleted. Only the PROD version is deleted. Inserting
a line indicates that the PERSON entity-occurrence is to be added. When a PERSON entity-occurrence is added, it is
immediately updated to PROD status.

Move line commands are not allowed on this panel.

You can also update the User-Password or user ID. When the user ID is updated, not only is the attribute updated, but the
previous ALIAS is deleted and a new one is added.

NOTE
The passwords do not display. To view the passwords, run a Detail Report and specify the override code.

The following list describes each field, the valid entries and the default (if one exists). Fields that require an entry are
highlighted on your terminal. Fields which are not highlighted indicate that an entry is optional.

• Specific Person-
Use this field to locate a previously defined PERSON entity-occurrence. You can enter the exact name or the
beginning letters followed by an * (asterisk) or + (plus sign).

• Name
The PERSON entity-occurrence name in PROD status is displayed in this field.
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– Valid Entries:
1- to 32-character name, blanks, or nulls

– Default Value:
(No default)

• User-Password
(Optional) The PASSWORD attribute of the PERSON entity-occurrence. Use the EOF key to delete the previous
password before entering a new password.
– Valid Entries:

1 to 12 characters
– Default Value:

(No default)
• ID

The user-ID attribute of the PERSON entity-occurrence. When the user ID is updated, not only is the attribute updated,
but the previous ALIAS is deleted and a new one is added.
– Valid Entries:

3 alphanumeric characters
– Default Value:

(No default)
• Profile

The name of the profile to which this PERSON entity-occurrence is to be assigned. The profile name must begin with
$DD-.
If the profile field is altered, the  Security Facility attempts the following:
– If the field was not previously filled in, then the PERSON entity-occurrence is related to the AUTHORIZATION

entity-occurrence for the profile.
– If the field contained a profile name that was changed, the PERSON entity-occurrence is first related to the

AUTHORIZATION entity-occurrence for the new profile. Only if this is successful is the relationship to the previous
AUTHORIZATION entity-occurrence deleted.

– If the field contained a name that was overlayed with blanks or nulls, then the relationship to the previous
AUTHORIZATION is deleted.

– If the name specified does not exist, an error message is displayed indicating that the profile does not exist.
– Valid Entries:

1 to 32 characters
– Default Value:

(No default)
• Sec. Admin.

Indicates if the PERSON entity-occurrence is assigned  Security Administrator authority with Y (yes) or with N (no).
If the Security Administrator field is altered, the Security Maintenance Facility attempts the following:
– If the field is changed to Y, the PERSON entity-occurrence is related to the $DD-SEC-ADM AUTHORIZATION

entity-occurrence.
– If the field was initially Y and is changed to N, the relationship to the $DD-SEC-ADM AUTHORIZATION entity-

occurrences is deleted.

NOTE
All PERSON and AUTHORIZATION entity-occurrences are added and maintained in PROD status.

– Valid Entries:
Y or N

– Default Value:
N

Step 3

All maintenance to the  database is only performed when the APPLY command (PF9) is issued.

 103



 CA Datacom Administrating

When an error is detected, the panel scrolls to the line in error and a message displays. No subsequent lines are
processed until the next APPLY command.

Batch Transactions

Maintain PERSON entity-occurrences in a batch environment by submitting the 1010 transaction with the -ADD and -UPD
PERSON transaction group to assign a profile to a PERSON.

If you are adding a PERSON entity-occurrence, include an -UPD PERSON transaction to update the person being added
to PROD status.

For more information about the -ADD header and the 1010 and 1014 transactions, see Maintaining and Cataloging
Profiles. Examples for the transactions follow:

 -ADD PERSON,JAMES-DAVIS

 1010 ADD $DD-PROGRAMMER

 1014 JIM          JGD

 -UPD PERSON,JAMES-DAVIS(001),PROD

 -END

Updating Profiles

You can add, update, and delete profile information defined to  Security online or in batch. Use the following steps to
update profiles:

NOTE
A profile definition is read when a user signs on to  online or when a user identification transaction is processed
in batch. When you update and catalog the profile related to your PERSON entity-occurrence or the profile
related to a PERSON entity-occurrence of someone currently signed on, the changes are not enforced in online
processing until you or the person sign off and sign on again.

Step 1

Display the panel to update profiles either by selecting option 3 on the  Security Maintenance Menu, or by typing the
UPDATE PROFILE command in the command area. For instructions on using the UPDATE PROFILE command, see
Using Command Processing.

If you omit the profile name with the command,  displays the following panel:

 =>

 =>

 =>

 -----------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance

                                                                          T40F

 UPDATE   PROFILE     ________________________________

 UPD         PROF     (name)

              ENTITY  ________________________________

              ENT     (type)

Step 2

Type the profile name to update all levels of  Security; also type the entity-type name to only update the entity-type level of
security for the profile named.
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• (name)
The name of the profile you are updating. The profile name must begin with $DD-.
– Valid Entries:

1 to 32 characters
– Default Value:

(No default)
• (type)

The entity-type name you are updating, if only updating entity-type level security for the profile named.
– Valid Entries:

Valid  long name for the entity-type
– Default Value:

(No default)

If you only fill in the profile name,  displays a panel similar to the following example:

 =>

 =>

 =>

 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance                                        T43U

 UPDATE PROFILE $DD-PROGRAMMER

 .......................... FACILITY LEVEL SECURITY ...........................

 Online Facilities - ( DBM: _   FMM: _   ENTM: _   ENTD: Y   ISF: _   SQL: _ )

 Batch  Facilities - ( UPD: _   UTL: Y    CFB: _    BTG: _   RMF: _   TRS: _ )

 ........................... ENTITY LEVEL SECURITY .............................

                                     D A D U  F   R S  V D E C  D T A D  R S S O

           Entity         All        i d e p  r T e e  e s n a  e x l e  e e t b

              Status    Functions?   s d l d  m o s t  r a a t  f t s s  l c a s

 ====== = ========================= T O P   ==================================

 000001   AREA

               ALL          N        Y N N N  N N N N  N N N N  N N N N  N N N N

 000002   DATABASE

               ALL          N        Y N N N  N N N N  N N N N  N N N N  N N N N

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS    MORE....

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

Step 3

displays the Update Profile panel which contains two sections. One section lists the Facility Level Security authorizations,
and one contains the Entity Level Security authorizations. The Entity Level Security section also includes all the entity-
type/status combinations which have been defined to this profile.

If the display is longer than the screen, you can use the scroll commands or PF keys to move backwards and forwards
through the display. Another panel to display the additional fields follows the description of the fields on this panel.

The following describes each field, the valid entries, and the default (if one exists). Fields that require an entry are
highlighted on your terminal. Fields which are not highlighted indicate that an entry is optional.

• UPDATE PROFILE
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Displays the name of the profile you entered on either the Update Profile Prompter panel or the name you typed with
the UPDATE PROFILE command.

• Facility Level Security section
Indicate by typing the letter Y (yes) that authorization to use the facility is associated with this profile. N (no) indicates
that authorization to use the facility is not associated with this profile.

NOTE
If SQL processing is available at your site, the Interactive SQL Service Facility is securable by entering Y for
SQL in this section.

ID Online Facility
DBM Structure Maintenance
ENTM Entity Maintenance
ENTD Entity Display
FMM CA FILE Structure Maintenance
ISF Interactive Service Facility
SQL Interactive SQL Service Facility
BTG DDBTGLM maintenance
CFB DDCFBLD maintenance
RMF DDRMFLM maintenance
TRS DDTRSLM maintenance
UPD DDUPDATE maintenance
UTL DDUTILTY maintenance

• Entity Level Security section
Contains a list of the function authorizations associated with this profile for specific entity-types in a specific status.
– Entity

Displays the entity-type names previously defined. To add a new entity-type/status, use the line command to insert
lines or to repeat lines and change the name to the entity-type you want to define. Also use the line commands D or
DD to delete an entity-type/status. For instructions on using line commands, see Using Line Commands.
Valid Entries:
Valid  long name for the entity-type
Default Value:
(No default)

– Status
Displays the status authorized with this entity-type entity-occurrence. To update the status, type over the previous
status entry. To add or delete the status, see the previous discussion on Entity.
Valid Entries:
Tnnn - Where nnn is 001 -- 999
TEST - All test statuses
PROD - Production status
ALL - All statuses
Default Value:
(No default)

– All Functions?
Indicate with the letter Y (yes) or N (no) if all functions are authorized for this entity-type in this status.
Valid Entries:
N or Y
Default Value:
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N
– Specific Functions

Under the following abbreviations, indicate with the letter Y (yes) or N (no) if the function is authorized for this entity-
type in this status.

NOTE
The abbreviations for the functions that can be performed against an entity-type are listed vertically on the
panel.

Heading Function Heading Function
Add ADD/CREATE Obs OBSOLETE
Als ALIAS maintenance Rel RELDEF/TRANSFER
Cat CATALOG Res RESTORE
Def DEFINE Sec PASSWORD/LOCK

maintenance
Del DELETE/REMOVE Set SET
Des DESCRIPTOR maintenance Sta STATUS maintenance
Dis DISPLAY To COPY TO
Dsa DISABLE Txt TEXT maintenance
Ena ENABLE Upd UPDATE/MODIFY
Frm COPY FROM Ver VERIFY

Valid Entries:

N or Y

Default Value:

N

Step 4

Press PF9 or type APPLY in the command area to apply this information to . If an error is encountered, a code is placed in
the field following the line number when the maintenance is applied. For the list of codes, see Profile Maintenance Panel
Error Codes or press PF1.

After you have completed this process, CATALOG the profile to the  High-Speed Directory (HSD). For more information,
see Cataloging Profiles.

Updating Profile Entity-Types

Step 1

Display the Update Profile Entity panel by either selecting option 3 on the  Security Maintenance Menu and filling in the
profile name and entity-type name on the prompter panel displayed, or type the UPDATE PROFILE command in the
command area and include the profile and the entity-type names. For instructions on issuing the UPDATE PROFILE
command, see Using Command Processing.

If you use either method,  displays the following Update Profile Entity panel:

 =>

 =>

 =>
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 -------------------------------------------------------------------------------

 DATADICTIONARY Security Maintenance                                        T44U

 UPDATE PROFILE $DD-PROGRAMMER ENTITY AREA

 ........................... ENTITY LEVEL SECURITY .............................

                                    D A D U  F   R S  V D E C  D T A D  R S S O

                       All          i d e p  r T e e  e s n a  e x l e  e e t b

          Status    Functions?      s d l d  m o s t  r a a t  f t s s  l c a s

 ====== = ====           =          = = = =  = = = =  = = = =  = = = =  = = = =

 000001   ALL_           _          Y N N N  N N N N  N N N N  N N N N  N N N N

 ====== = ====           =          = = = =  = = = =  = = = =  = = = =  = = = =

 PF1=HELP  PF2=END  PF3=CLARIFY  PF4=PROCESS  PF5=MENU   PF6=STATUS

 PF7=SCB   PF8=SCF  PF9=APPLY    PF10=PATH    PF11=NEXT  PF12=INPUT

Step 2

Update the Entity Level Security on the panel as described following.

If an error is encountered, a code is placed in the field following the line number when you apply the maintenance. For the
list of codes, see Profile Maintenance Panel Error Codes or press PF1.

• UPDATE PROFILE
The  entity-occurrence name previously added is displayed.

• ENTITY
The  entity-type selected previously is displayed.

• Entity Level Security section
Contains a list of the functions which you can change for authorization associated with this specific profile entity-
occurrence. To update the fields in this section, type over the information you want to change. To add or delete status/
function information, use the line commands to insert, copy, or delete lines. For more information, see Using Line
Commands. You cannot use the move line commands on this panel.
– Status

The status authorized with this entity-type.
Valid Entries:
Tnnn - where nnn is 001 -- 999
TEST - All test statuses
PROD - Production status
ALL - All statuses
Default Value:
(No default)

– All Functions?
Indicate with the letter Y (yes) if all functions are authorized for this entity-type in this status. Use N (no) to indicate
that they are not.
Valid Entries:
N or Y
Default Value:
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(No default)
– Specific Functions

Under the following abbreviations, indicate with the letter Y (yes) or N (no) if the function is authorized for this entity-
type in this status.

NOTE
The abbreviations for the functions that can be performed against an entity-type are listed vertically on the
panel.

Heading Function
Add ADD/CREATE
Als ALIAS maintenance
Cat CATALOG
Def DEFINE
Del DELETE/REMOVE
Des DESCRIPTOR maintenance
Dis DISPLAY
Dsa DISABLE
Ena ENABLE
Frm COPY FROM
Obs OBSOLETE
Rel RELDEF/TRANSFER
Res RESTORE
Sec PASSWORD/LOCK maintenance
Set SET
Sta STATUS maintenance
To COPY TO
Tx TEXT maintenance
Upd UPDATE/MODIFY
Ver VERIFY

Valid Entries:

N or Y

Default Value:

(No default)

Step 3

Press PF9 or type APPLY in the command area to apply this information to . If an error is encountered, a code is placed in
the field following the line number when the maintenance is applied. For the list of codes, see Profile Maintenance Panel
Error Codes or press PF1.

After you have completed this process, CATALOG the profile to . For more information, see Cataloging Profiles.

Batch Transactions

You can update profiles in a batch environment by submitting any one of the 1011 to 1013 transactions with the -UPD
transaction group. The 1011 transaction updates facility level security, the 1012 transaction updates entity-type level
security, and the 1013 transaction updates function level security.
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For an explanation of these transactions, see CA Datacom Core Batch Security Maintenance.

 -UPD PROFILE,$DD-PROGRAMMER

 1011 DEL DDCFBLD

 1012 UPD AREA(PROD)

 1013   Y

 -END

NOTE
Before you can update a specific status, as shown in this example, the status must have been previously added
to the profile.

CA Datacom Datadictionary Batch Security Maintenance
Security Maintenance in batch is performed using DDUPDATE to maintain PERSON and profiles (AUTHORIZATION
entity-occurrences) and DDCFBLD to catalog the profiles to the High-Speed Directory (HSD).

The -USR transaction used to sign on to the batch facility must also be defined as a PERSON entity-occurrence with
security administration authorization ($DD-SEC-ADM).

Maintaining and Cataloging Profiles

To maintain and catalog profiles, use the appropriate header transaction followed by the specific transactions to update 
Security.

NOTE
A profile definition is read when a user signs on to  online or when a user identification transaction is processed
in batch. When you update and catalog the profile related to your PERSON entity-occurrence or the profile
related to a PERSON entity-occurrence of someone currently signed on, the changes are not enforced in online
processing until you or the person sign off and sign on again.

Batch Security Maintenance Header Transactions

The header transactions to maintain profiles in DDUPDATE have the following format. There is no provision for the status/
version, password, or override code because profiles are maintained in PROD status and no passwords or lock level
settings are allowed.

 -xxx PROFILE,name

• -xxx
Is one of the functions being maintained.
– Valid Entries:

-ADD - Add a new profile
-UPD - Update an existing profile
-DEL - Delete an existing profile

– Default Value:
(No default)

• ,name
The AUTHORIZATION entity-occurrence name of the profile you are maintaining or cataloging. The name must begin
with $DD.
– Valid Entries:
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1 to 32 characters
– Default Value:

(No default)

-ADD and -UPD Transactions

The -ADD and -UPD transactions can be followed by one or more of the following numbered transactions:

• 1010
Assign or unassign a profile to a PERSON entity-occurrence.

• 1011
Assign or update a facility to a profile.

• 1012
Assign or unassign an entity-type to a profile and establish an authorized status if any.

• 1013
Assign or unassign a function that can be performed against a given entity-type/status in the profile.

The formats of each transaction are as follows:

1010 Transaction

1010 xxx occurrence-name

• xxx
Is the function to perform.
– Valid Entries:

ADD
DEL

– Default Value:
(No default)

• occurrence-name
Is the PERSON entity-occurrence to which the profile is to be related or unrelated using the PER-ATZ-AUTH
relationship. The PERSON entity-occurrence must be in PROD status.
– Valid Entries:

1 to 32 characters
– Default Value:

(No default)

1011 Transaction

1011 xxx facility-name

• xxx
Is the function to perform.
– Valid Entries:

ADD
DEL

– Default Value:
(No default)

• facility-name
Is the name of the  facility to assign to the profile.
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NOTE
If SQL processing is available at your site, the Interactive SQL Service Facility is securable by entering Y for
SQL in this section.

1012 Transaction

1012 xxx entity-type(stat)

• xxx
Is the function to perform. ADD assigns an entity-type to a profile. UPD alters the functions allowed against an entity-
type. It is used with the 1013 transaction. DEL unassigns an entity-type from a profile.
– Valid Entries:

ADD
UPD
DEL

– Default Value:
(No default)

• entity-type
Is the name of the entity-type to be assigned, unassigned, or for which the functions are altered.
– Valid Entries:

1- to 32-character entity-type name
– Default Value:

(No default)
• (stat)

Is the STATUS in which the assigned entity-type and functions (specified by the 1013 transaction) are allowed.
– Valid Entries:

Tnnn - where nnn is 001 -- 999
TEST - All test statuses
PROD - Production status
ALL - All statuses

– Default Value:
ALL

1013 Transaction

1013 function-flags

• function-flags
Is a series of 20 one-byte flags which indicate if the function is to be allowed with a Y (yes) or N (no). The entity-type
and status combination are specified on the previous 1012 transaction.
If neither Y nor N is specified and the 1012 function is UPD, then the flag is not changed. Each flag is separated from
the others by a 1-byte filler. The position of each of the flags is:

Position Function
6 DISPLAY/RETRIEVE
8 ADD/CREATE
10 DELETE/REMOVE
12 UPDATE/MODIFY
14 COPY from
16 COPY to
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18 RESTORE
20 SET
22 VERIFY
24 DISABLE
26 ENABLE
28 CATALOG
30 DEFINE
32 TEXT maintenance
34 ALIAS maintenance
36 DESCRIPTOR maintenance
38 RELATE/TRANSFER maintenance
40 PASSWORD/LOCK maintenance
42 STATUS
44 OBSOLETE

Valid Entries:

Y or N

• Default Value:
N

-HSD Transaction

The transaction used in the DDCFBLD utility to update the High-Speed Directory (HSD) with a profile entry has the
following format. To update the HSD for all profiles, you can execute the DDCFBLD Utility with the -HSD RESET
transaction.

 -HSD CATALOG,PROFILE,occurrence-name

• ,occurrence-name
Is the name of the AUTHORIZATION entity-occurrence to catalog. ALL specifies that all  profiles are to be cataloged.
The profile name must begin with $DD.
– Valid Entries:

1 to 32 characters
ALL

– Default Value:
(No default)

Batch Security Maintenance Maintaining Persons

The Security Administrator can add and delete profiles for a PERSON entity-occurrence in either TEST or PROD status.
The Security Administrator can also add, delete, or update the PASS-WORD and USERID attributes of a PERSON entity-
occurrence in TEST or PROD status.

Profiles, passwords, and user IDs can be maintained for a PERSON entity-occurrence in TEST status, but they cannot
be used in the -USR transaction or to sign on to  online. To use the PERSON entity-occurrence in this manner, you must
update the entity-occurrence to PROD status.
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To assign or unassign profiles, use the 1010 transaction. To add additional PERSON entity-occurrences with Security
Administrator authorization, use the 1010 transaction to assign a profile $DD-SEC-ADM to those PERSON entity-
occurrences.

1010 Transaction

 1010 xxx profile

• xxx
Is the function to perform. ADD assigns the profile to the PERSON entity-occurrence. DEL unassigns the profile.
– Valid Entries:

ADD
DEL

– Default Value:
(No default)

If a PERSON entity-occurrence is already related to a user-defined profile, the existing profile must be deleted before the
new profile is added. The following illustrates these transactions:

 -UPD PERSON,test person-occ(PROD)

 1010 DEL $DD-OLD-PROFILE

 1010 ADD $DD-NEW

 -END

1014 Transaction

To add, delete or update the password or user ID, use the 1014 transaction.

 1014 password     userid

• password
You must provide this password to access .
– Valid Entries:

1- to 12-character user password
– Default Value:

(No default)
• userid

Code a user ID which must be unique for all PERSON entity-occurrences in . The user can enter the USERID instead
of the PERSON entity-occurrence to sign on to . Code this parameter beginning in column 19.
– Valid Entries:

Unique 3-character ID
– Default Value:

(No default)

The following example illustrates a 1014 transaction:

 -UPD PERSON,TEST-PERSON(PROD)

 1014 TEST-PASSWRD TP3

 -END

This user could then sign on to batch  with either of the following -USR transactions:

 -USR TEST-PERSON,TEST-PASSWRD
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 -USR TP3,TEST-PASSWRD

Producing a Security Report

You can use the reporting facilities of the DDUTILTY or DDUPDATE utilities to produce reports that display the security
structure of . By merging report requests, you can display the PERSON entity-occurrences and determine what access
each user has to the .

The first set of example transactions defines a simple path named SECURITY with the relationships from the PERSON
entity-type to the AUTHORIZATION entity-type. This is all that is required to generate a useful security report.

The next set of transactions actually defines the report types that are merged to generate the security report.

• -RPT START
Defines the PERSON entity-occurrence that is to be the focus of this report. In the following example, the person is D-
B-ANALYST.

• -RPT INDENT
Indicates that, for every PERSON entity-occurrence accessed, a line in the Indented Report format is generated. This
transaction actually would be used when you do not specify a specific PERSON entity-occurrence.

• -RPT RELAT
Requests that for every occurrence of the AUTHORIZATION entity-type access, a Relationship Report is generated
showing the relationships between the AUTHORIZATION entity-occurrence and any TABLE or SYSTEM entity-
occurrences to which it is related. The override code is required to display the user-defined profiles.

The following are the sample batch transactions used to generate the example report through the DDUPDATE or
DDUTILTY utility. Since this is a user-defined profile, the override code is required. The four asterisks in the -RPT RELAT
transaction represent the override code defined for the .

  -DEF PATH,SECURITY

  -DEF TRACE,PERSON.AUTHORIZATION,PER-ATZ-AUTH

  -END

  -RPT START,PERSON,D-B-ANALYST(PROD),SECURITY

  -RPT INDEN,PERSON

  -RPT RELAT,AUTHORIZATION(,****),TABLE,SYSTEM

  -END

 

Sample Output - CA Datacom Datadictionary Reports for Security

Following is a sample of the first page of the report. For an example of the report header, see Sample Report Headers.

 User: SAMPLE-USER                     *********************************************************      DD Base:

     2

 

              *-----------------------------------------------------------------------------------*

              *  CODE USER-NAME,PSWD,DATABASE-ID                                                  *

              *  -USR SAMPLE-USER,*******                                                ;00PROC  *

              *-----------------------------------------------------------------------------------*

 

• CODE USER-NAME,PSWD,DATABASE-ID
The first line within this box contains a description of the information that can be entered for the transaction. The
second line is the transaction as it was entered, except the user password is replaced with asterisks. (Note that the
database ID was not specified.) Following is a sample of the second page of the report.
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 User: SAMPLE-USER                     *********************************************************      DD Base:

     2

 

-DEF PATH,SECURITY

-DEF TRACE,PERSON.AUTHORIZATION,PER-ATZ-AUTH

-END

 

• -DEF PATH,SECURITY
The transactions that define a path with a name of SECURITY for the reports are displayed exactly as submitted.
Following is a sample of the third page of the report.

 User: SAMPLE-USER                     *********************************************************      DD Base:

     2

 

-RPT START,PERSON,D-B-ANALYST(PROD),SECURITY

-RPT INDEN,PERSON                 ..........

-RPT RELAT,AUTHORIZATION(,****),TABLE,SYSTEM

-END

 

• -RPT START,PERSON
These transactions that generate the reports are displayed exactly as submitted.

Sample Output - CA Datacom Datadictionary Reports for Security (Continued)

Following is a sample of the first page of the report.

User: SAMPLE-

USER                     *********************************************************      DD Base:     2

ENTITY-

TYPE...................   OCCURRENCE....................................................... S VERS *DATACOM/

DB *

                                    DESCRIPTION...................................                        NAME  ID  USE

         

PER                              D-B-ANALYST                                                       P 0001

               

AUTHORIZATION                      $DD-DB-

ANALYST                                                       (0001)    PROD

               

  $DD-ATZ-ENT-005                    TABLE

      AREA                                                                (0005)PROD      OBJ       YES       NO

                                                                           DD ENTITY AREA

                                              YYYYNNNYYYYYYYYYYYYN                                               RLT

  $DD-ATZ-ENT-P                      TABLE

      AREA                                                                (0005)PROD      OBJ       YES       NO

                                                                           DD ENTITY AREA

                                              YNNNNNNNNNNNNNNNNNNN                                               RLT

  $DD-ATZ-ENT-005                    TABLE

      DATABASE                                                            (0006)PROD      OBJ       YES       NO

                                                                           DD ENTITY DATABASE
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                                              YNNNNNNYYYYYYYYYYYYN                                               RLT

  $DD-ATZ-ENT-P                      TABLE

      DATABASE                                                            (0006)PROD      OBJ       YES       NO

                                                                           DD ENTITY DATABASE

                                              YNNNNNNNNNNNNNNNNNNN                                               RLT

• PER / D-B-ANALYST
The first detail line shows the PERSON (PER) entity-occurrence information. In this example, D-B-ANALYST is
the only PERSON entity-occurrence requested. If ALL or a generic selection had been specified, each group of
relationship definitions would start with a detail line and groups would be presented in alphabetical order.

• AUTHORIZATION
The next line shows the AUTHORIZATION entity-occurrence to which the PERSON entity-occurrence D-B-ANALYST
is related.

• TABLE
Each set of lines shows that the AUTHORIZATION entity-occurrence is related to a TABLE entity-occurrence that
defines an entity-type in the DATA-DICT database and details about the relationship and the entity-occurrence. In the
example, $DD-ATZ-ENT-005 indicates that this profile establishes access authority to occurrences of the AREA entity-
type in T005 status.

• Y / N
The series of Y and N characters is from the relationship Intersection Data. This displays the functions that this profile
is authorized to perform on the entity-occurrences of the identified entity-types in the identified status. The functions
are in the following order:

Position Function
1 DISPLAY/RETRIEVE
2 ADD/CREATE
3 DELETE/REMOVE
4 UPDATE
5 COPY FROM
6 COPY TO
7 RESTORE TO
8 SET
9 VERIFY
10 DISABLE
11 ENABLE
12 CATALOG
13 FIELD MAINTENANCE
14 TEXT MAINTENANCE
15 ALIAS MAINTENANCE
16 DESCRIPTOR MAINTENANCE
17 RELATIONSHIP MAINTENANCE
18 SECURITY (PASSWORD/LOCK)
19 STATUS CHANGE
20 OBSOLETE
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Example Output - Security Report (Continued)

Following is a continuation of the first page of the report.

User: SAMPLE-

USER                     *********************************************************      DD Base:     2

ENTITY-

TYPE.....................   OCCURRENCE.......................................................   VERSION   STATUS

                                             DESCRIPTION.........................

  RELATIONSHIP NAME...............   ENTITY-TYPE.....................

      OCCURRENCE.......................................................   VERSN/

STAT     ROLE     LINKED    ORDERED

                                                                           DESCRIPTION.........................

  $DD-ATZ-ENT-005                    TABLE

      TABLE                                                               (0002)          OBJ       YES       NO

                                              YYYYNNNYYYYYYYYYYYYN                                               RLT

  $DD-ATZ-ENT-P                      TABLE

      TABLE                                                               (0002)          OBJ       YES       NO

                                              YNNNNNNNNNNNNNNNNNNN                                               RLT

             

AUTHORIZATION                      $DD-DB-

ANALYST                                                       (0001)    PROD

  $DD-ATZ-SYS-SEC                    SYSTEM

      $DD-BAT-

BTG                                                         (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-BAT-

CFB                                                         (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-BAT-

TRN                                                         (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-BAT-

UPD                                                         (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-BAT-

UTL                                                         (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-ONL-

DBM                                                         (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-ONL-

ENTD                                                        (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-ONL-

ENTM                                                        (0001)PROD      OBJ       YES       NO

                                                                                                                 RLT

      $DD-ONL-

FMM                                                         (0001)PROD      OBJ       YES       NO
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                                                                                                                 RLT

                                        *--------  E N D   O F   J O B  -----------*

• AUTHORIZATION / $DD-DB-ANALYST
At this point, the report begins displaying the relationships between the same AUTHORIZATION entity-occurrence
($DD-DB-ANALYST) and occurrences of the SYSTEM entity-type. These relationships indicate which  facilities a user
who is assigned this profile can use.

Definition Name Batch Facility
$DD-BAT-BTG DDBTGLM maintenance
$DD-BAT-CFB DDCFBLD maintenance
$DD-BAT-TRN DDRMFLM maintenance
$DD-BAT-TRS DDTRSLM maintenance
$DD-BAT-UPD DDUPDATE maintenance
$DD-BAT-UTL DDUTILTY maintenance

Definition Name Onine Facility
$DD-BAT-UTL DDUTILTY maintenance
$DD-ONL-DBM Structure Maintenance
$DD-ONL-ENTD Entity Display
$DD-ONL-ENTM Entity Maintenance
$DD-ONL-FMM File Structure Maintenance
$DD-ONL-ISF Interactive Service Facility
$DD-ONL-SQL Interactive SQL Service Facility

CA Dataquery Internal Security
This section discusses  internal security. Securing  using external security is discussed in Using External Security for .

The intention of this section is to give you an understanding of  Security concepts and a suggested plan for the
implementation of those concepts. Read this section thoroughly and use the information to plan for the security of your
site. It is important that your security plan ensures the security of the data for your site and the  system and the integrity of
your data.

The following topics are discussed on this page:

Planning

permits several levels of use and data access. Therefore,  security requires careful thought and planning involving:

• Your site's data
• The way the data is used
• Who is allowed access to the data
• Who is to administer access to data
• Who is to administer authorization to use
• Who is to plan and administer  security
• The usage of DQL and SQL modes
• Coordination of security with the site Database Administrator and  Administrator and with the  Administrator

 119



 CA Datacom Administrating

WARNING
database IDs can range from 1 to 5000. However,  internal security only allows three digits for a database ID.
Therefore, if you have tables in databases with IDs greater than 999 that need to be secured, you must use
external security.

Concepts

Following are some of the tasks discussed on the following pages:

• Understanding  and external security
• Authorizing users to access data
• Securing data access for DQL use
• Limiting access to columns
• Securing data access for SQL use
• Miscellaneous security control techniques
• Considering  system security

CA Suggests

After your plan has been in effect for some time, you might need to make changes to your original plan.  is flexible and
allows you to make changes easily. We suggest that you reread this document before making changes, to ensure that the
changes are consistent with the concepts discussed here and your site-defined plan.

You can establish security through  and you can choose to use any external security management product, such as CA
ACF2 and CA Top Secret, to define your  and  access rights.  users must be assigned access to  tables through the
security in force for  before they can access tables using .

Security

provides several types of security. You can limit access to:

• through a signon procedure and/or a signon/off exit
• Data through user authorization
• System functions through user authorization
• Data through group authorization
• Administrative functions through user authorization
• Tables through SECURITY CONTROL
• Rows through restricted conditions
• Columns through  profile-codes

You must communicate with the  Security Administrator regarding the  and  security environment and to determine how
security should be implemented for . You must ensure consistency across the system for security use.

security must be specified in addition to  security unless the  user's definition specifies DATA AUTHORIZED as YES. 
security must be specified to use INSERT, UPDATE, or ERASE functions.  Security is used to determine authorization of a
user to access data only in DQL Mode.

Securing CA Dataquery Access Through Signon Procedures
You can restrict access to  through a  signon procedure or through a signon/off exit.

Signon Procedure
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The CA DataqueryAdministrator creates each user signon. The user signon consists of a user name and an optional
password. When the user is created, a PERSON entity-occurrence is automatically added to . To help ensure that your
security procedures are simple, and efficient, ensure that the  signon procedures conform to the standards set for the site.

Signon/off Exit

You can use the signon/off exit to interface  with other security packages or to perform your own security checks.

User Program Signon

You can control access to  by a program written at your site.

Securing Data Access Through User Authorization
The  user authorization consists of authorizing users for specific functions. These functions include:

• Read-only access to all data available to  (DATA AUTHORIZED=Y)
• Query creation and maintenance (ASSOCIATE USER=N)
• Batch query submission (SUBMIT ALLOWED=Y)
• Ability to export data (EXPORT ALLOWED=Y)
• Administrative functions

Securing Access to Tables, Rows, Columns, and Queries
provides several methods to secure access to data. You can limit access to:

• Tables
• Rows and columns
• Queries

Limiting Access to Tables in DQL Mode

The Security Administrator should work with you to list all the  tables, rows, and columns that the users will query and
to determine which users need access to which tables. The Administrator assigned to the security control function
implements the assignment of users to a table or tables to a user. This assignment is stored in the  DBID named in the
System Option Table DQOPTLST DDDBID= parameter.

Additionally,  Security can be used to secure tables. For SQL Mode, you can use the SQL GRANT/REVOKE commands
to control security. See the  security documentation for more information.

Limiting Access to Rows in DQL Mode

When you need to allow users access to some, but not all, of the rows in a table, you use restricted conditions. When
you restrict access by column content, you restrict access to all data within that row. For more information, see Limiting
Access to Rows Using Conditions and Restrictions.

Limiting Access to Columns in DQL Mode

provides the Security Administrator with the ability to restrict access to columns through  profile-codes. A profile-code is
a special attribute of a column entity used to put sensitive columns into categories. You and the Security Administrator
should meet to decide what columns should be secured and what the profile-code should be. The profile-code must be
included in the column definition in . Only users who are authorized for that profile-code can FIND and/or UPDATE data in
the protected columns. For more information, see Limiting Access to Columns.

Limiting Access to Queries in SQL Mode and DQL Mode

The Security Administrator can limit access to queries by assigning the query to a group ID or by defining a query as
private. The System Option Table DQOPTLST macro parameter, QRYGRPS=, must be specified as YES so that the
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Security Administrator can implement the group assignments for queries. For more information, see Limiting Access to
Queries.

Adding Users
When  is installed for new users, a user named DATACOM-INSTALL is created and placed in the DQU table. The
password for DATACOM-INSTALL is NEWUSER. You can use this ID to define each person who is to use . When you add
or modify a user definition, that definition is stored in the User Table (DQU).

Ensure that you know which users have access to administrative functions and have overrides to system defaults since
their actions can affect system operation.

CA Dataquery and External Security (DQ)
External security provides the ability to control and administer user access to  products and company data based on
the security profiles that exist in CA ACF2 or CA Top Secret. With internal security, product access and data access are
controlled with the security systems built into each product. The difference between external and internal security is where
the user access authorizations are maintained.

  security protects product functions unique to . These functions include  online and batch activity. Internal security
uses a secondary product signon for each accessor and permits you to define table authorizations in  security. External
security uses the external security user identification and validates table access according to the authorizations defined
in  security. If external security is used,  provides only column level security.

To use external security with , it is necessary for each  user to sign on to the externally secured monitor (CICS) under
which  operates. The monitor must be externally secured so that the monitor signon affects a signon to the external
security package. If external security is specified for  without the monitor being externally secured, the user name
retrieved by  from the security package may not be correct. In batch, the SIGN/ON card is ignored if external security is
present.

If  is not externally secured, it is not necessary to execute the monitor signon to use . In this case, when a user issues the
DQRY transaction,  presents its signon panel (DQZ10) and  internal security is in effect.

NOTE
 If your site is moving from  internal security to external security, make sure that you provide security information,
such as IDs and table authorizations, that matches your current system.

The Security Administrator controls whether the  products are secured with external security. If external security is
selected, internal security authorizations are ignored. No modifications are required to any  product to implement external
security.

When external security is used, you may omit reading Authorizing Users in CA Dataquery and Securing Data Access for
DQL. Read Limiting Access to Columns for information relating to DQL Mode column security (profile-codes, conditions
and restrictions). SQL Mode is always secured by  and by external security when it is in effect. If the SQL option is used at
your site, you should also read Securing Data Access for SQL.

NOTE
 PDB and the STORE command use SQL.

Authorizing Users in CA Dataquery
Once the security plan for your site is developed, and the  users are identified, define each  user to . When you add or
modify a user definition,  stores that definition in the User Table (DQU). (If the user table is enabled, you can execute
queries against it. Use the table name DATAQUERY-DQU.) You can define or modify a user by using online . It is a fast,
simple and efficient method.
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provides two options on the  Administrative Menu (USERS and PROFILE) for adding and maintaining users.

Obtaining Authorizations

Within the  system exists a System Option Table created by a macro (DQOPTLST) with a number of parameters which
define the  system at each customer site. These parameters define system-wide limits on such things as:

• Terminal idle time before automatic signoff
• Maximum number of rows a query can find
• Space and system limits on processing time per query

Within the environment defined by the System Option Table, the  Administrator classifies people with signons as 
Administrators, users, or associate users. Within those classifications, the  Administrator can define what each user
is allowed to do, and can override a few of the System Option Table parameters regarding system storage allotments
for individual users. Table and field authorizations are handled in other ways. For more information, see Securing Data
Access for DQL and Limiting Access to Columns.

Within the individual user authorizations set up by the  Administrator, each user can change some personal specifications
by accessing and changing the user's User Profile panel. (Associate users can only access their profiles if the System
Option Table parameter ASUPPRO= is set to YES.)

The flexibility of User Table Maintenance makes it possible to assign authorizations according to actual work
responsibilities. When you authorize a new user as an associate user, that user becomes limited to functions accessible
by PF key on the associate user panels. For an associate user, you can only add the following authorizations on the User
Table Maintenance panel:

• Data Authorized
• Personal Database (SQL Option required)
• Submit Allowed
• Export Allowed
• SQL and DQL Allowed (SQL option required)

To authorize a person as a user, do not select Associate User. You can add any or all of the authorizations described in
the list.

The only difference between a user and an administrator is that the administrator is a user who has been given one or
more of the following authorizations:

• Conditions
• Restrictions
• Printer Control
• JCL Maintenance
• Diagnostics
• Language
• User Maintenance
• Saved Set Maintenance
• Query Library Maintenance
• Security
• Active User Control

External Security

If  is externally secured, all  security functions and user authorizations must be done through the external security
package. When an external security package is in effect, user access to databases and tables is controlled by that
package. External security overrides  security at the database and table level. For more information about external
security, see Using External Security for .
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Users Option

You can enter information online with the USERS option to:

• Add, delete, or maintain users
• Authorize users to SQL and DQL Language
• Authorize users for system management tasks
• Control data access
• Override predefined system options ( System Option Table)

When a user is added with a private SQL authorization specified, such as is required for SQL use,  automatically creates
a schema in  for the SQL authorization ID. A schema defines the SQL environment of the individual user. Users must
have a schema associated with an authorization ID to use SQL. A schema contains all table, view and privilege definitions
owned by a given authorization ID. Any definitions created by the user are automatically added to the schema for the
authorization ID specified when they creates the SQL object.

NOTE
A system utility (DQUSERMT) allows you to maintain the user in batch.

Profile Option

The PROFILE option, <PF10> on the Directory of  Users panel, allows the modification of the individual user-defined
profile option defaults for the following  functions and actions:

• Online and batch features
• Primary and secondary language selections
• Network printing options
• SQL Mode and DQL Mode selection

CA Dataquery and External Security Usage
If external security is active on the system,  obtains the signon ID of the user from the external security package. Once the
signon ID is retrieved,  checks eligibility of the user to sign on to .

After  determines that a user is eligible for signon,  makes additional resource checks to determine the access of the user
to functions from external security. If a DQU record for the user exists, the record is updated with the latest authorizations
from external security. If one does not exist, one is created, since the DQU record also contains various profile options
maintainable by the individual user.

The authorizations in effect at the beginning of a  session determine the functions appearing on  menus and the
commands allowed throughout the  session. When an externally secured function is requested by command or PF key or
from a menu, the function is checked to determine if the user is still authorized.

If external security is not in effect,  internal security is in effect.

Internal Overrides

If secured within , column level security functions, profile codes, and condition/restriction are in effect whether or not  is
externally secured.

Implementation of external security in  allows the Security Administrator to define authorizations to perform all  functions
and to execute the  batch utility functions using the external security definitions of the user. External security for data (
tables) is provided through . When external security is in effect on the system, the signon ID is retrieved from the external
security product in both online and batch mode and in the batch utilities.
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Accessing User Information
To view, update, add, or maintain users, begin by displaying the Directory of  Users panel (DQK90). Select Users from the
Administration menu or type the USERS command and press Enter. A sample panel follows:

Directory of  Users (DQK90)

  =>

 Place the cursor on a name to delete or update.  Use PF3 to add new users

 --------------------------------------------------------------------------DQK90

DATAQUERY:  DIRECTORY OF DATAQUERY USERS         START WITH => ________ _______

 -------------------------------------------------------------------------------

           USER NAME                 | DATE ADDED | DATE USED | TERMINAL USED

 -------------------------------------------------------------------------------

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

 -------------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN    <PF3>  ADD         <PF4>  UPDATE

 <PF5> ACTIVE USERS   <PF6>  DELETE    <PF7>  BACKWARD    <PF8>  FORWARD

 <PF9> PASSWORDS      <PF10> PROFILE

 

Action

The START WITH field, located in the upper-right corner of this panel, is where you enter the full or partial name of the
user where you want the listing to start. When you press Enter,  displays the user that you specified on the first line of the
listing. You can also page forward using <PF8> FORWARD or backward using <PF7> BACKWARD until you reach the
member that you want to view and/or edit.

Panel Description

The following list describes each column of the Directory of  Users:

• USER NAME
Alphabetical listing of all  user names.

• DATE ADDED
Date this user was added to the  system.

• DATE USED
Date this user last signed on to .

• TERMINAL USED
Terminal ID from which this user last signed on.

allows you to invoke several user functions by selecting a PF key. Adding a user is the only PF key selection discussed
here. Update, delete, active users, passwords, and profiles are discussed elsewhere.

PF Keys
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The following list explains unique PF keys for the Directory of  Users panel.

Key Objective Result
<PF3> ADD Add a new user. displays User Table Maintenance panel.
<PF4> UPDATE Modify user options. displays User Maintenance panel for user

selected by cursor.
<PF5> ACTIVE Display active users. displays Directory of Active Users.
<PF6> DELETE Delete a user. deletes user selected by cursor.
<PF9> PASSWORDS Modify system and group passwords. displays Directory of Defined Dataquery

Groups.
<PF10> PROFILE Display/modify profile of the user. displays User Profile for user selected by

cursor.

Adding a New User

To add a new user, begin by selecting the USERS option from the Administrative Menu, or typing USERS on the
command line and pressing Enter. The Directory of  Users panel displays. To add a user, press <PF3> ADD. Input the
appropriate values for the new user. Each field is explained on the following pages.

User Table Maintenance (DQUU0)

=>

Enter the user information and press the appropriate PF key

--------------------------------------------------------------------------DQUU0

DATAQUERY:  USER TABLE MAINTENANCE

-------------------------------------------------------------------------------

 USER NAME           :

 PASSWORD            :                            GROUPS:

 ACCOUNTING CODE     :                              LEVEL 1:

 QUERY LANGUAGE      :                              LEVEL 2:

 PRIVATE SQL AUTHID  :                              LEVEL 3:

DQ SYSTEM STATUS.

 DATA AUTHORIZED     :    ASSOCIATE USER       :    PERSONAL DATABASE      :

 SUBMIT ALLOWED      :    EXPORT ALLOWED       :                           :

 SQL AND DQL ALLOWED :    SQL DATA DEF ALLOWED :    SQL DATA MAINT ALLOWED :

SYSTEM ADMINISTRATIVE MENU ITEMS AUTHORIZED FOR.

 CONDITIONS          :    RESTRICTIONS         :    PRINTER CONTROL        :

 JCL MAINTENANCE     :    DIAGNOSTICS          :    LANGUAGE               :

 USER MAINTENANCE    :    SAVED SET MAINT      :    QUERY LIBRARY MAINT    :

 SECURITY            :    ACTIVE USER CONTROL  :

-------------------------------------------------------------------------------

<PF1> HELP      <PF2> RETURN       <PF3> ADD      <PF4> ADDITIONAL OPTIONS

Panel Description

Default values appear on the User Table Maintenance panel and can be changed. Other options relating to overriding
system defaults are also available by pressing <PF4> ADDITIONAL OPTIONS. When changes are complete, press
<PF3> ADD to add the user.

• USER NAME
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(Required) Enter a unique 1- to 32-character alphanumeric user name. (The length must not exceed the PERSON
entity name length in . See your Security Administrator for this length. Each  user has a matching PERSON entity-
occurrence in  that is generated automatically by .)

• PASSWORD
(Optional) Enter a 1- to 9-character alphanumeric password. This field is used to assign an individual user password. It
can consist of upper-case letters, numbers, and most special characters. The password cannot contain an embedded '
' (space) or '/' (slash).

• ACCOUNTING CODE
(Optional) Specify the  accounting code to be used with  accounting for . See your Database Administrator for this
information.

• QUERY LANGUAGE
(Required) Analyze the language needs of your site. You can authorize use of SQL, DQL Language, or both.
Since DQL Mode has security controls that SQL Mode does not offer, and vice versa, ensure that users are
authorized for the mode best suited to their job functions and that appropriate  security measures are implemented.
The  Administrator specifies the query language when they add or update a user and designates if a user can
switch between modes. You decide which users are allowed to perform SQL Data Definition statements and Data
Maintenance statements, and which statements that the user is authorized to use when adding or updating a user.
SQL if SQL or DQL, the default, if DQL Language is authorized for this user. YES in the SQL AND DQL ALLOWED
field authorizes the user to both query languages.

• PRIVATE SQL AUTHID
(Required if language authorized for this user is SQL, or if the user is authorized to use both SQL and DQL Language,
or if personal database is authorized for this user.) Enter a 1- to 18-character authorization ID. This is the default
authorization ID of the user for personal database and for all SQL Mode.

NOTE
If a user changes their SQL authorization ID either by the PROFILE or AUTHID command, it changes only
on the user profile, not on the User Table Maintenance. Therefore, if a user creates a table in PDB, their
private SQL authorization ID is attached to the table name regardless of the authid they were using when
they created the table. When the DISPLAY or LIST, EXECUTE or CREATE functions are used,  uses the
profile authid.

• GROUPS: LEVEL 1
(Optional) Enter a valid 1- to 15-character alphanumeric group level 1 name for  security control. For more information,
see Assigning Group Levels in Managing Passwords.

• GROUPS: LEVEL 2
(Optional) Enter a valid 1- to 15-character alphanumeric group level 2 name as specified in  security control. If you
enter a group level 2 name, you must also enter a group level 1 name. For more information, see Assigning Group
Levels in Managing Passwords.

• GROUPS: LEVEL 3
(Optional) Specify a valid 1- to 15-character alphanumeric group level 3 name as specified in  security control. If you
enter a group level 3 name, you must also enter a group level 1 and a group level 2 name. For more information,
see Assigning Group Levels in Managing Passwords.

System Status

• DATA AUTHORIZED
(Required) (Applies to DQL Mode only.) Authorizes the user to read-only access to all data available to .
Y (yes), you allow the user read-only access to data.  does not perform any data security check. (External security and
Database security is applied to table access.)
N (no), the default,  qualifies access to data for this user by the data authorizations specified in security control.
However, conditions, restrictions, and profile codes are applied to the appropriate table.

• ASSOCIATE USER
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(Required) Decide whether to authorize each user as an associate user which limits the ability of the user to query the
database. An associate user can only run queries created by others and cannot create or maintain queries. If you do
not designate the user as an associate user,  assigns conventional user authorization to that user.

NOTE
A conventional user can create and edit queries.

Y (yes) specifies that this user can only perform associate user tasks.
N (no), the default, does not limit this user to associate user tasks. This enables this user to create and edit queries,
view database information, use commands, and so on.

• PERSONAL DATABASE
(Required) A user who needs to create tables using the data retrieved by a query for their own use for forecasting is
a good candidate for authorization of the Personal database facility. Both DQL Mode and SQL Mode users can be
authorized for Personal database, but SQL must be installed at your site to use the Personal database facility. You
specify which users can use personal tables and the area of the database where the tables are stored when adding or
updating a user in .
Y  (yes) if this user is allowed to create and maintain personal tables using the personal database facility. This
authorizes a user to create personal tables within their PRIVATE SQL authorization ID (schema) for their individual
use. For more information, see Using Schemas for more information. Specify the area of the database where personal
tables are to be stored on the Override System Defaults panel. For more information, see Overriding System Defaults.
N  (no), the default, prohibits the user from using the personal database facility.

• SUBMIT ALLOWED
(Required) Most queries are executed using online . However, your site can choose to submit long-running queries
to batch  to make better use of your system resources. Determine which users need to submit batch queries and
authorize them to do so.
Batch  can also be initiated from other software packages. You can secure batch  in this type of environment by using
security packages like CA ACF2 and optionally, by use of the Batch Signon Exit.
Indicate whether this user is allowed to submit batch queries from online .
Y  (yes), the default, permits the submission of batch queries
N  (no) does not.

• EXPORT ALLOWED
(Required)  provides the capability to build a batch export file whereby data accessed from the database is exported
and saved on a sequential file for later use. A need of the user for this capability is directly related to their job
responsibilities. A data entry clerk most likely does not need to export data to fulfill a customer order. However, a
systems programmer might need to export data to test complex queries or to compile statistics. The exported data is
in either comma separated value format which is accessed by a personal computer for those users with that specific
need or fixed-length record format.

NOTE
You might want to consider limiting the use of the Export capability.

Y  (yes), the default, allows the user to export data. This user is permitted to build a  batch export file whereby data
accessed from the database is exported and saved for later use. It allows the user to use the EXPORT command while
using batch .
N (no) prohibits the user from exporting data.

• SQL AND DQL ALLOWED
(Optional)
Y  (yes) to allow this user to change query languages on their profile.
N  (no), the default, restricts the user from changing to the alternate language and restricts them to one query
language.

• SQL DATA DEF ALLOWED
(Optional) Consider limiting the use of SQL Data Definition to the  Administrator. This authorization can easily be
misused and affect data integrity. Specify N for both SQL Data Definition and SQL Data Maintenance to limit the user
to creating only SQL queries using the SELECT statement keywords.
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Y (yes) to allow this user to use SQL Data definition statements.
N  (no), the default, restricts the user from using CREATE, COMMENT ON, and DROP statements.

• SQL DATA MAINT ALLOWED
(Optional) Consider limiting the use of SQL Data Maintenance to the  Administrator. This authorization can easily be
misused and affect data integrity. Specify N for both SQL Data Maintenance and SQL Data Definition fields to limit the
user to creating only SQL queries using the SELECT statement keywords.
Y (yes) to allow this user to use SQL Data maintenance statements.
N (no), the default, restricts the user from using INSERT, UPDATE, and DELETE.

System Administrative Menu Items Authorized

The following fields allow (or deny) the user access to any or all administrative functions.  automatically gives all users,
except associate users, the ability to modify their own profiles. Associate users can do so if the Dataquery System Option
Table parameter, ASUPPRO, is set to YES. All fields are required.

• CONDITIONS
Y (yes) to allow this user to create, view, delete, or edit a condition.
N  (no), the default, restricts this user from the CONDITIONS option on the Administrative Menu.

• RESTRICTIONS
Y (yes) if this user is to have the administrative ability to create, delete, view, or edit a restriction.
N (no), the default, denies the user access to the RESTRICTIONS option on the Administrative Menu.

• PRINTER CONTROL
Y  (yes) permits this user to start, stop, restart, and cancel spooled print jobs.
N (no), the default, restricts access to these spooled print job functions using the PRINTER CONTROL option on the
Administrative Menu.

• JCL MAINTENANCE
Y (yes) if this user is to create, delete, view, or edit a  JCL member.
N (no), the default, restricts this user from creating, modifying, or deleting a JCL member using the JCL option on the
Administrative Menu.

• DIAGNOSTICS
Y (yes) to permit this user to request a  Request Table and/or a storage dump in the form of a transaction dump or a
module dump.
N (no), the default, restricts the user from requesting a  Request Table or a storage dump through the DIAGNOSTICS
option on the Administrative Menu.

• LANGUAGE
Y  (yes) if the user is to translate, edit, delete, or display  panels, the bulletin board, program literals, and vocabulary
terms to another language.
N  (no), the default, restricts access to the LANGUAGE option on the Administrative Menu.

• USER MAINTENANCE
Y (yes) if this user is to have the administrative function of adding, deleting, and maintaining users, as well as access
to active users, passwords, and profiles of other users.
N  (no), the default, prohibits this user from viewing and/or accessing the USERS option on the Administrative Menu. If
a user is authorized for User Maintenance, that user cannot change his own authorization to N (no).

WARNING
Any user with authorization for this function is able to authorize anyone to perform administrative functions.
Take care when deciding who and how many users may have this authority as this is a key to security.

• SAVED SET MAINT
Y  (yes) to allow the creation, deletion, or modification of a set.
N  (no), the default, prohibits access to set definitions using SETS on the Administrative Menu.

• QUERY LIBRARY MAINT
Y  (yes) if you want this user to create, maintain, execute, and/or submit queries listed on the Admin Directory of
Queries and Terms panel.
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N (no), the default, does not allow this user to select the LIBRARY option on the Administrative Menu.
• SECURITY

Y (yes) if the user is to relate users to a table, tables to a user, or profile codes to a user. This field authorizes this user
record and field security control functions.
N (no), the default, restricts this user from performing security control functions.

• ACTIVE USER CONTROL
Y (yes), if this user is to have the administrative function of creating and sending messages, forcing another user off ,
and cancel query processing during FIND.
N (no), restricts the user from active user administrative functions.
Note: An administrator with user maintenance authority automatically has active user control authority but an
administrator with active user control authority only may not add, update, or delete users or passwords, or view other
users profiles.

Overriding System Defaults

Part of the task of adding a new user or modifying a profile of an established user is determining whether that user should
be able to override system defaults established by the System Option Table.  allows you to override some predefined
system defaults. From the User Table Maintenance panel, select <PF4> ADDITIONAL OPTIONS to display the Override
System Defaults panel.

Override System Defaults (DQUM0)

 =>

Enter the user information and press the appropriate PF key

--------------------------------------------------------------------------DQUM0

DATAQUERY:  USER TABLE MAINTENANCE - OVERRIDE SYSTEM DEFAULTS

------------------------------------------------------------------------------

USER NAME        : ________________________________

 

USER OVERRIDES TO SYSTEM DEFAULTS.

 MXREQ   :             SORTPAG    :         ESTIMATED MAX I/O :

 MXTLR   :             SORTCTG    :

 FNDBLKS :             NETPRT ID  :

 PRIMARY :             SECONDARY  :

 AREA FOR PERSONAL DATABASE TABLES:

 

 

 

 

 

 

 

 

-------------------------------------------------------------------------------

<PF1> HELP        <PF2> RETURN        <PF3> ADD           <PF4> NOT USED

 

Action

To override the defaults shown, type over them according to the following information. When the panel is complete, press
<PF3> ADD to save the changes. Then press <PF2> RETURN to return to the User Table Maintenance panel.

Panel Description

• MXREQ
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(Optional. DQL mode only.) A numeric value from 1 through 99999 to specify a search limit for this user that overrides
the system default. This feature limits the amount of time  is to process before pausing to allow the user to end the
query. MXREQ keeps one query from monopolizing the system. (The system default is used if this value is zeros.)

• SORTPAG
(Optional. DQL mode only.) A value from 1 through 1024 to specify, in 4096-byte pages, the maximum amount of
storage  is to allocate to process a single sort request without using the database index for sorting. The value specified
here overrides the system default for this user.

• ESTIMATED MAX I/O
(Optional. DQL mode only.) A value from 1 through 99999 to specify a threshold count of I/O required to process
the query. During optimization, if the estimated number of I/Os required to execute the FIND statement exceeds this
number, a screen is presented to the user explaining that the MAX I/O has been exceeded, and asking the user if
query execution should continue. If not specified, the default value is the value of the MAX I/O parameter from the
Dataquery System Option Table.

• MXTLR
(Optional. DQL mode only.) A value from 1 through 99999 to specify the number of times  is to relinquish control to
other tasks during a query execution before pausing to allow a user to end processing. (The system default is used if
this value is zeros.)
The first two features work together,  allows MXREQ to occur MXTLR times before asking the user if they want to
terminate the query.

• SORTCTG
(Optional) A value from 1 through 16 to specify, in 4096-byte pages, the maximum amount of contiguous storage area
for in-core sorting which  requests of CICS at one time. If this amount is not available when needed,  tries to allocate a
number of smaller areas for the sort.

• FNDBLKS
(Optional) A value from 1 through 99999 to specify the total number of physical blocks on the DQF (online work table)
that this user can own at one time during a query execution. Ensure that the value specified for this user still leaves
adequate space for all other users. (The system default is used if this value is zeros.)

• NETPRT ID
(Optional) Specify the 1- to 4-character network printer ID where reports are to print for this user.

• PRIMARY
(Optional) The 2-character primary language ID of the primary language for this user. AE (American English), the
default, is automatically distributed with . Your site can also have German, French, or any other language of your
company's choosing for a full or partial translation.

• SECONDARY
(Optional) The 2-character secondary language ID for the secondary language of this user. AE (American English),
the default, is automatically distributed with . Your site can also have German, French, or any other language of your
company's choosing. (This should be a full translation.)

• AREA FOR PERSONAL DATABASE TABLES
(Optional) The 1- to 32-character name for the  area used for the personal database tables of this user. This can be
used only with  extensions to SQL. Check with the Database Administrator for this information.

Updating a User

Choose one of the following to update a user:

• Select the USERS option from the Administrative Menu.
• Type USERS on the command line and press Enter.

When the Directory of  Users panel is displayed, position the cursor on a user name and press <PF4> UPDATE. You can
request that the list be positioned on a certain name by entering the command followed by the name of the user.

Example:
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 USER JONES

 

then displays the User Table Maintenance panel. This panel and all its fields are explained in detail starting in Adding
a New User. Make any needed changes to the appropriate fields. When you have completed your input, press <PF3>
UPDATE to save the new user definition.

Managing Active Users

You can manage the activities of any user currently signed on to your  system. You are able to:

• Force a user off.
• Send a message to one or more users.
• Cancel any query processing during a FIND.
• Cancel printing for any user.

Anyone with PRINTER CONTROL authorization can start, stop, restart, and cancel spooled print jobs using the
PRINTER CONTROL option on the Administrative Menu. For more information about assigning printer control, see
Adding a New User.

This section describes how to operate the ACTIVE command and tells how to perform these activities.

Choose one of the following to display the active users:

• Select the USERS option from the Administrative Menu, then press <PF5> ACTIVE USERS from the Directory of
DATAQUERY USERS panel.

• Type ACTIVE on the command line and press Enter.

displays the Directory of Active Users panel, allowing you to view the active users, as shown in the following example:

Directory of Active Users (DQAJ0)

  =>

 Place any character next to the name and press the appropriate PF key

 --------------------------------------------------------------------------DQAJ0

 DATAQUERY:  DIRECTORY OF ACTIVE USERS    START WITH: => _______________________

 -------------------------------------------------------------------------------

 SEL |       USER NAME                  | TERMID | STAGE | TIME ON  |  ELAPSED

 -------------------------------------------------------------------------------

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

  _  |                                  |        |       |          |

 

Panel Description
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Each column on the Directory of Active Users panel is explained in the following list:

• SEL
Type any character on the blank to select a user.

• USER NAME
Alphabetical listing of all users currently signed on.

• TERMID
Terminal ID for the user.

• STAGE
Function the user is performing.
– ADMIN

The user is performing an ADMINISTRATION function.
– DISPL

The user is using a display function (PF keys or commands).
– EDIT

The user is on the EDIT panel.
– EXEC

The user is executing a query.
– FIND

The FIND function is running for an executing DQL query.
– GRAPH

The GRAPH function is operating.
– GUIDE

The GUIDE function is operating.
– HELP

The HELP function is operating.
– LIST

A LIST function is operating.
– MENU

The user is on the MAIN Menu.
– PDB

The user is using the Personal Database Facility.
– PERR

An error is being displayed.
– SELECT

An executing SQL query is processing the SELECT clause.
– SQL

The user is using SQL Mode.
• TIME ON

Time this user signed on in hours, minutes, and seconds.
• ELAPSED

Amount of time this user has been signed on to .

Activities

Refer to the following list for instructions on managing active users:

• Terminate an active user.
Enter a character next to one or more users' names and press <PF3> FORCE OFF.
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NOTE
We recommend that you warn users by sending a message so they can terminate current processes.

• Broadcast a message.
a. Press <PF4> CREATE MSG.
b. Enter a one-line message on the Create a Message panel.
c. Press <PF2> RETURN.
d. Mark users, with any character, to receive the current message.
e. Press <PF5> SEND MSG.

• Interrupt query or dialog processing during data selection.
a. Select a user.
b. Check that Stage is Find.
c. Press <PF6> CANCEL FIND.

SQL Mode

The CANCEL FIND function may not be used for an SQL query in the SELECT stage. If long running SQL queries appear
to be a problem at your site, contact your Database Administrator for assistance with canceling the long running SQL
query and/or reducing the value of the REQTHD parameter of the  CICS Services DBCVTPR macro.

The Database Administrator can cancel a long running SQL query in either of two ways:

• Use the COMM function of DBUTLTY to cancel the query's  request. The Database Administrator can temporarily
reduce the size of the REQTHD parameter of the  CICS Services DBCVTPR macro by using the DBOC GENOPTS
function. For more information, see the  CICS Services documentation.

• Limit the future occurrence of any long running queries (both SQL and DQL) by permanently reducing the size of the
REQTHD parameter. This parameter limits the number of  requests that any logical unit of work can make. Any tasks
exceeding this limitation will abend. For more information, see the  CICS Services documentation.

Deleting a User

If you need to delete a user who has left the company or has been transferred, review the queries of the user, terms,
dialogs, personal database, and so on, to see if they need to be removed, or assigned to another user. See Changing the
Extended Attributes of a Query, Dialog or Term for more information.

WARNING
Reassign the JCL members and authorizations that you want to keep before deleting a user because  deletes
the user, the JCL member of the user and their authorizations. The  PERSON entity-occurrence of the user is
not deleted.

An example of a Directory of  Users Panel follows:

Directory of  Users (DQK90)

 =>

 Place the cursor on a name to delete or update.  Use PF3 to add new users

 --------------------------------------------------------------------------DQK90

 DATAQUERY:  DIRECTORY OF DATAQUERY USERS         START WITH => _______________

 -------------------------------------------------------------------------------

           USER NAME                 | DATE ADDED | DATE USED | TERMINAL USED

 -------------------------------------------------------------------------------

                                     |            |           |

                                     |            |           |

                                     |            |           |
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                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

                                     |            |           |

 -------------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN    <PF3>  ADD         <PF4>  UPDATE

 <PF5> ACTIVE USERS   <PF6>  DELETE    <PF7>  BACKWARD    <PF8>  FORWARD

 <PF9> PASSWORDS      <PF10> PROFILE

Action

The START WITH field, located in the upper-right corner of this panel is where you enter the full or partial name of the
user where you want the listing to start. When you press Enter,  refreshes the Directory of  USERS panel with the user
that you specified on the first line of the listing. You can also page forward using <PF8> FORWARD or backward using
<PF7> BACKWARD until you reach the member that you want to view and/or edit.

Choose one of the following to delete the user:

• Choose the USERS option from the Administrative Menu.
• Type USERS on the command line and press Enter.

When  displays the Directory of  Users panel, place the cursor on the user name that you want to delete. (You cannot
delete yourself.) Press <PF6> DELETE to delete that user.  then redisplays the Directory of  Users panel.

For an explanation of the Directory of  Users panel and its PF keys, see Adding a New User.

Authorizing Administrative Functions

Concept

The number of administrators with User Table Maintenance authorization should be kept to a minimum because of the
impact on security. You can authorize an administrator for all the administrative tasks, or you can selectively authorize an
administrator for one or more tasks. Evaluate the needs of your site thoroughly before making administrative assignments.
permits you to reassign any of these administrative functions if your needs change.

Administrative Menu (DQKH0)

=>

--------------------------------------------------------------------------DQKH0

DATAQUERY:  ADMINISTRATIVE MENU

------------------------------------------------------------------------------

Enter DESIRED OPTION NUMBER ===>  __

 1.  PROFILE               - Display and update user profile

 2.  CONDITIONS            - List create and maintain conditions

 3.  RESTRICTIONS          - List create and maintain restrictions

 4.  PRINTER CONTROL       - Request control functions for a network printer

 5.  JCL                   - List and maintain batch query JCL
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 6.  DIAGNOSTICS           - Produce storage dumps

 7.  LANGUAGE              - Translate DATAQUERY text to another language

 8.  USERS                 - List and maintain DATAQUERY users

 9.  SETS                  - List and maintain saved sets

10.  LIBRARY               - Maintain query library member attributes

11.  SECURITY CONTROL      - Table and column security authorization

-------------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

Panel Description

• PROFILE
Display or update your profile.  allows each user (who is not an associate user) to modify their profile option defaults
for online and batch features, primary and secondary language selections, and network printing options for . The
administrator can modify the profile of any user from the Directory of Dataquery Users panel. Several of the fields
in a user profile default to values specified at the time the user is created or maintained using the USERS function
discussed next. If you do not specify an option, it defaults to the DQSYSTBL system defaults.

• CONDITIONS
Create, delete, view, or edit a condition. A condition (when listed in a restriction) allows a user or group of users access
to some of the rows in a table that is based on the content of one or more columns. The administrator names the
condition, identifies the table and states the condition. For example, the condition may restrict access to all COMPANY
rows containing a value of 20 in the column for sales ID and a value of DALLAS in the city column. You can print a
report of each of the conditions with a list of the restrictions where the condition applies. Conditions are discussed in
more detail in Securing Access to Tables, Rows, Columns, and Queries.

• RESTRICTIONS
Create, delete, view, or edit a restriction. A restriction is a list of conditions restricting user or group access to view
or manipulate data. The administrator can restrict user access at the user level or at the group ID level of the user.
Restrictions are discussed in Securing Access to Tables, Rows, Columns, and Queries. You can print a report which
lists all the restrictions and the conditions within the restrictions.

• PRINTER CONTROL
Display a directory of outstanding network print requests. It allows a request to be canceled (flushed), restarted, or
stopped.

• JCL
Create, delete, view, or edit JCL members and PROCs. The JCL directory lists the JCL members and PROCs used for
executing batch query jobs.

• DIAGNOSTICS
Display the  Request Table or request a storage dump in the form of a transaction dump or a module dump.
DIAGNOSTICS is used only under the direction of Support for resolving problems as quickly as possible. The
administrator chooses where (terminal ID) and when the dump is turned on or off.

• LANGUAGE
Translate, edit, delete, and display  panels, program literals, and vocabulary terms to another language. Use this
function to edit  to reflect a different language, language dialect, or terminology that your company uses in daily
business. The administrator also uses this function to place messages on the  bulletin board.

• USERS
Add, delete, view, and update users, list active users, and send messages. The administrator can maintain name,
password, accounting code, group level, and authorization of the user for administrative functions. The administrator
can also override system defaults, list and deactivate active users, and send messages.
An authorized  Administrator for the USERS function, can establish any new user to  or change signon characteristics
of the user as discussed previously. They can also assign system and group passwords. Administrators cannot delete
themselves or turn off their USERS maintenance authorization.
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The USERS authorization is the key to all other authorizations. Carefully control authorization to this function.
• SETS

View, delete, and use all saved found sets. Anyone (except the associate user) who runs a query can save the
resulting collection of data as a saved found set. The administrator can reuse the data in a found set, delete the found
set, or view a listing of the found sets.

• LIBRARY
Create, delete, edit, execute, or submit a query, dialog, or term. The administrator can define or modify the extended
definition of a query, dialog, or term which includes specifying it as private or public. They can also modify the groups
assigned to the query, dialog, or term and to the author. The administrator can create queries, establish dialog
definitions, and submit and validate queries. The LIBRARY function maintains the attributes (extended definitions) of
the query library.
If QRYGRPS=YES is specified in the DQOPTLST macro, you can partition the public query library. Once a query,
dialog, or term is designated as public, only an administrator with LIBRARY authorization can make changes to it
and its extended attributes because queries designated PUBLIC belong to the group not the author. Group level
assignments limit the scope of a query, dialog, or term to which the LIBRARY authorization extends. If the group level
assignments do not match the administrator's group level assignments, the administrator cannot access the query,
dialog, or term. If no group level assignment is made, the access is unlimited.

• SECURITY CONTROL
Enables access to data by authorizing DQL Mode users to a database and tables, tables to a user, or profile codes
to a user and to copy profile codes and authorizations from user to another. This function provides table and column
security authorization for a user.

Each of the administrative functions is a tool for the maintenance of your  system. Consider all aspects of your  security
as discussed in this chapter before delegating responsibilities. (You can always make reassignments later.) It is useful
to assign LIBRARY authorization to one user in each group so that this user can administer public queries, dialogs, and
terms for the group. It is imperative that you carefully consider the needs of your site and allocate the authority to use
each administrative function to the appropriate user. See Adding a New User, specifically the ASSOCIATE USER option.

Limiting User Functions to Manipulate Data

allows you to limit the ability of a user to FIND, UPDATE, INSERT, and ERASE data based on their ability to access that
data. Once you have identified all tables, rows, and columns and their related restrictions, decide which functions you
permit the user to perform on the accessible data. Users should always be permitted to FIND the data in the authorized
tables. However, you probably want to limit the ability of some users to UPDATE, INSERT, and ERASE data. The
administrator with SECURITY CONTROL authorization assigns the FIND, UPDATE, INSERT, or ERASE functions when
he authorizes each user to a table or profile code in DQL Mode.

Managing Passwords
Passwords can be added or changed on one of three levels:

• Individual Password
An individual password is assigned to an individual user to allow access to the  system.

• Group Password
A group password is assigned to members of a group.

• System Password
A system password protects the  system from unauthorized access from any users who do not use the system
password when signing on to .

Which Password?
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Only one of the three types of passwords accesses . The highest level password is SYSTEM, the next highest level is
GROUP and the lowest level password is the individual user password. The highest level password assigned is the only
one that accesses the system.

All passwords are one to nine characters in length. The passwords are not displayed at any time. If a user forgets their
individual password, assign a new password.

The following topics are discussed on this page:

Assigning Passwords to Users and to Groups

protects access to the  system on one of three levels, which means that a user can have only one password, individual,
group, or system:

• Each individual user can have a unique password to allow access to , which can be changed as necessary if
NEWPASS= YES is specified in the DQOPTLST macro.

• A group can have a unique password to allow users assigned to that group level access to  when they use the group
password. The group password supersedes the individual password.

• All users on the system are assigned a common password that allows access to . The system password supersedes
the group and individual passwords.

protects passwords from indiscriminate viewing by never displaying them. Assigning and changing passwords are the
responsibilities of the  Administrator, with user maintenance authorization.

Assigning Group Levels

A group ID is a defined group of users who are given access to queries, and JCL members (DQL Mode and SQL Mode).
The group ID also extends to those users to whom restricted conditions can be assigned (DQL Mode only). Passwords
can be assigned by group level.

There are three descending levels of group IDs which can be assigned to a user:

• Level 1 is the high-order group,
• Level 2 is the middle-order group, and
• Level 3 is the low-order group.

If a user is assigned to a level 3 group, the user must also be assigned to a level 2 and a level 1 group. If the user is
assigned to a level 2 group, the user must also be assigned to a level 1 group. This group specification limits access of
the user to specific data in accordance with the definition established for each group.

For example, if your company were divided into departments called Accounting, Production, Research, and Sales, these
categories might be your high-order level 1 groups. If the company were also divided into branches, your middle-order
level 2 groups might be Austin, Dallas, Houston, and Midland. Each user could be further categorized according to
position for the low-order level 3 groups, for example, Clerical, Executive, Representative, and Supervisor. For instance, a
data entry user in Austin could have the following groups:

• Level 1 group: Production
• Level 2 group: Austin
• Level 3 group: Clerical

Groups are a convenient way of organizing and classifying users. Also, you can optionally use groups to partition the
public query library and limit users' access to queries. When group level assignments are made to a user or query, those
assignments should match, except in the case where the user or query has no group level assignment for one or more
levels.

For example, if a user is assigned to group levels as discussed previously and a query is assigned to level 1 - Production,
level 2 - Austin, and level 3 - Supervisor, that user could not access this query because the level 3 assignment of the
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query is Supervisor, not Clerical. However, if the query had no level 3 assignment (it is left blank), users in the Austin
production group could access the query.

Under your direction, make group IDs for each user at the time that user is authorized to access . Group assignments can
be modified at any time.

Assigning a Password to a User

Only an authorized administrator can change an individual password.

NOTE

Dataquery passwords are 9 bytes in length and consist of upper-case letters, numbers, and most special
characters. The password cannot contain an embedded ' ' (space) or '/' (slash).

Follow these steps:

1. Select the USERS option on the Administrative Menu or enter USERS on the command line. Press Enter.  displays the
Directory of  Users panel.

2. Place cursor on the name of the user. Press <PF4> UPDATE.  displays the User Table Maintenance panel.
3. Tab over to the PASSWORD field. Enter the password. Press <PF4> UPDATE.  processes the new password which is

in effect the next time the user logs on.

NOTE
The System Option Table parameter NEWPASS= must be YES to allow users to change their individual
password on the  signon panel. If NEWPASS= is NO, then only a  Administrator can change individual
passwords.

Assigning a Password to a Group or a System

Only an authorized administrator can assign a group or a system password.

Follow these steps:

1. Select the USERS option on the Administrative Menu, or type USERS on the command line. Press Enter.  displays the
Directory of  Users panel.

2. Press <PF9> PASSWORDS.  displays the Directory of Defined Dataquery Groups (DQDB0) panel.

Directory of Defined Dataquery Groups (DQDB0)

=>

Place cursor by group assignment and press appropriate PF key.

--------------------------------------------------------------------------DQDB0

DATAQUERY:  DIRECTORY OF DEFINED DATAQUERY GROUPS  START WITH: _______________

-------------------------------------------------------------------------------

  GROUP LEVEL 1    | GROUP LEVEL 2    | GROUP LEVEL 3    | PASSWORD ASSIGNED

-------------------------------------------------------------------------------

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |
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                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

                   |                  |                  |

-------------------------------------------------------------------------------

<PF1> HELP        <PF2> RETURN        <PF3> GROUP PSWD    <PF4> SYSTEM PSWD

<PF5> NOT USED    <PF6> DELETE        <PF7> BACKWARD      <PF8> FORWARD

This directory is composed of four columns. Each row names the group levels assigned to a user.  specifies a YES or NO
in the PASSWORD ASSIGNED column to indicate if a password is assigned for this user. Read the panel to find if any
passwords are currently assigned.

Assigning Group Passwords

Follow these steps:

1. On the Directory of Defined Dataquery Groups panel, place the cursor on the group name. Press <PF3> GROUP
PSWD.  displays the Password Maintenance - Assign New Password panel.
Password Maintenance - Assign New Password (DQKQ0)

 =>

 Enter the new password and press PF3 to assign the password 

------------------------------------------------------------------------DQKQ0

 DATAQUERY:  PASSWORD MAINTENANCE - ASSIGN NEW PASSWORD 

-----------------------------------------------------------------------------

           GROUP LEVEL 1    _______________

                 LEVEL 2    _______________

                 LEVEL 3    _______________

           NEW PASSWORD     _________

 -----------------------------------------------------------------------------

 <PF1> HELP      <PF2> RETURN      <PF3> ASSIGN PASSWORD   <PF4> NOT USED

2. Enter the new password in the NEW PASSWORD field. Press <PF3> ASSIGN PASSWORD.  processes the new
password which is in effect the next time the user signs on.

Assigning System Passwords

Follow these steps:

1. From the Directory of Defined Dataquery Groups panel, press <PF4> SYSTEM PSWD.  displays the Password
Maintenance - Assign New Password panel.
Password Maintenance - Assign New Password (DQKQ0)

 =>

 Enter the new password and press PF3 to assign the password

------------------------------------------------------------------------DQKQ0

 DATAQUERY:  PASSWORD MAINTENANCE - ASSIGN NEW PASSWORD 

-----------------------------------------------------------------------------
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           DATAQUERY SYSTEM

           NEW PASSWORD     _________

 -----------------------------------------------------------------------------

 <PF1> HELP      <PF2> RETURN      <PF3> ASSIGN PASSWORD   <PF4> NOT USED

2. Enter the new password in the NEW PASSWORD field. Press <PF3> ASSIGN PASSWORD.  processes the new
password which is in effect the next time the user signs on.

Deleting Passwords

<PF6> DELETE

Deletes a password for group or system.

Delete an individual password as follows:

• Action:
Enter the user's signon and current password. Then, enter NONE in the NEW PASSWORD field on the  signon panel.
Or, blank the password field on the user maintenance panel.

• Result:
Deletes the current password for this user.

Delete a group or system password:

• Action:
From the Directory of Defined Dataquery Groups panel, position the cursor on the appropriate line and press <PF6>
DELETE.

• Result:
Deletes the group or system password.

Maintaining User Table (DQUSERMT)
Use the DQUSERMT utility to perform the following maintenance tasks on the User Table (DQU):

• Add user authorization
• Update user authorization
• Delete user authorization
• Report by user identifier or group level designation on all or selected users

The  User Table (DQU) stores definitions of valid  users. It contains user attributes (such as name and password) which
are used to validate a user. The utility, DQUSERMT, is used to perform the same functions in batch as online. This utility is
especially useful for adding a large group of users at one time to the DQU, for example, when  is installed.

NOTE
If the user table is enabled, you can execute queries against it. Use the table name DATAQUERY-DQU.
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User Table Maintenance Control Statements

Use the table maintenance control statements to identify the functions performed by DQUSERMT. A maximum of 60
report and maintenance control statements is allowed. There are five types of maintenance control statements:

• SIGN/ON
(Required) Specifies the user ID and password. Only one SIGN/ON statement is allowed and it must be the first
statement in the job stream.

• ADD
Selects adding a user as the type of maintenance this run performs.

• UPDATE
Selects updating a user as the type of maintenance this run performs.

• DELETE
Selects deleting a user as the type of maintenance this run performs.

• REPORT
Selects the type of report this run produces.

Enter the control statements in the following sequence.

• SIGN/ON
• ADD, UPDATE, DELETE, or REPORT (use one)

JCL Examples

The JCL statements are for example only. Lowercase letters in a statement indicate a value you must supply. Code all
statements to your site and installation standards.

Sample z/OS JCL

 //jobname    See the note above and page Listing Libraries for CA Datacom Products.

 //       EXEC PGM=DQUSERMT

 //STEPLIB    See the note above and page Listing Libraries for CA Datacom Products.

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SNAPER   DD SYSOUT=*

 //SYSOUT   DD SYSOUT=*

 //SYSIN    DD *

 SIGN/ON username PASSWORD password

 control statements

 /*

 //

Sample z/VSE JCL

 * $$ JOB ...           See the note above and Listing Libraries for CA Datacom Products.

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see Listing Libraries for CA Datacom Products.

 // EXEC DQUSERMT

 SIGN/ON username PASSWORD password

 control statements

 /*

 /&

 * $$ EOJ
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SIGN/ON Statement for DQUSERMT

For all of the functions the first control statement is the SIGN/ON statement. The SIGN/ON control statement is formatted
as follows:

►►─ SIGN/ON ─ userid ─ PASSWORD ─ password ───────────────────────────────────►◄

• SIGN/ON
(Required) Specifies the user ID and password. Only one SIGN/ON statement is allowed and it must be the first
statement in the job stream. The SIGN/ON statement begins in column 1.

• userid
Specifies the user ID of the person executing the DQUSERMT utility. The user ID begins in column 11.
– Valid Entries:

A 1- to 32-character user ID
– Default Value:

(No default)
• password

Specifies the password of the person executing the DQUSERMT utility. (PASSWORD keyword is required unless no
password is assigned.)
– Valid Entries:

A 1- to 9-character password
– Default Value:

(No default)

ADD and UPDATE Statements for DQUSERMT

For the ADD or UPDATE functions, the second statement in the job stream is ADD or UPDATE.

 ►►──┬─ ADD ────┬───────────────────────────────────────────────────────────────►

     └─ UPDATE ─┘

                                      ┌──────────────────────┐

 ►─ USER=userid ─┬──────────────────┬─▼─┬──────────────────┬─┴────────────────►◄

                 └─ ,option1=value ─┘   └─ ,option2=value ─┘

• ADD
To add a new user ID, specify the ADD statement beginning in column 1.

• UPDATE
To modify an existing user ID, specify the UPDATE statement beginning in column 1.

• USER=
(Required) Beginning in column 11, specify USER= followed by the user ID to add or update.
– Valid Entries:

A 1- to 32-character user ID
– Default Value:

(No default)
• ,option1= and ,option2=

(Optional) Following the user ID, code optional keywords which specify the characteristics of the user ID being added
or modified.
The available options are listed in ADD and UPDATE Statement Optional Keywords.
If you omit an option,  uses the default for that option.
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Leave no spaces in the keyword portion of the statement. Use an equal sign (=) to separate an option type from its
value, and a comma (,) to separate the options. Do not enter options past column 72. Enter an X (or any non-blank
character) in column 72 to indicate that the line is continuing. There are 20 lines allowed for continuations.

ADD and UPDATE Statement Optional Keywords

The COPYFROM= keyword is only valid on an ADD statement. All other keywords are valid on either an ADD or an
UPDATE statement.

• COPYFROM=
(Optional) Specifies that the characteristics of the new user ID being added are to be copied from an existing user ID.
Follow COPYFROM= with an existing user ID. This option can only be used with the ADD statement. This is a very
useful option for adding many users.

User Authorization Options

For both the ADD and UPDATE statement, the following options are valid:

• ACNTCODE= (Accounting Code)
(Optional) Specify the  accounting code to use with  accounting for . See your Database Administrator for this
information. (No default)

• ASSOCUSR= (Associate User)
(Optional)
Y (yes) specifies that this user can only perform associate user tasks.
N (no), the default, does not limit this user to associate user tasks; thus enabling this user to create and edit queries,
view database information, use commands, and so on.

• AUSRMNT= (Access User Maintenance)
(Optional)
Y (yes) permits user to see a list of active  users and perform such functions as broadcasting messages, forcing
signoff, and cancel FIND in progress.
N (no), the default, does not allow the user to perform active user functions.

• DATAAUTH= (Data Authorized)
(Optional) Authorizes the user read-only access to all data available to .
Y (yes), allows the user read-only access to data.  does not perform any data security check.
N (no), the default,  qualifies this user's access to data by the data authorizations specified in security control.

• EXPORT= (Export Allowed)
(Optional) Specify if this user is permitted to build a  batch export file whereby data accessed from the database is
exported and saved for later use. It allows the user to use the EXPORT command while using batch .
Y (yes), the default, allows the user to export data.
N (no) prohibits the user from exporting data.

• GROUP1= (GROUP LEVEL 1)
(Optional) Enter a valid 1- to 15-character alphanumeric group level 1 name for  security control. (No default.) For more
information, see Assigning Group Levels in Managing Passwords.

• GROUP2= (GROUP LEVEL 2)
(Optional) Enter a valid 1- to 15-character alphanumeric group level 2 name as specified in  security control. If
you enter a group level 2 name, you must also enter a group level 1 name. (No default.) For more information,
see Assigning Group Levels in Managing Passwords.

• GROUP3= (GROUP LEVEL 3)
(Optional) Specify a valid 1- to 15-character alphanumeric group level 3 name as specified in  security control. If you
enter a group level 3 name, you must also enter a group level 1 and a group level 2 name. (No default.) For more
information, see Assigning Group Levels in Managing Passwords.

• PASSWORD=
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(Optional) Enter a 1- to 9-character alphanumeric password. This field is used to assign an individual user password.
 It can consist of upper-case letters, numbers, and most special characters. The password cannot contain an
embedded ' ' (space) or '/' (slash). (No default.)

• QRYLANG= (Query Language)
(Required) Specify SQL if SQL, or DQL if DQL Language, is authorized for this user. DQL is the default and limits
the user to DQL Language only. Specifying QRYLANG=SQL and SQLDQL=Y authorizes the user to both query
languages. (Default is DQL.)

• REPTFAC= (Reporting Facility Allowed)
(Optional)
Y (yes) allows the user to use the  Reporting Facility to produce reports.
N (no), the default, restricts the user from using the  Reporting Facility.

• SQLDDEF= (SQL Data Definition Allowed)
(Optional)
Y (yes) to allow this user to use SQL Data definition statements.
N (no), the default, restricts the user from using CREATE, COMMENT ON, GRANT, REVOKE and DROP statements.

• SQLDMNT= (SQL Data Maintenance Allowed)
(Optional)
Y (yes) to allow this user to use SQL Data maintenance statements.
N (no), the default, restricts the user from using INSERT, UPDATE, and DELETE.

• SQLDQL= (SQL and DQL Allowed)
(Optional)
Y (yes) to allow this user to change query languages on his profile.
N (no), the default, restricts the user from changing from DQL to SQL on his profile. Specifying QRYLANG=SQL and
SQLDQL=Y authorizes the user to both query languages. (Default is DQL.)

• SUBMIT= (SUBMIT Allowed)
(Required) Indicate whether this user is allowed to submit batch queries.
Y (yes), the default, permits the submission of batch queries.
N (no) does not.

Administrative Functions

The following options enable (or deny) the user access to any or all administrative functions.

• COND= (Conditions)
(Required)
Y (yes) if this user is to have the administrative ability to create, view, delete, or edit a condition.
N (no), the default, denies this user access to the CONDITIONS option on the Administrative Menu.

• DIAG= (Diagnostics)
(Required)
Y (yes) if this user is to have the administrative ability to request a  Request Table or a storage dump in the form of a
transaction dump or a module dump.
N (no), the default, denies the user access to the DIAGNOSTICS option on the Administrative Menu.

• FNDSMNT= (Found Set Maintenance)
(Required)
Y (yes) if this user is to have the administrative ability to create, delete, or modify a set.
N (no), the default, denies the user access to the SETS option on the Administrative Menu.

• JCLMNT= (JCL Maintenance)
(Required)
Y (yes) if this user is to have the administrative ability to create, delete, view, or edit a  JCL member.
N (no), the default, denies this user access to the JCL MAINTENANCE option on the Administrative Menu.

• LANG= (Language)
(Required)
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Y (yes) if the user is to have the administrative ability to translate, edit, delete, or display  panels, program literals, and
vocabulary terms to another language.
N (no), the default, denies access to the LANGUAGE option on the Administrative Menu.

• MAXIO= (Estimated Maximum I/O for a FIND)
(Optional) A value from 1 through 99999 used to specify a threshold value for estimated I/O for DQL find processing.
When this value is exceeded, the user is presented a panel and asked if they want to continue. The system default
from the  System Option Table is used if this value is zero.

• PDB= (Personal Database)
(Required)
Y (yes) if this user is allowed to create and maintain personal tables. Also authorizes a user to create personal tables
for his own individual use. Specify the area of the database where personal tables are stored in Override System
Options.
N (no), the default, prohibits the user from having personal tables.

• PRTCTL= (Printer Control)
(Required)
Y (yes) if this user is to have the administrative ability to start, stop, restart, and cancel spooled print jobs.
N (no), the default, denies the user access to the spooled print job functions on the Administrative Menu.

• QRYLMNT= (Query Library Maintenance)
(Required)
Y (yes) if this user is to have the administrative ability to create, maintain, execute, or submit queries listed on the
Admin Directory of Queries and Terms panel.
N (no), the default, denies this user access to the LIBRARY option on the Administrative Menu.

• REST= (Restrictions)
(Required)
Y (yes) if this user is to have the administrative ability to create, delete, view, or edit a restriction.
N (no), the default, denies the user access to the RESTRICTIONS option on the Administrative Menu.

• SECMNT= (Security Maintenance)
(Required)
Y (yes) if the user is to have the administrative ability to relate users to a table, tables to a user, or profile codes to a
user. This field authorizes this user record and field security control functions.
N (no), the default, denies the user access to the Security Control option on the Administrative Menu.

• USERMNT= (User Maintenance)
(Required)
Y (yes) if this user is to have the administrative function of adding, deleting, and maintaining users, as well as access
to active users, passwords, and profile.
N (no), the default, prohibits this user from viewing and/or accessing the USERS and PROFILE options on the
Administrative Menu.

WARNING
Any user that has authorization for this function is able to authorize themselves or others to perform any of the
administrative functions. Care should be taken when deciding who and how many users may have this authority
as this is a key to security. If a user is authorized for User Maintenance, that user cannot change their own
authorization to N (no).

Override System Defaults

The following options enable the user to override system default options.

• AUTHID= (SQL Authorization ID)
(Required if the query language authorized for this user is SQL, or if personal database is authorized for this user,
or if SQL AND DQL ALLOWED=YES.) Enter a 1- to 18-character authorization ID. This establishes the default
authorization ID of the user for personal database and for all SQL Mode. (No default)

• FNDBLKS= (DQF Blocks Available)
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(Optional) Enter a value from 1 through 99999 to specify the total number of physical blocks on the DQF (found table)
that this user can own at one time during a query execution. Ensure that the value specified for this user still leaves
adequate space for all other users. (The system default is used if this value is zeros.)

• MXREQ= (Maximum Number of Requests)
(Optional) Input a numeric value from 1 through 99999 to specify a search limit for this user that overrides the system
default. This feature limits the amount of time  is to process before pausing to allow the user to end the query. MXREQ
keeps one query from monopolizing the system. (The system default is used if this value is zeros.)

• MXTLR=
(Optional) Indicate a value from 1 through 99999 to specify the number of times  is to relinquish control to other tasks
during a query execution before pausing to allow a user to end processing. (The system default is used if this value is
zeros.)

• NETPRTID= (Network Printer ID)
(Optional) Specify the 1- to 4-character network printer ID used by this user.

• PDBAREA= (Area for Personal Database Tables)
(Optional) Specify the 1- to 32-character name for the  area used as personal tables for this user. Check with the 
Administrator for this information. The default is in the System Option Table or if this is blank, the default is the  SQL
DEFAULT area specified in Multi-User startup options.

• PRIMARY= (Primary Language)
(Optional) Specify the 2-character primary language ID for the primary language of this user. AE (American English),
the default, is automatically distributed with . Your site can also have German, French, or any other language that your
company chooses. (Default is AE.)

• SECONDARY= (Secondary Language)
(Optional) Specify the 2-character secondary language ID for the secondary language of this user. AE (American
English), the default, is automatically distributed with . Your site can also have German, French, or any other language
of your company's choosing. (Default is AE.)

• SORTCTG= (SORTCTG)
(Optional) Input a value from 1 through 16 to specify, in 4096-byte pages, the maximum amount of contiguous storage
area for in-core sorting which  requests of CICS at one time. If this amount is not available when needed,  tries to
allocate a number of smaller areas for the sort.

• SORTPAG= (SORTPAG)
(Optional) Enter a value from 1 to 1024 to specify, in 4096-byte pages, the maximum amount of storage  is to allocate
to process a single sort request without using the database index for sorting. The value specified here overrides the
system default for this user. (The system default is used if this value is zeros.)

Profile Options

The following options enable the user to override system default options.

• ALIASES= (List and Display Aliases)
(Optional)
Y (yes) to include  aliases in the Directory of Tables, Keys and Fields Display, Fields Display, and Keys Display panels.
N (no), the default, excludes  aliases from these display panels. (See the  end-user documentation for details on these
panels.)

• DPCHAR= (Decimal Point Character)
(Optional) Enter 1 character. Specifies the character that the user wishes to use as a decimal point. Do not list as
the last option on a statement. If necessary, add the QUERYLANG= option for the mode in use after DPCHAR=. The
default is the value of the DECPT= parameter in the System Option Table.

• DUPCOLSP= (Suppress Duplicate Columns)
(Optional) Determines if duplicate values for columns specified as control break columns are suppressed in the
generated report.
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Y (yes), the default, the value contained in a control break column is displayed only once. Each time the value in the
control break column changes, the new value is displayed. If the output continues to the top of a new page, the current
value in the control break column is displayed at the top of the new page.
N (no), value prints on every detail line.

• EXPNLSP= (Suppress Execute Panel)
(Optional)
Y (yes) to suppress the display of the Online Execute Query panel. Users would want to suppress the display of the
Online Execute Query panel if their queries always read and collect data and display it on their terminals. Suppressing
the display saves a step during the execution process by accepting the execution defaults.
N (no), the default, causes the Online Execute Query panel to display.

• GROUPDIS= (Group Display)
(Optional) Determines the manner in which a compound field is represented when displayed on a report.
Y (yes), fields comprising the compound field are shown as individual fields.
N (no), the default, a compound field is shown as though it is a single alphanumeric field, even though one or more of
the simple fields contained in the compound field is a numeric field which cannot be printed. (Default is N)

• PRTPFKSP= (Suppress PFKeys on Print)
(Optional)
Y (yes) to suppress the PF key descriptions on the print panel that displays the report.
N (no), the default, causes the PF keys descriptions to display.

Printer Options

The valid printer options are:

• PBANNER= (Print Banner Page)
(Optional)
Y (yes), the default, if the print jobs of the user are preceded with a banner page containing user name, date, and time,
to aid in distributing the reports.
N (no) suppresses the printing of the banner page.

• PCOLS= (Printer Number of Columns)
(Optional) Specify the width of the hardcopy on the network printer by stating the number of columns to print. Indicate a
3-character numeric value. Valid entries are 00 or 80 to 255. (Default is 0.)

• PPGTOGETHER= (Print Pages Together)
(Optional) Use this field when printing a report composed of two adjacent (side-by-side) pages. If the first page (left-
hand page) is labeled A and the second page (right-hand page) is labeled B and the report is three pages in length.
Y (yes), the default, would result in these pages being printed in the order of 1A, 1B, 2A, 2B, 3A, 3B.
N (no) results in a printing order of 1A, 2A, 3A, 1B, 2B, 3B.

• PQRYSTAT= (Print Query Statistics)
(Optional)
Y (yes), the default, if the statistics of the query that produced the report are to print when the report is printed on the
network printer.
N (no) does not print the query statistics.

• PQRYTXT= (Print Query Text)
(Optional)
Y (yes), the default, if the text of the query that produced the report is to be printed when the report is printed on an
online network printer.
N (no) does not print the query text.

• PROWS= (Printer Number of Rows/Page)
(Optional) Specify the number of rows to print on one page of hardcopy on the network printer. Indicate a 3-character
numeric value. Valid entries are 00 or 12 to 255. 1 through 11 are not valid entries. (Default is 0.)

• PRTWINDOWS= (Print Using Windows)
(Optional)
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Y (yes) if the report extends beyond 80 columns and you do not want the report lines to wrap.
N (No), the default, if you want the print lines to use wrapping.

DELETE Statement for DQUSERMT

The DELETE control statement follows the SIGN/ON statement in the job stream. The DELETE control statement is
formatted as follows:

• Columns 1-10
Identifies the type of control statement. The valid entry is DELETE. Left-justify the value with trailing blanks as
necessary.

• Columns 11-72
Specifies the option keyword USER and its value. Enter the user name as the value.

There are no spaces in the keyword portion of the statement. An equal sign (=) separates an option type from its value.

►►─ DELETE ─ USER=userid ─────────────────────────────────────────────────────►◄

• USER=
Specifies the ID of the person todelete from the  system.
– Valid Entries:

A 1- to 32-character user ID
– Default Value:

(No default)

REPORT Statement for DQUSERMT

The REPORT control statement follows the SIGN/ON statement in the job stream. The REPORT control statement is
formatted as follows:

• Columns 1-10
Identifies the type of control statement. The valid entry is REPORT. Left-justify the value with trailing blanks as
necessary.

• Columns 11-72
Specifies the option keyword and its value, as described next.

►►─ REPORT ─┬─ USER= ────────────────────────────────────────────────┬────────►◄

            ├─┬─ userid ─┬───────────────────────────────────────────┤

            │ └─ *ALL* ──┘                                           │

            └─ GROUP1=value ─┬─────────────────────────────────────┬─┘

                             └─ ,GROUP2=value ─┬─────────────────┬─┘

                                               └─ ,GROUP3=value ─┘

• USER=
Specifies the user ID of the person whose authorizations are to be reported. To report the authorizations for every user
defined to the system, code USER=*ALL*.
– Valid Entries:

A 1- to 32-character user ID or *ALL*
– Default Value:

(No default)
• GROUP1=, GROUP2=, and GROUP3=
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Specifies the group ID of the group whose authorizations are to be reported. If you specify GROUP3=, you must also
specify GROUP2=. If you specify GROUP2=, you must also specify GROUP1=.
– Valid Entries:

A 1- to 32-character group ID
– Default Value:

(No default)

Securing Data Access for DQL
Securing access to your company's data is a major part of assuring data integrity. If you determined (using the USERS
administrative option) that all users are to have unlimited read-only access, they can access all tables, rows, and columns
in your database that are not protected by conditions and restrictions. If you do not authorize users for unlimited read-only
access, each user can access only those tables (and their rows and columns) that you specifically assign to them.

Limiting Access to Database Tables

The Database Administrator can list all  tables, rows, and columns that the users are going to query. Determine which
users need to access which tables and list each user and the tables to which they need access. If your site security is
controlled by an external security package, make sure the Security Administrator who manages that package has this
information.  uses the external  security for table and database level access.

Table assignments control what each user sees on the Directory of Tables panel. When a list of tables is requested, the
current authorization ID of the user is used to read the  table for all tables, views, and synonyms for that authorization ID.
Items on the list are checked for read(SELECT) authorization by a call to . Although your site might have specified multiple
DBIDs, all of the data entered under the SECURITY CONTROL administrative function is stored in the  DBID named in
the DQOPTLST macro DDDBID= parameter.

When you add a user to  using the User Table Maintenance panel under the USERS administrative function, 
automatically creates a  PERSON entity-occurrence. This entity-occurrence is added to the dictionary named in the
DDDBID= parameter in the DQOPTLST macro. This entity-occurrence name is the same as the  user ID.

For  Security to work there can be no LOCK or password on the following  tables:

• Person tables
• Authorization
• Relationship

Personal tables created in DQL Mode cannot be accessed by another user unless the user knows the full name of the
table including its AUTHID.

NOTE
database IDs can range from 1 to 5000. However,  internal security only allows three digits for a database ID.
Therefore, if you have tables in databases with IDs greater than 999 that need to be secured, you must use
external security.

In SQL Mode, access to personal tables can only be given by the table creator, using the GRANT command or through 
security. The REVOKE command removes the authorization.

Authorizing Data Access Using the Security Maintenance Menu

In a secure operating environment, each user is authorized to access only the data necessary to perform their job.
Usually, only a select few have a valid need to freely access the database (such as an administrator).

Determine whether you want to allow each user read-only access to all the data in your database through .  allows you to
give users authorization for unlimited read-only access to the database and performs no further table security check on
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the user when they have this authorization (except restricted conditions in DQL Mode).  security or an external security
product is always in effect. We suggest you limit this authorization to only a few administrators.

If a user is assigned unlimited read-only access by specifying Y (yes) for the DATA AUTHORIZED parameter on the User
Table Maintenance panel, that user can access all tables, rows, and columns in your database that are not protected
by  security, or do not have any restrictions assigned to the user or his groups. This user can also access personal tables
of anyone.

If you specify N (no) for this field, that user can access only those tables (and their rows and columns) that you specifically
assign to that user using the SECURITY CONTROL administrative function. The user can still access other users'
personal tables in SQL Mode, if privileges are granted to him.

Regardless of the DATA AUTHORIZED parameter setting, authorize the user, if data is to be modified from DQL
Language queries (for INSERT, UPDATE, and ERASE specifically).

How to Limit Access to Tables

Sign on to  and select the SECURITY CONTROL option from the Administrative Menu or enter the SECURITY command
on the command line.  then displays the Security Maintenance Menu.

 Security Maintenance Menu (DQLA0) 

 =>

 --------------------------------------------------------------------DQLA0

 DATAQUERY: SECURITY MAINTENANCE MENU

 -------------------------------------------------------------------------

 ENTER DESIRED OPTION NUMBER  ___

 1.   DATABASE       - Authorize by CA Datacom/DB Bases and Tables to Users

 2.   USER           - Authorize by User to CA Datacom/DB Bases and Tables

 ----------------------------------------------------------------------

 <PF1> HELP     <PF2>  RETURN

The  SECURITY CONTROL function provides you with the following options to assign a user to a  table:

 Panel Description 

•  DATABASE
This option allows you to name the  ID and tables that you are allowing a user to access.
For details about using this option, see Adding a User to a Table.

•  USER
This option allows you to select the user to assign and then select the  ID and tables to which this user is allowed to
perform the FIND, UPDATE, INSERT, or ERASE commands. You can also copy security from one user to another.
These options allow you to specify whether the user can FIND, UPDATE, INSERT, or ERASE the data on that table.
We suggest that you authorize users to the FIND function for the tables they require. Without this authorization, the
user cannot read the data in the table.
For details about using this option, see Managing Table Authorizations for One User.
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Managing Table Authorizations for One User

To authorize a user to perform FIND, UPDATE, INSERT, or ERASE on specific tables, choose the SECURITY CONTROL
option from the Administrative Menu. Then select USER from the Security Maintenance Menu. To go directly to the
Security User Directory panel, enter SECURITY USER on the command line.  displays the Security User Directory panel.

(To relate multiple users to many tables, an alternative to online entry exists. See Using CA Datacom Datadictionary to
Relate Multiple Users to Tables for details.)

 Security User Directory (DQLM0) 

=>

 Place the cursor on a name and press the appropriate PF key.

 --------------------------------------------------------------------------DQLM0

 DATAQUERY:  SECURITY USER DIRECTORY              START WITH => _______________

 -------------------------------------------------------------------------------

           USER NAME                 | DATE ADDED | DATE USED

 -------------------------------------------------------------------------------

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

 -------------------------------------------------------------------------------

 <PF1> HELP          <PF2>  RETURN   <PF3>  SHOW TABLES   <PF4>  SHOW CODES

 <PF5> COPY SECURITY <PF6>  DELETE   <PF7>  BACKWARD      <PF8>  FORWARD

 <PF9> NOT USED      <PF10> NOT USED <PF11> DELETE TABLES <PF12> DELETE CODES

 Action 

The START WITH field, located in the upper-right corner of this panel, is where you enter the full or partial name of the
user where you want the listing to start. When you press ENTER,  refreshes the SECURITY USER DIRECTORY panel
with the user that you specified on the first line of the listing. You can also page forward using <PF8> FORWARD or
backward using <PF7> BACKWARD until you reach the member that you want to view and/or edit.

 Panel Description 

The panel provides you with a list of users who are defined in the  system. It does not, however tell you which users are
authorized to access  with the external security package. The panel enables you to perform many tasks specified by the
PF keys. The following list explains each column on the panel.

•   USER NAME
Names each user currently authorized on .

•   DATE ADDED
Lists the date the user was added to .

•   DATE USED
Lists the date that the user last accessed .

 PF Keys 
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The following list describes the unique PF keys for the panel-name panel.

 Key  Objective  Result 
<PF3>
SHOW TABLES

Display tables authorized for user selected
with cursor

  displays the Security Table List panel

<PF4>
SHOW CODES

Display profile codes authorized for user
selected with cursor. See Limiting Access to
Columns.

  displays Security Profile Code List panel

<PF5>
COPY SECURITY

Copy user authorization from user selected
with cursor to another user

  displays Directory of User Copy Targets
panel

<PF6> DELETE Delete both table and profile code
authorizations for user selected with cursor

  displays message indicating results

<PF11> DELETE TABLES Delete table authorizations for user
selected with cursor

  displays message indicating results

<PF12> DELETE CODES Delete profile code authorizations for cursor   displays message user selected with
indicating results

 Contents 

  

Modifying Table Authorizations Related to One User

Press <PF3> SHOW TABLES on the Security User Directory panel. The Security Table List panel appears.

 Security Table List (DQLG0) 

  =>

 Place the cursor on a file name to delete or update.  Use PF 3 to add tables.

 --------------------------------------------------------------------------DQLG0

 DATAQUERY:  SECURITY TABLE LIST         USER: ________________________________

 -------------------------------------------------------------------------------

     Database ID   |   DB Table Name |  Find    Update   Insert    Erase

 -------------------------------------------------------------------------------

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

                   |                 |

 -------------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN    <PF3>  ADD         <PF4>  UPDATE

 <PF5> NOT USED       <PF6>  DELETE    <PF7>  BACKWARD    <PF8>  FORWARD

 Panel Description 
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The panel lists tables currently related to the user ID you specified on the Security User Directory panel with their function
authorizations. The following list explains each column on the panel.

•  Database ID
Lists each table name's database ID.

•  DB Table Name
Names each table currently secured to the user.

•  FIND, UPDATE, INSERT, ERASE
Represent the  functions which the users can be authorized to perform. A Y in one of these columns indicates the user
can perform that particular function for the named database ID and table.

The fields on this screen are for display only. No data can be entered.

 Action 

To make any necessary changes or additions on the Security Table List panel, place the cursor on the line with the DB
Table Name and Database ID to modify and press the appropriate PF key. <PF3> ADD, <PF4> UPDATE, and <PF6>
DELETE are discussed in detail on the following pages.

 PF Keys 

The following list describes the PF keys:

 Key  Objective  Result 
CLEAR Return to Security User List panel Menu   displays the Security User List panel
<PF1> HELP Display Help panels   displays the Help panel
<PF2> RETURN Return to previous

panel
Returns to previous panel, or Main Menu

<PF3> ADD Add new database ID
and table for this user

  displays Security Table Maintenance panel

<PF4> UPDATE Update a function authorization for this user   displays Security Table Maintenance panel
<PF5> NOT USED Not in use
<PF6> DELETE Delete a database ID and table for this user   displays message indicating results
<PF7> BACKWARD Scroll to previous page Displays previous page
<PF8> FORWARD Scroll to next page of

list, if any
Displays the next page of list, if any

NOTE
 To use <PF4> ADD or <PF6> DELETE, select a table/DBID using cursor position.

Changing Authorizations

To change function authorizations, select a DBID and table name with the cursor and press <PF4> UPDATE.  displays the
following panel:

 Security Table Maintenance (DQLH0) 

 =>

 Enter the security information and press the appropriate PF key.

 --------------------------------------------------------------------------DQLH0

 DATAQUERY:  SECURITY TABLE MAINTENANCE  USER: ________________________________

 -------------------------------------------------------------------------------

          Data Base ID           :

           DB Table Name         :          (Enter *ALL* for all tables of the
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                                             database ID)

                             Find:

                           Update:

                           Insert:

                            Erase:

 -------------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN    <PF3>  NOT USED    <PF4>  UPDATE D

NOTE
 Removing all the authorizations for a particular user deletes that user from the list the next time the user
attempts to access that table and does not allow access to that table. If external security is in effect, it overrides
any changes you might make on database or table authorizations.

Enter Y or N next to the functions.

If a user had access to only selected tables in a database, to authorize that user access to the entire database, enter
*ALL* as the Table Name. The *ALL* authorization supersedes, but does not delete, the individual table authorizations.

For example, if a user had only FIND access to some tables and you want to give that user full access to the entire
database, enter *ALL* as the Table Name and, on the next panel, add the user with FIND, UPDATE, INSERT, and ERASE
authority. With the *ALL* authorization the user now has FIND, UPDATE, INSERT, and ERASE access to all tables in the
database.

If the user previously had FIND and UPDATE access to a specific table and (with the *ALL* authorization) you specify
FIND access to all tables in the database, the user is able to FIND any table but able to UPDATE only the specific table.

When checking authorization,  looks for individual specific table authorization and if that is not found,  looks for *ALL*
authorization.

Adding Authorizations

To add a new database ID for the selected user, press <PF3> ADD.  displays the Security Table Maintenance panel.

 Security Table Maintenance (DQLH0) 

 =>

 Enter the security information and press the appropriate PF key.

 --------------------------------------------------------------------------DQLH0

 DATAQUERY:  SECURITY TABLE MAINTENANCE  USER: ________________________________

 -------------------------------------------------------------------------------

          Data Base ID           :

           DB Table Name         :          (Enter *ALL* for all tables of the

                                             database ID)

                             Find:

                           Update:

                           Insert:

                            Erase:

 -------------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN    <PF3>  NOT USED    <PF4>  UPDATE D

If external security is in effect, it overrides any changes you might make on user, database, or table authorizations.

 Panel Description 
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The panel provides the means to add authorizations to the user ID you specified on the Security Table List panel. The
following list explains each column on the panel:

•  DATABASE ID
List the 1-3 digit database ID.

•  DB TABLE NAME
Names the table to be related to the user.

•  FIND, UPDATE, INSERT, ERASE
Represent the  functions which the users can be authorized to perform. A Y following a table name and database ID in
one of these columns indicates the user can perform that particular function.

To add a table to this list of accessible tables for this user, enter the 3-digit database ID and the table name, or enter *ALL*
to give the user access to all tables in this database. Press <PF3> ADD to process.

Copying Authorizations

 Summary 

Copying authorizations from one user to another is a quick way to authorize new users to access the same tables and
columns as an existing user. If a user has similar needs as an existing user, you can modify the authorizations after
completing the copy function. You can copy tables only, codes only, or both tables and codes to the new user (target).

 Copying Security 

Copying security is copying database tables and profile codes from one user to another. To copy security, choose the
SECURITY CONTROL option from the Administration Menu. Then select USER on the Security Maintenance Menu.

The new user and the existing user have to be listed on the Security User Directory panel. For more information about
creating new user IDs, see Authorizing Users in .

If external security is in effect, it overrides any changes you may make on user, database, or table authorizations.

Place the cursor on the name of the user to copy and press <PF5> COPY SECURITY.  displays the following panel:

 Directory of User Copy Targets (DQLK0) 

 =>

 Place the cursor on a name for the copy target and press the PF5/17 key.

 --------------------------------------------------------------------------DQLK0

 DATAQUERY:  DIRECTORY OF USER COPY TARGETS       START WITH => _______________

 -------------------------------------------------------------------------------

         Using user : ______________________________  for copy source

 -------------------------------------------------------------------------------

           USER NAME                 | DATE ADDED | DATE USED

 -------------------------------------------------------------------------------

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

                                     |            |

 -------------------------------------------------------------------------------
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 <PF1> HELP           <PF2>  RETURN    <PF3>  COPY TABLES <PF4>  COPY CODES

 <PF5> COPY BOTH      <PF6>  NOT USED  <PF7>  BACKWARD    <PF8>  FORWARD

Place the cursor on the user name who is to receive the authorizations.

 Copying Tables 

To copy only table authorizations to the new user, place the cursor on the new user name and select <PF3> COPY
TABLES.

 Copying Codes 

To copy only profile code authorizations to the new user, place the cursor on the new user name and press <PF4> COPY
CODES.

 Copying All Authorizations 

To copy all of the authorizations from one user to another, place the cursor on the new user name and select <PF5>
COPY BOTH.  displays a message indicating that the copy was successful.

 Changing the Copied Security 

To change any of the copied security, return to the Security User Directory panel, use the PF keys to show codes or
tables, then press the PF key to update the codes or tables.

Adding a User to a Table

External security can override any changes you might make on user, database, or table authorizations. Verify that external
and  authorizations match if you want to maintain user, database and table security with  and with the external package.

To use  to specify a  database for a user to access, perform the following steps:

1. Choose the SECURITY CONTROL option from the Administrative Menu.
2. Select DATABASE from the Security Maintenance Menu.

displays the Security Table Name panel:
Security Table Name (DQLB0)

 =>

Enter the appropriate information and press PF4.

------------------------------------------------------------------DQLB0

DATAQUERY:  SECURITY TABLE NAME

------------------------------------------------------------------------

 Enter the three-digit CA Datacom/DB Database Identifier to be used:

 Database ID :  ___

 Enter the three character CA Datacom/DB Table name:

 Table name: ___

 (Leave blank if you wish to process by

  CA Datacom/DB Database Identifier only)

 <PF1> HELP   <PF2> RETURN     <PF3> NOT USED     <PF4>  DISPLAY USERS
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Panel Description
– DATABASE ID:

Enter a valid 1- to 3-digit database ID. This ID specifies the database that this user is to be authorized to access.
– TABLE NAME:

Enter a valid 1- to 3-alphabetic database table name. This name is the name of the table that this user is authorized
to access. Leave blank if you want to authorize the user for all tables in the specified database ID.

3. Complete the panel and press <PF4> DISPLAY USERS.
displays the Security User List panel.
Security User List (DQLC0)

 =>

 Place the cursor on a name to delete or update.  Use PF3 to add new users.

 --------------------------------------------------------------------------DQLC0

 DATAQUERY:  SECURITY USER LIST                         DBID: ___ TABLE: _____

 -------------------------------------------------------------------------------

           User name                 |  Find  | Update | Insert |  Erase

 -------------------------------------------------------------------------------

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

                                     |        |        |        |

 -------------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN    <PF3>  ADD         <PF4>  UPDATE

 <PF5> NOT USED       <PF6>  DELETE    <PF7>  BACKWARD    <PF8>  FORWARD

The following list describes the unique PF keys on the Security User List panel.

Key Objective Result

<PF3>
ADD

Add a user to the security list of users
authorized to access this table.

Displays Security User Maintenance
panel.

<PF4> UPDATE Updates the user's authorizations. Displays the Security User Maintenance
panel.

<PF6> DELETE Deletes a name from the Security List
panel.

Removes the authorization for the user.

NOTE
To use <PF4> UPDATE or <PF6> DELETE, you must select a user with the cursor position.

To see the entire list, press <PF8> FORWARD until you see the message, LAST PAGE, at the bottom of the screen.
 

4. Press <PF3> ADD.  displays the Security User Maintenance panel.
Security User Maintenance (DQLD0)
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 =>

 Enter the security information and press the appropriate PF key.

 -------------------------------------------------------------------------

 DATAQUERY :  SECURITY USER MAINTENANCE

 --------------------------------------------------------------------DQLD0

           User Name           :

                         Find:

                       Update:

                       Insert:

                        Erase:

 ------------------------------------------------------------------------

 <PF1>  HELP      <PF2>  RETURN      <PF3>  ADD      <PF4>  NOT USED

5. Enter the user name and place a Y in the space opposite each authorized function for that user. This authorizes the
functions for which you want that user to be authorized. Always authorize users for FIND in any table they are to
access.
After you have added a user and authorized the functions, press <PF3> ADD.  verifies the user authorization.

Using CA Datacom Datadictionary to Relate Multiple Users to Tables

When you need to add many table/user authorizations, you can use  as an alternative to using the online  facility. Follow
these steps:

 Step 1 

Build an entity-occurrence for the AUTHORIZATION entity-type for the performance of a function on a particular table. The
format is:

$DQ-tttt-fffiii

•  $DQ
Constant

•  tttt
Identifier for the type of access or update:
– DISR for FIND (retrieval)
– UPDR for UPDATE
– ADDR for INSERT
– DELR for ERASE

•  fff
 table name

•  iii
DATABASE ID

For example, the entity-occurrence for a table named CMP in database 001 for FIND is:

 $DQ-DISR-CMP001 

Define your entity-occurrences to  and put them in production status.

 Step 2 
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Add the user in online . This creates an entity-occurrence within the PERSON entity-type in PROD status. For more
information, see Adding a User to a Table.

 Step 3 

Relate the PERSON in Step 2 to the appropriate AUTHORIZATIONS in Step 1.

Example 

-USR DATACOM-INSTALL,NEWUSER 

-UPD PERSON,name(PROD) 

1003 RELT AUTHORIZATION,$DQ-...(1),PER-ATZ-AUTH -END

 

Limiting Access to Columns

  provides you with the ability to restrict users' access to data using profile codes, restrictions, and conditions. These
security measures are maintained by  and are not overridden by external security.

 Contents 

  

How to Limit Access to Columns using Profile Codes

Profile codes are used to restrict access to data in a specific column, whereas restricted conditions limit access to data in
a specific row based on a particular value in the column. Effective use of profile codes allows you to prohibit unwarranted
access to sensitive data at the column level.

A PROFILE-CODE is a  attribute of the FIELD entity-type used by  to classify fields (columns) into various security groups.
Once the profile-code is established and included in the field definition, only users who are authorized for that profile-code
can FIND and/or UPDATE data in the protected fields. The assignment of profile codes controls which fields the user sees
on the Display Fields panel, unless the user is Data Authorized. If Data Authorized=yes on the User Authorization panel,
the user can display fields but cannot update if they are protected by a profile-code.

At installation, all  FIELD entity-occurrences have a null profile-code. This means that once table level authorization is
granted to a user, that user has the ability to FIND every field (column) in that table. If you assign a profile-code to a
column however, only those users authorized for that profile-code can FIND and/or UPDATE that column.

For example, say you have columns occurring on several rows that contain financial information. Perhaps one column
contains prices of inventory items, another contains information on discount rates for certain customers. If you do not want
all of your users to have access to this information, you assign a profile-code to each column, or you use one profile-code
for both. For this example, use the code MONY for both columns. Then decide which users can access MONY columns.

If a simple column is named in a query and does not have a profile-code assigned, it is secured by the profile-code of its
parent or grandparent, if one exists. If these columns do not have profile codes, the simple columns stated in the query
are unprotected and available to any user with table level authorization.

If a compound field is named in a query and does not have a profile-code assigned, it receives a profile-code belonging to
its parents or grandparents if one exists. If its parents or grandparents do not have a profile-code, the code of its children
or grandchildren is in effect. If none of these fields has a profile-code, the field is unprotected and available to any user
with table level authorization. If a compound field has a profile-code assigned, be aware that all columns that make up the
compound column have the same profile-code.

NOTE
 TheCA Datacom  REDEFINES attribute, which is not recognized by , needs to be handled separately. For
example, if FIELD X is assigned a profile-code ABC, and FIELD Y redefines X, the profile-code ABC does not
carry over to FIELD Y. You need to assign the profile-code ABC to FIELD Y.
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If you are planning your  security needs prior to creation of your database, contact the Database Administrator regarding
your field security needs, so that profile codes can be established and included in the field definitions. Establish the users'
authorizations to profile codes using the  SECURITY CONTROL administrative function.

The  SECURITY CONTROL function provides the following options:

•  SHOW CODES
This option allows you to assign  profile codes which protect sensitive column data to users who need access to the
protected data. A profile-code is an attribute of a column used by  to classify columns into various security groups.
Once a profile-code is established and included in the column definition, only users who are authorized for that code
can access data in the protected columns. If Y (yes) has been specified on the DATA AUTHORIZED field on the User
Table Maintenance panel, a user without profile-code authorization can read the data.

•  COPY SECURITY
This option allows you to copy to another user one or all of the authorizations that have been assigned to one user.
The security access can remain the same or be further modified for the new user.

•  COPY CODES
This option allows you to copy the profile codes assigned to one user to another user. Another method of restricting
access to data is the use of conditions and restrictions. Conditions are created which qualify access to rows of data
based on data values. for more information, see Limiting Access to Rows Using Conditions and Restrictions.

Authorizing Access to Protected Columns

Relating a user to a profile-code allows that user to access columns protected by  profile codes. Plan carefully before
using this function. See your Security Administrator to gain a complete understanding of the implications of profile-code
relationships to be sure that you are following the Security Administrator's security plan.

To establish, display, modify, or delete profile-code relationships for one user, choose the SECURITY CONTROL option
from the Administrative Menu. Then select USER on the Security Maintenance Menu.  displays the Security User
Directory panel. To go directly to the Security User Directory panel, enter SECURITY USER on the command line.

Viewing and Modifying Profile Codes Related to One User

Place the cursor on the user name on the Security User Directory panel. Press <PF4> SHOW CODES, to see the
Security Profile Code List panel.

 Security Profile Code List (DQLI0) 

-------------------------------------------------------------------DQLI0

DATAQUERY:  SECURITY PROFILE CODE LIST   USER:

------------------------------------------------------------------------

   PROFILE CODE  |  FIND  |  UPDATE

------------------------------------------------------------------------

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |

                 |        |
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                 |        |

                 |        |

 LAST PAGE--------------------------------------------------------------

 <PF1>  HELP      <PF2>  RETURN  <PF3>  ADD       <PF4>  UPDATE

 <PF5>  NOT USED  <PF6>  DELETE  <PF7>  BACKWARD  <PF8>  FORWARD

Listed under the PROFILE CODE column heading are the profile codes currently related to the user. A Y in the columns,
FIND and UPDATE, indicates that the user can perform those functions. You can add, modify or delete profile codes and
function authorizations on this screen using the PF keys.

 Deleting 

To delete a profile-code authorization, place the cursor on the profile-code on the Security Profile Code List panel (DQLI0)
and press <PF6> DELETE.

 Changing 

To add or delete a function authorization to an existing authorized profile-code, place the cursor on the profile-code and
press <PF4> UPDATE. Place a Y opposite the function to be added. To remove authorization for a function, tab to the
appropriate field and enter an N. Removing all the authorizations for a particular profile-code deletes that code from the
list the next time the function is selected.

Adding Profile-Code Authorizations

To assign a user authorization to a profile-code and/or its functions, press <PF3> ADD.  displays the following panel:

 Security Code Maintenance (DQLJ0) 

 =>

 Enter the security information and press the appropriate PF key.

------------------------------------------------------------------------DQLJ0

 DATAQUERY:  SECURITY CODE MAINTENANCE  USER: _________________________ ______

-----------------------------------------------------------------------------

           PROFILE CODE          :

                             FIND:

                           UPDATE:

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2>  RETURN         <PF3>  ADD         <PF4>  NOT USED

Enter the name of the profile-code and place a Y opposite the function to be assigned to this user. Press the <PF3> ADD
key to process this assignment.  displays a message indicating that the add is successful.

Limiting Access to Rows Using Conditions and Restrictions

provides you with the ability to restrict users' access to data using profile codes, restrictions, and conditions. These
security measures are maintained by  and are not overridden by external security.

As the  Administrator, you can restrict access to data in a named database according to the value of the data itself. The
vehicle which names the values that cannot be retrieved is called a restriction.

You assign a restriction to an individual user or a user group. A restriction consists of one or more conditions that prevent
retrieval of specific data. A typical condition is ZIP CODE NOT EQUAL 75044. When a query (or dialog) executes against
the restricted database,  inserts the conditions in the query and thus qualifies the data that is retrieved. With this method,
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you apply additional qualifications to a user's queries, allowing the user to view only those rows which satisfy both the
query and the user's assigned restricted condition(s).

To restrict a user, follow these steps:

Step 1

Define the condition, giving it a name.

Step 2

List its name on the panel that defines a named restriction.

Step 3

Decide which user or group of users to restrict with the condition. Use the RESTRICTIONS option on the Administrative
Menu to assign the condition to an individual user.

Maintaining Conditions

A condition is appended with an AND to any query or dialog in which the user accesses a table for which data access is
restricted. For example,

FIND ALL SALES WITH YTD-SALES GT 1000

AND id=15 AND CITY=DALLAS

This condition limits the users access to data based on the content of the data in two columns. id=15 allows the user to
access only those rows in the table in which the value of the ID is equal to 15. Any other rows where the ID is not equal
to 15 are not accessible. Furthermore, this condition limits access to those rows in which ID=15 and CITY=DALLAS. If a
row met the first condition criteria, id=15, but did not meet the second condition criteria, CITY=DALLAS, the user would be
unable to access any data in that row. The only data the user can access is in the rows that meet the criteria specified in
the condition.

  

Access Conditions

To create, view, or edit a condition, begin by selecting the CONDITIONS option from the Administrative Menu, or use the
CONDITION command from the command line.  displays the Directory of Conditions. A sample Directory of Conditions
panel follows:

 Directory of Conditions (DQKW0) 

=>

Place the cursor on a name to delete or edit and press the appropriate PFkey

--------------------------------------------------------------------------DQKW0

DATAQUERY: DIRECTORY OF CONDITIONS                START WITH: _______________

-------------------------------------------------------------------------------

     CONDITION NAME                |  TABLE NAME

-------------------------------------------------------------------------------

                                   |

                                   |

                                  ...

                                   |

-------------------------------------------------------------------------------

<PF1>  HELP       <PF2>  RETURN       <PF3>  CREATE       <PF4>  EDIT

<PF5>  NOT USED   <PF6>  DELETE       <PF7>  BACKWARD     <PF8>  FORWARD

 Action 
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The START WITH: field, located in the upper-right corner of this panel, is where you enter the full or partial condition
where you want the listing to start. When you press Enter,  displays the condition specified on the first line of the listing.
You can also page forward using <PF8> FORWARD or backward using <PF7> BACKWARD until you reach the member
that you want to view and/or edit.

 Panel Description 

The following list describes each column of the Directory of Conditions panel.

•  CONDITION NAME
Alphabetical listing of all existing conditions.

•  TABLE NAME
Name of the table to which this condition applies.

 PF Keys 

The following PF keys are unique to the Directory of Conditions panel. The remainder of this section explains each
function.

 Key  Objective  Result 
<PF3> CREATE Create a new

condition
  displays the Editor panel

<PF4>
EDIT

Display or modify an existing condition Display that condition on the Editor panel

<PF6> DELETE Delete a condition   removes that condition

NOTE
 <PF4> EDIT and <PF6> DELETE require selection of a condition using the cursor position.

Creating a Condition

When you want to create a new condition, choose the CONDITIONS option from the Administrative Menu, or use the
CONDITION command on the command line. When the Directory of Conditions panel appears, press <PF3> CREATE to
create a new condition.  then displays the Editor panel allowing you to input your condition.

Following is a sample Editor panel that appears when you press <PF3> CREATE during display of the Directory of
Conditions.

 Sample Editor Panel from the Dir. of Conditions 

 =>

 CREATION PANEL

 --------------------------------------------------------------------------DQD10

 DATAQUERY:  EDITOR            CURRENT TABLE:  ________________________________

 -------------------------------------------------------------------------------

 NAME:          _______________                   TYPE: COND__

 DESCRIPTION:   ___________________________________________________________

    ....+....1....+....2....+....3....+....4....+....5....+....6....+....7....+.

 .. ================================ T O P =====================================

 ..

 ..

 ..

 .. ============================ B O T T O M ===================================

 -------------------------------------------------------------------------------

 <PF1> HELP          <PF2>  RETURN     <PF3>  NOT USED       <PF4>  SAVE
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 <PF5> NOT USED      <PF6>  DELETE     <PF7>  BACKWARD       <PF8>  FORWARD

 <PF9> UPDATE        <PF10> NOT USED   <PF11> RIGHT/LEFT     <PF12> NOT USED

 Action 

Complete the top of the panel and write the condition in the text area of the panel.

•  NAME
Enter the 1- to 15-character alphanumeric name for this condition. Supply the table name on which this condition is
based in the Current Table field. Remember to give your condition a unique name.

•  TYPE
 supplies COND to specify that this is a condition and is to be saved in the condition library.

•  DESCRIPTION
Enter explanatory information about this condition.  displays this description on the Directory of Conditions panel and
other condition-related panels.

When the top of the panel is complete, enter the condition. Conditions can either include WITH or not. Either way is valid.
Press <PF4> SAVE to save the condition.

 Next Step 

The next step in applying the condition to a specific table is to assign the condition to a restriction definition. Select
RESTRICTIONS from the Administrative Menu and see Maintaining Restrictions.

 Examples 

Some examples of conditions are:

ZIPCODE='75243'

CITY NE 'DALLAS'

Modifying Existing Conditions

To modify an existing condition, select the CONDITIONS option from the Administrative Menu, or use the CONDITION
command from the command line. When  displays the Directory of Conditions panel, scroll through the listing of condition
names until you display the condition you want to edit. Position the cursor beside that condition and press <PF4>
EDIT.  displays that condition on the Editor panel.

When you have finished making changes to the condition, press <PF9> UPDATE to update the condition library with this
new version. If you leave the Editor panel without pressing <PF9> UPDATE,  does not replace the original version of
the condition with the displayed modified version. If you want to retain your original version and also save your modified
version, type a new name over the original name and press <PF4> SAVE to save the new version.

Deleting Conditions

To delete a condition from , select the CONDITIONS option from the Administrative Menu, or use the CONDITION
command from the command line. When  displays the Directory of Conditions panel, scroll through the listing of condition
names until you display the condition you want to delete. Position the cursor beside that condition and press <PF6>
DELETE.  immediately deletes that condition and refreshes the panel. All restrictions containing the deleted condition
should be updated, although, the deleted condition is ignored when the restriction is applied at query execution.

Once you have deleted a condition from the Directory of Conditions panel, that condition no longer exists. If you have
made an error, you must re-create that condition or restore it from a backup.

You can also delete a condition while viewing it on the Editor panel. Because the condition displayed on the Editor panel
is in the Active Query Area, the deleted condition can be immediately restored by entering EDIT * in the command field.
When  redisplays the condition, you must save that condition as if it were a new condition by pressing <PF4> SAVE.
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Using Restricted Conditions

When you need to allow users access to some, but not all, of the rows in a table, you use restricted conditions. When you
restrict access by column content (the value at the intersection of every row and column) you restrict access to part of
the data within that table. You define the condition, giving it a name, identifying the table, and stating the condition. For
instance, the condition may restrict access to all SALES rows containing a value of 15 in the column for sales ID and a
value of DALLAS in the city column. The administrator who is authorized to access the CONDITIONS function creates the
condition following your specifications.

A condition results in restricting the user's access to data in that table. That user can only access data that meets the
qualifications of the condition. In the condition shown next, the user is permitted to access only those rows that have an ID
of 20 and a city of Dallas.

WITH id=20 AND CITY=DALLAS

  automatically appends the condition to the DQL Language query or DQL Language dialog. The condition is transparent
to the user.

You also decide which user or group of users to restrict with the condition. The administrator with RESTRICTIONS
authorization assigns the condition(s) to an individual user. If you have assigned group levels to users that identify them
as belonging to specific groups, you can restrict the condition(s) to a group(s).

For example, if you have defined a high-order (level 1) group named Sales, a middle-order (level 2) group named Dallas,
and a low-order (level 3) group named Clerical, and if your company maintains sales rows for all branches in the same
table and each row contains a branch code. The branch codes may be:

Austin - 10
Dallas - 20

Houston - 30
Midland - 40

If you want clerical users in the Dallas branch to access only the rows for their branch, you create a restricted condition
that prevents them from accessing rows that do not contain a 20 in the column for branch codes. Then you assign that
restricted condition to all users having a high-order level 1 group of Sales, middle-order level 2 group of Dallas, and a low-
order level 3 group of Clerical. You could, of course, assign the restriction to each user individually, if you prefer. Assigning
by groups simplifies administration when personnel change job functions or move within the organization of your company
frequently.

A restriction can contain multiple conditions. The maximum is 40 conditions and the minimum is 1 condition. The condition
must apply to the same  table as the restriction. The restriction is then assigned to a user and/or a group level(s).

You cannot restrict access to data using Conditions and Restrictions in SQL Mode.

Maintaining Restrictions

A restriction is a list of 1 to 40 conditions which are to be applied to the specified user or group when they access a given
table. The user and/or group(s) can access only the rows (based on the content of the data in the row) in the specified
table that do not contain restricted data.

Using Conditions to Restrict Data

The table specified in the restriction must match the table specified in each listed condition. There can be only one
restriction per user per table and one restriction per group per table. If an individual user is assigned both an individual
and a group restriction, both are applied.

Action

Once you know which table-related conditions you want to apply to a user or group to limit their access to a particular
table, select RESTRICTIONS from the Administrative Menu, or use the RESTRICT command from the command line. 
responds by displaying the Directory of Restrictions panel. A sample Directory of Restrictions panel follows:
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Directory of Restrictions (DQKX0)

 =>

Place cursor on a name and press the appropriate PFkey

--------------------------------------------------------------------------DQKX0

DATAQUERY: DIRECTORY OF RESTRICTIONS   START WITH: ____________________________

-------------------------------------------------------------------------------

    USER NAME OR GROUP ID          |  TABLE NAME

-------------------------------------------------------------------------------

                                   |

                                   |

                                  ...

                                   |

                                   |

-------------------------------------------------------------------------------

<PF1>  HELP       <PF2>  RETURN       <PF3>  CREATE       <PF4>  EDIT

<PF5>  NOT USED   <PF6>  DELETE       <PF7>  BACKWARD     <PF8>  FORWARD

 

Action

The START WITH: field, located in the upper-right corner of this panel, is where you enter the full or partial name of the
user name or group ID where you want the listing to start. When you press Enter,  refreshes the Directory of Restrictions
panel with the user or group ID that you specified on the first line of the listing. You can also page forward using <PF8>
FORWARD or backward using <PF7> BACKWARD until you reach the member that you want to view and/or edit.

Panel Description

The following list describes each column of the Directory of Restrictions panel.

• USER NAME or GROUP ID
Alphabetical listing of all existing users and groups for which there is a restricted condition.

• TABLE NAME
Table for which this condition has been created.

PF Keys

The following list describes the PF keys on the Directory of Restrictions panel.

Key Objective Result
<PF3> CREATE Create a new restriction displays the Editor panel
<PF4> EDIT Modify an existing restriction Displays that restriction
<PF6> DELETE Delete a restriction removes that restriction

NOTE
<PF4> EDIT and <PF6> DELETE require selecting a restriction using the cursor position.

Creating and Modifying Restrictions

To create or modify an existing restriction, choose the RESTRICTIONS option from the Administrative Menu, or use the
RESTRICT command from the command line. When the Directory of Restrictions panel appears, position the cursor next
to a restriction and press <PF3> EDIT to modify an existing restriction.  then displays the Restriction Edit panel, as shown
in the following example, allowing you to modify the existing restriction relative to a user or group.

Restriction Edit (DQKA0)

  =>
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 OVERTYPE THE CONDITIONS TO BE MODIFIED AND PRESS <PF4> TO COMPLETE THE UPDATE

 --------------------------------------------------------------------------DQKA0

 DATAQUERY:  RESTRICTION EDIT

 -------------------------------------------------------------------------------

 USER          ________________________________

 GROUP ID: LV1 _______________  LV2 _______________  LV3 _______________

 TABLE:        ________________________________

 -------------------------------------------------------------------------------

 CONDITIONS:

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

 -------------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN   <PF3> DISPLAY CONDITION <PF4>  SAVE

 <PF5>  LIST CONDS <PF6>  DELETE   <PF7> NOT USED          <PF8>  NOT USED

 

Panel Description

A list of the fields and descriptions from the Restriction Edit panels follows.

• USER
Enter the user name to whom this restriction applies. If you do not enter a user name, you must specify a Group ID.

• GROUP ID:
Specify one of the following against which this restriction is to apply.
– A group level 1 (LV1)
– A group level 1 (LV1) and a group level 2 (LV2),
– A group level 1 (LV1) and a group level 2 (LV2), and a group level 3 (LV3) group ID
If you do not enter a group ID, you must enter a user name.

• TABLE:
Enter the  TABLE entity-name that names the table to which you want to limit access.  requires that the condition
applies to the same table as the associated restriction.

• CONDITIONS:
Enter one or more condition names which are to restrict the user's and group's access to the named table. The
conditions named are connected by AND and processed at query execution time.

Displaying a Condition

To review a condition that you have listed on the Restriction Edit panel, press <PF3> DISPLAY CONDITION. (The cursor
must be positioned by the condition name.)  displays that condition on the Editor panel. Press <PF2> RETURN when you
have finished viewing the condition to return to the Restriction Edit panel.

Saving Your Restriction

When you are creating or editing a restriction on the Restriction Edit panel, you must save your work. Simply press <PF4>
SAVE before leaving this panel.  saves your new restriction, lists it on the Directory of Restrictions panel, and puts it
into effect for the designated user(s) and/or group(s) when they execute a query that accesses the table to which this
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restriction applies. (If you have applied a condition to a user who is outside of your group, the assignment will not be listed
on your panel, even though it exists.)

Viewing a Listing of Existing Conditions

When you are viewing the Restriction Edit panel, you might want to refresh your memory as to what the names of the
existing conditions are and their associated table names. When you press <PF5> LIST CONDS,  displays the Directory
of Conditions panel for that purpose. For more information about the Directory of Conditions panel, see Maintaining
Conditions.

Deleting a Condition Within a Restriction

When you want to remove one or more conditions imposed on a user and/or a group, begin by selecting the
RESTRICTIONS option from the Administrative Menu, or use the RESTRICT command from the command line. When 
displays the Directory of Restrictions panel, position the cursor beside the user name or group ID that you want to modify.
Then press <PF4> EDIT to display the Restriction Edit panel.

Position the cursor on the condition name that you want to delete and blank it out, or use Erase End of Field and press
<PF4> SAVE to save.  immediately deletes that condition and refreshes the panel. The change in the restriction is not
applicable to any user or group ID listed in the restriction until the next time that a query is executed that accesses that
restricted table.

requires that a restriction must contain at least one condition.

Deleting Restrictions

When you need to remove a restriction from a user or group, begin by selecting the RESTRICTIONS option from
the Administrative Menu, or using the RESTRICTIONS command from the command line.  displays the Directory of
Restrictions panel.

Scroll through this panel until you locate the user or group name and its associated table name. Position the cursor beside
the user or group and press <PF6> DELETE.  immediately deletes that restriction and refreshes the panel. The restriction
is no longer in effect when the user or a user assigned to the group accesses the previously restricted table.

Sample Condition and Restriction

The following is a step-by-step example of how to create a restricted condition using the Sample Order Entry Database.

Assume that your company has sales offices in New York, San Francisco, Dallas, and Atlanta. In each sales office is an
accounting department. The accounting department in Dallas does not need to access data for any state except Texas
from the CA-CUST-REC table. To restrict the CPAs in the Dallas sales office to records from the CA-CUST-REC table with
STATE=TX, perform the following steps:

Step 1

Assign these group levels to all CPAs in Dallas using the USERS option on the Administrative Menu:

• Group Level 1 = SALES
• Group Level 2 = DALLAS
• Group Level 3 = ACCOUNTING

Sample User File (Table) Maintenance (DQKN0)

 =>

 Enter the user information and press the appropriate PF key

 --------------------------------------------------------------------------DQKN0

 DATAQUERY:  USER FILE MAINTENANCE

 -------------------------------------------------------------------------------
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  USER NAME           : DALCPA1

  PASSWORD            :                           OPTIONAL

  ACCOUNTING CODE     :                           OPTIONAL

  QUERY LANGUAGE      :  DQL                      SQL OR DQL

  SQL AUTHORIZATION ID:                           REQUIRED FOR SQL OR PDB

  GROUP LEVEL 1       :  SALES                    OPTIONAL

  GROUP LEVEL 2       :  DALLAS                   IF USED, LEVEL 1 REQUIRED

  GROUP LEVEL 3       :  ACCOUNTING               IF USED, LEVEL 2 REQUIRED

 DQ SYSTEM STATUS.

  DATA AUTHORIZED     :    ASSOCIATE USER       :    PERSONAL DATABASE      :

  SUBMIT ALLOWED      :    EXPORT ALLOWED       :    EMAIL ALLOWED          :

  SQL AND DQL ALLOWED :    SQL DATA DEF ALLOWED :    SQL DATA MAINT ALLOWED :

 SYSTEM ADMINISTRATIVE MENU ITEMS AUTHORIZED FOR.

  CONDITIONS          :    RESTRICTIONS         :    PRINTER CONTROL        :

  JCL MAINTENANCE     :    DIAGNOSTICS          :    LANGUAGE               :

  USER MAINTENANCE    :    FOUND SET MAINT      :    QUERY LIBRARY MAINT    :

  SECURITY            :

 -------------------------------------------------------------------------------

 <PF1> HELP      <PF2> RETURN       <PF3> ADD          <PF4> OVERRIDE DEFAULTS

Step 2

Create a condition using the CONDITIONS option on the Administrative Menu for the CA-CUST-REC table which states:

WITH STATE = 'TX'

Sample Condition

 =>

 CREATION PANEL

 --------------------------------------------------------------------------DQD10

 DATAQUERY:  EDITOR            CURRENT TABLE:  CA-CUST-REC____________________

 -------------------------------------------------------------------------------

 NAME:          CPA-COND_______                   TYPE: COND__                _

 DESCRIPTION:   ___________________________________________________________

    ....+....1....+....2....+....3....+....4....+....5....+....6....+....7....+.

 .. ================================ T O P =====================================

 .. WITH STATE = 'TX'

 ..

 ..

 ..

 ..

 ..

 ..

 ..

 ..

 ..

    ===========================  B O T T O M  ==================================

 -------------------------------------------------------------------------------

 <PF1> HELP          <PF2>  RETURN     <PF3>  DISPLAY FIELDS <PF4>  DISPLAY KEYS

 <PF5> DISPLAY ALL   <PF6>  LIST TABLES<PF7>  BACKWARD       <PF8>  FORWARD

 <PF9> TEMPLATE      <PF10> VALIDATE   <PF11> RIGHT/LEFT     <PF12> PROCESS MODE
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Step 3

Create a restriction for the CA-CUST-REC table specifying the groups as SALES, DALLAS, and ACCOUNTING and
listing the condition created in Step 2 named CPA-COND. Press <PF4> SAVE to save the restriction.

Sample Restriction

 =>

 OVERTYPE THE CONDITIONS TO BE MODIFIED AND PRESS <PF4> TO COMPLETE THE UPDATE

 --------------------------------------------------------------------------DQKA0

 DATAQUERY:  RESTRICTION EDIT

 -------------------------------------------------------------------------------

 OPERATOR      ________________________________

 GROUP ID: LV1 SALES__________  LV2 DALLAS_________  LV3 ACCOUNTING_____

 TABLE:        CA-CUST-REC____________________

 -------------------------------------------------------------------------------

 CONDITIONS:

     CPA-COND_______  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

     _______________  _______________  _______________  _______________

 -------------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN   <PF3> DISPLAY CONDITION <PF4>  SAVE

 <PF5>  LIST CONDS <PF6>  DELETE   <PF7> NOT USED          <PF8>  NOT USED

You have now successfully restricted access to data in the CA-CUST-REC table. Users whose group assignments match
these are restricted using the CPA-COND condition when they try to access the CA-CUST-REC table. An additional
selection criteria, WITH STATE = 'TX' has been added to any qualifying criteria which the user presents to access this
table.

Condition/Restriction Reporting (DQCRRPT)

If you have condition/restriction authorization specified on the Administrative Menu you can request Condition/Restriction
reports using the DQCRRPT utility. A Status Report is printed at the end of the report that indicates if the request was
successful or if an error was found in the request.

• Condition reports print the following for each condition:
– The name of the condition
– The table name
– The text of the condition
– A list of the restrictions in which the condition appears

• Restriction reports print the following for each restriction:
– The name of the restriction
– The user or group to which the restriction applies
– A list of all conditions within the restriction
– The text of each condition
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Use the report control statements to identify the functions performed by DQCRRPT. A maximum of 60 report and
maintenance control statements is allowed. There are five types of report control statements:

• SIGN/ON
(Required) Specifies the user ID and password. Only one SIGN/ON statement is allowed and it must be the first
statement in the job stream.

• REPORT
(Required) Specifies the title of the report to be produced with this run, and the Restrictions and the Table name to be
reported.

• CONDITION
(Optional) Specifies the Condition name for the report to be produced with this run.

• USER
(Optional) Specifies the userid for the report to be produced.

• GROUP
(Optional) Selects the group for the report to be produced.

Enter the control statements in the following sequence:

For Condition Reports:
SIGN/ON
REPORT
CONDITION

For Restriction Reports:
SIGN/ON
REPORT
USER
GROUP

JCL Samples

Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters in a
statement indicate a value you must supply. Code all statements to your site and installation standards.

Sample z/OS JCL

  //jobname    See the note above and .

  //       EXEC PGM=DQCRRPT

  //STEPLIB    See the note above and Listing Libraries for CA Datacom Products. 

  //SYSUDUMP DD SYSOUT=*

  //SYSPRINT DD SYSOUT=*                            Print Output

  //SNAPER   DD SYSOUT=*

  //SYSIN    DD *                                   Command input

  SIGN/ON userid PASSWORD password

  REPORT    TITLE=CONDITION,TABLE=PAYROLL

  CONDITION NAME=TAXES

  REPORT    TITLE=CONDITION

  REPORT    TITLE=RESTRICTION,TABLE=PAYROLL

  GROUP     LEVELS=LEVEL1,LEVEL2,LEVEL3

  GROUP     LEVELS=LEVEL1

  USER      NAME=userid

  REPORT    TITLE=RESTRICTION

  /*

  //

 

Sample z/VSE JCL

  * $$ JOB ...          See the note above and .

  * $$ LST ...
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  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see Listing Libraries for CA Datacom Products. 

  // EXEC DQCRRPT

  SIGN/ON userid PASSWORD password

  REPORT    TITLE=CONDITION,TABLE=PAYROLL

  CONDITION NAME=TAXES

  REPORT    TITLE=CONDITION

  REPORT    TITLE=RESTRICTION,TABLE=PAYROLL

  GROUP     LEVELS=LEVEL1,LEVEL2,LEVEL3

  GROUP     LEVELS=LEVEL1

  USER      NAME=userid

  REPORT    TITLE=RESTRICTION

  /*

  /&

  * $$ EOJ

 

SIGN/ON Statement for DQCRRPT

For all of the functions, the first control statement is the SIGN/ON statement. The SIGN/ON control statement is formatted
as follows:

 ►►─ SIGN/ON ─ userid ─ PASSWORD ─ password ───────────────────────►◄

 

• SIGN/ON
Specifies the user ID and password. Only one SIGN/ON statement is allowed and it must be the first statement in the
job stream.

• userid
Specifies the user ID of the person executing the DQCRRPT utility.
– Valid Entries:

A 1- to 32-character user ID
– Default Value:

(No default)
• password

Specifies the password of the person executing the DQCRRPT utility. The password is only required when one has
been assigned to the user ID.
– Valid Entries:

A 1- to 9-character password
– Default Value:

(No default)

The control statement SIGN/ON is formatted as follows:

• 1-8
Identifies the type of control statement. The valid entry is SIGN/ON. Left justify the value with one trailing blank,
followed by the user ID.

REPORT and CONDITION Statement for DQCRRPT
 ►►─ REPORT ─ TITLE=CONDITION ─┬───────────────────────────┬───────────────────►

                              └─ ,TABLE= ─┬─ tablename ─┬─┘

                                          └─ ALL ◄ ─────┘

 

 ►─┬────────────────────────────┬─┬─────────────────────────────────┬─────────►◄
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   └─ ,RESTRICTIONS= ─┬─ YES ─┬─┘ └─ CONDITION NAME=condition name ─┘

                      └─ NO ──┘

 

REPORT Statement

The condition REPORT statement follows the SIGNON statement in the job stream. The control statement REPORT is
formatted as follows:

• 1-10
Identifies the type of control statement. The only valid entry is REPORT. Left justify the value with trailing blanks as
necessary.

• 11-72
Specifies the option keywords and their values:
– TITLE=

Specifies the type of report to be executed.
Valid Entries: CONDITION
Default Value: (No default)

– ,TABLE=
Specifies the name of the table for which conditions are to be reported (or ALL to report conditions for all tables).
Valid Entries: A 1- to 32-character table name or ALL
Default Value: ALL

– ,RESTRICTIONS=
Specifies whether you want to have the restrictions reported for each condition.
Valid Entries: YES or NO
Default Value: NO

There are no spaces in the keyword portion of the statement. An equal sign (=) separates an option type from its value
and a comma separates the options. Do not enter options past column 72. Left justify the value with trailing blanks as
necessary.

CONDITION Statement

If specified, the CONDITION statement follows the REPORT statement in the job stream. Unless a CONDITION
statement is coded, all conditions are reported. Any table named on REPORT statement applies to the CONDITION
statements that follow. The CONDITION statement is formatted as follows:

• 1-10
Identifies the type of control statement. The only valid entry is CONDITION. Left justify the value with trailing blanks as
necessary.

• 11-72
Specifies the optional keywords and values. The NAME= keyword is required if a condition statement is coded.
– NAME=

Specifies the name of the condition to be reported.
Valid Entries: A 1- to 15-character condition name
Default Value: (No default)

NOTE
You can request multiple reports that list single conditions by using the NAME= statement.

REPORT, USER, and GROUP Statement for DQCRRPT
 ├── REPORT ─ TITLE=RESTRICTION ─┬────────────────────┬────────────────────────►

                                └─ ,TABLE=tablename ─┘
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 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄

   ├─ USER ─ NAME=userid ───────────────────────────────────────┤

   └─ GROUP ─ LEVELS= ─┬─ level1 ─┬─────────────────────────┬─┬─┘

                       │          └─ ,level2 ─┬───────────┬─┘ │

                       │                      └─ ,level3 ─┘   │

                       └─ ALL ────────────────────────────────┘

 

REPORT Statement

The Restriction REPORT statement follows the SIGNON statement in the job stream. The control statement REPORT is
formatted as follows:

• 1-10
Identifies the type of control statement. The valid entry is REPORT.

• 11-72
Specifies the option keywords and their values. All Conditions within a Restriction are listed on a Restriction Report.
The valid entries are:
– TITLE=

(Required) Specifies the type of report to be executed.
Valid Entries: RESTRICTION
Default Value: (No default)

– ,TABLE=
(Optional) Specifies the name of the table to be reported.
Valid Entries: A 1- to 9-character table name
Default Value: All tables are reported.
Any table named on REPORT statement applies to USER and GROUP statements that follow. The default is ALL.

There are no spaces in the keyword portion of the statement. An equal sign (=) separates an option type from its value,
and a comma separates the options. Do not enter options past column 72.

USER and GROUP Statements

The optional USER or GROUP statement is formatted as follows:

• 1-10
Identifies the type of control statement. Valid entries are USER and GROUP.

• 11-72
Specifies the option keywords and their values, as described next:
– NAME=

Identifies the userid to be reported. NAME= is required if a USER statement is coded.
Valid Entries: A  userid
Default Value: All users are reported

– LEVELS=
Specifies one to three group names to be reported. LEVELS= is required if a GROUP statement is coded. To report
on all groups, code LEVELS=ALL or omit the GROUP statement.
Valid Entries: A  userid
Default Value: All users are reported

There are no spaces in the keyword portion of the statement. An equal sign (=) separates an option type from its value,
and a comma separates the options. Do not enter options past column 72. If no USER or GROUP statements are
coded,  reports all restrictions. You can use multiple USER and GROUP statements following the REPORT statement.

Securing Data Access for SQL
Security is an important consideration in the use of SQL.
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When you authorize users to use SQL, only  data security is in effect which means that  assumes that the user can access
the entire database. Consult with the  Security Administrator for a complete understanding of  security.

Security provides the following security measures for SQL Mode:

• Password access on a system, query group, or individual level
• SQL Mode authorization to use

– SQL
– Specific SQL commands

INSERT, UPDATE, and DELETE
CREATE, COMMENT ON, DROP, GRANT, and REVOKE

– Personal tables
• Query access

Assigning Password Access

provides the ability to assign passwords on:

• An individual level allowing each user to access  who has an authorized password
• Query group level allowing authorized users to access  if they have the authorized group password
• A system level allowing all users to access  who use the assigned system password

Limiting SQL Authorization

provides your users with access to SQL with the option of using:

• SELECT only
• Data Definition Language with use of CREATE, COMMENT ON, DROP, GRANT, and REVOKE commands
• Data Maintenance Language with use of INSERT, UPDATE, and DELETE commands

We suggest that you limit authorization to Data Definition Language and Data Maintenance Language to a  Administrator.
The  Administrator can create the necessary queries to perform these functions on the tables and/or data where
appropriate, thus safeguarding the integrity of your system and its data.

Limiting Access to Queries

When the DQOPTLST parameter, QRYGRPS=YES, is specified, you can assign group IDs to a query allowing only the
users assigned to those group IDs access to that query. When QRYGRPS=YES, only the administrator authorized to the
LIBRARY function can update or delete that query. If QRYGRPS=NO, the author of a public or private query and the 
Administrator can update or delete the query.

The mode (DQL or SQL) and the authorization control access to a query. DQL Mode users can access a DQL Language
query, but cannot access SQL queries unless they are authorized to use SQL and are using SQL Mode at the time. SQL
users can access only SQL queries unless authorized to use DQL Mode as well.

If the query is private, only the author of the query and the authorized administrator are permitted to access the query
regardless of the value assigned to the QRYGRPS= parameter. If QRYGRPS=YES, and the query is public and not
assigned to a group, all users can access the query. If a query's group assignments are all blank, all users can access that
query. All of the user's accessible queries are displayed on that user's query library listing.

Since queries access the information in the database as defined in the query itself, the definition of the query as public
or private and the assignment of the query to a group or multiple groups impacts the integrity of your data security. A
user can only access those queries that they have created (if they are a conventional user), those that are public, and, if
QRYGRPS=YES, those that are assigned to the group IDs matching the user's group IDs and the matching mode.
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The DQOPTLST macro parameter, QRYGRPS=, has to be specified as YES so that you can implement the group
assignments to queries. If QRYGRPS=NO,  ignores group level IDs in determining access to a query.

Using Schemas

When a user is added with a private SQL authorization specified, such as is required for SQL use,  automatically creates
a schema in  for the SQL authorization ID. A schema defines the individual user's SQL environment. Users must have
a schema associated with an authorization ID to use SQL. A schema contains all table, view and privilege definitions
owned by a given authorization ID. Any definitions created by the user are automatically added to the schema for the
authorization ID specified when he creates the SQL object.

AUTHIDs or schemas are not used for security. SQL security ( security) is based on accessor ID and not an AUTHID.

Creating Personal Tables

The user can use the STORE command to create tables using the data retrieved by a query for his own use. The STORE
command creates a table in the user's personal authorization ID and populates the table with the results of the current
query. The user can have the data in his own personal tables and then update the tables once a week or whenever
convenient.

The Personal Database Facility adds the necessary authorizations required by DQL Language, automatically to personal
tables, except when external security is in use. A user who is allowed to use both DQL Language and SQL can access
his personal tables from either query mode. A user who is authorized to use SQL only can access another user's personal
tables if access privileges have been granted by the owner. Allow users access to personal tables that they require to
perform their job functions.

Here are some considerations for the use of PDB (personal data base) and the STORE command. With these functions,
tables are created (by using SQL) into an area specified in the user's profile (this profile information is still used even
when external security is in effect for ). The area must be in a database for which the user has both "create" authority and 
authority to do maintenance. The area and database should be built separately for each user (or group of users) that are
allowed PDB authority, so that these tables are not put into any arbitrary database.

You can select portions of tables for a user to access, then use the  Editor to create a view of a portion of a table. The use
of views allows users access to the portion of data that they require to perform their job and protects the rest of the data
from unnecessary access.

Assigning Access to Portions of Tables

In SQL Mode, if a user has the need to use only part of a table but does not need to access the entire table, you can
create a view of the necessary data and protect the remainder of the table.

You can select portions of tables for a user to access, then have the  Administrator (or whoever you have authorized
to use Data Definition Language) use the  Editor to create a view of a portion of a table. The use of views allows users
access to the portion of data that they require to perform their job and protects the rest of the data from unnecessary
access. See  documentation for more information on the use of views.

You can use the  Editor to create a view of a portion of a table. The following is an example of a view created for a user to
use to access columns in the CASUPL table. The view states the selected columns names and a search criteria.

Following is an example of an SQL view named SUPPLY:

   CREATE VIEW SUPPLY

     (SNUM, SNAME, STATUS, CITY)

   AS SELECT ALL

     SNUM, SNAME, STATUS, CITY

   FROM CASUPL
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   WHERE STATUS > 10

Now when the user accesses the logical table, SUPPLY, the user only accesses the rows of CASUPL when the column
status contains a value GT 10.

Using SYNONYM Access

The use of a synonym provides an alternate name for a table. The synonym is a convenience that allows the user to avoid
naming both the authorization ID and the table name (authid.tablename) in the query. It has no effect on security. The
CREATE SYNONYM command names the authorization ID of the owner and the alternate table name. The other user
accesses the table by using the alternate table name in his queries.

Considering CA Datacom System Security (SQL)
SQL security in  can be used in addition to  security to control access to tables. If SQL security is activated at your site,
users need to be assigned access to tables before they can access the data in the tables using . For  SQL Mode, SQL
security is the only access control in effect. If your site has an open security system, the security is open to all of your
users unless access is specifically prohibited. If your site has a closed security system, the security is closed to all users
unless specific access is authorized.

NOTE
In a closed security system, a user, known to SQL security as USERA, can execute an SQL statement CREATE
TABLE USERB.TAB1 to create a table in the schema USERB. However, USERB would not be able to access
this table until USERA grants the privileges through the GRANT command.

It is important that you communicate with your site Database Administrator to gain a clear understanding of the existing
security systems and the current  profile-codes. You should also make them aware of your needs for establishing a secure
environment. Ongoing communication is imperative, whereby you make your requests known (such as, requesting the
creation of new profile-codes) and assure that any changes made within the  security environment or in the  profile-codes
include appropriate plans for maintaining  data integrity and security.

If your site uses , meet with your Database Administrator to ensure that your signon procedures and standards for 
security coordinate with those established for the  system.

CA Datacom SQL Security
In the SQL Security Model, tables, views, columns, and plans are securable resources. This model includes the automatic
granting and revoking of authorizations as tables are created and dropped. It also provides the automatic cascading of
revokes and view deletions when authorizations are revoked. SQL security authorizations are established with simple
SQL GRANT and REVOKE statements, which may be embedded in programs or executed interactively through the 
Interactive SQL Service Facility or the  SQL Mode. Plan security is discussed in detail in Plan Security.

NOTE
When an SQL user who created and bound a plan loses an access right to one of the resources used in the
plan, the plan is marked invalid. If another user has been executing that plan by using plan security, they find
they are then prohibited from using that plan until it has been successfully rebound.

Securing Distributed Access

For databases secured under the SQL Security Model, the Security Facility always validates the authorization of the user
at the site (MUF) where the application is executing.
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Resource Control

In the SQL Security Model, the creator of the table controls the resource. Anyone who has CATALOG authority for a
database can create tables in that database. CATALOG authority is maintained in  using an external security product.
Tables created by SQL after SQL security is in force for the database, are controlled by the table creator. The creator of a
table has ALTER, DROP, and GRANT authority on that table. The table creator grants access authority to users and can
optionally give users the ability to grant rights to others.

In addition to the table creator, the Security Administrator also has ALTER, DROP, and GRANT authority on SQL tables. In
external  security, Security Administrators are defined to the DTADMIN resource class.

Tables do not have a table creator if they were created by an SQL CREATE statement before the SQL Security Model was
in force, of if they were created in . In this case, the Security Administrator must issue the first GRANT statement for the
table.

SQL plans are securable resources. The user who creates the plan must have all the appropriate access rights for the
table(s), view(s), synonym(s), and column(s) used in the plan.

Once a plan is created, the plan owner can grant to others the ability to use the plan even if they do not have the specific
access rights required to bind the plan. Plan creators can therefore lend their access rights to other users while executing
a specific plan, but without granting those users generic access rights to the resources used by the plan.

The specific access rights and commands involved in using plan security are discussed in Plan Security.

Access Rights

A resource owner can use SQL statements to grant access rights to others for the tables, views, columns, or plans
controlled by the resource owner. The access rights applicable to tables and views are SELECT, INSERT, UPDATE,
DELETE, and ALTER. The only access right applicable to columns is UPDATE. A table, view, or column owner may also
allow other users to grant any access they may have on that resource to other users. To permit another individual to
grant access to other users, the resource owner must specify the WITH GRANT option when issuing the SQL GRANT
statement authorizing that individual access rights.

For SQL plans, the resource owner can grant either "execute" or "bind" authority for a specific plan.

The access rights required to process each SQL statement are listed on SQL Statements and SQL Security Access
Rights. The rights required to process each  command are listed on CA Datacom/DB Commands and SQL Security
Access Rights.

Naming Accessor IDs in GRANT and REVOKE

Accessors are individuals or groups of individuals who attempt to access data protected by security. When naming an
accessor in the SQL GRANT and REVOKE statements, only specify the name of the user.  assumes the node to be
LOCAL (that is, you are not using distributed processing through  STAR) and the type to be USER (that is, an individual
identified by a specific user ID) except for the following case.

PUBLIC is a special, reserved accessor name. When used in an SQL GRANT or REVOKE statement, PUBLIC means all
individuals and groups of individuals with either a known or an unknown ID.

Validation Process

When the MUF receives a request for access to a  database which is defined to use the SQL Security Model, the MUF
checks the user's authorizations as defined in the Schema Information Tables (SIT). If the user is authorized for the type
of access requested, MUF grants the access.
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Activating and Maintaining

Use  external security to define CATALOG authorizations to those users who are to be authorized to execute SQL
CREATE TABLE statements in the default SQL database or another database which they do not own. For more
information, see DBUTLTY and External Security.

Issue SQL Statements, from a program or online through the  SQL Mode or  Interactive SQL Service Facility, to:

• Grant access rights for accessors of tables and plans.
Note: For syntax of the plan security versions of the GRANT and REVOKE statements, see Plan Security.

• Define views and grant access rights to these views.

Implementing the SQL Security Model
When defining a database in , you may designate it as secured under the SQL Security Model rules. Choosing this option
for a database means that the security for resources in this database is maintained using SQL GRANT and REVOKE
statements.

If you choose this option, you are choosing not to secure user access for this database in external security. However,
we recommend that all security be implemented in external security. A pair of resources is checked in external security
either when you catalog or open the database with the SQL security option. This allows the Security Administrator to have
control over the use of the SQL security model. The check consists of a pair of resources in the DTSYSTEM resource
class as follows:

• cxxname.SQLGRANT.CONTROL.ALLOW
• cxxname.SQLGRANT.CONTROL.DENY

If access is granted to the ALLOW resource and access is denied to the DENY resource, the open or catalog continues. If
not, the open or catalog fails with a  return code 15(001).

Creating SQL Authorizations

There are two ways to create SQL authorizations:

SQL CREATE Statement

When a user issues a CREATE TABLE or CREATE VIEW SQL statement,  automatically creates authorizations.  gives
the executor of the CREATE TABLE or CREATE VIEW statement all access rights for that table or view (READ, UPDATE,
INSERT, DELETE, and ALTER) and marks these authorizations as "grantable," which means that the creator of the table
or view may grant those access rights to other users.

SQL GRANT Statement

A user with a grantable access right may execute a GRANT statement to give that access right to some other user. If one
user grants an access right to a second user using the WITH GRANT option, the second user may grant the access right
to other users.

Table-Level and View-Level Authorizations

At the table/view level, there are access rights named SELECT, DELETE, UPDATE, ALTER, and DELETE. These access
rights refer to the authority to execute the corresponding SQL statement against that table or view. For instance, to
execute a DELETE statement to delete a row from a table, that user must have the DELETE access right for that table.
The ALTER access right applies only to tables.
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View Security

This section discusses the implementation of view security for SQL in . Enabling views to secure by name gives greater
control because it allows control of access to the precise set of tables, rows, and columns defined by a view.

 View Security Overview 

View security replaces security authorization checks on the individual tables referenced by a view with a check against
the view entity itself. This feature is activated in the external security package. For more information about implementing
this choice, see Configuring Your System to Enable View Security. The set of access-rights that are securable for a view
mirror those securable for a base table.

Whether statements included in a particular plan execute using view security depends upon whether this option was
active during preparation of the plan. This is true regardless of whether bind-time plan security is being used, that is, when
the view access rights of the creator of the plan are checked at bind-time. For those plans that do not use bind-time plan
security, view access rights are checked at execution time, but only if view security was active at bind-time. Otherwise,
table-level security is checked.

Whether view security is used for a particular plan is based on the value of the VIEWSEC= Preprocessor plan option.
If VIEWSEC= is not specified, whether a plan uses view security is determined by the value of the view-security
specification in the SQLOPTION Multi-User startup option. If neither VIEWSEC= nor the view-security specification in
SQLOPTION is used, view security is not used for newly bound or rebound plans. For more information on VIEWSEC=,
see View Security SQL Preprocessor Option (VIEWSEC=).

View security may be activated or deactivated, intentionally or inadvertently, for existing plans by rebinding them or
causing them to auto-rebind. During the rebind, the plan's use of view security is changed using the same set of rules that
apply during the initial plan preparation, as described in the preceding paragraph. This means that preexisting plans for
which the VIEWSEC option was not specified are changed to use the systemwide default that is in effect at the time of any
rebind or auto-rebind. The systemwide default of NO protects these plans from being changed inadvertently.

We do not force rebinds to be performed when this feature is activated. Whether existing plans are rebound is decided by
the Security Administrator when the Security Administrator activates view security.

 Getting Started 

To help ensure that your transition to using view security is smooth, follow these steps:

1. Ensure that your external security package is configured to treat  SQL as a closed system, that is, all users are barred
from accessing any resource if they have not been given explicit access rights. If this precaution is not taken, users
can create and use new views against tables even if no access rights have been given.

2. Use the WITH CHECK OPTION clause in the CREATE VIEW statement to specify that all inserts and updates against
a view are checked to ensure that the newly inserted or updated row satisfies the view definition.

WARNING
 If you do not use the WITH CHECK OPTION, view security cannot prevent users from adding rows to
tables and views that they are not authorized to access. The execution of insert and update statements
can be prevented by revoking the INSERT and UPDATE view access rights using external security. Using
the WITH CHECK OPTION clause can prevent such access rights violations, however, and that is why
we strongly recommend that you use the WITH CHECK OPTION clause in any updateable view (that is,
single-table, no DISTINCT keyword, and no GROUP BY clause) secured with view security.

3. Add view security authorizations to your external security package. Because you can activate view security on
individual plans (see View Security SQL Preprocessor Option (VIEWSEC=) for details), the authorizations you choose
to implement can span your entire system or be limited to the set of views referenced by a single application.
While view security cannot be controlled on a view-by-view basis, it can be controlled at the plan level. This benefits
users of plan security and provides a level of control if you want to retain the use of table security for certain
applications (or if you want to convert only certain applications to the use of view security). The complexity of security
administration can be minimized, however, with a systemwide choice of security method.
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NOTE
 You can retain the table authorizations currently in place, but be aware that for applications using view
security, such authorizations are ignored.

 Path reports allow you to see the relationships between tables, views, plans, and programs. You can use these
reports to help in the conversion of table authorizations into view authorizations. For details, see Adding View Security
Authorizations.

4. For the view-security specification in the SQLOPTION Multi-User startup option (in the SYSIN file of your MUF startup
JCL), specify YES or NO with regard to whether new and rebound plans are to use view security if they do not have
explicit VIEWSEC= Preprocessor specifications. To convert an entire MUF to the use of view security without having to
add the VIEWSEC=Y Preprocessor option to existing applications, specify YES for view-security in the SQLOPTION
Multi-User startup option and then rebind all of your plans. You can use the SQL Rebind Facility (DBSRFPR) to
perform the rebinds if you want to do so. If you do not want existing applications to use view security, either code NO
for view-security in the SQLOPTION Multi-User startup option (recommended), or omit the specification. For details,
see Adding a Default View Security Specification.

5. See Configuring Your System to Enable View Security, and follow the instructions.

Adding View Security Authorizations

This section discusses how to determine which views must be secured and shows the format of the security
authorizations to add.

Using DDUTILTY to Display Relationships

Alternately, you can use DDUTILTY with the following input to create a report showing the relationships.

 -DEF PATH,VIEW-USES-TABLES

 -DEF TRACE,VIEW.TABLE,VEW-TBL-DEPENDS

 -END

 -DEF PATH,VIEW-USED-BY-PROGRAMS

 -DEF TRACE,VIEW.STATEMENT,STM-VEW-DEPENDS

 -DEF TRACE,STATEMENT.PLAN,PLN-STM-CONTAIN

 -DEF TRACE,PLAN.PROGRAM,PGM-PLN-USES

 -END

 -RPT START,VIEW,ALL(PROD),VIEW-USES-TABLES

 -END

 -RPT START,VIEW,ALL(PROD),VIEW-USED-BY-PROGRAMS

 -RPT INDENT,VIEW

 -RPT INDENT,PLAN

 -RPT INDENT,PROGRAM

 -END

 -RPT INDENT,PLAN

 -RPT INDENT,PROGRAM

 -END

Name Length Limitations

While reading the resource name formats be aware that the length of each name is limited by the external security
package being used. Assuming an 8-character Directory (CXX) name and an external security package that, in an
extremely restrictive case, could limit you to 44-byte resource names, the total combined length of the SQL authorization
ID and the SQL view name that could be secured could be as short as 28 characters. If, for example, the longest

 182



 CA Datacom Administrating

authorization ID in your system is 12 characters long, the longest view name should be 16 characters or less. Check the
limits of your external security package and name your views accordingly. Remember that 16 characters of the resource
name are reserved for use by SQL (for purposes such as the CXX name).

Access Rights Required

To create a view, you must possess the following access-right under resource class DTUTIL:

 cxx-name.SVCRE.sql-authid.sql-view-name

To drop a view, you need the following access-right under resource class DTUTIL:

 cxx-name.SVDRP.sql-authid.sql-view-name

To read or maintain the data defined by a view, you need the following access-rights under the same table-classes (for
example, DXTABLE, DTTABLE) that you are using to secure other SQL resources such as tables.

 cxx-name.SV.sql-authid.sql-view-name

Each resource name is associated with four access-rights: ADD, READ, UPDATE, and DELETE. In concept, this is similar
to the method used to grant access-rights to base tables.

Adding a Default View Security Specification

To add a default view security specification to the SYSIN parameters of your MUF startup JCL, add a comma followed by
the word YES or NO to the SQLOPTION statement so that the new specification occupies the fifth position in the comma-
separated list. For example:

 SQLOPTION YES,17,DATACOM,120,YES

The first YES specifies that SQL is to be enabled for use. The 17 specifies that the SQL Temporary Table Manager is in
database ID 17. The DATACOM specifies the default for the SQLMODE= value in the SQL Preprocessor plan option. The
120 is the default LUW TIMEOUT specification. The next parameter, YES, specifies that view security is to be used for all
plans that do not have an explicit VIEWSEC= specification.

Configuring Your System to Enable View Security

The following information is designed for Security Administrators familiar with basic external security concepts related to .

View security is implemented in level 04 or higher security. This level is defined in the same way as the other security
levels. To enable this level, the user ID which is associated with the MUF submission must be allowed access to
DTSYSTEM resource ACTIVATE.LEVEL04.PASS and denied access to DTSYSTEM resource ACTIVATE.LEVEL04.FAIL.

This feature is enabled based on denial of access to resources to ensure that pre-existing access authorizations that are
already in place on your system do not inadvertently enable the feature.

If level 04 or higher security is in place, an additional DTSYSTEM resource (cxxname.SV.ENABLE) is checked at MUF
startup. If access is denied to this resource, views can be secured externally. An additional DB00220I message is printed
indicating VIEW security is in place.

The following additional edits are performed at MUF startup if YES is specified for the SQLOPTION Multi-User startup
option view-security choice that sets the default for the VIEWSEC= Preprocessor option:

1. Level 04 security is checked to make certain it is in place.
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2. A DTSYSTEM resource name of cxxname.SV.DEFAULT is checked. Access is denied to this resource if default YES is
specified. This edit prevents views from being inadvertently changed to use view security.

If either edit fails MUF does not enable but instead receives a DB00205E error with an error code of 1092.

SQLOPTION Multi-User Startup Option

The view-security specification in the SQLOPTION Multi-User startup option is used to specify the default for the SQL
VIEWSEC= Preprocessor option (see View Security SQL Preprocessor Option (VIEWSEC=)).

 ►►─ SQLOPTION ─ option ───────────────────────────────────────────────────────►

 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄

   └─ ,ttmid ─┬───────────────────────────────────────────────┬─┘

              └─ ,mode ─┬───────────────────────────────────┬─┘

                        └─ ,t-out ─┬──────────────────────┬─┘

                                   └─ ,v-sec ─┬─────────┬─┘

                                              └─ ,both ─┘

• option
(Required) Indicate if SQL is generated for this MUF.
– Valid Entries:

YES or NO
– Default Value:

(No default)
• ,ttmid

(Optional) Specify the  database ID used for the SQL Temporary Table Manager area. Allowed only if option (see
previous) is set to YES.
– Valid Entries:

The DATACOM-ID of the database
– Default Value:

17
• ,mode

(Optional) Specify the edit mode in which SQL programs are processed. You must specify the above parameters
before you can specify this parameter.

Value Meaning
ANSI All SQL statements must be coded according to ANSI standards.

Specifying ANSI overrides any specification for the SQLMODE=
Preprocessor option.

DATACOM extensions to the ANSI standards are allowed in SQL statements.
When you specify DATACOM, the SQLMODE= Preprocessor
option can be used to specify ANSI, FIPS, or Db2 on a program-
by-program basis.

FIPS All SQL statements must be coded according to Federal
Information Processing Standards (FIPS). Specifying FIPS
overrides what you specify for the SQLMODE= Preprocessor
option.

Valid Entries:

ANSI, DATACOM, or FIPS

• Default Value:
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DATACOM

,t-out

(Optional) Specify the time-out value in minutes after which inactive SQL logical units of work are automatically closed in
a CICS system. SQL Preprocessor option ISOLEVEL= information includes details about logical units of work in an SQL
environment. You must specify the above parameters before you can specify this parameter.

If you code zero, no automatic close occurs.

• Valid Entries:
0 -- 1440

• Default Value:
120

,v-sec

(Optional) Specify the default view security value for the SQL Preprocessor option VIEWSEC= (see View Security SQL
Preprocessor Option (VIEWSEC=)). Specify YES to indicate that view security is to be used during the execution of newly
prepared and newly rebound plans.

Specify NO to indicate that view security is not to be used during the execution of newly prepared and newly rebound
plans.

NOTE
This choice of security method is made at prepare time rather than during execution. A choice of YES is rejected
if view security has not been activated for the MUF using external security.

WARNING
Subsequently rebound plans (rebound explicitly or automatically) that do not have an explicit view security
specification are caused by the value of the SQLOPTION view-security option to change security methods, if
necessary, to match the specification. Be aware, therefore, that the security method used by existing plans can
be changed intentionally or inadvertently in this way.

,both

(Optional) Specify whether both update and read-only cursors are allowed within a plan. YES indicates both are allowed.
NO indicates either an update or read-only cursor is allowed.

• Valid Entries:
YES or NO

• Default Value:
NO

View Security SQL Preprocessor Option (VIEWSEC=)

The VIEWSEC= Preprocessor option is used to specify whether view security is to be used during the execution of newly
prepared and newly rebound plans.

• VIEWSEC=
Whether view security is used for a particular plan is based on the value of the VIEWSEC= Preprocessor plan option.
If VIEWSEC= is not specified, whether a plan uses view security is determined by the value of the view-security
specification in the SQLOPTION Multi-User startup option. If neither VIEWSEC= nor the view-security specification in
SQLOPTION is used, view security is not used for newly bound or rebound plans.
Specify Y to indicate that view security is to be used during the execution of newly prepared and newly rebound plans.
Specify N to indicate that view security is not to be used during the execution of newly prepared and newly rebound
plans.
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NOTE
The default for the VIEWSEC= Preprocessor option is the value of the view-security option in the
SQLOPTION Multi-User startup option (see SQLOPTION Multi-User Startup Option for more information) or
N if no default was specified.

Also note, the choice of security method is made at prepare-time rather than during execution. A choice of Y is rejected
if view security has not been activated for the MUF using external security.
– Valid Entries:

Y or N
– Default Value:

Value of the view-security specification in the SQLOPTION Multi-User startup option, which itself defaults to N.

WARNING
Subsequently rebound plans (rebound explicitly or automatically) that do not have an explicit view security
specification are caused by the value of the SQLOPTION view-security option to change security methods, if
necessary, to match the specification. Be aware, therefore, that the security method used by existing plans can
be changed intentionally or inadvertently in this way.

Synonyms

Access rights are not definable for synonyms. If an SQL statement contains a synonym,  checks the authorizations for the
table or view it represents.

Column-Level Authorizations

The only column-level access right is the UPDATE right. For example, if you want GEORGE to be able to read all of the
table but to only be able to update the DESCRIPTION column, grant GEORGE the SELECT access right to the table and
the UPDATE access right for the DESCRIPTION column.

Granting a table-level UPDATE access right overrides any column-level UPDATE access rights, as in the following
example:

SAM is granted the UPDATE access right on only the DESCRIPTION column by the creator of the table, ED. ED also
grants the table-level UPDATE access right, with grant option, to SALLY. If SALLY then grants UPDATE at the table-level
to SAM, SAM now has both the table-level UPDATE access right and a column-level UPDATE access right on one column
of the table. The table-level access right takes precedence, and he may update any column. However, if SALLY later
revokes the table-level access right from SAM, his authorization reverts to the one-column-only status granted to him by
ED.

Plan Authorizations

For information about plan authorizations, see Plan Security.

Authorization for PUBLIC Access

A creator of a table or view may grant access rights on that object to all users, including unknown users, by granting them
to PUBLIC, a special reserved word meaning "all accessors, including those defined later."
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CATALOG Authorization

To issue a CREATE TABLE statement, a user must have either the CATALOG access right or Ownership status for the
database to which the new table belongs. If the user does not specify an IN AREA clause with the CREATE TABLE
statement, the table is created in the default area specified at Multi-User startup and the user must have CATALOG
access for the database containing this area.

NOTE
For more information, see the Multi-User startup option SQLDEFAULT . 

With external security, the owner of a database is a user with access to the special system.DB00nnn.999.CATALOG
resource in the DTUTIL resource class. For more information, see DBUTLTY and External Security.

Global Ownership

Only a Global Owner can issue the CREATE SCHEMA statement. A Global Owner owns all resources. Therefore, a
Global Owner can DROP any SYNONYM, VIEW, or TABLE and may GRANT or REVOKE any access rights.

With external security, a Global Owner is a user who is authorized access to the system.DB resource in the DTADMIN
resource class. For more information, see DTADMIN.

Deleting Access Rights

SQL Authorizations are deleted:

• When a user executes a REVOKE statement to cancel an authorization previously granted with a GRANT statement.
• When a table or view is dropped.
• When the accessor who bound a plan loses the access rights to one of the resources used in the plan.

Cascading of REVOKE and DROP

Issuing a REVOKE statement or dropping a table or view may have cascading effects on other authorizations. If a user
has the authority to grant access rights to other users, revoking access rights of that user to a table or view automatically
revokes any access rights to that table or view which that user had granted to other users. This cascading action ensures
that all authorizations which depended on the original authorization are also revoked. There are also situations where
views may be dropped as the result of a REVOKE statement. For more information, see Data Control Language (DCL)
Operations.

Execute rights for a plan are dropped if the "binder" of the plan loses (by the use of the SQL REVOKE statement) access
to a resource used in the plan. This is not true, however, if the access is derived from the use of external security.

Binding of GRANT and REVOKE Statements

When an SQL Data Manipulation Language (DML) statement is compiled, the access rights needed to execute that
statement are determined and put into a list in the compiled form of the statement. The objects mentioned in the statement
must exist at compile time.

Data Control Language (DCL) statements (such as GRANT and REVOKE) are implemented like Data Definition
Language (DDL) statements. The objects mentioned in the statement must exist at execution time but are not required to
exist at compile time. This allows a GRANT statement to be in the same module with the CREATE TABLE statement when
both refer to the same table.
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Required Access Rights

The tables which follow detail the SQL Security Model access rights which a user must have to issue each of the SQL
statements and  commands and any effects the statement or command has on security.

SQL Statements and SQL Security Access Rights

The  SQL statements and SQL security access rights are categorized in this section,

Data Manipulation Language (DML) Cursor Operations

This topic provides information about the SQL statement, SQL security access rights and any authorization implications
for DML cursor operations.

Statement Authorization Required Authorization Implications
CLOSE None None
DECLARE CURSOR None None
DELETE DELETE None
FETCH None ( checks access rights at cursor OPEN.) None
OPEN SELECT access for each table or view specified in the SELECT statement (or

PUBLIC must have the SELECT access right for those tables and/or views).
None

UPDATE UPDATE access for the table or view specified in the statement (or PUBLIC must
have the UPDATE access right for that table or view).

None

Data Manipulation Language (DML) Non-cursor Operations

This topic provides information about the SQL statement, SQL security access rights and any authorization implications
for DML non-cursor operations.

Statement AuthorizationRequired Authorization Implications
DELETE DELETE access for the table or view

specified in the statement (or PUBLIC must
have the DELETE access right for that table
or view).
SELECT access for any table or view
specified in the WHERE clause (or PUBLIC
must have the SELECT access right for that
table or view).

None

INSERT INSERT access for the table or view
specified in the statement (or PUBLIC must
have the INSERT access right for that table
or view).
SELECT access for any table or view
specified in the WHERE clause (or PUBLIC
must have the SELECT access right for that
table or view).

None

SELECT INTO SELECT access for each table or view
specified in the statement (or PUBLIC must
have the SELECT access right for those
tables and/or views).

None
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UPDATE UPDATE access for the table or view
specified in the statement or
column-level UPDATE access for all of the
columns in the Set List (or PUBLIC must
have the required UPDATE access rights).
SELECT access for any table or view
specified in the WHERE clause (or PUBLIC
must have the SELECT access right for that
table or view).

None

Data Manipulation Language (DML) Transaction Level Operations

This topic provides information about the SQL statement, SQL security access rights and any authorization implications
for DML transaction level operations.

Statement Authorization Required Authorization Implications
COMMIT WORK None None
LOCK TABLE SELECT access to the table for a

shared lock.
UPDATE access to the table for an
exclusive lock.

None

ROLLBACK WORK None None

Data Definition Language (DDL) Operations

This topic provides information about the SQL statement, SQL security access rights and any authorization implications
for DDL.

Statement Authorization Required Authorization Implications
COMMENT ON Creator of the view or table. None
ALTER AREA ALTER access for the area None
ALTER DATABASE ALTER access for the database None
ALTER TABLE ALTER access for the table. * None
CREATE AREA Accessor must be a Global Owner and

have the access rights required to execute
statements (such as CREATE TABLE).

None

CREATE DATABASE Accessor must be a Global Owner and
have the access rights required to execute
statements (such as CREATE TABLE).

None

CREATE INDEX INDEX access for the table being indexed. None
CREATE SCHEMA Accessor must be a Global Owner and

have the access rights required to execute
statements (such as CREATE TABLE)
included in the CREATE SCHEMA
statement.

The only security effects are those of
the statements included in the CREATE
SCHEMA statement.

CREATE SYNONYM None The owner of the synonym (the ID
executing the CREATE VIEW statement) is
recorded in .
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CREATE TABLE CATALOG access for the database in
which the table is created. (CATALOG
rights are granted with the Online Security
Maintenance Facility.)

The user is the owner of the created table
with grantable SELECT, UPDATE, INSERT,
DELETE, and ALTER access rights.

CREATE VIEW SELECT access for each
table or view in the
statement (or PUBLIC must have the
SELECT access
right for that table or view).

The creator of the view always acquires
the SELECT access right on the view.
The SELECT access right is grantable
only if the creator has the grantable
SELECT access right on every table or
view identified in the first FROM clause of
the SELECT statement of the view. The
creator also acquires any other access right
that can apply to the view and that is an
access right which the creator has been
granted on the tables or views identified
in the first FROM clause of the SELECT
statement of the view.
The access right is grantable only if all of
the access rights from which it is derived
are grantable. No column-level access
rights are automatically granted. If the
accessor has UPDATE access rights at
only the column level for a table or view in
the subselect, the UPDATE access right is
not inherited for the view.

DROP INDEX INDEX access for the table being indexed. None
DROP SYNONYM Creator of the synonym or a Global Owner.

*
None

DROP TABLE Creator of the table or owner of the
database containing the table. *

All owner definitions and all authorizations
involving the table are revoked.

DROP VIEW Creator of the view or a Global Owner. * All authorizations on the view are revoked.
*  does not process a DROP or ALTER statement and returns a -118 SQL return code when the  entity-occurrence definition of the
table, view, or synonym specified is protected with a password or a Lock Level 1 or 2. For more information about passwords and lock
levels, see the  documentation.

Data Control Language (DCL) Operations

This topic provides information about the SQL statement, SQL security access rights and any authorization implications
for DCL.

Statement Authorization Required Authorization Implications
GRANT If granting a table-level access right, a user

must have that same access right with the
grant option. If granting a column-level
access right, a user must have that access
right with grant option, or the corresponding
table-level access right with grant option.
A Global Owner may execute any GRANT
statement.

The requested authorizations are
established.
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REVOKE To REVOKE access rights from another
user, the user must have granted that other
user the access rights.
A Global Owner may REVOKE any user's
access rights to any resource.

If the user, whose access right is revoked,
has granted the access right to someone
else, that access right is also revoked,
which may cause further revokes, and so
on.  revokes the entire tree of access rights
depending on the original revoked access
right.
When an access right is revoked, 
examines all views created by that user to
determine whether not having the access
right would prevent that view from being
created now. If so,  drops the view.
Since, when a view is created, the creator
of the view is automatically granted access
rights based on the access rights they
have on the underlying tables and views,
whenever an access right on a table
or view is revoked,  examines all views
created by the user on that table or view to
determine if any of the access rights that
were automatically granted would not now
be granted because of the revoke. If so, 
revokes them.

CA Datacom/DB Commands and SQL Security Access Rights

Command Authorization Function
ADDIT INSERT Add Record
CNTFL/CNTTB SELECT Count for Table
CNTKR SELECT Count for Key Value Range
CNTKY SELECT Count for Equal Key Value
DELET DELETE Delete Record
GETIT SELECT Retrieve Next Sequential Record
GETPS SELECT Get Next Physical Sequential Record
GSETL SELECT Set to Starting Key Value
GSETP SELECT Set Physical Sequential Record Processing
LOCBR SELECT Locate Backwards
LOCKG SELECT Locate Key Equal or Higher
LOCKI SELECT Test for Logical Intersections of Two Keys
LOCKL SELECT Locate Key Value Equal or Lower
LOCKR SELECT Locate a Record in a Specified Range
LOCKX SELECT Locate Key Value Exact
LOCKY SELECT Locate Key Value Equal or Higher
LOCNE SELECT Locate Next Equal Key Value
LOCNK SELECT Locate Next Key Value
LOCNR SELECT Locate Next Record in Specified Range
LOCNX SELECT Locate Next
REDBR/RDUBR SELECT Read Backwards

 191



 CA Datacom Administrating

REDID/RDUID SELECT Read Record by ID
REDKG/RDUKG SELECT Read Record Greater Than or Equal to Key
REDKL/RDUKL SELECT Read Key Less Than or Equal to Key
REDKR/RDUKR SELECT Read Record in a Specified Range
REDKX/RDUKX SELECT Read Key Exact
REDKY/RDUKY SELECT Read Key Exact
REDLE/RDULE SELECT Read Located Entry
REDNE/RDUNE SELECT Read Next Equal Key Value
REDNK/RDUNK SELECT Read Record with the Next Sequential Key

Value
REDNR/RDUNR SELECT Read the Next Record in a Specified Range
REDNX/RDUNX SELECT Read Next
SELCN SELECT Continue Set Record Selection
SELFR SELECT Select Set - Return First Record
SELNR SELECT Select Next Record
SELPR SELECT Release Set
SELSM SELECT Select Same Record
SELST SELECT Stop Set Record Selection
UPDAT UPDATE Update Record

Plan Security (SQL)
SQL plans are securable. With plan security you can create a plan such that, in order to execute the plan, an accessor
ID must have the plan EXECUTE privilege for that plan. The plan EXECUTE privilege can be granted with the GRANT
statement and revoked with the REVOKE statement. For more information, see Plan EXECUTE and Plan BIND
Privileges.

Plan security allows the Security Administrator to limit what can be accessed by a given interactive SQL product user
while allowing that same user access to the restricted tables while executing the trusted plan.

After the system determines that an accessor ID has the authority to execute a plan, no further privilege-checking is done.
However, when the plan was created, the binder of the plan was checked to ensure that the privileges required to execute
the plan existed. Therefore, the executor of such a plan temporarily assumes the privileges of the binder of the plan, and it
is up to the binder to ensure that the executor does not violate security.

There is no special privilege required to create a plan, but the ability to create a plan which uses the binder's
privileges (instead of the executor's) is controlled by the use of the CHECKWHO=BINDER plan option. To use
CHECKWHO=BINDER, you need the system-level CHECKBINDER privilege. For more information, see Plan Options in
Plan Security and CHECKBINDER System Privilege.

If the plan is not secured, security works as follows:

• Anyone can execute the plan (privileges are checked using the accessor ID of the executor of the plan at execution
time),

• Anyone can preprocess the plan, and
• Anyone can rebind or delete the plan.

If the plan is secured, however, users must possess the proper privileges before they can execute, preprocess, rebind, or
delete the plan.
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NOTE
External security is the preferred method for securing all SQL resources.

Plan security authorizations (CHECKBINDER, PLAN EXECUTE, PLAN BIND) are checked using the following criteria. If
any external security path is active, external security is checked. Otherwise, SQL GRANT/REVOKE security is checked.
If neither security method is active but an attempt is made to use SQL plan security anyway, the authorization attempt is
rejected as if security had been active and the user was unauthorized.

Externalization of Plan Security

Users of CA ACF2, CA Top Secret, and RACF can take advantage of SQL plan security by using statements (in their own
security packages) equivalent to the SQL GRANT and REVOKE statements to control the plan EXECUTE, plan BIND,
and system level CHECKBINDER privileges. For more information, see Externalization of Plan Security.

Controlling Access to Plans

Access to plans is controlled by using a:

• Plan security GRANT statement (see following),
• Plan security REVOKE statement (see following), and a
• Plan option, CHECKPLAN=.

NOTE
Three other plan options, CHECKWHEN=, CHECKWHO=, and SAVEPLANSEC= are also used in plan
security.

For more information about CHECKPLAN= and the other three plan security options, see Plan Options in Plan
Security.

Plan EXECUTE and Plan BIND Privileges

Plan EXECUTE and plan BIND privileges can be granted and revoked by using the plan security versions of the GRANT
and REVOKE statements.

NOTE
To grant a plan privilege you must possess that privilege WITH GRANT OPTION or be a Global Owner. To
revoke a plan privilege you must have granted the privilege or be a Global Owner. See Global Ownership.

Here is the syntax diagram for the plan security version of the GRANT statement.

                                                 ┌───────────────┐ 

 ►►─ GRANT ─┬─ EXECUTE ─┬─ ON PLANplan-nameTO ─┬─▼─ accessor-id ─┴─┬───────────►

            └─ BIND ────┘                      ├─ PUBLIC ──────────┤

                                               └─ UNKNOWNUSER ─────┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄

   ├─ WITH GRANT OPTION ─┤

   └─ WITH GRANT ────────┘

Here is the syntax diagram for the plan security version of the REVOKE statement.

                                                    ┌───────────────┐ 

 ►►─ REVOKE ─┬─ EXECUTE ─┬─ ON PLANplan-nameFROM ─┬─▼─ accessor-id ─┴─┬────────►

             └─ BIND ────┘                        ├─ PUBLIC ──────────┤

                                                  └─ UNKNOWNUSER ─────┘
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 ►─┬───────────┬──────────────────────────────────────────────────────────────►◄

   └─ CASCADE ─┘

• privilege-name
Specifying EXECUTE for privilege-name grants or revokes a plan EXECUTE privilege. The plan EXECUTE privilege
allows an accessor ID to execute the plan.
Specifying BIND for privilege-name grants or revokes the plan BIND privilege. The plan BIND privilege is required for
an accessor ID to create, rebind, or delete a plan.
The creator of a plan is automatically granted the EXECUTE and BIND privileges for that plan. The EXECUTE and
BIND privileges are ignored by the SQL Manager if the plan privileges are checked externally. For more information,
see Using External Security for .

• ON PLAN plan-name
For plan-name, specify the name of the plan to or from which the plan EXECUTE or plan BIND privilege is to be
granted or revoked.

• accessor-id
Specify the accessor ID of one or more users to whom you are granting or revoking privileges (you can only use a
REVOKE statement to revoke privileges that were granted with a GRANT statement). Note that an accessor ID is a
user's ID, not a schema authid. When using GRANT, do not specify your own accessor ID (you cannot grant privileges
to yourself). If listing more than one accessor ID, separate them with commas.

• PUBLIC
Specify PUBLIC when you are granting or revoking the specified privileges to or from all users. A new user
automatically has any privileges previously granted to the public.

• UNKNOWNUSER
Specify UNKNOWNUSER when you are granting or revoking the specified privileges to or from users whose identities
cannot be determined by the  Security Facility.

• WITH GRANT OPTION
(Optional) Specify this option if you want the user to whom you have granted the privilege to be able to grant it to
another user. The WITH GRANT OPTION cannot be used with PUBLIC.

• WITH GRANT
Specify WITH GRANT if you want the user to whom you have granted the privilege to be able to grant it to another
user. WITH GRANT cannot be used with PUBLIC or with UNKNOWNUSER.

• CASCADE
(Optional) If CASCADE is specified, any other dependent privileges that have been granted to others (through the
GRANT statement) are also revoked. If a REVOKE is issued without CASCADE and the grantee granted privileges to
other users, the REVOKE is not permitted. The CASCADE option of REVOKE does not block the cascading effect of a
revoke but operates instead as a fail-safe device. Specifying CASCADE simply acknowledges your understanding that
there are cascading effects.

You can find more information related to GRANT and REVOKE in Cascading of REVOKE and DROP and Binding of
GRANT and REVOKE Statements.

Plan Options in Plan Security

This section describes the four plan options used in plan security: CHECKPLAN=, CHECKWHEN=, CHECKWHO=, and
SAVEPLANSEC=.
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Following is a chart showing which combinations of CHECKWHO=, CHECKWHEN=, and CHECKPLAN= are valid. Refer
to this chart when studying the descriptions that begin on the following page.

 Plan
Options 

 Values 

CHECKWHO
(B=BINDER,
A=ACCESSOR)

B B B B A A A A

CHECKWHEN
(B=BIND,
E=EXECUTE)

B B E E B B E E

CHECKPLAN
(N=NO,
Y=YES)

N Y N Y N Y N Y

ALLOWABLE
COMBINATION?
(Y=YES,
1/2/3 see
below)

1 Y 1 2 3 3 Y Y

 REASON CODES 
 1. Not allowed because with plan-level security off, anyone could run this plan, and the executor's table-level privileges

would not be checked.
 2. Not currently supported.
 3. Not allowed because SQL does not know at bind-time whom the executors are going to be.

 

 Description of Options 

•  CHECKPLAN=
This plan option allows the creator of a plan to specify whether that plan is to be secured.
If CHECKPLAN=Y, any accessor ID which attempts to execute the plan must have the PLAN EXECUTE privilege for
that plan.
If CHECKPLAN=N, any accessor ID can execute the plan (table-level privileges, however, are still checked).
–  Valid Entries:

Y or N
–  Default Value:

CHECKPLAN=N is the default only if the CHECKPLAN= parameter in the PLANSEC Multi-User startup option
was not specified. If the CHECKPLAN= parameter in PLANSEC was specified, its value is the default here.

•  CHECKWHEN=
Specifies whether table-level privileges are to be checked at bind or runtime.
If CHECKWHEN=BIND, then CHECKWHO=BINDER must be specified (it is impossible for SQL to know all potential
executors). Similarly, if CHECKWHO=ACCESSOR, then CHECKWHEN=EXECUTE must be specified.
–  Valid Entries:

BIND or EXECUTE
–  Default Value:

EXECUTE is the default only if the CHECKWHEN= parameter in the PLANSEC Multi-User startup option
was not specified. If CHECKWHEN= in PLANSEC was specified, its value is the default here.

•  CHECKWHO=
Used to specify whether table-level privileges are checked at bind or execute time, and whether the access rights of
the binder or the executor are checked. If CHECKWHO=BINDER, the only privilege needed by an accessor ID to run
that plan is the PLAN EXECUTE privilege (all table-level privileges required to execute the plan are checked using the
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binder's accessor-ID). Since the CHECKWHO=BINDER type of plan allows the binder to effectively grant temporary
privileges to accessors who use the plan, the ability to create CHECKWHO=BINDER plans must be strictly controlled.
To create a CHECKWHO=BINDER plan, you must possess the CHECKBINDER system privilege. For information
about the granting and revoking of the CHECKBINDER system privilege, see CHECKBINDER System Privilege.
Because it is impossible for SQL to know all potential executors, specify CHECKWHO=BINDER if
CHECKWHEN=BIND and CHECKWHEN=EXECUTE if CHECKWHO=ACCESSOR.
For the chart showing the valid combinations of CHECKPLAN=, CHECKWHEN=, and CHECKWHO= earlier in this
topic.
–  Valid Entries:

ACCESSOR or BINDER
–  Default Value:

ACCESSOR is the default only if the CHECKWHO= parameter in the PLANSEC Multi-User startup option
was not specified. If the CHECKWHO= parameter in PLANSEC was specified, its value is the default here.
 

•  SAVEPLANSEC=
Use this option to specify whether to drop or not to drop security privileges granted on a PLAN when a program is re-
preprocessed.
SAVEPLANSEC=Y means PLAN privileges are not dropped and therefore do not have to be regranted after re-
preprocessing a program.
SAVEPLANSEC=N means PLAN privileges are dropped (revoked).
–  Valid Entries:

Y or N
–  Default Value:

N

CHECKBINDER System Privilege

Anyone can create a plan, but the ability to create a plan which uses the binder's privileges instead of the executor's
is controlled by the use of the CHECKWHO=BINDER plan option, for which you need system-level CHECKBINDER
privilege.

The following diagram shows how the CHECKBINDER privilege is granted and revoked in plan security.

►►─ GRANT ─ CHECKBINDER ─ TO ─ accessor-id ─┬─────────────────────┬───────────►◄

                                            └─ WITH GRANT OPTION ─┘

►►─ REVOKE ─ CHECKBINDER ─ FROM ─ accessor-id ─┬───────────┬──────────────────►◄

                                               └─ CASCADE ─┘

To grant the CHECKBINDER privilege, the grantor must hold the privilege WITH GRANT OPTION or be a Global Owner.
To revoke the CHECKBINDER privilege, you must have granted it to the revokee or be a Global Owner. For more
information about Global Owners, see Global Ownership.

Administrating CA Dataquery
This section provides information about and procedures for performing  systems tasks, including:
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• Establishing the operating environment
• Creating the system databases and areas
• Maintaining the system databases and areas
• Customizing the  environment
• Creating databases
• Maintaining databases
• Writing and interfacing exit programs
• Monitoring system performance
• Tuning system performance
• Diagnosing and resolving system problems

This section is intended for  Administrators, systems programmers, and Database Administrators who are responsible for
one or more of the following:

• Installing  system software
• Supporting  system software
• Administering the operations of the  system
• Maintaining data integrity
• Ensuring data accessibility
• Maintaining system performance

Administrator Role

To effectively administer the  system, you must have the following qualifications:

• You must have a thorough knowledge of  and at least a general knowledge of the other CA products that execute
with . You must be able to determine if problems that can arise are a result of  or 's interaction with one of these other
products.

• You must have a general knowledge of the operating system environment. You should know the CICS environment
when  online operates under CICS.

• You must have a general knowledge of . Depending on the environment, you may either be actively involved in
creating queries or may use  only when there are problems to be solved. You must understand  well enough to know
how  impacts the operation of the  system and how to optimize  operation and the operation of  when  is being used.
It is important that you know that:
– Users can update databases if authorized.
– A data authorized user can read any database.
– A user cannot log on to more than one terminal with the same user ID and password.

Tasks

Administrators handle the day-to-day administration of . Following are tasks for which a  Administrator can be
responsible:

• Modification and tailoring following  installation.
– User Requirements Tables. See Defining the  User Requirements Tables.
– Creating user signons/passwords and setting up authorizations.
– DQSYSTBL (assemble  system table macro (DQOPTLST) and link edit using name DQSYSTBL).
– Other  tasks contained in members that are available on the  page on Broadcom Support. See the  Release Notes
– Programming user exits.
– Implementing  security.

• Maintenance after  is operational.
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– Supporting users and diagnosing problems.
– Managing query and JCL libraries.
– Performing backups and restores of  tables.
– Using batch maintenance utilities.
– Upgrading supporting products and implementing required changes following upgrades.
– Modifying the batch  systems options table to meet site requirements.
– Executing deferred batch queries.
– Maintaining  system tables.
– Loading and backing up CA-supplied languages.

• Monitoring and tuning .

Responsibilities

As the  Administrator, you are responsible for ensuring that all the system tasks required for optimum  performance are
performed. During use of , you ensure that the system needs of the users are met and that the system maintenance
includes the  needs. You tune  and  to improve or maintain the performance. To perform these tasks, you need to work
with the Database Administrator, the systems programmer, the Security Administrator, the  Administrator, and possibly the 
users.

Your system responsibilities include:

• Knowing the system defaults that affect end users.
• Providing the Database Administrator with information about  end-user needs.
• Being knowledgeable about  batch utilities.
• Understanding the operation of any user exits designed at your site which affect the end user.
• Knowing how to use  diagnostics and  accounting statistics in monitoring system and user performance.
• Maintaining signon information.

Site Standards

Your site can have one  Administrator who performs all of the  administrative functions, or it could have several 
Administrators among whom the tasks are divided, or performed for a particular group of users, such as an office with
more than one department.

Required  Skills

Learn about  so that you can support your users. Also, you need to be fully authorized so that you can use all the  features
if you need to. The following highlights those subjects that are of particular importance to you. You should know how to
perform the following tasks:

• Establish security.
Choose the SECURITY CONTROL option from the Administrative Menu. With this panel you can:
– Authorize users to access tables and perform the FIND, UPDATE, INSERT, or ERASE functions.
– Authorize users to access columns protected by profile-codes.

• Authorize a user.
– Use the USERS option from the Administrative Menu.
– Type USERS on the command line.
With this you can add, delete, or maintain users.

• Force a user to log off.
Use the USERS option from the Administrative Menu. Use the PF key to display the Directory of Active Users. Use a
PF key to FORCE OFF the active user.

• Override predefined system defaults for a user.
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Use the USERS option on the Administrative Menu.
• Use diagnostics.

See Using DQL Diagnostics for details.
• Get  statistics.

See Using CA Datacom Core Statistics for details.
• Create and modify JCL members for batch submission.
• Maintain the Query Library Table (DQQ).
• Perform online library maintenance with the online Administrator functions described in Accessing the Online

Administrative Functions.
You can use the DQLIBRMT utility to:
– Delete all or selected members for selected users or groups
– Back up all queries, dialogs, terms, JCL, and PROC members or selected members from the Query Library Table to

tape or disk
– Restore all or selected members to the Query Library Table from a tape or disk file
– Print maintenance reports that:

• List each user's query and type
• Show selected user's query text or JCL
• Show maintenance functions per query
• List any errors that occur during query maintenance

• Create and send a message.
Use the USERS option from the Administrative Menu. Use the PF key to get to the Directory of Active Users. Then use
the PF keys to do a CREATE MSG or a SEND MSG.

• Broadcast a message.
displays a bulletin board immediately after a user signs on. The bulletin board can be used to distribute information to
all  users. Select the LANGUAGE option on the Administrative Menu. For details, see Changing the Bulletin Board.

• Cancel a user's query while it is processing.
Use the USERS option from the Administrative Menu. Use the PF key to get to the Directory of Active Users. Then use
the PF key to do a CANCEL FIND.

• Use the Printer Control option on the Administrative Menu. For details, see Using the Printer Control.
• Disallow use of a query.

If a query is being used that is causing system problems, you can use the  Administrator Library Maintenance function
to change the author's name to an unknown author and make the query private. This keeps the query from appearing
in the user's library. This does not delete the query but keeps it from being used until the problem is resolved.

CA Dataquery in the CA Datacom System

System Defaults

The system defaults are defined in the DQOPTLST macro and are stored in the  System Option Table at installation time.
How your site defines the parameters in the DQOPTLST macro will impact your users. Assist your Database Administrator
in choosing appropriate values for the parameters defined in the System Option Table.

 User Concerns 

Questions you can help with include:
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• How many users are there? How many batch queries will process concurrently?
• What is the maximum number of rows any one query will find?
• What is the largest row a query will find?
• How long should a terminal be allowed to stand idle before auto signoff is invoked?
• How many rows should a user be able to search?
• What printing facilities are required?
• What numeric display patterns are required?
• What batch execution specifications are required?
• How long should a query be allowed to process before relinquishing control to another task?
• What user exits are required?
• What, if any, user program should gain control after  signoff?

This page contains the following topics:

  

System Table Batch Utilities

  provides utilities to initialize, back up and restore  system tables.

•  DQLANGMT
Used to maintain the DQM, DQP and DQV tables for  language maintenance. For more information, see Using the
Language Maintenance Facility.

•  DQLIBRMT
Used to maintain the  DQQ table for  library maintenance. For more information, see Authorizing Users in CA
Dataquery.

•  DQWFINIT
Used to maintain the DQE, DQF, and DQW tables for Found Table Initialization. For more information, see Initializing
the DQE, DQF, and DQW (DQWFINIT).

•  DQUSERMT
Used to maintain the DQU tables for user maintenance. For more information, see Authorizing Users in CA Dataquery.

•  DQCRRPT
Used to submit Condition and Restriction reports. For more information, see Condition/Restriction Reporting
(DQCRRPT).

•  DQPANPRT
Used to print  Panels. For more information, see Printing CA Datacom Core Panels.

User Exits

User exits allow a programmer to establish routines that occur at predetermined points in 's processing. These routines
can provide additional security or they can be used to process retrieved data in a specialized way for your site. Any user
exits in use at your site are created by programmers at your site. Familiarize yourself with these exits so that you can
express your needs in this area to the Database Administrator and systems programmer who codes the exits. You should
also be aware of how the exits affect the user.

Diagnostics and  Accounting Statistics

  provides a diagnostics function to help the  Administrator determine the efficiency of the queries, dialogs or terms while
executing with the system defaults and when the system defaults have been changed.

The  Accounting Statistics tell the  Administrator how the queries, dialogs or terms have executed in conjunction with .
The  Accounting Statistics are designed to show statistics on a user-by-user basis. Compound Boolean Selection statistics
are included. See Using DQL Diagnostics for more information about using diagnostics. See Using the Accounting
Facility for more information about  Accounting statistics.
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To successfully sign on to , the  User Requirements Table (URT) and the  User Requirements Table (URT) must be open
prior to any user issuing the DQRY signon command.

A  signon consists of a user name and an optional password which the user must enter to access . You authorize each
user by creating each user signon. See Authorizing Users in CA Dataquery for more information about authorizing users.

In addition,  provides a User Signon/Off Exit enabling your site to interface with other security packages such as CA
ACF2, or CA Top Secret. The use of other security packages can impact your standards for a valid user name and
password.

It is important that you understand your site's signon procedures. Meet with the administrator in charge of security to gain
a complete understanding of your site's signon security measures.

  Audit Facility

  provides a facility to audit access to data using Dataquery. The facility uses the  LOGDW command to write to the log
file an entry containing user and environmental information and the text to the query. The "Audit Facility records only DQL
queries.

The " Audit Facility is activated by setting the AUDIT1=parameter in the Dataquery System Options Table (DQOPTLST) to
ON.

The logged records can be read using the  READRXX facility. The format of the logged records follow.

NOTE
 This is the format of the data which follows the RXX Header documented in Using the Recovery File (RXX)
Read Subroutine.

 Location  Length  Format  Content 
1 4 Binary Work Area Length
5 32 Char User ID

Internal Security: Person
External Security: Blank (ID
can be obtained from the RXX
Header)

37 9 Char Blank (reserved for future)
46 1 Char Environment

O = Online
B = Batch

47 15 Char Query Name
62 39 Char Blank (reserved for future)
101 2 Binary Length of the query text that

follows
103 7680 Char Text of the query
7783 218 Char Blank (reserved for future)

Accessing the Online Administrative Functions
You can access the  online administrative functions through the Administrative Menu and through Administrative
Commands.
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Administrative Menu

To access administrative functions, sign on to  and press Enter after reading the bulletin board (if displayed). When 
displays the Main Menu, select the ADMINISTRATION option, or enter ADMIN on the Command line (see Administrative
Commands).  displays the administrative tasks assigned to you.

The following panel shows all the administrative functions that are available to  Administrators:

Administrative Menu (DQKH0)

   =>

 ------------------------------------------------------------------------DQKH0

 DATAQUERY:  ADMINISTRATIVE MENU

 ----------------------------------------------------------------------------

 ENTER DESIRED OPTION NUMBER ===>  __

  1.  PROFILE                - Display and update user profile

  2.  CONDITIONS             - List create and maintain conditions

  3.  RESTRICTIONS           - List create and maintain restrictions

  4.  PRINTER CONTROL        - Request control functions for a network printer

  5.  JCL                    - List and maintain batch query JCL

  6.  DIAGNOSTICS            - Produce storage dumps

  7.  LANGUAGE               - Translate DATAQUERY text to another language

  8.  USERS                  - List and maintain DATAQUERY users

  9.  SETS                   - List and maintain saved sets

 10.  LIBRARY                - Maintain query library member attributes

 11.  SECURITY CONTROL       - Table and column security authorization

 -----------------------------------------------------------------------------

 <PF1> HELP         <PF2> RETURN

Administrative Functions

The following is a brief explanation of each administrative function:

• PROFILE
Display or update your profile.  allows a user to modify personal profile option defaults for the  online and batch
features, primary and secondary language selections, and network printing options. Associate users do not have this
privilege unless given the authority on the System Option Table. Some profile options default to values specified at the
time the user is added to  or the privileges and authorizations are updated by a  Administrator. Other profile options
default to values from the System Option Table.

• CONDITIONS
(DQL Mode only) Create, delete, view, or edit a condition. A condition (when assigned to a restriction) allows a user or
group of users access to some, but not all, of the rows in a table. You name the condition, identify the table and state
the condition. For example, the condition might restrict access to all COMPANY records containing a value of 15 in the
column for sales ID and a value of DALLAS in the CITY column.

• RESTRICTIONS
(DQL Mode only) Create, delete, view, or edit a restriction. A restriction consists of one or more conditions applied to
data access for a user or a group.

• PRINTER CONTROL
Display a directory of outstanding network print requests. It allows a request to be canceled (flushed), stopped, or
restarted from the point that it was stopped or from the beginning of the print request.

• JCL
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Create, delete, view, or edit JCL and JCL procs. (JCL procs members are JCL members that have variables.
• DIAGNOSTICS

Display the  Request Table or request a storage dump in the form of a transaction dump or a module dump to assist 
in solving problems. For instructions about contacting , see the  message documentation. You can also display
Compound Boolean Selection statistics. You choose where (terminal ID) and when the dump is to be turned on or off.

• LANGUAGE
Translate and display  panels, program literals, and vocabulary terms to another language, or customize them to suit
your site's needs. You also use this function to create messages to be placed on the  bulletin board.

• USERS
Add, delete, view, and update users as well as list active users, users' profiles, and send messages to individual users.
You can maintain a user's name, password, accounting code, group level, authorization for administrative functions
and override system defaults. You can modify any user's profile. A  Administrator who is authorized to perform the
USERS function, can assign user signons for new users to  or change a user's signon characteristics as discussed
previously. As a  Administrator, you cannot delete yourself or turn off your user maintenance authorization.
The USERS authorization is the key to all other authorizations and should be carefully controlled.

• SETS
(DQL Mode only) View, delete, and use saved found sets. Anyone (except the associate user) who runs a query can
save the resulting collection of data as a saved found set. You can reuse the data in a saved set, delete the saved set,
or view a listing of the saved sets.

• LIBRARY
Create, delete, edit, execute, or submit a query. You can modify the extended definition of a query which includes
specifying the query status as PRIVATE or PUBLIC and modify the groups assigned to that query or the author of that
query. You can also create queries, establish dialog definitions, submit and validate queries. You can also edit queries
created by others. The LIBRARY function maintains the attributes (extended definitions) of the Query Library Table
members.

• SECURITY CONTROL
(DQL Mode only) Authorize access to a  database (to all of its tables) or authorize access to a specific  tables within
a database. DQL table security is in effect only if  has not been externally secured. You can display a list of all users
authorized to access a particular  database, or display a list of all the tables that a user is authorized to use. You can
name the  Database Identifier (DBID) and the tables that you are authorizing a user to access, or select the user and
then name the DBID and the tables you want him to access. You can copy security from one user to another as well as
add, delete, and update profile codes.

Administrative Commands

As a  Administrator, you can use many, if not all of the following administrative commands. The administrative commands
can be entered as complete words or as the unique beginning letters of the commands on the command line. You
can also use the end-user commands for the mode in which you are operating. See the end-user documentation for
information about those commands.

• ACTIVE
Displays the Directory of Active Users panel when you type ACTIVE on the command line and press Enter. You see a
listing of the active  users on the Directory of Active Users panel.

• ADMIN
(Requires authorization) Displays the Administrative Menu when you type ADMIN on the command line and press
Enter. The administrative tasks that you are authorized to perform are listed on the Administrative Menu.

• CONDITIONS
Displays the Directory of Conditions panel when you type CONDITION on the command line and press Enter. The
Directory of Conditions panel lists the conditions that are defined for the  system.

• DIAGNOSTIC
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Displays the Diagnostic Request panel when you type DIAGNOSTIC on the command line and press Enter. The
Diagnostic Request panel allows you to perform  diagnostic functions.

• JCL
Displays the Directory of JCL Members panel when you type JCL on the command line and press Enter. The Directory
of JCL Members panel lists the JCL members that are defined for the  system.

• LANGUAGE
Displays the Language Maintenance Menu when you type LANGUAGE on the command line and press Enter. The
Language Maintenance Menu lists the language options that are available to translate or customize the  panels and
Language.

• LIBRARY
Displays the Administrative Library List when you type LIBRARY on the command line and press Enter to allow the
administrator to enter selection criteria for a directory of query library members.

• PRINTER
Displays the Directory of Spooled Print panel when you type PRINTER on the command line and press Enter. The
Directory of Spooled Print panel lists the users with print requests.

• PROFILE
Displays the Profile Maintenance panel when you type PROFILE on the command line and press Enter. The Profile
Maintenance panel displays your user profile attributes.

• RESTRICTIONS
Displays the Directory of Restrictions panel when you type RESTRICT on the command line and press Enter. The
Directory of Restrictions lists the restrictions that are defined for the  system.

• SECURITY
Displays the Security Control Selection Menu when you type SECURITY and press Enter. The Security Control
Selection Menu lists the functions of  security control.

• SETS
Displays the Directory of Saved Sets panel when you type SETS on the command line and press Enter. The Directory
of Saved Sets panel lists the found sets saved by the  system.

• STALL
A diagnostic command, allowing the user to display extended execution statistics for the active query.

• USERS
Displays the Directory of  Users panel when you type USERS on the command line and press Enter. The Directory of 
Users panel lists all of the authorized  users.

Post-Installation Tasks

After completing the   installation, review the following post-installation information and tasks. Perform the tasks to tailor
and prepare the JCL.

Storage Requirements

The  components are of two types, those which support the online and batch query systems and those for the utility
support function. All are reusable and are reentrant. Most of the modules are operating system independent.

Function processors are provided as transient. You can change any or all of them to memory-resident.

For a description of the -provided tables, see Preparing and Maintaining the  System Tables.

Approximate storage requirements for important  components follow:

• Common subroutines
Approximately 28 KB

• System table
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Approximately 4 KB
• Online or batch dependent module

Approximately 7 KB
• Function processors

Site-specific
• User exits

Site-specific
• database tables

Site-specific (See Calculating Sizes for System Tables.)
• Report engine modules

Approximately 256 KB

Tailoring  and

Once you have installed , perform the following steps to prepare  and  for  operation:

1. Prepare the MUF and review its startup options.
2. Tailor the  System Option Table.
3. Prepare the  system tables. For more information, see Preparing and Maintaining the  System Tables.
4. Prepare CICS.
5. Set up the Accounting Facility.

If you intend to use the Accounting Facility for accounting, billing, or performance monitoring, see Using the
Accounting Facility for more information.

6. If you intend to execute queries using the Batch Facility or print to a system printer after online query execution:
– You can set up online batch submission JCL for selected users or groups of users.
– You must install the internal reader.
– You can also export columns and keys named in the PRINT or DISPLAY statement of a query to an output file. You

must prepare to use the Batch Export function.
7. Prepare to extract data. (DQL Mode only.)

If you intend to extract data so that user programs can access the data, see Extracting Data (FEX) for more
information.

8. Prepare for user exit use.
If you want to write and use user exits for such things as your sign-on procedure or for query validation. For more
information, see Programming User Exits.

9. Set up the  Language Maintenance Facility.
If you want to use the Language Maintenance Facility to translate or customize the  vocabulary, literals, messages,
commands, menus, and panels. For more information, see Using the Language Maintenance Facility.
If you have translated portions of  with the last version and have run DQLANGMT with the SYSIN
RUNTYPE=LOAD,LANG=xx, (where xx is the code for your translated panels) before installing this version, you can
retain your translations on those portions of  that have not changed. See Upgrading to a New Version, the   Release
Notes, or the installation documentation for details.

10. Plan and implement security.
11. Add and authorize users.
12. Create your  databases.
13. Define the  User Requirements Tables.

Preparing JCL for Batch  Utilities

Guidelines to assist you in preparing your JCL are provided. The sample code provided in this document is intended
for use as a reference aid only and no warranty of any kind is made as to completeness or correctness for your specific
installation.
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For more information, see How to Obtain JCL and Sample Members on the bookshelf under By Scenario or Feature,

Note: In z/OS, the default name for this library is CABDAC. In z/VSE, sample PROCs are provided that allow you to make
use of parameter substitution.

Any JOB statements should be coded to your site standards and specifications. All data set names and library names
should be specified with the correct names for the installation at your site. In many examples, a REGION= or SIZE=
parameter is displayed in an EXEC statement. The value displayed should be adequate in most instances, but you can
adjust the value to your specific needs.

The libraries listed for searching must include the following in the order shown:

1. User libraries you may have defined for specially assembled and linked tables, such as DBMSTLST, DBSIDPR,
DDSRTLM, DQSYSTBL, or User Requirements Tables

2. base libraries (CABDLOAD): , , , SQL
3. or CA CIS (Common Infrastructure Services) for z/VSE base libraries
4. CA IPC libraries
5. Libraries for additional products, such as ,  VSAM Transparency, , and so on

users also need the following libraries and data sets for the following specific functions:

• The z/OS data set DQOUT or the z/VSE data set DQOUTD (disk) or DQOUTT (tape) is used only if the DQBATCH
execution uses the EXPORT function for variable length data. If fixed length output is generated, z/os uses DQFIXD
(disk) and z/VSE uses DQFIXD (disk) or DQFIXT (tape).

• In z/OS, running deferred queries with separate JCL members in batch requires, in addition to the SYSIN statement
DEFER, the inclusion of a DD statement for the internal reader used by VPE. This DD statement should be:
    //ADRSUB DD    SYSOUT=(A,INTRDR)

Job Control Statements

table definitions are not included since  operates with the  MUF. Use the following job control statements to execute 
batch utilities.

z/OS JCL Statement

• JOB
Initiates the job.

• EXEC
Specifies the program name of the  utility to be run.

• SYSPRINT DD
Defines the sequential output data set used for listing the output report.

• SYSIN DD
Defines the control data set. It normally resides in the input stream; however, it can reside on a system input device or
a direct access volume.

• DQBKPFIL DD
Output data set for a DQLIBRMT backup of Query Library members as requested in the BACKUP control statements.
Produces a sequential file that can reside on tape or disk. This statement is needed only in JCL specifying a
DQLIBRMT backup.

• DQRSTFIL DD
Input data set of Query Library members to be added to the Query Library Table as requested by a DQLIBRMT
RESTORE control statement. This data set must have been created by a previous execution of DQLIBRMT and is
needed only if a restore is requested.

z/VSE JCL Statement

• JOB
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Initiates the job.
• EXEC

Specifies the program name of the  utility to run.
• SYSLST

Defines the sequential output data set used for listing the output report.
• SYSIPT

Defines the control data set that resides in the input stream.
• DQQBKPT

Output tape data set for a DQLIBRMT backup of Query Library members as requested by BACKUP control
statements. This data set must be on SYS010 and is needed only if tape backup is requested. If disk backup is
requested, use the DQQBKPD control statement.

• DQQBKPD
Output disk data set for a DQLIBRMT backup of Query Library members as requested by backup control statements.
This data set must be on SYS011 and is needed only if disk backup is requested. If tape backup is requested, use
DQQBKPT.

• DQQRSTT
Input tape data set of Query Library members created by a previous execution of DQLIBRMT. The members are to be
added to the Query Library Table as requested by the DQLIBRMT RESTORE control statement. This data set must be
on SYS011 and is needed only if tape restore is requested. If disk restore is requested, use DQQRSTD.

• DQQRSTD
Input disk data set of Query Library members created by a previous execution of DQLIBRMT. The members are to be
added to the Query Library Table as requested by the DQLIBRMT RESTORE control statement. This data set must be
on SYS011 and is needed only if disk restore is requested. If tape restore is requested, use DQQRSTT.

Preparing the CA Datacom/DB Multi-User Facility
If your site is installing both  and  at the same time, the  installation generates the interface between them.

If your site is adding  to an existing  system or modifying  (such as adding databases and tuning the system), the following
items need to be reviewed to help ensure that  continues to support :

• MUF startup options
• Online User Requirements Tables
• (only if operating under CICS)
• Execution time JCL

Preparing the MUF

All data managed by  that is to be accessed by  must be available on one MUF, unless  STAR is used for distributed
processing. For special considerations involving processing in a distributed environment, see your  STAR documentation.

The MUF must include the appropriate JCL statements for all storage areas if 's dynamic allocation feature is not in use.

Multi-User Startup Options

operates with the  MUF. The MUF with which you operate  must be initiated meeting the specific startup options
requirements.

Multi-User Startup Option

• CBS dbid,buffer,maxsten,maxstio,maxage
These options control the resources available for the  Compound Boolean Selection Facility which processes  queries.
The values specified for these startup options affect  performance.

• dbid
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Specifies the database ID in which the Compound Boolean Selection Facility builds temporary indexes when
processing queries. We recommend database 6 for this use.

• buffer
Specifies the size of the buffer available for Compound Boolean Selection processing. Must be a minimum of 1024.
While you are using , check the CBSBFR SPILL COUNT statistic in the Statistics and Diagnostics Area report. If the
count is high, you can decrease it and improve performance by increasing the CBS buffer value.

• maxsten
Limits the number of temporary index entries which the Compound Boolean Selection Facility creates before
terminating processing. If no MAXSTEN value is specified, the Compound Boolean Selection Facility creates as
many temporary index entries as are necessary to satisfy a query. If your site is having problems with the Index Area
filling up (receiving a  return code 8 on a SELFR when executing queries), you can use this parameter to limit how
much of the Index Area one SELFR can allocate. Consider that although most SELFRs issued by  do not cause a
temporary index to be built, it is possible to have one for each table named in a query existing simultaneously. If a
SELFR terminates because this limit has been set, query execution also terminates with a  return code 91.

NOTE
You can use the MAXSTEN console command to temporarily change this option while MUF is operating.

• maxstio
Limits the number of  records inspected by the Compound Boolean Selection Facility when processing a query. If no
MAXSTIO value is specified, the Compound Boolean Selection Facility inspects as many records as necessary to
satisfy a query.

NOTE
You can use the MAXSTIO console command to temporarily change this option while MUF is operating.

• maxage
Allows you to specify the age beyond which unused sets can be deleted.

• DATACOM entry1,entry2, ...
This option specifies the licensed CA products that execute with this MUF. DQ must be one of the entries for  to
execute.

• DATAPOOL dataln,datano
This option controls the number and size of the buffers for data access (data buffers). You can also specify an optional
second set.

• dataln
Specifies the size of the data buffers and, when using , must be a minimum of 4096.

• datano
Specifies the number of data buffers.

• EXCTLNO n
Specifies the maximum number of records over which a single task can simultaneously hold under exclusive control.
When using , this must be a minimum of 8.

• length
Specifies the size of the expand buffers which, when using , must be a minimum of 4108 or 12 bytes larger than the
largest record that is to be expanded.

• number
tasks access compressed tables so include the  tasks in your specification. See the Master List discussion in the 
documentation for details.

• MAXELRQ n
Specifies the maximum number of elements which can be accessed by a request. This option must be a minimum of
10 for .
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Tailoring the CA Dataquery System Option Table
A basic System Option Table is installed when you install . The DQOPTLST macro creates a System Option Table when
it is assembled and link-edited. Default DQOPTLST parameters that affect space or resource allocations are specified
at installation/upgrade time. If you decide to change any parameter value at a later time, you can do so, but you must
reassemble the DQOPTLST macro to re-create the System Option Table.

  

The  System Option Table determines such  system options as:

• The  database IDs of the  database and the  database which will be accessed by  
• The amount of space to be reserved in task-related storage for a special work area
• The method to use to build column headings and edit patterns if these are not specified in the query
• The user and resource limitations

The system options are defined by the DQOPTLST macro. The  Administrator can override some of the defined system
options for specific users through a  administrative function. Parameters which the  Administrator can override are noted in
the descriptions on the following pages.

 Options Which Impact  Performance 

Evaluate the effect of the parameters which affect the number of physical blocks used for query execution, the amount of
query processing time, the maximum find time, and the number of times  is to relinquish control to other tasks during the
execution of a query, such as:

• FNDBLKS=
• MFTIME=
• MXREQ=
• MXTLR=

SQL users are not impacted by the DQOPTLST parameters MXREQ=, MFTIME=, and MXTLR= because SQL is a
database management language.

 Option Table Considerations 

Before specifying the DQOPTLST parameters, determine the answers to the following questions about your  environment.

• How many users are there?
• How many batch queries process concurrently?
• What is the maximum number of rows any one query will find?
• What is the largest row a query will find?
• How long should a terminal be allowed to stand idle before auto signoff is invoked?
• How many rows should a user be able to search?
• What printing facilities are required?
• What numeric display patterns are required?
• What batch execution specifications are required?
• How long should a query be allowed to process before relinquishing control to another task?
• What user exits are required?
• What, if any, user program should gain control after DQ signoff?

How to Modify the System Option Table

Alter the parameters of the DQOPTLST macro. (For an example, see the DQSAM03 member on the  page on http://
support.ca.com/. See the   Release Notes.) Then, to make these changes take effect, you must:

1. Reassemble and link edit it.
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2. Have all users sign off  and check the CICS use count.
3. Place the updated System Option Table into effect in one of the following ways:

– If the CICS use count is zero, do a CICS NEWCOPY of DQSYSTBL.
– If the CICS use count is not zero, bring down the monitor and bring it back up again.

 Coding Rules 

In coding the macros, standard Assembler rules apply. A statement to be continued on the next line must have a non-
blank character in column 72, and the next line must begin in column 16.

 Changing the DATACOM-ID of DATA-DICT 

If you change the DATACOM-ID of the DATA-DICT database, update the  System Option Table and reassemble and link-
edit the DQSYSTBL. If you do not change the database ID designation of the  in these places, the  requests are resolved
using the wrong  database.

DQOPTLST Parameters

Following are descriptions of the DQOPTLST parameters, their valid entries, and their default values. They are listed in
alphabetical order.

•  ASUPPRO=
Specifies whether associate users can modify their own user profile and print options.
–  Valid Entries:

NO or YES
–  Default Value:

NO
•  AUDIT1=

Specifies whether the Audit Facility is to be active.
–  Valid Entries:

OFF or ON
–  Default Value:

OFF
•  BTCHLPX=

Specifies the name of the module if the exit is to be linked as a separate module,. The module is used in the Batch
Line Printer Exit.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  BUFSIZE=

Specifies the amount of space to be reserved in task-related storage for a special work area used as an input row
buffer.
Code BUFSIZE as the length of the largest user  row to be accessed by . The value should not be larger than what is
coded in DATALN in the  Master List. Also, the value should not be smaller than what is coded for DQESIZE=.
–  Valid Entries:

4600 or greater
–  Default Value:

4600
•  CADATE=

Specifies the format used to display columns which are defined as date fields with the SEMANTIC-TYPE attribute.
For more information about the updateable attributes of FIELD entity-occurrences, see the Datadictionary Online
Reference.
–  Valid Entries:
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1- to 30-character format name
–  Default Value:

A
•  CDBIDSL=

Specifies that database IDs greater than 999 are to be used by the DBID exit. For more information about the DBID
exit see the descriptions of CDBXITB= and CDBXITO= and the information about the DBID exit in DBID Exit.
–  Valid Entries:

NO or YES
–  Default Value:

NO
•  CDBXITB=

Specifies the name of batch DBID exit. Must not be the same as any  module name.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  CDBXITO=

Specifies the name of the online DBID exit. Must be in PPT and must not be the same as any  module name.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  CMTBEG=

Specifies one or two characters to indicate the beginning of a comment within the text of a query. The value must be
unique among CMTEND=, DIAFILL=, DIASYMB=, HDGSEP=, HDGSUB=, and LITMASK=.
–  Valid Entries:

One or two characters
Do not use:
• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')
You must not code a single arithmetic operator (= - + / *). You may use - and + and / and * together for two
character values. However, in a z/VSE environment, changing the COMMENT BEGIN character to /* causes
problems when using the  online SUBMIT function.

–  Default Value:
*/

•  CMTEND=
Specifies one or two characters to indicate the end of a comment within a query. The value must be unique among
CMTBEG=, DIAFILL=, DIASYMB=, HDGSEP=, HDGSUB=, and LITMASK=.
–  Valid Entries:

One or two characters
Do not use:
• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')
You must not code a single arithmetic operator (= - + / *). You may use - and + and / and * together for two
character values.

–  Default Value:
/*

•  CONVUSR=
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Specifies the level of access provided when the external security resource cxxname.DQACCESS.CONVUSR is
specified with "ALL" access.
–  Valid Entries:

ASSOCIATE
–  Default Value:

CONVENTIONAL
•  DATAXIT=

Specifies the name of the user exit to examine the data rows retrieved by a DQL Mode query. The name must be in the
PPT and not the same as any  module.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  DATEFMT=

Specifies the format to use to print columns in DQL Mode and SQL Mode which are defined as SQL date types.
–  Valid Entries:

EUR (dd.mm.yyyy)
ISO (yyyy-mm-dd)
JIS (yyyy-mm-dd)
USA (mm/dd/yyyy)

–  Default Value:
USA

•  DDDBID=
Specifies the  database ID for the  ordinarily accessed by . Normally you would identify the loca database. This is
the  in which all  DQL Mode security information is stored regardless of the DDDBID specified in the user's profile.
–  Valid Entries:

A valid database ID
–  Default Value:

00002
•  DDHDG=

Specifies the method  is to use to build the PRINT or DISPLAY column headings if the query does not specify a
heading. (If the query provides the heading,  uses it no matter how this parameter is coded.) The value consists of two
subparameters separated by a comma and enclosed within parentheses.

NOTE
 YES is honored only if the appropriate values have been coded for the column heading attributes
HEADING-1 and HEADING-2 in . If none have been coded,  takes the NO option.

•  DDPIC=
Specifies the edit pattern  is to use for numeric columns if no edit pattern is specified in the query. (If an edit pattern is
specified in the query with the PICTURE clause,  uses it no matter how this parameter is coded.)
If you code YES,  uses the edit pattern coded in . If the column has an invalid edit pattern in  (one that does not fit the
data),  issues an error message and does not process the query.
If you code YES but no edit pattern is provided in ,  builds its own edit pattern as described in the NO option.
If you code NO,  checks with  to get the defined precision and builds a PICTURE that displays all digit positions and
inserts a decimal point and sign if needed.
–  Valid Entries:

NO or YES
–  Default Value:

YES
•  DECPT=
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(Code only if using a language other than English.) Specifies the character to use to indicate the decimal point when
printing numeric values. DECPT= is used only in conjunction with the Language Maintenance Facility.
–  Valid Entries:

The words PERIOD or COMMA
–  Default Value:

PERIOD
•  DIAFILL=

Specifies a dialog fill character, used in the dialog text as a space saver for variables so that values longer than
their default are allowed. Use this parameter to set the dialog fill character for your site. The value must be unique
among LITMASK= and DIASYMB=, and it must not be the same as any part of the values assigned to CMTBEG= and
CMTEND=.
–  Valid Entries:

Single character
Do not use:
• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')
• An arithmetic operator (= - + / *)

–  Default Value:
An underscore character ( _ )

•  DIASYMB=
Specifies a dialog symbol, used in the dialog text to mark a word or value as a variable. Use this parameter to set the
dialog symbol for your site. The specified value must be unique among LITMASK= and DIAFILL= and must not be the
same as any part of the values assigned to CMTBEG= and CMTEND=.
–  Valid Entries:

Single character
• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')
• An arithmetic operator (= - + / *)

–  Default Value:
? (A question mark character)

•  DQDBID=
Specifies the  database ID for the  database.
–  Valid Entries:

A valid database ID
–  Default Value:

00003
•  DQESIZE=

Specifies the record size of the DQE table (block size minus 14). At installation, the block size is set to 4096. A record
size 4082 means the largest total column length for data is 4030 (record size minus 52). If this is not sufficient for
SQL retrieval of one row, redefine the DQE table through , reallocate and reinitiate the DQE table, and change this
parameter to reflect the new size.
–  Valid Entries:

(Block size of DQE) minus 14
–  Default Value:

4082
•  DQIN=

Specifies the transaction ID to use in place of the DQIN transaction on this  system.
–  Valid Entries:
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Any 1- to 4-character TRANSID
–  Default Value:

DQIN
•  DQPR=

Specifies the transaction ID to use in place of the DQPR transaction on this  system.
–  Valid Entries:

Any 1- to 4-character TRANSID
–  Default Value:

DQPR
•  DQRY=

Specifies the transaction ID to use in place of the DQRY transaction on this  system.
–  Valid Entries:

Any 1- to 4-character TRANSID
–  Default Value:

DQRY
•  DSIEXIT=

Specifies the name of the Data Stream Input Exit, if any. Must be in CICS PPT and not the same as any  module.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  DSOEXIT=

Specifies the name of the Data Stream Output Exit, if any. Must be in CICS PPT and must not be the same name as
any  module.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  EPAGES=

This parameter is no longer used but is kept for compatibility.
•  ETMSO=

Specifies the number of minutes that may elapse between entries to the terminal. If the specified time is
reached,  signs off the user the next time an entry is made at the terminal. Thus  prevents an unauthorized user from
accessing data if the user who signed on leaves the terminal unattended for the specified length of time.
–  Valid Entries:

1 -- 1440
–  Default Value:

1440
•  EXPDELM=

Specifies the name of the character to use as a delimiter in the batch export file. It is used as a delimiter between
variables when the export function is used in batch . It is also used in all records: header, data, and trailer.
–  Valid Entries:

Any character except commas
–  Default Value:

, (comma)
•  EXPDEV=

(z/VSE only) Specifies the device type used by batch  for export data sets. You can change it on the Batch Execute
panel if your JCL supports the selected device type. The device type specified in this parameter is used for all deferred
batch jobs.
–  Valid Entries:
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DISK or TAPE
–  Default Value:

TAPE
•  FNDBLKS=

(Online only.) Specifies the total number of logical blocks on the DQF (Found Table) one user can allocate during
processing of the FIND statement of a query. This limit ensures adequate space for all the users. When the limit is
exceeded,  ends the search with one of two messages, either:
DQ472I - LIMIT EXCEEDED - FOUND NNNNNN, or

DQ478I - LIMIT EXCEEDED - NO ROWS FOUND.

These messages are also generated whenever the limits set in the MFTIME= or SRCHLIM= parameter are exceeded.
To find out if the message you receive has been generated by a FNDBLKS=, MFTIME=, or SRCHLIM= limit, either use
a PF key from the Print Output panel, or view the Find Statistics panel by issuing the STATS command and check the
FIND TERMINATED BECAUSE column for one of the following:
FNDBLKS: MAX WORK TABLE BLOCKS EXCEEDED

MFTIME: MAX ELAPSED TIME EXCEEDED

SRCHLIM: SITE I/O LIMIT (DQOPTLST.SRCHLIM) EXCEEDED

To estimate the total number of logical rows that can be stored per logical block, use the following formula:
 ROWS = 760 / [ 6 + (n x 18) ]

where x is the number of tables named in the query.
For example, if the user names one table in a query (no RELATED, SET, or SORT statements), then:
ROWS = 760 / [ 6 + (1 x 18) ] = 33

Thus, if the default value for FNDBLKS is used (10 logical blocks), up to 330 logical rows could be stored by a user
with one execution of a FIND that names only one row type.
This parameter sets the system default. You can override this value for specified users individually. See Authorizing
Users in CA Dataquery. If you override, consider the extra blocks when you allocate space.
–  Valid Entries:

1 -- 9999999
–  Default Value:

10
•  HDGSEP=

Specifies a separator character to be used to separate line one and line two of a two-line column heading for a column
or key when it is specified in the text of a query. If a single character is used for CMTBEG= and/or CMTEND=, the
same character should not be used for HDGSEP=.
–  Valid Entries:

Single character
Do not use:
• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')

–  Default Value:
/ (a slash)

•  HDGSUB=
Specifies two characters that indicate to  that it should substitute the value of the control break column of a DO
statement for the two characters. If two characters are used for CMTBEG= or CMTEND=, the same two characters
should not be used for HDGSUB=. If a single character is used for CMTBEG= or CMTEND=, that character should not
be used in HDGSUB=.
–  Valid Entries:

Two characters
Do not use:
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• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')

–  Default Value:
&& (two ampersands)

•  KANJISI=
Specifies the hex value of the code which causes the terminal to shift into double byte character mode.
–  Valid Entries:

0F
–  Default Value:

(No default)

NOTE
 These values are supplied by the  MUF, overlaying what is specified here.

•  KANJISO=
Specifies the hex value of the code which causes the terminal to shift out of double byte character mode.
–  Valid Entries:

0E
–  Default Value:

(No default)

NOTE
 These values are supplied by the  MUF, overlaying what is specified here.

•  LINPRTL=
Specifies the length of each line for the printing of a batch query. This parameter is equivalent to NETPRTC= for a
network printer.
–  Valid Entries:

80 -- 150
–  Default Value:

133
•  LINPRTP=

Specifies the number of lines per page for the printing of a batch query. This parameter is equivalent to NETPRTP= for
a network printer.
–  Valid Entries:

24 or greater
–  Default Value:

66
•  LITMASK=

Specifies a literal masking character to be used in literals in the WITH clause of a FIND statement to indicate positions
for which any value is acceptable. The value must not be the same as any part of the values assigned to CMTBEG=
and CMTEND= and must be unique among DIAFILL=, DIASYMB=, HDGSEP=, and HDGSUB=.Valid Entries:
– Single character

Do not use:
• The letters A through Z
• The integers 0 through 9
• A period (.), a comma (,), or a single quote mark (')
• An arithmetic operator (= - + / *)

–  Default Value:
# (pound sign)

•  MAXIO=
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Specifies a maximum limit for I/O for DQL queries. If  estimates that a DQL query will exceed this I/O limit, it issues a
warning message and allows the user to choose to continue with the query or to cancel it.
–  Valid Entries:

0 -- 9999999
–  Default Value:

9999999
•  MFTIME=

(Online only.) Specifies the maximum number of seconds allowed to elapse during the execution of a FIND statement.
If the specified time is exceeded,  ends the search with one of two messages, either:
DQ472I - LIMIT EXCEEDED - FOUND NNNNNN, or

DQ478I - LIMIT EXCEEDED - NO ROWS FOUND.

These messages are also generated whenever the limits set in the FNDBLKS= or SRCHLIM= parameter are
exceeded. To find out if the message you receive has been generated by a FNDBLKS=, MFTIME=, or SRCHLIM=
limit, either use a PF key from the Print Output panel, or view the Find Statistics panel by issuing the STATS command
and check the FIND TERMINATED BECAUSE column for one of the following:
FNDBLKS: MAX WORK TABLE BLOCKS EXCEEDED

MFTIME: MAX ELAPSED TIME EXCEEDED

SRCHLIM: SITE I/O LIMIT (DQOPTLST.SRCHLIM) EXCEEDED

Specifying a zero means that you want no limit placed on how long a FIND can take.
–  Valid Entries:

0 -- 999999999
–  Default Value:

0
•  MXREQ=

(Online only.) Specifies the number of  I/O events  is to allow during a query execution before it relinquishes control
of the resources in use and reschedules the remainder of the task.  then issues a message "Still in progress." This
feature keeps one query from monopolizing the CICS system.
MXREQ works with the MXTLR parameter to set the length of time  is to process before pausing to allow the user to
end the query.
This parameter sets the system default. You can override this value for specified users. See Authorizing Users in CA
Dataquery.
–  Valid Entries:

1 -- 9999
–  Default Value:

100
•  MXSETS=

Specifies the total number of KEEP or EXTRACT row collections a user can save in the DQF (Found Table) at any
given time. MXSETS, FNDBLKS and XTRBLKS control the space requirements for the DQF.
–  Valid Entries:

1 -- 999
–  Default Value:

5
•  MXTLR=

(Online only.) Specifies the number of times  is to relinquish control to other tasks during a query execution before
pausing to allow the user to end processing. When the value is reached  displays the message "Do you want to
continue?" See the discussion of MXREQ for details.
This parameter sets the system default. You can override this value for specified users. See Authorizing Users in CA
Dataquery.
–  Valid Entries:
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1 -- 9999
–  Default Value:

10
•  NETPRT=

Specifies the default network printer ID used as the destination of a query output. It can be overridden on a per user
basis using the PROFILE command in online  or through the Online Execution panel.
–  Valid Entries:

4-character CICS terminal ID of a printer
–  Default Value:

(No default)
•  NETPRTC=

Specifies the number of columns per line for print routed to an online network printer. To override the value for a
specific user, use the PROFILE command in online  and change the specification for PRINT NUMBER OF COLUMNS.
–  Valid Entries:

80 -- 255
–  Default Value:

80
•  NETPRTP=

Specifies the lines per page of the network printers. To override the value for a specific user, use the PROFILE
command in online  and change the specification for PRINT NUMBER OF ROWS.
–  Valid Entries:

12 -- 255
–  Default Value:

66
•  NEWPASS=

Specifies that users are allowed to change passwords on the Signon panel. If NO is specified, only an Administrator
with User Maintenance authorization can change user passwords.
–  Valid Entries:

NO or YES
–  Default Value:

YES
•  OPNDURT=

Specifies whether to open dynamically-built User Requirements Tables for update (U) or read-only (R) or not at all (N).
–  Valid Entries:

N, R, or U
–  Default Value:

U
•  OPSYS=

Specifies the operating system.
–  Valid Entries for z/OS:

OS
–  Valid Entries for z/VSE:

DOS
•  OUTXITO=

Specifies the name of the Online Output exit to be called as output rows are read.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  OUTXITB=
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Specifies the name of the Batch Output exit to be called as output rows are read.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  PDBAREA=

Specifies the name of an existing database area to use for personal tables. The value may be overridden for each
user. This area is used when using DATACOM extensions to SQL.
–  Valid Entries:

Name of an existing area
–  Default Value:

 default area if no area named
•  PRECISN=

Specifies the precision to use on a SET statement in DQL Mode when precision is not specified.
–  Valid Entries:

(I,D) Where I is the number of integer digits left of the decimal point and D is the number of decimal digits right of
the decimal point and I + D is less than or equal to 18.

–  Default Value:
(10,5)

•  PRTCTL=
Specifies the maximum number of pages of report output a user can send to a 3284 or 3286 printer for any given
query.
–  Valid Entries:

1 -- 999
–  Default Value:

10
•  QPAGES=

Specifies the maximum number of 24-line query pages that a query can occupy. Each page beyond 1 requires
approximately 5K additional bytes of task related storage while the transaction is active, and 5K more of auxiliary
temporary storage per session if the pages are actually used. If you are using the Guided Query Creation Facility,
specify a minimum of 2.
–  Valid Entries:

1 -- 4
–  Default Value:

1
•  QRYGRPS=

Specifies whether you can partition the public query library at the group level. Code YES to use group level access
authorization partitioning of the query library.
–  Valid Entries:

NO or YES
–  Default Value:

NO
•  RCNTDQW=

Specifies number of times DQBATCH should retry getting a DQW partition when all are marked in use before going to
end of job when none are available. DQBATCH waits 30 seconds between retries.
–  Valid Entries:

1 -- 9999
–  Default Value:

5
•  RPTHEAD=
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Specifies a character string, enclosed within apostrophes, that  is to use as the first heading line of all query reports
printed on a 328x hardcopy printer or line printer. This heading is printed as the primary heading on every report
produced. Use the TITLE1 clause of the PRINT statement to produce a second line, and the TITLE2 clause to produce
a third line.
–  Valid Entries:

1 -- 30 characters, enclosed within apostrophes
–  Default Value:

(No default)
•  RTIMDQE=

Specifies the number of seconds SQL Mode batch  is to wait before reusing a found set in the Work Table (DQE) which
is marked as being "in use." Sets may be left marked "in use" after a system failure or batch  abend.
–  Valid Entries:

60 -- 32000
–  Default Value:

14400
•  RTIMDQW=

Specifies the number of seconds batch  is to wait before reusing a partition of the Work Table (DQW) which is marked
as being "in use." Partitions may be left marked "in use" after a system failure or batch  abend. When  is unable to
allocate a partition, the message " WAITING FOR RESOURCES" appears.
–  Valid Entries:

60 -- 32000
–  Default Value:

7200
•  RTRNMOD=

(CICS only.) Specifies the name of a user program that is to receive control through CICS XCTL when  is signed off.
The specified name must be in the CICS PPT and must not be the same as any  module name. The value specified in
this parameter overrides the RTRTRAN specification and the session level transaction ID.

NOTE
 If you specify either RTRNMOD or RTRTRAN,  ignores any value you specify for the USRCMD parameter.

•  RTRTRAN=
(CICS only.) Specifies the CICS transaction ID to be initiated through CICS interval control initiate when  is signed off.
The value specified in this parameter can be overridden by using RTRNMOD or the session level return transaction ID.
RTRTRAN use is preferred over RTRNMOD use.

NOTE
 If you specify either RTRNMOD or RTRTRAN,  ignores any value you specify for the USRCMD parameter.

•  SECINF=
Specifies if  should use the External Security Interface to get user IDs from CA ACF2, CA Top Secret, or IBM's
RACF. If SECINF=YES when executing in  batch SIGN/ON mode, you can eliminate the signon card from batch
executions. You must also specify the necessary external iecurity resources and privileges. For more information about
implementing external security, see Using External Security for Ca Datacom.
–  Valid Entries:

NO or YES
–  Default Value:

NO
•  SEQBUFS=

Specifies the number of batch sequential data buffers that can be used to speed the processing of some queries in
batch by allowing the use of the  GETIT and GSETL commands.  decides to use GETIT and GSETL based on input
from the Compound Boolean Selection Facility.
–  Valid Entries:
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2 -- 32
–  Default Value:

2
•  SONEXIT=

Specifies the online Signon/off Exit module name. The specified name must be in the CICS PPT and must not be the
same as any  module name. See Sign-on/off Exit for information.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  SORTCTG=

Specifies, in 4096-byte increments, the maximum contiguous storage area for in-memory sorting which  will request of
CICS at one time. If this amount is not available when needed,  tries to allocate a number of smaller areas for the sort.
This parameter sets the system default. You can override the value for specific users. See Authorizing Users in CA
Dataquery.
–  Valid Entries:

1 -- 16
–  Default Value:

16
•  SORTPAG=

Specifies, in 4096-byte increments, the maximum amount of storage  will allocate to process a single sort request. If
a request is too large to be sorted in this amount, or if the storage is unavailable in the monitor, then the  Index sort is
used.
This parameter sets the system default. You can override this value for specific users. See Authorizing Users in CA
Dataquery.
–  Valid Entries:

1 -- 1024
–  Default Value:

64
•  SORTSYS=

Specifies, in 4096-byte increments, the maximum amount of storage  allocates to process all concurrent sorts
combined system wide.
–  Valid Entries:

1 -- 2048
–  Default Value:

64
•  SORTWK=

(z/VSE only) Specifies the number of disk sort work files to be used for batch system sort. Batch JCL should reflect the
value specified.
–  Valid Entries:

0 -- 8
–  Default Value:

3
•  SQLPRTY=

Specifies the priority for SQL requests processed by MUF. One is the lowest priority and 15 is the highest.
–  Valid Entries:

1 -- 15
–  Default Value:

7
•  SRCHLIM=
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Specifies the maximum number of  physical I/O events  is to issue to perform the FIND statement of any one query.
The value should be small enough to prohibit full table searches and expensive queries. Code it large enough to allow
users to issue queries of reasonable size. The limit is specified in terms of I/O events, not  requests. This parameter is
ignored by batch .
If the limit you specify is exceeded,  ends the search with one of two messages, either:
DQ472I - LIMIT EXCEEDED - FOUND NNNNNN, or

DQ478I - LIMIT EXCEEDED - NO ROWS FOUND.

These messages are also generated whenever the limits set in the FNDBLKS= or MFTIME= parameters are
exceeded. To find out if the message you receive has been generated by a FNDBLKS=, MFTIME=, or SRCHLIM=
limit, either use a PF key from the Print Output panel, or view the Find Statistics panel by issuing the STATS command
and check the FIND TERMINATED BECAUSE field for one of the following:
FNDBLKS: MAX WORK TABLE BLOCKS EXCEEDED

MFTIME: MAX ELAPSED TIME EXCEEDED

SRCHLIM: SITE I/O LIMIT (DQOPTLST.SRCHLIM) EXCEEDED

Specifying a zero means that you want no limit placed on the number of I/O events.
–  Valid Entries:

0 -- 99999999
–  Default Value:

9999999
•  SUBEXIT=

(Online only.) Specifies the name of the batch submit JCL exit module. The module name must be in the CICS PPT
and must not be the same as any  module name.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  SXBEXIT=

Specifies the name of a batch Signon/off Exit module. The module name must not be the same as any  module name.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  SYSDIAL=

(Valid only for sites that use the Language Maintenance Facility.) Specifies the 2-character language code for the
language you have chosen as the PRIMARY language (that is, the language translation that is searched first).
This parameter sets the system default. You can override the value for specific users. See Authorizing Users in CA
Dataquery.
–  Valid Entries:

2-character language code previously defined in the Language Maintenance Facility
–  Default Value:

(No default. Note: Some panels show AE.)
•  SYSLANG=

(Valid only for sites that use the Language Maintenance Facility.) Specifies the 2-character language code for the
language you have chosen as the SECONDARY language (that is, the language translation that is searched second).
This parameter sets the system default. You can override the value for specific users. See Authorizing Users in CA
Dataquery.
–  Valid Entries:

2-character language code previously defined in the Language Maintenance Facility
–  Default Value:

(No default.
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NOTE
 Some panels show AE.)

•  TIMEFMT=
Specifies the format to use to print columns in DQL Mode and SQL Mode which are defined as SQL time types.
–  Valid Entries:

USA - hh:mm am (or pm)
ISO - hh.mm.ss
EUR - hh.mm.ss
JIS - hh:mm:ss

–  Default Value:
USA

•  TINIT=
Specifies whether  can be initiated from a terminal. If YES is specified,  can be initiated by entering DQRY at a
terminal. If NO is specified,  can only be initiated from a program. For information about initiating  from a program,
see Initiating and Terminating CA Datacom Core.
–  Valid Entries:

NO or YES
–  Default Value:

YES
•  TITLWC=

Specifies how you want report titles centered. If YES is specified, report titles are centered over the width of the
presented data. If NO is specified, report titles are centered over the width of the device.
–  Valid Entries:

NO or YES
–  Default Value:

NO
•  UDFMOD=

Specifies whether a User-Defined Functions exit is to be used. If you specify a name, ensure that a user-written exit
is provided. The specified name must be in the CICS PPT and must not be the same as any  module name. For more
information, see User-Defined Functions Exit.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  URTPRTY=

Specifies the priority for requests processed by the batch program after the User Requirements Table is opened. 1 is
the lowest priority; 15 is the highest.  dynamically builds batch User Requirements Tables. For more information, see
Defining the  User Requirements Tables.
–  Valid Entries:

1 -- 15
–  Default Value:

7
•  USRCMD=

Specifies the names of up to ten transactions which  recognizes as valid  commands. When one of these is entered as
a  command,  initiates the transaction.

NOTE
 If you specify either RTRNMOD or RTRTRAN,  ignores any value you specify for the USRCMD parameter.

•  VALEXIT=
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Specifies whether a Query Validation exit is to be used. If you code a name, ensure that a user-written exit is provided.
The specified name must be in the CICS PPT and must not be the ame as any  module name. For information about
writing a Query Validation exit, see Query Validation Exit.
–  Valid Entries:

1- to 8-character module name
–  Default Value:

(No default)
•  XTRBLKS=

Specifies the amount of space on the DQF (Found Table) that a single EXTRACT request can allocate at one time.
This limit prevents one user from using excessive table space. If the limit is exceeded,  terminates the EXTRACT
command and releases the assigned space. The value coded is in logical blocks; the number of logical rows that can
be extracted at one time depends on the length of the logical row. For an estimate, divide 760 by the logical row length
(total length of all columns and keys named by the average PRINT or DISPLAY).
–  Valid Entries:

1 -- 9999
–  Default Value:

20
•  XTRSETL=

Specifies the length of a SET result in EXTRACT output. If 8 is specified and the SET result is greater than 15 digits
in length, the value extracted will be zero (0). If 16 is used, all SET result values will be extracted as packed decimal
length 16. If 8 is used, all SET result values will be extracted as packed decimal length 8. Setting the value to zero and
continuing to process the rest of the output permits the program to continue. No other error message or error return
code is set.
–  Valid Entries:

8 or 16
–  Default Value:

8

Example DQOPTLST Assemblies

 Sample CICS Assembly in z/OS 

       DQOPTLST OPSYS=OS,                                              X

             ETMSO=20,                                                 X

             DDDBID=2,                                                 X

             DQDBID=3,                                                 X

             MXREQ=100,                                                X

             MXTLR=10,                                                 X

             BUFSIZE=4600,                                             X

             LINPRTP=55,                                               X

             QRYGRPS=NO,                                               X

             QPAGES=3

       END

 Sample CICS Assembly in z/VSE 

       DQOPTLST OPSYS=DOS,                                             X

             ETMSO=20,                                                 X

             SORTWK=3,                                                 X

             DDDBID=2,                                                 X

             DQDBID=3,                                                 X

             MXREQ=100,                                                X

             MXTLR=10,                                                 X
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             BUFSIZE=4600,                                             X

             LINPRTP=55,                                               X

             QRYGRPS=NO,                                               X

             QPAGES=3

       END

Preparing and Maintaining the CA Dataquery System Tables
Following is a list of the tables which must be present in  to run  with the SQL option installed.

NOTE
See important information in Logging, Recovery, and URI and Recovery.

• DQE
Serves as an SQL Found Table containing the rows of data returned by a SQL query.

• DQF
Found Table - Stores the results of a query or found set. The found set that results from a query remains active until
another query is executed or the user signs off. This table also contains saved sets which are pointer information to
the original data in the queried database table when the KEEP command is used for DQL Language queries. When
the EXTRACT command is used, the actual data values for the columns specified in the query are saved in a special
Extract Set on the  Found Table (DQF). The Found Table is also used by the Deferred Batch and Print Offline functions
of .

• DQM
Literals Table - Stores literal values that are output by the  system. These literal values are keywords and phrases that
are commonly used by the  system. Storing them on this table facilitates their translation to other languages by the 
Language Maintenance Facility.

• DQP
Panel Table - Stores the image of the panels that collectively comprise the  External Online Interface. Storing panel
images on this table facilitates their translation into other languages by the  Language Maintenance Facility. Any
translated versions are also stored on this table.

• DQQ
Query Library - Primarily stores query text members, JCL members, PROCs, terms, condition, and restriction
definitions.

• DQR
Functions as a Recovery Table containing one row for each Found Set in the DQE. It also contains some record
keeping data, such as who created the Found Set, when it was created, and so on.

• DQS
Spool Table - Stores and controls the hardcopy report output of a query that has been routed to an online network
printer.

• DQU
User Table - Stores the definitions of valid  users. This table contains user attributes such as name, password,
language, system options and function authorizations. This information is used to validate a user attempting to sign on
to the  system.

• DQV
Vocabulary Table - Stores Language and Command keywords that a  user would enter into the system. Storing these
keywords on this table facilitates their translation into other languages by the  Language Maintenance Facility.

• DQW
Work Table - Performs as the batch equivalent of the DQF table. The Work Table stores and manages found sets that
result from batch queries. This table is segmented into partitions to allow the concurrent execution of several batch
queries. (The KEEP and EXTRACT commands are not available in batch , so no saved or Extracted sets are present
on the  Work Table.)

If SQL is not installed, the DQE and DQR tables are not needed.
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Table Sizes

The size of each of these tables is site-specific. The ten tables are provided with the installation of . Each table is in its
own  area except DQM, DQP, and DQV which share the DQM area. You must determine if the tables are large enough as
provided and if not, you must regenerate the tables to meet the needs of your environment.

Logging, Recovery, and URI

Do not specify logging for any of the  system tables except the DQQ (Query Library Table) and DQU (User Table).
Installing or upgrading specifies logging on for these tables.

Recovery

The recovery attribute (RECOVERY) is set to yes (Y) for all  system tables to allow URI support to be implemented. Do
not change this specification.

Calculating Sizes for System Tables

Allocate sufficient space for the  tables. The size of some of the  tables is site-specific and impacts the efficiency of .
You must determine the amount of space your site requires for these tables. This section provides information about
calculating optimum table sizes for the  system tables. The sizes are based on the 3380 device type.

Tables with Set Allocations

Use the following guidelines:

• DQM - Literals Table
(DQM area) Allocate 60 tracks to allow space for some translation.

• DQP - Panel Table
(DQM area) Allocate 60 tracks to allow space for some translation.

• DQQ - Query Library Table
Allocate a minimum of 20 tracks.

• DQR - SQL Recovery Table
Allocate 10 tracks.

• DQS - Spool Table
An allocation of 10 tracks is usually sufficient for the Spool Table (DQS).

• DQU - User Table
Allocate a minimum of 20 tracks.

• DQV - Vocabulary Table
(DQM area) Allocate 60 tracks to allow space for some translation.

The allocations for the DQE, DQF, and DQW are site-specific. Instructions for estimating the appropriate allocation for
your site follow the description of each of these tables later in this chapter.

Maintaining the  System Tables

The physical aspects of  are maintained by the  database management system. The  database consists of rows on a 
Directory (CXX), an index, and twelve tables. Maintenance of the  database is no different from maintenance of any other 
database, but there are specifications regarding recovery. See the DBUTLTY Reference for details about system tasks,
including:
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• Maintaining the  Directory (CXX) -- backing up and restoring the Directory containing the definitions of the  tables. You
can also print a report of those definitions.

• Unloading tables -- unloading an individual  table (for example, as a backup or for subsequent reloading).
• Loading tables -- loading a particular  area and restoring a backup copy of a table.
• Maintaining the index -- initializing, rebuilding, and reporting on the index.
• Retrieving tables -- restoring a table if the database index has been destroyed and reloading it.
• Backing up tables --  tables should be included in normal site backup procedures. Regular backup for the DQQ and

DQU tables is especially important since these tables contain data that is not easily re-created in case of a system
malfunction. For more information, see Scheduling System Table Backups.

Utilities

provides the following batch utilities to maintain its tables.

• The Language Maintenance Utility, DQLANGMT, is used to backup and restore the DQM, DQP, and DQV tables.
• The Query Library Table Maintenance Utility, DQLIBRMT, is used to maintain the DQQ table:

– Delete all or selected members for selected users or groups
– Backup queries, dialogs, terms, JCL and PROC members
– Restore all or selected members to the DQQ from tape or disk
– Print maintenance reports
– Add members

• The Found Table Maintenance Utility, DQWFINIT, used to initialize the DQE, DQF, and DQW tables.

Scheduling System Table Backups

Schedule system backups regularly to backup DQQ, DQU, DQM, and DQT. Use the BACKUP function of  Utility
(DBUTLTY) for your system backups.

If the DQU is restored from a database backup, DQWFINIT must be run to reinitialize the DQF and DQE tables after null-
loading DQF, DQE, DQS, and DQR.

All Tables

For details on how each of the  tables should be backed up, check the information on previous pages for the individual
tables.

DQE and DQF

DQF and DQE should never be loaded from a backup. They should always be null-loaded and reinitialized with
DQWFINIT.

DQW

The DQW table may be loaded from a backup if the backup was made immediately after initializing it with DQWFINIT.

DQM, DQP, and DQV

Use the DQLANGMT utility to backup and restore the Literals Table (DQM), the Panel Table (DQP), and the Vocabulary
Table (DQV). These tables store literal values, panel images, and language and command keywords, respectively. For
more information, see Loading and Unloading Languages (DQLANGMT).

DQE SQL Found Table
The DQE provides space for storing the rows retrieved by SQL queries. Pointers to these rows are kept in a found set on
the DQF table like a DQL query.

The default block size for the DQE is 4096 (record size 4082). This means the maximum row length for a row retrieved by
an SQL query is 4030, because of the header, pointer, and length fields used in the block by .
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Preparing the DQE

To prepare the DQE:

1. Allocate space (see instructions for calculating size, below).
2. Initialize space using DBUTLTY.
3. Null load using DBUTLTY.
4. Run DQWFINIT with a control statement to format DQE.

NOTE
At installation, the DQE block size for DQE defaults to 4096. The block size of the DQE can be changed using
standard procedures in  for changing the definition of a table and cataloging. See the  documentation or the 
Administrator for assistance. After changing the definition of the DQE and cataloging it, it must be reallocated
and reinitialized as above. Also, the DQESIZE parameter on the System Option Table must be changed to
reflect the new record size (block size minus 14) and reassembled.

Calculating the Allocation for DQE

For SQL queries, determine:

• AVG-ROW-LEN selected = A
• AVG-ROW-COUNT = R
• USER-COUNT = U
• Step 1:

Calculate the number of rows per block.
4096/A (round down)

• Step 2:
Calculate the number of blocks per user.
R/(result of Step 1)

• Step 3:
Calculate the total blocks.
(result of Step 2) x U

• Step 4:
Multiply the result of step 3 by two.
(result of Step 3) x 2

• Step 5:
This gives the number of physical 4096-byte blocks. Use the result of Step 4 to calculate the tracks or blocks for your
device type.
– For Count Key Data devices:

(number of tracks) = (outcome of Step 4)/b
where b = number of 4096-byte rows that will fit on a track on the device used to hold the table.

– For FBA devices:
(number of FBA blocks) = (outcome of Step 4) x 8

NOTE
You multiply by 8 because it is the minimum number of 512-byte blocks needed to accommodate the
4096-byte row size of the DQE.

Maintaining the DQE

No backup of the DQE is required since no sets are kept or extracted in SQL Mode.  uses the DQE as work space during
SQL Mode query execution.
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WARNING
SYNCHRONIZE. When you null load and initialize the DQE, you must also null load and initialize the DQF, DQR,
and DQS to maintain synchronization. Failure to synchronize these tables can result in failure to reclaim DQE
space.

Recovering the DQE

If the DQE is lost due to catastrophe:

• Allocate the table.
• Initialize the table using DBUTLTY.
• Null load the table using DBUTLTY.
• Run the DQWFINIT utility to format the DQE.

DQF Found Table
The  Found Table is used to store the results of a query. It can contain:

• Found sets - which consist of pointer information to the original data in the queried database when the FIND command
is used

• Saved sets - which consist of pointer information to the original data in the queried database when the KEEP
command is used

• Extract sets - which consist of the actual values for the columns specified in the query.
• Temporary sets used for offline print and network print - which consist of a copy of the request table, a copy of the

found set, and optionally, the find statistics or the query text
• The deferred batch queue - which consists of entries for each deferred batch request

  writes the pointers to the data or the data that result from a request to the DQF after the request is processed. The DQF
is read to report on the stored results.

The logical row length of the DQF (Found Table) is 772 bytes long. The default block size is 4096 bytes. Each physical
block holds five logical blocks, which are used as an intermediate area for holding the logical rows selected during a query
execution.

The DQF (Found Table) is one physical database table, but because of its row structure it appears as multiple logical
tables. Subsets of the DQF table are dynamically assigned to individual tasks when needed and later released back to
the system. When row collection sets are saved with the KEEP and EXTRACT commands, entries that provide specific
information about the sets are placed in the DQF table directory.

  

Preparing the DQF

 To prepare the DQF: 

1. Determine the space needed.
The actual number of logical rows that can belong to a row collection at one time during selection varies per query.
The number of RELATED clauses and SET statements and the length of a SORT key are factors.
Since the logical row length is variable, you cannot always tell exactly how many can be contained in a physical block. 

2. Allocate the space.
3. Initialize the space using the DBUTLTY INIT Data Area function.  
4. Null load both the DQF and the DQS using the DBUTLTY LOAD Data Area function.
5. Run the DQWFINIT utility. For information about executing DQWFINIT, see Initializing the DQE, DQF, and DQW

(DQWFINIT).
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WARNING
 SYNCHRONIZE. When you null load and initialize the DQF, you must also null load and initialize the DQE,
DQR, and DQS to maintain synchronization. (Omit the DQR and DQE tables if the SQL option is not installed.)
Failure to synchronize these tables can result in failure to reclaim DQF space.

WARNING
Executing DQWFINIT completely reinitializes the table and destroys any KEEP or EXTRACT row collections
currently on the table. Queued network print requests are all lost. Unprocessed deferred batch jobs are lost.

Calculating the Allocation for DQF

The following parameters of the System Option Table limit allocations of space from DQF.

•  FNDBLKS=
Sets a limit on the maximum space that can be allocated during execution of the FIND steps of a query. You can
override the value for FNDBLKS= for any individual by updating the FNDBLKS= parameter on panel DQUM0. The
override value may be more or less than FNDBLKS=. If it is larger, consider the extra blocks when allocating table
space.

•  MXSETS=
Limits the total number of KEEP or EXTRACT row collections an individual user can own at one time.

•  XTRBLKS=
Sets a limit on the maximum space that can be assigned to an EXTRACT row collection by a user.

The actual number of logical rows that can belong to a row collection at one time during selection varies per query. The
number of RELATED clauses and SET statements and the length of a SORT key are factors.

Since the logical row length is variable, you cannot always tell exactly how many can be contained in a physical block.
The following is provided as an aid in approximating the values.

First determine a value for each of the following:

•  LREC-LIMIT
Number of logical rows to be allowed in a row collection.

•  AVG-TABLES
Average number of tables to be related in a query (average number of RELATED clauses plus 1). For SQL queries, the
AVG-TABLES is always 1.

•  AVG-SETS
Average number of SET statements in a query. For SQL queries, the AVG-SETS is always 0.

•  AVG-SORT
Average combined length of columns or keys named in a DQL Mode SORT statement. For SQL queries, the AVG-
SORT is always the sum of the lengths of the columns in the ORDER BY statement.

•  NUM-USERS
Number of  users.

For DQF calculations, you should count SQL queries too if your site has installed the SQL option. The average tables for
an SQL query is always one (1). The average sets for an SQL query is always zero (0). The average sort is the sum of the
lengths of the columns in the ORDER BY statement.

Perform the following calculations next.

•  Step 1:
Find the average logical row length:
(average logical row length) = 6 + (18 x AVG-TABLES)

•  Step 2:
Calculate the number of logical rows per logical block:
(logical rows per block) = 760/n
where n = average logical row length from Step 1.
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NOTE
 Round down the result of 760/n.

•  Step 3:
Determine the value for the DQOPTLST macro FNDBLKS= parameter:
(value of FNDBLKS= parameter) = LREC-LIMIT/y
where y = the logical rows per logical block from Step 2.

•  Step 4:
Find the total logical row length:
(total logical row length) = n + (17 x AVG-SETS) + AVG-SORT
where n = the average logical row length from Step 1.

•  Step 5:
Divide the result of Step 4 by the result of Step 1:
(total logical row length)/(average logical row length)

•  Step 6:
Find the number of logical blocks per user:
(number of blocks per user) = (z x FNDBLKS=) x 2
where z is the result of Step 5.

•  Step 7:
Find the minimum number of logical blocks required if KEEP and EXTRACT sets are not kept by doing this:
(number of blocks per user from Step 6) x NUM-USERS

•  Step 8:
Determine the minimum number of logical blocks required if KEEP or EXTRACT sets are allowed to be kept by doing
this:
[(result of Step 7)/2] x w
where w = the value you gave the MXSETS= parameter in the DQOPTLST macro.

•  Step 9:
Find the total logical blocks:
(total logical blocks) = (result of Step 7) + (result of Step 8)

•  Step 10:
Calculate the number of physical blocks:
(number of physical blocks) = (result of Step 9)/5

•  Step 11:
Use the result of Step 10 to calculate the tracks or blocks for your device type.
– For Count Key Data devices:

(number of tracks) = (outcome of Step 10)/b
where b = number of 4096-byte rows that will fit on a track on the device used to hold the table.

– For FBA devices:
(number of FBA blocks) = (outcome of Step 10) x 8

NOTE
 You multiply by 8 because it is the minimum number of 512-byte blocks needed to accommodate the
4096-byte row size of the DQF.

Enlarging the DQF

To enlarge your DQF, perform the following steps:

1. After increasing the size of the DQF, INIT and null load it with DBUTLTY.
2. INIT and null load the DQS table, and if the SQL option is installed, INIT and null load the DQE and DQR tables.
3. Format the DQF table with the DQWFINIT utility.
4. If the SQL option is installed, format the DQE table with the DQWFINIT utility.
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Recovering the DQF

If the DQF is lost due to catastrophe:

• Allocate the table.
• Initialize the DQF and DQS tables (and also the DQE and DQR tables if SQL is installed) using DBUTLTY.
• Null load the DQF and DQS (and DQE and DQR if SQL is installed) using DBUTLTY.
• Run the DQWFINIT utility to format the DQF (and DQE) tables.

Maintaining the DQF

  indicates that the DQF needs to be enlarged by the frequent display of the error message DQ026I at one or
more  terminals. DQ026E specifies that work space was not available to complete the requested function.

In DBUTLTY Directory (CXX) reports, the DQW always shows 99 percent full after DQWFINIT has been run. A lack of
available work space on the DQW is indicated by error messages. The percent full value on the report for the DQF and
the DQE shows the maximum used at one time (a "high-water mark"). Space that has been used and freed shows on the
report as being in use.

Backing Up the DQF

No backup of the DQF is required.

Restoring the DQF

The DQF cannot be restored from a backup. It must be reinitialized. See the information above on recovering the DQF.

DQM Area
The DQM area consists of the following  system tables:

•  DQM (Literals Table)
Is used to store literal values that are output by the  system. These literal values are keywords and phrases that
are commonly used by the  system. Storing them on this table facilitates their translation to other languages by
the  Language Maintenance Facility.

•  DQP (Panel Table)
Is used to store the panel images that collectively comprise the  External Online Interface. Storing panel images on this
table facilitates their translation into other languages by the  Language Maintenance Facility. Any translated versions
are also stored on this table.  provides a utility for printing all  panels, called DQPANPRT.

•  DQV (Vocabulary Table)
Is used to store Language and Command keywords that a  user would enter into the system. Storing these keywords
on this table facilitates their translation into other languages by the  Language Maintenance Facility.

The DQM tables are accessed when  is to display data on the terminal and when data is supplied to  by the user.

The DQM area consists of a group of physical blocks that vary in size depending on the device type. The logical row
length of the DQM table is 92 bytes, the DQP table is 2008 bytes, the DQV table is 92 bytes. The default block size for the
DQM area is 4096 bytes. You can modify these as needed.

  

Translation Concerns

During installation, the DQM area is loaded with American English text. If your site plans to translate or customize the
entire  system, you need to allocate additional disk space to store the newly created language. For a complete translation
you need 20 tracks on a 3380 disk or in  terms, you need 220 blocks of 3584 bytes.
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Enlarging the DQM Area

To enlarge the area:

1. Backup the area using the Language Maintenance Utility (DQLANGMT). See Loading and Unloading Languages
(DQLANGMT) for details.

2. Allocate the disk space.
3. Initialize the space using the DBUTLTY INIT Data Area function. 
4. Null load the DQM using the DBUTLTY LOAD Data Area function.
5. Restore the language from the backup using DQLANGMT.

Recovering the DQM

If the DQM area is lost due to system catastrophe:

• If you have done no translation:
– Load the area from the CA tape following the instructions in the  installation documentation.
– OR, if backed up using DBUTLTY, load the area from your backup using the DBUTLTY LOAD Data Area function. 

• If you have done translation, load the area from your backup using the DBUTLTY LOAD Data Area function (if backed
up by DBUTLTY). Or, execute the Language Maintenance Utility JCL with RUNTYPE=LOAD, if backed up with
Language Maintenance.
If you have made no backup of the area:
– Load the area from the CA tape following the instructions in the  installation documentation.
– Retranslate using the Language Maintenance Utility. See the  Administrator.

Backing Up the DQM

The DQM area needs backing up at System Generation time and subsequently if it is changed. To backup the DQM:
execute the Language Maintenance Utility JCL with RUNTYPE=UNLOAD. The Language Maintenance Utility also
allows you to do a selective backup (unload). To backup (unload) either a language you have created or a CA provided
language, replace the RUNTYPE=UNLOAD line of the JCL with RUNTYPE= UNLOAD,LANGUAGE=lc where lc is the
language you want to unload. Or, use the DBUTLTY backup data area function.

Restoring the DQM

To restore backup tables, execute the Language Maintenance Utility JCL with RUNTYPE=LOAD. You cannot do a
selective restore. Or, use the DBUTLTY load data area function, if backed up using DBUTLTY.

DQQ Query Library Table
The DQQ (Query Library Table) is used to store query text members, JCL members, PROCs, terms, condition and
restriction definitions, and dialogs. The DQQ is accessed when you SAVE, UPDATE, or EDIT a query.

During installation, for new users, the DQQ is created with one sample query loaded in it.

The logical row length of the DQQ is 2200 bytes long. The default block size is 4096 bytes. When allocating space for the
DQQ, allow one physical block for each page of each query to be saved, one for each term, and one for each restricted
condition row. Allow some space for future growth.

  

Enlarging the DQQ

If you want to enlarge the table after installation:

1. Use the DBUTLTY BACKUP function to backup the table.
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2. Allocate the space.
3. Initialize the space using the DBUTLTY INIT Data Area function.
4. Load the DQQ using the DBUTLTY LOAD Data Area function.

Maintaining the DQQ

The content of the DQQ is maintained by the  Administrator using DQLIBRMT. This utility is used to add, delete, backup,
and restore members to maintain the content of the table but it is not intended for complete backups. Use DBUTLTY for
standard table maintenance.

Backing Up the DQQ

The DQQ should be backed up on a daily basis. To backup the DQQ, use the DBUTLTY BACKUP Data Area function.

Restoring the DQQ

To restore a backup, use the DBUTLTY LOAD Data Area function.

Recovering the DQQ

If the DQQ is lost due to system catastrophe, you must:

1. Reallocate the space.
2. Initialize the table using the DBUTLTY INIT Data Area function.
3. Load the backup using the DBUTLTY LOAD Data Area function.

DQR SQL Recovery Table
This table is used to recover the SQL found sets in the DQE table. It also contains some record-keeping data such as,
who created the SQL Found Set, when it was created, and so forth.

For recovery purposes, DQE sets are of three types:

• Batch sets created for queries run in DQBATCH
• Single use online sets
• Multi-use online sets subsequently used for network or offline print

Normally, all are freed as soon as no longer needed, but in case of abends or system failures, they must be recovered.

At the start of DQBATCH, any sets older than the time specified by RTIMDQE= are freed. At signon time online, when the
operator owning the single and multi-user sets signs on, these are recovered when RTIMDQE= has expired.

Preparing the DQR

To prepare the DQR:

• Allocate ten tracks.
• Initialize the area.
• Null load the table.

WARNING
SYNCHRONIZE. If the DQR is initialized, the DQE, DQF, and DQS must also be initialized. If the SQL option is
not installed, synchronize only the DQR and the DQF.
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DQS Spool Table
The DQS (Spool Table) is used to store and control the hardcopy report output of a query that has been routed to an
online network printer. When a print is requested, the control information for the print is written to the DQS table. The DQF
is read to obtain the data or the pointers to the data to be printed.

  

Enlarging the DQS

The installation process creates the DQS. The DQS row length is 230 bytes. The default block size is 4096 bytes. If you
want to enlarge the table:

1. Allocate the space. Allocate one row for each pending network print request.
2. Initialize the space using the DBUTLTY INIT Data Area function.
3. Null load the DQS using the DBUTLTY LOAD Data Area function.

WARNING
 SYNCHRONIZE. The DQS must be synchronized with the DQF. If the DQS is initialized, the DQE, DQF, and
DQR must also be initialized. (Omit the DQE and DQR tables if the SQL option is not installed.)

Maintaining the DQS

The content of the table is maintained through the Printer Control Administrative function.

Backing Up and Restoring the DQS

It is not necessary to back and restore the DQS. Reinitializing the tables restores the DQS.

Recovering the DQS

If the DQS is lost due to system catastrophe:

• Reallocate the table.
• Initialize the table using the DBUTLTY INIT Data Area function.
• Null load the table using the DBUTLTY LOAD Data Area function.

If you must re-create the DQS after a catastrophe, you must also re-create the DQF, DQE, and DQR so that the tables
remain synchronous.

DQU User Table
The DQU (User Table) stores the definitions of valid  users. It contains user attributes such as name, password,
language, system options, and function authorizations. This information validates a user at signon and verifies function
authorizations. The DQU is accessed when users are maintained and when users sign on. The DQU can be queried.

Each user requires a logical row of 350 bytes. The default block size is 4096 bytes. The maximum number of logical rows
each physical block can contain is dependent upon whether or not compression is used and whether compression is
effective. Give future growth due consideration when calculating space requirements.

During installation, for new users, the DQU is created with one user definition called DATACOM-INSTALL.
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Enlarging the DQU

If you want to enlarge the table after installation:

1. Use the DBUTLTY BACKUP function to backup the table.
2. Allocate the space.
3. Initialize the space using the DBUTLTY INIT Data Area function.
4. Load the DQU using the DBUTLTY LOAD Data Area function.

Maintaining the DQU

The DQU content is maintained through the USER option of the  Administrative Menu or the DQUSERMT utility.

Backing Up the DQU

The DQU should be backed up as changes occur. To backup the DQU, backup the table using the DBUTLTY BACKUP
Data Area function.

Restoring the DQU

To restore the DQU, load the DQU backup using the DBUTLTY LOAD Data Area function.

WARNING
 SYNCHRONIZE. If you reload the DQU, you should then NULL load the DQF, DQS, DQR, and DQE tables
and run DQWFINIT against the DQF and DQE tables. (Omit the DQE and DQR tables if the SQL option is not
installed.)

Recovering the DQU

If the DQU is lost due to system catastrophe:

If you have a backup:

• Reallocate the table.
• Initialize the table using the DBUTLTY INIT Data Area function.
• Load the backup using the DBUTLTY LOAD Data Area function.

If you do not have a backup:

• Reallocate the table.
• Initialize the table using the DBUTLTY INIT Data Area function.
• Run DQUSERMT with the input statement CREATE to add the user DATACOM-INSTALL, then add other users.

WARNING
 SYNCHRONIZE. If you reload the DQU, you should then NULL load the DQF, DQS, DQR, and DQE tables
and run DQWFINIT against the DQF and DQE tables. (Omit the DQE and DQS tables if the SQL option is not
installed.)

DQW Work Table
The DQW (Work Table) is the batch equivalent of the DQF. The DQW stores and manages found sets that result from
batch queries. This table is segmented into partitions to allow the concurrent execution of several batch queries. (The
KEEP and EXTRACT commands are not available in batch  so no Saved or Extracted sets are present on the DQW.)
The DQW is accessed to write the pointers to the data or the data resulting from a query to it. The DQW is read when you
want to report on the results of a query.
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The logical row length of the DQW (Work Table) is 772 bytes long. The default block size is 4096 bytes. Each physical
block holds four logical blocks, which are used as an intermediate area for holding the logical rows selected during a batch
query execution.

The DQW (Work Table) is very similar to the DQF in structure and use. It provides  batch jobs with space for the storage
and manipulation of query results. Subsets of the table are dynamically assigned to individual batch jobs as required and
later released when the job is terminated.

  

Estimating the DQW Allocation

When estimating the minimum size for your DQW, consider the following:

• The maximum number of  batch jobs which you wish to allow to run concurrently.
• The approximate number of physical blocks in the DQW which are required to successfully execute your largest

anticipated batch query.

The number of batch  jobs which can run simultaneously is limited to the number of operating system partitions or regions
available for the  job class. You must specify this number in the DQW control statement when you execute DQWFINIT.
The DQW is divided into segments of which one is required for each batch query running at once.

Since the entire DQW is divided into segments, one per job, each job can only make use of the space in one segment.
To determine the appropriate size for your DQW, you must first calculate the approximate number of physical blocks
required per DQW segment for the successful execution of your largest anticipated query. To do this, perform the following
calculations:

•  Step 1:
Find the Logical Record Length:
6 + (18  x AVG-FILES) = (Average Logical Record Length)

6 + (18  x ______________) = _________________________________

•  Step 2:
Calculate the number of logical records per block:
760 / n = (Logical Records per Block)

(where n = average logical record length from Step 1)

760 / _____________ = ___________________

•  Step 3:
Calculate the number of logical blocks needed to process a query with the largest number of logical records found.
(Logical Records Found) / (Number of Records per Logical Block)

___________________________ / ________________________ = ___________

•  Step 4:
Calculate the number of logical blocks needed to execute a query. (The factor of 8 allows for SET statements and
SORT keys which are kept in the Found File.)
(Number Logical blocks)  x 8 = (Logical Blocks for Execution)

___________________________  x 8 = ________________________

•  Step 5:
Calculate the number of logical blocks needed for the entire DQW. Multiply the results of Step 4 by the number of
batch DQ jobs which you want to allow to run concurrently. (Number of DQ segments.)
(Results of Step 4) * (Number DQ Segments) = (Number Logical Blocks

for DQW)

___________________________  x ________________________ = ____________

•  Step 6:
Calculate the number of physical blocks needed for the entire DQW. Divide the results of Step 5 by 5 (which is the
number of logical blocks, 760, in a physical block).
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(Results of Step 5) / 5 = (Number Physical Blocks for DQW)

______________________ / 5 = _________________

•  Step 7:
Calculate the total number of tracks required by dividing the results of Step 6 by the number of blocks per track
considering the block size of the DQW is 4096.
(Results of Step 6) / (Number Blocks per Track) = (Tracks Required)

_____________________ / ________________________ = _________________

(Example: The number of blocks per track on a 3380 is 10.)

NOTE
 If batch  jobs terminate due to space limitations, re-evaluate the size of your DQW.

Maintaining the DQW

No extracts are ever kept on the DQW table. (Extract is an online function.) If problems arise with DQW, reinitialize and
run the DQWFINIT to format. If the DQW is large, reinitializing may take a lot of resources. Consider backing up a freshly
formatted DQW using DBUTLTY and in the event of corruption, use it instead of reinitializing.

In DBUTLTY Directory (CXX) reports, the DQW always shows 99 percent full after DQWFINIT has been run. A lack of
available work space on the DQW is indicated by error messages. The percent full value on the report for the DQF and
the DQE shows the maximum used at one time (a "high-water mark"). Space that has been used and freed shows on the
report as being in use.

Enlarging the DQW

If batch  jobs terminate due to space limitations, you should re-evaluate the size of your DQW.

To enlarge your DQW, perform the following procedure:

1. Initialize the space using the DBUTLTY INIT Data Area function.
2. Null load the DQW using the DBUTLTY LOAD Data Area function.
3. Initialize the DQW using the DQWFINIT utility. See Initializing the DQE, DQF, and DQW (DQWFINIT) for details.

When the table is initialized with DQWFINIT, all the logical blocks are assigned to partitions and allocated to different
batch  jobs as those jobs are started.

NOTE
 Because the DQW is preformatted by the DQWFINIT utility, it will always show 99 percent full on the  Directory
(CXX) report.

Recovering the DQW

If the DQW is lost due to catastrophe:

• Allocate the table.
• Initialize the table using the DBUTLTY INIT Data Area function.
• Null load the table.
• Run the DQWFINIT utility. See the following section for details.

NOTE
 Once the DQW has been formatted with DQWFINIT, it may be backed up using DBUTLTY BACKUP and
reloaded using DBUTLTY LOAD instead of using a null load and DQWFINIT, unless you want to change the
number of DQW partitions. This is true only for the DQW table. You may not use DBUTLTY to load DQF or DQE.
They must always be formatted with DQWFINIT.
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DQWFI Initializing the DQE, DQF, and DQW (DQWFINIT)
DQWFINIT is the batch utility which you use to initialize the DQE (SQL Found Table), DQF (Found Table), and DQW
(Work Table). DQWFINIT initializes only the first block of the DQF.

In DBUTLTY Directory (CXX) reports, the DQW always shows 99 percent full after DQWFINIT has been run. A lack of
available work space on the DQW is indicated by error messages. The percent full value on the report for the DQF and
the DQE shows the maximum used at one time (a "high-water mark"). Space that has been used and freed shows on the
report as being in use.

Use the DQWFINIT utility to perform the following maintenance tasks:

• Formatting the DQF, the DQW, or the DQE.
• Enlarging the DQF, the DQW, or the DQE.
• Changing the number of segments in the DQW.
• Establishing the DQF, the DQW, or the DQE on a new device.
• Re-creating the DQF, the DQW, or the DQE after a system catastrophe.

The following topics are discussed on this page.

Procedures

You can run DQWFINIT after the appropriate files have been initialized and null loaded with DBUTLTY.

WARNING

SYNCHRONIZE. When you null load and initialize the DQF, you must also null load and initialize the DQE, DQR,
and DQS to maintain synchronization. Failure to synchronize these tables can result in failure to reclaim DQF
space. (Omit the DQE and DQR tables if the SQL option is not installed.)

Executing DQWFINIT completely reinitializes the DQF table and destroys any deferred KEEP or EXTRACT row
collections currently on the table. Queued network print requests are all lost. Deferred batch jobs are lost.

Work Table Create Report

Following is an example of the Work Table Create Report produced by DQWFINIT when DQW initialization is successful.

 DATAQUERY WORK TABLE CREATE

 TABLE DQW INITIALIZED SUCCESSFULLY 00586 ROWS WRITTEN

 

DQWFINIT Job Control Statements

table definitions are not included since  is used with the  MUF. Use the following job control statements to execute
DQWFINIT.

Sample z/OS JCL
  //jobname         See .

  //       EXEC PGM=DQWFINIT    

  //STEPLIB    See  . 

  //SYSUDUMP DD SYSOUT=*

  //SYSPRINT DD SYSOUT=*                           Print Output

  //SYSIN    DD *                                  Command input

  DQW 03   

  /*

  //
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• jobname
Initiates the job.

• EXEC PGM=
Specifies the program name (PGM=DQWFINIT).

• SYSPRINT DD SYSOUT=
Defines the sequential output data set used for listing the report.

• SYSIN DD
Defines the control data set. It normally resides in the input stream; however, it can reside on a system input device or
a direct-access volume.

• DQW
The required control statement for the DQWFINIT, which must be coded in columns 1-3, identifies the table to be
initialized. Valid options follow:
– DQE
– DQF
– DQW nn

where nn, which must be coded in columns 5-6, specifies the number of partitions, and may be any two-digit
number from 01 to 47.

NOTE
You must code the leading zero (for example, DQW 01).

You can use only one control statement per execution of DQWFINIT.

Sample z/VSE JCL
  * $$ JOB ...          See the note above and .

  * $$ LST ...

  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see  . 

  // EXEC DQWFINIT   

  DQW 03   

  /*

  /&

 

• JOB
Initiates the job.

• EXEC DQWFINIT
Specifies the program name.

• DQW
The required control statement for the DQWFINIT, which must be coded in columns 1-3, identifies the table to be
initialized. Valid options follow:
– DQE
– DQF
– DQW nn

where nn, which must be coded in columns 5-6, specifies the number of partitions, and may be any two-digit
number from 01 to 47.

NOTE
You must code the leading zero (for example, DQW 01).

You can use only one control statement per execution of DQWFINIT.
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Implementing Online CA Dataquery
 

The online facilities of  are available under CICS.

Implementing  Under CICS

 CICS Prerequisites 

When operating under CICS,  requires . For the supported version levels of CICS/VS and the required version level of ,
see Hardware and Software Requirements.

NOTE
 For additional instructions on accommodating  when upgrading CICS, see Upgrading to New Releases of
Supporting Products.

When adding  to an existing system operating under the CICS/VS monitor, you must ensure that:

• All installation requirements are met.
• The  libraries are available to CICS.

Under CICS,  supports only terminals which can be defined as 3270 devices.

 's requirements for CICS tables (PCT and PPT) can be found in the installation source library.

 CICS TRANSID 

Considerations regarding CICS TRANSID priority in the PCT of which to be aware includes making the DQRY and DQIN
TRANSIDs higher than the DQPR TRANSID.

Ensure that  execution libraries are included in the CICS startup deck.

CICS region/partition priority should be less than the priority of the MUF.

  Requirements Under CICS/VS

 Operation 

  does not issue terminal read operations but instead uses pseudo-conversational programming techniques to initiate a
transaction when the terminal has input ready for processing. Most core requirements are therefore restricted to the brief
interval needed to actually process the input stream and to write to the display screen.

 TRANSIDs 

Following is a list of the  TRANSIDs and their functions.

•  DQIN
Used internally by  to reschedule  and need not be known by terminal users.

•  DQPR
Used internally by  for online printing to a 328x printer.

•  DQRY
Initiates a  session.

 Limits 

It is important that  transactions are not limited in such a way as to inhibit other system functions. This could happen, for
example, if the DQIN transaction is put in a CICS task class that does not allow an asynchronous task to be dispatched.

 CICS MRO 
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If you are operating in a CICS MRO environment, the Network Printers must be local to the transaction owning region. If
the printers are not local to the transaction owning region, your print requests will fail.

  Memory Requirements

 Program Storage 

For  executable code you need approximately 256K of program storage.

 Working Storage 

For  working storage during processing (per concurrent transaction) you need to calculate:

 50K + [ 5K * (x - 1) ] 

where x = the value of the QPAGES= parameter in DQOPTLST.

  uses temporary storage under CICS. You should allow about 24 KB of auxiliary temporary storage per active user if
QPAGES=1 in the DQOPTLST macro. Add 5 KB for each increment in the value specified for QPAGES= if that value is
greater than 1.

 In-Core Sort 

For the approximate number of bytes in the in-core sort work area, use the formula:

 rows * [ 10 + sort key length + (18 * tables joined) ] 

Defining Databases
Authorized  users can access any database that meets  specifications. There are some recommendations for creating
databases that will improve  effectiveness.

  

Designing the Database

If you are designing databases that will be accessed by  users, your key choice is the most important issue. When
choosing a key, imagine how people will select data and make that criteria a key. For example, if you wanted to query all
employees who made more than $50,000 a year, you should make salary a key.

For tables that you will join, consider what you would use to join those tables and make that a key. For example, if you
wanted to join the payroll and personnel tables by employee, you would make the employee number or employee name a
key and ensure that the data in both tables was stored as the same type and length.

Defining Entity-Occurrences in the  

When you define entity-occurrences in , choose names that are obvious and meaningful to  users. If  user can use an
alias in a query without having to know the actual entity-occurrence name. You can define aliases in  when you create
or add a entity-occurrence, or as maintenance to an existing entity-occurrence. You can use the UPDATE ALIAS line
command in online or the 1103 Alias Transaction in batch.

Always use the description and text columns when defining  entity-occurrences that will be accessed by . The  user can
view the description and text to ensure which entity-occurrences he wants to query.

Defining Tables

Do not specify logging for any of the  system tables, except the DQQ table (Query Library).

When defining tables, make the entity-occurrence names different for TABLE, KEY, and COLUMN entity-occurrences
so that  can unambiguously resolve references in queries. Make the COLUMN, ELEMENT, and KEY entity-occurrence
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names unique within each row. Do not give a column the same name as a key in the same row.  selects the first entity-
occurrence it finds with the requested name and ignores any other entity-occurrence with that name. Do not use  reserved
words as TABLE, COLUMN, or KEY entity-occurrence names. If it is necessary to do so, you can define aliases to use
when accessing the data with . See the   User Guide or   Reference Guide for a list of reserved words.

Each table should have at least one unique key defined for it.

Defining Keys

Keys are recommended for use in the JOIN operation or as selection criteria.

 Adding Keys 

Each table should have at least one unique key defined for it.

No two keys in the same table should have the same value for the KEY-ID. These tables would be duplicated in a FIND.

Equivalent keys in different tables should be defined similarly. That is, the order, length, and type of constituent columns
should be the same.

 Naming Keys 

Equivalent columns or keys in different tables should be named the same to avoid confusion and to facilitate relating
tables together. Make the entity-occurrence names unique within each table. Do not give a column the same name as a
key in the same table.  selects the first entity-occurrence it finds with the requested name and ignores any other entity-
occurrence with that name. Do not use  reserved words as entity-occurrence names. If it is necessary to do so, you can
define aliases to use in accessing the data through .

 Nil Value Columns 

When using nil valued columns in a key, users must be aware of which keys have been defined with INCLUDE-NIL-
KEY=NO and what effect it has on their requests. If the value range of a Compound Boolean Selection Facility traversal
key candidate includes either blanks or binary zeros, the key is not used because it cannot access all possible rows. This
can adversely affect performance.

 Signed Data 

When predicates in a FIND statement see columns containing signed numeric data of packed or zoned decimal format,
it is important to be as specific as possible in the  TYPE-NUMERIC attribute about what sign codes the columns contain.
This allows  to pass this information to the Compound Boolean Selection Facility, which in turn allows the Compound
Boolean Selection Facility to evaluate the selection criteria more efficiently because it restricts the traversal key value
range.

For example, if the data contains only positive values with the X'C' sign code, then specify P for this attribute. This
attribute must agree with the actual data or incorrect results will be obtained.

 Removing Keys 

Be careful when you remove keys because existing queries may cease to function.

NOTE
 You can use the DBUTLTY CXXMAINT ALTER CBSUSE to disable use of a key by the Compound Boolean
Selection Facility. This enables you to check the impact of deleting a key prior to actually deleting it.

Defining Columns

 Naming Columns 

Make the entity-occurrence names unique within each table. Do not give a column the same name as a key in the same
table.  selects the first entity-occurrence it finds with the requested name and ignores any other entity-occurrence with that
name.
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Do not use  reserved words as entity-occurrence names. If it is necessary to do so, you can define aliases to use in
accessing the data through .

Equivalent columns or keys in different tables should be named the same to avoid confusion and to facilitate relating
tables together.

 Repeating Columns and Redefines 

  allows you to define simple or compound columns as repeating columns with the total number of repetitions to be
expressed in the column's definition. This is important for defining an arrayed column with up to two levels of subscripts.
Avoid the use of redefines and arrays if the columns are to be used with .

 Securing Columns 

The PROFILE-CODE attribute in a column (FIELD entity-occurrence) definition in  provides column security for  usage.
The  Security Administrator and the  Administrator determine what columns to secure. Then the  Administrator updates
the  FIELD entity-occurrence attribute with the profile-code. This can be done through  online using the Attribute Update
panel or through  batch using the 4014 COLUMN transaction.

A  user may be authorized to one or more profile-codes. This authorization gives the user access to columns that have
been classified and secured by profile-codes. See Defining or Modifying the User Profile and How to Limit Access to
Columns for more information about profile-codes.

 Defining Column Headings 

When defining the COLUMN entity-occurrences, you can define headings.  uses these headings as column titles in
reports. The HEADING-1 attribute allows you to enter the first line of a heading that can be used in a columnar report. The
HEADING-2 attribute allows you to enter the second line of a heading that can be used in a columnar report.

These headings will only be used if the System Option Table DQOPTLST parameter DDHDG= is coded with one of the
YES entries. See Tailoring the CA Dataquery System Option Table for more information.

In  online, use the Attribute Update panel to define headings.

In  batch, use the 4013 COLUMN transaction to add headings that  uses as column titles in reports and panels.

 Defining Numeric Display Patterns 

You can use  to designate whether a column is left or right justified, the decimal position in numeric columns, and the
addition of edit-patterns.  uses these options when printing reports. For use with , you should follow  standards when
defining these edit patterns.

The EDIT-PATTERN attribute allows you to enter an edit pattern for the column.

The edit-pattern will only be used if the System Option Table DQOPTLST parameter DDPIC= is coded YES. See Tailoring
the CA Dataquery System Option Table for more information.

In  online, use the Attribute Update panel to define the edit pattern.

In  batch, use the 4014 COLUMN transaction to add or change the edit pattern of the column.

Modifying/Maintaining  Definitions

  definitions are modified and maintained using standard  procedures.  disables these definitions and their structures in the
process.

 Disabling a Structure 

When a structure or definition was disabled because it was modified or maintained in  or when it has been subject to
the  DISABLE function, it is not available for use by other products such as .

 Enabling a Structure 
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A disabled structure or definition in  must be enabled with the  ENABLE function before other products, such as , can use
the structure or substructure.

See the  documentation for details.

Updating the Directory

Before  can use the  definition,  must accurately reflect the database definitions in the Directory (CXX). This means the
definitions must be cataloged to the Directory. If the row/column sizes in  do not match those in the Directory,  will issue an
error.

You cannot use the DBUTLTY CXXMAINT DDPROD NEWDBID= parameter with .

Allocating the Index Area

When enough storage is available,  processes sort requests using storage in memory. In-memory sorting space allocation
is determined by specifications in the System Option Table DQOPTLST macro parameters. If enough space is not
available,  uses the Index Area (IXX) of the  database for sorting. If the Index Area is not large enough to accommodate
the sorting, an index full database return code will be encountered.

Defining the CA Dataquery User Requirements Tables
The  User Requirements Table describes to  the  system tables that can be accessed during online execution. The
parameters of the  macro DBURTBL define the User Requirements Table.

DBURTBL Requirements

Whether you create a new User Requirements Table or modify existing ones, you must ensure that the following
requirements are met in the coding of DBURTBL.

You must define DBURTBL macros for eleven of the twelve  tables. The work table (DQW) is not used online, so should
not be included in the online User Requirements Table. A batch User Requirements Table used for the DQW is built
dynamically at execution time.

• Code the parameters to reflect your environment.
• Code DBID= with the ID you specified in the System Option Table DQDBID= parameter.
• Code UPDATE=YES for the  system tables.
• Specify each of the following  system tables using the TBLNAM= parameter:

– DQE (Found Table if SQL is used)
– DQF (Found Table)
– DQM (Literals Table)
– DQP (Panel Table)
– DQQ (Query Library Table)
– DQR (Recovery Table if SQL is used)
– DQS (Spool Table)
– DQU (User Table)
– DQV (Vocabulary Table)

Sample User Requirements Table for CICS

Under CICS, a sample User Requirements Table, named DBURT003, is provided in the DQSAM10 member. You can use
this as a model either for creating the User Requirements Tables for your site or in modifying User Requirements Tables
that already exist in your environment.

CICS Startup
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Under CICS, all User Requirements Tables will be opened at CICS startup unless specified otherwise through either
the AUTO[n]= or DEFER[n]= parameters of the DBCVTPR macro or through the DBOC AUTO= or DBOC DEFER=
commands. These parameters and commands permit you to delay opening any User Requirements Table until a 
application requiring its use begins processing (AUTO) or to defer its opening until explicitly opened through a DBOC
OPEN= command (DEFER).

If a User Requirements Table is specified as AUTO, you do not have to open it prior to issuing the DQRY signon
command.

Batch

In batch, User Requirements Tables are not required for  under z/OS or z/VSE.

Dynamic User Requirements Table Support

The  Version 2.4 (or later) allows  users to access some tables which are not in a User Requirements Table. In  a user can
create a personal table which also is not in a User Requirements Table.  automatically and dynamically builds the needed
User Requirements Table in a manner that is transparent to the user.

In DQL Mode, it is possible to access tables without assembling/linking User Requirements Tables. When a request for a
particular table is received,  checks the online User Requirements Table's for the table. If the query gets an RC05 (TABLE
NOT OPEN),  does an internal check to see if the table is in reality in an existing User Requirements Table that is closed,
in which case the query correctly receives a return code.

If the table is not in a User Requirements Table, one is generated containing the table (or tables if the query is joining)
used by the query. The User Requirements Table is not deleted after the query completes because there is no way to be
sure another product (such as ) had not started processing against the table using the new User Requirements Table. To
avoid closing a User Requirements Table on another transaction,  leaves the User Requirements Table. It can be closed
later using DBOC and then deleted.

SQL queries use the SQL User Requirements Table.

An exception to the above concerns a table created by the STORE command. Although SQL statements are used during
the table creation, the table is actually populated using ADDITs which, since they are native commands, need a User
Requirements Table. This User Requirements Table is, however, deleted after the table is created/populated on the
assumption that it will most likely be accessed only through SQL. Because the process is the same, this only applies to
tables created through STORE.

Initiating and Terminating CA Dataquery
can be initiated from a terminal or from a program.  can be terminated through a standard  signoff procedure or can pass
control to a user program at signoff.

The following topics are discussed in this section:

Executing  from a Program in CICS

You can execute  from a program under CICS using CICS Interval Control Services. Your program can provide to CICS
Interval Control Services the following:

• transaction ID (DQRY)
• Terminal ID where you want  initiated
• One internal control data record, which can include the following:
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– Transaction ID of a program to be initiated at signoff
– User ID
– User password
– A  command
– 15 bytes of data

You can initiate  from a program either with or without data. Initiating  with data bypasses the signon panel. Both methods
are described in the following sections. Invoking  from a  program is basically the interval control start without data,
described below.

Starting  without Data

To start  without data, use the interval control (IC) start (EXEC CICS START) as follows:

1. START (schedule) transaction ID (DQRY).
2. displays the signon panel to prompt for name/password.
3. At session end,  checks for RTRNMOD=, and if present, does XCTL to it.

If RTRNMOD= is not present but RTRTRAN= is specified,  does an interval control start without data.

Options for Starting

To start  with data, you can use the interval control PUT command or EXEC CICS START as follows, with input data
having the format:

Position Length Description
1 32 User name, left-justified, blank padded
33 9 Password
42 4 Return transaction ID
46 15 Return parameter
61 72 Input command
133 (optional) 1 Optional startup with or without data. See

the following Note. (N for NO is the default,
Y for YES can be entered.)

The input record can be 132 or 133 bytes in length. All of the above items are optional. If any item is to be omitted, it
should be initialized to spaces. If a user name is omitted, the signon panel will be presented.

NOTE
To give  the option of starting a return transaction with data or without data, add a one-byte character field at
position 133. To start the transaction with data, enter Y. To start without data, enter an N or any other character.
This extra byte permits  to start the return transaction correctly in CICS 3.2 and also permits existing programs
to work. If the input data to  is 132 bytes in length, the return transaction will be started with data. If the input is
133 bytes, the return transaction will be started with data only if a Y is in position 133.

Initiating a Transaction at  Signoff

If you supply a transaction ID to be initiated at signoff,  returns the following to that transaction at signoff:

Position Length Description
1 32 User name, left-justified, blank padded
33 4 DQRY
37 15 Parameter supplied on input (unaltered by )
52 1 Unused
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53 6 Last issued  message number
59 72 Last issued  message text

Getting Control from  at Signoff

You can set up  to pass control to a program at signoff. You can pass control in three ways:

• By coding the RTRNMOD= parameter in DQOPTLST with the name of a program.
• By supplying  the transaction ID of a program when initiating  through a program.
• By coding the RTRTRAN= parameter in DQOPTLST with the transaction ID of a program.

Using RTRNMOD= overrides the transaction ID passed to  by a program, and also overrides the value coded for the
RTRTRAN= parameter. We recommend using RTRTRAN= instead of RTRNMOD=.

NOTE
If you specify either the RTRNMOD= or the RTRTRAN= parameter,  ignores any value you specify for the
USRCMD= parameter.

Return Module Subroutines

To use a Return Module subroutine, you must code the RTRNMOD= parameter in the DQOPTLST macro with the name
of the Return Module. See DQOPTLST Parameters for information about valid entries for RTRNMOD=.

The named module is given control by CICS XCTL when the  session is signed off. The name specified in the
RTRNMOD= parameter overrides the value coded for the RTRTRAN= parameter and the session level return transaction
ID from the startup record.

Using CA Dataquery with CA Datacom Transparencies
If you want to use  to access databases that have been migrated using the  VSAM Transparency, the  DL1 Transparency,
or the  TOTAL Transparency, you must look at your  definitions and consider your plans to use INSERT, UPDATE, or
ERASE.

VSAM Transparency

If you plan to use  to access databases that were migrated using  VSAM Transparency, ensure that you have meaningful
names for column and keys in  or that you create aliases that are meaningful to your users.

does not use the "occurs depending on" information to process variable-length rows. Be careful when you reference
an occurring column in a query to ensure that the subscript is in the range of the depending on column's value.  always
processes the rows as if they were the maximum row length.

See your  VSAM Transparency documentation for more information.

DL1 Transparency

If you plan to use  to access databases that were migrated using  DL1 Transparency, you should do the following:

• Ensure that you have meaningful names for columns and keys in  or that you create aliases that are meaningful to your
users.

• Define additional columns and keys to .
• Redefine the  DL1 Transparency prefix column in  to maintain the delete bits.
• Redefine the concatenated keys (PPCK, LPCK) into individual columns in  so that you can do joins.
• Ensure that the integrity of the migrated data is not compromised if you use INSERT, UPDATE, or ERASE.  is not

aware of the special DL1 relationships in the data.

See your  DL1 Transparency documentation for more information.

TOTAL Transparency

 248



 CA Datacom Administrating

If you plan to use  to access databases that were migrated using  TOTAL Transparency, you should ensure that:

• You have meaningful names for column and keys in  or that you create aliases that are meaningful to your users.
• The integrity of the migrated data is not compromised if you use INSERT, UPDATE, or ERASE.  is not aware of the

special relationships in the data.

See your  TOTAL Transparency documentation for more information.

Defining or Modifying the User Profile
Access

You can define or modify a user profile by performing either of the following. You must have User Maintenance
authorization.

• Typing USERS on the command line and pressing ENTER to display the Directory of  Users panel. Place the cursor on
the user name and press <PF10> PROFILE to display the User Profile panel.

• Signing on as that user and selecting the PROFILE option from the Administrative Menu.

When you change another user's profile, all field changes take effect when that user signs on next.

When changing your profile, some changes take effect immediately and some are changed for the duration of the current
session only. The  database ID always reverts back to the site default at sign-off. The SQL Authorization ID returns to the
user's default at sign-off.

supplies entries to the panel from the User table, the Option table, and the previous session (if any).

displays the User Profile panel, an example of which follows:

User Profile (DQKL0)

 =>

 Overtype the values to be modified and press PF4 to complete the update

 --------------------------------------------------------------------------DQKL0

 DATAQUERY:  USER PROFILE               FOR => ________________________________

 -------------------------------------------------------------------------------

     PROFILE ITEM                                 EXPLANATION

 -------------------------------------------------------------------------------

 DATADICTIONARY DATABASE ID  =>  _____  Five digit DB ID number for DD access

 LIST AND DISPLAY ALIASES    =>  ___    YES show aliases, NO supresss aliases

 GROUP DISPLAY               =>  ___    YES break out simple columns, NO do not

 SUPPRESS DUPLICATE COLUMNS  =>  ___    YES turn on suppression, NO turn off

 SUPPRESS PFKEYS ON PRINT    =>  ___    YES turn on suppression, NO turn off

 SUPPRESS EXECUTE PANEL      =>  ___    YES turn on suppression, NO turn off

 PRIMARY LANGUAGE            =>  __     TWO character primary language ID

 SECONDARY LANGUAGE          =>  __     TWO character secondary language ID

 DECIMAL POINT CHARACTER     =>  _      Character to be used for decimal point

 QUERY LANGUAGE              =>  ___    Language for queries - SQL or DQL

 SQL AUTHORIZATION ID        =>  __________________

 -------------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN        <PF3> DISP GROUPS   <PF4> UPDATE

 <PF5> PRINT OPT   <PF6> NOT USED      <PF7> NOT USED      <PF8> NOT USED

• DATADICTIONARY DATABASE ID
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(Required) Enter the  database ID that specifies the  database to be accessed. The database specified must be a 
database accessible to .  supplies the  database ID from the System Option Table. This value can be changed by the
user signed on only.

• LIST AND DISPLAY ALIASES
(Required) Enter YES or NO. Specify YES to include  aliases in the Directory of DQL Tables, and Keys and Columns
Display panels. NO excludes  aliases from these display panels. (See the  end user documentation for details on these
panels.)

• GROUP DISPLAY
(Required) Enter YES or NO. Determines the way a compound field is displayed on a report. If you specify YES, fields
making up the compound field are shown as individual fields. When you specify NO, a compound field is shown as a
single alphanumeric field, even though one or more of the simple fields contained in the compound field is a numeric
field which cannot be printed. If an invalid value is entered, the parameter defaults to NO.

• SUPPRESS DUPLICATE COLUMNS
(Required) Enter YES or NO. Determines if duplicate values for columns specified as control break columns are
suppressed in the generated report. If you specify YES, the value contained in a control break column is displayed only
once. Each time the value in the control break column changes, the new value is displayed. If the output continues to
the top of a new page, the current value in the control break column is displayed at the top of the new page.

• SUPPRESS PFKEYS ON PRINT
(Required) Enter YES or NO. Specify YES to suppress the PF key descriptions on the print panel that displays the
report. NO causes the PF keys descriptions to be displayed.

• SUPPRESS EXECUTE PANEL
(Required) Enter YES or NO. Specify YES to suppress the display of the Online Execution Query panel. NO causes
the Online Execute Query panel to be displayed. A user would want to suppress the display of the Online Execution
Query panel if their queries always read and collect data and display it on their terminals. Suppressing the display
saves a step during the execution process by accepting the execution defaults.

• PRIMARY LANGUAGE
(Required) Enter 2 characters. Specifies the primary language to be used during the current  session. A valid 2-
character entry overrides the language specified in the System Option Table at installation. (AE American English is
the default if no other language is specified on the System Option Table.)

• SECONDARY LANGUAGE
(Required) Enter 2 characters. Specifies the secondary language to be used during the current  session. A valid 2-
character entry overrides the language specified in the System Option Table at installation. (AE American English is
the default if no other language is specified on the System Option Table.)

• DECIMAL POINT CHARACTER
(Optional) Enter 1 character. Specifies the decimal point character for this ID. The default is the value of the DECPT=
parameter in the System Option Table.

• QUERY LANGUAGE
(Required) Enter either DQL or SQL. Specifies the query language to be used for this ID. Y (yes) must have been
specified on the User Table Maintenance in the field SQL AND DQL ALLOWED for the user to be able to change from
DQL to SQL in this field. This value can be changed by the user signed on only.

• SQL AUTHORIZATION ID
(Required) Enter a 1- to 18-character authorization ID. Specifies the SQL authorization ID for execution of SQL
statements for this ID. This value can be changed by the user signed on only and is valid for the current session only.
To change this value for another user, you must use User Table Maintenance.
When the SQL authorization ID is changed by the PROFILE or AUTHID command, it changes only on the user profile,
and not on the User Table. The private SQL authorization ID attaches to the table name regardless of the authid in use
during creation of the table. When the DISPLAY, LIST, EXECUTE, or CREATE functions are used, the profile authid is
used.

PF Keys

Each PF key for the User Profile panel is listed below.
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• <PF3> DISP GROUPS
Display group to which user is assigned.

• <PF4> UPDATE
Save the values displayed on this panel. Refresh User Profile panel.

• <PF5> PRINT OPT
Display print options for profile. Print Options panel appears. See the section on printer options for details.

Displaying a User's Group Assignments

Action

To view the groups to which a user is assigned, follow these steps:

• Step 1
Select the USERS option from the Administrative Menu, or type USERS on the command line and press <ENTER>. 
displays the Directory of Users panel.

• Step 2
Place the cursor on the user name and press <PF10> PROFILE.  displays the User Profile panel.

• Step 3
Press <PF3> DISP GROUPS.  displays the Group Display panel.

does not allow you to change any values on the display. With authorization, you can change these values only on the
User Table Maintenance panel.

A sample Group Display panel follows.

Sample Group Display (DQK20)

 =>

 The named operator is currently assigned to these group(S)

 --------------------------------------------------------------------------DQK20

 DATAQUERY:  GROUP DISPLAY              FOR =>

 -------------------------------------------------------------------------------

       GROUP ONE   =>

       GROUP TWO   =>

       GROUP THREE =>

 -------------------------------------------------------------------------------

 <PF1> HELP         <PF2>  RETURN

Displaying Hardcopy Print Options

Access

To view a user's print options, select <PF 5> PRINT OPT on the User Profile panel.
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These options apply to print output on a network printer or in DQBATCH, except for number of rows and number of
columns. All fields are required.

User Profile - Print Options (DQKM0)

 =>

 Overtype the values to be modified and press PF4 to complete the update

 ------------------------------------------------------------------------DQKM0

 DATAQUERY:  USER PROFILE               FOR => ________________________________

 -----------------------------------------------------------------------------

    HARDCOPY PRINT OPTIONS                        EXPLANATION

 -----------------------------------------------------------------------------

  NETWORK PRINTER-ID         =>  ____   Four Character ID of Network printer

  PRINT QUERY TEXT           =>  ___    YES print the query text, NO do not

  PRINT STATISTICS           =>  ___    YES print the query stats, NO do not

  PRINT BANNER PAGE          =>  ___    YES print the banner page, NO do not

  PRINT USING WINDOWS        =>  ___    YES window format, NO wrap format

  PRINT PAGES TOGETHER       =>  ___    YES pages together, NO windows together

  PRINT NUMBER OF COLUMNS    =>  ___    Three digit column width of hardcopy

  PRINT NUMBER OF ROWS       =>  ___    Three digit page length in rows

 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN        <PF3> DISP GROUPS   <PF4> UPDATE

 <PF5> PROFILE     <PF6> NOT USED      <PF7> NOT USED      <PF8> NOT USED

Panel Description

• NETWORK PRINTER-ID
Enter a 1- to 4-character printer ID.  displays the value entered in the System Option Table, if one has not been
entered for the user.

• PRINT QUERY TEXT
Y (yes), the default, if the text of the query that produced the report is to be printed when the report is printed on a
network printer.
N (no) does not print the query text.

• PRINT STATISTICS
Y (yes), the default, if the statistics of the query that produced the report are to be printed when the report is printed on
a network printer.
N (no) does not print the query statistics.

• PRINT BANNER PAGE
Y (yes), the default, if the print jobs are to be preceeded with a banner page containing user name, date, and time, to
aid in distributing the reports.
N (no) suppresses the printing of the banner page.

• PRINT USING WINDOWS
Y (yes) if the report extends beyond 80 columns and you do not want the report lines to wrap.
N (no) the default, states that you want the print to wrap or continue on the next line.

• PRINT PAGES TOGETHER
Use this field when printing a report composed of two or more adjacent (side-by-side) pages. If the first page (left-
hand page) is labeled A and the second page (right-hand page) is labeled B and the report is three pages in length,
specifying:
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Y (yes), the default, would result in these pages being printed in the order of 1A, 1B, 2A, 2B, 3A, 3B.
N (no) results in a printing order of 1A, 2A, 3A, 1B, 2B, 3B.
This applies to both network and system printers.

• PRINT NUMBER OF COLUMNS
Indicate a 1- to 3-character numeric value. Specify the width of the hardcopy on the network printer by stating the
number of columns to be printed.

• PRINT NUMBER OF ROWS
This is a 3-character numeric field. Specify the number of rows to be printed on one page of hardcopy on the network
printer.

When you have completed your input to either User Profile panel (DQKL0 or DQKM0), or both, press <PF4> UPDATE to
save changes. The new print options are in effect at the next sign-on with this ID.

Managing Your Query Library Table
One of the functions of a  Administrator is to maintain the  Query Library Table.

We recommend that you follow a regular backup schedule of the Query Library Table. You can use the BACKUP function
of  Utility (DBUTLTY), or one of the other system backup functions. Maintenance involves the following tasks:

• Editing queries of other users
• Deleting queries
• Maintaining extended definitions for queries

Each task is discussed in this section.

 QRYGRPS=NO 

If the System Option Table parameter QRYGRPS=NO, the Query Library Table is not partitioned at the group level. This
means that you can:

• Access any public query or dialog
• Update any public query or dialog for which you are the author
• Access your own private queries and dialogs regardless of the group levels that are assigned to you as a user or to the

queries or dialogs

 QRYGRPS=YES 

If QRYGRPS=YES, group level access authorization partitioning of the Query Library Table is in effect. You can access
only those queries or dialogs that have matching group levels. You cannot update any public queries or dialogs unless you
have LIBRARY authorization.

Group level assignments limit the scope of queries to which the LIBRARY authorization extends. If the group level
assignments do not match the Administrator's group level assignments, the Administrator cannot access the query. If the
Administrator has no assigned groups, then their access to the query library is unlimited. Query group level assignments
apply to both DQL Mode and SQL Mode (see Authorizing Users in CA Dataquery).

The following topics are discussed on this page:

  

Accessing the Administrative Library List

The Administrative Library List panel allows the Administrator to select the type of query list. You may select by user,
status, or type.

 Access 

Select LIBRARY from the Admin Menu or type the LIBRARY command on the command line and press Enter.
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 Administrative Library List (DQEM0) 

=>

Select the Options you wish - default is ALL

------------------------------------------------------------------------DQEM0

DATAQUERY:  ADMINISTRATIVE LIBRARY LIST

-----------------------------------------------------------------------------

 USER  ________________________________    USER and STATUS are mutually

 STATUS                                          exclusive

  _  Public                        - List only Public

  _  Private                       - List only Private

 TYPE

  _  Queries                       - List only Queries

  _  Dialogs                       - List only Dialogs

  _  Terms                         - List only Terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

 Panel Description 

•  USER
(Optional) The name of the specific user you want to display. Must be a valid 1-32 character name.

•  STATUS
(Optional) Mark either Public or Private to look at only that status.

•  TYPE
(Optional) Mark one type to restrict directory list to that type. If none are marked, the default is "ALL" types.

NOTE
 If no options are selected on this panel, the default is all queries, terms, and dialogs for all users in both public
and private status as secured by the QRYGRPS parameter.

Accessing the Admin DIRECTORY OF QUERIES AND TERMS

Use the Admin DIRECTORY OF QUERIES AND TERMS to access the administrative Query Library Table maintenance
functions.

 Access 

Enter selection criteria from panel DQEM0 and press Enter to display the query Library Directory.

The Admin DIRECTORY OF QUERIES AND TERMS panel looks like the DIRECTORY OF QUERIES AND TERMS panel
for users. However, each user only sees a listing of the queries, dialogs, and terms for which they are authorized. You
see a listing of all users' queries, terms, and dialogs at your site which have a group level authorization that matches your
group level authorization if your query library is partitioned by groups (QRYGRPS=YES in the DQ System Option Table).

The Admin DIRECTORY OF QUERIES AND TERMS lists queries and dialogs for either DQL mode or SQL mode,
depending on the mode of the Administrator. (The LIST QUERY command displays a directory that contains only those
queries for the current setting of the query language.)
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An example of the Admin DIRECTORY OF QUERIES AND TERMS panel follows.

 DIRECTORY OF QUERIES AND TERMS (DQA30) 

 =>

 Place the cursor on the desired name and press the appropriate PF key

 ------------------------------------------------------------------------DQA30

 DATAQUERY: ADMIN DIRECTORY OF QUERIES AND TERMS   START WITH: ________________

 -----------------------------------------------------------------------------

     QUERY NAME    |  TYPE  | CREATED  |   USED   |     DESCRIPTION

 -----------------------------------------------------------------------------

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

                   |        |          |          |

 --------------------------------------------------------------------------- ==>

 <PF1> HELP         <PF2>  RETURN        <PF3>  EXECUTE     <PF4>  EDIT

 <PF5> NOT USED     <PF6>  DELETE        <PF7>  BACKWARD    <PF8>  FORWARD

 <PF9> SUBMIT       <PF10> EXTENDED DEF  <PF11> NOT USED    <PF12> RIGHT

 Action 

The START WITH: field, located in the upper-right corner of this panel is where you enter the full or partial name of the
query or term where you want the listing to start. When you press Enter,  refreshes the DIRECTORY OF QUERIES AND
TERMS panel with the query, dialog, or term that you specified on the first line of the listing. You can also page forward
using <PF8> FORWARD until you reach the member that you want to view or edit.

 Panel Description 

The following list describes each column of the DIRECTORY OF QUERIES AND TERMS panel:

•  QUERY NAME
Lists alphabetically all existing query, dialog, and term names.

•  TYPE
Specifies whether this is a query, dialog, or term, SQL query, or SQL dialog.

•  CREATED
Displays the date the named query, dialog, or term was created.

•  USED
Displays the date this query, dialog, or term was last accessed.

•  DESCRIPTION
Displays a description of this query, dialog, or term as entered on the Editor panel.

•  STATUS
Displays the status (public or private) as assigned to this query, dialog, or term.

•  AUTHOR
Displays the name of the author of this query, dialog, or term.

•  GROUPS
Lists Level 1, Level 2, and Level 3 groups assigned to this query, dialog, or term, if any.
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To view the STATUS, AUTHOR and GROUPS columns press <PF12> RIGHT. This PF key shifts the panel display to the
right.

NOTE
 <PF11> NOT USED exists on the panel until you press <PF12> RIGHT to view the last three columns. Use
<PF11> LEFT to shift the panel display to its original state.

 Action 

  uses the DIRECTORY OF QUERIES AND TERMS panel to perform several functions on queries by PF key selection.
Your use of these PF keys is for a different purpose than that of the average user. The following examples explain how to
use the functions:

• To execute a query or dialog to test or debug that query or dialog by executing only the selection, computation, sorting,
or reporting portion of that query or dialog.

• To view or edit a user's query to aid the user with problem resolution, to edit the query to meet site standards, or to
edit the query after the author leaves your company's employment or changes positions within the company.

• To delete queries as they are no longer used, are not functional or no longer meet the needs of your company, and so
forth.

• To submit your own queries.
• To access a user's queries, dialogs or terms, when a user's status changes, such as a change in job position

responsibilities or a departure from your company. You can delete any unnecessary ones and reassign the usable
ones to other users and or groups.

• To change the status of a user's queries from PRIVATE to PUBLIC or from PUBLIC to PRIVATE.

 PF Keys 

The following list describes each PF key for the DIRECTORY OF QUERIES AND TERMS panel.

 Key  Objective  Result 
CLEAR Return to Main Menu. Returns to the Main Menu.
<PF1> HELP Display HELP panel.   displays the HELP panel.
<PF2> RETURN Return to previous

panel.
Returns to previous panel, or Main Menu.

<PF3> EXECUTE Execute this query, dialog, or term.   executes this query, dialog, or term.
<PF4> EDIT Modify a query, dialog,

or term.
Displays the query, dialog, or term.

<PF5> NOT USED Not in use.
<PF6> DELETE Delete a query, dialog,

or term.
  removes query, dialog, or term.

<PF7> BACKWARD Scroll to previous
page of list.

Displays previous page of list.

<PF8> FORWARD Scroll to next page of list. Displays more of list.
<PF9> SUBMIT Submit a query, dialog, or term for batch

execution.
 displays the Query Execution Facility
panel.

<PF10> EXTENDED
DEF

View this query, term,
or dialog for group assignments.

  displays the Administrative Extended
Attributes panel.

<PF11> NOT USED Not in use OR shift display to left. Displays previous three columns.
<PF12> RIGHT Shift display to right. Displays next three columns.
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Submitting a Query or Dialog

A  Administrator may submit any query or dialog to which they have access.

 Access 

From the DIRECTORY OF QUERIES AND TERMS panel place the cursor on the desired query or dialog and press
<PF9> SUBMIT.

 Batch Execution (DQEN0) 

=>

------------------------------------------------------------------------DQEN0

DATAQUERY:  BATCH EXECUTION

-----------------------------------------------------------------------------

Enter name of query to submit:           ACTIVE-QUERY

Select the type of execution:            _  Immediate

                                         X  Defer execution until time 18 : 00

Enter the name of the JCL member to use: $$DQJCL

Enter nonblank to use JCL for deferred:  _

Select the report type:

          _  Detail and totals           _  When/do column functions only

          _  Detail only (no totals)     _  No detail (totals and when/do)

          _  Totals only (summary)       _  Suppress report

To export print data to a sequential file, select output record type:

          _  Variable comma separated    _  Fixed-length record

For variable, enter name of output set   _______________

For variable, select output type:        _  Detail

                                         _  Totals

Select the output file device type:      _  Tape

                                         _  Disk

-----------------------------------------------------------------------------

<PF1> HELP      <PF2>  RETURN      <PF3>  SUBMIT     <PF4>  NOT USED

The following steps explain how to use the BATCH EXECUTION panel.

•  Step 1
Verify the name of the query that you want to submit. A default query appears in the name of the query field but you
may change it.

•  Step 2
Select the type of execution: Immediate or Deferred. (See Type of Execution following.)

•  Step 3
Enter the preferred JCL member name in the JCL name field.

•  Step 4
Select the report type. (Explanations of each follow.)

•  Step 5
(Optional) Data produced by the query may be exported. Select the output record type.

•  Step 6
After all desired options have been entered, press <PF3> to continue with batch submission.

 Type of Execution 

There are two types of execution, each is explained below:

•  Immediate
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Schedules the query as soon as you press <PF3> SUBMIT.
•  Deferred

A batch job may be deferred by typing any character in the blank before Defer execution until time __ : __ and filling
in the time for execution in the appropriate space. The format for the time is based on a 24-hour clock, with midnight
being 00:00. This panel tells the job to run at 6:00 PM.

The following fields appear on this panel:

 Panel Description 

•  QUERY NAME
(Required) The name of the query being submitted.

•  JCL NAME
(Required) The name of the JCL member or JCL PROC to use to run the selected query in batch.

•  JCL FOR DEFERRED
(Optional) The JCL member named above is to be used for deferred DQBATCH execution.

•  REPORT TYPE
(Optional) The totaling options for the query.

•  EXPORT RECORD TYPE
(Optional) To use the export function select either:

•  VARIABLE COMMA SEPARATED
For output of variable-length comma separated record to the export file.

•  FIXED LENGTH RECORD
For output of fixed-length records to the export file.

•  EXPORT FILE
(Optional) The file name for variable record output. Not used for fixed-length export data.

•  EXPORT OUTPUT TYPE
(Optional) The output type to write to the export file for variable record output. Not used for fixed-length export data.

•  OUTPUT DEVICE
(Optional) The device for the exported file, disk, or tape, for DOS only.

Editing a Query, Dialog, or Term

A  Administrator can create queries, dialogs, and terms from time to time, for use by individuals or groups. The creation of
queries, dialogs, and terms is discussed in the  end user documentation. The  Administrator can also edit public members
belonging to other users.

 Access 

When the Admin DIRECTORY OF QUERIES AND TERMS panel appears, position the cursor on the line containing the
query, dialog, or term name and press <PF4> EDIT.  then displays the Editor panel. You can edit a query, dialog, or term
or perform several other functions by PF key selection.

For more information about Editor usage, see Using the CA Dataquery EDITOR and CA Dataquery Editor Commands.

Deleting Queries, Dialogs, and Terms

To view the query, dialog, or term before deleting it, position the cursor next to the query, dialog, or term name, and press
<PF4> EDIT.  then displays the member to be deleted on the Editor panel. Queries, dialogs and terms can also be deleted
from the Editor panel.

To delete a query, dialog, or term, access the Administrative DIRECTORY OF QUERIES AND TERMS panel, and position
the cursor on the line of the query, dialog, or term that you want to delete and press <PF6> DELETE.
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WARNING
 Make sure that the cursor is on the line of the query that you want to delete. If you accidentally delete the wrong
item you have to re-create it.

NOTE
 If the query, dialog, or term has been viewed and deleted from the Editor panel, and you wish to undo the
delete, you can resave the query, dialog, or term by doing the following:

1. Pressing <PF4> SAVE from the Editor panel.
2. Entering EDIT * or EDIT ACTIVE-QUERY on the command line and pressing Enter to see if the query, dialog, or term

is still active.

If it is active you have saved the query, dialog, or term that you just deleted. You must execute this sequence of functions
right after the delete. A query remains active until another query is edited or executed.

Changing the Extended Attributes of a Query, Dialog or Term

When a user changes job responsibilities or leaves your company, you can retain that user's queries, dialogs or terms for
company use. Addtionally,  you can assign a new owner/author, status, or groups to the query, dialog, or term.

 Background 

If your site chooses partitioning of the Query Library, the LIBRARY option is limited by the groups assigned to
the  Administrator. If the Administrator has group values, only those queries, dialogs or terms assigned to the same group
values as the Administrator's can be accessed. If the Administrator's groups are blank, he has access to all queries. To
edit a member belonging to another user, you must select it from the Administrative Directory. To edit a private member,
first change its status to public. While you can edit a private member, you cannot update it.

 Access 

On the Admin DIRECTORY OF QUERIES AND TERMS panel, locate the query, dialog, or term you want to change.
Position the cursor beside that item and press <PF10> EXTENDED DEFINITIONS.  displays the Administrative Extended
Attributes panel.

 Action 

When you have completed all the fields on the Directory Extended Attributes panel to your satisfaction, press <PF4>
SAVE to save your input.  makes these changes effective immediately.

The following sample Administrative Extended Attributes panel displays the fields and their values:

 Administrative Extended Attributes (DQKB0) 

 =>

 PRESS ENTER TO PREVIEW THE RESULTS OF ANY CHANGES

 ------------------------------------------------------------------------DQKB0

 DATAQUERY:  ADMINISTRATIVE EXTENDED ATTRIBUTES

 -----------------------------------------------------------------------------

 NAME:                               TYPE:

                                                                        ATED

 DESCRIPTION:     ____________________________________________________________

 AUTHOR:          ________________________________

 STATUS:          _______               (PUBLIC or PRIVATE)

 GROUPS:          _______________   _______________   _______________

 AUTHOR GROUPS    _______________   _______________   _______________

 AUTHOR RECORD ON OPERATOR FILE:  YES   NO

 AUTHOR AND QUERY GROUPS    DO NOT   AGREE
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 -----------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN       <PF3>  UNUSED       <PF4> SAVE

 Panel Description 

•  NAME
Name assigned to this dialog, term, or query. Access this dialog, term, or query through the Editor panel to change the
name.

•  TYPE
Specification of type as either query, term, or dialog. Access this dialog, term, or query through the Editor panel to
change the type.

•  DESCRIPTION
Brief informational statement about this query, term, or dialog. Access this item through the Editor panel to change the
description.

•  AUTHOR
Name of the owner of this query, dialog, or term. Overtype the displayed name to change this value.

•  STATUS
Specification of the status as PUBLIC or PRIVATE for this query, dialog, or term. PUBLIC status gives all users within
the same groups access to this query, dialog, or term, if the System Option Table parameter QRYGRPS=YES. If
QRYGRPS=NO, group assignments are ignored by . PRIVATE status limits access to the owner/author. Type over the
displayed status value to reassign the status.

•  GROUPS
Names of the groups which are permitted access to this query, dialog, or term in the order of Group Level 1, Group
Level 2, Group Level 3. Type over any displayed names as needed.

•  AUTHOR GROUPS
Names of the author's groups in the order of:
– Group Level 1
– Group Level 2
– Group Level 3
The AUTHOR GROUP and the GROUPS values are not required to be identical. Assure that group assignments meet
your company's security standards as defined by your Security Administrator and explained in CA Dataquery Internal
Security.

•  AUTHOR RECORD ON OPERATOR FILE
YES is the  indicator that this author is a valid user in the  system. NO tells you that  does not have this author listed as
a current user. We suggest that you to have all queries, dialogs, and terms assigned to existing users.

•  AUTHOR AND QUERY GROUPS
AGREE shows that the groups listed in the GROUPS field and the groups listed in the AUTHOR GROUPS field are
matching. NO indicates that these two fields do not have the same groups listed for both fields. Assure that group
assignments meet the security standards of your company as defined by your Security Administrator.

Performing Query Table Maintenance (DQLIBRMT)

Use the DQLIBRMT utility to perform the following maintenance tasks on the Query Library Table:

• Delete all or selected members for selected users, or groups.
• Back up all queries, dialogs, terms, JCL, and PROC members or selected members from the Query Library Table to

tape or disk.
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NOTE
 You can select members for deletion and backups by group, date or user, but not a combination of the three.

• Restore all or selected members to the Query Library Table from a tape or disk file. This allows selected queries to be
moved from one system to another, such as from a test system to a production system.

• Add a member from SYSIN in z/OS or SYSIPT in z/VSE.

NOTE
 Do not use DQLIBRMT as a system backup. You can back up only queries, dialogs, terms, JCL, and PROC
members. Conditions and restrictions are not backed up. To back up every Query Library Table member, use
the DBUTLTY  BACKUPfunction. 

 Print Reports 

Use the DQLIBRMT utility to print maintenance reports that provide the following types of information:

• Directory report lists selected user's query and type.
• Query Text report shows selected user's query text, or JCL.
• Query Utility report shows maintenance functions per query.
• Status report lists any errors that occur during query maintenance.

The  Query Library Table (DQQ), stores:

• queries
• dialogs
• terms
• PROCs
• JCL members
• conditions
• restrictions

  controls additions and modifications of these members and definitions in the Query Library Table in the online
environment. The Query Utility and Status Listing reports are created while the maintenance functions are being
performed. The Directory and Query Text report functions can be run at any time. They are not dependent upon the
performance of the maintenance functions.

Use the DQLIBRMT utility to back up, restore, or delete Query Library Table members selectively. For example, when
a  user leaves the company or is transferred, run a Query Text report to view the user's Query Library Table members.
Decide to reassign or delete the Query Library Table members.

Utility Maintenance Control Statements

Use the following maintenance control statements to identify the maintenance functions to be performed by DQLIBRMT. A
maximum of 60 report and maintenance control statements are allowed.

•  SIGN/ON
(Required) Specifies the user ID and password. Only one SIGN/ON statement is allowed and it must be the first
statement in the job stream.

•  BACKUP
(Optional) Copies specified members on the Query Library Table to a sequential tape or disk file. Multiple backup
statements are allowed, but all members to be backed up are written to one backup data set.

•  RESTORE
(Optional) Adds members to the Query Library Table from a sequential tape or disk file created using the DQLIBRMT
backup facility. Only one RESTORE statement is permitted per run. All records on input are restored to the Query
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Library Table using the user from the same option as the control statement. If the control statement member option is
used, only that member on the input file is restored.

•  ADD
(Optional) Adds a query, dialog, term, PROC, or JCL to the Query Library Table for the specified users, dates or
groups. Supply the text of the item being added on multiple lines following the ADD statement.

•  REMOVE
(Optional) Removes queries, dialogs, terms, PROCs, or JCL from the Query Library Table for the specified users,
dates or groups. Multiple REMOVE statements can be used. Only one user can be named on each REMOVE
statement.

Maintenance on the Query Library Table is performed before a REPORT control statement, even if the REPORT control
statement appears before a maintenance control statement. If you want a report to reflect the state of the table before any
maintenance, execute the REPORT control statement in a separate job step, before executing any type of maintenance
on the table.

 Control Statement Format 

All control statement types are formatted as follows:

When adding a member to the query library, the member to be added is supplied by one or more 80-byte input statements
following the ADD statement. A DQLIBRMT control statement in column 1 is interpreted as end of query text input.
Therefore, no statement containing text to be added should begin with a DQLIBRMT control type in column 1, such as
SIGN/ON, REPORT, RESTORE, BACKUP, REMOVE, ADD, or USER.

•  1-10
Identifies the type of control statement. Valid entries are: BACKUP, RESTORE, ADD, REMOVE. Left justify the value
with trailing blanks. For BACKUP and REMOVE you must insert 4 blanks, for RESTORE insert 3 blanks before the
option keyword.

•  11-72
Specifies the option key words and their values. You can enter the options in any order. Use the following format:

               ┌──────────────────────────────┐

►►─ STATEMENT ─▼─ OPTION=value,MEMBER=value, ─┴───────────────────────────────►◄

There are no spaces in the keyword portion of the statement. An equal sign (=) separates an option from its value and a
comma (,) separates options. Do not enter options past column 72. A sample input statement follows:

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

 BACKUP    NAME=userid,MEMBER=dqqmem

Select any of the following options:

•  STATUS=
Designates which type of member is to be processed. This option can appear on all statements except the REMOVE
statement.
–  Valid Entries:

PUBLIC, PRIVATE, or ALL
–  Default Value:

ALL
•  MEMBER=

Designates the QUERY, DIALOG, or JCL member name. If specified, the maintenance function affects all library
members of this name that meet selection criteria (user ID, groups, or date, status, and type) and those that the signon
statement user is permitted to access. To avoid duplication, if there are multiple members of the same name on the
restore input file, groups and status keywords must be used to distinguish which is to be restored to the file with the
userid on the NAME= keyword.
This option can appear on all functions. Do not use if TYPE=JCL.
–  Valid Entries:
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A 1- to 15-character Query Library Table member name.
–  Default Value:

(No default)
•  TYPE=

Specifies the type of Query Library Table member to be processed by the maintenance function.
–  Valid Entries:

TERM, SQL, SQLD, QUERY, DIALOG, PROC, or ALL. Use JCL for BACKUP, RESTORE, and REMOVE only if
DATE= and MEMBER= are not used.

–  Default Value:
ALL

•  GROUPS=
List of groups used to select members for processing. Is edited against SIGN/ON user's groups.
–  Valid Entries:

One to three group names of 1 to 15 characters separated by commas.
–  Default Value:

(No default)
•  NAME=

Designates the USER ID. Used to select members for processing on Backup and Restore requests. This option is
required for the USER and RESTORE statements. On Restore requests, this userid is assigned to all queries selected
for Restore.
–  Valid Entries:

A 1- to 32-character user ID.
–  Default Value:

(No default)
•  DATE=

Date the query was last accessed in MM/DD/YY format. Used to select members for processing. BACKUP, RESTORE,
or REMOVE will honor anything equal to or prior to the date specified here. Do not use if TYPE=JCL.
–  Valid Entries:

A valid access date.
–  Default Value:

(No default)
•  FILE=

(z/VSE only) Specifies whether the input table for RESTORE or the output table for BACKUP is to reside on TAPE or
DISK.
–  Valid Entries:

DISK or TAPE
–  Default Value:

(No default)

 Control Statement Options 

The following list describes valid options for each statement:

 Control Statement Function  Valid Options(Use only 1 of
italicizedoptions) 

 Required YES/NO  Default Value 

ADD NAME
MEMBER
TYPE
STATUS
GROUPS 

YES
YES
NO
NO
NO

No default
No default
DQL Query
Private
No groups
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BACKUP  NAME
GROUPS
DATE
STATUS
MEMBER
FILE (z/VSE only)
TYPE

YES
YES
YES
NO
NO
YES
NO

No default
ALL
ALL
ALL
ALL MEMBERS
No default
ALL

RESTORE NAME
GROUPS
MEMBER
FILE (z/VSE only)
STATUS 

YES
NO
NO
YES
NO

No default
ALL
ALL MEMBERS
NONE
ALL

REMOVE  NAME
GROUPS
MEMBER
TYPE
DATE 

YES
YES
NO
NO
YES

No default
No default
ALL MEMBERS
ALL
No default

NOTE
 Options in italics are mutually exclusive, within their respective functions. You can execute a BACKUP with the
NAME, or GROUPS, or DATE option. One of the three is required, but not a combination of the three options;
they are mutually exclusive.

Sample Control Statements

Following are sample control statements of BACKUP, RESTORE, and REMOVE functions and an explanation of what
they do.

 BACKUP 

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

 BACKUP    GROUPS=ALL

This BACKUP control statement backs up all queries, dialogs, terms, JCL and PROC members on the Query Library
Table, provided that the user on the SIGN/ON statement has all blanks for the three group levels. Remember that
DQLIBRMT does not backup conditions and restrictions.

Back up all of these members and restore them to a user ID with blank groups, for a backup source other than the system
backups that your site performs.

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

 BACKUP    MEMBER=ACCTPRT,GROUPS=CAI,DALLAS,ACCT

This BACKUP control statement backs up the member name ACCTPRT with the assigned groups of CAI,DALLAS,ACCT.
This is a selective backup and does not backup any other members.

 RESTORE 

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

 RESTORE   NAME=DAVIS,MEMBER=NATACCT,STATUS=PRIVATE

This RESTORE control statement restores the member name NATACCT with a status of PRIVATE from the input table, to
the user ID DAVIS. This is a selective restore.

 REMOVE 
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 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

 REMOVE    DATE=01/01/14

This REMOVE control statement removes all members that were created prior to and not accessed since 01/01/14. This is
a selective remove that can be performed if you want to remove members that have not been accessed in a long time.

 QRYGRPS= Option 

If the QRYGRPS= option on the System Option Table is YES, the user on the SIGN/ON statement is able to BACKUP,
RESTORE, or REMOVE only those members that have the same groups.

If QRYGRPS=YES and DATE is used,  ignores the group assignment. If QRYGRPS=YES and NAME is used, the
assignments are honored.

For example, User 1 has the groups DALLAS, DATACOM, DATAQUERY. The QRYGRPS= option is YES, so User 1
would only be able to access those members that had the same groups assigned to them. If User 1 had the groups
DALLAS with Group Level 2 and Group Level 3 blank, all members with Group Level 1 DALLAS would be accessible no
matter what Group Level 2 and Group Level 3 are.

If User 1 had group levels 1, 2 and 3 all blank, he could access any query for maintenance. You can RESTORE queries
that belong to specific groups to a user ID that is not on the DQU table. Before executing the RESTORE,  assigns blank
groups to this user when it checks the DQU table for this user. The blank groups make these queries available to all users
or groups of users.

For example, there can be some  users who leave the company, who are in different groups and have written queries that
you want the rest of the  users to access. If you RESTORE the queries of the users who have left the company to a new
user ID with no groups specified, these queries now can be accessed by any  user.

 Sample Job Stream 

Following is an example of a report job stream:

SIGN/ON userid PASSWORD password

REPORT     TITLE=DIRECTORY

USER       NAME=SPECIALJOB

USER       NAME=VORTEX

REPORT     TITLE=QUERYTEXT,STATUS=PRIVATE

USER       NAME=EMPLOY

USER       NAME=ORTHO

USER       NAME=SAM

NOTE
 If you do not supply a USER control statement, the reports reflect all of the users.

Following is an example of a maintenance job stream:

SIGN/ON userid PASSWORD password

RESTORE   NAME=OPERID,STATUS=PUBLIC

REMOVE    NAME=DEPARTED,MEMBER=QUERY2

BACKUP    NAME=OPERONE,MEMBER=SPECIAL,FILE=TAPE

BACKUP    NAME=OPERTEN,FILE=TAPE

Utility Report Control Statements

Use the report control statements to identify the report functions to be performed by DQLIBRMT. A maximum of 60 report
and maintenance control statements is allowed. There are three types of report control statements:

•  SIGN/ON
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(Required) Specifies the user ID and password. Only one SIGN/ON statement is allowed and it must be the first
statement in the job stream.

•  REPORT
Selects the type of report to be produced with this run. This is required only if Query Text or Directory reports are
needed. Multiple statements are allowed.  produces maintenance reports only if BACKUP, REMOVE or RESTORE is
requested.

•  USER
(Optional) Specifies a particular user to be included in the report. One or more USER statements must follow each
REPORT statement if you have any. Each USER statement can include options that override those specified by the
REPORT statements.
When no USER statements are input, selection for all users is assumed.
When multiple USER statements follow one REPORT statement, REPORT remains in effect until another REPORT
statement is encountered in the job stream. A SIGN/ON remains in effect throughout a single execution of DQLIBRMT.
Another SIGN/ON statement is accepted only if it is the first statement in a different execution of DQLIBRMT. An
example of the sequencing is:
– SIGN/ON
– REPORT
– USER
– REPORT
– USER
– USER

SIGN/ON Control Statement

The SIGN/ON control statement is formatted as follows:

►►─ SIGN/ON ─ userid ─ PASSWORD ─ password ───────────────────────────────────►◄

•   userid 
Specifies the user ID of the person executing the DQLIBRMT utility.
–  Valid Entries:

A 1- to 32-character user ID.
–  Default Value:

(No default)
•   password 

Specifies the password of the person executing the DQLIBRMT utility.
–  Valid Entries:

A 1- to 9-character password.
–  Default Value:

(No default)

REPORT Control Statement

Format each REPORT control statement as follows:

•  1-10
Identifies the type of control statement. The only valid entry is REPORT. Left justify the value with trailing blanks as
necessary.

•  11-72
Specifies the option keywords and their values. You can enter the options in any order. (Available options are listed
below.)

Use one of the following formats:
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            ┌──────────────────────────────────────────────────┐

►►─ REPORT ─▼─ TITLE=DIRECTORY<,option=value><,option=value>, ─┴──────────────►◄

            ┌──────────────────────────────────────────────────┐

►►─ REPORT ─▼─ TITLE=QUERYTEXT<,option=value><,option=value>, ─┴──────────────►◄

There are no spaces in the keyword portion of the statement. An equal sign (=) separates an option type from its value,
and a comma separates the options. Do not enter options past column 72. Following is an example:

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

 REPORT    TITLE=QUERYTEXT,GROUPS=ALL,STATUS=PUBLIC

 Required Keyword 

•  TITLE=
Designates which type of report is being requested. This option is required on REPORT statements.
–  Valid Entries:

DIRECTORY (for a statistics report on the queries owned by each user)
QUERYTEXT (for a report on the text of each query)

–  Default Value:
(No default)

 Optional Keywords 

•  GROUPS=
Designates the hierarchical groups that the user can be assigned to. The order must be Group Level 1, Group Level 2,
Group Level 3.
–  Valid Entries:

A 1- to 15-character group name
–  Default Value:

ALL
•  STATUS=

Designates which type of queries are to be processed. This option can appear on REPORT, BACKUP and RESTORE
statements.

NOTE
 If QRYGRPS=YES, the STATUS= option is ignored if the USER control statement is used, and only
members marked PRIVATE are accessed.

•  TYPE=
Specifies the type of Query Library Table member to be processed by the maintenance function.
–  Valid Entries:

TERM, SQL, SQLD, QUERY, DIALOG, PROC, REPORT, ALL, or JCL (for BACKUP, RESTORE, and REMOVE)
–  Default Value:

ALL

USER Control Statement

Format each USER control statement as follows:

•  1-10
Identifies the type of control statement. The only valid entry is USER. Left justify the value with trailing blanks as
necessary.

•  11-37
Specifies the NAME= keyword and its values.

Use the following format:
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►►─ USER ─ NAME=user-id ──────────────────────────────────────────────────────►◄

•  NAME=
Designates the user's ID. This option is required on the USER statement.
–  Valid Entries:

A 1- to 32-character user ID
–  Default Value:

(No default)

Directory Information

The Directory report can be run at anytime without performing any type of maintenance on the Query Library Table. If
you have a user that has left the company, you could run a Directory report on this user to find out what the user had in
the Query Library Table. This report lists both SQL and DQL Language queries. SQL queries are specified in the TYPE=
option as SQL. DQL Language queries are specified as QUERY in the TYPE= option. The query type is displayed on the
report.

To run a Directory report, you need to add a SIGN/ON and a REPORT control statement to your JCL member as follows.

 Sample z/OS JCL 

 //jobname    See .

 //S1     EXEC PGM=DQLIBRMT

 //STEPLIB    See .

 //SYSUDUMP DD SYSOUT=*

 //SNAPER   DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SYSIN    DD *                                   Command input

 SIGN/ON userid PASSWORD password

 REPORT    TITLE=DIRECTORY

 /*

 //

 Sample z/VSE JCL 

 * $$ JOB ...           See .

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see .

 // EXEC DQLIBRMT

 SIGN/ON userid PASSWORD password

 REPORT     TITLE=DIRECTORY

 /*

 /&

 * $$ EOJ

 Sample Report 

Following is an example of the  Query Maintenance Report showing directory information:

Date: mm/dd/ccyy     ***********************************************************************         Page:   

  1

                     *             CA Dataquery for CA Datacom                             *

Time: hh.mm.ss       *               Query Maintenance Report                              *      Version:

 14.0

                     *        Copyright © 1990-2011 CA. All rights reserved.               *

DQ Base    3         ***********************************************************************   DD Base    2
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                                                 QUERY DIRECTORY REPORT

REPORT FOR INPUT RECORD:      USER      NAME=DQUSER                                                   00000618

* MEMBER-NAME *    *TYPE*    *STA*   *----------- AUTHOR -----------* *-- GROUP 1 --* *-- GROUP 2 --* *--

 GROUP 3 --*

                                     DATE-ADDED LAST-USED *---------------------- DESCRIPTION

 -----------------------*

testupshift        QUERY      PVT    DQUSER

                                      10/03/12            testing upshift for language

A                  QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                      07/11/12

ABC1               QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                      10/02/11  07/12/12

ADR-CUST-RECS      QUERY      PUB    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                      07/26/14  09/13/14  ADR-CUST-RECS FOR TEXAS

ASSOC-ERROR        QUERY      PUB    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                      06/08/12  08/12/12  QUERY HAS VALIDATION ERROR

A10                JCL        PVT    DQUSER

                                      05/13/12  05/13/12  JCL

A11                JCL        PVT    DQUSER

                                      05/13/12            JCL

A12                JCL        PVT    DQUSER

                                      05/13/12  05/13/12  JCL

A13                JCL        PVT    DQUSER

                                      05/13/12            JCL

A14                JCL        PVT    DQUSER

                                      05/13/12            JCL

A15                JCL        PVT    DQUSER

                                      05/13/12            JCL

Following is an explanation of the directory information found on the report:

 Report Description 

•  MEMBER-NAME
Lists each member affected by the Query Library Table maintenance.

•  TYPE
Shows whether the member named is a query, dialog, JCL member, PROC, or term.

•  STA
Shows whether the member is public (PUB) or private (PVT).

•  AUTHOR
Shows the name of the member's author.

•  DESCRIPTION
Gives a description of the member, if one exists.

•  DATE-ADDED
Gives the date the query was created or copied.

•  LAST-USED

 269



 CA Datacom Administrating

Gives the last date the query was used.
•  GROUPS

Gives the groups associated with the particular Query Library Table member printed.

Query Text Information

The Query Text report can also be run at anytime and does not require any type of maintenance to be performed to the
Query Library Table. Use the Query Text report to view the text of the Query Library Table members that were on the
user's online table.

To run a Query Text report, add a SIGN/ON and a REPORT control statement to your JCL member as follows.

 Sample z/OS JCL 

 //jobname    See .

 //STEP1  EXEC PGM=DQLIBRMT

 //STEPLIB    See .

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SYSIN    DD *                                   Command input

 SIGN/ON userid PASSWORD password

 REPORT     TITLE=QUERYTEXT

 /*

 //

 Sample z/VSE JCL 

 * $$ JOB ...           See .

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 // EXEC DQLIBRMT

 SIGN/ON userid PASSWORD password

 REPORT    TITLE=QUERYTEXT

 /*

 /&

 * $$ EOJ

NOTE
 You can use more than one REPORT control statement in your JCL member. Each REPORT control statement
should occur on a separate line.

 Sample Report 

Following is an example of the  Query Maintenance Report showing Query Text information:

Date: mm/dd/ccyy     ***********************************************************************         Page:   

  1

                     *             CA Dataquery for CA Datacom                             *

Time: hh.mm.ss       *               Query Maintenance Report                              *      Version:

 14.0

                     *        Copyright © 1990-2014 CA. All rights reserved.               *

DQ Base    3         ***********************************************************************   DD Base    2

                                                  QUERY TEXT REPORT

REPORT FOR INPUT RECORD:      USER      NAME=DQUSER                                                   00000603
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* MEMBER-NAME *    *TYPE*    *STA*   *----------- AUTHOR -----------* *-- GROUP 1 --* *-- GROUP 2 --* *--

 GROUP 3 --*

                                     *--------------------------------- QUERY-TEXT

 ---------------------------------*

testupshift        QUERY      PVT    DQUSER

                                     find all company

------------------------------------------------------------------------------------------------------------------------

A                  QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     TESTING

------------------------------------------------------------------------------------------------------------------------

ABC1               QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     FIND 50 PAYROLL

                                     WITH YTD-WAGES > 5000

                                     RELATED BY NUMBER TO PERSONNEL

                                     SORT BY (STATE-ADDRESS) AND (ZIP-CODE-LOC) AND PAYROLL (ACTIVITY-STATUS)

                                     PRINT PERSONNEL STATE-ADDRESS

                                     ZIP-CODE-LOC

                                     PAYROLL ACTIVITY-STATUS

                                     (YTD-COMMISSION)

                                     (YTD-WAGES)

                                     (CURRENT-RATE)

                                     (YTD-TAX)

                                     ACTIVITY-CODE

                                     NUMBER

                                     FROM PERSONNEL

                                     SOCIAL-SECURITY

 Report Description 

•  MEMBER-NAME
Lists the name of the member.

•  TYPE
Shows whether the member is a query, dialog, JCL member, PROC, or term.

•  STA
Shows whether the member is public (PUB) or private (PVT).

•  AUTHOR
Shows the name of the member's owner.

•  QUERY-TEXT
Gives a reproduction of each member.

•  GROUPS
Gives the groups associated with each Query Library Table member printed.

Query Utility Information

The Query Utility report is generated automatically for BACKUP, RESTORE, and REMOVE. This report shows the type of
maintenance function that was performed by DQLIBRMT for the Query Library Table member named.

 Sample Report 

Following is an example of the  Query Maintenance Report showing query utility information:
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Date: mm/dd/ccyy     ***********************************************************************         Page:   

  1

                     *             CA Dataquery for CA Datacom                             *

Time: hh.mm.ss       *               Query Maintenance Report                              *      Version:

 14.0

                     *        Copyright © 1990-2014 CA. All rights reserved.               *

DQ Base    3         ***********************************************************************   DD Base    2

                                                  QUERY UTILITY REPORT

* MEMBER-NAME *    *TYPE*    *STA*   *----------- AUTHOR -----------* *-- GROUP 1 --* *-- GROUP 2 --* *--

 GROUP 3 --*

                                     FUNCTION   *---------------------- DESCRIPTION -----------------------*

testupshift        QUERY      PVT    DQUSER

                                     BACKUP     testing upshift for language

                          CONTROL STATEMENT: BACKUP    NAME=DQUSER                                           

        00000588

------------------------------------------------------------------------------------------------------------------------

A                  QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     BACKUP

                          CONTROL STATEMENT: BACKUP    NAME=DQUSER                                           

        00000588

------------------------------------------------------------------------------------------------------------------------

ABC1               QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     BACKUP

                          CONTROL STATEMENT: BACKUP    NAME=DQUSER                                           

        00000588

------------------------------------------------------------------------------------------------------------------------

ADR-CUST-RECS      QUERY      PUB    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     BACKUP     ADR-CUST-RECS FOR TEXAS

                          CONTROL STATEMENT: BACKUP    NAME=DQUSER                                           

        00000588

------------------------------------------------------------------------------------------------------------------------

ASSOC-ERROR        QUERY      PUB    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     BACKUP     QUERY HAS VALIDATION ERROR

                          CONTROL STATEMENT: BACKUP    NAME=DQUSER                                           

        00000588

------------------------------------------------------------------------------------------------------------------------

FNAME1             QUERY      PVT    DQUSER                           DALLAS          DATACOM        

 DATAQUERY

                                     BACKUP

                          CONTROL STATEMENT: BACKUP    NAME=DQUSER                                           

        00000588

 Report Description 

•  FUNCTION
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Shows the type of maintenance function performed by DQLIBMT for the query named.
•  BACKUP

The query has been copied to a sequential tape or disk file.
•  REMOVE

The query has been removed from the Query Library Table for the named user.
•  RESTORE

The query has been added to the Query Library Table from a backup tape or disk file.
•  MEMBER-NAME

Identifies the member on which maintenance was performed.
•  TYPE

Shows whether the member is a query, dialog, JCL member, PROC, term.
•  STA

Shows whether the member named is public (PUB) or private (PVT). Under PUB or PVT is the item CONTROL
STATEMENT, which shows the job control statement used to perform the maintenance function.

•  AUTHOR
Identifies the query's author.

•  DESCRIPTION
Provides the member description, if any, attached by the author.

•  GROUPS
Lists the groups associated with each Query Library Table member that is printed.

Status Report Information

DQLIBRMT produces a status report listing. The listing provides a record of each input request and a report of the number
of input request records.

 Sample Report 

Following is an example.

Date: mm/dd/ccyy     ***********************************************************************         Page:   

  1

                     *             CA Dataquery for CA Datacom                             *

Time: hh.mm.ss       *               Query Maintenance Report                              *      Version:

 14.0

                     *        Copyright © 1990-2014 CA. All rights reserved.               *

DQ Base    3         ***********************************************************************   DD Base    2

                                                      STATUS REPORT

*--------DISPOSITION------------------* *-----------------------INPUT

 RECORD-------------------------------------------*

OK                                      REPORT    TITLE=DIRECTORY                                            

   00000617

OK                                      USER      NAME=DQUSER                                                

   00000618

REPORT COMPLETE 002 INPUT REQUEST RECORDS PROCESSED

Following is a description of the items on the status report.

 Report Description 

•  DISPOSITION
Prints a copy of the error message. OK means no error occurred for this input record.

•  INPUT RECORD
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Prints a copy of the input record control statement.

JCL Examples

You can use the following examples to execute DQLIBRMT.

The DQLIBRMT Utility control statements process the maintenance functions BACKUP, RESTORE, and REMOVE before
processing any REPORT control statements. If you put a REPORT control statement before a BACKUP control statement
in your job stream, DQLIBRMT processes the BACKUP control statement first. The data from the BACKUP control
statement is not reflected on the report that was created by the preceding REPORT control statement.

 Sample z/OS JCL 

 //jobname    See 

 //       EXEC PGM=DQLIBRMT

 //STEPLIB    See 

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

A//DQBKPFIL DD DSN=... See 

 //DQRSTFIL DD DSN=... See 

 //SYSIN    DD *                                   Command input

    (DQLIBRMT Utility Control Statements)

 /*

 //

•  A
DQBKPFIL is an output data set for a DQLIBRMT backup of Query Library members. DQBKPFIL is a sequential file
that can reside on tape or disk. This statement is needed only in JCL specifying a DQLIBRMT backup.
DQRSTFIL is an input data set of Query Library members to be added to the Query Library Table as requested
by a DQLIBRMT RESTORE control statement. This data set must have been created by a previous execution of
DQLIBRMT and is needed only if a restore is requested.

 Sample z/VSE JCL 

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 // ASSGN  SYS010,X'...'  See 

A

 // TLBL DQQBKPT

 // EXEC DQLIBRMT

     (DQLIBRMT Utility Control Statements)

 /*

 /&

 * $$ EOJ

•  A
DQQBKPT is an output tape data set for a DQLIBRMT backup of Query Library members as requested by BACKUP
control statements. This data set must be on SYS010 and is needed only if tape backup is requested. If disk backup is
requested, use the DQQBKPD control statement.
DQQBKPD is an output disk data set for a DQLIBRMT backup of Query Library members as requested by backup
control statements. This data set must be on SYS011 and is needed only if disk backup is requested.
DQQRSTT is an input tape data set of Query Library members created by a previous execution of DQLIBRMT. The
members are to be added to the Query Library Table as requested by the DQLIBRMT RESTORE control statement.
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This data set must be on SYS011 and is needed only if a restore from tape is requested. If restore from disk is
requested, use DQQRSTD.
DQQRSTD is an input disk data set of Query Library members created by a previous execution of DQLIBRMT. The
members are to be added to the Query Library Table as requested by the DQLIBRMT RESTORE control statement.
This data set must be on SYS011 and is needed only if restore from disk is requested.

Special Considerations for DQL Language Queries
Another administrative function is to help the user write effective DQL Language queries. This chapter includes the
following topics:

• Establishing data selection status
• Viewing query statistics
• Defining query performance
• Including User-Defined functions to perform mathematical calculations on a query's data

Your understanding of these topics will enable you to help the  user to write more efficient queries.

The following topics are discussed on this page:

Data Selection Status

When using DQL Language, if your query or dialog runs longer than permitted by the values specified in the MXREQ and
MXTLR fields on the User Table Maintenance Menu,  displays the Data Selection Status panel. An example follows:

Data Selection Status (DQE50)

 =>

 Press the appropriate PF key.

 ------------------------------------------------------------------------DQE50

 DATAQUERY:  DATA SELECTION STATUS

 ------------------------------------------------------------------         -----------

    Number of records selected =>

    Press PF3 to end SELECTION and report on only the records selected so far.

    Press PF4 to continue execution of the SELECTION Step.

 -----------------------------------------------------------------------------

 <PF1> HELP     <PF2>  RETURN       <PF3> END SELECT    <PF4> CONTINUE

Panel Description
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The Data Selection Status panel shows how many rows have been selected by the execution of the FIND statement
in your query or dialog up to this point in the execution of the query. The panel appears because  has paused during
execution of your query so that you can indicate whether you want to end the selection step, continue the query selection
step, or return to the Online Execution panel.

PF Keys

Key Objective Result
CLEAR Return to Main Menu. Returns to the Main Menu.
<PF1> HELP Display HELP panel. displays the Help panel.
<PF2> RETURN Return to previous panel. Returns to previous panel, or Main Menu.
<PF3> END SELECT End the row selection,

but continue executing the query or dialog.
executes the remainder of the query or
dialog.

<PF4>CONTINUE Continue the query or dialog selection. continues to select rows.

Estimated Statistics

The Option Table parameter, MAXIO, allows a site to specify an I/O threshold giving a number of estimated I/Os. When
this number is exceeded by the number of I/Os estimated to process a DQL FIND statement, the following new panel
will be displayed. The user has the option to continue <PF4> CONTINUE or not <PF2> RETURN. The I/O threshold
may be set for an individual user using the online User Table Maintenance. The user's threshold value if any would take
precedence over the System Option Table value. The Estimated Statistics panel is displayed after optimization but before
retrieving any data.

Estimated Statistics (DQMI0)

 =>

 Estimated statistics have exceeded maximum limits.  To proceed with query:

 press the PF4 key.  To cancel execution of query; press the PF2 key.

 ------------------------------------------------------------------------DQMI0

 DATAQUERY:  ESTIMATED STATISTICS                  QUERY NAME: DEMOJOIN

 -----------------------------------------------------------------------------

              NUMBER REQUESTED: ALL

      FIND TERMINATED BECAUSE:  TOTAL ESTIMATED I/O EXCEEDS ESTIMATED MAX I/O

                                ESTIMATED

                                ---------

      TOTAL ESTIMATED ROWS:          24

      TOTAL JOINS EXAMINED:           2

      VALID JOINS EXAMINED:           2

      TOTAL ESTIMATED I/O            26     **

 -----------------------------------------------------------------------------

 <PF1> HELP     <PF2>  RETURN      <PF3> NOT USED    <PF4> CONTINUE

Action

To continue and retrieve the rows, press <PF4> CONTINUE.
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To stop, press <PF2> RETURN or <CLEAR>.

Panel Description

• TOTAL ESTIMATED ROWS
Number of rows to be retrieved by the FIND.

• TOTAL JOINS EXAMINED
Number of possible ways to join tables named in FIND.

• VALID JOINS EXAMINED
Number of valid joins.

• TOTAL ESTIMATED I/O
Estimated I/O to execute FIND - based on the lowest cost join.

DQL Language FIND Statistics

For a DQL Language query, <PF6> STATS displays the Find Statistics panel as shown in the following sample. The panel
provides statistical information on the execution of your query or dialog.

Find Statistics (DQEF0)

=>

Current Dataquery FIND/SELECT Statistics.

------------------------------------------------------------------------DQEF0

DATAQUERY:  FIND STATISTICS                       QUERY NAME:

-----------------------------------------------------------------------------

     NUMBER REQUESTED:  ALL                       COMPLETION DATE:  01/06/2000

     NUMBER FOUND:  9                             COMPLETION TIME:  15:37:40

     FIND TERMINATED BECAUSE:  NORMAL END OF SEARCH WAS REACHED

                               OVERALL    OPTIMIZATION     SEARCH

                               -------    ------------     ------

     ELAPSED TIME (SECONDS):   1               0          0

     I/O EVENTS:               0               0          0

     SELFR TOTAL:              0               0          0

     SELNR TOTAL:              0                          0

     TOTAL BYTES:              0

-----------------------------------------------------------------------------

<PF1> HELP        <PF2> RETURN

Panel Description

A brief explanation of the fields on the Find Statistics panel follows:

• QUERY NAME:
Name of the query to which these statistics apply.

• NUMBER REQUESTED:
Number of rows requested in your query.

• NUMBER FOUND:
Number of rows found or counted in the database.

• COMPLETION DATE:
Date that the search for this query ended.

• COMPLETION TIME:
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Time that the search for this query ended.

Error Messages

You may receive the following messages:

• NORMAL END OF SEARCH WAS REACHED
The FIND process completed normally.

• SITE I/O LIMIT EXCEEDED
The FIND exceeded the value set for the I/O limit in the System Option Table parameter SRCHLIM=. Either reduce
the number of rows which  is to FIND, or request that your  Administrator increase the value in the SRCHLIM= System
Option Table parameter so that your query can finish the FIND processing.

• MAX WORK FILE BLOCKS EXCEEDED
The FNDBLKS= parameter for the user is too small. Consider increasing the value specified for this user on the User
Table Maintenance panel. See Authorizing Users in CA Dataquery for more information.

• MAX ELAPSED TIME EXCEEDED
The maximum time allowed for the processing of a query FIND has been exceeded. Either simplify the FIND so that
the FIND processing time is shorter or request that the  Administrator increase the maximum time allowed in the
MFTIME= System Option Table parameter.

• FIND CANCELED FROM REQUESTING TERMINAL
This query has been canceled from the requesting user's terminal.

• FIND CANCELED FROM ANOTHER TERMINAL
This query was canceled from another terminal.

ELAPSED TIME (SECONDS)

• OVERALL
The overall time elapsed in seconds to process the FIND statement.

• OPTIMIZATION
The process of determining the FIND strategy for searching the database efficiently.

• SEARCH
The actual search time against the database for the FIND statement.

I/O EVENTS

• OVERALL
The overall number of  physical I/O events for the processing of the FIND statement.

• OPTIMIZATION
The number of  physical I/O events used for determining the database search strategy.

• SEARCH
The number of  physical I/O events used for the search of the database by the FIND statement.

SELFR TOTAL

• OVERALL
The overall number of  Compound Boolean Selection SELFR (select first) commands that were issued to execute the
FIND statement.

• OPTIMIZATION
The number of  Compound Boolean Selection SELFR (select first) commands that were issued for determining the
database search strategy.

• SEARCH
The number of  Compound Boolean Selection SELFR (select first) commands that were issued for the search of the
database by the FIND statement.

SELNR TOTAL

• OVERALL
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The overall number of  Compound Boolean Selection SELNR (select next) commands that were issued to execute the
FIND statement.

• OPTIMIZATION
(Nothing is printed under OPTIMIZATION.)

• SEARCH
The number of  Compound Boolean Selection SELNR (select next) commands that were issued for the search of the
database by the FIND statement.

TOTAL BYTES

• OVERALL
The overall number of bytes that were required to hold the internal control blocks that  built to process the FIND
statement.

• OPTIMIZATION
(Nothing is printed under OPTIMIZATION.)

• SEARCH
(Nothing is printed under SEARCH.)

Extended Statistics

The following statistics appear on this panel if the STALL command has been used:

• TOTAL JOINS:
The number of times tables were joined during query processing.

• VALID JOINS:
The number of joins that could be used. Valid joins never exceed total joins. The more tables there are involved, the
smaller the percentage of joins that are valid.  considers every possible join and chooses the optimum combination.

• ESTIMATED I/O:
An estimate from the lowest cost join.

• ESTIMATED ROWS:
An estimate from the lowest cost join.

Table Statistics

When the STALL command is used or when <PF6> STATS is pressed at any time after having used the STALL command,
the following panel can be accessed by pressing <PF3> TABLE STATISTICS during FIND STATISTICS display.

Find Statistics (DQEC0)

 =>

 Current Dataquery FIND/SELECT Statistics.

 ------------------------------------------------------------------------DQEC0

 DATAQUERY:  FIND STATISTICS                       QUERY NAME: PROGRAMS

 -----------------------------------------------------------------------------

 TNM-BID  STRG NQ RELS RELO     I/O   E-I/O  E-ROWS    CARD RQAS      KEY F-BUF

 ------- ----- -- ---- ---- ------- ------- ------- ------- ---- -------- -----

 PGM-  2   336  N                 5     N/A     N/A     N/A   72
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 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN       <PF3> OVERALL STATS

Action

Note the query statistics if a problem occurs during query execution and be prepared to report the information if you
require assistance with problem resolution.

The FIND/SELECT Statistics panel appears when you display query output on your screen, press <PF6> STATS,
and press <PF3> TABLE STATISTICS after the Query Statistics panel (DQEF0) appears. It provides further statistical
information about query processing.

Panel Description

• TNM-BID
Table name and database ID.

• STRG
Length of permanent storage for this table, including the request area, RQA size, nonqualifying with list, and overhead.
( and the Compound Boolean Selection facility of  dynamically handle the search optimization.  uses predicates (a
WITH in a DQL Mode query FIND statement) to build a Compound Boolean Selection Request Qualification Area
(RQA), converting the selection criteria in a query's statements into the Compound Boolean Selection format.)

• NQ
Nonqualifying predicates.

• RELS
Related subject, column, key or value.

• RELO
Related object, column, or key.

• I/O
Number of I/Os for this execution.

• E-I/O and E-ROWS
Estimated I/O from Compound Boolean Selection and estimate calls for join optimization. E-I/O and E-ROWS apply to
a single table. The values are calculated using the E-I/O and E-ROWS values for each table, the relative cardinalities
of the tables, whether the related objects are indexed or not, and the number of rows requested in the query. The
numbers shown are normally the values received from the Compound Boolean Selection Facility only for the first table
listed on DQEC0. The other tables have been adjusted based on relative cardinality, and so forth.

• CARD
The number of rows on the table, if joining. The relative cardinality of the tables figures into join optimization.

• RQAS
Shows whether a query is nearing the 9999 RQA limitation.

• KEY
Means one of two things, depending on whether the name is followed by an R or a G.
R indicates that Compound Boolean Selection used this key because it is a related object in the table and the ratio of
table cardinalities indicated that the key might optimize the join.
G indicates that Compound Boolean Selection suggested using the key if executing in batch and only for the primary
table in the search.

• F-BUF
Storage used for buffering for nonqualifying predicates or cross-joined WITH statements.
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DQL Language Query Performance Considerations

When writing queries, be aware of the general  performance considerations discussed in this section.  uses the 
Compound Boolean Selection Facility to evaluate the row selection criteria in a DQL Mode query's FIND statement.  and
the Compound Boolean Selection Facility dynamically handle the search optimization.

uses predicates (a WITH in a DQL Mode query FIND statement) to build a Compound Boolean Selection Request
Qualification Area (RQA), converting the selection criteria in a query's statements into the Compound Boolean Selection
format.

Consider the following when using predicates in queries that use:

• Indexed columns (keys)
• Signed numeric data
• Predicates that do not convert to the Compound Boolean Selection format
• Multiple table queries

Use of Keys

It is important to use predicates with keys as much as possible. The Compound Boolean Selection can utilize the  index
rather than searching rows to evaluate the selection criteria of a query.

In the case where predicates with only nonindexed columns are used, Compound Boolean Selection must examine
each data row in the table to evaluate the predicates (full table search). Performance can be enhanced with the use of
predicates with keys. There is some overhead involved with maintaining keys on a table. This must be weighed against
the potential of performance improvements in .

Signed Numeric Data

When the predicates in a query statement refer to columns containing signed numeric data of packed or zoned decimal
format, it is important to be as specific as possible with the  TYPE-NUMERIC attribute. For example, by specifying P
for the TYPE-NUMERIC attribute when the data that a query is accessing contains only positive values, enables 's
Compound Boolean Selection to search the index for entries with only positive values, because the traversal key value
range is restricted.

NOTE
The TYPE-NUMERIC attribute must, however, agree with the actual data or incorrect results can be obtained.
(Check with your Database Administrator for more information.)

Nonconvertible Predicates

Most predicates that can be used in a query can be easily converted to Compound Boolean Selection format, however,
there are some special cases that are impossible to convert. These special cases are referred to as nonqualifying
predicates. These nonqualifying predicates are handled outside of the Compound Boolean Selection.

The following types of DQL Mode predicates are passed to the Compound Boolean Selection.

• KEY TO COLUMN
When the data type of the column is character or zoned.

• KEY TO VALUE
When masking is used, the comparator must be either EQ or NE. When containing is used in a compare, the columns
which comprise the key must be contiguous.

• COLUMN TO VALUE
When masking is used, the comparator must be EQ or NE. If the field is numeric it must have no more than 15 digits,
and if masking is used the field must not be packed decimal.

• KEY TO KEY
When one or both of the keys are comprised of discontiguous columns, the two keys must have the same number and
length of component fields.

• COLUMN TO COLUMN
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The columns must be of the same data types. If the columns are numeric they must have the same precision and if
they are numeric must be of no more than 15 decimal digits.

NOTE
Arithmetic expressions in predicates do not qualify.

It is possible for predicates that would normally be passed to Compound Boolean Selection to be disqualified because
they were connected by an OR to nonqualifying predicates. For example, in the following query NAME does not qualify
because the comparator is GTE, whereas DIAG-COD and CITY-STATE-ZIP would qualify.

FIND DA19-PATIENT WITH

  NAME GTE 'C#' AND DIAG-COD EQ ' ' AND CITY-STATE-ZIP = 'DALLAS#'

PRINT NAME DIAG-COD CITY-STATE-ZIP

For example, if NAME and DIAG-COD were indexed columns and CITY-STATE-ZIP were nonindexed:

• would pass DIAG-COD and CITY-STATE-ZIP to Compound Boolean Selection.
• NAME would be disqualified because of masking used with GTE.
• Compound Boolean Selection would use the key to find all rows that had DIAG-COD equal to blanks.
• Compound Boolean Selection would then check the data rows to find the CITY-STATE-ZIP columns.
• Then Compound Boolean Selection would send the data back to  and  would have to qualify the NAME predicate.

The data that met all three qualifications would be found.

In the next example:

• DIAG-COD would not qualify because of the OR with NAME, a nonqualifying predicate due to masking used with GTE.
• The predicate CITY-STATE-ZIP would qualify.
• would pass CITY-STATE-ZIP to Compound Boolean Selection, which would then check the data columns to find the

CITY-STATE-ZIP columns that meet the qualification.
• Then Compound Boolean Selection would send the data back to  and  would have to qualify the NAME and DIAG-

COD predicates.

FIND DA19-PATIENT

  (NAME GTE 'C#' OR DIAG-COD EQ ' ') AND CITY-STATE-ZIP = 'DALLAS#'

PRINT NAME DIAG-COD CITY-STATE-ZIP

Multiple Table Queries

When two tables are related in a query, they are normally joined by columns or keys in the two rows. When the search is
performed, the link-column in the second table that is searched is used to create an additional KEY-VALUE or COLUMN-
VALUE predicate using a value extracted from the link-column in the table that is searched first.

allows tables to be joined when the link-column is not indexed in either of the tables. This should be done with care if the
second table in the relationship to be searched does not have key criteria. Compound Boolean Selection could be forced
to perform repeated full searches on that table.
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When multiple tables are related in a query,  determines every possible way that the search could be done, dynamically
estimates the cost of each and selects the lowest cost strategy.

FIND     ALL        CA-ACCTS-REC

PRINT     TITLE1 'SAMPLE ORDER ENTRY DATABASE'

          TITLE2 'ACCOUNTS TABLE'

          ORD-ID

          BILL-DT

          ORD-AMT

In the previous DQL Language example, no predicates are used. Compound Boolean Selection reads the index in native
key sequence for CA-ACCTS-REC and returns the row IDs to . The data rows were not accessed during processing of the
FIND statement.

Mathematical Functions

provides mathematical functions which help to simplify certain arithmetic problems. Two basic types of functions exist,
standard and user-defined. Both types work with column values at the row level and not with a mixture of column values
and column totals. See  end-user documentation for more information. For more information, see User-Defined Functions
Exit.

Queries should include numeric columns and not have a great disparity in the data values that add up to the total amount.

Modifying Data Using CA Dataquery
To modify data, the user creates a query containing the appropriate keywords. When the query executes,  presents the
Table Maintenance panel. The user checks the panel, then presses the APPLY PF key.

  

 DQL Language 

Online  provides three DQL Language functions to modify data. The functions are ERASE, INSERT and UPDATE. These
special DQL Language verbs can be used in queries by authorized users to delete, add, or change data contained
in  databases. The user must be explicitly authorized for each function for each table to perform this maintenance.

NOTE
 In DQL Mode, data manipulation is only available in online processing, that is, you cannot do data manipulation
in DQL Mode if you are using batch processing.

 SQL Mode 

You need authorization to use SQL Data Maintenance to be able to use SQL verbs DELETE, INSERT, and UPDATE. Data
Maintenance is available in both online and batch modes to SQL users. See Authorizing Users in CA Dataquery for more
information.

 Dialogs 

A great deal of flexibility can be obtained by making queries containing these verbs into dialogs. With this technique the
user executing the query can be prompted for the column values in INSERT and UPDATE queries. For more information
dialogs, see Creating Dialogs.

 283



 CA Datacom Administrating

DQL Language Data Modification

A brief description of each DQL Mode data manipulation command follows:

•  ERASE
Allows you to remove rows from the database. Include selection criteria in the form of a WITH statement contained in
a FIND statement of a query. This criteria qualifies the selection to help ensure that you delete the proper row or rows
from the database. Use qualification to alleviate the possibility of deleting the wrong rows.

•  INSERT
Adds rows to the database. The row name you specify in the INSERT statement must be defined to . An INSERT
statement includes one set clause for each column for which you are designating a value. If you do not specify a value
for a column contained in the specified row,  provides a default value when you add the row, unless the column is
defined as a repeating field. Character columns default to blanks and numeric columns default to zeros.

NOTE
 Include a SET clause to specify the values for the columns in the Master Key for that row.

•  UPDATE
Replaces the value of one or more columns within a row already in the database with another value. Use selection
criteria in the form of a WITH statement used in a FIND statement of a query. This criteria qualifies the rows you want
to modify. Use qualification to alleviate the possibility of modifying the wrong rows.
The UPDATE statement requires one SET clause for each column you want to modify within the row.  only modifies the
columns named in the SET clauses.

 Your Tasks 

Your company may ask you to create queries that perform one or more of these functions or to modify an existing query
so that the new version performs one of these functions. In either case, verify that the user or group of users who plan
to execute these queries are authorized to perform these functions. Any user who executes a query that performs a
FIND, UPDATE, INSERT, or ERASE against a table must be authorized for that function by the administrator who has
SECURITY CONTROL authorization. (If  is externally secured, any user must be authorized through external security to
perform any data maintenance functions on a table.) This is one of 's security features that allows your site to maintain
control over the integrity of your data.

The format of UPDATE, INSERT, and ERASE are identical to the format of FIND as documented in the  end-user
documentation with the exception of the SET statement. In a FIND, the SET statement creates a new column but in the
UPDATE or INSERT, the column named in the SET statement must be the name of a column in a table. The following
examples of these functions are based on the Sample Order Entry Database.

DQL Language Examples

 Sample ERASE Query 

ERASE  CA-DETAIL-REC WITH ORD-ID = 9000

 Sample INSERT Query 

INSERT CA-DETAIL-REC

SET   ORD-ID       = 9000

SET   ITM-ID       = 'X10000'

SET   ORD-QTY      = 99

SET   SHIP-QTY     = 99

SET   UNIT-PRICE   = 99.99

SET   DISC-PCT     = 0.0

SET   ACT-YR       = '87'

SET   ACT-MO       = '01'

SET   ACT-DAY      = '01'
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 Sample UPDATE Query 

UPDATE CA-DETAIL-REC WITH ORD-ID = 9000

SET   ORD-QTY      = 01

SET   SHIP-QTY     = 01

SET   UNIT-PRICE   = 100.00

SET   DISC-PCT     = 0.0

SET   ACT-YR       = '87'

SET   ACT-MO       = '04'

SET   ACT-DAY      = '21'

Executing a DQL Query

You execute a query with an ERASE, INSERT, or UPDATE statement by pressing the APPLY PF key when the Table
Maintenance panel (DQEI0) appears.

A sample Table Maintenance panel for INSERT follows:

 Table Maintenance (DQEI0) 

 =>

 Press PF3 to apply changes to table

 ------------------------------------------------------------------------DQEI0

 DATAQUERY:  TABLE MAINTENANCE                                   PAGE:     _____

 -----------------------------------------------------------------------------

 TABLE:      ________________________________

 FUNCTION:   ______                NUMBER SELECTED:    _____     LIMIT EXCEEDED

 -----------------------------------------------------------------------------

 -----------------------------------------------------------------------------

 <PF1> HELP     <PF2> RETURN   <PF3> APPLY     <PF4> NOT USED  <PF5> NOT USED

 <PF6> NOT USED <PF7> BACKWARD <PF8> FORWARD   <PF9> LEFT      <PF10>RIGHT

 Purpose 

The Table Maintenance panel displays the rows that are to be maintained on a  table. This panel displays only. To perform
the actual maintenance on the table, press <PF3> APPLY. This panel gives you a chance to view the rows that you are
intending to maintain, before the maintenance actually takes place. In other words, you have a second chance before you
UPDATE or ERASE the rows.

 Panel Description 

The following list describes each field of the Table Maintenance panel:

•  TABLE
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The name of the table to be updated.
•  FUNCTION

The maintenance function to be performed, ERASE, INSERT, or UPDATE.
•  NUMBER SELECTED

The number of records to be updated, inserted or erased.
•  PAGE

The page number of the display.
•  LIMIT EXCEEDED

If this appears, the number of records to be updated, or erased has exceeded the number of found table blocks that
the user can use. (Make the selection criteria more selective or increase the FNDBLKS= parameter.)

 Action 

When you are satisfied that the rows displayed on this panel are the ones to be maintained press <PF3> APPLY to
ERASE, INSERT, or UPDATE the rows according to your query.

SQL Mode Data Modification

For a  user to use the SQL data maintenance commands, the user must be authorized. This is done on the User Table
Maintenance panel or through external security, if  is externally secured.

A brief description of each SQL Mode data manipulation command follows:

•  DELETE
Allows you to remove one or more rows in a table. The rows to be deleted are chosen by the SEARCH function. An
example of the DELETE statement follows:
    DELETE FROM DEPTTBL

    WHERE DEPTNO = 'D1'

•  INSERT
Adds one or more rows to a table. The data to be inserted can be specified directly in the INSERT statement, or data
can be retrieved from an existing table using a subselect statement.
Simple INSERT of one Row

INSERT INTO EMP

    VALUES ('000315', 'JOHN', 'T', 'SMITH',)

Selected INSERT of Multiple Rows

INSERT INTO SMITH.TEMPEMP

    SELECT *

    FROM EMP

•  UPDATE
Replaces the value of one or more columns within one or more rows of a table with another value. You can use
selection criteria similar to that used in a SEARCH statement of a query. This criteria qualifies the rows you want to
modify. Use qualification to alleviate the possibility of modifying the wrong rows. An example of the UPDATE statement
follows:
    UPDATE CAI_TEMP

    SET PHONENO = '3565'

    WHERE EMPNO = '009123'

If no search condition is specified,  updates all rows in the named table.

 Executing an SQL Query 

Use the  Editor to write the SQL commands, DELETE, INSERT and UPDATE and follow the usual execution procedures.
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Sets
The KEEP function of  saves the pointers to a set of data selected by an executed query. The EXTRACT function of 
saves the actual set of data selected by an executed query. Each user is allocated a certain number of Found Table
blocks of storage for his sets. When the user's Found Table blocks are exceeded, any further attempts by the user to
perform a KEEP or EXTRACT function, results in an error condition.

NOTE
KEEP and EXTRACT should only be used on data that is not updated frequently. If the data is updated since
the last KEEP or EXTRACT functions, the saved pointers in the KEPT data could point to different data, and
the reports that used the extracted data would be in error. (This function is available only in DQL Mode.) For
information about saving data in SQL Mode, see STORE.

Administrative Menu

The SET option on the Administrative Menu is a maintenance function that you use to maintain the saved and extracted
sets stored in the Found Table (DQF).

It is your responsibility to monitor the listing of your users' sets. You should delete the Found Table blocks of those users
who have left the company, or those who have transferred to another department within the company. Also delete those
sets that are aging past site standards. You can request your Database Administrator to allocate more blocks to the Found
Table (DQF) when there is a valid need.

Directory

When you select the SETS option from the Administrative Menu, or use the SETS command from the command line, 
displays a listing of saved sets on the Directory of Saved Sets panel.

A sample Directory of Saved Sets panel follows:

Directory of Saved Sets (DQA60)

 =>

 Place the cursor on the desired name and press the appropriate PFkey

 ------------------------------------------------------------------------DQA60

 DATAQUERY: DIRECTORY OF SAVED SETS

 -----------------------------------------------------------------------------

        USER NAME                   |  NAME    | TYPE  |BLOCKS |DATE ADDED

 -----------------------------------------------------------------------------

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

                                    |          |       |       |

 -----------------------------------------------------------------------------

 <PF1> HELP         <PF2>  RETURN        <PF3> DELETE      <PF4> USE

 <PF5> NOT USED     <PF6>  NOT USED      <PF7> BACKWARD    <PF8> FORWARD
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Panel Description

The following list describes each column of the Directory of Saved Sets panel:

• USER NAME
ID of user who saved set.

• NAME
Name of the saved set.

• TYPE
Type of saved set - K is KEEP, E is EXTRACT.

• BLOCKS
Number of Found Table blocks used.

• DATE ADDED
Date the saved set was added to the Found Table.

PF Keys

The following list describes each PF key for the Directory of Saved Sets panel:

Key Objective Result
CLEAR Return to Main Menu. Return to Main Menu.
<PF1> HELP Display HELP panel. displays the Help panel.
<PF2> RETURN Return to previously displayed panel. Returns you to previously displayed panel

or Main Menu.
<PF3> DELETE Delete saved set. Deletes saved set.
<PF4> USE Activate a set for use

in a query without reexecuting a find.
Displays Online Execution panel.

<PF5> NOT USED Not used.  
<PF6> NOT USED Not used.  
<PF7> BACKWARD Scroll to previous page of Saved Sets, if

any.
Display previous page of Saved Sets, if
any.

<PF8> FORWARD Scroll to next Saved
Set screen, if any.

Display more Saved Set screen, if any.

 

 

Personal Database Facility
The personal database facility is a tool that allows a user to have a separate group of tables that are created by a user
and reserved for his use. The user can create, populate, maintain, and delete these tables using a simple menu-driven
interface. The user can access the tables with queries and dialogs that he creates. The SQL option must be installed at
your site for personal tables to work.

  

Uses for Personal Tables

A user can use the STORE command to create tables containing SQL query output. Once a user executes a SQL query
he may issue STORE which dynamically creates a table in the user's private authorization ID, and populates it with the
Found Set. Queries executed against a personal table can have a faster processing time than queries run against public
tables.
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The user can manipulate personal table data for special needs, for specialized reports, for forecasting, or use the
manipulated data in a business chart to help with decision making. Since all the data in the user's personal tables is
generated by the user, the user is completely in charge of what is done with the data.

Here are some considerations for the use of PDB (personal data base) and the STORE command. With these functions,
tables are CREATED (by using SQL) into an area specified in the user's profile (this profile information is still used even
when external security is in effect for ). The area must be in a database for which the user has both "create" authority
and  authority to do maintenance. The area and database should be built separately for each user (or group of users) that
are allowed PDB authority, so that these tables are not put into any arbitrary database.

  Administrator Responsibilities

The  Administrator has the responsibility of authorizing users for personal database and for naming the area in . For more
information, see Authorizing Users in CA Dataquery.

When a user is added with a private SQL authorization specified,  automatically creates a schema in  for the SQL
authorization ID. A schema defines the individual user's SQL environment. Users must have a schema associated with an
authorization ID to use SQL. A schema contains all table, view, and privilege definitions owned by a given authorization
ID. Any definitions created by the user using the Personal Database Facility are automatically added to the schema for the
authorization ID specified when the user creates the SQL object.

Authorizing Users to Access Another Users Personal Tables

Access to another user's personal tables can be convenient for both users. For example, if an office manager maintains
weekly status reports on his personal database and he wishes a secretary to compile a monthly report, the  Administrator
can give the secretary access to the manager's tables.

•  DQL Language
The user must be authorized to access (read, update, insert, or erase) these tables just like any other  table.

•  SQL Mode
To give another user access to someone's personal tables, simply provide the authorization ID. In SQL Mode, the
creator of the table may give another user access to his personal tables by using the SQL GRANT command. If access
through SQL Mode query or dialog is needed, the user can supply the authorization ID as part of the table name, as in:
FROM authid.table-name

The user cannot change his private SQL authorization ID. They may change the currently used authid, but it will not be
used by the PDB facility.  Security, including GRANT, will govern accessibility of another user's tables, whether the authid
is known and supplied, or not.

Upgrading to New Releases of Supporting Products
Modifying or upgrading supporting products may affect . Before upgrading, carefully study the changes from the prior
version and the upgrade procedures for each of the products to gauge the impact on . See the DQSAM01 through
DQSAM11 sample members. For information on the sample members that contain job control statements which modify
the  environment and run the batch utility programs, see Installation Verification Phase.

Procedures

Upgrade procedures for each product can also be found in the Source Library. Use the following as a check list when
upgrading the environment in which  operates.

• CICS
DQDECPR in the DQSAM11 member is the only  module that contains command level CICS. When a new version of
CICS is installed, reassemble the DQDECPR module and link edit it to produce a modified DQDECPR.
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When a new version of CICS is installed, ensure that the PPT and PCT system tables include entries for . Ensure that
the  is installed and operational.

• When upgrading , follow the instructions distributed with  for reloading the  database and reassembling the Master
Lists and File Tables.

• If the database ID for  is changed, change the coding of the DDDBID= parameter of the DQOPTLST macro (see
Tailoring the  System Option Table). Then reassemble and relink edit DQOPTLST with the new parameter coding for
DDDBID=.

Language Maintenance Facility Overview
provides a LANGUAGE option for the Administrative Menu. You might be authorized to translate the  vocabulary, literals,
messages, commands, menus, and panels into another language, or to customize them using terms with which your site's
users feel more familiar. You can translate/customize everything or only certain items.

Functions

Use the Language Maintenance Facility to:

• Translate menus, help panels, vocabulary terms, literals, and error messages to another language (such as, American
English to Spanish).

• Customize error messages to include information specific to your company such as, "Contact John Franks at extension
6670 if you encounter this message."

• Change the bulletin board.
• Create a dialect from a base language.
• Edit panels, vocabulary terms and literals.
• Delete panels vocabulary terms and literals.
• List all literals, panels, and vocabulary terms.

Information for changing the bulletin board is documented in Changing the Bulletin Board.

Base Languages

executes in the language you specify during system generation. This means all panels, literals, and vocabulary appear
on your terminal screen in the language you designated as your base language during system generation. CA provides
American English as the base  language, but German, and French are also available. Contact your CA representative for
more information on obtaining one of these languages.

Other Languages

But what if you would prefer to see  execute in Spanish or some other language?

The Language Maintenance Facility allows you to translate the  vocabulary, literals, messages, commands, menus,
and panels into another language. You can translate everything or you can select only specific panels to translate or
customize. The ability to translate  is useful if your corporation has several international sites or a site with employees
who speak different languages. You can translate  into all languages used. Then, each employee can use  in their own
language.

Functions

You can use the Language Maintenance Facility to:
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• Create a partial translation from a base language.
• Translate all parts of  including menus, Help panels, vocabulary, literals, and error messages to another language. (For

example, American English to Spanish.)
• Customize error messages to include information specific to your company such as, "Contact John Franks at extension

6670 if you encounter this message. "
• Change the bulletin board.
• Edit panels, literals, and vocabulary terms.
• Delete panels, literals, and vocabulary terms.
• List all panels, literals, and vocabulary terms.

System Tables

Performing query creation, maintenance, and storage functions involves commands, panels, vocabulary, messages, Help
panels, and menus.  stores these messages, panels, commands, and vocabulary terms in the following tables:

• DQM contains all literals (words generated by ).
• DQP contains all panels (including Help, menus, error messages).
• DQV contains all vocabulary (commands and DQL Language keywords).

Before You Begin Translation

Before you begin translation, understand the basics of .

Authorization

To use the Language Maintenance Facility, you must be authorized to do so by your  Administrator. Your  Administrator
authorizes you by placing a Y in the LANGUAGE field on the User Table Maintenance panel. See Authorizing Users in CA
Dataquery for more information. If  is externally secured, you must be authorized through external security.

Getting Hard Copies of  Panels

To create hard copies of  panels, select the LANGUAGE function from the Administrative Menu. See Specific Guidelines
for operation instructions for the Directory of Panels. Scroll through the list of panels and display each panel you want to
customize. While viewing a panel, use your screen print function to create a hard copy.

You can also submit a batch job with the DQPANPRT utility.

Additional Software Allocation

If you plan to translate or customize your entire  system, allocate additional disk space to store the newly created
language. You need 60 tracks on a 3380 disk initially plus 50 tracks for a full translation. Or, in  terms, you need 500
blocks of 3584 bytes.

Language Maintenance Help Panels

provides Help panels to assist you during your translation process. You can access these panels whenever you see
<PF1> HELP listed on the PF key menu at the bottom of your screen except when actually typing in your translation for a
panel.

If you receive an error message, press <PF1> HELP and  displays a message Help panel. This Help panel further
explains the error message with possible causes and corrective action.

Language Maintenance Utility

You use the Language Maintenance Utility to back up and restore  languages. You can also use it to change all panels to
uppercase.

Back up Language Tables
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To back up language tables, execute the Language Maintenance Utility JCL with RUNTYPE=UNLOAD. The Language
Maintenance Utility also allows you to do a selective back up (unload). To back up (unload) either a language you have
created or a CA-provided language, replace the RUNTYPE=UNLOAD line of JCL with:

RUNTYPE=UNLOAD,LANGUAGE=lc

where lc is the language code for the language you want to unload.

Restore Backup Tables

To restore backup tables, execute the Language Maintenance Utility JCL with RUNTYPE=LOAD. You cannot do a
selective load.

Change Panels to Uppercase

To change panels to uppercase, run DQLANGMT with:

RUNTYPE=UPSHIFT,LANGUAGE=lc

This is the same as an unload. The output data set has all panels in uppercase. The upshifted panels may be restored to
the panel file by running DQLANGMT with RUNTYPE=LOAD.

To change individual panels to uppercase, run DQLANGMT with:

RUNTYPE=UPSHIFT,LANGUAGE=lc,C=PNL,N=xxx

where lc=language code and xxx is the three-character panel ID.

Follow the upshift by a load to restore upshifted panels.

Lowercase Terminals

You can use lowercase and uppercase letters in your translations. Before you can use uppercase and lowercase letters,
you must change your primary language code to something other than American English (AE) and define your terminal for
mixed case to CICS.

Using the Language Maintenance Facility

The Language Maintenance Facility allows an Administrator to translate the  vocabulary, literals, messages, commands,
menus, and panels into another language, or to customize them using terms with which your site's users may feel more
familiar.

Specifying a Language

Select the language you want to use by specifying the language code in your user profile in response to PRIMARY or
SECONDARY. If you do not specify a code for PRIMARY, the language specified in the System Option Table SYSDIAL=
parameter becomes the first choice. If you do not specify a code for SECONDARY, the language specified in the System
Option Table SYSLANG= parameter becomes the second choice. If no language code is specified,  executes in American
English.

Specify the System Option Table DQOPTLST parameter SYSDIAL= with the PRIMARY language, for the translation you
want searched first for the language item to be displayed. Specify SYSLANG= with the SECONDARY language, for the
translation you want searched second.

Translating or Customizing

If you plan to translate or customize the  system, prepare the DQM, DQP, and DQV system tables as described in
Preparing and Maintaining the  System Tables. If you want to use mixed case for your translation, define your terminal for
mixed case to CICS.

To translate or customize the  system:
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• Update the user with the language code.
• Specify the language code on the Edit/Translate panel.
• Do your translation.
• Specify the System Option Table DQOPTLST parameters SYSDIAL and SYSLANG if they are changing.

See Translating CA Datacom Core™ for CA Datacom®.

Loading and Unloading Languages (DQLANGMT)

The Language Maintenance Utility (DQLANGMT) is a batch facility. DQLANGMT performs two major functions:

• Loading a language.
• Backing up (unloading) a language.

American English is the default language. Use DQLANGMT to load and use any of the other languages or to back up a
translation which you have created.

Loading CA-Provided Languages

To load a language supplied on the version tape, you must:

1. Specify RUNTYPE=LOAD in the DQLANGMT JCL. RUNTYPE=LOAD can be abbreviated R=LOAD in the JCL.
2. Execute the utility.

JCL examples are provided in this chapter.

Backing Up (Unloading) Your Language

To back up (unload) your language, you must:

1. Specify RUNTYPE=UNLOAD in the DQLANGMT JCL. RUNTYPE=UNLOAD can be abbreviated R=UNLOAD in the
JCL. LANG=XX or abbreviated L=XX may be used to unload only one language.

2. Execute the utility.

JCL examples are provided in this chapter.

Upgrading to a New Version

To keep the translated version of your  panels when you upgrade to a new version, run the DQLANGMT utility with the
SYSIN RUNTYPE=UNLOAD,LANG=xx to take a back up of translated panels. After the upgrade, run DQLANGMT again
with the new version with SYSIN RUNTYPE=LOAD and the file from the previous UNLOAD as input to put the translated
panels, literals, and vocabulary on the new version's files. This is the only way translated files can get to the upgraded
system.

To see which panels do not have translated versions, select Language Maintenance from the Administration Menu.
Display lists of panels, vocabulary, or literals online to see which do not have translated versions. The online displays list
AE (American English) version first, followed by the "xx" version, unless "xx" happens to sort higher in the list than AE. In
any case, they will be together on the lists so new ones can be easily seen.

Installing Language Changes

If most  users at your site need to use the language you have created, you need to generate this language as the system
language. You do this by coding the system language in the DQOPTLST macro and reassembling the  System Option
Table. The options table applies to all users.

During system generation,  defaults to American English as the base language. To change the default language:

1. Code the SYSLANG= parameter in the DQOPTLST.
2. Reassemble the  System Option Table.
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You can also add the SYSDIAL= parameter to the DQOPTLST. You can use this parameter to specify a partial translation
as the systemwide default. The language code found in the SYSDIAL= parameter is searched first. If  does not find the
panel, message, literal, help text, or DQL Language vocabulary word with this language code, the SYSLANG= language
code is searched. Only DQL Language verbs can be translated.

The values in the primary and secondary language fields on your user profile override the SYSDIAL= and SYSLANG=
parameters, respectively. This can be useful when there are only a few users who want to use a different language than
the language defined in DQOPTLST.

defaults to a period for a decimal point. To change this default to a comma, enter COMMA in the DECPT= parameter in
the DQOPTLST.

After you change the DQOPTLST parameters, you must reassemble the  System Option Table. See Example DQOPTLST
Assemblies for details.

Sample z/OS JCL

Unload

Use the following JCL to run a batch language maintenance job to unload the table. To unload a single language, replace
the R=UNLOAD with R=UNLOAD,LANGUAGE=cc where cc is the 2-character language code you want to back up.

 //jobname    See 

 //       EXEC PGM=DQLANGMT

 //STEPLIB    See 

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //*  Specify the following according to your site standards:

 //SNAPER   DD ...

 //SYSOUT   DD ...

 //DQLMUNL  DD DSN=dq.lang.backup.dataset,UNIT=device,...

 //             DCB=(RECFM=VB,LRECL=2010,BLKSIZE=2014,DSORG=PS)

 //SYSIN    DD *

  R=UNLOAD

 /*

 //

• DQLMUNL
DQLMUNL is the output data set for a DQLANGMT unload of panels. It can reside on tape or disk. This statement is
needed only in JCL specifying a DQLANGMT UNLOAD.

Load

Use the following JCL to run a batch language maintenance job to load a backup tape (either a user-created backup or a
CA-provided load or revision tape).

 //jobname    See 

 //       EXEC PGM=DQLANGMT

 //STEPLIB    See 

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //*  Specify the following according to your site standards:

 //SNAPER   DD ...

 //SYSOUT   DD ...

 //DQLMLOD  DD DSN=dq.lang.backup.dataset

 //SYSIN    DD *

  R=LOAD

 294



 CA Datacom Administrating

 /*

 //

• DQLMLOD
DQLMLOD is the input data set for a DQLANGMT load of panels. It can reside on tape or disk. This statement is
needed only in JCL specifying a DQLANGMT LOAD.

Sample z/VSE JCL

Unload to Disk

Use the following JCL to run a batch language maintenance job to unload the table to a disk file. To unload a single
language, replace the R=UNLOAD with R=UNLOAD,LANGUAGE=cc where cc is the 2-character language code you want
to back up.

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 *  Specify the following according to your site standards:

 // ASSGN SYSnnn,DISK,VOL=volser,SHR

 // DLBL DQLMUND,'dq.lang.backup.dataset',,SD

 // EXTENT SYSnnn,volser

 // EXEC DQLANGMT,SIZE=50K

 DOSFILE=DISK

 R=UNLOAD

 /*

 /&

 * $$ EOJ

• DLBL DQLMUND,
DQLMUND is an output data set for a DQLANGMT unload of panels. If it is to reside on disk, a control statement
specifying DOSFILE=DISK must be included.

• DOSFILE=
If DOSFILE=DISK is specified, the output data set must have a name of DQLMUND and the panel output must be
written to disk.

Unload to Tape

Use the following JCL to run a batch language maintenance job to unload the table to a tape.To unload a single language,
replace the R=UNLOAD with R=UNLOAD,LANGUAGE=cc where cc is the 2-character language code you want to back
up.

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see .

 *  Specify the following according to your site standards:

 // ASSGN SYS020,cuu

 // TLBL DQLMUNT,'dq.lang.backup.dataset'

 // EXEC DQLANGMT,SIZE=50K

 DOSFILE=TAPE

 R=UNLOAD

 /*

 /&

 * $$ EOJ
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• TLBL DQLMUNT,
DQLMUNT is an output data set for a DQLANGMT unload of panels. If it is to reside on tape, a control statement
specifying DOSFILE=TAPE must be included.

• DOSFILE=
If DOSFILE=TAPE is specified, the output data set must have a name of DQLMUNT and the panel output must be
written to tape.

Load from Disk

Use the following JCL to run a batch language maintenance job to do a load from a disk file.

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 *  Specify the following according to your site standards:

 // ASSGN SYSnnn,DISK,VOL=volser,SHR

 // DLBL DQLMLOD,'dq.lang.backup.dataSet',,SD

 // EXTENT SYSnnn,volser

 // EXEC DQLANGMT,SIZE=50K

 DOSFILE=DISK

 R=LOAD

 /*

 /&

 * $$ EOJ

• DLBL DQLMLOD,
DQLMLOD is an intput data set for a DQLANGMT load of panels. If the data set resides on disk, a control statement
specifying DOSFILE=DISK must be included.

• DOSFILE=
If DOSFILE=DISK is specified, the input data set must have a name of DQLMLOD and the panel input must come from
disk.

Load from Tape

Use the following JCL to run a batch language maintenance job to do a load from either a user-created backup tape or a
CA-provided tape.

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 *  Specify the following according to your site standards:

 // ASSGN SYSnnn,cuu

 // TLBL DQLMLOT,'dq.lang.backup.data set'

 // EXEC DQLANGMT,SIZE=50K

 DOSFILE=TAPE

 R=LOAD

 /*

 /&

 * $$ EOJ

• TLBL DQLLMLOT,
DQLMLOT is an input data set for a DQLANGMT load of panels. If the data set resides on tape, a control statement
specifying DOSFILE=TAPE must be included.

• DOSFILE=
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If DOSFILE=TAPE is specified, the input data set must have a name of DQLMLOT and the panel input must come
from tape.

Printing  Panels

The panel print utility allows you to print the  panels by submitting a batch job, just as with any other batch utility. You can
print selected panels or all the panels for one language. Panels are printed in a 24 X 80 format, one panel per report page.
No descriptive text appears on the page with the panel. Error messages appear on separate pages.

Processing

When you request a panel/language which exists, the panel is printed; otherwise an error message is printed. When 
processing of the print request is complete, the operating system completion code is set as follows:

• 0
Normal completion

• 4
Syntax error on control statement input

• 8
Error in operation

• 16
Utility abend

Control Statement Format

Keyword parameters may start in any position on the statement. Keyword parameters must be followed by an equal sign
(=) and a value. Commas should be used to separate keywords, and there should be no embedded blanks in the list of
parameters. Multiple control statements may be used. Keywords and valid values are:

• REQ=PRINT
This must be used as written. In this version, print is the only valid request handled by this utility.

• NAME=xxx
Where xxx is the name of a panel to print. This is a required parameter. To print panel DQD10, NAME=D10 would be
used. To print all the panels for a language, NAME=*** would be used.

• LANG=yy
Where yy is the code of a language to print. This is an optional parameter. If not used, the default is AE (American
English). To print all panels in more than one language, a control statement for each language must be used.

Sample JCL

Sample z/OS JCL

 //jobname    See 

 //       EXEC PGM=DQPANPRT

 //STEPLIB    See 

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SNAPER   DD SYSOUT=*

 //SYSIN    DD    *

   REQ=PRINT,NAME=AA0,LANG=AE

 /*

 //

Sample z/VSE JCL

 * $$ JOB ...           See 

 * $$ LST ...
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 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 //  EXEC  DQPANPRT

 REQ=PRINT,NAME=AA0,LANG=AE

 /*

 /&

 * $$ EOJ

Changing the Bulletin Board
displays a bulletin board immediately after a user signs on. The bulletin board can be used to distribute information to all 
users. Although you must use the Language Maintenance Facility to change and update the bulletin board, it is actually an
administrative function usually performed by the  Administrator.

You can change any or all parts of the bulletin board.  does not protect any part of the panel. Use the following steps to
change the bulletin board.

Action

To get to the Language Maintenance Menu (DQLN0), do one of the following:

• From the Administrative Menu, select the LANGUAGE option.
• Type LANGUAGE on the command line and press Enter.

The following panel shows the Language Maintenance Menu.

Language Maintenance Menu (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  _     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

Select the Panels option to access the Directory of Panels Menu.

After you select the Panels option,  displays the Directory of Panels as follows:

Directory of Panels (DQL10)
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 =>

 Place the cursor on the desired name and press the appropriate PFkey

 ------------------------------------------------------------------------DQL10

 DATAQUERY:  DIRECTORY OF PANELS                              START WITH: ___

 -----------------------------------------------------------------------------

 PANEL NAME  |LANGUAGE|         DESCRIPTION         | PFKEY LEGEND | COLUMNS

 -----------------------------------------------------------------------------

    AA0      |   AE   |  LST- QUERY/TERM DIR 2      |    YAA       |     80

    AA0      |   DX   |  LST- QUERY/TERM DIR 2      |    YAA       |     80

    AA0      |   FR   |  LST- QUERY/TERM DIR 2      |    YAA       |     80

    AA0      |   RM   |  LST- QUERY/TERM DIR 2      |    YAA       |     80

    AA1      |   AE   |  HLP- DIR OF QRY - TERM 1   |    YZ0       |     80

    AA1      |   DX   |  HLP- DIR OF QRY - TERM 1   |    YZ0       |     80

    AA1      |   GE   |  HLP- VERZ. ABFR.- TERM 1   |    YZ0       |     80

    AA2      |   AE   |  HLP- DIR OF QRY - TERM 2   |    YZ0       |     80

    AA2      |   DX   |  HLP- DIR OF QRY - TERM 2   |    YZ0       |     80

    AB0      |   AE   |  LST- QUERY/TERM DIR 3      |    YAB       |     80

    AB0      |   DX   |  LST- QUERY/TERM DIR 3      |    YAB       |     80

    AB0      |   GE   |  LST- ABFR./ERSATZ DIR 3    |    YAB       |     80

    AZ0      |   AE   |  SYS- BULLETIN BOARD        |              |     80

    AZ0      |   GE   |  INFOS                      |              |     80

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> DISPLAY PANEL  <PF4> EDIT PANEL

 <PF5> DELETE PANEL   <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

Action

The START WITH: field, located in the upper-right corner of this panel, is where you enter the full or partial name of the
panel where you want the listing to start. When you press Enter,  refreshes the DIRECTORY OF PANELS panel with the
panel that you specified on the first line of the listing. You can also page forward using <PF8> FORWARD or backward
using <PF7> BACKWARD until you reach the member that you want to view or edit.

From this directory you can select the bulletin board. Position the cursor on the line containing the American English
version bulletin board named AZ0 with a description of SYS- BULLETIN BOARD and press <PF4> EDIT PANEL. (If you
have translated the bulletin board into a language other than American English, select your translated version.)

After you select the bulletin board,  displays the Panel Edit/Translate panel as follows.

Panel Edit/Translate (DQL20)

 =>

 ------------------------------------------------------------------------DQL20

 DATAQUERY:  PANEL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  PANEL: AZ0                          LANGUAGE CODE: AE

 -----------------------------------------------------------------------------

                                      TRANSLATE TO LANGUAGE CODE==>  __

 -----------------------------------------------------------------------------

  DESCRIPTION: SYS - Bulletin Board

  NEW DESCRIPTION ===>  SYS - Bulletin Board____
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 The selected panel is displayed in an updatable format.  Key the

 translation or changes in the appropriate literal areas.  When you have

 completed the changes for the entire panel, use the Enter key to finish

 the function.  Use the CLEAR key to cancel the function.

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

Action

No changes are permitted on this screen. Press Enter. After you press Enter during display of DQL20,  displays the
bulletin board in unprotected format as shown in the following sample bulletin board.

Sample Bulletin Board (DQAZ0)

 =>

 Press the Enter key to continue.

 ------------------------------------------------------------------------DQAZ0

 DATAQUERY: BULLETIN BOARD

 -----------------------------------------------------------------------------

                      WELCOME TO DATAQUERY 10.0

 1.  PLEASE REPORT ANY PROBLEMS OR SUGGESTIONS TO THE DATAQUERY

     ADMINISTRATOR.

 2.  TO ALL USERS, PLEASE DELETE QUERIES THAT YOU NO LONGER NEED.

Action

Enter your new bulletin board information in any style that fits within the confines of the bulletin board panel. Press Enter
to save your changes or press CLEAR to exit without saving your changes.

Timing

Any user who signs on after the changes have been saved views the revised bulletin board.

Translating CA Dataquery
 

If American English, German, or French does not satisfy your corporate needs, the Language Maintenance Facility allows
you to translate part or all of  to another language or to site-specific terminology. You can even translate DQL Language
keywords since they are native to . You cannot, however, translate the SQL Language keywords (like SELECT, FROM,
and so forth).

After you have translated any or all of , you must specify that language in your User Profile if you want to use it. Or, if you
want most of the users on your system to use it, you can have it specified as the system default in the System Option
Table. For more information, see Defining or Modifying the User Profile.
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Translation and Customization Principles

To translate or customize  panels, including menus, messages, and Help panels, you simply view the panels and type
your translation or customization over the existing information.

To translate or customize vocabulary and literals,  provides an Edit/Translate panel where you enter the translation or
customization.

To make it easier to choose items for translation or customization,  provides complete lists and directories of all panels,
literals and vocabulary words. You initiate translation and customization from these lists and directories. A sample panel
directory page follows:

Directory of Panels (DQL10)

 =>

 Place the cursor on the desired name and press the appropriate PFkey

 ------------------------------------------------------------------------DQL10

 DATAQUERY: DIRECTORY OF PANELS                                START WITH: ___

 -----------------------------------------------------------------------------

  PANEL NAME |LANGUAGE|         DESCRIPTION         | PFKEY LEGEND | COLUMNS

 -----------------------------------------------------------------------------

     L10     |   AE   |  ADM- PANEL LIST            |     YL1      |     80

     L11     |   AE   |  HLP- DIRECT OF PANELS 1    |     YZ0      |     80

     L12     |   AE   |  HLP- DIRECT OF PANELS 2    |     YZ0      |     80

     L13     |   AE   |  HLP- DIRECT OF PANELS 3    |     YZ0      |     80

     L14     |   AE   |  HLP- DIRECT OF PANELS 4    |     YZ0      |     80

     L15     |   AE   |  HLP- DIRECT OF PANELS 5    |     YZ0      |     80

     L20     |   AE   |  ADM- PANEL TRANSLATE       |     YL2      |     80

     L21     |   AE   |  HLP- PANEL EDIT/TRANS 1    |     YZ0      |     80

     L22     |   AE   |  HLP- PANEL EDIT/TRANS 2    |     YZ0      |     80

     L23     |   AE   |  HLP- PANEL EDIT/TRANS 3    |     YZ0      |     80

     L24     |   AE   |  HLP- PANEL EDIT/TRANS 4    |     YZ0      |     80

     L25     |   AE   |  HLP- PANEL EDIT/TRANS 5    |     YZ0      |     80

     L26     |   AE   |  HLP- PANEL EDIT/TRANS 6    |     YZ0      |     80

     L30     |   AE   |  ADM- LITERAL LIST          |     YL3      |     80

 -----------------------------------------------------------------------------

 <PF1> HELP         <PF2> RETURN         <PF3> DISPLAY PANEL  <PF4> EDIT PANEL

 <PF5> DELETE PANEL <PF6> TRANSLATE      <PF7> BACKWARD       <PF8> FORWARD

Guidelines for Translated DQL Language Queries

The DQL Language is designed so that queries resemble actual requests you may make, such as FIND ALL ROWS .... 
is programmed using English language structure. Queries must always follow the English language structure. You must
adhere to this structure when using translated vocabulary to create queries.

Translating

The following lists the steps to perform to translate all of . Later in this chapter each step is detailed.

• Step 1:
Sign on to  and move to the Language Maintenance Menu.

• Step 2:
Assign a language code to your translation.

• Step 3:
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Translate all panels, messages, and Help.
• Step 4:

Translate all literals.
• Step 5:

Translate all vocabulary.
• Step 6:

Update the User Profiles with the translated version language code.
• Step 7:

Notify the Database Administrator to change the System Option Table parameters, if applicable.

Language Codes

Requirements

Before you begin actual translation, you must select a language code. A language code:

• Must be two characters in length
• Cannot be AE, GE, or FR

You must assign this two-character language code to each vocabulary term, panel, or literal you translate or change. 
uses this code to identify the language to which the translated item belongs.

uses AE as the language code to identify its American English version, GE for its German version, and FR for its French
version.

If you want  to execute in a language other than the language specified at system installation, you must specify this
language code in your User Profile. For an overview, see Using the Language Maintenance Facility. The User Profile
contains two fields for identifying the language in which you want to see  execute. These fields are:

• PRIMARY LANGUAGE
• SECONDARY LANGUAGE

When you specify a language code in your User Profile in the Primary or Secondary fields  uses this code to search for
items that have been translated using that code.

Search Order

During normal  execution,  displays menus, panels, messages, literals, vocabulary and Help panels in the following order:

1. Primary Language
2. Secondary Language
3. American English

If  does not find the item in the Primary or Secondary language,  displays the item in the base language (American
English).

This search order is important when you create partial translations. Listing the language code of a partial translation as
your primary language allows  to use translated items where available. If a translated item is not available,  looks for that
item in the secondary language. If no secondary item is found,  defaults to American English.

Defaults

If you do not have a Primary Language specified in your profile,  defaults the Primary Language to the value specified in
the SYSDIAL= parameter during  system generation.

If you do not have a Secondary Language specified,  defaults to the value specified in the SYSLANG= parameter during 
system generation.

• Primary
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SYSDIAL=
• Secondary

SYSLANG=

The SYSDIAL= and SYSLANG= parameters are located in the  System Option Table.

Example

A company translates the entire  system into Spanish for several employees recently transferred from Spain. After the
system has been completely translated they want to further customize some error and informational messages. The
company assigns the codes as follows:

Specification Code Description
PRIMARY CO Company customization of translated

language
SECONDARY ES Complete translation to Spanish
SYSDIAL= AE English speaking users

This company uses the primary language to further customize error messages in the complete Spanish translation.
Because this customization is a partial customization (applying only to error messages) the language code is placed in
the Primary Language field. This means that  searches for an item with the CO language code assigned first. If the item
is not found with the CO language code,  searches for that item in the ES (Spanish) version. If  cannot find that item in ES
(Spanish),  defaults to English.

This structure accommodates all users of the system. If users require Spanish, they specify CO as their primary language
and ES as their secondary language. American English-speaking employees leave the language fields in their User Profile
blank.

User Profile

To use a translated or customized version of , you must inform  on your User Profile.

The User Profile panel contains two language fields:

• PRIMARY
• SECONDARY

Use these fields to specify the language code assigned to the language you want to use.

The following is a sample User Profile panel:

User Profile

=>

 Overtype the values to be modified and press PF4 to complete the update

 ------------------------------------------------------------------------DQKL0

 DATAQUERY: USER PROFILE                FOR => LIZ

 -----------------------------------------------------------------------------

     PROFILE ITEM                                 EXPLANATION

 -----------------------------------------------------------------------------

 DATADICTIONARY DATABASE ID  => 00002   Five digit DB ID number for DD access

 LIST AND DISPLAY ALIASES    => NO      YES show aliases, NO suppress aliases

 GROUP DISPLAY               => NO      YES break out simple cols, NO do not

 SUPPRESS DUPLICATE COLUMNS  => YES     YES turn on suppression, NO turn off

 SUPPRESS PFKEYS ON PRINT    => NO      YES turn on suppression, NO turn off

 SUPPRESS EXECUTE PANEL      => NO      YES turn on suppression, NO turn off
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 PRIMARY LANGUAGE            => AE      Two character PRIMARY Language ID

 SECONDARY LANGUAGE          => AE      Two character SECONDARY Language ID

 DECIMAL POINT CHARACTER     => .       Character to be used for decimal point

 QUERY LANGUAGE              => DQL     Language for queries - SQL or DQL

 SQL AUTHORIZATION ID        => LIZ

 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN        <PF3> DISP GROUPS   <PF4> UPDATE

 <PF5> PRINT OPT   <PF6> NOT USED      <PF7> NOT USED      <PF8> NOT USED

Action

Place your first language code choice in the primary language field and your second language code choice in the
secondary language field.

If the SYSDIAL= and SYSLANG= parameters contain the language choices, you do not need to specify anything on the
User Profile.

Anyone who wants to use a translated or customized version specifies that language code in their User Profile. Each
user's profile can reflect their language choice. The possibilities for using the different language options on the User
Profile make system customization easy. You can:

• Customize for user groups by updating only select user profiles.
• Translate and use several languages on one system.

If the majority of the users at your site want to use a translated version, specify that language code in the SYSDIAL=
parameter during installation.

Example

Using the scenario described in Language Codes, the following illustrates using User Profiles to further customize a
company's system. Following are the codes available in the sample company:

Specification Code Description
PRIMARY CO Company customization of translated

language
SECONDARY ES Complete translation to Spanish
SYSDIAL= AC Company customization of American

English
SYSLANG= AE Majority of users are English speaking

Two of the sample company's employees have different language needs:

1. Hall - an American English user
2. Reyna - a user whose primary language is Spanish

The User Profile for HALL, (the American English user) would look like this:

 =>

 Overtype the values to be modified and press PF4 to complete the update

 ------------------------------------------------------------------------DQKL0

 DATAQUERY: USER PROFILE                FOR => HALL

 -----------------------------------------------------------------------------

     PROFILE ITEM                                 EXPLANATION
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 -----------------------------------------------------------------------------

 DATADICTIONARY DATABASE ID  => 00189    Five digit DB ID number for DD access

 LIST AND DISPLAY ALIASES    => NO       YES show aliases, NO suppress aliases

 GROUP DISPLAY               => NO       YES break out simple cols, NO do not

 SUPPRESS DUPLICATE COLUMNS  => YES      YES turn on suppression, NO turn off

 SUPPRESS PFKEYS ON PRINT    => NO       YES turn on suppression, NO turn off

 SUPPRESS EXECUTE PANEL      => NO       YES turn on suppression, NO turn off

 PRIMARY LANGUAGE            => __       Two character PRIMARY Language ID

 SECONDARY LANGUAGE          => __       Two character SECONDARY Language ID

 DECIMAL POINT CHARACTER     => .        Character to be used for decimal point

 QUERY LANGUAGE              => DQL      Language for queries - SQL or DQL

 SQL AUTHORIZATION ID        => HALL

 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN        <PF3> DISP GROUPS   <PF4> UPDATE

 <PF5> PRINT OPT   <PF6> NOT USED      <PF7> NOT USED      <PF8> NOT USED

Leaving the PRIMARY and SECONDARY fields blank allows  to default to the languages defined in SYSLANG= and
SYSDIAL= of the  System Option Table.

The User Profile for Reyna (a Spanish-speaking employee) would look like this:

=>

 Overtype the values to be modified and press PF4 to complete the update

 ------------------------------------------------------------------------DQKL0

 DATAQUERY: USER PROFILE                FOR => REYNA

 -----------------------------------------------------------------------------

     PROFILE ITEM                                 EXPLANATION

 -----------------------------------------------------------------------------

 DATADICTIONARY DATABASE ID  => 00002    Five digit DB ID number for DD access

 LIST AND DISPLAY ALIASES    => NO       YES show aliases, NO suppress aliases

 GROUP DISPLAY               => NO       YES break out simple cols, NO do not

 SUPPRESS DUPLICATE COLUMNS  => YES      YES turn on suppression, NO turn off

 SUPPRESS PFKEYS ON PRINT    => NO       YES turn on suppression, NO turn off

 SUPPRESS EXECUTE PANEL      => NO       YES turn on suppression, NO turn off

 PRIMARY LANGUAGE            => CO       Two character PRIMARY Language ID

 SECONDARY LANGUAGE          => ES       Two character SECONDARY Language ID

 DECIMAL POINT CHARACTER     => .        Character to be used for decimal point

 QUERY LANGUAGE              => DQL      Language for queries - SQL or DQL

 SQL AUTHORIZATION ID        => REYNA

 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN        <PF3> DISP GROUPS   <PF4> UPDATE

 <PF5> PRINT OPT   <PF6> NOT USED      <PF7> NOT USED      <PF8> NOT USED

Reyna wants to use the company-wide customization of the Spanish translation (CO) and where an item has not been
customized, he wants the translated version (ES).

It is also possible to install German as the SYSDIAL= language and specify AE for anyone who wants to execute  in
American English.
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Remember, you do not have to specify a language code in your user profile if the language you want to use has been
specified in the SYSDIAL= parameter.

Reserved Words

The translation of a reserved word becomes a reserved word. This means when you are translating , you should be aware
of the American English versions of the reserved words. The guidelines follow.

When assigning names to such things as tables, sets, queries, columns, keys, temporary result columns, do not use
words from the following categories:

• commands
• Editor commands
• Language statements
• Language ignored words, such as rows or by
• SQL keywords

Failure to avoid these words that have special meaning to  or are ignored by  will cause problems when you execute any
query containing them where  does not expect them, as in a table name.

Getting Started Using the Language Maintenance Facility

Before you can use the Language Maintenance Facility, you must sign on to  and display the Language Maintenance
Menu. Remember, you must be authorized to use the Language Maintenance Facility. You can display the Language
Maintenance Menu by using the LANGUAGE command or by using the menus.

Using the Menus

• Step 1
Sign on to  as you normally would. After signon,  displays the bulletin board. Press Enter to view the Main Menu.

• Step 2
From the Main Menu, enter the number for ADMINISTRATION and press Enter. This selects the Administrative Menu.
OR
Type the LANGUAGE command on the command line and press Enter. Skip Step 3.

• Step 3
On the Administrative Menu, select the option number for LANGUAGE, and press Enter. This selects the Language
Maintenance Facility. From this panel you can select the option you need to perform your task.

Translating Panels

Translating panels is as simple as adding the translation by typing over the existing information.

stores all menus, messages, and Help panels in the DQP table. You perform the various panel maintenance functions by
selecting the panel maintenance option on the Language Maintenance Menu.

Background

Each menu, message and Help panel has a unique name. Message names precede the actual message. Menu and Help
panel names are located in the upper-right corner of each panel.

• Panel Directory
After you select the panel maintenance option on the Language Maintenance Menu,  displays the panel directory. The
Directory of Panels provides a list of all panel names. You locate the panel you want to translate by paging through the
directory. Included in this directory are error messages and informational messages.

• PF Keys
sometimes uses the same PF key definitions in several panels. You can see which panels share PF key definitions
by looking at the PF key Legend column on the Directory of Panels. For example, the PF key Panel YA1 is used
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by several panels. When you translate the PF keys in a panel that uses YA1, all panels that use YA1 reflect this
translation.

• User Profile
Before you can use a translated panel, you must update your User Profile. Remember to change your User Profile to
specify the language you want to use. For more information on changing the user profile see Defining or Modifying the
User Profile.

General Guidelines

Follow these guidelines during translation:

1. Some panels contain words that are literals and vocabulary terms also. If a word is a vocabulary term (command
or query keyword), literal, and used on panel DQD30 or DQD40 you must translate all three words using the same
translation. See the chart in Translating Literals for a complete list.

2. Do not use special characters or embedded blanks in your translation of these words.
3. Do not translate two different literals or vocabulary terms to the same translation within the same language.
4. If a field is a repeating character, translate that character only one time. All others are translated automatically. You can

identify the repeating fields when  displays the panel in unprotected format. All translatable information appears in red
on a color terminal, or is highlighted on a monochrome terminal. If a character is a repeating character, only the first
occurrence appears in red or is highlighted and all others remain in blue on a color terminal, or not highlighted on a
monochrome terminal.

Specific Guidelines

The following are guides to specific areas of concern in translating .

• Blank Lines
Generally,  does not allow you to type over blank lines in a panel. If you attempt to type over blank lines on protected
panels, your keyboard locks.
The following panels allow you to type over blank lines:
– Error messages (DQ000 - DQ999)
– Bulletin board (DQAZ0)
– Help topic panels (DQN10 - DQO99)
– Help panels (names do not begin with DQY and do not end in 0)

• Space
On most panels you have a limited amount of space for translating statements. As a general rule, keep your translation
to less than or equal to the length of the American English version of the statement or description.

• Menu Numbers
Do not translate or change the menu item numbers.  does not prohibit you from changing the menu item numbers.
However, if you do,  will not be able to identify the function you are indicating.

• Error Messages
Some error messages contain blanks which  uses to return action-specific information. You must leave enough
blanks for  to return that information. For example, message DQ027 returns the specific  return code for the error you
encountered. The following messages need seven blank spaces immediately after the last character in the message.

Add seven blanks following the last character to:

DQ041 DQ066 DQ237 DQ467
DQ062 DQ067 DQ242 DQ471
DQ063 DQ068 DQ270 DQ472
DQ064 DQ160 DQ412 DQ479
DQ065 DQ161 DQ414  
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Messages DQ027 and DQ330 require 21 blanks immediately following the last character in the message.

If you do not leave the correct amount of spaces,  overwrites characters in those positions.

Do not change the error message numbers. The error message number includes the characters DQ and the space before
the dash ( - ) and the space after the dash.

• Blank Messages
provides you with 10 blank error messages. You use these panels to document errors which may result from your
tailoring of the system. These messages panels are numbered DQ990 - DQ999. You must create or change these
panels using the EDIT or TRANSLATE function of the Language Maintenance Facility.

• Underscores
If you want to translate error message DQ106, read and apply the following information.
uses error message DQ106 to inform you that a term has not been defined correctly. When you receive the error
message during normal  execution,  returns the term, string, and the error found. When you begin to translate this
message, you must leave the positions where  fills in the term, string, and error intact.
This means that you should leave the two sets of 15 underscores and at least six blanks at the end of the message. 
allows you to translate the text longer or shorter as long as the underscores and blanks are the correct length and
in the same relative positions. If you only leave 10 underscores,  automatically expands the underscores to 15,
overtyping any text you defined in those other five positions.
If you translate error message DQ502, you must leave the underscores exactly where they appear. If you do not, 
overwrites any characters in those positions.

• PF Key Legend
The following PF key legend panels do not appear with a main panel during translation. If you are doing a complete
translation, translate each of these separately. If you are doing a partial translation, translate the PF keys legends if the
corresponding main panel is part of the partial translation. Notice that only the last three characters of the panel name
are shown.

PF Key Legends - Main Panels

YED EB0
YE2 with D10
YE3 with D10

YE7 with D10
YD6 with D60
YE4 with D60

YKA with D60
Y10 with B00, B10, B20, B30,
B50, B60

Y20 with B50, B90
YKZ with KG0
YK8 with K10

Procedure

During the deletion procedure, the Directory of Panels is displayed. Use one of the following procedures to locate the
panel you want to translate.

There are several ways you can locate a panel once you have displayed the Directory of Panels.

• <PF7> and <PF8>
Use <PF7> to page the Directory of Panels backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM takes
you to the end of the directory.

• START WITH
If you know the name of the panel you are searching for, you can use the START WITH field on the Directory of
Panels. This field allows you to specify one to three characters with which  can begin searching for a panel name. If
you know the panel name, you can specify the last three characters of the name and press Enter.  scrolls that panel
name to the top of the display. If you specify one or two characters,  locates the first panel which contains those
characters and scrolls it to the top of the directory.
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If no panel is located with those characters,  scrolls you to the next greater name on the Directory of Panels.

Operation

Before you can begin translating panels, you must be signed on to  and display the Language Maintenance Menu. See
Getting Started Using the Language Maintenance Facility for exact instructions on displaying the Language Maintenance
Menu.

• Step 1
On the LANGUAGE MAINTENANCE MENU select Option 1, PANELS. Press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  1     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2
displays a directory of all panels. From this directory you can select the panel you wish to translate. Notice that only
the last three characters of the panel name are shown. See the section in this chapter on locating panels for more
information on scrolling through the directory. After you have located the panel you wish to translate, move the cursor
down beside the panel name and press <PF6> TRANSLATE. <PF6> TRANSLATE creates a copy of the panel.

=>

 Place the cursor on the desired name and press the appropriate PFkey

 ------------------------------------------------------------------------DQL10

 DATAQUERY:  DIRECTORY OF PANELS                               START WITH: ___

 -----------------------------------------------------------------------------

  PANEL NAME |LANGUAGE|         DESCRIPTION         | PFKEY LEGEND | COLUMNS

 -----------------------------------------------------------------------------

     L10     |   AE   |  ADM- PANEL LIST            |     YL1      |     80

     L11     |   AE   |  HLP- DIRECT OF PANELS 1    |     YZ0      |     80

     L12     |   AE   |  HLP- DIRECT OF PANELS 2    |     YZ0      |     80

     L13     |   AE   |  HLP- DIRECT OF PANELS 3    |     YZ0      |     80

     L14     |   AE   |  HLP- DIRECT OF PANELS 4    |     YZ0      |     80
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     L15     |   AE   |  HLP- DIRECT OF PANELS 5    |     YZ0      |     80

     L20     |   AE   |  ADM- PANEL TRANSLATE       |     YL2      |     80

     L21     |   AE   |  HLP- PANEL EDIT/TRANS 1    |     YZ0      |     80

     L22     |   AE   |  HLP- PANEL EDIT/TRANS 2    |     YZ0      |     80

     L23     |   AE   |  HLP- PANEL EDIT/TRANS 3    |     YZ0      |     80

     L24     |   AE   |  HLP- PANEL EDIT/TRANS 4    |     YZ0      |     80

     L25     |   AE   |  HLP- PANEL EDIT/TRANS 5    |     YZ0      |     80

     L26     |   AE   |  HLP- PANEL EDIT/TRANS 6    |     YZ0      |     80

     L30     |   AE   |  ADM- LITERAL LIST          |     YL3      |     80

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> DISPLAY PANEL  <PF4> EDIT PANEL

 <PF5> DELETE PANEL   <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

DIRECTORY OF PANELS (DQL10)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL10

 DATAQUERY: DIRECTORY OF PANELS                                START WITH: ___

 -----------------------------------------------------------------------------

 PANEL NAME  |LANGUAGE|         DESCRIPTION         | PFKEY LEGEND | COLUMNS

 -----------------------------------------------------------------------------

    AA0      |   AE   |  LST- QUERY/TERM DIR 2      |     YAA      | 80

    AA1      |   AE   |  HLP- DIR OF QRY - TERM 1   |     YZ0      | 80

    AA2      |   AE   |  HLP- DIR OF QRY - TERM 2   |     YZ0      | 80

    AB0      |   AE   |  LST- QUERY/TERM DIR 3      |     YAB      | 80

    AZ0      |   AE   |  SYS- BULLETIN BOARD        |              | 80

    A00      |   AE   |  HLP- DIRECTORY MENU HELP   |     YA1      | 80

    A01      |   AE   |  HLP- DIRECTORY MENU HELP   |     YZ0      | 80

    A02      |   AE   |  HLP- DIRECTORY MENU #2     |     YZ0      | 80

    A10      |   AE   |  LST- COMMAND PROMPTER      |     YA1      | 80

    A20      |   AE   |  LST- FILE DIR              |     YA2      | 80

    A21      |   AE   |  HLP- DIR OF FILES 1        |     YZ0      | 80

    A22      |   AE   |  HLP- DIR OF FILES 2        |     YZ0      | 80

    A30      |   AE   |  LST- QUERY/TERM DIR 3      |     YA3      | 80

    A31      |   AE   |  HLP- DIR OF QRY - TERM 1   |     YZ0      | 80

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> DISPLAY PANEL <PF4> EDIT PANEL

 <PF5> DELETE PANEL   <PF6> TRANSLATE    <PF7> BACKWARD      <PF8> FORWARD

• Step 3
displays the Panel Edit/Translate panel. Fill in the TRANSLATE TO LANGUAGE CODE field with your language
code. You can also translate the description by typing the translated description in the NEW DESCRIPTION field. Your
description cannot exceed 24 characters. After completing the panel, press Enter.

Panel Edit/Translate (DQL20)

=>

 ------------------------------------------------------------------------DQL20

 DATAQUERY:  PANEL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  PANEL: DQL20                        LANGUAGE CODE: AE
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 -----------------------------------------------------------------------------

                                      TRANSLATE TO LANGUAGE CODE==>  es

 -----------------------------------------------------------------------------

  DESCRIPTION: ADM- MAIN MENU

  NEW DESCRIPTION ===> menu principal _________

 The selected panel will be displayed in an updateable format.  Key the

 translation or changes in the appropriate literal areas.  When you have

 completed the changes for the entire panel, use the Enter key to finish

 the function.  Use the CLEAR key to cancel the function.

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

• Step 4
The panel now appears in an unprotected format. On color monitors, the unprotected information appears in red. On
monochrome monitors, the unprotected information is highlighted. You can translate the panel including any PF keys.
Enter your translation by typing over the existing information.

=>

------------------------------------------------------------------------DQZ60

DATAQUERY:  menu principal - DQL MODE

 entre aqui el numero de la funcion deseada =>  _

 1.  directorios         - hacer listas de Averiguaciones, termino

 2.  CREATE              - Query, Dialog or Term creation

 3.  GUIDE               - Structured query creation

 4.  PDB                 - List, create and maintain personal tables

 5.  ADMINISTRATION      - DATAQUERY system management

 6.  HELP                - Display Help Information

 7.  OFF                 - DATAQUERY session termination

• Step 5
Press Enter to save your translation.  then returns you to the panels directory. To exit without saving your translation,
press CLEAR or <PF2>.

Translating Literals

displays words which are informational or are used in building queries in guided mode. These words are called literals.
These words appear throughout  on many different panels. An example of a literal is the word MORE. MORE appears at
the bottom of a panel to inform you more information follows on the next panel.  stores all literals in the DQM table.

allows you to translate the literals contained in the DQM table. Each literal has been assigned a unique number. Use
this number to identify the literal you want to translate. To access the DQM table directory, select the literal maintenance
option on the Language Maintenance Menu.

Rules
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When translating literals follow these rules:

1. If you translate a word which is a vocabulary term, literal, and used on a panel, you must translate all three
identically.

2. Literal translations must be less than or equal to the literal length listed on the Edit/Translate Panel.
3. If a literal is also a vocabulary term, do not use embedded blanks or special characters in the translation.
4. Do not use the same translation for two different literals within the same language.

Translation Aid

A list of most frequently-used words that are used as vocabulary, literals, and on panels follows. Use the literal number
listed to help locate the words on the Directory of Literals. If the word is used on a panel, the panel name follows the literal
number.

• ACTIVE-QUERY
073

• ALL
054

• BREAKS
/(DQD40)

• BY
110 /(DQD30)

• DETAIL
094

• DIALOG
072

• DISPLAY
025 /(DQD40)

• DO
030 /(DQD40)

• DOWN
/(DQD30)

• EQ
013

• ERASE
069

• FIND
053 /(DQD30)

• FINISHED
048 /(DQD40)

• FIRST
023 /(DQD30)

• FROM
/(DQD40)

• GT
016

• GTE
017

• JCL
009

• LT
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014
• LTE

015
• NOT

012
• NO-TOTALS

096
• PICTURE

028
• PRINT

024 /(DQD40)
• PRIVATE

004
• PUBLIC

003
• QUERY

008
• ROWS

/(DQD30)
• RELATED

020 /(DQD30)
• SET

052 /(DQD30)
• SORT

074 /(DQD30)
• TERM

005
• TITLE1

026
• TITLE2

027
• TO

021 /(DQD30)
• TOTALS-ONLY

095
• UPDATE

068
• VIA

022 /(DQD30)
• WHEN

029 /(DQD40)
• WITH

011 /(DQD30)

Example

Following is the right way to translate the word WITH to Spanish:

• Vocabulary term -con
• Literal word -con
• Panel word -con
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Following is the wrong way to translate WITH to Spanish:

• Vocabulary term -con
• Literal word -con
• Panel word -with

The right way translates WITH identically for the literal, vocabulary term, and on the panel DQD30. The wrong way
translates WITH for some but not all language items.

Operation

If you are not already signed on to , you must sign on to  and display the Language Maintenance Menu. From the
Language Maintenance Menu you can initiate translation. See Getting Started Using the Language Maintenance Facility
for exact instructions on displaying the Language Maintenance Menu.

• Step 1:
On the Language Maintenance Menu select Option 2, LITERALS and press Enter.

Language Maintenance Menu (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  2     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays a directory of all literals. From this panel you can select the literal you want to translate.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the literal directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
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You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.

After you have located the literal you want to translate, move the cursor down beside the literal and press <PF6>
TRANSLATE. <PF6> TRANSLATE creates a copy of the literal.

Directory of Literals (DQL30)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL30

 DATAQUERY: DIRECTORY OF LITERALS

 -----------------------------------------------------------------------------

  ITEM | LANGUAGE |                         LITERAL

 -----------------------------------------------------------------------------

   001 |    AE    | MORE ....

   002 |    AE    | LAST PAGE

   003 |    AE    | PUBLIC

   004 |    AE    | PRIVATE

   005 |    AE    | TERM

   006 |    AE    | COND

   007 |    AE    | MODEL

   008 |    AE    | QUERY

   009 |    AE    | JCL

   010 |    AE    | PROC

   011 |    AE    | WITH

   012 |    AE    | NOT

   013 |    AE    | EQ

   014 |    AE    | LT

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

• Step 3:
displays the Literal Edit/Translate Panel. The panel displays information about the literal such as length and language
code. Enter your language code, the new literal value. Your translated version of the literal cannot exceed the literal
length displayed on this panel. To save your translation press ENTER. To exit without saving your changes, press
Clear or <PF2>.

Literal Edit/Translate (DQL40)

 =>

 FILL IN THE DATA BELOW AND PRESS ENTER TO COMPLETE FUNCTION

 ------------------------------------------------------------------------DQL40

 DATAQUERY: LITERAL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  ITEM NUMBER   : 001                              LANGUAGE CODE: AE

 -----------------------------------------------------------------------------

  LITERAL LENGTH:   9                  TRANSLATE TO LANGUAGE CODE==>  es

 -----------------------------------------------------------------------------

  LITERAL:

 MORE ...

 315



 CA Datacom Administrating

  KEY NEW LITERAL VALUE BELOW:

 mas ...._____________________________________________________________________

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

After you have saved your translation,  returns you to the directory. Because  displays the directory in alphabetical order,
your translation does not always appear immediately under the base language version.

Translating Vocabulary

stores all commands and query keywords as vocabulary terms in the DQV table. You can access this table by selecting
the vocabulary maintenance option on the Language Maintenance Menu.  allows you to translate all vocabulary terms. 
provides a directory list of all vocabulary terms. From this list, you select the word you want to translate.  then displays a
panel. On this panel you fill in the Language Code and the actual translation.

Rules

Follow these rules when translating vocabulary terms:

1. Vocabulary terms must be translated into single words. Do not use embedded blanks or special characters.
2. If you translate a word which is a literal, vocabulary term, and used on a panel, you must translate all three

identically.
3. Do not use the same translation for two different vocabulary terms within a single language.

See Translating Literals for a complete list of words which must be translated identically.

Operation

If you are not already signed on to , you must sign on to  and display the Language Maintenance Menu. From the
Language Maintenance Menu you can initiate translation. See Getting Started Using the Language Maintenance Facility
for exact instructions on displaying the Language Maintenance Menu.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 3, VOCABULARY, and press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  3     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms
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-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays a directory of all vocabulary terms with their English equivalent. From this panel you can select the
vocabulary term you want to translate.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the vocabulary directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.

After you have located the vocabulary term you want to translate, move the cursor down beside the word and press
<PF6> TRANSLATE which creates a copy of the vocabulary term.

Directory of Vocabulary (DQL50)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL50

 DATAQUERY: DIRECTORY OF VOCABULARY

 -----------------------------------------------------------------------------

 LANGUAGE|          VALUE                           |  ENGLISH VALUE

 -----------------------------------------------------------------------------

    AE   | ACTIVE                                   | ACTIVE

    AE   | ACTIVE-QUERY                             | ACTIVE-QUERY

    AE   | ADMIN                                    | ADMIN

    AE   | ALL                                      | ALL

    AE   | AND                                      | AND

    AE   | ASCENDING                                | ASCENDING

    AE   | AVERAGE                                  | AVERAGE

    AE   | BOTTOM                                   | BOTTOM

    AE   | BREAK                                    | BREAK

    AE   | BREAKS                                   | BREAKS

    AE   | BY                                       | BY

    AE   | CONDITIONS                               | CONDITIONS

    AE   | CONTAINING                               | CONTAINING

    AE   | COUNT                                    | COUNT

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD
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• Step 3:
displays the VOCABULARY EDIT/TRANSLATE panel with the English value. Enter your language code in the
TRANSLATE TO LANGUAGE CODE field. Enter the translation in the NEW VALUE field. Your translation cannot
exceed 40 characters and must be a single word with no embedded blanks. Press Enter to save your translation. If you
want to leave this panel without saving your translation, press the CLEAR key or <PF2>.

VOCABULARY EDIT/TRANSLATE (DQL60)

 =>

 FILL IN THE DATA BELOW AND PRESS ENTER TO COMPLETE FUNCTION

 ------------------------------------------------------------------------DQL60

 DATAQUERY: VOCABULARY EDIT/TRANSLATE

 -----------------------------------------------------------------------------

 LANGUAGE CODE:  AE                   TRANSLATE TO LANGUAGE CODE==>  es

 -----------------------------------------------------------------------------

  VALUE            : BY

  ENGLISH VALUE    : BY

  NEW VALUE =======>    por_____________________________________

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

After saving your translation,  returns you to the directory. Because  displays the directory in alphabetical order, your
translation does not always appear under the base language version.

Editing the Translated Version of CA Dataquery
The Edit function of the Language Maintenance Facility allows you to correct mistakes in your translation without having to
re-create the translated item. You can use the edit function to correct literals, vocabulary, and panels.

You cannot edit American English panels. For more information about changing American English panels, see
Customizing the American English Version.

Editing Panels

During the deletion procedure, the DIRECTORY OF PANELS is displayed. Use one of the following procedures to locate
the panel you want to edit.

There are several ways you can locate a panel once you have displayed the DIRECTORY OF PANELS.

• <PF7> and <PF8>
You can use <PF7> to page the DIRECTORY OF PANELS backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
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You can use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM takes
you to the end of the directory.

• START WITH
If you know the name of the panel you are searching for, you can use the START WITH field on the DIRECTORY
OF PANELS. This field allows you to specify one to three characters with which  can begin searching for a panel
name. If you know the panel name, you can specify the last three characters of the name and press Enter.  scrolls that
panel name to the top of the display. If you specify one or two characters,  locates the first panel which contains those
characters and scrolls it to the top of the directory.
If no panel is located with those characters,  scrolls you to the next greater name on the DIRECTORY OF PANELS.

Editing Steps

Before you can begin editing panels you must be signed on to  and display the LANGUAGE MAINTENANCE MENU. For
exact instructions on displaying the Language Maintenance Menu, see Getting Started Using the Language Maintenance
Facility.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 1, PANELS and the language code of the panel you want to
edit.  limits selection to panels which contain that language code. If no language code is entered,  defaults to ALL. After
all entries are made, press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  1     LANGUAGE CODE===>  ES   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays the DIRECTORY OF PANELS. After you have located the panel you want to edit, move the cursor down
beside the panel name and press <PF4> EDIT PANEL. <PF4> EDIT PANEL edits an existing panel.

DIRECTORY OF PANELS (DQL10)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL10

 DATAQUERY: DIRECTORY OF PANELS                                START WITH: ___
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 -----------------------------------------------------------------------------

 PANEL NAME  |LANGUAGE|         DESCRIPTION         | PFKEY LEGEND | COLUMNS

 -----------------------------------------------------------------------------

    AA2      |   ES   |  HLP- dir of aver term 2    |     YZ0      |   80

    D10      |   ES   |  EDI- crear                 |     YE1      |   80

    KE0      |   ES   |  ADM- menu administrativo   |              |   80

    KE1      |   ES   |  HLP- administrativo 1      |     YZ0      |   80

    K00      |   ES   |  ADM- menu literals         |     YK0      |   80

    L30      |   ES   |  ADM- directorio literal    |     YL3      |   80

    L50      |   ES   |  ADM- directorio de vocab   |     YL3      |   80

    YE1      |   ES   |  SFX- d10                   |              |   80

    YK0      |   ES   |  SFX- K00,K80,L00           |              |   80

    YL3      |   ES   |  SFX- L30,L50               |              |   80

    YZ0      |   ES   |  SFX- Help panels           |              |   80

    Z00      |   ES   |  SYS- menu principal        |              |   80

             |        |                             |              |

             |        |                             |              |

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> DISPLAY PANEL <PF4> EDIT PANEL

 <PF5> DELETE PANEL   <PF6> TRANSLATE    <PF7> BACKWARD      <PF8> FORWARD

• Step 3:
displays the Edit/Translate Panel. This panel displays the name of the panel you intend to update, the language code,
and the original description.
You can change the panel description but not the Language Code. Your new description cannot exceed 24 characters.
After making the desired changes, press Enter.

PANEL EDIT/TRANSLATE (DQL20)

 =>

 ------------------------------------------------------------------------DQL20

 DATAQUERY: PANEL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  PANEL: DQL20                        LANGUAGE CODE: ES

 -----------------------------------------------------------------------------

 -----------------------------------------------------------------------------

  DESCRIPTION: ADM- MAIN MENU

  NEW DESCRIPTION ===> menu principal _________

 The selected panel will be displayed in an updateable format.  Key the

 translation or changes in the appropriate literal areas.  When you have

 completed the changes for the entire panel, use the Enter key to finish

 the function.  Use the CLEAR key to cancel the function.

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

• Step 4:
presents the panel in an unprotected format. After making all desired changes, press Enter to save and return to the
DIRECTORY OF PANELS. To exit without saving your changes, press CLEAR or <PF2>.
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Editing Literals

Use the edit function to make changes in an existing translation. For example, if you translated a literal, then later decided
you prefer to translate that literal using another word, rather than deleting the existing translation and creating another
literal you can use the edit function to change the existing translation.

You cannot use the edit function to change a literal in American English. See Customizing the American English Version
for more information.

Rules

If you edit a word which is a literal, vocabulary, and used on a panel, you must make the same edits to all three. In other
words, all three words must be identical.

For a complete list of words that must follow these guidelines, see the chart shown in Translating Literals.

Operation

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 2, LITERALS, specify the language code of the literal you
want to edit, and press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  2     LANGUAGE CODE===>  ES   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays a directory of all literals. The literal number appears in the first column, the language code in the second, and
the literal values appear in the third column. From this panel you can select the literal you want to edit.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the literal directory backward and <PF8> to page forward.

• + and -
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Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.

After you have located the literal you want to edit, move the cursor down beside the literal and press <PF4> EDIT ITEM.

DIRECTORY OF LITERALS (DQL30)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL30

 DATAQUERY: DIRECTORY OF LITERALS

 -----------------------------------------------------------------------------

  ITEM | LANGUAGE |                         LITERAL

 -----------------------------------------------------------------------------

   001 |    ES    | mas ....

   002 |    ES    | ultima pa

   003 |    ES    | public

   004 |    ES    | privado

   005 |    ES    | term

   006 |    ES    | cond

   007 |    ES    | averi

   008 |    ES    | jcl

   009 |    ES    | proc

   010 |    ES    | con

   011 |    ES    | ne

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

• Step 3:
displays the LITERAL EDIT/TRANSLATE Panel. The panel displays information about the literal such as length and
language code. Your version of this literal cannot exceed the literal length displayed. Make your changes and press
Enter.

LITERAL EDIT/TRANSLATE (DQL40)

 =>

 FILL IN THE DATA BELOW AND PRESS ENTER TO COMPLETE FUNCTION

 ------------------------------------------------------------------------DQL40

 DATAQUERY: LITERAL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  ITEM NUMBER   : 012                              LANGUAGE CODE: ES

 -----------------------------------------------------------------------------

  LITERAL LENGTH:                      TRANSLATE TO LANGUAGE CODE==>  __

 -----------------------------------------------------------------------------

  LITERAL:

 ne

  KEY NEW LITERAL VALUE BELOW:

 No___________________________________________________________________________
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 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

Editing Vocabulary Terms

The Edit Function can be used to correct a mistake in an existing translation. For example, you may use the Edit
function to correct a misspelled word in a translation. You can also use the Edit Function to change a word in an
existing translation. When you use the Edit function  displays the vocabulary term but does not create a new copy of the
vocabulary term.

You cannot use the edit function to change a vocabulary term in American English. See Customizing the American
English Version for information.

Operation

Before you can begin editing, you must first sign on to  and display the LANGUAGE MAINTENANCE MENU. See
section Getting Started Using the Language Maintenance Facility for exact instructions on displaying the LANGUAGE
MAINTENANCE MENU. Also, review the restrictions which apply to changing vocabulary. These restrictions are listed in
Translating Literals.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 3, VOCABULARY, the language code of the vocabulary
term you want to edit and press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  3     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays a directory of all vocabulary terms. From this panel you can select the vocabulary term you want to edit.

Procedure
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The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the vocabulary directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.

After you have located the vocabulary term you want to edit, move the cursor down beside the word and press <PF4>
EDIT ITEM.

DIRECTORY OF VOCABULARY (DQL50)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL50

 DATAQUERY: DIRECTORY OF VOCABULARY

 -----------------------------------------------------------------------------

 LANGUAGE|          VALUE                           |  ENGLISH VALUE

 -----------------------------------------------------------------------------

   ES    | admin                                    | ADMIN

   ES    | buscare                                  | FIND

   ES    | condicions                               | CONDITIONS

   ES    | crear                                    | CREATE

   ES    | ejecutar                                 | EXECUTE

   ES    | eq                                       | EQ

   ES    | exhibir                                  | DISPLAY

   ES    | exportar                                 | EXPORT

   ES    | gte                                      | GTE

   ES    | hacer                                    | DO

   ES    | por                                      | BY

   ES    | primero                                  | FIRST

   ES    | revisar                                  | EDIT

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

• Step 3:
displays the VOCABULARY EDIT/TRANSLATE Panel with the language code, current value and English value. Enter
your replacement in the NEW VALUE field. Your replacement cannot exceed 40 characters and must be a single word
with no embedded blanks. Press Enter to save your edit. If you want to leave this panel without saving your edit, press
the CLEAR key or <PF2> RETURN.

VOCABULARY EDIT/TRANSLATE (DQL60)

 =>

 FILL IN THE DATA BELOW AND PRESS ENTER TO COMPLETE FUNCTION

 ------------------------------------------------------------------------DQL60

 DATAQUERY: VOCABULARY EDIT/TRANSLATE

 -----------------------------------------------------------------------------

 LANGUAGE CODE: ES

 -----------------------------------------------------------------------------

  VALUE            : BUSCARE
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  ENGLISH VALUE    : FIND

  NEW VALUE =======>    buscar _________________________________

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

After saving your edit,  returns you to the literal directory.

Deleting Unneeded Panels, Literals, and Vocabulary
When a panel, literal, or vocabulary is no longer used or needed, you can delete it using the DELETE function of the
Language Maintenance Facility.

Deleting Panels

allows you to delete a panel that is no longer valid.  does not allow you to delete an American English panel.

Procedure

During the deletion procedure, the Directory of Panels is displayed. Use one of the following procedures to locate the
panel you want to delete.

There are several ways you can locate a panel once you have displayed the Directory of Panels.

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
You can use <PF7> to page the Directory of Panels backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM takes
you to the end of the directory.

• START WITH
If you know the name of the panel you are searching for, you can use the START WITH field on the Directory of
Panels. This field allows you to specify one to three characters with which  can begin searching for a panel name. If
you know the panel name, you can specify the last three characters of the name and press Enter.  scrolls that panel
name to the top of the display. If you specify one or two characters,  locates the first panel which contains those
characters and scrolls it to the top of the directory.
If no panel is located with those characters,  scrolls you to the next greater name on the Directory of Panels.

Operation
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Before you can begin deleting, you must first sign on to  and display the LANGUAGE MAINTENANCE MENU. For exact
instructions on displaying the LANGUAGE MAINTENANCE MENU, see Getting Started Using the Language Maintenance
Facility.

Use the following steps to delete a panel.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 1, PANELS and enter the language code of the panel you
want to delete.  limits selection to panels which contain that language code. If you do not enter a language code, 
defaults to ALL languages on the system. After making all desired entries press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  1     LANGUAGE CODE===>  ES   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays the Directory of Panels. Column 1 contains the panel name, column 2 contains the language code, column
3 contains the description, column 4 contains the PF key legend and column 5 lists the number of columns. After you
have located the panel you want to delete, move the cursor down beside the panel name and press <PF5> DELETE. If
you try to delete an American English panel you receive an error message.

Deleting Literals

allows you to delete a literal that you no longer want or need to use.  does not allow you to delete an American English
literal.

Remember, some words which are both literals and vocabulary and contained on panels DQD40 and DQD30 must be
translated or customized identically. If you delete the literal version of this word, also delete the vocabulary version and
replace the word on the customized or translated panel.

Operation

Before you can begin deleting, you must first sign on to  and display the LANGUAGE MAINTENANCE MENU. For exact
instructions on displaying the LANGUAGE MAINTENANCE MENU, see Getting Started Using the Language Maintenance
Facility.
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• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 2, LITERALS. Enter the language code of the literal you
want to delete.  limits selection to literals which contain that language code. If you do not enter a language code, 
defaults to ALL languages on the system. After making all desired entries press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  2     LANGUAGE CODE===>  ES   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays the DIRECTORY OF LITERALS. Column 1 contains the literal numbers, column 2 contains the language
codes and column 3 contains the literals.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the literal directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.

After you have located the literal you want to delete, move the cursor down beside the literal name and press <PF5>
DELETE. If you try to delete a literal with AE (American English) as the language code, you receive an error message.

Deleting Vocabulary Terms

If you no longer need or want a vocabulary term,  allows you to delete it.

Remember, some words which are both literals and vocabulary and contained on panels DQD40 and DQD30 must be
translated or customized identically. If you delete the vocabulary version of this word, also delete the literal and replace
the word on the customized or translated panel.
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Operation

Before you can begin deleting, you must first sign on to  and display the LANGUAGE MAINTENANCE MENU. For exact
instructions on displaying the LANGUAGE MAINTENANCE MENU, see Getting Started Using the Language Maintenance
Facility.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 3, VOCABULARY. Enter the language code of the literal
you want to delete.  limits selection to panels which contain that language code. If you do not enter a language code, 
defaults to ALL languages on the system. After making all desired entries, press Enter.

LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  3     LANGUAGE CODE===>  ES   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays a directory of all vocabulary terms with the American English version of the word. From this panel you can
select the vocabulary term you want to delete.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the vocabulary directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM takes
you to the end of the directory.

• DELETE
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After you have located the vocabulary term you want to delete, move the cursor down beside the word and press
<PF5> DELETE. <PF5> deletes the word and returns you to the vocabulary directory. If you try to delete an American
English vocabulary term, you receive an error message.

DIRECTORY OF VOCABULARY (DQL50)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL50

 DATAQUERY: DIRECTORY OF VOCABULARY

 -----------------------------------------------------------------------------

 LANGUAGE|          VALUE                           |  ENGLISH VALUE

 -----------------------------------------------------------------------------

   ES    | admin                                    | ADMIN

   ES    | buscare                                  | FIND

   ES    | condicions                               | CONDITIONS

   ES    | crear                                    | CREATE

   ES    | ejecutar                                 | EXECUTE

   ES    | eq                                       | EQ

   ES    | exhibir                                  | DISPLAY

   ES    | exportar                                 | EXPORT

   ES    | gte                                      | GTE

   ES    | hacer                                    | DO

   ES    | por                                      | BY

   ES    | primero                                  | FIRST

   ES    | revisar                                  | EDIT

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

Customizing the American English Version
does not allow you to change American English panels, messages, vocabulary, or literals. You use the same principles
which apply to a translation to create a customized version of .

You can customize Help panels or informational messages. You can also customize error messages to include system or
company specific information.

• Select the item to be customized from the directory.
• Assign a language code to the item.
• Make the changes.
• Save the changes.
• Update your User Profile.

For more information on Language Codes, see Language Codes.

Customizing Panels

Customize panels by:

1. Viewing the panel that you want to change
2. Adding the changes by typing over the existing information

stores all menus, messages, and Help panels in the DQP table.
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Background

You perform the various panel maintenance functions by selecting the panel maintenance option on the LANGUAGE
MAINTENANCE MENU.

Each menu, message and Help panel has a unique name. Message names precede the actual message. Menu and Help
panel names are located in the upper-right corner of each panel.

After you select the panel maintenance option on the Language Maintenance Menu,  displays the DIRECTORY OF
PANELS. The DIRECTORY OF PANELS provides a list of all panel names. You locate the panel you wish to customize by
paging through the directory. Included in this directory are error messages and informational messages.

sometimes uses the same PF key definitions in several panels. You can see what panels share PF key definitions
by looking at the PF key Legend column on the DIRECTORY OF PANELS. For example, the PF key Panel, YA1, is
used by several panels. When you customize the PF keys in a panel that uses YA1, all panels that use YA1 reflect this
customization.

Before you can use a customized panel you must update your User Profile. Remember to change your User Profile to
specify the customization you want to use. For more information on changing the user profile, see Defining or Modying the
user Profile.

General Guidelines

Follow these guidelines when customizing panels:

1. Some panels contain words that are literals and vocabulary terms also. If a word is a vocabulary term (command or
query keyword), literal, and used on panels DQD30 and DQD40, you must customize all three words using the same
customization. See the chart in Customizing Literals for a complete list.

2. Do not use special characters or embedded blanks in your customization of these words.
3. Do not change two different vocabulary terms or literal words using the same word or term.
4. If a field is a repeating character, change that character one time and all others are changed automatically. You can

identify the repeating fields when  displays the panel in unprotected format. All changeable information appears in red
on a color terminal, or is highlighted on a monochrome terminal. If a character is a repeating character, only the first
occurrence appears in red or is highlighted and all others remain in blue on a color terminal or not highlighted on a
monochrome terminal.

Specific Guidelines

The following are guides to specific areas of concern in translating .

• Blank Lines
Generally,  does not allow you to type over blank lines. If you attempt to type over blank lines on protected panels, your
keyboard locks.
The following panels allow you to type over blank lines:
– Error messages (DQ000 - DQ999)
– Bulletin Board (DQAZ0)
– Help topic panels (DQN10 - DQO99)
– Help panels (panel names do not begin with Y and do not end in 0)

• Space
On most panels, you have a limited amount of space for customizing statements. As a general rule, keep your
translation to less than or equal to the length of the American English version of the statement or description.

• Menu Numbers
Do not translate or change the menu item numbers.  does not prohibit you from changing the menu item numbers.
However, if you do,  will not be able to identify the function you are indicating.

• Error Messages
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Some error messages contain blank spaces which  uses to return action specific information. You must leave enough
blank spaces for  to return that information. For example, message DQ027 returns the specific  return code for the
error you encountered. The following messages need seven blank spaces immediately after the last character in the
message.

Add seven blanks following the last character to:

DQ041 DQ066 DQ237 DQ467
DQ062 DQ067 DQ242 DQ471
DQ063 DQ068 DQ270 DQ472
DQ064 DQ160 DQ412 DQ479
DQ065 DQ161 DQ414

Messages DQ027 and DQ330 require 21 blanks immediately following the last character in the message.

If you do not leave the correct amount of spaces,  overwrites characters in those positions.

Do not change the error message numbers. The error message number includes the characters DQ and the space before
the dash ( - ) and the space after the dash.

• Blank Messages
provides you with ten blank error messages. You use these panels to document errors which may result from your
tailoring of the system. These messages panels are number DQ990 through DQ999. You must create or change these
panels using the EDIT or TRANSLATE function of the Language Maintenance Facility.
If you want to customize error message DQ106, read and apply the following information.
– uses error message DQ106 to inform you that a term has not been defined correctly. When you receive the error

message during normal  execution,  returns the term, string, and the error found. When you begin to translate this
message, you must leave the positions where  fills in the term, string, and error intact.
This means that you should leave the two sets of 15 underscores and at least 6 blanks at the end of the message. 
allows you to translate the text longer or shorter as long as the underscores and blanks are the correct length and
in the same relative positions. If you only leave 10 underscores,  automatically expands the underscores to 15,
overtyping any text you defined in those other five positions.

– If you customize error message DQ502, you must leave the underscores exactly where they appear. If you do not, 
overwrites any characters in those positions.

• PF Key Legends
The following PF key legend panels do not appear with a main panel during translation. If you are doing a complete
translation, translate each of these separately. If you are doing a partial translation, translate the PF keys legends if the
corresponding main panel is part of the partial translation. Only the last three characters of the panel name are shown.

PF Key Legends - Main Panels

YED with EB0
YE2 with D10
YE3 with D10

YE7 with D10
YD6 with D60
YE4 with D60

YKA with D60
Y10 with B00, B10, B20, B30,
B50, B60

Y20 with B50, B90
YKZ with KG0
YK8 with K10

Procedure

During the deletion procedure, the DIRECTORY OF PANELS is displayed. Use one of the following procedures to locate
the panel you want. There are several ways you can locate a panel once you have displayed the DIRECTORY OF
PANELS.

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
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You can use <PF7> to page the DIRECTORY OF PANELS backward and <PF8> to page forward.
• + and -

Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM takes
you to the end of the directory.

• START WITH
If you know the name of the panel you are searching for, you can use the START WITH field on the DIRECTORY
OF PANELS. This field allows you to specify one to three characters with which  can begin searching for a panel
name. If you know the panel name, you can specify the last three characters of the name and press Enter.  scrolls that
panel name to the top of the display. If you specify one or two characters,  locates the first panel which contains those
characters and scrolls it to the top of the directory.
If no panel is located with those characters,  scrolls you to the next greater name on the DIRECTORY OF PANELS.

Operation

Before you can begin customizing panels, you must be signed on to  and display the LANGUAGE MAINTENANCE
MENU. For exact instructions about displaying the LANGUAGE MAINTENANCE MENU, see Getting Started Using the
Language Maintenance Facility.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 1, PANELS. Press Enter.

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  1     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

 

• Step 2:
displays a directory of all panels. From this directory you can select the panel you wish to customize. See the section
in this chapter on locating panels for more information. After you have located the panel you wish to customize, move
the cursor down beside the panel name and press <PF6> TRANSLATE. <PF6> TRANSLATE creates a copy of the
panel.

DIRECTORY OF PANELS (DQL10)

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL10

 DATAQUERY: DIRECTORY OF PANELS                                START WITH: ___

 -----------------------------------------------------------------------------

 PANEL NAME  |LANGUAGE|         DESCRIPTION         | PFKEY LEGEND | COLUMNS

 -----------------------------------------------------------------------------

    039      |   AE   |  MSG: DQ039E                |     YZ1      |   80

    041      |   AE   |  MSG: DQ041E                |     YZ1      |   80
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    046      |   AE   |  MSG: DQ046E                |     YZ1      |   80

    049      |   AE   |  MSG: DQ049E                |     YZ1      |   80

    050      |   AE   |  MSG: DQ051E                |     YZ1      |   80

    051      |   AE   |  MSG: DQ051E                |     YZ1      |   80

    052      |   AE   |  MSG: DQ052E                |     YZ1      |   80

    058      |   AE   |  MSG: DQ058E                |     YZ1      |   80

    059      |   AE   |  MSG: DQ059E                |     YZ1      |   80

    060      |   AE   |  MSG: DQ060E                |     YZ1      |   80

    062      |   AE   |  MSG: DQ062I                |     YZ1      |   80

    063      |   AE   |  MSG: DQ063I                |     YZ1      |   80

    064      |   AE   |  MSG: DQ064I                |     YZ1      |   80

    065      |   AE   |  MSG: DQ065I                |     YZ1      |   80

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> DISPLAY PANEL <PF4> EDIT PANEL

 <PF5> DELETE PANEL   <PF6> TRANSLATE    <PF7> BACKWARD      <PF8> FORWARD

• Step 3:
displays the PANEL EDIT/TRANSLATE panel. Fill in the TRANSLATE TO LANGUAGE CODE field with your language
code. You can customize the description by typing over the existing description in the NEW DESCRIPTION field. After
completing the panel, press Enter.

PANEL EDIT/TRANSLATE (DQL20)

 =>

 ------------------------------------------------------------------------DQL20

 DATAQUERY: PANEL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  PANEL: DQ039                        LANGUAGE CODE: AE

 -----------------------------------------------------------------------------

                                      TRANSLATE TO LANGUAGE CODE==>  ac

 -----------------------------------------------------------------------------

  DESCRIPTION: MSG: DQ039E

  NEW DESCRIPTION ===> MSG: DQ039E ____________

 The selected panel will be displayed in an updatable format.  Key the

 translation or changes in the appropriate literal areas.  When you have

 completed the changes for the entire panel, use the Enter key to finish

 the function.  Use the CLEAR key to cancel the function.

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

• Step 4:
The panel now appears in an unprotected format. On color monitors the unprotected information appears in red. On
monitors which are not color, the unprotected information is highlighted. You can customize the panel including any PF
keys. Enter your customization by typing over the existing information.
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 =>

 ------------------------------------------------------------------------DQ039

 DATAQUERY: HELP PANEL FOR ERROR MESSAGE

 -----------------------------------------------------------------------------

 DQ039E - Printer requested not available. Call operations at ext. 3456.

  CAUSE:  You requested that the output report from your query be sent to a

          printer that is not in service.

  ACTION: Either wait until the printer is back in service or direct your

          output to another printer.  Please report any problems to Karen

          at extension 3456.

 -----------------------------------------------------------------------------

 <PF1> HELP         <PF2>  RETURN

This example took the original error message and added the company specific information.

• Step 5:
Press Enter to save your customization.  then returns you to the panels directory. To exit without saving your
customization, press CLEAR or <PF2>.

Editing Panels

After a panel has been customized using the TRANSLATE function, you can use the EDIT function to make corrections or
changes. When you use the edit function,  does not create a new copy of the panel.  allows you to change the description
but not the language code.  then displays the panel in unprotected format.

You cannot edit an American English panel. The EDIT function of the Language Maintenance Facility is described in
Editing Panels.

Deleting Panels

If after you have created a customized panel and you no longer want or need that panel, you can delete the panel.  does
not allow you to delete an American English panel.

For more information about deleting panels, see Deleting Panels.

Customizing Literals

displays words which are informational or are used in building queries in guided mode. These words are called literals.
These words appear throughout  on many different panels. An example of a literal is the word MORE. MORE appears at
the bottom of a screen to inform you more information follows on the next screen.  stores all literals in the DQM table.

allows you to change the literals contained in the DQM table. To access the DQM table directory, select the literal
maintenance option on the LANGUAGE MAINTENANCE MENU.

Rules
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When changing literals, follow these rules:

1. If you change a word which is a vocabulary term, literal, and used on a panel, you must make the same changes to all
words.

2. Literal customizations must be less than or equal to the literal length listed on the Edit/Translate Panel.
3. If a literal is also a vocabulary term, do not use embedded blanks or special characters.
4. Do not use the same word for two different literals.

Customization Aid

A list of most frequently-used words that are used as vocabulary, literals, and on panels follows. Use the literal number
listed to help locate the words on the Directory of Literals panel. If the word is used on panels DQD30 or DQD40, the
panel name is listed in column 3.

• ACTIVE-QUERY
073

• ALL
054

• BREAKS
(DQD40)

• BY
110 (DQD30)

• DETAIL
094

• DIALOG
072

• DISPLAY
025 (DQD40)

• DO
030 (DQD40)

• DOWN
(DQD30)

• EQ
013

• ERASE
069

• FIND
053 (DQD30)

• FINISHED
048 (DQD40)

• FIRST
023 (DQD30)

• FROM
(DQD40)

• GT
016

• GTE
017

• JCL
009

• LT
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014
• LTE

015
• NOT

012
• NO-TOTALS

096
• PICTURE

028
• PRINT

024 (DQD40)
• PRIVATE

004
• PUBLIC

003
• QUERY

008
• ROWS

(DQD30)
• RELATED

020 (DQD30)
• SET

052 (DQD30)
• SORT

074 (DQD30)
• TERM

005
• TITLE1

026
• TITLE2

027
• TO

021 (DQD30)
• TOTALS-ONLY

095
• UPDATE

068
• VIA

022 (DQD30)
• WHEN

029 (DQD40)
• WITH

011 (DQD30)

Operation

If you are not already signed on to , you must sign on to  and display the LANGUAGE MAINTENANCE MENU. From
the LANGUAGE MAINTENANCE MENU you can initiate customization. For exact instructions about displaying the
LANGUAGE MAINTENANCE MENU, see Getting Started Using the Language Maintenance Facility.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 2, LITERALS and press Enter.
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LANGUAGE MAINTENANCE MENU (DQLN0)

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  2     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

-----------------------------------------------------------------------------

<PF1> HELP         <PF2>  RETURN

• Step 2:
displays a directory of all literals. From this panel you can select the literal you wish to customize.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the literal directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.

After you have located the literal you wish to customize, move the cursor down beside the literal and press <PF6>
TRANSLATE. <PF6> TRANSLATE creates a copy of the literal.

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL30

 DATAQUERY: DIRECTORY OF LITERALS

 -----------------------------------------------------------------------------

  ITEM | LANGUAGE |                         LITERAL

 -----------------------------------------------------------------------------

   001 |    AE    | MORE ....

   002 |    AE    | LAST PAGE

   003 |    AE    | PUBLIC
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   004 |    AE    | PRIVATE

   005 |    AE    | TERM

   006 |    AE    | COND

   007 |    AE    | MODEL

   008 |    AE    | QUERY

   009 |    AE    | JCL

   010 |    AE    | PROC

   011 |    AE    | WITH

   012 |    AE    | NOT

   013 |    AE    | EQ

   014 |    AE    | LT

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

• Step 3:
displays the Literal Edit/Translate Panel. The panel displays information about the literal such as length and language
code. Enter your language code, the new literal value, and press Enter. To exit without saving your changes, press
CLEAR or <PF2>.

 =>

 FILL IN THE DATA BELOW AND PRESS ENTER TO COMPLETE FUNCTION

 ------------------------------------------------------------------------DQL40

 DATAQUERY: LITERAL EDIT/TRANSLATE

 -----------------------------------------------------------------------------

  ITEM NUMBER   : 001                              LANGUAGE CODE: AE

 -----------------------------------------------------------------------------

  LITERAL LENGTH:   9                  TRANSLATE TO LANGUAGE CODE==>  ac

 -----------------------------------------------------------------------------

  LITERAL:

 MORE ....

  KEY NEW LITERAL VALUE BELOW:

 continued____________________________________________________________________

 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

This example changes the literal MORE to CONTINUED.

Editing Literals

You cannot use the edit function to change a literal in American English. You can use the EDIT function to change a literal
you have already created through the translate function. Use the edit function of the Language Maintenance Facility to
correct already existing literals.

For exact instructions for using the edit function, see Translating Literals.

Deleting Literals
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If you have created a literal that you no longer want or need,  allows you to DELETE that literal.  does not allow you to
delete an American English literal. For exact instructions, see Deleting Literals.

Customizing Vocabulary Terms

stores all commands and query keywords as vocabulary terms in the DQV table. You can access this table by selecting
the vocabulary maintenance option on the LANGUAGE MAINTENANCE MENU.  allows you to customize all vocabulary
terms.  provides a directory list of all vocabulary terms. From this list you select the word you wish to change.  then
displays a menu. On this menu you fill in the Language Code and then enter the actual changes.

Rules

Follow these rules when making changes to vocabulary terms:

1. Vocabulary terms must be single words. Do not use embedded blanks or special characters.
2. If you change a word which is a literal, vocabulary, and panel word, you must change all three and make the same

changes to all three.
3. Do not change two different words to the same word.

See Customizing Literals for a complete list of word which must be customized identically.

If you are not already signed on to , you must sign on to  and display the LANGUAGE MAINTENANCE MENU. From
the LANGUAGE MAINTENANCE MENU you can initiate customization. For exact instructions about displaying the
LANGUAGE MAINTENANCE MENU, see Getting Started Using the Language Maintenance Facility.

• Step 1:
On the LANGUAGE MAINTENANCE MENU select Option 3, VOCABULARY, and press Enter.

=>

------------------------------------------------------------------------DQLN0

DATAQUERY:  LANGUAGE MAINTENANCE MENU

-----------------------------------------------------------------------------

ENTER DESIRED OPTION NUMBER ===>  3     LANGUAGE CODE===>  __   (default ALL)

 1.  PANELS       - Translate, edit, delete, and display panels

 2.  LITERALS     - Translate, edit, delete, and display program literals

 3.  VOCABULARY   - Translate, edit, delete, and display vocabulary terms

 

• Step 2:
displays a directory of all vocabulary terms. From this panel you can select the vocabulary term you wish to
customize.

Procedure

The following lists panel locations and their descriptions.

• <PF7> and <PF8>
Use <PF7> to page the vocabulary directory backward and <PF8> to page forward.

• + and -
Page through the directory using the plus and minus sign. For example, entering +20 scrolls forward 20 pages and -20
scrolls backward 20 pages.

• TOP and BOTTOM
You can also use the TOP and BOTTOM commands. TOP takes you to the first panel of the directory and BOTTOM
takes you to the end of the directory.
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After you have located the vocabulary term you want to customize, move the cursor down beside the word and press
<PF6> TRANSLATE. <PF6> TRANSLATE creates a copy of the vocabulary term.

 =>

 PLACE THE CURSOR ON THE DESIRED NAME AND PRESS THE APPROPRIATE PFKEY

 ------------------------------------------------------------------------DQL50

 DATAQUERY: DIRECTORY OF VOCABULARY

 -----------------------------------------------------------------------------

 LANGUAGE|          VALUE                           |  ENGLISH VALUE

 -----------------------------------------------------------------------------

    AE   | ACTIVE                                   | ACTIVE

    AE   | ACTIVE-QUERY                             | ACTIVE-QUERY

    AE   | ADMIN                                    | ADMIN

    AE   | ALL                                      | ALL

    AE   | AND                                      | AND

    AE   | ASCENDING                                | ASCENDING

    AE   | AVERAGE                                  | AVERAGE

    AE   | BOTTOM                                   | BOTTOM

    AE   | BREAK                                    | BREAK

    AE   | BREAKS                                   | BREAKS

    AE   | BY                                       | BY

    AE   | CONDITIONS                               | CONDITIONS

    AE   | CONTAINING                               | CONTAINING

    AE   | COUNT                                    | COUNT

 -----------------------------------------------------------------------------

 <PF1> HELP           <PF2> RETURN       <PF3> NOT USED       <PF4> EDIT ITEM

 <PF5> DELETE ITEM    <PF6> TRANSLATE    <PF7> BACKWARD       <PF8> FORWARD

• Step 3:
displays the VOCABULARY EDIT/TRANSLATE panel. Enter your language code in the TRANSLATE TO LANGUAGE
CODE field. Enter the customization in the NEW VALUE field. Your customization cannot exceed 40 characters and
must be a single word with no embedded blanks. Press Enter to save your customization. If you want to leave this
panel without saving your customization, press the CLEAR key or <PF2>.

VOCABULARY EDIT/TRANSLATE (DQL60)

 =>

 FILL IN THE DATA BELOW AND PRESS ENTER TO COMPLETE FUNCTION

 ------------------------------------------------------------------------DQL60

 DATAQUERY: VOCABULARY EDIT/TRANSLATE

 -----------------------------------------------------------------------------

 LANGUAGE CODE:  AE                   TRANSLATE TO LANGUAGE CODE==>  ac

 -----------------------------------------------------------------------------

  VALUE            : BOTTOM

  ENGLISH VALUE    : BOTTOM

  NEW VALUE =======>    end_____________________________________
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 -----------------------------------------------------------------------------

 <PF1> HELP       <PF2> RETURN

This example changes the vocabulary term BOTTOM to END.

After saving your customization,  returns you to the literal directory. Because  displays the vocabulary list in alphabetical
order, your customization does not always appear under the base language version of the word.

Editing Vocabulary Terms

You cannot use the edit function to change a vocabulary term in the American English version. You can use the edit
function to make a correction to a vocabulary term you have already created through the translate function.

For exact instructions for using the edit function, see Translating Vocabulary.

Deleting Vocabulary Terms

allows you to delete a vocabulary term that is no longer valid.  does not allow you to delete an American English
vocabulary term. For exact instructions to delete vocabulary terms, see Deleting Vocabulary Terms.

Batch Management Overview
Batch  is available to allow long running or high-volume queries to be processed without consuming online system
resources. You can effectively improve online performance by taking advantage of this batch processing capability.

When a user executes queries or dialogs in batch, two choices are available: Batch Sign/On and Batch Online SUBMIT.
In Batch Sign/On, the user must create or adapt and use JCL with a product other than  from which the JCL and the input 
statements are submitted to the operating system for batch execution. In Batch Online SUBMIT, the user uses a  online
panel to submit  JCL from a  library that carries instructions for query execution. Both types of batch query execution take
place offline, conserving resources for online use. The online facilities of  do not have to be up for batch  execution. The
execution JCL for batch  points to the load libraries containing the  modules.

One or more users can be given  Administrator authorization for creating and maintaining the  online JCL libraries. The 
Administrator maintains the JCL and provides end users with information about which JCL members are appropriate (if
the user is given JCL member names in order to be able to use more than one JCL member). With Batch Online SUBMIT,
the  Administrator can also create JCL PROCs which permit users to change specific values in a JCL member, as needed.

The following sections provide background information about  JCL statements, along with examples. For authoritative
advice regarding the use of JCL statements, see your systems programmer.

Batch Execution Method Comparison

Two methods of batch execution work with : Batch Online and Batch Signon. Both methods require submitting JCL
that contains the information needed by  to process the query. Batch Online JCL is submitted from the Batch Execution
panel and does not require signon or  input statements. Those items are provided by the online system. Batch Sign/On
is submitted from another product and submits JCL and  statements as part of the job stream. Batch Sign/On requires
control cards that may specify various options and must specify the statements for any query or dialog to be executed.
The following table shows significant differences between these two batch methods:

Difference Batch Online SUBMIT Batch Sign/On
Requires control statements after the input
statement.

No Yes

Permits the use of #DQOPERATORNAME
as
the JCL user ID, allowing ID substitution.

Yes No

Permits the use of variables. Yes No
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Batch Online SUBMIT

End users can be authorized by the  Administrator to submit batch jobs with an online panel called Batch Execution
(DQE40). This panel submits a JCL member containing information needed to process the query. Maintaining the JCL
member is a  Administrator responsibility.

Users can submit queries or dialogs for batch execution with a panel in online  and the jobs will execute offline either
immediately or at a deferred time.

As the  Administrator, you can create JCL PROCs for users of Batch Online, permitting users to perform variable
substitution. See Creating a JCL PROC for Online Submission for details.  Administrator information about Batch Online
appears in Batch Online Management.

Batch Sign/On

The Batch Sign/On method requires JCL that submits  statements to the operating system from another product and
processes a query or dialog. End users do not commonly use Batch Sign/On Mode. The JCL can be accessed through
CA Roscoe IE, CA Vollie, TSO or any other batch job submission method and submitted for  signon and execution. Sign/
On mode allows a user who cannot access a CICS monitor to submit batch  jobs through CA Roscoe IE or some other job
submission method. See Batch Sign/On Management for more information about batch Sign/On.

Prerequisites for Using Batch

To use batch , you must:

1. Tailor the active System Option Table (DQOPTLST) for batch job submission. The following are the DQOPTLST
parameters that impact batch job submission:
– DQDBID=
– EXPDEV= (z/VSE only)
– LINPRTL=
– LINPRTP=
– RTIMDQE= (SQL Mode only)
– RTIMDQW=
– SEQBUFS=
– SORTWK= (z/VSE only)
– SUBEXIT=
– SXBEXIT=
– URTPRTY=

2. After modifying the DQOPTLST macro, reassemble and link edit it.
3. Place the updated System Option Table into effect in one of the following ways:

– If the CICS RES count is zero, do a CICS NEWCOPY of DQSYSTBL.
– If the CICS RES count is not zero, bring down the monitor and bring it back up again.

4. Check the parameters of the DQW (Work Table). See DQW: Work Table for instructions.
5. Set up the JCL members. Sample JCL for executing DQBATCH in Sign/On mode in z/OS and z/VSE is included at the

end of this chapter.

Installing the Internal Reader

If your users plan to execute queries using EXECUTE with a report destination of system printer or using SUBMIT, you
must first install the CAIVPE internal reader.

• z/VSE
See the CA CIS for VSE documentation.

• z/OS
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Use the JES internal reader supplied by IBM for job submission. The statements of the job stream are written to a
sequential file. The file is assigned to the JES internal reader with a DD statement. CAIVPE-based products executing
in a partition can share a common JES reader. Interleaving of data from different products assigned to the same reader
is prevented by the CAIVPE enqueue mechanism.
For the name of the sequential file under the CICS TP monitor, make an entry in the Destination Control Table (DCT)
for the DESTID or use the default. Unless the default is changed during IPC installation, it is IRDR. Following is a
sample for making the entry after signing on to CICS:
a. Verify if the entry is there. If not, go to step 5.

CEDA VIEW TDQUEUE(IRDR) GROUP(*)

b. If you need to change an attribute, specify ALTER to the right of the entry and press Enter. Overtype to modify
values and press PF3.

c. Disable and close the TDQUEUE to CICS through:
    CEMT INQUIR TDQUEUE(IRDR)   

If it shows enabled (ENA) and open (OPE(N)), then overtype these two values with the following commands:
DIS (disabled)

CLS (closed)

d. If IRDR needs to be defined, issue the following commands:
CEDA DEFINE TDQUEUE(IRDR) GROUP(DQGRP) TYPE(EXTRA) DDNAME(ADRSRB)

TYPEFILE(OUTPUT) RECORDSIZE(80) RECORDFORMAT(FIXED) BLOCKFORMAT(UNBLOCKED)

e. Install the modified definition into CICS through the following command:
CEDA INSTALL GROUP(DQGRP)

Make sure there is a DD statement that assigns the file to the internal reader. The DSCNAME keyword in the DFHDCT
macro provides the ddname. This entry may already exist as the result of another CA product installation.

Executing Deferred Batch Queries

Online  allows a user on an online system to create a query or dialog, or to select a query or dialog from a directory of
queries and dialogs. The user can then use the batch execution facility of an online query to submit that query to execute
in the batch mode, either immediately or at a deferred time. Executing a deferred batch query is a two step process. Jobs
submitted as deferred batch queries do not run until a separate  Batch job with a DEFER control statement executes
them.

How a Deferred Batch Query Works

When you request deferred batch execution, an entry is made in a queue in the DQF table, but no job is submitted. The
date and time your request was submitted establishes its place in the queue of jobs that are eligible to be run. When you
later submit a  batch job with a DEFER input statement,  responds to the DEFER by retrieving and sequentially executing
all deferred queries in the queue of eligible jobs.

stores the queue of deferred batch queries in the DQF table.

Considerations for the System Programmer

Because all the deferred queries in the queue can be sequentially executed by the submission of a single  Batch job that
includes a DEFER statement, make certain that the JCL contains everything the queued queries need, for example DD
statements for external SORT work areas for system SORT, EXPORT DD statements, and sufficient region/partition size.

Also remember to take into consideration that when you use the DQWFINIT utility to reinitialize the DQF, the queue of
deferred queries is destroyed.

If your users plan to defer execution of batch queries, you must:

• Assess when the best time to run the deferred queries is: consider the needs of your users and your system
• If you set up a regular schedule for executing deferred batch queries, communicate the schedule to your  Administrator
• Submit the jobs at the appropriate time
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See Executing Deferred Batch Queries for more information.

Preparing for Batch Export Function Use

The  batch export function allows the user to export the columns and keys named in the PRINT or DISPLAY statement of
the query to an output table in the order specified in the query. This exported data is then available for use in user-written
programs.

Types of Export Files

places the requested exported data in a sequential output file. Thus, you must allocate a data set for the exported data.
There are two different types of export output file:

• For export as comma-separated values, the output data set must be a sequential file with variable-length rows and
blocked format with a block size of 4096 bytes. The maximum length of any data row is 4088.
If the user executes more than one comma-separated value EXPORT per any execution of DQBATCH,  writes all of
the output sets to the same output sequential data set.
The exported data set can be downloaded to a PC, since it is in PC file format (CSV).

• For export of fixed-length records, the output data set must be a sequential file with a record length equal to that of the
exported rows.
The user may not execute more than one fixed-length EXPORT per any execution of DQBATCH. If a second fixed-
length EXPORT is performed within a single execution of DQBATCH,  overwrites the data from the first EXPORT.

z/VSE Requirements

In a z/VSE environment, the System Option Table EXPDEV= parameter specifies the default device for exported data.
This default can be overridden for nondeferred jobs at submit time when the system prompts the user for the device. If the
exported files will be stored on disk, you should assign some specific space for that purpose. For more information, see
Accessing Exported Data.

Sample JCL for Batch Sign/On Mode

When using  through the Sign/On mode, all of the input to batch  is made through the use of SYSIN or SYSIPT control
statements for z/OS and z/VSE respectively. Provide individual control statements for each  command, with only one
command per statement. Examples follow:

Sample z/OS JCL

 //jobname    See 

 //       EXEC PGM=DQBATCH

 //STEPLIB    See 

 //SYSUDUMP DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SNAPER   DD SYSOUT=*

 //USRPRINT DD SYSOUT=*

 //SYSIN    DD *                                   Command input

 SIGN/ON dq-user-id PASSWORD ppppppppp

 EXEC sample-query

 /*

 //

Sample z/VSE JCL

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 
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 // EXEC DQBATCH

 SIGN/ON dq-user-id PASSWORD ppppppppp

 EXEC sample-query

 /*

 /&

 * $$ EOJ

Batch Sign/On Management
 

You can submit JCL for processing  queries or dialogs through CA Roscoe IE or a similar product, although online
submission through  is easier.

You can use the batch Sign/On mode to perform the following:

• Submit a DQL Language query
• Submit a dialog
• Submit a SQL query
• Create a Personal Database Facility table with the STORE command
• Export a DQL Language query

  

  Batch Control Statements Overview

Use the  control statements to identify the functions to be performed in batch query. There are many types of control
statements. The following table shows the possible statements in the order they are used. The table provides a brief
description along with information about whether each statement is required or optional and whether it is used in DQL
Mode, SQL Mode, or both modes. Details about each statement appear in alphabetical order in the next section.

Batch Sign/On Statements in Required Order

Only two Batch Sign/On statements are required for a batch job. They are:

• SIGN/ON
• EXECUTE

The following table shows the order and a brief overview of each Batch Sign/On statement. The next section in this
chapter provides details for using the statements.

 Statement  Description  DQL, SQL, or Both 
 SIGN/ON  (Required.) Specifies the user ID and

password (if any).
 
Both

 OPTION DDBASE= Names the database ID of the  database if
different
from the default.

Both

 OPTION QUERYLANG= Specifies language to use if user is
authorized for both. Otherwise the last
online mode at signoff will be used.

Both

 OPTION AUTHID= Specifies the authorization ID to be
used in the query.

SQL
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 OPTION DIAGNOSTICS= With option CBS, tells  to produce
Compound Boolean Selection diagnostic
reports. If option RQT is
used, this statement should follow
FIND or EXECUTE.

DQL

 OPTION PLANOPTS,MSG= Tells  whether to
produce detail or summary messages
about preparation and execution time.

SQL

 OPTION PLANOPTS,DISPLAY= Tells  whether to print preparation and
execution time
messages during execution.

SQL

 OPTION PLANOPTS,OPT= Tells  whether to use user-specified join
order or SQL-chosen join order.

SQL

 OPTION STATISTICS=ON Provides statistical information on
execution.

Both

 OPTION WINDOWING=NO Specifies WRAP (NO) or NOWRAP (YES)
selections for reports.

Both

 OPTION QUERYTEXT=YES Prints text of query. Both
 OPTION PAGESTOGETHER=YES Print report pages together (YES) or print

front pages and then back
pages (NO).

Both

 SELECT, UPDATE, DELETE, and
INSERT 

SQL query keywords. Each must be on a
separate line.

SQL

 FIND and COUNT DQL query keywords. DQL
 EXECUTE  (Required.) Executes the query or

dialog named in the statement.
Both

 EXPORT Exports data found by the query to a
sequential file.

Both

 STORE Creates a new Personal Database Facility
table containing query or dialog output.

Both

  Control Statements

The following is a detailed description of each control statement used in submitting a DQL Language or SQL query.
Statements appear in alphabetical order.

NOTE

OPTIONs cannot be stacked on one card. There should only be one OPTION per card statement.

 

 OPTION AUTHID= 

  (Optional - Valid in SQL Mode only.) Allows you to specify the authorization ID that is to be used in the query. The format
of the OPTION AUTHID= statement is as follows:

►►─ OPTION ─ AUTHID=nnnnnnnn ─────────────────────────────────────────────────►◄

Where nnnnnnnn is a 1- to 18-character authorization ID.

•  Valid Entries:
A valid 1- to 18-character ID that specifies the authorization ID used in your query

•  Default Value:
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If no OPTION AUTHID= statement is used, your private authorization ID

 EXECUTE 

  (Required in both SQL Mode and DQL Mode.) Tells  to execute the query. EXEC can also be used. If this keyword is
omitted, the query does not execute and no printed output is produced.

►►─ EXECUTE ─ name ─ (variable-list) ─ (stage-1) ─ (thru ─ stage-2) ──────────►

 ►─ (total-option) ───────────────────────────────────────────────────────────►◄

►►─ EXECUTE ─ name ─ (total-option) ──────────────────────────────────────────►◄

•   name
(Required in both SQL Mode and DQL Mode.) Specifies a name of a query or dialog to execute.
–  Valid Entries:

A 1- to 15-character query name, or an asterisk (*) to specify execution of the active query. To use the active query,
enter it in the JCL stream immediately preceding the EXECUTE statement, using the FIND statement of the DQL
query or any SQL query statement. The active query cannot be a dialog.

–  Default Value:
(No default)

•    (variable-list) 
(Optional - Valid in both SQL Mode and DQL Mode.) The variable-list is a list naming the variables which can be
substituted for a dialog executed by this batch job. This is optional and if not given for a dialog, the query is executed
with the default values.
If it is necessary to continue a statement when naming values for dialog variables, place any non-blank character in
column 72 of the SYSIN or SYSIPT statement. The statement to be continued can end at any comma in the variable
list and the next variable can begin in any position on the next statement. To enter a very long variable value, continue
the variable through column 71 with the continuation character in column 72, and begin the continuation in column 1 of
the next statement. Only a variable-list can continue from one statement to another. All of the other parameters on the
statement must be totally contained on one SYSIN or SYSIPT statement variable. Identify each variable by its dialog
number. Separate each variable value with a comma.
–  Valid Entries:

Enter the variable number indicated in the dialog, an equal sign, and the value.
–  Default Value:

The default values assigned to the dialog variable
The following is a sample valid variable-list entry:
1='EASTERN',15='986',3='CAI' 

•   (stage-1) 
(Optional - Valid in DQL Mode only.) Specifies at which stage query execution should begin. This is optional and is only
used when specifying that execution stop at a specific stage before producing output. An example of an instance when
you might choose to stop execution before producing output is: selecting data for EXPORT without printing it first. In
DQL Mode, batch execution only permits stage-1 to be FIND. Enter stage-1 when specifying that execution stop at a
specific stage. (See stage-2, next.) Names the first stage of the query to execute, which in batch  must be FIND.
–  Valid Entries:

FIND
–  Default Value:

FIND
•   (thru-stage-2) 

(Required when stage-1 is specified - Valid in DQL Mode only.) Indicates the last stage of the query to be executed.
(THRU is an optional word.)
–  Valid Entries:

SET, SORT, PRINT, or DISPLAY
–  Default Value:
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Defaults to the last  keyword in the query.
•  total-option

(Optional - Valid in both SQL Mode and DQL Mode.) Indicates the type of totaling to be done, if any. In DQL Mode,
indicates the type of totaling to be done, if any. In SQL Mode, TOTALS option will have meaning only for a query
developed online for which a report format has been generated.
–  Valid Entries:

NO-TOTALS or TOTALS-ONLY
–  Default Value:

Defaults to the value specified in the query.

 EXECUTE Examples 

The following is an example of an EXECUTE statement for a dialog with totals:

EXEC MYDIALOG 1="JUNE',3='TEXAS',4=500.00  TOTALS-ONLY

The following is an example of an EXECUTE statement that is not a dialog but uses all options:

EXEC MYQUERY FIND THRU SORT TOTALS-ONLY

 EXPORT 

 (Optional - Valid in both SQL Mode and DQL Mode.) Tells  to export the data. The format for the EXPORT statement is:

►►─ EXPORT ─ set-name ─ data-type ─ output-type ─ data-format ────────────────►◄

•   set-name 
Identifies the set being exported.
–  Valid Entries:

A valid 1- to 15-character set name enclosed in apostrophes.
–  Default Value:

(No default)
•   data-type 

Indicates whether detail or total records are exported.
–  Valid Entries:

DETAIL or TOTALS (Use 2 EXPORT statements to have both details and totals reported.) Only DETAIL is valid for
use with a FIXED format. See data-format 

–  Default Value:
DETAIL

•   output-type 
(Optional - Valid in z/VSE DQL Mode only.) Indicates the device type.
–  Valid Entries:

TAPE or DISK
–  Default Value:

The value specified in the System Option Table TYPE= option.
•   data-format 

(Optional) Indicates the format for data on the output data set. Available formats are CSV and FIXED. CSV means
variable-length records with values separated by a character specified in the  System Option Table. FIXED means
fixed-length records. Only one EXPORT of fixed-length records is permitted per execution in Batch Sign/On Mode.
–  Valid Entries:

CSV or FIXED
–  Default Value:

CSV

For more information on the EXPORT function, see Using the Batch Export Function.
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 FIND or COUNT 

 (Optional - Valid in DQL Mode only.) One of these keywords must be the first word of a query input on an input statement
in batch , since an active found set does not exist for batch . The COUNT keyword provides no print of the query.

Use only FIND or only COUNT. When using  through the Sign/On mode, all of the input to batch  is made through the
use of SYSIN or SYSIPT control statements for z/OS and z/VSE respectively. Provide individual control statements for
each  keyword, with only one keyword per statement. However, you can have an entire query on one statement if you
follow these rules:

• Begin the query on line 1 of the control statement.
• Put a non-blank character in column 72 and continue on the next line if the query exceeds 71 characters.
• Do not split words at the end of one line.
• Do not use a continuation (non-blank) character in column 72 of the last line of a query.
• Use a maximum of n times 24 lines for your query, where n is the number of pages of query text specified in

the  System Option Table in the QPAGES= parameter.

Options can be reset between queries if you are submitting several queries at one time.

Following is a sample valid query:

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

    FIND ALL COMPANY                                                    +

    SORT COMPANY-NUMBER                                                 +

    PRINT COMPANY-NUMBER BILLED PAID

•  FIND
The format for the FIND keyword is as follows:

►►─ FIND ─ data ──────────────────────────────────────────────────────────────►◄

  data  

Is the rest of the user's query text.

Valid Entries: Enter a valid query text.

Default Value: (No default)

 COUNT 

 (Optional - Valid in DQL Mode only.) The COUNT keyword provides the number of rows found. The format for the
COUNT keyword is as follows:

►►─ COUNT ─ data ─────────────────────────────────────────────────────────────►◄

  data  

Is the rest of the user's query text.

•  Valid Entries: 
Enter a valid query text.

•  Default Value: 
(No default)

 OPTION DDBASE= 

 (Optional - Valid in both SQL Mode and DQL Mode.) Names the database ID of the tables specified in the batch query if
different from the one defined in the  System Option Table. The format of the OPTION DDBASE= statement is as follows:

►►─ OPTION ─ DDBASE=nnnnn ────────────────────────────────────────────────────►◄
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•   nnnnn 
Is the numeric database ID.
–  Valid Entries:

The valid  database ID that contains the table specified in the user's query.
–  Default Value:

The database ID from the  System Option Table.

 OPTION DIAGNOSTICS= 

 (Optional - Valid in DQL Mode only.) Produces Compound Boolean Selection diagnostics report or the request table. The
format of the OPTION DIAGNOSTICS statement is as follows:

►►─ OPTION ─ DIAGNOSTICS= ─┬─ CBS ───┬────────────────────────────────────────►◄

                           ├─ OFF ◄ ─┤

                           └─ RQT ───┘

This option specifies printing of a Compound Boolean Selection diagnostics report, the request table, or no diagnostics.

•  Valid Entries:
CBS, OFF, or RQT

•  Default Value:
OFF

NOTE
 If RQT is used, this statement should follow either the FIND or EXECUTE statement. Otherwise, it should
precede the FIND or EXECUTE statement.

 OPTION PLANOPTS, DISPLAY 

 (Optional - Valid in SQL Mode only.) Specifies printing messages requested with OPTION PLANOPTS,MSG= statement.
This statement should follow the EXECUTE statement.

OPTION PLANOPTS,DISPLAY

 OPTION PLANOPTS,MSG= 

 (Optional - Valid in SQL Mode only.) Specifies the kinds of SQL Plan Optimization messages to be produced. This
statement should precede the query and the EXECUTE statement.

OPTION PLANOPTS,MSG=xy

•  xy
x specifies messages about preparation time and y specifies messages about execution time.
–  Valid Entries:

N - No messages
S - Summary messages
D - Detail messages

–  Default Value:
NN

 OPTION PLANOPTS,OPT= 

 (Optional - Valid in SQL Mode only.) Specifies the type of join order to be used.

                              OPTION PLANOPTS,OPT= M

 P

This option specifies that  use the order specified in the query or that  use the order chosen by SQL.

•  Valid Entries:
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M - Order from user
P - Order from SQL

•  Default Value:
Order decided by SQL at statement preparation time.

 OPTION PAGESTOGETHER= 

 (Optional - Valid in both DQL Mode and SQL Mode.) Used only when windowing is requested with OPTION
WINDOWING statement. Specifies if the report pages are printed with all windows of a page together (1A, 1B, 1C...2A,
2B, and so forth) or all pages of a window together (1A, 2A, 3A,...1B, 2B, 3B, and so forth). The format of the OPTION
PAGESTOGETHER statement is:

►►─ OPTION ─ PAGESTOGETHER= ─┬─ YES ─┬────────────────────────────────────────►◄

                             └─ NO ──┘

The option specifies whether to print windows of a page together (YES) or to print pages of a window together (NO).

•  Valid Entries:
NO or YES

•  Default Value:
Your profile value for hardcopy print options.

 OPTION WINDOWING= 

 (Optional - Valid in both DQL Mode and SQL Mode.) Specifies the WRAP and NOWRAP selections for reports. The
format of the OPTION WINDOWING statement is as follows:

►►─ OPTION ─ WINDOWING= ─┬─ YES ─┬────────────────────────────────────────────►◄

                         └─ NO ──┘

This option specifies whether to have  print the report with the lines wrapped (NO) or to have  to print the report without
wrapping (YES).

•  Valid Entries:
NO or YES

•  Default Value:
Your profile value for hardcopy print options.

 OPTION QUERYLANG= 

 (Optional - Valid in both DQL Mode and SQL Mode.) Specifies the query language (either DQL or SQL) to be used in
the query. Causes the named query language to be used, rather than the last language used online. The format of the
OPTION QUERYLANG= statement is as follows:

►►─ OPTION ─ QUERYLANG= ─┬─ DQL ─┬────────────────────────────────────────────►◄

                         └─ SQL ─┘

This option specifies the query language ID.

•  Valid Entries:
DQL or SQL

•  Default Value:
The  query language ID specified on your profile.

 OPTION STATISTICS= 

 (Optional - Valid in both DQL Mode and SQL Mode.) Tells  to provide statistical information on the execution of the query
or dialog. The format of the OPTION STATISTICS statement is as follows:

►►─ OPTION ─ STATISTICS= ─┬─ ALL ─┬───────────────────────────────────────────►◄

                          ├─ ON ──┤
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                          └─ OFF ─┘

Specify ON to have  print the statistics, OFF for  to print no statistics page, or ALL for  to print extended statistics (DQL
only.)

•  Valid Entries:
ON, OFF, or ALL

•  Default Value:
Your profile value for hardcopy print options.

 OPTION QUERYTEXT= 

 (Optional - Valid in both DQL Mode and SQL Mode.) Specifies whether the text of the query that produced the report is
printed when the report is printed. The format of the OPTION QUERYTEXT statement is as follows:

►►─ OPTION ─ QUERYTEXT= ─┬─ YES ─┬────────────────────────────────────────────►◄

                         └─ NO ──┘

Specifies YES to have  print the text of the query and NO to have  to print no query.

•  Valid Entries:
NO or YES

•  Default Value:
Your profile value for hardcopy print options.

•  PRINT-ONLY
Indicates that the report is produced on the system printer. This is the default.

 SELECT and Other SQL Statements 

 (Optional - Valid in SQL Mode only.) These keywords must be the first word of a query input on an input statement in
batch  if the query is to select columns from a table. Use only one of these statements: SELECT, UPDATE, DELETE,
INSERT, CREATE, DROP, ALTER, GRANT, REVOKE, and any other SQL keyword that can be used in online . Use these
keywords as they would be used online in a SQL Mode query.

You can have an entire query on one statement if you follow these rules:

• Begin the query on line 1 of the control statement.
• Put a non-blank character in column 72 and continue on the next line if the query exceeds 71 characters.
• Do not split words at the end of one line.
• Do not use a continuation (non-blank) character in column 72 of the last line of a query.
• Use a maximum of n times 24 lines for your query, where n is the number of pages of query text specified in

the  System Option Table in the QPAGES= parameter.

The format for the SQL keyword is:

►►─ sqlkeyword ─ data ────────────────────────────────────────────────────────►◄

•   sqlkeyword 
Is any valid SQL keyword.

•   data 
Is the rest of your query text.

•  SIGN/ON
(Required) Identifies the  user to . Only one SIGN/ON statement is allowed and it must be the first statement in the job
stream. The PASSWORD keyword is required if a password is assigned, optional if there is no password.
–  userid

Is the  user identification assigned to you.
•  Valid Entries: 
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A 1- to 32-character  user ID
•  Default Value: 

(No default)
–  password

Is the your password, if one is assigned.
•  Valid Entries: 

A 1- to 9-character password
•  Default Value: 

(No default)

 STORE 

 (Optional - Valid in both DQL Mode and SQL Mode.) With unique table name operand, creates a personal table from
active found set of data in DQL Mode or SQL Mode. The format of STORE follows:

►►─ STORE ─ new-table-name ───────────────────────────────────────────────────►◄

•   new-table-name 
A 1- to 32-character Personal Database Facility table name for the new personal table which is to contain the output
from this query.

Batch Online Management
Users can submit queries through online batch job execution using the Batch Execution panel or by normal batch job
submission.

  

Authorizing Users for Batch

Users must be authorized for batch submission by specifying Y (yes) in the SUBMIT ALLOWED field on the User Table
Maintenance panel, accessed from the USERS option on the Administrative Menu. (See Authorizing Users in CA
Dataquery.)

Using Batch Online

When a user submits a query from the online batch execution panel,  searches the  JCL library for the appropriate Batch
Online JCL member. To use a specific JCL member, users can type a valid JCL name over the displayed value. A user's
only access to JCL names is by having access to the JCL library (authorization) or by being told a JCL name. If a user
knows a JCL name, he can use it automatically if he is authorized for Batch Online.

  will not allow users to input a JCL member name when they specify the system printer for the report
destination.  searches the JCL library in the order described in the next section and uses the first JCL member which
meets the criteria.

Understanding the System

End users can share JCL if:

• A DQ PROC (a special DQ JCL member) is set up with a variable for the user's ID, or
• The DQ JCL member contains the #DQOPERATORNAME variable so that the user's ID will replace the variable when

the JCL is used. For more information on the #DQOPERATORNAME variable, see the next section.

  searches the JCL library in the following order for:
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• JCL member whose name matches the user ID
• JCL member whose name matches the user's Group Level 3 ID
• JCL member whose name matches the user's Group Level 2 ID
• JCL member whose name matches the user's Group Level 1 ID
• Default JCL member named $$DQJCL

When  finds a JCL member name that matches one of the above criteria,  supplies that value on the Batch Execution
panel. When the Batch Execution panel (DQEN0) is used, the name of a JCL member appears on the panel. The name is
selected according to the above criteria. The user may change the name to any valid JCL member or PROC name.

Sharing JCL

End users can share JCL if it contains the #DQOPERATORNAME variable ID so that when the user enters a valid
JCL name, the #DQOPERATORNAME is automatically replaced by the user's ID. Only the first occurrence of
#DQOPERATORNAME is replaced per line (80 byte card image). If replacing #DQOPERATORNAME in the JCL causes
the line to go past column 71, the DQ506E error message is displayed and the JCL needs to be changed for the variable
to be used.

An example for using the #DQOPERATORNAME variable is as follows:

• The site has CA Top Secret external security on their system
• The user signed on to CA Top Secret with a user's ID of TSS-USER
• The user signed on to CICS with a user's ID of CICS-USER
• When the user ran the following JCL, #DQOPERATORNAME was replaced with TSS-USER

An example for z/OS would be:

// jobname  JOB  (accounting information),MSGCLASS=X,CLASS=A,

//          USER=#DQOPERATORNAME,PWD=ABCD

// EXEC PROC=procname

// EXEC PGM=DQBATCH

// SYSIN DD *

/* DQ INPUT

//

When these jobs run, everywhere #DQOPERATORNAME was found in the above JCL, it was replaced with the TSS
userid of TSS-USER. Another way to accomplish this is to set up DQ PROC (special DQ JCL) members that allow
substitution of several different variables.

An example for z/VSE would be:

*  $$ JOB JNM=DQBATCH,....

// JOB #DQOPERATORNAME

// ID USER=#DQOPERATORNAME,PWD=ABCD

// EXEC PROC=procname

*  * #DQOPERATORNAME

// EXEC DQBATCH

/* DQ INPUT

/*

/&

*  $$ EOJ

NOTE
 There is not a special DQ variable to obtain the password from TSS and pass it to the //ID statement in your
JCL. In this case, the password had to be hardcoded. Another way to handle variable substitution is mentioned
in the above z/OS example.
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Using the System Default Member ($$DQJCL)

  requires that you name the system default JCL member for the online submission of a batch query $$DQJCL. No other
default name is acceptable. The next sections provide sample $$DQJCL jobs. Use your Systems Programmer as the
authority when creating user JCL members. The following $$DQJCL samples demonstrate the required statements for the
$$DQJCL system default JCL.

 Sample z/OS JCL 

Following is a sample of a $$DQJCL job for z/OS.

 //jobname    See 

 //       EXEC PGM=DQBATCH

 //STEPLIB    See 

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SYSUDUMP DD SYSOUT=*

 //SNAPER   DD SYSOUT=*

 //SYSOUT   DD SYSOUT=*

 //DQOUT    DD ...  Code according to your site standards if using EXPORT, or

//DQFIXD   DD ...  Code according to your site standards if using EXPORT

 //SYSIN    DD *                                   Command input

 /*   DQ INPUT      DQ INPUT is provided by the active member submitted by the user.

 //

 Sample z/VSE JCL 

Following is a sample $$DQJCL member for z/VSE.

 * $$ JOB ...           See 

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

 // EXEC DQBATCH

 // DLBL DQOUTD        Code according to your site standards if using EXPORT, or

 // TLBL DQOUTT        Code according to your site standards if using EXPORT, or

// DLBL DQFIXD        Code according to your site standards if using EXPORT, or

// TLBL DQFIXT        Code according to your site standards if using EXPORT

 /* DQ INPUT           DQ INPUT is provided by the active member submitted by the user.

 /*

 /&

 * $$ EOJ

Library Management

Maintaining the JCL library is an important  administrative job function. You use the JCL option on the Administrative
Menu to perform the following tasks:

• Viewing a listing of JCL members
• Creating JCL members
• Editing JCL members
• Deleting JCL members
• Adding new copies of JCL members to the JCL library
• Establishing definitions for variables in a JCL procedure member

There is no limit to the number of JCL members that you can have in your JCL library. However, you need at least one
member, named $$DQJCL, which is required as the system default JCL member.
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The Submit panel allows entry of any JCL member name. $$DQJCL is used as a default only if no JCL member is found
under the user's name or any of the user's groups. All JCL members are used to submit batch queries or print requests
to the system offline batch printer. A JCL member is assigned to a user by naming it with the user's name or to a group of
users by naming it with the group name.

Selecting a Batch Online JCL Member

When you select the JCL option from the Administrative Menu, or use the JCL command from the command line,  displays
the DIRECTORY OF JCL MEMBERS panel as shown following.

 DIRECTORY OF JCL MEMBERS (DQDS0) 

=>

Place the cursor on a name to delete or edit.  Use PF3 to add JCL members

------------------------------------------------------------------------DQDS0

DATAQUERY:  DIRECTORY OF JCL MEMBERS

START WITH:  _______________________________   START TYPE:  P  Proc or Jcl

-----------------------------------------------------------------------------

       USER NAME OR GROUP-ID        | TYPE |    DESCRIPTION

-----------------------------------------------------------------------------

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

                                    |      |

-------------------------------------------------------------------------- ===>

<PF1>  HELP       <PF2>  RETURN       <PF3>  CREATE       <PF4>  EDIT

<PF5>  NOT USED   <PF6>  DELETE       <PF7>  BACKWARD     <PF8>  FORWARD

<PF9>  NOT USED   <PF10> NOT USED     <PF11> NOT USED     <PF12> RIGHT

 Action 

The START WITH: field, located in the upper-left corner of this panel, is where you enter the full or partial name of the JCL
where you want the listing to start. When you press Enter,  refreshes the Directory of JCL MEMBERS panel with the JCL
that you specified on the first line of the listing. You can also page forward using <PF8> FORWARD, or backward using
<PF7> BACKWARD until you reach the member that you want to view or edit. START TYPE tells if the START WITH is a
JCL or PROC name (P is the default).

 Panel Description 

The following list describes each column of the Directory of JCL Members panel.

•   USER NAME
OR GROUP-ID
Alphabetical listing of all existing JCL member names. Usually the JCL member is a user ID or group level ID.

•   TYPE
Date the named JCL member was last accessed.

•   DESCRIPTION
Description of this JCL member as described on the EDITOR panel when it was created.
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 PF Keys 

The following list describes the PF keys on the DIRECTORY OF JCL MEMBERS panel.

 Key  Objective  Result 
CLEAR Return to the Main

Menu
Return to the Main Menu

<PF1> HELP Display HELP panel   displays the HELP panel
<PF2> RETURN Return to previous

panel
Previous panel or Main Menu is displayed

<PF3> CREATE Create a new JCL
member

  displays the EDITOR panel

<PF4> EDIT Modify a JCL member Display that JCL member
<PF5> NOT USED Not in use
<PF6> DELETE Delete a JCL member   removes that JCL member
<PF7>BACKWARD Scroll to previous

screen of JCL
members, if any

Display previous JCL members, if any

<PF8> FORWARD Scroll to next screen of JCL members, if
any

Display more JCL members, if any

Creating or Editing a JCL Member

You must build the JCL members for the end users. If you have existing JCL, it is still functional if it meets the criteria
discussed in this chapter.

Use your Systems Programmer as the authority when creating user JCL members.

 Action 

When you want to create a new Batch Online JCL member or edit an existing Batch Online JCL member, begin by
selecting the JCL option from the Administrative Menu, or use the JCL statement from the statement line. When the
DIRECTORY OF JCL MEMBERS panel appears, press <PF3> CREATE, to create a new member, or <PF4> EDIT, to
modify an existing member.  displays the EDITOR panel with the TYPE field specified as JCL. A sample JCL EDITOR
panel follows:

 JCL EDITOR (DQD10) 

 =>

 ------------------------------------------------------------------------DQD10

 DATAQUERY:  EDITOR

 -----------------------------------------------------------------------------

 NAME:          TEMP                              TYPE: JCL

 DESCRIPTION:   ____________________________________________________________

    ....+....1....+....2....+....3....+....4....+....5....+....6....+....7....+.

 .. ================================ T O P =====================================

 01

 02

 03

 04

 05

 06
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 .. ===========================  B O T T O M  ==================================

 -----------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN       <PF3>  NOT USED     <PF4>  SAVE

 <PF5>  PROC DEF   <PF6>  DELETE       <PF7>  BACKWARD     <PF8>  FORWARD

 <PF9>  UPDATE     <PF10> VALIDATE     <PF11> RIGHT/LEFT   <PF12> NOT USED

Use and operation of the  EDITOR is fully described.

  does not perform syntax checking on JCL statements. If errors are present in your JCL member, the submitted job does
not execute properly. JCL errors are detected and reported by the operating system. Test JCL by submitting sample jobs.

Saving a JCL Member

When you create a new JCL member, you must press <PF4> SAVE to save that member in the JCL library. You cannot
update or edit a new member until it has been saved.  does not know that that member exists until you save it.

Copying a JCL Member

To copy an existing member, select the JCL option from the Administrative Menu, or use the JCL statement from the
statement line. When the DIRECTORY OF JCL MEMBERS appears, position the cursor on the member name and press
<PF4> EDIT. When the member appears on the EDITOR panel, type the new member name over the old member name
and press <PF4> SAVE.  redisplays the EDITOR panel with the new member stored on the JCL library. Edit the new
member as needed.

Deleting a JCL Member

To delete a JCL member, begin by selecting the JCL option from the Administrative Menu or use the JCL command from
the command line. When the DIRECTORY OF JCL MEMBERS panel appears, locate the cursor beside the JCL member
that you wish to delete and press <PF6> DELETE.

NOTE
Once you delete a JCL member, that member is deleted and cannot be restored or reaccessed. The entire
member, including the variable definition for PROCs, is deleted.

Creating a JCL PROC for Online Submission

  provides a method of tailoring JCL at submission time. Special JCL members called PROCs, can be defined with
substitutable variables. You can create JCL members that contain variables for which values can be substituted when the
JCL is submitted. A PROC is to JCL what dialogs are to queries. The PROC variables are identified with dialog symbols
and use dialog fill characters.

 Comparison 

The differences between PROCs and dialogs are:

• You do not validate a PROC. You submit it using different values for the variables to test the validity of the PROC.
• PROC variables must occur on the end of the line in the JCL if they contain a comma.

 Uses 

PROCs can serve a variety of functions. You may need to establish naming conventions at your site, or limit the execution
of certain programs or use of data sets. Whatever the requirements are for your site, you can create one PROC with
substitutable values for each one.
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As you learn about  and create a few PROCs of your own, you will think of more uses for them. Since you can list valid
values and specify ranges for numeric variables, you can make sure that only the values you authorize are used in your
PROCs.

 Before You Begin 

It is advisable to create a working JCL member, save it, validate it and execute it before adding the variables and making it
into a PROC. If errors occur after you make it into a PROC, it is easier to locate the problem.

A sample JCL member follows that is used as the basis of a PROC that changes the job name, user ID and password.

 01 //jobname    Code according to site standards (See ).

 01 //DQBATCH  JOB   (DAL-BO7,DQ110103),DQ,MSGCLASS=T,

 02 //      USER=DQUSER,

 03 //      PASSWORD=DQU

 04 //   EXEC   PGM=DQBATCH

 05 //STEPLIB    See 

 06             .

 07             .

 08             .

 09             .

 10 //SYSPRINT DD  SYSOUT=*

Display the JCL member

To create a PROC from an existing public JCL member, begin by selecting the JCL option from the Administrative Menu
or use the EDIT command to display the JCL member.  displays the EDITOR panel containing a copy of the JCL member,
with the original name, type, status and description.

The EDITOR panel allows you to copy and modify an existing JCL member by assigning it a new name, type and
description. You can modify any part of the JCL member shown.

Important Concepts

For more information about creating PROCs, see Creating Dialogs. You may also want to see the user instructions for
responding to JCL PROCs in the same book. Creation and terminology for PROC creation is the same as for dialog
creation. This section provides special information for PROCs only.

 Variable 

Designate any part of a JCL member a variable. The user submitting the JCL substitutes another value, such as a job
name, DSN, or VOLSER, for the variable.

 Default 

A PROC variable must have a default value that the user can submit without changing the variable. The default variable
can be blanks by using all dialog fill characters. Defaults must be acceptable to  without the variable ID.

 Commas in JCL 

If a JCL variable ends with a comma, the variable must be on the end of the line because a blank is required to indicate
the end of the variable.

 Save or Update 

After you set up your variables in the JCL member, you should save the JCL member if you have not already, or update it
if you have saved it previously.
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PROC Example

The following panel shows how the variable IDs and fill characters for this PROC were inserted. (Select PROCESS MODE
with <PF12> and press <PF4> SAVE to save the PROC.)

 Sample PROC EDITOR Panel 

 =>

 ------------------------------------------------------------------------DQD10

 DATAQUERY:  EDITOR

 -----------------------------------------------------------------------------

 NAME:          SITEJCL________                   TYPE: PROC__

 DESCRIPTION:   NEW COMPANY JCL                                         ___

    ....+....1....+....2....+....3....+....4....+....5....+....6....+....7....+.

 .. ================================ T O P =====================================

 01 //1?DQBATCH_  JOB   (DAL-BO7,DQ110103),DQ,MSGCLASS=T,

 02 //      USER=2?USERID,____________

 03 //      PASSWORD=3?PASSWORD

 04 //   EXEC   PGM=DQBATCH

 05 //STEPLIB  DD  DSN=datacom.products.loadlib

 06             .

 07             .

 08             .

 09             .

 10 //SYSPRINT DD  SYSOUT=*

    ===========================  B O T T O M  ==================================

 -----------------------------------------------------------------------------

 <PF1> HELP          <PF2>  RETURN     <PF3>  DISPLAY COLUMNS<PF4>  DISPLAY KEYS

 <PF5> DISPLAY ALL   <PF6>  LIST TABLES<PF7>  BACKWARD       <PF8>  FORWARD

 <PF9> TEMPLATE      <PF10> VALIDATE   <PF11> RIGHT/LEFT     <PF12> PROCESS MODE

The following list explains each entry/selection. These items are only examples and are not hardcoded.

•   1?DQBATCH_
Change the job name.

•   2?USERID,_______
Change the user ID.

•   3?PASSWORD__
Change the password.

•   PROCESS MODE
<PF4> SAVE
Save the PROC definition so far.

Other Things You Could Do

You could make any other logical part of the JCL member a variable by adding variable IDs and where needed, dialog fill
characters. You can use variables for:

• Data set names
• VOLSERs
• Region size
• Partition size
• Program name to be executed

 360



 CA Datacom Administrating

Removing JCL Members When Deleting a User

When you use a DELETE function to remove a user, the corresponding JCL members are also removed from the set of
JCL members stored on the DQQ table. The user's authorization records stored on the  are deleted as well. However the
person entity-occurrence is not deleted. Consult with the administrator in charge of security about reassigning the JCL
members before you delete a user.

Executing Deferred Batch Queries
The SUBMIT command is used by an online user to submit a  batch job for execution. The batch online panel provides
an option allowing you to defer the execution submitted until after a specified time. You can also request a specific JCL
member to use to execute the deferred query. Deferred query execution allows you to:

• Run jobs at times when resources are cheaper
• Run the job when there is less competition for resources
• Run after updating has completed

Deferral is especially useful for long-running queries.

When you construct batch queries and submit them through the Batch Execution panel, you can either request that
queries process immediately or be deferred until a later time. If you choose to defer the execution, you must designate
a time, and the query can only be executed after that time has passed. This needs the coordination of the users and
operations staff so that specified times fit in with the systems schedule for starting up the deferred queries.

Action

To start up a batch execution that you deferred, build a job stream to activate the batch processor.

Sample z/OS JCL

Specify DEFER after the SYSIN control card as shown in the following z/OS example.

 //jobname    

 //       EXEC PGM=DQBATCH

 //STEPLIB    

 //SYSPRINT DD SYSOUT=*                            Print Output

 //SYSUDUMP DD SYSOUT=*

 //SYSOUT   DD SYSOUT=*

 //IRDR DD SYSOUT=(A,INTRDR)

 //SYSIN    DD *

 DEFER

 /*

 //

Sample z/VSE JCL

Specify DEFER after the EXEC control card as shown in the following z/VSE example.

 * $$ JOB ...           See .

 * $$ LST ...

 // JOB name

 // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see 

.

 // EXEC DQBATCH

 DEFER
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 /*

 /&

 * $$ EOJ

How It Works

searches the DQF work table queue for queries that are ready to execute (those queries for which the time specified by
the user has passed) and executes them. The printer prints a page that identifies you before printing each executed query.
When all queries for that specified time are processed, the batch query processor stops processing.

Using the Batch Export Function
The  batch export function allows the user to export the columns and keys named in the PRINT or DISPLAY statement
of the query to an output file in the order specified in the query. The tables and keys named in the PRINT or DISPLAY
statements of the query determine the columns in the output record. This exported data is then available for use in user-
written programs. The user must be authorized for SUBMIT ALLOWED and EXPORT ALLOWED on the User Table
Maintenance panel.

JCL Member Creation

Because  places the requested exported data in a sequential output file, a data set must be allocated for the exported
data. When you create your JCL member for exporting data, specify the name of the data set to which the export data is
to be written.

Device Type

The JCL member can specify any device type supported by IBM QSAM (z/OS). In a z/OS environment, you can specify
either a tape or disk file in your JCL member.

In a z/VSE environment, the System Option Table option specifies whether the default is tape or disk. This default can
be overridden for nondeferred jobs at submit time when the system prompts the user for the device. The user's response
must match the device specified in the JCL member. Deferred jobs always take the System Option Table value.

DDname

has specific requirements for the DDname in your export JCL member name.

Variable Length

In z/OS, for variable length a comma separates value output, the DDname must be DQOUT. You must also specify tape or
disk in a subsequent JCL statement.

In z/VSE, the DLBL name must be DQOUTD. The dftname used for tape is DQOUTT, but an unlabeled tape is created.

Fixed Length

For fixed length output in z/OS, the DDNAME must be DQFIXD.

In z/VSE, the DLBL name must be DQFIXD. The dtfname used for tape is DQFIXT, but an unlabeled tape is created.

User Action

The user requests data to be exported by specifying either: variable-length or fixed-length data records on the BATCH
EXECUTION panel, or by using the EXPORT command in SIGN/ON mode in batch .

Variable-Length Output

The user can also request two types of variable-length output: either DETAIL or TOTALS or both (both is supported only
on the BATCH EXECUTION panel). If both types are requested, the output consists of two sets of output records, one
for DETAIL and one for TOTALS. DETAIL type formats the values of the columns in the PRINT statement of the query
in the data record. TOTAL formats subtotals each time a value in a sort field changes when PRINT LINE TOTALING is
requested. DETAIL is the default and can be omitted. TAPE and DISK are used only in z/VSE and are ignored for z/OS.
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If TAPE and DISK are omitted for z/VSE, the defaults specified in the System Option Table are used. No grand totals are
exported.

Fixed-Length Output

Every column named in the print or display statement of a DQL query or named in the select clause of an SQL query is
written to the output row, using the data type and length as on the database table from which it was retrieved.

Exception: In SQL mode, data type SQL-date will be exported as a 10-byte character, SQL time as an 8-byte character,
and SQL-timestamp as a 24-byte character.

NOTE
To print control breaks for SQL queries, use a REPORT DEFINITION (TOTALS and CONTROL BREAKS).

Batch Sign/on

In sign/on mode, you can execute more than one query per execution of DQBATCH.  allows multiple EXPORT control
cards.

Variable-Length Output

A sample format for multiple EXPORT control statements follows:

  EXPORT 'SETNAME' TOTALS TAPE

  EXPORT 'SETNAME' DETAIL TAPE

  EXPORT 'SETNAME' TOTALS DISK

  EXPORT 'SETNAME' DETAIL DISK

 

Fixed Output

For fixed output, only one EXPORT per DQBATCH execution is permitted. You may not have multiple export cards. In
fixed output, 'NAME' and DETAIL may be omitted.

A sample format for an EXPORT control card follows:

  EXPORT 'NAME' DETAIL DISK FIXED

  EXPORT 'NAME' DETAIL TAPE FIXED

 

If you execute more than one EXPORT per any execution of DQBATCH,  writes all of the output sets to the same output
sequential data set. In SIGN/ON mode you can specify the device type on the EXPORT command input card, but all
exports in any execution must be to the same output data set. You can write only one output data set per one execution of
DQBATCH.

NOTE
The job control cards used to execute DQBATCH must contain the necessary data definition statements to
define the output data set for the EXPORT command.

Data Set Definition

For z/VSE, the data definition statements must define a data set of the type requested on the EXPORT command or the
BATCH EXECUTION panel. In z/VSE, the type of the output data set in deferred batch is determined from the EXPDEV=
parameter in the  System Option Table.

For OS/MSP the type of device is determined only by the data definition statements in the JCL.

For Fixed-Length Output

The output is sequential. The record size is determined by columns being output and records are blocked with a maximum
block size of 4092. The fields are output in type and length as retrieved from the database. No record descriptor word is
written and no header or trailer records are written and data records do not have DATA in the first 4 bytes.
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For Variable-Length Output

The output data set is a sequential file. The records are variable length, blocked format with a block size of 4096. The
maximum length of any data record is 4088.

The data records are written in character format. Leading zeros in numeric fields and trailing blanks in character fields
are suppressed. All blank character fields or all zero numeric fields are indicated by a comma immediately following the
comma for the preceding field. Numbers containing decimal places appear with a decimal point followed by a zero for
each decimal place.

Sample Record

The following table shows a sample record.

Record Descriptor Word FIELDA FIELDB FIELDC
Record
Type

Data Data

The first 4 bytes of any record contain the record descriptor word. The first field is a keyword indicating the record type
which consists of:

• Header record type containing a description of the exported data
• Data record type containing the data values, such as character format with leading zeros suppressed in numeric fields

and trailing blanks truncated in character fields
• Trailer record type containing the total record count including the trailer and header

Every output data set contains these three record types.

The data set can be downloaded to a PC, since this is in PC file format known as CSV.

The following topics are discussed on this page:

Sample EXPORT JCL

Sample z/OS JCL

The following is a sample z/OS EXPORT job:

  //jobname    See  

  //       EXEC PGM=DQBATCH

  //STEPLIB    See  

  //SYSUDUMP DD SYSOUT=*

  //SYSPRINT DD SYSOUT=*                            Print Output

  //SNAPER   DD SYSOUT=*

  //SYSOUT   DD SYSOUT=*

  //DQOUT    DD DSN= ....   Specify according to your site standards. 

  //SYSIN    DD *                                   Command input

  SIGN/ON dquser

  FIND ALL CAI-DETAIL-REC                                                X

  PRINT ITMID-ORDID=KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *

  EXPORT 'DOCUMENT1' DETAIL

  /*

  //

 

Sample z/VSE JCL
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The following is a sample z/VSE EXPORT job:

  * $$ JOB ...           See  

  * $$ LST ...

  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see  

  // DLBL DQOUTD,'DATACOM.DQ.EXPORT',1

  // EXTENT ,volser,1,0,strk,ntrks

  // EXEC DQBATCH

  SIGN/ON dquser

  FIND ALL CAI-DETAIL-REC                                                X

  PRINT ITM-ORDID-KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *

  EXPORT 'DOCUMENT1' DETAIL

  /*

  /&

  * $$ EOJ

 

Sample Export File

After printing the report,  exports the data as indicated in the query to the named data set. Each set of data is labeled by
its set name specified in the export control card or on the BATCH EXECUTION panel. It is important that you give each
set a unique name so that it can be easily located in the data set.

A sample variable length EXPORT file contents display follows:

 HEADER,DOCUMENT1,DETAIL,042887,144204,RECORD,CAI-DETAIL-REC,DTL,000,

      KEY,ITMID-ORDID-KEY,02,C,0010,00,N,N,005,00,N,FIELD,ORD-QTY,N,007,

      00,Y,FIELD,SHIP-QTY,N,007,00,Y,FIELD,UNIT-PRICE,N,007,02,Y,

      FIELD,DISC-PCT,N,003,01,Y,FIELD,ACT-DT,C,0006,00,N

 DATA,"C10000    01008",2,2,29.50,.0,"991106"

 DATA,"C10001    01008",4,4,21.00,.0,"991106"

 DATA,"C10002    01008",6,6,14.00,.0,"991106"

 DATA,"C10005    01008",2,2,66.75,.0,"991106"

 DATA,"A60005    01009",1,1,219.99,.0,"991106"

 DATA,"A60008    01009",2,2,179.99,.0,"991106"

 DATA,"A70000    01009",4,4,99.99,.0,"991106"

 DATA,"H10000    01010",2,2,59.99,.0,"991106"

 DATA,"H10002    01010",10,10,4.99,.0,"991106"

 DATA,"H20001    01010",3,3,21.99,.0,"991106"

 DATA,"H20002    01010",5,5,39.99,.0,"991106"

 DATA,"H20004    01010",2,2,21.99,.0,"991106"

 DATA,"H20006    01010",5,5,12.99,.0,"991106"

 DATA,"H30000    01010",4,4,124.99,.0,"991106"

 DATA,"H30002    01010",6,6,69.99,.0,"991106"

 DATA,"H30003    01010",3,3,59.99,.0,"991106"

 DATA,"H40000    01010",15,15,15.99,.0,"991106"

 DATA,"H70001    01010",100,100,38.99,.0,"991106"

 DATA,"H80002    01010",20,20,73.99,.0,"991106"

 DATA,"H80004    01010",10,10,23.99,.0,"991106"

 TRAILER,0022

 

Header Format for Variable-Length Output
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The following is the format of the header statement from the sample z/OS EXPORT report:

 HEADER FIELD                       FIELD DESCRIPTION

  

 Header                             Describes the data records

      SET-NAME                      Name of the output set

      SET-TYPE                      DETAIL or TOTALS

      FIND DATE                     Date that data was found

      FIND TIME                     Time that data was found

  

 Descriptors                        Name of the records, keys or fields

  

 Record                             Record descriptor follows

      RECORD-NAME                   Name of the record

      DB-NAME                       3-character DB file name

      DB ID                         Database ID for the file

  

 Key                                Key descriptor follows

      KEY-NAME                      Name of a key whose value was exported

      COUNT                         Number of the fields in the key

      *DATATYPE                     Type of data exported:

                                         C = Character field, not nullable

                                         N = Numeric field, not nullable

                                         K = Nullable character

                                         M = Nullable numeric

      *LENGTH                       Length of field if TYPE=C

                                         or no. of digits if TYPE=N

      *DECIMALS                     Number of decimal places if TYPE=N

                                         or no. of zeros if TYPE=C

      *SIGN                         Y if signed, TYPE=N default is N

  

 (Fields marked with * repeat if KEY COUNT is greater than 1)

 Field                              Field descriptor follows

  

      FIELD-NAME                    Name of the output field

  

      DATATYPE                      Type of data exported:

                                         C=character, N=numeric

      LENGTH                        Length of field if TYPE=C

                                         or no. of digits if TYPE=N

      DECIMALS                      Number of decimal places if TYPE=N

                                         or no. of zeros if TYPE=C

      SIGN                          Y if signed, TYPE=N default is N

  

 FIELDS IN DATA RECORDS:

  

 Data                               Indicates data values follow

      DATA                          Comma separated values, as

                                         described by the Header

  

 FIELDS IN TRAILER RECORDS:

  

 Trailer                            Indicates this is a trailer record
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      COUNT                         A count of total number of records

 

Accessing Exported Data

The  batch export function allows the user to export the columns and keys named in the PRINT or DISPLAY statement of
the query to an output table in the order specified in the query. The columns and keys named in the PRINT or DISPLAY
statements of the query determine the columns in the output row. This exported data is then available for use in user-
written programs. The user must be authorized for SUBMIT ALLOWED and EXPORT ALLOWED on the User Table
Maintenance panel under the administrative USERS option to be able to use the export function.

Export File Formats

supports export of data in two formats:

• Comma-separated values to a sequential file with variable-length records
• Fixed-position fields to a sequential file with fixed-length records

Operation

places the requested exported data in a sequential output file, therefore you must allocate a data set for the exported
data.

The user requests that data be exported by filling in a name for the output set of data records on the Batch Execution
panel, or by using the EXPORT command in Sign/On mode in batch .  exports the data as indicated in the query to the
named data set.

The user may also request two types of output, either DETAIL or TOTALS or both. If both types are requested, the output
will consist of two sets of output rows, one for DETAIL and one for TOTALS. DETAIL type formats the values of the
columns in the PRINT statement of the query in the data row. TOTAL prints subtotals when the data in a SORT column
changes.

z/VSE Requirements

For z/VSE, the DQOPTLST option specifies whether the default is tape or disk. This default can be overridden for
nondeferred jobs at submit time when the system prompts the user for the device. The user's response must match the
device specified in the JCL member. Deferred jobs always take the DQOPTLST value.

Comma-Separated Values

For this option, the output data set is a sequential file. The rows are variable length, blocked format with a block size of
4096. The maximum length of any data row is 4088.

The data rows are written in comma-separated value format, with leading zeros in numeric fields and trailing blanks
in character fields being suppressed. All blank character fields and all zero numeric fields are indicated by a comma
immediately following the comma for the preceding field. Each set of data is labeled by its set name specified in the
EXPORT command. It is important that you give each set a unique name so that it can be easily located in the data set.

Sample Record

Following is a sample record:

 Record Descriptor Word    FIELDA      FIELDB    FIELDC

                           Record      Data      Data

                           Type

 

The first 4 bytes of any record contain the record descriptor word.
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The first 2 bytes of this record descriptor word contain the length of the record, including the RDW. The first field is a
keyword indicating the record type. Types used are:

• Header record type containing a description of the exported data
• Data record type containing the data values
• Trailer record type containing the total record count including the trailer and header

Every output data set contains these three record types. The remaining fields are data values, separated by commas.

The data set can be downloaded to a PC, since this is in PC file format known as CSV.

Procedure

When you create your JCL member for exporting data, you need to specify the name of the data set to which the export
data is to be written. The JCL member can specify any device type supported by IBM QSAM (z/OS). You can specify
either a tape or disk file in your JCL member.

has specific requirements for the DDname in your export JCL member name. In z/OS, the DDname must be DQOUT. In
z/VSE, the DLBL name must be DQOUTD; the tape is unlabled.

In Sign/On mode, you can execute more than one query per execution of  Batch.  allows multiple EXPORT control
statements. The EXPORT statements should follow the EXECUTE statement.

EXPORT Control Statement (z/OS)

A sample format for z/OS EXPORT control statements follows:

 ►►─ EXPORT ─ 'setname' ─┬────────────┬────────────────────────────────────────►◄

                        ├─ DETAIL ◄ ─┤

                        └─ TOTALS ───┘

 

EXPORT Control Statement (z/VSE)

A sample format for z/VSE EXPORT control statements follows:

 ►►─ EXPORT ─ 'setname' ─┬─────────────────────┬─┬─ DISK ─┬────────────────────►◄

                        └─ DETAIL ◄ ─ TOTALS ─┘ └─ TAPE ─┘

 

The EXPORT command may specify two types of output, either DETAIL or TOTALS. DETAIL type formats the values
of the columns in the PRINT statement of the query in the data row. TOTAL prints subtotals when the data in a SORT
column changes.

NOTE
DETAIL is the default and can be omitted.

TAPE and DISK are used only in z/VSE and are ignored for z/OS. In z/VSE, you must specify either TAPE or DISK to
indicate the output media.

If you execute more than one EXPORT per any execution of , batch writes all of the output sets to the same output
sequential data set. In Sign/On mode you can specify the device type on the EXPORT command input statement, but all
exports in any execution must be to the same output data set. You can write only one output data set per one execution of
DQBATCH.

NOTE
The job control statements used to execute DQBATCH must contain the necessary data definition statements to
define the output data set for the EXPORT command.

The type of device is determined only by the data definition statements in the JCL.
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Sample JCL (Comma-Separated Values)

Sample z/OS JCL

The following is a sample z/OS EXPORT job:

  //jobname    See the note above and  

  //       EXEC PGM=DQBATCH

  //STEPLIB    See the note above and  

  //SYSPRINT DD SYSOUT=*                            Print Output

  //SYSUDUMP DD SYSOUT=*

  //SNAPER   DD SYSOUT=*

  //SYSOUT   DD SYSOUT=*

  //DQOUT    DD DSN= ...  Specify according to your site standards 

  //SYSIN    DD *                                   Command input

  SIGN/ON DQUSER

  FIND ALL CA-DETAIL-REC                                               X

     PRINT ITMID-ORDID=KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *

  EXPORT 'DOCUMENT1' DETAIL

  /*

  //

 

Sample z/VSE JCL

The following is a sample z/VSE EXPORT job to output to a data set on disk:

  * $$ JOB ...           See the note on the previous page and  

  * $$ LST ...

  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see  

  // DLBL DQOUTD,'datacom.dq.export',99/365

  // EXTENT ,VSEDT4

  // EXEC DQBATCH

  SIGN/ON DQUSER

  FIND ALL CA-DETAIL-REC                                                X

     PRINT ITMID-ORDID-KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *

  EXPORT 'DOCUMENT1' DETAIL DISK

  /*

  /&

  * $$ EOJ

 

The following is a sample z/VSE EXPORT job to output to a data set on tape:

  * $$ JOB ...           See the note on the previous page and  

  * $$ LST ...

  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see  

  // EXEC DQBATCH

  SIGN/ON DQUSER

  FIND ALL CA-DETAIL-REC                                                X

     PRINT ITMID-ORDID-KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *
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  EXPORT 'DOCUMENT1' DETAIL TAPE

  /*

  /&

  * $$ EOJ

 

Fixed-Format Records

For this option, the output data set is a sequential file. The rows are fixed length with a record length equal to the length of
detail records generated by the query to be output.

writes the data as returned, one row per output record and does not export totals, header, or trailer records. The output
columns have the same data types and lengths as the columns in the  table from which they were retrieved. Nullable fields
are preceded with a 1-byte null indicator:

• blank
Indicates that the field is not null.

• N
Indicates that the field has a null value.

Only one set of data is available in the fixed record formatted file.  overwrites any data in the file when it exports data.
Therefore, if you are doing several successive batch exports, specify a different data set in the job stream for each export.

Procedure

When you create your JCL member for exporting data, you need to specify the name of the data set to which the export
data is to be written. The JCL member can specify any device type supported by IBM QSAM (z/OS). You can specify
either a tape or disk file in your JCL member.

has specific requirements for the DDname in your export JCL member name. In z/OS, the DDname must be DQFIXD. In
z/VSE, the DLBL must be DQFIXD. specifies the devices as tape or disk.

When exporting fixed-format records, you can execute only one query per execution of  Batch.  allows only one EXPORT
FIXED control statement per execution. The EXPORT FIXED statement should follow the EXECUTE statement.

EXPORT Control Statement (z/OS)

A sample format for z/OS EXPORT FIXED control statement follows:

 ►►─ EXPORT ─ 'setname' ─ FIXED ───────────────────────────────────────────────►◄

 

EXPORT Control Statement (z/VSE)

A sample format for z/VSE EXPORT FIXED control statement follows:

 ►►─ EXPORT ─ 'setname' ─ FIXED ─┬─ DISK ─┬────────────────────────────────────►◄

                                └─ TAPE ─┘

 

TAPE and DISK are used only in z/VSE and are ignored for z/OS. In z/VSE, you must specify either TAPE or DISK to
indicate the output media.

NOTE
The job control statements used to execute DQBATCH must contain the necessary data definition statements to
define the output data set for the EXPORT command.

The type of device is determined only by the data definition statements in the JCL.
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Sample JCL (Fixed-Format Records)

Sample z/OS JCL

The following is a sample z/OS EXPORT job:

  //jobname    See the note above and  

  //       EXEC PGM=DQBATCH

  //STEPLIB    See the note above and  

  //SYSPRINT DD SYSOUT=*                            Print Output

  //SYSUDUMP DD SYSOUT=*

  //SNAPER   DD SYSOUT=*

  //SYSOUT   DD SYSOUT=*

  //DQFIXD   DD DSN= ....  Specify according to your site standards. 

  //SYSIN    DD *                                   Command input

  SIGN/ON DQUSER

  FIND ALL CA-DETAIL-REC                                               X

     PRINT ITMID-ORDID=KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *

  EXPORT 'DOCUMENT1' FIXED

  /*

  //

 

Sample z/VSE JCL

The following is a sample z/VSE EXPORT job to output to a data set on disk:

  * $$ JOB ...           See the note on the previous page and  

  * $$ LST ...

  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see  

  // DLBL DQFIXD,'datacom.dq.export',99/365

  // EXTENT ,VSEDT4

  // EXEC DQBATCH

  SIGN/ON DQUSER

  FIND ALL CA-DETAIL-REC                                                X

     PRINT ITMID-ORDID-KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT

  EXECUTE *

  EXPORT 'DOCUMENT1' FIXED DISK

  /*

  /&

  * $$ EOJ

 

The following is a sample z/VSE EXPORT job to output to a data set on tape:

  * $$ JOB ...           See the note on the previous page and  

  * $$ LST ...

  // JOB name

  // EXEC PROC=procname  Whether you use PROCs or LIBDEFs, see  

  // ASSIGN SYS011,X'...'

  // EXEC DQBATCH

  SIGN/ON DQUSER

  FIND ALL CA-DETAIL-REC                                                X

     PRINT ITMID-ORDID-KEY ORD-QTY SHIP-QTY UNIT-PRICE DISC-PCT ACT-DT
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  EXECUTE *

  EXPORT 'DOCUMENT1' FIXED TAPE

  /*

  /&

  * $$ EOJ

 

Extracting Data (FEX)

Data collected by a query and stored using the EXTRACT command can be accessed by user application programs.
By calling the Extract Interface (FEX), these user programs can access the extract data table created by the EXTRACT
command. FEX handles both batch and online extracts.

Extracted data is stored in the DQF. Unlike Saved sets and Found sets, an extract extracts and stores data not pointers.
Thus an extract can require a significant amount of space. If you plan to use the EXTRACT command, you should review
the size of your DQF table. If you need to enlarge it, see DQF: Found Table for details.

 Operation 

By calling the Extract Interface (FEX), these user programs can access the extract data table created by the EXTRACT
command. The Extract Interface handles both batch and online applications. In batch, it can be used by  Reporting Facility
to create reports or sequential output tables. See   Reporting Facility documentation for further information on these
reporting capabilities.

 Procedure 

Use a standard CALL statement to communicate with FEX. For each call, provide a place for the FEX to return a code set
to indicate the result. Each call with a return code of zero puts the next logical row of the EXTRACT member in the data
area you provide. The sequence is specified by the SORT statement of the original query. All six parameters are required
and must be specified.

The format of the call is as follows:

•   COBOL
CALL 'DQFEXPR' USING parm1 parm2 ... parm6

•   FORTRAN
CALL DQFEXPR (parm1,parm2, ... parm6)

•   Assembler
CALL DQFEXPR,(parm1,parm2, ... parm6)

•   PL/I
CALL DQFEXPR,(parm1,parm2, ...parm6)

 Parameters for FEX 

The six parameters you must provide to the FEX are as follows:

•  WORK AREA
An 1100-byte area reserved for use by the FEX. Your program should initialize this area to blanks or binary zeros
prior to the first request for an EXTRACT member, or when changing from one member to another before EOF is
encountered on the first member. The program must not modify the work area between requests for the same member.
Set up the work area in working storage or in the linkage section of the program on a fullword boundary (a 01-level
field for COBOL). If the program is online and reentrant, define the work area in a task-related storage area described
in the program's linkage section.

•  MEMBER NAME
Names the eight-character field containing the member name of the EXTRACT member being accessed.

•  OPERATOR ID
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Names the 32-character signon ID of the user who created the EXTRACT member being accessed.
•  PASSWORD

Refers to the nine-character password specified in the EXTRACT command. If a password was not specified, provide
a blank field.

•  ROW LENGTH
Refers to a two-byte binary field containing the length of the logical rows in the EXTRACT member. See the section in
this chapter on logical row format.

•  DATA AREA
Names the data area into which the FEX is to return EXTRACT member rows. You are responsible for correctly
defining data values within this area. To avoid unpredictable results, ensure that this area is large enough to accept the
logical rows passed from the FEX.

 Return Codes 

When the call to the FEX is completed, a code is returned to the calling program to indicate the results of the request. The
program must interrogate the code each time to determine whether to continue. The return code is a two-byte character
field located in the first two positions of the work area provided as the first parameter of the call.

Following are FEX return codes:

•  0
Good return - the data requested was successfully returned to the program.

•  4
Logical end of file - no more data exists for the requested EXTRACT member.

•  8
The requested EXTRACT member does not exist or the user ID (or password) is invalid.

•  12
An error was returned from  during a request to read the DQF (Found Table). The second two positions (bytes 3-4) of
the work area contain the  return code.

•  16
Length error - the actual length of a logical row for the EXTRACT member specified exceeds the row length specified
in the input parameter list.

 Logical Row Format 

EXTRACT member data rows are formatted as follows:

• The data fields are concatenated, end to end, so that they are sequenced just as they were in the PRINT or DISPLAY
statement of the original query.

• Each data field in the EXTRACT member row appears as it originally appeared on the database. The format of each
data field should always conform to the  definition for the  files from which the data field was extracted.

• Each exported field which is nullable on the database is preceded by a 1-byte null indicator. In the EXTRACT row, this
null indicator is blank if the field is not null and N if the field is null. The field data immediately follows the null indicator.
If the null indicator is N, you should ignore any data in the field.

• Data fields computed from a SET statement appear in the EXTRACT member row as 8-byte signed, packed fields,
unless the DQOPTLST parameter XTRSETL=16 is specified. If it is, they are 16-byte signed, packed fields.

NOTE
 If a SET result field would normally have an error code printed during the report due to invalid data or some
other problem or the result contains more than 15 decimal digits and XTRSETL=16 was not specified in
DQOPTLST, the FEX defaults the field to zero, a SET result field which is a result of a calculation on a
nullable field is also nullable and is preceded by a 1-byte null indicator in the row output by FEX.

 Implementing the FEX Online 

To implement an online version of the FEX, write and link-edit the program just as you would any other  online program,
with these additions:
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• Ensure that the DQF table is specified as one of the tables to be accessed in the  User Requirements Table associated
with the online application under which this program is to execute. The following macro statements must be added:
 URT     TITLE 'DQURT - DQFEXPR'

         DBURINF                                                X

               OPEN=DB                                          X

               URTABLE=ASM,                                     X

               BACKSPT=YES *other user options may be coded*

         DBURSTR                                                X

               ABEND=YES

         DBURTBL                                                X

               TBLNAM=DQF,                                      X

               UPDATE=NO,                                       X

               SYNONYM=NO,                                      X

               DBID=nnnnn

         DBUREND

DBID=nnnnn is the database ID of the DQF (Found Table) usually 00003.
• The calling program must be linked with DBCSVPR and DQFEXPR as shown in the following link-edit control

statements:
     INCLUDE user program

     INCLUDE DBCSVPR

     INCLUDE DQFEXPR

     ENTRY user program

 Implementing the FEX in Batch 

To implement a batch version, write and link-edit the program as you would any other batch  program, with these
additions:

• Specify the DQF in the  User Requirements Table as one of the tables to be accessed. Add the following macro
statements:
 URT     TITLE 'DQURT - DQFEXPR'

         DBURINF                                                X

               OPEN=DB                                          X

               URTABLE=ASM,                                     X

               BACKSPT=YES *other user options may be coded*

         DBURSTR                                                X

               ABEND=YES

         DBURTBL                                                X

               TBLNAM=DQF,                                      X

               UPDATE=NO,                                       X

               SYNONYM=NO,                                      X

               DBID=nnnnn

         DBUREND

DBID=nnnnn is the database ID of the DQF (Found Table) usually 00003.
• The program must be linked with the User Requirements Table and DQFEXPR as shown in the following link-edit

control statements:
     INCLUDE user program

     INCLUDE user requirements table

     INCLUDE DQFEXPR

     ENTRY BEGIN

• Under z/OS and z/VSE, the execution JCL for the program must include DD statements for the DQF and for
the  Directory (CXX) and Index Area (IXX) unless the dynamic allocation feature of  is installed.
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Programming User Exits
provides user exits to allow you to establish routines that will occur at predetermined points in the  processing.

Prerequisites to Using User Exits

1. Write the user exit according to the product instructions.
2. Take one of the following actions:

– Code the appropriate System Option Table DQOPTLST parameters from the following list according to the
directions provided in this document.

Exit Name DQOPTLST Parameter

Batch Submit Exit SUBEXIT=

Query Validation Exit VALEXIT=

Signon/off Exit Batch SXBEXIT=

Signon/off Exit Online SONEXIT=

User-Defined Functions Exit UDFMOD=

Data Stream Input Exit DSIEXIT=

Data Stream Output Exit DSOEXIT=

DBID Exit Batch CDBXITB=

DBID Exit Online CDBXITO=

Data Exit DATAXIT=

Online Output Exit OUTXITO=

Batch Output Exit OUTXITB=

Batch Line Printer Exit BTCHLPX=
3. Link the exit module with the DQSYSTBL module:

Batch Line Printer Exit BATCHLP

Network Print Exit DQEXIT

Query Validation Exit
supports a user Query Validation Exit which allows you to enforce site standards. You can code the exit to the following:

• Analyze the contents of a query
• Modify the query
• Continue processing as usual
• Reject the query

This exit enables you to make changes to a query before the query is executed.  passes the query and user name that
has been submitted for execution to the user-written program. The program may limit the number of rows searched by a
query on a particular  table. This is an effective technique for enforcing site standards on queries.

Operation
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A query can be rejected by your Query Validation Exit with a standard error message or a special error code to be used
in conjunction with panels 990 through 999 as described in the information about register 15 below. (See DQOPTLST
Parameters for more information about the VALEXIT= parameter of the System Option Table.)

Procedure

provides ten panels that can be used to document errors that may result from tailoring your system. If you set return code
990-999,  will give error panels 990-999. You can create error messages.

Code this exit in the Assembler language. Make it reentrant or reusable. It must be linked to the  load library and have a
PPT entry if under CICS.

Monitor calls and I/O requests cannot be issued by the Query Validation Exit.

When writing the exit, note the following register conventions:

• Register 1
Points to a parameter list consisting of the following entries (in order from the beginning of the list):
– Address of an area that contains the query to be edited. The length is determined from the option table. The length

is the value of the QPAGES= parameter times 24.
– Address of an area, 32 characters long, that contains the user's signon ID, left justified and blank filled on the right.
– Address of a 256-byte area (doubleword aligned) to be used as needed by the exit. The area is not initialized on

entry.
• Register 13

Contains the address of a register SAVE area which you must use to save and restore 's registers according to
standard linkage conventions.

• Register 14
Contains the return address within .

• Register 15
Contains the address of the entry point of the exit.
Prior to returning control to , the exit must place one of the following return codes in register 15.
– 0 signifies a normal return.

The exit passes back to  the query pointed at by the first entry of the parameter list. (The query may have been
modified as specified by the exit.)

– 990 -- 999 or any nonzero code signifies an error return.
issues user written error panels based on the decimal value in register 15 (990 -- 999). The system suspends
further edit processing for the query.
You can use special error codes 990 through 999 in conjunction with panels 990 through 999. Panels 990 -- 999
can be customized with error messages of your own choosing.

– Any nonzero return code other than 990 -- 999 suspends processing with error message DQ048E, with return code
displayed.

See DBID Exit for an explanation of return codes and their meanings.

Implementation

To implement the Query Validation Exit:

1. Code the VALEXIT= parameter in the DQOPTLST macro and reassemble the  System Option Table. (See :spotref
refid=valex for more information about the VALEXIT= parameter of the System Option Table.)

2. If running under CICS/VS:
a. Assemble and link edit the user exit into the regular CICS program library under the name specified in the

VALEXIT= parameter.
b. Add an entry for the exit to the CICS PPT.

For samples, see the  website.
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User-Defined Functions Exit
supports a User-Defined Functions (UDF) Exit for DQL Mode which allows you to provide  users with special
mathematical functions, such as exponentiation or extraction of roots. See DQOPTLST Parameters for details about the
UDFMOD= parameter of the System Option Table.

This exit enables you to manipulate the data resulting from a query execution by performing mathematical procedures in
the form of SET statements. passes the retrieved data resulting from a query execution to a user-written program.

Operation

gives the User-Defined Functions Exit control when it recognizes the UDF identifier during SET statement processing.
(The UDF identifier is UDF and is located in a SET statement, such as, SET A =UDF(7,X,Y).)

Procedure

This exit must be coded in Assembler language and should be reentrant or reusable. This exit cannot issue monitor calls
and I/O requests. When you write this exit, make certain it contains processing routines for every mathematical function
you anticipate needing. A maximum of 255 are allowed.

Following the UDF identifier is a parameter list, enclosed within parentheses, that provides details about the function
wanted and the operands to use.

Upon entry to the User-Defined Functions Exit the following is provided to the exit:

• Register 1
Points to a seven-word parameter list consisting of the following entries (in order from the beginning of the list):
Address of a 1-byte binary function code indicating the function requested.
A 1-byte binary count of the input arguments specified by the UDF function list in the SET statement, followed by a 3-
byte address of a list of the argument values. The argument values are each 9-bytes long and consist of a high-order
byte containing a binary count of the number of decimal places contained in the value and an 8-byte packed decimal
field containing the argument. If a query has multiple SET statements, a maximum of eight input arguments can be
passed to the exit. Up to twelve parameters can be passed when only one SET statement is specified.
Address of an area where the result of the function is to be stored. This area consists of a 1-byte binary count of the
number of decimal places in the result followed by a packed decimal field containing the result.
Address of a 172-byte area (doubleword aligned) to be used as needed by the exit. The area is not initialized on entry.
The high-order byte of this word contains the length of this area in binary.

NOTE
The following three parameters have been added to support numbers having more than 15 decimal digits.
Version 8.0 and above supports up to 18 digits, while prior version supported only fifteen. These new
parameters need only be used when arguments or results might exceed 15 digits. Otherwise, UDF exits
coded to use the four-word parameter list (previous versions) will continue to function as always.

A 4-byte address of a list of the argument values. The argument values are each 17 bytes long and consist of a high-
order byte containing a binary count of the number of decimal places contained in the value and a 16-byte packed
decimal field containing the argument. The high-order byte of this parameter does not contain the argument count.
A 4-byte address of a 1-byte overflow indicator. This indicator is set to a character Y if any of the arguments contains
more than 15 decimal digits. In this case, the exit should use the argument list containing 16-byte packed decimal
values, provide a 16-byte packed decimal result, and set the result length to '16.' Otherwise error 18 results when the
value is formatted in a report, for example, ***E18***.
A 4-byte address of a 2-character result length indicator. This indicator is preset to 08 and must be changed to 16 by
the exit when a 16-byte result is returned. A 16-byte result is always permitted. It is necessary to avoid the error 18
on the report when any of the arguments has more than 15 digits. When the length indicator is not changed to 16, the
packed result field addressed by PARM word 3 is expected to be 8 bytes long, as was assumed in prior versions of .
This allows UDF exits coded before 18-digit support was implemented to continue functioning unchanged.

• Register 13
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Contains the address of a register SAVE area which you must use to save and restore 's registers according to
standard linkage conventions.

• Register 14
Contains the return address within .

• Register 15
Contains the address of the entry point of the exit.
Prior to returning control to , the exit must place one of the following return codes in register 15:
– 0

Signifies a normal return. No errors were found. The result has been stored in the area pointed at by word three of
the parameter list.

– 80 -- 99
If your exit has detected any type of error while performing a function on the data, an error code can be returned to
. Register 15 should contain a binary error number within the range of 80 -- 99 (decimal).  will place a special error
flag in the pertinent column of the output report in the following form, where nn indicates the error code:

**Enn**

Implementation

To implement the User-Defined Functions Exit:

1. Code UDFMOD= parameter in the option table's DQOPTLST macro with an 8-character name, reassemble, and link
the  System Option Table. See DQOPTLST Parameters for details about the UDFMOD= parameter of the System
Option Table.

2. If running under CICS/VS:
a. Assemble and link edit the user exit into the regular CICS program library under the name specified in the

DQOPTLST macro's UDFMOD= parameter.
b. Add an entry for the exit to the CICS PPT.

For samples, see the  website.

Sign-on/off Exit
Two parameters in the DQOPTLST macro are related to Signon/off Exits. SONEXIT= is used in online applications.
SXBEXIT= is used in batch applications.

In batch and online, this exit passes the user ID, password, and time of signon to the user-written program. The program
can use this data to further validate the user, to track how frequently the user is accessing , to enhance security, and so
on. This exit must be used if  is to communicate with other security packages.

Online Signon/off Exit

In online, the name you specify in the SONEXIT= parameter is the name of the exit you want to call at signon and signoff
time. See DQOPTLST Parameters for information about the valid entries and default value of the SONEXIT= parameter.

A user-written Signon/off Exit for CICS must be a command or macro level CICS program. Information is passed to the
user exit in an 80-byte CICS temporary storage record. The user exit reads the temporary storage record. The following is
the format of the 8-character name for the temporary storage record:

 DQnnnnSO

 

where nnnn is the CICS terminal ID.

The information passed consists of the following 80-byte area as follows:
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   USRFUNC   DS   CL3    Function:      SON=signon

                                        SOF=signoff

                                        EOJ= end of job

   USROPID   DS   CL32   User's DQ user ID

   USRPASS   DS   CL9    User's DQ password

   USRDATE   DS   CL8    Date signed-on on(off), MM/DD/YY

   USRSOTIM  DS   XL4    Signon time in seconds

   USRSFTIM  DS   XL4    Signoff (or EOJ) time in seconds

   USRRETCD  DS   X      Return code:   0 if signon valid

                                        <>0 to deny signon

             DS   CL(80-(*-USRDSECT))   RFFU

 

Batch Signon/off Exit

In batch, the name you specify in the SXBEXIT= parameter is the name of the exit you want DQBATCH to call at signon
and signoff time. See DQOPTLST Parameters for information about the valid entries and default value of the SXBEXIT=
parameter.

Upon entry to the Batch Signon/off Exit:

• Register 1
A one word parameter list that is the address of an 80-byte parameter area formatted as follows:
   USRFUNC   DS   CL3    Function:  SON=signon

                                    SOF=signoff

                                    EOJ=end of job

   USROPID   DS   CL32   User's DQ user ID

   USRPASS   DS   CL9    User's DQ password

   USRDATE   DS   CL8    Date signed on(off), MM/DD/YY

   USRSOTIM  DS   XL4    Signon time in seconds

   USRSFTIM  DS   XL4    Signoff (or EOJ) time in seconds

   USRRETCD  DS   X      Return code:  0 if signon valid

                                       <>0 to deny signon

             DS   CL(80-*-USRDSECT)    FFU

 

• Register 13
Contains the address of a register SAVE area which you must use to save and restore 's registers according to
standard linkage conventions. The exit saves the calling program's registers at offset 12 from the address in register
13.

• Register 14
Contains the return address within .

• Register 15
Contains the address of the entry point of the exit.

Batch calls the user Signon/off Exit one time for every signon statement in signon mode. If there is only one signon
statement, the exit is called one time for signon, one time for signoff, and one time for end of job. For multiple signon
statements, the exit is called one time for signon and one time for signoff for every signon statement, and one additional
time for end of job.

For jobs submitted from online DQ by the SUBMIT function, processing is the same as for one signon statement. Deferred
batch is treated as multiple signon statements if there are multiple jobs ready to be run.

Signon can be denied by the user exit by putting any nonzero return code in the parameter field USRRETCD. If signon
is denied, the query that was submitted will not be executed. The return code in USRRETCD is ignored for all functions
except signon.
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Sample

For samples, see the  website.

Batch Submit Exit in CICS
The Batch Submit Exit allows you to examine and modify JCL/EXEC statements before they are submitted for batch
execution. See DQOPTLST Parameters for details about the SUBEXIT= parameter of the System Option Table.

This exit enables you to inspect and modify the JCL used for batch query execution initiated through the online submit
function.  passes the user name, user password, and the JCL member that is to be used to submit the query to the user-
written program when a query is submitted for execution using the Batch Execution panel. This exit provides you with the
opportunity to validate the user or modify the JCL member.

Operation

If you use a Batch Submit Exit,  invokes your user-written Batch Submit Exit program whenever a job stream is submitted
to the system. For CICS, this user exit must be a command-level or macro-level CICS program. Information is passed
to the user exit in an 80-byte CICS temporary storage record. The user exit reads the temporary storage record. The
following is the format for the 8-character name of the temporary storage record:

 DQnnnnSX

 

where nnnn is the CICS terminal ID.

The information passed consists of the 80-byte area as follows:

     USRDSECT  DSECT       User Batch Submit Exit Parameter DSECT

     USRCURL   DS    F     Number of Lines of JCL

     USRMAXL   DS    F     Maximum Number of Lines Allowed

     USRRETCD  DS    F     Return Code to CA Dataquery

     USRJCLAD  DS    F     Address of JCL

     USRNAME   DS    CL32  Name of Submitting User

     USRPASS   DS    CL9   User's Password (encrypted)

     USREXPNM  DS    CL15  Name of export set, if any

     USROTEXT  DS    XL4   Address of query text

     USREXPTP  DS    CL1   Type (V-Variable, F-Fixed, Blank-Not Export)

               DS    CL(80-(*-USRDSECT))

 

Procedure

Use the SUBEXIT= parameter in the DQOPTLST macro to specify a name for an exit called by the submit processor
before the JCL for a batch job is submitted to the internal reader. If you specify blanks for SUBEXIT=, it means you want
no exit. Blanks is the default value.

The user exit can update the JCL in place as needed. The exit can also do any CICS monitor calls except that it cannot do
a write to the terminal or create a transaction boundary. After performing any functions required, the exit needs to:

1. Place a return code in the USRRETCD field of the temporary storage record.
2. Update the temporary storage record.
3. Return control to .

The updated JCL is at the address passed to the exit in the USRJCLAD field. Any return code except zero causes
cancellation of the job submission.

Sample

 380



 CA Datacom Administrating

For samples, see the  website.

Batch Line Printer Exit
Use the Batch Line Printer Exit if you want to control output yourself instead of allowing  Batch to write to SYSPRINT
or SYSLST. This exit enables you to control output in DQBATCH. This exit must do all output to the system line printer.
passes the length and address of each line to be printed, and a top of page indicator to the user-written program. This
allows nonstandard control codes to be inserted into the print lines to accommodate special printers.

Operation

The module that does the output to SYSPRINT calls BATCHLP instead of writing to SYSPRINT.

On return, the contents of all registers except 15 are restored to what they contained before BATCHLP was called.
Register 15 contains a return code on return. A zero return code indicates successful completion. A nonzero return code
causes  to abend because no output can be done.

Procedure

Call the Batch Line Printer Exit by linking a module named BATCHLP (or having an entry point named BATCHLP) with the
module DQSYSTBL. The DQSYSTBL is assembled and linked with a WXTRN for BATCHLP. The WXTRN is resolved if
BATCHLP is linked with DQSYSTBL.

Alternately, the exit may be linked as a separate load module. Specify the 1- to 8-character name of the module in the
BTCHLPX= parameter of DQOPTLST. Then reassemble the module DQSYSTBL.

Your printer exit must do all the output for the entire execution.

When the exit is called, registers are used as follows:

• Register 1
Address of the parmeter list as follows:
– Word1=

00000014 (20) if this is an output line
00000020 (32) if this is close (EOJ)

– Word2=
AL1(length of line)
AL3(address of line)

– Word3=
Address of a 1-byte top of page indicator.
If Bit 2 (X'20) is on, top of page is requested.

• Register 13
Contains the address of a register SAVE area which the exit must use to save and restore the  registers according to
standard linkage conventions.

• Register 14
Contains the return address within .

• Register 15
Contains the address of the exit's entry point.

Output Exit
The Output exit can be invoked in either batch or online . This exit allows users to access individual rows of output before
printing the data on the screen or page. To access a data stream (screen or page image), see Data Stream Output Exit.
For details about the OUTXITO= and OUTXITB= parameters of the System Option Table, see DQOPTLST Parameters.

This exit allows you to access individual rows of output data before the output is printed.
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Online Output Exit

In online, the name you specify in the OUTXITO= parameter is the name of the exit you want to call just after a row is read
from . Only those rows meeting selection criteria are available to this exit. See DQOPTLST Parameters for information
about the valid entries and default value of the OUTXITO= parameter.

A user-written Output Exit for CICS must be a command-level or macro-level CICS program. Information is passed to the
user exit in an 80-byte CICS temporary storage record. The user exit reads the temporary storage record. The following is
the format for the 8-character name of the temporary storage record:

DQnnnnSO

where nnnn is the CICS terminal ID.

For TSO, this information is provided in the batch interface.

The information passed consists of the following 80-byte area:

  TSURECD   DS      0CL80

  TSURECDA  DS      F      USER RECORD ADDRESS

  TSOPID    DS      CL32   OPERATOR ID

  TSDDREC   DS      CL32   DD RECORD NAME

  TSTBL     DS      CL3    3 BYTE TABLE NAME

  TSDBID    DS      CL2    2 BYTE HEX DBID

  TSFILL    DS      CL7    AVAILABLE

Batch Output Exit

In batch, the name you specify in the OUTXITB= parameter is the name of the exit you want DQBATCH to call just after a
row is read from . See DQOPTLST Parameters for information about the valid entries and default value of the OUTXITB=
parameter.

Upon entry to the Batch Output Exit:

• Register 1
A one word parameter list that is the address of an 80-byte parameter area formatted as follows:

  TSURECD   DS      0CL80

  TSURECDA  DS      F      USER RECORD ADDRESS

  TSOPID    DS      CL32   OPERATOR ID

  TSDDREC   DS      CL32   DD RECORD NAME

  TSTBL     DS      CL3    3-BYTE TABLE NAME

  TSDBID    DS      CL2    2-BYTE HEX DBID

  TSFILL    DS      CL7    AVAILABLE

• Register 13
Contains the address of a register SAVE area which you must use to save and restore 's registers according to
standard linkage conventions. The exit you name saves the calling program's registers at offset 12 from the address in
register 13.

• Register 14
Contains the return address within .

• Register 15
Contains the address of the entry point of the exit.

Batch calls the user Output Exit one time for every row returned by the query. Data can be changed by modifying the row
pointed to by TSURECDA.
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For samples, see the  website. Do not change the column lengths or data types. Numeric cannot be replaced by
alphabetic data, and so on.

DBID Exit
The DBID exit can be invoked in either batch or online . See DQOPTLST Parameters for information on the System
Option Table parameters CDBIDSL=, CDBXITB=, and CDBXITO=.

In batch or online, when a query is validated, this exit is called once for each table named in the query and has the
opportunity to change the  ID of any table.

Provides  with the correct  identifier prior to execution of a DQL Language query. When query validation is complete, 
gives control to this exit and passes the following to the exit:

• entity-name
• user identification
• table name
• database ID

The exit can change the  table name causing  to update its processing control blocks to reflect the new information. This
process occurs one time for every table for each query.

Operation

When a query is validated, this exit is called once for each table named in the query and has the opportunity to change
the database ID of any table. If database IDs greater than 999 are to be used, the CDBIDSL= parameter of the System
Option Table must be set to YES. When this parameter is set to YES the database ID field passed between  and the user
exit program is always 3 bytes, packed, regardless of the actual length of the database ID.

CICS Procedure

In the CICS environment, the exit should be a command-level or macro-level CICS program. Input to the exit is a CICS
temporary storage record named DQttttCD, where tttt is the ID of the terminal that the  session is running. The exit must
read this record whose contents are:

USER-NAME          CHARACTER 32 BYTES SIGNED ON USER NAME

TABLE-NAME         CHARACTER 32 BYTES OCCURRENCE NAME OF CA Datacom/DB TABLE

TABLE-DBID

  (CDBIDSL=NO)     CHARACTER 3 BYTES CA Datacom/DB DATABASE ID

  (CDBIDSL=YES)    PACKED    3 BYTES CA Datacom/DB DATABASE ID

RETURN-CODE        BINARY    4 BYTES RETURN CODE FROM THE EXIT

QUERY-ADDR         BINARY    4 BYTES ADDRESS OF QUERY

QUERY-LEN          BINARY    2 BYTES LENGTH OF QUERY

After processing, the exit should rewrite the temporary storage record. No change should be made to the query itself. Any
changes made will not be honored by .

The exit is expected to set the return code field in the record as follows:

• 0
No errors occurred in the exit. In this case, if the exit has altered the database ID associated with the table in the
temporary storage record,  uses the new database ID.

• 990 -- 999
An error occurred in the exit.  attempts to display an error message having this message number. This range of error
numbers is reserved for messages created by site administration. You should be sure that an error message has been
created if your exit supplies a return code in this range. Query validation fails.

• Any other
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displays DQ048E with the return code from the exit appended. Query validation fails.

Batch Procedure

The exit should be an Assembler language program that observes standard program linkage conventions. On entry to the
exit, register 1 points to a fullword that contains the address of the area described above. The exit should modify this area
in place before returning control to .

Data Exit
This exit is called every time  is ready to include a row in the found set of a query. It can reject the row, preventing its
inclusion in the set. See DQOPTLST Parameters for information about the DATAXIT= parameter of the System Option
Table.

This exit is called every time  is ready to include a row in the found set of a query. It can reject the row, preventing its
inclusion in the set. In online and batch, passes user's name, 3-character  name for the table being accessed, DBID, and
the row itself. The exit may examine the row and return an indicator as to whether the user should have access to the row.

Prerequisites

The exit should be in Assembler language and cannot use monitor or operating system services.

Linkage

Standard linkage conventions apply. On input to the exit, register 1 points to a parameter list as follows:

• PARM1:
Address of the data record

• PARM2:
Address of 3-byte  table name

• PARM3:
Address of 2-byte  database ID (binary)

• PARM4:
Address of 4-byte return code word

• PARM5:
Address of 32-byte user name

• PARM6:
Address of 100-byte work area for use by the exit

Return Code

On return, all registers except R15 should be restored to their values on entry to the exit. A return code should be placed
in R15. The exit should set the return code word to binary zero if the data record can be included in the found set, and any
nonzero value if the record should not be included.

Data Stream Input Exit
The Data Stream Input exit receives control when an input data stream is received by  from a terminal. It can examine and
modify the data stream. See DQOPTLST Parameters for information about the DSIEXIT= parameter of the System Option
Table.

Procedure

In the CICS environment, the exit receives no parameters. It is given control as an ordinary CICS program and can
be either command or macro level. It can locate the TIOA through normal CICS facilities and can then modify it in any
manner, including freeing it and allocating another of a different size. When finished, the exit should return control to CICS
using CICS facilities.
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Linkage

Standard linkage conventions apply. The exit must save and restore the  registers in a save area addressed by register
13. It must return to the address in register 14 when finished.

Data Stream Output Exit
The exit can inspect and modify the data stream in place but must not change its location or length. The Data Stream
Output exit receives control just before  writes a data stream (screen or page image) to a terminal. It can inspect and
modify the data stream. To access individual rows of output, see Output Exit. To see information about the DSOEXIT=
parameter of the System Option Table, see DQOPTLST Parameters.

Procedure

This exit should be an Assembler language program and is called using standard linkage conventions. On input to the
exit, register 1 points to a parameter list as follows:

• PARM1:
Address of the data stream

• PARM2:
The WCC followed by a 3-byte length of the data stream

• PARM3:
Address of the user's two-character language dialect code followed by his two-character primary language code.

NOTE
The exit cannot use monitor or operating system services.

Network Printer Exit
Use the Network Printer Exit to control the data stream written to the network printer yourself instead of allowing  to write
the data stream to be written to a network printer. This exit enables you to inspect and modify the print lines produced by
an online query whose output destination is a network printer.  passes the address where the exit should build the data
stream, the address of the image where the data stream should be built, the address of a flag that indicates whether a
page ejection should occur and the number of columns per row in the data stream image to the user-written program. This
allows nonstandard control codes to be inserted into the print lines to accommodate special printers.

Procedure

To use a Network Printer Exit, you must link DQSYSTBL with entry point DQEXIT. The exit is called each time a message
is sent to any Network Printer. You are responsible for building the data stream.

Register 1 points to a parameter list as follows:

• PARM1:
Address of area for print output (TP stream, max 6000 bytes)

• PARM2:
Address of message image (can contain pseudo attribute bytes (X'00'-X'0D') which normally should print as spaces)

NOTE
The image area is 3564 bytes long. The exit can determine the number of rows in the image by starting at the
last row in the area and searching backwards for the last row that is not entirely spaces.

• PARM3:
Address of page-eject indicator byte (if X'20' bit is on, new page is indicated)

• PARM4:
Binary fullword: number of columns on the network printer

Register usage for the Network Printer Exit:
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• Register 1
(OUTPUT)  Must contain the length of the resulting data stream. No I/Os or monitor calls are allowed. The exit must
build the data stream at PARM1 and return the length in Register 1.

• Register 13
The area in which to save 's registers. You are responsible for saving and restoring the registers.

• Register 14
Contains the return address.

• Register 15
Contains the exit entry address.

Solving User Problems
As the  Administrator, you need to know what to do when user problems occur, both for online and batch .

It is your responsibility to:

• Identify the source of the user's problem. For example, did the user specify the correct JCL member when he executed
the batch job?

• Help the user to resolve his problem wherever possible. For example, direct the user to the proper section in the  end-
user documentation.

• Be aware of your site standards and their impact on the user. For example, if your site uses CA Top Secret, CA ACF2,
or another security package, it can impact your site's  signon procedures.

• Interface with the Security Administrator, Systems Programmer, and Database Administrator when appropriate. For
example, a user cannot save his found sets because there is insufficient storage available in the Found Table and he
cannot delete any saved found sets, so you need to request more blocks of storage.

• Interface with  whenever a user encounters an internal error, or you are unable to resolve the user's problem.

User Exits

There are user exits that your site can elect to use.

• Batch Line Printer Exit
• Batch Submit Exit
• Network Printer Exit
• Query Validation Exit
• Database ID Exit
• Signon/off Exit Batch
• Signon/off Exit Online
• User-Defined Functions Exit
• Output Exit - Online
• Output Exit - Batch

If your site has made use of any of these exits, make sure that you are familiar with them and that they are executing
properly and issuing the expected return codes to . Your Systems Programmer can provide you with more information
about the user exits in use at your site.

The  HELP function <PF1> can assist users in answering many problems that they encounter while using . However, there
can be problems that arise that only the  Administrator has the authority or access to the particular functions to solve.

The following topics are discussed on this page:

Solving Online  Problems

When you receive a transaction abend, CICS sends a message to your terminal in the following format:
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 TRANSACTION tttt PROGRAM xxxxxxxx ABEND cccc

 

Format

• tttt
Is the CICS transaction ID of the abended transaction. DQIN for example.

• xxxxxxxx
Is the internal program name.

• cccc
Is the completion code of the type ASRA, AICA, APCT, and so on.

Action

When you encounter a transaction abend, collect the following information:

• The transaction dump from the CICS dump data set. (Request the Systems Programmer to provide this dump.)
• The name and number of the panel last displayed before the abend.
• The user name of the user encountering the abend.
• A list of the series of events that occurred prior to the abend. For example, list the function key that was pressed,

what was running at the time - a query, dialog, term, and so forth, and what was displayed on the terminal. The more
information of this type that you can furnish to , the easier it is to correct the problem.

Contact  when all of the above information has been collected.

Encountering Serious  Errors

could encounter an error which makes it impossible to continue processing. When this occurs,  displays messages similar
to the following error messages:

• DQ001E - AN INTERNAL ERROR HAS BEEN DETECTED WITHIN
This is an internal processing problem, a  system problem.

• DQ215I - AN INTERNAL VALIDATION ERROR HAS OCCURRED - A SNAP DUMP WAS TAKEN
This is also an internal error. The query cannot be validated. A SNAP dump of all of the transaction and program
storage in use at the time of the CICS dump data set error was taken.

Action

Whenever you encounter errors of this type, perform the following:

• Have the System Programmer print the SNAP dump from the CICS dump data set.
• Note the error message number and the text of the error message.
• Note the  panel name and number from which the error message was displayed.
• Note what you did before receiving the error message. For example, list the function key that was pressed, what was

running - a query, dialog, term, and so forth, and what was displayed on the terminal. The more information of this type
that you can furnish to , the easier it is to correct the problem.

• Call .

Encountering Other  Errors

Initial Action

Whenever a user encounters an error that is not a transaction abend, or an internal error message, attempt to determine
the cause of the error with careful analysis. Collect the following information to help you with your analysis:

• Name and number of the  panel that was displayed with the error message.
• Name and number of the  panel that was displayed prior to the panel with the error message.
• Sequence of events that led up to the error message.
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Query Problems

If a query or dialog was being validated, executed or submitted, collect the following information:

• Text of the query that was being validated, executed or submitted.
• User name of the user who received the error, and a list of any groups to which he is assigned.
• Any restricted conditions assigned to this user or to the user's assigned groups.
• Any defined terms or user-defined functions within the query.

With this information, you and the user should be able to solve the problems.

Items that frequently cause problems include:

• Incorrect TABLE, KEY, or FIELD entity-occurrence definitions in .
• TABLE, KEY, and FIELD entity-occurrences named the same.
• TABLE, KEY, and FIELD entity-occurrences named the same as  keywords.
• tables closed and not accessible to .
• Terms named the same as  keywords or TABLE, KEY, and FIELD entity-occurrences.

Solving Batch  Problems

When a user encounters problems with batch , collect the following information:

• All the SYSOUT printed from the job, including any job log messages, SNAPER data sets, SYSPRINT, SYSOUT data
sets and JCL listings

• User name of the user who submitted the job and the names of any groups that are assigned to that user
• Text of the query or dialog
• Any restricted conditions applied to this user or his assigned groups
• Any defined terms or user-defined functions in the query or dialog text

Review all of the information carefully. If you cannot resolve the problem with the help of your Systems Programmer, call .

Using DQL Diagnostics
 

Diagnostics is an administrative function that is accessed from the Administrative Menu, but is only used on a request
from .

For example, a user has written a query that has been edited and validated, but yet does not execute, has performance
problems, or gets the wrong results. In some cases,  returns an error message instructing the user to contact his 
Administrator. The  Administrator, in turn, if the problem is with , can call .  can request that you perform diagnostics on the
query to provide more information.

Function

The Diagnostic function allows the  Administrator to produce a  request table, a transaction dump, a module dump, or a
Compound Boolean Selection Facility Diagnostic Report.

Overview

The diagnostic information contained in the request table shows how the query was coded, which definition it was
looking for in , and so on. The Compound Boolean Selection Facility Diagnostic report shows exactly what  passed to the
Compound Boolean Selection Facility and how the Compound Boolean Selection Facility interpreted it. This report shows
whether it is  or the Compound Boolean Selection Facility causing the problem.

Action
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To produce a request table, you must first validate the query. When  returns an error message, go to the Administrative
Menu and select the DIAGNOSTICS option or use the DIAG command from the command line.  displays the
DIAGNOSTICS REQUEST panel, examples of which follows on the next page and in the next chapter.

Diagnostics Request

Diagnostics Request (DQKU0)

 =>

 ------------------------------------------------------------------------DQKU0

 DATAQUERY:  DIAGNOSTICS REQUEST

 -----------------------------------------------------------------------------

 Place any character next to the desired diagnostic facility and enter any

 required information.  Press Enterall perform the request.

 ----------------------------------------------------------------------------

 SELECT THE TYPE OF DIAGNOSTICS TO PERFORM:

                       _  DISPLAY DATAQUERY REQUEST TABLE

                       _  STORAGE DUMP (ENTER 1 or 2)

                            1. TRANSACTION DUMP

                            2. MODULE DUMP

                          TURN DUMP ON AT TERMINAL  ____

                          TURN DUMP OFF AT TERMINAL ____

                       _  TURN CBS DIAGNOSTICS ON AT THIS TERMINAL

                       _  TURN CBS DIAGNOSTICS OFF AT THIS TERMINAL

 -----------------------------------------------------------------------------

 <PF1> HELP         <PF2>  RETURN

Panel Description

The following is a brief explanation of each field on the Diagnostics Request panel.

• DISPLAY DATAQUERY REQUEST TABLE
Enter any character to execute a  Request Table.

• STORAGE DUMP (ENTER 1 or 2)
Enter 1 to execute a transaction dump.
Enter 2 to execute a module dump.

• TURN DUMP ON AT TERMINAL
Enter the terminal ID of the terminal where the query or dialog is to be executing.

• TURN DUMP OFF AT TERMINAL
Enter the terminal ID of the terminal where the dump is to be turned off.

• TURN CBS DIAGNOSTICS ON AT TERMINAL
Enter any character to execute Compound Boolean Selection diagnostics.

• TURN CBS DIAGNOSTICS OFF AT TERMINAL
Enter any character to turn off Compound Boolean Selection diagnostics.

 389



 CA Datacom Administrating

PF Keys

Key Objective Result
CLEAR Return to Main Menu. Return to the Main Menu.
<PF1> HELP Display HELP panel PF key options. displays the HELP panel.
<PF2> RETURN Return to previous panel. Previous panel or Main Menu is displayed.

Compound Boolean Selection Facility Diagnostics

Enter any character in the TURN CBS DIAGNOSTICS ON field at this terminal option and press Enter to turn the
Compound Boolean Selection Facility Diagnostic report on. Compound Boolean Selection Facility Diagnostics are
available in  batch. The following message appears at the top of the Diagnostics Request panel:

DQ525I - CBS DIAGNOSTICS FACILITY HAS BEEN ACTIVATED SUCCESSFULLY

A report is produced for every query or dialog that is executed at the specified terminal, until Compound Boolean
Selection Facility Diagnostics is turned off.  For more information about how to produce this report, see Monitoring
Performance.

Request Table

Enter any character in the DISPLAY DATAQUERY REQUEST TABLE option field and press Enter to perform the request. 
displays the Current  Request Table panel, an example of which follows:

Current  Request Table (DQKF0)

 =>

 ------------------------------------------------------------------------DQKF0

 DATAQUERY:  CURRENT DATAQUERY REQUEST TABLE

 -----------------------------------------------------------------------------

  C 0004C3D8                                                               00000

  N 0006D5FFFFFF                                                           00004

  F 0035C600D7C1E8D9D6D3D3404040404040404040404040404040404040404040404040 0000A

    400001D7C1E80001C5D4D7D5D6C5D4D7D5D6

  + 00054EE600                                                             0003F

  I 0032C900E8E3C460C3D6D4D4C9E2E2C9D6D54040404040404040404040404040404040 00044

    40000100D500080602D50017C3

  R 0004D902                                                               00076

  V 000CE500000000000200000F                                               0007A

  + 00054ED900                                                             00086

  F 0035C600D7C1E8D9D6D3D3404040404040404040404040404040404040404040404040 0008B

    400001D7C1E80001C5D4D7D5D6C5D4D7D5D6D

  K 0033D240D5E4D4C2C5D940404040404040404040404040404040404040404040404040 000C0

    40C5D4D7D5D6D405D500050500D5000

  F 0035C600D7C5D9E2D6D5D5C5D340404040404040404040404040404040404040404040 000F3

    400001D7D4C60001C5D4D7D5D6C5D4D7D5D6

 -----------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN       <PF3>  NOT USED     <PF4>  NOT USED

 <PF5>  NOT USED   <PF6>  NOT USED     <PF7>  BACKWARD     <PF8>  FORWARD

The information displayed by the execution of the  Request Table is used by  to help solve certain problems.
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PF Keys

Key Objective Result
CLEAR Return to Main Menu. Return to the Main Menu.
<PF1> HELP Display HELP panel

PF key options.
displays the HELP panel.

<PF2> RETURN Return to previous panel. Previous panel or Main Menu is displayed.
<PF3> NOT USED
<PF4> NOT USED
<PF5> NOT USED
<PF6> NOT USED

Not used.  

<PF7>BACKWARD Scroll to previous  Request Table screen, if
any.

Display previous  Request Table screen, if
any.

<PF8> FORWARD Scroll to next screen
of  Request Table, if any.

Display more  Request Table, if any.

If the problem with the query or dialog cannot be solved from the information received from the  Request Table,  can
request that you produce a transaction or module storage dump.

Transaction or Module Dump

To produce a transaction or module dump, select the DIAGNOSTICS option from the Administrative Menu, or use the
DIAG command from the command line and:

• Step 1
Enter 1 for a transaction dump, or 2 for a module dump next to the STORAGE DUMP option.

• Step 2
Enter the terminal ID of the user who executed the query in the space following the TURN DUMP ON AT TERMINAL
prompt.

• Step 3
Execute the query from the specified terminal.

• Step 4
When it is time to turn the dump off, place the same terminal ID used to turn the dump on in the space following the
TURN DUMP OFF AT TERMINAL prompt.

turns on a transaction dump or module dump at the specified terminal. The transaction dump produces a dump for every
screen displayed on the selected terminal, while a module dump produces a dump for every program that is invoked by 
to process a screen. These dumps are written to the CICS dump data sets. Contact your systems programmer to print the
dumps. The dumps have special identifiers for .

can review the dumps or the  Request Table with you or the systems programmer over the telephone, or request that you
send the dumps to the  office.

Using SQL Mode Diagnostics

An important feature of the relationship between  SQL Mode and  is the plan defined in  for processing SQL queries.
You can specify some options of the plan as they pertain to queries and you can use the abilities of the plan to request
diagnostic information if query processing problems arise. You should only request diagnostics if asked to do so by .

Function

The Diagnostic function allows the  Administrator to produce a  request table, a transaction dump, or a module dump. It
also allows you to set the optimization options for the current session.
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Overview

The diagnostic information contained in the request table shows how the query was coded, which definition it was looking
for in , and so on. A dump provides information needed by .

Three panels, one command, and two batch mode parameters allow you to access the  plan.

• Diagnostics Request
Panel DQKU0
Allows you to request a request table or a dump if needed by , or to set options for plan optimization.

• Plan Optimization Options
Panel DQKT0
For the current online session, allows you to specify the types of messages you want to receive and to specify that the
plan should use the join order specified in the FROM clause of the SQL query.

• Optimization Messages Display
Panel DQKV0
For the current online session, displays messages requested and allows you to delete messages after viewing.

• PLAN command
Displays the Plan Optimization Options panel.

• PLANOPTS,MSG= Option
Card Parameter
Allows plan optimization in batch mode.

• PLANOPTS,OPT= Option
Card Parameter
Allows plan optimization in batch mode.

Diagnostics Request

The Diagnostic function allows the  Administrator to produce a  request table or a dump, set the optimization options or
view the Optimization Messages Display panel (DQKV0).

The diagnostic information contained in the request table shows how the query was coded, which definition it was looking
for in , and so on.

Diagnostics Request (DQKU0)

 =>

 ------------------------------------------------------------------------DQKU0

 DATAQUERY:  DIAGNOSTICS REQUEST

 -----------------------------------------------------------------------------

 Place any character next to the desired diagnostic facility and enter any

 required information.  Press Enter to perform the request.

 ----------------------------------------------------------------------------

 SELECT THE TYPE OF DIAGNOSTICS TO PERFORM:

                       _  DISPLAY DATAQUERY REQUEST TABLE

                       _  STORAGE DUMP (ENTER 1 or 2)

                            1. TRANSACTION DUMP

                            2. MODULE DUMP

                          TURN DUMP ON AT TERMINAL  ____

                          TURN DUMP OFF AT TERMINAL ____
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                       _  SET PLAN OPTIMIZATION OPTIONS

 -----------------------------------------------------------------------------

 <PF1> HELP         <PF2>  RETURN

Panel Description

The following is a brief explanation of each field on the Diagnostics Request panel.

• DISPLAY DATAQUERY REQUEST TABLE
Enter any character to execute a  Request Table.

• STORAGE DUMP (ENTER 1 or 2)
Enter 1 to execute a transaction dump.
Enter 2 to execute a module dump.

• TURN DUMP ON AT TERMINAL
Enter the terminal ID of the terminal where the query or dialog is to be executing.

• TURN DUMP OFF AT TERMINAL
Enter the terminal ID of the terminal where the dump is to be turned off.

• SET PLAN OPTIMIZATION OPTIONS
Enter any character to display the Plan Optimization Options panel for specifying messages and mode for the current
session.
To exercise the message table you are required to have PPT (Processing Program Table) entries in a URT with a
TABLE id=MSG and DBID=15.

PF Keys

Key Objective Result
CLEAR Return to Main Menu. Return to the Main Menu.
<PF1> HELP Display HELP panel. displays the HELP panel.
<PF2> RETURN Return to previous panel. Previous panel or Main Menu is displayed.

Request Table

Enter any character in the DISPLAY DATAQUERY REQUEST TABLE option field and press Enter to perform the request. 
displays the Current  Request Table panel, an example of which follows:

Current  Request Table (DQKF0)

 =>

 ------------------------------------------------------------------------DQKF0

 DATAQUERY:  CURRENT DATAQUERY REQUEST TABLE

 -----------------------------------------------------------------------------

  C 0004C3D8                                                               00000

  N 0006D5FFFFFF                                                           00004

  F 0035C600D7C1E8D9D6D3D3404040404040404040404040404040404040404040404040 0000A

    400001D7C1E80001C5D4D7D5D6C5D4D7D5D6

  + 00054EE600                                                             0003F

  I 0032C900E8E3C460C3D6D4D4C9E2E2C9D6D54040404040404040404040404040404040 00044

    40000100D500080602D50017C3

  R 0004D902                                                               00076
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  V 000CE500000000000200000F                                               0007A

  + 00054ED900                                                             00086

  F 0035C600D7C1E8D9D6D3D3404040404040404040404040404040404040404040404040 0008B

    400001D7C1E80001C5D4D7D5D6C5D4D7D5D6D

  K 0033D240D5E4D4C2C5D940404040404040404040404040404040404040404040404040 000C0

    40C5D4D7D5D6D405D500050500D5000

  F 0035C600D7C5D9E2D6D5D5C5D340404040404040404040404040404040404040404040 000F3

    400001D7D4C60001C5D4D7D5D6C5D4D7D5D6

 -----------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN       <PF3>  NOT USED     <PF4>  NOT USED

 <PF5>  NOT USED   <PF6>  NOT USED     <PF7>  BACKWARD     <PF8>  FORWARD

The information displayed by the execution of the  Request Table is used by  to help solve certain problems.

PF Keys

Key Objective Result
CLEAR Return to Main Menu. Return to the Main Menu.
<PF1> HELP Display HELP panel

PF key options.
displays the HELP panel.

<PF2> RETURN Return to previous panel. Previous panel or Main Menu is displayed.
<PF3> NOT USED
<PF4> NOT USED
<PF5> NOT USED
<PF6> NOT USED

Not used.

<PF7>BACKWARD Scroll to previous  Request Table screen, if
any.

Display previous  Request Table screen, if
any.

<PF8> FORWARD Scroll to next screen

of  Request Table, if any.

Display more  Request Table, if any.

If the problem with the query or dialog cannot be solved from the information received from the  Request Table,  can
request that you produce a transaction or module storage dump.

Transaction or Module Dump

To produce a transaction or module dump, select the DIAGNOSTICS option from the Administrative Menu, or use the
DIAG command from the command line and:

• Step 1
Enter 1 for a transaction dump, or 2 for a module dump next to the STORAGE DUMP option.

• Step 2
Enter the terminal ID of the user who executed the query in the space following the TURN DUMP ON AT TERMINAL
prompt.

• Step 3
Execute the query from the specified terminal.

• Step 4
When it is time to turn the dump off, place the same terminal ID used to turn the dump on in the space following the
TURN DUMP OFF AT TERMINAL prompt.

turns on a transaction dump or module dump at the specified terminal. The transaction dump produces a dump for every
screen displayed on the selected terminal, while a module dump produces a dump for every program that is invoked by 
to process a screen. These dumps are written to the CICS dump data sets. Contact your systems programmer to print the
dumps. The dumps have special identifiers for .
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can review the dumps or the  Request Table with you or the systems programmer over the telephone, or request that you
send the dumps to the  office.

Plan Optimization Options

Display the Plan Optimization Options panel by selecting Plan Optimization Options on the Diagnostics Request panel or
by typing PLAN on the command line. Any user authorized to perform diagnostic functions can use this panel. From it, you
can specify production of optimization messages, specify join optimization, or display messages.

 =>

 ------------------------------------------------------------------------DQKT0

 DATAQUERY:  PLAN OPTIMIZATION OPTIONS               AUTHID: PUBLIC

 -----------------------------------------------------------------------------

 Select the plan optimization options desired by placing any character in the

 space next to your choice and press PF4 to update your plan options.

 Press PF3 to display existing optimization messages.

 -----------------------------------------------------------------------------

      OPTIMIZATION MESSAGE OPTIONS FOR PLAN NAME  DQxxxxOM

         PREPARATION TIME                    EXECUTION TIME

          _  NO MESSAGES (DEFAULT)            _  NO MESSAGES (DEFAULT)

          _  SUMMARY MESSAGES                 _  SUMMARY MESSAGES

          _  DETAIL MESSAGES                  _  DETAIL MESSAGES

      OPTIMIZATION MODE

          _  MANUAL JOIN ORDER (ORDER LISTED IN "FROM" CLAUSE)

          _  PREPARATION TIME ORDER (DEFAULT)

 -----------------------------------------------------------------------------

 <PF1> HELP      <PF2> RETURN      <PF3> DISPLAY MESSAGES      <PF4> UPDATE

Message Options

The Plan Optimization Options panel allows you to request that optimization messages be produced by  when SQL
queries are prepared or executed. These are diagnostic messages that are written to the MSG table. You can view them
online using the Display Messages PF key or you can query the MSG table through online  or in DQBATCH. Use the
messages to help you solve problems with SQL queries.

Panel Description

The following list describes your message options.

• Plan Name
DQxxxxOM
where xxxx is the terminal ID. The plan is the set of information required by  to execute the SQL query. It is created
dynamically by  whenever a query is validated.

• Preparation Time
Select the type of messages you want retained regarding preparation time for processing the active query. Preparation
time is the time needed for preparation of SQL statements for execution when a query is validated by . The selections
are:
– No Messages
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No messages are captured.
– Summary Messages

Only messages summarizing processing are captured.
– Detail Messages

All messages produced during processing are captured.
• Execution Time

Select the type of messages you want retained regarding execution time for processing the active query. The
selections are:
– No Messages

No messages are captured.
– Summary Messages

Only messages summarizing processing are captured.
– Detail Messages

All messages produced during processing are captured.

Optimization Mode

The Plan Optimization Options panel allows you to request that the tables named in the FROM clause be joined in the
order listed in the query as opposed to optimum order determined by  at preparation time.

Optimization Messages Display

The Optimization Messages Display panel displays plan optimization messages which were produced by  for the last SQL
query prepared or executed for which messages were requested. These messages can be used for problem solving for
SQL queries.

This panel appears when you select DISPLAY MESSAGES from the Plan Optimization Options panel. Any user
authorized for diagnostic functions may view this panel.

 =>

 ------------------------------------------------------------------------DQKV0

 DATAQUERY:  OPTIMIZATION MESSAGES DISPLAY

 -----------------------------------------------------------------------------

 STMT ID SEQ #  MESSAGE TEXT

 -----------------------------------------------------------------------------

 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN        <PF3> DELETE MESSAGES  <PF4> NOT USED
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 <PF5> NOT USED    <PF6> NOT USED      <PF7> BACKWARD         <PF8> FORWARD

From this panel you can request that these messages be deleted from the MSG table when they are no longer needed by
pressing <PF3> DELETE MESSAGES. See the  message documentation for information about the messages that appear
on this panel.

SQL Plan Options

has a plan option which allows  to specify the character to be used for the decimal point indicator in decimal, numeric,
and floating point literals.  uses the user's profile setting for the decimal point when creating the plan to be used to execute
an SQL query.

Therefore, if a user's profile specifies a comma (,) for the decimal point character, this user must use a comma for the
decimal point indicator in any literals in all SQL (or DQL) queries. This is a change from Version 8.0 in which SQL only
recognized the period (.) as the decimal point character.

To pass SQL plan options to be used by , you must code the options as  comments beginning on line 1 of the query. Line
1 must have the  comment-begin characters in columns 1 and 2. Immediately following, in column 3, you must enter
$DBSQLOPT as shown in the example following, which used */ for  comment-begin characters and /* for  comment-end
characters.

 */$DBSQLOPT option=value option=value option=value

             option=value option=value ... /*

Follow each option=value with at least one space. No option=value may be continued from one query line to another, but
you may use more than one line to include all of the required option=value statements. The last option=value must be
followed by at least one space and the  comment-end characters (/*).

Any options specified in this manner are only used for the current execution of the query in which they are placed.

Following are SQL plan options and values that are significant for :

• DATE=
This option specifies the DATE output format. Valid values for DATE= are ISO, USA, EUR, or JIS. If this option is not
specified, or an invalid value is specified, the default value will be taken from the  option table value for the SQL date
format.

• DECPOINT=
This option specifies if you want a comma (,) to be the decimal point indicator in decimal, numeric, and floating-point
literals. Valid values are C or P, C representing the comma (,) and P representing the period (.). The default if the
option is not specified or an invalid value is used is the user's profile setting for the decimal point character.

• ISOLEVEL=
This option specifies the isolation level, or degree to which a unit of recovery is isolated from the updating operations of
other units of recovery. Valid entries are U, C, or R. If not specified, or an invalid value is given, the default is C.

• PLNCLOSE=
This option specifies when the plan and URT are closed. Valid entries are T or R. The default is T if not specified or an
invalid value is given.

• SQLMODE=
This option specifies the mode in which  will process the query. Valid entries are ANSI, DATACOM, Db2, or FIPS.
Default will be DATACOM when the option is not specified or an incorrect value is given.

• STRDELIM=
This option specifies whether you want the string delimiter, used to delimit character string literals in SQL statements
to be an apostrophe (') or a quotation mark ("). The escape character, used to enclose delimited SQL identifiers, is the
apostrophe if the string delimiter is the quotation mark, or the quotation mark if the string delimiter is the apostrophe.
Valid values are A or Q. If the option is not used, or an invalid value is given, the default is the apostrophe (').

• TIME=
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This option specifies the TIME output format. Valid values for TIME= are ISO, USA, EUR, or JIS. If this option is not
specified, or an invalid value is specified, the default value will be taken from the  option table value for the SQL time
format.

• TIMEMIN=
This option specifies exclusive control wait time in minutes. Valid entries are 0 to 120. If not specified or an incorrect
value is given, default is 0. If TIMEMIN is specified, TIMESEC is set to 0.

• TIMESEC=
This option specifies the exclusive control wait time limit in seconds. Valid entries are 0 to 120. If not specified, or an
incorrect value is given, default is 10. TIMESEC will be set to 0 if TIMEMIN is specified.

Using the Printer Control
Printer Control is an administrative function that is used solely for query reports routed to your site's network printers. For
example, a user needs to reprint a query report due to a printer malfunction, or a query report needs to be stopped due
to a priority need for the network printer by another user. Printer Control allows a  Administrator to handle these and other
types of problems with your site's network printers.

Functions

A  Administrator can perform the following printer functions from the Directory of Spooled Print panel:

• Stop an active query report
• Restart the report from the point that it was stopped
• Restart the report from page one
• Flush the active query report from the print queue

Action

Access the Administrative Menu and select the Printer Control option, or use the PRINTER command from the command
line after a query or dialog has been executed and the report destination is to a network printer.  displays the Directory of
Spooled Print panel, an example of which follows:

Sample Directory of Spooled Print (DQKI0)

 =>

 Place the cursor on a name and press the appropriate PFKey.

 ------------------------------------------------------------------------DQKI0

 DATAQUERY:  DIRECTORY OF SPOOLED PRINT

 -----------------------------------------------------------------------------

 PRT ID |    REQUESTING USER               | STATUS | P-CMD |     DATE/TIME SENT

 -----------------------------------------------------------------------------

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |

        |                                  |        |       |
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        |                                  |        |       |

 -----------------------------------------------------------------------------

 <PF1>  HELP       <PF2>  RETURN        <PF3>  GO          <PF4>  STOP

 <PF5>  RESTART    <PF6>  FLUSH/CANCEL  <PF7>  BACKWARD    <PF8>  FORWARD

Panel Description

The following describes each column of the Directory of Spooled Print panel.

• PRT ID
Network printer ID.

• REQUESTING USER ID
ID of  user who executed the query.

• STATUS
The status of the query or dialog in the print queue.

• P-CMD
Indication that a command has been issued and is pending execution.

• DATE / TIME SENT
Date and time the request was queued for the printer.

NOTE
The network printer ID can be the user's default network printer ID, that is defined to  from the Profile panel, or
another network printer ID that is valid for the user's site.

A command that is issued after the print request, is placed in the P-CMD column until the command is processed. For
example, if you submit a print request to a network printer and use <PF4> STOP to stop the print, the STATUS remains
ACTIVE and P-CMD is STOP until the stop is processed. When the stop is processed, the STATUS reads STOP.

Status Column

The Directory of Spooled Print panel displays three statuses in the STATUS column.

• ACTIVE
The query report is printing on the network printer.

• READY
The query is in the print queue awaiting print.

• STOP
The user has stopped the printing of the query report.

P-CMD Column

The Directory of Spooled Print panel displays four commands in the P-CMD column.

• STP
The user has stopped the printing of the query report.

• RST
The user has restarted the printing of the query report from the beginning.

• FSH
The user has canceled the printing of the query report.

• GO
The user has restarted the printing of the query report from the stop point.

PF Keys

Key Objective Result
CLEAR Return to Main

Menu.
Return to the Main Menu.
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<PF1> HELP Display HELP panel. displays the HELP panel.
<PF2> RETURN Return to previous panel. Previous panel or Main Menu is displayed.
<PF3> GO Restart a stopped query report from stop

point.
Restarts a stopped query report from stop
point.

<PF4> STOP Stop an active query report. Stops an active query report.
<PF5> RESTART Restart active query report from the

beginning.
Restarts an active query report from the
beginning.

<PF6>FLUSH/CANCEL Remove a query
report from the
print queue.

Flushes a query from the print queue.

<PF7> BACKWARD Scroll to previous screen of printer
IDs, if any.

Displays previous printer IDs, if any.

<PF8> FORWARD Scroll to next screen
of printer IDs, if any.

Displays more printer IDs, if any.

NOTE
Use the FLUSH/CANCEL function with caution. Any querys that are accidentally flushed from the print queue, or
are canceled while printing, cannot be restarted and have to be reexecuted.

Monitoring Performance
Use the following tools to help monitor performance:

• The Statistics and Diagnostics Area (PXX) Report
• statistics
• Accounting Facility
• Compound Boolean Selection Facility Diagnostic Report

Using the Statistics and Diagnostics Area (PXX) Report

provides a database statistics report that displays information about:

• Service requests
• Exclusive control
• Buffer availability
• Request wait time frequency
• I/O events

The report consists of three parts, each of which is accumulated and reported on separately:

• System statistics
• I/O statistics
• User request statistics

Look at the number of Index buffers and data buffers used. Be sure there are enough. Look at the CBSBFR SPILL
COUNT. If it is high, increase the appropriate MUF startup option CBS value. For more information, see Statistics and
Diagnostics Area (PXX) Report.

Using  Statistics

After a user has executed a query or a dialog and routed the report to a printer or a terminal, he can produce statistical
information on the execution of the query or dialog. The statistics are printed to the printer automatically if he was

 400



 CA Datacom Administrating

authorized with STATISTICS specified Y. To display the statistics, he can use a PF key or issue the STATISTICS
command. The statistics are reset with each query execution.

The terminal display of the statistics is as follows:

 =>

 CURRENT DATAQUERY FIND/SELECT STATISTICS.

 ------------------------------------------------------------------------DQEB0

 DATAQUERY:  FIND STATISTICS                       QUERY NAME:

 -----------------------------------------------------------------------------

      NUMBER REQUESTED:                            COMPLETION DATE:

      NUMBER FOUND:                                COMPLETION TIME:

      FIND TERMINATED BECAUSE:

                                OVERALL    OPTIMIZATION     SEARCH

                                -------    ------------    -------

      ELAPSED TIME (SECONDS):

      I/O EVENTS:

      SELFR TOTAL:

      SELNR TOTAL:

      TOTAL BYTES:

 -----------------------------------------------------------------------------

 <PF1> HELP        <PF2> RETURN

The following is a brief explanation of the fields on the Find Statistics panel.

• QUERY NAME:
Name of the query to which these statistics apply.

• NUMBER REQUESTED:
Number of rows requested in your query.

• NUMBER FOUND:
Number of rows found in the database.

• COMPLETION DATE:
Date that the search for this query ended.

• COMPLETION TIME:
Time that the search for this query ended.

Field Reason Explanation
NORMAL END OF SEARCH WAS
REACHED

The FIND process completed normally.FIND TERMINATED BECAUSE:

SITE I/O LIMIT (DQOPTLST.SRCHLIM)
EXCEEDED

The FIND exceeded the value set for
the I/O limit in the System Option Table
(DQOPTLST) parameter SRCHLIM=.
Either reduce the number of rows which 
is to FIND, or increase the value in the
SRCHLIM= parameter so that your query
can finish the FIND processing.
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MAX WORK TABLE BLOCKS EXCEEDED The number of blocks specified in the
FNDBLKS= parameter has been exceeded.
You must evaluate the limit you have set
and determine what is best for your site. If
needed, you can override the FNDBLKS=
value for this user using the USERS option.

MAX ELAPSED TIME EXCEEDED The maximum time allowed for the
processing of a query FIND has been
exceeded. Either simplify the FIND so
that the FIND processing time is shorter
or increase the maximum time allowed
using the System Option Table MFTIME=
parameter.

FIND CANCELED
FROM REQUESTING TERMINAL

This query has been canceled from the
requesting user's terminal.

FIND CANCELED
FROM ANOTHER TERMINAL

This query was canceled from another
terminal.

Field Column Description
OVERALL The overall time elapsed in seconds to

process the FIND statement.
OPTIMIZATION The process of determining the FIND

strategy for searching the database
efficiently.

ELAPSED TIME (SECONDS):

SEARCH The actual search time against the
database for the FIND statement.

OVERALL The overall number of  physical I/O events
for the processing of the FIND statement. (I/
Os are calculated on USER databases. No
I/Os are calculated to the terminal or DQF
or DQW.)

OPTIMIZATION The number of  physical I/O events used for
determining the database search strategy.

I/O EVENTS:

SEARCH The number of  physical I/O events used
for the search of the database by the FIND
statement.

OVERALL The overall number of  CBS SELFR (select
first row) commands that were issued to
execute the FIND statement.

OPTIMIZATION The number of  CBS SELFR (select first
row) commands that were issued for
determining the database search strategy.

SELFR TOTAL:

SEARCH The number of  CBS SELFR (select first
row) commands that were issued for
the search of the database by the FIND
statement.

OVERALL The overall number of  CBS SELNR (select
next row) commands that were issued to
execute the FIND statement.

SELNR TOTAL:

OPTIMIZATION (Nothing is displayed in this column.)
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SEARCH The number of  CBS SELNR (select next
row) commands that were issued for
the search of the database by the FIND
statement.

OVERALL The overall number of bytes that were
required to hold the internal control blocks
that  built to process the FIND statement.

TOTAL BYTES:

OPTIMIZATION
SEARCH

(Nothing is displayed in these columns.)

When the statistics are printed, they are the same as those displayed.

Using the Accounting Facility

's Accounting Facility enables you to accumulate statistics on system use for programs running under the MUF. You can
use these statistics for accounting, billing, tuning, and monitoring security. You select the statistics you want to accumulate
by defining accounting columns for a user-specified tables.  writes the use-statistics to the tables. You can access the
tables using .

You can use  interactively to select, join, sort, total, report graph the accounting data. You can also use  to purge selected
rows. One method of simplifying the purge routines is to specify either month or year in the row definition and use a
specific date as the selection criteria for deletion.

Defining the Accounting Tables

You and the  Administrator should meet to determine what statistics you want to keep. Then, you must define the
accounting tables.

The UIDnn accounting column can be used to capture detailed information about  use. The format of the User Information
Block is as follows:

Column Offset Length Information
UID01 1 3 DQ, unless  diagnostics are on,

then it is $$$.
UID04 4 8 (Character column.) The user

accounting code from the DQU
row. Assigned during user
authorization.

UID12 12 15 (Character column.) The name
of the currently executing query,
if any. This name may not be
entirely accurate if, for example,
a query has been fetched from
the library, modified, and then
executed. In this situation, the
statistics reflect the modified
query, and not the one on the
library.
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27 1 (Binary column.) The processing
stage code. The codes are as
follows:
0
General processing - not query
execution
1
FIND statement processing
2
SET statement processing
3
SORT statement processing
4
PRINT/DISPLAY statement
processing

UID27

28 3 Reserved.
31 1 (Binary column.) The  system

indicator code as follows:

0

Online

1

Batch

UID31

32 1 Reserved

The UIDnn column is defined where nn is the starting position relative to 01. Both  and  use the UIDnn column. To avoid
collecting data that you do not want, use a conditional statement when you define your table in .

You can use the Accounting Facility to monitor performance. To do so, you set up accounting tables to monitor the
activities on your system. With the Accounting Facility, you can monitor such things as:

• What queries are using the most resources?
• What queries are used most?
• What operations are queries using?
• What databases are being queried most?
• How long does a query run?

The following example describes how you might use the Accounting Facility to monitor your performance.

Identifying a Problem Job

First, you want to look to see if you have a problem job. You can create an accounting table with the following:

• UID01
To collect data on  jobs only.

• UID04
To collect data on a particular user or group of users.

• UID12
To collect data on a particular job.

• EXCPS/EXCIX/EXCDT
To collect data about the physical I/Os.

• LOGIO/LOGIX/LOGDT
To collect data about the logical I/Os.

• REQS
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To collect data about the number of requests issued to

You can use  to report on the data collected.

Identifying the Problem Stage of a Job

If you decide that a particular job may be a problem, you can set up additional accounting tables to analyze that job. You
can set up an accounting table to identify what stage of the job is causing the problem. This accounting table may include
the following:

• UID01
To collect data on  jobs only.

• UID04
To collect data on a particular user or group of users.

• UID12
To collect data on a particular job.

• UID27
To collect data on a particular stage of a job.

• EXCPS/EXCIX/EXCDT
To collect data about the physical I/Os.

• LOGIO/LOGIX/LOGDT
To collect data about the logical I/Os.

• REQS
To collect data about the number of requests issued to

Identifying Reasons for CBS Optimizer Choices

Also, you can set up an accounting table to get detailed reasons why the Compound Boolean Selection Facility Optimizer
has chosen a particular action. This accounting table may include following:

• UID01
To collect data on  jobs only.

• UID04
To collect data on a particular user or group of users.

• UID12
To collect data on a particular job.

• UID27
To collect data on a particular stage of a job.

• CBSOR
To collect data about the Compound Boolean Selection Facility Optimizer reasons.

Identifying Scheduling Problems

If you think you may be having a scheduling problem, you can set up an accounting table to monitor how much wait time a
job experiences. This accounting table may include the following:

• UID01
To collect data on  jobs only.

• UID04
To collect data on a particular user or group of users.

• UID12
To collect data on a particular job.

• UID27
To collect data on a particular stage of a job.

• SDATE
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To collect the start date.
• STIME

To collect the start time.
• ETIME

To collect the elapsed time between the time MUF receives the request and the time the request is returned to the
user.

• WTIME
To collect the amount of time the job had to wait due to exclusive control, I/O, and so on.

Reporting the Accounting Data

You can create a meaningful report of the accounting data by creating a query that produces a report.

Accounting Example

The Accounting Facility can provide a great deal of useful information about  usage. For example, suppose that you
wanted to know the number of  requests generated by queries and how many actual I/O events that were needed to
complete these requests. It would also be useful for this information to be grouped and ordered by query name and user
name.

Following is an example of such a query and the resulting report. In it, the  User Table (DQU) is related to the Accounting
Table by the  Accounting Code UIB04. Because of this relationship you can trace collected statistics to the actual  user
that caused the activity to take place.

The following panel shows the text of the DQL query that was executed.

 -----------------------------------------------------------------------------

 DATAQUERY:  QUERY TEXT                            QUERY NAME: ACCOUNTING-SAMP

 -----------------------------------------------------------------------------

  FIND ALL CAI-ACT-A04    RECORDS

  WITH UIB01 = 'DQ'

     RELATED BY UIB04 VIA ACCOUNTING-CODE TO DATAQUERY-DQU

  SORT BY (USER-NAME)

 CAI-ACT-A04 UIB12

  PRINT

 TITLE1 'DATAQUERY USAGE STATISTICS'

 TITLE2 'DB REQUESTS AND I/O BY QUERY BY USER'

  DATAQUERY-DQU USER-NAME 'USER'

  CAI-ACT-A04 UIB12 'QUERY NAME'

             (REQS)   'DB /REQUESTS' PIC 'ZZZZZZZZZ9-'

             (EXCPS)  'DB /IOS'      PIC 'ZZZZZZZZZ9-'

The following shows a sample of the report resulting from the execution of the ACCOUNTING-SAMP query.

May 5, 2000                 DATAQUERY USAGE STATISTICS                  PAGE      1

16:31:05            DB REQUESTS AND I/O BY QUERY BY USER             DETAIL

                                                           DB               DB

  USER                              QUERY NAME           REQUESTS           IOS

  --------------------------------  ---------------  ------------  ------------

  CAI-INSTALL                                               4029          2471

                                    CAI-PRINT-ITEMS           10             0

                                    CAI-PRINT-RECPT           10             0

                                    DBIO                     460            28

                                    DQ-ACCT-REPORT          3996           202

                                    SAMPLE                   106            12
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  TOTAL USER CAI-INSTALL

                                                            8611          2713

  BOB                               TEST-BOB                 629            47

  TOTAL USER BOB

                                                             629            47

  BUN                               CAI-PRINT-ACCTS         1002            70

                                    CAI-PRINT-SALES          536            28

  TOTAL USER BUN

                                                            1538            98

  FULTON                            DBIO-PER-USER           4203           162

  TOTAL USER FULTON

                                                            4203           162

  GSMITH                            CAI-PRINT-CUST          1411            50

                                    CAI-PRINT-ORDER          692            29

                                    GEH-PAYROLL             5598           715

                                    GEHTX                    199            32

                                    HARRIS                    64             9

                                    REQS-PER-FIND            960            46

                                    RWH-TEST1                271            18

  TOTAL USER GSMITH

                                                            9195           899

Using the Compound Boolean Selection Facility Diagnostics Report

The Compound Boolean Selection Facility Diagnostics Report can help you diagnose the efficiency of executing a SELFR
command. Use the  Diagnostics Request panel to turn on CBS diagnostics at a terminal. Diagnostics are only collected for
the first SELFR command for each table.

When to Use Compound Boolean Selection Facility Diagnostic Report

Use this report when:

• A query is running slowly. The report can display information to determine if the cause is access to .
• A query is going to be put into a high-volume production environment. The report can determine if the access to  is

suitably efficient.
• Accounting Facility reports indicate that you are experiencing an inefficient execution of SELFR commands.

TYPE OPTIMIZATION......: POPULATION DEPENDENT

You can use this report in two ways:
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• To determine whether  has correctly communicated the request stated in the query to the Compound Boolean
Selection Facility. You can look at the WHERE: columns and can see which WITHs could not be passed to the
Compound Boolean Selection Facility.

• To determine how the Compound Boolean Selection Facility performed the selection: what keys were used, what
keys were not used due to INCLUDE-NIL-KEY, and whether a temporary index was needed. This can show that
performance would improve if you add a key or change one to INCLUDE-NIL-KEY=YES, for example.

Tuning Your System for CA Dataquery
performance is not only dependent on how well you tune  within the environment, but also on how well you tune the other
components of the environment.

The discussions that follow provide information on tuning.

Tuning CICS

functions as a short term task that does not issue terminal reads. There are rarely any problems with  contending for
CICS resources.

To further enhance efficiency,  allows other tasks to process during the execution of a query. For example, when long
searches are required,  periodically relinquishes control so that other tasks can process and allows the user to issue
requests to terminate the query.

The MXREQ= and MXTLR= parameters in the System Option Table DQOPTLST macro control the timing of the breaks
in control. They set limits that prevent individual users and queries from monopolizing the system. See Tailoring the CA
Datacom Core System Option Table for more information.

When a DQL Mode user attempts to access a table, not a  or  table, which is not in a User Requirements Table,  requests 
(Version 2.4 or higher) to dynamically build and open a User Requirements Table to access this table. If  successfully
builds and opens this User Requirements Table,  can then access the table. This makes it possible to use DQL Mode
to access Personal Database Tables which are not in any User Requirements Table. Tables which are accessed
regularly through  should be in user requirements tables which are assembled and linked for performance and ease of
maintenance. See the  documentation for more information on dynamic User Requirements Tables.

Tuning the  Operating Environment

Multi-User Facility

Some companies can profit from having an additional MUF to handle very heavy batch workloads. They may even wish to
put the second MUF on a completely separate CPU.  can run in batch on this machine.

Coding the  MUF startup options appropriately can affect the efficiency of  row searches. In a MUF environment with
several applications running at the same time, consider how adjustments to the MUF startup option affect  and all the
active applications. Expect to make trade-offs.

Here are some  MUF tuning recommendations:

• When a query does not specify a key,  uses the Native Key to search the entire table. To reduce processing time at
sites where table type searches are common:
– Determine which type of indexing will best meet the needs of  users and add the necessary keys.
– Increase the number of data index buffers and data buffers. (This provides more data per I/O event but increases

the transfer time of data and the storage required.)
– Increase the size specified for the data buffers (DATAPOOL MUF startup option) and the user data table block

sizes. (This provides more data per I/O event but increases the transfer time of data and the storage required.)
• For heavily used systems, provide enough data buffers to keep the data block in storage until  is finished with it.

Data Set Placement
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High activity data sets ( tables) should be placed on different DASD/channels. When analyzing the performance of the
active data sets: utilization for disk should be less than 50 percent and utilization for channels should be less than 30
percent. If the percentages are higher than this, you should consider moving the data sets to a different channel.

High activity data sets ( tables) should be placed on separate packs. Often it is advantageous to place them near the
center of the pack. This is good for the DQF and DQM tables.

Tuning the  Compound Boolean Selection Facility

uses the Compound Boolean Selection Facility to evaluate the row selection criteria specified in the FIND statements
of queries. Because of this, search optimization is done dynamically by the Compound Boolean Selection Facility. Each
logical expression in a WITH statement is a predicate. The predicates supplied in the query as selection criteria are used
to build a Compound Boolean Selection Facility request qualification area (RQA).

When the predicates in a FIND statement refers to columns containing signed numeric data of packed or zoned decimal
format, it is important to be as specific as possible in the  TYPE-NUMERIC attribute about what sign codes the columns
contain. This will allow  to pass this information along to the Compound Boolean Selection Facility, which in turn allows
the Compound Boolean Selection Facility to evaluate the predicates more efficiently because it restricts the traversal key
value range.

For example, if the data contains only positive values with the X'C' sign code, then specify P for this attribute. This
attribute must agree with the actual data or incorrect results will be obtained.

Tuning

Performance suffers unless care has been taken in creating the  definitions that are used by .

• Entity-occurrence names should be different for TABLE, KEY, and FIELD entity-occurrences so that y can
unambiguously resolve references in queries.

• Choose names that are obvious and meaningful to  users.
• Each table should have at least one unique key defined for it.
• No two keys in the same row should have the same value for the KEY-ID.
• Equivalent keys in different tables should be defined similarly. That is, the order, length, and type of constituent

columns should be the same.
• Equivalent fields or keys in different tables should be named the same to avoid confusion and to facilitate relating rows

together.

Tuning the  System Option Table

The following DQOPTLST parameters can be used to tune  performance through the System Option Table.

MXREQ= MXTLR= SRCHLIM=
MFTIME= FNDBLKS= SEQBUFS=
SORTPAG= SORTSYS= SORTCTG=

See Tailoring the CA Datacom Core System Option Table for information about these parameters.

Tuning Queries

Your queries will run more efficiently if you consider the following suggestions when you build your queries.

Key Usage

Keys minimize processing. Therefore, you can build keys to improve Compound Boolean Selection Facility performance.
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When the predicates of a query uses keys, Compound Boolean Selection Facility can use the  index to evaluate the
predicates more efficiently and can avoid having to access data rows. When the predicates includes no keys, Compound
Boolean Selection Facility must examine the data rows in the table to evaluate the predicate.

Predicate Structure

Use predicates that can be easily converted to Compound Boolean Selection Facility format. There are predicates that are
difficult or impossible to convert to Compound Boolean Selection Facility format. These are handled by . The predicates
that are not passed to the Compound Boolean Selection Facility are:

• Predicates in which a key is compared to a value:
– And the value is masked and the comparison operator is neither equal or not equal
– And the comparison is for CONTAINING and the key has multiple noncontiguous columns

• Predicates in which a column is compared to a value and the value is masked and the comparison operator is neither
equal or not equal.

• Predicates in which a key is compared to a column and the data type of the column is not character, zoned, or pure
double byte characters.

• Predicates in which a key is compared to a key and one or both of the keys has noncontiguous component columns
and the keys do not have the same number and length of component columns.

• Predicates in which a column is compared to a column:
– And the columns are of different data types
– And the columns are numeric but have different precisions

• Predicates which include an arithmetic expression.

When a predicate that cannot be converted to Compound Boolean Selection Facility format is ANDed to a predicate that
can be converted, the predicate that can be converted is passed to Compound Boolean Selection Facility. The predicate
that cannot be converted is processed by  and then the results from Compound Boolean Selection Facility and  are
ANDed.

When the predicates are ORed, if any predicate cannot be processed by the Compound Boolean Selection Facility, none
of the ORed predicates can be processed by the Compound Boolean Selection Facility.

• Example:
A FIND statement has three predicates: P1, P2, and P3. P3 cannot be converted to Compound Boolean Selection
Facility format.
– WITH P1 AND P2 AND P3

In this case, since there are no ORs, P1 and P2 are passed to the Compound Boolean Selection Facility and P3 is
then applied to the result set.

– WITH P1 AND (P2 OR P3)
In this case, P2 cannot be processed by Compound Boolean Selection Facility along with P3 since they are ORed,
so only P1 is passed to the Compound Boolean Selection Facility. The condition P2 OR P3 is then applied to the
result set from Compound Boolean Selection Facility.

Join Column Selection

When two tables are related in a query, they are normally joined by columns or keys in the two rows. When the search
is performed, the link column in the table searched secondly is used to create an additional key-value or column-value
predicate using a value extracted from the link column of the first table. With  you can join tables when the link column
is not a key in either table. This should be done with care because if there are no keyed criteria supplied for the table
searched secondly in the relationship, repeated full table searches of that table can be required.

When multiple tables are related in a query,  does not necessarily search the tables in the order stated. Instead, it
determines every possible way that the search can be done, dynamically estimates the cost of each, and selects the
lowest cost estimate.
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WARNING
The use of outer joins and disjoins in a query causes the  optimization process to be bypassed.  processes any
query containing either an outer join or a disjoin keyword by accessing the database tables in the order they
appear within the query. The use of OUTER-JOIN, RIGHT-JOIN, or RIGHT-DISJOIN adds additional time to the
processing of the FIND statement since  must read each table named on the "right side" twice to accomplish the
join. The use of LEFT-JOIN or LEFT-DISJOIN does not cause this additional processing.

Usage Procedures

Establish procedures for users to follow to realize resource conservation:

• For a new query, limit the initial search to test the query and check the results.
For example, this can be done by specifying FIND 20 ROWS instead of FIND ALL ROWS.

• Include criteria in the query that uses a key or the first column of a key to limit the scope of the search.
– When  cannot use keyed access, the entire table is read sequentially.
– Make users aware of the DISPLAY command as a tool to display key definitions.

Examples

The following examples illustrate how typical queries are processed.

Predicate Type Qualified for Compound Boolean
Selection Facility

P1 Field-Value YES
P2 Key-Value YES
P3 Key-Value YES
P4 Key-Value NO
P5 Key-Field YES

Example 1

• Query text:
FIND TABLE1

• Results:
Compound Boolean Selection Facility accesses the Native Key index sequentially.
Every row ID is returned to .

In this case, since no predicates at all are supplied, Compound Boolean Selection Facility simply reads the Index for
TABLE1 and returns the row IDs to . Data rows are not accessed.

Example 2

• Query text:
FIND TABLE1 WITH P1

• Results:
Compound Boolean Selection Facility reads each data row in Native Key sequence to evaluate P1.
Compound Boolean Selection Facility returns the IDs of qualifying rows to .

In this case, a nonindexed predicate is passed to Compound Boolean Selection, so it must read the rows in the  region
to determine which qualify. No data rows are passed to the  region. This requires a full table search in the Compound
Boolean Selection Facility region.

Example 3

• Query text:
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FIND TABLE1 WITH P2
• Results:

Compound Boolean Selection Facility uses the Index to locate entries that satisfy P2.
Compound Boolean Selection Facility returns the IDs of qualifying rows to .

In this case, an indexed predicate is passed to Compound Boolean Selection, so it can evaluate P2 without accessing
data rows.

Example 4

• Query text:
FIND TABLE1 WITH P5

• Results:
Compound Boolean Selection Facility reads each data row to evaluate P5.
Compound Boolean Selection Facility returns the IDs of qualifying rows to .

In this case, an indexed predicate is passed to Compound Boolean Selection, but the indexed item is compared to
another column in the row, rather than to a literal value. Data rows must be read in the Compound Boolean Selection
Facility region to evaluate P5. Data rows are not passed to the  region. This requires a full table search in the Compound
Boolean Selection Facility region.

Example 5

• Query text:
FIND TABLE1 WITH P3 AND P4

• Results:
Compound Boolean Selection Facility uses the Index to locate entries satisfying P3.
Compound Boolean Selection Facility passes the data rows for these entries to .
evaluates P4 using the data rows.

In this case, an indexed predicate is passed to Compound Boolean Selection, and another indexed but nonqualifying
predicate ANDed with the first causes  to have to examine the data rows that satisfied P3 in order to evaluate P4.

Example 6

• Query text:
FIND TABLE1 WITH P2 OR P3

• Results:
Compound Boolean Selection Facility uses the Index to locate entries satisfying P2.
Compound Boolean Selection Facility uses the Index to locate entries satisfying P3.
Compound Boolean Selection Facility builds a temporary index to eliminate duplicate values.
Compound Boolean Selection Facility passes the qualifying IDs to .

In this case, two ORed indexed predicates are passed to the Compound Boolean Selection Facility. Compound Boolean
Selection Facility uses the Index to locate entries that qualify for each predicate, and a special temporary index to
eliminate the duplicates. No data rows are accessed by the Compound Boolean Selection Facility or .

Example 7

• Query text:
FIND TABLE1 WITH P3 OR P4

• Results:
Compound Boolean Selection Facility passes all data rows to the  region.
evaluates P3 or P4.

In this case, two ORed indexed predicates are used, but one is nonqualifying. Since they are ORed, neither can be
passed to the Compound Boolean Selection Facility and a full table search is done in the  region.

Example 8
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• Query text:
FIND TABLE1 WITH P2 RELATED BY KEY1 TO TABLE2

• Results:
Compound Boolean Selection Facility uses the index to locate entries in TABLE1 satisfying P2.
Compound Boolean Selection Facility passes the row IDs and data for these to .
Compound Boolean Selection Facility uses the index to locate entries in TABLE2 satisfying the link column predicate.
Compound Boolean Selection Facility passes those row IDs to .

In this case, two tables, one with a qualifying indexed predicate, are joined. Compound Boolean Selection Facility can
evaluate P2 in the index, but must read and pass to  the data rows for the entries that satisfy P2 so that  can extract the
value needed to build the key-value predicate for KEY1 on TABLE2. Compound Boolean Selection Facility can then locate
the qualifying rows in TABLE2 without accessing its data rows.

Handling Errors
Error handling is a joint project shared by the  Administrator, the systems programmer, the end user, and you. Your
responsibility is to assess those problems that are caused by:

• System Option Table definitions
•
• definitions
• system table allocations
• Database availability

Assessing Errors

With online , when an error occurs, an error message appears on the message line. You can press <PF1> HELP to get
the Help Panel for Error Message. This panel provides an expanded explanation of the message. The information on the
Help Panel for Error Message is designed for the end user. More information is provided in the messages documentation.

Message Categories

The  error messages that you will handle fall into the following general categories:

• Errors resulting from incorrectly specified System Option Table parameters
• Errors resulting from problems with  (for example, MUF startup option specifications)
• Errors resulting from  definitions (for example, structures not defined)
• Errors resulting from system tables not being large enough
• Errors resulting from tables not being available

Each of these categories of errors has a suggested method for solving it.

Errors resulting from incorrectly specifying the System Option Table parameters are solved by locating the parameter,
specifying the correct value, and reassembling the macro.

Errors resulting from problems with  are solved by locating the error message or return code in the  message
documentation and following the instructions provided there.

Errors resulting from  definitions are solved by locating the  definition, or creating it if needed, and synchronizing the 
definition with the needs of .

Errors resulting from system tables not being large enough are solved by enlarging the tables as described in Preparing
and Maintaining the  System Tables.

Errors resulting from tables not being available are solved by determining the table that is not available, determining the
reason that the table is not available, and either making the table available or communicating when it will be available.

When the error message directs you to contact  support, and if you have a maintenance agreement,  do the following:
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• Document the steps that led up to the error.
• Note the five-character ID of the panel on which the error message appeared.
• Follow the instructions provided by the online HELP for the message.

When you have gathered all the materials, have one person from your site call support and take responsibility for getting
the solution and communicating it.

Using Diagnostics

Diagnostics is an administrative function that is accessed from the Administrative Menu, but is only used on a request
from .

For example, a user may have written a query that has been edited and validated, but yet does not execute, has
performance problems, or gets the wrong results. In some cases,  returns an error message instructing the user to call . 
may request that you perform diagnostics on the query because they need more information about the query.

The Diagnostic function allows the  Administrator to produce a  request table, a transaction dump or a module dump, or, in
DQL mode, a Compound Boolean Selection Facility Diagnostic Report.

The diagnostic information contained in the request table shows how the query was coded, which definition it was
looking for in , and so on. The Compound Boolean Selection Facility Diagnostic report shows exactly what  passed to the
Compound Boolean Selection Facility and how the Compound Boolean Selection Facility interpreted it. This report shows
whether  is causing the problem or the Compound Boolean Selection Facility.

SQL Mode diagnostics functions somewhat differently, in that you can request summary, detail, or no messages about
query processing.

For more information, see Using DQL Diagnostics and Using SQL Mode Diagnostics for detailed instructions about using
the diagnostics facility.

CA Datacom/DB Database and System Administration
This section is intended for systems programmers and Database Administrators who are responsible for one or more of
the following tasks:

• Installing  system software
• Supporting  system software
• Administering the operations of the  system
• Maintaining data integrity
• Ensuring data accessibility
• Maintaining system performance

Add and Delete Keys Faster
The ability to add and delete keys faster, helps you meet 24x7 operational requirements because it substantially reduces
outages caused by time lost in adding another key to a table or removing a key from a table. Adding and deleting keys
faster also has a time-reducing effect if an existing key definition changes in a way that requires the existing index to
be rebuilt. While not as significant for tables with a small number of rows, large tables with many rows can anticipate
significant savings in wall-clock time, with regard to rebuilding the index for an area with a table with a key change.

Adding and deleting keys faster can also save much of the CPU time required for executing the RETIX function of
DBUTLTY. The enhancement first determines which key definitions were changed in a way that requires their rebuilding
after the cataloging of the database. The information gained is then used by the index rebuild function of RETIX to rebuild
only the key definitions that changed, not wasting time with any key definitions that were not changed.

Catalog Key Definition Change Detection
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During the catalog, if the table has not changed in a way that requires a LOAD of the data, the key definitions are
compared for changes. The comparisons are based upon the key name. The new (or replacement) key definition status is
set as "not loaded," based upon the following reasons (if none of them are true, the status is set to "loaded"):

• If a key name does not match an existing key name and is therefore considered to be a new key.
• If the matching existing key definition has a status of "not loaded."
• If the key ID is not the same.
• If the index partition name has changed.
• If the option of a binary zero or all blank key value is to exist in the index.
• If the total field length is not the same.
• If the total key length is not the same.
• If the key is changed from or to relative record.
• If any field in the key has changed from or to type sensitive.
• If any field in the key has changed from or to decimal.
• If any row position in the old key is not equal to the same row position in the new key. That is to say, if the old key was

10 bytes of data from row positions 5,6,7,8,12,13,14,2,25,26, the new key must have these same positions in the same
order.

• If any field in the key has changed in its type.

NOTE
SQL DDL statements cannot be used against a table in a database that is defined as virtual. To drop Master Key
and Native Sequence Key definitions from the CXX, the only SQL DDL statement that can be used is the DROP
TABLE statement.

Securing CA Datacom/DB and CA Datacom Datadictionary
CA provides several features and facilities in both  and  which you can use to secure access to data in your  environment.
These facilities work with the security facilities of other CA products to meet your total security needs.

The following topics are discussed on this page:

Securing Data

SQL GRANT and REVOKE Commands

Through the SQL GRANT and REVOKE commands, the owner of a resource can control who has access to that resource
and what level of access each user has. This control applies to all users whether access is through  commands.

Element Security Code

elements have an optional security code. Assign the security code to the element when you define it to . If you assign a
security code to an element, the code must be presented with every request for that element.

User Requirements Table

User Requirements Tables (URTs) specify the data tables that a program can access or update. A program cannot
issue a  command without a URT associated with it. If you restrict the definition and association of URTs to the person
responsible for database administration, and if you also maintain the URTs and the User Requirements Generation Macro
set in a secure library, the URT provides an effective means of securing  tables.

NOTE
For details about URTs, see Defining the User Environment.

Securing Data Definitions

Security Facility authorizes access to the  at several levels:
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• User identification
• Data definition passwords and lock levels
• Facilities
• Entity-types
• Status
• Function

If minimum security is chosen, a user defined in the PERSON entity-type in PRODuction status can use all facilities of ,
except for the security maintenance portion of the product. The user identifier is required for access to  online and when
submitting most batch transactions.

If you have more than one , the user can have different authorization levels in the different  databases. See Security
Overview, CA Datacom Datadictionary Internal Security, and Implementing CA Datacom Datadictionary Security .

Security Provided by Other CA Products

In addition to the  Datadictionary Security Facility, CA offers a variety of products which provide security. Other tools
offered by CA to secure  data are:

• CA ACF2 and CA Top Secret
These products are the access control components of the CA family of security and audit software. When used with ,
they provide user-ID validation to external security and security control for your entire data processing environment.

• Security Features
provides a user authorization facility through which you define the level of access for a user or group of users. In
DQL Mode,  Security Control feature uses a "profile-code" for controlling user access and update authorization at the
column level.
In addition to having  authorization,  users must be authorized to access  data.

• Security Features
provides a user authorization facility through which you define the level of access for a user or group of users. In
addition to having  authorization,  users must be authorized to access  data.

Data Encryption
(z/OS only) Data encryption is a table-level option that allows tables to store encrypted data.

Data encryption and decryption can be done at a basic level, using the encryption method provided by the processor
hardware of Z10 or later, by all who use  Version 14.0 and later. The basic method allows one unique encryption key
"handle" for each Directory (CXX), or group of Directories set as data is loaded. The basic option does not provide a key
manager. The basic method has simple strategies for managing the one key. The key is only available if you have read
access to the CXX or a data area with an encrypted table.

NOTE
 The DBUTLTY ENCRYPT function provides a SET_BASIC_KEY_n option (see DBUTLTY Encryption). The
dynamic system tables related to data encryption are the tables DIR_TABLE (see Dynamic System Tables Data
Encryption Considerations).

WARNING
 Use data encryption with care. If the "handles" for the encryption key (explained in a following section) become
corrupted, the data cannot be made useable again.

   

 Requirements and Restrictions 

Consider the following when using data encryption:
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• The specification that the data be encrypted is done by defining tables in , not in SQL (see  Data Encryption
Considerations).

• Encryption requires that the data to be encrypted be a multiple of 16 bytes.  handles the final non-multiple bytes after
one or more multiples of 16.  requires that no table is defined as less than 16 bytes. Compressed tables are handled
so that no individual compressed tables are stored as less than 16 bytes, which could affect the DASD extent size.

• Variable-length tables defined with a user compression exit of DBVVRPR are not supported.
• Tables defined with RECOVERY NO are not supported.
• The data area block size must be at least 2048 bytes.
• With encryption, every DBUTLTY function that accesses rows of a table in the DBUTLTY address space from DASD

must be done with an authorized execution of DBUTLTY. The same is true for setting or changing any encryption
function.

• When using encryption, we recommend that you use the  Simplify feature. The Simplify feature is required for  but
optional, though recommended, for . With the Simplify feature, the Directory (CXX) can be security restricted to the
submitter of the MUF, and one or two users, to run the few functions that must run with the MUF not enabled. Without
the Simplify feature, anyone who can run almost any DBUTLTY function is required to have both read and write access
to the CXX. The CXX is where the external form of the basic encryption key is stored.

 Other Considerations 

An option involved in defining a Log Area (LXX) as FORMAT 1 allows you to specify that encrypted table data is logged
to the Log Area (LXX) instead of to the default, clear table data. If the LXX has the data encrypted, so does the Recovery
File (RXX), because the RXX is a copy of the LXX, built during a SPILL of the LXX to the RXX. With the option of having
the LXX as FORMAT 1, the external key must be stored with each log record to allow the decryption for DBUTLTY
functions (or READRXX routines) that require it. If this option is used, every DBUTLTY execution using the RXX must be
from an authorized execution. If the option is used, every READRXX program is required to be authorized using z/OS
facilities, because the decryption can only occur from an authorized program.

NOTE
Do not select the option of recording encrypted data on the LXX (and then the RXX) if you do not want to allow
application programs with READRXX to be authorized.

Running not authorized generates an error code ‘N’ during READRXX, DBUTLTY SPLIT, RECOVERY, or REPORT
AREA=RXX. The LXX flag indicating encrypted data can only be reset by an INIT or RESET of the LXX.

WARNING
 The error code ‘N’ is for any read of an RXX, no matter whether a particular RXX contains encrypted data.
Termination occurs before access to any RXX data.

NOTE
 A table that is both encrypted and user compressed is written as encrypted, if the LXX as FORMAT 1 option is
selected, overriding any use of the option to not log user compressed data in its compressed format.

WARNING
 No table encryption is available in releases prior to  Version 14.0. A table loaded with encryption must be done
after every absolute condition has been met that ensures that you do not convert back from Version 14.0 to
Version 12.0. If you choose to do so, in disregard of stated warnings, the convert CXX process marks the table
as not loaded, the table as not encrypted, and removes all encryption information. Also, the CXX itself has
no encryption key information converted from Version 14.0 to Version 12.0, and any encryption information is
therefore lost. A conversion from Version 12.0 back to Version 14.0 has no encryption information at the table
level or CXX level to be converted, because Version 12.0 has no knowledge of encryption. A data area with
an encrypted table is set so that it cannot be opened by any  versions prior to Version 14.0. Any use of the
database area by a release earlier than Version 14.0 is required to start with an initialize overlaying everything in
the area.
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DBUTLTY Encryption

 DBUTLTY ENCRYPT Function 

The DBUTLTY ENCRYPT function provides a SET_BASIC_KEY_1 option. 

 Encryption Report (TYPE=K) 

DBUTLTY provides a new report that includes encryption information, including any basic encryption key information and
the tables encrypted. The new report is requested with the DBUTLTY REPORT function, TYPE=K. Encryption information
is not considered a secret. Having an encryption report allows you to externally secure the use of this DBUTLTY function.

 Encryption Information in Full CXX Report 

Table information relating to encryption is provided as part of a full CXX report without TYPE=A.

 Encryption Information Backup 

The CXX encryption information is backed up with a BACKUP AREA=CXX function. The DBUTLTY BACKUP AREA=CXX
function backs up the encryption information stored in the CXX. The information is restored to the CXX by either the LOAD
AREA=CXX function or the CXXCLONE function when the options DBID is not specified.

Opening and Backing Up Encrypted Tables

 Opening a Table that is Defined as Encrypted 

During the opening of a table defined as encrypted,  performs several edits (validation checks), including that the table is
defined currently with the same basic requirements as existed at the time the data was added.

Specifically, the edit validates that the table definition being opened matches the definition either during the LOAD of
the area or during the REPLACE of the table. This edit set is not for every facet of definition but for those facets that
would clearly block the successful decryption of data. The current list of facets that must match (and that have not been
changed) include the following:

• table name
• table ID
• row length
• use of DB compression
• use of user compression and its user data
• variable-length table ()
• recovery option
• encryption type and method

DBUTLTY LOAD and REORG BASIC Encryption Functions

Each DBUTLTY LOAD (or REORG) copies the current CXX key 1 information to the data area control block and uses
that information for all basic encryption. A REPLACE function uses the basic encryption information in the control block,
if it has been set. If not set, REPLACE copies the key 1 information from the CXX and sets the area as not openable by
releases before Version 14.0.

In addition to the CXX encryption information, the data area has table level information also preserved to help ensure that
data can be accessed correctly.

The addition of the CXX information and table information can cause the data block size to be insufficient to load the data.
If this occurs, a return code is issued and the load terminated. This is likely only for areas with a high number of tables
(the maximum is 240) and areas that have a small block size, for example, less than 4096.

A data area loaded with encryption is set at a ‘level’ that is not openable by releases of  before Version 14.0, ensuring that
back-level code does not try to read or add data out of sync with encryption options.
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Similar to the REPORT AREA=CXX,TYPE=K that can print the encryption information stored in the CXX, the copy stored
in the data area can be reported. Because they are intended to always match, this should be a rare need. As such, it is
added to the REPORT TYPE=U function where a DD statement is provided to a data set considered as unknown. The
execution for a data set that contains encrypted data formats the information similarly to the TYPE=K report.

  Data Encryption Considerations

  considerations regarding data encryption include table definitions involving the following:

• DDUPDATE 3154 TABLE Transaction
•  TABLE Attribute Type   

Dynamic System Tables Data Encryption Considerations

The dynamic system table DIR_TABLE (DRT) has columns for ENCRYPTION_METHOD and ENCRYPTION_TYPE.

Defining the Information Base
You can define the information base in the following ways:

facilities provides three methods for defining an information base:

• The  Structure Maintenance Mode of the online facility provides panels to prompt you through the definition of an
information base.

• The DDUPDATE utility enables you to define an information base using batch transactions.
• The Interactive SQL Service Facility of the online facility provides panels to input SQL Data Definition Language

(DDL) statements to define tables, views, synonyms and authorizations (schemas) in the default database and
area generated during installation. The CREATE TABLE and ALTER TABLE statements cannot be used in a /AD
environment. Other databases and areas can be used, but they must be defined using the  Structure Maintenance
Mode or the batch utilities.

provides a single utility, the  Utility (DBUTLTY) that performs all operations for creating and maintaining your information
base. You invoke the functions by entering commands to the utility program. You always receive a listing that contains the
command exactly as you entered it, followed by the function being executed and an alphabetic listing of all keywords and
values entered. You also receive messages that explain any operational errors or provide explanatory information.

SQL DDL Statements in an Application

You can use , COBOL, PL/I, or Assembler to write an application including SQL DDL statements to define tables, views,
or synonyms in the default database and area generated during installation. The CREATE TABLE and ALTER TABLE
statements cannot be used in a /AD environment. Other databases and areas can be used, but they must be defined
using the  Structure Maintenance Mode or the batch utilities.

SQL Mode

You can use the SQL Mode of  to input Data Definition Language (DDL) statements to define tables, views or synonyms in
the default database and area generated during installation. The CREATE TABLE and ALTER TABLE statements cannot
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be used in a /AD environment. Other databases and areas can be used, but they must be defined using the  Structure
Maintenance Mode or the batch utilities.

Storing Definitions in

After you define your information base,  stores the information in categories which are called entity-types (frequently called
entities) such as DATABASE, AREA, and FIELD. Each specific instance within the entity-type is an entity-occurrence
(frequently called occurrences). The types of information about each occurrence are attributes. Attributes describe specific
properties of each occurrence. The actual information you enter for an attribute is an attribute-value.

When you define your entity-occurrences, they are assigned a status and version. Those defined using  Structure
Maintenance Mode or DDUPDATE have a status of TEST and a version of T001 to T999. Those defined using SQL DDL
statements have a status of PROD and a version of 001.

Relationships between occurrences create structures and substructures. In the database, one or more AREA occurrences
are related to a DATABASE occurrence; one or more TABLE occurrences are related to an AREA; and so on.

You can store additional supporting information about occurrences in . These include aliases, descriptors and text.

Accessing and Updating CA Datacom/DB Databases
You can access and update  databases through both user-written applications and other CA products. Access to
databases can be restricted with the MUF startup option ACCESS (see ) or the DBUTLTY ACCESS function or console
command. Any application, whether user-written or a CA product, must communicate with  through a User Requirements
Table.

User Requirements Tables

A User Requirements Table controls features at the task (program) level. A User Requirements Table:

• Defines which  tables can be accessed by  commands. For SQL, the tables that are accessed are identified during
preprocessing.

• Defines which  tables can be updated by  commands. For SQL, the tables that are updated are identified during
preprocessing.

• Specifies what resources are necessary for the successful execution of a program, including additional resources the
program can need, such as extra buffer allocations.

The User Requirements Table is generated by a macro assembly and either link edited with the program or dynamically
loaded at execution time. The tables in the User Requirements Table must be opened before the program requests
access to  tables, and closed after all requests have been made. For SQL,  opens and closes the tables. In CICS,  CICS
Services is used to open and close the User Requirements Table. In IMS/DC,  IMS/DC Services is used to open and close
the User Requirements Table.

 

Contents

Accessing  Databases from Applications

Applications can access  databases by including  commands or SQL statements in their code.

Using  Commands

commands are included within a call to a  entry point. These calls can be included in applications written in Assembler, C
language, COBOL, FORTRAN, and PL/I.

commands provide two access techniques: record-at-a-time (RAAT) and set-at-a-time (SAAT). The record-at-a-time
commands access data rows (records), index entries, or a count of index entries. The rows are selected by specifying a
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previously defined key name and a key value. The rows are retrieved in the sequence of the key, in either ascending or
descending order.

The set-at-a-time commands access a set of rows (records) that are defined based on the data values contained in the
table. Individual rows of the set or a count of the rows in the set can be accessed. The set is selected by specifying a
search condition. The rows of the set are returned based on a user-specified sequence of columns in the row, either
ascending or descending or as selected by , if no user sequence is requested.

To use the set-at-a-time commands, the Compound Boolean Selection Facility (CBS) must be active. This facility enables
the MUF to process the set-at-a-time commands.

Using SQL Statements

SQL statements are embedded among the statements in an application.

To include SQL statements in your application, you must have the SQL option with the SQL Preprocessor available.
The SQL option is an extension to the MUF that enables it to prepare and process the SQL statements. The SQL
Preprocessor and the MUF prepare the SQL statements in the program for execution. During statement preparation,
dependencies among tables, views, and synonyms are recorded in the . If any dependencies change, the related
statement is marked invalid. The product of statement preparation is a  access plan which is stored in .

can access  databases through its Interactive SQL Service Facility which allows you to submit SQL statements through
online panels. The SQL statements are preprocessed and passed to the  entry point in one step.

Accessing  Databases Using Other CA Products

Several other CA products can access  databases. They include:

enables you to develop and maintain applications that can access  databases.  passes  commands to the  entry point.
It uses both record-at-a-time and set-at-a-time access techniques.  also offers you the option of using SQL statements
within your  programs.

is an information retrieval and data manipulation facility. It allows end users to create queries that retrieve information
from a  database.  can access  using  commands or SQL statements.  also provides a Personal Database Facility which
allows users to create and maintain personal tables.

/ Transparencies

The  DL1 Transparency,  VSAM Transparency,  TOTAL Transparency, and  DB2 Transparency allow programs originally
written to access DL/I, VSAM, TOTAL, or DB2 files to access  databases. The transparencies access  using  commands.

CA MetaCOBOL+

You can use CA MetaCOBOL+ to create COBOL programs that call  to access  databases.

Large Page Support
(z/OS only) Improved performance is possible with large page support. When using large page support,  lets you put
some or all of the index buffers specified with the MUF startup option SYSPOOL in memory backed by large page frames
(see SYSPOOL). Memory in large page frames is fixed and provides a faster access path.

You can only determine the positive or negative performance effects of using large page frames by experimenting at
your specific site. General insights into the performance effects are not possible. Taking memory away from the 4k page
memory to create 1m of "not-page" memory has benefits to the user of the memory and costs to all the other address
spaces. Having any absolute benchmark is therefore not to be expected, and for that reason we recommend that, when
you experiment at your site, you start small and watch for changes as you gradually increase your values.

DBUTLTY Function COMM SNAP
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In conjunction with large page support, COMM SNAP BUFFERS (or DBUTLTY COMM OPTION=SNAP,BUFFERS=YES)
takes an SVC dump (SDUMP) instead of a PXX dump when 64-bit index buffers are used.

64-bit Memory and MUF Data Buffers
Database Administrators benefit from using 64-bit memory for Multi-User Facility (MUF) data buffers. MUF data buffers
are the set of buffers that the database region (MUF) uses to hold customer data blocks. The data buffer pool is one of the
largest consumers of memory.

MUF data buffers default to 64-bit memory. MUF data buffer pools previously used 31-bit memory. A larger data buffer
pool is allowed with 64-bit memory. A larger data buffer pool can enhance performance. 64-bit memory speeds processing
by allowing 31-bit memory to be used for non-data buffer work. If, however, the 64-bit default is not wanted, a fifth
parameter on the MUF startup option DATAPOOL allows the specification of 31-bit MUF data buffers.

NOTE
31-bit memory is limited to a 2G maximum but is less than 2G in normal implementations. Availability of 64-bit
memory in z/OS operating systems is significantly larger with a maximum 64-bit storage of 2 TB.

Simplify Feature
The Simplify feature increases protection and simplifies the management of a  environment. The feature is optional. We
recommend using the Simplify feature with . Because of conversion considerations, using Simplify is required for  users
only.

The following topics are discussed on this page:

Simplify Environment

A  Simplify environment includes the following:

• One control data set for a Directory (CXX) having a unique CXX name.
The name is 1-8 characters or numbers. We recommend that you restrict the name to a length of 7. The term unique
refers to uniqueness within the full user site. It must be unique within the Sysplex system where the environment is
processed.

• One control data set for a Log File (LXX) that is used exclusively for this environment.
The log has a paired control data set for Force Area (FXX) information.

• Data set names for the CXX, LXX, and FXX must be the same, except for a variable that is CXX, LXX, or FXX.
The data set name needs to contain the CXX name. This is a strong best practice particularly for new Multi-User
Facility (MUF) environments but not a requirement.

• A set of data sets to contain specific database information, including index areas and data areas.
The data set name needs to contain the CXX name. This is a strong best practice particularly for new MUF
environments but not a requirement.

• One MUF is used for accessing the control data sets CXX, LXX, and FXX, with a few rare exceptions.
This MUF can be a single instance or a single MUFplex containing one or two instances. Each MUF instance has a
private print data set (PXX) and a unique name. If you are using a single MUF instance, we recommend having the
name match the CXX name. If you are using a MUFplex, we recommend having the MUFplex name match the CXX
name, and that each instance MUF name be the CXX name suffixed by the letter A or B.

NOTE
You can use numbers 1 through 2 instead of letters.

• One PDS load library with a member DBSIDPR assembled from a DBSYSID macro that defines the environment
access.
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When using the MUFplex option, there are usually other named members for each MUF instance. When using the
Multiple MUF Interface for batch or using  against multiple MUFs, having other named DBSYSID environment modules
is required. In this case, they are usually named the same as the CXX or MUFplex, as previously discussed.

NOTE
It is a best practice to have the DBMSTLST member in this environment definition library to define the
requirement of the Master List used by DBUTLTY functions. It is also appropriate to have an environment
DBIN1PR module to provide an empty (or not) additional SYSIN to DBUTLTY executions (see Using an
Additional SYSIN with DBUTLTY).

DBUTLTY is the primary tool of a set of tools supporting the Simplify environment, but other tools are also required, for
example, DDUPDATE.

Benefits of the Simplify Feature

Benefits of simplification include forcing the MUF to nearly always be enabled and to actively connect all DBUTLTY
functions with the MUF. The MUF is the only updater of the CXX and is in complete control, with full knowledge of all the
on-going activities. Without this control, situations can occur whose understanding requires research, presenting a risk to
data and roadblocks to normal 24x7 MUF availability.

With the MUF enabled, no DBUTLTY opens the CXX but instead obtains current information from the CXX through the
MUF. Only a few users need security access to the CXX, thus increasing security. Without the Simplify feature, you have
to have full write access to the CXX if you are executing any DBUTLTY function using the CXX, which causes more risk of
the CXX being overlaid or updated inappropriately.

NOTE
With MUF enabled, return code 67 is not possible and return code 46 cannot occur because of a previous
unplanned system outage.

Substantial additional safety of data sets is provided to prevent accidental misuse, along with fundamental 24x7
processing.

Because of these reasons, it is mandatory for the  users to provide the safe 24x7 access required by the using product.
We also recommend Simplify for the  z/OS users for the same reasons. However, it is not appropriate for every user
because it enforces many best practices and tightens many abilities. For example, without this feature, it is possible for a
production MUF and a test MUF to share a single CXX, causing you to be responsible for controlling the databases that
each use. It is never acceptable for multiple MUF executions other than MUFplex to share LXX and FXX data sets.

Simplify and the MUF

One MUF is the controller of the environment and needs to be enabled to perform that task. It is enabled during or soon
after each IPL and remains enabled until the next IPL. Few  requirements exist that require an outage. It is very rare for
the MUF not to be enabled on purpose or due to an unscheduled outage. There should be no condition where a MUF
cannot restart itself and continue processing. If an event prevents the restart, it is handled as a very special condition with
special controls.

NOTE
Many sites run with external security and are already geared to MUF always being up and, therefore, run
correctly with this requirement.

The one MUF always knows the status of every part of the environment. The needed control is handled simply, efficiently,
and safely. Because the MUF is always enabled, the DBUTLTY functions can run safely by using more MUF services. For
example, DBUTLTY uses MUF for CXX activity that allows accurate information to constantly be provided and controlled.
There are only a few rare conditions where MUF is not enabled and DBUTLTY is forced to open the CXX, and where it
uses the same protections as when not running Simplify.
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Update Considerations

The database control in the CXX is always opened with update intent. An enabled MUF fully controls the CXX.

The URT option of UPDATE is honored for specific read versus write command support.

CXX, DBSIDPR, and DBUTLTY

The Simplify feature is activated during the INIT of the CXX. If you decide to configure a z/OS environment in 
without Simplify, specify SIMPLIFY_MODE=NO in the DBSYSID macro to produce a resulting DBSIDPR module
(see SIMPLIFY_MODE=). If alternate assembly modules are produced to support MUFplex or multiple MUF, they also
need to be assembled with SIMPLIFY_MODE=NO.

NOTE
To allow easy testing in QA systems, the CXX Simplify option can be changed to match a current DBSIDPR
module using the DBUTLTY function CXXMAINT OPTION=ALTER,OPTION2=MATCHSID.  Run this
CXXMAINT option with the MUF not enabled. To be effective, this CXXMAINT function needs to be the first in a
DBUTLTY step that causes the CXX to open.

The value specified to SIMPLIFY_MODE= is known to a MUF or DBUTLTY during early processing and is therefore
fully in force at that time. When a MUF or DBUTLTY opens the CXX and verifies its contents, the status of Simplify is
compared. If there is disagreement, return code 47(006) or 47(007) is recognized and the execution terminated. If a
DBUTLTY function running as Simplify connects to a MUF, the Simplify option is compared similarly to the compare where
the matching of CXX names are verified. If they are not in agreement, the return code 94(200) is recognized and the
execution terminated.

Messages

The CXXMAINT OPTION=ALTER,OPTION2=MATCHSID function causes a second DB00905 message. The first
message shows the information from the CXX prior to change and the second shows the information after change.

DBUTLTY SET OPTION1= Options

Some of the DBUTLTY functions that open data sets, index areas, or data areas can (or in some cases have to) execute
with the MUF not enabled (inactive). Data sets opened include the CXX, LXX, FXX, and WXX system areas.

SET OPTION1=MUF_NOT_ENABLED

Functions that normally execute with MUF enabled but can execute with the MUF not enabled exist for special situations
where a MUF cannot enable due to restart errors. Such restart errors have to be (or can be) corrected before MUF
successfully enables. These functions can run in the same DBUTLTY step as a function that has to run with MUF not
enabled, or they have to declare the intent to run this complete DBUTLTY step with MUF not enabled. To do this, the SET
function with OPTION1=MUF_NOT_ENABLED is used. The use of this SET option is invalid if the DBUTLTY step has
already connected to a MUF or opened the CXX locally. The function converts all following functions from being able to
run with MUF not enabled to being required to run with MUF not enabled for this execution of DBUTLTY. This ability is not
expected or recommended for use by functions that cannot complete quickly.

This SET option removes any DELAY68 value set in determining if the MUF is enabled or not enabled. For these functions
that expect to execute with MUF, it is best that they are allowed to have the delay to wait for the MUF to enable.

SET OPTION1=MUF_ENABLED_OR_DISABLED

Another method allows a function to execute with MUF enabled or not enabled. We do not recommend this method for
normal use. If the function is used when the MUF is not enabled, it blocks the MUF from enabling until the DBUTLTY
execution completes. This method uses the SET function with OPTION1=MUF_ENABLED_OR_DISABLED. The use of
this SET option is invalid if the DBUTLTY step has already connected to a MUF or opened the CXX locally.

This SET option removes any DELAY68 value set in determining if the MUF is enabled or not enabled. For these functions
that expect to execute with MUF, it is best that they are allowed to have the delay to wait for the MUF to enable.
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Sysplex Execution

Simplify provides protection that requires all data sets initialized by  must be opened on a system in the same Sysplex.
The requirement includes the MUF execution and the DBUTLTY functions that open data sets. For example, a BACKUP
of a data area with MULTUSE=YES is permitted outside a Sysplex system, because it does not open an initialized data
set in the DBUTLTY address space. However, a BACKUP of a data area without MULTUSE=YES is not permitted outside
a Sysplex system, because it opens at least the data area in the DBUTLTY address space.

NOTE
The WXX used by DBRRMPR for two-phase Sysplex processing of the RRS is excluded.

There is no Sysplex system check during the initialization of the CXX, and therefore it can execute anywhere.
However, the name of the Sysplex is saved into the CXX and is used for all later comparisons. In the case where all
systems in a Sysplex are not available and execution is needed on another Sysplex system, for example a Disaster
Recovery situation, the Sysplex name in the CXX can be changed by using the DBUTLTY function CXXMAINT
OPTION=ALTER,OPTION2=MATCHSID. This function executes only if the MUF is not enabled and no other DBUTLTY is
executing with the CXX open. To be valid, this function must be the first in the DBUTLTY stream that causes the CXX to
open and must run with the CXX in SIMPLIFY mode.

Executions using  must run on a system in the same Sysplex as the one in which the MUF is executing. User
applications, other than , can execute those applications on a system in the same Sysplex or any system that has CA CCI
communication between it and the system where MUF is executing. DBUTLTY applications that do not open the CXX,
LXX, FXX, an index area, or a data area can also run similarly to user applications.

It is required that data sets be protected. The z/OS Global Resource Serialization (GRS) facility provides the needed
protection. To assist in knowing the name of the current Sysplex, the SYSPLEX Sysplex-name has been added to the
DBUTLTY function REPORT MEMORY=MVS after the SYSTEM system-name. It is also provided in the DB00905I
message when running the CXX as SIMPLIFY.

Messages

• If the opened CXX and the Sysplex name stored in the CXX mismatches the current Sysplex name, the DB00912E
message is produced. The error is recognized with return code 47(008) and the execution terminates.

• If a data set other than the CXX is to be opened and the Sysplex name stored in, then CXX mismatches the current
Sysplex name, the DB00912E message is produced. The error is recognized with return code 94(202) and the
execution terminates.

MUF Execution with SIMPLIFY

One MUF or MUFplex opens the CXX with the intent of being the only job with the CXX opened. If you are not using
MUFplex, you can set the CXX with a DD statement having DISP=OLD. With MUFplex, the DD statement must be
DISP=SHR. The MUF helps ensure it is the only job to have the CXX available for writing by performing an exclusive
global systems ENQ with the major name CADTCM02 and the minor name being the concatenation of CXX, number 1
or the MUFplex number, and data set name of the CXX. When the ENQ cannot be obtained, MUF issues the following
message and terminates.

DB00205E - MULTI-USER ERROR - 1095 MULTIPLE MUFs THIS CXX DSN

During the MUF enable, it opens the CXX and verifies that the CXX name in the CXX matches the CXX name in the
DBSIDPR module that identifies the instance. If the names do not match, the following message is issued and the MUF
does not enable.

DB00205E - MULTI-USER ERROR - 1211 CXXNAME x VS y

The x in the message is the CXX name as provided in the DBSIDPR module. The y is the CXX name in the CXX being
used.

For more information, see Messages.
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By being the sole Job updating the CXX, this MUF does not need to perform the DASD or Sysplex locking around most
CXX I/O activity. It cannot get a return code 67. Its CXX in memory is treated as equivalent to the DASD and performs
reads and writes efficiently. It knows that it has full control of all CXX processing.

NOTE
MUF protects the CXX, LXX, and FXX with a share global system ENQ with the major name CADTCM02 and
the minor name being the concatenation of DSN, a dash, and the data set name.

With Simplify, the MUF startup option X_CXX_ALLOW_SHARING cannot be specified as NO. This helps ensure that the
MUF or MUFplex is the only one accessing the CXX.

With Simplify, we recommend that the MUF startup option ACCESS be specified with OPTIMIZE, the same as without
Simplify. In this case, running with Simplify imposes no requirements not required when running without Simplify.
However, Simplify executes with full CXX control, and a database is always opened with update control. It is not possible
for a Simplify MUF to have any database level data set shared with another MUF.

If a MUF fails and is restarted, it detects some DBUTLTY database functions and options, including LOAD, BACKUP,
EXTRACT, INIT, and EXTENT that were running without MULTUSE=YES and keeps the database in protected status if
the DBUTLTY is still executing.

A new MUF message, DB00141I, documents the successful start of select DBUTLTY functions and their logical end. The
end does not occur if the MUF terminates during the function. The format of the message is as follows:

DB00141I - DBUTLTY start/end function(-modifier) base optional-area Job-name

The START message occurs after a successful open process to start the function. The END message occurs during a
successful or unsuccessful close process to end the function. The following lists the supported functions and the modifiers
associated with each.

NOTE
The area name is provided for functions where it was specified, or with blanks if it was not specified, such as a
full database LOAD.

• BACKUP-x-y
– x is replaced by the following letters:

• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

– y is replaced by the following letters
• N - if the backup had SEQ=NATIVE
• U - if the backup had SEQ=PHYSICAL,UPDATE=YES
• P - if the backup had SEQ=PHYSICAL without UPDATE=YES

NOTE
The BACKUP message is done for a data area backup only.

• EXTEND is used when extending with AREA=IXX.
• EXTEND-x is used when extending a data area.

– x is replaced by the following letters:
• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

• EXTRACT-x-y is used where the description of the x and y are the same as for BACKUP.
• INIT is used when initializing with AREA=IXX.
• INIT-x is used when initializing a data area.

– x is replaced by the following letters:
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• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

• LOAD-x is used when loading a data area.
– x is replaced by the following letters:

• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

• RECOVERY-x is used when recovering data.
– x is replaced by the following letters:

• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

• REORG-x is used only during the data load section when loading a data area.
– x is replaced by the following letters:

• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

• RETIX-x is used when rebuilding the index for a data area.
– x is replaced by the following letters:

• M - if the function specified MULTUSE=YES
• U - if MULTUSE=YES was not specified

Examples

DB00141I - DBUTLTY START INIT 997 IXX DBDVL997         

DB00141I - DBUTLTY END   INIT 997 IXX DBDVL997         

DB00141I - DBUTLTY START INIT-U 997 A01 DBDVL997       

DB00141I - DBUTLTY END   INIT-U 997 A01 DBDVL997       

DB00141I - DBUTLTY START LOAD-U 997 A01 DBDVL997       

DB00141I - DBUTLTY END   LOAD-U 997 A01 DBDVL997       

DB00141I - DBUTLTY START EXTRACT-U-N 697 C01 DBDVL997  

DB00141I - DBUTLTY END   EXTRACT-U-N 697 C01 DBDVL997  

DB00141I - DBUTLTY START EXTRACT-U-N 697 C02 DBDVL997  

DB00141I - DBUTLTY END   EXTRACT-U-N 697 C02 DBDVL997  

DB00141I - DBUTLTY START BACKUP-U-N 697 A01 DBDVL997   

DB00141I - DBUTLTY END   BACKUP-U-N 697 A01 DBDVL997   

DB00141I - DBUTLTY START BACKUP-U-N 697     DBDVL997   

DB00141I - DBUTLTY END   BACKUP-U-N 697     DBDVL997   

DB00141I - DBUTLTY START RETIX-U 697 A01 DBDVL997      

DB00141I - DBUTLTY END   RETIX-U 697 A01 DBDVL997      

DB00141I - DBUTLTY START EXTRACT-M-N 697 C01 DBDVL997  

DB00141I - DBUTLTY END   EXTRACT-M-N 697 C01 DBDVL997  

DB00141I - DBUTLTY START EXTRACT-M-N 697 C02 DBDVL997  

DB00141I - DBUTLTY END   EXTRACT-M-N 697 C02 DBDVL997  

DB00141I - DBUTLTY START BACKUP-M-N 697 A01 DBDVL997   

DB00141I - DBUTLTY END   BACKUP-M-N 697 A01 DBDVL997   

DB00141I - DBUTLTY START RETIX-M 697 A01 DBDVL997      

DB00141I - DBUTLTY END   RETIX-M 697 A01 DBDVL997      

DB00141I - DBUTLTY START EXTRACT-U-P 697 C01 DBDVL997  

DB00141I - DBUTLTY END   EXTRACT-U-P 697 C01 DBDVL997  

DB00141I - DBUTLTY START BACKUP-U-P 697 A01 DBDVL997   

DB00141I - DBUTLTY END   BACKUP-U-P 697 A01 DBDVL997   

DB00141I - DBUTLTY START BACKUP-U-P 697     DBDVL997   

DB00141I - DBUTLTY END   BACKUP-U-P 697     DBDVL997  
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SIMPLIFY Mode and Directory CXX Identity

With the Simplify option, one  environment consists of one CXX and one MUF. The one MUF can be a single instance or,
using MUFplex, one or two instances. The specific identity of the single instance or the identity of the various instances
is handled with the DBSIDPR module. Each MUF dynamically configures, based upon the DBSIDPR module. Simplify
extends this ability by including the CXX identity.

Each CXX has two facts of identity as follows:

• data set name
• CXX name

The components that need and use these facts can dynamically configure based on the values as defined to the
DBSIDPR module. User actions are simplified and additional safety is provided with this capability.

DBSIDPR Considerations

The following parameters related to the Simplify option occur in the DBSYSID macro that is used to assemble the
DBSIDPR module. For more information, see Modifying DBSIDPR Parameters.

CXXNAME=  is required with SIMPLIFY mode and optional without SIMPLIFY. For more information, see CXXNAME= in
Modifying DBSIDPR Parameters.

DSN_XXX= is required with SIMPLIFY mode and optional without SIMPLIFY. For more information, see DSN_XXX= in
Modifying DBSIDPR Parameters.

FORCE_DSN_CXXNAME= allows you to enforce a best practice of having every data set used in a system,
index, or data area used by a specific  environment include the name of the CXX. For more information, see
FORCE_DSN_CXXNAME= in Modifying DBSIDPR Parameters.

Special Actions Prior to Opening Areas

Special Actions Prior to Opening Areas

If the DBSIDPR in use had the keyword FORCE_DSN_CXXNAME=YES specified, this special action occurs. Before
opening the CXX, LXX, and FXX system areas, index areas, or data areas, the data set name being used from the JCL,
the CXX, or the DBSIDPR module is searched for the specific CXX name. If not found, message DB01410E is generated
and open processing terminates with return code 76 (013).

Special Actions when Opening the CXX, LXX, and FXX

Prior to opening the system areas CXX, LXX, and FXX, the JCL is searched for the specific DDNAME. If found, the data
set name in the JCL is compared to the data set name provided by the DBSIDPR module. If a mismatch occurs, message
DB01409E is generated and the process terminates with return code 76 (013).

If the specific DDNAME is not provided, dynamic allocation is used to create one with the same process used for index
and data areas. This is based on the specification of the DBSIDPR module DSN_XXX=. Allowing the system areas to
dynamically allocate is desirable as part of the simplification and protection restricting its use to fewer users than exists
without the Simplify option.

Special Actions in Validation of a CXX after Its Open

After a CXX is opened, the control block is read and validated. Part of this validation is a compare of the CXX name in the
data set to the CXXNAME= specified in the DBSYSID macro from which the DBSIDPR module is assembled. If there is a
mismatch in MUF, the DB00205 message occurs with a text of CXXNAME xxxxxxxx VS yyyyyyyy and error 1211. In the
text, the eight x values are replaced by the CXX name as defined to the DBSIDPR module in use. The eight y values are
replaced by the CXX name as seen in the CXX data set control block. If there is a mismatch in DBUTLTY, the following
message is issued:

DB10092E - CXX NAME MISMACH, SID=xxxxxxxx CXX=yyyyyyyy
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Special Actions when Initializing the CXX

The CXXNAME= value in the DBSIDPR is compared to the DBUTLTY INIT AREA=CXX CXXNAME keyword value. If they
are not a match,and if the INIT keyword does not specify the recommended single character of an asterisk (*), message
DB10092E is issued and the process terminates.

SIMPLIFY Protection for Data Sets
There are different groups of DBUTLTY functions that can be used with or without Simplify.

• Functions that handle the building or controlling of the control area data sets CXX, LXX, and FXX, require executing
with the MUF not enabled are described in DBUTLTY with MUF Not Enabled.

• Functions that can run with MUF not enabled if they are needed, to allow MUF to restart and enable successfully, are
described in DBUTLTY with MUF Not Enabled.

• Functions that run without Simplify and open the CXX in the DBUTLTY address space but with Simplify, require MUF
to handle the CXX needs as described in DBUTLTY with MUF Enabled. Special cases are included where a DBUTLTY
and MUF are in connection and one terminates but the other continues to execute.

• Changes to the MUF processing relating to the Simplify option not already mentioned are described in MUF Execution
with Simplify.

The following topics are discussed on this page:

ACCESS OPTIMIZE

Using OPTIMIZE (the default) for the MUF startup option ACCESS is recommended for all users when using Simplify.
A part of ACCESS OPTIMIZE is routinely used by Simplify to cause the CXX database to be consistently opened for
update, even with a URT that only has UPDATE=NO tables. The Simplify option makes using ACCESS OPTIMIZE easier,
because it does any needed database close or STATS before DBUTLTY functions that require that option.

NOTE
Additional information is provided in the topics that follow.

Data Set Protection in a Datacom Environment

Data set protection ensures that a data set currently in use by a MUF or DBUTLTY cannot be used in a contrary way by
another DBUTLTY or MUF. This protection also ensures that a data set being created by DBUTLTY cannot be used by a
MUF or other DBUTLTY until the creation process completes.

Data set protection is provided in two layers.

Layer 1

ENQ is provided to protect data sets within  processing for Version 14.0 and later releases. ENQ protection uses the z/OS
Global Resource Serialization (GRS) facility to ENQ across the systems to ensure a data set can be used for the intended
purpose. With this layer of protection, any protection of the CXX, LXX, or FXX lasts for the entire job step. Any protection
for database data sets for the index or data areas lasts only for the specific DBUTLTY function having the requirement.

Layer 1 is implemented using the ENQ ability of z/OS to lock a resource by name using GRS. The value for the ENQ has
a major name of CADTCM02 and a minor name of the characters DSN, a dash, and the data set name.

Functions that need full protection of a data set cause an exclusive ENQ to ensure they are running alone. All other opens
of data sets cause a share ENQ to allow multiple users but not a single exclusive user. If a conflict occurs, it produces
the DB01408E message, is recognized as a  return code of 76(012), and the execution terminates. This return code is
accompanied by a DB01408E console message.
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Layer 2

DISPOLD is provided to protect data sets within  processing for all releases and also outside  processing. It provides
similar protection to Layer 1.

With Layer 2 protection, any protection of the CXX, LXX, or FXX, lasts for the entire job step. Any protection for database
data sets for the index or data areas lasts only for the specific DBUTLTY function having the requirement. An exception
exists if the specific data set name protected is referenced in a subsequent step of the job. The protection is extended by
the operating system to include the remainder of the step where acquired through all the succeeding steps and through
the step where it is last specified.

Layer 2 is implemented using the operating system DD statement protection, based on the DISP keyword with the
setting of OLD. If the DBUTLTY JCL for the data set is provided with a DISP other than SHR, the JCL has provided all
the protection it can. If the JCL has SHR, this feature escalates the protection to exclusive control, equivalent to coding
DISP=OLD in the JCL.

Layer 2 protection works using the z/OS dynamic allocation ability to have an additional DD statement added with the
same data set name as the data set needing protection and having DISP=OLD set. The effective result is the DISP=SHR
protection is changed to DISP=OLD without any change to existing DBUTLTY JCL streams. The DDNAME selected is
DISPOLD, picked as unlikely to exist in a DBUTLTY JCL stream and being descriptive of its functionality. This protection is
for a data set currently open elsewhere and of little value if the data set is currently not open.

This escalation of the data set protection exists for the entire life of the DBUTLTY step, and if the same data set name
exists in a later step in the job stream, the protection lasts for all the steps. This could possibly cause JCL change
requirements to exist in DBUTLTY JCL.

NOTE
Dynamic allocation of database index and area data sets is always done with DISP=SHR. This protection is low
overhead. It does not protect from all mistakes. For example, one such common mistake is to initialize or load a
data setthat is currently open and in use.

Examples

It is very unlikely that any step has a condition where DISPOLD causes a problem. An example of a job that would work
without this protection but fail with the option is as follows:

 // JOB

 // EXEC DBUTLTY

 //IXX001 DD DISP=SHR,

 //PAY001 DD DISP=SHR,

 INIT AREA=IXX,

 INIT AREA=PAY,

 LOAD AREA=PAY,

 // EXEC TESTJOB (open URT base 1 and process using MUF, opens IXX001/PAY001 in MUF SHR)

 // EXEC IEBGENER

 //SYSUT2 DD DISP=(,CATLG),

 //SYSIN     DD DUMMY                                     

 //SYSUT1    DD DISP=SHR, (PAY001 data set)           

 

The example fails because the step owns the index and data area data set names for the life of the job and MUF is not
allowed to open with DISP=SHR. You can avoid this by moving the IEBGENER to a succeeding job and so preserving the
protection as shown in the following example:

 // JOB

 // EXEC DBUTLTY

 //IXX001 DD DISP=SHR,

 //PAY001 DD DISP=SHR,
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 INIT AREA=IXX,

 INIT AREA=PAY,

 LOAD AREA=PAY,

 // EXEC TESTJOB (open URT base 1 and process using MUF, opens IXX001/PAY001 in MUF SHR)

 // JOB

 // EXEC IEBGENER

 //SYSUT2 DD DISP=(,CATLG),

 //SYSIN     DD DUMMY                                     

 //SYSUT1    DD DISP=SHR, (PAY001 data set)

 

If the job steps cannot be modified to separate to different job streams, then another way to avoid the error is by adding
a DISPOLD DD statement to the INIT/LOAD function with the key word DUMMY which prevents the DISPOLD protection
and allows the step to execute unprotected. For example:

 // JOB

 // EXEC DBUTLTY

 //IXX001 DD DISP=SHR,

 //PAY001 DD DISP=SHR,

 //DISPOLD DD DUMMY

 INIT AREA=IXX,

 INIT AREA=PAY,

 LOAD AREA=PAY,

 // EXEC TESTJOB (open URT base 1 and process using MUF, opens IXX001/PAY001 in MUF SHR)

 // EXEC IEBGENER

 //SYSUT2 DD DISP=(,CATLG),

 //SYSIN     DD DUMMY                                     

 //SYSUT1    DD DISP=SHR, (PAY001 data set)

 

Layer2 also has a DBSYSID macro option to be deactivated for index areas and data areas (not the CXX, LXX, or FXX)
but it is not recommended since it would remove an important protection. The SIMPLIFY_DIRECTORY_CXX_MODE
keyword can be set to YES_DISPOLD_NO instead of just YES to run in Simplify mode but with just layer1 in place and
no use of layer2. It exists to all special JCL requirements to get most of the benefits of Simplify instead of none. But the
recommendation is to correct the special JCL requirements and use full Simplify mode.

Messages

If the INIT or other function fails because the DISP=OLD causes a conflict, the error is a return code 76(011). Any other
error received during the allocation is ignored so that the process continues, but you are alerted to potential errors by the
following message:

DB01401E - MVS DYNAMIC ALLOCATION ERROR

If the allocation is successful, it is immediately deallocated, making the DDNAME available to other data sets needing
protection. The DISP=OLD protection is as complete as the environment allows.

DBUTLTY Functions with MUF Not Enabled
The execution of the first function that requires the CXX to be available ensures that the DBUTLTY has not already
connected to a MUF and, if so, it is an error and is reflected by the following message and error termination.

DB10053E - MUF RUNNING, FUNCTION REQUIRES MUF DOWN
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If not connected, the function removes any DELAY68 setting and attempts to connect to MUF. If it is successful, that is an
error and receives a DB10053E message and error termination.

Once it is determined that the MUF is not enabled, the DBUTLTY ensures that the MUF cannot be enabled using
this CXX. By using a shared global ENQ, it protects the execution of the entire DBUTLTY function set. Execution of
a MUF during one of these DBUTLTY executions generates a startup error DB00205 with 1095 CXX DSN OWNED
ELSEWHERE. If the ENQ is not available, the error is recognized as the following error message and the function
terminated.

DB10055E - A MUF RUNNING WITH CXX, NOT ALLOWED

All functions other than INIT AREA=CXX checks that they are executing on a system in the same Sysplex as the CXX
was initialized on and if not, drives error message DB00912 and return code 47(008). This protection ensures that the
GRS ENQ processing protects the data sets and actions being performed.

Specific DBUTLTY functions and their descriptions subject to these rules that MUF must not be enabled are as follows:

INIT AREA=CXX

The INIT AREA=CXX function sets the CXX being built to be in the Simplify mode. If needed, the INIT AREA=CXX
function must be the first of these functions that execute in the DBUTLTY step. The INIT AREA=CXX without Simplify
recognizes an error if DATACOM=AD was specified and is reflected in the following message and error termination:

DB10057E - REQUIRES DBSIDPR SIMPLIFY YES

The INIT AREA=CXX function checks that the CXX has not been opened by a previous function. A violation of this rule is
reflected by the following message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the CXX and also the DISP=OLD protection for the CXX is required. Both protections remain
for the entire step.

This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the DBUTLTY step.

NOTE
 When running without Simplify mode, this function trusts that the user executes the function when and where
appropriate. The function provides no protection that the data set being initialized is not currently in use by one
or more MUF/DBUTLTY executions. The function provides no protection that the data set being initialized does
not become in use during any point of the initialization or following functions by one or more MUF/DBUTLTY
executions. If executed in error, there are a significant number of error conditions that are possible.

LOAD AREA=CXX(no DBID= keyword)

The LOAD AREA=CXX(no DBID=keyword) function restores the entire CXX from the backup. It does not restore the CXX
name and does not alter the Simplify option from the current CXX. This function is normally used in the same DBUTLTY
step as the INIT AREA=CXX immediately following. This function can execute in a step following the INIT AREA=CXX
provided that the CXX has not been opened by a previous function in this step. 

In all cases, the function only executes if the CXX is still empty from the INIT. If the function is not in the INIT AREA=CXX
step, it checks that the CXX has not been opened by another function. A violation of this rule is reflected by the following
message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the CXX and also the DISP=OLD protection for the CXX is required. Both protections remain
for the entire step.
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This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the JCL stream.

CXXCLONE (no DBID=keyword)

The CXXCLONE function performs as a special case of LOAD AREA=CXX and has a similar set of rules.

When the DBID is not provided, this function restores the entire CXX from the backup. It does not restore the CXX name
or alter the Simplify option from the current CXX. This function is normally used in the same DBUTLTY step as the INIT
AREA=CXX immediately following. This function can execute in a step following the INIT AREA=CXX provided that the
CXX has not been opened by a previous function in this step.

In all cases, the function only executes if the CXX is still empty from the INIT. If the function is not in the INIT AREA=CXX
step, it checks that the CXX has not been opened by another function. A violation of this rule is reflected by the following
message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the CXX and also the DISP=OLD protection for the CXX is required. Both protections remain
for the entire step.

This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the JCL stream.

Of special note, the CXXCLONE function accepts input as a backup of a Version 14.0 CXX and also a Version 12.0 CXX.

CXXMAINT OPTION=ALTER,OPTION2=MATCHSID

The CXXMAINT OPTION=ALTER,OPTION2=MATCHSID function alters the CXX to match the current DBSIDPR
definition as related to the following DBSYSID macro options:

• CXXMAINT=
• SIMPLIFY_MODE=

It executes under the rules of the DBSIDPR module. The function must be the first function to require access to the
CXX because it checks that the CXX has not been opened by another function. A violation of this rule is reflected by the
following message and error termination:

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the CXX and also the DISP=OLD protection for the CXX is required. Both protections remain
for the entire step.

This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the JCL stream.

INIT AREA=LXX 

The INIT AREA=LXX function initializes the LXX control area and checks that the LXX has not been opened by another
function. A violation of this rule is reflected by the following message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the LXX and also the DISP=OLD protection for the LXX is required. Both protections remain
for the entire step.

This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the DBUTLTY step.
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NOTE
 When running without Simplify mode, this function trusts that the user executes the function when and where
appropriate. The function provides no protection that the data set being initialized is not currently in use by one
or more MUF/DBUTLTY executions. The function provides no protection that the data set being initialized does
not become in use during any point of the initialization or following functions by one or more MUF/DBUTLTY
executions. If executed in error, there are a significant number of error conditions that are possible.

INIT AREA=FXX 

The INIT AREA=FXX function initializes the FXX and checks that the FXX has not been opened by another function. A
violation of this rule is reflected by the following message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the FXX and also the DISP=OLD protection for the FXX is required. Both protections remain
for the entire step.

This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the JCL stream.

NOTE
 When running without Simplify mode, this function trusts that the user executes the function when and where
appropriate. The function provides no protection that the data set being initialized is not currently in use by one
or more MUF/DBUTLTY executions. The function provides no protection that the data set being initialized does
not become in use during any point of the initialization or following functions by one or more MUF/DBUTLTY
executions. If executed in error, there are a significant number of error conditions that are possible.

RESET AREA=LXX and AREA=CXX 

The RESET AREA=LXX function resets the LXX control area to be empty. It is rarely used and should be more rare with
Simplify. If used, it must always be done with the MUF not enabled. The RESET AREA=CXX functions reset the CXX
control area to have no DASD locking. The database is also reset to not be open and not load or unload. It is not needed if
MUF is enabled. If used, it must always be done with the MUF not enabled. 

This function checks that the LXX or CXX has not been opened by another function. A violation of this rule is reflected by
the following message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the LXX or CXX and also the DISP=OLD protection for the LXX or CXX is required. Both
protections remain for the entire step.

This function expects to run with MUF not enabled. Therefore, the function SET OPTION1=MUF_NOT_ENABLED is not
required. This function also effectively activates the SET option for the remainder of the JCL stream.

NOTE
 When running without Simplify mode, this function trusts that the user executes the function when and where
appropriate. The function provides no protection that the data set being initialized is not currently in use by one
or more MUF/DBUTLTY executions. The function provides no protection that the data set being initialized does
not become in use during any point of the initialization or following functions by one or more MUF/DBUTLTY
executions. If executed in error, there are a significant number of error conditions that are possible.

SET OPTION1=MUF_NOT_ENABLED (all functions that follow)

This SET option may only be executed if the DBUTLTY is not already connected to a MUF and has not already opened
the Directory CXX. It has affect for the next function that requires the Directory CXX and ensures that MUF is not enabled
and that the CXX is used locally. A violation of this rule is reflected by the following message and error termination.
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DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the CXX and also the DISP=OLD protection for the CXX is required. Both protections remain
for the entire step.

DBUTLTY Functions with or without MUF Enabled
The following functions are intended to always run with the MUF enabled:

  

The ability to run these functions without MUF exists to allow for the special and rare cases of a MUF that is initially built
or which does not enable due to restart issues that need correcting before the MUF is enabled.

These functions do not execute naturally without the MUF enabled. To allow execution, they can be in the same Job step
as a previous function that always runs with MUF not enabled. The previous function establishes the environment to allow
execution. Without one of those previous functions, you must indicate that the intent is to run them as a special case
where the MUF is not enabled. Use the SET function OPTION1=MUF_NOT_ENABLED statement prior to any function
that requires the CXX.

With the SET statement processed, the first function that requires the CXX verifies MUF is not enabled and if not, blocks
a MUF from executing until the entire step is complete. The ability to run these functions without MUF enabled exists only
for the stated purpose. As part of the data set protection, all must run on a system in the same Sysplex where the CXX
is defined. This allows the GRS ENQ protection to provide the needed safety for data sets. An alternate method is the
SET OPTION1=MUF_ENABLED_OR_DISABLED function. This function disables any DELAY68 and is activated when
the first function executes that requires CXX information. At that point, it determines if MUF is enabled and configures the
function to execute with or without MUF. Since the MUF is intended to always be executing, this option is only intended for
functions that must execute with MUF enabled or not enabled, for example, a REPORT AREA=CXX.

CXXCLONE AREA=CXX,DBID=n

The CXXCLONE AREA=CXX, DBID=n function restores the specific DBID from the backup to the current CXX
when DBID is provided. This function normally executes through MUF. It can execute without MUF provided it is
in the same step and after a function that runs only with MUF not enabled or after the use of the function SET with
OPTION1=MUF_NOT_ENABLED. For example, it is possible for a DBUTLTY step to INIT the CXX and then perform
DBID restores instead of a full CXX restore. 

NOTE
 When running without Simplify mode, this function requires MUF to be enabled and all bases restored through
the MUF.

With the prior function in place, this function opens the CXX locally for update to provide current information for the
functions to execute. It ensures that MUF does not enable during the full step execution. It must run on a system in the
same sysplex as the CXX is defined.

BACKUP AREA=CXX

The BACKUP AREA=CXX function expects to execute with MUF enabled where it uses the MUF to provide current and
accurate information about the data base or bases subject to the backup.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information to backup. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.
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BACKUP and EXTRACT data area

A DBUTLTY BACKUP or EXTRACT of a data area expects to execute with MUF enabled where it uses the MUF to
ensure the execution is in an environment where it can be successful. Those MUF enabled actions taken for BACKUP are
documented in DBUTLTY MUF Enabled where the issues of running the backup with MUF not enabled are explained. 

This function expects to execute with MUF enabled where it uses the MUF to provide current and accurate information
about the data base or bases subject to the backup.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information to backup. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

A native sequence BACKUP/EXTRACT gets a share ENQ on the index to ensure it is not altered during execution and is
not currently being changed. It also gets an exclusive ENQ on the data area(s) being accessed to restrict data set access
to a single function.

A physical sequence BACKUP/EXTRACT with UPDATE=YES gets an exclusive ENQ on the data area(s) being accessed
to restrict data set access to a single function. With UPDATE=NO, it gets a share ENQ on the data areas being accessed
to restrict data set maintenance.

EXTEND index area or data area

The EXTEND index area or data area functions expect to execute with MUF enabled where they use the MUF to ensure
the execution is in an environment where they can be successful. The description of the execution with MUF enabled is
documented in DBUTLTY MUF Enabled where the execution with MUF not enabled is explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide current information for the
function to execute. It ensures that MUF does not enable during the full step execution. It must run on a system in the
same sysplex as the CXX is defined.

Forms of EXTEND that include MULTUSE=YES are not allowed.

The EXTEND obtains an exclusive ENQ on the data set to be extended to ensure it is not altered during execution and is
not currently being changed.

EXTRACT data area

The details for EXTRACT are the same as for the BACKUP previously described. Therefore, see that BACKUP
information.

INIT index area or data area

TheINIT index area or data area functions expect to execute with MUF enabled where they use the MUF to ensure the
execution is in an environment where they can be successful. The description of the execution with MUF enabled is
documented in DBUTLTY MUF Enabled where the execution with MUF not enabled is explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide current information for the
functions to execute. It ensures that MUF does not enable during the full step execution. It must run on a system in the
same sysplex as the CXX is defined.
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Forms of the function that include MULTUSE=YES are not allowed.

The INIT obtains an exclusive ENQ on the data set to be extended to ensure it is not altered during execution and is not
currently being changed.

LOAD AREA=CXX,DBID=n

When DBID is provided, the LOAD AREA=CXX, DBID=n function restores the specific DBID from the backup
to the current CXX. This function normally executes through MUF. It can execute without MUF provided it is in
the same step and after a function that runs only with MUF not enabled or after the use of the function SET with
OPTION1=MUF_NOT_ENABLED. For example it is possible for a DBUTLTY step to INIT the CXX and then do DBID
restores instead of a full CXX restore.

NOTE
 When running without Simplify mode this function requires MUF to be enabled and all bases to be restored are
done through the MUF.

With the prior function in place, this function opens the CXX locally for update to provide current information for the
functions to execute. It ensures that MUF does not enable during the full step execution. It must run on a system in the
same sysplex as the CXX is defined.

With Version 14.0, the BACKUP with AREA=CXX allows multiple uses of the keyword DBID and any or all of them can
specify a range of bases similar to REPORT AREA=CXX.

LOAD data area

The LOAD data area function expects to execute with MUF enabled where it uses the MUF to ensure the execution is
in an environment where it can be successful. Those MUF enabled actions taken for this function are documented in
DBUTLTY MUF Enabled where the issues of running the load with MUF not enabled are explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

Forms of the function that include MULTUSE=YES are not allowed.

The function obtains an exclusive ENQ on the index to ensure it is not altered during execution and is not currently being
changed. It also receives an exclusive ENQ on the data area(s) being accessed to restrict data set access to a single
function.

MASSADD with MULTUSE=NO

The MASSADD with MULTUSE=NO function expects to execute with MUF enabled where it uses the MUF to ensure
the execution is in an environment where it can be successful. Those MUF enabled actions taken for this function are
documented in DBUTLTY MUF Enabled where the issues of running the load with MUF not enabled are explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

The function obtains an exclusive ENQ on the index to ensure it is not altered during execution and is not currently being
changed. It also receives an exclusive ENQ on the data area(s) being accessed to restrict data set access to a single
function.
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RECOVERY forward without MULTUSE=YES

The RECOVERY forward without MULTUSE=YES function expects to execute with MUF enabled where it uses the
MUF to ensure the execution is in an environment where it can be successful. Those MUF enabled actions taken for this
function are documented in DBUTLTY MUF Enabled where the issues of running the function with MUF not enabled are
explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

Forms of the function that include MULTUSE=YES are not allowed.

The function obtains an exclusive ENQ on the index to ensure it is not altered during execution and is not currently being
changed. It also receives an exclusive ENQ on the data areas being accessed to restrict data set access to a single
function.

REMOVE 

The REMOVE function expects to execute with MUF enabled where it uses the MUF to ensure the execution is in an
environment where it can be successful. Those MUF enabled actions taken for this function are documented in DBUTLTY
MUF Enabled where the issues of running the function with MUF not enabled are explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

The function obtains an exclusive ENQ on the index to ensure it is not altered during execution and is not currently being
changed.

REORG

The REORG function expects to execute with MUF enabled where it uses the MUF to ensure the execution is in an
environment where it can be successful. Those MUF enabled actions taken for this function are documented in DBUTLTY
MUF Enabled where the issues of running the function with MUF not enabled are explained.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

Forms of the function that include MULTUSE=YES are not allowed.

The function obtains an exclusive ENQ on the index to ensure it is not altered during execution and is not currently being
changed. It also receives an exclusive ENQ on the data area being accessed to restrict data set access to a single
function.

REPORT AREA=CXX

The REPORT AREA=CXX function expects to execute with MUF enabled where it uses the MUF to ensure the execution
is in an environment where it can be successful. Those MUF enabled actions taken for this function are documented in
DBUBLTY MUF Enabled where the issues of running the function with MUF not enabled are explained.
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It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

REPORT AREA=LXX

The REPORT AREA=LXX function reports basic information from the LXX control area. It is rarely used but if used,
normally executes with the MUF enabled where it connects to the MUF, obtains the current information and reports on it. It
can be used with the MUF not enabled with the following rules. 

• It does not execute in the same step as another AREA=LXX function including INIT and RESET.
• It must execute after another function that always runs with MUF not enabled or it must follow a SET

OPTION1=MUF_NOT_ENABLED.

Both of these prior events ensure that MUF is not executing and is not allowed to start during the execution of the
functions of the Job step.

This function checks that the LXX has not been opened by another function. A violation of this rule is reflected by the
following message and error termination.

DB10054E - FUNCTION REQUIRES xxx NOT TO BE OPEN

Exclusive ENQ protection of the LXX and also the DISP=OLD protection for the LXX is required. Both protections remain
for the entire step.

RETIX

The RETIX function expects to execute with MUF enabled where it uses the MUF to ensure the execution is in an
environment where it can be successful. Those MUF enabled actions taken for this function are documented in DBUTLTY
MUF Enabled where the issues of running the function with MUF not enabled are explained. 

The RETIX process also generates a COMM STATS command to update the available CXX “in memory” statistics
information to the CXX data set. RETIX always generates COMM STATS, even when the Simplify option is not defined 

NOTE
 Forms of RETIX that do not include KEYNAME= and do not include MULTUSE=YES are allowed.

It can execute with MUF not enabled only in a Job Step of DBUTLTY where a previous function that always runs with MUF
disabled or a previous function of SET OPTION1=MUF_NOT_ENABLED.

With the prior function in place, this function opens the CXX locally for update to provide the information needed. It
ensures that MUF does not enable during the full step execution. It must run on a system in the same sysplex as the CXX
is defined.

The function obtains an exclusive ENQ on the index to ensure it is not altered during execution and is not currently being
changed. It also receives an exclusive ENQ on the data area being accessed to restrict data set access to a single
function.

DBUTLTY Functions Needing the CXX
With the Simplify feature, normal DBUTLTY functions can access and update control data and user data using MUF. This
ensures MUF has control while providing current and updated information.

This section reviews the DBUTLTY functions that need the CXX and in releases prior to Version 14.0 caused the CXX to
be opened for update in the DBUTLTY address space. With the Simplify feature, these functions have been changed to
use the MUF for all CXX access and update while providing another level of control that benefits the functions.
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Updates include the following:

• The CXX DD statement required by these functions can be removed. If CXX update access is no longer needed, you
can remove that right from security. This action makes the CXX much safer by having fewer people with the ability to
accidentally overlay or change it.

NOTE
The CXX DD statement is dynamically allocated if the MUF is down and a function is running that requires
MUF to be down or if you have directed that the DBUTLTY is to execute with MUF down.

• A related change that affects all the functions is the Run Unit. Without Simplify, a DBUTLTY function connected to the
MUF obtains a Run Unit from the MUF. If that DBUTLTY opens the CXX locally, it also obtains a Run Unit locally. With
Simplify, the MUF Run Unit is shared locally and both have a single number.

• All editing of CXX information allowing the function to continue occurs in the MUF address space. All setting of CXX
information such as loading, unloading, loaded, and so forth, occurs in the MUF address space.

• All CXX information used is current.

Following are the function changes:

BACKUP

AREA=CXX gets all information from the MUF. Before processing each database for information, an internal COMM
STATS is done to synchronize the current MUF information.

• AREA=a (user data area) communicates with MUF to ensure it is appropriate to execute the function. It is protected
by MUF to guarantee no conflict of the BACKUP requirements. When MULTUSE=YES is specified, where allowed,
running with Simplify mode works the same as without. For all other cases, Simplify works differently as described
following.
With SEQ=PHYSICAL,UPDATE=NO:
– Allows execution with the area being open for read or update by other users and produces a hot backup.
– Causes MUF to push current pipeline buffers from MUF memory to DASD where this backup gets its data.
With SEQ=NATIVE or SEQ=PHYSICAL,UPDATE=YES:
– Ensures no other users of the database exist and once started, allows no other users of the database.
– Attempts to close the database.
– Native obtains a share ENQ on the index areas. Both native and physical obtain a share ENQ on the data areas.

To allow a MUF failure and restart to know about the execution of the DBUTLTY function, the DBUTLTY obtains
a share ENQ on CADTCM02 and DBUTLTY/cxxname/dbid. This includes all forms of BACKUP and EXTRACT
except SEQ=PHYSICAL,UPDATE=NO. If MUF restarts, it uses an ENQ with TEST to see if the DBUTLTY
function is still executing. If not, the status is removed. If yes, the base is set to be in open with backup in process
running. The function communicates with MUF briefly during its startup processing and then executes within the
DBUTLTY address space to read and write all the appropriate rows and then communicate with MUF briefly to note
completion.
When a large number of rows need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After
the row processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization
with the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of row
processing and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed
MUF and reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a
DBSIDPR setting of DELAY68 (or a DBUTLTY override with SET OPTION1=DELAY68=n) to wait for the enable a
set maximum number of minutes.

NOTE
This synchronization process occurs once and only at the point between row processing completes and
close processing starts.
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CXXMAINT

The OPTION=ALTER and OPTION2=MATCHSID functions cannot run with MUF enabled. The other functions expect to
run with the MUF enabled where it is used.

EXTBKUP

Does not use the CXX or MUF.

EXTEND

• AREA=IXX
– Ensures that the data base is not open for any other purpose and once started, blocks other opens.
– Obtains exclusive ENQ of index areas.
– Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
– Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to

format new tracks and then communicates with MUF briefly to note completion.
If a large number of tracks need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After the
track processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization
with the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of track
processing and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed
MUF and reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a
DBSIDPR setting of DELAY68 or a DBUTLTY override with SET OPTION1=DELAY68=n to wait for the enable a set
maximum number of minutes.

NOTE
This synchronization process occurs once and only at the point between track processing completes and
close processing starts.

• AREA=a (user data area)
With MULTUSE=YES works the same with Simplify as without Simplify. Without MULTUSE=YES:
– Ensures that the database is not open for any other purpose and once started, blocks other opens.
– Obtains exclusive ENQ of data areas.
– Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
– Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to

format tracks and then communicates with MUF briefly to note completion. 
The data area INIT function performs quickly because only the first track or small set of tracks are actually
formatted. The LOAD function that follows the INIT formats as it loads. Even so, after the track processing and
before the close processing, the DBUTLTY has special code to verify it is in synchronization with the MUF and if
not, drives a resynchronization process. If there is a MUF outage during the time of track processing and the MUF
reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed MUF and reconnects to
the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a DBSIDPR setting of DELAY68
or a DBUTLTY override with SET OPTION1=DELAY68=n to wait for the enable a set maximum number of minutes.

NOTE
This synchronization process occurs once and only at the point between track processing completes and
close processing starts.

EXTRACT

Same as BACKUP for data area.

INIT

• AREA=IXX
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– Ensures that the database is not open for any other purpose and once started, blocks other opens.
– Obtains exclusive ENQ of index areas.
– Sets the CXX database as in INIT INDEX.
– Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid/IXX/COMMON.
– Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to

format tracks and then communicates with MUF briefly to note completion.
If a large number of tracks need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After the
track processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization
with the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of track
processing and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed
MUF and reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a
DBSIDPR setting of DELAY68 or a DBUTLTY override with SET OPTION1=DELAY68=n to wait for the enable a set
maximum number of minutes.

NOTE
This synchronization process occurs once and only at the point between track processing completes and
close processing starts.

• AREA=a (user data area)
With MULTUSE=YES, works the same with Simplify as without Simplify. Without MULTUSE=YES:
– Ensures that the database is not open for any other purpose and once started, blocks other opens.
– Obtains exclusive ENQ of data areas.
– Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
– Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to

format some tracks and then communicates with MUF briefly to note completion.
It is unlikely that an INIT of a data areawill be length as it does not format all tracks but just some at the start of
the extent. The following LOAD will format the rest. After the track processing and before the close processing,
the DBUTLTY has special code to verify it is in synchronization with the MUF and if not, drives a resynchronization
process. If there is a MUF outage during the time of track processing and the MUF reenabled prior to the close time,
the DBUTLTY automatically disconnects from the failed MUF and reconnects to the current MUF. If the MUF is not
currently enabled, the DBUTLTY function honors a DBSIDPR setting of DELAY68 or a DBUTLTY override with SET
OPTION1=DELAY68=n to wait for the enable a set maximum number of minutes.

NOTE
This synchronization process occurs once and only at the point between track processing completes and
close processing starts.

LOAD

With MULTUSE=YES, works the same with Simplify as without Simplify. Without MULTUSE=YES:

• Ensures that the database is not open for any other purpose and once started blocks other opens.
• Gets an exclusive ENQ of each index area and data area.
• Gets an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
• Communicates with MUF briefly during its startup processing and then will execute within the DBUTLTY address space

to read and write all the appropriate rows and then communicate with MUF briefly to note completion.
When a large number of rows need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After the
row processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization with
the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of row processing
and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed MUF and
reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a DBSIDPR setting
of DELAY68 (or a DBUTLTY override with SET OPTION1=DELAY68=n) to wait for the enable a set maximum number
of minutes.
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NOTE
This synchronization process occurs once and only at the point between row processing completes and close
processing starts.

RECOVERY forward

With MULTUSE=YES works the same with Simplify as without Simplify. Without MULTUSE=YES:

• Ensures that the database is not open for any other purpose and once started, blocks other opens.
• Obtains an exclusive ENQ of each index area and data area.
• Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
• Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to read

and write all the appropriate rows and then communicates with MUF briefly to note completion.
When a large number of rows need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After the
row processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization with
the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of row processing
and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed MUF and
reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a DBSIDPR setting
of DELAY68 (or a DBUTLTY override with SET OPTION1=DELAY68=n) to wait for the enable a set maximum number
of minutes.

NOTE
This synchronization process occurs once and only at the point between row processing completes and close
processing starts.

REORG load portion

With MULTUSE=YES works the same with Simplify as without Simplify. Without MULTUSE=YES:

• Ensures that the database is not open for any other purpose and once started, blocks other opens.
• Obtains an exclusive ENQ of each index area and data area.
• Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
• Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to read

and write all the appropriate rows and then communicates with MUF briefly to note completion.
When a large number of rows need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After the
row processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization with
the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of row processing
and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed MUF and
reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a DBSIDPR setting
of DELAY68 (or a DBUTLTY override with SET OPTION1=DELAY68=n) to wait for the enable a set maximum number
of minutes.

NOTE
This synchronization process occurs once and only at the point between row processing completes and close
processing starts.

REPORT

• AREA=CXX obtains all information printed from the MUF. Before processing each data base for information, an
internal COMM STATS is done to synchronize the current MUF information.

• AREA=LXX obtains all information printed from the MUF. Does not open the LXX locally.

 443



 CA Datacom Administrating

RESET

Not allowed either LXX or CXX

RETIX

With MULTUSE=YES works the same with Simplify as without Simplify.

Without MULTUSE=YES, it ensures that the database is not open for any other purpose and once started, blocks other
opens.

• Obtains an exclusive ENQ of each index area and data area.
• Obtains an exclusive ENQ on CADTCM02 and DBUTLTY/cxxname/dbid.
• Communicates with MUF briefly during its startup processing, executes within the DBUTLTY address space to read

and write all the appropriate rows and then communicates with MUF briefly to note completion.
When a large number of rows need processing, the time the DBUTLTY is not talking to MUF can be lengthy. After the
row processing and before the close processing, the DBUTLTY has special code to verify it is in synchronization with
the MUF and if not, drives a resynchronization process. If there is a MUF outage during the time of row processing
and the MUF reenabled prior to the close time, the DBUTLTY automatically disconnects from the failed MUF and
reconnects to the current MUF. If the MUF is not currently enabled, the DBUTLTY function honors a DBSIDPR setting
of DELAY68 (or a DBUTLTY override with SET OPTION1=DELAY68=n) to wait for the enable a set maximum number
of minutes.

NOTE
This synchronization process occurs once and only at the point between row processing completes and close
processing starts.

Establishing Communication with z/OS
communicates within z/OS through a Program Call (PC) routine, through the Cross-system Coupling Facility (XCF),
or through the  CAICCI (CCI) facility. Connecting using XCF is discussed in Connecting Using Cross-System Coupling
Facility (XCF).

Version 15.0 (like Version 14.0) does not use the subsystem that existed and was shared across prior releases. Likewise,
Version 15.0 does not require a  SVC to be installed.

Installation and Use of the  Program Call PC Routine

In  Version 14.0, major changes were made to simplify  installation and usage. In  Version 15.0, other changes provide
further simplification enhancements that automate the  Program Call PC routines. The Program Call PC routines are used
for cross memory and other z/OS requirements. Changes related to these continuing simplification motivations include the
following:

• A new Program Call PC routine, DBPCCPR, supports Version 15.0 normal MUF requirements. CAIRIM installs
DBPCCPR during the IPL process, or later. If DBPCCPR is not installed at the time of the first MUF execution, MUF
dynamically does the install from the STEPLIB/JOBLIB that MUF is using. DBPCCPR supports all MUF functions,
basic DBUTLTY functions, and MUF user-interface requirements.

MUF does not use the old MVS subsystem used by Version 12.0 and prior to 12.0. The old MVS subsystem can therefore
be removed after Versions 14.0 and higher are the only, or oldest,  release executed on the system. The old subsystem
is present if the DBUTLTY function REPORT AREA=MVS prints the line: CA DATACOM/DB SUBSYSTEM IS PRESENT.
The old subsystem is also represented by the modules being displayed of DBESPPR and DBSSPPR.
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• MUF does not use the  SVC, and the current release interface does not use the  SVC. The SVC should not be
installed.

• A new Program Call PC subroutine has been built that is subordinate to the CAMASTER address space to support
special requirements. Those special requirements include the use of XCF communications, RRS for two-phase
processing, and not running DBUTLTY as authorized, as required. CAIRIM installs the DBPCCPR routine during
the IPL process, or later. If not installed by CAIRIM, there is no support for XCF, RRS, or DBUTLTY functions, or
requirements that cannot be done in problem mode. CAMASTER is part of CA Common Services for z/OS. In Version
15.0, the same module, DBPCCPR, is used for all PC requirements, a change from Version 14.0 having two modules,
DBPCCPR and DBPCSPR. This allows a single module to be installed and activated instead of two.

Production and Test Subsystem and Subroutine Support

When  used an SVC, it was possible to have two SVCs. One SVC could be used for production and one could be used for
testing one of the rare changes to the SVC. Most users never had this requirement even for the rare changes, because
they waited until the change was confirmed and then was provided along with normal maintenance.

The subsystem and subroutine have a similar production versus testing need, but they use a different strategy. They allow
a Production (PROD) version to be installed for normal use and a Test (TEST) version for testing rare changes. Most
users do not require the Test version.

The user selects the Production or Test version by using the keyword PC= in the DBSYSID Macro used to generate
the DBSIDPR and related modules. Specify PC=PRODUCTION or PC=PROD (the default) to request the Production
Subsystem and subroutine. Specify PC=TEST to request the Test Subsystem and subroutine.

CAIRIM Installation

Example input to the CAIRIM execution follows. In the following example, the library must replace the LOADLIB data
set name that contains the installed  Version 15.0 code. The two statements install the Subsystem/subroutine module
DBPCCPR for Production. If a Test version was needed, it would likely be in a different library and have the same module
name, or it could be in the same library with a different name. If required, change the data set name and the PCC= name
and change PC=PROD to PC=TEST to install a test version.

PRODUCT(CA DATACOM) VERSION(BD15) INIT(DBCR5PR)                   -

LOADLIB(CAI.THLQ.CABDLOAD)                                        - 

PARM(PC=PROD,PCC=DBPCCPR)          

After applying maintenance to either module DBPCCPR or DBPCSPR, you must re-execute CAIRIM with input similar to
the previous example for the new version of the code to take effect.

To verify that the execution of CAIRIM put the updated PC Call Routines into effect, the  DBUTLTY REPORT
MEMORY=MVS function can be run before and after the CAIRIM execution. Compare the assembly date of DBPCSPR
and DBPCCPR between the two runs. The post-CAIRIM execution should have a later assembly date.

REPORT MEMORY=MVS Changes Reflecting Version 15.1 Modules

The REPORT MEMORY=MVS report modules section reflects the Version 15.1 DBPCCPR module.

Task Communications

Applications communicate with the Multi-User Facility through a task communications area (known as the DBRW or
RWTSA). These task communications areas are allocated in the MUF address space and also a dedicated dynamically
allocated Dataspace unique by the MUF name. In addition to the Dataspace, each MUF requires one 4k page ECSA for
communication, a couple hundred bytes of identification, and about 100 bytes per task area, all in ECSA, key 0. Specific
sizes are provided in the DBUTLTY REPORT MEMORY=MVS.
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NOTE
Reports generated using REPORT MEMORY=MVS provide information about all the memory used in the
common memory pools.

Installing the Monitoring Interface for CA SYSVIEW

CA SYSVIEW uses an internal CA SYSVIEW process to access the  Dynamic System Tables. The  SQL is not required.
For installation and configuration information regarding the CA SYSVIEW  Option:

• For installation information and configuration information, see the CA SYSVIEW documentation and the
sysview.PARMLIB(DATACOM) data set member.

Connecting to z/OS Using Cross-System Coupling Facility (XCF)
To exploit the use of z/OS Sysplex,  allows application programs to run on a different z/OS image than the Multi-User
Facility to which the application is connecting. Users can therefore execute jobs on the least busy image and still get to
the correct Multi-User Facility for execution.

This facility provides routing from a user application to a Multi-User Facility on another z/OS image within the Sysplex.
This is not the full request distribution provided by  STAR.  STAR provides request level distribution to any number of
Multi-User Facilities with full two-phase commit processing. Without this XCF facility or the CA Common Services for z/OS
CAICCI facility, the Multi-User Facility must be on the same z/OS image system.

Using the Cross-System Coupling Facility (XCF)

The z/OS Cross-System Coupling Facility (XCF) provides for communication among z/OS images in a Sysplex
environment.

Consider the following concepts which are important to understanding the XCF exploitation for :

Sysplex

A Sysplex (systems complex) is a set of one or more z/OS images that is given an XCF Sysplex name within which
authorized programs (for example, ) can use XCF services. There may be multiple mainframe servers in the Sysplex.

Group

A group is the set of related members defined to XCF in which members can communicate (send and receive data)
between z/OS images with other members of the same group. The Multi-User Facility joins every group represented by
the occurrence(s) of the XCF_FROM MUF startup option or console-like command.

Member

A member is a Multi-User Facility which is defined to XCF and assigned to a group by an application. The name of a Multi-
User Facility must be unique within all groups in the Sysplex in which it is a member. That is, the name must be unique
among all Multi-User Facilities in the Sysplex with which this Multi-User Facility might communicate. A Multi-User Facility
may be a member of multiple groups at a time, providing that its name is unique. The name used in joining by the Multi-
User Facility is the name specified in the MUF startup option MUF.

Dynamic XCF Implementation for

The basic model for XCF implementation is as follows:

1. An application program loads the DBSIDPR module from its execution STEPLIB/JOBLIB concatenation. When using
the multiple Multi-User Facilities interface, the module name may be DBSIDPR or a different name. The DBSYSID
Multi-User Facility name information is used to locate the Multi-User Facility (MUF) in the application's z/OS Sysplex.
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– Normal local communications are established and processing continues if the CONNECT_ALLOW_PRIORITY=
parameter indicates LOCAL before XCF, and if there is an active MUF with a name equal to a name in the
TARGET_MUF_LIST= on the same z/OS image as the application.

– XCF commands are issued to locate the named Multi-User Facility within the Sysplex and communication is
initiated if the TARGET_MUF_LIST= parameters do not include a MUF on the same z/OS image as the application,
and if the CONNECT_ALLOW_PRIORITY parameter specifies XCF before CCI. If the named Multi-User Facility
does not exist within the Sysplex, the application fails with a  return code 68. The named MUF must have an
XCF_FROM specified to permit an XCF connection from the application.

2. Based on DBSYSID TARGET_MUF_LIST= and TOGROUP= parameters, the database request is sent to the Multi-
User Facility. The MUF might reside on the same or on a different z/OS image within the Sysplex.

3. The MUF processes the database request, and returns the results to the application.

Dynamic System Table Access

Access to the Dynamic System Tables is through the same process as all applications. The request for data is from the
Multi-User Facility defined in the DBSYSID macro. This can be the local Multi-User Facility, or one routed through XCF.

Utility (DBUTLTY) Processing

In a secured environment, all  utilities attempt to connect to a Multi-User Facility. If security is not enabled, only some
utilities make the connection. In either case, the Multi-User Facility used is the same as the application, or the one defined
by the DBSYSID macro parameters. If you execute DBUTLTY LOAD to load one area and MASSADD to load another
through the Multi-User Facility, the jobs would not necessarily go against the same Directory (CXX). Ensure that the
DBSYSID macro parameters are defined correctly and that the proper library is provided. DBUTLTY edits that the CXX
names are the same between the DBUTLTY and the MUF.

XCF Usage Reporting

When XCF is used during a Multi-User Facility execution, a report is generated during EOJ processing and written to the
SYSPRINT file. This report reflects all allowed origins, the number of jobs which were received, the number of requests,
and the distribution of XCF message sizes.

The XCF Dynamic System Tables contain records if XCF is being used with this Multi-User Facility. It contains the same
information as the EOJ report and two additional fields. The first is the number of active jobs which are connected from a
Multi-User Facility. The second is the number of active requests which are connected from a Multi-User Facility.

Message DB00139I is generated to show possible XCF errors on the application JOB when XCF is used the
communication protocol.

Implications of XCF Processing

Applications which execute on one system of a Sysplex can have database requests serviced by a Multi-User Facility
which is executing on another system in the Sysplex.

Within a given DBSYSID, the TARGET_MUF_LIST= and TOGROUP= parameters specify the target MUF. There is
no need to know on which system in the Sysplex a given MUF resides. An application may require access to different
DBSIDPR modules at different times if it is to be serviced by different MUFs.

The XCF group name can be used to associate Multi-User Facilities by functionality, security considerations, or by any
logical connection.

The behavior of DBUTLTY functions using XCF is dependent on the specific function requested. Any functions requiring
Multi-User Facility services can be remotely executed using XCF. Single-User functionality can only be provided locally.

Examples
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Consider a Sysplex consisting of two z/OS images. Each image has one or more Multi-User Facilities with startup
parameters and SVC as shown below. as shown in the following examples:

 Sysplex

        z/OS IMAGE1

 

             MUF1A

                 MUF      MUF1A

                 XCF_FROM *,*,PROD,YES

 

        z/OS IMAGE2

 

             MUF2A

                 MUF      MUF2A

                 XCF_FROM *,*,TEST,YES

             MUF2B

                 MUF      MUF2B

Each of the following examples represents an application job which is submitted on the indicated z/OS image. The load
library concatenation for each job is assumed to provide access to a DBSIDPR load module which was generated using
the indicated DBSYSID parameters. The results are shown. Failure is indicated to the application by an appropriate return
code.

      Submit  DBSYSID parameters                   Result

      ------  ------------------                   -----------------

JOB1  IMAGE1  TARGET_MUF_LIST=MUF1A,

              CONNECT_ALLOW_PRIORITY=(LOCAL)       MUF1A (no XCF)

JOB2  IMAGE1  TARGET_MUF_LIST=MUF1A,         Executes locally on

              CONNECT_ALLOW_PRIORITY=(LOCAL,XCF),  MUF1A

              TOGROUP=ANYGRP

JOB3  IMAGE1  TARGET_MUF_LIST=MUF2A,         Executes remote on

              CONNECT_ALLOW_PRIORITY=(LOCAL,XCF),  MUF2A using XCF

              TOGROUP=TEST

JOB4  IMAGE1  TARGET_MUF_LIST=MUF2B,         Fail since PROD not

              CONNECT_ALLOW_PRIORITY=(LOCAL,XCF),  specified as XCF_FROM

              TOGROUP=PROD                         value

 

JOB6  IMAGE2  TARGET_MUF_LIST=MUF2B,       Executes locally on

              CONNECT_ALLOW_PRIORITY=(LOCAL,XCF),  MUF2B

              TOGROUP=GRPXX

Connecting to z/OS Using CAICCI (CCI)
With the CA Common Services for z/OS CAICCI (CCI) facility, user applications on one image can connect to a Multi-User
Facility on another image. These two images need not exist on the same Sysplex.

The z/OS Cross-System Facility (XCF) requires that z/OS applications reside in the same Sysplex as the associated Multi-
User Facility. XCF is the preferred technique when the application and the Multi-User Facility are within the same Sysplex,
but CCI provides an application-to-Multi-User protocol that is not bounded by the Sysplex.

The communication method is through the CAICCI connection. All current and future connections supported by CAICCI
are immediately available to .
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MUF Startup Options

The ccinumber parameter for the MUF startup option TASKS specifies the maximum number of tasks for processing
requests received through the CAICCI protocol. This parameter can be set from 1 through the number of tasks (TASKS
number) to indicate how many tasks can be used by applications through CAICCI. For more information, see TASKS.

The MUF startup option named MUF is used to generate a CAICCI application name which uniquely identifies this Multi-
User Facility within a given CAICCI system.

The absence of a ccinumber for the TASKS MUF startup option indicates that this Multi-User Facility is not able to accept
CAICCI connections from an application program. The presence of a ccinumber for the TASKS MUF startup option
indicates that the CAICCI connection is required. If the Multi-User Facility cannot establish connection to CAICCI, the
enable is aborted.

DBSIDPR Parameters

CAICCI facilities exist on the same image of the operating system as the Multi-User Facility, and that image is identified
by a CAICCI system name. This system name is not necessarily the same as the MVS system name. The combination
of the CAICCI system name, and the CAICCI application name, generated from the MUF name uniquely identifies MUF
in the communication environment defined to CAICCI. To access this MUF, the DBSI DBSIDPR parameter CCISYS=
must specify the CAICCI system where this MUF resides (or specify CCISYS=ANY), and TARGET_MUF_LIST= must
include this MUF name. Note that CCISYS= has no meaning to MUF, but only to an application. The CAICCI system is
determined for MUF based on the operating system image where it enabled.

Choosing a Multi-User Facility

You specify which Multi-User Facility an application is connecting to in the DBSIDPR macro. Assemble the macro, link edit
it into a load library, and concatenate that library in the execution JCL for the job being submitted.

Specify the CCISYS= and TARGET_MUF_LIST= parameters to define a CAICCI connection. CCISYS= specifies a 1-
to 8-character CAICCI system name (or the global specification of ANY) to which the application is connecting. The
combination of a CAICCI system name and a MUF name derived CAICCI application name define a specific Multi-User
Facility running somewhere in the Sysplex that is known to the CAICCI software.

When the MUF is enabled and the TASKS ccinumber MUF startup option is found to be present, communication with
CAICCI is initiated. If this is successful, the following message is produced: DB00222I - MULTI-USER ACTIVATED CCI
SUPPORT (ssssssss,nnnnnnnnnnnn) 

•   ssssssss 
The ssssssss is the CAICCI system name.

•   nnnnnnnnnnnn 
The nnnnnnnnnnnn is the generated MUF CAICCI application name.

If the CAICCI connection is not successful, the following message is produced: DB00223E - MULTI-USER UNABLE TO
ACTIVATE CCI, FDBK=nn,dddddddd 

•   nn 
The nn is the CAICCI return code.

•   dddddddd 
The dddddddd is the CAICCI detail return code (for information about the return codes, see CA Common Services for
z/OS documentation).

The following message displays after the DB00101I started message if the DBSIDPR module indicates access to Multi-
User Facility is through CAICCI. DB00111I CCISYS=system name CCIAPPL=application name 

•  system-name
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Is the CAICCI system name.
•  application-name

Is the application name of the Multi-User Facility.

 Executing  Utilities 

Various  utilities must connect to a Multi-User Facility to perform the tasks. This process works with the CAICCI
connection similar to user application programs.

Utilities are special in how they relate to the possibility of internal or external security. All utilities running with the CAICCI
connection selected in the DBSYSID attempt to connect to the Multi-User Facility. This may be successful, or may fail with
a return code of 68 - MUF NOT ENABLED. If the connection is successful, the utility continues with its normal actions. If
the connection is not successful, the utility continues, allowing any utility which is permitted to run when the Multi-User
Facility is not enabled.

In the past, this Multi-User Facility connection was only in place for secured environments, now the connection is available
for secured or CAICCI connected environments.

Evaluating XCF and CAICCI Protocols Using DBPNGPR
Use the DBPNGPR program to evaluate XCF and CCI communication protocols. You can find it helpful if you receive a
return code 68.

The program is similar to the other techniques used in . Use it to ping XCF to find information about XCF groups and XCF
members in existence at the time on your system. This utility is beneficial for those sites using XCF when certain XCF-
related problems occur and you want to identify connection problems at detailed level.

CAICCI testing requires installation of the CAIENF component of CA Common Services on appropriate LPARs.
Additionally, XCF testing requires no  components.

The commands have the following formats. Using an asterisk (*), where permitted, results in a match on all lower order
characters.

• To issue a CAICCI query for existence of a system and application in a CAICCI environment and, if found, ping the
target and get a reply:

      CP system-name member-name

 

• To issue a CAICCI query for the existence of a system and application in a CAICCI environment:

      CQ system-name member-name

 

• To display all members of a named XCF group:

      XG group-name

 

• To issue an XCF query for existence of group and member in your Sysplex and, if found, ping the target and get a
reply:

      XP group-name member-name

 

• To issue an XCF query for existence of group and member in your Sysplex:

      XQ group-name member-name

 

• To display all members of that match specific member names:
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      XW parameter

 

Keywords:

• group-name
Enter the name of a group or a portion of the name with the asterisk (*) masking character.

• member-name
Enter the name of a member or a portion of the name with the asterisk (*) masking character.

• parameter
Enter one of the following:
– ALL

Displays all XCF members in your Sysplex.
– EXCLSYS

Displays all members except those that start with SYS and IXCL.
– system-name

Enter either the name of a system or ANY to specify all systems.

Sample JCL

NOTE
NOTE : DBPNGPR must execute authorized for XCF functions.

 //  ..  JOB

 //JOBLIB  DD  DISP=SHR,DSN=DCMDEV.DB.LODLIB

 //PNG  EXEC  PGM=DBPNGPR

 //SYSUDUMP  DD SYSOUT=*

 //SYSPRINT  DD  SYSOUT=*

 //SYSIN     DD  *

 dbpngpr-input-command

 

Sample Output

NOTE
The DBPNGPR output is sent to SYSPRINT.

 ---------------------------------------

 INPUT            ACTION   SYSTEM  GROUP    MEMBER       JOBNAME  FEEDBACK

CQ ANY DBDVM61

                  INIT     A11SENF          DBPNGPR               0000

                 INQY     A31SENF          DBDVM61      DBDVM612 0000

                 TERM     A11SENF          DBPNGPR               0000

---------------------------------------

 INPUT            ACTION   SYSTEM  GROUP    MEMBER       JOBNAME  FEEDBACK

XQ DCMDEV DBDVM61

                  IXCJOIN  CA11    DCMDEV   DBPNGPR               00000000

                 IXCQUERY CA31    DCMDEV   DBDVM61      DBDVM612 00000000

                 IXCLEAVE         DCMDEV   DBPNGPR               00000000

 XG DCMDEV

                  IXCJOIN  CA11    DCMDEV   DBPNGPR               00000000

                 IXCQUERY         DCMDEV   <ALL MEMBERS>         00000000

                          CA31             DBDVM61      DBDVM612

                          CA11             DBPNGPR      FULPINGX

                 IXCLEAVE         DCMDEV   DBPNGPR               00000000

 XP DCMDEV DBDVM61
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                  IXCJOIN  CA11    DCMDEV   DBPNGPR               00000000

                 IXCQUERY CA31    DCMDEV   DBDVM61      DBDVM612 00000000

                 IXCMSGO  CA31    DCMDEV   DBDVM61               00000000

                 REPLY                                           POSTED

                 IXCLEAVE         DCMDEV   DBPNGPR               00000000

 XW EXCLSYS

                  IXCQUERY         <ALL GROUPS>                   00000000

                 IXCQUERY         IDAVQUI0 <ALL MEMBERS>

                          CA11    IDAVQUI0 IDAVQUI0CA11 SMSVSAM

                          CA31    IDAVQUI0 IDAVQUI0CA31 SMSVSAM

                          XE61    IDAVQUI0 IDAVQUI0XE61 SMSVSAM

                          XAD1    IDAVQUI0 IDAVQUI0XAD1 SMSVSAM

                  IXCQUERY         COFVLFNO <ALL MEMBERS>

                          XAD1    COFVLFNO XAD1         VLF

                          CA11    COFVLFNO CA11         VLF

                          CA31    COFVLFNO CA31         VLF

                          XE61    COFVLFNO XE61         VLF

  

                                (Plus lots more)

  

---------------------------------------

 INPUT            ACTION   SYSTEM  GROUP    MEMBER       JOBNAME  FEEDBACK

XW MUF*

                  IXCQUERY         <ALL GROUPS>                    00000000

                          CA11    SCDMUF11 MUF11SCD     SCDP1MUF

                          CA31    QA10     MUFK         DSNZMUFK

                          CA31    QA10     MUFM1        DSNZMFM1

                          CA31    QA10     MUF#         DSNZMUF#

                          CA31    QA10     MUFQ1        DSNZMFQ

                          CA31    QA10     MUF1         DSNZMUF1

                          CA31    QA10     MUFW1        DSNZMUFW

                          CA11    QA10     MUF61        DSNZMUF6

                          CA11    QA10     MUF71        DSNZMUF7

                          CA31    QA10     MUFL1        DSNZMUFL

                          CA31    QA10     MUFZ1        DSNZMFZ

                              (Plus more)

 ---------------------------------------

 

Maintenance Using Console Commands
Most of the functionality of the console-like commands resides in a common component, allowing the same command to
be issued in a variety of ways.

The Dynamic System Table named SQL_CONSOLE (SQX) provides a method of issuing maintenance commands. You
can also do inserts with a character string that is formatted like most of the console-like commands.

More Information:

• For more information about the SQX table, see SQL_CONSOLE (SQX) Table.
• For more information about the console and console-like commands, see MUF Startup and Console-like Commands

Tables. This topic contains information and tables for the following:
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– DBUTLTY COMM and SET Console Commands to Address Space
– Commands Used if Directed by Support
– Commands Used by Datacom as a QA Test Tool

Common Component

For most of the console and console-like commands, the same command can be issued from all of the following:

• The true console using MODIFY in z/OS
• SQL, using the SQL_CONSOLE (SQX) Dynamic System Table (see SQL_CONSOLE (SQX) Table)
• MUF startup options (with some exceptions)
• DBUTLTY, using the function COMM OPTION=CONSOLE,OPTION2=

MUF Startup and Console-like Commands Tables
Tables are provided showing an alphabetical list of the MUF startup and console-like commands, The following
information is discussed in this topic:

Additionally, you can find specific and generic messages for MUF startup console commands in Related Messages for
MUF Startup Console Commands.

The numbers in the tables have the following meanings:

• 1 -- Works as in r11, but has a new option, OPEN.
• 2 -- Includes letters and special characters
• 3 -- Includes ranges
• 4 -- Similar to the MUF startup command, except that here:

– It does not allow OPTIMIZE/NOOPT/OPEN.
– A single database entry is allowed.
– The single entry can only be ALL or a single DBID, not a range of DBIDs.

• 5 -- Command in MUF startup options is completely different from command in the other allowed places.
• 6 -- Only during parts of AUTOCOL and AUTOSNAP
• 7 -- Includes multiple entries
• 8 -- Only one entry
• 9 -- COMM allowed before some commands
• 10 -- Flexible options as documented
• 11 -- Must have single external/internal error code
• 12 -- No QUIESCE TXN inside a transaction
• 13 -- This command can optionally follow COMM

The asterisks (*) in the following table indicate that the command can also be issued from:
*    DBUTLTY COMM Console to MUF Address Space
**   DBUTLTY SET to DBUTLTY Address Space
*** DBUTLTY Console to DBUTLTY Address Space

NOTE
Some of the following commands contain numbers that are specific to the DBUTLTY Console to Address Space
table. Therefore, the command is duplicated in that table to show the number associated with it.

If a command does not have a link, it is either used in Datacom QA testing or only as directed by Support.

If a command has information but is not in a specific topic, it will be noted below its respective table.

For more information, see the DBUTLTY Console to Address Space table on this page.
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MUF Startup, MUF Console, and SQL Console-like Commands

Name MUF Startup MUF
Console

SQL_ CONSOLE SQX1000

ACCESS * Yes (1) Yes (4) Yes (4)
ACCT * Yes (5) Yes (5) Yes (5)
ACCT_ADD * No Yes Yes
ACCT_DELETE * No Yes Yes
ACCT_THRESHOLD * No Yes Yes
ACCTPRM Yes No No
ACCTPRM_CPU_TIME  * No Yes Yes
ALL_INFO_REPORT  * No Yes Yes
ALTER_SHADOW_TO_MUFPLEX No Yes No
ALTER_SHADOW_TO_TAKE_OVER No Yes No
AREA_BLOCK_ SIZE_ALTER Yes No No
AREA_EXTENT_TRACKING
PTF SO09683

Yes Yes No

BEST_PRACTICES_OFF Yes No No
BEST_PRACTICES_RC Yes No No
BLOCK_SIZE_ALTER_DATA2 Yes No No
BREAK *
PTF SO09683

Yes Yes Yes

BUFFER_POOL_CONTENT * Yes Yes Yes
BUFFER_POOL_COUNT * No Yes Yes
BUFFER_POOL_DATA Yes No No
BUFFER_POOL_DEF Yes No No
BUFFER_POOL_DELETE No Yes Yes
BUFFER_POOL_NEW_SIZE No Yes Yes
BUFFER_POOL_RESIZE No Yes Yes
CBS * Yes (5) Yes (5) Yes (5)
CBS_DBID_TEMP Yes No No
CBS_MAXSTEN * No Yes Yes
CBS_MAXSTIO * No Yes Yes
CDC Yes No No
CDC_BASE * No Yes Yes
CDC_EXCLUDE_JOBNAME * Yes Yes Yes
CDC_TABLE * No Yes Yes
CDCL Yes No No
CDCL_CLOSE * No Yes Yes
CDCL_DBID * Yes Yes Yes
CDCL.DEBUG_WAITS No Yes No
CDCL_DS * Yes Yes Yes
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CDCL_OPEN * Yes Yes Yes
CDCL_POLL * Yes Yes Yes
CDCL_RESET *    (deprecated 2013) Yes Yes Yes
CDCM_CLOSE * Yes Yes Yes
CDCM_CNTTB * Yes Yes Yes
CDCM_DBID * Yes Yes Yes
CDCM_ID * Yes Yes Yes
CDCM_OPEN * Yes Yes Yes
CDCM_POLL * Yes Yes Yes
CDCM_SIDNAME * Yes Yes Yes
CDCM_WARN * Yes Yes Yes
CLOSE * No Yes (13) Yes (13)
CLOSE_WITH_WAIT No Yes Yes
CLRCBS * No Yes (13) Yes (13)
CLRDD * No Yes (13) Yes (13)
CLRDST * No Yes (13) Yes (13)
CLRML * No Yes (13) Yes (13)
CLRPXX * No Yes (13) Yes (13)
CLRSQL * No Yes (13) Yes (13)
COMM No Yes (9) No
COMM EOJ *** No Yes No
CONFIRM_SHADOW_TAKE_OVER_nnn No Yes No
COVERED Yes No No
COVERED_ADD * No Yes Yes
COVERED_BLOCKS_CURRENT * No Yes Yes
COVERED_DELETE * No Yes Yes
CPU_TSN_READ_DELAY_SEC * Yes Yes Yes
DAC_ACCESS_CAPTURE * Yes Yes Yes
DAC_KEEP Yes Yes No
DAC_PATH Yes Yes No
DAC_TABLE Yes Yes No
DATACOM Yes No No
DATAPOOL Yes No No
DATASPACE
PTF SO09683 (deprecated with PTF)

Yes No No

DATETIME Yes No No
DDM No Yes No
DIAGOPTION Yes (2) Yes (2) No
DICTIONARY Yes No No
DISPLAY No Yes No
DORESTART (deprecated 11/2018) Yes No No
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DORESTART_TODAY Yes No No
DUMP_OUTPUT Yes No No
DYNAMIC_EXTEND * No Yes Yes
DYNAMIC_EXTEND_FLEX * Yes Yes Yes
DYNAMIC_EXTEND_MSGS ** Yes Yes Yes
DYNAMIC_EXTEND_RETRY *
PTF SO09683

Yes Yes Yes

ECHO Yes No No
EOJ * *** No Yes (13) Yes (13)
EOJOFF * No Yes (13) Yes (13)
EXCTLNO * Yes Yes Yes
FLEXPOOL * Yes (5) Yes (5) Yes (5)
FORCE_ABEND_FULL_SNAPER * Yes Yes Yes
FORMAT2 Index Yes No No
HISTORY Yes No No
HISTORY_END_HOUR Yes No No
HISTORY_EVENT_TABLE Yes No No
HISTORY_MUF_MESSAGES Yes Yes Yes
IO_STYLE_NEWER Yes Yes No
IOTASK * Yes (5) Yes (5) Yes (5)
IOTASK_CURRENT * No Yes Yes
ITM No Yes No
LIMITED_INSTALL_MUF Yes No No
LOG_RECORD_ENCRYPT. * Yes Yes Yes
LOG_RECORD_FORMAT. * Yes Yes Yes
LOG_RECORD_UPDAT_SIZE. * Yes Yes Yes
LOG_RECORD_USER_CMPRS * Yes Yes Yes
LOG_ROLLBACK_MINUTES * Yes Yes Yes
LOG_ROLLBACK_RECORDS * Yes Yes Yes
LOG_WRAP_CLEAR * Yes Yes Yes
LOGOPTION Yes No No
LOGPEND *
PTF SO09683

Yes Yes Yes

LOGPOOL Yes No No
LOGRCV Yes No No
LOGRSYS Yes No No
LOGSPILL Yes No No
LOGSPILL_A * No Yes Yes
LOGSPILL_B * No Yes Yes
LOGSPILL_C * No Yes Yes
LOGSPILL_D * No Yes Yes
LOGSPILL_E * No Yes Yes
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LUW_STATEMENT_LIMIT * Yes Yes Yes
MAXELRQ Yes No No
MEMORY_RESERVE_31BIT * Yes Yes Yes
MESSAGE * Yes (3) Yes Yes
MESSAGE_DETAIL_G No Yes No
MESSAGE_ERROR_CODE No Yes No
MESSAGE_TYPE_OVERRIDE No Yes No
MESSAGE_ZHPF Yes Yes No
?MEM No Yes No
MIGRATE_TO_SHADOW No Yes No
MUF Yes No No
MUFMSG Yes No No
MUFPLEX Yes No No
NEWCOPY No Yes Yes
NEWRXX * No Yes (13) Yes (13)
NONSWAP
PTF SO09683  (deprecated with PTF)

Yes No No

NORESTART  (deprecated 11/2018) Yes No No
NORESTART_TODAY Yes No No
ONLINE_AREA_MOVE * No Yes Yes
ONLINE_AREA_RELEASE No Yes No
ONLINE_INDEX_FORMAT2.
PTF SO12203

No Yes No

ONLINE_TABLE_MOVE * No Yes Yes
OPEN_BASE * No Yes Yes
PLANSEC Yes No No
PROCEDURE Yes No No
PXXSTATS *
PTF SO09683

Yes Yes Yes

QUIESCE * No Yes (13) Yes (12)
QUIESCE_DBID *
PTF SO12178

No Yes Yes

QUIESCE_DBID_ALLOW Yes No No
QUIESCE_DBID_APPLY * No Yes Yes
QUIESCE_DBID_SET * Yes Yes Yes
RCERROR  * ** Yes (10) Yes (11) Yes (11)
RCERROR_MESSAGE Yes No No
RCERROR_RESET No Yes No
RCERROR_SUPPRESS Yes Yes No
READAHD Yes No No
REMOVE_COMPRESS_PAD No Yes Yes
REPORT_COMPRESS_PAD No Yes Yes
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REQABORT * No Yes (13) Yes (13)
REQCOMIT * No Yes (13) Yes (13)
REQROLBK * No Yes (13) Yes (13)
RESTART Yes No No
RETURN_CODE_88_DELAY * No Yes Yes
ROLLBACK_ABORT * No Yes Yes
RRS Yes No No
RXX Yes No No
RXX_VARIABLE_BLK * Yes Yes Yes
RXXROLLBACK
SDI_ABEND_1 (z/OS only) Yes No No
SECURITY * Yes (5) Yes (5) Yes (5)
SMPTASK
PTF SO09683

Yes No No

SMPTASK_CURRENT * No Yes Yes
SMPTASK_USING_IEAV
PTF SO09683

Yes No No

SMPTASKR * No Yes Yes
SNAP * No Yes Yes
SNAP_AS * No Yes Yes
SNAP_ST_AS No Yes No
SNAPCLS * Yes Yes Yes
SPILL_EXCLUDE_BASE No Yes No
SQL_ALLOW_TIME_240000 Yes No No
SQL_CODE_ERROR * No Yes Yes
SQL_COND_INFO_AREAS * Yes Yes Yes
SQL_CURSOR_CLOSED_ERROR * Yes Yes Yes
SQL_DATACOM_LOOPLIMIT * Yes Yes Yes
SQL_FUNCTION_REPLACE_OK * Yes Yes Yes
SQL_LRU_STATEMENT_  CACHE * Yes Yes Yes
SQL_OPTIMIZATION_LEVEL * Yes Yes Yes
SQL_PLAN_WAIT * Yes Yes Yes
SQL_SOURCE_CACHE_SIZE Yes No No
SQL_SOURCE_CACHE_STMTS Yes No No
SQL_SQUARE_BRACKETS * Yes Yes Yes
SQL_STATE_ERROR * No Yes Yes
SQLDEFAULT Yes No No
SQLOPTION Yes No No
SQLOPTION_TIMEOUT * Yes Yes Yes
SQLOPTION_TTMID Yes No No
STAR Yes No No
STAR_TIME_BATCH * No Yes Yes
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STAR_TIME_CICS * No Yes Yes
STARSYN Yes No No
STATS * No Yes (13) Yes (13)
STATUS *** No Yes (13) No
STATUS_BA24 No Yes No
STATUS_BASE No Yes No
STATUS_CDC No Yes No
STATUS_DAC No Yes No
STATUS_JOB No Yes No
STATUS_LOG No Yes No
STATUS_OLD No Yes No
STATUS_SMP No Yes No
STATUS_TA24 No Yes No
STATUS_TM24 No Yes No
STOP_LOOP_HANG
PTF SO11965

Yes Yes No

SUBTASK Yes No No
SUBTASK_AUTO Yes No No
SYSIN_ASTERISK_PRINT Yes No No
SYSOUT Yes No No
SYSOUT_OUTLIM * No Yes Yes
SYSOUT_REDIRECT * No Yes Yes
SYSPOOL Yes No No
SYSTEMDBID Yes No No
SYSTEMDBID_DELETE * No Yes Yes
TASKS Yes No No
TASK_ABORT * No Yes Yes
TASKS_XCF * No Yes Yes
TIME_SYNC * No Yes Yes
TNGEOJ No Yes No
TSN_ABORT * No Yes Yes
VIRTUAL Yes No No
VIRTUAL_ADD * No Yes Yes
VIRTUAL_DELETE * No Yes Yes
VIRTUAL_DYNAMIC_EXTEND * No Yes Yes
VTOC_DATE_DAILY *
PTF SO09683

Yes Yes Yes

WRITE_PENDS_LOG_STABLE No Yes Yes
X_BFMTRACE_BFR_UNLK * Yes Yes Yes
X_CONSOLE_LOCAL * *** Yes Yes Yes
X_CONSOLE_PASSWORD * *** Yes Yes Yes
X_COVERED_MAX_SIZE * Yes Yes Yes
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X_CXX_ALLOW_SHARING
PTF SO90683 (deprecated)

Ignore No No

X_DATA_MEMORY_GUARD Yes No No
X_DATA_SPACE_TRACE * Yes Yes Yes
X_DEBUG * ** Yes Yes Yes
X_DEFRAG_DELAY_QUEUE Yes Yes Yes
X_DIAGNOSE_RC_18 Yes Yes No
X_DUMP_NUMBER_BLKS * Yes Yes Yes
X_DUMP_SIP_ERROR Yes No No
X_DXX_MEMORY_GUARD Yes No No
X_EOJ_OK_S_DELAY * Yes Yes Yes
X_INDEX_QUEUE_GT * Yes Yes Yes
X_INDEX_QUEUE_STATS * Yes Yes Yes
X_IO_HIGH_THRESHOLD * Yes Yes Yes
X_IO_LOW_THRESHOLD * Yes Yes Yes
X_IO_MSG_THRESHOLD * Yes Yes Yes
X_IO_POST_EXIT Yes No No
X_IO_24BIT_SIZE * Yes Yes Yes
X_LOAD_NO_QUEUE_WAIT * Yes Yes Yes
X_LOG_AHEAD_BLKS Yes No No
X_LOG_CONTROL_BLKS * Yes Yes Yes
X_LOG_DELAY_BATCH * Yes Yes Yes
X_LOG_DELAY_BLK * Yes Yes Yes
X_LOG_DELAY_SEC * Yes Yes Yes
X_LOG_DELAY_TIME * Yes Yes Yes
X_LOG_FULL_BLK * Yes Yes Yes
X_LOG_HASH_LR * Yes Yes Yes
X_LOG_INFO1_MSG * Yes Yes Yes
X_LOG_INFO2_MSG * Yes Yes Yes
X_LOG_INFO3_MSG * Yes Yes Yes
X_LOG_MINIMUM_BLK * Yes Yes Yes
X_LOG_SPILL_BLKS * Yes Yes Yes
X_LOG_STABLE_BLKS * Yes Yes Yes
X_LOG_WRITE_OLD_BLKS * Yes Yes Yes
X_ML_DUMP_RQP * Yes Yes Yes
X_MSB_MSGS * Yes Yes Yes
X_MSB_SECONDS * Yes Yes Yes
X_OPEN_CLOSE_MSGS * ** Yes Yes Yes
X_OPEN_CLOSE_SUBTASKS Yes No No
X_OPEN_DELAY_SEC * ** Yes Yes Yes
X_PEND_WRITE_BLKS * Yes Yes Yes
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X_RESTART_DETAIL Yes No No
X_RESTART_MSGS Yes No No
X_ROLBK_DELAY_TEST * Yes Yes Yes
X_SNAPER_OPTION_ALL * Yes Yes Yes
X_TERMINATION_DELAY_LCL Yes No No
X_TERMINATION_DELAY_RMT Yes No No
X_TRACE_BFM_SIZE Yes No No
X_TRACE_DSM * ** *** Yes Yes Yes
X_TRACE_RQ_SIZE Yes No No
X_TRACE_XCF_OPTION * Yes Yes Yes
X_TRACE_XCF_SIZE Yes No No
XCF_FROM * Yes Yes No
ZIIP_USER_LIMIT Yes No No

DDM

This command is a console-only command and therefore is not supported in the Version 12.0 console-like way.

DDM is part of CA Datacom® STAR. For details about this command, see the information about DDM in the CA Datacom®

STAR documentation.

DISPLAY

This command is a console-only command in Version 12 (it was also a console-only command in prior releases) and
therefore is not supported in the Version 12.0 console-like way.

ITM

This command is a console-only command and, therefore, is not supported in the console-like way.

ITM is part of CA Datacom® STAR. For details about this command, see the information about DDM in CA Datacom®

STAR documentation.

SNAP_AS

Use only at the direction of Support.

SNAP_ST_AS

The SNAP_ST_AS command takes a MUF address space SNAP to a DD named SNAPASnn, where nn is a sequential
number. It should only be executed if you are asked to do so by Support.

SNAPCLS

This option causes an address space snap for every CLOSE command. It should only be executed if you are asked to do
so by Support.

STATUS_SMP

(Support Only) This command provides status information about the current MUF SMPTASKS either TCBs or SRBs. Used
in support of a suspected LOOP or HANG.

SQL_CURSOR_CLOSED_ERROR

Valid entries for SQL_CURSOR_CLOSED_ERROR are YES and NO. The default value is NO.

SQL_LRU_STATEMENT_CACHE
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This option speeds processing by defining a memory allocation to be used as a cache to hold SQL statements in memory
for re-use. The value you specify for the n parameter controls the size of the cache. The range supported for the n
parameter is a number from 512000 -- 1073741824.

SQL_PLAN_WAIT

This option allows you to specify the number of seconds they want to wait to obtain a plan lock before a DB return code 61
(time out) is returned to the application. This option should only be used under the direction of Support.

STAR_TIME_BATCH

Use this option to change the MUF startup setting for the STAR MUF startup option, specifically the value for tbatch as set
or defaulted. The n can be set to numbers from 1 -- 7200.

STAR_TIME_CICS

Use this option to change the MUF startup setting for the STAR MUF startup option, specifically the value for tcics as set
or defaulted. The n can be set to numbers from 1 -- 7200.

STATUS_SMP

(Support Only) This command provides status information about the current MUF SMPTASKS either TCBs or SRBs. Used
in support of a suspected LOOP or HANG.

SYSIN_ASTERISK_PRINT yes/no

This option makes the MUF SYSPRINT much easier to read. Having too many commented-out startup options can lead to
confusion. By setting SYSIN_ASTERISK_PRINT to "no" allows you to skip print the commented-out options.

SYSOUT_OUTLIM x,y

Use this option to change the MUF startup setting for the SYSOUT MUF startup option, specifically the value for outlim.
Enter a value for x and y where x can be either ML, CBS, DST, SQL, or DD, and y can be set to a number 0-16777215.
For example, y could be set to a value of 2M.

SYSOUT_REDIRECT sysout1,sysout2

Use this option to redirect one sysout to another. A sysout cannot be redirected to itself. There can be ML, CBS, DST,
SQL, or DD to and from sysout possibilities. For example, you could specify for sysout1. PXXSQL, redirected to a sysout2
of PXXML.

NOTE
The ML sysout is special and cannot be redirected, that is to say, the SYSOUT for ML is not subject to redirect.
The value takes effect immediately, unless the SYSOUT is currently full, in which case the value takes effect
when the SYSOUT is next cleared.

TNGEOJ

TNGEOJ is documented where appropriate, but it is not documented in CA Datacom® pages.

X_DEBUG

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.

X_INDEX_QUEUE_GT

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.

X_IO_POST_EXIT

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.

X_LOG_HASH_LR

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.
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X_LOG_INFO1_MSG

Specifying YES for this option activates informational messages about the Log Area (LXX). Only specify if you are
directed to do so by Support.

X_LOG_INFO2_MSG

Specifying YES for this option activates informational messages about the Log Area (LXX). Only specify if you are
directed to do so by Support.

X_LOG_INFO3_MSG

Specifying YES for this option activates informational messages about the Log Area (LXX). Only specify if you are
directed to do so by Support.

X_ML_DUMP_RQP

This debugging option should only be set at the direction of Support. Each request causes a Master List dump

X_MSB_SECONDS

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.

X_OPEN_DELAY_SEC

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.

X_RESTART_MSGS

If this option is set to YES, it activates additional restart messages that are not usually required but sometimes are helpful
to Support.

X_ROLLBK_DELAY_TEST

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support.

X_SNAPER_OPTION_ALL

This option directs the MUF to write a SNAP of the MUF address space during EOJ processing. Only use this option if you
are directed to do so by Support.

X_TERMINATION_DELAY_RMTL

This is a Datacom QA test tool not intended for client use. Only specify if you are directed to do so by Support. For details
about this command, see How to Use ALTER_SHADOW_TO_TAKE_OVER Command in the Shadow MUF Environment
topic.

X_TRACE_BFM_SIZE

This option defines the size of a trace table BFM. Only use this option if you are directed to do so by Support.

X_TRACE_DSM

Only set this trace option if you are directed to do so by Support.

X_TRACE_RQ_SIZE

This option defines the size of a trace table 'REQ'. Only use this option if you are directed to do so by Support. The size
may be specified in the range 4k to 16m The default is 16k.

X_TRACE_XCF_OPTION

Only use this command if you are directed to do so by Support and by using the value they request.

X_TRACE_XCF_SIZE

Only use this command if you are directed to do so by Support and by using the value they request.

 463



 CA Datacom Administrating

DBUTLTY COMM and SET Console Commands to Address Space

Name DBUTLTY COMM
Console to MUF
Address Space

DBUTLTY SET to
DBUTLTY Address
Space

DBUTLTY Console to DBUTLTY
Address Space

ACCESS Yes (4) No No
ACCT Yes (5) No No
ADDMUF No No Yes (6)
AS_OPTIONS No No Yes (6)
CBS Yes (5) No No
CLOSE Yes (13) No No
CLRCBS Yes (13) No No
CLRDD Yes (13) No No
CLRDST Yes (13) No No
CLRML Yes (13) No No
CLRPXX Yes (13) No No
CLRSQL Yes (13) No No
COMM EOJ No No Yes (6)
DATALN No Yes No
DATANO No Yes No
DELAY_DBUTLTY_SECURITY No Yes No
DELAY_SECONDS No Yes No
DELAY68 No Yes No
DELAY85 No Yes No
DIAGOPTION (DBUTLTY) No Yes No
DXXNO No Yes No
ECHO_FUNCTIONS No Yes No
EDITVSE No Yes No
EOJ Yes (13) No Yes (6)
EOJ_REPORT No Yes No
EOJ_REPORT_X No Yes No
EOJOFF Yes (13) No No
EXCLUDE No Yes Yes (6)
FLEXPOOL Yes (5) No No
INCLUDE No No Yes (6)
IOTASK Yes (5) No No
IXXLN No Yes No
IXXNO No Yes No
MUF_NOT_ENABLED No Yes No
MUF_ENABLED_OR_DISABLED No Yes No
NEWRXX Yes (13) No No
NOESTAE No Yes No
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ON-ERROR No Yes No
OUTTAG No No Yes (6)
QUIESCE Yes (13) No No
RCERROR Yes (11) Yes (11) No
REMOVEMUF No No Yes (6)
REPEATS No No Yes (6)
REQABORT Yes (13) No No
REQCOMIT Yes (13) No No
REQROLBK Yes (13) No No
SECURITY Yes (5) No No
SIDNAME No Yes No
SIMPLIFY_BYPASS_EDITS_1 No Yes No
SNAPALL No Yes No
SNAPERR No Yes No
STATS Yes (13) No No
STATUS No No Yes (13)
WTO--' No Yes No
X_BFMTRACE_BFR_UNLK Yes No Yes
X_CONSOLE_LOCAL Yes No Yes
X_CONSOLE_PASSWORD Yes No Yes
X_TRACE_DSM Yes Yes Yes

Console-Only Commands

A few commands are classified as console-only. A console-only command is not supported in the console-like way.
Console-only commands are as follows:

• DDM
• DISPLAY
• ITM
• ?MEM
• STATUS

NOTE
For a list and descriptions of all the console and console-like commands, see MUF Startup Options and
Console/Console-Like Commands.

Commands Used if Directed by Support

A few commands are only used at the direction of Support. These commands are as follows:

 465



 CA Datacom Administrating

• SNAP_AS
• SNAP_ST_AS
• SQL_PLAN_WAIT
• X_LOG_INFO1_MSG - Specifying YES for this option activates informational messages about the Log Area (LXX).

Only specify if you are directed to do so by Support.
• X_LOG_INFO2_MSG - Specifying YES for this option activates informational messages about the Log Area (LXX).

Only specify if you are directed to do so by Support.
• X_LOG_INFO3_MSG - Specifying YES for this option activates informational messages about the Log Area (LXX).

Only specify if you are directed to do so by Support.
• X_ML_DUMP_RQP
• X_MSB_SECONDS
• X_RESTART_MSGS
• X_SNAPER_OPTION_ALL
• X_TRACE_BFM_SIZE
• X_TRACE_DSM
• X_TRACE_RQ_SIZE
• X_TRACE_XCF_OPTION
• X_TRACE_XCF_SIZE

Commands Used by Datacom as a QA Test Tool

The following commands are only used by Datacom in QA testing and not for public use. Only specify these commands if
you are directed to do so by Support.

• EDITVSE
• NOESTAE
• SIMPLIFY_BYPASS_EDITS_1
• SYSIN_ASTERISK_PRINT
• X_BMFTRACE_BFR_UNLK 
• X_CONSOLE_LOCAL
• X_CONSOLE_PASSWORD
• X_CONSOLE_SUPPORT
• X_DEBUG
• X_INDEX_QUEUE_GT
• X_INDEX_STATS
• X_IO_POST_EXIT
• X_LOG_HASH_LR
• X_OPEN_DELAY_SEC
• X_ROLLBK_DELAY_TEST
• X_TERMINATION_DELAY_RMTL

Related Messages for MUF Startup Console Commands
Specific and generic messages for MUF startup console commands

MUF startup has some specific messages and the following generic ones:

• Echo the input with a prefix such as:
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DB01900I - ECHO OFF
• If okay, no additional message.
• If bad command, message:

DB01901E - INPUT LINE NOT RECOGNIZED
• If bad value, message:

DB01911E - PARAMETER HAS INVALID VALUE
• If bad context or other problem, message:

DB01902E - SYNTAX ERROR IN ABOVE LINE
• Messages are written to the MUF SYSPRINT/SYSPRT file and, if ECHO ON is in effect, to the console.

Console Commands

Console commands have some specific messages and the following generic ones:

• Normal is to echo the input with a prefix such as the following:
DB01311I - ACCESS WRITE,1

• If okay, the input is provided in the message that follows:
DB01325I - CONSOLE COMPLETE, BREAK 100

• If bad command, the following message occurs:
DB01301E - CONSOLE BAD COMMAND - UNKNOWN

• If bad value, the input is provided in the following message:
DB00605E - CONSOLE BAD VALUE - BREAK 10K

• If bad context/other, the following message occurs:
DB01307E - CONSOLE BAD SYNTAX - VIRTUAL_DELETE 99
(when database 99 is not then defined as VIRTUAL)

• The console process starts in a subtask. Some of the commands can be completely processed in the subtask. If the
command requires MUF services that are not allowed within the subtask, the subtask gets an available user task, but if
none are available, the command cannot be completed and the following message occurs:
DB01313E - NO TASK AVAILABLE, TRY AGAIN LATER.
If a task is available, it is given a job name of ***DBCOM with the command XCOMM, and the specific command
to process. The following message indicates that the subtask is complete and the command scheduled for task
dispatching:
DB01335I - CONSOLE SCHEDULED - ACCESS WRITE,1
When the command is complete, either a specific message occurs, one of the generic messages occurs, or no
message occurs.

• Messages are written to the console.

DBUTLTY COMM CONSOLE

DBUTLTY COMM CONSOLE has some specific messages and the following generic ones:

• Echo the input in different format, no message.
• If okay, some have MUF message and some do not. A generic message example is as follows:

DB00608I - DBUTLTY COMM CONSOLE COMPLETE - ACCTPRM_CPU_TIME Yes
• If not okay, no MUF message.

SQL_CONSOLE (SQX)

The SQL_CONSOLE (SQX) Dynamic System Table (see SQL_CONSOLE (SQX) Table), using SQL or record-at-a-time
programs, has some specific messages but also the following generic ones:
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• Echo the input with a prefix of:
• If okay, some have a MUF message and some do not.
• If not okay, there is no MUF message.
• Error messages are not written to the MUF console, they are returned in SQL in the SQLCA or, for record-at-a-time

programs, in the key value area at +40 with a letter L (for length), then the message. Any messages of success that
exist are written to the console and, if selected, are written to the PXXDST file and returned in the key value area
(available for record-at-a-time programs, but not for SQL).

Message DB01336E - VALUE ERROR IN INPUT COMMAND has been changed to provide the first 50 bytes of the input
like the complete message, making what was being processed clearer. The format is as follows (where x is the input):

DB01336E - CONSOLE BAD VALUE - x

Message DB01307E - SYNTAX ERROR IN INPUT COMMAND has been changed to provide the first 50 bytes of the input
like the complete message, making what was being processed clearer. The format is as follows (where x is the input):

DB01307E - CONSOLE BAD CONTEXT - x

Message DB01301E - COMMAND NOT RECOGNIZED has been changed to provide the first 50 bytes of the input like
the complete message, making what was being processed clearer. The format is as follows (where x is the input):

DB01301E - CONSOLE BAD COMMAND - x

SQL_CONSOLE (SQX) Table

An SQL method of issuing maintenance commands to Dynamic System Tables uses a Dynamic System Table named
SQL_CONSOLE (SQX).

The SQL_CONSOLE Dynamic System Table allows you to do an insert with a character string that is formatted by all the
console commands. The command is processed as if issued through the console. The results, if any, are then returned to
the caller. The SQX table can be used to issue the same commands that can be requested using the DBUTLTY function
COMM OPTION=CONSOLE,OPTION2=. For more information about using OPTION2=, see the DBUTLTY Reference
page.

In case a read from the table needs to occur, the SQX table is always empty. Without a read, it is not possible to issue an
update or delete. If a command would typically produce console output, that output is written to the console and is also
returned to the application in the SQL feedback area.

The SQX table can be externally secured, with or without external security. If you are concerned about the possibility that
this ability could be misused, the table should be deleted from  and the database cataloged without its presence.

Note: For information about the columns in the SQX table, see SQL_CONSOLE (SQX) Table.

Return Codes for SQL_CONSOLE (SQX) Table

The record-at-a-time return codes for the SQL_CONSOLE (SQX) Dynamic System Table are as follows:

94(127) INVALID COMMAND
94(128) INVALID VALUE
94(129) INVALID CONTEXT (other)

Note: For details about the return codes, see the  Messages page.

SQL Error Handling

In SQL, the INSERT command with an error 94(193), that appears in the MUF EOJ report, is not externalized as the
normal -117, but instead is given a new, unique SQLCODE of -263. In this way, error text is returned with the unique
number, that of the specific error, either an invalid command, invalid value, or invalid context.
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Generic Messages

For information about generic messages received by the SQX table, see SQL_CONSOLE (SQX).

Use the Multi-User Facility
The Multi-User Facility (MUF) provides the ability to access any database concurrently from multiple regions. The term
region is used to represent address space for z/OS environments and partition for z/VSE.

Through the MUF, a single database can be updated concurrently by multiple regions with exclusive control at the logical
row (record) level. Using the MUF conserves main storage since only one copy of  with one set of buffers is required for all
regions.

Through the MUF,  provides a centralized recovery/restart/transaction backout facility with a consolidated Log Area and
Recovery File for all users. The MUF isolates all security and access control from user regions.

System areas are opened as part of the MUF startup and are maintained in an open status, with certain conditions and
requirements, until all User Requirements Tables close. Specifically, the Directory (CXX), Log Area (LXX), Force Area
(FXX), Statistics and Diagnostics Area (PXX) and, if LOGRCV=YES (we recommend the default of LOGRCV=NO), the
Recovery File (RXX) are opened before the MUF is initialized. If the open is not successful, the MUF fails to enable and
abends. The following other system areas are automatically opened, if specified, as part of the MUF startup, but are not
required for the successful enable of the MUF.

• SQL system tables
• Accounting databases
• STAR system tables

The Compound Boolean Selection (CBS) Index is required to bring up the MUF. See the updated information about the
CBS MUF startup option in CBS and the information about the CBS Heuristic Index in CBS Heuristic Index.

The following topics are discussed on this page:

How the Multi-User Facility Works

Because there is only one copy of  in memory, located in a central region, the communication between  and the
application must be handled in one of the following ways:

• In subsystem Program Call (PC)
• In z/OS, XCF services
• In z/OS, CAICCI connection
• In z/VSE, a supervisor call (SVC)
• In z/VSE, XPCC support
• From z/VSE to z/VSE in a VM environment, IUCV support

For an application to make requests to the MUF, your program must use a User Requirements Table (URT) that specifies
MULTUSE=YES.

The various combinations of DBSIDPR parameters, MUF startup options, and MUF console-like commands determine
which mode of communication is used.

SQL Requirements

The Multi-User Facility must be active when using the SQL precompiler, the  Interactive SQL Service Facility, or the  SQL
Mode. Also, see the DATACOM, SQLDEFAULT, and SQLOPTION MUF startup options.
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Authorized Libraries (z/OS)

In z/OS environments the MUF and the  Utility (DBUTLTY) must run authorized. DBUTLTY has limited support when not
running authorized. Also, the MUF and DBUTLTY require z/OS 1.8 or later, provided that the release is supported by
IBM. The MUF is authorized when all JOBLIB/STEPLIBs are authorized. The MUF detects at startup whether the MUF is
authorized and issues the following message: DB00210I - MULTI-USER RUNNING AUTHORIZED - xxx where the xxx is
either YES or NO.

IMS/DC Services cannot reside in an authorized library. If you authorize the  load library, move the  IMS/DC Services
modules to an unauthorized library.

IPL in a z/VSE Environment

System Adapter (Utility CASAUTIL) must be aware that  is present in the system before  DBUTLTY jobs are run or
before the Multi-User Facility is activated. This is accomplished by including the  library in the LIBDEF search string for
CASAUTIL.

A set of labels defining the  installation library and a LIBDEF defining the installation sublibrary can be placed in the ASI
startup procedure and an IPL performed.

If you find it necessary to identify the  products to System Adapter, use the START DATACOMnn statement (where nn is
the version number, such as DATACOM11) in CASAUTIL. For more information, see the CA CIS documentation.

CBS Heuristic Index

You have the option of specifying a system database to enhance the Compound Boolean Selection (CBS) heuristic
information usage. The information is saved in this database and used only when a query is issued requiring "population
dependent" index analysis to select between two or more key definitions. It is usually a rare condition, but very important
for performance when it applies.

This feature does not materially change the information saved or its usage, only the location where it is stored. Without
the system database, the information is stored in the Compound Boolean Selection Facility index, typically database 6.
The Compound Boolean Selection heuristic database, typically database 1006, is used when specified in the CBS MUF
startup option.

The feature is beneficial for two reasons. First, the CBS index contains 99.9 percent temporary data and is defined as
VIRTUAL at many customer sites. Since the area is virtual, the small amount of heuristic information is lost every time
the Multi-User Facility is recycled, which then has to be rebuilt. The overhead, while not a lot, is also not always trivial.
Second, the CBS heuristic database contains a table residing in a data area (the area cannot be virtual). The table is
accessible using SQL or record-at-a-time or set-at-a-time commands. In addition to it being accessible, it is possible for
you to add or update the information allowing the overriding of key selection if a situation should exist where you want the
selection to be "locked in" sooner or you want to control the selection. Should the data change significantly, deleting the
information would cause selection to start over.

Processing

A specific key is synched or "locked in" when it is selected for 8 out of the last 10 attempts to pick the best key for
traversal. All entries built are kept to provide a history of this key selection.

Running without the CBS Heuristic Database

The same information exists and is stored in the CBS temporary database. This database is only an index and so the
information is not available for you to access or update.
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Implementation

To enable the CBS heuristic table, specify the database ID of the database containing the system table in the sixth
parameter position on the MUF startup option CBS (see heuristic-dbid). If the parameter is not specified, the Multi-User
Facility uses the old method of storing heuristic information in the CBS index. For details about the CBS MUF startup
option, see CBS.

Connecting Users with the MUF

The  MUF runs in a separate region from the user program.

z/OS Systems

In z/OS systems, a Program Call (PC) is used to accomplish the communications requirement between the MUF and the
application program. It is release specific. Therefore, there is one for Version 14.0 support.

The z/OS Cross-System Coupling Facility (XCF) can be used between Multi-User Facilities on different systems within a
Sysplex. In this configuration, all requests are routed from an application through XCF to a remote MUF. For details, see
Connecting Using Cross-System Coupling Facility (XCF). This option is selected through the DBSIDPR module with no
changes to a user application or the User Requirements Table(s).

CAICCI (CCI) can also be used to communicate between the MUF and an application program. For details, see
Connecting Using CAICCI (CCI). This option is selected through the DBSIDPR module with no changes to a user
application or the User Requirements Table(s).

z/VSE Systems

In a z/VSE system,  requires the CA CIS System Adapter to communicate across partition boundaries in the same
address space. To initialize , the sublibrary containing the  phases must be in the library search string for the execution of
the CASAUTIL program that initializes the System Adapter. If this is successful, a System Adapter message is displayed
indicating that  is active.

If you are executing  in a system with multiple address spaces and wish to execute applications in different address
spaces from the MUF, see . If you are executing  in a multiple guest environment under VM, see .

VM Systems

In a VM system,  does not communicate using an SVC. z/VSE Guest Sharing and CMS application support use the IBM
Inter-User Communication Vehicle (IUCV) to communicate across virtual machine boundaries.

Multiple MUF Environments Sharing One CXX

You can configure your environment of a CXX for one MUF or for multiple MUFs. However, we strongly recommended not
doing this, because it provides many paths leading to data corruption.

When configuring your system for multiple MUFs, each MUF must have its own set of system areas and system
databases, and every shared user database that is not read-only to every MUF.

Using Multiple MUFs in One Batch Application

A batch user application can issue record-at-a-time or set-at-a-time requests against multiple MUFs in a single z/OS
Sysplex. Such requests can be issued simply and without using the  STAR. The use of multiple Multi-User Facilities
requires RRS support, to provide two-phase commit processing.

NOTE
Only use multiple MUFs with user databases.
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Using multiple MUFs provides table level routing. Every table in a single database is normally sent to the same MUF, and
although this is not required, we recommend it, because without a shared index the generic locate commands, though
perhaps rarely used, do not work properly. Also, if multiple tables in a single area are split with more than one MUF,
physical read commands (GSETP/GETPS) do not function correctly.

Except for link editing them with a new User Requirements Table (URT), application programs do not need to be changed
in any way and perform the same as before. For more information about URT support, see Record-/Set-at-a-Time
Application Programs.

To maximize performance,  may, during a request, save, alter, and restore parts of the application program Request
Area. For example, if requested, the DBID could be swapped, based upon specifications in the User Requirements Table
DBURTBL macro, as described in DBIDMUF=.

This multiple MUFs feature does not:

• Support the distribution outside a Sysplex.
• Support SQL across Multiple Multi-User Facilities.

For information about  CICS Services support for multiple MUFs, see Using Multiple MUFs in CICS Application.

Record-/Set-at-a-Time Application Programs

If a record-at-a-time or set-at-a-time program has been link edited with a new URT that supports multiple MUFs, the use
of which requires RRS support for two-phase commit, those programs run as before without any changes to the programs
needing to be made.

Because URT support for multiple MUFs is provided by a new URT interface, URT support is limited to user applications
running with a URT that generates the BEGIN and DBNTRY code, called by the application, using the DBURINF macro
parameters that support multiple MUFs. All products provided by  are excluded.

SQL Applications

With SQL programs, one compile unit must run against one , have one plan, and execute against the MUF containing
both. An SQL program may execute with a multiple MUF User Requirements Table, but all SQL requests execute using
the first MUF in the connection list. In this case it would have the ability to specify a SIDNAME= and not be forced to use
DBSIDPR. An SQL program could be split into multiple modules and each could connect to a different MUF, but no joining
of tables or constraints outside of one MUF are allowed.

SQL detects RRS User Requirements Tables, issues a return code, and does not process COMMIT or ROLLBACK
requests. The multiple MUF interface detects the specific errors and generates RRS COMMIT or ROLLBACK calls. If
RRS is successful, the SQLCODE and related error fields are set to zero/blank. If RRS provides a return code on the
SRRCMIT/SRRBACK, the SQL error is changed to:

• -117,
• program DBMMIPR, and
• message: RETURN CODE <94(121)> ON COMMAND <COMIT> R15 <?> where the ? is the R15 error value from

RRS.

Two-Phase Commit

Multiple MUFs provide full two-phase commit support, using Resource Recovery Services (RRS) as an option.

User Requirements Table (URT) Support

Interface Macro (DBURINF)

See for information about the DBURINF macro and multiple MUF support.
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Start Macro (DBURSTR)

See for information about the DBURSTR macro and multiple MUF support.

Entry Macro (DBURTBL)

See for information about the DBURTBL macro and multiple MUF support.

Multiple MUF Interface

The multiple MUF interface loads a single copy of the reentrant 31-bit interface module (DBINRPR) during open
processing and deletes the module after a final close. The reentrant interface loads a reentrant 31-bit support module
(DBDUMPR) during open processing and deletes the module after final close.

The order of the DBURSTR macros may be important. Commands that cannot be routed to every MUF identified, nor to
the "correct" one, are routed to the first.

Most commands are routed quickly and efficiently to the one MUF that is responsible for that table and database. The
commands that have special processing are as follows.

• OPEN
The OPEN command is processed as a loop through each specified DBURSTR. The first open error stops the loop
and causes the closing of those that were opened.

• COMIT
A COMIT command is processed in one of two methods based upon the RRS option. With RRS=YES specified,
the COMIT generates an RRS call of SRRCMIT. If RRS returns a good completion, the return code is set to blanks.
Otherwise, the return code is set to 94(121) and the RRS error is stored at the DIAG location. With RRS=NO specified,
the COMIT is processed as a loop through each DBURSTR specified. This is a full commit but not a two-phase
commit. If any COMIT gets a return code, it is saved and the loop continues. After every MUF has processed the
command, the first non-blank return code is returned to the application.

• CLOSE
A CLOSE command is processed in two steps. The first step issues a COMIT command (see previous description).
Following the COMIT command, the second step loops through each DBURSTR specified issuing a CLOSE
command. After every MUF has processed the close, the first non-blank return is returned to the application.

• ROLBK
A ROLBK command is processed in a manner similar to the COMIT command, only issuing either the RRS call of
SRRBACK or the record-at-a-time ROLBK command.

• Generic Locate Commands
Provide blanks or the database ID in the table name field of the Request Area. If it is blanks, the DBID in the first
DBURTBL macro is processed. Only tables opened at this first MUF are returned.
If the table name is a 3-character zoned decimal number, it represents the database to process, and the first
DBURSTR macro containing a table for that database is selected.
If a leading x'80' does not start the table name, the DBID is in binary in the next two positions, and the first DBURSTR
containing a table for that database is selected.

• GSETP and GETPS
Get physical commands do not execute properly unless every table resides in the same area, and that area must
reside at a single MUF.

• ABEND
An ABEND command is sent to the first MUF.

• LOGIT, LOGTB, NOOPS, and TEST
These commands are done in a loop to each MUF. After every MUF has processed the command, the first non-blank
return code is returned to the application.

• LOGLB
A LOGLB command is sent to the first MUF.

• LOGCP/LOGCR
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These commands have special RRS considerations. RRS is an option, but it is expected to be used always, or at least
when maintenance is to be done at multiple Multi-User Facilities or one MUF and another resource manager. With
RRS=YES specified, several steps are required.
For a LOGCP command, first a loop of every MUF is done with the command changed to LOGXP. This command
sets a flag in the task area to indicate that if the following command is an RRS commit, row level locks are not to be
released.
The next RRS is called with a SRRCMIT command to fully commit the transaction(s). Following the RRS commit the
work area is checked for both LOGCP and LOGCR commands. If the work area contains low values or all blanks, the
command is complete. If not, the command is required to start a new transaction, and a loop of every MUF is done with
the command changed to LOGXR to start a new transaction.

NOTE
Two-phase commit support is only being provided with RRS facilities. This requires that all Multi-User
Facilities are executing within the same Sysplex as the application. This support includes Multi-User Facilities
connected through the  SVC (using ECSA or a data space) or using XCF. With RRS=NO specified, the
commands are processed in a loop given to each MUF. After every MUF has processed the command, the
first non-blank return code is returned to the application.

For all commands that have a table and base, an error condition exists if the table is not found in the User
Requirements Table, in which case the request is given to the first MUF to generate the error condition.

Using Multiple MUFs in CICS Application

Beginning with r11 of , multiple MUFs are supported in CICS applications. For detailed information about  support for
multiple MUFs, see the documentation for .

24-bit and NORENT in User Address Space

In z/OS environments it is possible for loaded modules in a user address space, when calling a MUF, to be 31-bit and
reentrant. This option is only available to MUF applications, never Single User, and it only supports DBNTRY calls.

The need satisfied by this option is not a common one for most users, but the option can be useful in special cases, such
as for writers of system software where, in complex situations, connections to a MUF each being independent, either in
their own subtask or in a single task, could be helpful.

DBINRPR Module

An interface module, DBINFPR, that is reentrant and 31-bit enables this option. The module requires a 4k anchor
control block and a 4k task working storage block, provided when DBMODS=RENT is specified in the DBURINF User
Requirements Table macro. In addition, specifying DBMODS=RENT loads DBINRPR instead of DBINFPR.

NOTE
DBINRPR is required to use multiple MUFs.

DBMODS= parameter in DBURINF Macro

The DBURINF macro parameter DBMODS= can either be specified as RENT or NORENT (the default). Because most
users do not need to specify DBMODS=RENT, we recommend allowing this parameter to default to DBMODS=NORENT.
See for more information on the DBMODS= parameter.

Version Independence

The DBINRPR module provides some version independence. It supports DBUTLTY only at the same release as the MUF.
It supports user applications to a MUF at the same release and the prior release. This is to provide an easier upgrade.
It has limited support for Sysview to connect to a MUF at r11. Normal user applications should not need this facility, but
callers needing to connect to multiple MUFs in a single address space require it.
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DBSYSID 31-Bit Considerations

In z/OS environments, the DBSYSID macro that assembles the DBSIDPR module is loaded in 31-bit. The sample JCL
that is provided links the assembly as RENT, and we recommend that JCL not showing this be changed as needed.
However,  does not enforce a requirement that the assembly be linked as RENT.

DBDUMPR Dump Module

A reentrant 31-bit version of the dump module DBDMPPR exists with the name DBDUMPR, loaded by the DBINRPR
module. The DBDUMPR module supports multiple versions of the MUF.

Other Considerations

Be aware of the following in the User Requirements Table Start macro, DBURSTR.

DB00101= Parameter in DBURSTR Macro

For information on the DB00101= parameter in the DBURSTR macro, see .

NO522= Parameter in DBURSTR Macro

For information on the NO522= parameter in the DBURSTR macro, see .

Specify an asterisk if the source MUF and target MUF are the same. If used during MUF startup, the name must match
the name specified in a CDCL MUF startup option. After startup, the asterisk is shorthand for the true name. An error is
recognized if the specific name or asterisk MUF is not found in the CDCL list.

Protect CXX to Single MUF or MUFplex

(z/OS only) Many facilities within the MUF expect the current executing MUF, or all the instances of MUFs in a
MUFplex (Data Sharing), to be the sole executor using one CXX. MUF now forces this by deprecating and ignoring the
X_CXX_ALLOW_SHARING option that  allows some sharing. If another non-MUFplex MUF is then found, the currently
executing MUF fails to enable and generates a DB00205E message with a code of 1093.

MUF also  provides protection with an edit to allow a single executing MUF (or MUFplex) to open a CXX. The new edit
causes each MUF to receive an ENQ for CADTCM02 and the CXX information at startup. 

The CXX information is 19 bytes with the first 8 the CXX name, the next 6 the VOLSER, and the last 5 the cylinder/head in
the hex form CCCCCCCCCH. The ENQ edit thus protects the major name and minor name. If the ENQ edit fails, an error
is generated and the executing MUF terminates with a DB00205E message with a code of 1093.

Features having Problems

Following is a list of features that would have various problems or risks if using a "read" MUF in parallel with an "update"
MUF:

• Maintenance to data blocks and index blocks would not be known to the "read" MUF in a controlled fashion. Many
errors of various kinds are possible. If index maintenance occurs, a loop is possible. Records could be skipped.

• If the "update" MUF executes dynamic extend, the "read" MUF would get I/O errors trying to read outside its extents.
• The Dynamic System Tables for the DIR_ tables on the "read" MUF might contain old data or could generate 13(5)

errors on the CXX. Also, the access to the CXX information would require substantially additional I/O to minimize the
amount of old data and occurrences of logical errors.

Modify MUF JCL Parameters
The execution parameters available for the DBMUFPR program are described in this section. 
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NO_PXX

(Optional) The NO_PXX parmeter allows MUF to start without opening the PXX and eliminates any I/O to the PXX. The
MUF Startup Option SYSOUT and its options must be specified for this parameter. To illustrate the effect of this option,
when using a MUFPLEX, each MUF instance needs a PXX. Having many PXX areas requires DASD space that is rarely
used. Using the NO_PXX option, you can avoid having a PXX for each MUF, thereby reducing the amount of DASD space
needed. Therefore, a PXX needs to be large enough to hold one or more Master List dumps. 

Usage: PARM=’NO_PXX’ (no subparameters)

PGMDT

(Optional) The PGMDT parameter, like the PGMMONTH, can be used to produce DB00248I messages in the MUF log
regarding load modules used by the MUF. This parameter is very useful and recommended by CA to identify the assemble
date, release level and current PTF applied for individual modules. Produced as a module, The messages are produced
as a module is loaded into memory in the MUF for the first time if the assemble date of the module is on or after the
PGMDT specified. To see the update information for the largest number of modules, use the Generally Available (GA)
date for the  release.

NOTE

The PGMDT and PGMMONTH parameters are mutually exclusive. 

Usage: PARM=’PGMDT=ccyymmdd’

PGMMONTH

(Optional) The PGMMONTH parameter, like the previous PGMDT parameter, can be used to produce DB00248I
messages in the MUF log regarding load modules used by the MUF. Recommended by CA, use this parameter to identify
the assemble date, release level and current PTF applied for individual modules. The PGMMONTH value is converted
and stored internally as a PGMDT value. The messages are produced as a module is loaded into memory in the MUF
for the first time, if the assemble date of the module is on or after the internally stored PGMDT value. At this time, only
PGMMONTH=1 is accepted, and will result in messages showing all modules changed in the past month. For a longer
time range, use the PGMDT parameter.

NOTE

The PGMDT and PGMMONTH parameters are mutually exclusive. 

Usage: PARM=’PGMMONTH=1’  

 

Modify MUF Startup Options and Console Commands
The DBMUFPR job stream produced at installation initiates the Multi-User Facility. To modify the MUF startup options
include SYSIN or SYSIPT data in the job stream.  reads the SYSIN/SYSIPT data during Multi-User Facility initialization
and echoes it to the SYSPRINT/SYSLST file.

If  encounters a format error, it notes the error, ignores the option and (after reading all of the input) issues the console
message: DB00216E - ERROR IN SYSIN/SYSIPT DATA. After issuing the message, the Multi-User Facility abends.

Use the following rules to code the MUF startup options in your job stream:

• Include only one option on each input line.
• Begin the option in column 1 or following any number of blanks.
• Include one or more blanks between the option and its value.
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ACCESS

(Optional) The ACCESS option establishes Multi-User Facility (MUF) database open/close processing mode and
database availability at startup. If you do not include any ACCESS statements, all opens are allowed for all databases
using the OPTIMIZE open/close processing mode. If multiple statements are present, they are processed in the order
presented, and the last action is the one used when the MUF is enabled.

The use of ACCESS during MUF startup is ignored for all databases that need to be restarted. The restart process opens
bases as required. After the restart process, the ACCESS options apply to all opens except the Compound Boolean
Selection (CBS) temporary index. The CBS temporary index is opened after the restart process and before the actual
enable, and is therefore not subject to ACCESS.

Using ACCESS OFF/READ/UTLTY/NOMAINT for system databases should be done with caution. It could prevent the
MUF from being enabled or prevent system functions from being processed.

With Simplify mode, ACCESS OFF and ACCESS READ do not block a database from being opened by DBUTLTY
functions that, without Simplify, would open the database in the DBUTLTY address space. Data sets for the index area(s)
and data areas in this case are not opened in the MUF address space.

►►─ ACCESS ─ type,dbid(s) ────────────────────────────────────────────────────►◄

• type
(Required) Specify the type of access allowed. Valid entries are MAINT, NOMAINT, NOOPT, OPTIMIZE, OFF, OPEN,
READ, UTLTY, or WRITE.

NOTE
If the Compound Boolean Selection Facility index exists and is set to OFF or READ, no URT is allowed to
open. For SQL users this is also true for the TTM, DDD, and the default area's database.

OPTIMIZE (the default) and NOOPT are options that can enhance performance by optimizing OPEN/CLOSE
processing. Specifying OPTIMIZE for a particular database at MUF startup keeps that database open for update
regardless of whether a User Requirements Table (URT) is open. This saves processing involving:
– Directory (CXX) I/O during OPEN/CLOSE,
– Data set OPEN/CLOSE,
– Flushing of covered areas,
– Flushing of memory buffers,
– Flushing of pipeline, and
– Eliminating or reducing contention if multiple jobs are concurrently opening or closing the same database

simultaneously.
ACCESS OPTIMIZE, selected at startup, has its database-level benefits take effect during the first open of a URT
containing the specified databases.
The ACCESS OPTIMIZE option is available only at startup. It is not available through console commands or  Utility
(DBUTLTY) functions.
ACCESS OPTIMIZE is required for the system databases for the:
– Compound Boolean Selection Facility
– Accounting Facility
–
– Temporary Table Manager (TTM)
– SYSTEMDBID (used by Dynamic System Tables)
In addition, user databases require ACCESS OPTIMIZE to exploit certain features, including a free URI scan on behalf
of the URI reuse feature (see URI Reuse).
To specify area level DBUTLTY control, in the DBUTLTY functions that have MULTUSE=YES as an option, the
database must be running in the ACCESS OPTIMIZE mode.
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We recommend ACCESS OPTIMIZE when using the SIMPLIFY option. Part of ACCESS OPTIMIZE routinely used
by SIMPLIFY always causes the opens of the CXX database to be opened for update, even when a URT has only
UPDATE=NO tables. The SIMPLIFY option makes using ACCESS OPTIMIZE easier because SIMPLIFY does any
needed close or STATS of a database before DBUTLTY functions that require such an option.
The ACCESS NOOPT option forces additional overhead during the OPEN and CLOSE process. It maintains the
database as not open if no open tables exist. Using ACCESS NOOPT is not allowed in a MUFplex.
When OFF is specified, all databases (or the list presented) are set to a status of disabled. If any task tries to open one
of these databases, they receive an open error of 88 (disabled base). The 88 continues throughout the life of the MUF
unless an ACCESS console or DBUTLTY function is done, except when using SIMPLIFY where DBUTLTY functions
that need the CXX only are permitted to execute (provides compatibility with prior releases). With Simplify mode, some
DBUTLTY functions can open a database with ACCESS OFF but will not open any index or data area.
If READ is specified, the status of all bases or the list presented is set to a status of read-only. With this status, all
opens with the URT parameter UPDATE=NO specified are allowed to open. Any opens with UPDATE=YES are
blocked with the return code 88. With Simplify mode, some DBUTLTY functions can open a database with ACCESS
READ but will not open any index or data area.
When UTLTY is specified, all databases (or the list presented) are set to a status allowing an open by DBUTLTY and
no open by others.
When WRITE is specified, the status of all bases or the list presented is set to a status of write. With this status, all
opens are allowed. The WRITE is, in effect, the default for all bases if no ACCESS statements are presented.
When MAINT is specified, maintenance commands (ADDIT/INSERT, UPDATE, and DELETE) are allowed to be
processed normally for any table in this database or databases.
When NOMAINT is specified, maintenance commands are rejected for the specified database. This option has no
effect on the open or close of a URT.
Using the ACCESS DBUTLTY or console function, MAINT/NOMAINT can be changed at any time. If done, it takes
effect immediately.
The NOMAINT option (specified in this MUF startup option, the DBUTLTY ACCESS function, or the ACCESS console
command) does not prevent URT opens or closes and does not prevent proper execution of transaction backout
(ROLLBACK) or backward recovery. It causes maintenance commands (every record-at-a-time ADDIT, UPDAT, or
DELET command and every SQL INSERT, UPDATE, or DELETE statement) to the selected database(s) to receive a
return code 94 (087) indicating that they cannot be processed.
When OPEN is specified, an attempt is automatically made to open the specified databases immediately after the
MUF has been enabled. The ACCESS OPEN option is detectable after the restart task area has added one log
record with a command of LOGDW to note the MUF enable. This task opens each database independently. The
open is at the database level, which opens the index and each area. The first error opening the database causes it
to stop processing. A message is generated that indicates the specific error. After processing a database open, the
database that follows is processed until opens of all databases have been attempted. This option is not allowed in
other console-like APIs. At the database level, the option is not compatible with ACCESS NOOPT. An ACCESS OPEN
for a database set ACCESS NOOPT fails, and an ACCESS NOOPT with an ACCESS OPEN for a database set fails.
If the log is full, the open does not occur until after the spill. A MUF is allowed to EOJ with the log full and the restart
task (***RSTRT) still waiting. You can use this facility to get the opens completed after a MUF recycle at off-peak
times, to reduce a delay when the first URT is opened. Another reason to use this facility is to ensure that rarely used
databases are referenced to remove the potential possibilities of their being unintentionally archived and lost. This
option, adding MUF startup access open, honors other startup options including ACCESS OFF/UTLTY. Because the
restart task is not a DBUTLTY function, it does not open if this option is set.

NOTE
The Dynamic System Table MUF_ACCESS (MFZ) does not provide information about ACCESS OPEN.

You can simply set all bases as READ, then in the next statement provide a database or list of databases that can
be opened for update. Therefore with two statements, you can set the databases for read-only except the Compound
Boolean Selection Facility database which can be updated.
– Valid Entries:

OPTIMIZE, NOOPT, MAINT, NOMAINT, OFF, OPEN, READ, UTLTY, or WRITE
– Default Value:
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There is no default for this parameter in the ACCESS option statement. However, before input statements are
processed, all DBIDs are set with the default of WRITE, MAINT, and OPTIMIZE.

• ,dbid(s)
(Required) Specifies the DATACOM-ID attribute-value(s) for the database(s). If ALL is the entry, it must be followed
by a blank. When ALL is not specified, at least one database ID must be provided. You can specify as many database
IDs, sets of ranges of IDs, or a combination of these as fit on the statement, separated by commas only (a blank stops
the scan). For example, ACCESS READ,5,10,100-300,500-800,400 is a valid statement.
– Valid Entries:

ALL or any combination of one or more database IDs and ranges of database IDs
– Default Value:

There is no default for this parameter in the ACCESS option statement. However, before input statements are
processed, all DBIDs are set with the default of WRITE, MAINT, and OPTIMIZE.

Example

The following example shows DBIDs 2 (Dictionary), 4 (ACCT PRM), 5 (ACCT), 6(CBS), 15(DDD), 17(TTM),
1000(SYSTEMDBID), and 1006(CBS Heuristic) to be updated, and all reserved DBIDs in 1-20 and 1000-1020.

NOTE
Other reserved DBIDs exist in 2000+ that are not shown as being set in the example.

 ACCESS READ,ALL

 ACCESS OFF,199

 ACCESS WRITE,1-20

 ACCESS WRITE,100,200,300

 ACCESS WRITE,1000-1020

Use ACCESS DF_DS_OP to Defer the DATA Set of a URT OPEN

(Option) The DF_DS_OP value allows reduced 24-bit memory in the MUF region when data sets are opened but not used
to add or read data. If set for a base, the open of the base in support of a User Requirements Table (URT) performs the
Directory CXX open processing and control handling. However, it does not open the data areas or validate them.

The data set opens and validation occurs on the first command to add a row or read a row. Therefore, if there is no actual
access of the data in the data set then it is not opened.

If all areas are accessed for data, then there is no actual savings of 24-bit memory. This applies to data areas, but not any
index area.

Because of the design of the option, it might be valuable if you recycle a MUF which can cause hundreds or thousands
of data areas to be opened. Without the option, the applications wait for all the areas in the opening URTs to be data
set opened and validated. This takes a little time but is faster than the alternative. With the option in place, the opens
complete faster and the application can get started on what it requires immediately. The actual data set open is deferred
and only slows the initial read for a table in that area.

This option is active for user application URT opens in batch and CICS. It is ignored for DBUTLTY driven opens and also
bases opened in support of MUF processing not user applications.

The option is expected to be done during the MUF enable. The ACCESS statement in MUF SYSIN supports a single base
or a ranges of bases. Both can be stacked on the statement.
You can add the option later using a console-like command ACCESS DF_DS_OP with a single base. You can also
remove the option using the console-like command ACCESS DF_DS_CL with a single base.

NOTE

The DBUTLTY ACCESS function does not support either of these options. The DBUTLTY COMM function
with OPTION=CONSOLE,OPTION2=’ACCESS DF_DS_OP,base’ is supported as OPTION2=ACCESS
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DF_DS_CL,base’. You can set this option for every base but it is ignored for Datacom System bases 2, 3, 6, 15,
16, and so on. It is also ignored for VIRTUAL bases.

ACCT

(Optional) The ACCT MUF startup option specifies details for the Accounting Facility tables. If you specify this option, you
must specify the ACCTPRM option. Accounting tables can be added after MUF startup if the ACCTPRM MUF startup
option has been provided.

You can define up to 100 accounting tables. A single accounting table can be defined only once. Enter a separate option
statement for each accounting table.

You can specify an accounting table with a CLOSED status before you define it in  and catalog it to the Directory (CXX).
Later, after you define the table and catalog it (cataloging requires that you close all open tables in the accounting
database), you can open it with the console command.

►►─ ACCT ─ table-no ─┬──────────────────────────────────────────┬─────────────►◄

                     └─ ,buffer ─┬────────────────────────────┬─┘

                                 └─ ,status ─┬──────────────┬─┘

                                             └─ ,threshold ─┘

• table-no
(Required) Specifies the accounting table number in the range of 0 to 99. Where the table number 0 is A00, table
number 1 is A01, and so forth.
– Valid Entries:

0 to 99
– Default Value:

(No default)
• ,buffer

(Optional) Specifies the buffer size for this table.
For more discussion about Accounting buffer and threshold, see the sub-topic Accounting Table Synchronization under
Establishing Accounting Tables.
– Valid Entries:

4096 to 999999 (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024)

– Default Value:
16384

• ,status
(Optional) Specifies the initial status for the table.
– Valid Entries:

CLOSED or OPEN
– Default Value:

OPEN
• ,threshold

(Optional) Specifies a value for how often to update the Accounting table from the accounting buffer.
For more discussion on Accounting buffer and threshold, see Account Facility Performance in Using the Accounting
Facility.
– Valid Entries:

0 to 999999 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

5000
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NOTE

More information:

• ACCT (Accounting Facility)

ACCT_ADD

ACCT_ADD command description

For ACCT_ADD, the value of the first n is the accounting table number 00 -- 99, representing accounting table names A00
-- A99.

The second n is the buffer size with allowed values of 4096 -- 999999.

The third n is the threshold count of 0 -- 999999.

All values are required. No default processing is available. The table is built in a closed status.

ACCT_ADD is not allowed at MUF startup.

Pre-requisite to this command is that MUF startup must have at least ACCTPARM defined. If this is not present in the
MUF startup options, there is no ability to add accounting tables dynamically to MUF.

ACCT_DELETE

ACCT_DELETE command description

For ACCT_DELETE, the n is the accounting table number 00 -- 99, representing accounting table names A00 -- A99. The
named accounting table is deleted from memory and any information in memory, including statistics, is immediately lost.

ACCT_THRESHOLD

ACCT_THRESHOLD command description

For ACCT_THRESHOLD, the first n is the accounting table number 0 -- 99, representing accounting table names A00 --
A99.

The second n is the threshold count of 0 -- 999999.

The table must currently be defined. The changed value takes effect immediately.

ACCT_THRESHOLD is not allowed at MUF startup.

For more information about this command, see Accounting Facility Performance in the Using the Accounting Facility topic.

ACCTPRM

(Optional) If any ACCT statements are provided, then this statement is required. The presence of this option generates
the Accounting system. This option may be provided with no ACCT statements. In this case, accounting would be
generated with simply no current Accounting tables.

If you do not specify this option, you cannot specify any ACCT statements and no Accounting is generated for this Multi-
User Facility.

►►─ ACCTPRM ─ prm-dbid,acct-dbid ─┬─────────────┬─────────────────────────────►◄

                                  └─ ,cpu-time ─┘

• prm-dbid
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(Required) Specifies the DATACOM-ID of the database that contains the Accounting Facility PRM table. We
recommend using database 4.
– Valid Entries:

DATACOM-ID of the database
– Default Value:

(No default)
• acct-dbid

(Required) Specifies the DATACOM-ID of the database that contains the Accounting Facility tables. We recommend
using database 5.
– Valid Entries:

DATACOM-ID of the database
– Default Value:

(No default)
• cpu-time

(Optional) Specifies a choice of support for CPU time within the Accounting Facility tables. If you specify NO, you can
save some overhead in Multi-User Facility performance when the Accounting Facility tables are open if CPU time is not
needed for Accounting Facility table data.
– Valid Entries:

NO or YES
– Default Value:

YES

ACCTPRM_CPU_TIME

ACCTPRM_CPU_TIME command description

The ACCTPRM_CPU_TIME is used to override either the specification that is set at MUF startup with the
ACCTPRM_CPU_TIME MUF startup option, or to override the specification that was set with a previously issued
ACCTPRM_CPU_TIME command. When issuing the ACCTPRM_CPU_TIME command, follow ACCTPRM_CPU_TIME
by either Yes (or ON) or NO (or OFF).

ALL_INFO_REPORT

The ALL_INFO-REPORT console and console-like command generates a concisely formatted report containing
comprehensive information. However, ALL_INFO_REPORT is not allowed at MUF startup. Except for a few differences
because the MUF has not ended, the information in the report is the same as that provided in EOJ reports when the MUF
has ended. For example, the report does not provide the task information page showing the status of tasks.

The syntax for the command is as follows:

►►─ ALL_INFO_REPORT ─ x ──────────────────────────►◄

      

x

Specifying PXX for x produces the report to the PXX. The CLRPXX option of the DBUTLTY COMM function can be
used to clear the PXX data set. The report that is generated with this command starts with a heading that begins:
ALL_INFO_REPORT.

The x can be any of the following data sets: PXX, PXXDD, PXXDST, PXXCBS, or PXXSQL.

Print lines are sent to the specified DD statement (unless full), are available for viewing, and are subject to the DD
statement CLR command.
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Note: PXXML is not a valid entry.

• Valid Entries:
PXX, PXXCBS, PXXDD, PXXDST, PXXSQL

• Default Value:
(No default)

Report Example

      

DSNZMFX1 STC29611 OUTPUT   PXXDST01 QAPROC            CA31                    

 ------------------------------------------------------------------------------

 ...+....10...+....20...+....30...+....40...+....50...+....60...+....70...+....

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL ADD,DATA,10          

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL ADD,DATA2,10        

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL ADD,DXX,10          

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL ADD,IXX,10          

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL ADD,DATA,10          

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL DELETE,DATA,5        

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL DELETE,DATA2,5      

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL DELETE,DXX,5        

 7/15/2020 16.00.32  SQX_CONSOLE         ADD     FLEXPOOL DELETE,IXX,5        

 7/15/2020 16.00.33  SQX_CONSOLE         ADD     NEWCOPY DBDSMPR              

 7/15/2020 16.00.33  SQX_CONSOLE         ADD     NEWCOPY DBSRPPR              

 7/15/2020 16.00.38  SQX_CONSOLE         ADD     LOGPEND 15000                

 7/15/2020 16.00.38  SQX_CONSOLE         ADD     LOGPEND 32767                

 7/15/2020 16.00.38  SQX_CONSOLE         ADD     SECURITY RESET EFGHI01        

              

ALL_INFO_REPORT    

 

ALTER_SHADOW_TO_MUFPLEX

 (z/OS only.) If you are running in a Shadow MUF environment,the ALTER_SHADOW_TO_MUFPLEX command tells the
Shadow MUF to convert into a full MUFplex MUF.

ALTER_SHADOW_TO_MUFPLEX is not allowed at MUF startup.

In a Shadow MUF environment when an outage is planned (see How to Use for Planned Outages), two MUFs
need to be full MUFs simultaneously. The Shadow MUF is told to convert into a full MUFplex MUF by using the
ALTER_SHADOW_TO_MUFPLEX console command. Therefore, use this console command when you want the Shadow
MUF to convert into a full MUFplex MUF.

Use the following syntax in your command to initiate this function from the system console. Consult your site operating
system documentation for more syntax information.

►►─ ALTER_SHADOW_TO_MUFPEX ───────────────────────────────────────────────────►◄

ALTER_SHADOW_TO_MUFPLEX

ALTER_SHADOW_TO_MUFPLEX requests that the Shadow MUF convert to a full MUFplex MUF, as previously
described.
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ALTER_SHADOW_TO_TAKE_OVER

(z/OS only.) If you are running in a Shadow MUF environment, the ALTER_SHADOW_TO_TAKE_OVER console
command tells the Shadow MUF to take over as the full MUF.

ALTER_SHADOW_TO_MUFPLEX is not allowed at MUF startup.

The ALTER_SHADOW_TO_TAKE_OVER console command is used in situations where more time than is desired might
pass between the full MUF failing and the Shadow MUF taking over. For example, this could happen if the full MUF was
canceled with a S122 Abend. Therefore, all TCBs in the MUF address space are stopped, a full SYSUDUMP is taken,
and the recovery routines are called. If this process, especially taking a full SYSUDUMP, is predicted to consume more
time than is desired before the Shadow MUF receives its automatic notification to take over, an operator can issue an
ALTER_SHADOW_TO_TAKE_OVER console command to enable the Shadow MUF. This could be done as soon as an
operator detects a S122 Abend.

Avoid activating the Shadow MUF in error by only using the ALTER_SHADOW_TO_TAKE_OVER console command
when:

• You are certain that the full MUF is no longer viable and is no longer executing, and
• The Shadow MUF needs to take over as quickly as possible, without waiting for the Shadow MUF environment to

initiate the change automatically.

If this command is issued when the full MUF is still executing, data corruption could occur for the following reason. Issuing
this command when the full MUF is still executing creates two enabled physical MUFs, both executing against a shared
Log Area (LXX) and all database areas independently. With each MUF reading and writing blocks without regard for the
other, data corruption almost certainly would occur.  takes steps to prevent an operator error from causing such a data
corruption event by doing the following.

When the ALTER_SHADOW_TO_TAKE_OVER console command is received, an XCF message is sent to the
failed MUF. If this message is received by the failed MUF, it checks the operating system ASCB control block to
see if the address space is in abnormal termination. If it is, a reply is returned indicating the console command is
appropriate and is to be processed. If the address space is not in abnormal termination, however, a reply is returned
indicating the console message is not appropriate and is to be ignored. If the XCF message is sent without error
but does not reply, after waiting a reasonable number of seconds without receiving a reply the operator can reissue
the ALTER_SHADOW_TO_TAKE_OVER command. This second command does not reissue the XCF message
to the full MUF. If the XCF message to the failed MUF is given an XCF error as unable to be sent, the second
ALTER_SHADOW_TO_TAKE_OVER message is not required.

At this point the full MUF is considered as possibly failed. A message is issued announcing the failure. That message
includes an identifying random number between 1 and 999. At that point, the operator should again verify that
the full MUF has stopped all processing and is not able to start again. If the operator still intends to cause the
Shadow MUF to take over execution for the failed MUF, the operator must issue another console command, the
CONFIRM_SHADOW_TAKE_OVER_nnn message where NNN is the previously mentioned identifying random number
between 1 and 999. The Shadow MUF then honors the request to execute the ALTER_SHADOW_TO_TAKE_OVER
console command, presumes the full MUF has failed, and soon thereafter leaves the XCF group (although at that point
in time has not yet done so). The log is restarted with necessary rebuilding of the pipeline, the scheduling of rollbacks is
done, and the MUF is enabled for new processing.

At this point one of the physical MUFs is down. The normal user response is to submit that physical MUF execution JCL
on the same LPAR as before or on another LPAR. This new execution enables itself as a Shadow MUF.

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for more syntax information.

►►─ ALTER_SHADOW_TO_TAKE_OVER ────────────────────────────────────────────────►◄
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AREA_EXTENT_TRACKING n

(Startup and Console) The AREA_EXTENT_TRACKING n option defines the level or quantity of messages requested by
the database administrator. The message currently works for data areas and occurs in MUF but not in any single user task
such as DBUTLTY.

The value for n drives the quantity of messages. It represents the number of remaining potential extents for the area. As a
database administrator, you will typically use this setting when you begin testing

• Set to 1 to drive the message when the first block of the last potential extent is used.
• Set to 2 to drive the message when the first block of the second-to-last potential extent is used.
• Set to 3 to drive the message when the first block of the third-to-last potential extent is used and so forth.
• Set to the special value of 999 to drive the message when the first block of every extent (except the first) is used..

A good starting number might be 2 or 3. The database administrator needs time to see resulting messages and take the
appropriate action. For example, adding another volume to the list of candidates or maybe ONLINE_AREA_MOVE to a
larger set of extents.

Use the following syntax in your command to initiate this function from the system console. Consult your site operating
system documentation for more syntax information.

►►─ AREA_EXTENT_TRACKING n ──────────────────────────────────────►◄

n

(Required) Drives the quantity of messages. It represents the number of remaining potential extents for the area.

• Valid Entries:

        Only 0-15 or 999

• Default Value:

7

Message

The following DB02827W message occurs, as requested, at the time the first block of an extent is used initially. This
is a high-water mark or a maximum usage. The message example has variable numbers that are explained where the
message is documented.

DB02827W - AREA_EXTENT_TRACKING dbid area-name STARTING EXTENT 8 REMAINING 0 EXPECTED 8

The message works equally well for every data area DSOP option.

The message is never driven for extent 1 of the area.

NOTE

This message has nothing to do with the original INIT of the area or DBUTLTY function EXTEND or dynamic
extends.

Example

An area defined as SPACE=((CYL,(100,50)),VOL=SER=(SYSDA,8) has 128 potential extents.

ARM

(Optional) (z/OS only) You can specify the ARM (IBM Automatic Restart Manager) option during MUF startup.
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For the MUF to use the IBM Automatic Restart Manager to restart, do the following:

1. Specify the ARM MUF startup option at MUF startup.
2. Have an IBM z/OS ARM policy active (defined and started)

If you specify the ARM MUF startup option and an ARM policy is active on the system, the MUF activates ARM
processing. The MUF registers the MUF startup options at MUF startup and de-registers them at MUF EOJ. How the MUF
restarts using ARM is determined by how you code the ARM policy. Normal EOJ processing and cancellations by the
operator do not invoke ARM.

When ARM is invoked, if MUF is restarted the SYSOUT data sets can only be retained if you code FREE= and SPIN=
parameters on the SYSOUT statement as follows:

 //RESTART DD SYSOUT=*,FREE=CLOSE,SPIN=UNALLOC

These changes need to be made to all SYSOUT=* data sets in the MUF job.

For details on the IBM Automatic Restart Manager facility, see the appropriate IBM documentation.

►►─ ARM ─ arm-element-name ───────────────────────────────────────────────────►◄

• arm-element-name
The arm-element-name you specify is the name MUF uses to register itself using the IXCARM macro. Your specified
arm-element-name is used if it matches an element name coded in the ARM policy. The arm-element-name you
specify does not, however, have to match an element name in the ARM policy for restart to occur. If your coded arm-
element-name does not match an ARM policy element name, for restarting the defaults are the original startup JCL
and parameters.
– Valid Entries:

A valid ARM element name
– Default Value:

The original startup JCL and parameters for restarting

BEST_PRACTICES_OFF

(Optional)  As a database administrator, if you want to disable a suggestion, use startup option BEST_PRACTICES_OFF
n (-n) (,n).

The ‘n’ can be a:

• Single number
• Range of numbers from 1 through 128
• Series of numbers and ranges

It is likely that many of the Best Practices will be changed over time to accommodate more suggestions or consensus.  If
you turn any off and they change, you do not see the change.

BEST_PRACTICES_RC

(Optional)  As a database administrator, you can set the BEST_PRACTICES_RC option to a number from 0 to 4 with 0
being the default. If there are any messages at the MUF EOJ when a Condition code 0 is being produced, this number
is substituted. The database administrator can set a value '1' as a reminder to review the messages from the previous
MUF execution for anything new or interesting. Those known messages where no change is planned can be turned off
using BEST_PRACTICES_OFF. This MUF option sets the Condition Code (CC)  to be a 1 or, 2 or, 3 or 4 assuming the
Condition Code(CC) would have been a zero.
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NOTE

By default, reporting a Best Practice has no effect other than in the SYSPRINT.

It is likely that the Best Practice suggestions will change frequently to incorporate new suggestions and consensus. 

NOTE

Best Practices are targeted to a production MUF intended to run efficiently and effectively.

BREAK

 (Optional) This option prevents a lower priority task or one of equal priority from dominating a system. It is available
during MUF startup and as a console-like command.

►►─ BREAK ─ nnn ──────────────────────────────────────────────────────────────►◄

•   nnn 
(Required) The parameter nnn specifies the number of buffer references that one task can make before allowing a
task switch. If you do not specify this option, the default is 500. Specifying a small number adds CPU overhead. We
do not recommend using low numbers less than 50. Picking a number in the range 100 to 250 is reasonable. If the
provided number is 2-49, it is altered to the current minimum BREAK at MUF startup which is 50. It is possible to set a
value of 2-49 after MUF enabled using the console-like BREAK command, but this is not recommended.
A higher priority task always continues executing over a lower priority task.

NOTE
 SQL tasks that use a large percentage of CPU time relinquish control so that current tasks can continue to
run in a reasonable manner. This is in addition to any BREAK MUF startup option value set at Multi-User
Facility startup. Primarily affected are queries that build large temporary tables for non-correlated subquery
results. 

You can use the BREAK nnn console-like command to change the value of this MUF startup option.
–  Valid Entries:

2 to 2500. Values 2-49 are altered to be 50
–  Default Value:

(There is no default for this parameter when you specify the option. If you do not specify the BREAK option, the
default is 500.)

BUFF_DUMP_OUTPUT_SVC

(Optional) During MUF startup or after MUF is enabled, use this MUF startup option and console-like API to specify
whether a SVC dump is produced instead of a PXX dump.

►►─ BUFF_DUMP_ OUTPUT_SVC ─┬─ NO ◄─┬───────────────────────────────────────►◄

                           └─ YES ─┘

BUFF_DUMP_OUTPUT_SVC

Specify YES for this startup option to request a SVC dump instead of a PXX DUMP when  produces a Master List dump
with buffers.

Valid Entries: NO or YES

Default Value: NO
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BUFFER_POOL_CONTENT

 (Optional) During MUF startup or after MUF is enabled.

►►─ BUFFER_POOL_CONTENT pool-name,item ──────────────────►◄

The pool-name matches a pool name that is specified on the MUF startup option BUFFER_POOL_DEF. For MUF startup
details about BUFFER_POOL_DEF, see BUFFER_POOL_DEF.

At MUF startup, the item is a single entry or a list of entries that are separated by a comma. Each entry can be an area
name and DBID (examples are IXX2 and PAY5000). Or, it can be a DBID (such as 400), or it can be a range of bases (for
example, 300-800). If the area name is not provided, all areas of that type for the DBID or DBIDs specified are placed in
the defined pool.

If the content is changed after the MUF is enabled, the ‘item’ can only be specified as a single item. A database cannot
be open at the time the BUFFER_POOL_CONTENT statement is processed. The pairing of the buffer pool with the area
occurs during an open of the database where it is not currently open. The open fails if the block size needed is larger than
the defined pool size.

For an individual DBID for each buffer type: You can only specify an alternate buffer pool at the area level or at the DBID
level, but not both. For example, specifying DATAnn,PAY001 and DATAnn,1 is not allowed.

Different data areas in a database can be defined for different buffer pools. Therefore, multiple data set index areas with
the IXX can go in one pool, and a possible I22 in a second pool, and a possible I01 in a third pool.

For more information about related Dynamic System Tables, see MUF_BUF_CONTENT and MUF_BUF_USE.

BUFFER_POOL_COUNT

You can use this console-like API to change the buffer count while the MUF is enabled by specifying the following:

►► BUFFER_POOL_COUNT pool-name,buffer-count ────────────►◄

To use BUFFER_POOL_COUNT, the buffer pool-name is required to have first been defined during MUF startup by
specifying the MUF startup option BUFFER_POOL_DEF. The buffer count is the precise desired number. The buffer count
is not similar to FLEXPOOL, which allows a number to be added or deleted. The buffer count can range from 9-99999. For
MUF startup details about BUFFER_POOL_DEF, see BUFFER_POOL_DEF.

For related Dynamic System Tables, see MUF_BUF_CONTENT (MBC) and MUF_BUF_USE.

BUFFER_POOL_DATA

The BUFFER_POOL_DATA command allows a specific data area to have a private buffer pool.

(Optional) As part of Buffer Pool by Area, the BUFFER_POOL_DATA command allows a specific data area to have a
private buffer pool.

The BUFFER_POOL_DATA pools are defined similar to COVERED where it:

• Can be defined specifically for one explicit data area keeping that set of data buffers out of the DATAPOOL buffers.
• Allows multiple choices for sizing the buffer pool by using a:
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– Byte size similar to how COVERED can be done, specified as bytes (including K, M, and G)
– Block count as would be provided in the CXX report
– Percentage of initialized blocks as provided in the CXX report and also similar to how COVERED can be done.
– Percentage of high use blocks as provided in the CXX report as the maximum percent full.
– Percentage of active in use blocks as provided in the CXX report.

• Performs with less CPU overhead compared to COVERED but not a percentage likely to be measurable.
Can be used to oversize memory buffers for an important data area, or to undersize a low priority area.

• The buffers, after allocation during the area open, are processed exactly as any in BUFFER_POOL_DEF buffers.
• Allows the DATAPOOL buffers to be more efficient because the area set with BUFFER_POOL_DATA need not be

moved into a DATAPOOL buffer replacing other data areas blocks.

The following topics are discussed on this page:

Command
    

    BUFFER_POOL_DATA dbid,area-name, 

    BYTES/BLOCKS/INIT/HIGH/ACTIVE,size-with-K-M-G-% 

    (,optional-buffer-size-4k-32k) 

    

The command is similar to BUFFER_POOL where:

• Each buffer participates in the pipeline of deferred writes.
• Each block is in memory once and never needs to be copied to a COVERED address or restored.

   

    ►►─ BUFFER_POOL_DATA dbid,area-name, ─┬── BYTES ─┬──────────────────► 

                                          ├─ BLOCKS ─┤ 

                                          ├─ INIT ───┤  

                                          ├─ HIGH ───┤

                                          └─ ACTIVE ─┘

    ►── ,pool-memory-size,optional-buffer-size ──────────────────────────►◄      

• The dbid must be one single DBID. It cannot be a list or range of DBIDs.
• The area-name must be one specific data area name. The name cannot be IXX or DXX. Names are not validated.

All area names are considered generic until a specific OPEN and therefore, are not subject to any reporting unless
opened. Be careful when typing an area name.

• The BYTES/BLOCKS/INIT/HIGH/ACTIVE type of memory allows flexibility in definition.
– BYTES for a specific pool size with the size divided by the block size to allocate once the area is opened.
– BLOCKS for a specific pool size based on the size multiplied by the block size to allocate once the area is opened.
– INIT/HIGH/ACTIVE provide a percent size when the area is opened where the percent is of the initialized blocks,

the high usage blocks, or the active blocks.
The INIT is activated at open with the current percent of initialized blocks.
The HIGH is activated at open with the current percent of active (in use) blocks.
The ACTIVE is activated at open with the current percent of active (in use) blocks.
Each subsequent close and open retests and adjusts the buffers for the current data area content.

• The pool-memory-size is required. The size following BYTES or BLOCKS can have a suffix of K, M, G. The size
following INIT, HIGH, or, ACTIVE have the number as a percentage and must be a number in the range 1-200 followed
by the percent sign (%). Numbers 1-100 apply specifically at the open. Numbers 101-200 allow oversizing to anticipate
some growth following the open. The percentage applies for every subsequent close and open of the area where
the blocks in the pool are increased or decreased to meet the percentage to the area content. The blocks are not

 489



 CA Datacom Administrating

adjusted based on change in the extents at the time of the extend. Use of new high use blocks, or the active block
count growing or shrinking within the same open.
With BYTES, the number with no suffix or K, M, or G represents the memory size to allocate. With a suffix, the number
is multiplied by 1,024, 1,048,576, or 1,073,741,824. The number specified can range from 1 to 19g (20,401,094,656).
At first open, memory size is lowered to the size needed to contain all blocks that are initialized.
With BLOCKS, the number that will be multiplied by the block size at open (times the suffix 1,000, 1,000,000, or
1,000,000,000) to provide the memory size to allocate. At first open, memory size is lowered to the size needed to
contain all blocks that are initialized.
When the MUF rarely-used option X_COVERED_MAX_SIZE is not provided, any memory size larger than 2G is
lowered to 2G. When specified, any size larger than its provided number is lowered to that size. These are the same
rules for COVERED.
During the OPEN, if the above actions generate fewer than 5 buffers, the number is rounded up to the minimum of 5.

• The buffer-size is optional and when not specified, causes the buffer size to be defined by the area block size when
first opened for this MUF execution. The default is appropriate when there are no plans to change the block size
for the data or index area for the life of this MUF execution. If there is such a plan, set the buffer-size to the larger
value of the old and new block sizes. An area opening with the buffer-size smaller than the data area size causes
the BUFFER_POOL_DATA statement to be ignored and IO to the data area is directed to the DATAPOOL buffers.  A
buffer-size is rounded up to 32 bytes as needed.

Considerations

The definition is not allowed to specify a conflict with multiple BUFFER_POOL_DATA statements.

A new definition is not allowed after the MUF is enabled. The class BYTES/BLOCKS/INIT/HIGH/ACTIVE is not allowed to
change after MUF is enabled.

A data area can be defined with both the area in a BUFFER_POOL_DEF/BUFFER_POOL_CONTENT statement where in
this case the BUFFER_POOL_DATA is ignored.

The definition can be logically deleted after the MUF enables and opens the area. The actual delete occurs if the data
area is closed and reopened.

Once the area is opened, the size can be altered using BUFFER_POOL_NEW_SIZE which will at that time adjust the
number of blocks. If the class is either INIT, HIGH, or ACTIVE, the number of blocks can be adjusted to the current
percentage values using BUFFER_POOL_RESIZE.

Examples

MUF EOJ Report for Buffer Pool by Area

                                        BUFFER_POOL_DATA                                                   

    AREA TYPE    REQ       1-BFR INIT'D -----=-POOL---------HIGH--- ---ACTIVE--  -REMOVED--                  

          USED

DBID             SIZE-CL  SIZE BLOCKS  SIZE BLOCKS PCT BLOCKS PCT BLOCKS PCT BLOCKS PCT                     

 USED 1  5+ %

 310 AR3 DATA    280-BL  4096  1,800 4032K  1,008  56    353  19    280  15    274  17                      

 1,530  99.2

3100 AR4 DATA    50%-IN  4096  1,800 3600K    900  50    776  43    707  39      0   0                      

 1,311  98.9

3312 AR1 DATA    75%-AC 32128 10,395   49M  1,599  15  2,151  20  2,127  20 146141  75                      

 193,642  95.1

3319 AR1 DATA     1M-BY 28000    360    1M     37  10    106  29    106  29 201966  83           240,562  39.1

3319 AR2 DATA    90%-AC 28000     30  739K     27  90     30 100     30 100  8,509  80                     

 10,521  96.9    
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Data Areas Set as Opened but Later Deleted

    

                                      BUFFER_POOL_DATA                                                       

           

    AREA TYPE    REQ    1-BFR INIT'D ------POOL------ ---HIGH--- --ACTIVE-- -REMOVED--                       

       USED

DBID            SIZE-CL  SIZE BLOCKS  SIZE BLOCKS PCT BLOCKS PCT BLOCKS PCT BLOCKS PCT                     

 USED 1  5+ %

                                                                                                             

    

   2*DD1 DATA   111%-IN  4096 25,200  110M 27,972 111  6,366  25  6,366  25      0   0                     

 71,669  92.2

 789*A01 DATA    80%-HU  4096 25,200   79M 20,160  80 25,201 100      2   0      0   0                    

 176,390   0.0

 800*A01 DATA    98M-BL  4096 37,800   98M 25,000  66  8,983  23  8,983  23      0   0                     

 34,321  97.5

2400*AR4 DATA    50%-AC  4096 14,400 5480K  1,370   9  2,742  19  2,742  19      0   0                      

 1,229  97.1

3314*AR1 DATA    25M-BY 32768  3,060   25M    800  26  2,660  86  2,286  74      0   0                      

 4,409  91.0

                                            CBS INFORMATION     

    

In the report, you need to be aware of the following values for the descriptions:

An asterisk (*) follows the database ID and before the area name if the area was opened with the buffer pool but later
logically deleted using command BUFFER_POOL_DELETE.

REQ SIZE-CL is what was provided in the definition. This size is in place at the time of the report. The size is set during
the MUF startup and can be altered with the BUFFER_POOL_NEW_SIZE command.

When BYTES or BLOCKS, the value is printed in:

• Gigabytes (G) when the number is greater than 9999M or was specified with the G
• Megabytes (M) when the number is greater than 9999K or was specified with the M
• Kilobytes (K) when the number is greater than 99999 or was specified with the K
• Number of bytes

NOTE
BYTES are suffixed by -BY and BLOCKS are suffixed by BL

When INIT, HIGH, or ACTIVE, the value is a percentage where the percentage is provided with a percent sign (%). The
percentage is suffixed by class:

• IN for INIT
• HU for HIGH
• AC for ACTIVE

1-BFR SIZE is the size of the buffer that is used for the specific pool. The buffer size is rounded from the provided size or
the actual area size up to a multiple of 32.

INIT’D BLOCKS provides the number of blocks initialized for the area at the time of the report. This includes blocks at the
last area open plus any dynamic extend. Specified in bytes unless the numbers are [printed as:
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• 99999k are printed in megabytes with letter M
• 999999 are printed in kilobytes with letter K

POOL SIZE is the size in bytes for the memory used to contain the buffers at the time of the report. It is reported as value
printed in:

• Gigabytes (G) when the number is greater than 9999M or was specified with the G
• Megabytes (M) when the number is greater than 9999K or was specified with the M
• Kilobytes (K) when the number is greater than 9999 or was specified with the K
• Bytes

The byte following the POOL SIZE is normally blank to denote the pool buffer size was allocated as the request size
specified. However, if the size was lowered per the rules, a reason for the lowering follows the pool size. The letters that
can occur with the reason are:

• * (asterisk) - The size was provided using either BYTES or BLOCKS and that size provided more blocks than 100
percent of the data area. The allocation is always reduced at open to all the initialized blocks. The test reoccurs if the
data area is later closed and opened.

• # (pound sign) - The size provided was larger than 2g which is the MUF default maximum size for a COVERED area
or a Buffer Pool by Area buffer. The default occurs if the MUF optional command X_COVERED_MAX_SIZE is not
specified.

• @ (at sign) - The size provided was larger than the size provided with the optional command
X_COVERED_MAX_SIZE which was specified.  This size is allowed to a size within the range of 1m to 19g.

POOL BLOCKS are the count of blocks within this specific pool at the time of the report. Specified in bytes unless the
numbers greater than:

• 99999k are printed in megabytes with letter M
• 999999 are printed in kilobytes with letter K

POOL PCT is the percentage of the blocks in the pool to the number of blocks initialized at the time of the report. It does
not match the percent requested with INIT if any dynamic extends have happened since the last open or last resize.

HIGH BLOCKS are the count of high used blocks at the time of the report to help make tuning adjustments
easier. Specified in bytes unless the numbers greater than:

• 99999k are printed in megabytes with letter M
• 999999 are printed in kilobytes with letter K

ACTIVE BLOCKS are the count of in-use blocks at the time of the report to help make tuning adjustments
easier. Specified in bytes unless the numbers greater than:

• 99999k are printed in megabytes with letter M
• 999999 are printed in kilobytes with letter K

REMOVED BLOCKS is the count of times the USED 1 count was forced to remove a memory block to read another. It is
provided to make tuning adjustments easier by understanding the USED 1. All buffers are cleared at the initial open and
at an area close. Following an area open, USED 1 are not counted in REMOVED BLOCKS. In addition to an area close,
MUF does occasionally remove blocks from memory and so require a reread if it is needed again.

REMOVED PCT is the percent of the REMOVED BLOCKS to the USED 1 count. Normally, the percentage ranges from
0 to 100. However,  use of ONLINE_AREA_MOVE, Block Size Alter 24x7, or ONLINE_TABLE_MOVE can generate a
second 100 percent on the new area.

USED 1 is similar to other SYSPOOL, DATAPOOL, and BUFFER_POOL_DEF pools. It is the count of a block first being
used after being read from DASD.

Used 5+ % is from a number that is similar to the other SYSPOOL, DATAPOOL, and BUFFER_POOL_DEF pools.
However, it is a percentage of 5+ to the sum of USED 1+2+3+4.
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The following message is relevant to this command. For details about messages and return codes, see Messages.

DB01420I - BUFFER_POOL_DATA OPENED dbid area-name BLOCKS-n B_SIZE-buffer-size CL-class

BUFFER_POOL_DEF

 (Optional) Alternate buffer pools can be defined only during MUF startup. They are defined with the MUF startup option
BUFFER_POOL_DEF. One BUFFER_POOL_DEF statement is used to define each alternate buffer pool.

Alternate buffer pools are alternatives to the DATAPOOL and SYSPOOL MUF startup options. You can assign databases
and data areas to the alternate buffer pools.

Without using BUFFER_POOL_DEF: MUF uses one common high-level index (IXX) buffer pool, one common low-level
index (DXX) buffer pool, and two data area buffer pools (normal and large). The use of alternate buffer pools allows more
pools of each type. Each of the three types of buffers can have up to 99 alternate buffer pools.

If you want to use the alternate buffer pools, define the pools and specify which areas and database IDs (DBIDs) use the
alternate pools.

Using alternate buffer pools can increase memory resources for selected areas and can restrict memory for other selected
areas. Use of alternate pools provides the possibility of improving performance regarding accessing selected databases.

WARNING

 Consider the following information when using alternate buffer pools:

• Using extra buffer pools makes tuning the MUF more complex. For example, if an area is restricted to fewer
buffers, I/O for the area can be exponentially increased by additions to the MUF I/O counts and CPU time.
This increases the user program elapsed times significantly.

• The MUF startup option ACCESS is required to be set to OPTIMIZE for every DBID with an area in an
alternate buffer pool.

• Areas (and all data areas) that use alternative buffer pools are required to be loaded with URI.
• Moving an open area to a different pool requires that the DBID is fully closed.
• Data and Index buffers (IXX/DXX) default to (and should be) in 64-bit memory in z/OS. This is true for

all types of buffers, including standard DATAPOOL, SYSPOOL, and alternate buffer pools. Take into
consideration that virtual memory is, at some point, backed by real memory.

• AutoCollect does not look at or record any information about the extra buffer pools. 

To specify alternate buffer pool usage during MUF startup or after the MUF is enabled, you can define areas
that are to use an alternate pool instead of the four standard pools by using the following console-like API:
BUFFER_POOL_CONTENT pool-name,item 

The buffer count can be changed while the MUF is enabled by using the following console-like API:
BUFFER_POOL_COUNT  pool-name,buffer-count 

For details about BUFFER_POOL_COUNT, see MUF Startup Options and Console/Console-Like Commands.

Two dynamic system tables map buffer pool contents (MUF_BUF_CONTENT) and monitor usage (MUF_BUF_USE)

A MUF EOJ report (Buffer Pool Information) provides information about what buffer pools exist and their 1-5 usage. The
Buffer Pool Information report includes both the standard buffer pools and the alternate buffers pools, if they have been
defined to the current MUF. 

The following messages are related to using more buffer pools: DB00619E, DB00620E, and DB00621W.

The BUFFER TOO SMALL return code 70 has three internal return codes related to using additional buffer pools: 70(001),
70(002), and 70(003).

For details about messages and return codes, see Messages. 
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The BUFFER_POOL_DEF startup option has the following syntax. All parameters that are shown in the syntax are
required.

►► BUFFER_POOL_DEF pool-name,buffer-size,buffer-count ────────────►◄

•   pool-name 
The pool-name consists of a buffer type followed by a two-digit number nn of 01-99, hence valid values are: IXXnn,
DXXnn, or DATAnn. Each unique pool name can only be defined once.

•   buffer-size 
The buffer-size can range from 1k to 32k for data, and from 4k to 8k for IXX and DXX. The buffer size cannot be
changed during the current MUF execution.

•   buffer-count 
The buffer-count can range from 9 to 99999. The pools reside in 64- bit memory by default but can be set to 31-bit
memory. Take the underlying memory requirements into consideration when specifying large buffer counts.

BUFFER_POOL_DELETE

The BUFFER_POOL_DELETE command sets the area pool to be logically deleted.

(Optional) As part of Buffer Pool by Area, the BUFFER_POOL_DELETE command is provided for the case where the
definition is a mistake and is not intended or wanted, but a new MUF recycle is not acceptable.

 ►►─ BUFFER_POOL_DELETE DATA,dbid,area-name, ───────────────────────────►◄     

    

• The dbid must be one single DBID. It cannot be a list or range of DBIDs.
• The area-name must be one specific data area name. The name cannot be IXX or DXX. Names are not validated.

The logical delete of a single specific area has no immediate effect on an open area using the buffer pool as the area
is being accessed by all open applications and they cannot be interrupted by MUF. When the area is next closed, a
subsequent open does not use the buffer pool definition but causes the area to be subject to I/O using the DATAPOOL
options.

A logically deleted specific definition cannot be made usable in this MUF execution. An area logically deleted, open or
not, is available for reporting. A logically deleted area can still be used with MUF commands BUFFER_POOL_RESIZE,
BUFFER_POOL_NEW_SIZE, and another BUFFER_POOL_DELETE.

A delete of an area that has not been successfully opened in this MUF generates a 'NOT FOUND' error.

BUFFER_POOL_NEW_SIZE

As part of Buffer Pool by Area, the BUFFER_POOL_NEW_SIZE command can alter the size value of an area that has
been opened with the MUF command.

(Optional) As part of Buffer Pool by Area, the BUFFER_POOL_NEW_SIZE command can alter the size value of an area
that has been opened and with the MUF command BUFFER_POOL_DATA done at startup.

   

    ►►─ BUFFER_POOL_NEW_SiZE DATA,dbid,area-name, ─┬── BYTES ─┬────────────► 

                                                   ├─ BLOCKS ─┤ 

                                                   ├─ INIT ───┤  

                                                   ├─ HIGH ───┤

                                                   └─ ACTIVE ─┘

    ►── ,new-size-with-modifier ───────────────────────────────────────────►◄      

 494



 CA Datacom Administrating

• The dbid must be one specific DBID opened.
• The area-name must be one specific area name that has been opened.
• The BYTES/BLOCKS/INIT/HIGH/ACTIVE must match the definition.
• The new-size-with-modifier is the new size value to replace the current size.

With BYTES or BLOCKS, the modifier is optional and can be the letters K, M, or G where the number is multiplied by
1,024, 1,048,576, or 1,073,741,824. The number with the modifier applied can range from 1 to 9g (9,663,676,416). This is
not the same as at MUF startup where a size can be up to 19g.

With BYTES and BLOCKS, the number of blocks are reduced to the number of initialized blocks.

With INIT, HIGH, or ACTIVE, the number is a percentage value from 1 to 200 and must be followed by a percent sign (%).

When the MUF rarely-used option X_COVERED_MAX_SIZE is not provided, any memory size larger than 2G is lowered
to 2G. When specified, any size larger than its provided number is lowered to that size.

After the size is set, the pool block count is increased or decreased as needed to meet the new size.

The following message is relevant to this command. For details about messages and return codes, see Messages.

DB01421I - BUFFER_POOL_DATA newsize/resize dbid area-name class FROM n1 TO n2 BLOCKS

BUFFER_POOL_RESIZE

As part of Buffer Pool by Area, the collection of all buffer pools that are defined as a percentage are subject to this
BUFFER_POOL_RESIZE MUF command.

(Optional) As part of Buffer Pool by Area, the collection of all buffer pools that are defined as a percentage are subject to
this BUFFER_POOL_RESIZE MUF command.

      ►►─ BUFFER_POOL_RESIZE dbid (dbid-dbid) ───────────────────────────►

    

• The dbid can be one single DBID or,
• It can be a list or range (dbid-dbid) of DBIDs

The command is not by type nor specific areas. The command is expected to be automated using the MUF command
SUBTASK_AUTO where it executes for example, every hour. This command allows the percentage of INIT to adjust for
any dynamic extend of any areas. Similar for high used blocks growing or the active blocks either growing or shrinking.

The buffer count within a pool is not allowed to be less than 5. Therefore, use of BYTES/BLOCKS or a percent is
‘rounded-up’ if needed to 5.

The following message is relevant to BUFFER_POOL_RESIZE. For details about messages and return codes, see
Messages.

DB01421I - BUFFER_POOL_DATA newsize/resize dbid area-name class FROM n1 TO n2 BLOCKS

CBS

(Optional) Specifies parameters for the Compound Boolean Selection Facility. The Compound Boolean Selection (CBS)
Index is required to bring up the Multi-User Facility.

NOTE
Do not specify the CBS MUF startup option when you specify YES for the LIMITED_INSTALL_MUF MUF startup
option. LIMITED_INSTALL_MUF YES prevents the CBS temporary index from being automatically opened. For
more information, see LIMITED_INSTALL_MUF.
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►►─ CBS ─ dbid ─┬───────────┬─┬────────────┬─┬────────────┬───────────────────►

                ├─ ,buffer ─┤ ├─ ,maxsten ─┤ ├─ ,maxstio ─┤

                └─ , ───────┘ └─ , ────────┘ └─ , ────────┘

 ►─┬───────────┬─┬───────────────────┬────────────────────────────────────────►◄

   ├─ ,maxage ─┤ ├─ ,heuristic-dbid ─┤

   └─ , ───────┘ └─ , ───────────────┘

NOTE
You are not allowed to end the specification for the CBS MUF startup option with a comma.

• dbid
(Required) Indicates the DATACOM-ID of the  database used by the Compound Boolean Selection Facility and SQL to
build temporary indexes. We recommend database ID 6.
uses the Index Area (IXX) of the Compound Boolean Selection Facility database to build the temporary indexes.
Define the database in  and catalog it to the Directory. For this database, you must either initialize the Index Area using
the DBUTLTY INIT AREA=IXX, DBID=n function or specify the database as virtual.
You can specify that  make this database a covered or virtual area. For details, see the MUF startup options.
We strongly recommend that in a MUFplex the same SYSIN is shared by all. When sharing the same SYSIN, the CBS
MUF startup option dbid option must specify a database that is defined either as virtual (where all MUFs can have the
same number), or the dbid option must be set to an * (an asterisk). The * indicates a "generic" choice and is resolved
during execution using a CBS_DBID_TEMP MUF startup option.
– Valid Entries:

The DATACOM-ID of the database or an * (an asterisk, for generic, as previously described)
– Default Value:

(No default when you specify this MUF startup option. If you do not specify this MUF startup option, the Multi-User
Facility uses DBID 6.)

• ,buffer
(Optional) Specifies the number of bytes reserved for saving the Compound Boolean Selection Facility or SQL set
definitions in memory.
Usually the default value is adequate. However, you can use the Statistics and Diagnostics Area system statistics
report entries CBSBFR SPILL COUNT, CBSBFR ENTRIES AVAILABLE, and MOST CBS ENTRIES USED to adjust
this parameter based on the actual usage at your site.
– Valid Entries:

1024 to 6000000 (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024, or as an integer followed by M for megabytes)

– Default Value:
1024 times the value of the TASKS option

• ,maxsten
(Optional) Limits the number of entries in a temporary index created by the Compound Boolean Selection Facility or
SQL to avoid filling the Index Area. You can specify an integer value from 0 through 99,999,999 with 0 indicating no
limit. If the specified limit is exceeded,  issues a return code 91 (internal code 113) and deletes the temporary index.
If you are using SQL, specify a value for this parameter.
You can temporarily change the value of this parameter by issuing the console command CBS_MAXSTEN n where
n represents the value to which the parameter is changed. This new value remains in effect until Multi-User Facility
terminates or until you issue another CBS_MAXSTEN console command. To permanently change the parameter,
terminate the Multi-User Facility and change the parameter specification.
– Valid Entries:

0 to 99999999 (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024, or as an integer followed by M for megabytes)

– Default Value:

 496



 CA Datacom Administrating

0
• ,maxstio

(Optional) Limits the number of data records inspected and rejected during set selection for SQL or the Compound
Boolean Selection Facility. You can specify an integer value from 0 through 99,999,999 with 0 indicating no limit. When
the specified limit is reached, the set is released. If the limit is exceeded,  issues a return code 91 (internal code 112).
If you are using SQL, specify a value for this parameter.
You can temporarily change the value of this parameter by issuing the console command CBS_MAXSTIO n where n
represents the value to which the parameter is changed. This new value remains in effect until the Multi-User Facility
terminates or until you issue another CBS_MAXSTIO console command. To permanently change the parameter,
terminate the Multi-User Facility and change the parameter specification.
– Valid Entries:

0 to 99999999 (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024, or as an integer followed by M for megabytes)

– Default Value:
0

• ,maxage
(Optional) Allows you to specify the age beyond which unused sets can be deleted. This is a diagnostic tool to assist in
monitoring and controlling an aspect of the Compound Boolean Selection buffer.
Set definitions for Compound Boolean Selection requests are saved from the end of the SELFR request until the end
of the SELPR or rununit termination in the CBS buffer. During an active select, the set is removed from an age chain,
making it unavailable for removal. Inactive sets that have passed an age during which no SELNR requests were done
against that set are deleted.
The aging is done in 15-minute intervals and an interval only occurs during a SELFR which is newer than 15 minutes
from the last SELFR. If 2 hours pass between two SELFR requests, the time interval is treated as one interval of 15
minutes. Therefore, an inactive low volume select system has less accurate but equally effective numbers.
The valid entries for ,maxage are in intervals of 1 -- , where each interval is equal to 15 minutes. If you specify the
minimum value of 1 for ,maxage, the result is an interval of 15 minutes, while the maximum value of 399 results in an
interval of 99 hours and 45 minutes. The default value for ,maxage is 16, resulting in an interval of 4 hours.
You can use the following console commands:
CBS MAX,n
The n is 1 to 399. It specifies the number of 15-minute intervals an unused set can remain in the Compound Boolean
Selection buffer before being deleted. The value can be changed as often as is desirable and can be increased or
decreased.
CBS BFR
Asks for current information about the Compound Boolean Selection buffer. This information is also available in the
MUF_CBS Dynamic System Table. If the buffer is not empty, the response is one line on the console with the following
format:
DB01316I - CBS maxage hh:mm, buffer full x%, buffer max y%
– The maxage is the maximum minutes provided in 15-minute intervals of 1 -- .
– The hh:mm is the ,maxage converted to hours and minutes.
– The x% is the current percent full of the Compound Boolean Selection buffer.
– The y% is the maximum percent full of the Compound Boolean Selection buffer.

• heuristic-dbid
(Optional) Indicates the DATACOM-ID of the  database that can be used by the Compound Boolean Selection
Facility for storage of CBS heuristic information. If you specify this option, the Multi-User Facility places the heuristic
information in this database instead of the Compound Boolean Selection Facility database. Information in this
database is accessible by SQL statements and record-at-a-time or set-at-a-time processing. You can add or update
the information in this database thus allowing the overriding of key selection if a situation exists where you want the
selection to be "locked in" sooner or where you want to control the selection. Deleting the information causes the
selection to start over.
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The definition of this database is provided in  for new installs or added to the current  when upgrading. It is provided
as DBID 1006, but can be changed if required. One table exists in the one area of the database and the table's
DATACOM-NAME is CBS and its SQLNAME is CACBSHEURISTIC. Catalog it to the Directory.
Do not make the area a covered or virtual area.
– Valid Entries:

DATACOM-ID of the database
– Default Value:

(No default, but we recommend DBID 1006.)

For more information about the CBS Heuristic Index, see CBS Heuristic Index.

CBS_DBID_TEMP

(z/OS only) This MUF startup option is only needed if running with a MUFPLEX MUF startup option. When the CBS MUF
startup option dbid option (see CBS) is set to an * (an asterisk, for generic) and CBS_DBID_TEMP is used to specify 1-7
DBIDS,  chooses the DBID to be used with the dynamic MUFplex number. If not using a MUFplex, the first number is
used.

Specify CBS_DBID_TEMP using the format:

                       ┌──────────┐

►►─ CBS_DBID_TEMP ─ n ─▼─┬──────┬─┴───────────────────────────────────────────►◄

                         └─ ,n ─┘

• n
(Required) The n specifies one to seven DBIDs. Each DBID is equally useable by any physical MUF.
When  determines the MUFplex number, that number is used to select the DBID from the list specified with
CBS_DBID_TEMP.

NOTE
If the DBIDs are defined as VIRTUAL, the numbers may match since each MUF uses memory for the
database. If they are not defined as VIRTUAL, then the numbers need to be different from each other.

CDC

(z/OS only) (Optional) Specify the CDC source MUF startup option to use the Change Data Capture feature (for details
about Change Data Capture, see Change Data Capture). You can only specify the CDC MUF startup option at MUF
startup time.

The CDC option defines a MUF as a source MUF. If you specify YES for the CDC option, you can also specify the
CDC_BASE option and CDC_BASE_PLUS options to define databases with tables subject to Change Data Capture or
CDC_TABLE and CDC_TABLE_PLUS to define tables subject to CDC. You can use console commands or the COMM
CONSOLE function of DBUTLTY to change the specified databases or tables at any time while the MUF is up.

CDC requires the Log Area (LXX) to have been initialized with VARIABLE=YES.

►►─ CDC ─┬─ NO ────────────────────────────┬────────────────────────────────►◄

         └─ YES ─┬───────────────────────┬─┘

                 └─ ,size ───────────────┘

• CDC
Specify YES for this CDC statement to activate the CDC feature and define this MUF as a source MUF.
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NOTE
If you specify this optional statement, there is no default. If you do not specify it, however, it defaults to NO.

• ,size
(Optional) The size specifies the number of bytes of memory to use for a work buffer to save CDC log records that are
written to the LXX. Specify zero (0) for size if the CDCL (Change Data Capture Listener) program for this LXX only
runs in remote mode. A CDC task cannot run in local mode if the size buffer is not specified as greater than zero. If you
are running in local mode and have a busy MUF, we recommend that you use a starting value of 2M.
Tune this option based upon the quantity of I/O to CDCLXX (Change Data Capture LXX) for this MUF.
– Valid Entries:

0 or a size of 100K to 16M
– Default Value:

0

CDC_BASE

(z/OS only) (Optional) Specify the CDC_BASE MUF startup option as part of the Change Data Capture (CDC) feature
(for details about Change Data Capture, see Change Data Capture). CDC_BASE can be specified during MUF startup or
through the console.

To use CDC_BASE you must specify the CDC MUF startup option at MUF startup time (see CDC). Multiple CDC_BASE
statements are permitted during MUF startup. For differences between this MUF startup option and the console command
of the same name, see Console Command Considerations.

                        ┌─────────┐

►►─ CDC_BASE ─┬─ NO ──┬─▼─ ,dbid ─┴───────────────────────────────────────────►◄

              └─ YES ─┘

• CDC_BASE
Specifying YES means that the databases (or a single database) specified in dbid are subject to CDC. Specifying NO
for CDC_BASE indicates that the specified databases are not subject to Change Data Capture.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDC_BASE defaults to NO.

• dbid
The dbid specifies one or more database IDs. Each entry is a single database or a range of databases from 1 to 5000.
In the following example, database 100 is first specified, then a range of databases 200-300, then database 450:

  CDC_BASE YES,100,200-300,450

NOTE
Database IDs are not checked to verify that they are currently in the CXX, nor are there edits to discover if a
DBID is later deleted from the CXX. Therefore, enter the database IDs that you specify with care.

CDC_BASE_PLUS

(z/OS only) (Optional) The CDC_BASE_PLUS parameter option can be specified during MUF startup or through the
console. Specify the CDC_BASE_PLUS MUF startup option as part of the Change Data Capture (CDC) feature. To use
CDC_BASE_PLUS, you must specify the CDC MUF startup option at MUF startup time (see CDC) and have provided
an output-slot-maximum value as large as or larger than the output-database-slot number. Multiple CDC_BASE_PLUS
statements are permitted during MUF startup. For differences between this MUF startup option and the console command
of the same name, see Console Command Considerations.
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Note: This option can be changed with the MUF enabled to add or subtract databases from CDC at this output slot
number.

                                                 ┌─────────┐

►►─ CDC_BASE_PLUS output-database-slot─,YES-NO ──▼─ ,dbid ─┴──────────►◄

• CDC_BASE_PLUS
If you specify this optional statement, there are no defaults. Examples are:

CDC_BASE_PLUS 2,YES, 100,200-300,450 LIST AND RANGES

CDC_BASE_PLUS 9,YES, 100-300 RANGES

CDC_BASE_PLUS 9 NO, 150,15 remove databases from range above

• output-database-slot
Indicates the plus output slot number (2-9). The output slot number is mapped to a database ID using the CDCL and
CDCM options.
– Valid Entries:

2-9
– Default Value:

(No default)
• YES-NO

Specifying YES-NO indicates if the bases to follow are added or removed from the CDC.
– Valid Entries:

YES-NO
– Default Value:

(No default)
• dbid

Specifies one or more user database IDs that the CDC feature is to have logged table records set to being subject to
CDC at this output slot number. Each entry is a single database or a range of databases from 1 to 5000.
In the following example, database 100 is first specified, then a range of databases 200-300, then database 450:

  CDC_BASE_PLUS YES,100,200-300,450

NOTE
Database IDs are not checked to verify that they are currently in the CXX. There are no edits to discover if a
DBID is later deleted from the CXX. Therefore, enter the database IDs that you specify with care.

CDC_EXCLUDE_JOBNAME

(z/OS only) (Optional) Specifies the job name of a job whose updates to data records you want to exclude from the
Change Data Capture (CDC) process. For details about CDC, see Change Data Capture).

If you do not specify this option, the updates of all jobs are included in the CDC process. Only one job can have its output
excluded at a time. To change to another job, enter the option again, specifying a different jobname. The last option
entered controls subsequent CDC operations.

►►─ CDC_EXCLUDE_JOBNAME jobname ──────────────────────────────►◄

     

• jobname
(Required) Specify a jobname for the name of the job that you want to exclude from CDC processing
– Valid Entries:
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Any valid 1- to 8-character job name. The specification of an invalid job name results in all data updates being
processed by CDC (that is, no job is excluded).

– Default Value:
(No default)
There is no default for jobname if you specify this option. If you do not specify this option, no jobs are excluded from
CDC processing.

CDC_TABLE

(z/OS only) (Optional) CDC_TABLE can be specified during MUF startup or through the console. Specify the CDC_TABLE
MUF startup option as part of the Change Data Capture feature (for details about Change Data Capture, see Change
Data Capture). To use CDC_TABLE you must also specify the CDC MUF startup option at MUF startup time (see CDC).

Multiple CDC_TABLE statements are permitted during MUF startup. For differences between this MUF startup option
and the console command of the same name, see Console Command Considerations. Table entries are intended as an
exception to full database use, not as the norm.

                         ┌───────────────────┐

►►─ CDC_TABLE ─┬─ NO ──┬─▼─ ,table-namedbid ─┴────────────────────────────────►◄

               └─ YES ─┘

• CDC_TABLE
Specifying YES means that the table-database combinations specified in table-namedbid are subject to CDC.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDC_TABLE defaults to all of the tables in the database being selected.

• table-namedbid
For each entry specify a 3-character table name followed immediately by a database ID, that is, with no space between
the table name and the database ID.
In the following example, PAY1 is the table named PAY in database ID 1:

  CDC_TABLE YES,PAY1

Up to 384 specific table entries are allowed.

NOTE
Specify table names with care. Table names are not checked to verify that they are currently in the CXX, nor
are there checks to discover if a table name is later deleted from the CXX.

CDC_TABLE_PLUS

(Optional) The CDC_TABLE_PLUS parameter option can be specified during MUF startup or through the console. Specify
the CDC_TABLE_PLUS option as part of the Change Data Capture feature. To use CDC_TABLE_PLUS, you must specify
the CDC MUF startup option at MUF startup time (see CDC) and have provided an output-slot-maximum value as large or
larger than the output-database-slot number.

Multiple CDC_TABLE_PLUS statements are permitted during MUF startup. For differences between this MUF startup
option and the console command of the same name, see Console Command Considerations. Table entries are intended
as an exception to full database use, not as the norm.

NOTE
This option can be changed with the MUF enabled to add or subtract tables from CDC at this output slot number.
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                                                   ┌───────────────┐

►►─ CDC_TABLE_PLUS output-database-slot─,YES─ NO ──▼─ ,table-dbid ─┴──►◄ 

• CDC_TABLE_PLUS
Examples are:

CDC_TABLE_PLUS 2,NO,TTTDBID,TTTDBID,TTTDBID NO/YES TABLE-DBID

CDC_TABLE_PLUS 3,NO,TTTDBID,TTTDBID,TTTDBID NO/YES TABLE-DBID

CDC_TABLE_PLUS 9 YES,TTTDBID NO/YES TABLE-DBID

• output-database-slot
Indicates the plus output database slot number (2-9). The output slot number is mapped to a database ID using the
CDCL and CDCM options..:
– Valid Entries:

2-9
– Default Value:

(No default)
• YES-NO

Specifying YES-NO indicates if the tables to follow are added or removed from the CDC.

NOTE
if you specify this optional statement, there is no default.

• dbid-table
For each entry, specify a three-character table name followed by a database ID. Up to 384 specific table entries are
allowed for this output database slot..

NOTE
Specify table names with care. Table names are not checked to verify that they are currently in the CXX, nor
are there checks to discover if a table name is later deleted from the CXX.

CDCL

(z/OS only) (Optional) You must specify the CDCL MUF startup option at MUF startup. You cannot add the CDCL option
after startup. The CDCL option cannot be submitted through the console.

CDCL is the MUF startup option with which you specify a Change Data Capture Listener (CDCL) task. The CDCL task,
provided by , independently watches the LXX for new work and pushes the CDC records to the CDC system database
(default DBID 2009).

If you specify the CDCL option, you must also specify other options related to it during MUF startup. Each CDCL task you
define defaults to being closed at startup unless set to open in one of the related options. For information about those
CDCL-related options, see CDCL-Related Options.

►►─ CDCL ─ name ─ ,A ─────────────────────────────────────────────────────────►◄

• name
The name is the name of the MUF in which the CDCL task is to run, or the name of the MUFplex that owns the LXX
that is to be used for this CDCL task. This name specification occurs in every CDC record. We therefore recommend
that after you first specify it you do not change it.
The MUF in which CDCL is specified becomes a Change Data Capture target MUF. It is possible, however, for the
CDC target MUF and source MUF to be the same. For information about source MUFs, see Source MUF Setup and
Use and target MUFs in Target MUF Setup and Use. If this CDCL task is to listen to this same physical MUF, an
asterisk (*) can be used to force the connection.
– Valid Entries:
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a valid MUF name or MUFplex name as described above, or an * (an asterisk)
– Default Value:

(No default)
• A

The letter A is a control ID that must always, in the CDCL MUF startup option, have the specification of the letter A.
This control ID, occurring in every CDC database record that is built, defines record format mapping. User programs
written to read this database use the control ID to determine field layouts. The control ID does not indicate a release
level.
– Valid Entries:

The letter A
– Default Value:

(No default)

CDCL_CLOSE

(z/OS only) (Optional) CDCL_CLOSE is part of the Change Data Capture feature. CDCL_CLOSE is not allowed during
MUF startup and therefore is not described in this section. For information about the CDCL_CLOSE option and the
CDCL_CLOSE console command, see CDCL-Related Options.

CDCL_DBID

(Optional) CDCL_DBID is part of the Change Data Capture feature (see Change Data Capture). CDCL_DBID can be
specified during MUF startup or through the console.

►►─ CDCL_DBID ─ name,dbid ────────────────────────────────────────────────────►◄

• CDCL_DBID name,dbid
The name can be specified as ALL, an asterisk (*), a MUF name, or a MUFplex name.
Specify an asterisk if the source MUF and target MUF are the same. If used during MUF startup, the name must match
the name specified in a CDCL MUF startup option. After startup, the asterisk is shorthand for the true name. An error is
recognized if the specific name or asterisk MUF is not found in the CDCL list.
The dbid to specify is the DBID that contains the CDC tables. This DBID is considered a system DBID and must be set
as ACCESS OPTIMIZE.
– Valid Entries:

For name: ALL, an asterisk (*), a MUF name, or a MUFplex name
For dbid: a valid system database ID

– Default Value:
For name: (No default)
For dbid: (No default)

CDCL_DBID_PLUS

(z/OS only) (Optional) CDCL_DBID_PLUS is part of the Change Data Capture feature. Specify this option during MUF
startup or through the console. To change a base ID (dbid), close CDCL for this MUF, set a new value, and reopen the
CDCL.

This option sets the output database ID for the slot in use at the source MUF. The source MUF sets the slot 1-9
requirements for every maintenance log record. The CDCL process must know where to output maintenance for each of
the slots used. Lack of an output prevents CDCL from continuing, forcing it to reflect the error and close itself.
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                                                 ┌─────────┐

►►─ CDCL_DBID_PLUS output-databse-slot,MUF-NAME ─▼─ ,dbid ─┴─────────►◄

• output-database-slot
Indicates the plus output number (2-9). This number should correlate with the n subparameter of the
CDC_BASE_PLUS and CDCM_DBID_PLUS startup options.
– Valid Entries:

2-9
– Default Value:

(No default)
• MUF-NAME

Specifies the MUF name or MUFPLEX name being listened to. Specify an asterisk if the source MUF and target MUF
are the same. If used during MUF startup, the name must match the name that is specified in a CDCL startup option.
After startup, the asterisk is shorthand for the true name. An error is recognized if the specific name or asterisk MUF is
not found in the CDCL list.
– Valid Entries:

A MUF name, or a MUFplex name
– Default Value:

(No default)
• ,dbid

Datacom has reserved and recommends slots 2-9 to map to DBIDs 2012-2019 but there is no requirement to pick
these DBIDs. Each DBID needs to be a number 1-5000 and not contain other tables or areas.

NOTE
The DBID selected may not be used for CDCL_DBID or another CDCL_DBID_PLUS.

This DBID is considered a system DBID and mut be set as ACCESS OPTIMIZE..

CDCL_DEBUG_WAITS

(Startup and Console) If you are debugging the Change Data Capture Listener process, use this command to discover
how the process is working. 

CDCL_DEBUG_WAITS 15

 

(z/OS only) (Optional) CDCL_DEBUG_WAITS 15 is part of the Change Data Capture feature. Specify this option during
MUF startup or through the console. This option is used in debugging the CDCL process if CDCL is not keeping up with
the Log area LXX on the source MUF.

This command activates a new message by setting the:

• Number of minutes between messages
• Value to zero (0) which disables the message

The message does not occur if there is no CDCL work being done.

Note that this option is intended for use when directed by Datacom Support. The values provided are only useful when
interpreted with internal logging activity.

The value of 15 is an example of the number of minutes between messages. Fifteen minutes is a reasonable time to
gather information. The following example shows one minute between messages to show that many messages can be
done quickly. No logging for CDC bases was occurring in the following example.  
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To activate, issue this console-like command at MUF startup or through Modify and DBUTLTY COMM CONSOLE
commands.

►►─ CDCL_DBUG_WAITS 15 ───────────────────────────────────────────────────────►◄

Example

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-04:33 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:01 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:02 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-  :59 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00 

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:01 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:04 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

DB03157I - CDCL DBDVM01 DEBUG WAITS POLL-01:00 LXX-:00 MNT-:00 CMRL-:00 EGRP-:00 OTHR=:00

CDCL_DS

(z/OS only) (Optional) CDCL_DS is part of the Change Data Capture feature (see Change Data Capture). CDCL_DS can
be specified during MUF startup or through the console.

►►─ CDCL_DS ─ name,x,dsn ─────────────────────────────────────────────────────►◄

• CDCL_DS name,x,dsn
CDCL_DS is used to access a LXX. The target MUF dynamically allocates a DD for the source MUF LXX if it is not
provided in the MUF startup. Every CDCL startup option requires a CDCL_DS statement to provide the suffix and
DSN. You can specify CDCL_DS after MUF startup to provide new values. If new values are specified, they apply the
next time the CDCL task opens.
The name can be specified as an asterisk (*), a MUF name, or a MUFplex name. Specify an asterisk if the source MUF
and target MUF are the same. If used during MUF startup, the name must match the name specified in a CDCL MUF
startup option. After startup, the asterisk is shorthand for the true name. An error is recognized if the specific name or
asterisk MUF is not found in the CDCL list.
The x is a suffix of 1-2 characters added after CDCLXX to form a DDNAME used to read the LXX. Both local and
remote modes use this DDNAME to identify the origin of all LXX I/O. In the MUF EOJ report or Statistics and
Diagnostics Area (PXX) tables, this name is seen as area CPL in database 0 (or blanks). The suffix name x is not
checked for uniqueness against others in the MUF. Check the suffix name for uniqueness yourself. Make the suffix
name unique.
For the data set name dsn, if the CDCL task is operating in remote mode, specify a valid data set name. If the CDCL
task is in a local mode, however, specify an asterisk (*) which is then replaced by the LXX data set name. If CDCL_DS
is manually provided, the DSN is checked to see if it matches the LXX data set name. A failure occurs if it does not
match.
– Valid Entries:

For name: an asterisk (*), a MUF name, or a MUFplex name
For x: a unique 1-2 character suffix
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For dsn: an asterisk (*) or a valid data set name that matches the LXX data set name
– Default Value:

For name: (No default)
For x: (No default)
For dsn: (No default)

CDCL_OPEN

(z/OS only) (Optional) CDCL_OPEN is part of the Change Data Capture feature (see Change Data Capture).
CDCL_OPEN can be specified during MUF startup or through the console.

►►─ CDCL_OPEN ─ name ─────────────────────────────────────────────────────────►◄

• CDCL_OPEN name
CDCL_OPEN is used to open a CDCL task. A CDCL task must be in closed status to be eligible for an open.
The name can be specified as ALL, an asterisk (*), a MUF name, or a MUFplex name. Specify an asterisk if the source
MUF and target MUF are the same. If used during MUF startup, the name must match the name specified in a CDCL
MUF startup option. After startup, the asterisk is shorthand for the true name. An error is recognized if the specific
name or asterisk MUF is not found in the CDCL list.
– Valid Entries:

ALL, an asterisk (*), a MUF name, or a MUFplex name
– Default Value:

(No default)

CDCL_POLL

(z/OS only) (Optional) CDCL_POLL is part of the Change Data Capture feature (see Change Data Capture). CDCL_POLL
can be specified during MUF startup or through the console.

►►─ CDCL_POLL ─ name,n ───────────────────────────────────────────────────────►◄

• CDCL_POLL name,n
CDCL_POLL specifies how long the CDCL task is to wait when there are no LXX records to process. Use
CDCL_POLL only when the CDCL task operates in remote mode. The poll interval is not used in local mode, because
in local mode the CDCL task is dispatched after any LXX write that includes a CDC log record. This optimization in
local processing ensures minimal overhead and that the CDCL task should not fall behind.
The name can be specified as ALL, an asterisk (*), a MUF name, or a MUFplex name. Specify an asterisk if the source
MUF and target MUF are the same. If used during MUF startup, the name must match the name specified in a CDCL
MUF startup option. After startup, the asterisk is shorthand for the true name. An error is recognized if the specific
name or asterisk MUF is not found in the CDCL list.
The n specifies the number of seconds the task is to delay when it has no LXX records to process. The n can be from
1 through 28800. The larger the number the less overhead for the CDCL task, but also the larger the number the less
current is the change database.
– Valid Entries:

For name: ALL, an asterisk (*), a MUF name, or a MUFplex name
For n: 1 to 28800 (that is, from 1 second up to 8 hours)

– Default Value:
For name: (No default)
For n: (No default)
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CDCL_RESET

(z/OS only) (Optional) CDCL_RESET is part of the Change Data Capture feature (see Change Data Capture).
CDCL_RESET can be specified during MUF startup or through the console. This command was deprecated in 2013.

►►─ CDCL_RESET ─ name ────────────────────────────────────────────────────────►◄

• CDCL_RESET name
The CDCL_RESET clears the current status. On the next CDCL_OPEN, LXX processing then starts fresh.
For the name you can specify ALL, an asterisk (*), a MUF name, or a MUFplex name. Specify an asterisk if the source
MUF and target MUF are the same.
– Valid Entries:

ALL, an asterisk (*), a MUF name, or a MUFplex name
– Default Value:

(No default)

CDCM_CLOSE

(z/OS only) (Optional) CDCM_CLOSE is part of the Change Data Capture feature (see Change Data Capture).
CDCM_CLOSE can be specified during MUF startup or through the console.

►►─ CDCM_CLOSE ───────────────────────────────────────────────────────────────►◄

• CDCM_CLOSE
CDCM_CLOSE allows you to close the CDCM subtask if monitoring is not necessary or, for example, so the target
MUF can EOJ. If the CDCM is closed, it can be set to open later using a CDCM_OPEN. The command gets an error
when it is not logical, such as when the CDCM subtask is already closed. One use of CDCM_CLOSE followed by a
CDCM_OPEN would be to allow changes to the CDCM_DBID or CDCM_SIDNAME options, because new values
given to those options take effect at the next open following their having been changed. If CDCM_CLOSE is used
during MUF startup, it prevents the CDCM subtask from attempting to issue an open.

NOTE
Valid entries and default information are not given here, because they are not applicable in the case of
CDCM_CLOSE.

CDCM_CNTTB

(z/OS only) (Optional) CDCM_CNTTB is part of the Change Data Capture feature (see Change Data Capture).
CDCM_CNTTB can be specified during MUF startup or through the console.

►►─ CDCM_CNTTB ─┬─ NO ──┬─────────────────────────────────────────────────────►◄

                └─ YES ─┘

• CDCM_CNTTB
CDCM_CNTTB is a performance option that allows the CDCM subtask to use CNTTB commands to determine the
number of transaction sequence number (TSN) records and maintenance (MNT) LXX records in the CDC database.
This count of records is checked at the polling intervals set with CDCM_POLL.
If CDCM_CNTTB is set to NO, the CNTKR command, which for various reasons is not as desirable as the CNTTB
command, is used instead. The CNTTB command is not useful, however, if the CDC database is being used for
multiple source MUFs, because CNTTB would then return a wrong count by including a count of records for all MUFs,
not just for the source MUF.
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The CNTTB command can also return a wrong count if a target MUF has failed. In this case, getting an accurate count
requires the database to be closed and a RETIX, LOAD, or native sequence backup be done.
In a MUFplex with two or more MUFs enabled, a CNTTB command provides only the number known to the local MUF,
not to the MUFplex as a whole.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDCM_CNTTB defaults to NO.

CDCM_DBID

(z/OS only) (Optional) CDCM_DBID is part of the Change Data Capture feature (see Change Data Capture).
CDCM_DBID can be specified during MUF startup or through the console.

►►─ CDCM_DBID ─ number ───────────────────────────────────────────────────────►◄

• CDCM_DBID number
CDCM_DBID allows you to specify a system database ID number for the CDC database, other than the default DBID
of 2009. If the DBID is changed while the subtask has the CDC database open, the new number is used the next time
the subtask needs to open.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDCM_DBID defaults to 2009.

CDCM_DBID_PLUS

(Optional and z/OS only) The CDCM_DBID_PLUS parameter option is part of Change Data Capture. Specify this
parameter during MUF startup or through the console.

                                        ┌─────────┐

►►─ CDCM_DBID_PLUS output-database-slot─▼─ ,dbid ─┴────────────────────►◄

• CDCM_DBID_PLUS
Adds a new CDC database for a user database to monitor. The statements can be changed with the MUF enabled to
add to monitoring bases or to remove bases to monitor. To change the bases, close CDCM with CDCM_CLOSE and
make the changes and reopen.

• output-database-slot
Specifies a plus slot number of 2-9 where the number should match the correlates with the CDCL_DBID_PLUS startup
options output-database-slot.
– Valid Entries:

a valid slot number (2-9)
– Default Value:

(No default)
• dbid

– Valid Entries:
A database ID that matches the DBID of the equivalent CDCL_DBID_PLUS startup option.

– Default Value:
(No default)
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CDCM_ID

(z/OS only) (Optional) CDCM_ID is part of the Change Data Capture feature (see Change Data Capture). CDCM_ID can
be specified during MUF startup or through the console.

►►─ CDCM_ID ─ A ──────────────────────────────────────────────────────────────►◄

• CDCM_ID A
CDCM_ID tells the CDC monitor which level of support is being used by the CDCL task. It is used in the CNTKR
commands to track the correct records. The letter A is the valid control ID.
– Valid Entries:

A (that is, the letter A)
– Default Value:

(No default)

CDCM_OPEN

(z/OS only) (Optional) CDCM_OPEN is part of the Change Data Capture feature (see Change Data Capture). CDCM_ID
can be specified during MUF startup or through the console.

►►─ CDCM_OPEN ────────────────────────────────────────────────────────────────►◄

• CDCM_OPEN
CDCM_OPEN allows you to open the CDCM subtask after it has been closed. This is the default during MUF startup.
CDCM_OPEN receives an error if issued when using it is illogical, for example if it is issued when the subtask is
already open.
A close of the subtask using CDCM_CLOSE followed by a CDCM_OPEN can be used to allow the change of the
CDCM_DBID or CDCM_SIDNAME options, because new values given to those options take effect at the next open
following their having been changed.

NOTE
Valid entries and default information are not given here, because they are not applicable in the case of
CDCM_OPEN.

CDCM_POLL

(z/OS only) (Optional) CDCM_POLL is part of the Change Data Capture feature (see Change Data Capture).
CDCM_POLL can be specified during MUF startup or through the console.

►►─ CDCM_POLL ─ n ────────────────────────────────────────────────────────────►◄

• CDCM_POLL n
CDCM_POLL allows you to specify the number of seconds n between times the subtask is to check the target MUF for
the status of the CDCL and CDCU programs. If not connected, the CDCM subtask attempts to connect with the target
MUF at this polling interval unless CDCM_CLOSE was used to specifically close the CDCM subtask.
If an error occurs during an open, close, or other request, error messages are generated at the polling interval.
For information about warning message DB03135W, see Other CDCM Subtask Considerations.
The value set for CDCM_POLL can be changed at any time. A new value is used when the next polling interval starts.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDCM_POLL defaults to 300 (that is, 5 minutes).
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CDCM_SIDNAME

(z/OS only) (Optional) CDCM_SIDNAME is part of the Change Data Capture feature (see Change Data Capture).
CDCM_SIDNAME can be specified during MUF startup or through the console.

►►─ CDCM_SIDNAME ─ sidname ───────────────────────────────────────────────────►◄

• CDCM_SIDNAME sidname
CDCM_SIDNAME allows you to identify to the CDCM subtask the MUF that is the target. If the source MUF is different
from the target MUF, different SID names for the target and source are required. If the source MUF and target MUF are
the same, however, specify an asterisk (*).
If the sidname is changed while the subtask has the CDC database open, the new name is used the next time the
subtask needs to open.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDCM_SIDNAME defaults to an asterisk (*).

CDCM_WARN

(z/OS only) (Optional) CDCM_SIDWARN is part of the Change Data Capture feature (see Change Data Capture).
CDCM_WARN can be specified during MUF startup or through the console.

►►─ CDCM_WARN ─ n ────────────────────────────────────────────────────────────►◄

• CDCM_WARN n
CDCM_WARN allows you to specify the number of seconds n behind the LXX that the CDCL or CDCU program can
slip before a warning message is issued.
The CDCL task is measured from the last log record it saw compared to the current last log record on DASD. The
CDCU task is measured from the oldest TSN record in the CDC database to the current last log record on DASD. To
prevent a delay if processing is being done by either the CDCL task or CDCU task, the TSN record check is done
without a row lock.
If the CDCM subtask gets a request error, it issues a close then attempts to open again every interval of seconds
set by CDCM_WARN. It does not retry, however, if the CLOSE console command was issued. Whenever the CDCM
subtask is closed, you can request an OPEN.

NOTE
If you specify this optional statement, there is no default. If you do not specify this statement, however,
CDCM_WARN defaults to 300 (that is, 5 minutes)

CLOSE

CLOSE command description

CLOSE is not allowed at MUF startup. It is allowed after startup as a console or console-like command where CLOSE is
followed by:

• A single database ID (a single DBID, to close a single database)
• A single range of databases (where the low-end DBID of the range is separated from the high-end DBID of the range

by a hyphen), or
• Followed by the word ALL to close all the databases that can be closed
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CLOSE_WITH_WAIT

(Console) Use this command to cause MUF to close the base the next time that the base has a time when no URT is
open. A normal CLOSE gets an error and quits if the base has any open URT. This CLOSE hangs for as long as needed
and is not intended for general user use. This command is valuable as used by CA internal regression testing.

CONFIRM_SHADOW_TAKE_OVER_nnn

(z/OS only.) The CONFIRM_SHADOW_TAKE_OVER_nnn console command confirms, if you are running in a , that you
want the Shadow MUF to become the full MUF. The CONFIRM_SHADOW_TAKE_OVER_nnn console command is used
with the ALTER_SHADOW_TO_TAKE_OVER console command.

Use this command when the full MUF is considered to have failed as described in the
ALTER_SHADOW_TO_TAKE_OVER console command description, after a message is issued announcing the failure.
That message includes an identifying random number between 1 and 999. The operator should again verify that the full
MUF has stopped all processing and is not able to start again. If the operator still intends to cause the Shadow MUF to
take over execution for the failed MUF, the operator must issue the CONFIRM_SHADOW_TAKE_OVER_nnn console
command, where nnn is the previously mentioned identifying random number between 1 and 999. The Shadow MUF then
honors the request to execute the ALTER_SHADOW_TO_TAKE_OVER console command.

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for more syntax information.

►►─ CONFIRM_SHADOW_TAKE_OVER_nnn ─────────────────────────────────────────────►◄

nnn

The nnn is the previously mentioned identifying random number between 1 and 999. As previously described, when used
this command confirms that the Shadow MUF is to take over as the full MUF.

COVERED

(Optional) The COVERED command specifies an area that is to remain in storage while the area is open. When  writes to
a covered area, it writes to both the copy in memory and the DASD copy.

In a MUFplex, covered areas can be defined and utilized in a limited fashion. An area can only effectively be covered
when only one of the Multi-User Facilities (MUF) in the MUFplex has the database open. At times when the database
has open areas on multiple MUF, the covered processing is terminated. It is enabled again when only one MUF has the
database open.

z/OS 64-Bit Support

The 64-bit capability has been added for the Memory Resident Data Facility (MRDF) COVERED and VIRTUAL buffers
and is dynamically enabled when the hardware and operating system support is present. When the COVERED and
VIRTUAL buffers are allocated in 64-bit memory, the size limit of each area is 19 gigabytes (19G). 64-bit memory is
allocated in increments of one megabyte. Every area allocation is rounded up to the next multiple of a megabyte.

For more information, see the description of the ,size parameter following the syntax diagram.

Specify the area to be held in memory using the format:

►►─ COVERED ─ area ─┬────────────────────────────────────────┬────────────────►◄

                    └─ ,size ─┬────────────────────────────┬─┘

                              ├─ ,ACTIVE ──────────────────┤
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                              └─ ,FIRST ─┬───────────────┬─┘

                                         └─ begin-block ─┘

• area
(Required) Specifies a value described as follows:

Valid Entries Description
The DATACOM-ID of a database Creates an area in memory for each area in the specified

database. You can code additional COVERED MUF startup
options to override the settings for specific areas in the database.

The name of an area concatenated with the DATACOM-ID of the
database containing the area

Only the specified area in the specified database remains
in memory with the size specified. You can code additional
COVERED MUF startup options for other areas.

IXX concatenated with the DATACOM-ID of a database This specifies the Index Area for the database.

NOTE
Neither COVERED nor VIRTUAL is allowed for the Log Area (LXX) or Force Area (FXX).

• ,size
(Optional) Specifies the size of the covered area to remain in memory. Specify the size using one of the following:
– Number of bytes (code as a number, 0 through 9663676416).
– Number of kilobytes (code as a number followed by K, 0K through 9437184K).
– Number of megabytes (code as a number followed by M, 0M through 9216M).
– Number of gigabytes (code as a number followed by G, 0G through19G).
– Percentage of current disk allocation (Code as a number followed by the % symbol.) The percentage can be

specified as values 1 through 200. Sizes over 100 should only be specified if the area is expected to grow as a
result of dynamic extend or DBUTLTY EXTEND and the goal is to cover the new blocks as they are added. The
percent is converted to a true size when the area is first opened by the MUF.
Note: Sizes over 9G must be done in "G" for billion and not allowed as "M", "K", or only bytes. Console-like
command COVERED_ADD still allow a maximum of 9G.

At the time an area is first opened, the size requested is rounded down, if necessary:
– To the size of the data set, except for percentages of 101 through 200.
– To the DATASPACE MUF startup option size if specified, else 2G if 64-bit memory is not available.
An attempt is first made to use 64-bit memory. If 64-bit is not available, an attempt is made to use the data space. If
data space memory is not available, an attempt is made to use the address space. If the requested memory is not
available using the address space either, the open continues with the area not covered.
– Valid Entries:

The size you specify is adjusted to equal the size of your blocks. A size of less than one block is automatically
increased to the amount for one block. All other sizes are decreased to an amount equal to a whole number multiple
of your block size or to the maximum allowed within your current extents.
When not using 64-bit, values larger than the DATASPACE MUF startup option can be specified (or caused by
using a percentage), but each covered area is rounded down to the data space size because no single area may
span multiple data spaces.

– Default Value:
Omitting the size indicates that the entire area remains in memory or, when not using 64-bit, the size of
DATASPACE MUF startup option, whichever is smaller.

When specifying that less than the entire area be covered, you can specify one of the following options:

• ,ACTIVE
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(Optional) Specifies that the Multi-User Facility makes each data block memory-resident as it is first read. When
the memory provided for the covered area is full, the Multi-User Facility removes the least-recently-used block to
accommodate a newly read block.

• ,FIRST
(Optional) Specifies that the Multi-User Facility maps as many blocks as possible into memory, beginning with the first
block.  uses less memory and CPU time to manage a covered area defined with FIRST specified than to manage one
with ACTIVE specified.
– Valid Entries:

ACTIVE or FIRST
– Default Value:

If neither ACTIVE nor FIRST is specified, the Multi-User Facility compares the amount of data currently in the area
(at the time of the open) to the amount of memory provided for covering the area. If all of the current data fits in the
available memory, the Multi-User Facility treats the area as if FIRST were specified. If all of the current data does
not fit in the available memory, the Multi-User Facility treats the area as if ACTIVE were specified.

• begin-block
When you specify FIRST, you have the additional option of specifying a value for begin-block. The value of begin-block
must be specified as a percentage.
– Valid Entries:

0 to 99, where 0 (zero) represents block 1
– Default Value:

(No default)

Example Covered Area
COVERED 16,1M Creates a 1M covered area for each area in database 16.
COVERED 00002,256K
COVERED FLD00002,2M
COVERED REL00002,2M

The first option creates a 256K area in memory for each area in
database 2. The next two options override that setting for the FLD
and REL areas so that they each have a 2M area.

COVERED PAY00001 Creates complete coverage for area PAY in database 1.
COVERED 36,90K,FIRST Creates coverage for the first approximately 90K of the Index Area

and of each data area in database 36.
COVERED 10,50% Creates coverage for approximately 50 percent of the Index Area

and of each data area in database 10.

COVERED_ADD dbid,area,n,F/A,n

For COVERED_ADD, all five values are required. The definition can represent either a specific area or can be generic for
the database.

• dbid is the database ID (DBID) to be processed.
• area must be three characters. If the three characters match an area to be opened, the entry applies to that one area.

If the first character is an * (an asterisk, of expected ***), this entry is used to represent a generic. Therefore, it applies
to every area opened in the database that does not have a matching name.

NOTE

The name need not match an existing area in the database, and having a name does not prevent an area
from being deleted.

• n, the third value in the definition, is the size to use, ranging from 1-9g. If this n is in the range of 1-200, it represents
a percentage of the data set at the time it was opened for the first time in this MUF after the statement had been
processed. The ability to have a percentage over 100 is to anticipate the data set being extended either dynamically or
while the database is closed. A size specified as greater than 2g (up to 9g) is saved. If the area is open, it is handled
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like a new open. If the area is not open, it is handled the next time the area is opened. When the open process for the
area next happens, a size over 9g is rounded down as needed to fit below X_COVERED_MAX_SIZE or to 2g, if using
a data space instead of 64-bit. During the open, the percentage is either applied if specified or the size is rounded
down, based upon the current extents found during this open. Other than a percentage of 101 -- 200, only the size
of existing extents at the time of the open, when covered is being allocated, are used and, therefore, the user size is
rounded down as needed. This is also the time when a value of 201 through less than a single block is rounded up to
one single block size. If the number is 201 -- 9g, it is an actual size in bytes. A size less than one block is rounded up
to one block.

• F, when it is the fourth value in the definition, indicates that consecutive blocks are mapped from DASD to memory,
usually starting from block 1 but dependent on the fifth value. 
When the fourth value is the letter A (Active), it indicates that the last referenced blocks are placed in the memory
provided with no mapping to DASD location.

• n, the final value in the definition, is a number where 0 (zero) indicates that a first mapping is to start with the start of
the DASD. If this n is not zero but a number from 1 -- 99, it indicates that the first mapping is to start at that percentage
offset into the data set. When active is specified for the fourth value in the definition, this percentage has no effect.

COVERED_BLOCKS_CURRENT

COVERED_BOCKS_CURRENT command description

For COVERED_BLOCKS_CURRENT dbid,area,n command, the dbid n is a database ID (DBID), and the area is an area
matched to a previous definition that represents an open area. The open area has used the size provided during the
open and calculated a number of blocks to cover. This option can change that number of blocks to be from 1 through the
number built. It is intended as a tuning ability in case the size covered is thought to be too large. For convenience, you can
enter a number of blocks higher than exists, and the number entered is rounded down to the number of blocks allocated
at the last open request. If the area is currently closed, the number entered is saved but is also overlaid when the area is
next opened. Each open starts with a full set of blocks useable.

CPU_TSN_READ_DELAY_SEC

(z/OS only) (Optional) CPU_TSN_READ_DELAY_SEC is part of the Change Data Capture feature (see Change Data
Capture) that affects the Change Data Capture User Listener (CDCU) program. CPU_TSN_READ_DELAY_SEC can be
specified during MUF startup or through the console.

►►─ CPU_TSN_READ_DELAY_SEC n ────────────────────────────────────────────────►◄

• CPU_TSN_READ_DELAY_SEC n
Specify this option to make the CDCU process execute more quickly with less overhead. Users, not , specify the
CPU_TSN_READ_DELAY_SEC n option.
The n is a number that you give a value of either 0 (zero) or 1 through 7200. Specify a 0 if you do not want the option
to be active. A zero is the default. Specify n as a number of from 1 through 7200 to indicate the number of seconds to
perform a delay in MUF processing while a TSN record is read in the CDC database.
For example, you could use the option in the following case. Imagine that, in this example, the general flow of the user
listener program includes an RDUKG command to read the first (oldest) committed transaction in the TSN table of the
CDC database. When one or more transactions (rows or records) are found in the table, the program continues with
the maintenance for the transaction and deletes the TSN record. However, if there are no current TSN records, with
normal  processing, the application gets a return code 14 and logically delays MUF processing for a time period of
the program’s choosing, then reads again. While this is an acceptable option, if the application waits for 2 minutes, for
example, any rows added to the TSN table will not be noticed for a maximum of 2 minutes. By using the
CPU_TSN_READ_DELAY_SEC n option however and specifying, for example, 120 for n, meaning 120 seconds, when
the application executes the RDUKG command to read the TSN, if a row exists the read request returns instantly. But
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if a row does not exist in the table, MUF processing is only delayed for the value of n, or in this example, 120 seconds.
The instant a TSN row is added, the delay completes and the read command waits on the commit of the ADDIT.
Therefore, by using the CPU_TSN_READ_DELAY_SEC n option, the application sees new TSN records as soon
as possible. If no row is added within the time limit specified by the n, the RDUKG request is returned to the calling
program and logically ends its processing, if it is time to do so, or reissues the RDUKG to get a new TSN record, or
delays again. If the full time in the delay of n occurs, the application knows no row currently exists because it receives
return code 61.
– Valid Entries:

0 or 1-7200
– Default Value:

0

DAC_KEEP

Use the DAC_KEEP command to select one to four sections of the data row to provide in the LXX area record to reduce
the quantity of captured data,. This is valuable because there is less sensitive information provided to the LXX.

• Without this option, the full data row is logged to the LXX.  
• With this option, the requirements for LXX space logged per row, the size of the LXX data set itself, and spills to the

RXX are reduced.

This command is only allowed at MUF startup.

DAC_KEEP dbid,table-name,first-length,first-offset (,2nd-length,2nd-offset) (,3rd-length,3rd-offset) (,4th-

length,4th-offset) 

WARNING

Important! Do not use this option and allow the full row to be logged if more than four sections are required

►►─ DAC_KEEP dbid,table-name,1st-length,1st-offset──
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                           └─ ,3rd-length,3rd-offset ┬───────────────────
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─

┬┘ 

                                                     └─ ,4th-length,4th-offset ┘ 

MUF command DAC_KEEP at MUF Startup

Because this command is supported during MUF startup, a duplicate of this command at MUF startup is an invalid value.
The first length can be from 1 to 32720 with an offset of 0 to 32719. However, the addition of the first length plus the first
offset cannot be more than 32720. Each succeeding length and offset cannot overlap any previous length or offset. The
lengths and offsets cannot go past the 32720 number.

The database and table information is not available at MUF startup. Therefore, it is not edited as to the existing base or
table or the row size within the numbers provided. During processing of a DAC_TABLE entry action, the table DAC_KEEP
entry is ignored if the DAC_KEEP is not all within a row size. Only one message per table notes this as in the following
example:

DB02854W - DAC_KEEP PAST ROW 997 PAY ROW-100 KEEP-200 

 

DAC_PATH

Use the DAC_PATH command to select the paths to data to be ignored for access logging to reduce the quantity of
captured data. As stated under DAC_TABLE, initially all tables are set to log data access by every path to the data.  

  DAC_PATH YES/NO,dbid,table-name,first-path (,2nd) (,3rd) (,4th) (,5th) (,6th)     

The following topics are discussed on this page:

  

Limit by Access Path at MUF Startup

The DAC_PATH command allows one or more paths of access to be excluded in selection. By default, all paths are
included. If this command is issued, then the named path(s) are excluded with NO and included with YES. The options are
those provided with external security pathing. Paths may be removed on a single DAC_PATH NO command or on multiple
commands, but one path may not be specified more than once. The DAC_PATH YES option may be set, but it is defaulted
with the DAC_TABLE command and is only provided for sites that want to document a clear setting of the path. 
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NOTE

 The prior DAC_PATH_NO command with options dbid, table-name, and paths is allowed but should be
replaced with the newer DAC_PATH NO command.

►►─ DAC_PATH ┬NO ──┬,dbid,table-name,first-path─┬────────────────────────────────────────────┬───►◄          

                    

             └ YES ─┘                            └─ ,2nd ┬───────────────────────────────────┬┘ 

                                                         └─ ,3rd ┬──────────────────────────┬┘ 

                                                                 └─ ,4th ┬─────────────────┬┘ 

                                                                         └─ ,5th ┬────────┬┘ 

                                                                                 └─ ,6th ─┘

This command is supported during MUF startup. A duplicate is an invalid value. The following list shows the allowed paths
with a short description. Consider that they are selected top (first) down to the bottom (last). Each request will resolve to
one path. The first match from top to bottom in the list is used.

• SCI - CICS SQL requests
• RCI - CICS non-SQL requests
• SSR - CA Datacom® Server SQL requests (note that Server can access System Databases on its own behalf in

addition to the ability to access System Databases based upon client requests)
• RSR - CA Datacom® Server non-SQL requests path (note that Server does not access user data with this path; it can

be used for data in System Databases)
• SQL - All SQL not CICS, not CA Datacom® Server SQL
• RAT - All other non-SQL paths   

 Examples 

    DAC_PATH NO 997,C01,SCI,RCI,SSR,RSR,SQL,RAT  

    DAC_PATH NO 997,F01,SCI,RCI,SSR,RSR,SQL  

    DAC_PATH NO 997,F02,SCI,RCI,SSR,RSR  

    DAC_PATH NO 1997,F03,RAT,SQL

 MUF command DAC_PATH after MUF Startup                    

The console-like command DAC_PATH can be issued with MUF enabled using any of the console-like methods. A path
can be set to: 

• YES when requests using this path are subject to logging
• NO where requests have no logging through this path   

This change is immediate when changing a table in the active list and available for DB requests. It could also be the
NEW list that is not being used for DB requests at this time. The active list versus the NEW list is described more
with the DAC_TABLE MUF command. This console-like command allows a single path name per request, unlike the MUF
startup option DAC_PATH.  

This required processing of DAC commands as console-like commands after MUF is enabled is more complex than
during the MUF startup. When possible, all changes to DAC tables should be accomplished during a MUF startup
process. Any console-like command is only effective for the life of the executing enabled MUF and needs to be set with
equivalent startup commands for the next MUF execution. If this MUF has a Shadow MUF, any changes to the Primary
MUF SYSIN should also be made in the Shadow MUF SYSIN. Since the Shadow is not fully enabled, the console-like
commands cannot be executed in the Shadow. If changes are made after the Primary MUF enables using console-like
commands, the corresponding changes should be made to the Shadow MUF SYSIN, and the Shadow should be EOJed
and restarted so it matches the Primary MUF.     
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Path command changes are available in the MUF EOJ report. They are immediately viewable using the
ALL_INFO_REPORT as output to one of the SYSOUTs such as PXXDST, or if none, the PXX.  

►►─ DAC_PATH ┬─ ACTIVE ─┬─┬─ ,YES ─┬─,dbid,table-name,path-name ─────►◄

             └─ NEW ────┘ └─ ,NO ──┘                                                    

 ACTIVE  

Specifies that the table in the active list used for DB requests is being modified to include a path with YES or exclude a
path with NO. With ACTIVE the change takes effect immediately. 

 NEW 

Specifies that the table in the new list which is not being used for DB requests is being modified to include a path or
exclude a path. This is needed as part of staging a new table for DAC before it is activated. For more information and for
an example, see the console-like command DAC_TABLE.  

 ,YES 

Specifies if the path is being set as included in the selection for DB requests

 ,NO 

Specifies if the path is being set as excluded in the selection for DB requests

  'dbid' 

Specifies the database, which must be open, containing the table subject to this command 

  'table-name' 

Specifies the Datacom table name in the database in the selection for DB requests

 'path name' 

Specifies one path as described in the following list. Only one path is allowed per DAC_PATH as a console-like command.

• SCI - CICS SQL requests
• RCI - CICS non-SQL requests
• SSR - CA Datacom® Server SQL requests (Server can access System Databases on its own behalf in addition to the

ability to access System Databases based upon client requests)
• RSR - CA Datacom® Server non-SQL requests path (Server does not access user data with this path. It can be used

for data in System Databases)
• SQL - All SQL not CICS, not CA Datacom® Server SQL
•  RAT - All other non-SQL paths    

 Examples 

 DAC_PATH ACTIVE,NO,997,C01,SCI  

 DAC_PATH ACTIVE,YES,997,F01,RCI   

 DAC_PATH NEW,NO,997,F02,SSR

 DAC_PATH NEW,YES,997,F03,RAT

For detailed information about the other uses of the DAC feature, see Data Access Capture.

DAC_TABLE

The DAC_TABLE command provides a unique table and DBID to Data Access Capture.
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The following topics are discussed on this page:

  

Table Selection at MUF Startup

Duplicate statements during MUF startup are rejected in error. If DATA_ACCESS_CAPTURE YES is not in place at the
time of data access to the table, this statement that was accepted has no effect. If the third value is not provided, the
default is YES.  At the time of the MUF enable, all DAC_TABLE statements during MUF startup are placed in the table
active list for later processing.

►►─ DAC_TABLE dbid,table-name ─┬──────────┬──────────────────────►◄  

                               ├─ ,NO    ─┤                       

                               └─ ,YES ◄──┘

A table with a value of YES or NO is initialized to log data accessed using all paths to the data. 

 Examples of DAC_TABLE during MUF startup 

DAC_TABLE 997,C01,YES    

DAC_TABLE 997,F01,NO

DAC_TABLE 997,F02 

DAC_TABLE 997,F03 

 MUF command DAC_TABLE after MUF Startup 

Use any of the console-like methods to issue the DAC_TABLE with MUF enabled. 

►►─ DAC_TABLE ACTIVE ┬─ ,YES ─┬,dbid,table-name ────────────────────►◄ 

                     └─ ,NO ──┘

►►─ DAC_TABLE NEW ┬─ ,ADD ─┬,dbid,table-name ───────────────────────►◄                       

                  ├─ ,DEL ─┤                                               

                  ├─ ,YES ─┤ 

                  └─ ,NO ──┘

This console-like command is used for multiple purposes. The various forms of the command let you immediately start or
stop logging for a table with defaults or stage a definition to specify non-default options and activate it. 

• ACTIVE,NO immediately alters an active table from a YES setting to a NO setting
• ACTIVE,YES immediately alters an active table from a NO setting to a YES setting
• NEW,ADD lets you add a table to the new list while not affecting the current logging of DB requests. This is appropriate

when defaults need to be overridden before activating logging for the table. The NEW list is a staging area. Only one
occurrence of a specific table and DBID can be in the NEW list at a time.

• NEW,DEL lets you delete a table from the NEW list that was entered by mistake.
• NEW,YES immediately alters a new definition into the active list, replacing a matching table if it previously existed. A

previous matching table, if any, becomes OLD and keeps its current statistics. The table has a YES setting.
• NEW,NO immediately alters a new definition into the active list, replacing a matching table if it previously existed. A

previous matching table, if any, becomes OLD and keeps its current statistics. The table has a NO setting.

The table active list starts with all DAC_TABLE statements during MUF enable. New entries might be added to this list
using this console-like command DAC_TABLE. This active list is used for each new data access capture process for table
selection.

The NEW list is empty at MUF enable but available for new tables added through this console-like DAC_TABLE
command. Tables in this NEW list are needed to accomplish a form of staging where all DAC table related commands are
applied prior to the table being placed into the active list. For example, a new table after MUF startup is needed to join
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selection, but this table is wanted for path SQL and no other paths. The table being added to the active list would instantly
have selection done for all paths which is the default for path selection. Because this is not desired for this table, it would
be added to the NEW list with all paths defaulted to YES. Then the table in the NEW list would be modified with console-
like commands DAC_PATH NO that disable all paths not wanted for this table. Once those modifying commands have
been completed, then the table can be moved from the NEW list to the active list, either as a new table not previously in
the active list or as a replacement to a table in that list.

This required processing of DAC commands as console-like commands after MUF is enabled is more complex than
during the MUF startup. When possible, all changes to DAC tables should be accomplished during a MUF startup
process. Any console-like command is in place only for the executing enabled MUF and needs to be set with equivalent
commands if desired for the next MUF execution. If this MUF has a Shadow MUF, the Shadow MUF SYSIN should also
be changed and the Shadow MUF set to EOJ and restarted. Similarly, to always match the Primary MUF, the Shadow
MUF SYSIN should be changed and the Shadow MUF recycled after any console-like changes are made in the enabled
and executing MUF.  

NOTE

 Command changes are immediately viewable using the STATUS_DAC command.

 ACTIVE 

Specifies that a table in the active list in use for DB requests is to be affected. Data access is immediately affected.

 ,YES 

Specifies an existing table in the active list that is to be modified from a NO setting to a YES setting

 ,NO 

Specifies an existing table in the active list that is to be modified from a YES setting to a NO setting.  

 NEW 

Specifies adding a table to the NEW list or processing a table in that new list. The NEW list is not currently part of record
selection. 

 ADD 

Specifies that a table is to be added to the NEW list. By default all paths are set to YES for selection. This command is
intended to allow a new table to be added to the NEW list where it is not used for DB request processing immediately.
However, the new table is available for any needed DAC_PATH statement(s) to be applied to this new table before it is
modified to either be:

• A new table in the active list, or
• Replace the current active table which is then set as an OLD table 

 ,DEL  

Specifies that a table in the NEW list is no longer wanted and is to be deleted. Because the table in the new task list has
no statistics, no information is lost.

 ,YES  

Specifies that a table in the NEW list is now ready to be added to the active list as a new table or to replace the current
table. The new table is set as YES for record selection. An existing active table is set to OLD, keeps its statistics, and is
subject to reporting.

 ,NO  

Specifies that a table in the NEW list is now ready to be added to the active list as a new table or to replace the
current table. The new table is set as NO to block record selection. An existing active table is set to OLD, keeps its
statistics, and is subject to reporting. 
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  'dbid'  

Specifies the database, which must be open, containing the table subject to this command. 

  'table-name'  

Specifies the Datacom table name in the database in the selection for DB requests 

 Examples of DAC_TABLE as a console-like command executed to an enabled MUF for specific cases 

 Case 1 - Example of changing an active list DAC_TABLE entry set as YES to instead be NO 

DAC_TABLE ACTIVE,NO,997,D01

 Case 2 - Example of changing an active list DAC_TABLE entry set as NO to instead be YES 

DAC_TABLE ACTIVE,YES,997,D02 

 Case 3- Example of adding a table to the NEW list with all defaults and where it is available for changing those
defaults 

DAC_TABLE NEW,ADD,997,D03 

 Case 4- Example of deleting a table in the NEW list, entered as a mistake  

DAC_TABLE NEW,ADD,997,F22 

DAC_TABLE NEW,DEL,997,F22 

 Case 5 - Example of adding a table to the NEW list where it is not instantly used for DB requests. 

All defaults are automatically set. For this case, two paths are not desired and are removed from selection with NO
settings. With the paths now matching the requirement, then the example continues by updating this DAC_TABLE from
the NEW list to the active list where it is instantly used for DB requests having a YES setting. 

 Note: If this DAC_TABLE is currently in the active list, then this new definition instantly replaces the current entry in the
list and then sets the previous entry to an OLD status  

DAC_TABLE NEW,ADD,997,D04

 

DAC_PATH NEW,NO,997,D04,RAT

DAC_PATH NEW,NO,997,D04,RCI

DAC_TABLE NEW,YES,997,D04    

 Case 6 - Example of adding a table to the NEW list where it is not instantly used for DB requests. 

All default are automatically set. For this case, two paths are not wanted and are removed from selection with NO
settings. The paths now match the requirement, and the example continues by updating this DAC_TABLE from the NEW
list to the active list where it is instantly used for DB requests and has a NO setting. If this DAC_TABLE is currently in the
active list, then this new definition instantly replaces the current entry in the list and then sets the previous entry to an OLD
status. This case is useful where tables are added such that auditors can randomly choose when to activate all or some
tables for a time period. The tables can then be deactivated to get all information for a limited time period. 

DAC_TABLE NEW,ADD,997,D05

DAC_PATH NEW,NO,997,D05,RAT

DAC_PATH NEW,NO,997,D05,RCI

DAC_TABLE NEW,NO,997,D05  
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For detailed information about the other uses of the DAC feature, see Data Access Capture.

DATA_ACCESS_CAPTURE (DAC)

You can issue the MUF command, DATA_ACCESS_CAPTURE, during the start of the MUF or later using a console-like
command.

►►─ DATA_ACCESS_CAPTURE ─┬─ NO ◄──┬───────────────────────────────►◄ 

                         └─ YES ──┘

• Set to YES - The feature is enabled and is a prerequisite to any of the other commands having any affect.  

• Set to NO  (or defaulted)  - The feature is disabled from all data access checking in the MUF. Other Data Access
Capture commands can be processed with the feature disabled to prepare for it being enabled later.

The ability to turn the complete feature on and off at will might be useful, should the quantity of log records be such that it
should not be always active. It allows the feature to be disabled at times as an exception and also to be enabled at times
as an exception.

DATACOM

(Required) Specifies the licensed  products that execute with this Multi-User Facility. These features are verified to be
licensed for execution by CA LMP, a component of CA Common Services for z/OS and CA CIS for z/VSE.

Separate multiple parameters in a single statement with commas. Multiple DATACOM statements are allowed. Each input
statement is written to the console log as it is processed. The syntax is:

               ┌── , ────┐

►►─┬─ DATACOM ─▼─ entry ─┴─┬──────────────────────────────────────────────────►◄

   │ ┌───────────────────┐ │

   └─▼─ DATACOM ─ entry ─┴─┘

• entry
(Required) At least one entry parameter value is required: DB, AD, or TR.
AD indicates that this Multi-User Facility supports /AD only.
TR indicates that this Multi-User Facility supports  TR only.
If neither AD nor TR is the case, DB must be specified to indicate a full . If no option is specified, the Multi-User Facility
issues a console message and fails to enable.
Following are the parameter values that must be provided for the features that are to execute with the Multi-User
Facility:

Valid Entries Product or Option
AD /AD
CICSSVCS CICS Services
DB
DB2T DB2 Transparency
DL1T DL1 Transparency
DQ
DTCMSRVR Server
FASTR Fast Restore
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IMSDCSF IMS/DC Services
PRESSPACK Presspack
SQL SQL option of
STAR STAR
TOTALT TOTAL Transparency
TR TR
VSAMT VSAM Transparency

With /AD or  TR, the SQL option,  CICS Services,  VSAM Transparency,  Server, and  are provided. If AD or TR is
specified, you are not required to enter these values in the DATACOM statement. If you specify them with AD or TR, they
are ignored.

• Specifying PRESSPACK is required to open a table compressed with  Presspack.
• Specifying STAR is required to enable a Multi-User Facility with the STAR MUF startup option.
• Specifying SQL is required to enable a Multi-User Facility with the SQLOPTION MUF startup option if DB is specified.

During the Multi-User Facility enable process, it is possible to get CA LMP warning messages. If any occur, see the CA
Common Services for z/OS or CA CIS message documentation for the necessary action.

Failure to maintain current licenses can cause the Multi-User Facility to terminate at a later time.

• Valid Entries:
AD, CICSSVCS, DB, DB2T, DL1T, DQ, DTCMSRVR, FASTR, IMSDCSF, PRESSPACK, SQL, STAR, TOTALT, TR,
VSAMT

• Default Value:
(No default)

DATAPOOL

 (Required) Specify the size and number of a first set and an optional second set of data buffers. The parameters can be
specified in bytes or kilobytes (K).

See FLEXPOOL for information about specifying a flexible pool of buffers in addition to the buffers you specify here. If you
do not specify the second data buffer pool with a length and at least one buffer in the DATAPOOL option, no secondary
set of data buffers is allowed to be added later with FLEXPOOL.

►►─ DATAPOOL ─ dataln,datano ─┬───────────────────────────┬───────────►◄

                              ├─ ,data2ln,data2no,64-bit ─┤

                              └─────────────── ,,,64-bit ─┘

•   dataln 
(Required) Specify the buffer size used for data area access (data buffers). This parameter cannot be smaller than
the size of the largest data area physical block accessed using this Multi-User Facility unless the data2ln parameter is
specified. All data buffers in this set are automatically allocated with the length specified.
–  Valid Entries:

4096 to 32767 (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024)

–  Default Value:
(No default)

•   ,datano 
(Required) = Allocates the number of a first set of data buffers. The combined total number of all buffers set with
DATAPOOL and FLEXPOOL options cannot exceed 99999.
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The minimum for this value is the higher of the number of tasks as specified in the TASKS option or 3. If you specify
this value after the TASKS values and the number of buffers is too small, the result is a range error.
The ,datano buffer pool is shared by all tasks. The buffers are used for all data area I/Os, except optionally for read-
ahead requests using the GETIT or GETPS commands (GETIT and GETPS can use dynamically acquired and
released data buffers).
These data buffers are permanent to this Multi-User Facility execution. They cannot be reduced with the FLEXPOOL
console or DBUTLTY command.
–  Valid Entries:

Integer value from the number of tasks or 3 through 99999 (can be specified as an integer or an integer followed by
K to represent the integer multiplied by 1024)

–  Default Value:
(No default)

•   ,data2ln 
(Optional) Specify the buffer size used for a second set of data buffers. The value of this parameter must be larger than
the value you specify for the dataln parameter in this option. All data buffers in this set are automatically allocated with
the length specified. If you do not specify this parameter, no second set of data buffers is allowed to be added later
with FLEXPOOL.
–  Valid Entries:

The value of dataln plus 1 through 32767 (can be specified as an integer or an integer followed by K to represent
the integer multiplied by 1024).

–  Default Value:
(No default)

•   ,data2no 
(This parameter is required if the ,data2ln is specified.) Allocates the number of a second set of data buffers. The
combined total number of all data buffers set with DATAPOOL and FLEXPOOL options cannot exceed 99999.
–  Valid Entries:

3 to 99999 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
–  Default Value:

(No default)
•   ,64-bit 

(Optional) Data buffers default to 64-bit memory in Version 15.0. You can use this new parameter to continue using
31-bit memory data buffers, but we recommend that you either specify 64 for this new parameter or allow the 64-bit
default.
When the MUF uses 64-bit memory for data buffers, 31-bit memory is freed for other constrained purposes, and the
size of the data buffer pool is also freed. This is similar to prior releases of  in which index buffers were moved from 31-
bit memory to 64-bit memory.
The data2ln and data2no parameters on the DATAPOOL option remain optional, even if 64-bit is specified, for
example:
DATAPOOL 8K,9000,,,64
64-bit gives you the option of defining the data buffers in all places as residing in 64-bit memory. This includes
the data and data2 buffers at MUF startup defined by the MUF startup options DATAPOOL and FLEXPOOL and any
data buffers in an alternate pool.
The use of 31-bit memory presents the risk of being too small to contain the MUF code and all the other buffers that
are needed. Using 64-bit memory therefore avoids the constraints associated with the use of 31-bit address space
memory. Do not, however, expect performance increases or decreases when you use 64-bit.
If you specify 64 for 64-bit, the space for 64-bit memory must be available. If the space for 64-bit memory is not
available, MUF does not enable, and the following message is generated:
DB00218E - INSUFFICIENT 64-BIT MEMORY

NOTE
Specifying 64-bit for DATAPOOL can prove to be a significant use of 64-bit storage, but 64-bit specification
frees up 31-bit storage for other resources. Moving to 64-bit storage also allows a larger value for the number
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of buffer pools for data (DATAPOOL buffers), assuming there is enough 64-bit memory available on the
LPAR.

A SNAP BUFFERS request when using 64-bit buffers causes an SVC dump instead of just a Master List with buffers to
be written to the PXX or PXXML.
–  Valid Entries:

31 or 64
–  Default Value:

64

DATASPACE

(Optional) The DATASPACE option is no longer needed. If specified, it is ignored and followed by message DB01904I -
OPTION IS OBSOLETE AND IGNORED.

The size of a dataspace is now forced to the old default of 2G. In the Dynamic System Table MUF_OPTIONS, the
DATASPACE field contains a zero to show the option was not specified and zero causes the size of each dataspace to be
2G.

►►─ DATASPACE ────────────────────────────────────────────────────────►◄

This statement is ignored.

DATETIME

 (Optional) Specifies the format that is used by the SQL DATE and SQL TIME functions. If you do not specify this option,
ISO is the default for date and time.

The precompiler and the  rebind facility provide options for overriding the value specified for the system default
established by this option.

►►─ DATETIME ─ date ─┬─────────┬──────────────────────────────────────►◄

                     └─ ,time ─┘

•   date 
(Required) Specifies the format that is used by the SQL DATE function.

 Parameter Value  Date Format 
EUR dd.mm.yyyy
ISO yyyy-mm-dd
JIS yyyy-mm-dd
USA mm/dd/yyyy

Valid Entries:

EUR, ISO, JIS, or USA

•  Default Value:
(No default if you code this statement. However, if you do not specify this option, ISO is the default for date and time.)

  ,time  
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 (Optional) Specifies the format that is used by the SQL TIME function.

 Parameter Value  Time Format 
EUR hh.mm.ss
ISO hh.mm.ss
JIS hh:mm:ss
USA hh:mm AM or

hh:mm PM

Valid Entries:

EUR, ISO, JIS, or USA

•  Default Value:
ISO

DICTIONARY

 (Required) Specifies the database ID of the DATA-DICT database and the database ID of the Data Definition Directory
(DDD) database for the primary . The primary  is the  that is used to process SQL statements and used by other CA
products, such as ,  STAR, and .

►►─ DICTIONARY ─ datadict-dbid,ddd-dbid ──────────────────────────────►◄

•   datadict-dbid 
(Required) The DATACOM-ID of the DATA-DICT database. We recommend 2 as the ID.
–  Valid Entries:

DATACOM-ID of the database
–  Default Value:

(No default)
•   ,ddd-dbid 

(Required) The DATACOM-ID of the Data Definition Directory (DDD) database. We recommend 15 as the ID.
–  Valid Entries:

DATACOM-ID of the database
–  Default Value:

(No default)

DORESTART

 Not allowed, deprecated. This MUF startup option was to protect databases should the MUF fail and be restarted. If
the restart process for a database discovered that the database was not open for update by any task, or that it was
open for update by something other than this MUF (for example by a DBUTLTY function), it was unclear what restart
action is needed. The MUF startup option DORESTART was used to provide clarity in this situation and to indicate that
the database should be processed by restart. If the database is not open by any task, the restart process opened the
database for this MUF. If the database is opened by another process, this MUF restart fails. DORESTART has been
deprecated in favor of option DORESTART_TODAY.

If the DORESTART cannot acquire control of the database, it issues the following message: 

 DB13115E - RESTART, BASE n DORESTART, OPEN UPDATE BUT NOT MUF  

A DORESTART statement for a database not currently open by the MUF causes no actions other than the DB13115E
message.
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The previous syntax was:

►►─ DORESTART ─┬─ ALL ─────────────┬──────────────────────────────────►◄

               ├─ dbid ────────────┤

               │ ┌─ , ────┐        │

               ├─▼─ dbid ─┴────────┤

               │ ┌─ , ───────────┐ │

               └─▼─ dbid1-dbidn ─┴─┘

DORESTART_TODAY

(Optional) The DORESTART_TODAY MUF startup option allows for a MUF restart that failed for a database (or set of
databases) for an error such as 08 index full or 07 data area full. Should either occur, the MUF will not enable. The users
action is to manually use DBUTLTY to RESET AREA=CXX for the databases and EXTEND them to allow more space.
Then the MUF can be restarted with a DORESTART_TODAY option to cause the restart even though the RESET has
occurred. This option replaces option DORESTART that is deprecated.

The date is provided as an 8-digit date in the form of CCYYMMDD such as 20180925. It is followed by a single dbid or
range of dbids with a dash between two ascending numbers.  A list of additional single dbids or range of dbids is optional.

                               ┌─ , ─────────────────┐        

►►─ NORESTART_TODAY CCYYMMDD ──▼──┬─ dbid ────────┬──┴────────────────►◄

                                  └─ dbid1-dbidn ─┘

Requirement

The option is required to be used one date only and then removed. Remove the option immediately after submitting the
MUF needed with the option.

Prevent data corruption 

The DORESTART_TODAY option provides protection from misuse that would cause data corruption by not performing a
restart when needed. 

• If the option is provided with a date that is not current the statement is rejected with a ‘C’ level error in message
DB01930C and the MUF does not enable. 

• If the option is provided with a date that is current, the option is accepted and the restart for the bases is done.
However, a ‘C’ level message DB01931C occurs to warn the option was used and that it must be removed from the
SYSIN or following MUF executions on later dates fail to enable. 

• If the MUF is starting with option DORESTART, that option has been deprecated. You receive the DB01932C error
message referring you to see DORESTART_TODAY.

Specify DORESTART_TODAY CCYYMMDD using the format: 

•  CCYYMMDD
The CCYYMMDD must be the current century, year, month, and day (for example, 20180918).  

•   dbid   
You can specify a single database, a group of databases, or a range of databases as follows:
– Specify one valid dbid (database ID) for a single database.  
– Specify a group of databases with each dbid or range of dbids in the group separated from the others by a comma. 
– Specify a range of databases where the low-end dbid of the range is separated from the high-end dbid by a hyphen.

The same database ID is mutually exclusive in a single execution of the Multi-User Facility (MUF) between the MUF
startup options NORESTART_TODAY and DORESTART_TODAY. This is true whether the DBID is specified individually
or within a range.
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The following is an example showing NORESTART_TODAY and DORESTART_TODAY used correctly presuming that the
date is current . 

NORESTART_TODAY 20181024,10

DORESTART_TODAY 20181024,400

The following is an example of using NORESTART_TODAY and DORESTART_TODAY incorrectly, causing you to receive
error message DB01917E - INVALID MIX OF OPTIONS.  

NORESTART_TODAY 20171024,3

DORESTART_TODAY 20101024,1-5

 Valid Entries:
A single dbid, a range of dbids, a list of any combination of single dbid and range of dbids.

 Default Value:
(No default)

DUMP_OUTPUT

(Optional) (z/OS only) This option can be specified during the Multi-User Facility startup to control the type of dump output
produced during an abnormal MUF termination.

►►─ DUMP_OUTPUT ─┬─ SVC ◄ ────┬──────────────────────────►◄

                 └─ SYSUDUMP ─┘

• SVC or SYSUDUMP
We recommend that you code SVC (or allow the default of SVC) for this option, causing the MUF to produce a SVC
dump instead of a SYSUDUMP. SVC dumps are quicker to produce than a SYSUDUMP, allowing MUF termination to
run more quickly in those cases where a dump is produced. If for any reason the SVC dump is unsuccessful, a SNAP
dump to SNAPER is produced.
If SVC is coded, the SYSUDUMP still provides documentation if a failure occurs before  can initialize and establish a
recovery routine. Once the recovery routine is established, the SYSUDUMP DD statement is dynamically deallocated.
Should an error then occur, the recovery routine dynamically requests an SVC dump. If  should become unable to
handle a failure, the SYSUDUMP DD statement is reallocated. Delaying the dump allows  to preserve the necessary
resources then automatically cause any Shadow MUF to begin execution without operator intervention.
You must specify DUMP_OUTPUT as SVC (or allow the SVC default) if:
– SRB is specified for the MUF startup option SMPTASK.
– 64 bit IXX buffer memory is specified for the MUF startup option SYSPOOL.
– 64 bit data buffer memory is specified for the MUF startup option DATAPOOL.
SVC dumps are read using IPCS (the IBM Interactive Problem Control System).
Specifying SYSUDUMP produces a SYSUDUMP when a dump is needed.
– Valid Entries:

SVC or SYSUDUMP
– Default Value:

SVC

DYNAMIC_EXTEND

The DYNAMIC_EXTEND console-like command is used for doing on-demand dynamic extends of DASD data sets and
VIRTUAL areas while they are open and the MUF is being used.
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NOTE
We recommend that you anticipate needed extends and request them during off-hours instead of during a peak
processing time in the MUF. Also, try to override the following three current choices for dynamic extend:

On-demand dynamic extends supported by the DYNAMIC_EXTEND console-like command provide maximum flexibility.
As a console-like command, DYNAMIC_EXTEND can be issued in the following ways:

• Using the DBUTLTY COMM function with OPTION=CONSOLE
• Issuing it as a true console command
• Using any SQL tool that can insert a record (including non-mainframe)

On-demand dynamic extends execute in the MUF address space. The MUF address space must therefore be enabled,
and a task area must be available. An on-demand dynamic extend can occur with any other normal MUF processing, for
example a user application, processing the area being extended.
The following syntax is for the DYNAMIC_EXTEND console-like command:

►►─ DYNAMIC_EXTEND ─ dbid,area,number,type ────────────►◄

      

dbid

The dbid must be a number from 0 -- 5000. Use of zero is a special case where the CXX or LXX can be requested to be
dynamically extended.

• Valid Entries:
0 -- 5000

• Default Value:
(No default)

• area
The area must be the three character name of an existing data area, index area, or CXX/LXX. If the area is not the
CXX/LXX, the first table in the database for an index area or the first table in the data area is selected and must
successfully open for the extend to occur.

• Valid Entries:
The three character name of an existing data area, index area, or CXX/LXX.

• Default Value:
(No default)

• number
For DASD data sets, the number is a number of 5 digits or less (0 -- 65535) as the quantity of the extend. If the area
is CXX/LXX, the number cannot be zero. If not CXX/LXX, the use of a number greater than zero is an override of the
number currently residing in the CXX for the normal dynamic extend. If zero, no override of the CXX dynamic extend
size is requested, and that number is the one used. If, however, that number is also zero, the default becomes the
secondary, as defined to the operating system and where a zero is invalid.
Note: A number set as not zero here, when not using  for the normal dynamic extend value, will remain in memory and
also be used for any dynamic extend until the area is closed and reopened, at which time the JCL secondary value is
used again.
For VIRTUAL database areas, the size requested using the number,type values are computed and, if larger than 2G
(2147483648), are rounded down to 2G.

• Valid Entries:
A number of 5 digits or less from 0 -- 65535

• Default Value:
(No default)

• type
The type is either TRK or CYL to specify what the greater than 0 number represents. If the number is zero, the type
must be an asterisk (*), because the type is paired with the number in the CXX dynamic extend attributes.  must
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always convert the number to the format supported by the operating system for this data set. The number is converted
(with rounding as needed) to the units defined when the data set was allocated (TRK/CYL/BLOCKS). If the number is
not being overridden, the area must have been defined in a way that allows secondary allocations.

• Valid Entries:
TRK, CYL, or * (an asterisk)

• Default Value:
(No default)

The execution drives the same messages used for dynamic extend as are driven by additions to the data or index.

For details about this console command, see DYNAMIC_EXTEND_MESSAGES.

Following are four examples of dynamic extend statements:

DYNAMIC_EXTEND 197,IXX,1,CYL

DYNAMIC_EXTEND 297,A01,5,TRK

DYNAMIC_EXTEND 0,CXX,2,CYL

DYNAMIC_EXTEND 2,DD1,0,*

There are a number of both specific and implied restrictions to using DYNAMIC_EXTEND. Following are specific rules for
using DYNAMIC_EXTEND:

• The area and database cannot be defined as ACCESS OFF or ACCESS READ or ACCESS UTLTY.
• The area cannot be the index of the Compound Boolean Selection (CBS) temporary database.
• The database must have been defined or defaulted in the MUF startup with ACCESS OPTIMIZE.
• DASD data sets have restrictions of 16 extents per volume and 59 volumes.
• VIRTUAL databases are memory only and have no limitations on number of extends other than running out of memory.

Note: 64-bit memory is used if allowed and available. If requirement is not satisfied with 64-bit memory then it will be
satisfied with Data Space memory provided it is available.

The many implied rules for using DYNAMIC_EXTEND include the following:

• Using a zero for number requires that the data set has been defined with a secondary allocation or has a user-provided
DD statement with a secondary allocation.

• Every Index Area (IXX) in the database must have been initialized.
• The data area to be extended must have been initialized and loaded. If not open, the data area must have no

roadblocks to being opened. There are many open errors possible.
• The table selected must be open or have no roadblocks to being opened. There are many open errors possible.

Considerations for extending the log area LXX

The process of extending the Log Area (LXX) is similar to that of Directory (CXX). The LXX, however, uses a wrap-around
data set. Therefore, the additional space gained from the LXX extension can only be incorporated into the log and become
a useable part of the log when the log is at its "wrap point," that is, at the end of the data set from which it "wraps" to the
front. Interactions related to LXX maintenance and the spilling of the LXX make the log available for extension only at
either the next wrap point or at the end of the next two wraps.

Full implementation of an LXX extension is complex. Message DB00319 gives specific feedback on the progress of the
LXX extension. For more information, see Messages. Following is a summary of the information provided by message
DB00319:

DB00319I - LXX DYNAMIC EXTEND -  text

The text can be one of the following:.

DELAY UNTIL WRAP POINT

Documents that a dynamic extend was done but not integrated into the log area LXX yet.
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Note: If a MUF terminates after extend and before integrated, the completion occurs in the following MUF or MUFs at the
proper time. Integration must wait until a wrap point.

• DELAY NEXT, FIRST WRAP
Documents that MUF was started with an uncompleted log area extend. Delay occurs until the next wrap point.

• DELAY NEXT, LBSN BUSY
Documents that a wrap point occurred. However, the environment in terms of the Log Block Sequence Number is busy
and the integration cannot occur at this wrap. It is attempted at the next wrap.

• REJECT BECAUSE PREVIOUS
Documents that a dynamic extend for the log area LXX was requested but is rejected because a previous dynamic
extend has not been completed. After completion, another dynamic extend can be done.

• REJECT BECAUSE HAS SHADOW
Documents that a dynamic extend for the log area was requested but is rejected because the MUF has a Shadow
MUF. Dynamic extend for a log area requires the Shadow MUF to be set to EOJ and be down during the extend. When
the actual extend completes (and before the integration and completion) the Shadow can be restarted.

• REJECT BECAUSE MUFPLEX2+
Documents that a dynamic extend is rejected because there are two or more MUFs in a MUFPLEX enabled which is a
time the LXX might not be extended. All enabled MUFs over one must be ended before the LXX can be extended.

• REJECT BECAUSE FIXED BLK
Documents that a dynamic extend is rejected because the log is not set in the variable format. The dynamic extend
ability is for variable log areas only.

• COMPLETED
Documents the additional space added to the log area LXX has been fully incorporated into the log and fully functional.

DYNAMIC_EXTEND_FLEX

Currently, a MUF honors the extend size during DYNAMIC_EXTEND when an area is full trying to add or update a row.
 The DYNAMIC_EXTEND_FLEX command allows the database administrator (DBA) to indicate that if a dynamic extend
occurs within a short time from a previous extend, the new extend would optionally increase the number of track/cylinders
set with no outage.

The goal of this command is to second guess the secondary extent size for the following reasons:

• If extends are happening frequently
• If there is likely to be an outage of the ability to add rows to an area that extends to the maximum of 16 extents per

volume on the number of volumes defined.

When the secondary was established it was likely set as small as possible based on expected additions, but this is not
always known.

This feature activates when a data or index area fills because of adding rows to a table; or updating rows requiring
physical movement. This includes supporting MUF command ONLINE_TABLE_MOVE and the 24x7 method of
changing a block size. DYNAMIC_EXTEND_FLEX does not activate for other cases including DBUTLTY functions INIT,
EXTEND, or LOAD. Also, DYNAMIC_EXTEND_FLEX does not activate for extends done in support of MUF commands
DYNAMIC_EXTEND or ONLINE_AREA_MOVE getting to equal size.  

The definition of a ‘short time’ could be a number of hours such as 1, 4, 8, or 24. You can also set the value as 0 to
disable the feature.  The maximum number of hours is 168 (a week). This definition can be set as a MUF startup option to
take effect during the enable and also changed while the MUF is enabled.

When an area is full, the extend size is controlled by the Datadictionary definition. Attribute DYN-EXT-TRACKS, not
zero, provides the specific number of tracks or cylinders to extend and the JCL secondary is not to be used. Or, DYN-
EXT-TRACKS can provide zero to indicate that the JCL secondary allocation is to be used. Even though Datadictionary
can be set as a number of tracks or cylinders, the actual extend size is always in the units used when the data set was
allocated. The JCL allows CYL with number of cylinders, TRK with number of tracks, or block size with number of blocks.
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The Datadictionary provided number other than zero is converted to the required JCL equivalent number such that 30
tracks may be converted to 2 cylinders or the opposite of 2 cylinders converted to 30 tracks. Every data area has its own
DYN-EXT-TRACKS setting. The index has one setting for the IXX shared with every index partition (Inn) area. 

NOTE

Important:

• This action is within a specific MUF execution and is not remembered over a MUF recycle.
• It is not passed between MUFPLEX MUF executions. If two are executing, each MUF has its own time.
• It is not passed between an executing MUF and its Shadow.
• The EOJ of a MUF loses the history of the date-time of the last extend.
• A FLEX extend is not considered the first extend after an area is opened.
• A FLEX extend is not considered the next extend after a B37 occurred (with or without) option

DYNAMIC_EXTEND_RETRY in use,

DYNAMIC_EXTEND_FLEX addresses that if the extend is very small, up to 1 cylinder (15 tracks), a first multiplier can be
set. Different multipliers can be set for a total of five different sizes.

The size value multiplier always uses the size of the secondary extent that is defined in the JCL or in Datadictionary. Total
size of the data set is not used as part of DYNAMIC_EXTEND_FLEX.

This is the extend size and not the area existing size and can be one of the following:

• very small, up to 1 cylinder (15 tracks) and continuing with
• small, 2-100 cylinders (16-1500 tracks)
• medium, 101-1000 cylinders,
• large 1001-10000 cylinders, and
• very large over 10000 cylinders

The multiplier is set as a percentage of the user set extend size. The option is set as values 100 through 1000. For
example, setting the percentage at:

• 100 (%) means that this size is not to have a larger value but the same; FLEX is disabled for this size.
• 150 (%) means that the size is to be the previous successful extend size plus half that size 
•  200 (%) to be double the previous size 
• 1000 (%) to request this extend be ten times the original size

The command is:

DYNAMIC_EXTEND_FLEX hours,very-small,small,medium,large,very-large

An example might be: DYNAMIC_EXTEND_FLEX 24,1000,500,200,150,101

• Hours 0-168 where 0 turns off the feature and is the MUF default. 1 indicates one hour or less; 2 indicates two hours
to one hour plus 1 second; and so on

• The values replacing the very-small through very-large are the percentage of the user specified size. However, if done
successfully in the past time period, that size is used. For example, 
– 1000 is ten times the planned extend size 
– 500 is five times the planned extend size  
– 200 is double the planned extend size 
– 150 is one and a half times times the planned extend size  
– 101 is the current size plus one percent of current size

Messages

DB01707W is generated when the FLEX part does something different.  For example:

DB01707W – DYNAMIC_EXTEND_FLEX SUCCESSFUL 897 C01 C01897 500% TRK +450
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The message provides the:

• DBID of the base 
• Area name 
• DDNAME 
• Units of TRK or CYL, and the additional number being added to the Datadictionary or JCL number that would have

been used without FLEX being applied.

NOTE

The multiplier applies only to the number used in the planned extend.

 

 

 

DYNAMIC_EXTEND_MSGS

 (Optional) This MUF startup option can be issued as a console-like command at MUF startup or at any later time.

Use DYNAMIC_EXTEND_MSGS to select whether numbers reported in the dynamic extend messages DB01705I and
DB01706I are to be rounded to cylinders when possible or reported in tracks.

NOTE
 Any counts that are not in full cylinders are always given in tracks.

►►─ DYNAMIC_EXTEND_MSGS ─┬─ TRK ─┬────────────────────────────────────►◄

                         └─ CYL ─┘

•  TRK or CYL
For the MUF, the default is TRK
The DBUTLTY default can be overridden using the following: SET OPTION1=DYNAMIC_EXTEND_MSGS TRK/CYL.
For details about the messages, see Messages. For a sample of messages from TRK and CYL and driven by file full
and console DYNAMIC_EXTEND, see the following xamples.
–  Valid Entries:

TRK or CYL
–  Default Value:

Defaults are as in the descriptions just given.

The following are samples of messages from TRK and CYL, driven by file full and console DYNAMIC_EXTEND:

DB01705I - DYNAMIC EXTEND START A01997 TRK 3 DCMDEV.DB.MUF0.A01997

DB01706I - DYNAMIC EXTEND END A01997 TRK 4 WRKD17 VOL 1 VOLS 12 EXT 3 TRK +1

DB01311I - DYNAMIC_EXTEND 997,IXX,1,CYL

DB01335I - CONSOLE SCHEDULED - DYNAMIC_EXTEND 997,IXX,1,CYL

DB01705I - DYNAMIC EXTEND START IXX997 TRK 5 DCMDEV.DB.MUF0.IXX997

DB01706I - DYNAMIC EXTEND END IXX997 TRK 20 WRKD23 VOL 1 VOLS 12 EXT 5 TRK +15

DYNAMIC_EXTEND_RETRY

Use DYNAMIC_EXTEND_RETRY if a dynamic extend is attempted because a file is full and fails with a B37. 
DYNAMIC_EXTEND_RETRY allows a default to retry with a smaller extend value. This presumes that the B37 did not
occur because the last available volumes already have 16 extents.
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This retry activates only if a data area or index area becomes full by adding records or index values. It does not activate
for other reasons including:

• DBUTLTY EXTEND 
• DBUTLTY INIT 
• DBUTLTY PREINIT 
• MUF command DYNAMIC_EXTEND 
• MUF command ONLINE_AREA_MOVE when the new data set is sized smaller than the old data set 
• MUF command ONLINE_AREA_RELEASE

A B37 that resulted in a full area subject to the DYNAMIC_EXTEND_FLEX option (where more space is requested than
the original size) is handled as a special case.. Because the extend size was more than the original for this area, a special
retry labeled as 'RETRY 0' is done for the original size. If this is not successful and gets a B37, then the normal retry
process as described below occurs.

A retry activates after a B37 with the option set that retries up to three times to get smaller allocations. Each retry always
starts with the original secondary allocation when using JCL for sizing extend values or that provided by Datadictionary if
it is used for sizing extend values. From this start, one of the 3 percentages are applied based on it being the first, second,
or third retry. Whether successful or not, these smaller allocation retries are not saved and tracked relative to ensuring that
the next requirement to dynamically extend an area will use the original value.  

NOTE

This is helpful if the last volume is fragmented.

DYNAMIC_EXTEND_RETRY allows three retries with a smaller extend number. The size that caused the B37 is clearly
too large for the current DASD availability. The command requires three values with each having a number from 1 to 99
and descends from larger to smaller. Each retry is a percent of the original failed size for this dynamic extend. One idea is
to set the values at 75,50,25 or another is 90,80,70. Be aware that the retries quit after three tries. All three percentages
are of the same starting attempted value. For example, if an extend has been set to 1000 (tracks/cylinders) that gets a
B37. If the option is set as 75,50,25, then a first retry is for 750 (tracks/cylinders). If this is successful, then the extend
continues with this space. If this also gets a B37, then 500 is tried and if that also gets a B37, then finally 250 is tried.

NOTE

 The units of tracks versus cylinders is based on how the data set was allocated. MUF must adjust/round in this
allocation.

This command is for all areas as a simple global option.

NOTE

• You can use ONLINE_AREA_MOVE to get the size right after the event occurs with a new set of extents or if
there is a fail because of the number of extents.

• The MUF command AREA_EXTENT_TRACKING can notify you of the number of remaining extents running
out.

Following is the syntax for the DYNAMIC_EXTEND-RETRY console-like command:

►►─ DYNAMIC_EXTEND_RETRY ─ first-retry,second-retry,third-retry ─────────────►◄

first-retry

Must be a number 1-99 as a percentage of the size requested. 

second-retry

Must also be a number 1-99 but smaller than the first-retry.

third-retry
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Must be a number 1-99 but smaller than the second-retry.

•  Valid Entries:
1-99 for each retry but numbers may not be ascending.

•  Default Value:
No default if the command is entered. However, if the command is not provided at MUF startup, the default is
'80,60,40'.

ECHO

(Optional) Specifies whether to stop or turn on the console messages for future statements. If you do not specify this
option, console messages are displayed.

For proper assistance from Support, we recommend that you keep the console messages and provide the system log with
any Multi-User Facility failures.

Formerly, message DB01900I echoed back the input statement by printing it as output from the MUF and, if the ECHO
MUF startup option is specified as YES or ON, it is also displayed on the console. ECHO ON or YES started the printing
of future statements, and ECHO OFF or NO stopped the printing of future statements.

Input statements that are being flagged in error are printed as output from the MUF as in the prior release, but, now they
are also printed on the console no matter what value was specified for ECHO, allowing you to see a single error or a few
errors on the console more quickly than by searching the MUF output.

To make this change more useful, the optional helper message DB01909E appears both in MUF output and on the
console. Also, the specific error message appears in both places.

►►─ ECHO ─ entry ─────────────────────────────────────────────────────►◄

• entry
(Required) Specify to turn off console messages for future SYSIN startup option statements with NO or OFF or to turn
on the console for future statements with YES or ON.
– Valid Entries:

NO, OFF, ON, or YES
– Default Value:

(No default if you code this option. However, if you do not specify this option, console messages are displayed.)

EXCTLNO

 (Optional) Specifies the maximum number of records over which a single task can hold simultaneous primary exclusive
control. If you do not specify this option, the default is zero, meaning there is no limit.

When using , specify at least 8. If you specify a value for EXCTLNO, that value is enforced for all row locking.

►►─ EXCTLNO ─ number ─────────────────────────────────────────────────►◄

•   number 
(Required) Specify a 1- to 4-digit integer value with 0 meaning that there is no limit, except to run out of memory.
You can use the EXCTLNO n console command to change the value of this MUF startup option.
–  Valid Entries:

0 to 9999 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
–  Default Value:

(No default if you code this option. However, if you do not specify this option, the default is 0.)
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FLEXPOOL

 (Optional) Specifies the number of buffers of each class to be built upon the Multi-User Facility startup as part of a flexible
pool of IXX, DXX, and two sets of data buffers. If the option is omitted or specified as zero, no flexible buffers are built. If
you do not specify the second data buffer pool in the DATAPOOL option, no second set of data buffers are allowed to be
added later with FLEXPOOL.

If numbers are provided, that many buffers are built in that class. These buffers are exactly the same as all the normal
buffers of the same type as specified in the DATAPOOL or SYSPOOL MUF startup options except a small memory
overhead to allow their dynamic deletion. There is no performance or other visible differences.

The flexible part is that, with the DBUTLTY FLEXPOOL function, these buffers can be removed from the system (normal
buffers cannot). Therefore, for example, you can start the Multi-User Facility with 500 data buffers and reduce that
number with the DBUTLTY FLEXPOOL function. You can also use the DBUTLTY FLEXPOOL function to add flexible pool
buffers up to the maximum combined total for the MUF startup option and the DBUTLTY function (and the DATAPOOL or
SYSPOOL buffers) of 99999 for each class.

For a normal production system that is not being heavily tuned, we recommend a FLEXPOOL value not more than a
quarter (25 percent) of the desired buffers for a class. If you plan no tuning, omit FLEXPOOL from the MUF startup
options.

NOTE
 The Multi-User Facility attempts to enable without all FLEXPOOL buffers if insufficient memory exists. If this
condition occurs, there may not be sufficient memory for required tables or to execute Multi-User Facility jobs.
You can specify 32767 to indicate the addition of as many as memory allows or the combined total (by class) of
99999.

►►─ FLEXPOOL ─ ixxno ─┬───────────────────────────────────────┬───────►◄

                      └─ ,dxxno ─┬──────────────────────────┬─┘

                                 └─ ,datano ─┬────────────┬─┘

                                             └─ ,data2no ─┘

•   ixxno 
(Required) Specify the number of flexible buffers for accessing high-level Index Area blocks. The combined
total ixxno values for FLEXPOOL and SYSPOOL options cannot exceed 99999.
–  Valid Entries:

0 to 32767 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
–  Default Value:

(No default)
•   ,dxxno 

(Optional) Specify the number of flexible buffers for accessing low-level index blocks. The combined total dxxno values
for FLEXPOOL and SYSPOOL options cannot exceed 99999.
–  Valid Entries:

0 to 32767 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
–  Default Value:

0
•   ,datano 

(Optional) Specify the total number of flexible data buffers. You must specify the above parameters before you can
specify this parameter.
The combined total of data buffers for DATAPOOL and FLEXPOOL options cannot exceed 99999.
–  Valid Entries:

0 to 32767 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
–  Default Value:
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0
•   ,data2no 

(Optional) Specify the total number of a second set of flexible data buffers. You must specify the above parameters
before you can specify this parameter.
The combined total of data buffers for DATAPOOL and FLEXPOOL options cannot exceed 99999.
–  Valid Entries:

0 to 32767 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
–  Default Value:

0

FORCE_ABEND_FULL_SNAPER

(Optional) (z/OS only) FORCE_ABEND_FULL_SNAPER can be specified as YES or NO. If
FORCE_ABEND_FULL_SNAPER is specified as YES, a MUF failure that allows  error handling to occur causes a full
SNAP of the address space to the SNAPER DD statement, in addition to what the Operating System does to SYSUDUMP
or any SVC dump taken. FORCE_ABEND_FULL_SNAPER was added in r12 because some user sites have default
settings for SYSUDUMP and SVC dumps that do not include all the memory needed to debug a  problem. Specifying YES
or ON indicates that you want output of both a SYSUDUMP and SNAPER of memory to occur if MUF fails because of a
system abend or program check.

►►─ FORCE_ABEND_FULL_SNAPER ─┬─ NO or OFF ◄ ─┬────────────────────────►◄

                             └─ YES or ON ───┘

• YES/ON or NO/OFF
If you specify this option as YES or ON, if MUF fails because of a system abend or program check, after the ESTAE
performs cleanup there is output of both a SYSUDUMP and SNAPER of memory. This action can be helpful in solving
a problem that occurs in the ESTAE itself after a system abend.
Some sites set their operating system options to truncate SYSUDUMP information. It is rarely possible to
find and correct an error when a truncated SYSUDUMP is all the information that is available. Specifying
FORCE_ABEND_FULL_SNAPER as YES or ON helps Support find and correct errors by obtaining a full address
space dump to the SNAPER DD statement.
You can use the FORCE_ABEND_FULL_SNAPER x console command to change the value of this MUF startup
option, where x can be YES or ON, or NO or OFF.
– Valid Entries:

YES or ON, or NO or OFF
– Default Value:

NO or OFF

HISTORY

(z/OS only) (Optional) Specifying the HISTORY MUF startup option indicates that you want run-time information collected
in the history database.

The history database provides a general purpose repository which  populates with useful historic information. This
information can be used to expand your ability to support and control the  environment. You can retrieve this historical
data using any tool that can access a  table. For more information on the history database, see Creating and Maintaining
the History Database.

►►─ HISTORY ─ dbid ───────────────────────────────────────────────────►◄

• dbid
Specifies the DBID of the history database. The history database usually resides in DBID 1007.
– Valid Entries:
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the DBID of the history database
– Default Value:

(No default)

HISTORY_END_HOUR

(z/OS only) (Optional) With regard to the end-of-day spilling of statistics to the history database table, this MUF startup
option can be used to specify when you want the day to end, that is, when you want the end-of-day spilling to occur.
Normally, the end-of-day spilling occurs at 24:00:00.

The end-of-day spill process of Area Daily Statistics (ADS) rows also generates a COMM STATS command to update
available CXX “in memory” statistics information to the CXX data set.

►►─ HISTORY_END_HOUR ─ hour ──────────────────────────────────────────►◄

• hour
You can set a value of 00 through 24, that is, 00, 01, 02, and so on, as the hour at which you want your day to end with
regard to spilling statistics to the history database. History rows created after this time (due to a CLOSE or a COMM
STATS request) reflect the date of the following day.
– Valid Entries:

00 through 24 (in one hour increments)
– Default Value:

24

HISTORY_EVENT_TABLE

 (z/OS only) (Optional) Setting the HISTORY_EVENT_TABLE option with YES during MUF enable (only) activates MUF
use of the Event table within the HISTORY database. The MUF startup option HISTORY must have also been set. The
Event History table is described in detail in the Event History section of Creating and Maintaining the History Database.

Completion of each of the Events subject to being recorded in the Event History table opens the table. If the open is
not successful such as the table has not been defined, initialized, or loaded, the open notes the error and is ignored.
Otherwise, a new row is added to the EVT table in the EVT area if:

• room for another row is available, or 
• the oldest event is deleted to make room for the new event

Once MUF is enabled, this option cannot be set to YES or NO.

The data in the Event History table is available for all types of access for query or reporting. The SQL tool DBSQLPR is a
good choice. A DBUTLTY function REPORT with TYPE=EVENT is available to report a limited number of fields and has a
limited set of selection keywords.

►►─ HISTORY_EVENT_TABLE ┬─ YES ─┬────────────────────────────────────────────►◄

                        └─ NO ──┘

•   Specify a value for the option 
You can set the option to be active with YES is inactive with NO
–  Valid Entries:

YES or NO
–  Default Value:

None (without the option being specified with the YES value, the event history table is not active)
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HISTORY_MUF_MESSAGES

(z/OS only) (Optional) Specifying the HISTORY_MUF_MESSAGES MUF startup option provides information about the
start and end of some MUF processing that is potentially long running or interest for Support. It is not intended for every
possible execution. Items that already have starting and ending messages are not included in this message. Currently
provided are the start and end of:

• A database catalog (DDUPDATE with 1000 CATALOG)
• DBUTLTY function OLREORG
• DBUTLTY function DEFRAG
• DBUTLTY function LOAD with MULTUSE=YES

In addition to the above, specifying the HISTORY_MUF_MESSAGES MUF startup option provides information about the
alter of the Directory CXX by the DDUPDATE program with the 1000 ALTER transaction. 

• A database 1000 ALTER
• An area 1000 ALTER
• A table 1000 ALTER
• A key 1000 ALTER

In addition to the above, specifying the HISTORY_MUF_MESSAGES MUF startup option provides information about the
alter of the Directory CXX by the DBUTLTY function CXXMAINT for the below specific list of changes. Note that it does
not include everything possible with CXXMAINT. 

• Including DSOP=
• Including DSN= 
• Including LOGGING=
• Including RESET_KEY_USES=

In addition to the above, specifying the HISTORY_MUF_MESSAGES MUF startup option provides an echo type message
providing what was entered for the OPTION2= value of a DBULTY function COMM OPTION=CONSOLE.

►►─ HISTORY_MUF_MESSAGES ┬ YES ─┬────────────────────────────────────►◄

                         └ NO ──┘

 Examples of messages to show the start and end of some MUF processing include:

• DB00623I - HISTORY_MUF_MESSAGES CATALOG BASE START 97
• DB00624I - HISTORY_MUF_MESSAGES CATALOG BASE END 97 MIN:SEC-0:0 IO-85
• DB00623I - HISTORY_MUF_MESSAGES OLREORG START 697 C01
• DB00624I - HISTORY_MUF_MESSAGES OLREORG END 697 C01 MIN:SEC-0:3 IO-1,534
• DB00623I - HISTORY_MUF_MESSAGES DEFRAG START 697
• DB00624I - HISTORY_MUF_MESSAGES DEFRAG END 697 MIN:SEC-0:0 IO-332
• DB00623I - HISTORY_MUF_MESSAGES LOAD START 997 A01
• DB00623I - HISTORY_MUF_MESSAGES LOAD END 997 A01 MIN:SEC-1:5 IO-9,342

Examples of messages to show alters of the Directory CXX by the DDUPDATE program include:

• DB00625I - CXX ALTER 997 DATABASE DBDVL 70367 JOB23647-2 CA32 DOEJOHN
• DB00625I - CXX ALTER 997 A01 AREA DBDVL 70367 JOB23647-2 CA32 DOEJOHN
• DB00625I - CXX ALTER 697 A01 BLKSIZE DBDVL 70364 JOB23645-1 CA32 DOEJOHN
• DB00625I - CXX ALTER 997 C01 TABLE DBDVL 70364 JOB23645-1 CA32 DOEJOHN
• DB00625I - CXX ALTER 997 F02 KEY USE DBDVL 70364 JOB23645-1 CA32 DOEJOHN
• DB00625I - CXX ALTER 997 F02 KEY SWAP DBDVL 70364 JOB23645-1 CA32 DOEJOHN
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Examples of messages to show alters of the Directory CXX by the DDUPDATE program include:

• DB00625I - CXX ALTER 997 A01 DSOP DBDVL 70370 JOB30540-1 CA32 DOEJOHN 
• DB00625I - CXX ALTER 997 A01 DSN DBDVL 70369 JOB23647-4 CA32 DOEJOHN
• DB00625I - CXX ALTER 997 T01 LOGGING DBDVL 70369 JOB23647-4 CA32 DOEJOHN 
• DB00625I - CXX ALTER 997 RESET_KEY_USES DBDVL 70369 JOB23647-4 CA32 DOEJOHN

Examples of messages to show the OPTION=2 value of a DBULTY function COMM OPTION=CONSOLE:

• DB00626I - HISTORY_MUF_MESSAGES COMM ONLINE_AREA_MOVE 3316,AR1,DELETE HCF4PREI 14024
JOB21205-3 DOEJOHN

• DB00626I - HISTORY_MUF_MESSAGES COMM ONLINE_AREA_MOVE 3318,IXX,DELETE JCF6PREI 14244
JOB21269-3 DOEJOHN

• DB00626I - HISTORY_MUF_MESSAGES COMM LOG_RECORD_FORMAT 1 QA#@CNSL 13061 JOB20696-1
DOEJOHN       

• DB00626I - HISTORY_MUF_MESSAGES COMM ONLINE_TABLE_MOVE 3310,AR1 B090TM24 20641 JOB21457-6
DOEJOHN

Examples of messages to show the successful completion of a DDL statement to Datacom/DB through the SQL API:

• DB00627I - HISTORY_MUF_MESSAGES DDL CREATE TABLE 16 NEW DBDVL 3441 JOB21796-1 CA32
XYNJO02  
DB00628I - HISTORY_MUF_MESSAGES DDL CREATE TABLE 16 NEW SYSUSR.NEW123     

• DB00627I - HISTORY_MUF_MESSAGES DDL DROP TABLE 16 NEW DBDVL 3441 JOB21796-1 CA32 XYNJO02    
DB00628I - HISTORY_MUF_MESSAGES DDL DROP TABLE 16 NEW SYSUSR.NEW123

IO_STYLE_NEWER

(Optional) This option can be specified during the Multi-User Facility startup or through the console. Setting it to YES
after startup has no affect using zHPF on areas already open. That decision is made during the data set open. Using new
Datacom and z/OS control blocks for the I/O to be a little more efficient does happen for all areas with the option set to
YES.

►►─ IO_STYLE_NEWER ──┬─ NO ◄─┬─────────────────────────────────────────────────►◄

                     └─ YES ─┘

• IO_S TYLE_NEWER NO/YES
Specifying YES for this startup option allows you to streamline DASD I/O to exploit newer hardware than standard
Datacom/DB functionality. It might decrease or increase CPU usage and it might increase or decrease elapsed time
per I/O. It should be seen as an improvement and better. The option causes less 24-bit memory to be used for I/O
control blocks.
Valid Entries: NO or YES
Default Value: NO.

IOTASK

(z/OS only) (Optional) Specifies the number of subtasks to be attached to  to perform asynchronous I/O functions. At
Multi-User Facility shutdown, the TCB Use Summary Information report (see the COMM EOJ function) indicates how
many I/Os occurred for each subtask that actually had I/Os while the Multi-User Facility was active. If you do not specify
this option, the default is zero.
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When deciding what to specify for this option, you must consider your own situation, because no number is an intrinsically
good value for IOTASK.

As a tuning option, two values can be provided. If only one is specified, it represents the maximum number of subtasks
that are built for this Multi-User Facility and also the number that are eligible for use. If two values are specified, the first
represents the maximum that this Multi-User Facility can support and the second represents the number that are eligible
for use at startup.

A console command exists to allow the eligible I/O tasks to vary from zero to the maximum defined during startup.
IOTASK_CURRENT n is the format of the console command.

When IOTASK is defined as zero or defaults to zero in the console command, all I/O required is started by the main task
or any executing SMPTASKs. For information, see SMPTASK.

NOTE
SMP mode is the complete solution to multiple processor support. Because it has a variable kick-in value, its
overhead is more in control than the limited and fulltime I/O task processing.

►►─ IOTASK ─ maximum(,current) ───────────────────────────────────────►◄

• maximum
(Required) Specify a 1- to 2-digit integer value.
– Valid Entries:

0 to 99
– Default Value:

(No default if you code this option. However, if you do not specify this option, the default is zero.
• (,current)

(Optional) Specify a 1- to 2-digit integer value that is equal to or less than the maximum.
– Valid Entries:

0 to 99
– Default Value:

(A value equal to maximum.)

LIMITED_INSTALL_MUF

 (Optional) A normal MUF execution automatically performs many actions for efficiency and ease of use, but
occasionally certain actions that can cause conflicts are unwanted. For example, in an upgrade to a new release, using
LIMITED_INSTALL_MUF can avoid conflicts and allow user actions that require a MUF to be enabled (though not ready
for production work). A further example, normal startup activities include MUF requiring and automatically opening the
temporary CBS index. If, however, the CXX was renamed (INIT CXXNAME=) while MUF was down, a conflict could be
caused if the CBS database is not VIRTUAL. LIMITED_INSTALL_MUF specified as YES could prevent that conflict by not
automatically opening the CBS temporary index.

With the option in place, an open not allowed gets a return code 94(167). This includes the RESTART process. Therefore,
do not specify this option after canceling the previous MUF.

►►─ LIMITED_INSTALL_MUF ─┬─ NO ◄ ─┬───────────────────────────────────►◄

                         └─ YES ──┘

•  LIMITED_INSTALL_MUF
If LIMITED_INSTALL_MUF is specified as YES to block options that can cause known conflicts, actions during MUF
startup that are different include the following:
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– The temporary CBS index is not automatically opened.
– All URT open requests fail with a return code 94(167), except all DBUTLTY functions are allowed and

the  databases are allowed.
– Message DB01919E - CONFLICT WITH LIMITED_INSTALL_MUF is received if any of the following options are

placed in MUF startup:
• ACCT
• ACCTPRM
• CBS
• CBS_DBID_TEMP
• CDCL
• HISTORY
• SQL_OPTION
• STAR
• SYSTEMDBID

–  Valid Entries:
YES, NO

–  Default Value:
NO

LOG_RECORD_ENCRYPT

 (Optional) This option may be specified during the Multi-User Facility startup or through the console.

►►─ LOG_RECORD_ENCRYPT ─ n ───────────────────────────────────────────►◄

•  LOG_RECORD_ENCRYPT
When set to NO (the default), this option allows data logged for tables that are subject to encryption to be written as
per the other options, trying to write the fewest bytes reasonable to provide maximum efficiency. With this choice, the
data is stored in the clear (not encrypted). We recommend this because it avoids encryption key processing of every
access to log records.
When set to YES, this option forces maintenance to encrypted tables to be written to the log in the full row encrypted
format, ignoring all other choices (except that this option is ignored if LOG_RECORD_FORMAT is not set to 1).For
encrypted tables this option overrides LOG_RECORD_USER_CMPRS NO and logs user compressed table
maintenance, that is also encrypted, as full compressed data, that is also encrypted. YES also requires every
DBUTLTY function needing the RXX (and user programs using READRXX) to run fully authorized. This is for every
open of the RXX and is not dependent on encrypted data on the RXX (just that it can be).

NOTE
 Also see LXX-Related MUF Startup Options.

LOG_RECORD_FORMAT

 (Optional) This option may be specified during the Multi-User Facility startup or through the console.

►►─ LOG_RECORD_FORMAT ─ n ───────────────────────────────────────────►◄

•  LOG_RECORD_FORMAT
LOG_RECORD_FORMAT can be specified as 0 (zero, the default) or 1 (one), which relates to FORMAT 0 and
FORMAT 1.
When you specify zero for the LOG_RECORD_FORMAT option or allow it to default to zero, log records are built the
same way they were built in releases prior to Version 14.0. We recommend that you specify zero or allow the default of
zero for reasons that include the following:
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– A value of zero is best until no risk exists of needing to fall back to Version 12.0 for the MUF (LXX).
– A value of zero is best until there is no risk that the Recovery File (RXX) might need to be read by Version 12.0

recovery or  Fast Restore.
– A value of zero is best until no user application nor purchased application exists that reads an RXX directly and

cannot tolerate a change in record format.
– A value of zero is best until no user application nor purchased application exists that reads an RXX with the

READRXX routine that cannot tolerate a change in record format. 
When you specify 1 (one) for the LOG_RECORD_FORMAT option, log records are built that are smaller in size,
thereby saving LXX space, I/O elapsed times, RXX space and spill/recovery/report times. Because log records with
FORMAT 1 are not understood by Version 12.0 restart, using log records in FORMAT 1 with Version 12.0 restart
generates a message about an invalid LXX and terminates. The restart therefore needs to occur using Version 14.0.
The same is true for recovery and the RXX report.
Specifying 1 for LOG_RECORD_FORMAT during MUF startup results in the following differences when compared to
specifying 0:

• This option specifically affects the before record (DELET/UPDAT), after Work Area (ADDIT/UPDAT), and element list.
The resulting log record is the smallest possible, decided at the time it is built, based upon the options set at that time
for the specific table definition and the maintenance command as issued.

• The before record with FORMAT 0 is the expanded record with the internal Record Control Element (RCE, currently 12
bytes). With FORMAT 1, it either stays in this format or is the compressed record with the RCE.

• The after Work Area with FORMAT 0 is the Work Area provided by the user. With FORMAT 1, it is the smaller of that
Work Area, the after record expanded, the after record compressed, or a delta of actual data changes.

• The element list with FORMAT 0 is the user-provided element list with 5 trailing blanks. With FORMAT 1, it is omitted if
the Work Area is the full record or is an internal format element list which is different in several ways as follows:
– Its entries are 4 bytes in a format of length and offset.
– Contiguous entries are combined (this is very common).
– No end of list is needed because the length of the list is already known.
LOG_RECORD_FORMAT can be set during MUF startup. If the option is set to 1 during startup, the LXX is started
without fallback and the option can therefore be changed during the execution of MUF using any of the console APIs to
either 0 or 1.

NOTE
 Also see LXX-Related MUF Startup Options.

LOG_RECORD_UPDAT_SIZE

 (Optional) This option may be specified during the Multi-User Facility startup or through the console.

►►─ LOG_RECORD_UPDATE_SIZE ─ n ───────────────────────────────────────►◄

•  LOG_RECORD_UPDATE_SIZE
When set to 0 (the default), this option has no effect.
If set to 5-50, it provides a segment size. Each segment of the UPDAT before record is compared to the after record.
Segments that are different are treated as an alternate Work Area and element list. If this alternate Work Area and
element are smaller than both the original Work Area with element list and the compressed record without an element
list (plus user compression information), it is logged instead. This option requires additional CPU cycles and might
be of most advantageous to users that remote mirror the LXX. Segment sizes of 8 or more reduce the overhead to
determine the size.
LOG_RECORD_UPDAT_SIZE can be set during MUF enable or later by using any of the console API's. However, it
has no effect without LOG_RECORD_FORMAT being set to 1.

NOTE
 Also see LXX-Related MUF Startup Options.
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LOG_RECORD_USER_CMPRS

 (Optional) This option may be specified during the Multi-User Facility startup or through the console.

►►─ LOG_RECORD_USER_CMPRS ─ n ────────────────────────────────────────►◄

•  LOG_RECORD_USER_CMPRS
When set to NO (the default), any tables with user compression are logged without the option of the compressed
before or after record. This is best if the user compression code is not available for the same length of time that the
RXX files are maintained. Without the expansion code, the RXX data is unusable. This is also true if the 8-byte user
compression field is not stable in its meaning over this same period. Specifying NO is ignored for encrypted tables that
also have user compression and the LOG_RECORD_ENCRYPT value set to YES.
When set to YES, any tables with user compression allow the option of having the compressed before or after record.
If the compressed before or after option is selected, 16 additional log record bytes are required to store the routine
name and routine data. The 16 bytes are part of the calculation to determine smallness.
LOG_RECORD_USER_CMPRS can be set during MUF enable or later by using any of the console API's. However, it
has no effect without LOG_RECORD_FORMAT being set to 1.

NOTE
 Also see LXX-Related MUF Startup Options.

LOG_ROLLBACK_MINUTES

 (Optional) This option may be specified during the Multi-User Facility startup or through the console.

►►─ LOG_ROLLBACK_MINUTES ─ n ─────────────────────────────────────────►◄

•   n 
Specifies the frequency of progress messages for long rollbacks or for rollbacks scheduled by a Multi-User
Facility (MUF) restart. For a definition of a long rollback, see the information about LOG_ROLLBACK_RECORDS
in LOG_ROLLBACK_RECORDS. The number specified (1 through 60) is the approximate number of minutes as
measured from the start of the transaction or receipt of a previous progress message. The message time check
occurs at the completion of one log record and before the start of the next. Following is the progress message for a
log rollback that was not scheduled by a MUF restart: DB00127I ROLLBACK C xxxxxxxx nnnnn xxxxxxxx L-n IO-n
identifier 
Following is the progress message for any log rollback that was scheduled by a MUF restart: DB01222I ROLLBACK C
xxxxxxxx nnnnn xxxxxxxx *-n IO-n identifier 
For more information about these messages, see Messages.

 Example of command 

LOG_ROLLBACK_MINUTES 5 

NOTE

 The BEST PRACTICE SUGGESTION is 5 through 60 and provides a DB01922W warning message if less than
5. If you want a low number, the warning can be disabled using BEST_PRACTICES_OFF_WARNING 27.

LOG_ROLLBACK_RECORDS

 (Optional) This option can be specified during the Multi-User Facility (MUF) startup or through the console.

►►─ LOG_ROLLBACK_RECORDS ─ n ─────────────────────────────────────────►◄

•   n 
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Specifies the number of log records for a transaction that designates it as a long rollback.
The default definition of a long transaction is 10,000 log records. That value may be changed, however, in
one of two ways. You can change the value during MUF startup by specifying a different value by using the
MUF startup option LOG_ROLLBACK_RECORDS. You can also change the value after MUF has started by
issuing a LOG_ROLLBACK_RECORDS command through the console. In either case, the valid values for
LOG_ROLLBACK_RECORDS is 1 through 1M.
A long transaction is expected to be rare. Messages associated with a long transaction are generated in addition to the
normal BACKOUT messages.
At the start of every rollback the following message is issued if the number of log records for the transaction is equal or
higher than the option value. DB00126I ROLLBACK S xxxxxxxx nnnnn xxxxxxxx L-n IO-n identifier 
A task that has been force check-pointed cannot be subject to rollback. All of the log records (spilled or not) count in
the definition of a long transaction. The end of a long rollback issues the following message: DB00128I - ROLLBACK
E xxxxxxxx nnnnn xxxxxxxx L-n IO-n identifier
The completion of a long rollback is not the same as the completion of the rollback. A long rollback completes
when all log records on the LXX that are not subject to SPILL have been processed. A continuation or progress
message, DB00127I, is described the message documentation. 

• The message is described in general terms in the information about LOG_ROLLBACK_MINUTES
in LOG_ROLLBACK_MINUTES.
–  Valid Entries:

1 through 1048576 (1M)
–  Default Value:

10000

LOG_WRAP_CLEAR

(Optional) This option can be specified during the Multi-User Facility (MUF) startup or through the console.

►►─ LOG_WRAP_CLEAR ┬─ YES ─┬────────────────────────────────────────────►◄

                   └─ NO ──┘                  

• YES
Clears the saved shortest time period for a log wrap when the next wrap occurs before the message of the shortest
time occurs.

• NO 
Specifies that a previously requested 'LOG_WRAP_CLEAR YES' that is still pending be canceled.

Each time the LXX area wraps from the end of the extent set back to the front, a DB00321 message is issued. This
message provides information about this wrap and the time difference between the last log record and the first log record.

The message is helpful in sizing the LXX data set so that it provides enough space to allow DBUTLTY SPILL functions at
reasonable frequency. Logging within a MUF is never done at a predictable flat rate. Therefore, seeing the time that the
currently sized LXX holds is most useful if it is the shortest time of all the wraps to date. To this end, the log area saves the
fastest time between wraps since the log area was initialized or cleared. Normally this should be allowed to take place.

However, it could be helpful should patterns change to calculate a new shortest time. This can be done with this
command. It might be useful also if the LXX area is dynamically extended.

LOGOPTION

 (Optional) This MUF startup option allows you to specify LOGOPTION YES or LOGOPTION NO to control the recording
of OPEN and CLOSE log records being added to the Log Area (LXX).
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►►─ LOGOPTION ─┬─ NO ◄ ─┬─────────────────────────────────────────────►◄

               └─ YES ──┘

•  NO or YES
(Required) During normal operation (LOGOPTION NO), OPEN and CLOSE log records are not written to the Log Area
for jobs that have done no maintenance. You can force the writing of these records with LOGOPTION YES. Thereafter,
during the first maintenance, an OPEN log record is added. A CLOSE log record is written for maintenance jobs that
end without a COMMIT or ROLLBACK, or if LOGOPTION YES was specified.
For maximum efficiency, it is best to not force OPEN and CLOSE log records with LOGOPTION YES.
–  Valid Entries:

NO or YES
–  Default Value:

NO

LOGPEND

 (Optional) LOGPEND specifies a maximum number of log tracks containing log records of requests with pending low-
level index (DXX) or data buffer writes. If you do not specify this option, the default is 5000. 

If you specify a value from 0 to 4999, the LOGPEND is set to 5000 as the minimum value allowed the starting MUF.

For proper MUF execution performance it is important that a good sized ‘pipeline’ of deferred writes be allowed to occur.
Values larger than 5000 up to the maximum of 32767 are recommended. Any need for a RESTART which now executes
using up to 250 task areas and multiple TCBs or SRBs ensures a quick reprocessing of what was in the pipeline of the
failed MUF. 

NOTE
For the special cases where you choose to terminate an enabled MUF by causing an S122 or S222, use the
WRITE_PENDS_LOG_STABLE command before termination. This minimizes the time for a following RESTART.

To selectively turn off Pipeline for a given job, specify the User Requirements table parameter WRITE=YES. However, this
is not recommended. To turn off the Pipeline feature for a given table, specify the CA Datacom Datadictionary attribute
PIPELINE-OPTION as NO. This is also not recommended.

At the point CA Datacom/DB fills one log track and starts another, MUF ensures the number of data and index buffers
remaining to be written is no more than the value LOGPEND specifies. Any above that number are forced to disk.

See Pipelining for further information. 

A low LOGPEND value increases the number of disk writes, and therefore decreases performance. A high LOGPEND
value decreases the number of writes, and therefore improves performance, but also increases the amount of work
required at restart. Time to restart may not increase, since restart processing has significant parallelism. You can use the
WRITEPEND WRITE IO field on the Statistics and Diagnostics Area (PXX) Report to assist you in tuning this option.

►►─ LOGPEND ─ number ─────────────────────────────────────────────────►◄

•   number 
(Required) Specify a 1- to 5-digit integer value.

NOTE
 If you specify a value for LOGPEND larger than one-half of the number of log tracks (excluding control
blocks), the value you specified is reduced to that lower value when the LXX is opened and its number of
tracks becomes known..

You can use the LOGPEND console command to change the value of this MUF startup option. The allowed values
are 0-32767. However, higher values are recommended when using this console-like command. The console-like
command also reduces any number specified to one-half of the number of log tracks. Numbers 1-4999 up to 5000 are
not rounded up but zero is altered to 32767.
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–  Valid Entries:
0 to 32767 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024).
Values 0-4999 are valid but are replaced by 5000.

–  Default Value:
(No default if you code this option. However, if you do not specify this option, the default is 5000.)

LOGPOOL

 (Optional) Specifies the number of log buffers to build and use for transaction backout. If you do not specify this option,
the default is 1.

Multiple buffers assist performance when multiple transaction backouts are simultaneously occurring. If you rarely have
multiple backouts running concurrently, one buffer is sufficient. Two buffers are helpful for users with many backouts.
Examine the LOGPOOL BUFFER WAITS value on the Statistics and Diagnostics Area Report to tune this parameter
(see ).

►►─ LOGPOOL ─ number ─────────────────────────────────────────────────►◄

•   number 
(Required) Specify a 1- or 2-digit integer value.
–  Valid Entries:

1 to 99
–  Default Value:

(No default if you code the LOGPOOL option. However, if you do not specify this option, the default is 1.)

LOGRCV

 (Optional) Specifies whether the Recovery File (RXX) is available to the Multi-User Facility. If you do not specify this
option, the default is an Inactive Recovery File.

NOTE
 We recommend that, if you are still using active recovery, you use inactive recovery instead. This
recommendation is made because we also recommend that you use a Shadow MUF (see Shadow MUF
Environment). A Shadow MUF does not support active recovery. Using inactive instead of active recovery
therefore does not restrict your use of a Shadow MUF.

NOTE
For more information on using recovery, see the RECOVERY function.

 (z/OS only) There is dual Recovery File (RXX) support for sites that use inactive recovery. This provides the ability
to create two copies of the RXX with one pass of the Log Area (LXX). To allow for a dual Recovery File, a dual RXX
parameter has been added to the LOGRCV MUF startup option.

►►─ LOGRCV ─┬─ NO ─┬────────────┬─┬───────────────────────────────────►◄

            │      └─ ,dualrxx ─┘ │

            ├─ YES ───────────────┤

            └─ NEVER ─────────────┘

•  NO/YES/NEVER
NO specifies inactive Recovery File. This is the recommended option.

NOTE
 When using inactive recovery (that is, NO specified for the MUF startup option LOGRCV) and checking for
spillable data based upon the LOGSPILL percentage,  presumes that the portion of the Log Area (LXX) that
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contains pipelined index and/or data need not be spilled when determining the number of blocks spillable.
This allows a spill option to reduce index/data I/O when preparing for a spill.

YES specifies active Recovery File. A dedicated tape drive is used for the Recovery File.

NOTE
 If you specify the MUF startup option LOGRCV as YES, you are not allowed to specify the MUFPLEX MUF
startup option.

NEVER specifies the Recovery File does not exist. NEVER is the value assigned to this parameter during installation.
You should carefully evaluate the impact of specifying this because, with a LOGRCV value of NEVER, recovery is not
possible and transaction backout can be compromised. Remember that this option affects all databases, including the
CA-required databases such as  and the DDD.
–  Valid Entries:

YES, NO, NEVER
–  Default Value:

(No default if you code the LOGRCV option. However, if you do not specify this option, the default is an Inactive
Recovery File.)

•   ,dualrxx 
(Optional) (z/OS only) Use the ,dualrxx parameter to specify if dual Recovery File (RXX) is wanted.
NO (the default) indicates dual RXX is not desired.
YES indicates dual RXX is desired. YES can only be coded for dual RXX if inactive recovery (specified with NO as the
first entry for LOGRCV) is chosen.
If dual RXX is specified in the LOGRCV MUF startup option, inactive recovery uses RXX1 and RXX2 as the
DDNAMEs.
–  Valid Entries:

YES, NO
–  Default Value:

NO

LOGRSYS

 (z/VSE only.) (Optional) Specifies the SYS number for the Recovery File (RXX). If you do not specify this option, any z/
VSE RXX uses SYS000.

►►─ LOGRSYS ─ number ─────────────────────────────────────────────────►◄

•   number 
(Required) Specify a 3-digit integer value.
–  Valid Entries:

000 to 255
–  Default Value:

(No default if you code the LOGRSYS option. However, if you do not specify this option, any z/VSE RXX uses
SYS000.)

LOGSPILL

 (Optional) Specifies the percentage full for the Log Area when certain actions take place or messages are generated. If
you do not specify this option, the defaults are console message at 75 percent full, checkpoint tasks at 100 percent full,
and spill of the Log Area attempted at 25 percent full.

The percentage discussed in the following descriptions is based on a Log Area of 103 blocks or larger. For a Log Area
less than 103 blocks,  removes the three control blocks from the percentage and internally rounds the user (or default)
percentage up to an even number of blocks.
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You can use the LOGSPILL_x n console commands to change the values of this MUF startup option, where x can be A,
B, C, D, or E.

►►─ LOGSPILL ─ a ─┬─────────────────────────────────┬─────────────────►◄

                  └─ ,b ─┬────────────────────────┬─┘

                         └─ ,c ─┬───────────────┬─┘

                                └─ ,d ─┬──────┬─┘

                                       └─ ,e ─┘

•   a 
 (Required) Specify a percentage full for the Log Area at which  starts issuing console messages stating that the Log
Area is becoming full. Once the percentage full specified is reached, the warning message is reissued whenever
the Log Area becomes another 5 percent full. From 90 percent to 99 percent, the message is issued in 1 percent
increments.

NOTE
 When using inactive recovery (that is, NO specified for the MUF startup option LOGRCV) and checking for
spillable data based upon the LOGSPILL percentage,  presumes that the portion of the Log Area (LXX) that
contains pipelined index and/or data need not be spilled when determining the number of blocks spillable.
This allows a spill option to reduce index/data I/O when preparing for a spill.

You can temporarily change the value of this parameter by issuing the console command LOGSPL2 n,
where n represents the value to which the parameter is changed. With active recovery, this value may not be lower
than the LOGSPL1 value (item ,c for this option). If it is specified as lower with active recovery, the console command
is rejected with an invalid syntax error.
For example, issuing the console command LOGSPL2 80 specifies 80 percent as the percentage at which to begin
issuing console messages. This new value remains in effect until Multi-User Facility terminates or until you issue
another LOGSPL2 console command. To establish the new value as your standard, change this option and restart the
Multi-User Facility.
The first message can occur at a higher percentage if the Log Area is fuller than this value when the Multi-User Facility
is enabled or after a spill.
–  Valid Entries:

1 to 99
–  Default Value:

(No default if you code the LOGSPILL option. However, if you do not specify this option, the defaults are console
message at 75 percent full, checkpoint tasks at 100 percent full, and spill of the Log Area attempted at 25 percent
full.)

•   ,b 
(Optional) Use a nonzero value to specify that the Multi-User Facility forces checkpoint tasks before the Log Area
becomes 100 percent full. The value specified is the percentage full at which the Multi-User Facility force checkpoints
any tasks preventing a spill and issue a message for each task checkpointed.
Specifying 0 causes  to force checkpoint tasks only when the Log Area is 100 percent full.
–  Valid Entries:

0 to 100
–  Default Value:

100
•   ,c 

(Optional) Specify how full (in percentage terms) the Log Area becomes before a spill to the Recovery File (RXX) is
attempted.  ignores this parameter unless LOGRCV YES is specified. The value for this parameter must be less than
or equal to the value for the first parameter, a. You must specify the above parameters before you can specify this
parameter.
You can temporarily change the value of this parameter by issuing the console command LOGSPL1 n, where n
represents the value to which the parameter is changed. For example, issuing the console command LOGSPL1
42 makes the log spill 42 percent. This new value remains in effect until the Multi-User Facility terminates or until
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you issue another LOGSPL1 console command. To permanently change the parameter, change the parameter's
specification in the MUF startup options and restart the Multi-User Facility.
–  Valid Entries:

1 -- 
–  Default Value:

25
•   ,d 

(Optional) You can use this option to specify the percentage of the log being full where the last request for a
transaction is moved to the Force Area (FXX) (see ). It removes the block from the scan required during restart and
also from the blocks not spillable. This parameter is provided to help prevent long restart processing to scan the Log
Area (LXX).
–  Valid Entries:

1 -- (If you specify a percentage for option ,d, it cannot be more than the value you specified for option ,b.)
–  Default Value:

30 or the value of option ,b (whichever is less)

NOTE
 The default value of option ,d cannot be greater than the value of option ,b. If the value of option ,b has
been specified as less than the 30 percent value of this default, this default is changed to be the value of
option ,b.

•   ,e 
(Optional) This is the percentage of the log being full where an active request is moved to the Force Area (see ). It
removes the block from the redo process required during restart and also from the blocks not spillable. This parameter
is provided to help prevent long restart processing to redo the pipeline.
–  Valid Entries:

1 -- (If you specify a percentage for option ,e, it cannot be more than the value you specified for option ,b.)
–  Default Value:

20 percent or the value of option ,b (whichever is less)

LUW_STATEMENT_LIMIT

 (Optional) By limiting the number of SQL statements allowed to be active in a single logical-unit-of-work (LUW), this MUF
startup option can prevent individual tasks from using more system memory than is desirable relative to other tasks.

►►─ LUW_STATEMENT_LIMIT ─ n ──────────────────────────────────────────►◄

•   n 
LUW_STATEMENT_LIMIT n specifies the maximum number n of SQL statements allowed to be active at any given
time for a single logical-unit-of-work (LUW). After an LUW reaches the specified limit, attempts to prepare or execute
additional statements are rejected with a -323 SQLCODE.
Specifying a zero (0) identifies that there is no limit to the number of statements that are allowed in a single LUW. The
maximum specification is ten-thousand (10,000).
–  Valid Entries:

0 to 10000
–  Default Value:

0

MAXELRQ

 (Optional) Specifies the maximum number of elements that can be accessed per request to . If you do not specify this
option, the default is 255.
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If using the Accounting Facility, include the maximum number of special Accounting elements used in an Accounting table
in the specification for this parameter.

If you include the special element to specify editing of the work area length, remember to include it in your number of
elements. Default processing when issuing an ADDIT or UPDAT command can cause additional elements to be added to
the user list.

For SQL, take the default or specify the number of elements you require for Accounting.

For , this value must be at least 10.

If you specify the MUF startup option STAR, you must specify at least 9 for this value. If you specify a lower value for this
parameter after specifying the STAR values, the result is a range error.

►►─ MAXELRQ ─ number ─────────────────────────────────────────────────►◄

•   number 
(Required) Specify a 1- to 3-digit integer value.
–  Valid Entries:

3 to 255
–  Default Value:

(No default if you code the MAXELRQ option. However, if you do not specify this option, the default is 255.)

?MEM

?MEM requests real-time information relating to pool memory. When the MUF ends, several reports are produced. One
of these reports contains information about memory usage. The COMM EOJ section in the DBUTLTY Reference page
has details about the type of information that is reported.After the ?MEM command, enter one parameter of one to four
characters. The parameter is in two formats:

• The first format provides the short description name, such as BDES or LOGB. With this option, one console line is
written with the amount of memory in this pool (rounded). If the first character is not a ?, it is used to match the defined
pools. All entries that match cause an output line. If no match occurs, an output line is produced with a question mark
(?) in the pool size to indicate an unknown. This no-match line is also produced if the first character is an ?, and if
it provides a valid size, but no pool is equal or greater than that size. An example of this is as follows: DB01315I -
MEMORY POOL ?99M ALLOC ? Though this option exists in r12, similarly to r11, you should consider using the
Dynamic System Table MUF_MEM_DETAIL (MMD) and MUF_MEM_SUMMARY (MMS) because you are likely to find
them more flexible and useful. For information about the MMD and MMS Dynamic System Tables, see the System
Tables Reference page. Also, the names MAIN, MA31, and MEM that are not pools only print if they are specifically
designated as the parameter. MAIN, MA31, and MEM are, in such cases, intended to be used only as requested by
Support.

• The second format provides the parameter as three items without blanks (excepting the blank described in the
following).
– Item one is a question mark (?).
– Item two is a number from 01 through 99.
– Item three is: K -- for the number to be multiplied by 1024, M -- for the number to be multiplied by 1048576, or a

blank -- for the number of bytes (an example is ?99 .)
With this second option, one console line is printed for every pool that has an equal or greater amount of memory
assigned than the number provided (calculated).

Following are two examples:Example 1:

• DB01311I - ?MEM BDES
• DB01315I - MEMORY POOL BDES ALLOC 24K

Example 2:
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• DB01311I - ?MEM ?99K
• DB01315I - MEMORY POOL MLB1 ALLOC 332K
• DB01315I - MEMORY POOL BUFS ALLOC 564K
• DB01315I - MEMORY POOL LOGB ALLOC 132K

MEMORY_RESERVE_31BIT a,b

Use this option to reserve memory for both IBM and Datacom critical processes. Before attempting to allocate storage
from the operating system, the specified thresholds are checked. If the thresholds were reached, the storage is not
allocated. The request fails with a DB return code 89(005).

Using this option allows both z/OS and Datacom/DB to gracefully handle out of storage conditions, which in turn can
prevent a failure of the Multi-User. Normal processes can continue to the best of its ability once memory is exhausted. For
example, without this option it is possible for MUF to fail without proper documentation since z/OS might need storage to
document the problem.

a 

Specifies the amount of memory reserved for IBM.

Valid values:

0 – 99M

Default:

2M 

b 

Specifies the amount of memory reserved for Datacom/DB critical functions. An example of such a function is the ability to
successfully issue a CLOSE. 

Valid values:

0 – 99M

Default:

1M

You can specify this option in the MUF Startup Options, the MUF Console, the SQL Console, or the DBUTLTY COMM
Console.

MESSAGE

 (Optional) MESSAGE allows you to specify the printing of a specified message or messages.

►►─ MESSAGE ─ type,message-id(s) ─────────────────────────────────────►◄

•   type 
(Required) Allows you to specify attributes of the specified messages.

NOTE
 The only messages occurring outside of the Multi-User Facility (MUF) that is subject to the MESSAGE MUF
startup option are the DB00101, DB00135, and DB00136 messages.

For the MESSAGE MUF startup option or console-like command, you can specify the position of MUFMSG MUF
startup option values, that is, whether you want to have the MUFMSG values you specify appear before the message

 553



 CA Datacom Administrating

as a prefix, or after the message as a suffix. Whether you choose PREFIX or SUFFIX depends upon the automation
system at your site. Some automation systems make using a suffix easier than using a variable length prefix.
Specifying PREFIX means that the selected MUFMSG values are separated with a colon, and another colon follows
the last item. PREFIX is the default position if neither PREFIX nor SUFFIX is specified.
Specifying SUFFIX means that the selected MUFMSG values occur after the last non-blank position of the message
(the opposite of the PREFIX option). The items are separated with a colon and have no trailing colon after the last
item.

NOTE
 The use of PREFIX or SUFFIX as the type is only valid for messages that occur in the MUF address space,
and only those issued by a TCB after the MUF startup options have been processed. This includes most but
not all messages.

Specifying YES means that messages are to be displayed in a non-critical manner, that is, scrollable
and not highlighted.
Specifying NO means that messages are not to be displayed at all. Most messages are installed with the YES option,
but a few are set to NO:  DB00112, DB01212, DB01213, and DB01214. It is not recommended that error messages be
turned off. They are not, however, specifically excluded from the option.
Specifying FAIL means that the occurrence of the message immediately stops Multi-User Facility execution, terminates
the Multi-User Facility, and produces a dump. This type assists in special debugging situations.
Specifying CRIT means that message are critical, that is, highlighted and non-scrollable.
Specifying a group-number is also valid, that is, you can specify that messages belong to a group by specifying a
number from 1 through 7 in the type position. A message group represents a set of messages of which no more than
one message can be flagged as non-scrollable at one time. That is, if a second message in this group is issued while
a previous message is still on the console screen, the previous message is deleted and the second remains in a
non-scrollable status (if it has the CRIT attribute). If a subsequent message in the group without the CRIT attribute is
issued, a prior CRIT message is deleted and the newly issued non-CRIT message is allowed to scroll off the console
screen.
A given message can only be in one group but can appear in more than one MESSAGE MUF startup option. For
example, it can appear in one MESSAGE MUF startup option that defines it to be CRITical, and in another MESSAGE
MUF startup option that specifies a group number and members. In each case, it can appear with different sets of
message numbers.
The rules in the table that follows apply to duplicate specific message IDs on the same or multiple statements. That
is, the following table shows what happens if a duplicate message ID is encountered on a subsequent message
statement.
Specifying DD@MSG, enables you to route the MUF with another DD statement '//DD@MSG DD SYSOUT=*'.
Frequent messages can be routed to the DD statement allowing them to be available but do not clutter up the
JESLOG. To remove a setting of DD@MSG, issue another MESSAGE with NODD@MSG and the message number.

 Second Occurrence Message Type  First
Occurrence
Message Type 

 YES  NO  CRIT  GROUP  FAIL DD@MSG

 YES
(internal
default) 

* * * * * *

 NO
(internal
default) 

* * * * * *

 YES E E OK OK E E
 NO E E E E E E
 CRIT OK E E OK E E
 GROUP OK E OK E E E
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 FAIL E E E E E E
 DD@MSG E E E E E E

In this table:

•  *
Identifies that the MESSAGE MUF startup option is allowed on the second occurrence, but it is no longer treated as
the internal default.

•  OK
Identifies that the MESSAGE MUF startup option is allowed on the second occurrence.

•  E
Identifies that the MESSAGE MUF startup option is not allowed on the second occurrence, and an error is generated.

•  internal default
Message IDs that are predefined to not display are termed: YES (internal default) or NO (internal default). 

Also, rules for duplicate specific message ID ranges on the same or multiple statements is the same as above for
duplicate specific message IDs.

NOTE
 Because options for a specific message ID are always processed before any options associated with a range of
message IDs, there is never a conflict between a message ID range and a specific message ID.

•   ,message-id(s) 
(Required) Specifies the  message ID(s) where a message-id is a 7-character message identifier in the format
DBnnnnn, for example, DB00101. Do not include the message-type indicators (such as the I or W).
Multiple input statements and message ranges are permitted, and each can have as many message IDs or message
range pairs as can be repeated to SYSIN size (that is, as many as can fit through column 71). Commas are to be used
in separating multiple message IDs (for example, ,message-id1,message-id2,...message-idn). Likewise, use commas
to separate multiple message ID ranges. Use a hyphen to create a range.

NOTE
 Message IDs that are specified are not edited for existing numbers, that is, a specified 7-character ID
is not edited for being a message that is possible to print.

Following are rules for specifying message IDs:
– A single message ID is seven characters long.
– A range message ID (pair) is 15 characters long with a hyphen (-) as the middle character.
– In a range, the first of the pair must be a lower value than the second.
– Specific IDs always have precedence over range IDs.
– No range overlaps are allowed in any context.

NOTE
 Errors caused by violations of the above rules stop the Multi-User Facility from being enabled.

The MESSAGE MUF startup option replaces and extends the capabilities of the LOGMSGE MUF startup option. For
example, the following MESSAGE parameters provide functionality comparable to the LOGMSGE MUF startup option:

•  MESSAGE CRIT,DB00308,DB00309
This specification defines messages DB00308 and DB00309 as CRITical (non-scrollable).

•   MESSAGE 1,DB00308,DB00309,DB00311
This specification creates a group (specified as group 1) of messages DB00308, DB00309, and DB00311. The
appearance of any of those messages results in the deletion of any prior message from group 1.

•  MESSAGE CRIT,DB01001
This specification defines message DB01001 (PXX AREA FULL) as CRITical (non-scrollable).

•  MESSAGE 2,DB01001,DB01002
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This specification creates a group (specified as group 2) of messages DB01001 and DB01002. When message
DB01001 (PXX AREA FULL) has appeared, if message DB01002 (PXX AREA RESET) appears it deletes the
DB01001.

•  MESSAGE   DD@MSG,DB00133,DB00102,DB01705-DB01706 
This specification enables the MUF with another DD statement.

MESSAGE_DETAIL_G

This MUF console-like command is intended for testing or validating the use of sequential processing. One message
is generated for every URT close that did sequential processing. However, it is not intended to execute normally in
production. This command is used in regression testing to validate that no solution changes current functionality.

If the MESSAGE_DETAIL_G YES is set, every GETIT/GETPS (DBUTLTY internally used equivalent) process in MUF that
ends will print the following message of its details.

DB00148I - MESSAGE_DETAIL_G job-name run-unit job-ID database-ID table-name SBab GB-n1 ROW-n2 IO-n3
command

The message contains the job name, run unit, job ID, and DBID. The following information is also provided:

• table name or one of the tables in the area if you are using GETPS
• SB is the number of sequential buffers followed by a dash (-) or a plus (+) if you are using DATAPOOL buffers
• GB- value provides the blocked GETIT (URT option GETBLK) except blocked is not used for DBUTLTY)
• ROW-n provides the row count that is read except for DBUTLTY driven MULTUSE-YES commands that it may instead

contain BLK-n for a block count
• I/O-n is the I/O count. However, I/O counts vary if the needed block happens to be in MUF memory for other tasks
• command is the command that is used such as GETIT and GETPS but for DBUTLTY functions the function

is provided. For example, BACKUP or EXTRACT. It is followed by a -M to indicate that it is being done with
MULTUSE=YES and then either an N for SEQ=NATIVE.

This option is console-like and can be turned on and off at any time.

Examples

DB00148I - MESSAGE_DETAIL_G DBDVLSEQ 94446 JOB02879 697 C01 SB+8 GB-22222 ROW-50,000 IO-570 GETIT
DB00148I - MESSAGE_DETAIL_G DBDVLSEQ 94447 JOB02879 697 C01 SB-8 GB-22222 ROW-50,000 IO-578 GETIT
DB00148I - MESSAGE_DETAIL_G DBDVLSEQ 94448 JOB02879 697 C01 SB+8 GB-22222 ROW-50,000 IO-384
GETPS
DB00148I - MESSAGE_DETAIL_G DBDVLSEQ 94449 JOB02879 697 C01 SB-8 GB-22222 ROW-50,000 IO-392 GETPS
DB00148I - MESSAGE_DETAIL_G DBDVLSEQ 4671 JOB06344 697 VRB SB+128 BLK-1,535 IO-34 BACKUP-M-P
DB00148I - MESSAGE_DETAIL_G DBDVLSEQ 4674 JOB06344 697 C01 SB+128 ROW-60,000 IO-382 BACKUP-M-N

MESSAGE_ERROR_CODE

The MESSAGE_ERROR_CODE command allows all messages other than Informational (I) to be easily findable when
performing a search. You can alter the dash '-' after the message ID and before the start of the text to a value of your
choice.                                                             

►►─ MESSAGE_ERROR_CODE type ────────────────────────────────────►◄

      

type

Types of messages are X. Types of messages where the action occurs are:
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• A - Action
• C - Critical
• E - Error
• W - Warning

MESSAGE_TYPE_OVERRIDE

The MESSAGE_TYPE_OVERRIDE command lets you override the MUF message type value.

                                          ┌─ , ───────────────────┐

        ►►─ MESSAGE_TYPE_OVERRIDE type, ──▼─┬─── nnnnn ─────────┬─┴────────►◄ 

                                            └─── nnnnn-nnnnn ───┘ 

type

The current type was assigned at the time the message was created with the best choice at the time. Types of messages
are:

• A - Action
• C - Critical
• E - Error
• I - Information
• W - Warning

nnnnn (,nnnnn) (-nnnnn)

Indicates one or more message numbers. Each is a value from 1 through 99999. It can be a single number or a range of
numbers with a dash noting a range. For example:

MESSAGE_TYPE_OVERRIDE C,00901, 01001-01099

This option is for messages issued by DBMUFPR and not DBUTLTY or the interface such as BEGIN/DBNTRY. A few
messages occur before the option may be set or are issued outsied the normal message processing. These messages do
not support the override.

MESSAGE_ZHPF

This option is checked when the area is first opened by the MUF and message DB00818 can be printed. The message
does not repeat if the area is closed and reopened except if the status of enabled or disabled changes.

Valid settings are:

NONE (Default) -  This is the normal choice. The message DB00818I will not print. The message provides little value to
print other than initial testing to show the IO_STYLE_NEWER YES option has activated (or not) use of zHPF.

YES - Requests a message for every data set opened where zHPF support is active. This setting is intended for initial
testing only where it confirms the expected settings.

NO - Requests a message for every data set opened that has no zHPF support. This setting is intended for initial testing
only where it confirms expected settings.

ALL - Requests a message for every data set open with the status of supported or not. If not, it provides the reason. This
setting is intended for initial testing only where it confirms the expected settings.

Examples of messages:
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DB00818I - I/O EXCP ZHPF ENABLED FOR CXX
DB00818I - I/O EXCP ZHPF DISABLED FOR LXX - TYPE I/0
DB00818I - I/O EXCP ZHPF ENABLED FOR FXX
DB00818I - I/O EXCP ZHPF ENABLED FOR IXX997
DB00818I - I/O EXCP ZHPF ENABLED FOR A01997

MIGRATE_TO_SHADOW

(z/OS only.) MIGRATE_TO_SHADOW, if you are running in a Shadow MUF environment (see ), simplifies the operational
requirements of a planned outage. You can issue the MIGRATE_TO_SHADOW console command to a full MUF or to a
Shadow MUF.

The MIGRATE_TO_SHADOW console command simplifies a planned migration from an enabled and fully functional MUF
to a second MUF that is currently a Shadow MUF of that full MUF.

Issue the MIGRATE_TO_SHADOW console command to a Shadow MUF of a full MUF when you want the full MUF
to become a full MUFplex MUF and the Shadow MUF to become fully enabled as a full MUFplex MUF, followed by the
Shadow MUF sending a message to the first full MUF telling it to start EOJ processing.

Issue the MIGRATE_TO_SHADOW console command to a full MUF that has a Shadow MUF when you want the Shadow
MUF to convert into a full MUFplex MUF, the same as happens when you issue an ALTER_SHADOW_TO_MUFPLEX
console command.

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for additional syntax information.

►►─ MIGRATE_TO_SHADOW ────────────────────────────────────────────────►◄

MIGRATE_TO_SHADOW

Requests the previously described actions.

MUF

(Optional) The MUF startup option MUF specifies the name of this Multi-User Facility, used by the dynamic system facility
to identify this Multi-User Facility. The default is the Multi-User Facility job name. It also identifies this Multi-User Facility if
the z/OS Cross-System Coupling Facility (XCF) is used or if the CA Common Services for z/OS CAICCI communication
techniques are used.

• For the z/OS Coupling Facility, this MUF startup option specifies an XCF member name which uniquely identifies this
Multi-User Facility among all Multi-User Facilities which could share connectivity using XCF. See Connecting Using
Cross-System Coupling Facility (XCF)

• For CA Common Services for z/OS CAICCI, this startup option specifies a CA Common Services for z/OS CAICCI
application name which uniquely identifies this Multi-User Facility within a given CA Common Services for z/OS
CAICCI system.

►►─ MUF ─ mufname ─┬───────────────────────────────┬──────────────────────────►◄

                   └─ ,rununits ─┬───────────────┬─┘

                                 └─ ,endmessage ─┘

• mufname
(Required) Specify a name to identify this Multi-User Facility.
If you are running in Data Sharing mode, no Multi-User Facilities in the MUFplex are allowed to share the same name.
That is, the MUF name must be different among the Multi-User Facilities sharing a MUFplex group name. You must
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ensure that the name you specify with the MUF startup option MUF is different from the names of any of the other
Multi-User Facilities in the MUFplex.
During execution, it is paired with the MUFplex number to uniquely identify each Multi-User Facility. This name does
not persist between Multi-User Facility executions and need not be paired with the same MUFPLEX number (specified
in the MUFPLEX MUF startup option) during the next Multi-User Facility execution (although they are normally so
paired).

We recommend that you set the MUF naming option of the MUF startup option MUF to * (an asterisk). An asterisk causes
dynamic selection of the MUF name from the DBSIDPR parameter TARGET_MUF_LIST=. Having a MUF name specified
as * is required when running in a Shadow MUF environment.

NOTE
Do not use STARTUP as a mufname value. This is not allowed.

• ,rununits
(Optional) Specify a number from 0 through 999. This is the number of additional run unit numbers acquired by this
Multi-User Facility at the time it gets a run unit. Using this option can improve performance by reducing the I/O to the
Directory (CXX) during the start of a new run unit. The additional numbers are used for following new run units until
exhausted.
Valid Entries:
0 to 999
Default Value:
99

• ,endmessage 
(Optional) If the DB00102I - ENDED message is not disabled using the MESSAGE MUF startup option, the closing of
the last open User Requirements Table for a job step that has done maintenance causes the DB00102I message to
be issued. This message can be useful if the DBUTLTY function RECOVERY is required. The message is not issued
for steps that have performed no maintenance. Specify YES for ,endmessage if the DB00102I - ENDED message is
desired for job steps that do no maintenance.
Valid Entries:
YES or NO
Default Value:
NO

MUFMSG

 (Optional) Specifies the printing of MUF identification with most messages issued by the MUF and some of the messages
that concern communication with a MUF. Candidate fields are as follows:

• MUF job name
• SVC number (not) used for communication in z/OS
• MUF name (z/OS) or the SUBID (z/VSE)

The SVC number is not used in z/VSE. Do not specify it in z/VSE.

The SVC number is not currently used in z/OS. Do not specify it in z/OS unless you have automated message handling
that requires the precise placement of information in a message. If selected, this information is by default a prefix to the
message. Alternately, with option MESSAGE it can be a suffix after the message. If multiple items are selected, they are
separated with a colon (:). If any are selected, a colon separates them from the message, trailing if using the default prefix
and leading if using the suffix option.

The following topics are discussed on this page:
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MUFMSG part 2 (14.0)
►►─ MUFMSG ─ a,b,c ───────────────────────────────────────────────────►◄

•   a,b,c 
(Required) Specify three parameters separated by commas.
–  Valid Entries:

Use the following information to determine the value for each parameter.

 Position  Controls Printing Of  ValidEntries 
 a JOBNAME YES or NO
 ,b SVC Number YES or NO
 ,c SUBID or MUFname YES or NO

 

MUFMSG part 3 (14.0)

 Default Value: 

If you do not specify the MUFMSG option,  uses the defaults as follows.

NOTE
 The default for SVC is NO, and the SVC number of 000 (or as provided in the DBSYSID Macro keyword SVC=)
is not displayed. If there are message interception routines that skip over the message prefix based upon an
expected size, you can set it to YES.

MUFPLEX

(z/OS only) (Optional) The MUFPLEX MUF startup option allows you to specify that you want the Multi-User Facility to
run in a Data Sharing (MUFplex) environment. The MUFPLEX MUF startup option must be specified for the Multi-User
Facility to run in the MUFplex mode. The mode cannot be changed without a recycling of the Multi-User Facility. Only one
MUFPLEX MUF startup option specification is allowed. The decision to use the MUFplex mode must be made during the
startup and cannot be changed during execution.

A MUFplex is one logical Multi-User Facility that consists of one or more physical Multi-User Facilities that have been
defined to participate in a MUFplex and share the same logical MUFplex name.

To distinguish each physical Multi-User Facility in a MUFplex from the other physical Multi-User Facilities in that MUFplex,
each Multi-User Facility name specified with the MUF startup option MUF must be different from the names of the other
Multi-User Facilities in that MUFplex.

The MUFPLEX number specified as * (an asterisk, which we recommend always using), causes dynamic selection that
picks the best number, based upon other enabled MUFS and the Log Area (LXX).

For more MUFplex information, see Parallel Sysplex, Data Sharing (MUFplex).

►►─ MUFPLEX ─ name,number ─┬─ , ──────┬─ ,max_tasks ──────────────────────────►

                           └─ ,locks ─┘              

 ►─┬────────────────────────────────────────────────────────────────────────┬─►◄

   └─┬─ , ─────┬─┬───────────────────────────────────────────────────────┬──┘   

     └─ ,mode ─┘ └─ ,tracesize ─┬─────────────────────────────────────┬──┘   

                                └─ ,entry_ratio ─┬──────────────────┬─┘

                                                 └─ ,element_ratio ─┘

• name

 560



 CA Datacom Administrating

(Required) Specify a name to identify this MUFplex.
The specified name ties together all the physical Multi-User Facilities in a MUFplex and is used to name Coupling
Facility structures. A Multi-User Facility (MUF) attempts to connect to the Coupling Facility only when it has a specific
need. If at a time of need the attempt fails because the Coupling Facility refuses the connection, the MUF takes an
action based upon the specific need. If the MUF is currently enabled, functioning, and attempting to join either because
a second MUF is starting or a Shadow MUF is being altered to a full MUFplex, this MUF notes the failed attempt to
connect, rejects the second MUF request, and continues processing as a normal single MUF. If the need is in a MUF
that has not enabled and is therefore not functional, it terminates itself with an abend code 12. After the Coupling
Facility issue has been resolved, this MUF then has to be resubmitted

NOTE
Do not give the name parameter a value that matches any of the group names specified in the XCF_FROM
MUF startup option. This is not allowed.

• ,number
(Required) Specify a number for this MUFplex.
The specified number must be unique among the enabled Multi-User Facilities. It identifies a specific logical Multi-
User Facility (the MUFplex). It is stored in the log control block and every log record. Because of the log, this number is
remembered across executions. If a Multi-User Facility is enabled as number 1, for example, and it fails without cleanly
ending, the log records for this number 1 Multi-User Facility stay in a failed status until it is enabled again and ends
cleanly.

NOTE
We recommend always specifying an * (an asterisk) for number. The number must, however, be specified as
* for each physical MUF defined with the Shadow MUF S mode.

• ,locks
(Optional) The locks value is used to determine a lock hash count required by the Coupling Facility.  rounds up to
the next larger power of 2. All members of the MUFplex must specify the same value for locks. Picking a small value
requires less Coupling Facility memory than a large value, but every lock is hashed based on this number of locks, and
too small a value causes additional overhead because multiple locks hash to the same value, a condition known as
false contention. To provide the best performance, the value you specify for locks must therefore be tuned.
– Valid Entries:

1 thru 8388608 (8192K) (can be specified as an integer or an integer followed by K to represent the integer
multiplied by 1024)

NOTE
You can specify a comma (,) by itself to omit specifying a lock hash count.

– Default Value:
1021

• ,max_tasks
(Required) The maximum tasks value is the most each Multi-User Facility within an enabled MUFplex is allowed. The
first enabled Multi-User Facility effectively establishes this number, and no newly enabled Multi-User Facility is allowed
to request more. To change the number, all Multi-User Facilities must be ended and then, with a larger value, restarted.
Space is reserved for seven Multi-User Facilities to be enabled with each having at most this number of tasks. Best
performance occurs when the max_tasks number is not much larger than the number of tasks used in the executing
Multi-User Facilities.
– Valid Entries:

1 thru 4000 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

(No default)
• ,mode

(Optional) Establishes the choice of MUFplex operation relative to the mode of recovery. Following are described the
choices you can specify for mode:
– A
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This mode has been deprecated and is no longer valid.
– B

Choose mode B to write to the Coupling Facility for the LXX, IXX, and data areas not to be pipelined.
With mode B, if a Multi-User Facility fails in a way in which its error handling routine gets control.
If a Multi-User Facility fails without the error handling routine being successful, the surviving Multi-User Facilities
perform required MUFplex rebuild processing. This involves their synchronizing with each other by pulling the
current information from the Coupling Facility and writing it to DASD or keeping it as required. The time required for
this cleanup is relatively short and based on the amount of information in the Coupling Facility. After the cleanup is
completed, the surviving Multi-User Facilities continue processing.
If the failed Multi-User Facility returns soon to enable status, it scans the Log Area (LXX) and rebuilds its required
rollback information. If the surviving Multi-User Facilities continue with logging activity and fills the log to the point
at which the information can be spilled from the failed Multi-User Facility (which is still down), one of the surviving
Multi-User Facilities scans the log to rebuild the required backout information for the failed Multi-User Facility, which
then allows logging to continue. The time required for this activity depends on the size of the LXX and the current
degree of fullness of the log relative to the failed Multi-User Facility. These Log Area factors are controlled by the
values of the various percentages specified in the LOGSPILL MUF startup option.

NOTE
If the MUF startup option SMPTASK is used with the SRB option, it conflicts with (and fails the MUF) if the
MUF startup option MUFPLEX is specified with a mode of B.

– S
To run in a Shadow MUF environment, specify an S as the mode for the MUFPLEX MUF startup option. For each
physical MUF involved in the Shadow MUF environment, you should specify S for the MUFplex mode. A MUFPLEX
mode of S is like a MUFPLEX mode of B in that no pipeline writes are done to the Coupling Facility. Implementation
of mode S has only a small effect on how MUFPLEX modes A and B execute. For more information about running
in a Shadow MUF environment, see Shadow MUF Environment.

– S_NO_STRUCTURETo run in a Shadow MUF environment without a structure, specify S_NO_STRUCTURE
as the mode for the MUFPLEX MUF startup option. Presumably is you have a Coupling Facility for your
machine, all Shadow MUFs will specify 'S'.  If you do not have a Coupling Facility, all your MUFs will specify
'S_NO_STRUCTURE'. This is our recommendation. With or without a structure, this option will reject either MUF
command ALTER_SHADOW_TO_MUFPLEX or MIGRATE_TO_SHADOW. This form of Shadow does not allocate
additional memory for buffer alignments required by the Coupling Facility nor locking to prepare for a Coupling
Facility. It executes a little more efficiently than the 'S' full Shadow option. For more information about running in a
Shadow MUF environment, see Shadow MUF Environment.

– Valid Entries:
B or S or S_NO_STRUCTURE

• ,tracesize
• (Optional) Represents the size of the storage area to be reserved for the tracing of Coupling Facility requests and

operations. The value is specified as a number in bytes, kilobytes (K), or megabytes (M). Larger values (1M and
above) should normally only be used at the request of Support for diagnosis of a specific problem.
– Valid Entries:

64K thru 16M (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024,
or as an integer followed by M for megabytes, rounded up to the next higher 1K)

– Default Value:
64K

• ,entry_ratio
(Optional) Specifies the entry component of the entry-to-element ratio. The entry and element ratio values are required
to correctly apportion the allocated storage for the list structure. Use the program described in the DBMXMPR
and DMBXEPR Example JCL in the Coupling Facility Strategies for MUFplex topic located in the Database and
Administration section to determine correct values, based on the specification of your requirements. If the entry-to-
element ratio is incorrect for your use of the list structure, you should expect to encounter rejections of coupler list
requests because the list structure capacity is exceeded. For this value to be set, the above 'tracesize' must be set.
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– Valid Entries:
1 thru 32767

– Default Value:
1

• ,element_ratio 
(Optional) Specifies the element component of the entry-to-element ratio. See the previous entry_ratio description for
more information about the entry-to-element ratio. For this value to be set, the above 'entry_ratio' must be set. 

• – Valid Entries:
1 thru 32767

– Default Value:
16

NEWCOPY

The NEWCOPY function allows you to replace procedures or modules within the MUF (MUF) without recycling the MUF.
This means that critical solutions can be applied to a working system without any downtime. Request the NEWCOPY
function by using a NEWCOPY console command.

In z/OS, for Datacom modules, the NEWCOPY process first looks to see if the MUF has a DD statement for NEWCOPY. If
a DD statement for NEWCOPY is not present or if the NEWCOPY is for a procedure, the load occurs using the STEPLIB
or JOBLIB. This is usually not a problem, but if the module was replaced in the library and caused the library to be
extended, the NEWCOPY LOAD fails because the STEPLIB or JOBLIB are opened at execution and do not have the new
extent opened. Because of this condition, we recommended that every MUF execution JCL include a NEWCOPY DD
statement that points to the library set that contains every module that is eligible for NEWCOPY.

►►─ NEWCOPY ─ name ───────────────────────────────────────────────────►◄

name

(Required) Specify a procedure name or a module name.

The NEWCOPY command does not delete the old version of the procedure, and this can cause memory to be wasted if
many NEWCOPY commands are issued.

The NEWCOPY console command works with most modules (see the list given in the valid entries that follow).
NEWCOPY alters the operating system load list of modules, replacing the final blank in the eight-character name with a ?
(question mark). A load then brings in a fresh copy of the module. All new requests for the module use the newly loaded
copy. All current requests logically in the middle of the previous version of the module continue to use that copy. The old
copy remains in memory until the MUF is ended.

In the z/OS operating systems,  supports two-phase commit for batch resources, utilizing the Resource Recovery Services
(RRS) of the operating system. DBREXPR is a  module that RRS calls to process commits and backouts.  must set
this module's entry address when it performs a set exit request to RRS at Multi-User Facility startup. You can use the
NEWCOPY  console command to load a new version of DBREXPR, but this new version is used only if the exits become
unset. The exits can become unset either because one of them abended or because RRS became unavailable.  attempts
to set unset exits when an OPEN of a User Requirements Table with RRS=Yes is received, or when its Notification Exit
gets a call from RRS saying it is now available after being unavailable.

Note: For more information about RRS and two-phase commit, see the Two Phase Commit and RRS  page.

Valid Entries:

A valid procedure name, or one of the following module names:
DBACMPR, DBACRPR, DBAFNPR, DBBFLPR, DBBFMPR, DBBFWPR, DBCAPPR, DBCFMPR, DBCL1PR,
DBCMPPR, DBCOMPR, DBCPLPR DBDSMPR, DBDSTPR, DBDS2PR, DBDS3PR, DBDVCPR, DBEIPPR, DBFABPR,
DBHSTPR, DBIDSPR, DBIDXPR, DBID3PR, DBIOCPR, DBIOMPR, DBKEYPR, DBLOGPR, DBMEMPR, DBMPLPR,
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DBMPXPR,DBMPZPR, DBMSMPR, DBOP1PR, DBREDPR, DBREXPR, DBR0PPR, DBRPFPR, DBRPSPR, DBRPTPR,
DBRQPPR, DBSMNPR, DBSPLPR, DBSQMPR, DBSRPPR, DBSUBPR, DBTXBPR, DBUPDPR, DBUPXPR, DBUTMPR,
DBXNFPR.

• Default Value:
(No default)

Messages that could be returned in response to the NEWCOPY request are as follows:

• DB01314E NEWCOPY module-name ERROR x where module-name is replaced by the name entered (that is,
module- name is the module name subject to NEWCOPY), and where x is the specific error that is explained in the
Messages page.

• DB01326I NEWCOPY module-name COMPLETE indicates that no error occurred, where module-name is replaced
by the name of the module subject to NEWCOPY),

NOTE
For more information about the NEWCOPY messages, see the Messages page.

NONSWAP

 (z/OS only) (Optional) This option is no longer needed as every MUF is set to NONSWAP with no option to execute. If the
option is specified, it is ignored with the message: 

DB01904I - OPTION IS OBSOLETE AND IGNORED

►►─ NONSWAP ─ entry ──────────────────────────────────────────────────►◄

•   entry 
(Required) Specify NO for  to not alter the swap status. Specify YES for  to set the Multi-User Facility nonswappable.
–  Valid Entries:

NO or YES
–  Default Value:

(If you code the NONSWAP option, you must specify either YES or NO. However, if you do not specify this
option,  does not change the swap status of the Multi-User Facility.)

NORESTART

Not allowed, deprecated. This MUF startup option was used to specify databases to not be restarted after a specific
error in a base caused a failure during restart. After using NORESTART when it was needed, the specific base was to be
corrected using DBUTLTY executions based upon the specific error. Then the option was to be removed.  But multiple
times users have left the NORESTART in the MUF startup, in error, which then led to database corruption. NORESTART
has been deprecated in favor of option NORESTART_TODAY with a specific date making it hard to be used and not
removed, in error.

If NORESTART is specified, critical message DB01929C is issued, and the MUF will not perform restart or enable. If the
option is found in a MUF execution, research why it was there and remove it. 

The previous syntax was:

►►─ NORESTART ─┬─ ALL ─────────────┬──────────────────────────────────────────►◄

               ├─ dbid ────────────┤

               │ ┌─ , ────┐        │

               ├─▼─ dbid ─┴────────┤

               │ ┌─ , ───────────┐ │

               └─▼─ dbid1-dbidn ─┴─┘
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NORESTART_TODAY

(Optional) The NORESTART_TODAY MUF startup option specifies the date that CA Datacom is to bypass one or more
databases that cannot be restarted. This option replaces option NORESTART that is deprecated.

The date is provided as an 8 digit date in the form of CCYYMMDD such as 20180925. It is followed by a single DBID
or range of DBIDs with a dash between two ascending numbers.  A list of additional single DBIDs or range of DBIDs is
optional.

                               

                               ┌─ , ─────────────────┐        

►►─ NORESTART_TODAY CCYYMMDD ──▼──┬─ dbid ────────┬──┴──────────────────────►◄

                                  └─ dbid1-dbidn ─┘

This option allows special handling for catastrophic error cases within one or more databases that will prevent a
successful restart. Databases are then required to be restored from backups and forward recovered.

For example:

• Consider that the database area data sets were deleted. 
• Consider that the database data sets were ‘in error’ linked to another MUF and that MUF was restarted causing the

wrong log area to be restarted against the data sets.

Requirement

The option is required to be used one date only and then removed. Remove the option immediately after submitting the
MUF needed with the option.

Prevent data corruption

The NORESTART_TODAY option provides protection from misuse that would cause data corruption by not performing a
restart when needed. If the option is provided with a date that is not current:

• If the option is provided with a date that is not current, the statement is rejected with a ‘C’ level error in message
DB01927C and the MUF does not enable. 

• If the option is provided with a date that is current, the option is accepted and the restart for the bases ignored.
However, a ‘C’ level message DB01928C will occur to warn the option was used and that it must be removed from the
SYSIN or following MUF executions on later dates will fail to enable.

• If MUF is starting with the option NORESTART, that option has been deprecated. You receive the DB01929C error
message referring you to see NORESTART_TODAY.

Specify NORESTART_TODAY CCYYMMDD using the format: 

• CCYYMMDD
The CCYYMMDD must be the current century, year, month, and day (for example, 20180918).  

• dbid  
You can specify a single database, a group of databases, or a range of databases as follows:
– Specify one valid dbid (database ID) for a single database.  
– Specify a group of databases with each dbid in the group separated from the others by a comma. 
– Specify a range of databases where the low-end dbid of the range is separated from the high-end dbid by a hyphen.

The same database ID is mutually exclusive in a single execution of the Multi-User Facility (MUF) between the MUF
startup options NORESTART_TODAY and DORESTART_TODAY. This is true whether the DBID is specified individually
or within a range.  

The following example shows NORESTART_TODAY and DORESTART_TODAY used correctly:
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NORESTART_TODAY 20181024,10

DORESTART_TODAY 20181024,400

The following example shows using NORESTART_TODAY and DORESTART_TODAY incorrectly, causing you to receive
error message DB01917E - INVALID MIX OF OPTIONS.

NORESTART_TODAY 20171024,3

DORESTART_TODAY 20109924,1-5

Valid Entries:  
A single dbid, a range of dbids, or a list of either  

Default Value: 
(No default)

ONLINE_AREA_RELEASE

Issue this console command through any of the following ways to command MUF:

• MVS modify command ‘F’ 
• DBUTLTY function COMM with OPTION=CONSOLE,OPTION2=’…’  
• SQL to insert a row into the Dynamic System Table SQL_CONSOLE.

For more information, see Using ONLINE_AREA_RELEASE.

ONLINE_INDEX_FORMAT2

The ONLINE_INDEX_FORMAT2 console-like command is used to convert an existing index to the Format 2 style index
without taking the database offline to perform an index INIT. For large indexes a Format 2 index allows the index queue to
run more efficiently.

The ONLINE_INDEX_FORMAT2 console-like command is used to convert an existing index to the Format 2 style index
without taking the database offline to perform an index INIT. For large indexes a Format 2 index allows the index queue to
run more efficiently.

Issue the ONLINE_INDEX_FORMAT2 command through any of the following ways to command MUF:

• MVS modify command 'F'
• DBUTLTY function COMM with OPTION=CONSOLE,OPTION2='...'
• Using SQL to insert a row into the Dynamic System Table S_CONSOLE

The MUF must be active when you execute this command. Use the following syntax in your command to initiate this
function from the system console.

 ►►─ ONLINE_INDEX_FORMAT2 dbid ────────────────────────────────────────────────►◄
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Restrictions

• The database specified cannot be VIRTUAL or the database for the Dynamic System Tables.
• The database specified must be allowed or set at MUF startup as ACCESS OPTIMIZE. Specifically, it cannot be set as

ACCESS NOOPT.
• The MUF cannot have been started with the MUFPLEX option, unless that MUFPLEX option is set to

S_NO_STRUCTURE.
• All index areas are subject to an ONLINE_INDEX_FORMAT2 including the IXX and any Multi Dataset Indexes defined

to the specified database.

ONLINE_INDEX_FORMAT2 Process

This console command attaches a task area. Once the initial edits are passed, it opens a URT for the database involved. 

• Phase 1 of the process involves spitting high level index blocks so that each keyid is segregated. This includes waiting
on any corresponding Index Queue processing.
At the end of Phase 1, the process is locked in. This is only important if MUF is abnormally terminated. Prior to the
locking in, during Phase 1 there is no lasting impact on the index if MUF terminates. The affected index continues to
behave as a non Format 2 index. Once it is locked in, until the process completes, the MUF Restart will notice the
incomplete ONLINE_INDEX_FORMAT2 and redrive the process. During this window, if a MUF Restart runs using an
older code level, which does not support ONLINE_INDEX_FORMAT2, it will encounter an OPEN error for the affected
database. 

• Phase 2 loops through the active user tasks waiting on any individual requests against the dbid which began before
the end of Phase 1.

• Phase 3 temporarily freezes changes to the index structure of this database, but continues to allow maintenance
requests for the database. Phase 3 severs the connections between the various KEYIDs in the IXX. When this
completes, the locked in flag is turned off and the IXX as is flagged a Format 2 index.

Due to internal timing considerations, the benefits of running a Format 2 index, such as Index Queue parallelism, are only
realized the next time a physical close and reopen of the database.

NOTE
Important! Once the process completes, any version of the 15.1 Datacom/DB code which supports a Format 2
index can use the reformatted index. Prior releases of Datacom do not support Format 2 indexes.

Messages and Return Code

The following messages and return code for ONLINE_INDEX_FORMAT2 include:

• DB02862E - ONLINE_INDEX_FORMAT2 dbid ixx ERROR text-of-specific-error
• DB02863I - ONLINE_INDEX_FORMAT2 dbid ixx STATUS text-of-specific-status
• Return code 43(008)  - Invalid Index Compatibility Level

OPEN_BASE

The OPEN_BASE console-like command can open a base by MUF command similar to close of a base.

With OPEN_BASE, if a base was closed for a process then the process can drive the open after the process completes.
Without OPEN_BASE, the base is reopened when an application requests it to open.

Note: This is helpful in automation of some DBUTLTY processes.
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PLANSEC

(Optional) The PLANSEC command specifies the system default for SQL plan security options.

NOTE

Any combination of valid entries is supported for the PLANSEC startup parameter. This is done to allow
maximum flexibility for use of defaults combined with PLANSEC options specified at the plan level.

Before setting this option, review the information about plan security.

►►─ PLANSEC ─ checkplan ─┬──────────────────────────────┬─────────────────────►◄

                         └─ ,checkwho ─┬──────────────┬─┘

                                       └─ ,checkwhen ─┘

• checkplan
(Required) Specifies the system default for the CHECKPLAN plan option. If the CHECKPLAN plan option is not
explicitly specified, then the value entered here is the system default that is used. If this MUF startup option is not
specified, the default is No.
The CHECKPLAN plan option allows the creator of a plan to specify whether that plan is to be secured. If checkplan
is set to Yes, then any accessor ID which attempts to execute the plan must have the PLAN EXECUTE privilege for
that plan. If checkplan is set to No, then any accessor ID may execute the plan. However, table-level privileges are still
checked in this case.
– Valid Entries:

N or Y
– Default Value:

(No default within the PLANSEC option. However, if you do not specify the option, the default is no plan security.)
• ,checkwho

(Optional) Specifies the system default for the CHECKWHO plan option. If the CHECKWHO plan option is not
explicitly specified, then this is the system default that is used. If the MUF startup option is not specified, the default
is ACCESSOR. The checkwho value specifies whether the access rights of the binder (BINDER) or the executor
(ACCESSOR) are checked.
– Valid Entries:

ACCESSOR or BINDER
– Default Value:

ACCESSOR
• ,checkwhen

(Optional) Specifies the system default for the CHECKWHEN plan option. If the CHECKWHEN plan option is not
explicitly specified, then this is the system default that is used. The checkwhen option specifies whether table-level
privileges are checked at bind (BIND) or execute (EXECUTE) time.
– Valid Entries:

BIND or EXECUTE
– Default Value:

EXECUTE

PROCEDURE

(Optional) If an SQL CALL PROCEDURE statement is to be issued, this MUF startup option is required.. Do not specify
this option if a PROCEDURE is not issued.

►►─ PROCEDURE ─ cachesize,recursions,tcbs ──────────────────────────────►◄

• cachesize
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This number specifies the bytes that are allocated on startup to hold the definitions of frequently called procedures in a
least-recently-used list. Each procedure definition occupies approximately 450 bytes plus an extra 80 bytes per defined
parameter. Ten procedure definitions with three parameters each, for example, occupies approximately 6900 bytes.
– Valid Entries:

A number from 4K through 9999999. This number can be specified as an integer or an integer followed by K
representing the integer that is multiplied by 1024. Or, as an integer followed by M for megabytes.

– Default Value:
(No default)

• ,recursions
This parameter is used to specify the "levels of recursion allowed." Meaning, the maximum number of procedure
calls that are allowed to execute at one time "in a nested fashion." For example, if an application executes a CALL
PROCEDURE statement, and that procedure performs an UPDATE that fires a trigger that calls another procedure.
The triggered procedure is considered to be at recursion level 1. In addition to tracking the depth of procedure
recursion, recursive loops are also prevented from occurring. No two CALL PROCEDURE statements are allowed to
execute the same procedure within a single user task simultaneously, unless:
– One is triggered and the other is called, or
– Both are triggered but for different reasons, for example, one is triggered for an INSERT and another for an

UPDATE
A match on procedure name, trigger as opposed to call, and the type of statement that caused the procedure to run
(CALL and EXECUTE are considered to be different statement types for this purpose) causes the execution to be
aborted.
– Valid Entries:

0 -- (depending upon tcbs as described next)
– Default Value:

(No default)
• ,tcbs

This parameter specifies the number of operating system TCBs you want to dedicate to procedure (and trigger)
processing during peak activity. Each call to a procedure uses a TCB. For efficient operation, specify the ,tcbs
parameter to be a multiple of the value of the recursions parameter plus one (recursions + 1). Or, specify a value for
,tcbs that is evenly divisible by the value of recursions plus 1.
For example:
If recursions = 0, tcbs can be 0 --
If recursions = 1, tcbs can be 2,4,6,8...998
If recursions = 2, tcbs can be 3,6,9,12...999
And so on
Failure to follow this rule causes the PROCEDURE MUF startup option to be rejected during Multi-User Facility startup.
– Valid Entries:

A multiple of (recursions + 1), as described previously, from 0 --
– Default Value:

(No default)

Number of Procedure TCBs

Running Language Environment (LE) subtasks require a substantial but not predictable amount of resources primarily
related to LSQA memory and address space 24-bit memory. Errors are possible when a shortage exists of either kind of
memory. A shortage occurring in some locations can cause return codes to be received. Shortages in other locations can
cause:

• Abend failures in the subtask, and
• Recursion loops

These conditions might cause the operating system to terminate the MUF.
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The MUF cannot prevent all outages relating to user procedures and the Language Environment. Because it is
impossible to predetermine requirements sufficiently to prevent all errors from occurring, stress test your environment and
configuration, running fewer TCBs than you expect would work.

Performance Considerations

Each request to execute a procedure attaches an operating system subtask to a  stub module that fetches the LE
program. At completion, this subtask is deleted and detached. This overhead, when done frequently, can be substantial
and considered when deciding to implement procedures.

We recommend running with no more than 20 TCBs until testing proves that your environment can accommodate more.

PXXSTATS

(Optional) The PXXSTATS option can be specified during the Multi-User Facility (MUF) startup or through the console. We
recommend a best practice of using PXXSTATS=EOJPRT. With or without PXXSTATS=EOJPRT being set, the MUF EOJ
report sent to SYSPRINT includes the full reporting of all the available information.

Specifies the amount of data that can be accumulated in the Statistics and Diagnostics Area (PXX). If you do not specify
this option, the statistics are accumulated with every User Requirements Table job close and optionally for non-job closes.
See for more information on the Statistics and Diagnostics Area.

Only specify DETAIL (or allow the default) if you want MUF statistics written to the PXX at every URT close. This
makes the information available for printing with the DBUTLTY function REPORT AREA=PXX,SYSSTATS=. Writing
the information requires one through many synchronous I/O events to the PXX data set. Because most users do not
choose to view or analyze this information, the accompanying overhead to the MUF can be saved by not specifying
DETAIL. The information is available on demand for SQL users or CA SYSVIEW users by using the Dynamic System
Table MUF_SYSTEM_STATS (MFS).

For the majority of users not actively using detail information for tuning the MUF, we recommend that you specify either
PXXSTATS EOJ or PXXSTATS EOJPRT as the most efficient choices. Either one prevents the PXX from filling with
information that is probably only rarely going to be viewed.

Specifying PXXSTATS EOJ results in the MUF statistics record being written only one time and only at EOJ. This specifies
that, if the MUF is abended or canceled and there is no EOJ, those statistics are not available to the DBUTLTY function
REPORT AREA=PXX. Attempts to use the REPORT function to print those statistics therefore generates DATABASE
NOT ENDED error messages instead of written statistics.

If the MUF ends normally with PXXSTATS EOJ specified, at EOJ a single set of statistical records are written to the PXX.
Running the DBUTLTY REPORT AREA=PXX function then gives different results depending on the combinations of
options you specify. With PXXSTATS EOJ we recommend using the following:

DBUTLTY REPORT AREA=PXX,SYSSTAT=SUMMARY,JOBSTAT=SUMMARY

This gives SYSTEM summary STATS (database requests down to requests pending) plus JOBSTAT summaries (AREA
and TABLE requests and I/O statistics). Other possible option specifications include the following:

1. DBUTLTY REPORT AREA=PXX,SYSSTAT=SUMMARY gives SYSTEM summary STATS but not JOBSTAT
summaries.

2. DBUTLTY REPORT AREA=PXX,SYSSTAT=DETAIL gives one copy of SYSTEM summary STATS with a jobname
matching the MUF, plus JOBSTAT summaries for the same jobname, then the SYSTEM summary STATS again, then
JOBSTAT summaries again. In this case, statistics are unnecessarily duplicated.

For more information about the DBUTLTY REPORT function, see the DBUTLTY Reference.

►►─ PXXSTATS ─ option ────────────────────────────────────────────────────────►◄

• option
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Specify one of the following:

Valid Entries Description
DETAIL Statistics accumulated with every URT close and optionally for

non-job closes. Strongly not recommended due to overhead costs.

EOJ One statistics record at Multi-User Facility EOJ.
EOJPRT With this option, the MUF writes the summary statistics to the

MUF EOJ report and not to the PXX. It may be helpful to have all
the MUF statistics in one place, the MUF output file. This action
now occurs with or without the EOJPRT set.

NONE No statistics records to the PXX.

You can use the PXXSTATS x console command to change the value of this MUF startup option, where x can be DETAIL,
EOJ, EOJPRT, or NONE.

• Default Value:
(No default for this parameter if you code the PXXSTATS option. However, if you do not specify this option, the
statistics are accumulated with every User Requirements Table job close and optionally for non-job closes.)

QUIESCE

The COMM QUIESCE console command provides a quiesce, a pause in activity, of MUF maintenance, regardless of the
TXNUNDO= (transaction undo) setting specified in the DBURSTR macro.

QUIESCE does not directly affect the processing of READ requests and therefore cannot be used to stop READ requests.
Rowlocks, however, are held longer during a quiesce period by tasks that are doing maintenance.

Additional requests not directly affected by a QUIESCE include OPENs, CLOSEs, COMMITs, and SPILLs, except that
using MUFPLEX does force OPENs and CLOSEs to participate in QUIESCE. However, with accounting active, if the
accounting buffer becomes full and needs to be spilled, the spill generates maintenance commands, and they wait.
Also excluded are index writes that only clean up committed TXN information. Other functions not affected directly by a
QUIESCE include the ACCESS, FLEXPOOL, COMM, and COMM STATS functions.

The COMM request is echoed to the console and programming log.

If your site uses mirror DASD, the QUIESCE console command can help you manage your mirror copies by quiescing the
MUF as needed.

Use the QUIESCE TXN console command when you want to quiesce MUF at a transaction level.

NOTE

The QUIESCE TXN command can only be done through SQL if the task is not already part of a transaction. If it
is part of a transaction, it would be a deadlock and therefore blocked with a return code.

Use the QUIESCE REQ console command when you want to quiesce MUF at a request level.

Use the QUIESCE OFF console command when you want to remove a QUIESCE TXN or QUIESCE REQ that is in
process or in effect.

NOTE
Only one QUIESCE (TXN or REQ) can be in process or in force at one time. 

In a MUFplex environment the QUIESCE console command would have to be issued to each Multi-User Facility, and only
when all have acknowledged would a full MUFplex quiesce be in effect.

On a STATUS command, tasks waiting on an in process or in effect QUIESCE lock would have a condition of WAIT E/C
on the value DBSQSC and TXN or REQ.
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After the QUIESCE options TXN and REQ come into effect, if the LXX has had over one billion log records added, the
number is reset back to 1. This prevents an outage if the MUF adds 4g log records (not expected). This process can be
driven in an easier sequence of QUIESCE RST, which processes as a REQ until the lock is acquired, after which it does
the LXX change, then directly an OFF. The Log Block Sequence Number can also be lowered.

Following is one possible order of operator actions:

1. Issue QUIESCE TXN through the console.
2. If not available within a certain amount of time, issue QUIESCE OFF and QUIESCE REQ.
3. When QUIESCE is in effect (console message received), perform the action needing the QUIESCE.
4. Issue QUIESCE OFF to reactivate processing.

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for additional syntax information.

►►─ QUIESCE ─ type ───────────────────────────────────────────────────────────►◄

QUIESCE type

(Required) Specify type (the quiesce type) as TXN, REQ, or OFF, where the choices are as follows:

• OFF
Specifies the removal of any QUIESCE that is in process or in effect.

• REQ
Specifies a request level of QUIESCE.
The lock-down at the request level lets you have all log data and the index in sync with the data, but it does not provide
transaction boundary.

• TXN
Specifies a transaction level of QUIESCE.
If transaction boundary locking is used, the lock might take some time to become effective, because all transactions
and rollbacks must be at a stable point.

• RST
RST is a special form of REQ with an OFF automatically done (see the previously given description of RST).

In support of the QUIESCE console command, the following messages are generated:

DB02901I MUF QUIESCE x STARTING
DB02902I MUF QUIESCE x WAITING ON y-n
DB02903I MUF QUIESCE x FLUSHING PIPELINE
DB02904I MUF QUIESCE x ENDED, IN EFFECT
DB02905I MUF QUIESCE x ENDED, y ALREADY IN PROCESS
DB02906I MUF QUIESCE x ENDED, y ALREADY IN EFFECT
DB02907E MUF QUIESCE x ENDED, UNABLE TO LOCK
DB02908E MUF QUIESCE x ENDED, WRITE ERROR
DB02909I MUF QUIESCE x ENDED, OFF INTERUPTED
DB02910I MUF QUIESCE OFF ENDED, x was IN EFFECT.
DB02911I MUF QUIESCE OFF ENDED, NOT IN PROCESS OR EFFECT
DB02912I MUF QUIESCE OFF ENDED, x WAS IN PROCESS

 

NOTE
 Note: You can set, as highlighted and not scrollable, the in effect part of message DB02904I MUF QUIESCE
x ENDED, IN EFFECT, or you could set it in a group with message DB02910I MUF QUIESCE OFF ENDED, x
was IN EFFECT, so that, when the QUIESCE OFF is issued, message DB02904I would be removed. For details
about these messages, see the Messages page.
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QUIESCE_DBID

The QUIESCE_DBID commands are alternative choices where you can quiesce a single database or a set of databases
instead of a full MUF QUIESCE.

The three QUIESCE_DBID commands are used as an alternative to a full MUF QUIESCE. These commands allow you to
quiesce a single database or a set of related databases instead of all databases in the environment.

Use the following QUIESCE_DBID commands as alternative choices to a full MUF QUIESCE:

• QUIESCE_DBID_ALLOW
• QUIESCE_DBID_SET
• QUIESCE_DBID_APPLY

The purpose of doing a quiesce at the database level is to stop maintenance to a single database or a set of databases.
This process allows the database or set of databases to be backed up, copied, or have DASD mirrors split in a consistent
way. The resulting copy is safe because no changes are made to DASD while the quiesce is in effect. For the quiese at
the database level to be in effect:

• Maintenance must be stopped at the transaction level.
• New transactions are stopped.
• In-flight transactions must complete.

It might take a period of time for all in-flight work to complete. Performing the quiesce at the database level is different
and more complex than the MUF QUIESCE where either all databases are affected or none are. After the backup or copy
operation is completed, the quiesce period is ended with the OFF parameter.

Single Databases

QUIESCE_DBID is most appropriate for situations where transactions affect tables only in a single database. That
one database is specified by itself on the QUIESCE_DBID command. There are no dependencies on updates to other
databases.

Multiple Databases

There are two cases for databases with transactions that maintain multiple databases.

• All transactions first anchor on a common or parent table and then update tables in one or more other child databases.
In this case, the databases involved are specified on successive QUIESCE_DBID commands to describe the entire set
of affected databases to quiesce. A successful safe backup is possible when all transactions for all databases in the
set are stopped.

• Transactions originate from multiple databases – not a single common one – and then update other databases.
Therefore, success is not likely with QUIESCE_DBID in this case. Numerous deadlock situations could occur where
multiple transactions never complete due to waits on records from other databases held by other transactions. In such
cases, the full MUF-level QUIESCE is the only possible way to suspend maintenance to get a consistent (safe) copy.

The three related MUF commands are:

• QUIESCE_DBID_ALLOW
• QUIESCE_DBID_SET
• QUIESCE_DBID_APPLY
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A brief description follows for these related MUF commands. For more information, see their corresponding topics.

QUIESCE_DBID_ALLOW

The QUIESCE_DBID_ALLOW command is the master control gate and is defaulted to be OFF which prevents the other
commands and any overhead. This is the normal case due to few MUF environments are likely to require the feature.

QUIESCE_DBID_SET

The QUIESCE_DBID_SET command specifies the database or list of databases that are subject to the quiesce of
databases. A site can have several sets of databases to quiesce. For example, one set of databases might be backed
up under the database-level quiesce on Monday, a different set on Tuesday, another set on the weekend,and so on.
Databases are added to the set with a YES option and removed with a NO option. The command allows a single DBID, a
list of a single DBIDs, or a range of DBIDs. When the APPLY is not in process, the list can be changed.

QUIESCE_DBID_APPLY

The QUIESCE_DBID_APPLY command is used to start the quiesce. A message is given as the quiesce processing
begins. Another message indicates that the quiesce process has completed meaning new transactions have stopped and
all in-flight transactions completed. You can set QUIESCE_DBID_APPLY to OFF to stop it during a process or, once the
quiesce is fully in effect, to remove the gate and allow database maintenance commands again.

These QUIESCE_DBIDs are explained in the next topics.

Messages

The QUIESCE_DBID commands can have the following messages:

• DB02921I - QUIESCE_DBID TXN variable variable-more
• DB02922I - QUIESCE_DBID TXN WAITING ON jobname-n (jobname-n) (jobname-n) (jobname-n or AND MORE)
• DB02923I - QUIESCE_DBID TXN FLUSHING PIPELINE_DTTM date-time STCK store-clock-value
• DB02924I - QUIESCE_DBID_TXN ENDED, IN EFFECT_ M:S-m:ss
• DB02925W - QUIESCE_DBID TXN ENDED, variable
• DB02926I - QUIESCE_DBID_SET dbid (dbid) (dbid-dbid)...
• DB02927I - QUIESCE_DBID QUIESCED dbid jobname job-ID task-number code command
• DB02928I - QUIESCE_DBID TXN WAITING ON jobname-n (jobname-n) (jobname-n) (jobname-n or AND MORE)
• DB02930I - QUIESCE_DBID OFF ENDED, variable variable-2

For details about the above, go to Messages.

QUIESCE_DBID_ALLOW

The QUIESCE_DBID_ALLOW command is the master control gate with off (NO) as the default. This command is an
alternate choice to a full MUF QUIESCE. The command is used for safety by preventing a new feature set of instructions
to execute and performance by not executing them. Few MUF environments require this feature.

This command is allowed at MUF startup in the SYSIN but it is blocked once MUF enables. With the command in place,
other QUIESCE_DBID commands are allowed, otherwise they are prevented.

The command requires several conditions.

• Execution on a z12 or later hardware
• Execution with no MUFPLEX statement, or MUFPLEX statement with S_NO_STRUCTURE.

NOTE

An ALLOW cannot be turned off for the executing MUF instance.

Initiate this function from the system console using the following command.
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 ►►─ QUIESCE_DBID_ALLOW  ─┬─ YES ─┬────────────────────────────────────────────►◄

                         

                          └─ NO ◄─┘

 

ALLOW
     Allows or prevents other QUIESCE_DBID commands to execute

Valid Entries:

YES or NO

Default Value:

NO

QUIESCE_DBID_APPLY

The QUIESCE_DBID_APPLY command is an alternative choice instead of a full MUF QUIESCE. It is used to start the
QUIESCE and with TXN executes until it is in place with a message noting it is in place. The APPLY can be set to OFF to
stop it during a process or once it is in effect to remove the gate for database maintenance commands.

The command is allowed if MUF is enabled and both the ALLOW command was set to YES at startup and the SET
command has provided one or more databases. Numerous messages are produced as to its status through:

• A process to ‘gate’ maintenance requests
• The index ‘queue’ processing tasks
• Any processes that can cause a write to the data sets within the database; except that OPEN and CLOSE may write

the data area control block and are not gated

The QUIESCE_DBID is in effect once no tasks can cause a write. The ‘gate’ is provided and enforced with a ‘value’ lock
for the value ‘DBSQSDREQ’.

This page contains the following topics:

QUIESCE_DBID_APPLY TXN

The command with TXN causes a stable start point where no started transaction has performed or is currently performing
logged maintenance to any table in the named database. Current transactions can have a request waiting at a gate to
continue once the gate is lifted. Once there are no more transactions that have performed maintenance for the database,
the following REQ actions are also performed. This database level gate provide the stable point for this database but not
for entire transactions that maintain multiple databases. This is accomplished by the full MUF QUIESCE as described in
another section.

The following MUF specific System databases have special considerations.

• Databases for the SQL TTM table/area (typically only base 17) do not need to be backed up and should not be subject
to QUIESCE_DBID. The databases are defined during MUF startup with command ‘SQLOPTION_TTMID’. These
bases can be set as YES during a QUIESCE_DBID_SET for convenience such as within a range but are forced NO
when the APPLY starts. However, they will not be within the set of bases being quiesced and reflected in the DB02926
Message.

• Databases for the CBS temporary usage (typically only base 6) and CBS heuristics (typically base 1006) do not need
to be backed up and should not be subject to QUIESCE_DBID. The databases are never gated as their index area
is updated directly during Select (SEL) read commands. Read commands are not blocked by QUIESCE_DBID. The
databases are defined during MUF startup with commands ‘CBS’ or ‘CBS_DBID_TEMP’. These bases can be set
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as YES during a QUIESCE_DBID_SET for convenience such as within a range. They will be forced to NO when the
APPLY starts and will not be within the set of bases being quiesced and reflected in the DB02926 Message.

• The informational Dynamic System Tables database is not subject to maintenance and contains no actual data. It
cannot be backed up and should not be subject to QUIESCE_DBID. The database is defined at MUF startup with
command ‘SYSTEMDBID’. This base can be set as YES during a QUIESCE_DBID_SET for convenience such as
within a range, but will be forced NO when the APPLY starts and will not be within the set of bases being quiesced and
reflected in the DB02926 Message.

• The following System databases are processed for maintenance like user databases and participate with the same
normal rules.
– Accounting parameter (PRM) database (typically 4) 
– Accounting data (A01-A99) database (typically 5) 
– Datadictionary database (typically 2) 
– Datadictionary DDD database (typically 15) 
– History database (typically 1007) 
– Change Data Capture (CDC) databases (typically 2009 and optionally 2012-2019)

QUIESCE_DBID_APPLY OFF

Use this command to remove the QUIESCE_DBID_APPLY TXN that is in process or in effect. The process is not subject
to a REQABORT or other forms of abort. It releases the DBSQSDREQ lock that frees all the waiting tasks and removes
the prepare and apply setting to stop tasks from tracking database maintenance.

Use the following in your command to initiate this function from the system console.

 ►►─ QUIESCE_DBID_APPLY ┬ TXN ─┬─┬ YES ─┬──────────────────────────────────────►◄

                       

                       └ OFF ─┘ └─ NO ◄┘

 

• APPLY
(description here)
– TXN
– OFF

Valid Entries:

TXN or OFF

Default Value:

NO

Messages

• DB02921I - QUIESCE_DBID TXN variable variable-more
• DB02922I - QUIESCE_DBID TXN WAITING ON jobname-n (jobname-n) (jobname-n) (jobname-n or AND MORE)
• DB02923I - QUIESCE_DBID TXN FLUSHING PIPELINE
• DB02924I - QUIESCE_DBID TXN ENDED, IN EFFECT
• DB02925I - EQU 2925 QUIESCE_DBID ??? ENDED, IN ERROR, ALL &#39;W&#39;(???)
• DB02925W - QUIESCE_DBID TXN ENDED, variable
• DB02926I - QUIESCE_DBID_SET dbid (dbid) (dbid-dbid) …
• DB02927I - QUIESCE_DBID QUIESCED dbid jobname job-ID task-number
• DB02928I - QUIESCE_DBID TXN WAITING ON jobname-n (jobname-n) (jobname-n) (jobname-n or AND MORE)
• DB02930I - QUIESCE_DBID OFF ENDED, variable
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Examples

The APPLY command drives several processes that are important to be aware of.  A typical message set looks similar to:

• DB02926I - QUIESCE_DBID_SET 597 697 
• DB02921I - QUIESCE_DBID TXN PREPARING 
• DB02928I - QUIESCE_DBID TXN WAITING ON DBDVLMTR-1 DBDVLMTR-2 DBDVLMTR-3 AND MORE 
• DB02921I - QUIESCE_DBID TXN STARTED 
• DB02922I - QUIESCE_DBID TXN WAITING ON DBDVLMTR-10 DBDVLMTR-11 DBDVLMTR-12 AND MORE 
• DB02927I - QUIESCE_DBID QUIESCED 697 DBDVLMTR JOB57120 10 
• DB02927I - QUIESCE_DBID QUIESCED 597 DBDVLMTR JOB57120 13 
• DB02927I - QUIESCE_DBID QUIESCED 597 DBDVLMTR JOB57120 14 
• DB02927I - QUIESCE_DBID QUIESCED 697 DBDVLMTR JOB57120 11 
• DB02927I - QUIESCE_DBID QUIESCED 697 DBDVLMTR JOB57120 12 
• DB02927I - QUIESCE_DBID QUIESCED 597 DBDVLMTR JOB57120 15 
• DB02927I - QUIESCE_DBID QUIESCED 697 DBDVLMTR JOB57120 7 
• DB02923I - QUIESCE_DBID TXN FLUSHING PIPELINE 
• DB02924I - QUIESCE_DBID TXN ENDED, IN EFFECT

DB02926I

The first message, DB02926I, shows that the DBID set has been locked in and reports those bases to be quiesced. The
bases are reported as one message or more as needed to provided each DBID or range of DBIDs. The example has two
bases and no range. Another example is: DB02926I - QUIESCE_DBID_SET 1-5, 7-16, 18-999, 1001-1005, 1007-5000

DB02921I

The second message, DB02921I, with PREPARING shows the next process which is ‘preparing’ the MUF environment
for the APPLY. Prior to the APPLY, no current transaction or request tracks databases involved. The prepare process
searches for and waits upon any request in MUF that started before the prepare. Most requests are quick but some are
not. The prepare process also searches for and waits upon any transaction started before the prepare. This can be a
short time or potentially long. During this prepare, no request is delayed for the QUIESCE, only ensuring that all tasks
attached to MUF are known if they are for a database in the set list and so prepared to track requests. The tracking has
some overhead but not likely measurable.

DB02928I

The third message, DB02928I, occurs during the prepare process if any task is found having a request or transaction still
unknown by database. The first 4 Job names with task number are reported but if there are more than 4, then the first
3 are reported with ‘AND MORE’ in place of the 4th and any additional ones. With the message, the QUIESCE prepare
delays one second and checks again. This repeats until there are no unknown tasks . The message occurs only if the list
of tasks changes. Therefore, it may be frequent or rare with a maximum of one a second. Because the prepare has no
delay of tasks other than the pre-pack task itself, there are no negative consequences to however long this process takes.

DB02921I

The 4th message, DB02921I, with STARTED shows the prepare process has completed and so all requests and
transactions in MUF are known by database. It also shows the actual APPLY process has started which causes tasks that
have requests or transactions with any of the databases are delayed. The prepare process locks a value ‘DBSQSDREQ’
used to restrict and delay new requests for a database in the set.

DB02922I

The 5th message, DB02922I, occurs during the starting process if any task is found having a request or transaction
for a database within the set. The first 4 Job names with task number are reported but if there are more than 4, then
the first 3 are reported with ‘AND MORE’ in place of the 4th and any additional ones. With the message, the QUIESCE
starting delays one second and checks again. This repeats until there are no requests or transactions past the delay for
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QUIESCE. The message occurs only if the list of tasks changes. Therefore, it may be frequent or rare with a maximum of
one a second. Tasks starting requests for a database in the set will delay.

DB02927I

The 6th message, DB02927I, occurs by tasks starting requests for a database in the set. The task has a STATUS during
this delay of WAIT E/C DBSQSDREQ. This occurs until the QUIESCE is turned off.

DB02923I

The 7th message, DB02923I, occurs once all tasks needing to wait are waiting and future requests that need to wait will
do so when they occur. The QUIESCE then flushes the pipeline of deferred DASD writes to ensure the data sets are fully
in sync and can be subject to a backup or copy. This process will be quick or slow based upon the size of the pipeline.
Typically, only a few seconds.

DB02924I

The 8th and final message, DB02924I, showing that the QUIESCE command has ended and is in effect. The backups or
copies can be started.

With the APPLY in effect, not only are requests for the set of databases waited, the index ‘queue’ process to re-balance
the index is also disabled. Therefore, new entries can be added to the ‘queue’ list but none are actively worked.

QUIESCE_DBID_SET

Use the QUIESCE_DBID_SET command to set the list of databases that are subject to the quiesce of databases. This
command is an alternate choice to a full MUF QUIESCE. A site can have several sets of databases to quiesce. For
example, one set of databases might be backed up under the database-level quiesce on Monday, a different set on
Tuesday, another set on the weekend, and so on. You can specify a single DBID, a list of single DBIDs, or a range of
DBIDs, You can change the list when the APPLY is not in process.

NOTE
Important! A YES stays in force until a NO removes it.

During the MUF startup or after MUF is enabled, you can set the set of databases subject to a future
QUIESCE_DBID_APPLY. Change the set by adding (YES) new databases or removed (NO). The set command is blocked
by an APPLY TXN until the quiesce is removed with an APPLY OFF ensuring that the QUIESCE has a set of unchanging
databases.

You can enter the command as many times as required where each command can stack as many databases as fit on the
command.

The start of an APPLY TXN first locks out new SET commands. A message is printed with the databases that are subject
to this particular quiesce. If the list of databases with ranges does not fit on the message, then the message repeats to
provide all databases.

NOTE
Note: An APPLY command is rejected during the actual processing of the QUIESCE_DBID_SET command.
Each QUIESCE_DBID_SET command list item is processed individually.

Use the following syntax in your command to initiate this function from the system console.

 ►►─ QUIESCE_DBID_SET ─┬─ NO ◄─┬,dbid (-dbid)(,dbid)(,dbid-dbid) ────────────►◄

                     

                      └─ YES ─┘

 

SET
      Sets databases that do not exist at the time of the SET making it convenient to use ranges regardless of bases being
defined to the CXX.
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Valid Entries:

YES or NO

Default Value:

NO

Messages

DB02926I - QUIESCE_DBID_SET dbid (dbid) (dbid-dbid) …

RCERROR

(Optional) The RCERROR MUF startup option allows you to modify the Master List dump and Master List buffer dump
options for various record-at-a-time or set-at-a-time return codes. For more information, see the RCERROR= option in the
DBUTLTY function COMM OPTION=ALTER.

                                  ┌─ , ────────┐

►►─ RCERROR ─ mldump,mlbufdump ─┬─▼─ rcnumber ─┴────────────┬─────────────────►◄

                                │ ┌─ , ───────────────────┐ │

                                └─▼─ rcnumber1-rcnumbern ─┴─┘

• mldump
(Required) Specifies whether you want (YES) or do not want (NO) a Master List dump produced for the selected return
code(s).
You could also specify FAIL to cause the MUF to abend if selected return code(s) are received. Use FAIL only if
instructed to do so by Support. For example, specifying RCERROR FAIL,NO,02052 means that Support has advised
you to cause the MUF to abend if a return code 02 INVALID TABLE NAME with an internal return code of 52 occurs.
Other option combinations to consider are as follows:

mldump mlbufdump Results
YES FAIL Master List and system dump
FAIL YES Master List, buffers, and system dump
NO FAIL System dump
FAIL NO System dump
FAIL FAIL System dump
NO NO No dumps
YES NO Master List dump
NO YES Error (invalid value)
YES YES Master List and buffers dump

Valid Entries:

YES, NO, or FAIL

NOTE
If you specify NO for mldump, you cannot specify ,YES for ,mlbufdump.)

• Default Value:
(No default)

,mlbufdump
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(Required) Specifies whether you want (,YES) or do not want (,NO) a Master List dump with buffers to be produced for the
selected return code(s).

Alternately, you can specify FAIL to cause the MUF to abend if selected return code(s) are received. Use FAIL only if
instructed to do so by Support. See the information on FAIL given above for mldump.

• Valid Entries:
YES, NO, or FAIL

NOTE
If you specified NO for mldump, you cannot specify ,YES for ,mlbufdump.

,rcnumber

Specify an integer in the format eeiii, where ee represents an external return code number and iii an internal return code
number. Zeros are padded on left if less than five digits are provided. Numbers or ranges are not rejected if they specify
unused error codes. You can specify multiple option statements with each being applied as it is processed, so that if
conflicts are set, the last condition is kept.

• Valid Entries:
Integers from 0 through 99999

• Default Value:
(No default)

,rcnumber1-rcnumbern

Specifies a range of return code numbers, signified by a hyphen (-), where rcnumber1 represents the first and rcnumbern
the last return code number in the range of return code numbers.

• Valid Entries:
integers from 0 through 99999

• Default Value:
(No default)

RCERROR_MESSAGE

(Optional) The  RCERROR_MESSAGE MUF startup option allows you to externalize a return code as a message when
it is not a PXX/PXXML dump. Taking a Master List dump requires substantial CPU resources. This option is useful in test
MUF environments to show when application programs might get an error but not externalize anything. At MUF startup
and as a console-like command, the value for the rc might be a single number or a range of two numbers. Multiple values
are allowed when separated by a comma.

                                ┌─ , ──────────────────┐

►►─ RCERROR_MESSAGE ─┬─ YES,──┬─▼─┬ rc(irc)  ────────┬─┴──────────────────────────►◄

                     └─ NO, ──┘   └─ rc(irc)-rc(irc)─┘ 

                                                    

NOTE

There must be at least one of either RCERROR_SUPPRESS or RCERROR_MESSAGE during MUF startup for
either to be allowed using a console-like command after MUF is enabled.

Valid Entries:

rc(irc) or rc(irc)-rc(irc)

YES, or NO,

Default Value:
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No default for YES,/NO,

No default for rc(irc) or rc(irc)-rc(irc)

rc(irc)

The rc(irc) is the return code and can be entered in several forms. A single specific number is entered as a 4-5 digit
number. The first two digits are the return code and the remaining 3 as the internal return code. In this form, an example is
either of 03027 or 3027. A single generic specific number is entered as a one or two-digit number of just the return code.
For example, either 03 or 3. In this case, the number (03) is a range of all internal return codes possible, where one value
is 027. Or, the number can be two numbers with a dash between to note a range. If the two numbers are the same, it is
the equivalent to entering a single value. If the numbers are not the same, the second must be larger than the first. As a
range, all return codes equal or greater than the first and equal or less than the second participate in the action. A single
specific number entered as a 4-5 digit number must match a return code and internal return code that can occur in MUF.
All ranges can include no actual occurrences of a return code and internal return code or many occurrences.

At MUF startup and as a console-like command, the value can be a single number or a range of two numbers.

RCERROR_MESSAGE YES,1-99999

RCERROR_MESSAGE NO,01

Multiple values are allowed separated by a comma at MUF startup but not as a console-like command.

The MUF startup must have at least one of these RCERROR_MESSAGEs in the MUF startup options so that the console
command API will work. MVS MODIFY, DBUTLTY, and SQL all fail with the following message if the MUF is started with
no option for RCERROR_MESSAGE. The following example shows the error message if MUF is not started with a place
holder to allow future commands for RCERROR_MESSAGE.

08.36.36 STC27404 DSNZMFX:MUFX:DB01311I - RCERROR_MESSAGE YES,03 

08.36.36 STC27404 DSNZMFX:MUFX:DB01307E - CONSOLE BAD CONTEXT - RCERROR_MESSAGE YES,03

Examples at MUF startup include:

RCERROR_MESSAGE YES,03
RCERROR_MESSAGE YES,03027
RCERROR_MESSAGE YES,03000-03999
RCERROR_MESSAGE YES,1-99999
RCERROR_MESSAGE NO,01
RCERROR_MESSAGE YES,03-04,13,08001-08004

Examples as a console-like command:

RCERROR_MESSAGE YES,03
RCERROR_MESSAGE YES,03027
RCERROR_MESSAGE YES,03000-03999
RCERROR_MESSAGE YES,1-99999
RCERROR_MESSAGE NO,01

A few return codes can occur frequently or are internal to MUF processing. They are accepted but ignored if they are
in a range. If return codes are done individually with a full 5-digit number, they are rejected. In the following numbers,
parentheses () are added for clarity but in the actual command they are not allowed.

00                    19
04(170)            29
14
Some return codes do not occur in MUF (proper). They are accepted but ignored if they are in a range. If return codes are
done individually with a full 5-digit number, they are rejected.

36                    94(037)
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44                    94(050)
55                    94(051)
56                    94(057)
57                    94(091)
68                    94(150)
82                    94(151)
83                    94(152)
84                    94(153)
85                    94(154)
86                    94(155)
87(002)           94(156)
89(001)           94(200)

A few return codes are considered warnings only and should not be set because they may occur frequently. They are
accepted but ignored if they are in a range. If return codes are done individually with a full 5-digit number, they are
rejected. If they are needed to debug a specific occurrence, they can be set if ‘DIAGOPTION 14,1,ON’ is set.

91(102)           92(132)
91(103)           92(133)
93(118)           92(134)
18(127)           92(131)

The message set that is produced has this example:

DB02407E - RCERROR_MSG job-name run-unit Job-ID rc(irc) command dbid table occurrences monitor-info

DB02408E - RCERROR_MSG rc(irc) user-id error-text

RCERROR_RESET

The RCERROR_RESET command is allowed only after MUF enables as a console-like command.

                    ┌─ , ───────────────────────┐

►►─ RCERROR_RESET ──▼─┬── rc(irc)────────────┬──┴───────────────────────►◄

                      └── (rc(irc)-rc(irc)) ─┘ 

Valid Entries:

rc(irc) or rc(irc)-rc(irc)

Default Value:

No default

This command can be one of the following:

• a single return code as a 2 digit number 1-99 treated as a range of all internal return codes (irc)
• a full return code with internal return code as a 3-5 digit number treated as a single specific error
• a range of two numbers as 1 and 2 with a dash between them

Why would you use the reset?

The suppress is set as one day in seconds but at ‘shift’ change you choose to allow a new error occurrence to be
recognized and externalized.
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WARNING

Warning: This suppression is based exclusively on the return code value and no other metrics. It is helpful
for many return codes but also might not be best for some. For example, if you are getting an I/O error on one
specific data area and the dumps are suppressed then they are also suppressed for every area. This is true for
the Master List setting for each return code and internal return code.

A few return codes can occur frequently or are internal to MUF processing. Therefore, they not subject to dumps or
messages and should not be set. If any occur in a range, it is ignored, else it is a specific 3-5 digit number and rejected as
an error. Errors in this group are:

00                19
04(170)        29
14
Some return codes do not occur in MUF (proper). They should not be set. If any occur in a range, it is ignored; else it is a
specific 3-5 digit number and rejected as an error. Errors in this group are:
36                 94(050)
44                 94(051)
55                 94(057)
56                 94(091)
57                 94(150)
68                 94(151)
82                 94(152)
83                 94(153)
84                 94(154)
85                 94(155)
86                 94(156)
87(002)        94(200)
89(001)
94(037)

Some return codes are considered warnings only and should not be set. If any occur in a range, it is ignored, else it is a
specific 3-5 digit number and rejected as an error. In case they are needed to debug a specific occurrence, they can be
set if ‘DIAGOPTION 14,1,ON’ is set.
91(102)        92(132)
91(103)        92(133)
93(118)        92(134)
18(127)        92(131)

RCERROR_SUPPRESS

The RCERROR_SUPPRESS feature allows you to have control over how frequent the error occurrence is recognized
and processed for either a Master List dump or the RCERROR_MESSAGE option. Implemented at MUF startup and as
a console-like command, the value for the rc might be a single number or a range of two numbers. During MUF startup,
multiple values are allowed when separated by a comma.

                               ┌─ , ──────────────────────┐

►►─ RCERROR_SUPPRESS seconds───▼─┬─── rc(irc) ──────────┬─┴────────────────►◄                                 

                                 └─── rc(irc)-rc(irc) ──┘ 

The RCERROR_SUPPRESS command supports a number of seconds between the error being externalized in either a
PXX/PXXML dump or the or the new RCERROR_MESSAGE (DB02407E and DB02408E).
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NOTE

There must be at least one of either RCERROR_SUPPRESS or RCERROR_MESSAGE during MUF startup for
either to be allowed using a console-like command after MUF is enabled.

Valid Entries:

rc(irc)

or

rc(irc)-rc(irc)

Default Value:

No default

seconds

Specifies the number  of seconds after an error is externalized for the next occurrence to also be externalized. Values can
be 0-999999 where 0 turns off the feature allowing every error to be externalized. Value 0 is the default if this option is not
specified. Value examples are:

• 60 for one minute
• 3600 for an hour
• 86400 as once a day

Values are set as processed. Therefore, you can control the required detail. For example, you can set 3600 for all errors
(1-99999) and then 60 for just error 03027.

You can enter the values after seconds as a return code such as 03 where all internal return codes participate or provide
full number to provide just that specific error.
The values that are provided during a MUF startup can be stacked by having a comma followed by another value. The
values provided as a console-like command after MUF is enabled can have a single value of a single return code (with or
without internal return code) or a range of two values (with or without internal return codes).
Examples at MUF startup include:
RCERROR_SUPPRESS 2,03
RCERROR_SUPPRESS 1,03027,04000-04999,05000-07000,46
RCERROR_SUPPRESS 99999,03027,07-09
RCERROR_SUPPRESS 05,03027
RCERROR_SUPPRESS 60,07-09
Examples as a console-like command after MUF is enabled:
RCERROR_SUPPRESS 2,03
RCERROR_SUPPRESS 1,03027
RCERROR_SUPPRESS 99999,03027
RCERROR_SUPPRESS 05,03027
RCERROR_SUPPRESS 60,07-09

Paired with the ability to suppress return code externalizations for a number of seconds, another new command resets the
seconds for an active case. The next occurrence of that return code is recognized and externalized. For more information,
see RCERROR_RESET.

READAHD

(Optional) The READAHD MUF startup option specifies the type of read-ahead processing to use for GETIT commands
when executing with a User Requirements Table for a version prior to 8.1. If you do not specify this option,  uses index
scanning to select blocks for read-ahead processing.
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Version 8.1 or later User Requirements Tables provide their own option at assembly time which cannot be overridden.

►►─ READAHD ─ type ───────────────────────────────────────────────────────────►◄

• type
(Required) Specify one of the following:

Valid Entry Meaning
INDEX Use index scanning to select blocks for read-ahead processing.

This option is generally the better of the two options except where
noted for PHYSICAL.

PHYSICAL Use physical sequential data block reads for read-ahead
processing. This mode is generally faster when using Space
Management Option 0 with few additions or deletions and
when using the Native Key. It also works well with other Space
Management Options when no additions and few deletions have
occurred.

Default Value:

(No default for this parameter if you code the READAHD option; however, if you do not specify this option,  uses index
scanning to select blocks for read-ahead processing.)

REMOVE_COMPRESS_PAD

The REMOVE_COMPRESS_PAD command is intended for areas that have a current DB or user compressed table.
Because physical sequence is used, the command runs faster than if native sequence is used.

►►─ REMOVE_COMPRESS_PAD ─ dbid,area-name,nn ───────────────────────────────────►◄

After running the REPORT_COMPRESS_PAD command, if the report shows that an area exists with too much padding,
you can use the REMOVE_COMPRESS_PAD command. Compressed tables that have any padding are updated in place
to remove the pad. No changes are made to the row value or index and the update is not logged. Because no LOCK
MOVER is requested or expected, a few rows could fail to remove the pad.

NOTE
Some, none, or all changes were done to DASD if the MUF fails during the execution. The command driven task
stops if MUF is set to EOJ. It does not stop for a base close. Therefore, a REQABORT of the task is required if
the base needs to close.

Example:

REMOVE_COMPRESS_PAD dbid,area-name,nn 

Note: The dbid and area are required

The nn represents 0-99 percent of the record expanded physical size. This number makes the row a candidate to have
the pad removed. Any size pad bytes are removed if 0 is set. The pad bytes provide a service preventing moving the
row in the future. The pad bytes are removed if 10 is set and the number of pad bytes are more than 10 percent of the
expanded record. They are left alone if the pad bytes are less than 10 percent. Any number other than 0 leaves small
numbers of pad bytes but removes those that are a larger percentage.
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REPORT_COMPRESS_PAD

The REPORT_COMPRESS_PAD command is intended for areas that have a current DB or user compressed table.

►►─ REPORT_COMPRESS_PAD ─────────────────────────────────────────────►◄

This command reads the area in physical block order and provides a one line message for the compressed table about
padding.

Long-term rows become stored with the largest physical footprint from updates to a row. If a row is updated to be
physically larger, the row pad allows the row to stay in the same data block. If there is no row pad, then the extra space in
the current block is used. If the row is updated and cannot fit back into its space, it is moved to another block.

Row padding is a requirement for ROLBK support as it is valuable in reducing row movement. For sites with DASD size
concerns, this report can provide information about the space that is used but not required. The space is required only
during an active transaction.

This command drives a task area to open and scan the requested area for compressed table rows. At completion, a
message or message set is provided.

NOTE

Note: The REPORT_COMPRESS_PAD is not available during MUF SYSIN processing or before the MUF is enabled.

The command is expected to be rare and does not interact with close. Therefore, if the base is set to be closed, that
close waits on the command and a manual REQABORT is required. This is similar when MUF is set to EOJ with the task
running.

Example:

REPORT_COMPRESS_PAD dbid,area-name 

Note: The dbid and area are required.

An available task area is allocated and the command driven to open the area. A scan is performed in the physical block
sequence. The following messages are provided after the scan completes:

DB03302I - REPORT_COMPRESS_PAD 2 DD1 COMPLETED - ROWS READ 22,374 WITH PAD 0 

The message provides the dbid and area requested. It provides a count of rows read to compressed tables in the area. It
also provides the number of those rows that have one or more bytes of pad.

If the number of rows read with pad is not zero, a second message is provided paired with the first:

DB03302I - REPORT_COMPRESS_PAD 2 DD1 COMPLETED - ROWS READ 22,374 WITH PAD 9

DB03303I - REPORT_COMPRESS_PAD 2 DD1 AVERAGE PAD FOR ROWS WITH PAD 1      

The second message provides the average pad for the rows that have a pad. So of the total rows of 22,374, only 9 have
any pad. Of the 9, the average pad is a single byte.

The report shows that the area has little overhead in row padding.

REQCOMIT

The REQCOMIT console command commits requests and is provided for situations that can occur when using a two-
phase commit and RRS or CICS. For example, when restart encounters pending LOGPR commands for RRS or CICS
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that RRS or CICS cannot resolve, in certain cases you can use a REQCOMIT console command to commit the  work. For
details about two-phase commit and RRS, see Two-Phase Commit and RRS.

 For RRS: 

If error message DB01218W is received (see the Messages page), restart encountered one or more pending LOGPR
commands for RRS that RRS could not resolve. The possible reasons are indicated by a field in DB01218W that can be
one of the following:

•  IS NO
Means that the RRS MUF startup option is not specified.

•  DATA LOST
Indicates that RRS has lost some hardened data.

•  COLD START
Means that the RRS log was cold started.

•  IS DOWN
Indicates that RRS is currently unavailable.

•  DB FORCED
Means that a prior Multi-User Facility had a data lost or cold start RRS transaction which was not resolved.

These pending LOGPR commands represent pending commits from an RRS application that the MUF cannot resolve
without RRS. The MUF enables, but the rollback/RRS phase of restart is not completed until these pending RRS commits
are resolved. Research the URID given in the message to determine whether a REQCOMIT or REQROLBK for the
sequence number listed is appropriate, and if it is, you can then use a REQCOMIT or REQROLBK console command to
commit or roll back the  work that occurred in the specified URID.

 Note: If IS DOWN is the condition, you cannot issue the REQCOMIT or REQROLBK. Instead, you must wait for RRS to
be available, at which time the MUF communicates with RRS and resolves the outstanding transaction.

 For CICS: 

REQCOMIT is also allowed for CICS tasks that have been left hanging because of a CICS cold start.

•  Command Syntax:
Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for additional syntax information.

►►─ REQCOMITnnnnn ────────────────────────────────────────────────────────────►◄

REQCOMIT

 (Required) REQCOMIT requests a manual commit as previously described.

•   nnnnn 
(Required) The nnnnn is the sequence number of the request to be committed, found in message DB01218W.

REQROLBK

The REQROLBK console command can be used to rollback a request in situations that can occur when using a two-
phase commit and RRS or CICS. For example, when restart encounters pending LOGPR commands for RRS or CICS
that RRS or CICS cannot resolve, in certain cases you can use a REQROLBK console command to roll back the  work.
For details about two-phase commit and RRS, see Two-Phase Commit and RRS.

 For RRS.: 

If error message DB01218W is received (see Messages), restart encountered one or more pending LOGPR commands
for RRS that RRS could not resolve. The possible reasons are indicated by a field in DB01218W that can be one of the
following:
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•  IS NO
Means that the RRS MUF startup option is not specified.

•  DATA LOST
Indicates that RRS has lost some hardened data.

•  COLD START
Means that the RRS log was cold started.

•  IS DOWN
Indicates that RRS is currently unavailable.

•  DB FORCED
Means that a prior Multi-User Facility had a data lost or cold start RRS transaction which was not resolved.

These pending LOGPR commands represent pending commits from an RRS application that the MUF cannot resolve
without RRS. The Multi-User Facility enables, but the rollback/RRS phase of restart is not completed until these pending
RRS commits are resolved. Research the URID given in the message to determine whether a REQCOMIT or REQROLBK
for the sequence number listed is appropriate, and if it is, you can then use a REQCOMIT or REQROLBK console
command to commit or roll back the  work that occurred in the specified URID.

 Note: If IS DOWN is the condition, you cannot issue the REQCOMIT or REQROLBK. Instead, you must wait for RRS to
be available, at which time the MUF communicates with RRS and resolves the outstanding transaction.

 For CICS: 

REQROLBK is also allowed for CICS tasks that have been left hanging because of a CICS cold start.

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for additional syntax information.

►►─ REQROLBKnnnnn ────────────────────────────────────────────────────────────►◄

 REQROLBK: 

 (Required) REQROLBK requests a manual rollback as previously described.

•   nnnnn 
(Required) The nnnnn is the sequence number of the request to be rolled back, found in message DB01218W.

RESTART

(Optional) The RESTART MUF startup option provides options for error handling during restart processing.

When restart processing occurs during each MUF startup, the Log Area (LXX) is accessed to determine the need to
execute maintenance commands. If the log indicates the reprocessing of pipelined requests is needed, the restart process
reapplies the requests in a way that ensures a stable point exists with all necessary requests redone and on DASD. If a 
error occurs during this reprocessing:

1. It is noted with a return code.
2. That request is terminated.
3. The restart process continues to the end of the Log Area (LXX).

If any error occurs, a DB01208E message is produced at the end of the log and the MUF job is terminated.

You are expected to review and correct the condition(s) that caused the error and then re-execute the job to start the MUF.
Possible errors include I/O failures, an index full condition, or a data area full condition. Use the RESTART MUF startup
option as described below to specify error-handling options during restart processing.

NOTE
The backout of all transactions active at the termination of a failed previous MUF is not affected by the
RESTART MUF startup option.
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►►─ RESTART ─ ignore-errors ─┬───────────────┬─┬─────────────┬────────────────►◄

                             └─ ,access-off ─┘ └─ ,full-log ─┘

• ignore-errors
(Required) If you code the RESTART MUF startup option and specify YES for the ignore-errors variable:
– Any errors during the reprocessing of the pipeline are noted in the report.
– The DB01208E message is printed.
– The log is prepared for processing.
– The MUF is enabled.
You then have to handle the reported errors with normal tools to the extent possible. Therefore, specify YES if you
determine that the errors can be more efficiently handled outside of the restart process.

NOTE
Ignoring errors is only a choice during the reprocessing of the Pipeline and not during other parts of the
restart process.

If you do not specify the RESTART MUF startup option or code NO for the ignore-errors option, the restart process
gives you the ability to fix problems and then attempt to start the MUF again.
– Valid Entries:

NO or YES
– Default Value:

(No default)
• ,access-off

(Optional) YES specifies that every database with reprocessed requests that received a return code is to be set to the
ACCESS OFF status and cannot be opened until that status is changed (presumably after the error conditions are
corrected).
If you do not specify this option or code NO, the access status for each database is whatever state the database would
normally have been, based upon defaults and your site-specified startup options.
– Valid Entries:

NO or YES
– Default Value:

NO
• ,full-log

(Optional) Specify YES to force a RESTART to reprocess the full log of unspilled data. NO is the default and specifies
that RESTART reprocesses what was in the pipeline at the time of the MUF failure. Be aware that specifying YES
slows the RESTART process substantially, depending upon the size of the Log Area (LXX) and the amount of data in it
that has not been spilled.

NOTE
The full-log option is provided for hot backup site environments being maintained with non-synchronized
DASD mirroring and is intended for use at such hot sites if the primary site fails. It is not, however, necessary
to use this option at hot sites if the DASD mirroring is done in a synchronized manner.

RETURN_CODE_88_DELAY

RETURN_CODE_88_DELAY is used when an OPEN command is about to get a return code 88

The RETURN_CODE_88_DELAY is used when an OPEN command is about to get a return code 88. Multi-user
applications needing access to a DBID or area that has been taken offline (ACCESS OFF/READ/UTLTY) would wait for
the DBID/area to be made available (ACCESS WRITE) for up to RETURN_CODE_88_DELAY minutes value.

Replace the minutes with a number 1-32767 to delay a waiting task. For no delay, enter the number 0, which without this
command is the default.
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►►─ RETURN_CODE_88_DELAY minutes ─────────────────────────────►◄

Valid Entries:

0 - For no delay

1-32767 - To delay a waiting task

Default Value:

0

If the ACCESS is set to WRITE, then any waiting task instantly continues its opening without this open error. The process
continues by accepting the return code 88 if the time expires. Any waiting task also stops its delay and accepts the return
code 88 if the command is executed with a number 0.

NOTE
This action applies to all sub-codes with the return code 88.

Even though an OPEN command is not subject to REQABORT, if the OPEN is delaying for return code 88, it is available
for REQABORT. When the delay is not needed, the task continues its OPEN command.

After about 60-66 seconds of waiting and about the same afterwards, a message is issued in MUF to show the delay.
Examples are:

DB02841W – WAIT DELAY ‘RC_88_DELAY’ MIN:SEC-1:2 DBDVL 1 OPEN 997

DB02841W – WAIT DELAY ‘RC_88_DELAY’ MIN:SEC-2:5 DBDVL 1 OPEN 997

ROLLBACK_ABORT

Use the ROLLBACK_ABORT console command to terminate a long running or long waiting rollback request. A successful
ROLLBACK_ABORT does not mean, however, that all maintenance for a transaction, represented by a Transaction
Sequence Number (TSN) has been backed out. If this is a concern, complete the rollback offline by using backward
recovery for the affected TSN.

The termination takes the form of terminating the active rollback request that is executing when the ROLLBACK_ABORT
is issued. This aborted request receives a return code 45.

Information about the status of the ROLLBACK_ABORT request, once it has been issued, can be found in message
DB00603I.

NOTE
For more information, see Messages.

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for additional syntax information.

►►─ ROLLBACK_ABORTnnnnnnnn ──────────────────────────────────────────────►◄

ROLLBACK_ABORT

(Required) ROLLBACK_ABORT requests that the currently executing rollback request be terminated as previously
described.

• nnnnnnnn
(Required) The nnnnnnnn is the TSN associated with the rollback. Obtain the TSN associated with the backout
that you want to abort by either issuing a DBUTLTY STATUS command or by consulting the MUF_ACTIVE_TASKS
Dynamic System Table.
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RRS

(Optional) (z/OS only.) The RSS MUF startup option specifies support for two-phase commit for batch resources
utilizing the Resource Recovery Services (RRS) of the operating system. This allows a batch program using multiples
of  performing maintenance, or other RRS-supporting Resource Managers, to provide full two-phase commit/rollback
protection of the "common" transaction. For more information on two-phase commit and RRS.

NOTE
The Force Area (FXX) must have been initialized using the level SP02 code of  r10 in order for RRS to perform
correctly.

The MUF must be running authorized to use the RRS MUF startup option.

Following is the syntax diagram for the RRS MUF startup option.

►►─ RRS ─ entry ──────────────────────────────────────────────────────────────►◄

• entry
(Required)
If FAIL is specified and RRS is not available at MUF startup, the MUF does not enable.
If CONTINUE is specified, the MUF enables even if RRS is not available.
If the RRS MUF startup option is omitted, or if RRS CONTINUE is specified and RRS is not available, an open of a
User Requirements Table with RRS=YES specified, in the DBURINF macro, fails.
If RRS is specified, the RXXROLLBACK MUF startup option must be specified as YES.
– Valid Entries:

FAIL or CONTINUE
– Default Value:

(No default)

RXX

(z/OS only.) (Optional) The RXX MUF startup option specifies the device type, volume count, and unit count for a new
Recovery File. A new Recovery File is requested through the DBUTLTY COMM OPTION=NEWRXX function . If you do
not specify this option and the COMM NEWRXX is done with active logging, the unit name for the new RXX DD statement
is TAPE and operating system defaults apply for the volume and unit counts.

►►─ RXX ─ unit-name ─┬───────────────────────────────────┬────────────────────►◄

                     └─ ,volume-count ─┬───────────────┬─┘

                                       └─ ,unit-count ─┘

• unit-name
(Required) Specify the value for the device type field in the UNIT parameter on the DD input line for allocating a new
Recovery File.
– Valid Entries:

A valid device type name (such as TAPE)
– Default Value:

(No default for this parameter if you code the RXX option; however, if you do not specify this option and the COMM
NEWRXX is done with active logging, the unit name for the new RXX DD statement is TAPE and operating system
defaults apply for the volume and unit counts.)

• ,volume-count
(Optional) Specify the value for the volume count field of the VOLUME parameter on the DD input line for allocating
your new Recovery File.
– Valid Entries:
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1 to nn (where nn is the operating system specified maximum)
– Default Value:

Your operating system default
• ,unit-count

(Optional) Specify the value for the unit count field of the UNIT parameter on the DD input line for allocating your new
Recovery File. You must specify the above parameters before you can specify this parameter.
– Valid Entries:

1 to nn (where nn is the operating system specified maximum)
– Default Value:

Your operating system default

RXX_VARIABLE_BLK

(Optional) The RXX-BARIABLE_BLK option can be used to write the blocks to the Recovery File (RXX) in a variable
format instead of a fixed format.

NOTE
We recommend using variable logging. With variable logging, the RXX is always variable and this option is
ignored.

►►─ RXX_VARIABLE_BLK ─┬─ NO or OFF ◄ ─┬────────────────────────────────►◄

                      └─ YES or ON ───┘

• RXX_VARIABLE_BLK
If you want to write the blocks to the Recovery File (RXX) in a variable format, specify YES or ON for this option.
Previous releases of , however, cannot read a Recovery File with this option set to YES or ON.
This option is forced on if the Log Area (LXX) is in the variable format.
Use the RXX_VARIABLE_BLK x console command to change the value of this MUF startup option, where x can be
YES/NO or ON/OFF.
– Valid Entries:

YES or ON, or NO or OFF
– Default Value:

NO or OFF

RXXROLLBACK

(Optional) The RXXROLLBACK option specifies the action taken by  when a rollback of a transaction has been force
spilled.

Using this option, when the rollback encounters a forced spill this message is issued to the console: DB00109W -
BACKOUT JOB jjjjjjjj NUMBER-nnnnn TSN-xxxxxxxx WAITING TO COMPLETE.

By default, the DB00109 message is issued like all other normal MUF messages. However, this particular message
expects to drive human intervention to resolve the incomplete ROLBK or other form of backout. Unless your site has an
automated process to  notify you about  the occurrence of a DB00109, the message should be set as critical within the
MUF startup using the option:  MESSAGE CRIT,DB00109

With this message in place, then:

• In z/OS, the message is highlighted and stays on the console until the operator responds.
• In z/VSE, it is highlighted. The TSN value is expressed in hexadecimal.
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This facility is not available for LOGRCV=NEVER. The NEVER option works the same as the RXXROLLBACK NO option,
In z/OS this facility is not available if the RXX DD statement is specified as DUMMY. With DUMMY specified the option
works the same as the RXXROLLBACK NO option, as described in the following:

►►─ RXXROLLBACK ─ entry ──────────────────────────────────────────────────────►◄

• entry
(Required) Specify YES or do not code this option (the default is YES) to cause  to issue a console request to alert the
operator of the condition and the TSN that needs to be backward recovered.

Note: If the RRS MUF startup option is coded, RXXROLLBACK must be specified as YES.

We do not recommend specifying NO. If NO is specified, you cannot use the Change Data Capture feature (see
RXXROLLBACK), and in addition, when the log becomes 100 percent full (or less, if the LOGSPILL 'c' option has been
set), the oldest TSN is force check pointed if a transaction is preventing a spill (that is, having a maintenance command in
the oldest log block still present on the LXX). Force check pointing causes several actions as follows:

• This message is issued: DB00104I - CHKPT JOB-x NUMBER-n TSN-x
• Secondary exclusive control of all records added, updated, or deleted by the transaction is released. Primary exclusive

control is not affected. Releasing secondary exclusive control makes those records readable for update by any other
transaction. This effectively commits all requests for the transaction.

• If the transaction requests transaction backout (ROLBK command) or terminates in a way that causes an automatic
ROLBK, it is not backed out, but instead issues the message: DB00103I - BACKOUT JOB-x NUMBER-n RC=94(085)
TSN-x.

After the DB00103I message is received, it is possible to execute the DBUTLTY function RECOVERY
OPTION=BACKWARD with the TSN. However, because secondary exclusive control was released, and because
backward recovery does not update records with the last update that is not this TSN, the transaction may only be partially
reversed. Also, because secondary control was released, even if no other task updated the record, one could have made
a decision based upon the record after it was force check pointed but before the RECOVERY.

• – Valid Entries:
YES or NO

– Default Value:
YES

SDI_ABEND_1

(Optional) The SDI_ABEND_1 MUF startup option specifies whether you want the SDI (Service Desk Issue) interface to
open a Service Desk issue and record the abend type, PSW, and registers when a MUF region abends.

►►─ SDI_ABEND_1 ─┬─ NO ◄ ─┬───────────────────────────────────────────────────►◄

                 └─ YES ──┘

• SDI_ABEND_1
SDI_ABEND_1 specified as YES means that, when the MUF region abends, the SDI (Service Desk Issue) interface
opens a Service Desk issue and records the abend type, PSW, and registers.
SDI_ABEND_1 YES turns on the feature.
SDI_ABEND_1 NO is the default and turns off the feature.
Message DB00256W is generated if the Service Desk issue fails to be opened.

Contents of the Service Desk Issue

The contents of the Service Desk issue is as follows:

 SUMMARY:
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 Job-&SYSJOB   CA-DATACOM/DB DATABASE Abended &CODE

 PGMNAME-&PGM OFFSET-&OFF  RELEASE-&REL  SERVICE PACK - &SP

 DESCRIPTION:

 PSW1 - &PSW1       PSW2 - &PSW2

 R0    -  &PR0     R1    - &PR1     R2    - &PR2      R3    - &PR3

 R4    -  &PR4     R5    - &PR5     R6    - &PR6      R7    - &PR7

 R8    -  &PR8     R9    - &PR9     R10   - &PR10     R11   - &PR11

 R12   -  &PR12    R13   - &PR13    R14   - &PR14     R15   - &PR15

 EVENT DETAILS:

 Event ID:MUFABN

 Detected: &SYSEDATE at &SYSTIME

 Detecting system: &SYSID

 Detecting job: &SYSJOB

 Detecting program: &SYSPGM

The following applies in the Service Desk issue just shown:

• &SYSJOB
&SYSJOB contains the name of the job that abended.

• &CODE
&CODE contains the abend code, for example, 222 or 0C1.

• &PGM
&PGM contains the name of the program where the abend occurred.

• &OFF
&OFF gives the offset into the program where the abend occurred.

• &REL
&REL is the release of  code you are running.

• &SP
&SP is the service pack level.

• &PSW1
&PSW1 is the abending PSW1.

• &PSW2
&PSW2 is the abending PSW2.

• &PR0 to &PR15
&PR0 through &PR15 are the corresponding registers at the time of the abend.

• &SYSEDATE
&SYSEDATE is the system date.

• &SYSTIME
&SYSTIME is the system time.

• &SYSID
&SYSID is the SMF System ID where the abend occurred.

• &SYSPGM
&SYSPGM is the program being executed (EXEC PGM=).

SECURITY

(Optional) The SECURITY MUF startup option specifies the options to use with  security.

Path security allows you to identify security rules for different command paths.
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              ┌─ , ───────┐

►►─ SECURITY ─▼─ DBaabbb ─┴─────────────────────────────────────────────►◄

• DBaabbb
(Required) This is the format of a path security class-and-path option parameter, where DB is a constant.
The aa in the format represents valid class codes. These class codes correspond to the table classes defined in the
external security system. Those table classes must be defined before implementing path security in .

Example

The following is an example showing the use of six of the ten possible path code options in one SECURITY MUF startup
option. Path codes can be listed in any order, that is, the order shown in this example is only one of many possible orders.

SECURITY DBaaSSR,DBaaRAT,DBaaSCI,DBaaRSR,DBaaSQL,DBaaRCI

NOTE
There is no restriction on how many times a class code can be used per SECURITY MUF startup option. You
could, for example, use the same class code for all ten different path code occurrences.

SMPTASK

(z/OS only) (Optional) The SMPTASK MUF startup option is used to specify that the main task performs in Symmetric
Multi-Processing (SMP) mode. SMP mode makes the maximum number of subtasks available to assist the main task and,
optionally, the number (zero through the maximum) used at the time the MUF is enabled. If you do not specify this option,
the MUF runs with a single main process.

To run on a zIIP engine, you must run tasks in SRB mode instead of TCB mode. Use SRB mode by specifying the zIIP
parameter (z) in the SMPTASK MUF startup option, as shown in the following syntax:

►►─ SMPTASK ─ m ─┬────────────────────────┬─────────────────────────────►◄

                 └─ ,c ─┬───────────────┬─┘

                        └─ ,r ─┬──────┬─┘

                               └─ ,z ─┘

• m
(Required) Specify the maximum number of SMP tasks that this MUF can have. Although the maximum value is 99, 5
to 7 is usually found to be a significant number and commitment. Using more than that amount would most likely not
be beneficial and might well produce a negative cost. Fewer busy tasks perform better than more rarely used tasks.
Unless you have experience to the contrary, reasonable numbers for most users are 3 to 4. If you do not have lots of
processors available for MUF to use, the larger numbered SMPTASK must steal the processor from a running lower
number, and therefore, even if the statistics show they do work, it does not mean it is valuable and productive work.
– Valid Entries:

0 to 99
– Default Value:

(No default)
• ,c

(Optional) Specify the number of tasks that are to be active during the enabling of the MUF.
– Valid Entries:

0 to 99
– Default Value:

(If not specified, the first parameter is both the maximum and the enable number of tasks.)
• ,r

(Optional) Specify for r the number of entries in the ready-to-run (posted) list for each currently running task before
starting another available task.
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Whether it is specified on the SMPTASK option or not, the ready-to-run count is changeable using the console
command SMPTASKR n where n (1 to 99) is equivalent to the r parameter on the SMPTASK option. The value 0
is accepted, but treated as value 1. A smaller than default value, for example 2 to 3, is better for users having most
tasks driven by SQL. Numbers 1 to 3 are more aggressive than the default value of 4 and should get MUF work done
more quickly in elapsed time than 4 or more but with some additional CPU time. Numbers 5 to 8 would be better for
users willing to sacrifice a little elapsed time over a little CPU savings. Numbers higher than 8 are likely to provide no
measurable value in saving CPU but increase request elapsed times.
With SRB mode (see the description of z that follows), the value specified for r affects the third SMP task and all higher
tasks. The first and second tasks are dispatched as needed, and they disregard this option.
– Valid Entries:

0 to 99
– Default Value:

4
• ,z

(Optional) Use the z parameter to specify whether the SMP task runs (or tasks run) in SRB or TCB mode. This
parameter can be specified only during the MUF startup.
Sites that do not have or use zIIP processors for  normally choose the default of TCB mode.
Running SRB mode allows you to run one (or more than one to see ZIIP_USER_LIMIT in ZIIP_USER_LIMIT Startup
Option) of the SMP subtasks on a zIIP processor.
The amount of work that is going to be eligible to run on a zIIP processor can be predicted. For more information, see
MZI Dynamic System Table and MUF EOJ Report for zIIP (below).
With SRB mode the main task TCB is mostly disabled, so for sites wanting to run with the same number of SRB
processing tasks as they had in TCB mode, the first two options need to be increased by one. For example, if r11 had
SMPTASK 3,3 and that resulted in a total of 4 tasks processing concurrently (the main task and the 3 SMP tasks), then
in SRB mode with 4 tasks processing concurrently the option would need to look as follows: SMPTASK 4,4,4,SRB.
When you specify SRB for z, note the following:
– You cannot specify active recovery, that is, you must use inactive recovery.
– You must specify SVC (or allow the default of SVC) for the MUF startup option DUMP_OUTPUT.
– A conflict occurs and the MUF fails if the MUF startup option MUFPLEX is specified with a mode of A or B.
– The SMPTASK_CURRENT console-like command cannot be set to a value of zero (a 0 for SMPTASK_CURRENT

blocks SRB mode).
SRB mode changes how the main task and first two SMP tasks are driven. The main task is seldom used in SRB
mode, because it still runs in TCB mode. The first SMP task is driven whenever there is work for the MUF to do. The
second SMP task is driven whenever there is work for the MUF to do and the first SMP task is already busy. This
means the ready-to-run parameter r only pertains to any additional SMP tasks specified beyond the second SMP task.
If you do not specify a value for z, the SMP task runs (or tasks run) in TCB mode, as in releases prior to r12, or you
can code z with a value of TCB to explicitly prohibit zIIP eligibility.

NOTE
It is possible to run SRB mode independently of a zIIP processor. Testing has shown that SRB mode uses
less CPU than TCB mode where less I/O is required, but SRB mode can use more CPU when more I/O is
needed.

For more SRB-related and zIIP processing information, see the section about DBSMAPR subtasks for zIIP in the
following section.
– Valid Entries:

SRB or TCB
– Default Value:

TCB

Modifying some of the options just described are possible when using console-like commands. The console command
SMPTASK m can be issued any time the MUF is enabled. If the MUF is not running in SMP mode, the statement is
ignored. You can use this console command to increase or decrease the number of subtasks being used by the MUF
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for SMP processing. In TCB mode, the number can range from zero thru the value of the first number specified on the
MUF startup option SMPTASK, while in SRB mode, the number can vary from one thru the first number specified on the
MUF startup option SMPTASK. A value higher than allowed is treated as a request to set SMPTASK to the maximum. For
example, a startup option of SMPTASK 5,2 and a later console command of SMPTASK 99 would cause five subtasks to
be utilized.

In TCB mode, you can use the console command to restrict the number of processors to one (the main task) by specifying
SMPTASK 0. Re-enabling tasks is then a matter of re-specifying SMPTASK with a value greater than zero. The console-
like command is therefore useful for tuning purposes and experimenting to achieve the best performance possible.

The use of any IOTASKs when running in SMP mode may be an asset or a liability.

NOTE
When the SRB option of SMPTASK is set and if the IOTASK count is set as 0 or 1, it is forced to be 2. The
values 3 through 25 are accepted but more than about 5 are rarely used. Therefore, if not used it is best not to
provide them. The values of 26 through 99 are accepted. However, 25 is forced as the maximum used value.

DBSMAPR Subtasks for zIIP

SRBs cannot issue a Supervisor Call (SVC). Some processes must therefore run in TCB mode. Starting an I/O request is
an example of such a process.

Because of this SRB restriction, each SMP task that is running in SRB mode has an additional subtask paired with it. This
subtask has the name DBSMAPR. The DBSMAPR subtask is used to perform the functions that cannot be done in SRB
mode.

When an SMP task in SRB mode encounters work that it cannot process, it transfers control to the corresponding
DBSMAPR subtask. When the restricted work is complete, control is passed back to SRB.

User Exits, such as normal user compression, also run in a DBSMAPR subtask in TCB mode. The one exception is 
Presspack which exists in the SRB at nearly 100 percent.

Statistics showing how much work was done by each DBSMAPR subtask are available in the MZI Dynamic System Table
(see Dynamic Systems Table for zIIP) and in the MUF EOJ Report (see MUF EOJ Report for zIIP).

Dynamic Systems Table for zIIP

If SRB mode was specified with the SMPTASK MUF startup option, the MUF_SRB_ZIIP (MZI) Dynamic System Table has
one row for each SMP subtask that was designated on the SMPTASK MUF startup option parameter used to specify the
maximum number of SMP subtasks.

For more information, see MZI Dynamic System Table.

MUF EOJ Report for zIIP

The heading on the TCB summary portion of the MUF EOJ report is as follows:

TCB/SRB USE SUMMARY INFORMATION

In TCB mode, the SMP subtask has a program name of DBSMPPR in the report.

In SRB mode, the SMP task has a program name of *SRB-SMP in the report.

DBSMAPR subtasks are listed in the report with a program name of DBSMAPR.

A new section in the report occurs if you are running in SRB mode.

NOTE
The appearance of a MUF EOJ report you receive in actual practice can not necessarily be expected to conform
exactly to the following sample.
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An example of this new section follows. For an example of the report header, see Sample Report Headers.

                                         ENCLAVE SRB USE SUMMARY INFORMATION

                      USER LIMIT  ZIIP QUALIFIED         ZIIP     ZIIP ON CP

 ITEM                   PERCENT         CPU TIME     CPU TIME       CPU TIME

   1                        100    000:00:19.30   000:00:18.71   000:00:00.63

   2                        100    000:00:02.48   000:00:02.38   000:00:00.09

   3                         50    000:00:00.65   000:00:00.63   000:00:00.02

   4                         50    000:00:00.00   000:00:00.00   000:00:00.00

   5                          0    000:00:00.00   000:00:00.00   000:00:00.00

This page of the report shows the following:

• ITEM
Corresponds to the SMPTASK number for this SRB.

• USER LIMIT PERCENT
Displays the value set at startup for this SRB either by allowing it to default to 100 percent, or by using the optional
tuning MUF startup option ZIIP_USER_LIMIT (see ZIIP_USER_LIMIT Startup Option).

• ZIIP QUALIFIED CPU TIME
Displays the CPU time that has executed as qualified to run on a zIIP engine.

• ZIIP CPU TIME
Displays the time that work executed on zIIP.

• ZIIP ON CPU TIME
Displays the time that work was executed on the CP engine because it was not qualified or zIIP was not available at
that instant.

NOTE
Even when there is no user limit, not all SRB execution is qualified to run on a zIIP engine.

Messages Related to SRB Mode Execution

The following messages relate to executing in SRB mode:

• DB00272E IWM4ECRE ERROR R15(R0)=........
• DB00274W SMPTASK nn ZIIP AT 0 PERCENT, NOT CONFIGURED
• DB00275W SMPTASK nn ZIIP NOT SET, MUF ERROR
• DB00276W SMPTASK nn ZIIP NOT SET, MAY RETRY

For more information about the messages, see Message Search.

SMPTASK_USING_IEAV

(Startup) The SMPTASK_USING_IEAV MUF startup option is available with every MUF environment currently using
the SMPTASK startup command with the fourth option set to SRB. Because this startup command uses different z/OS
facilities for dispatching MUF, they are more efficient for all CPU usage but particularly to reduce billable CPU time.

WARNING

Important! Read Reducing Billable CPU for Every MUF in Your Environment (15.1) prior to using this startup
command..

►►─ SMPTASK_USING_IEAV ─┬─ NO ◄ ─┬────────────────────────────────────────►◄ 

                        └─ YES ──┘ 
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Valid Entries: NO or YES

Default Value: NO

NOTE

The feature can be turned off by specifically coding NO. However, since this is a major performance feature,
even if the option is not specified, MUF determines if the performance benefits can be provided and does so
if the required modules and environment are present.. When the option is not specified, a slightly different
SMPTASK_USING_IEAV YES is established. Most of the benefits of specifying YES are still provided.

If MUF is successful at establishing most of the benefits, the DB01936I message is issued as Provided.
Otherwise, the DB01936I message is issued as NOT PROVIDED. 

SPILL_EXCLUDE_BASE

(Optional) The spill of the log currently spills all log records. The SPILL_EXCLUDE_BASE console option allows the spill
to exclude log records for one or more databases. It can reduce the time to SPILL the log (LXX) to the recovery file (RXX)
in addition to possible DBUTLTY RECOVERY executions.

The recovery file (RXX) is used for:

• Forward recovery of failed DASD conditions
• Backward recovery of forced spill transactions
• Backward recovery of jobs run in error
• Reporting/auditing

 ►►─ SPILL_EXCLUDE_BASE n ─┬───────────────┬─────────────────────────────────►◄

                           └─ ,n ─┬──────┬─┘                                

                                  └─ -n ─┘

n
(Required)
Valid Entries: A single number from 1-5000 or a range of numbers with a dash between
Default Value: None

,n

(Optional) 

Valid Entries: A single number from 1-5000 or a range of numbers with a dash between

Default Value: None

-n

(Optional)

Valid Entries: A single number from 1-5000 or a range of numbers with a dash between

Default Value: None

For some MUF environments there might be some bases that are used as work tables used temporarily. Those might not
be needed. A VIRTUAL table might also be a candidate.

Note: Base 17 TTM table is often virtual but it is not set with logging and therefore not of value being excluded. In the
command, a single DBID might be provided, a list of DBIDs, or a range of DBIDs.
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SQL_ALLOW_TIME_240000

SQL_ALL0W_TIME_240000

(Optional.) The SQL_ALL0W_TIME_240000 MUF startup option is provided for users of  DB2 Transparency that are
required to support an SQL time of 24:00:00.  normally (and preferably) supports times of 00:00:00 through 23:59:59.
Valid entries are YES or NO.

►►─ SQL_ALLOw_TIME_240000 ─┬─ NO ──┬───────────────────────────────►◄

                           └─ YES ─┘

Specify NO to indicate that when 23:59:59 occurs, the next second displayed is 00:00:00.

Specify YES to indicate that the second displayed after 23:59:59 is 24:00:00.

NOTE
The next second displayed following either 00:00:00 or 24:00:00 is 00:00:01. That is, 24:00:00 is never
incremented or decremented. 24:00:00 is displayed only for the one second during which it indicates midnight.

SQL_CODE_ERROR

(Startup) Use the SQL_CODE_ERROR command only at the direction of Support to set error handling by SQL code
during MUF startup as can already be done by console-like commands.

SQL_COND_INFO_AREAS

(Optional) The SQL_COND_INFO_AREAS option controls the number of error conditions SQL saves while executing an
SQL statement.

►►─ SQL_COND_INFO_AREAS ─ n ──────────────────────────────────────────────────►◄

• n
The n specifies how many error conditions, from two to six, you want SQL to save during the execution of an
SQL statement. An error message that is saved can be accessed from within an SQL Procedure using a GET
DIAGNOSTICS statement.

NOTE
For more information on SQL Procedures and the GET DIAGNOSTICS statement, see the   SQL User
Guide.

SQL_COUNT_OPT_OFF

(Optional) Specify whether to turn off the optimization that returns the count of rows in a table from the CXX without
counting all the rows.

individually.

►►─ SQL_COUNT_OPT_OFF ┬─ NO ◄ ─┬───────────────────────────────────────────────────►◄

                      └─ YES ──┘

• SQL_COUNT_OPT_OFF
Specify NO (or accept the default) for this option to optimize COUNT(*) execution to use the existing record count in
the CXX.
Specify YES for this option to physically count all the rows in the table at the time the SQL COUNT(*) statement is
issued.
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– Valid Entries:
YES or NO

– Default Value:
NO

SQL_COUNT_OPT_OFF

(Optional) Specify whether to turn off the optimization that returns the count of rows in a table from the CXX without
counting all the rows individually.

►►─ SQL_COUNT_OPT_OFF ┬─ NO ◄ ─┬───────────────────────────────────────────────────►◄

                      └─ YES ──┘

SQL_COUNT_OPT_OFF

Specify NO (or accept the default) for this option to optimize COUNT(*) execution to use the existing record count in the
CXX.

Specify YES for this option to physically count all the rows in the table at the time the SQL COUNT(*) statement is issued.

Valid Entries:

YES or NO

 

Default Value:

NO

 

SQL_DATACOM_LOOPLIMIT

(Optional) Use the SQL_DATACOM_LOOPLIMIT option to control the number of times WHILE, REPEAT, and LOOP loops
are allowed to repeat before being aborted by SQL.

►►─ SQL_DATACOM_LOOPLIMIT ─ n ─────────────────────────────────────────►◄

• n
The n specifies the number of times WHILE, REPEAT, and LOOP loops are allowed to repeat before being aborted
by SQL. This option provides a safeguard against faulty loop termination conditions that could cause procedures
to endlessly repeat. Although the valid entries for n are from zero to 2147483647 with a default of 50 million, we
recommend that you set the value of n at a few thousand to provide protection for your MUF.

SQL_KATAKANA_CODE_PAGE

(Optional) The SQL_KATAKANA_CODE_PAGE parameter is relevant only when Katakana language usage has been
activated (using the DBUTLTY CXXMAINT function) and default code page 290 is incompatible with the terminals or
software in use.

SQL_KATAKANA_CODE_PAGE specifies which code-page  should use to interpret any incoming Katakana characters in
SQL statement syntax.
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►►─ SQL_KATAKANA_CODE_PAGE ─ code-page ──────────────────────────────────►◄

• code-page
The code-page variable is used to specify the code page that  is to use to validate incoming Katakana syntax (SQL
identifiers, generally).
– Valid Entries:

1027 and 290
– Default Value:

290

SQL_OPTIMIZATION_LEVEL

Use the SQL_OPTIMIZATION_LEVEL command to specify the level of SQL optimization used by the SQL table join
optimizer.

►►─ SQL_OPTIMIZATION_LEVEL ─ level ─────────────────────────────────────►◄

level

The level specifies the level of SQL optimization to be used by the SQL table join optimizer.

Most queries benefit from new SQL optimizer features, but if you discover that an important program executes better at an
r10 optimization setting, you can specify a level of 1 (one) to retain those r10 optimization settings. However, should you
be willing to adjust, if necessary, a few queries that run slower, in order to benefit from post-r10 enhancements, use level 0
(zero).

We recommend a level of 0 for new installs. For customers with embedded SQL, however, we recommend level 1. With
level 1, join orders, as prepared in previous releases, are most likely to be preserved intact when a plan is rebound.

• Valid Entries:
0 or 1

• Default Value:
0

SQL_SOURCE_CACHE_SIZE

(Optional) The MUF startup options SQL_SOURCE_CACHE_STMTS and SQL_SOURCE_CACHE_SIZE
affect the SQL Cache. Limit the number of statements in the Cache with SQL_SOURCE_CACHE_STMTS. Use
SQL_SOURCE_CACHE_SIZE to set a memory size limit. Both limits are always used, whether specified or as the default
value. Therefore, specifying a value of zero for either option means that the Cache is not used.

Syntax for SQL_SOURCE_CACHE_SIZE follows:

►►─ SQL_SOURCE_CACHE_SIZE ─ nnnnnn ───────────────────────────────────────────►◄

nnnnnn

NOTE
The nnnnnn represents the size of the Cache. The nnnnnn value can be dynamically updated while MUF is
running by using the SQL_CONSOLE (SQX) dynamic system table. The change takes effect when the Cache is
next searched.

Following is an example of using the SQL_CONSOLE table:
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insert into sql_console                                  

       values ('mufname', 'SQL_SOURCE_CACHE_STMTS nnnnnn');   

insert into sql_console                                  

       values ('mufname', 'SQL_SOURCE_CACHE_SIZE nnnnnn')

The mufname variable is the internal MUF name. The valid values for the nnnnnn variables are 0 through 100M for
SQL_SOURCE_CACHE_SIZE and 0 through 100 K for SQL_SOURCE_CACHE_STMTS.

NOTE
Although you can dynamically update the nnnnnn specification, a dynamic update, in this case, only changes
the Master List, not the SQL structures that use the dynamically updated limit. The SQL structures are changed
when an INSERT or SELECT statement is processed in  or the batch utility DBSQLPR. Therefore, while a
console command posts the change, the change does not take effect until the next INSERT or SELECT is
processed in  or the batch utility DBSQLPR. The SQLSC_FACILITY (SCF) Dynamic System Table column
SCF_MEMORY_SIZED_TS shows the time when the change takes place, not the time the console command
was issued.

The memory that is used for the SQL Source Cache varies, depending on the complexity of queries. The memory that is
used is listed in the scf_memory_current column in the SQLSC_FACILITY (SCF) dynamic system table.

• Valid Entries:
0 through 100M

• Default Value:
10M

SQL_SOURCE_CACHE_STMTS

(Optional) The MUF startup options SQL_SOURCE_CACHE_STMTS and SQL_SOURCE_CACHE_SIZE
affect the SQL Cache. Limit the number of statements in the Cache with SQL_SOURCE_CACHE_STMTS. Use
SQL_SOURCE_CACHE_SIZE to set a memory size limit. Both limits are always used, whether specified or as the default
value. Therefore, specifying a value of zero for either option means that the Cache is not used.

Syntax for SQL_SOURCE_CACHE_STMTS follows:

►►─ SQL_SOURCE_CACHE_STMTS nnnnnn ───────────────────────────────────────────►◄

nnnnnn

The nnnnnn represents the number of statements that can be saved in the Cache. The nnnnnn value can be dynamically
updated while MUF is running by using the SQL_CONSOLE (SQX) dynamic system table. The change takes effect when
the Cache is next searched.

Following is an example of using the SQL_CONSOLE table:

insert into sql_console                                  

       values ('mufname', 'SQL_SOURCE_CACHE_STMTS nnnnnn');   

insert into sql_console                                  

       values ('mufname', 'SQL_SOURCE_CACHE_SIZE nnnnnn')

The mufname variable is the internal MUF name. The valid values for the nnnnnn variables are 0 through 100M for
SQL_SOURCE_CACHE_SIZE and 0 through 100 K for SQL_SOURCE_CACHE_STMTS.
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NOTE
Although you can dynamically update the nnnnnn specification, a dynamic update, in this case, only changes
the Master List, not the SQL structures that use the dynamically updated limit. The SQL structures are changed
when an INSERT or SELECT statement is processed in  or the batch utility DBSQLPR. Therefore, while a
console command posts the change, the change does not take effect until the next INSERT or SELECT is
processed in  or the batch utility DBSQLPR. The SQLSC_FACILITY (SCF) Dynamic System Table column
SCF_MEMORY_SIZED_TS shows the time when the change takes place, not the time the console command
was issued.

The memory that is used for the SQL Source Cache varies, depending on the complexity of queries. The memory that is
used is listed in the scf_memory_current column in the SQLSC_FACILITY (SCF) dynamic system table.

• Valid Entries:
0 through 100 K (or 100000)

• Default Value:
1 K (or 1000)

SQL_SQUARE_BRACKETS

Use the SQL_SQUARE_BRACKETS command to direct SQL to recognize alternative code point values for square
brackets characters on systems where an attempt to use square brackets in SQL syntax has failed.

Use the SQL_SQUARE_BRACKETS command to direct SQL to recognize alternative code point values for square
brackets characters on systems where an attempt to use square brackets in SQL syntax has failed (caused when
standard EBCDIC code points are not used because of emulator software, and so on).
For SQL_SQUARE_BRACKETS you can specify values of left-bracket-code,right-bracket-code where left-bracket-code
is a number from 1 -- 254 that represents the value to be used for a left square bracket during SQL processing, and
right-bracket-code is a number from 1 -- 254 that represents the value to be used for a right square bracket during SQL
processing.

SQL_STATE_ERROR

(Startup) Use the SQL_STATE_ERROR command only at the direction of Support to set error handling by SQL state
during MUF startup as can already be done by console-like commands.

SQLDEFAULT

(Optional) The SQLDEFAULT command specifies the default database ID and area name for SQL processing. If you do
not specify this option, 16 is the default DATACOM-ID and CASQLDEFAULT is the default area name. We recommend
that you assign 16 as the database ID. This option is valid only if the SQLOPTION is YES for this MUF.

►►─ SQLDEFAULT ─ dbid ─┬─────────┬────────────────────────────────────────────►◄

                       └─ ,name ─┘

• dbid
(Required) Specify the  database to use as the default for SQL-created tables.
– Valid Entries:

Valid DATACOM-ID of the database
– Default Value:

(No default for this parameter if you code the SQLDEFAULT option; however, if you do not specify this option, 16 is
the default ID and CASQLDEFAULT is the default area name.)

• ,name
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(Optional) Specify the  SQLNAME of the data area to use as the default for SQL-created tables. (See for naming
standards. For example, hyphens are not allowed.) This area is used if an area name is not provided as part of the
CREATE TABLE statement.
– Valid Entries:

A valid SQLNAME
– Default Value:

CASQLDEFAULT

SQLOPTION

(Optional) The SQLOPTION command specifies SQL options to use with this MUF. However, if the SQLDEFAULT
statement is used, the SQLOPTION is required.

If you do not specify this option, SQL cannot be used with this MUF. If you specify NO for the first parameter, any other
parameters you specify for this option are ignored.

►►─ SQLOPTION ─ option ───────────────────────────────────────────────────────►

 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄

   └─ ,ttmid ─┬───────────────────────────────────────────────┬─┘

              └─ ,mode ─┬───────────────────────────────────┬─┘

                        └─ ,t-out ─┬──────────────────────┬─┘

                                   └─ ,v-sec ─┬─────────┬─┘

                                              └─ ,both ─┘

• option
(Required) Indicate if SQL is generated for this MUF.
– Valid Entries:

YES or NO
– Default Value:

(No default)
• ,ttmid

(Optional) Specify the  database ID used for the SQL Temporary Table Manager area. Allowed only if option (see
previous) is set to YES.
We strongly recommend that in a MUFplex the same SYSIN be shared by all. When sharing the same SYSIN, the
SQLOPTION MUF startup option ttmid option must specify a database that is defined either as virtual (where all MUFs
can have the same number), or the dbid option must be set to an * (an asterisk). The * indicates a "generic" choice and
is resolved during execution using a CBS_DBID_TEMP MUF startup option.
– Valid Entries:

the DATACOM-ID of the database or an * (an asterisk, for generic, as previously described)
– Default Value:

17
• ,mode

(Optional) Specify the edit mode in which SQL programs are processed. You must specify the above parameters
before you can specify this parameter.

Value Meaning
ANSI All SQL statements must be coded according to ANSI standards.

Specifying ANSI overrides any specification for the SQLMODE=
Preprocessor option.
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DATACOM extensions to the ANSI standards are allowed in SQL statements.
When you specify DATACOM, the SQLMODE= Preprocessor
option can be used to specify ANSI, FIPS, or Db2 on a program-
by-program basis.

FIPS All SQL statements must be coded according to Federal
Information Processing Standards (FIPS). Specifying FIPS
overrides what you specify for the SQLMODE= Preprocessor
option.

Valid Entries:

ANSI, DATACOM, or FIPS

• Default Value:
DATACOM

,t-out

(Optional) Specify the time-out value in minutes after which inactive SQL logical units of work are automatically closed in
a CICS system. SQL Preprocessor option ISOLEVEL= information includes details about logical units of work in an SQL
environment. You must specify the above parameters before you can specify this parameter.

If you code zero, no automatic close occurs.

• Valid Entries:
0 to 1440

• Default Value:
120

,v-sec

(Optional) Specify the default view security value for the SQL Preprocessor option VIEWSEC. Specify YES to indicate that
view security is to be used during the execution of newly prepared and newly rebound plans.

Specify NO to indicate that view security is not to be used during the execution of newly prepared and newly rebound
plans.

NOTE

This choice of security method is made at prepare time rather than during execution. A choice of YES is rejected
if view security has not been activated for the MUF using external security.

Subsequently rebound plans (rebound explicitly or automatically) that do not have an explicit view security specification
are caused by the value of the SQLOPTION view-security option to change security methods, if necessary, to match
the specification. Be aware, therefore, that the security method used by existing plans can be changed intentionally or
inadvertently in this way.

Valid Entries:

YES or NO

Default Value:

NO

,both

(Optional) Specify whether both update and read-only cursors are allowed within a plan. YES indicates both are allowed.
NO indicates either an update or read-only cursor is allowed.

• Valid Entries:
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YES or NO
• Default Value:

NO

NOTE
The both parameter of the SQLOPTION MUF startup option controls whether you are allowed to mix the use
of isolation level U and C plans under a single logical unit of work (LUW) for those LUWs not running any
SQLMODE ANSI or FIPS plans. YES specified for the both option of SQLOPTION indicates that mixing is
allowed.

SQLOPTION_TTMID

(Optional) (z/OS only.) The SQLOPTION_TTMID MUF startup option is only needed if running with a MUFPLEX MUF
startup option. When the SQLOPTION MUF startup option ttmid option (see SQLOPTION) is set to an * (an asterisk,
for generic) and SQLOPTION_TTMID is used to specify 1 to 7 DBIDS,  chooses the DBID to be used with the dynamic
MUFplex number.

Specify SQLOPTION_TTMID using the format:

                         ┌─────────────┐

►►─ SQLOPTION_TTMID ─ n ─▼─┬─────────┬─┴──────────────────────────────────────►◄

                           └─ ,dbid ─┘

NOTE
For dbid, you can specify up to six more numbers for a maximum of seven numbers.

• dbid
(Required) Specify at least one database ID, up to a maximum of seven. Each DBID is equally useable by any physical
MUF. When  determines the MUFplex number, that number is used to select the DBID from the list specified with
SQLOPTION_TTMID.
– Valid Entries:

1 to 7 DBIDs 1-7 DBIDs
– Default Value:

(No default)

STAR

(Optional) (z/OS only.) (Code this parameter only if  STAR is installed.) The STAR command specifies the  environment for
the  STAR product. If you have  STAR installed and you do not specify this option, any attempt to use the  STAR features
with this MUF fails.

If you specify the MUF startup option STAR, you must specify at least 9 for the MUF startup option MAXELRQ value. If
you specify a lower value for MAXELRQ after specifying the STAR values, the result is a range error.

►►─ STAR ─ tasks,node ─┬────────────────────────────────────────────────┬─────►◄

                       └─ ,size ─┬────────────────────────────────────┬─┘

                                 └─ ,maxn ─┬────────────────────────┬─┘

                                           └─ ,tbatch ─┬──────────┬─┘

                                                       └─ ,tcics ─┘

• tasks
(Required) Specify the maximum number of  tasks that  STAR can use to provide partitioning, replication, and
distributed database services. The sum of this value and the value specified for the number parameter of the TASKS
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option must not exceed 4000. If this value is specified as 1,  STAR supports local partitioning and replication only, not
distribution.
– Valid Entries:

1 thru 4000 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

(No default)
• ,node

(Required) Specify the node entity-occurrence name for this system (local). This node name is defined to  at each
remote location and used by  STAR to identify the local .
– Valid Entries:

1- thru 8-character node entity-occurrence name
– Default Value:

(No default)
• ,size

(Optional) Specify the amount of virtual storage to be acquired by  STAR to provide partitioning, replication, and
distributed database services.
– Valid Entries:

32K thru 5M (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024,
or as an integer followed by M for megabytes)

– Default Value:
32K

• ,maxn
(Optional) Specify the maximum number of nodes (Multi-User Facilities) that can communicate with this MUF.
During a brief session outage, it is possible for an accessing MUF to count as two or more nodes. If a lost session
occurs,  STAR attempts to reverse changes on behalf of a lost node using a LOGTB command. While the LOGTB
is executing, the network can recover and new work can be accepted from the same MUF (or node).  STAR creates
node related control blocks unique to the newer session of the same MUF. The control blocks for the lost session are
released when all work (including LOGTBs) is complete.
STAR presents a return code 80 (003) to the application if the maximum number of nodes is exceeded.
– Valid Entries:

2 thru 2047 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

32
• ,tbatch

(Optional) Specify the exclusive control wait time in seconds for batch transactions.
– Valid Entries:

1 thru 7200 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

60
• ,tcics

(Optional) Specify the exclusive control wait time in seconds for CICS transactions.
– Valid Entries:

1 thru 7200 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

60

STARSYN

(Optional) (z/OS only.) When running in a Shadow MUF environment (see Shadow MUF Environment), the STARSYN
MUF startup option provides mapping from a single  node name to the different physical MUFs  STAR node name by
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specifying the   STAR node name, the first physical MUF  STAR node name, and the second physical MUF  STAR node
name. For details about the use of the STARSYN MUF startup option, see the section on physical MUF differences in a
Shadow MUF environment as described in Physical MUF Differences.

►►─ STARSYN ─ a,b,c ──────────────────────────────────────────────────►◄

NOTE
Multiple STARSYN statements are allowed. The same a value on multiple statements is allowed and indicates
that the list of physical MUFs did not fit on a single statement. Each logical  STAR node that is configured as an
individual MUFplex of mode S needs a statement for every physical MUF that needs to communicate with it.

• a
(Required) Specifies the   STAR node name.
– Valid Entries:

a valid name for the   STAR node
– Default Value:

(No default)
• ,b

(Required)Specifies the first physical MUF  STAR node name.
– Valid Entries:

a valid name for the first physical MUF  STAR node
– Default Value:

(No default)
• ,c

(Required) Specifies the second physical MUF  STAR node name.
– Valid Entries:

a valid name for the second physical MUF  STAR node.
– Default Value:

(No default)

STATUS_BASE dbid

(z/OS only.) The STATUS_BASE console-only command helps with debugging, in particular with regard to return code 46
and to discover if a  CATALOG is allowed.

►►─ STATUS_BASE ─ dbid ────────────────────────────────────────────────────────►◄

The dbid parameter is required because it identifies the database whose status you want to display. The dbid must be a
number from between 1 through 5000. The command does not support a list of databases nor a range of databases.
STATUS_BASE causes a DB01340 message to be displayed. DB01340 gives various information described below. If the
message indicates that there are current jobs with the database open, each job with the database open is reported in one
or more DB01341 messages. If the STATUS_BASE is executing in parallel with all other activities, it is possible to have a
DB01341 job name that appears in conflict with the status or another job name. In the following example, there were 12
occurrences of Job DBDVL40 executing; each message provides one or more job names, and multiple messages occur
as needed.
In the DB01340 message, the database number is followed by one of the following explanations:

• BASE CLOSED
Occurs if the base is in memory (opened or not) but not now open.

• BASE DOES NOT EXIST
Occurs if the database does not exist in the Directory CXX
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• BASE NOT IN MEMORY
Occurs if the data base has not been brought into MUF memory this execution.

• BASE OPEN READ
Occurs if the base is set as ACCESS NOOPT and currently open with only read users.

• BASE OPEN WRITE, NO URT OPEN
occurs if the base is open for update and currently no URT is open.

• BASE OPEN WRITE, READ URT OPEN
Occurs if the base is open for update and currently only read URT(s) are open.

• BASE OPEN WRITE, UPDATE URT OPEN
Occurs if the base is open for update and currently update URT(s) are open.

• CATALOG ACTIVE
Occurs if the data base is currently subject to a  CATALOG process for the database.

• INVALID DBID
Occurs if the value provided is an accepted number but is not in the range 1-5000.

In addition to the information above, the DB01340 message optionally includes the following information as appropriate:

• (ACCESS OFF)
Occurs if the base is currently set as ACCESS OFF.

• (ACCESS READ)
Occurs if the base is currently set as ACCESS READ.

• (ACCESS UTLTY)
Occurs if the base is currently set as ACCESS UTLTY.

• (NOMAINT)
Occurs if the base is currently set as ACCESS NOMAINT.

• (NOOPT)
Occurs if the base is set as ACCESS NOOPT (not a best practice).

• (SYSTEM)
Occurs if the base is set as a ‘system’ base. This includes: the accounting bases, CBS bases, CDC base(s),  bases,
history base(s), and SQL base(s), but it does not include the SYSTEMDBID-DST noted below.

• (SYSTEMDBID-DST)
Occurs if the base is set as the SYSTEMDBID to note the Dynamic System Tables base.

• (VIRTUAL)
Occurs if the base is currently set as VIRTUAL.

Following is an example:

DB01311I - STATUS_BASE 6
DB01340I - STATUS_BASE 6 BASE OPEN WRITE, NO URT OPEN (VIRTUAL) (SYSTEM)
DB01311I - STATUS_BASE 1000
DB01340I - STATUS_BASE 1000 BASE NOT IN MEMORY (SYSTEMDBID-DST)
DB01311I - STATUS_BASE 2
DB01340I - STATUS_BASE 2 BASE NOT IN MEMORY (SYSTEM)
DB01340I - STATUS_BASE 997 BASE OPEN WRITE, UPDATE URT OPEN
DB01341I - STATUS_BASE 997 JOBS - DBDVL40 DBDVL40 DBDVL40 DBDVL40 DBDVL40 DBDVL40
DB01341I - STATUS_BASE 997 JOBS - DBDVL40 DBDVL40 DBDVL40 DBDVL40 DBDVL40 DBDVL40

Valid Entries:
For dbid, a valid database ID that is a number of from 1 through 5000
Default Value:
(No default)
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STATUS_CDC

(z/OS only.) Use the STATUS_CDC console command to monitor the status of Change Data Capture (CDC).
STATUS_CDC is a command that can only be issued from the console, that is, you cannot use the COMM CONSOLE
function of DBUTLTY to issue STATUS_CDC.

►►─ STATUS_CDC ──────────────────────────────────────────────────────────►◄

STATUS_CDC provides information about the source MUF relating CDC to the LXX. The LXX information acquired by
issuing STATUS_CDC is found in message DB03101I.

DB03101I - CDC MNT-0 LASTCDC-20060603144152 LASTLXX-20060603153348

For details about DB03101I, see Messages.

In a MUFplex environment with two or more MUFs enabled, issue the STATUS_CDC command against each physical
MUF. The count of maintenance commands issued given in message DB03101I are unique to each MUF and, while the
date-times are shared, it is possible for them to occasionally be inaccurate in the MUF that is not involved in the last log
event.

STATUS_CDC also gives you CDC Monitor (CDCM) status information in the form of three messages, that is, three lines
for every Change Data Capture Listener (CDCL) task. The three messages are DB03161I, DB03162I, and DB03163I. A
sample of the three-message set follows:

DB03161I - CDCL DBDVM01 OPEN LASTCDC-20060611062106 LASTLXX-20060611062131

DB03162I - CDCL DBDVM01 POLL-30 GAPWAIT-N MODE-REMOTE(DS)

DB03163I - CDCL DBDVM01 CDCLXXIO-28 MNT-12,001 WRAP-0

Note: For details about these messages, see Messages.

An example of the console STATUS report follows. The data is also provided in other forms of status such as dynamic
system tables. For an example of the report header, see Sample Report Headers.

TIME   I/O  JOBNAME R-UNIT TASK CMD-DBID-TBL    SEQ STATUS          ID               TSN

 :07     2 *  *CDCL* 39452    1                   2 WAIT CDCL POLL  DBDVM01 DELAY1ST    

This page of the report shows the following:

• The task has a JOBNAME of ***CDCL*.
• The TASK typically is allocated from the high number of user tasks.
• The CMD-DBID-TBL (command-DBID-table) column contains data only when a command is currently executing. When

no command is executing, this column is blank, as in the example.
• The STATUS column lists a status for all currently existing commands but not for new ones.
• In the example, under STATUS the WAIT CDC NEW LXX indicates that the task has been waiting for new LXX records

to appear for the number of delay seconds shown. This is the most frequently seen status condition.
• The normal status information for the ID column begins with the MUFplex or MUF name (DBDVM01 in the example)

followed by one of three values as follows:
• STARTING

STARTING indicates that the task is beginning.
• DELAY1ST

DELAY1ST means that the task has started but is waiting for the first log record.
• hh:mm:ss
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Time is shown, when a record has been found, in the format hh:mm:ss where hh is hours, mm is minutes, and ss is
seconds. This time indicates when the last log record was seen (in the example, 13:25:39). The time of the request is
from one  request to the next. The time is short if a lot of CDC log records exist, or it can be large if few records exist. A
request is done only to open, close, or process a CDC log record.

STATUS_DAC

The MUF command, STATUS_DAC, provides information about each DAC_TABLE command with current settings and
occurrences. It is available only as a Modify (/F) command to MUF and not through other console-like APIs.  

►►─ STATUS_DAC  ────────────────────────────────────────────►◄ 

Results are detailed in message DB02852I for DAC_TABLE. Messages are from both the active list and NEW list and
sorted by DBID and table name. If a new entry exists, it is listed first. If an active entry exists not set to OLD, it is listed
next. If an old entry exists is it printed last. If multiple old entries exist, they are listed in order of being placed in the active
list in descending order.

The message format is:

 DB02852I - DAC_TABLE dbid table YES/NO/*NO/NEW/OLD RCDS-n BYTES-n   

The first two variable fields above 'dbid' and 'table' are replaced by the DBID and table name for the data access request.
Entries are sorted first by the DBID and table name. If multiple entries for the same table, they are sorted according to
status. 

The next variable provides the status of each table in the active or new list. An entry that was defined after MUF enabled
as NEW and then deleted was never active and so had no actual use and is not in the list.

The status variable is one of the following:

• YES specifies the entry is in the active list and is currently being used in selection for each data access request. There
will be a maximum of one YES entry (except possibly fleetingly as a one is added to replace an existing one that will
then transition to OLD).   

• NO specifies the entry is in the active list and with its current NO status is not available for selection. 
• '*NO' specifies the entry is in the active list and would be available for selection except that

global DATA_ACCESS_CAPTURE is set to NO blocking any selection.
• NEW specifies the entry is in the NEW list and not available for selection. The new item is intended to exist only a short

time to set proper detail selection before being added to the active list 
• OLD specifies the entry is in the active list but not available for selection. It has been available for selection in this MUF

execution and had the counts listed prior to the definition being replaced. There will be as many old entries as the
particular table has been replaced by a newer table definition. Each old entry has its statistics available for reporting
and auditing. 

RCDS is the number of log records written to the Log Area (LXX) for this MUF instance for this DBID and table name for
the current definition.

BYTES are log record bytes for those records.

In the following message examples:

 DB01311I - STATUS_DAC     

 DB02852I - DAC_TABLE 997 C01 YES RCDS-0 BYTES-0     

 DB02852I - DAC_TABLE 997 F01 YES RCDS-5 BYTES-1,500     

 DB02852I - DAC_TABLE 997 F02 YES RCDS-1 BYTES-300   

 DB02852I - DAC_TABLE 997 F02 OLD RCDS-2 BYTES-600    
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 DB02852I - DAC_TABLE 997 F03 YES RCDS-5 BYTES-1,500   

 DB02852I - DAC_TABLE 997 F03 NEW RCDS-0 BYTES-0    

 DB01325I - CONSOLE COMPLETE, STATUS_DAC  

NOTE

 Details of the RCDS/BYTES counts are never lost during the life of the MUF execution. The table's NEW entry
(if any) is listed first, followed by the ACTIVE entry with a YES, NO or *NO status (if any) and one or more OLD
entries (if any) with the very oldest set of statistics last. If a STATUS_DAC is run at the same instant as console-
like DAC_TABLE or DAC_PATH commands, some entries might temporarily appear to be inaccurate. The
values are correct if DAC_STATUS follows the DAC_TABLE and DAC_PATH console-like commands. The DB
request selection process always sees all the entries correctly.

For detailed information about the other uses of the DAC feature, see Data Access Capture.

STATUS_JOB

(Optional) When the STATUS_JOB command is issued, if there are no needed output lines then nothing is written to
STATUSJB. If any line is needed before the first is written, a date and time line is written and applies to all following lines
until the following date and time (if any).  

A task meeting the criteria of the Job Name or task number has task information written to STATUSJB. The first line per
task contains identification information on the left. The lines that follow have no information at the line front to make it
easier to find tasks. 

►►─ STATUS_JOB ┬─ job name ─────────┬────────────────────────────────────────►◄

               ├─ generic job name ─┤ 

               └─ task number ──────┘ 

There are currently 4 or 5 lines of information per task. Each line is numbered on the right with 1, 2, 3, 4, or 5. You can
use this to see the right heading line with that number. For example, and to find all the ‘1’ lines. The example that is
provided in this article shows this more clearly. In general, individual information facts are reasonably clear. Therefore,
having no prefix of identity, only the header information that is provided only once at the top. Some of the facts do have
individual prefix information to make it clearer as to what that field is. Some fields are always provided and some are
provided only if they would provide useful information. For example, every task has a DB command but all commands do
not have a DBID or table name.

A 'job name' is from 1 to 8 bytes terminating with a blank. Less than 8 bytes will set blanks in those positions to the full 8
bytes. A match is always on an 8 byte Job name.

A 'generic job name' is allowed with two forms as below:

• A single asterisk '*' to indicate all Job names are considered to match. 
• A question mark to any byte or bytes of the 8 byte Job name that is to be considered equal and not a question mark to

require it to match. Less than 8 bytes force blanks in the remaining bytes to the 8 byte job name. Examples include:
– * (1 Asterisk)   
– ???????? every possible byte of the 8 matches so this is the same as a single asterisk
– ? every one byte job name matches
– CICS???? every Job name will match if the first 4 bytes are CICS
– CICS? every 5 byte job name beginning with 'CICS' matches.
– ???X???? every job name will match if the 4th byte is an X.

A 'task number' is any number but must match one possible this MUF including user tasks, optional STAR tasks, and
System tasks as exist.
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NOTE

• Most of the information is also provided with Dynamic System Tables and the DBUTLTY function COMM
OPTION=STATUS. New information is provided when appropriate.

• If you are picking a specific Job name that has many tasks, such as for CICS Services or Datacom Server,
all tasks with that name will print. If you determine that only one is interesting, you can switch to just the task
number.

The task information is not synchronous to the request occurring. This is because there is no gate to another CPU
processing the request and fields changed while this status is acquiring the data to print.

Example of a heading line set:

TIME   JOBNAME  TASK R-UNIT U-JOBID-STP  U-SYSTEM PATH  ID               USER-ID                         

 TSN          1

                     I-I/O   B-BREF  RT-R-TIME DT-D-TIME WT-W-TIME TT-T-TIME SEQ-SEQ    EO-EOJ_OK

 PR                   2

                     C-CMD   DB-DBID TBL-TBL                                   

 OTHER-1                                3

                     STATUS          OWN-OWNR/Y VAL/RID-VALUE/

RID                                                      4

                     TOTAL JOB STATS (IF TASK PRIME) - REQUESTS, I/O, ELAPSED MIN:SEC, RUN TIME

 MIN:SEC                5

Examples of several tasks at several times:

                                                                                              03/31/17

 13:25:04

  1:32 R15EJOE     6  11035 JOB48195-001 CA31     XCF   MTR:T006DB:46287 CATBPPR TEST PGM                

 026B5723     1

                     I-00000 B-00016 RT-001:32 DT-001:32           TT-001:33 SEQ-192104 EO-NO    

 07                   2

                     C-RDUKG DB-0799 TBL-

RNA                                                                           3

                     WAIT TASK       OWN-  68   VAL/

RID-106-00001951-00                                                4

       R15EJOE     7  11035 JOB48195-001 CA31     XCF   MTR:T007DB:35297 CATBPPR TEST PGM                

 026B8789     1

                     I-00002 B-00033                                         SEQ-882984 EO-NO    

 07                   2

                     C-ADDIT DB-0799 TBL-

K01                                                                           3

                     WAIT I/O

 IXX                                                                                      4

       QA#@EDS3    8  11106 JOB48172-009 CA32     LOCAL                  NTC                             

 026B8790     1

                     I-00000 B-00000           DT-*NULL*                     SEQ-883307 EO-NO    

 07                   2

                     C-RDUKY DB-0316 TBL-

TEL                                                                           3
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                     READY TO

 RUN                                                                                      4

                     TOTAL JOB STATS - RQ-18,398  IO-3,396  E-M:S-1:38  R-

M:S-0:0.11                                   5

       QA#@EOP1    9  11146 JOB48174-009 CA32     LOCAL                  NOC - VERSION II                

 026B878E     1

                     I-00000 B-00000           DT-*NULL*                     SEQ-883305 EO-YES   

 07                   2

                     C-RDUKY DB-0350 TBL-

TEL                                                                           3

                     READY TO

 RUN                                                                                      4

                     TOTAL JOB STATS - RQ-9,960  IO-495  E-M:S-1:14  R-

M:S-0:0.05                                      5

       QA#@EDS2   10  11103 JOB48171-009 CA32     LOCAL                  NTC                             

 026B878F     1

                     I-00000 B-00000           DT-*NULL*                     SEQ-883294 EO-NO    

 07                   2

                     C-RDUKY DB-0313 TBL-

TEL                                                                           3

                     READY TO

 RUN                                                                                      4

                     TOTAL JOB STATS - RQ-19,851  IO-2,618  E-M:S-1:40  R-

M:S-0:0.09                                   5

                                                                                             03/31/17 13:31:52

In the message text:

• TIME 
Displays the length of time in minutes and seconds since the MUF accepted the request. For system tasks, this is the
time since the system started the current work unit. Time less than one second is set as blanks. 

• JOBNAME 
Displays the name of the active job currently connected to the MUF. Or, if a system task, a name starting with three
asterisks. A list of names is provided in the DBUTLTY function COMM STATUS. 

• TASK 
Displays the task number n (DBRW/RWTSA ID) where the task is running. Items printed are in this order. 

• R-UNIT 
Displays the run unit number, where nnnnn is the low order five digits with leading zeros suppressed (nnnnn is zero for
many system tasks). 

• U-JOBID-STP
U-JOBID is the z/OS JOBID identification of the user application followed by a dash and the step number. 

• U-SYSTEM 
U-SYSTEM is the system name, where the user application called the interface. 

• PATH 
PATH is the path from the user application to the MUF and can be as follows: 

• – LOCAL
LOCAL is the PATH if the user and the MUF are on the same system. 

• – *MUF*  
*MUF* is the path if the request was generated by the MUF itself. For example, from being restarted or by the
execution of a console or console-like command.

• – XCF  
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XCF is the PATH if the z/OS XCF facility is being used for communication.

• – CCI
CCI is the PATH if the CA CCI facility is being used for communication. 

• – UNKN  
UNKN is the PATH if the path cannot be determined (this PATH is not expected to occur). 

• ID
Displays (xxxxxxxx or tran-term-opr-xxxxx) under the following circumstances: 
– Under CA Datacom Server, the ID field contains an 8-character transaction identifier and the 8-character name

associated with the PC.
– If a CICS transaction has a request active or if CICS has a transaction without an active request but a locked task

area, the following are displayed:  
– tran The CICS transaction identifier   
– term The CICS terminal ID   
– opr The CICS operator ID   
– xxxxx CICS sequence number 

– If you are executing a DBUTLTY function with a request in the MUF, the field provides the literal 'DBUTLTY '
followed by the function being executed. The exception is DBTEST PGM=DBTSTPR, which is treated as an easy
test program and not as a privileged utility function.  
The value CONSOLE is provided if a task started by MUF because of a z/OS Modify (/F) command or a DBUTLTY
function COMM OPTION=CONSOLE. Sometimes, additional details are also provided.

• USER-ID  
USER-ID is the 32-character user ID, if this request was made through the DBNTRY entry point. The data might not be
all display format. Additional information might be provided for some DBUTLTY functions. 

• TSN  
Displayed if a Transaction Sequence Number has been assigned. 

• I/O (prefix I-)  
Displays the number of I/O events performed during the processing of this request. It is provided as blank if the count
is 0. 

• BREF (prefix B-)  
BREF is the number of buffer references to satisfy the current request. This is the total for index and data. It is printed
in the same format as the I/O column. Only includes index and data areas. 

• R-TIME (prefix RT-)  
R-TIME is the run time in minutes and seconds that the current request has been set by MUF to be active. It is not
printed if less than one second. 

• D-TIME (prefix DT-)  
D-TIME is the duration time the task has been waiting for that upon which, for this instance, it is currently waiting. It
is not the total wait time for the current request, nor is it the wait time for the current data manager request. If the task
is not waiting, the field is set to null, and on the report it is printed as the characters *null*. The format of the field is
minutes and seconds (mmm:ss) with two exceptions. A time greater than 999 minutes is reported as +++:++. A time
less than one second is reported as blanks, not as 000:00. 

• W-TIME (prefix WT-)  
W-TIME is the total wait time that this request was not selected by the MUF for processing, excluding a current wait, if
any, whose time is in D-TIME. 

• T-TIME (prefix TT-)  
T-TIME is the elapsed time that this request has had this current TSN.

• STATUS  
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The status field provides the task status. The list of STATUS values is printed with the DBUTLTY function COMM
STATUS. 

• SEQ (prefix SEQ-)  
Displays the internal CA Datacom/DB request sequence number. This allows you to abort a request if it is blocking
other requests from executing. For a system task, zero is displayed. 

• EOJ_OK (prefix EO-)  
EOJ_OK is YES or NO as specified (for details, see the DBURSTR parameter EOJ_OK= in the CA Datacom/DB
Database and System Administration topic. Value can be set as EO=YES_S for a connection with multiple task areas
such as CICS Services and Datacom Server that provide a different form of EOJ_OK which allows the MUF to EOJ
with them still connected.

• PR   Priority of the URT at the instant of the status. Normally this is from the URT used to make the request but MUF
raises the priority temporary during some processes that would hold up other work if a low priority Job were to do
them, such as logging to the LXX and an I/O to it have a temporary priority of 16. 

• CMD (prefix C-)  
Displays the command in the Request Area. This might be blank for a system task or an undocumented spelling. 

• DBID (prefix DB-)  
Displays a database ID (not printed when the command is not set as having a DBID). 

• TBL (prefix TBL-)  
Displays a table name (not printed when command is not set as having a table name). This can be an area name for
undocumented commands used by DBUTLTY or MUF generated. 

• OTHER_1  
Displays other information if available about the task. Intended for long running DBUTLTY functions in MUF or long
running System Tasks. Especially showing progress and possibly how long it might run. Specific items include:  
– DBUTLTY function DEFRAG provides the key ID being processed and the number of DXX blocks read for this key

ID. Fields show progress.  
– DBUTLTY function LOAD or RETIX with MULTUSE=YES provides the key ID being processed and the number of

DXX blocks read for this key ID. Fields show progress.  
– Dynamic key add 24x7 provides value of ‘N OF N’ where the first ‘N’ is the row being processed and the second

‘N’ is the number of rows in the table. HMS for hours, minutes, seconds, and the estimate of remaining time to
completion is also provided. When the first N is a small number (just starting), the estimate is less accurate than
later in the process.   

– DBUTLTY function DATASCAN (and older RETIX with KEYNAME=*) provides value of ‘N OF N’ where the first ‘N’
is the current data block being processed and the second ‘N’ is the number of blocks expected to be processed.
Also provided is HMS for hours, minutes, seconds, and the estimate of remaining time to completion. When the first
N is a small number (just starting), the estimate is less accurate than later in the process.   

– Command ROLBK provides a value of ‘N OF N’. The first N is the number of log records processed by the
command. The second N is the number of log records expected. 

Note: A ROLBK from a MUF RESTART does not have the second N and is 0.

• OWNR/Y TSN-TM  
Displays the task of the owner (OWNR) and the number (Y) of the MUF in the MUFPLEX upon which the task is
waiting. 

• VALUE/RID
There are many values that can be printed. They are detailed in the DBUTLTY topic under function COMM STATUS

• TOTAL JOB STATS (IF TASK PRIME) -  This line 5 provides the total of the Job statistics for the full Job including
this task and any paired tasks (such as a CICS Services or Datacom Server connection). The line is missing for
subordinate tasks connected as a set. The information provided is the same as will be provided by the newer ended
messages.

• REQUESTS (prefix RQ-)  
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Provides the number of requests to the MUF for the task plus requests for all the connected tasks 

• I/O (prefix IO-)  
Provides the number of I/O events started for the task plus I/O for all the connected tasks 

• ELAPSED MIN:SEC (prefix E-M:S-)  
Provides the number of requests to the MUF for the task plus requests for all the connected tasks 

• RUN TIME MIN:SEC (prefix R-M:S-)  
Provides the run time the requests were dispatched by MUF to execute for the task plus run time for all the connected
tasks 

STATUS_LOG

(z/OS only.) Use the STATUS_LOG console-only command to request status information for the Log Area (LXX).
STATUS_LOG causes message DB00322I to be displayed. Message DB00322I provides the following information:

LOG LXX LRSN-n LBSN-n WRAP-n SGMNT-n RSTRB-a

In the message text:

• LRSN
(Log Record Sequence Number) is the count of log records written to the LXX during this MUF execution, except that
the count can be reset back to zero by QUIESCE commands. The value is provided as a number (n) when it is in the
range 0-2,147,483,647 or else in hex, for example, 000007FFFF8269A. The number is typically of little interest to a
user. However, if there is a risk of the MUF being used with Version 14.0, it is important that the number not be allowed
to transition from less than 4 billion to 4 billion or larger. Version 15.0 supports numbers 4 billion and larger, but Version
14.0 does not.

• LBSN
(Log Block Sequence Number) is the count of log tracks written to the LXX during the MUF execution but starting
with a value that is from 2 to the number of log tracks. If, however, the start of the MUF requires a restart of the log,
the number remains from the previous MUF execution. The value is reported as a number (n) when it is in the range
0-2,147,483,647 or else in hex, for example, 7FFFFABCD132. The number is typically of little interest to a user.
However, if there is a risk of the MUF being used with Version 14.0, it is important that the number not be allowed to
transition from less than 4 billion to 4 billion or larger. Version 15.0 supports numbers 4 billion and larger, but Version
14.0 does not.

• WRAP
is reported as a number (n) of occurrences of log processing that moved (wrapped) from the last track in the LXX
to the second track in the LXX as it added log records. The number is typically of little interest to a user. If trying to
size the LXX to the workload, the number can be of interest. Also, if extending the LXX (a very rare requirement), the
extend process has requirements that include the wrap of the log and, therefore, might be of interest until the extend
process is fully completed.

• SGMNT
is reported as a number (n) of log records that were larger than would fit on a single LXX track and were, therefore,
segmented onto more than one track. The number is typically of little interest to a user. If there is risk of the MUF
needing to fall back to Version 14.0, the number can be of interest, because Version 14.0 does not support an LXX that
has had a segmented record. Large records in Version 14.0 are supported through the less efficient spanned logging
option for the LXX.

• RSTRB
is set to N (no) or Y (Yes) to indicate whether the MUF enabled with transaction backout pending because restart
processing has not completed. Processing during this period requires that index processing of a read request work
similarly to the index processing of an update request, that is, it waits on the transaction that caused the index entry to
have been added or deleted.
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STATUS_OLD

(Optional) The STATUS_OLD command is available to MUF as a Modify (/F) command only. This command allows an
optional value of either:

• A single digit number from 0 to 9 followed by a blank, or
• A two digit number 00 to 59 followed by a blank

If found, it is used as the number of seconds that a task request has been in MUF as available for work. If the optional
value is not provided, the number of seconds is defaulted to 05. The value 0 can be used to show all tasks with a request
in MUF.

When the STATUS_OLD command is issued, if there are no needed output lines then nothing is written to the STATUSOL
SYSOUT DD statement. If any line is needed before the first is written, a date and time line is written and applies to all
following lines until the following date and time (if any).

►►─ STATUS_OLD nn ────────────────────────────────────────────────────────►◄

When a task meeting the criteria of a request in MUF is longer than the set or defaulted seconds and it is not excluded
as an exception, then the task status information is written to STATUSOL. The first line per task contains identification
information on the left. The lines that follow have no information at the line front to make it easier to find tasks.

There are currently 4 lines of information per task but more are likely. Each line is numbered on the right with 1, 2, 3, or
4. You can use this to see the right heading line with that number. For example, find all the ‘1’ lines in column 120. The
example that is provided in this article shows this more clearly. In general, individual information facts are reasonably
clear. Therefore, having no prefix of identity, only the header information that is provided only once at the top. Some of the
facts do have individual prefix information to make it more clear as to what that field is. Some fields are always provided
and some are provided only if they would provide useful information. For example, every task has a DB command but all
commands do not have a DBID or table name.

Note: Most of the information provided is also provided with Dynamic System Tables and the DBUTLTY function COMM
OPTION=STATUS. When appropriate, new additional information is also provided.

The task information is not synchronous to the request occurring. This is because there is no gate to another CPU
processing the request and fields changed while this status is acquiring the data to print.

This command is often used at CA during QA testing of Datacom. In that case, it is set to execute every 2 minutes using
this example: 'SUBTASK_AUTO 120,STATUS_OLD'. The goal is to see long running requests to MUF that might need to
be explored that the product is working as expected. Having tested for many iterations, it was found that there are some
requests that are naturally longer than the time and need not be pursued. So, the optional MUF command below allows a
few exceptions that do not cause these expected long requests to print. The command is:

EXCEPTION_STATUS_OLD value

The value defaults to 00000000 and it can be set to this value. Each zero represents a hexadecimal value 0-9 or A-F
defining flags to be set. Zero is off. With it zeros all long running requests are printed. A few of the flags have meaning and
others might be added in the future. To exclude all long running requests that can be, then set the value to FFFFFFFF.
The value must be 8 bytes long.

If you want to pick-and-choose which items that you want to exclude instead of all or none, the following examples provide
the ‘current’ flags and their meanings. Flags not defined currently defined might change in the future.
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• 80000000 set as ‘on’, sets an exception for all tasks that are executing with a Job name starting with an asterisk (*).
Many of these System tasks are long running requests and are visible to a STATUS and STATUS_JOB but not needed
reported as STATUS_OLD.

• 40000000 set as ‘on’, sets an exception for all tasks that are executing because of a DBUTLTY function. Many of
these DBUTLTY requests are long running and are visible to a STATUS and STATUS_JOB but not needed reported as
STATUS_OLD.

• 00800000 set as ‘on’, sets an exception for a request with command SELFR. Some of these requests are long running
and no change is needed. These are likely to not need reporting as STATUS_OLD.

• 00400000 set as ‘on’, sets an exception for a request with any command starting with letter ‘Q’ used for SQL requests.
Some of these requests are long running and not likely needed to be reported as STATUS_OLD.

• 00200000 set as ‘on’, sets an exception for a request with either command ROLBK or LOGTB for transaction roll back.
Some of these requests are long running and not likely needed to be reported as STATUS_OLD.

• 00100000 set as ‘on’, sets an exception for a request with any command starting with letters ‘RDUK’ and ‘REDK’.
Some of these requests are long running with some definitions (such as shared key with other tables) and not likely
needed to be reported as STATUS_OLD.

• 00080000 set as ‘on’, sets an exception for a request with any command starting with letters ‘GET’ used for batch
sequential. Some of these requests are long running and not likely needed to be reported as STATUS_OLD.

For example, one 'adds' values '80000000' plus x'40000000' plus x'00100000' to get x'C0100000'.

EXCEPTION_STATUS_OLD C00100000

Example of a heading line set:

TIME   JOBNAME  TASK R-UNIT U-JOBID-STP  U-SYSTEM PATH  ID               USER-ID                          TSN

          1

                     I-I/O   B-BREF  RT-R-TIME DT-D-TIME WT-W-TIME TT-T-TIME SEQ-SEQ    EO-EOJ_OK PR         

          2

                     C-CMD   DB-DBID TBL-TBL                                    OTHER-1                      

          3

                     STATUS          OWN-OWNR/Y VAL/RID-VALUE/RID                                            

          4   

 

Examples of several tasks at several times:

QA#@EDS2   1  65482  JOB34344-001  CA32   LOCAL        NTU                                    0046F6D8       

 1

             I-0000 B-0003                     TT-000:07 SEQ-332493 EO-NO    07                              

 2

             C-ADDIT DB- 313 TBL-HST                                                                         

 3

             WAIT ADD LOG RC                                                                                 

 4

QA#@ECIA   3  65453 JOB34360-001 CA32     LOCAL MTR:T001DB:01464 CATBPPR TEST PGM             0046F87D       

 1

             I-0001 B-0001                             TT-000:02 SEQ-332576 EO-NO    07                      

 2

             C-RDUNX DB- 778 TBL-C01                                                                         

 3 

             WAIT I/O DATA                                                                                   

 4

 620



 CA Datacom Administrating

QA#@ECIA   6  65453 JOB34360 CA32     LOCAL MTR:T004DB:01439 CATBPPR TEST PGM                 0046F8BA       

 1

             I-0000 B-0000 DT-*NULL*                   TT-000:01 SEQ-332316 EO-NO  07                        

 2

             C-ADDIT DB- 778 TBL-F02                                                                         

 3

             READY TO RUN                                                                                    

 4

QA#@ECIA   7  65453 JOB34360 CA32     LOCAL MTR:T005DB:01271 CATBPPR TEST PGM      07         0046F89F       

 1

             I-0000 B-0000                             TT-000:01 SEQ-332579 EO-NO                            

 2

             C-ADDIT DB- 778 TBL-F03                                                                         

 3

             WAIT DATA SP MG                                                                                 

 4

:01 QA#@EO2 25 65471 JOB34349 CA32    LOCAL                  NOU                              0046F5B7       

 1

              I-0004 B-0009 RT-000:01 DT-*NULL*         TT-000:12 SEQ-332448 EO-YES  07                      

 2

              C-ADDIT DB- 353 TBL-HST                                                                        

 3

              READY TO RUN                                                                                   

 4

                                                                                             03/31/17 13:31:52

:03 QA#@ECI6 30 65476 JOB34366 CA32 LOCAL MTR:T004DB:33520 CATBPPR TEST PGM                   004949BA       

 1

               I-0349 B-0411 RT-000:01                  TT-000:03 SEQ-850042 EO-NO   07                      

 2

               C-RDUKG DB- 796 TBL-F02                                                                       

 3

               WAIT I/O IXX                                                                                  

 4

:16 QA#@EVI3 42 65944 JOB34358 CA32 LOCAL                    NTB                              00486688       

 1

               I-5892 B-020K RT-000:01                  TT-000:44 SEQ-002787 EO-NO   07                      

 2

               C-UPDAT                                                                                       

 3

               WAIT I/O DATA                                                                                 

 4

:22 H118TMR2 52 65993 JOB34787 CA32 LOCAL DBUTLTY COMM       COMM             CON=CLOSE_WITH_W               

 1

               I-0000 B-0000 RT-000:02 DT-000:01                 SEQ-741802 EO-NO                            

 2

               C-XCOMM DB- 316 TBL-*CW                                                                       

 3

               WAIT TASK DELAY                                                                               

 4

:18 D118TMR2 79 65996 JOB34789 CA32 LOCAL DBUTLTY COMM COMM                   CON=CLOSE_WITH_W               

 1

                                                                                             03/31/17 13:35:52
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:22 QA@#UCF4 3 66470 JOB34913 CA32 LOCAL DBUTLTY DATASCAN DATASCAN AR1 33316RTSN                             

 1

              I-1307 B-1299 RT-000:04                           SEQ-798439 EO-NO                             

 2

              C-UPDSP DB- 997 TBL-C01                                96 OF 1536 HMS 0:03:14                  

 3

              WAIT I/O DATA                                                                                  

 4

:05 QA@#SCF1 7 66487 JOB34941 CA32 LOCAL DBUTLTY REPORT   REPORT   AR1 T3313DATASP                           

 1

              I-0000 B-0000 RT-000:01                           SEQ-963125 EO-NO                             

 2

              C-XXCBL                                                                                        

 3

              WAIT E/C DBSCXX OWN- 11                                                                        

 4

:02 QA@#UCEF 12 66514 JOB34951 CA32 LOCAL DBUTLTY DATASCAN DATASCAN AR4 33311RTSN                            

 1

              I-0081 B-0081 RT-000:02                           SEQ-998196 EO-NO                             

 2

              C-UPDSP DB- 311 TBL-HST                                                                        

 3

              WAIT I/O DATA                                                                                  

 4

:26 QA#@ECI6 30 65476 JOB34366 CA32 LOCAL MTR:T004DB:39301 CATBPPR TEST PGM                       004A66FC   

 1

              I-0306 B-0444 RT-000:01 TT-000:33                SEQ-783968 EO-NO                              

 2

              C-RDUKG DB- 796 TBL-F02                                                                        

 3

              WAIT I/O IXX                                                                                   

 4

In the message text:

• TIME
Displays the length of time in minutes and seconds since the MUF accepted the request. For system tasks, this is the
time since the system started the current work unit. Time less than one second is set as blanks.

• JOBNAME
Displays the name of the active job currently connected to the MUF. Or, if a system task, a name starting with three
asterisks. A list of names is provided in the DBUTLTY function COMM STATUS.

• TASK
Displays the task number n (DBRW/RWTSA ID) where the task is running. Items printed are in this order.

• R-UNIT
Displays the run unit number, where nnnnn is the low order five digits with leading zeros suppressed (nnnnn is zero for
many system tasks).

• U-JOBID-STP
U-JOBID is the z/OS JOBID identification of the user application followed by the step number.

• U-SYSTEM
U-SYSTEM is the system name, where the user application called the interface.

• PATH
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PATH is the path from the user application to the MUF and can be as follows:

• – LOCAL
LOCAL is the PATH if the user and the MUF are on the same system.

• – *MUF*
*MUF* is the path if the request was generated by the MUF itself. For example, from being restarted or by the
execution of a console or console-like command.

• – XCF
XCF is the PATH if the z/OS XCF facility is being used for communication.

• – CCI
CCI is the PATH if the CA CCI facility is being used for communication.

• – UNKN
UNKN is the PATH if the path cannot be determined (this PATH is not expected to occur).

• ID
Displays (xxxxxxxx or tran-term-opr-xxxxx) under the following circumstances:

• – Under CA Datacom Server, the ID field contains an 8-character transaction identifier and the 8-character name
associated with the PC.

– If a CICS transaction has a request active or if CICS has a transaction without an active request but a locked task
area, the following are displayed:
– tran The CICS transaction identifier
– term The CICS terminal ID
– opr The CICS operator ID
– xxxxx CICS sequence number

– If you are executing a DBUTLTY function with a request in the MUF, the field provides the literal 'DBUTLTY '
followed by the function being executed. The exception is DBTEST PGM=DBTSTPR, which is treated as an easy
test program and not as a privileged utility function.
The value CONSOLE is provided if a task started by MUF because of a z/OS Modify (/F) command or a DBUTLTY
function COMM OPTION=CONSOLE. Sometimes, additional details are also provided.

• USER-ID
USER-ID is the 32-character user ID, if this request was made through the DBNTRY entry point. The data might not be
all display format. Additional information might be provided for some DBUTLTY functions.

• TSN
Displayed if a Transaction Sequence Number has been assigned.

• I/O (prefix I-)
Displays the number of I/O events performed during the processing of this request. It is provided as blank if the count
is 0.

• BREF (prefix B-)
BREF is the number of buffer references to satisfy the current request. This is the total for index and data. It is printed
in the same format as the I/O column. Only includes index and data areas.

• R-TIME (prefix RT-)
R-TIME is the run time in minutes and seconds that the current request has been set by MUF to be active. It is not
printed if less than one second.

• D-TIME (prefix DT-)
D-TIME is the duration time the task has been waiting for that upon which, for this instance, it is currently waiting. It
is not the total wait time for the current request, nor is it the wait time for the current data manager request. If the task
is not waiting, the field is set to null, and on the report it is printed as the characters *null*. The format of the field is
minutes and seconds (mmm:ss) with two exceptions. A time greater than 999 minutes is reported as +++:++. A time
less than one second is reported as blanks, not as 000:00.

 623



 CA Datacom Administrating

• W-TIME (prefix WT-)
W-TIME is the total wait time that this request was not selected by the MUF for processing, excluding a current wait, if
any, whose time is in D-TIME.

• T-TIME (prefix TT-)
T-TIME is the elapsed time that this request has had this current TSN.

• STATUS
The status field provides the task status. The list of STATUS values is printed with the DBUTLTY function COMM
STATUS.

• SEQ (prefix SEQ-)
Displays the internal CA Datacom/DB request sequence number. This allows you to abort a request if it is blocking
other requests from executing. For a system task, zero is displayed.

• EOJ_OK (prefix EO-)
EOJ_OK is YES or NO as specified (for details, see the DBURSTR parameter EOJ_OK= in the CA Datacom/DB
Database and System Administration topic.

• PR 

Priority of the URT at the instant of the status. Normally this is from the URT used to make the request but MUF raises the
priority temporarily during some processes that would hold up other work if a low priority Job were to do them, such as
logging to the LXX and an I/O to it have a temporary priority of 16.

• CMD (prefix C-)
Displays the command in the Request Area. This might be blank for a system task or an undocumented spelling.

• DBID (prefix DB-)
Displays a database ID (not printed when the command is not set as having a DBID).

• TBL (prefix TBL-)
Displays a table name (not printed when command is not set as having a table name). This can be an area name for
undocumented commands used by DBUTLTY or MUF generated.

• OTHER_1
Displays other information if available about the task. Intended for long running DBUTLTY functions in MUF or long
running System Tasks. Especially showing progress and possibly how long it might run. Specific items include:
– DBUTLTY function DEFRAG provides the key ID being processed and the number of DXX blocks read for this key

ID. Fields show progress.
– DBUTLTY function LOAD or RETIX with MULTUSE=YES provides the key ID being processed and the number of

DXX blocks read for this key ID. Fields show progress.
– Dynamic key add 24x7 provides value of ‘N OF N’ where the first ‘N’ is the row being processed and the second

‘N’ is the number of rows in the table. HMS for hours, minutes, seconds, and the estimate of remaining time to
completion is also provided. When the first N is a small number (just starting), the estimate is less accurate than
later in the process.  

– DBUTLTY function DATASCAN (and older RETIX with KEYNAME=*) provides value of ‘N OF N’ where the first ‘N’
is the current data block being processed and the second ‘N’ is the number of blocks expected to be processed.
Also provided is HMS for hours, minutes, seconds, and the estimate of remaining time to completion. When the first
N is a small number (just starting), the estimate is less accurate than later in the process.  

– Command ROLBK provides a value of ‘N OF N’. The first N is the number of log records processed by the
command. The second N is the number of log records expected.

Note: A ROLBK from a MUF RESTART does not have the second N and is 0.

• – OWNR/Y TSN-TM
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Displays the task of the owner (OWNR) and the number (Y) of the MUF in the MUFPLEX upon which the task is
waiting.

• – VALUE/RID
There are many values that can be printed. They are detailed in the DBUTLTY topic under function COMM
STATUS.

STOP_LOOP_HANG

The four STOP_LOOP_HANG MUF commands are used to detect a MUF loop or hang and take action.

There can be any number of specific types of loops or hangs, and two that should cover a vast majority of possible
conditions are handled. Two types of STOP_LOOP_HANG MUF commands to both detect a MUF loop or hang and take
action are:

• Type 1 - STOP_LOOP_HANG_1_WARN
• Type 1 - STOP_LOOP_HANG_1_FAIL
• Type 2 - STOP_LOOP_HANG_2_WARN
• Type 2 - STOP_LOOP_HANG_2_FAIL

NOTE
Note: The pattern for the commands is similar. Neither type of STOP_LOOP_HANG command is based on MUF
CPU usage.

Detecting a Type 1 MUF Loop or Hang

Type 1 detects a request processing TCB/SRB that has not called the ‘dispatcher’ in the specified number of minutes.

Syntax

          

►►─ STOP_LOOP_HANG_1_WARN minutes ──────────────────────►◄ 

►►─ STOP_LOOP_HANG_1_FAIL minutes ──────────────────────►◄               

Valid minutes are:

• STOP_LOOP_HANG_1_WARN minutes can be 0-9
• STOP_LOOP_HANG_1_FAIL minutes can be 0-9

If the MUF main TCB or an SMPTASK TCB/SRB is not working correctly, a warning message is issued after a specified
number of WARN minutes or the number of FAIL minutes. The detection only executes at about 2 minute intervals with
a low overhead. Reasonable numbers are in the range of 5 to 9 minutes. If set, the detection and messages are shared
between both the WARN and FAIL. WARN works with or without FAIL being set, and FAIL works with or without WARN
being set.

NOTE
The WARN/FAIL provides information about the potential LOOP/HANG.

Message DB00820I provides information about the TCB/SRB and the task of concern.

Following the DB00820I message, MUF attempts to drive a Modify (/F) command of ‘STATUS_JOB *’ to record additional
information that might be helpful in pursuing the condition.

If only WARN is executing at this interval, no further action is taken. If FAIL is executed, an SVC dump is requested,
but it may or may not be successful. The FAIL terminates the MUF with an ABEND 16. For additional information about
unsuccessful SVC dumps, see Using Dumps in Problem Determination.

While WARN is optional, we recommend always using it if FAIL is also used. We suggest the WARN value be 4 or more
minutes less than the FAIL setting.
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Message
DB00820I - STOP_LOOP_HANG_1 ITEM-n DURATION-hhh:mm:ss TASK-n J-jobname INFO-variables

The message occurs if the MUF command STOP_LOOP_HANG_1 with either _WARN or _FAIL is set with a value that is
not 0 and a task set to execute has not called a task switching dispatcher in the number of minutes specified.

In the message text:

ITEM-n provides the TCB or SRB number. Number 1 is always the main task TCB and items 2 or more are SMPTASK
TCBs or SRBs.

DURATION-hhh:mm:ss provides the elapsed time in hours, minutes, and seconds the item has been in the current state.

TASK-n is the task number being executed by the TCB/SRB.

J-jobname is the Job Name using the task.

INFO-variables provides information for Datacom support, if needed, to assist in the condition.

For more information, see Messages.

Example Messages with Type 1

The following are the set of commands used when the messages in the example occurred:

STOP_LOOP_HANG_1_WARN 3

STOP_LOOP_HANG_1_FAIL 7

DB00820I - STOP_LOOP_HANG_1 ITEM-1 DURATION-000:03:43 TASK-1 J-DBDVL13 INFO-INT RQP LOG

DB01311I - STATUS_JOB *                                                                

DB00820I - STOP_LOOP_HANG_1 ITEM-1 DURATION-000:05:43 TASK-1 J-DBDVL13 INFO-INT RQP LOG

DB01311I - STATUS_JOB *                                                                

DB00820I - STOP_LOOP_HANG_1 ITEM-1 DURATION-000:07:43 TASK-1 J-DBDVL13 INFO-INT RQP LOG

DB01311I - STATUS_JOB *       

IEA794I SVC DUMP HAS CAPTURED:  080                    

DUMPID=009 REQUESTED BY JOB (DBDVM0  )                 

DUMP TITLE=CA DATACOM/DB MULTI-USER FACILITY FAILURE   

IEF450I DBDVM0 $$$$$$@ - ABEND=S000 U0016 REASON=00000000 

08.51.51 STC54821 CCSR010E DBMUFPR U0016 at 400C2706 LMOD DBMSBPR CSECT DBMSBPR +002706 DSNZMFL1 N/A QAPROC  

   

        

Detecting a Type 2 MUF Loop or Hang

Type 2 detects a task area performing a request that has accumulated a run time of more than the specified number of
minutes.

Syntax

          

►►─ STOP_LOOP_HANG_2_WARN minutes ──────────────────────►◄ 

►►─ STOP_LOOP_HANG_2_FAIL minutes ──────────────────────►◄               

Valid minutes are:

• STOP_LOOP_HANG_2_WARN minutes can be 0-99
• STOP_LOOP_HANG_2_FAIL minutes can be 0-255

If only WARN is executing at this interval, the DB00823I message is issued with WARN. If FAIL is executed, it drives a
REQABORT for the task in question to attempt to clear the condition. It then issues a DB00823I message. No SVC dump
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is requested with type 2 and MUF is not terminated. However, if the REQABORT has not completed successfully by the
time twice the number of minutes specified in the MUF Startup option STOP_LOOP_HANG_2_FAIL have passed, the
MUF is terminated and a SVC Dump is taken.

While WARN is optional, we recommend always using it if FAIL is also used. We recommend that WARN be 4 or more
minutes less than the FAIL setting.

The WARN command with type 2 is reasonably straightforward. However, the FAIL command should be used with more
caution. Some MUF environments have very large databases with longer running requests. The goal is to allow requests
to execute.

Message

DB00823I - STOP_LOOP_HANG_2 warn/fail/reqabort T-task jobname run-unit jobID-job-step-number system
RUN_TIME-minutes:seconds

The message occurs if the MUF command STOP_LOOP_HANG_2 with either _WARN or _FAIL is set with a value that
is not 0 and a task performing a request has accumulated an amount of run time exceeding the value of minutes set. The
run time is not actual CPU time but with low cost provides a form of CPU usage.

In the message text:

The warn/fail/reqabort is replaced by:

• WARN if the message is issued as a warning, or
• FAIL if failure is about to occur, or
• REQABORT if the task is being set to REQABORT (if allowed).

The T-task is the task number executing.

The jobname is replaced by the Job Name using the task.

The run-unit is replaced by the run unit number assigned to the task (a number 0-99,999).

The jobID is replaced by the Job ID assigned by z/OS.

The job-step-number is replaced by the Job step number assigned by z/OS.

The system is the name of the z/OS System where the Job is executing.

The RUN_TIME minutes:seconds is the minutes and seconds that MUF has set the task as active. It is not CPU time, as
MUF does not know z/OS or hardware dispatching, but to MUF it could have been running.

For more information, see Messages.

Example Messages with Type 2

The following are the set of commands used when the messages in the example occurred:

STOP_LOOP_HANG_2_WARN 3

STOP_LOOP_HANG_2_FAIL 7

DB00823I - STOP_LOOP_HANG_2 WARN T-1 DBDVL13 44504 JOB56232-1 CA32 RUN_TIME-003:11     

DB00823I - STOP_LOOP_HANG_2 WARN T-1 DBDVL13 44504 JOB56232-1 CA32 RUN_TIME-005:06     

DB00823I - STOP_LOOP_HANG_2 REQABORT T-1 DBDVL13 44504 JOB56232-1 CA32 RUN_TIME-007:00

DB00823I - STOP_LOOP_HANG_2 REQABORT T-1 DBDVL13 44504 JOB56232-1 CA32 RUN_TIME-008:54    
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SUBTASK

(z/OS only.) (Optional) The SUBTASK MUF startup option specifies whether a user subtask is attached during MUF
startup. If you do not specify this option, a subtask is not attached.

►►─ SUBTASK ─ entry ──────────────────────────────────────────────────────────►◄

• entry
(Required) Specify a user subtask name to  or NONE for no subtask. This name is attached as a subtask during MUF
startup.
– Valid Entries:

The 8-character name or NONE
– Default Value:

(No default for this parameter if you code the SUBTASK option; however, if you do not specify this option, a subtask
is not attached.)

SUBTASK_AUTO

SUBTASK_AUTO is a MUF startup option to set automatic timed console commands. The commands were originally
intended to help debug any errors during the unwatched overnight regression testing. Therefore, you could see when a
problem started. These commands help Support in testing Change Data Capture.

This command is not intended to replace the DBUTLTY functions AUTOSTAT or AUTOCOLL that preserve information in
a database. Use of SUBTASK_AUTO adds to the number of JES messages where some like STATUS can generate many
messages. This command does not replace use of external queries to the Dynamic System Tables database.

Each command character string is added to a list with its number of seconds between executions. A new MUF subtask is
attached to wait the next minimum of seconds when the commands are issued internally as MVS Modify (/F) commands
to the MUF.  

NOTE
Important!  MUF accepts a single Modify command at a time. If multiple commands are stacked, some may fail
with the MUF console support being busy (IEE342I MODIFY REJECTED-TASK BUSY).

 The format of the command is:

 ►►─ SUBTASK_AUTO n,value ──────────────────────────────────────────────────────────►◄

• n
Specifies a number from 1 to 3600 as seconds between the value presented as a Modify command. Small numbers
are intended for test Systems debugging specific conditions.

• value
Specifies that the value to be presented is not validated. It is saved and presented in the Modify.

WARNING

Warning! Fully test this command in a test MUF to ensure appropriate valid execution. Be careful when using
this command as it is not changeable in any way once MUF enables.

Examples (not recommendations):

• SUBTASK_AUTO 15,STATUS_CDC (each 15 seconds)
• SUBTASK_AUTO 900,STATUS_LOG (each 15 minutes)
• SUBTASK_AUTO 120,STATUS (each 2 minutes)
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SYSOUT

(Optional) SYSOUT is for use in z/OS environments only. This MUF startup option allows you to specify new output
processing for diagnostic and tracing information that would otherwise be routed to the Statistics and Diagnostics Area
(PXX).

►►─ SYSOUT ─ class,mlparm,cbsparm,sqlparm,ddparm,dstparm ─────────────────────►◄

• class
The Job Entry Subsystems (JES) class to which a dynamically allocated SYSOUT data set is assigned when closed/
deallocated.

NOTE
The class that is specified with this parameter is expected to be a throw-away class.

• mlparm,cbsparm,sqlparm,ddparm,dstparm
These are the SYSOUT parameters that define output for the following:
– Master List snaps (mlparm)
– CBS traces (cbsparm)
– SQL traces (sqlparm)
– traces (ddparm)
– DST traces (dstparm)
For example, specifying ML for one or more of the parameters except mlparm (see exceptions below) redirects that
output to the same output as the Master List snaps, PXXML. Or, if ML is specified for sqlparm, SQL output is redirected
to PXXML, and if CBS is specified for mlparm, Master List output is redirected to PXXCBS, and so on (see ).
With the following exceptions, these parameters can have the values described below.
Exceptions:
– A SYSOUT cannot be redirected to another SYSOUT that is itself redirected.
– A SYSOUT can be redirected to a SYSOUT parameter for which zero has been specified. In this case, both are

written to the PXX.
– A SYSOUT parameter cannot specify itself as a redirection. For example, ML is not valid as a value for mlparm.
– The first SYSOUT parameter, used for Master List snaps, cannot be redirected.
Descriptions of Valid Values:
– 0

A numeric zero (the default) specified for one or more of the parameters indicates no special SYSOUT is desired,
that is, any output is written to the PXX.

– 100K to 16M
Specifying 100K through 16M for one or more of the parameters indicates that you want special SYSOUT to be
allocated and used for any output instead of its being written to the PXX (see example following these descriptions).

– ML
Specifies that output is to be redirected to the same output as the Master List snaps, PXXML (not valid for mlparm).

– CBS
Specifies that output is to be redirected to the same output as the CBS traces, PXXCBS (not valid for cbsparm).

– SQL
Specifies that output is to be redirected to the same output as the SQL traces, PXXSQL (not valid for sqlparm).

– DD
Specifies that output is to be redirected to the same output as the   traces, PXXDD (not valid for ddparm).

– DST
Specifies that output is to be redirected to the same output as the Dynamic System Tables traces, PXXDST (not
valid for dstparm).

– Valid Entries:
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0, 100K to 16M (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024, or as an integer followed by M for megabytes) ML, CBS, SQL, DD, DST

– Default Value:
0

Example 1

For easy reference, here again is the SYSOUT syntax:

►►─ SYSOUT ─ class,mlparm,cbsparm,sqlparm,ddparm,dstparm ─────────────────────►◄

Referring to the SYSOUT syntax, consider this example:

SYSOUT  X,2M,100K,1M,500K,100K

In the example, note that:

• X
In the class position, represents the expected throw-away class.

• 2M
In the mlparm position, means that Master List snap output is to be directed to PXXML to a maximum output limit
(outlim) of 2M lines.

• 100K
In the cbsparm position, means that CBS traces are to be directed to PXXCBS to a maximum output limit (outlim) of
100K lines.

• 1M
In the sqlparm position, means that SQL traces are to be directed to PXXSQL to a maximum output limit (outlim) of 1M
lines.

• 500K
In the ddparm position, means that   traces are to be directed to PXXDD to a maximum output limit (outlim) of 500K
lines.

• 100K
In the dstparm position, means that DST traces are to be directed to PXXDST to a maximum output limit (outlim) of
100K lines.

Example 2

SYSOUT  X,2M,100K,1M,PXXSQL,100K

In this example, any output for Datadictionary is written to the PXXSQL DD. Therefore, output for both SQL and
Datadictionary share the same output. This is helpful if you are debugging a situation where both SQL and Datadictionary
are participating. However, it might not be helpful if you are debugging only Datadictionary but the PXXSQL is full of SQL
information and there is no room for Datadictionary.

SYSPOOL

(Required) The SYSPOOL MUF startup command specifies the number of buffers for each of three system areas.

►►─ SYSPOOL ─ cxxno,ixxno,dxxno ─┬──────────────────────┬─┬───────────────┬────►◄

                                 ├─ ,ixxbfrsize ────────┤ └─ ,LFAREAsize ─┘

                                 ├─ ,ixxbfrsize,64-bit ─┤

                                 └─ ,,64-bit ───────────┘
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• cxxno
(Required) Specify the number of Directory (CXX) buffers. We recommend a value of 10 to 20 for reasonable CXX
performance. Specifying less than 10 may result in more I/O functions, particularly in CXX maintenance.
– Valid Entries:

2 to 99
– Default Value:

(No default)
• ,ixxno

(Required) Specify the number of buffers for accessing high-level Index Area (IXX) blocks. Provide at least one-half
the number of low-level index blocks (see the dxxno parameter). The combined total ,ixxno values for FLEXPOOL and
SYSPOOL options cannot exceed 99999.

NOTE
These are permanent buffers for the duration of the MUF session. They cannot be reduced or deleted using
the FLEXPOOL console or DBUTLTY command.

• ,dxxno
(Required) Specify the number of buffers for accessing DXX low-level index blocks. Provide at least one and one-half
buffers per task (see the TASKS option). The combined total ,dxxno values for FLEXPOOL and SYSPOOL options
cannot exceed 99999.

NOTE
These are permanent buffers for the duration of the MUF session. They cannot be reduced or deleted using
the FLEXPOOL console or DBUTLTY command.

• ,ixxbfrsize
(Optional) The index buffer size in a Single User environment is 8192 and cannot be changed, but the index buffer size
when operating in a MUF environment can be from 4096 (4K, the default) through 8192 (8K). Index buffer size in a
MUF environment is specified by using the ixxbfrsize parameter.
rounds values specified for ixxbrfsize to the next multiple of 32, except in cases where the MUFPLEX MUF startup
option has been selected. When the MUFPLEX MUF startup option is selected, 8k is forced for any size over 4k.
The index block size, established during the initialization of the Index Area (IXX), applies to each specific IXX dataset.
Different databases can have different block sizes actively in use at the same time. The index buffer size needs to be
as large (but not larger) than the largest index block size in a database opened by this MUF. An OPEN error occurs if
you attempt to open a database with an index block size larger than the index buffer size.
– Valid Entries:

4096 to 8192 (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

4096
• ,64-bit

(Optional) You can specify the 64-bit operand as either 31 or 64 to indicate where the IXX and DXX buffers memory is
to be acquired. We recommend that you use 64, the default.
The 64-bit operand gives you the option of defining the index buffers in all places as residing in 64-bit memory. This
includes the DXX buffers at MUF startup defined by the MUF startup options SYSPOOL and FLEXPOOL and any
index buffer in an alternate pool. You can use the 64-bit parameter on the SYSPOOL MUF startup option to specify
whether both DXX and IXX buffers are to be allocated using 31-bit or 64-bit storage, with the default being 64-bit.

NOTE
You can also specify 64-bit for the MUF startup option DATAPOOL.

The ixxbfrsize operand on the SYSPOOL option remains optional, even if the optional 64-bit operand is coded. For
example:

SYSPOOL  4K,8K,4K,,64
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Although no loss or gain of performance is expected when you use the 64-bit parameter, using 64-bit memory avoids
the constraint of 31-bit address space memory. Using 31-bit memory risks being too small to contain the MUF code
and all the other buffers that are needed.
If the 64-bit operand is set to 64, the space in 64-bit must be available. If the space is not available, MUF does not
enable, and the following message is generated: DB00218E - INSUFFICIENT 64-BIT MEMORY.
If a request for 64-bit memory fails after MUF enables, return code 89(064) - INSUFFICIENT MEMORY, is generated.

NOTE
For more information about message  DB00218E and return code 89(064), see Messages.

While no obvious way exists to cause a SYSUDUMP to include 64-bit memory, the memory is available in an SVC
dump, which is forced if using 64-bit buffers. When dumping buffers as part of a Master List with buffers dump to the
PXX or PXXML, 64-bit buffers are printed.

NOTE
A SNAP BUFFERS when using 64-bit buffers causes a SVC dump instead of just a Master List with buffers
to be written to the PXX or PXXML.

The Memory Use Summary Information section of the EOJ report shows how much 64-bit memory was used by MUF.
The header line for the report, when using 64-bit memory, is as follows:

 DESC  LONG DESCRIPTION        24BIT-----ANY---64BIT (M=MEG,K=1024,ELSE BYTES) / OCCURRENCES

If 64-bit memory has been used by MUF, the report contains a line showing the total memory acquired in 64-bit as
follows:

 MA64  DBMEMPR OWNED MEMORY, 64

The report also contains up to two detail lines for the two 64-bit memory pools as follows:

 IX64 INDEX BFRS -------

 MRDF  COVERED/VIRTUAL 64BIT

The lines in the previous two examples follow the existing lines in this section of the report. The last of those lines,
relating to MRDF, is a reporting capability for the existing feature.
– Valid Entries:

31 or 64
– Default Value:

64
• ,LFAREAsize

(Optional) LFAREAsize specifies the Large Frame Area (LFAREA) size that MUF can use to support SYSPOOL index
buffers.
If a non-zero value is specified for LFAREAsize, 64-bit (see previous parameter) must be specified.
MUF allocates all SYSPOOL index buffers prior to its enabling and keeps this storage for the life of the MUF.
Therefore, you should carefully consider the effects of the Large Page Frame Area size specification on other jobs in
the LPAR that might also want Large Page Frame support.
The  startup specification of LFAREAsize is the maximum amount of the LFAREA that  uses. These large pages are
first used to back the virtual storage allocated by the SYSPOOL IXX buffers. If this does not exhaust the LFAREA
specification, the remaining area is used to back the DXX buffers. If there is not enough LFAREA available to support
the startup specification, the remaining buffers are backed by normal 4k page frames. The message DB00283I
INSUFFICIENT LARGE PAGE FRAMES, MULTI-USER USED nM is printed for this case, where n is replaced with the
amount of LFAREA MUF successfully acquired. For additional information, see Messages.

NOTE
LFAREAsize pertains to SYSPOOL index buffers only. FLEXPOOL and BUFFER_POOL index buffers are
backed by normal 4k pages.
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– Valid Entries:
0 or 1M-1563M

– Default Value:
0

SYSTEMDBID

(Required) The SYSTEMDBID command specifies the database ID (the DATACOM-ID attribute-value of the database
definition in ) which contains any dynamic system tables used to obtain real-time information as the MUF is running.

NOTE
The SYSTEMDBID MUF startup option is required in part for activating Dynamic System Table access from the
MUF. Without SYSTEMDBID specified, attempts to access any of the dynamic tables receives a no record found
condition.

The database specified in SYSTEMDBID is never opened to DASD and should not be defined as virtual.

►►─ SYSTEMDBID ─ dbid ─┬──────────────────────┬────────────────────►◄

                       └─ maintenance-record ─┘

• dbid
(Required) Specify the database ID of the database containing the dynamic system tables. We recommend that you
use database ID 1000.
– Valid Entries:

DATACOM-ID of a valid database
– Default Value:

(No default)
• maintenance-record

(Optional) You can disable the recording of each maintenance action (written to the PXX unless running z/OS with
the SYSOUT option specified to redirect the DST information) by specifying ,NO (NO preceded by a comma) on the
SYSTEMDBID MUF startup option after the dbid parameter.
– Valid Entries:

YES or NO
– Default Value:

YES

SYSTEMDBID_DELETE

SYSTEMDBID_DELETE has no values required or optional values that need to be specified. SYSTEMDBID_DELETE
allows you to remove the SYSTEMDBID database from memory if it is open and has no open URT. Users should only
rarely need to use this command. The only time it would be needed is if the definition of database 1000 (default) for the
Dynamic System Tables changes and the MUF has already opened the database. If the database is in memory, the
database cannot be cataloged using . Because the database cannot be open, the SYSTEMDBID_DELETE command is
not valid through the SQL_CONSOLE table.

TASK_ABORT

Use TASK_ABORT to terminate the inactive connection to the MUF of a single task. A typical use of this facility is to abort
an inactive TSO task associated with a CA product that uses  as its data repository. The user might have completed the
use of the -based product, but left the connection open. Such open connections can prevent bringing the MUF down or
closing an associated URT.
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Use the following syntax to initiate a TASK_ABORT from the system console. Consult your site operating system
documentation for additional syntax information.

NOTE
The MUF must be active when you execute this command.

►─┬────────┬─ TASK_ABORT n ─────────────────────────────►◄

  └─ COMM ─┘

Command

• COMM
(Optional.) You can omit the COMM function name when submitting this console command.

Required Keywords

• TASK_ABORT
Requests an abort of a task that was connected to the MUF as a single task and currently in 'NOT ACTIVE' status.
TASK_ABORT has no effect on tasks with an active status, tasks with a wait status, or tasks from multi-task
connections to the MUF such as those by  and . It also is not effective for tasks attached remotely via XCF or CCI.

• n
Task number of the task to be aborted. The task number n that you specify in TASK_ABORT n must be connected to
the MUF when you execute the TASK_ABORT. Be certain that you specify the desired task number. If the task meets
the criteria, TASK_ABORT will abort it, but consider that if the task is only a long-running task, you might not want to
abort it.

NOTE
To obtain the task number n that you want to abort, issue a STATUS command or query Dynamic System
Table MUF_ACTIVE_TASKS.

TASKS

 (Required) With the TASKS MUF startup option you can specify the following:

• Number of user task areas
• Additional size of each task area
• Number of tasks that can be used in a VAE Supervisor for tasks that connect with the MUF using XPCC protocol
• Number of tasks for processing XCF requests
• Number of tasks for processing CAICCI requests

►►─ TASKS ─ number,size ─┬─────────────────────────────────┬──────────────────►◄

                         ├─ ,vaenumber ────────────────────┤

                         └─ ,,,xcfnumber ─┬──────────────┬─┘

                                          └─ ,ccinumber ─┘

•   number 
(Required) Specify the maximum number of tasks that can concurrently operate within this MUF. The value of
this number must be less than or equal to the number of buffers specified in the DATAPOOL MUF startup option. A
range error results if you specify this value after the DATAPOOL value and this number of tasks is larger than the
number of data buffers.
In a MUF running both online and batch, this value must be the sum of all USERS= counts for all concurrently active
CICS regions and the maximum number of active batch regions or IMS/DC BMP regions or MPP online regions using .
If you update this parameter, update the DATAPOOL and SYSPOOL options accordingly. The sum of this value and
the value specified for the tasks parameter of the STAR MUF startup option must not exceed 4000.

NOTE
  allocates one additional task which is reserved for internal use.
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When you change the value of this parameter, verify that the Force Area (FXX) was initialized with a TASKS= keyword
value that is greater than or equal to this TASKS MUF startup option number. 
 

•   ,size 
(Required) Specify the size of additional work areas generated to extend the task save areas, one per task. This value
must accommodate the largest of the following:
– The largest User Requirements Table to be opened. (A User Requirements Table header is 48 bytes and each table

entry is 16 bytes.)
– The largest work area to receive data on a read command, calculated as:

(largest record in information base) + (Element List size)
Where:
Element List size is 6 X (value of MAXELRQ option).

– The largest work area to send data with the UPDAT, ADDIT, LOGIT, and LOGDW commands, calculated as:
(largest record in information base) + (Element List size)
Where:
Element List size is. 6 X (value of MAXELRQ option).

– The largest blocked GETIT or GETPS block to be returned.
– The largest row returned from an SQL FETCH statement.
– Log block size, if LOGRCV NO is specified.
– The size used by MULTUSE=YES DBUTLTY functions passing blocks of data and blocks of index entries.
–  Valid Entries:

8192 to 61440 (can be specified as an integer or an integer followed by K to represent the integer multiplied by
1024)

NOTE
 We recommend using 16K or greater.

–  Default Value:
(No default)

•   ,vaenumber 
(z/VSE only.) (Optional) Specify the maximum number of tasks that can be used in a VAE environment for tasks that
connect with the MUF using XPCC protocol. This value must not exceed the value of the TASKS number parameter.
If you select to run the  MUF and all application jobs within one address space or to run the MUF in a shared partition,
there are no special considerations to run in a VAE environment, and you do not need to specify this parameter. If
you are running the MUF on hardware providing ESA support, you do not need to provide this parameter. In such an
environment, cross address space communication is automatically provided through another mechanism.
See for more information.
–  Valid Entries:

0 to number where number is the first parameter of the TASKS MUF startup option (can be specified as an integer
or an integer followed by K to represent the integer multiplied by 1024)

–  Default Value:
0

•   ,,,xcfnumber 
(z/OS only.) (Optional) The ,xcfnumber represents the maximum number of tasks which can simultaneously be
dedicated to processing requests from a remote XCF sender.
Use of this parameter requires that the MUF be running authorized in an z/OS system.
Specification of zero (0) for xcfnumber does not preclude the possibility of later use of XCF by this MUF. The console-
like command TASKS_XCF nnnn can be used to alter the initial setting of xcfnumber.
The environment for XCF precludes the use of the ,vaenumber parameter. You can indicate the omission by specifying
0, or by adjacent commas.
The following examples are valid TASKS statements:
         TASKS  20,41K,0,0,8     ( xcfnumber = 8 )
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         TASKS  20,41K,,,8       ( xcfnumber = 8 )

–  Valid Entries:
0 to number where number is the first parameter of the TASKS MUF startup option (can be specified as an integer
or an integer followed by K to represent the integer multiplied by 1024)

–  Default Value:
0

•  ,ccinumber
 (Optional) (z/OS only.) Specify the maximum number of tasks for processing requests received through the CA
Common Services for z/OS CAICCI protocol. CAICCI permits user applications to connect to a MUF anywhere
within the domain of a CAICCI subsystem. The CAICCI application name of this MUF which applications can
direct requests (through their DBSYSID parameters) is specified by the MUF startup option. Specification of this
parameter is independent of the xcfnumber parameter, that is, both are permitted in the same MUF. Specifying zero (0)
for ccinumber means that use of the CAICCI protocol is not permitted for the duration of the MUF.
–  Valid Entries:

0 to number where number is the first parameter of the TASKS MUF startup option (can be specified as an integer
or an integer followed by K to represent the integer multiplied by 1024)

–  Default Value:
0

TASKS_XCF

►►─ TASKS_XCF ─ nnnn ───────────────────────────────────────────────►◄

TASKS_XCF nnnn is a console-like command for z/OS only. After MUF is enabled, this command can be used to change
the value for the maximum number of tasks that are available for the processing of XCF requests to the MUF, as set at
startup by the TASKS MUF startup option.
Value nnnn is an integer in the range of 1 (one) through 4000, representing the maximum number of tasks that can be
simultaneously allocated to process XCF requests to the MUF.

NOTE
The value for TASKS_XCF is lowered to match the value that was specified with TASKS if the nnnn specified
with TASKS_XCF is larger than the number of tasks specified with TASKS when the MUF was enabled.

TIME_SYNC

(z/OS only) The TIME_SYNC command has no values to specify. It causes the MUF to synchronize its external date/time
usage with the hardware clock. It should only be needed and of value when changing the Operating System mapping of
the external date/time and hardware clock. The most common reason for using TIME_SYNC is in locations that switch to
or from daylight saving time.
Request the TIME_SYNC console command using the following:

►►─ TIME_SYNC ────────────────────────────────────────────────────────────────►◄

Use the TIME_SYNC console command to resynchronize Multi-User Facility (MUF) date-time with the operating system
date-time. TIME_SYNC allows the system to recognize daylight saving time changes without having to cycle the MUF.
You can enter the TIME_SYNC command after the time has changed.

If the change in time is in the forward direction (daylight saving time change in the spring), the change is straight forward
with all external times being changed. There are, however, special issues related to the Statistics and Diagnostics Area
(PXX) when the time change is backward (the time change in the autumn).
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The PXX is also sensitive to date-time step downs. If the time is being set in the past and important data exists on the
PXX, the PXX should be printed and cleared both before and after the TIME_SYNC console command is used. The PXX
does not print any data beyond the step down.

TSN_ABORT

Use the TSN_ABORT console command to terminate a long running  maintenance transaction. This termination takes the
form of terminating the active  request that is executing when the TSN_ABORT is issued. This aborted request receives a
return code 45. It is then up to the application to react to this return code and end the actual transaction.

It is possible for the transaction to be executing a  command on behalf of a SQL request, where the autonomous  request
is not abortable. If this is the case, the abort is delayed until this non-abortable SQL process completes, at which time it is
honored.

Information about the status of the TSN_ABORT request, once it has been issued, can be found in message DB00603I. 

Use the following in your command to initiate this function from the system console. Consult your site operating system
documentation for additional syntax information.

►►─ TSN_ABORTnnnnnnnn ────────────────────────────────────────────────────────►◄

TSN_ABORT

(Required) TSN_ABORT requests the current request that is executing on behalf of a maintenance transaction be
terminated as previously described.

• nnnnnnnn
(Required) The nnnnnnnn is the TSN associated with the maintenance transaction. Obtain the TSN associated with
the transaction that you want to abort by either issuing a DBUTLTY STATUS command or by doing a query of the
MUF_ACTIVE_TASKS Dynamic System Table.

VIRTUAL

(Optional) The VIRTUAL command specifies an area to exist essentially only in memory. No DASD I/O is ever performed
for a virtual area. Specify temporary work areas as virtual areas.

maps a virtual area into virtual storage when it receives the first open for it for this MUF execution and releases the
storage when the MUF terminates.

Virtual is a database level option. You cannot make an Index Area virtual without all areas in the same database being
virtual. You cannot make any area in a database virtual without the Index Area and all other areas in the database being
virtual.

NOTE
Virtual areas are treated as if they reside on 3380 devices. For example, an actual physical Index Area (IXX)
might be on a 3390 device, but  treats it as if it resides on a 3380 device during the run of the MUF and reports it
that way in the DIR_DATASET (DRZ) dynamic systems table.

Do not specify VIRTUAL for any  system areas except optionally the Compound Boolean Selection and Temporary Table
Manager areas.

If using MUFplex, the SQL TTM database can be either virtual or DASD, but, if it is DASD, the DBID must not match
between or among the Multi-User Facilities that are using DASD.

NOTE
A database defined as virtual cannot be closed with the COMM function of the  Utility (DBUTLTY), nor can its
stats be written to DASD using the DBUTLTY COMM STATS function. Attempts to do either are ignored. Also,
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a database defined as virtual that has been opened cannot be the subject of a catalog or SQL DDL statements.
Directory (CXX) maintenance must occur in a MUF where this database is not virtual.

z/OS 64-Bit Support

The 64-bit capability is used for the Memory Resident Data Facility (MRDF) COVERED and VIRTUAL buffers. When
the COVERED and VIRTUAL buffers are allocated in 64-bit memory, the size limit of each area is 19 gigabytes (19G).
64-bit memory is allocated in increments of one megabyte. Every area allocation is rounded up to the next multiple of a
megabyte.

For more information, see the description of the ,size parameter following the syntax diagram.

►►── VIRTUAL ─ area,size ─┬───────────────────────────────────┬──►◄

                          └─ ,extend-size ─┬─────────────────┬┘ 

                                           └─ ,extend-count ─┘

• area
(Required) Specifies the database, data area, or Index Area for the size parameter.

ValidEntry Description Meaning of Size
b The DATACOM-ID of the database. Specifies the size for each area in the

database which is not assigned a specific
size with a VIRTUAL ab,n or VIRTUAL
IXXb,n parameter.*

ab DATACOM-NAME (three characters)
of an index or data area combined with
the DATACOM-ID of the database. For
example, if the DATACOM-NAME of the
area is BRN and the DATACOM-ID (DBID)
is 400, the ab entry in this case would be
BRN400.

Specifies the size of a virtual area in the
database.*

*

If you specify a size for an Index Area or one or more data areas in the database and do not specify VIRTUAL b,n,  uses
the size specified for the first area in that database as the default size for any unspecified area.

• Default Value:
(No default)

,size

(Required) Specify the size of the virtual area using one of the following:

• Number of bytes (code as a number, 0 through 9663676416).
• Number of kilobytes (code as a number followed by K, 0K through 9437184K).
• Number of megabytes (code as a number followed by M, 0M through 9216M).
• Number of gigabytes (code as a number followed by G, 0G through 19G).

The size you specify is adjusted to a multiple of the product of the block size times the records-per-track. The value you
specify is rounded up to one track, if necessary, or it is rounded down to an even number of tracks. For a data area, the
block size and records-per-track are determined from the values in the Directory (CXX). For an Index Area, the block size
is 4096 and the records-per-track is 10. This allows virtual indexes in multiples of 40K. For example, 76K in VIRTUAL
IXXnnn,76K is interpreted to mean that it is smaller than two tracks. Therefore, Datacom rounds the number down to one
track of 40K consisting of ten 4K blocks. The rounding is exaggerated by using such a small number. The suggestion is to
increase the VIRTUAL in those cases where the rounding does not drop to an unanticipated value.
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NOTE

Sizes over 9G must be done in "G" for billion and not allowed as "M", "K", or only bytes. Console-like command
VIRTUAL_ADD still allows a maximum of 9G.

At the time an area is first opened, the size requested is rounded down, if necessary:

• To the DATASPACE MUF startup option size if specified, else 2G if 64-bit memory is not available.

An attempt is first made to use 64-bit memory. If 64-bit is not available, an attempt is made to use the data space. If data
space memory is not available, an attempt is made to use the address space. If the requested memory is not available
using the address space either, the open is rejected with an open return code.

• Valid Entries:
For a data area, use the product of the block size times the records-per-track as determined from the values in the
Directory (CXX). For an Index Area, use a block size of 4096 and 10 records-per-track. This allows virtual indexes in
multiples of 40K.
When not using 64-bit, a value larger than the DATASPACE MUF startup option can be specified, but each virtual area
is rounded down to the data space size, because no single area may span multiple data spaces.

• Default Value:
(No default)

Example Result
VIRTUAL IXX240,500K
VIRTUAL ABC240,300K
VIRTUAL 240,200K

Provides approximately 500 KB for the database 240 Index Area,
approximately 300 KB for data area ABC in database 240, and
approximately 200 KB for each of the other data areas in database
240.

VIRTUAL ABC220,300K
VIRTUAL IXX220,200K

Provides approximately 300 KB for the ABC data area in database
220 and approximately 200 KB for the Index Area in database
220. If any other data areas in database 220 are opened,  also
provides approximately 300 KB for each of them.

• ,extend-size
(Optional) The extend-size option can be numeric values from 0 (zero) through 2G (2147483648). Setting the size to 0
(the default) is appropriate for cases where the size option is set in the definition, because size always overrides a size
set in extend-size (similar to a DASD dynamic extend). The definition is not known at MUF startup and can be changed
during MUF execution when the database is closed or opened. If the size is set to 0 and a dynamic extend is needed,
and the size in the size option of the definition is not set, the dynamic extend recognizes an error and fails (same error
as occurs if DASD was being used).

NOTE

A console-like command, VIRTUAL_DYNAMIC_EXTEND dbid,area,extend-size,extend-count, allows you to
change the VIRTUAL dynamic extend options while the MUF is enabled.

• ,extend-count
(Optional) If the extend-size option is set, the extend-count can be set as 0 through 65535 to specify the number of
dynamic extends allowed. The default of 0 (zero) specifies no dynamic extends.

NOTE
Setting the extend-count to a number lower than the number of dynamic extends that has occurred during
this MUF execution prevents future dynamic extends.

VIRTUAL_ADD

The VIRTUAL_ADD command can be used to define a database as virtual.
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►►─ VIRTUAL_ADD ─ dbid,area,n, ─────────────────────────────────────────►◄

• dbid
Represents database ID (DBID) of the database to be defined as virtual.

• area
An area name or a generic database entry (starts with an * (an asterisk) of expected ***). Because a database must be
all virtual or none, the first entry for a DBID sets the database to be virtual (the database cannot be open). An area that
is opened with a matching name uses that definition to acquire memory for the area. An area that is opened without
a matching name uses the generic entry, if one exists, but if no generic entry exists, the size of the first specific area
defined is used.

• n,
The size in bytes that is to contain the memory area. During the open of the area, the size is rounded up to the next full
track or rounded down to the last full track.

VIRTUAL_DELETE

The VIRTUAL_DELETE command can be used to completely remove from MUF memory the database with all definitions
and all added data if you are absolutely certain that a database is not needed. A database defined as VIRTUAL that has
been opened cannot be changed to no longer be  VIRTUAL by deleting the VIRTUAL definitions. This is because the
database has memory containing the database with an index and data areas.

►►─ VIRTUAL_DELETE ─ dbid ──────────────────────────────────────────────►◄

NOTE
No URT can be open to the database when using this command. Additionally, it cannot be used for a database
that is currently defined as the Compound Boolean Selection (CBS) temporary database (default DBID 6) or the
Dynamic System Table database (default DBID 1000).

VIRTUAL_DYNAMIC_EXTEND

(Optional) The VIRTUAL_DYNAMIC_EXTEND console-like command allows you to change the VIRTUAL dynamic
extension options while the MUF is enabled. The command is:

►►─ VIRTUAL_DYNAMIC_EXTEND ─ dbid,area,extend-size,extend-count ─►◄                      

• dbid and area
The DBID and area name must be a specific base and area name to an open area. No generics are allowed for this
command.

• extend-size
Specified as 0 (zero) through 2G (2147483648). However, the size specified with extend size is ignored if the size set
with the size option is specified as part of the definition. The default of zero (0) specifies no dynamic extends.

• extend-count
Set as 0 through 65535 to specify the number of dynamic extends allowed. The default of zero (0) specifies no
dynamic extends. Setting the extend-count to a number lower than the number of dynamic extends that has occurred
during this MUF execution prevents future dynamic extends.

.

VSM_INFO

Use the VSM_INFO command to display current z/OS Virtual Storage Manager (VSM) memory allocation information.
This command provides value to size the memory usage and available unallocated memory in the MUF address space. 

 640



 CA Datacom Administrating

This command is a simpler form of the more complete information as provided by CA Sysview. If the memory is highly
fragmented, the values do not provide all of the unallocated memory. The command is intended to help in using most of
the available memory but not all.

• PVT provides 24-bit information. 
• E-PVT provides 31-bit information.
• TOTAL provides the value of memory available to the MUF address space. Size is provided in Megabytes (M) rounded

down.
• EST.UNALLOC provides the estimated unallocated memory available. If the size is over 1 Megabyte (M), it is printed

in Megabytes rounded down; else is printed in Kilobytes (K). Due to ‘timing conditions’, the number might be less than
current.

• SEGMENTS provide the number of segments of contiguous memory. A large number reflects fragmentation.
Therefore, a large memory request might not be satisfied. If it is over 64k segments, the value of 64k is provided.

• RC provides if the information is complete (RC=0). Set as RC=4 if it is incomplete data. Set as other values if there is a
problem interpreting the data.

 

Execution of the command provides a two message set with an example below. The details of the message are explained
on the message description page.

DB01342I - VSM_INFO PVT TOTAL 7M EST.UNALLOC 7M SEGMENTS 2  RC=0         

DB01342I - VSM_INFO E-PVT TOTAL 1109M EST.UNALLOC 1042M SEGMENTS 22  RC=0

VTOC_DATE_DAILY

(z/OS only) The VTOC_DATE_DAILY MUF startup option causes the Operating System to update the VTOC with the
current date.

►►─ VTOC_DATE_DAILY ─┬─ YES ◄ ─┬──────────────────────────────────►◄

                     └─ NO ────┘

The VTOC_DATE_DAILY can either be set to YES or NO. As a Best Practice, YES is recommended and is the default if
the command is not specified. or allowed to default.

If set to YES, the VTOC_DATE_DAILY option causes every open CA Datacom index and data area to be opened every
day soon after midnight in an alternate path then immediately closed. Its sole purpose is to cause the Operating System to
update the VTOC with the current date. This date can be used as part of a backup plan involving data set activity.

WRITE_PENDS_LOG_STABLE

 (Optional) The WRITE_PENDS_LOG_STABLE command provides a path to cleaning all pended index and data
area buffers by writing them to DASD. Once this task is completed, the log area is stabilized so that if the MUF were
terminated, the following MUF execution (a Shadow MUF) will quickly enable with a short scan and redo process.

►►─ WRITE_PENDS_LOG_STABLE ───────────────────────────────────────────────────►◄

This option can be used prior to:
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• Cancelling the enabled MUF where the RESTART process needs to be streamlined. This is valuable if the MUF has a
Shadow MUF and the requirement is a minimal outage during the transition.

• A MIGRATE_TO_SHADOW since the pipeline to DASD allows it to activate as a full MUFPLEX faster
• A QUIESCE command so that it can come into effect quicker
• A SPILL to get all pended buffers to DASD
• To prepare a better point for a non-stable (hot) backup of a data area if the QUIESCE command with REQ is going to

be used. 

The WRITE_PENDS_LOG_STABLE command:

• Writes all pending and data buffers to DASD
• Causes the log area (LXX) to get to a stable state where a MUF failure has the smallest possible RESTART of the

following MUF. This includes both the 'scan' and the 'redo' requirements of the RESTART.
• Provides a message with information that can be used if a following non-stable (hot) backup of a data area is done. 

Note 1: There is never a requirement to execute this command.

Note 2: MUF generates this command internally if an hour has passed with no requests and there is currently a pipeline of
write pending index or data buffers. 

A completion message is recorded after the command completes.The following information is provided:

• The date, time, and a store clock value from the command start 
• The last time at which the buffers were not stable before the stable process begins pushing memory changes to

DASD 

The memory changes that are being pushed are in parallel with new memory changes from other tasks performing
maintenance. Therefore, the command provides no single point of stability.

Using WRITE_PENDS_LOG_STABLE before a 'hot backup' of the data area

The clock value is useful in the forward recovery process with the RECOVERY keyword RANGESC as the first clock and
all x'FFFFFFFFFFFFFFFF' used for the second clock.

Example message:

 DB00324I - WRITE_PENDS_LOG_STABLE DTTM 20190519183404 STCK D625580E19EDA000  

X_COVERED_MAX_SIZE

(Optional) The X_COVERED_MAX_SIZE option can be specified during the MUF startup or through the console.

Use this option to specify the maximum size for a single area that is to be covered when defined as a percentage of the
DASD space.

Specifying this option does not affect the size specified on a COVERED or VIRTUAL MUF startup option. The value
specified with X_COVERED_MAX_SIZE is only used during the open. Said another way, using X_COVERED_MAX_SIZE
has no effect on your ability to define a VIRTUAL or COVERED area. If you want to use X_COVERED_MAX_SIZE, at the
time of the first open the X_COVERED_MAX_SIZE specification overrides the VIRTUAL or COVERED calculated space
from a defined percent in the definition definition and, if necessary, lowers it.

►►─ X_COVERED_MAX_SIZE ─ n ───────────────────────────────────────────────────►◄

• n
Specifies the maximum size for a single area that is to be covered or virtual when defined as a percentage. When this
option has not been set, the maximum size is 2G, where 2G is the maximum data space size (unchanged from prior
versions).
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The maximum size specified with X_COVERED_MAX_SIZE only affects the first open of each area in this MUF, unless
the definition has been added using the MUF_COVEREDVIRTUAL (MFC) Dynamic System Table. If the definition has
been added, the maximum size occurs during the next open. However, if the area was open at the time of the add, the
maximum size occurs after it is next closed and then opened.
You can use the X_COVERED_MAX_SIZE n console command to change the value of this MUF startup option.
Note: The max size only affects sizes coded as a percentage.
– Valid Entries:

1M to 19G (Can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024,
or as an integer followed by M for megabytes, or as an integer followed by G for gigabytes. Sizes over 9G must be
done done in G and not allowed as M, K, or just bytes.)

– Default Value:
2G

X_CXX_ALLOW_SHARING

(Optional) (z/OS only) Many facilities within the MUF expect the current executing MUF, or all the instances of MUFs in a
MUFplex (Data Sharing), to be the sole executor using one CXX. To enforce this expectation,  defaults to providing this
protection, X_CXX_ALLOW_SHARING NO.

WARNING
We recommend specifying NO or allowing the default (NO).

For more information about protecting the CXX to a single MUF or MUFplex, see Protect CXX to Single MUF or MUFplex
located in Using the Multi-User Facility.

►►─ X_CXX_ALLOW_SHARING ─┬─ NO ◄ ─┬───────────────────────────────────►◄

                         └─ YES ──┘

• X_CXX_ALLOW_SHARING
Specify YES if you want to use a strategy allowing more than one non-MUFplex MUF per CXX.

WARNING
We do not recommend specifying YES.

For more information about the features that would have various problems or risks if using a "read" MUF in parallel with an
"update" MUF, see Features having Problems.

• Valid Entries:
YES or NO

• Default Value:
NO

X_DATA_MEMORY_GUARD YES

(Optional)  X_DATA_MEMORY_GUARD YES  allows you to debug a memory overlay error involving a data buffer.

This command allows a set of bytes of memory to exist between and after every data buffer to protect against an overlay
from one buffer into the next. Such an overlay creates many potential errors in memory.  If written to DASD, there is a lot
of down time for the database for the area to be loaded from a backup and then forward recovery is done for all the days
since the backup. Typically, this feature is not needed and is never recommended until a previous error indicates it is of
value for a short time period. 

Data buffers are normally in 64 bit. Therefore, the size of 64 bit grows with this option in place. Testing for an overlay
causes a page reference and forces the guard page to be in memory as the actual data buffer is modified normally with
maintenance commands within the block. This checking adds a small overhead in CPU and more to keep the page in
memory.
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There are five types of data buffers;  

• Those set by DATAPOOL as the regular size
• Those set by DATAPOOL as the large size
• A buffer pool set by BUFFER_POOL_DEF 
• A FLEXPOOL data buffer 
• A sequential buffer driven by a MACRO DBURTBL keyword SEQBUFS 

SEQBUFS can also be driven by a DBUTLTY function with keyword SEQBUFS.

With the command done at MUF startup, the test of the value from being overlaid is also activated. Testing is done when
a data buffer is updated during a maintenance and for sequential buffers when the buffer is released. If the overlay
is noticed, one SVC dump is produced and further testing is disabled. In addition to the SVC dump is a DB02405I -
PXX START job-name run-unit PATCH command DBID-number and table name; also DB02406I - PXX END - PATCH.
Occurrence of one overlay causes future testing to be turned off. Testing can also be disabled using the command set to
NO while MUF is enabled. Once MUF is executed, having the memory guard after every data buffer is not an option. With
MUF enabled, if the option was set as YES during the enable, it is possible to turn the testing of the option on with YES or
turn the testing of the option off with NO.

The command is intended to only be recommended by a Datacom support person in response to a particular error that
has occurred. Once that error has been resolved the option should be removed.  

The following syntax shows the format of X_DATA_MEMORY_GUARD YES.

►►─ X_DATA_MEMORY_GUARD YES (,n)───────────────────────────────────────────►◄

 

• X_DATA_MEMORY_GUARD YES (,n)
– (,n)

The (,n) is an optional value to provide the size in bytes
• Valid Entries:

A number from 1024 to 32768 (Note common shorthand allowed is 1K to 32K)
• Default Value:

4096
 

X_DATA_SPACE_TRACE

(Optional) Allows the option X_TRACE_DSM to trace/debug the space management to be done for either all database
areas or a single database area.

►►─ X_DATA_SPACE_TRACE dbid,area-name ───────────────────────────────►◄

• X_DATA_SPACE_TRACE dbid,area-name
– dbid

The dbid field can be set to 0 (zero) with any 3-character area name to disable specific database area tracing or a
number from 1 through 5000 to specify the database containing the single data area subject to tracing.
• Valid Entries:

A number from 0 to 5000
• Default Value:

None
– area-name
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The area-name field must be set to a 3-character value used as the area name.

NOTE
The name is not checked as to whether it is a valid name for the area in the database.

X_DEFRAG_DELAY_QUEUE

(Optional) Specify the X_DEFRAG_DELAY_QUEUE n during the Multi-User Facility Startup or through the console. Use
this command to prevent index queue processing from possibly interfering with processing of normal transaction work.

When mass maintenance, especially deletes, to a data area adds very large numbers of blocks to the index queue, it
might be beneficial to throttle DEFRAG processing. To support this throttle, use X_DEFRAG_DELAY_QUEUE n, where n
can be specified as 0-99.

Once the specified depth is reached, DEFRAG does a request completion wait on the pertinent index queue RWTSA until
the queue depth for the DBID becomes 0. The DEFRAG resumes processing until the limit is once again reached.

►►─ X_DEFRAG_DELAY_QUEUE n ───────────────────────────────────────►◄

 

 X_DEFRAG_DELAY_QUEUE n

• n 
Specifying 0, or not specifying the X_DEFRAG_DELAY_QUEUE option, causes DEFRAG to behave as it always has,
with no throttle in place.
1-99 represents the point at which you want the throttle and corresponds to the pending index queue depth, in number
of blocks for the DBID being defragmented.
– Limits:

0-99
– Default:

0 

X_DIAGNOSE_RC_18

(z/OS only) (Optional) X_DIAGNOSE_RC_18 provides more information about the row locking conflict that generated the
return code 18.

The X_DIAGNOSE_RC_18 YES option saves information about every row lock for the duration of that row lock. This
requires a little additional memory and CPU overhead. When the row lock is released, the memory is freed. If there is
saved information and if a return code 18 occurs, a new message is generated. This message set provides information
about the lock of the row that is generating the return code 18 by rereading the same row.

NOTE

This feature is for debugging a specific occurrence that is reproducible.

To activate, issue this console-like command at MUF startup or through Modify and DBUTLTY COMM CONSOLE
commands.

►►─ X_DIAGNOSE_RC_18 ───────────────────────────────────────────────────────►◄

The values that are saved for each row lock are:
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• Date and time
• Task number
• Jobname
• Request command such as SELNR
• 32 byte request USER ID field
• DBID
• Table name

Messages associated with this option include:

• DB00509W - X_DIAGNOSE_RC_18 TASK-n DBID-n T-ttt URI-uri J-jobname C-cmd UID-userid
• DB00510W - X_DIAGNOSE_RC_18 TASK-n HHMMSS-time PREV-C-cmd PREV-UID-userid

Example messages

• DB00509W - X_DIAGNOSE_RC_18 TASK-1 DBID-997 T-C01 URI-00000005 J-DBDVL13 C-RDUNX UID-CATBPPR
TEST PGM

• DB00510W - X_DIAGNOSE_RC_18 TASK-1 HHMMSS-090156 PREV-C-RDUNX PREV-UID-CATBPPR TEST PGM

For more information about these messages, go to the Messages page and input your message information.

NOTE

The UID can contain helpful information. This is beneficial when using IDEAL or METACOBOL.

 

 

X_DUMP_NUMBER_BLKS

(Optional) You can use the X_DUMP_NUMBER_BLKS n console command to change the value of this MUF startup
option. This option sets the number of index and data blocks to dump as part of a Master List with buffers dump.

►►─ X_DUMP_NUMBER_BLKS ─ n ───────────────────────────────────────────────────►◄

• n
Specifies the number of index and data blocks to dump as part of a Master List with buffers dump. The number you
specify applies first to IXX blocks, then to DXX blocks, then to DATA blocks. For example, if you allowed the default
of 100, the most recent 100 IXX blocks for the database being processed are dumped first, then the most recent 100
blocks of the DXX for the database, then the most recent 100 blocks of the DATA for the database. If the database in
this example had in memory less than 100 blocks of any or all of the three kinds of blocks, the number of blocks that
were available would be used.
– Valid Entries:

1 - 99999
– Default Value:

100 (if not specified at startup)

X_DUMP_SIP_ERROR

(Optional) Only use X_DUMP_SIP_ERROR at the request of Support.

 ►►─ X_DUMP_SIP_ERROR ─┬─ NO ◄ ─┬──────────────────────────────────────────►◄

                       └─ YES ──┘
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• X_DUMP_SIP_ERROR
X_DUMP_SIP_ERROR is a debugging tool that is occasionally needed to assist Support in the analysis of MUF
startup option errors. Use X_DUMP_SIP_ERROR only if Support requests it.
– Valid Entries:

YES, NO
– Default Value:

NO

X_DXX_MEMORY_GUARD

(Optional) X_DXX_MEMORY_GUARD YES allows you to debug a memory overlay error involving a 64-bit DXX buffer.
If specified, an additional 4K memory guard is acquired between each SYSPOOL DXX buffer which resides in 64-bit
memory.

This command protects against an overlay from one buffer into the next, allowing normal processing to recover from the
overlay without impacting processing. Use this command at the direction of Support.

The size of 64-bit memory grows with this option in place. Testing for an overlay causes a page reference and forces the
guard page to be in memory. This checking adds a small overhead in CPU and more to keep the page in memory.

►►─ X_DXX_MEMORY_GUARD YES ────────────────────────────────────────►◄

      

X_EOJ_OK_S_DELAY

(Optional) The X_EOJ_OK_S_DELAY option is useful for addressing when a Multi-User Facility (MUF) is set to EOJ but
still has  and  connections doing requests. They notice the EOJ and drive their own natural cleanup and termination from
MUF. However, if they are doing no new requests then the EOJ remains unknown. The MUF takes over after the number
of seconds defaulted or set and allows the MUF to EOJ as requested.

This option is also available to other applications that use the Extended Options Entry Point.

►►─ X_EOJ_OK_S_DELAY n ───────────────────────────────────────────────►◄                     

• X_EOJ_OK_S_DELAY n
This command overrides a default setting of 5 and can be specified with n being from 2-120. 
The n value specifies the number of seconds to delay for an application using the EOJ_OK_S option to accept an
EOJ has been requested until MUF forces it to disconnect from the MUF address space and the tasks forced through
ROLBK and cleaned up.
– Valid Entries:

A number from 2 to 120
– Default Value:

If the command is not used, the default is (currently) 5.
If the command is entered, a number must be provided.

X_INDEX_QUEUE_STATS

If specified, the X_INDEX_QUEUE_STATS command is obsolete and ignored.

 647



 CA Datacom Administrating

X_IO_24BIT_SIZE

(Optional) The X_IO_24BIT_SIZE option can be specified during the MUF startup or through the console.

MUF uses 24-bit memory for only what the Operating System requires. The largest usage is for EXCP (I/O) control blocks.
requires 24-bit memory to start many concurrent and necessary I/O. The second largest usage is for a DCB per open data
set volume. With enough data sets and enough buffers, this memory can run out and cause an outage. One of the ways to
help prevent that from happening is by using this MUF startup option to control the maximum size of I/O control blocks.

►►─ X_IO_24BIT_SIZE ─ n ──────────────────────────────────────────────────────►◄

• n
Specify a value to constrain the maximum size of I/O control blocks. You should only decrease the amount of 24-
bit memory if, over a period of weeks, MUF stays well below the amount available. You should not increase the size
unless MUF runs out and terminates, or if you determine that MUF is, at some point, close to running out.
– Valid Entries:

512K through 4M
– Default Value:

2M

X_IO_HIGH_THRESHOLD

(Optional) (z/OS only.) The X_IO_HIGH_THRESHOLD option can be specified during the MUF startup or through the
console. It and the X_IO_LOW_THRESHOLD option are used to constrain the number of outstanding I/Os and as such
can be especially useful for sites that have a small amount of 24-bit SQA/CSA.

►►─ X_IO_HIGH_THRESHOLD ─ n ──────────────────────────────────────────────────►◄

• n
Specifies a number from zero to 1M that  compares to the available 24-bit SQA/CSA at the start of each I/O. An
available size of greater than the low threshold (set with the X_IO_LOW_THRESHOLD option as described in
X_IO_LOW_THRESHOLD) but less than the high threshold restricts the MUF or the  Utility (DBUTLTY) to a maximum
of 30 I/Os at one time. On the MUF EOJ Miscellaneous Diagnostic Information Report the name of the counter to look
for is X_IO_HIGH_THRESHOLD. Also on the EOJ report, be aware of the related X_IO_OS_THRESHOLD item that
reports the count of times  constrained and started no I/O because the outstanding I/O was 480 or more.
For a message option that can provide runtime occurrences for this threshold, see the MUF startup option
X_IO_MSG_THRESHOLD in X_IO_MSG_THRESHOLD.
– Valid Entries:

0 to 1M
– Default Value:

In z/OS 1.4 and later, the high threshold default is from the operating system default. For operating system
environments before z/OS 1.4, the high threshold default is 40K.

X_IO_LOW_THRESHOLD

(Optional) (z/OS only.) The X_IO_LOW_THRESHSOLD option can be specified during the MUF startup or through the
console. It and the X_IO_HIGH_THRESHOLD option are used to constrain the number of outstanding I/Os and as such
can be especially useful for sites that have a small amount of 24-bit SQA/CSA storage.

►►─ X_IO_LOW_THRESHOLD ─ n ───────────────────────────────────────────────────►◄
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• n
Specifies a number from zero to 1M. If the current available 24-bit SQA/CSA storage is less than the number specified,
the MUF or the  Utility (DBUTLTY) retries every 10 hundredths of a second and, as long as the memory is too low, no I/
O is started. For a message option that can provide runtime occurrences for this threshold, see the MUF startup option
X_IO_MSG_THRESHOLD in X_IO_MSG_THRESHOLD. On the MUF EOJ report the name of the count to look for is
X_IO_LOW_THRESHOLD.
Another option exists to constrain the number of I/O events at more than zero but less than 31,
X_IO_HIGH_THRESHOLD. An available size of greater than the low threshold but less than the high threshold
restricts the MUF or the  Utility (DBUTLTY) to a maximum of 30 I/Os at one time.
– Valid Entries:

0 to 1M
– Default Value:

In z/OS 1.4 and later, the low threshold default is from the operating system default. In z/OS environments before z/
OS 1.4, the low threshold default is 20K.

X_IO_MSG_THRESHOLD

(Optional) (z/OS only.) The X_IO_MSG_THRESHHOLD option can be specified during the MUF startup or through the
console.

This option is intended either for testing purposes or to see how low available SQA/CSA 24-bit memory went during
a specific period as checked at the start of each MUF I/O. Seeing the counts at MUF EOJ can be interesting but not
adequately helpful if they are questioned.

►►─ X_IO_MSG_THRESHOLD ─ n ───────────────────────────────────────────────────►◄

• n
The default for n is zero, which causes no action different than that of prior releases. If, however, n is specified as
greater than zero, two actions occur as follows:
a. adds a message to the MUF termination indicating the values  used for defining the high threshold, low threshold,

and the lowest the available 24-bit SQL/CSA was, as seen by MUF at the start of the I/O.
b. In the two minute rates process,  sees if the counts have changed in that two minute period. If so,  prints a

message with the values, except that the low SQA/CSA is that seen by an I/O in this two minute period.
The value of n (from 0 through 1048576) is the number of occurrences necessary, of any of the four that occurred in
this particular two minute period, to cause the message to occur. Setting n to 1 means risking many messages might
occur with little reason to be concerned. If n is specified as greater than zero, higher numbers like 50 or 100 would
provide information without the need not to be more than necessarily concerned. Specifying the maximum value of
1048576 means requesting the message every 2 minutes whether the counts have changed or not.
– Valid Entries:

0 to 1048576
– Default Value:

0

X_LOAD_NO_QUEUE_WAIT

(Optional) Setting the X_LOAD_NO_QUEUE_WAIT option to "ON" facilitates faster execution of the LOAD progress at
the cost of a less balanced index. We recommend no coding of this option. However, it is being made available in case a
slower but more perfect LOAD is unacceptable.

►►─ X_LOAD_NO_QUEUE_WAIT ─┬─ OFF ◄ ─┬───────────────────────────────►◄

                          └─ ON ────┘
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Valid Entries:

OFF or ON

Default:

OFF

X_LOG_AHEAD_BLKS

(Optional) The X_LOG_AHEAD_BLKS option can only be specified during the MUF startup. It is related to the variable
logging feature.

►►─ X_LOG_AHEAD_BLKS ─ n ─────────────────────────────────────────────────────►◄

• n
When using the variable logging feature, if you do not want to let the number of buffers default to 8, you can specify
this option. A value of 8 is usually sufficient, but you are allowed to specify this option when seeking to optimize its
value for your environment.
– Valid Entries:

8 to 99
– Default Value:

8

X_LOG_CONTROL_BLKS

(Optional) The X_LOG_CONTROL_BLKS option can be specified during the MUF startup or through the console to set
the number of log blocks between forces of a write to the log control block.

We recommend the default. Changing to a lower value would only be useful in a case where the time of RESTART after
a failure is deemed to be too long. Writing the control block more often can, on average, reduce the RESTART time by a
small amount. Changing to a higher value would only be useful in a case where the log is being written so fast that the
100 block default is being used every second or two, and the overhead of that writing is considered to be worse than
making the average time for running RESTART slightly longer.

►►─ X_LOG_CONTROL_BLKS ─ n ───────────────────────────────────────────────────►◄

• n
Specifies the number of log blocks between forces of a write to the log control block.
– Valid Entries:

4 to 200
– Default Value:

100

X_LOG_DELAY_BATCH

(Optional) (z/OS only.) The X_LOG_DELAY_BATCH option can be specified during the MUF startup or through the
console.

►►─ X_LOG_DELAY_BATCH ─┬─ NO or OFF ◄ ─┬──────────────────────────────────────►◄

                       └─ YES or ON ───┘
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• YES/ON or NO/OFF
Specifying this option allows batch COMIT processing to participate in the X_LOG_DELAY_BLK option. Using the
batch delay option is helpful in a busy system where the log becomes a bottleneck. This batch delay option should
not be used at slow times or in cases where only one batch job executes at one time. For more information, see
X_LOG_DELAY_BLK.
– Valid Entries:

YES or ON, or NO or OFF
– Default Value:

NO or OFF

X_LOG_DELAY_BLK

(Optional) (z/OS only.) The X_LOG_DELAY_BLK option can be specified during the MUF startup or through the console.

You can use this option either to enable log delay by specifying a number from 1 through 255, or to disable log delay by
specifying a 0 (zero).

Log delay is a performance enhancement that, used appropriately, reduces both Log Area (LXX) I/O and elapsed times for
maintenance commands. Used inappropriately, however, it does not reduce LXX I/O and increases elapsed times.

The appropriate situation in which to use log delay is a very busy CICS environment that is doing a high volume of
maintenance transactions. In this case, the diagnostic is expected to be turned on and off as required to maximize
performance.

With a busy CICS it is possible to allow batch job COMIT processing to also benefit by specifying X_LOG_DELAY_BATCH
as YES.

X_LOG_DELAY_BATCH specified as NO relates solely to COMIT processing in the log when requested by a CICS
transaction. With or without batch, only log processing during a COMIT is affected. In a busy system, every log block
is typically written twice, once at the time of the first COMIT command and once when it is full. The first COMIT, and all
others, therefore wait until the block is full before the write. This saves LXX I/O, potentially reducing it by up to half without
creating any integrity issues. Because the log is usually a bottleneck in these busy systems, the reduced I/O reduces
elapsed times somewhat for all maintenance commands.

The COMIT waits a maximum of one second for the log block to become full by other tasks. In a busy real-world system,
this is not likely ever to occur, but in a system that was not busy enough, it would occur and be an unacceptable delay.
COMIT processing for non-CICS jobs are excluded from this diagnostic, because they occur frequently in non-optimal
conditions. The same is true for LOGCP/LOGCR/CLOSE commands.

When this option is enabled, two statistical counts are incremented to reflect activity. If zero has not been specified for this
option, the counts are printed by the MUF at shutdown.

• The first count is the number of times a wait occurred, but another task started the I/O before the time elapsed. This is
an I/O savings. This message is: COMIT WAIT GOOD - count.

• The second count is the number of times a wait occurred, and the time expired without another task starting the I/O. An
I/O is then started, meaning no I/O savings. This message is: COMIT WAIT BAD - count.

Both the Statistics and Diagnostics Area (PXX) system statistics and the MUF_SYSTEM_STATS (MFS) dynamic system
table provide counts of the times that a log block was written for a command. These counts reflect transaction-ending
commands, which includes COMIT. With the log delay option, the number of command writes should be reduced. The full
write count is not affected. To minimize delays if the option is running in a non-optimal situation, two controls are provided.

• The first control is the X_LOG_DELAY_BLK option, that is, the number specified for X_LOG_DELAY_BLK. If a one
second wait occurs, the specified number of log blocks must pass before a new log delay is attempted. Using 1 (one)
is the most aggressive control, with numbers through 255 being, as the numbers increase, successively more benign.
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To maximize the benefit and minimize the delay, sites can set the best value for the CICS workload by using a more
aggressive number during busy parts of the day and more benign numbers during times that are less busy.

• The second control is the X_LOG_DELAY_SEC option (see X_LOG_DELAY_SEC), with which you can specify
the number of seconds to wait after a wait occurs before a new log delay is attempted. Specifying a zero (0) for
X_LOG_DELAY_SEC is the most aggressive choice, resulting in no wait time before trying another delay. Numbers 1
(one) through 255 are, as the numbers increase, successively more benign.

When both options are set greater than zero, the delay is not retried until both conditions are met.

►►─ X_LOG_DELAY_BLK ─ n ──────────────────────────────────────────────────────►◄

• n
Specifies the number of blocks to use for the log block delay. The number of blocks may be specified in the range of 0
(zero) through 255.
A specification of 0 (the default) results in no log delay, because when X_LOG_DELAY_BLK is zero, specifications for
X_LOG_DELAY_SEC are ignored.
You can use the X_LOG_DELAY_BLK n console command to change the value of this MUF startup option.
– Valid Entries:

0 to 255
– Default Value:

0

X_LOG_DELAY_SEC

(Optional) (z/OS only.) The X_LOG_DELAY_SEC option can be specified during the MUF startup or through the console.

You can use this MUF startup option to specify the number of seconds to wait, after a failed delay, before attempting the
delay again.

See X_LOG_DELAY_BLK discussion of X_LOG_DELAY_SEC within the preliminary description of X_LOG_DELAY_BLK.

►►─ X_LOG_DELAY_SEC ─ n ──────────────────────────────────────────────────────►◄

• n
Specifies the number of seconds to wait after a failed delay before attempting the delay again. The number of seconds
may be specified in the range of 0 (zero) through 255.
When X_LOG_DELAY_BLK is not zero, specifying zero for X_LOG_DELAY_SEC results in no time waiting before
retrying. Retry occurs after the specified number of blocks.
When X_LOG_DELAY_BLK is zero, specifications for X_LOG_DELAY_SEC are ignored.
You can use the X_LOG_DELAY_SEC n console command to change the value of this MUF startup option.
– Valid Entries:

0 to 255
– Default Value:

0

X_LOG_DELAY_TIME

(Optional) (z/OS only.) The X_LOG_DELAY_TIME option can be specified during the MUF startup or through the console
and can be changed at any time to allow easy testing.

The X_LOG_DELAY_TIME option works in conjunction with the X_LOG_DELAY_BLK option to set the time to
delay a commit that is waiting on other tasks to fill the log block. Because it works with X_LOG_DELAY_BLK,
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X_LOG_DELAY_TIME has no meaning if X_LOG_DELAY_BLK is not specified. For more information, see
X_LOG_DELAY_BLK.

►►─ X_LOG_DELAY_TIME ─ n ─────────────────────────────────────────────────────►◄

• n
Specifies the number of hundredths of a second (.01 second) for a task to wait before it becomes active and starts the
I/O itself. The n may be specified in the range of 1 through 99. Low numbers are not likely to occur and would therefore
only rarely provide any benefit. High numbers provide I/O saving benefits but risk longer elapsed times when no other
tasks are running with maintenance commands.
You can use the X_LOG_DELAY_TIME n console command to change the value of this MUF startup option.
– Valid Entries:

1 to 99
– Default Value:

50 (which represents 50 multiplied by .01 = .5 second)

X_LOG_FULL_BLK

(Optional) This option may be specified during the MUF startup or through the console.

►►─ X_LOG_FULL_BLK ─ n ───────────────────────────────────────────────────────►◄

• n
This option is used for very fine tuning and should be ignored by most users. It is used to specify a size of bytes left in
a fixed length block or a variable length track at which an I/O write of the block considers the block full. For variable,
the first block on a track can have a size up to 32760. All others can be the same or smaller, but in every case  knows
the maximum possible size for this specific current log block.
If the buffer is not being written, this option does not apply because, in all cases, if the next record to be logged (in
the future) fits in the slack space, it should be added to the block. This option is for the case of a current log block that
needs to be written.
If the block has about 4K room so that other records could be added, the objective is to keep that space. If the next log
record is larger than 4K, no harm is done, but if it is less than 4k, it is desirable to add it to this block and, when this
block is finally full, to write it again. This default of no X_LOG_FULL_BLK works this way to fill the DASD to its fullest.
The requirements of your site may deem the use of this option to be of benefit to you. The benefit would be that if you
set the size to 4K, while a small percentage of what the track could have contained is wasted, you save a write with
only one or a few log records when it might be better to ignore that small space and write those log records in the next
block as fuller.
– Valid Entries:

0 to 16K (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024)
– Default Value:

208

X_LOG_MINIMUM_BLK

(Optional) This option is related to the variable logging feature (see ). It may be specified during the MUF startup, through
the console, or using the DBUTLTY COMM OPTION=CONSOLE function.

Log data sets that are local DASD only have no need of or benefit from the use of X_LOG_MINIMUM_BLK. With
a remote mirror, however, the time to send each byte "down the line" is significant, and any chance of writing the
same byte more than once is to be avoided. This can be avoided completely, or at the least minimized, by setting the
X_LOG_MINIMUM_BLK option.
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►►─ X_LOG_MINIMUM_BLK ─ n ────────────────────────────────────────────────────►◄

• n
Specifies a value up to which a current log block can be rewritten. We recommend using the default value for all local
processing, even with a local mirror. If your site has a remote mirror, you can try specifying values from zero up to
32760, the best value being determined by your testing. The use of a minimum for remote mirrors can reduce the
transmission time from local to remote by not rewriting the left part of the log block more than once. However, it can
reduce DASD utilization locally and remotely by causing more log blocks per track. Each additional block per track
requires an inter-record gap of variable space, often in the range of 200 bytes. Setting the minimum to a smaller
value reduces transmission time and therefore also the time it takes to write, but it requires more LXX space (or more
frequent spills). Only your own testing can determine the value with the greatest benefit to you.
– Valid Entries:

0 --
– Default Value:

32760

X_LOG_SPILL_BLKS

(Optional) This option may be specified during the MUF startup or through the console to specify the maximum number
of blocks of the Log Area (LXX) to be spilled for each spill. This option affects all of the options (YES, NO, NEVER) of
the LOGRCV MUF startup option. We do not, however, recommend its use to most users, because for most it will not be
necessary.

An example of a situation in which you might use this option would be if the log is close to being full, and the spill will
be large and take a relatively long time. The log could become full during a large and long spill, which would stop all
maintenance requests needing the log. If all task areas are waiting for maintenance, none might be available for read
requests. Or consider the example of an inactive user that executes a DBUTLTY function SPILLOPT SPILL=MAX after all
jobs have ended but just prior to a MUF EOJ. Of course if you used X_LOG_SPILL_BLKS to manage the size of the spills,
you would need to repeat it until nothing remained to be spilled.

►►─ X_LOG_SPILL_BLKS ─ n ─────────────────────────────────────────────────────►◄

• n
Specify the maximum number of blocks of the Log Area (LXX) to be spilled for each spill.
You can set this option to 0 (the default) to spill all selected blocks, or you can set the option to 1 through 1M to restrict
the spill to a specified number of blocks. Small numbers are not recommended, except in testing.
– Valid Entries:

0 to 1M (can be specified as an integer or an integer followed by K to represent the integer multiplied by 1024, or as
an integer followed by M for megabytes)

– Default Value:
0

X_LOG_STABLE_BLKS

(Optional) This option sets the number of log blocks between forces to set a stable state.

Only use this option at the direction of Support. It is only to be used in rare, well-researched cases.

 ►►─ X_LOG_STABLE_BLKS ─ n ────────────────────────────────────────────────────►◄

 

• n
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Specifies the number of log blocks between forces to set a stable state.
You can use the X_LOG_STABLE_BLKS n console command to change the value of this MUF startup option.
– Valid Entries:

4 to 64
– Default Value:

16

X_LOG_WRITE_OLD_BLKS

(Optional) This option sets the number of log blocks between forces of the pipeline.

Only use this option at the direction of Support. It is only to be used in rare, well-researched cases.

 ►►─ X_LOG_WRITE_OLD_BLKS ─ n ─────────────────────────────────────────────────►◄

 

• n
Specifies the number of log blocks between forces of the pipeline.
You can use the X_LOG_WRITE_OLD_BLKS n console command to change the value of this MUF startup option.
– Valid Entries:

4 to 64
– Default Value:

8

X_MSB_MSGS

 (Optional) (z/OS only) X_MSB_MSGS can be set during the enabling of the MUF or at any time later using the console
and console-like facility. The option can be used to monitor MUF activity for debugging purposes. Every MUF performs
a check approximately every two minutes to validate users and set the Dynamic System Table MUF_RATES values for
the previous two minutes. If the X_MSB_MSGS option is set to YES, additional processing issues zero to four messages,
based upon MUF activity. The messages are as follows:

• DB00813I
• DB00814I
• DB00815I
• DB00816I

NOTE
For details about the messages, see Messages.

NOTE
 You can exclude the messages individually from printing by using the MESSAGE option (see MESSAGE).

►►─ X_MSB_MSGS ─┬─ NO ◄ ─┬────────────────────────────────────────────────────►◄

                └─ YES ──┘

•  YES/NO
If set to YES, the previously described features are enabled.
If set to NO or allowed to default to NO, the previously described features are disabled.
–  Valid Entries:

YES or NO
–  Default Value:

NO
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X_OPEN_CLOSE_MSGS

(Optional) This option can be used to produce message DB01404I. This message exists for debugging. We do not
recommend its use unless requested by Support.

 ►►─ X_OPEN_CLOSE_MSGS ─┬─ NO or OFF ◄ ─┬──────────────────────────────────────►◄

                       └─ YES or ON ───┘

 

• YES/ON, NO/OFF
If set to YES or ON, produces message DB01404I which notes the data set open or close with each volume serial and
the number of the volume out of the number in the catalog. The message also gives the number of extends on the
volume and the total tracks on this volume.
– Valid Entries:

YES or ON, or NO or OFF,
– Default Value:

NO or OFF

X_OPEN_CLOSE_SUBTASKS n

(Optional) This option affects the MUF performance in opening and closing a data set and can only be done during MUF
startup. It is used to specify the number of DBOCSPR subtasks. The fewer subtasks that are specified allows fewer opens
or closes in parallel. The more subtasks that are specified allows more opens or closes in parallel. The valid entry can be
a number from 0 to 20.

• 0 - Selects the default which is 4
• 1-20 - Set the number of subtasks

NOTE
For large production systems, a number in the range of 12-15 is most optimal.

►►─ X_OPEN_CLOSE_SUBTASKS n ───────────────────────────────────────►◄

...X_OPEN_CLOSE_SUBTASKS n

• n
Specifies the number of subtasks (1-20) to perform open and close processing in parallel. Number zero requests the
default.
– Valid Entries:

0 to 20
– Default Value:

4

X_PEND_WRITE_BLKS

(Optional) This option sets the number of blocks to write without a break when writing pipeline buffers. The startup default
is to break between every 250 pipeline writes.

Only use this option at the direction of Support. It is only to be used in rare, well-researched cases.

 ►►─ X_PEND_WRITE_BLKS ─ n ────────────────────────────────────────────────────►◄

 

• n
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Specifies the number of blocks to write without a break when writing pipeline buffers.
You can use the X_PEND_WRITE_BLKS n console command to change the value of this MUF startup option.
– Valid Entries:

50 to 500
– Default Value:

The startup default is to break between every 250 pipeline writes.

X_RESTART_DETAIL

If specified, the X_RESTART_DETAIL command is obsolete and ignored.

X_SQL_CLOSE_WITH_HOLD

(Optional) Specify this option during the MUF startup or through the console.

Prior to this option, a CICS application could act in a conversational way by not closing WITH HOLD cursors at CICS
transaction end to maintain cursor positioning.

However, if the application fails to close WITH HOLD cursors at application end, resources are held in MUF and
DBUTLTY functions requiring a base to be closed cannot be executed.

To force WITH HOLD cursors to close, use the recommended YES/ON option. The default is NO/OFF to provide existing
applications taking advantage of this behavior to continue to work without having to add this option.

►►─ X_SQL_CLOSE_WITH_HOLD ─┬─ NO or OFF ◄ ─┬─────────────────────────────►◄

                           └─ YES or ON ───┘

Valid entries:

YES or ON

NO or OFF

Default Value:

No or OFF

XCF_FROM

XCF_FROM  ssssssss,jjjjjjjj,gggggggg,swt

(z/OS only) In Version 14.0, the XCF_FROM MUF startup option and console-like command replaced both Version 12.0
options XCFFROM and X_XCFFROM_JOB.

XCF_FROM can be entered at MUF startup or as a command while MUF is executing in order to define permissible
origins for XCF requests to MUF.

Multiple occurrences of XCF_FROM are permitted in the startup parameters. New connections are evaluated against
existing XCF_FROM occurrences so that the most specific values are evaluated first, and the most generic are evaluated
last. You are responsible for ensuring that the entries form a logical set. It is permissible to omit XCF_FROM from the
MUF startup options. If you do omit it, XCF is not activated for MUF until the first console-like XCF_FROM is entered.

• ssssssss
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specifies a z/OS system name.The ssssssss can consist of, or be terminated by, an asterisk (*) that forces a match on
the rest of the name. An entry of an asterisk alone matches anything, and an entry of, for example, PY* matches PY,
PY001, PYABC, and so on.

• jjjjjjjj
specifies a job name.The jjjjjjjj can consist of, or be terminated by, an asterisk (*) that forces a match on the rest of
the name. An entry of an asterisk alone matches anything, and an entry of, for example, JB* matches JB, JB007,
JBNAME, and so on.

• gggggggg
specifies a XCF group name. It can consist of a single asterisk(*) or an XCF group name. If an asterisk is specified
for gggggggg, the value specified for TOGROUP within DBSIDPR is used.The XCF group name may not match the
specified MUFPLEX name.
To avoid using the same names that IBM uses, it is recommended that the XCF group name not begin with the letters
A through I, or the character string SYS. Such names are not prohibited, but can result in unexpected interactions with
z/OS XCF activities.
MUF does not join an XCF group unless there is at least one permissible connection specified. However, once MUF
joins an XCF group, it remains a member of that group until MUF termination.

• swt
can be specified as YES, NO, or DELETE.
– YES

indicates that the specified combination is permitted.
– NO

indicates that the specified combination is not permitted.
– DELETE

indicates that an existing XCF_FROM specification is to be removed from the list of considered combinations.
Because of the selection sequence, using DELETE to disable an existing entry can result in either more or fewer
values being considered as acceptable XCF sources of requests for this MUF.

Related External Security Changes

Related to the use of XCF_FROM, XCF External Security changed in the following two ways:

• when security is checked
• what error is produced when an XCF connection is blocked by security

At MUF startup, cxxname.XCF is checked, as it always has been, to determine if XCF connectivity is externally secured.
But only that one XCF security resource is checked at startup.

Individual XCF remote connections are checked when a remote job opens a URT, which in turn initiates a
connection to MUF through XCF (if XCF is externally secured). The check has the same format as in Version 12.0
(cxxname.XCFFOM.from-system.groupname). It is done using the USERID of the person submitting the MUF.

If access is allowed, the open continues. If access is denied, the open fails with a return code 87(003) and no connection
is established. For a description of return code 87(003), see Messages.

Related to the change in XCF security related to the use of XCF_FROM, message DB00205E (error 1081), can no longer
occur because XCF security is no longer checked at startup.

ZIIP_USER_LIMIT

(z/OS only) (Optional) ZIIP_USER_LIMIT is a MUF startup option only (not a console-like command). By default, when the
MUF is enabled, all Enclave SRB tasks defined with the SMPTASK MUF startup option are qualified to execute on zIIP
engines. Specifying ZIIP_USER_LIMIT is therefore not necessary to do zIIP processing, and for that reason we do not
specifically recommend that you use it.
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ZIIP_USER_LIMIT is provided as a tuning option, because the zIIP engines are new and it is not yet clear if there is a
need for users to limit this qualification.

Following is the ZIIP_USER_LIMIT syntax:

►►─ ZIIP_USER_LIMIT ─ t,p ────────────────────────────────────────────────────►◄

• t
(Required) Each instance of the ZIIP_USER_LIMIT MUF startup option is paired with an SMP task by using the first
parameter, t, on the ZIIP_USER_LIMIT MUF startup option, where t specifies the task number of the first SMPTASK
value. Valid values for t are numbers from 1 through the maximum number of SMP tasks specified with the SMPTASK
MUF startup option.
Multiple instances of ZIIP_USER_LIMIT are allowed, but each should have a unique task number.
– Valid Entries:

1 through max number of SMP tasks specified with SMPTASK
– Default Value:

(No default)
• ,p

(Required) The second parameter, p, for ZIIP_USER_LIMIT is the percent of zIIP-eligible work running in the SRB.
Valid values range from 0 through 100.
If the number p is set to 100 (the default), there is effectively no user limit. If the number is set to 0 (the opposite of 100
percent), the task executes solely on a CP engine. The percentage is not changeable after the MUF is enabled. No
zIIP engine needs to exist on the system, but the Operating System needs to be of a release that supports the ability
for  to activate (with SRBs).
To provide maximum tuning flexibility, each of the SRB tasks can be set to a different percentage, for example in the
following:

     SMPTASK 4,4,2,SRB

     ZIIP_USER_LIMIT 1,100

     ZIIP_USER_LIMIT 2,50

     ZIIP_USER_LIMIT 3,25

     ZIIP_USER_LIMIT 4,0

In the example just shown, item 1 could also be omitted, causing the same 100 percent to default.
To allow the maximum flexibility with the minimum number of statements, every ZIIP_USER_LIMIT statement sets the
value for its number and all higher numbers. In the following example, leave the default for the first 2 SRB tasks at 100
percent and the last 2 to 50 percent:

     ZIIP_USER_LIMIT 3,50

In the following example, all SRB tasks are set to zero percent, which does not allow any zIIP usage.

     ZIIP_USER_LIMIT 1,0

NOTE
Having a single zIIP engine does not mean that it is wise to limit the option, because you should not expect
the first SRB to always be running when others can be.
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Initiating the MUF
A sample MUF execution job stream is produced during  installation. If necessary, update the JCL and modify the
DBMUFPR parameters. Then, to initiate the MUF, execute the job stream in the region in which the facility is to run. 

For information about the execution parameters available for the DBMUFPR program, see Modify MUF JCL Parameters.

In z/OS environments, if the MUF is not running authorized,  generates the message:

DB00210I MULTI-USER NOT RUNNING AUTHORIZED - xxx.

In z/OS environments, the amount of ECSA used by the MUF is provided in the message:

DB00219I MVS ECSA REQUIREMENT - n K.

After the MUF is initiated,  generates the message:

DB00201I MULTI-USER ENABLED, CXX=cxxname MUFNAME=mufname (SUBID=x) xx

where xx can be DB, AD, or TR.

If you are using SQL (MUF startup option SQLOPTION YES)  generates the message

DB00212I - CA Datacom SQL Version 14.0

In all systems,  provides the version in the message

DB00215I CA Datacom/DB VERSION v.r.

You could also receive the following informational warning message when a VIRTUAL or COVERED area attempted to
use 64-bit memory but could not and is going to satisfy the request by utilizing  data space storage instead: 

DB05101W INSUFFICIENT 64-BIT MEMORY, WILL TRY DATASPACE.

The following topics are discussed on this page:

  

Diagnosing Initiation Problems in z/OS

In z/OS, the MUF gets memory from the Extended Common Storage Area (ECSA) for several control blocks. When
system errors are encountered, execute the DBUTLTY COMM OPTION=SNAPCSA function to document critical
portions of the system for diagnostic purposes. This utility function produces a snap dump of the ECSA and other  related
information. Add this step after the MUF initialization job stream with a condition code of COND=ONLY. An z/OS CANCEL
bypasses the condition code setting and the site is responsible for taking a SNAPCSA manually.

Sample z/OS JCL

The sample z/OS JCL shown here performs the following tasks:

•  SYSUDUMP DD SYSOUT=*
Initiate MUF. The highlighted input specifies MUF startup options. These options are explained beginning in Modifying
MUF Startup Options.

The next items is optional.

•  SNAPER DD SYSOUT=*
Print a dump of the  related area in the Extended Common Storage Area (ECSA).

•  PXX DD DSN=pxx.data.set,DISP=SHR
Print a Statistics and Diagnostics Area (PXX) Report.
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NOTE
 Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.

               //jobname ...     See the note above.

               //STEPLIB ...

         {     //DBMUF    EXEC PGM=DBMUFPR,REGION=4096K

//* Below CXX/LXX/FXX DD statements not required or recommended if Simplify Mode

         {     //CXX      DD DSN=cxx.data.set,DISP=SHR         Directory data set

         {     //LXX      DD DSN=lxx.data.set,DISP=SHR         Log data set

         {     //FXX      DD DSN=fxx.data.set,DISP=SHR         FXX data set

         {     //PXX      DD DSN=pxx.data.set,DISP=SHR         PXX data set

         {     //SYSUDUMP DD SYSOUT=*                          Dump output

         {     //SYSPRINT DD SYSOUT=*                          Print output

         {     //SYSIN DD * Startup option input 

         {     //* (place your Multi-User startup options here) 

         {     //* 

               /*

         {     //CSA      EXEC PGM=DBUTLTY,REGION=2M,COND=ONLY

         {     //SYSUDUMP DD SYSOUT=*                          Dump output

         {     //SNAPER   DD SYSOUT=*                          Snap dump output

         {     //SYSIN    DD *                                 Command input

         {            COMM  OPTION=SNAPCSA

               /*

         {     //PRT       EXEC PGM=DBUTLTY,COND=EVEN,REGION=2M

         {     //SYSUDUMP DD SYSOUT=*                          Dump output

         {     //PXX      DD DSN=pxx.data.set,DISP=SHR         PXX data set

         {     //SYSIN    DD *                                     Command input

         {            REPORT AREA=PXX,DUMPS=FULL,JOBSTAT=SUMMARY,SYSSTAT=SUMMARY

               /*

               //

Sample z/VSE JCL

The sample z/VSE JCL shown in the figure performs the following tasks:

 (place your Multi-User startup options here) 

Initiate MUF. The highlighted statements are the MUF startup options.

•  REPORT AREA=PXX,
Print a Statistics and Diagnostics Area (PXX) Report. This step is optional. However, we recommend requesting this
report when starting the MUF.

NOTE
 Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.

               * $$ JOB ...

               * $$ LST ...   See the note above.ont.

               // JOB name

               // EXEC PROC=procname

               // ASSGN SYSnnn,device-type,VOL=volser,SHR

               // DLBL  CXX,'cxx.data.name',,DA       Directory Data Set

               // EXTENT SYSnnn,volser

               // DLBL  LXX,'lxx.data.file',,DA       Log Data Set
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               // EXTENT SYSnnn,volser

               // DLBL  FXX,'fxx.data.file',,DA       Force Data Set

               // EXTENT SYSnnn,volser

               // DLBL  PXX,'pxx.data.file',,DA       Statistics/Diag Data Set

               // EXTENT SYSnnn,volser

               *

               * The following four statements are for example only.

* Code DLBL and EXTENT statements for each Index Area and data area

* in your CA Datacom/DB system not defined for dynamic allocation.

               *

               // DLBL  IXXnnn,'ccnnn.index',,DA      Index Area

               // EXTENT SYSnnn,volser

               // DLBL  arannn,'area.data.file',,DA   Data area

               // EXTENT SYSnnn,volser

         {     // EXEC DBMUFPR,SIZE=dbmufpr

         {     (place your Multi-User startup options here)

         {

         {     /*

         {     // EXEC DBUTLTY,SIZE=512K

         {            REPORT AREA=PXX,DUMPS=FULL,JOBSTAT=SUMMARY,SYSSTAT=SUMMARY

               /*

               /&

               * $$ EOJ

Running MUF as a Started Task (z/OS)
In z/OS, the  MUF can run as a started task.

Most Job Entry Subsystems (JES) do not allow you to obtain the messages from the MUF except through the system log
or the master console.

  

Job Priority

Every task runs with a priority in the MUF. A task's priority is specified in its User Requirements Table option keyword
PRTY.

CICS Processing

In CICS,  CICS Services selects a User Requirements Table for each request to the MUF and that request is processed
with the priority specified in the selected User Requirements Table.

SQL statements are processed with the priority specified with the PRTY= Preprocessor option. For programs issuing
SQL statements, the priority specified in the User Requirements Table is used until the MUF begins to process an SQL
statement. At that point, it uses the priority specified in the SQL Preprocessor option.

IMS/DC Processing

In IMS/DC, you associate a program with a User Requirements Table in  IMS/DC Services' PUT table (for details, see
the   IMS/DC Services System documentation). All requests issued by that program are processed with the priority
specified in the associated User Requirements Table. You can only change a job's priority by altering and reassembling its
User Requirements Table. SQL statements are processed with the priority specified with the PRTY= Preprocessor option.
For programs issuing SQL statements, the priority specified in the User Requirements Table is used until the MUF begins
to process an SQL statement. At that point, it uses the priority specified in the SQL Preprocessor option.
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Batch Processing

In batch, a program is associated with a User Requirements Table (see ). All requests issued by that program are
processed with the priority specified in the associated User Requirements Table. You can only change a job's priority by
altering and reassembling its User Requirements Table.

SQL statements are processed with the priority specified with the PRTY= Preprocessor option. For programs issuing
SQL statements, the priority specified in the User Requirements Table is used until the MUF begins to process an SQL
statement. At that point, it uses the priority specified in the SQL Preprocessor option.

Priority and Forced Checkpointing

The MUF does not alter the priority of a job if, due to a low priority assignment, it has aged. Therefore, a low priority task,
which has a resource under exclusive control, could tie up that resource indefinitely. A low priority task with transaction
backout specified can force checkpointing in the Log Area (LXX).

Special Priorities

The following temporarily run at priority 16:

• An OPEN (critical I/O only)
• A CLOSE (critical I/O only)
• A transaction backout (critical I/O only)
• I/O to the Log Area
• I/O in support of logging (write pended index or data) forced to disk because of LOGPEND or preparing to spill
• I/O to the Directory

Priority of a lower task is escalated to that of a higher task if the lower task starts a data or Index Area I/O which is still
incomplete when the higher task requires the block. This priority escalation is in effect only for this one I/O.

You can use the COMM REQABORT option of DBUTLTY to terminate some requests that have been waiting a long time
due to one of the following:

• Primary or secondary exclusive control
• Many read I/O events
• Waiting on a task

Terminating the MUF
The COMM console commands and the DBUTLTY COMM function provide the option for terminating the MUF: EOJ.

After MUF termination,  generates the message

DB00202I - MULTI-USER DISABLED.

Print the Statistics and Diagnostics Area Report

When the MUF is terminated and goes to end of job, print the Statistics and Diagnostics Area (PXX) by executing the
DBUTLTY REPORT AREA=PXX function. This area contains statistics and debugging aids created during MUF operation.

Using the COMM EOJ Option

Under normal circumstances, such as preparing for system maintenance, use the DBUTLTY COMM function EOJ
option. The EOJ option prevents new jobs from starting but allows all current jobs to complete normal processing. Before
executing EOJ, ensure all URTs are closed, including any online URTs that are opened automatically by  CICS Services or
IMS/DC Services.
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Before executing an EOJ, you can determine which User Requirements Tables are open for online processing by using 
CICS Services DBOC INQUIRE command. For more information, see Using CA Datacom CICS Services.

With SQL, tables are opened as they are needed. Therefore, the tables open at a given time may not represent all the
tables that need to be opened to complete the job. To determine which jobs are running, use either the COMM STATUS
console command or the DBUTLTY COMM OPTION=STATUS function.

EOJ terminates all processing in a clean fashion. When the MUF processing is terminated cleanly, the restart process
runs briefly and exits.

Canceling an EOJ Request

If you issue a DBUTLTY COMM EOJ function and later discover that you do not need to terminate MUF, use the COMM
EOJOFF console command to negate the original EOJ request. You can issue the COMM EOJOFF after issuing a COMM
EOJ and prior to MUF termination. Once MUF receives the EOJOFF request, processing continues as if the original EOJ
had never been issued, except that any actions taken relating to the EOJ being prepared cannot be undone.

Using Operating System Cancel

When you need to terminate the MUF immediately, and the standard COMM EOJ option cannot be used, use the
operating system operator cancel facility. Use it only when you have to immediately terminate the MUF. The operator
cancel facility causes all requests to receive an 86 return code and does not close the tables open for processing.

To resume processing after the MUF has been canceled using the operating system, initiate the MUF.

Abnormal Termination

When the MUF abends:

• All  requests receive return code 86. Those local to the MUF System cause a DB00281 message showing the post
occurred with several variables (for details about the message, see Messages.

• (z/OS only.)  writes the 4K ECSA storage to the z/OS SYSOUT DDNAME SNAPECSA.

In this situation,  attempts no cleanup. When the MUF is terminated and goes to end of job, print the Statistics and
Diagnostics Area (PXX) by executing the DBUTLTY REPORT AREA=PXX function. This area contains statistics and
debugging aids created during MUF operation. For details, see . The standard MUF EOJ reports are produced providing a
summary of activity and current status.

Using SNAPCSA (z/OS)

The SNAPCSA option of the COMM function prints a dump of the  related area in the Extended Common Storage Area.
Use the SNAPCSA option if the MUF abends.

NOTE
The need for this DBUTLTY function is much less than in prior releases. It can be omitted from the normal MUF
execution unless directed otherwise by Support for a specific problem.

The SNAPCSA option is for z/OS systems with a Multi-User environment. This option does not require a prerequisite
option and it is not necessary that the MUF be active. The printout is directed to the SNAPER data set and its associated
dump ID is 002.

The ECSA dump contains the 4k common memory used for communication and starting with the literal 'DB_ML_ECSA'. If
you are having a problem with the MUF, Support personnel may ask for the information produced by SNAPCSA to assist
in problem determination.
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Using SNAPSVC (z/OS)

The SNAPSVC option of the COMM function prints a dump of the SVC. Use this option only at the direction of Support.
This option is valid only in z/OS systems with a Multi-User environment. It is necessary for the MUF to be active to
execute this option. The printout is directed to the SNAPER data set and its associated dump ID is 002. The SVC selected
is the one defined by the DBSIDPR.

Shadow MUF Environment
 (z/OS only.) In a Shadow MUF environment a primary (full) MUF and a Shadow MUF work together as a pair to minimize
any loss of data access if a failure of the full MUF, or some other unplanned outage, occurs. Using a Shadow MUF
environment also prevents the loss of access to data during planned outages, for example when you are:

• Doing an IPL when one MUF is recycled to move it to a different logical partition (LPAR).
• Applying SMP/E maintenance that requires the MUF being down.
• Changing static MUF startup options

  

Overview of the Shadow MUF Environment

The definitions and files of the Shadow MUF are nearly identical to those of the full MUF. Differences are discussed in
Physical MUF Differences. How connections to physical MUFs are made in a Shadow MUF environment is described in
User Connectivity.

Operating in a Shadow MUF environment requires no changes to user applications or User Requirements Tables (URTs),
and no changes are required to use system applications such as  CICS Services or the  Server.

The Shadow MUF is normally placed on a different LPAR from the full MUF. The functionality of the Shadow MUF is
geared to this case. In special cases where there is a planned outage that cannot be done with the MUF enabled, a
greater efficiency is achieved by placing and enabling the Shadow MUF on the same LPAR as the full MUF. When the
Shadow MUF is enabled, an EOJ of the full MUF is immediately done and the now former full MUF then can become, we
recommend, the Shadow MUF on a different LPAR.

The Shadow MUF, then, is a MUF that does the following:

• Monitors the full MUF.
• Does parallel opens and closes of data sets done by the full MUF.
• Is not enabled for user processing.
• Notices and enables as a full MUF if the full MUF fails.
• Is the same as the failed MUF, with regard to its specifications in MUF name and number.
• Can be converted from a Shadow MUF into a full MUFplex MUF.
• Resides, during normal operations, on a different LPAR from the full MUF.
• Runs with the same options and data as the full MUF.

How to Run in a Shadow MUF Environment

To run in a Shadow MUF environment, specify an S as the mode for the MUFPLEX MUF startup option. For each physical
MUF involved in the Shadow MUF environment, you should specify S for the MUFplex mode. A MUFPLEX mode of S is
like a MUFPLEX mode of B in that no pipeline writes are done to the Coupling Facility. Implementation of mode S has only
a small effect on how MUFPLEX modes A and B execute.

The following are also of relevance in using a Shadow MUF environment.
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Console Commands

A Shadow MUF is not enabled and therefore has only limited console command support. Following are the only console
commands you can use to communicate with a Shadow MUF. If a console command to a Shadow MUF is not in the
following list, an error is received indicating that the MUF is not enabled.

• EOJ 
• SNAP_AS (only use if directed by Datacom support)
• ZAP
• ALTER_SHADOW_TO_MUFPLEX
• ALTER_SHADOW_TO_TAKE_OVER
• CONFIRM_SHADOW_TAKE_OVER_NNN
• MIGRATE_TO_SHADOW

Return Codes

To provide 24x7 support, the DBSYSID macro has an option that allows an application that is about to get a return code
68 or 85 to wait until the MUF becomes available or has more task areas (see How to Prevent Return Code 68). Support
is also provided to allow an application to continue even when it gets a return code 86 (see How to Handle Return Code
86).

Other Considerations

The following, discussed further elsewhere in this Shadow MUF section and individually in more detail as referenced, are
also of relevance when running in a Shadow MUF environment:

•  STARSYN
is a MUF startup option for  (see STARSYN).

•  TARGET_MUF_LIST
is a DBSYSID parameter (see TARGET_MUF_LIST=).

Physical MUF Operations

There are two physical Multi-User Facilities (MUFs) executing during normal operations in a Shadow MUF environment.
One of those two MUFs is the primary (full) MUF while the other MUF is the Shadow MUF. The full MUF is equivalent to
the single MUF used in a non-Shadow MUF environment. User applications automatically connect to the full MUF.

The second physical MUF to become enabled automatically becomes the Shadow MUF during startup. This is because,
during the enabling process, each physical MUF looks to see if there is another physical MUF already executing within the
same MUFplex. The MUF that does not detect another MUF already executing becomes the full MUF. Similarly, the MUF
that, during its enabling, detects another MUF already executing becomes the Shadow MUF.

The Shadow MUF monitors the full MUF during normal operations. If the full MUF terminates, the Shadow MUF
automatically takes over as the full MUF as quickly as possible. As previously mentioned, the Shadow MUF can also be
used to assist in planned outages of the full MUF.

In the normal mode of one full MUF and one Shadow MUF, all communication is through the XCF facility.

The number parameter of the MUFPLEX MUF startup option must be specified as * (an asterisk) for each physical MUF
defined with the Shadow MUF S mode. Each of the physical MUFs dynamically select the number to use (1 or 2) based
upon internal requirements. The user need not care which is currently in effect.

The startup JCL does not designate specifically if the MUF is to be full or shadow. It does not indicate full MUFplex
or not. Each is eligible to have any of these characteristics at different points in time.  dynamically configures them as
appropriate.
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How to Use for Unplanned Outages

The full MUF communicates with the Shadow MUF as each data set is opened or closed, and the Shadow MUF performs
a parallel open or close. There is very low overhead for each, and the benefit is that the restart time of the Shadow MUF
is speeded up should the full MUF abnormally terminate. In the rare case where a database is extended in the full MUF,
the Shadow MUF closes that extended database. When the database extended by the full MUF is closed and reopened or
when the full MUF starts again, the Shadow MUF again tracks the open.

In the normal case of failure, the MUF abnormal termination routine causes the MUF to leave the XCF group. The Shadow
MUF is notified by XCF of this normal case of a group member having left. The Shadow MUF then begins the restart
process to become a full MUF. The major steps of this automatic process are as follows:

1. The log is scanned,
2. The pipeline is reprocessed, and
3. Necessary rollbacks are scheduled.

In cases other than the normal failures just described, the XCF notification to the Shadow MUF indicates a connection
problem but is unable to verify that the full MUF has actually left the XCF group. Therefore, the Shadow MUF cannot
automatically enable because the actual status of the full MUF is not known. All that is known is that the XCF connectivity
has failed.

Allowing the Shadow MUF to take over when the full MUF is still executing presents a high risk of data
corruption.  therefore takes steps to prevent that from happening as described in the following section.

How to Use ALTER_SHADOW_TO_TAKE_OVER Command

If the user knows earlier than the automatic notification that the full MUF is no longer viable, and if it is important that the
Shadow MUF be enabled quickly, the operator can use new console commands: ALTER_SHADOW_TO_TAKE_OVER
and CONFIRM_SHADOW_TAKE_OVER_NNN.

The ALTER_SHADOW_TO_TAKE_OVER console command is used in situations where more time than is desired might
pass between the full MUF failing and the Shadow MUF taking over. This could happen, for example, if the full MUF was
canceled with a S122 Abend, in which case all TCBs in the MUF address space are stopped, a full SYSUDUMP is taken,
and the recovery routines are called. If this process, especially taking a full SYSUDUMP, is predicted to consume more
time than is desired before the Shadow MUF receives its automatic notification to take over, an operator can issue an
ALTER_SHADOW_TO_TAKE_OVER console command to enable the Shadow MUF. This could be done, for example, as
soon as an operator detects a S122 Abend.

Avoid activating the Shadow MUF in error by only using the ALTER_SHADOW_TO_TAKE_OVER console command
when:

• You are absolutely certain that the full MUF is no longer viable and is no longer executing, and
• The Shadow MUF needs to take over as quickly as possible, without waiting for the Shadow MUF environment to

automatically initiate the change.

If this command is issued when the full MUF is still executing, data corruption could occur for the following reason. Issuing
this command when the full MUF is still executing creates two enabled physical MUFs, both executing against a shared
Log Area (LXX) and all database areas independently. With each MUF reading and writing blocks without regard for
the other, data corruption almost certainly would occur.  takes steps to prevent operator error from causing such a data
corruption event by doing the following.

When the ALTER_SHADOW_TO_TAKE_OVER console command is received, an XCF message is sent to
the failed MUF. If this message is received by the failed MUF, it checks the operating system ASCB control block
to see if the address space is in abnormal termination. If it is, a reply is returned indicating the console command is
appropriate and is to be processed. If the address space is not in abnormal termination, however, a reply is returned
indicating the console message is not appropriate and is to be ignored. If the XCF message is sent without error
but does not reply, after waiting a reasonable number of seconds without receiving a reply the operator can reissue
the ALTER_SHADOW_TO_TAKE_OVER command. This second command does not reissue the XCF message
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to the full MUF. If the XCF message to the failed MUF is given an XCF error as unable to be sent, the second
ALTER_SHADOW_TO_TAKE_OVER message is not required.

At this point the full MUF is considered as possibly failed. A message is issued announcing the failure. That message
includes an identifying random number between 1 and 999. The operator should at that point again verify that the
full MUF has actually stopped all processing and is not able to start again. If the operator still intends to cause the
Shadow MUF to take over execution for the failed MUF, the operator must issue another console command, the
CONFIRM_SHADOW_TAKE_OVER_NNN message where NNN is the previously mentioned identifying random number
between 1 and 999. The Shadow MUF then honors the request to execute the ALTER_SHADOW_TO_TAKE_OVER
console command, presumes the full MUF has failed, and soon thereafter leaves the XCF group (although at that point
in time has not yet done so). The log is restarted with necessary rebuilding of the pipeline, the scheduling of rollbacks is
done, and the MUF is enabled for new processing.

At this point one of the physical MUFs is down. The normal user response is to submit that physical MUF execution JCL
on the same LPAR as before or on another LPAR. This new execution enables itself as a Shadow MUF.

How to Use for Planned Outages

With unplanned outages only one MUF is ever the full MUF at one time. With a planned outage, two MUFs need to be full
MUFs at the same time. This requires each MUF to be a full MUFplex MUF with all the required Coupling Facility locking
and overhead.

If the planned outage is for an IPL of LPAR1 containing the full MUF, for example, where a Shadow MUF is running on
LPAR2, an overview of the steps is as follows:

1. The Shadow MUF is told to convert into a full MUFplex MUF. This is done with a console command
ALTER_SHADOW_TO_MUFPLEX.

2. The Shadow MUF changes to another MUFplex number, for example a 2 in the case where the other MUF is a 1.
Based upon this number, the MUF name is selected from the DBSYSID parameter TARGET_MUF_LIST.

3. The first full MUF converts from a full MUF to a full MUFplex MUF. It joins the Coupling Facility and starts full Data
Sharing.

4. The Shadow MUF is enabled as a full MUFplex MUF. Future Jobs executing on LPAR2 select the former Shadow
MUF.

5. Initiators on LPAR1 are drained to prevent future  batch jobs.
6. The MUF on LPAR1 is told to EOJ.
7. Each CICS on LPAR2 is, in turn, to be disconnected from the MUF on LPAR1 and connected to the MUF on LPAR2.

When finished, every CICS on LPAR1 is disconnected. When every CICS and every batch job has ended on LPAR1,
the MUF is ended.

8. As the MUF ends on LPAR1, the MUF on LPAR2 notices the termination and stops being a full MUFplex MUF,
becoming instead simply a full MUF. Coupling Facility overhead ceases at that point because the MUF disconnects.

9. As soon as the EOJ is complete, the original first MUF can be submitted for LPAR2 (or another) to become a shadow
of the MUF running there. This is an optional step to cover the time during the IPL, and to provide the ability to submit
the MUF again on LPAR1.

10. An IPL can now be done on LPAR1.
11. After the IPL, if the original first MUF was submitted on LPAR2, it should be ended with an EOJ. The MUF then should

be submitted on LPAR1 and become a normal Shadow MUF. Both the full (not MUFplex) MUF and the Shadow MUF
are, at this point, using MUFplex number 2.

If the planned outage is to change static MUF startup options, the process would normally be as follows:

1. Change the common SYSIN member and/or MUF JCL member to make the desired change.
2. Issue EOJ to the current Shadow MUF on the remote LPAR.
3. Submit the Shadow MUF for execution on the same LPAR as the full MUF (having new SYSIN and new JCL).
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4. Once the waiting on the full MUF starts, tell either MUF to migrate from the old full MUF to the new Shadow MUF using
the MIGRATE_TO_SHADOW console command.

5. The Shadow MUF is enabled as a full MUFplex MUF. Future Jobs executing anywhere then select either of the MUFs.
Which MUF each selects is not predictable. Once the Shadow MUF is enabled it EOJs the first full MUF.

6. Each CICS is, in turn, to be disconnected from the first MUF and connected to the new MUF.
7. When message DB00240I - MUF TERMINATION, COMPLETE FOR REMOTE MUF is issued, the Job can be

submitted back on the remote LPAR to become a Shadow MUF. This execution gets the common SYSIN member and
is the same MUF JCL, so any changes are in place should this MUF take over with the desired change.

MUF Termination Considerations

Because the potential delay caused by the SYSUDUMP is a concern, the following have been implemented. A MUF
startup option DUMP_OUTPUT has been added (see DUMP_OUTPUT). We recommend that you code SVC (or allow
the default of SVC) for this option, causing the MUF to produce a SVC dump instead of a SYSUDUMP. SVC dumps are
quicker to produce than a SYSUDUMP, allowing MUF termination to run more quickly in those cases where a dump is
produced. If for any reason the SVC dump is unsuccessful, a SNAP dump to SNAPER is produced.

If SVC is coded, the SYSUDUMP still provides documentation if a failure occurs before  can initialize and establish a
recovery routine. Once the recovery routine is established, the SYSUDUMP DD statement is dynamically deallocated.
Should an error then occur, the recovery routine dynamically requests an SVC dump. If  should become unable to handle
a failure, the SYSUDUMP DD statement is reallocated. Delaying the dump allows  to preserve the necessary resources
then automatically cause any Shadow MUF to begin execution without operator intervention.

If SVC is specified, the MUF must be running authorized. If it is not authorized, this MUF startup option produces an error.

You must specify DUMP_OUTPUT as SVC (or allow the SVC default) if:

• SRB is specified for the MUF startup option SMPTASK.
• 64 bit IXX buffer memory is specified for the MUF startup option SYSPOOL.

SVC dumps are read using IPCS (the IBM Interactive Problem Control System).

Specifying SYSUDUMP produces a SYSUDUMP when a dump is needed.

At the start of termination, the following message is generated: DB00239I MUF TERMINATION, START v.  

Following the message the MUF termination routine does the minimum requirements to allow a Shadow MUF to start, if it
is on a different LPAR than the current MUF. As soon as this requirement is met, another message is issued and a remote
MUF is dispatched. That message is: DB00240I MUF TERMINATION, COMPLETE FOR REMOTE MUF. 

NOTE
For more information about the messages, see Messages.

A process to remove the Shadow MUF at this point begins its restart requirement then enables for new requests. It
schedules any necessary transaction rollbacks for active transactions to begin. To all external applications, the Shadow
MUF is a functional copy of the terminating MUF. This is the normal Shadow MUF environment configuration and
represents a very minimal time delay between a full MUF terminating and its replacement enabling for requests.

The terminating MUF has, at that point, next to the minimum requirements to allow a Shadow MUF to start, if it is on the
same LPAR as this MUF. This is primarily a factor of making the ECSA available for the Shadow MUF to use as its ECSA.
This process is also usually very quick.

Following this process, another message is issued and a local Shadow MUF is dispatched. That message is: DB00241I
MUF TERMINATION, COMPLETE FOR LOCAL MUF. 

NOTE
For more information about the message, see Messages.

A local Shadow MUF at this point starts in a similar manner to the process for a remote Shadow MUF as previously
described.
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Next, local termination processing occurs, and if necessary the dump is requested. The dump is of two types, either SVC
or SYSUDUMP, specified using the DUMP_OUTPUT MUF startup option (see DUMP_OUTPUT). Although the default for
DUMP_OUTPUT is SYSUDUMP, we recommend that you specify SVC for DUMP_OUTPUT to cause the MUF to produce
a SVC dump instead of a SYSUDUMP. SVC dumps are quicker to produce than a SYSUDUMP, allowing MUF termination
to run more quickly in those cases where a dump is produced. If for any reason the SVC dump is unsuccessful, a SNAP
dump to SNAPER is produced.

Because the termination process is critical and difficult to certify in its normal execution, the following two MUF startup
options (although not needed in normal testing situations) are available for special diagnostic purposes as appropriate:

• X_TERMINATION_DELAY_RMT n
• X_TERMINATION_DELAY_LCL n

RMT stands for remote Shadow MUF, that is, the MUF that is not on the same LPAR as the current MUF is
considered remote. LCL stands for local Shadow MUF, that is, the MUF that is on the same LPAR as the current MUF
is considered local. The X_TERMINATION_DELAY_RMT option provides a delay that occurs right after the DB00240I
message. The X_TERMINATION_DELAY_LCL option provides a delay that occurs right after the DB00241I message. In
each option, the delay is for a duration of n hundredths of a second. For example, specifying 800 means that there is an 8
second delay after the remote Shadow MUF is dispatched before this local MUF continues termination.

How to Use for a Planned 'Unplanned' Outage

If for some reason using the Coupling Facility is not desirable, you could make use of the Shadow MUF environment in
conjunction with planning a shortened unplanned outage. This could be done in one of two ways. Depending on your
particular conditions, one could be a little quicker than the other. Following are the two methods to consider:

• End all work and EOJ the full MUF. This closes all data sets and ends the execution of the full MUF, which causes the
Shadow MUF to quickly start without a full restart. Having the Shadow MUF prepared to start shortens the outage.

• End all work (or, perhaps, end all but  CICS Services) and cancel the full MUF, which quickly causes the Shadow MUF
to begin restart processing. Although this second case has the overhead of a full restart, it provides the benefit of
having the data sets open.

Physical MUF Differences

Each mode "S" MUF is a different physical MUF and needs a different identity, that is, each needs its own MUF name and
its own MUFplex number. If you are using  STAR, each needs a unique  STAR node name.

Because any of the physical MUFs may be the full MUF at any time, it is important that all have the same options, so
that each can be successful. To provide ease of use, the startup options and DBSIDPR are defined so that every MUF
uses the same DBSIDPR and points to the same SYSIN startup options PDS member. The MUF does not check for this
configuration, other than to edit for absolute requirements, but we strongly recommended that you check to be certain the
described configuration is in effect. By ensuring that each MUF shares the same options, no conflicts should occur.

The DBSIDPR that the MUFs share is the same one used by user applications, one using the DBSYSID parameter
TARGET_MUF_LIST (see TARGET_MUF_LIST=).

During its execution, each MUF dynamically looks at the MUFs that are executing on the same LPAR and executing in
the Sysplex, then selects an unique MUF name from the MUF list. The MUFplex number selected is the lowest for a "not
executing" MUF that has failed in the past and has a backout required. If the result of that search is that none are found,
the lowest number not currently executing is chosen. The MUFs must have the ability to vary most MUF startup options so
that a change can be implemented by each MUF that is started. For example, if the group each has 1000 data buffers but
the goal is to move them to 5000, all JCL job-streams would be updated to 5000. Then, when the next opportunity occurs
to recycle the various MUFs, it switches from 1000 to 5000.

To share the same SYSIN, several requirements must be met.

We strongly recommend that in a MUFplex the same SYSIN be shared by all. When sharing the same SYSIN, the
SQLOPTION MUF startup option ttmid option must specify a database that is defined either as virtual (where all MUFs

 670



 CA Datacom Administrating

can have the same number), or the dbid option must be set to an * (an asterisk). The asterisk is resolved during execution
of the CBS_DBID_TEMP MUF startup option (see CBS_DBID_TEMP). The valid values for the CBS_DBID_TEMP
statement are 1-7 DBIDs. Each is equally useable by any physical MUF. Once  determines the MUFplex number, that
number is used to select the DBID from the list. For SQL, the database for the TTM table (specified with the ttmid option
of the SQLOPTION MUF startup option) must be a virtual database or be set to an * (an asterisk) for generic. When
the SQLOPTION MUF startup option ttmid option (see SQLOPTION) is set to an * (an asterisk, for generic), the
SQLOPTION_TTMID MUF startup option (see SQLOPTION_TTMID) is used to specify 1-7 DBIDS.  then chooses the one
to be used with the dynamic MUFplex number.

The MUFPLEX MUF startup option number option (see MUFPLEX) must be set as an * (an asterisk) when the
MUFPLEX mode option is specified as an S (for a Shadow MUF environment). However, also be aware that the
MUFPLEX mode option must be the same for all MUFs in a MUFplex, that is, all must be A or B or S.

If using  STAR to communicate, each physical MUF must have a different  STAR node name. This causes a mapping
problem between the startup option and the single node name in , for example in the RESIDES relationships.  knows that
a base resides at NODE1. Each MUF in the network would compare its  STAR node name to NODE1, and if they are the
same it knows it owned the database. If the name was not the same, it did not own the database but had to communicate
with a physical MUF with a node name of NODE1 to access the data.

The physical MUFs built to replace the single MUF with  STAR NODE1 could be assigned as  STAR node names
NODE1A and NODE1B. To provide a mapping from the single  node name to the different physical MUFs  STAR node
name, the STARSYN MUF startup option can be used to specify the   STAR node name, the first physical MUF  STAR
node name, and the second physical MUF  STAR node name (see STARSYN).

Each MUF compares its unique  STAR node name to the list of physical MUFs. If a match is found, the  STAR node name
is used to check  STAR for RESIDES relationships. All MUFplex MUFs that have this match consider themselves as local
owners of the database.

For example, assume that each of the physical MUFs and every other MUF in the environment has a STARSYN MUF
startup option of STARSYN NODE1,NODE1A,NODE1B. When a database is opened for the first time,  STAR gets
the  node name of where the data resides. That name is used to search the STARSYN list to find a match. When found,
this MUF is an owner if its node name is listed as a physical MUF. If its node name is not listed as a physical MUF,
however, it uses the physical MUF list to search for a MUF available to request the data. The first enabled MUF in the
physical list is used. A MUF that is currently a Shadow MUF does not have any connections to VTAM which occur only
when the Shadow MUF becomes a full MUF.

Multiple STARSYN statements are allowed. The same a value on multiple statements is allowed and indicates that the list
of physical MUFs did not fit on a single statement. Each logical  STAR node that is configured as an individual MUFplex of
mode S needs a statement for every physical MUF that needs to communicate with it.

Mode S MUF Startup Dynamics

This section discusses the following possible Shadow MUF (mode S) startup dynamics:

• Starting with a Clean Log, the First MUF
• Starting with a Clean Log, the Second MUF
• Starting with a Dirty Log, the First MUF
• Starting with a Dirty Log, the Second MUF

 Starting with a Clean Log, the First MUF 

In this situation, the MUF enables as a normal full MUF. It selects a value of 1 (one) for the MUFPLEX number. It is not a
full MUFplex MUF.

 Starting with a Clean Log, the Second MUF 
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The second MUF partially enables as a Shadow MUF of the full MUF. The partial enable does not allow a user connection.
The Shadow MUF selects a value of 7 for the MUFPLEX number. The MUFs communicate by XCF with a low volume of
messages to ensure a short restart for the Shadow MUF should the full MUF fail.

 Starting with a Dirty Log, the First MUF 

The MUF performs restart and enable as a normal full MUF. It selects a value of 1 (one) for the MUFPLEX number if
no rollbacks are necessary or if rollbacks are necessary, but for only MUFplex 1. It selects a value of 2 for
MUFPLEX number if rollbacks are necessary, but for only MUFplex 2. If rollbacks are necessary for both MUFplex
numbers 1 and 2, it selects 1 and then enables as a full MUFplex MUF (not just a full MUF).

 Starting with a Dirty Log, the Second MUF 

The second MUF executed partially enables as a Shadow MUF in all of the previous cases except where the first MUF
enabled as a full MUFplex MUF because rollbacks were necessary at both MUFs 1 and 2. In the case where the start
was with a dirty log, however, the second MUF enables as a full MUFplex MUF with a number of 2. It then processes the
rollbacks for MUFplex number 2. At the completion of rollback, it remains as a full MUFplex MUF. To get back to a Shadow
MUF, you must EOJ one of the full MUFplex MUFs and re-execute it.

User Connectivity

Because each MUF is physically different, the DBSYSID macro that allows user programs to connect to the desired MUF
recognizes that any enabled MUF in a list is acceptable for execution. This is also true in the case of having more than
one full MUFplex enabled. The need is to connect to one of the MUFs that is enabled but not always to a specific MUF.

The DBSYSID macro allows specification of a list of MUFs that are acceptable for connection. Connection to these MUFs
may be local, via XCF, or via CCI. Specification of these MUFs uses the TARGET_MUF_LIST= parameter that allows up
to 7 MUF names (but only the first 2 are used).

If XCF connectivity is to be allowed, the single TOGROUP= parameter is specified. Omitting TOGROUP= excludes any
use of XCF. If CCI connectivity is to be allowed, the single CCISYS= parameter must be specified with either a value of
ANY or with the name of a specific system. Omitting CCISYS= excludes any use of CCI.

  attempts to connect to each MUF locally by searching for an enabled MUF. If no local connection is successful for any
specified MUF, and if there is a TOGROUP= parameter, an attempt is made to connect to each MUF using XCF. If no XCF
connection is successful, and if there is a CCISYS= parameter, an attempt is made to connect to each MUF using CCI. In
all cases, when connection to the first enabled MUF (an enabled MUF cannot be a shadow) is accepted, the search for a
target MUF is terminated.

Following is an example of a MUFplex of 2 MUFs and no Shadow MUFs. Each MUF is found locally, through XCF, or
through CCI (wherever an available LPAR was found).

 DBSYSID

 TARGET_MUF_LIST=(MA,MB),

 TOGROUP=MUFGRP,

 CCISYS=ANY

Following is an example of a MUFplex with one normal full MUF and its Shadow MUF without the ability to use CCI.

 DBSYSID

 TARGET_MUF_LIST=(MUFA,MUFB),

 TOGROUP=MUFGRP

The Multi-User Facilities themselves also accept a DBSIDPR module that has the TARGET_MUF_LIST= specified. This
option is strongly recommended because it allows the MUF set to use the same PDS member for the MUF startup options
and therefore ensures the MUFs are equal replacements.

Because the TARGET_MUF_LIST= type of MUF is a simpler API to use, we recommend this form of DBSIDPR for all z/
OS sites for every MUF. It is possible to have a single job stream that can be submitted which enables either:
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• One of two Shadow MUFs, or
• The pair of mode A/B MUFs, or 
• The group of 1-7 mode B MUFs

Since a separate PXX data set is needed for each MUF, one way is to have a temporary data set for the PXX so that
no conflict exists. This option would not be able to print the PXX until EOJ, but by using SYSOUT this is a viable option.
Another way is a started task with a variable, in which case the operator submitting the task would have to look to
see what is executing in order to see what number not to use.  STAR must be done with the started task and variable
approach, because some of the input data needs to be different.

How to Speed Activation

Having the shadow executing is a big start on the savings. Having the data sets open is a second savings, especially
when lots of databases are open.

The log scan is normally very quick. It can be reduced farther by lowering the percentage specified on the LOGSPILL
D MUF startup option. In most cases, running LOGSPILL D even at a 1 percent specification does not cause a large
overhead to the production MUF. Watching the number of force scan messages indicates the overhead. If too many
messages occur, the percentage can be raised as desired.

The reprocessing of the pipeline (REDO) varies based upon the startup LOGPEND and LOGSPILL E MUF startup
options. This process is usually the longest time of the restart. The LOGPEND is the primary control. The lower it is the
more writes are done and therefore the more overhead there is to the full MUF, but also the faster is the startup of the
Shadow MUF. Most users should most likely favor the full MUF over the time of the restart. The LOGSPILL E option is
less important because its percentage can be relatively small and cause little overhead to the full MUF. The number of
messages for forced scan show the overhead.

Using MVS Memory Report

The REPORT function with MEMORY=MVS displays a letter S to indicate a Shadow MUF executing as a shadow. If the
Shadow MUF is altered to become a full MUF, the S changes to an A.

DBUTLTY Considerations

Because the Shadow MUF does not enable, no communication is possible by any use of DBUTLTY.

How to Prevent Return Code 68

A DBSYSID macro keyword, DELAY68=, allows you to specify the number of minutes that the MUF connection can wait if
the MUF is not currently available. See DELAY68=.

How to Prevent Return Code 85

A DBSYSID macro keyword, DELAY85=, allows you to specify the number of minutes to wait before issuing a return code
85 if an enabled MUF is found but no task area is available. See DELAY85=.

How to Handle Return Code 86

In a Shadow MUF environment if you are using a batch program with an OPEN=USER URT specified, you can make
use of the delay provided by specifying the DELAY68= keyword to handle a return code 86. Return code 86 tells you
that the MUF has abended. Code your program to handle return code 86 by specifying that your application is to issue
a CLOSE command if a return code 86 is received. The execution of a CLOSE command does  cleanup. Following the
CLOSE command, code a new OPEN command. After the OPEN, the application must restart as necessary. This method
therefore allows you to make use of the delay provided by the DELAY68= keyword to code critical batch jobs so they
handle return code 86. For more information on specifying OPEN=USER, see . For more information on specifying the
DELAY68= keyword, see DELAY68=.
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Symmetric Multi-Processing (z/OS Only)
The  Multi-User Facility always runs with multiple z/OS tasks (TCBs) to exploit multiple processors. With the IOTASK
feature, you have some control over the level of TCB use. These TCBs are used in limited and special purpose cases.
This is considered asymmetric multi-processing.

You can select an option that permits symmetric multi-processing (SMP) mode in addition to the asymmetric tasks. This
feature is intended for those sites where a given Multi-User Facility is frequently running at 100 percent of one processor
and additional processors are available to be exploited.

NOTE
 SMP mode is the complete solution to multiple processor support. Because it has a variable kick-in value, its
overhead is more in control than the limited and fulltime I/O task processing.

 Contents 

  

How it Works

In SMP mode, the Multi-User Facility attaches additional z/OS subtasks to perform some of the work normally done by the
main task. This includes all types of work except the Multi-User Facility enable and the actual EOJ. When running in SMP
mode, additional locking is done to internal structures for small time periods to protect their integrity. For example, if a task
needs a record lock the Multi-User Facility for this TCB locks the lock list chain that contains or might in the future contain
this record ID. If the record ID is locked, this TCB releases the lock list lock and waits for the record ID to be released.
Otherwise, the record is locked and the lock list is released.

This SMP locking is done at a very low level with short duration locks. This allows a maximum of concurrency across
multiprocessors.

There are two classes of locks. Those that are not  task (RWTSA) related and those that are. If contention exists for
a task-related lock, the second task waits for the lock, but the processor is free to take other work from the Multi-User
Facility list of ready-to-run work. The few non-task related locks use wait/post logic to wait for contention. These types of
waits free the processor for other z/OS tasks, this SMP task remains "active" during the contention wait.

Running in SMP mode requires no changes in any application or in the  DBUTLTY functions. All the work is internal to the
Multi-User Facility. The only visible aspect to this mode is that the STATUS utility function or console command can have
more than one active task.

SMP processing is most valuable when the MUF is very busy. To maximize processor usage, you can fine tune the SMP
option while the Multi-User Facility is enabled.

MUF Startup Options

The Multi-User Facility will be enabled to run in SMP mode, The specific configuration is controlled by the option
SMPTASK n where n is 1 to 99. When specified as a single number, the value represents both the maximum number of
SMP subtasks possible with the execution of the Multi-User Facility and the current usable count at the time of the enable.
Specifying 1 provides the main task and one SMP subtask for two TCBs doing request processing.

NOTE
Values 21-99 are set to 20. Value 0 is altered to be 1 to force SMP processing

You can specify the option as SMPTASK m,c where the m (1 to 99) represents the maximum number of SMP subtasks to
generate for this execution of the Multi-User Facility and the c (1 to 99) represents the current number (or count) of SMP
tasks that are usable at the time of the Multi-User Facility enable. You can specify 0 for the count value to indicate that the
SMP mode is not active at the Multi-User Facility enable or 1 through the value of the maximum specified to indicate the
number of SMP tasks available at Multi-User Facility enable.
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You can use the SMPTASK n console command to change the current number of available SMP subtasks. The value for
the console command can be 0 through 99 and has the following impact:

• If the console command value is more than the current number of subtasks but less than or equal to the maximum,
another one or more subtasks can be dispatched at the next point when it or they are needed.

• If the console command value is less than the subtasks that are currently running, those higher than this new number
stop when they reach completion of the piece of work they are currently doing, in other words, when the task must stop
because of a required I/O or any of the task wait conditions.

• If the console command value is more than the maximum value set in the startup option, the Multi-User Facility
dispatches another, or more, only to the maximum setting at the next point when needed. For example, if you enable
a Multi-User Facility with SUBTASK 4,4 and you submit a console command to set the count to 99, the Multi-User
Facility enables a total of only four subtasks.

The relatively fixed overhead of SMP mode locking exists if the Multi-User Facility is running in SMP mode. A larger
overhead of SMP mode is the starting/stopping (z/OS post/wait) of the SMP subtasks. This overhead relates to the
number of subtasks and workload.

To accomplish a single RAAT/SAAT or SQL request, it is always most efficient (fewest instructions) to execute in non-SMP
mode. It is best to let the Multi-User Facility have a backlog of a few ready-to-run requests such that Multi-User Facility
never stops (waits), then requires a start (post). Using SMP mode to cause no tasks waiting generates more CPU cycles
and wall clock time spent in start/stop costs than are saved in running in parallel.

If you have a larger backlog, then the benefits of SMP can be seen. Adding one SMP subtask when adequate work exists
allows two tasks to perform this work in parallel without a lot of start/stop costs. That is: it is better to run two tasks, the
main task and one SMP task with a small backlog of ready-to-run tasks, than to have three tasks and no backlog.

In support of keeping z/OS tasks running as much as possible, there is a third parameter on the SMPTASK MUF startup
option: SMPTASK m,c,r where r is the number of entries in the ready-to-run (posted) list for each currently running task
before starting another available subtask. The default for this ready-to-run count is 4.

Regardless of whether it is specified on the SMPTASK option, the ready-to-run count is changeable using the console
command SMPTASKR n where n (1 to 99) represents the equivalent to the r parameter on the SMPTASK option. The
value 0 is accepted, but treated as value 1. A smaller value is better for SQL users, a larger value is better for RAAT
processing, and a value between those two would be better for SAAT processing.

An example of the interactions of the currently usable SMP tasks and the ready-to-run count may be helpful. When you
enable a Multi-User Facility with SMPTASK 2, this provides two SMP subtasks in addition to the Multi-User Facility main
task for normal work, and four ready-to-run entries required to start the first SMP subtasks and eight to start the second.
If you were to run one, two, or three batch jobs, the SMP mode is in effect but only the main task performs work. This is
usually better performance than trying to use the SMP tasks with this small workload. If you were to run four to seven
batch jobs and work stacks in the ready-to-run list at four, the first SMP task is posted and starts running in parallel with
the Multi-User Facility main task. Both tasks run until no work exists. At that time, the first SMP task waits until the ready-
to-run list reaches at least four again.

With SRB mode, the use of IOTASKS is required and if the UF option IOTASK is not specified or set to 0 or 1, it is forced
as 2. 

You can run in SMP mode with 1 to 99 subtasks without regard to the number of processors available to the Multi-User
Facility. However, for best performance, assume that fewer is better.

If you are running TCB MODE with SMPTASK set to 4,3,3 and now want to move over to using SRB mode, SMPTASK
parameter will need to be modified because SRB mode works differently from TCB mode. In the above example, if you
are going to run SRB mode, set SMPTASK to 5,4,3,SRB. SRB mode does not drive the first task the same way as TCB
mode. To get the same available resources to the MUF for SRB mode, add 1 to the SMPTASK c and SMPTASK m
parameters. There is no impact on the SMPTASK r parameter with TCB or SRB mode.

All of this assumes a similar work load is being driven in the MUF when you move from TCB mode and SRB mode, and
that SMPTASK parameters are tuned for that workload.
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Modifying DBSIDPR Parameters
When the Multi-User-Facility (MUF) is being initiated, the MUF and the  Interface require the MUF identifying information.
Optionally, you can define either a CAICCI system name for CAICCI connectivity or a TOGROUP= name for XCF
connectivity to a MUF in a Sysplex environment (see Connecting Using Cross-System Coupling Facility (XCF)). This
information is obtained from the DBSIDPR module. The DBSYSID macro assembles the DBSIDPR module that is
provided at CA Datacom installation and can be customized.

NOTE
When using the multiple MUF option in a User Requirements Table (URT), it is necessary to have the DBSYSID
macro assembly link-edited with alternate names, to allow multiple in one execution. In this case, a good choice
is to use as the load name the name specified in the MUF startup option.

This page contains the following topics:

MUFplex and  CICS Services

The DBSIDPR module provides unique identifying information to define a single MUF environment, including a single CXX
and all the related components. The following sections provide information about those changes.

Not Using MUFplex

The DBSIDPR module (assembled with the DBSYSID macro) connects a user application,  CICS Services,  Server,
or the  Utility (DBUTLTY) to the appropriate MUF. The DBSIDPR module is always loaded and contains other general
information. In z/OS, one assembly of the DBSYSID macro is normally required for each MUF to identify the MUF, and
the assembly output is link-edited with a name of DBSIDPR. The DBSIDPR module is placed in a CUS library, used by all
applications and the MUF. For most z/OS users, this is all that needs to be done.

Using MUFplex

You must update the TARGET_MUF_LIST= parameter (see TARGET_MUF_LIST=) with all the possible MUF names. For
example, if the current MUF is changed to be a MUFplex has a MUF name of PROD, the MUF names could be named
PROD1 and PROD2.  Another choice is the letters A and B.

NOTE
Even though 7 names are allowed,  currently supports only two MUFPLEX MUFS.

When using any form of MUFplex, the individual MUF started tasks or jobs normally execute on different LPARS. XCF is
expected and needed, and you can specify an XCF group name with the TOGROUP= parameter. A reasonable choice
would be TOGROUP=PROD. Consider using the DELAY68= and DELAY85= parameters, too. If no external security is
used for DBUTLTY functions, specify DELAY_DBUTLTY_SECURITY=NO to minimize DBUTLTY delays if no MUF is
available.

Link-edit the assembly with the name DBSIDPR. The assembly is used for all MUFs and applications communicating with
the MUFs. This is valid except for the exceptions mentioned in the information that follows. With the CUS library member
DBSIDPR, an application treats each of the named MUFs equally except that the first in the list that is local, enabled, not
EOJ, and with enough tasks is the first MUF selected. If no MUF exists that qualifies, XCF is searched. The application is
logically connecting to PROD, which is needed, and accepts the first qualifying individual MUF started task or job.

With this DBSIDPR, we recommend that each MUF specify an asterisk (*) for the MUFplex number in the MUFPLEX
MUF startup option. Use an asterisk (*) for the name in the MUF startup option. In this example, the MUFplex name in
the MUFPLEX MUF startup option would logically be PROD. Each MUF should have a different started task name or
job name in case they need to run on the same LPAR under special conditions, or a modify command issued to one is
directed to both. The common name for the started task or job name is PROD1 and PROD2. This is acceptable, but you
might consider using PRODA and PRODB to avoid any confusion that could occur. Confusion could arise because the
mapping of the MUF name occurs during startup and the started task or job PROD1 might have a MUF name of PROD1
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and sometimes PROD2. By using asterisks to allow MUF to select the name, automatic rollbacks are allowed to occur, but
confusion about names is possible.

MUFplex, Alternate DBSIDPR, and DBUTLTY

For some DBUTLTY functions an alternate DBSIDPR is needed when running in a MUFplex environment.

The DBSIDPR name is the default for use by DBUTLTY functions and is appropriate for most. For example, with the
COMM function OPTION=CLOSE option, DBUTLTY connects to any one of the physical MUFs and requests that the
database be closed in all of the MUFs. This works well because the COMM CLOSE is a global process that affects all
MUFs in the PROD MUFplex. However, many other functions that communicate with MUF are local to a specific MUF
and need to be directed to the specific MUF, not simply to an available MUF. To make this possible, additional DBSIDPR
assemblies using the DBSYSID macro are recommended. The input to the DBSIDPR assembly should be copied for other
assemblies where the TARGET_MUF_LIST keyword is changed to have a first MUF name only (PROD1 in this example).
This assembly is link-edited with the name PROD1 and placed in the same CUS library. A third assembly would exist for
TARGET_MUF_LIST=PROD2 named PROD2. Therefore, the two physical MUF started tasks (or jobs) are identified in
the CUS library with a DBSIDPR member naming both and individual PROD1 and PROD2 members where each name a
single MUF. All other options in these assemblies should be the same.

An example of a DBUTLTY function that is local to each MUF is the ACCESS function, where each MUF has its own
ACCESS status. If the goal is to have the PROD1 MUF have an ACCESS status of OFF for database 1, the input
statement needs to direct the command only to the PROD1 MUF, not to the first found MUF using DBSIDPR. Therefore,
the first input statement would be SET OPTION1=SIDNAME=PROD1 to direct all succeeding functions to be targeted
to the MUFs defined by the SID assembly named PROD1. The ACCESS STATUS=OFF,DBID=1,USERS=WAIT
statement would then be processed as needed. If the goal is to set both enabled and available MUFs to this status,
it could be done by adding a second SET option for PROD2 and a second ACCESS statement. If the need was to
allow an execution against every MUF that was enabled and available and not fail if one or both are not available, a
statement of SET OPTION1=ON_ERROR_CONTINUE statement could be done before the above statements, and a SET
OPTION1=ON_ERROR_REMOVE statement after the last ACCESS. If later functions in the same execution are to run on
their own merit and normal step termination, a SET OPTION1=ON_ERROR=STOP could be done, followed by the new
statements, such as SET OPTION1=SIDNAME=DBSIDPR and COMM OPTION=CLOSE,DBID=1 and BACKUP DBID=1,
and so on.

Another example of a local function is a PXX report. If the MUF is enabled, the SET option should be used to direct the
report to the MUF that is writing to the specified PXX DD statement. This allows the function to request the MUF to flush
print lines to the PXX that are buffered, and if the PXX is cleared after the report, that also needs to be directed to the
correct MUF. In a special process, most users have a PXX report in the MUF JCL to execute after the MUF terminates.
This step is one of the very few times that a DBUTLTY function expects that the MUF is not going to be enabled, and
therefore the DELAY options are not desirable. For this particular PXX report, the user should therefore disable the delay
options by using the statements SET OPTION1=DELAY68=0 and SET OPTION1=DELAY85=0. If external security is
being used for DBUTLTY functions, this PXX should also specify SET OPTION1=DELAY_DBUTLTY_SECURITY=NO.

CICS Services Special Requirement

Take into consideration the following special DBSIDPR requirement when using  CICS Services to communicate with
multiple MUFs.

allows a single CICS region to connect to more than one MUF. If connection to more than one MUF is desired, the
one region cannot use the single name DBSIDPR in the specific CUS library to identify multiple MUFs, which means
that a change is required. Two methods to accomplish what is needed are described in the following paragraphs. We
recommend the first method, but because each method has positive and negative points, the method that best fits your
requirements should be selected.

With both methods, the DBSIDPR assembly is copied, with the second copy having the same assembly options, and link-
edited using a name of the MUF (PROD in this example). Whether the DBSIDPR points to a single MUF or a group of
MUFplex MUFs, the new named member does likewise. The need is the same, for  CICS Services to communicate with
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the conceptual MUF using the most effective communication path. Note that the DELAY68= and DELAY85= parameters
are ignored when used by  CICS Services, and may either be removed for clarity or kept to keep the statements in sync
with those used for DBSIDPR.

The first method is for the PROD member to be link-edited into the MUF-specific CUS library. This keeps all DBSIDPR
assemblies in the one place, and if a change is needed it is clear that all need to be done. The CICS JCL is more complex
because all the CUS libraries of all the target MUFs need to be available. If a new MUF is to be connected, CICS has to
be terminated and restarted with the new CUS library.

The second method is for the PROD member to be linked-edited into a new COMMON.CUS library. Only one of these
would probably exist for a site, and it would contain only the special named DBSIDPR assembles used by  CICS Services,
for example PROD. This method keeps all DBSIDPR assemblies for all  CICS Services in one place and allows the
CICS JCL to reference this single library (not containing a DBSIDPR), in addition to a single CUS library needed as the
default MUF using the DBSIDPR member. This method also allows a new MUF to be added to the connection list without
modifying the JCL or recycling the CICS region (or regions).

Debugging Using an Additional SYSIN with the DBUTLTY SET Function

Prior to opening and processing the standard SYSIN JCL, the additional SYSIN feature allows you to provide a number of
the following:

• Configuration options (turned on using DBUTLTY SET functions with the OPTION1= keyword)
• DEFAULT options (requested using the DBUTLTY DEFAULT function, which is only allowed when using the additional

SYSIN feature)
• FORCE default options (requested using the DBUTLTY FORCE function, which is only allowed when using the

additional SYSIN feature)
• Debugging type options (turned on using DBUTLTY SET functions with the OPTION1= keyword)

DBIN1PR Module

The additional SYSIN JCL is defined by a DBIN1PR module assembled using a DBIN1PR macro. When a DBIN1PR
module is loaded before SYSIN processing begins, the DBIN1PR module is processed as an alternate SYSIN before the
processing of the provided SYSIN. Note the following:

• The DBUTLTY SET function must start in column 1, followed by one blank and the OPTION1= keyword.
• The DBUTLTY DEFAULT function must start in column 1, followed by one blank and an allowed specific keyword with

value.
• The DBUTLTY FORCE default function must start in column 1, followed by one blank and an allowed specific keyword

with value.
• If an asterisk (*) is used in column 1, the statement is ignored, and IGNORED is displayed.
• Each statement is echoed to the console. No SYSPRINT/SYSLST output occurs.

The following examples show messages that can occur when the additional SYSIN is processed. Be aware that there
is no way to disable the messages from being written to the console. The additional processing occurs before the
SYSPRINT is opened. Therefore, it is not possible to cause the messages to be written there.
DB10096I--DBIN1PR PROCESSED - SET OPTION1=ECHO_FUNCTIONS

DB10096I--DBIN1PR PROCESSED - SET OPTION1=DIAGOPTION 12,32,ON

• Each SET statement must be contained in a single line.
• The value after the equal sign (=) cannot be in quote values (as is allowed or required when processed during the

normal SYSIN).
• Not all SET OPTION1= values can be used. Values that can be used are those that are for configuration of DBUTLTY.

The chart of MUF startup and console-like commands has been updated to reflect those values that are allowed with
the additional SYSIN. For more information, see MUF Startup and Console-like Commands.

The DBIN1PR macro that provides the additional SYSIN can be built using two different techniques as follows:

 678



 CA Datacom Administrating

• Define the input statements in place. This is the simpler approach.

NOTE
z/OS supports the technique of putting the statements directly into the DBIN1PR macro.

• Define a PDS data set that is to contain the additional 'special' SYSIN statements, along with the member name in the
PDS.

NOTE
z/OS supports the PDS data set technique.

The use of the DBIN1PR macro and process is optional. If used, it is most likely to be MUF-specific and placed in the
same library used for the DBSIDPR module.

Examples

The following example shows two SET statements:

...

IN1      TITLE 'DEFINE ALTERNATE SYSIN'                                 

         DBIN1PR                                                       X

               DBUTLTY_IN1=('SET OPTION1=ECHO_FUNCTIONS',              X

               'SET OPTION1=EOJ_REPORT_X')                              

         END                                                            

...

NAME DBIN1PR(R)

DBIN1PR can also be used to define a data set name of PDS. A member in the PDS can contain the SET options to be
processed before the SYSIN. DBUTLTY dynamically allocates the PDS with a DD name of SYSIN1ST, if it is not already
allocated, and then opens the member. This ability for a JCL step to specify the DD name SYSIN1ST is a way for the
DBIN1PR module to be overridden. With this data set ability it is possible to nullify the additional SYSIN by using a DD
statement of //SYSIN1ST DD DUMMY and also override it by placing the desired statements in-line using //SYSIN1ST DD
*. For example:

...                                                                     

IN1      TITLE 'DEFINE ALTERNATE SYSIN'                                 

         DBIN1PR                                                       X

               DBUTLTY_SYSIN1ST_DSN=DCMDEV.DB.username.PROCLIB,        X

               DBUTLTY_SYSIN1ST_MBR=SYSIN1ST                            

         END                                                            

...                                                                     

  NAME DBIN1PR(R)                                                      

The following example shows input in the JCL stream. You are allowed to specify the name as DD JCL statement, that is,
DD followed by a space and an asterisk (DD *) JCL as shown in the following example:

//DBUTLTY   EXEC PGM=DBUTLTY

//SYSIN DD *  

REPORT AREA=CXX,DBID=0997,TYPE=B                                 

//SYSIN1ST DD *                                                  

SET OPTION1=CONSOLE_SECONDS=1                                    

Other examples are:

SET OPTION1=ECHO_FUNCTIONS 

SET OPTION1=X_DEBUG CXX,08,ON

SET OPTION1=DIAGOPTION 6,2,ON 

X_OPEN_CLOSE_MSGS YES 

X_TRACE_DSM 99999 
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DBUTLTY DEFAULT Function

The DBUTLTY DEFAULT ability of the additional SYSIN processing allows a few functions, with keywords, to have a
default, other than the  default, used when the keyword is not specified. For this ability, a SYSIN-provided keyword is
always accepted and used during the execution. If the keyword is not provided, the additional SYSIN default is used
during the execution. If neither are specified, the standard  default is used during the execution. The function and
keywords that are allowed to be specified are as follows:

►►─ DEFAULT ─┬─ INIT_IXX_BLKSIZE=nnnn ─┬────────────────────────────────►◄

             

        ├─ INIT_IXX_OLDEP=NO ─────┤             ├─ KBYTES=9999 ───────────┤             ├─ OPTIMIZE=YES

 ──────────┤                     ├─ OPTION1=(I)────────────┤             ├─ SORT=n ────────────────┤      

       ├─ SORTDFLT=YES ──────────┤                     ├─ SORTDD=SORTDD ─────────┤             ├─ SORTWK=9

 ──────────────┤             └─ UNIT=XXXXXXXX ─────────┘

Command

• DEFAULT
Invokes the function to control certain defaults.
Specify DEFAULT in columns 1-7 followed by one blank.

Required Keywords

• INIT_IXX_BLKSIZE=nnnn
INIT_IXX_BLKSIZE=nnnn allows you to specify a user default nnnn for the block size during an INIT function with
AREA=IXX used to initialize an index area (IXX or multiple data set index).

• INIT_IXX_OLDEP=NO
INIT_IXX_OLDEP=NO allows you to specify a user default for the Old Entry Point support for an index during an INIT
function with AREA=IXX used to initialize an index area (IXX or multiple data set index). Only INIT_IXX_OLDEP=NO
can be specified.

Optional Keywords

• KBYTES=9999
KBYTES=9999 is a replacement to KBYTES=4 tracks (default) during the LOAD function. The value 9999 is an
exact value and is only allowed for this DEFAULT. The 9999 is not the actual number used as it is rounded down to 2
cylinders of data during the LOAD and RETIX functions.

• OPTIMIZE=YES
OPTIMIZE=YES is a replacement to OPTIMIZE=NO (default). Use this option carefully.

• OPTION1=(I)
OPTION1=(I) is a replacement to the standard of no default. It is applied during the LOAD, RECOVERY, REPLACE,
RETIX, and SPLIT functions. The value is not edited for content.

• SORT=n
SORT=n is the replacement to the default of no SORT. It is applied during the LOAD and RETIX functions. The use of
a sort package is always recommended. It allows the optimization of many parts of LOAD or RETIX for efficiency. A
value of SORT=99999 covers the small or empty loads that might not have the SORT= value set.

• SORTDFLT=YES
SORTDFLT=YES is a replacement to SORTDFLT=NO (default). This value is applied during the LOAD function. Due
to requirements and certain consequences, review the standard documentation for a description of SORTDFLT=YES.

• SORTDD=SORTDD
SORTDD=SORTDD is a replacement to no default. It is applied during the LOAD, RECOVERY, REPLACE, RETIX,
and SPLIT functions. The value is not edited for content.

• SORTWK=9
SORTWK=9 is a replacement to SORTWK=3 (default). It is applied during the LOAD, RECOVERY, REPLACE, RETIX,
and SPLIT functions. The value can be 1 through 99.

• UNIT=XXXXXXXX
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UNIT=XXXXXXXX is the replacement to UNIT=SYSDA. It is applied during the LOAD, RECOVERY, REPLACE,
RETIX, and SPLIT functions. The value can be 1 through 8 bytes.

WARNING
We recommend that you use the DBUTLTY DEFAULT function with caution. We recommend caution because
when most users note a condition code of zero (0), they do not additionally view output. Therefore, other than
expected results are not noticed. For that reason, it is simpler and of less potential confusion to all DBUTLTY
users if the actual JCL streams are adjusted for site standards, instead of making use of the DEFAULT function.

DBUTLTY FORCE Function

By making use of the ability of the DBIN1PR macro to process user configuration options prior to normal SYSIN
processing, the DBUTLTY FORCE function allows you to force a few keyword values and ignore a different user
specification. That is, using FORCE forces the value you specify to be used, preventing other users from performing any
overrides. The option subject to FORCE is as follows:

►►─ FORCE ─┬─ INIT_IXX_BLKSIZE=nnnn ──┬────────────────────────────────►◄

           ├─ OPTIMIZE=YES ───────────┤

           ├─ SORTDFLT=YES ───────────┤        

           ├─ KBYTES=9999─────────────┤

           ├─ UNIT=XXXXXXXX ──────────┤

           ├─ SORTWK=9 ───────────────┤        

           ├─ OPTION1=(I) ────────────┤

           ├─ SORTDD=SORTDD ──────────┤

           ├─ SORT=n ─────────────────┤

           └─ BLKSIZE=0 ──────────────┘

Command

• FORCE
Invokes the function to force certain keyword values.
Specify FORCE in columns 1-7 followed by one blank.

Required Keyword

• INIT_IXX_BLKSIZE=nnnn
INIT_IXX_BLKSIZE=nnnn gives you the ability to force a value nnnn for the block size during an INIT function with
AREA=IXX used to initialize an index area (IXX or multiple data set index).

Optional Keywords

• OPTIMIZE=YES
OPTIMIZE=YES overlays what you provided forcing this value. This value is applied during the LOAD and RETIX
functions. Review OPTIMIZE=YES for requirements and consequences. Use this option carefully.

• SORTDFLT=YES
SORTDFLT=YES overlays what you provided forcing this value. This value is applied during the LOAD function. Using
LOAD and RETIX with SORT provides many benefits to LOAD and RETIX results.

• KBYTES=9999
• KBYTES=9999 overlays what you provided forcing this value. A great setting even though is uses more address

space memory for DBUTLTY than without this option. The memory speed the LOAD process for data row loading. The
9999 value is the only value that is allowed for this FORCE option. However, the 9999 is actually rounded down to 2
cylinders of data.

• UNIT=XXXXXXXX
UNIT=XXXXXXXX overlays what you provided forcing this value. It is applied during the LOAD, RECOVERY,
REPLACE, RETIX, and SPLIT functions. The value is not edited for content.

• SORTWK=9
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SORTWK=9 overlays what you provided forcing this value. It is applied during the LOAD, RECOVERY, REPLACE,
RETIX, and SPLIT functions. The value can be 1 through 99.

• OPTION1=(I)
OPTION1=(I) overlays what you provided forcing this value. It is applied during the LOAD, RECOVERY, REPLACE,
RETIX, and SPLIT functions. The value is not edited for content.

• SORTDD=SORTDD
SORTDD=SORTDD overlays what you provided forcing this value. It is applied during the LOAD, RECOVERY,
REPLACE, RETIX, and SPLIT functions. The value is not edited for content.

• SORT=n
SORT=n is a selective force in that it can overlay a SORT= and also SORT=0. It does not overlay a SORT=value
specified  as a value greater than 0. It is applied during the LOAD and RETIX functions. The use of a sort package
is always recommended. It allows the optimization of many parts of LOAD or RETIX for efficiency. A value of
SORT=99999 covers the small or empty loads that might not have the SORT= value set.

• BLKSIZE=0
BLKSIZE=0 allows you to force zero block size to override all cases where current JCL picks a size to allow z/OS to
pick an optimal size for the output device. It is applied during the BACKUP and EXTRACT functions. DBUTLTY would
not be hurt by this but cannot know if you have other JCL streams with dependencies.

WARNING
We recommend that you use the DBUTLTY FORCE function with caution. We recommend caution because
when most users note a condition code of zero (0), they do not additionally view output. Therefore, other than
expected results are not noticed. For that reason, it is simpler and of less potential confusion to all DBUTLTY
users if the actual JCL streams are adjusted for site standards, instead of making use of the FORCE function.

DBSYSID parameters

The following section lists the DBSYSID parameters.

ABEND=

Allows all User Requirements Tables to run with ABEND=NO.

• Valid Entries:
– NO

Specifies that  is not to gain control upon an abend
– YES

Use the value specified in the ABEND parameter of the User Requirements Table.
• Default Value: URT

CASEC=

Specifies how  is to acquire the user ID for use in security authorization checking. For processing in a CICS environment, 
ignores this parameter.

• Valid Entries:
– NO

Obtain the user ID directly from the IBM System Authorization Facility (SAF).
– YES

Use the CA common security interface in CAISSF, and the CA Common Services for z/OS standard security facility,
to obtain the user ID from CA ACF2, CA Top Secret, or RACF.

• Default Value: NO
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CCISYS=

(Required for CCI implementation or not allowed.) (z/OS only) Specifies the CAICCI system name that is used with the
MUF name of the MUF to identify this MUF, where the values of CCISYS= plus MUF name equal the CCI identifier. That
is, the value of CCISYS= acts as a prefix to the MUF name value to form the CCI identifier. Specifying ANY permits the
target MUF to reside on any CCI-enabled system.

See Connecting Using CAICCI (CCI) for additional information. In a z/OS CICS/TS environment,  CICS Services does
not support the CCI interface from CICS to . Therefore, if you supply the DBSYSID macro CCI parameter CCISYS= in a
DBSIDPR module assembly for  CICS Services, they are ignored.

• Valid Entries: 1 to 8 character name of the CAICCI system; or the characters ANY to allow CCI the ability to find the
MUF wherever it is executing.

• Default Value: (No default)

CONNECT_ALLOW_PRIORITY=

(Required) (z/OS only) The CONNECT_ALLOW_PRIORITY= parameter is required for z/OS environments. Use
CONNECT_ALLOW_PRIORITY= to specify permitted connection protocols and the order in which to attempt the
connections.

If XCF is included, TOGROUP= is required, else not allowed.

If CCI is included, CCISYS= is required, else not allowed.

• CONNECT_ALLOW_PRIORITY=
(Required) (z/OS only) Specifies which of the permitted connection protocols to use and the order in which to attempt
the connections.
– Valid Entries: LOCAL, XCF, CCI
– Default Value: (No default)

Examples

The following example shows a connection methodology that specifies only LOCAL and XCF, with LOCAL being tried first:

CONNECT_ALLOW_PRIORITY=(LOCAL,XCF)

CONSOLE_MINUTES=

(Optional) CONSOLE= from a previous release was replaced in z/OS by CONSOLE_MINUTES=.

• CONSOLE_MINUTES=
(z/OS only) Use CONSOLE_MINUTES= to provide the number of minutes that automatically generates a z/OS ‘Modify’
with STATUS to the DBUTLTY step. Specifying a 0 (zero) prevents any ‘Modify’ support. We strongly recommended
that you do not specify a zero.

NOTE
What you specify for n in DBIN1PR CONSOLE_SECONDS=n overrides the DBSYSID Macro option
CONSOLE_MINUTES=. The purpose of CONSOLE_SECONDS=n is to make it easier for  development
and QA to test the console commands with smaller volumes of data than would be the case in a production
environment. This override is not recommended other than in special testing conditions. For more information
on DBIN1PR, see Using an Additional SYSIN with DBUTLTY.

CXXNAME=

(Optional) (z/OS only.) CXXNAME= provides the name of the CXX to be used with this assembled DBSIDPR (or
alternately named) module. If specified it must be 1-8 positions long, but if 8 a MNOTE 1 warning occurs noting that a
best practice is to have the name only 1-7 positions. 1-7 positions allow the same name to be used for the MUF name
optionally suffixed by a number or letter. The keyword is required when using the Simplify option (SIMPLIFY_MODE=NO
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not specified), and in this case the name must match the name in the CXX being used to provide security and protection
of this particular environment. The CXXNAME is the unique name of this MUF environment at this site.  does not enforce
rules of the content but the name is best if it starts with a capital letter and contains only capital letters and numbers. The
keyword may be specified with SIMPLIFY_MODE=NO only to make it easier to switch between use of simplify mode and
not using simplify mode.

• Valid Entries: a valid name 1-8 positions long (1-7 to avoid MNOTE 1 warning as previously described)
• Default Value: (No default)

DBUTLTY_EDIT_DDNAME=

(Optional) DBUTLTY_EDIT_DDNAME= ensures that sequential data sets named by DBUTLTY functions with the
DDNAME= keyword do not match names of existing or potential  system areas, database index areas, or data areas.

The value FULL_1 provides the protection and is the default. We recommend it for new environments being built and for
existing environments, if you are willing to correct existing JCL that is in conflict with the editing rules.

The value NONE provides no restrictions to the DDNAME value. We recommend it for existing environments that have
been validated as correct and if you are not willing to correct existing JCL.

Use of a blocked DDNAME does not mean that there is a defect in the name or that it can cause data corruption. It
means that it could potentially cause data corruption. For example 1, without the edit it would be possible, without quickly
discovering that it was not what was wanted, to execute a MASSADD function with a DDNAME=CXX and use the CXX as
input to the addition to a table that happened to have a row size of 4096 bytes. A similar MASSADD could be done with
many other system and user data sets, if the output table row size matched the data set block size. For example, without
the edit it would be possible to execute a BACKUP function of a data area to data set CXX which completely overlays the
CXX with invalid data. The specific values edited as not allowed when FULL_1 is specified are:

• All three character names ending with the letters ‘XX’ as existing or potential  system area names. Examples not
allowed: CXX, LXX, BXX, XXX

• All six character names ending with the numbers 001 through 999 as existing or potential  index or data area names
for databases 1 through 999.

• All seven character names ending with the numbers 1000 through 9999 as existing or potential  index or data area
names for bases 1000 through 9999.

• Valid Entries: NONE, FULL_1
• Default Value: FULL_1

DEBUG_TRACE=

WARNING
Do not use this option unless  asks you to do so.

• Valid Entries: values as provided by  (if you are asked by them to use this option)
• Default Value: (blanks)

DELAY_DBUTLTY_SECURITY=

(Optional) (z/OS only.) The DELAY_DBUTLTY_SECURITY= parameter is used to specify whether the external security
checking for DBUTLTY functions is to wait. This is based upon the DELAY68= and DELAY85= parameter specifications,
or if any return codes 68 or 85 are to be processed without any delay. Set DELAY_DBUTLTY_SECURITY= to YES if you
are using external security. You can allow DELAY_DBUTLTY_SECURITY= to default to NO if you are not using external
security.

NOTE
DBUTLTY functions needing the MUF but excluding external security checking honor DELAY68= and
DELAY85= the same as other batch jobs.
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The hardware environment where this parameter is used must have relative branching support.

• Valid Entries: YES or NO
• Default Value: NO

DELAY_RETRY_SECONDS=

(Optional) (z/OS only.) If you specify DELAY68= or DELAY85= to allow multiple attempts to connect (until time specified
by DELAYnn expires), specifying DELAY_RETRY_SECONDS= indicates how frequently you want the application
to attempt a reconnection. For example, if you had DELAY68=6 and DELAY_RETRY_SECONDS=5, an application
attempts to connect to a specified MUF every five seconds until either it succeeds or six minutes have elapsed. For more
information about DELAY68= and DELAY85=, see DELAY68=.

The hardware environment where this parameter is used must have relative branching support.

• Valid Entries: 1 through 60
• Default Value: 5

DELAY_WAITING_MESSAGE=

(Optional) (z/OS only.) This DBSYSID parameter specifies the frequency with which the DB00124W message recurs.
For example, DELAY_WAITING_MESSAGE=n specifies that message DB00124W be repeated every n minutes with the
remaining time counting down. Therefore, with specifications of DELAY_WAITING_MESSAGE=2 and DELAY68=8, the
result is the following series of messages (assuming that no MUF is started):

DB00124W - REMAINING DELAY68 TIME -    008  MINUTES

DB00124W - REMAINING DELAY68 TIME -    006  MINUTES

DB00124W - REMAINING DELAY68 TIME -    004  MINUTES

DB00124W - REMAINING DELAY68 TIME -    002  MINUTES

DB00501E - OPEN ERROR - RETURN CODE 68 (001) CXX=         Mufname=DBDVM61  SVC= 211

The hardware environment in which this parameter is used must have relative branching support.

• Valid Entries: 1 through 32767
• Default Value: 1

DELAY68=

(Optional) (z/OS only.) DELAY68= specifies the number of minutes that the MUF connection can wait if the MUF is not
currently available. For example, if DELAY68=5 and the MUF is not available,  waits a maximum of 5 minutes before
connecting or exiting with a return code 68. The default is 0 (zero), indicating no delay before issuing a return code 68.
This keyword can prevent a return code 68 from being issued for the specified length of time. A console message reports
the delay for an enabled MUF. The message repeats approximately once per minute unless the DBSYSID parameter
DELAY_WAITING_MESSAGE= (with a default of one minute) is used to specify a different length of time between
messages. For more information, see DELAY_WAITING_MESSAGE=.

If you are using a batch program with an OPEN=USER URT specified in a Shadow MUF environment, you can make use
of the delay provided by specifying the DELAY68= keyword to help handle a return code 86. For more information, see .

Specifying DELAY68= requires specifying TARGET_MUF_LIST (see TARGET_MUF_LIST=).

• Valid Entries: 0 through 32767
• Default Value: 0

DELAY85=

(Optional) (z/OS only.) DELAY85= is used to specify the number of minutes to wait before issuing a return code 85
if an enabled MUF is found but an insufficient number of tasks are available. If DELAY85=5, for example,  waits a

 685



 CA Datacom Administrating

maximum of 5 minutes before exiting and issuing a return code 85 if there is an insufficient number of tasks available. The
default is 0 (zero), indicating no delay. A console message reports the delay for an enabled MUF. The message repeats
approximately once per minute unless the DBSYSID parameter DELAY_WAITING_MESSAGE= (with a default of one
minute) is used to specify a different length of time between messages. A counter in the MUF EOJ report indicates the
number of times a task waited for a task area before finding one. There is also a count of the times a task waited and then
gave up.

Using DELAY85= to specify a delay benefits users by allowing them to reduce the number of task areas and CSA
requirements without having to try to max-out the number of tasks.

Specifying DELAY85= requires specifying TARGET_MUF_LIST (see TARGET_MUF_LIST=).

• Valid Entries: 0 through 32767
• Default Value: 0

DSN_XXX=

(Optional) (z/OS only.) This keyword exists to provide the model data set name to be used for dynamic allocation of the 
system areas CXX, LXX, and FXX. The DSN_XXX= is optional when the SIMPLIFY= parameter is NO. However, it is
required when the SIMPLIFY= parameter is YES.

A significant part of the Simplify option protection is to protect the system areas from corruption. This protection needs the
name of the data sets to protect.

The parameter-provided model must include three question marks. The question marks are replaced by CXX, LXX, or
FXX to use to dynamically allocate the data sets when needed (and the DD statement for the area is not provided), and
also to ensure that the DD statement was provided that it specifies the correct data set name. These data sets should not
have provided-DD statements present and should allow dynamic allocation only when needed as part of the protection.

For example, DSN_XXX=x.???, where x is 3 through 44 bytes of a data set name, but where there is an occurrence of
three question marks (???) together to represent the positions to be replaced by a system area name, such as CXX, LXX,
or FXX.

A further example is as follows: HLQ1.HLQ2.MYCXX.???.

This parameter requires that the system areas have a DSN of the same values other than the name of the area.

• Valid Entries: valid z/OS data set name, except it has ??? (three contiguous question marks that  replaces with a
system area name)

• Default Value: No Default.

ENVIRONMENT_TYPE=

(Optional) (z/OS only.) This PARAMETER lets you treat an environment being defined as a production, test, or QA
environment. There is no existing value of specifying this keyword at all or of setting it to a specific value, but uses can
be added as needed. If the keyword is not specified, it defaults to blanks. If specified, it can be 8 bytes or less, starting
with PROD, TEST, or QA and followed by other values or not. It is planned for  to do editing differently in the different
systems. In general, QA systems need maximum edits because the overhead is rare. Test systems need maximum edits
because overhead is acceptable and want no possible risk in production. Production would allow less edits to use minimal
resources, high volume.

NOTE
The following character stream starting the value is reserved for internal use by  'QA_@CA’.

• Valid Entries: a name 8 bytes or less, starting with PROD, TEST, or QA, followed by other values or not
• Default Value: (blanks)
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FORCE_DSN_CXXNAME=

(Optional) (z/OS only.) This parameter is used to enforce a ‘best practice’ of having every data set used in a system,
index, or data area used by a specific  environment include the name of the CXX. The option can be set as YES to require
every data set to have the CXXNAME present. It can be set to NO if you do not care about the content of the data set
name.

If using the Simplify mode, this option is required to be specified as YES or NO.

If not using Simplify mode, the option defaults to NO.

If set to YES without Simplify mode, it is accepted but not enforced, to allow it to be easier to change the Simplify mode
setting.

Using the option in new environments with all new data sets is a good choice, if possible.

If working with an existing environment, before specifying this parameter take into consideration the effort required to
rename every system, index, and data area data set name.

• Valid Entries: YES, NO
• Default Value:

– NO (when not using Simplify)
– No Default (when using Simplify)

NOTE

Set as YES causes an edit to occur when opening an index or data area that the CXXNAME be present within
the DSN. This option works well if you are building a new MUF environment. It is also good for some older
environments built with this common strategy in place.

FORCE_DSN_CHAR=,

(Optional) This parameter allows editing of any set of characters. You can have a string of 1-43 characters that must be
within every index and data area data set for the MUF environment. This parameter is available should your environment
already have a character stream present. The edit helps prevent overlays and corruption should JCL errors occur that get
production data sets pointed in a test CXX or the reverse.

FORCE_SVC_TEST=

(Optional) (z/OS only.) This parameter allows the testing of certain actions using a  SVC. FORCE_SVC_TEST=YES
causes an action. FORCE_SVC_TEST=NO does not cause an action.

Note: In Version 14.0, this parameter is reserved for  internal use only. The  SVC is not intended to be installed or used
with  Version 14.0.

Valid Entries: YES, NO

Default Value: NO

LINE=

(Optional) LINE=OLD provides compatibility with previous (older) releases. For example, JCL in older releases could have
been built for 121-byte output streams. LINE=OLD causes DBMUFPR and DBUTLTY to build and print lines at a length
of 121. In z/OS environments, LINE=OLD also forces the LRECL (set with the DCB= option) to 121. In addition, if the DD
statement DCB= option BLKSIZE is set as zero, LINE=OLD modifies it to 121.

LINE=NEW causes DBMUFPR and DBUTLTY to build and print lines with a length of 133. LINE=NEW is the default
in z/OS environments. Also in z/OS, if the JCL provides a SYSPRINT DD statement and has LRECL specified, the
specification is honored. Otherwise, LRECL is forced to 133. The BLKSIZE is left alone to provide z/OS defaulting.
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LINE= can be overridden in a specific DBUTLTY execution. The option can be specified in the DBIN1PR process with an
input of either DBIN1PR LINE=OLD or DBIN1PR LINE=NEW (starting in column 1 with a single blank before LINE). The
DBIN1PR facility provides configuration information before normal function processing occurs. For more information about
DBIN1PR, see Using an Additional SYSIN with DBUTLTY.

NOTE
Existing print output of 121 length has not been changed to 133. Not changing existing print output length helps
ensure compatibility with existing user applications that read current reports, for example, REPORT AREA=CXX.

Valid Entries: NEW or OLD

Default Value:

• NEW (z/OS)

INES=

Specifies the number of print lines on an output report page.

Valid Entries: 20 to 256

Default Value: 56

NO522=

The NO522= parameter from prior releases was replaced by PREVENT_522.

PC=

(Optional) (z/OS only.) This parameter lets you test a change in the CAIRIM-installed module DBPCCPR. Only rarely does
DBPCCPR require a change. The PC= option is therefore hardly ever needed.

As part of the standard installation, CAIRIM executions can install the DBPCCPR module in a production (PROD)
environment. Without this parameter, the PROD version of the program is used. If there is a need to install and test
a different version of the program, it would need to be installed with CAIRIM with the TEST option, so that current
production is not at risk or impacted by the testing. Once it is installed as TEST with CAIRIM, the PC= parameter can
cause the TEST version to be executed by the MUF, DBUTLTY, and user applications that use this DBSYSID assembly
output.

Following is a sample CAIRIM install SYSIN in production (PROD) status:

PRODUCT(CA DATACOM) VERSION(BD15) INIT(DBCR5PR)                       -

LOADLIB(CAI.THLQ.CABDLOAD) PARM(PC=PROD,PCC=DBPCCPR)                   

Following is a sample CAIRIM install SYSIN in production (TEST) status:

PRODUCT(CA DATACOM) VERSION(BD15) INIT(DBCR5PR)                       -

LOADLIB(CAI.THLQ.CABDLOAD) PARM(PC=TEST,PCC=DBPCCPR)                   

NOTE
The sample just shown uses the same LOADLIB name for both, but if being done "for real," the TEST programs
would probably be in a different library that contains different programs than in the current production libraries.

Valid Entries: PROD, PRODUCTION, or TEST

Default Value: PROD
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PREVENT_522=

(Required.)(z/OS only) This required parameter exists to provide a choice of whether to allow or prevent z/OS S522
failures. This failure occurs if a  request stays in the MUF longer than the Operating System limit for an Address Space
waiting and doing no work. This is not a normal condition, but it can occur in special cases, for example if the LXX (Log
Area) becomes full and is unable to spill in a timely manner.

There are two ways  can prevent the S522 failure. The method in  releases prior to Version 14.0 was to use a subtask
named DBISBPR. This subtask used a z/OS STIMER to generate occasional low volume activity. This option is available
by specifying PREVENT_S522=YES_SUBTASK.

An option is also now available that can be more efficient. To use it, specify PREVENT_S522=YES_STIMERM. This
option uses no subtask but instead uses a STIMERM to generate occasional low volume activity in the same TCB that
issues the OPEN which connects to the MUF.

NOTE
This option is overridden when used by an application using a URT assembled with the DBURSTR macro option
PREVENT_S522 specified.

Valid Entries: YES_STIMERM, YES_SUBTASK, NO

Default Value: No Default.

PRTEXIT=

Specifies a DBUTLTY print exit (see Batch Line Printer Exit) to which  passes control each time it would normally send a
line to SYSPRINT or SYSLST. DBUTLTY neither opens nor does output to SYSPRINT or SYSLST if this exit is coded.

Valid Entries: 1 to 8 character name for the exit

Default Value: ( retains control of printing)

RRMNAME=

(Optional) (z/OS only) When the program DBRRMPR is executed, it loads the module DBSIDPR. Just as in the MUF, the
Remote Resource Manager (RRM) uses the DBSIDPR it loads to uniquely identify this particular instance of RRM. This is
done by using the RRMNAME= parameter.

The RRMNAME= parameter is a system-wide concept. DBRRMPR requires RRMNAME= to be coded in the DBSIDPR it
loads. User applications need the RRMNAME= in their DBSIDPR. RRMNAME= allows you to specify the instance of RRM
with which you want your applications to interact.

Normally there should be only one instance of RRM per system. The RRMNAME= parameter facilitates the ability to have
multiple instances of RRM in a system for ease of applying maintenance and testing.

Valid Entries: a valid RRM name

Default Value: (No default)

SIMPLIFY_MODE=

(Required) (z/OS only.) This required parameter specifies whether this  z/OS environment is to execute in Simplify mode.
With  this option can be set to YES or NO.

NOTE
If using , SIMPLIFY_MODE=YES is required.

The SIMPLIFY feature is activated during the INIT of the CXX. Using the Simplify feature requires specifying
SIMPLIFY_MODE=YES or SIMPLIFY_MODE=YES_DISPOLD_NO. For details about the Simplify feature, see SIMPLIFY
Feature.
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With the Simplify mode,  does more work to control and protect the environment from corruption and error handling,
though with a little less flexibility. MUF executes more efficiently and safely in Simplify mode. The main difference for users
is the requirement that, except for a very few exceptions, MUF is required to always be enabled.

The use of YES_DISPOLD_NO allows the use of Simplify mode for most actions but disables the DISPOLD part of
Simplify. We do not recommended it because the protection has substantial value.

If you decide to configure a z/OS environment in  without the SIMPLIFY feature, specify SIMPLIFY_MODE=NO.

If alternate DBSIDPR modules are produced to support a MUFplex or multiple MUF environment, assemble them with the
same setting as DBSIDPR.

NOTE
To allow easy testing in QA systems, the CXX SIMPLIFY option can be changed to match a current DBSIDPR
module using the DBUTLTY function CXXMAINT OPTION=ALTER,OPTION2=MATCHSID. Run this CXXMAINT
option with the MUF not enabled. To be effective, this CXXMAINT function needs to be the first in a DBUTLTY
step that causes the CXX to open.

The value specified to SIMPLIFY_MODE= is known to a MUF or DBUTLTY during early processing and is therefore
fully in force at that time. When a MUF or DBUTLTY opens the CXX and verifies its contents, the status of SIMPLIFY
is compared. If there is disagreement, return code 47(006) or 47(007) is recognized and the execution terminated. If a
DBUTLTY function running as SIMPLIFY connects to a MUF, the SIMPLIFY option is compared similarly to the compare
where the matching of CXX names are verified. If they are not in agreement, the return code 47(006) or 47(007) is
recognized and the execution terminated.

Valid Entries: YES, YES_DISPOLD_NO, NO

Default Value: YES

SVC=

(For z/OS) This parameter existed in releases prior to Version 14.0 to provide an SVC number.

In Version 14.0 and higher, SVC= defaults to 0.

NOTE
In Version 14.0 and higher, the SVC is not intended to be installed or used.

Valid Entries: SVC number (but we do not recommend its specification)

Default Value: 0

TARGET_MUF_LIST=

(z/OS only.) (Required) This parameter specifies a list of MUFs that are acceptable for connection. Connection to these
MUFs can be local, using XCF, or using CCI. The TARGET_MUF_LIST= parameter is required.

The following example shows a MUFplex of 7 MUFs and no Shadow MUFs. Each MUF is found locally, through XCF, or
through CCI whenever an available LPAR is found.

 DBSYSID

 TARGET_MUF_LIST=(MUFA,MUFB),

 CONNECT_ALLOW_PRIORITY=(LOCAL,XCF),

 TOGROUP=MUFGRP,

 CCISYS=ANY

The following example shows a MUFplex with one normal full MUF and its Shadow MUF without the ability to use CCI.

 DBSYSID

 TARGET_MUF_LIST=(MUFA,MUFB),

 CONNECT_ALLOW_PRIORITY=(LOCAL,XCF),
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 TOGROUP=MUFGRP

When a DBSIDPR is used by DBUTLTY that has a TARGET_MUF_LIST= with multiple entries, most functions work
exactly like a user program would work. DBUTLTY finds the MUF locally or remotely and executes against it. Some
functions target the MUF and do not have to run on the right LPAR for success. For example, if two MUFs are enabled
and a DBUTLTY EOJ is executed, the MUF ends that is local to the LPAR on which DBUTLTY executes, unless it contains
neither MUF, in which case it EOJs either of the MUFs, based upon the first MUF found. Either all DBUTLTY functions that
need a specific MUF could be routed to the proper LPAR, or the DBUTLTY function could be forced to the desired MUF
using SET OPTION1=SIDNAME=name to name the member in a library with DBSYSID macro assembly results that has
specific MUF names instead of the standard DBSIDPR.

If multiple entries exist, each search for an enabled MUF with enough tasks is done in this looping process. Starting with
the first MUF, it is checked to see if it is enabled locally with enough tasks. If that case is not found to be true, other MUFs
are checked in order. If no other MUFs are available locally, another loop is performed using XCF, if XCF is allowed. If no
other MUFs are available with XCF, another loop is performed using CCI, if CCI is allowed.

Valid Entries: up to 7 valid MUF names are allowed (to provide compatibility with prior releases)

NOTE
When using remote connectivity (XCF or CCI), the MUF names must be syntactically valid XCF group member
names. For example, characters, numbers, and special characters $, @ and #.

Default Value: (No default)

For more information about running in a Shadow MUF environment, see Shadow MUF Environment.

TOGROUP=

(z/OS only.) Identifies the Cross-System Coupling Facility group used to process requests. TOGROUP= must be used
when CONNECT_ALLOW_PRIORITY= includes XCF, else not allowed.

For a more detailed discussion of XCF implementation, see Connecting Using Cross-System Coupling Facility (XCF).

Valid Entries: 1- to 8-character group name

Default Value: (No default)

Change Data Capture
(z/OS only.) Use the Change Data Capture (CDC) feature for real-time capture of Log Area (LXX) information in a
source MUF to a target database in a target MUF. Use CDC by specifying at MUF startup source MUF and target MUF
information to be used in the capture of changes. Unless a specific restriction is noted, all options associated with CDC
are available at MUF startup. Once a MUF is running, however, changes can be made to CDC definitions with console
commands or the COMM CONSOLE function of DBUTLTY. You can specify the source MUF and the target MUF to be the
same or different. CDC is optimized to run efficiently when the source and target MUF are the same, but sites with a busy
MUF that need to use CDC for a large quantity of records can benefit from making the source and target MUFs different.

CDC provides near real-time committed data changes to a user application from all existing application programming
interfaces (APIs). CDC therefore makes it possible to read, in a changed database in a target MUF, changes made to
tables in a source MUF almost immediately following any kind of a commit, such as after the record-at-a-time commands
COMIT and CLOSE. Committed changes are stored in a CDC database whose default database number is 2009.

The CDC feature requires little MUF overhead in the source MUF. CDC therefore makes only a minimal impact on MUF
performance and resources.

When using the CDC feature, make certain that you have either specified YES for the MUF startup option
RXXROLLBACK or allow RXXROLLBACK to default to YES. You cannot use the CDC feature when force check pointing
is specified, that is, when RXXROLLBACK is NO or LOGRCV is NEVER. For more information about RXXROLLBACK,
aborted rollbacks, and partial backouts, see RXXROLLBACK, Aborted Rollbacks, and Partial Backouts.
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CDC captures LXX information without using READRXX (the read Recovery File (RXX) subroutine) or SQL. CDC is
meant for real-time change capture of data only. All other types of change capture and auditing should use READRXX.

CDC supports a MUFplex with two to seven full MUFs executing. Running in a Shadow MUF environment is also
supported with CDC. For special considerations regarding CDC in a MUFplex or Shadow MUF environment, see the
following section.

CDC uses the MUF Log Area (LXX) as input directly to a tracking application program provided by , the Change Data
Capture Listener (CDCL) program. If the LXX at your site does not have an LXX large enough to allow CDC to process
records prior to their being overlaid with new data, enlarge your LXX. Related to the LXX, CDC supports all occurrences of
the MUF startup option RESTART (see Restart Processing) and the DBUTLTY functions of RESET AREA=LXX and INIT
AREA=LXX.

The CDC facility is built to run in z/OS and execute on IBM z hardware. CDC can therefore only be executed in a z/OS
environment. Also, because CDC is specifically built to use variable logging, using CDC requires you to specify, for the
source MUF, VARIABLE=YES on the DBUTLTY function INIT AREA=LXX.

CDCL, CDCU, and CDCM Programs

The Change Data Capture Listener (CDCL) program, provided by , independently watches the LXX for new work and
pushes the CDC records to the CDC system database (default DBID 2009). The MUF or MUFplex for which CDCL is
specified becomes a Change Data Capture target MUF. For more information on the CDCL task, see CDCL.

The Change Data Capture User Listener (CDCU) program, provided by the user (see sample in CDC1 Test Program
(Load Member DBCP1PR)), detects committed requests, that is, committed maintenance log records for selectable tables.
The CDCU program processes and deletes the maintenance records for each committed request that it finds.

The Change Data Capture Monitor (CDCM) program is a source MUF subtask provided by  that connects to the target
MUF and periodically checks the CDCL and CDCU programs to see how current they are relative to the LXX. CDCM
program options allow you to specify how often the checks occur and how far the CDCL and CDCU programs can slip
behind the LXX before a warning message is issued. For details about defining a CDCM subtask, see CDCM Subtask
Definition in Source MUF.

To help the user provide the CDCU program, a sample CDCU program is available on the source tape. The CDCM
program independently monitors CDCU and provides warnings if it slips too far behind the LXX, that is, falls too far out
of sync with the data being logged to the LXX. See the sample CDCL program in CDC1 Test Program (Load Member
DBCP1PR). Getting the replica data in sync is not a part of CDC and is, therefore, the responsibility of the user.

A MUF can have many, one, or no CDC Listener (CDCL) tasks. A MUF with listener tasks must have DASD ability to the
target LXX and can reside on any LPAR.

Console Command Considerations

After a MUF is enabled, most of the CDC-related MUF startup options such as CDC_BASE and CDC_TABLE can be
issued either as console commands or by using the COMM CONSOLE function of DBUTLTY.

CDC_BASE and CDC_TABLE

The CDC_BASE and CDC_TABLE console commands differ from the MUF startup options of the same name as follows:
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• Each database ID specified with a CDC_BASE console command or table-name,dbid specified with a CDC_TABLE
console command is added or removed as seen and applies at that instant to other tasks that are running.

• If multiple entries are provided on a single command, an error in an entry stops that entry and any entries remaining
to be processed but has no effect on entries that have already been processed. Using multiple entries or DBID ranges
should therefore be done very carefully.

• For the CDC_TABLE console command, in addition to specifying YES and NO to give specific results, IGN can be
specified to ignore the specified table-name,dbid in the list, which allows the database level option CDC_BASE then to
apply.

Other Considerations

At the time a maintenance command is to be logged, its table and database are used to search the list of tables. If a
specific match is found, the log record is flagged as subject to CDC if the option found indicates YES. If no specific table
and database entry is found, the database list is searched and the flag set appropriately.

CDC supports a MUFplex with two to seven full MUFs executing. Running in a Shadow MUF environment is also
supported with CDC. If changes are made to a MUF that has a Shadow MUF or to a MUF in a MUFplex, consider the
following. When changes are made to a MUF that has a Shadow MUF, the Shadow MUF needs to be stopped and
restarted with the new changes. Specify an asterisk if the source MUF and target MUF are the same. If used during MUF
startup, the name must match the name specified in a CDCL MUF startup option. After startup, the asterisk is shorthand
for the true name. An error is recognized if the specific name or asterisk MUF is not found in the CDCL list. The MUF
startup options in each MUF in a MUFplex should be identical. They are not, however, checked for matching. Each MUF is
enabled with the startup options specified for it. Therefore, if the options in one MUF are changed during its execution by
issuing a console command, all MUFs executing in a MUFplex should also be changed by giving them identical console
commands.

No console command exists to query the current database or tables set for CDC. They are not expected to change. Look
at the startup options to find out what was requested and the console to discover what was changed.

User-Written Programs to Process the CDC Database

A user-written application is expected to read the first commit table record, process it to completion, then loop. Take
care to avoid attempting to skip a transaction. Skipping a transaction could cause maintenance to a given record to be
processed out of order. Use as the key the control ID (the letter A) followed by the MUF name or MUFplex name. This
program has the logical name of CDCU in MUF messages. The program can, however, have any actual name.

The user task processes the TSN record by reading the appropriate MNT records and processing them as needed, The
MNT record is then deleted. When all MNT records have been deleted, the TSN record can be deleted and a commit
can be done. Two-phase commit is supported with RRS, with any other DBMS supporting it on the mainframe. The user-
written application can use any API, either on the mainframe or externally.

provides a test record-at-a-time (RAAT) program (object) that can prove useful for testing., This program is named CDC1
(load name DBCP1PR). For a description of this program, see CDC1 Test Program (Load Member DBCP1PR).

Another sample record-at-a-time program has a name of CDC3. It is provided for you to use either in testing or as a model
for the Change Data Capture User Listener (CDCU) program that you must provide. This CDCU program is referenced in
the CDCM program messages and the STATUS_CDC message with the name of CDCU, but you can change that name
as desired. This program is provided in source (CDC3). For a description of this program, see CDCU Sample Program
(Source CDC3).

GAP Processing

In the normal ordered processing for CDC, a gap does not normally occur, and gaps should be avoided whenever
possible. But because it is occasionally possible for a gap to occur, you need to know what action to take if it does. See
the information about the GAPFIX function of the Utility (DBUTLTY).
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Change Data Capture Tasks in a MUFplex

In a MUFplex environment with one physical MUF enabled, CDC tasks are performed the same as in a non-MUFplex.
This is also true when a MUF has a shadow in a Shadow MUF environment.

If two physical MUFs are enabled, the local mode (see Modes of Operation for a Target MUF) is logically disabled, all
processing uses the LXX read from DASD, and processing uses nothing from memory. If all but one physical MUF ends,
the code automatically changes to optimize for memory and not DASD. While two MUFs are enabled for processing,
you can run CDC in only one MUF or in some or all physical MUFs. At each control point a CDCL task in a physical
MUF reads the CDC control record, processes a segment of work, commits that work, then rereads the control record
for update. The physical MUF that acquires the record lock does the unit of work as the other MUF waits. Depending on
various timing conditions, the work can flip between the physical MUFs. This is an acceptable way to run, because any
MUF that is terminated or fails has no effect on the continuation of the CDC task.

NOTE
The MUF startup options in each MUF in a MUFplex should be identical. They are not, however, checked for
matching. Each MUF is enabled with the startup options specified for it. Therefore, if the options in one MUF are
changed during its execution by issuing a console command, all MUFs executing in a MUFplex should also be
changed by giving them identical console commands.

Restart Processing

The restart process that occurs during the MUF startup notes transactions that are subject to CDC and remembers that
status for any scheduled ROLBK commands. No other restart processing is affected. Restart processing requires that
all requests be successful in a forward condition. Specifying the DBURSTR macro parameter TXNUNDO= as NO when
defining a User Requirements Table (URT) therefore cannot allow you to have a condition of being restart backed out.
Restart does not provide two-phase commit processing for a TXNUNDO=NO request. Users wanting two-phase commit
are required to use TXNUNDO=YES. If a user program issues a maintenance request that is subject to request backout
and the MUF does the backout then fails before writing the LOGRP record, the original record is processed by the CDCU
task as committed, in which case no reversal record exists.

NOTE
For more information on defining URTs and the TXNUNDO= parameter of the DBURSTR macro, see Defining a
User Requirements Table.

Recovery File (RXX) Processing

The RXX report adds a flag to note if the record was subject to CDC. The two flags of this record and this transaction are
subject to CDC and are added to the READRXX header information where a letter C indicates a CDC record and a letter
T indicates a CDC transaction.

MUF EOJ Report

For a source MUF or target MUF, the EOJ reports have a page for CDC. It provides the same information as the
STATUS_CDC console only command.

Dynamic System Tables

The following Dynamic System Tables give CDC information: MUF_CDC (MCD), MUF_CDC_BASE_TABLE (MCT), and
MUF_CDCL (MCL).

RXXROLLBACK, Aborted Rollbacks, and Partial Backouts

When using the CDC feature, make certain that you have either specified YES for the MUF startup option
RXXROLLBACK or allow RXXROLLBACK to default to YES. You cannot use the CDC feature when force check pointing
is specified, that is, when RXXROLLBACK is NO or LOGRCV is NEVER.
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RXXROLLBACK set to YES ensures that ownership of transaction data remains in existence until it is committed or is
rolled back. A task that is long running, subject to a force spill, and subject to any form of backout has special handling.
In the case of a full rollback (ROLBK) that completes normally, the records on the LXX are reversed during transaction
backout, flagging the individual records as undone. You then execute the DBUTLTY RECOVERY function to reverse
maintenance that has been spilled. Those maintenance records occur in a different task area and are the reverse of
the original maintenance record. When this process completes, the original task writes its ROLBK command with the
additional data of what LXX data was reversed. The CDC task deletes any LXX records reversed then commits the spilled
log records and the reversal recovery records. The net effect is no change of data. If you choose to abort the backout, the
net result to the local MUF is that the transaction maintenance that resided on the LXX is reversed and the records that
were spilled are committed. The same result occurs in CDC.

The above conditions are similar for partial backouts. A partial backout most often occurs because a LOGTB command
was issued. The LOGTB does what it can on the LXX and, if force spilled, directs the recovery. After the recovery a new
log record is added, LOGRP, if needed, to note the partial backout with the maintenance records affected.

A partial backout can occur in SQL processing to ensure a single statement is completed forward or not at all,
independently of the task being committed or rolled back. After the backout completes, a new log record is added,
LOGRP, to note the partial backout with the maintenance records affected.

A partial backout can occur in rare cases where a single maintenance command completes the logging of a command
then fails to complete the data or index requirements. The backout, if this request was done with a URT with
TXNUNDO=YES, completes with the log record marked undone and the LOGRP log record added to note the reversal. If
the request executed with TXNUNDO=NO specified (see Maintenance Commands with CDC when TXNUNDO=NO), the
request to CDC is considered committed when it arrives on DASD. This backout therefore has a different new log record,
LOGBR, that has the same data as the maintenance issued. The CDC task adds a maintenance record as committed,
that is the reversal of the original command. The CDCL task sees this as two committed transactions.

LXX RESET or INIT

If a RESET is done, you must handle records in the CDC database with a special user application. A CDCL task that
is not stopped before a reset or initialization of the LXX can, at times, detect an issue and report the condition. At other
times, the CDCL task sees the issue as a gap. Therefore, before a reset or initialization of the LXX, stop the CDCL task
then, while the task is stopped, process or delete all existing transactions and MNT records. An INIT of the LXX with a
lower TSN presents a substantial risk of duplication of TSN numbers and data corruption of the target data.

CDC System Database

The   Batch Transaction Generator (BTG) deck includes the required definitions for using the Change Data Capture (CDC)
feature.

Maintenance Commands with CDC when TXNUNDO=NO

If a maintenance command is issued with the User Requirements Table (URT) DBURSTR macro parameter TXNUNDO=
specified as NO, the command is deemed outside the context of a possible transaction. It is therefore added to the
CDC database with a transaction sequence number (TSN) of 0. It is considered committed instantly and therefore has a
special commit record added to the TSN table. This record includes a clock value range. The CDC User Listener (CDCU)
program then knows that only the MNT records in that clock value range are to be processed.

In the unlikely event that the request is backed out, a reversal record is added to the log with a command LOGBR,
causing a reversal record to be added to the CDC MNT table and a special commit in the TSN table. A backout could
occur, for example, if an ADDIT fits in the data area and is logged, resulting in a full index.

Accounting Facility Considerations

The CDC task does its delay for new work and its reads of the CDCLXX outside of normal  request processing. These
events are charged to the next actual  request that is done. For Accounting Facility purposes, the first request starts when
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the CDC task starts and ends after the first  command. After that, each starts with the completion of the last until the
completion of the next. This means, however, that some accounting times can appear to occur outside normal patterns.

Rules when Testing CDC

To start testing, execute the following steps:

1. If the MUF is currently enabled, spill all data, and end the current MUF.
2. If the MUF is not currently enabled and restart is needed, or if it is not all spilled, enable the MUF without CDC, spill all

data, and end the MUF.
3. With the MUF down, reset the LXX to clear all CDC information.
4. Null load the CDC database.

Additional Rules when Testing CDC

When Rules when Testing CDC are not acceptable operationally because it involves ending the MUF and resetting the
LXX, the following steps have been created. They allow a complete reset of the current CDC databases and connection of
the LXX to the CDC data base and a logical empty of the LXX of CDC flagged log records.

The steps and required order are:

1. End any running CDC User Listeners (CPU).
Do not start it again until the step shown below directs it to be restarted.

2. End any running CDCL either locally or remotely.
a. Do not start it again until the step shown below directing it to be restarted.
b. Example of messages with a CDCL_CLOSE

   i.      DB01311I - CDCL_CLOSE *                                                                      

  ii.      DB01335I - CONSOLE SCHEDULED - CDCL_CLOSE *                                                   

 iii.      DB00608I - CONSOLE COMPLETE - CDCL_CLOSE *                                                   

  iv.      DB00112I - BACKOUT JOB-***CDCL* NUMBER-50502 ID=DBDVM01 13:40:40 RC= N                       

   v.       DB01404I - DATA SET CLOSED, CDCLXX0  DCMSP5  1 OF 1                                          

  vi.      DB03152I - CDCL DBDVM01 ENDED CDCLXXIO-2 MNT-500 LASTLXX-20200827134040                      

 vii.      DB03164I - CDCL DBDVM01 PLUS-1 MNT-500 DBID-2009                                             

viii.      DB00151I - ENDED ***CDCL* 50502         -0          RQ-1 IO-0 E-M:S-33:30 R-M:S-0:0.00 TASK-1

        

3. Ensure that no CDCL is listening to the LXX either locally or remotely.
Use command ‘STATUS_CDC’ to see that no CDCL has an OPEN status.

4. Issue command ‘CDC RESET’.
a. Initially it sees that no CDCL is running locally. However, it cannot determine if a remote CDCL is open but that

should be done from step 2 shown above.
b. The following message is issued: DB03106I - CDC RESET START, CDCL SHOULD BE CLOSED, CDCM
c. Lock the log internally and clear every indication that CDC has ever been active from this moment. Log records

flagged as CDC cannot be corrected and those are reportable by REPORT AREA=RXX. However, they do not
hinder this RESET process.

d. The CDCM Monitor task is then directed to read (with lock) the CDC control record and delete it to show there are
no CDC in the CDC databases.

e. Example of messages driven by ‘CDC RESET’

  i.      DB01311I - CDC RESET                                                       

 ii.      DB01335I - CONSOLE SCHEDULED - CDC RESET                                   

iii.      DB03106I - CDC RESET START, CDCL SHOULD BE CLOSED, CDCM OPEN, WAIT DB03138 
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 iv.      DB03139I - CDCM START RESET                                                

  v.       DB00608I - CONSOLE COMPLETE - CDC RESET                                    

 vi.      DB03138I - CDC RESET DONE, CDCL CLEAR (OPTIONAL), THEN CDCL OPEN           

          

5. Issue command ‘CDCL_CLEAR name’ where name locally can be an asterisk (*) or the MUFPLEX name. Remotely it
needs to be the MUFPLEX name of the LXX to which it is listening. Run on the MUF where CDCL normally runs either
locally or remotely. It expects the normal CDCL statements to be in place.
The command has no messages and flags the CLEAR to occur during the next OPEN.

6. Issue command ‘CDCL_OPEN name’ where the name locally can be an asterisk (*) or the MUFPLEX name. Remotely
it needs to be the MUFPLEX name of the LXX to which it is listening.
During the OPEN it deletes all of the TSN and MNT records in the databases.

7. New CDC maintenance can now be added.

Source MUF Setup and Use

The following topics provide information about setting up and using the source Multi-User Facility (MUF).

  

CDCM Subtask Definition in Source MUF

A source MUF subtask, the Change Data Capture Monitor (CDCM) program, tracks the status of the CDC Listener
(CDCL) and CDC User Listener (CDCU) programs.

NOTE
 If listed in the MUF EOJ TCB User Summary Information report, the name of the CDCM program is DBCPMPR.

The following MUF startup options (which are also console commands) provide the CDCM subtask program in the source
MUF the information it needs to monitor the CDCL and CDCU tasks in the target MUF.

• CDCM_CLOSE
• CDCM_CNTTB YES/NO
• CDCM_DBID number
• CDCM_ID A
• CDCM_OPEN
• CDCM_POLL n 
• CDCM_SIDNAME sidname 
• CDCM_WARN n 

Other CDCM Subtask Considerations

The CDCM subtask ends when the source MUF in which it has been defined ends (EOJs). The CDCM subtask
automatically generates a close of its User Requirements Table (URT) if its URT is open at the time an EOJ is processed.
If EOJOFF is used, the CDCM subtask must be manually told to open.

If the target MUF is not the same as the source MUF, and if the target MUF EOJs while the CDCM subtask is still
attached, the target MUF ends the task to allow its EOJ to continue. The next polling interval then causes a return code
86 in the source MUF, meaning that the source MUF has abended. The CDCM subtask then sets itself closed. If the target
MUF is re-enabled, in this case you therefore need to reopen the source MUF CDCM.

During the open of the URT for the CDCM subtask, the job name as seen by many console commands and status
requests is altered from the MUF job name to ***CDCM* to more clearly identify the subtask.
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The CDCM subtask issues a warning message DB03135W to give information about whether CDCL or CDCU is behind
and if so by what amount of minutes and seconds. The following are examples of message DB03135W:

• DB03135W - CDCM WARNING CDCL BEHIND--12:31 TSN-6 MNT-3,000
• DB03135W - CDCM WARNING CDCU BEHIND--12:32 TSN-6 MNT-3,000

The CDCM subtask also prints message DB03133I to tell you when the CDCM subtask starts, opens, or closes. The
following is an example showing that CDCM has started: DB03133I - CDCM CHANGE DATA CAPTURE MONITOR -
STARTED. 

If a  return code occurs, the message DB03134E is issued. The following is a sample of that message when a return code
13(131) has been received: DB03134E - CDCM ERROR CNTKRTSN 13 (131).

The CDCM subtask status is provided in the second line received in response to a console-only STATUS_CDC command.
That second line is message DB03131I. The message gives the status of the subtask and program, CDCL and CDCU
times in minutes and seconds, and TSN and MNT counts. If a return code closed the CDCM, the end of the message
provides the command, table, and return code that occurred. The STATUS_CDC DB03131I message times and record
counts are from the prior CDCM polling interval, not from the time at which the STATUS_CDC was issued. If the polling
interval is 60 seconds, for example, the information in DB03131I can be from 60 seconds ago. If the CDCM subtask is
currently closed, however, the information in DB03131I is from the last polling interval it was open. The following is an
example of DB03131I: DB03131I - CDCM OPEN WAITPOLL CDCL----:00 CDCU--56:58 TSN-19 MNT-12,131.

Excluding Updates From a Job From CDC Processing

CDC supports the ability to exclude data updates from instances of one job name from CDC processing. Any changes
made in the Source MUF under this job name will not be passed to the Target MUF. Specify the desired job name
to exclude using the MUF startup option (or console/console-like command) CDC_EXCLUDE_JOBNAME (for more
information, see CDC_EXCLUDE_JOBNAME).

Only one job name can be excluded at any point in time. To change the job name being excluded, resubmit the
CDC_EXCLUDE_JOBNAME option. The specification of an invalid job name results in no data updates being excluded.

Source MUF Normal Operational Details

Each maintenance log record (add, update, and delete) has a CDC-request flag set as appropriate. If this is the first CDC
maintenance command for this transaction, an additional log record flag is set to indicate the transaction is subject to
CDC. This flag is in every following log record of the transaction. If the task is subject to force scan, the flag exists in the
Force Area (FXX). If the restart process detects that the flag is set, the rollback process is scheduled as subject to CDC.

An internal element list follows the external list. The internal list is self-defining with each contiguous byte group being
defined with one length and offset (LLOO). It adds less than one-tenth of a percent (.1 percent) to the size of the log
record.

Each commit or rollback log record has a CDC-transaction flag set if the transaction had any record logged with the
CDC-request flag set. This includes all forms of commit: COMIT, LOGCP, LOGCR, DEQUE and CLOSE. Each ROLBK
command has its log record extended to provide the start and ending clock values that were properly reversed in the LXX.
A backout attempts to do every record in the group except if the backout is aborted. The ROLBK record also has a flag
indicating if the backout had any type of error.

Any number of MUFs can need CDC and be considered a source MUF.

Target MUF Setup and Use

A target MUF is one that has one or more CDC Listener (CDCL) tasks defined. MUF startup options are used to initially
define a CDCL task for a target MUF. Each CDCL task executes with a normal task area in MUF. The code executes
completely in the MUF concurrent with other tasks, that is, it is not a subtask. For details about using CDCL-related MUF
startup options and console commands, see CDCL Task Definition in Target MUF.
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There are two kinds of modes in which CDC can run. When the source and target MUFs are the same, the CDCL task in
the target MUF is therefore also in the source MUF. In this case, the mode in which CDC runs is called local mode. Local
mode is generally considered to be more efficient, when circumstances allow, than remote mode. For more information on
CDC running modes, see Modes of Operation for a Target MUF.

As the CDCL task finds maintenance log records that are subject to CDC, a change record is added to the maintenance
table in the CDC database. As commits are found that are subject to CDC, a commit is added to the transaction table in
the CDC database. As backouts are found that are subject to CDC, the related maintenance records are deleted, then the
backout is ignored.

Task overhead is based upon the required work. A busy LXX naturally requires more work than one less busy, and a LXX
with more records subject to CDC requires more work than one with less. Also, the work done in watching an LXX in a
local mode is less than in a remote mode.

  

CDCL Task Definition in Target MUF

Use the following to define the CDCL program in the target MUF.

•  CDCL
CDCL is the MUF startup option with which you specify a CDCL task. You must specify CDCL at MUF startup. You
cannot add the CDCL option after startup. For details about the CDCL MUF startup option, see CDCL.
There is no CDCL console command.

CDCL-Related Options

Each CDCL task that is defined defaults to being closed at startup unless set to open in one of the following CDCL-related
options.

•  CDCL_CLOSE name 
(z/OS only.) (Optional) CDCL_CLOSE is part of the Change Data Capture feature.
►►─ CDCL_CLOSE ─ name ────────────────────────────────────────────────────────►◄

•  CDCL_CLOSE name 
CDCL_CLOSE is not allowed during startup, because close is the default, and a task must be in open status before
it can be closed. The name can be specified as ALL, an asterisk (*), a MUF name, or a MUFplex name. Specify an
asterisk if the source MUF and target MUF are the same.
–  Valid Entries: ALL, an asterisk (*), a MUF name, or a MUFplex name
–  Default Value: (No default)
Specify an asterisk if the source MUF and target MUF are the same. If used during MUF startup, the name must match
the name specified in a CDCL MUF startup option. After startup, the asterisk is shorthand for the true name. An error is
recognized if the specific name or asterisk MUF is not found in the CDCL list.

•  CDCL_DBID name,dbid 
The name can be specified as ALL, an asterisk (*), a MUF name, or a MUFplex name.
The dbid to specify is the DBID that contains the CDC tables. This DBID is considered a system DBID and must be set
as ACCESS OPTIMIZE.
–  Valid Entries: 

• For name: ALL, an asterisk (*), a MUF name, or a MUFplex name
• For dbid: a valid system database ID

–  Default Value:
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• For name: (No default)
• For dbid: (No default)

• CDCL_DS name,x,dsn
• CDCL_OPEN name
• CDCL_POLL name,n
• CDCL_RESET name

Messages Returned by CDCL Task

The CDCL task can print the following messages: DB03151I, DB03152I, DB03153E, DB03154I, DB03155W, and
DB03156W.

Modes of Operation for a Target MUF

This section discusses the normal modes of operation for a target MUF when there are no special cases.

Local and remote are the two modes of operation for a CDCL task. Each site needs to test and choose the best mode for
it to use.

In a local mode, the CDCL task runs in the MUF defined as the source MUF, that is, the source and target MUFs are the
same. The local mode of operation is desirable for sites having MUFs that are not too busy or that have a lower volume of
CDC records to process.

In a remote mode, the task runs in a target MUF that is physically different from the source MUF. The remote mode of
operation is desirable for sites with very busy MUFs that cannot be slowed and that expect to have a significant number of
CDC records.

Local and remote modes of operation and the various actions available in each mode have certain things in common. In
a normal scenario, a control record exists and the Log Area (LXX) contains the same last log record located in the same
place. Once the CDCL task has matched the last LXX record, the CDCL task either starts with the next log record or
waits until a next log record exists. If the CDC control record does not exist, however, or if it exists but the date-time of the
LXX INIT or RESET is different from the current LXX control block, the CDCL task must pick a starting LXX location. The
location that is wanted is the first CDC LXX record after the initialization or reset of the LXX. If none yet exists, the CDCL
task delays until looking again at each polling interval. If one does exist, or once one exists, that track is read and, if it still
contains the same information (that is, if there has been no wrap), it is selected. If the first record is not available, a gap
condition has occurred, at which time the CDCL task issues a message and closes itself.

Handling the startup gap is described in the section on gap processing, but the basics are as in the normal case scenario,
and the user uses the GAPFIX DBUTLTY function  to build the information from the RXX file or files, then opens the CDCL
task, from which it gets the correct LXX location. If the RXX file or files are not available, or if the user chooses to not build
the information, the CDCL task can be reset then opened, causing it to start in the LXX at the current cycle (unspilled
data) and go forward from there to the date-time of the reset (using CDCL_RESET name).

Once the starting location is picked, the CDCL task enters its normal operation that is different for local mode versus
remote, as previously described.

If the CDCL task is closed, it stops its processing as soon as possible and commits work that has been done. The next
time the task is started, it then begins processing the LXX at the next record. If the MUF fails, any work the CDCL task
has not committed is set to backout, and the task, when started, begins processing the LXX at the start of the backed-out
work.

If the MUF is set to EOJ and there exists any CDCL task that is not closed, the EOJ process directs every CDCL task to
close. Each task then ends as quickly as possible. If a user wants to remove the EOJ with EOJOFF, the CDCL task must
be manually restarted by setting it back to an open status. With the EOJ status in effect, it is not possible to restart the
CDCL task during the execution of other tasks that are currently running.
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All I/O that is done by a CDCL task for the LXX uses a CDCLXX DD statement, even when it matches the LXX, to provide
a separation in the statistics and more easily show CDC task overhead. Processing for specific log records is common for
local and remote modes. If the record is a maintenance record and subject to CDC, it is reformatted as a MNT record and
added to the MNT table. In the MNT table format, the record provides full row images before and (or) after, allowing the
CDCU program to be much simpler, because it does not need to handle an element list or work area. If the record is not
subject to transaction backout (TXNUNDO=NO), a TSN record is added with TSN 0, and the date-time range is set to the
single specific MNT record.

If the record is a form of transaction commit, a TSN record is added with that TSN, and the date-time range is set to low
and high values so that the user-watcher program can use them for the range processing of MNT records. Note that the
CDCU program always processes a TSN record by reading all MNT records in the range and, when each is processed,
deletes the MNT record and the TSN record, followed by a commit.

If the record is a rollback (ROLBK), the CDCL task issues a range read to the MNT table, and if no record is found, the
ROLBK is ignored. Otherwise, the ROLBK is also a functional commit, and a TSN record is added with low and high
values so that records not rolled back are committed. Records could exist if the ROLBK command was subject to an
operator-requested REQABORT, TSN_ABORT, or ROLLBACK_ABORT. Those records backed out before the abort has
been removed and those not backed out remain. Another case could be if the ROLBK was subject to a force spill. In this
case, records that are on the LXX and subject to backout have been deleted, and records spilled remain, as well as the
reversing of log records where recovery functionally removed the maintenance.

For all three conditions of a TSN record being added, if a flag is set to indicate that an error occurred during backout, a
warning message is issued, indicating the condition, to warn that the MUF and CDC might no longer be in sync.

If the record is a partial rollback (LOGRP), the CDCL task provides the range of dates-times that the backout executed
locally and performs the same functionality by deleting the MNT records in that same range. If the record is a request
backout (LOGBR) with a URT with TXNUNDO=NO, the CDCL task uses the maintenance log record and generates a
MNT record that is the opposite. After the MNT record is added, a TSN record setting the commit of this request is also
added.

Target MUF Normal Operational Details for Remote Mode

The following discusses how the target MUF normally works in remote mode.

In the normal process for remote operations, the remote mode is targeted to watch a LXX for a very busy MUF. The
number of seconds to delay, when the task is current, is 5 seconds or less. If at the higher end of 3-4 seconds it runs more
efficiently than at the low end of 1-2 seconds. This is a tuning option to best meet user needs.

The basic flow of the CDCL task is as follows. After finding a place in the LXX to start, as previously described, the CDCL
task issues one I/O to read eight tracks. This 8-track group is processed as a one transaction for the CDCL task. It finds
the specific record expected and then either starts processing at that record or skips it and starts with the next record.
Each record is processed as previously explained. For every log record the CDCL task finds, the time of the record is
updated in the field used for status. This allows users to track the progress of the CDCL task. It is also updated in the
CDC control record used when the CDCL task is next started.

If the group of eight tracks that are being processed is found to be of a date later than expected, a gap is recognized and
the CDCL task ends.

If the group of eight tracks that are being processed found the specific record expected, and more, and the current end
of the log, the CDCL task stops processing this group. If any CDC records were found, the CDCL task issues its own
commit. If no CDC records were found, and if it has been longer than one minute since the last commit, the CDCL task
issues a commit. After the commit (or not), the CDCL task sets the last record found prior to the end as the specific record
and reads eight tracks, starting with that last record found. If the specific record is found in the first track but no new log
records exist, the CDCL task delays for the specified number of seconds. After the delay, it restarts this process. At the
end of each extent or end of file, fewer tracks are read. If the number of tracks is one and the last record was the specific
record (and it is not to be processed), the next track is the first of the next extent or, if the end of file, the second track.
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If an error occurs during a track group, the CDCL task terminates with an error message and does a ROLBK. When the
task is next started, it picks up at the same location and tries again. If the MUF terminates, the next restart drives the
ROLBK, and the task starts at the proper location after waiting, if necessary, for the ROLBK to complete.

Target MUF Normal Operational Details for Local Mode

The following discusses how the target MUF normally works in local mode.

In the normal process for local operations, the CDCL task executes with a combination of the 8-track read mentioned in
the remote operation section and using a work buffer in memory without I/O. The size of the work buffer is set at MUF
startup. If the work buffer exists, the LXX write processor always adds each new CDC log record now on DASD to the
work buffer. It wraps as necessary. This process is independent of a CDCL task.

Local processing does not require the CDCL task to be ready during the enabling of the MUF nor at any other time.
At each time the CDCL task needs additional work, it determines if the needed data is in the work buffer. If not, DASD
is used in a manner similar to the remote mode of operation. If using DASD, when the work buffer has the current
information the CDCL task switches and remains in a memory-only mode either until stopped or the buffer is filled and
does not contain needed data. The switching from memory to DASD is automatic. It can only be seen by watching
the I/O counts for the CDCLXX data set or by the WRAP count in message DB03163I that is generated by issuing the
STATUS_CDC console-only command.

When using the work buffer, the 8-track group is not available to provide a reasonable commit point for the CDCL task.
Eight tracks of work buffer records are therefore used instead, in which case tracks having no CDC records are skipped
and the next eight tracks containing CDC data are the group.

CDC1 Test Program (Load Member DBCP1PR)

When using the Change Data Capture (CDC) feature, you are responsible for providing a user-supplied CDC User
Listener (CDCU) program (see CDCL, CDCU, and CDCM Programs).

This test program allows the transfer of maintenance from a source database to a target database to assist in simple
testing. As such, this program is not intended for production purposes. It is a small and simple program intended for use in
verification testing by QA (Quality Assurance) against simple tables such as those in sample database 1.

Regarding this test program, consider the following:

• The SYSIN options are all read and processed before actual work begins.
• Each statement is echoed to SYSPRINT.
• A statement with an asterisk (*) in column one is printed and ignored.
• Each statement must have an option starting in column 1 and a value starting in column 11.
• The value ends with a blank after which comments are allowed.

  

SYSIN Options

The SYSIN options in the sample CDCU program are as follows:

•  CDC_BASE
The CDC_BASE value is a number representing the DBID of the CDC database. If a value is not specified, the default
is 2009. For more information, see CDC_BASE.

•  DETAIL YES/NO
The DETAIL value can be set to YES or NO. The YES causes one line of output for every TSN record reporting all
fields and one line for every MNT (maintenance) record reporting all fields except the actual data.
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–  Valid Entries: YES or NO
–  Default Value: NO

•  EOJ n 
The EOJ value is a number n in the range of 0 (zero) through 100000. A value of zero is the default and causes the
CDCU program to run until canceled. A value of one or more directs the program to terminate, when the specified
number of consecutive delays has occurred, after no TSN records are found.
–  Valid Entries: 0 to 100000
–  Default Value: 0

•  ID A
The ID option must be specified with a value of A (the letter A). This letter A is the control ID that defines the record
definitions.
–  Valid Entries: A
–  Default Value: (No default)

•  MSG_1 YES/NO
The MSG_1 can be YES or NO. The default is NO. If you specify YES, informational message DB03191I is sent to the
MUF JES log after the first return code 14 (NO RECORD FOUND) received while processing the TSN table and after
the first return code 14 received following the processing of one or more TSNs. A sample message sent to the MUF
JES log is DB03191I - DBCDC1PR jobname A-mufname ALL COMPLETE .
 MUFNAME 

• The MUFNAME option must be specified. The value of the option is the name of the MUFplex or MUF that owns the
LXX that contains the CDC records.
–  Valid Entries: a valid MUFplex or MUF name as described in the foregoing
–  Default Value: (No default)

•  POLL n 
The POLL value n can be a number from 0 (zero) through 600 that represents the number of seconds the program is
to delay (STIMERM) after finding no TSN record before looping to try again.
–  Valid Entries: 0 to 600
–  Default Value: 5

•  SNAP snapval 
The SNAP snapval value can be as follows:
–  LG

LG is used to cause the program to snap (dump) every TSN and MNT request and work area only.
–  NO

NO is used to cause the program to not do a snap (dump).
–  RQ

RQ is used to cause the program to snap (dump) every Request Area and work area after every  request.
–  Default Value: NO

•  TEST testval 
The TEST testval value can be ML, YES, or NO. A value of ML or YES causes a TEST command to be issued setting
the Master List dump option with or without buffers for every request.
–  Valid Entries: ML, YES, or NO
–  Default Value: NO

•  TIME
The TIME value is a number from 0 (zero) through 360000. If not zero, the value is used as the number of one-
hundredths of a second to delay after each  request. The purpose of the TIME option is to provide a way for the
program to go slow enough to test all the conditions of its not keeping up.
–  Valid Entries: 0 to 360000
–  Default Value: 0

•   dbid 
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This dbid is the database ID of the source MUF, a database ID value to use for the transfer of the database ID for the
target MUF. Multiple database ID specifications are allowed, as in the following example that shows the use of two
database IDs, 497 and 997, as input from the source MUF, mapped to target MUF database IDs of 597 and 697. In the
example, all databases that are not either database ID 497 or 997 are deleted.
 //DBCP1PR  EXEC PGM=DBCP1PR

 //SYSPRINT  DD  SYSOUT=*

 //SYSUDUMP  DD  SYSOUT=*

 CDC_BASE  2009  (1-5000) DBID

 DETAIL  NO  (YES/NO) ONE LINE PER TSN OR MNT RECORD PROCESSED

 EOJ     2   (0-100000) CONSECUTIVE TSN RC=14 AFTER WHICH EOJ

 ID      A   CONTROL ID

 MSG_1   YES WANT DONE MESSAGE MUF EACH TSN 14

 MUFNAME DBDVM01

 POLL    2   (0-600) SECONDS TO DELAY AFTER EACH TSN RC=14

 SNAP    NO  (RQ/LG/NO) RQ=SNAP EACH REQUEST, LG=SNAP ONLY TSN/MNT

 TEST    NO  (YES/ML/NO) TEST COMMAND ML DUMP OR ML+BFRS

 TIME    0   (0-360000) 100THS OF SEC TO DELAY AFTER EVERY DB CALL

 497     597 FIRST DBID AS INPUT TO SECOND DBID AS OUTPUT

 997     697 FIRST DBID AS INPUT TO SECOND DBID AS OUTPUT

 *           COMMENT, ALL BASES NOT 497 AND 997 ARE JUST DELETED

–  Valid Entries: a valid database ID
–  Default Value: (No default)

Program Logic and Sample Report

A specific statement is not intended to repeat, but if it does, the last one processed is the one that is in effect. DBCP1PR
sample program logic is described at a high-level as follows:

1. The SYSIN statements are processed.
2. The CDC database is opened.
3. A primary loop reads the first TSN record, processes it, then loops. The processing of a TSN record causes a

secondary loop that performs GSETL/GETIT through the MNT records that are within the range of values specified in
the TSN record.

4. If the database ID in the MNT record is not in the input (database IDs 497 and 997 in the previously shown example),
the record is deleted. If a database ID is provided, the maintenance is issued against the output database ID (597 and
697 in the previously shown example).

5. When all the MNT records are deleted, the TSN record is deleted.
6. The program issues a COMIT.
7. When the program ends, a report is produced, a sample of which follows. For a sample report heading, see Sample

Report Header.

TOTAL -      REQUESTS         TSN'S         MNT'S       MUF I/O       A DBDVM01

                6,019             3         3,000            14

   DBID TABLE       ADDIT         UPDAT         DELET

    997  C02          500           500           500

    997  C01          500           500           500

This page of the report shows the following:

•  REQUESTS
Displays the total calls to DBNTRY during processing.

•  TSN'S
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Displays the number of TSN records processed.
•  MNT'S

Displays the number of MNT records processed.
•  MUF I/O

Displays the number of I/O events MUF used to process this job's requests.
•  A ccccccc 

Displays the control ID (the letter A) followed by the name of the MUF or MUFplex that is being used.
•  The following columns

Display the detail number of ADDIT, UPDAT, and DELET commands by DBID (997 in the example) and by table (C02
and C01 in the example).

CDC1 Program Messages

The CDCU program CDC1 prints the following message when starting successfully: CDC1 - CHANGE DATA CAPTURE
USER LISTENER STARTED .

The CDCU program CDC1 prints the following message when ended: CDC1 - CHANGE DATA CAPTURE USER
LISTENER ENDED .

The CDCU program CDC1 prints the following message each time no TSN record exists, indicating that the program is
caught up. Because of frequency, this message is useful for debugging but usually not for production.

 DB03191I 

 DBCDC1PR jobname A-mufname ALL COMPLETE 

 Reason: 

While using the Change Data Capture (CDC) feature, the MSG_1 SYSIN option associated with the CDCU program was
specified as YES. This informational message was generated after the first return code 14 (NO RECORD FOUND) was
received while processing the TSN table, and after the first return code 14 was received following the processing of one or
more TSNs.

In the message text, jobname is the CDCU job name, and mufname is the MUF name or MUFplex name.

CDCU Sample Program (Source CDC3)

This program provided in source and load is available for users to test CDC and show how TSN and MNT records
can properly be accessed and cleaned up. It provides some very basic options to assist users in testing. The program
CDC3 executes as a batch program. The program reads SYSIN to establish options and then executes against the
CDC database TSN and MNT records. The SYSIN options are all read and processed before actual work begins. Each
statement is echoed to SYSPRINT. A statement with an asterisk (*) in column one is printed and ignored. Each statement
must have an option starting in column 1 and a value starting in column 10. The value ends with a blank after which
comments are allowed.

The options are as follows:

•  CDC_BASE
The CDC_BASE value is a number representing the DBID of the CDC database. If a value is not specified, the default
is 2009. For more information, see CDC_BASE.

•  DETAIL YES/NO
The DETAIL value can be set to YES or NO. The YES causes one line of output for every TSN record reporting all
fields and one line for every MNT (maintenance) record reporting all fields except the actual data.
–  Valid Entries:

YES or NO
–  Default Value:
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NO
•  ID A

The ID option must be specified with a value of A (the letter A). This letter A is the control ID that defines the record
definitions.
–  Valid Entries:

A
–  Default Value:

(No default)
•  MSG_1 YES/NO

The MSG_1 can be YES or NO. The default is NO. If you specify YES, after the first return code 14 processing the
TSN table and then the first return code 14 after processing one or more TSNs causes the following message to the
MUF JES log: 'CDC3 - CHANGE DATA CAPTURE USER LISTENER ALL COMPLETE'
–  Valid Entries:

YES or NO
–  Default Value:

NO
•  MUFNAME

The MUFNAME option must be specified. The value of the option is the name of the MUFplex or MUF that owns the
LXX that contains the CDC records.
–  Valid Entries:

A valid MUFplex or MUF name as described above
–  Default Value:

(No default)
•  SNAP snapval 

The SNAP snapval value can be as follows:
–  LG

LG is used to cause the program to snap (dump) every TSN and MNT request and work area only.
–  NO

NO is used to cause the program to not do a snap (dump).
–  RQ

RQ is used to cause the program to snap (dump) every Request Area and work area after every  request.
–  Valid Entries:

LG, RQ, or NO
–  Default Value:

NO
•  TIME

The TIME value is a number from 0 (zero) through 360000. If not zero, the value is used as the number of one-
hundredths of a second to delay after each  request. The purpose of the TIME option is to provide a way for the
program to go slow enough to test all the conditions of its not keeping up.
–  Valid Entries:

0 to 360000
–  Default Value:

0

A specific statement is not intended to repeat, but if so, the last one processed is the one that is in effect. The program
logic is described at a high-level. After processing SYSIN statement, the CDC database is opened. A primary loop exists
to read the first TSN record, process it and loop. Processing a TSN causes a secondary loop that performs GSETL/GETIT
through the MNT records with the specific range of values provided by the TSN record. No specific record processing
exists as that is for a user to supply.

Following the specific processing, the MNT record is deleted and a GETIT for the next. When all are done the TSN record
is deleted and the program issues a COMIT.
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At program end a report is produced. Following is a sample. For an example of the report header, see Sample Report
Headers.

TOTAL -      REQUESTS         TSN'S         MNT'S       MUF I/O       A DBDVM01

                6,019             3         3,000            14

   DBID TABLE       ADDIT         UPDAT         DELET

    997  C02          500           500           500

    997  C01          500           500           500

This page of the report shows the following:

•  REQUESTS
Displays the total calls to DBNTRY during processing.

•  TSN'S
Displays the number of TSN records processed.

•  MNT'S
Displays the number of MNT records processed.

•  MUF I/O
Displays the number of I/O events MUF used to process this job's requests.

•  A ccccccc 
Displays the control ID (the letter A) followed by the name of the MUF or MUFplex that is being used.

•  The following columns
Display the detail number of ADDIT, UPDAT, and DELET commands by DBID (997 in the example) and by table (C02
and C01 in the example).

Soon after the program does its initial open, it writes the following message: CDC3 - CHANGE DATA CAPTURE USER
LISTENER STARTED If the program does its normal end, it writes the following message: CDC3 - CHANGE DATA
CAPTURE USER LISTENER ENDED. If the program does its error end, it writes the following message: CDC3 -
CHANGE DATA CAPTURE USER LISTENER ERROR, END.

Using EXCEPTION_FOR_JOBNAME for Sites Using the CDC Facility

Enhanced Job Handling for Sites Using Change Data Capture for Maintaining an Active-Query Environment

Product:

Release: 14.02

OS: z/OS

The EXCEPTION_FOR_JOBNAME command supports sites utilizing the Change Data Capture (CDC) facility to move
changes from one Datacom MUF to another. This enhancement is targeted for CDC Active-Standby or Active-Query
environments. However, it can be used for other situations where the actions provided are needed.

This command replaces the existing CDC processing option "CDC_EXCLUDE_JOBNAME" which permitted CDC users to
exclude one job name from change capture by CDC.

Note: You can set the EXCEPTION_FOR_JOBNAME command during the MUF startup or later as a console-like
command.

The EXCEPTION_FOR_JOBNAME command is constructed so that it can be used for current and future requirements.
The command allows you to provide an exception list to rules that are currently in place within the MUF. Currently, the
command is used to provide Job Name exceptions for two specific MUF processes.

Following the command are options of action, job name model, and the specific rule that the exception is being provided
for. The command model is:
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EXCEPTION_FOR_JOBNAME_ADD,JOBNAME,rule

or

EXCEPTION_FOR_JOBNAME DELETE,JOBNAME,rule

Use the add/delete value to:

• ADD a JOBNAME as a new exception for the specified rule
• DELETE a JOBNAME from an existing exception list for the specified rule (previously added through ADD)

Note: A DELETE cannot be done during the MUF startup but only later using one of the console-like APIs.

JOBNAME

Provides a one to 8-byte Job Name that is an exception to the specified rule. The name can include an asterisk (*) to be
a generic where all the bytes to the left are to participate in the compare. For example, ‘MYJOB’ provides an exception
for any Job that has a job name of MYJOB and padded to 8 bytes with blanks. Or, ‘MYJOB*’ would provide exceptions for
every Job that starts with the first 5 bytes of ‘MYJOB’ with any values in bytes 6 through 8.

rule

The rule for which the job name is granted an exemption.

Two rule values are supported currently:

• CDC - The provided job name is exempted from having the CDC change capture process its changes.
Use this option when CDC is running on MUFA capturing changes applying them to MUFB while CDC is also running
on MUFB and applying those changes to MUFA. In both cases, use this option to exclude the incoming CDC changes
from being captured and rebroadcast back to the original MUF.
Another case is where CDC is used to capture certain user changes for audit processing. There are system jobs that
are considered "secured" and need no auditing. Use this setting to exclude those jobs from capture.

• NOMAINT - The job name is excluded from the ACCESS NOMAINT in the MUF. This exception allows this job name to
perform maintenance commands in the MUF where all other jobs are blocked from maintenance.
Note: The exception is not for a specific data base DBID. An exception is provided to all bases in the MUF that have
NOMAINT set.
Use this option when you have an update MUF and a query only MUF and you are using CDC to capture and apply
the changes made on the update MUF to the query only MUF. To prevent any user update to the query only MUF,
set ACCESS NOMAINT on for all user DBIDs. The NOMAINT setting also stops the apply process from updating the
query MUF with the captured changes from the production MUF. Use this option with the name of the apply program to
allow it to do maintenance commands while all other maintenance activity is blocked.
Another case is where you want certain "secured" system jobs to be allowed to update while all other job names are
blocked.

While the two exception lists were designed for the ACTIVE-QUERY environment, they can be used individually for other
purposes as stated previously.

The number of EXCEPTION_FOR_JOBNAME commands that can be issued at MUF startup or through the console are
limitless. As with other critical system adjustments each time an exception is processed, the exception is written to the
JEL log of the MUF.

Currently, there is no reporting or Dynamic System Table list of active EXCEPTION_FOR_JOBNAME commands.
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zIIP Processors
 (z/OS only) In z/OS environments, you can use zIIP processors on the z9 series and above to offload computing cycles to
zIIP processors. Using zIIP processors increases overall CPU throughput at lower operational costs.

When using zIIP processing, take the following considerations into account.

 Inactive Recovery 

You must use inactive recovery (LOGRCV NO or no recovery (LOGRCV NEVER).

 SRB Mode 

You must run tasks in SRB mode to use zIIP processing. Specify SRB mode in the SMPTASK MUF startup option (see
SMPTASK) using the zIIP parameter z.

 ZIIP_USER_LIMIT 

The ZIIP_USER_LIMIT MUF startup option can be useful as a tuning option but is not required to do zIIP processing
(see ZIIP_USER_LIMIT Startup Option).

 MUF EOJ Report for zIIP 

The MUF EOJ report reflects zIIP information (see MUF EOJ Report for zIIP).

 Messages Related to zIIP Processing 

For information about messages related to SRB mode execution for zIIP processing, see Messages Related to SRB Mode
Execution.

Memory Resident Data Facility

The MUF startup options specify buffer pools for use by all  tasks running. The Multi-User Facility manages these buffers
keeping the most recently used blocks in memory and reusing buffers containing blocks which have not been referenced
recently. In managing these buffers, the Multi-User Facility treats all blocks equally, maintaining only the most recently
used blocks.

z/OS and z/VSE systems have additional virtual storage available which is managed by the  Memory Resident Data
Facility (MRDF). This facility allows you to specify data and Index Areas, or either one, to be memory resident.

When data spaces are used, they are created with a maximum of 2 GB. The MUF startup option DATASPACE can lower
this number. In z/OS, 2 GB should be used. In z/VSE, this would require large page tables and so it would be better to
set the DATASPACE value to slightly more than you plan to use. A single area is not split across data spaces. The size
provided is rounded down if it is larger than the DATASPACE MUF startup option.

The MRDF operates independently of the buffer pools. When satisfying a request, the Multi-User Facility looks for the
required block in the pool buffers and, then, in the memory resident areas. If the block is not available in memory, Multi-
User Facility performs the required DASD read.

z/OS 64-bit memory is the default to use for MRDF, and it should be allowed to work, not disabled. It requires JCL
changes or system changes to provide the amount of 64-bit memory to allowed for the MUF address space. With 64-bit
the maximum per each area is not the 2g for a data space but 9g.

When a memory resident data area is opened, in z/OS first attempts to allocate from 64-bit memory. If it is not available or
in z/VSE, MUF creates one or more data spaces and maps the areas to the data spaces.

The Memory Resident Data Facility allows the mapping of  areas to space in memory as either covered or virtual areas.
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Covered Areas

maps a covered area to memory when the area is opened and releases it from memory when the Multi-User Facility is
shut down. Covered areas reduce DASD I/O associated with data reads.

When  writes to a covered area, it writes to both the copy in memory and the DASD copy.  schedules writes to covered
areas in the same manner as it schedules writes when the Memory Resident Data Facility is not present. Therefore, writes
to covered areas are controlled by using the pipeline feature. (For details on using the pipeline feature see pipelining.)

Data or Index Area blocks in the covered memory are valid as long as the database is open for update. Every open where
the database was not already open for update removes all buffers for that database. This prevents obsolete index or data
if the physical area was reorganized, updated by another Multi-User Facility, updated by a Single User job, or restored
from some backup.

Virtual Areas

A virtual area exists only in virtual storage. It has no equivalent DASD area and, therefore, no DASD I/O is ever performed
to access or update it. Virtual areas are useful for temporary work areas such as the Compound Boolean Selection
Facility temporary index area or those required for a program or a set of programs.  maps a virtual area into virtual storage
when the area is first opened (after Multi-User Facility startup) and releases the storage when the Multi-User Facility is
terminated. The data in memory is built by adding or inserting records. It is retrieved by read programs. It is not subject to
DBUTLTY processing that does not use MUF for index and data area processing.

A database defined as virtual cannot be closed. For the life of the MUF execution, the data is as it was added and
changed. A database can be set to not be virtual using the console-like command VIRTUAL_DELETE. It requires that
the database have no open URT entries to a table in the base. If none, the virtual attribute is deleted and the database
removed from memory. The memory used for the areas in the database are freed.

NOTE
Virtual areas are treated as if they reside on 3380 devices. For example, an actual physical Index Area (IXX)
might be on a 3390 device, but  treats it as if it resides on a 3380 device during the run of the Multi-User Facility
and reports it that way in the DIR_DATASET (DRZ) dynamic systems table.

How to Define Memory Resident Areas

Define memory resident areas to the Multi-User Facility with the startup options COVERED and VIRTUAL.

COVERED FIRST and COVERED ACTIVE

In addition to defining the areas to be covered and virtual, these MUF startup options specify the amount of memory to
be used for each area. For a covered area, this may be less space than is occupied by the DASD copy of the area. In this
case,  provides the following options for determining which data blocks are made memory resident:

• If the parameter FIRST is specified when a covered area is defined, the Multi-User Facility maps as many blocks as
possible into memory, beginning with the first block.

• If the parameter ACTIVE is specified when a covered area is defined, the Multi-User Facility makes each data block
memory resident as it is first read. When the memory provided for the covered area is full, the Multi-User Facility
removes the least-recently-used block to accommodate a newly read block.

• If neither FIRST nor ACTIVE is specified when a covered area is defined, the Multi-User Facility compares the amount
of data currently in the area (at the time of open) to the amount of memory provided for covering the area. If all of the
current data fits in the available memory, Multi-User Facility treats the area as if FIRST were specified. If all of the
current data does not fit in the available memory, the Multi-User Facility treats the area as if ACTIVE were specified.

uses less memory and CPU time to manage a covered area defined with FIRST specified than to manage one with
ACTIVE specified. However, covering the first blocks of an area is only beneficial if records located in the physical
beginning of the data area are accessed frequently, since read requests for data outside the memory resident portion of
the covered area are directed to the DASD copy of the area.
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Covered Generic versus Specific Areas

With one statement, all areas in a database can have a default. This is done by omitting an area name. If provided, every
area in that database is covered. Each area specifically defined with a covered statement has those specific options.
Those not specifically covered receive the generic option.

Defining Virtual Areas

Although virtual areas do not exist on DASD, you must define them in  and catalog the definitions to the Directory (CXX),
as you would for any  data area.

Virtual Generic versus Specific Areas

If you specify a size for the Index Area or one or more data areas in the database and do not specify a VIRTUAL
statement with the database name,  uses the size specified for the first area in that database as the default size for any
unspecified area. Those areas not identified with a VIRTUAL statement receive the generic option.

Summary of Virtual Processing

The Index and data areas exist on disk and must have been initialized and loaded. When the MUF opens a virtual area,
memory is acquired and mapped to the space provided with no data, in other words, the equivalent to a null load. The
disk areas are not opened and any data in the disk areas is not read. Data can only be added to virtual tables through the
MUF with record-at-a-time ADDIT commands (including the MASSADD utility with MULTUSE=YES), or with SQL INSERT
commands. This memory data is never written to disk and is destroyed when the MUF terminates (both through EOJ or
through any type of failure).

Block Size

Once an area is opened by the Memory Resident Data Facility, do not change the block size of the area without recycling
the Multi-User Facility.

Memory Use

The size provided is used for storing blocks of the area only. Control information is built as necessary (in the Multi-User
Facility address space) in addition to the size specified.

Reporting on Use of Memory Resident Areas

When the Multi-User Facility is terminated, a summary of the MRDF information is written to the SYSPRINT/SYSLST file
where the MUF startup options are echoed. This information is cumulative from the time of the Multi-User Facility enable.
For an example of this information, see the COMM EOJ function.

Through SQL, the current definition and usage of MRDF information is available in real time. It can be acquired through
the dynamic system table MUF_COVEREDVIRTUAL.

Implementing and Maintaining Virtual Library System Files
and certain other  products use Virtual Library System (VLS) files as support files. The Virtual Library System Utility
(VLSUTIL) maintains these files.

VLS Files

uses the following Virtual Library System files:

• ADRLIB
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An error message file. (Used by multiple CA products.)
• ADRPNL

A panel definition and support facility. (Used by multiple CA products.)
• DDOFILE

A work file for online . The  Online Work File (DDOFILE) stores session dependent information over a logical process
which can span the processing of several panels of information. DDOFILE is the default name for the  online work file.
This name can be changed in the DDOLLIB= parameter in the DDSYSTBL macro. For details on specifying a different
name for this file, see .

• DDOFIL2
A work file for the  Interactive SQL Service Facility. The  Online SQL Work File (DDOFIL2) stores the SQL source
statements as members in this library. It is added to and deleted from by SQL mode transactions. You should backup
this file as frequently as your SQL processing mode activity dictates. DDOFIL2 is the default name for the  Online SQL
processing mode Work File. This name can be changed in the DDOLSQL= parameter in the DDSYSTBL macro. For
details on specifying a different name for this file, see .

• MDUOLL
A panel definition file for online . The Panel Library (MDUOLL) file contains the panel definitions used by  in the online
mode to communicate with the terminal. The file is established at installation time. Keep a backup of this file.

Defining the Files to VPE

The Virtual Library System files and other non- files accessed by  must be identified to the Virtual Processing Environment
(VPE), a component of CA-IPC. VPE enables  to run in multiple environments. In batch, these files include all input and
output files as well as print and punch files. In  online, these files include the DDOFILE, the DDOFIL2, and MDUOLL files.
Do not change the Panel Library (MDUOLL) File or any of the batch input and output files.

An entry must be defined in the VPE File Table using a ROSFD macro for each file used in batch processing and online.
The ROSFD macros assembled for z/OS sites are in the DDSAM03 and DDSAM04 members on the  page on http://
support.ca.com/ (for more information, see How to Obtain the Sample Members). For z/VSE sites, the ROSFD macros
are in the installation job stream. The ROSFD macros are assembled by the  installation process. In z/OS, you should not
need to reassemble ROSFD. In z/VSE, it is possible that you might need to reassemble ROSFD, if you change device
types (for example, from 3375 to 3390).

 name ROSFD parameters

 

The name refers to the VLS files for . See the CA Common Services for z/OS or CA CIS for z/VSE documentation for
details about the ROSFD macro.

Under CICS, an entry is required for each VLS file in the File Control Table (DFHFCT). See the CICS documentation for
information on the DFHFCT macro.

Maintaining the VLS Files

Use VLSUTIL to maintain the Virtual Library System (VLS) files. VLSUTIL performs the following tasks:
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• Backs up the VLS library
• Restores the VLS library
• Formats the VLS library
• Selectively backs up the VLS library
• Selectively restores the VLS library
• Produces a library index listing
• Adds a library member
• Deletes a library member
• Renames a library member
• Lists a library member
• Dumps a library member

With the exception of the backup and restore functions, these functions should only be performed at the request of
Support.

Extending a VLS File

Use the following procedure to enlarge a Virtual Library System (VLS) file:

1. End all processing involving the file to be enlarged.
2. Use the VLSUTIL BACKUP function to create a sequential backup of the VLS file.
3. Allocate a new, larger VLS file.
4. Use the VLSUTIL FORMAT function to format the newly allocated VLS file.
5. Use the VLSUTIL RESTORE function to load the formatted VLS file with the output from step 2.

NOTE
For more information about using VLSUTIL functions, see the CA IPC Implementation documentation.

Modifying Datadictionary Signon Transactions
Online  uses Session Control Facility (SCF), part of CA IPC, and is defined in the Session Control Facility Transaction
Table (SC00TRAN). To change the name of the transaction used to initiate modify the Session Control Facility Transaction
Table, as described in the CA IPC Implementation documentation.

The following transaction or EXEC names were defined in the SC00TRAN at installation:

• DDOL
Online

• DDOX
Online  Express Signon

If you are using a prior release of CA IPC, all of the above transaction or EXEC names were defined in the SC00TRAN
at installation, except DDOX. If you want to enable  express signon, you must add DDOX to the SC00TRAN, using the
following procedure.

For systems operating with CICS, each of the above transaction IDs must be defined to the CICS Program Control Table
(PCT) which is attached to the SC00INIT program.

Express Signon Considerations

Express signon assumes that the operator ID and password from the CICS Terminal Control Table Terminal Entry
(TCTTE) are the same as the user ID and user password for  online unless you have specified YES for the EXPBYPP=
parameter in the  System Resource Table.  For that reason, it is the  Administrator's responsibility to ensure that  short IDs
and passwords match those of the CICS TCTTE. If any of these do not match, the  Signon Panel appears.
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Adding  Express Signon to SC00TRAN

You must add an entry to the Session Control Facility Transaction Table (member SC00TRAN in the IPC library) for 
express signon. An entry for a  express signon is highlighted in the following example. The standard signon entry
precedes the highlighted entry.

SC00TRAN  SCTRANTB TYPE=INITIAL

          SCTRANTB TYPE=ENTRY,TRANID=IDEA,PROD=IDL,                    X

                   OPTIONS=(DD,PS),                                    X

                   IDENT='IDEAL:',                                     X

                   XFERCMD=IDEAL

          SCTRANTB TYPE=ENTRY,TRANID=IDLX,PROD=IDL,                    X

                   OPTIONS=(DD,EX,PS),                                 X

                   IDENT='IDEAL:',                                     X

                   XFERCMD=IDEAL

          SCTRANTB TYPE=ENTRY,TRANID=DDOL,PROD=DDO,                    X

                   OPTIONS=DD,                                         X

                   IDENT='DDOL:',                                      X

                   XFERCMD=DDOL

          SCTRANTB TYPE=ENTRY,TRANID=DDOX,PROD=DDO,                    X

                   OPTIONS=(DD,EX),                                    X 

                   IDENT='DDOL:',                                      X

                   XFERCMD=DDOL                                          

          SCTRANTB TYPE=FINAL

After updating the Session Control Facility Transaction Table, reassemble and link it to create a new load module
SC00TRAN. See the DDSAM05 member on the  page on http://support.ca.com/ (for more information, see How to Obtain
the Sample Members).

NOTE
For a complete description of the Session Control Facility Transaction Table and its parameters, see the CA IPC
Implementation documentation.

Using CA Datacom CICS Services
In addition to permitting application programs which run under CICS to issue requests to ,  CICS Services includes
features which enable you to control and monitor system resources and solve problems online. These features can be
activated with CICS transactions DBEC, DBEX, DBIC, DBOC, DBTS, DBTX, DBUG, and DBUT. Access to these features
can be controlled by limiting authorizations to these various transactions.

For more information about , see CA Datacom Tools - Source.

The following topics are discussed on this page:

  

Interfacing with Application Programs

  provides the interface between CICS and the  MUF. This interface permits application programs, including other CA
products such as , which run under CICS to communicate with . Application programs can be written using , the CA fourth-
generation programming language, or in Assembler, COBOL (with or without the use of CA MetaCOBOL+), or PL/I using
the command-level interface to CICS. Details on using your applications with  are provided in CA Datacom Tools - Source.

  allows you to use the CICS SYNC POINT with your online applications accessing .
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Maintenance

Ongoing maintenance and tuning of  CICS Services include the following tasks.

• Modifying  CICS Services generation options specified in the DBCVTPR macro.
• Defining URTs which are used by  CICS Services when providing online access to .
• Initiating and shutting down  CICS Services.
• Handling recovery, restart, and transaction backout.
• Tuning your system to use resources effectively.

User Exits

  CICS Services provide facilities for implementing two user exit programs: one before  CICS Services issues a  call and
the other after accessing . You can use these to tailor  CICS Services to your site requirements. 

Displays System Resources upon Request

You can monitor system resources at anytime by issuing an online inquiry command to display a selected resource.  CICS
Services display the requested information in a formatted panel or in scrollable form, depending on the transaction
ID.  CICS Services is installed with the following CICS transaction IDs for issuing online commands to monitor system
resources:

•  DBEX DBEC
The inquiry command invokes a scrollable display of Multi-User Facility (MUF) connections, User Requirements Tables
(URTs), and if requested, the tables listed in each URT. In an MRO environment, the display can be limited to MUF and
URTs in a specified CICS or extend to MUF and URTs in all CICS systems.

•  DBIC DBOC
Inquiry commands are available to invoke formatted displays of the following resources and data:
– User Requirements Tables, with or without associated  table information
– Trace table, either scrollable display of entries, criteria on which trace is based, or status of Auxiliary Trace
– Statistics: active tasks, held transactions, abending tasks, concurrent users, requests by return code
– Options currently in use (defined through System Option Table (DBCVTPR) parameter values)
– Software maintenance level

•  DBUT
Displays storage areas for CICS programs and system tables at specified location.

Controls System Resources upon Request

If authorized for the required transaction ID, you can alter system resources by issuing the appropriate online
command.  CICS Services display messages on the command results.  CICS Services is installed with the following CICS
transaction IDs for issuing online commands to alter system resources:

•  DBEC
The scrollable display invoked by an INQUIRE command contains fields which are updateable when the command is
issued through DBEC. In addition, several PERFORM commands invoke actions that alter MUF and URT resources
within the local or remote CICS systems.

•  DBOC
Commands permit you to modify or control the following:
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– MUF connections
– URTs
–   tables
–   CICS Services modules or control tables
– Trace Facility and Auxiliary Trace Facility
–   CICS Services operation and options

•  DBUT
Allows you to alter CICS programs and system tables. For more information, see Display Utility (DBUT)--Examine
CICS Region Online.

Facilitates Application Development

  CICS Services facilitate application development with the following:

•  DBTX
Accepts read-only requests to , allowing you to examine command syntax or simulate program logic.

•  DBTS
Accepts read-only and update requests to , allowing you to examine command syntax or simulate program logic and
also update the specified database.

•  DBUG
Intercepts  requests issued by an executing application program, allowing you to examine its processing.

Using CA Datacom IMS/DC Services
IMS/DC Services enables the execution of application programs issuing both  and DL/I calls to:

• Native  databases.
• Native DL/I databases.
• Databases migrated from DL/I to , if installed with  DL1 Transparency.

Additional  IMS/DC Services capabilities enable you to specify, examine, and alter User Requirements Table usage in your
regions.

Control Database Definition/ Maintenance Utility

The Control Database Definition/Maintenance utility executes six types of commands to populate, maintain, or analyze
records in the Control database. You can perform the following tasks with these commands:

• Populate the PUT table with CLASS and MMTRAN records based on transaction code definitions in IMSGEN's data
set. CLASS records identify classes reserved for DBOC requests. MMTRAN records identify IMS transactions defined
as MODE=MULT.

• Verify synchronization between PUT table CLASS and MMTRAN records and IMSGEN output data.
• Add PROGRAM and User Requirements Table (URT) records to the PUT table, which define each program as an MPP

or BMP program, and establish the URT associated with it. The URT record is generated for MPP programs to record
URT usage within MPP regions.

• Modify Program/User Requirements Table relationships or change the program's MPP/BMP specification.
• Delete obsolete PROGRAM records from the PUT table.
• Delete obsolete Region Statistics records from the REG table.
• Correct PUT table HEADER record counters that do not reflect the number of existing PROGRAM and URT records.
• Verify the results of the definition, maintenance, or analysis performed by examining the reports automatically

generated by this utility.
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Control Database Reporting Utility

The Control Database Reporting utility produces reports detailing the contents of the  IMS/DC Services Control database
PUT and REG tables. You can request reports of statistics maintained in the REG table by region, by record, or as
global totals. Data defined to the PUT table can be requested for CLASS records, MMTRAN records and Region Active
(REGACTIVE) records. Reports on Program-to-User Requirements Table (URT) relationships or URT-to-Program
relationships can be requested as well. Use this batch utility to produce the following reports:

• Control Database Statistics Summary by Region
• Control Database Statistics Summary by Record
• Control Database Statistics Summary Totals
• Control Database CLASS Records Report
• Control Database Multi-mode Transactions Report
• Control Database PROGRAM/URT Records Report
• Control Database Region Active Report
• Control Database Report on CLASS, MMTRAN, PROGRAM, and URT Records

Interface Features

IMS/DC Services supports applications written in any language supported in the native IMS/VS environment, including
COBOL, PL/I, Assembler and FORTRAN. All that is required is that you link your program to the CA load library containing
the Language Interface module generated by the DLLI0PR macro.

Performance Governor Features

When you implement the Governor Table, you specify how the Service Facility is to handle the dynamic allocation of URTs
within MPP regions. Additionally, you specify how often the Service Facility is to update statistics accumulated in the REG
table.

Through Online Services, you can display and alter selected options controlled by the Governor Table in one or all MPP
regions.

Online Services Features

The Online Services subsystem accepts online DBOC commands and formats responses in the form of online screen
displays or messages indicating successful or unsuccessful execution of the maintenance requested.

You can perform the following types of maintenance through DBOC commands you enter from your terminal:

• Open or close a specified URT
• Load a new version of a specified URT
• Enable or disable a specified table
• Change the way URT opens are handled
• Change the specifications for dynamically closing URTs and updating statistics

Other DBOC commands return the following types of status displays to your terminal:

• URT status
• PUT table contents, including Program and URT relationships
• REG table contents, including system status and region summary statistics
• Current specifications for dynamically closing URT and updating statistics

NOTE
For complete details on  IMS/DC Services, see the  IMS/DC Services System documentation
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Establishing a Development Environment
You should establish a complete development environment accurately reflecting the reality of the production environment.
In a database environment, an appropriate development scenario includes the testing of all logging options chosen and
forcing situations that test recovery procedures.

Keep the development and production environments separate and do not mingle them during testing. A production table,
even with read-only access, should not be used to test a program that is updating a development table.

Development Environment Requirements

As you consider each option and weigh the advantages, the deciding factor may be the availability of resources. You
should set up your development environment to:

• Test all the logging options you have chosen.
• Force situations that test recovery.
• Test additional  features that you are using, such as the Accounting Facility.
• Test the various additional CA products that you use, such as  and .

Using  CICS Services for Testing and Debugging

CICS Services has some useful tools for testing and debugging. See Using CA Datacom CICS Services for an overview
and the  CICS Services User documentation.

Using  Interactive SQL Service Facility

The  online Interactive SQL Service Facility is a useful tool in testing and debugging. With it, you can:

• Define  tables.
• Examine and manipulate  data.
• Simulate SQL application program logic.
• Test the function of various SQL statements.

The Interactive SQL Service Facility is subject to standard  security controls.

One  System per Directory (CXX)

Using a  system per Directory (CXX) involves the creation of a totally separate development environment that shares
no part of the production environment. Each environment consists of its own online region, Multi-User Facility region,
Directory (CXX), Log Area (LXX), Force Area (FXX), Recovery File (RXX), and supporting libraries. Two Multi-User
Facilities must be generated and two Directories, two Log Areas, two Force Areas, and two Recovery Files must be
allocated.

Implementation

To implement this configuration, reinstall  in a separate environment. You need to:

1. Generate two MUFs.
2. Allocate two Directories, Log Areas, Force Areas, and Recovery Files.
3. The production and development environments should each have a unique environmental library for modules that

are specific for each corresponding MUF, commonly called the CUSLIB. This allows you to tailor each environment
for the necessary amount of resources to be allocated. The following is a list of items that is usually unique for each
environment:
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– Modify and assemble a DBSIDPR where the production MUF uses a different identify (TARGET_MUF_LIST in z/OS
or SUBID in z/VSE). (See Modifying DBSIDPR Parameters.)

– Modify the MUF startup options. (See Modifying MUF Startup Options.)
– Modify and assemble a Master List, DBMSTLST. (See Altering the Master List.)
– Modify and assemble the alternate DBUTLTY SYSIN module DBIN1PR (see DBNI1PR Module).
– Modify and assemble the  System Resource table, DDSRTLM. (Each  must have a different DATACOM-ID and a

separate copy of the  VLS files. See and VLS files.)
– If  is installed, modify and assemble the  Option list, DQOPTLST. (See the information about tailoring the  system

option table)
– If  is installed, modify and assemble the  generation options, DBCVTPR. (See the information about specifying 

generation options (DBCVTPR))
– CUSLIB normally contains URTs such as DBURPPR (SQL), DBURSPR(SQL), DBURT001, DBURT002 and

DBURT010. These are built from the CA install process.

Designate one environment as the development environment and do all database development work here. Databases
are always defined first in the development . Databases in PRODuction status in the development  describe development
databases. When a new development database is ready to be implemented in production, its definition must be
transported to the production .

Transporting Definitions Between Systems

Each of the following types of definitions must be considered when transporting.

• Databases with Non-SQL Accessible Tables
• Databases with SQL Accessible Tables
• Tables with Constraints

Databases with Non-SQL Accessible Tables

To transport definitions, use the  Batch Transaction Generator (DDBTGLM). Execute this utility to extract a database
definition from the development  and create input transactions to populate the production .

This process consists of:

1. Executing DDBTGLM against the development .
2. Adding the definition to the production  using the transactions from DDBTGLM.
3. Copying the definition from TEST to PRODuction status.
4. Cataloging the definition to the Directory (CXX).

On completion of this process, you have established a production environment which is a mirror image of the development
environment.

Databases with SQL Accessible Tables

To transport a database containing SQL objects, use the  Transport Utility (DDTRSLM). Execute the DDTRSLM utility
in the development  to EXPORT a structure and create a transport file. Use the utility in the production  to IMPORT the
structure from the transport file.

You can also use the DDTRSLM utility to transport other SQL objects such as plans, views, synonyms, procedures, and
triggers. The source site must have valid, cataloged SQL objects to be migrated. That means that tables must have an
AUTHID and SQL name and plans must be executable.
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Tables with Constraints

The source version of the database to be migrated must be in PRODuction status and each table that is to be migrated
must have a valid AUTHID and SQL name.

1. Run DDBTGLM on the DATABASE entity-occurrence definition, if transporting to another mainframe site. This step is
not needed when transporting to a PC.

2. Run DDTRSLM utility to EXPORT each table in the database that has constraints on it. It is not necessary to transport
non-SQL tables with DDTRSLM utility when the destination is another mainframe. When transporting to a PC, you
must use EXPORT for all tables.

3. Add AUTHIDs at the destination with CREATE SCHEMA statements.
4. When the destination is another mainframe, run DDUPDATE with the DDBTGLM output. Verify that the area's SQL

name is the same as it was in the source site in order to be able to process the IMPORT of the table.
a. After adding the database structure, copy it to PRODuction status.
b. Catalog the database.
c. Run the DBUTLTY INIT and LOAD functions for the areas (NULL load if none of the tables in the BTG transactions

have data).
5. Run the DDTRSLM IMPORT function for the tables using the REPLACE option of the collision resolution command

(SET IMPORT COLLISION).

Testing Changes to Definitions

Make all subsequent changes in database structures to the development . When your testing is concluded, select one of
the following procedures to transport these modifications to the existing production system.

Databases with Non-SQL Accessible Tables

Use the DDBTGLM against the development  to create input transactions. The DDBTGLM creates version numbers for
you. It is often safer to remove (DELETE or OBSOLETE) the structure in the production  prior to running the transactions.

For example, when deleting a table from a database structure, you must remove (DELETE or OBSOLETE) the structure
in the production  before executing the DDUPDATE utility with the transactions generated from the development  by
DDBTGLM. Otherwise,  does not delete the table from the production , since  processes a -BTG transaction as an update
transaction if the entity-occurrence exists, in most cases. It is usually processed as an add transaction if it does not exist.

The steps to follow are:

1. Back up the DATA-DICT database on the production system.
2. Delete the TEST version of the PRODuction status database structure in the production , if one exists.
3. Add the modified TEST status definition to the production  with the transactions created by the DDBTGLM.
4. Copy the TEST status definitions to PRODuction status and catalog it to the production Directory.

Databases Containing SQL Accessible Tables

Use the DDTRSLM EXPORT function against the development  modified structure and use the utility's IMPORT function
in the production .

Another technique is to apply the same modifications directly to the production . This procedure is only recommended if
minor modifications are being made and either a record has been made of all changes or the original batch transactions
or SQL ALTER TABLE statements used to change the development  can be saved until it is time to apply them to the
production .
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Parallel Sysplex, Data Sharing (MUFplex)
Data Sharing for  takes one Multi-User Facility (MUF) that runs on one z/OS image and splits the job so that it runs in
parallel on one or two z/OS images. This group of one or two individual jobs runs under a logical group name (such as
PROD1, for example). Running together, the group of jobs is known as a MUFplex. In this example, the logical MUFplex
name would therefore be PROD1.

All of the jobs in the MUFplex have the full ability to read and update as though only one existed. User applications
can connect to any of the MUF in the MUFplex. They share the Directory (CXX), Log Area (LXX), Force Area (FXX),
and all DASD data sets. A separate PXX must be allocated, however, for each MUF in the MUFplex (see Statistics and
Diagnostics Area (PXX) Processing in a MUFplex).

It follows, then, that this is the definition of a Data Sharing (MUFplex) environment: one group of one or more MUFs that
have been defined to participate in a MUFplex and share the same logical MUFplex name. Each MUF in a MUFplex
must share the same Directory (CXX), Log Area (LXX), Force Area (FXX), and the primary   databases. A separate PXX
must be allocated, however, for each MUF in the MUFplex (see Statistics and Diagnostics Area (PXX) Processing in a
MUFplex).

The major benefits of using Data Sharing are:

• To improve maximum availability
• To provide fault tolerance

These benefits are possible with Data Sharing because the individual MUF running as a MUFplex share some common
memory. The shared common memory exists in hardware known as a Coupling Facility.

Running on a single z/OS image is the most efficient and therefore preferred mode of execution. However, when the cost
of the additional overhead associated with Data Sharing can be afforded, Data Sharing is a valuable tool that can be used
for MUFs that require maximum availability or fault tolerance. The amount of Data Sharing overhead varies greatly, based
upon specific configuration and request requirements. The overhead includes CPU processing and Coupling Facility
hardware requirements that can cause an additional elapsed time delay per request.

The MUFplex performs in a straightforward manner that is consistent with the workings of . It is correct to assume that
almost one hundred percent of the time  functionality is unaffected by running in a MUFplex environment. The normal
configuration is simply that each z/OS image has initiators for batch jobs, one (or more) production CICS region(s), and a
physical copy of production .

NOTE
Test systems would not usually have the database and CICS on the same z/OS as production, nor would they
run in the MUFplex mode.

is highly flexible with regard to how users can configure an environment, but a user site typically has multiple  systems
with each system consisting of one Directory (CXX), one  , and one MUF. It is also normal for a user site to have one
production system, one development system, and an initial testing type of system. Some sites have more than one
production system or other combinations. Each of these systems can be defined in a MUFplex environment

A MUF running in MUFplex mode naturally performs slower than a MUF not running in MUFplex mode. This is because in
addition to its non-MUFplex work, the MUF must also perform the required MUFplex locking and communication. Where
possible and practical,  dynamically configures itself to minimize overhead when not needed. Users running as a MUFplex
are assumed to be doing so because of its functionality.

The following topics are discussed on this page:

Variable Logging Considerations

For information about the requirement for variable logging when using data sharing, see MUFplex (Data Sharing)
Considerations.
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Major Data Sharing (MUFplex) Features

You use a MUF startup option named MUFPLEX to specify that a particular execution of MUF is to be done in the Data
Sharing (MUFplex) format. Specifying the MUFPLEX MUF startup option is the first component of a MUFplex environment
and is required for all other MUFplex choices to be valid. The decision to use the MUFplex mode must be made during the
startup and cannot be changed during execution.

When running as part of a MUFplex, a logical name is assigned to identify the group of MUFs that are to operate in an
integrated manner. This name is known as the MUFplex name.

Each MUF within the MUFplex must have a MUF name that is unique within the MUFplex group. Each must also be
assigned a unique MUF number for identification across executions (the MUF name need not be the same across
executions). When the various MUFs are running on different z/OS images, they can all have the same job name. When
they run on a single image, these must be unique.

Before MUF can join a MUFplex environment, several Coupling Facility structures must have been predefined and must
be available (see Multiple Multi-User Facilities Support). The Coupling Facility is the common memory shared by the
various connected MUFs. Its structures define the current status of all the current activity. Each MUFplex group must have
its own structures. A production MUFplex cannot share with a test MUFplex.

The MUFplex environment has the same  data sets that exist without the MUFplex environment. It is important to realize
that a MUFplex uses the exact same Directory (CXX) that exists when not running MUFplex. The same is true for the Log
Area (LXX), Force Area (FXX), Index Area (IXX), and data areas. What is stored on DASD is the same and is used the
same, except for the Log Area. The Log Area knows the mode of the current or previously failed MUF. Control is based
upon the MUFplex number provided in the startup options. This number is also stored in each log record. What is different
about running in a MUFplex environment is memory activity and Coupling Facility activity. You can change to or from
MUFplex execution with minimal effort. Simply specify the desired execution mode when enabling a new MUF.

NOTE
The Log Area cannot be left open when changing to or from a MUFplex execution.

When in a MUFplex environment, all of the  data sets are read and written by all MUFs in the MUFplex on an as required
basis. This activity is controlled among them as required for proper execution. The MUFplex environment does not
normally do more or less I/O activity than would be required for an execution that occurred in a non-MUFplex mode,
except for a small increase in the Force Area (FXX) and closing the last User Requirements Table for a database.

All data and index memory buffers related to storing DASD blocks in any MUF in a MUFplex can also be stored in
Coupling Facility structures and made available to all Multi-User Facilities. All areas open with update intent on any
MUF in a MUFplex also have definitions stored in the Coupling Facility and are opened to the operating system on all
MUFs. Data, index, or log blocks updated and in the pipeline for any MUF in the MUFplex can be written by that or any
other MUF in the MUFplex. A block to be changed is locked as required through the Coupling Facility before the block is
changed and is placed in the Coupling Facility as required after the change.

Workload Balancing

Workload balancing within  is a subject of major importance.  provides one flavor of workload balancing called simple
balancing that provides the same features that exist without Data Sharing. There are three options in simple balancing:

• Requests are routed to the local MUF for processing.
• Requests are routed directly through XCF to the specified MUF.
• Requests are routed from the ending MUF from the previous steps and then through  STAR to the desired MUF.

z/OS workload balancing allows users to get the automatic balancing of z/OS for batch jobs that can be routed to the least
busy z/OS. For CICS users, transactions can be routed to the least busy CICS, or they can be routed to a specific CICS. 
Server and  Gateway users have no selection other than the end user connection to whichever server or gateway they
select. Specific requests are sent to the MUF as noted above.
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Data Sharing Objectives, Restrictions, Limitations

Consider these Data Sharing objectives:

• Improved Maximum Throughput
Data Sharing fulfills this objective by allowing any database to be read and updated in parallel on all processors within
a MUFplex and by keeping row-level locking (and nearly all the features currently available to all processors) within a
single z/OS image.

• Extend Scalability
Going from one z/OS image to two images adds overhead to the database processing on each z/OS. In a multiple
image environment, however, adding processors through more z/OS images in a MUFplex, can add a substantial
improvement with little additional loss to existing images. The degree of improvement depends upon the size and
number of new processors and the ability of the hardware environment (Coupling Facility and channels) to keep up.

• Provide Fault Tolerance
It is critical for most of today's systems to provide minimum downtime. Areas which add risk are mainframe hardware
and software. In a multiple z/OS environment, the loss of a single mainframe hardware or software element needs to
have either no impact or a minimum impact to other systems that are running.

• Ease of Use
End users, such as users of CICS, should not be impacted by the change to a Data Sharing mode, nor should users
who submit batch jobs be impacted. Furthermore, application programmers are not required to change old programs or
undergo new training in order to use Data Sharing.

Data Sharing Restrictions

Be aware of the following restrictions when using Data Sharing:

• Data Sharing is for z/OS environments only.
• Coupling Facility Level 3 or higher is required.
• The MUF must run authorized.
• Hardware supporting Relative Branching.

Data Sharing Limitations

Consider the following limitations when using Data Sharing:

• When not using transaction backout, maintenance commands do not have unique keys protected when one MUF fails
but all MUFs do not fail. This is not likely, but the rollback can fail on a duplicate unique key and then has to be dealt
with manually.

• STAR connects to a physical MUF. No advantage or disadvantage exists when running as part of a MUFplex.
• Space management during inserts is less efficient and complete in heavy multitasking conditions among MUFplex

members and can require periodic space rebuilds to ensure completeness.
• Covered areas are ignored when two or more MUFs are enabled in a MUFplex environment. Any covered areas that

are defined are used as normal when only one MUF is enabled.
• Each DBID must be either virtual in every MUF or not virtual in every MUF. That is, a particular DBID cannot have

mixed definitions in a MUFplex.
• The SQL TTM database can be either virtual or DASD, but, if it is DASD, the DBID must not match between or among

the MUFs that are using DASD.
• There is no support for MULTUSE=YES in DBUTLTY functions (BACKUP, EXTRACT, LOAD, RECOVERY, REORG,

RETIX).
• There are other DBUTLTY restrictions about functions that cannot run if more than one MUFplex is enabled.
• All MUFs running under the same MUFplex must be in the same Version.
• Data Sharing does not support the DBUTLTY DEFRAG (Defragment Index) function.
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MUF Startup Options Relating to MUFplex

The following are MUF startup options relating to MUFplex:

• ACCESS OPTIMIZE
In a Data Sharing (MUFplex) environment, OPTIMIZE must be used as the value for the ACCESS MUF startup option
for all databases in a MUFplex. Either specify ACCESS OPTIMIZE or allow ACCESS to default (OPTIMIZE is the
default). Using ACCESS NOOPT is not allowed in a MUFplex. For more information about the ACCESS MUF startup
option, see ACCESS.

• COVERED
In a MUFplex, covered areas can be defined and utilized in a limited fashion. An area can only effectively be covered
when only one of the Multi-User Facilities in the MUFplex has the database open. At times when the database has
open areas on multiple MUFs, the covered processing is terminated. It is enabled again when only one MUF has the
database open.

• MUF
In a MUFplex, the MUF name must be different among the MUFs sharing a MUFplex name.

• MUFPLEX
(Optional) The MUFPLEX MUF startup option allows you to specify that you want a MUF to run in a Data Sharing
(MUFplex) environment. For details about the MUFPLEX MUF startup option, see MUFPLEX.

• SMPTASK
When using a MUFplex, the SMPTASK MUF startup option is required to be specified, and the first parameter of that
specified SMPTASK option must be greater than zero (0).

• VIRTUAL
In a MUFplex environment, virtual databases have limited support. All virtual databases are treated as nonshared and
unique to the specific MUF with which each is executing. All MUFs in the MUFplex only have the same data if user
applications add the same data. A virtual database on one MUF in a MUFplex must be virtual on all of the MUFs in the
MUFplex. For details about the VIRTUAL MUF startup option, see VIRTUAL.

Other Options to Consider

Within a MUFplex, certain MUF startup options specified for different physical MUFs should be the same. The MUF
startup options that must match are:

• LOGRCV dualrxx
• LOGRCV NO or NEVER
• LOGPEND
• LOGSPILL a, b, c, d, or e
• MUFPLEX maxtasks or mode

NOTE
If you specify the MUF startup option LOGRCV as YES, you are not allowed to specify the MUFPLEX MUF
startup option.

Multi-User Facility Parameters

The following MUF parameters specify the space that the Directory can use:

• SYSPOOL MUF startup option
The first parameter for the SYSPOOL MUF startup option specifies the number of Directory buffers. For details, see
SYSPOOL.

• CXXNO=
For DBUTLTY, the Master List specifies the number of Directory buffers.

 724



 CA Datacom Administrating

MUF DBSIDPR (DBSYSID Macro) Considerations

For MUFplex considerations with regard to DBSYSID options, see MUFplex and CA Datacom Core CICS Services.

MUFplex Tuning

MUFplex tuning involves two areas: hardware related tuning and Coupling Facility related tuning.

Hardware Related Tuning

Hardware related tuning is external to  and needs to be pursued with the hardware vendor.

Coupling Facility Related Tuning

The use of the Coupling Facility by  is based upon what jobs are submitted. Tuning  MUFplex usage (excluding hardware)
involves making choices related to the items listed below. Each choice made about job execution determines the cost, in
that each of the items dictate how much Coupling Facility work is required. More work means more CPU usage and longer
elapsed runtime. Therefore, to reduce Coupling Facility usage, thereby reducing CPU and elapsed runtimes, plan to:

• Run as few as possible MUFs in the MUFplex.
• Run as much maintenance as possible on one MUF.
• Run all access to a database on (as much as is possible) the same MUF.
• Run all maintenance to a database on (as much as is possible) the same MUF.
• Run all ADDs and DELETEs to a database on (as much as is possible) the same MUF.
• Run all ADDs to a database on (as much as is possible) the same MUF.

Coupling Facility Strategies for MUFplex
The following topics are discussed on this page:

  

Coupling Facility Usage Levels

Three levels of Coupling Facility usage are provided to give the best performance by only using the level of resources
required.

•  First Level
The first level is an enable of a MUF requesting MUFplex mode. If this is the first enabled MUF, then a minimum of
overhead occurs. With a single physical and logical MUF enabled, it does not join the Coupling Facility.

•  Second Level
The second level begins when a second MUF is enabled. The first MUF joins the Coupling Facility and adds required
list records and acquires the needed locks.All locking and list processing begins which is higher than database level.
This includes all logging, transaction, and request control processing. Nearly all the overhead occurs relating to
maintenance (add, update, and delete) processing.
Adding records in a MUFplex environment has substantial overhead. To keep it to a reasonable level, the various
Multi-User Facilities need to add records to different blocks when doing adds at the same time. That is, each MUF
must be kept from adding to the same block at the same time. To accomplish this, MUFplex Multi-User Facilities take
exclusively either:
– The one next overflow block (when the area is not full) and a block unused since the last required LOAD, or
– A specific space index group entry.
This means that for small areas additional space can be required because while one MUF owns the block or space
entry the other Multi-User Facilities cannot find the space available. A space entry can define space for one block
through 56 blocks. This processing is not optional.
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Also with mode B, every pipeline buffer is added to the Coupling Facility and updated for each new pipeline
requirement. Read activity, including row locking, has little added overhead. The benefit at this level is that a failed
MUF can be restarted without reprocessing the pipeline.
A message exists to provide the state of the Multi-User Facilities within a MUFplex. Message DB02312I occurs during
the enable and end of every MUF in the MUFplex environment. It provides a list of MUF numbers that are active or in
a failed state. Failed state Multi-User Facilities are noted with a minus sign before the number. The message occurs
on each of the enabled Multi-User Facilities at each change. An asterisk is in front of the number for the MUF which is
active and printing the message for itself. A message with no numbers indicates the last MUF has cleanly ended.

•  Third Level
The third level is the database level and occurs when any database is open for requests by more than one MUF. Not
included is the internal open (without users) done by all Multi-User Facilities when a database is opened by any of
them. This internal open allows writing pipeline buffers by any MUF. For the database, every index and data buffer in
memory now or read later is locked in the Coupling Facility with either an exclusive lock or a share lock. Every row
locked now or locked later has the lock pushed to the Coupling Facility because each release of the lock has to be
pushed to the Coupling Facility. Updates to the area and table definitions are now done using Coupling Facility locks
and list reads and writes. Space management locking begins.
The overhead at the database level is significant, and a console message exists to note the transitions. Each database
in a MUFplex is in one of three states, and the message occurs on each enabled MUF with every occurrence of a
change in state. Here are descriptions of the three states.
–  SINGLE

When a MUF is enabled cleanly and nothing is open, all databases start in a state known as SINGLE. In this state,
very little Coupling Facility overhead occurs.

–  MULTIPLE -LOCKS
This state, read as multiple minus locks, indicates that more than one MUF has the database open with users, but
no two Multi-User Facilities have the database open with UPDATE=YES users.

–  MULTIPLE +LOCKS
This state, read as multiple plus locks, indicates that more than one MUF has the base open with UPDATE=YES
users. In production, if this message occurs too frequently, it marks a candidate for being turned off.

Coupling Facility Structures

Two Coupling Facility structures, a list structure and a lock structure, are required for each unique MUFplex (not each
physical member). Following is the syntax for defining these structures:

►►─ STRUCTURE ─ NAME(CADTCMmp-name ─┬─ L1 ─┬─ ) ─ SIZE(size) ─────────────────►

                                    └─ K1 ─┘

 ►─ PREFLIST(cf-name) ────────────────────────────────────────────────────────►◄

•   mp-name 
Is the MUFplex name as specified on the MUFPLEX MUF startup option. If the name is less than 8 characters, it must
be padded to 8 characters with the underscore character as shown in the second example in the example structure
definitions that follow.

•  L1 or K1
Immediately follows the MUFplex name. Specify list structures with L1. Specify lock structures with K1.

•   size 
Is where you specify the size of the structure. See the following section about calculating structure sizes.

•   cf-name 
Is where you specify the name of the Coupling Facility name inside the policy.
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Calculating Structure Sizes

A way to calculate structure sizes for the  LOCK and LIST structures is provided in an assemble-link-go model that
uses  macros to edit and drive the IBM coupler-sizing macro (IXLCSP). The output from executing this module is data
which the MUFplex needs to provide for the startup parameters in each MUFplex member. You provide one DBMXEPR
macro and two or more DBMXMPR macros (one per MUF). Output from these macros results in a program that performs
calculations on the provided values and uses the results to serve as input to the IBM IXLCSP macro (the program is
required to execute as an authorized program). Output from the IBM macros (one for LIST and one for LOCK) is then
displayed for your use.

A Coupler Structure Sizing Information report is provided in the MUF EOJ reports. It can be used to help provide input to
DBMXEPR because it shows, for an actual MUF, high used counts for various variables. This is especially useful for sites
that use user-defined buffer pools that may have various counts and sizes.

It is critical that Structure sizes be sufficient. For this reason, a  Health Check is provided that monitors the List Structure
size as defined vs. configuration and actual usage. This Health Check is DTCM_DB_CF_LIST_STR_SZ. Monitor this
Health Check for exceptions and, if one occurs, take action to increase the size of the List Structure or decrease the size
of the MUFPLEX environment. If the Health Check recognizes the List Structure size is insufficient, it provides suggested
minimum values used for defining the structure.

DBMXMPR  and DMBXEPR Example JCL

The following example shows a sample JCL for calculating structure size.

  //jobname    See the previous note.

 //ASM   EXEC PGM=ASMA90,PARM='NODECK,OBJECT,TERM,XREF(FULL)'

 //SYSLIB   DD DSN=SYS1.MACLIB,DISP=SHR

 //         DD DSN=your.CABDMAC,DISP=SHR

 //SYSUT1   DD DSN=&.&SYSUT1.,UNIT=VIO,SPACE=(1700,(600,100))

 //SYSUT2   DD DSN=&.&SYSUT2.,UNIT=VIO,SPACE=(1700,(300,50))

 //SYSUT3   DD DSN=&.&SYSUT3.,UNIT=VIO,SPACE=(1700,(300,50))

 //SYSTERM  DD SYSOUT=*

 //SYSPRINT DD SYSOUT=*,DCB=BLKSIZE=1089

 //SYSLIN   DD DSN=&.&DCMPUNCH.,DISP=(NEW,PASS,DELETE),

 //      UNIT=VIO,SPACE=(3200,(15,15)),

 //      DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

 //SYSIN DD *

      DBMXMPR MUFPLEXNO=1,TASKS=12,EXCTLNO=20,                         X

          IXXNOFLEXPOOL=9,IXXBFRSIZE=4096,                             X

          DXXNOFLEXPOOL=88,                                            X

          DATANOFLEXPOOL=8,DATALN=4096,                                X

          DATA2NO=10,DATA2LN=4096,SEQBUFS=12,                          X

          SEQLN=4096

      DBMXMPR MUFPLEXNO=2,TASKS=21,EXCTLNO=30,                         X

          IXXNOFLEXPOOL=9,IXXBFRSIZE=4096,                             X

          DXXNOFLEXPOOL=99,                                            X

          DATANOFLEXPOOL=8,DATALN=4096,                                X

          DATA2NO=14,DATA2LN=4096,                                     X

          SEQBUFS=12,SEQLN=4096

      DBMXEPR BASES=399,AREAS=1199,TABLES=2800,MODE=A,                 X

          CFNAME=COUPLET2

      END

 /*

 //LINK EXEC PGM=IEWL,PARM='LIST,XREF,LET,NCAL'

 //SYSPRINT  DD SYSOUT=*
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 //SYSLIN    DD DDNAME=SYSIN

 //SYSLMOD   DD DSN=your.authorized.loadlib,DISP=SHR

 //SYSUT1    DD UNIT=(SYSDA,SEP=(SYSLMOD,SYSLIN)),SPACE=(1024,(200,20))

 //DDX       DD DSN=&.&DCMPUNCH.,DISP=SHR

 //SYSIN     DD *

  PAGE CALCSIZE

   INCLUDE DDX

   ENTRY CALCSIZE

   SETCODE AC(1)

   NAME CALCSIZE(R)

 /*

 //$$$$$$@ EXEC PGM=CALCSIZE

 //

 Sample Output 

  COUPLER FACILITY NAME - COUPLET2, MODE - B

 ---- INPUT VALUES -----

 MIN REQUIRED ENTRIES                    4,565

 MIN REQUIRED ELEMENTS                   1,832  @ 256-BYTES EACH

 MIN REQUIRED LOCKS                      1,205

 ---- POLICY STRUCTURE VALUES ----

 LIST STRUCTURE SIZE                     1,792  1K BLOCKS

 LOCK STRUCTURE SIZE                       256  1K BLOCKS

 ---- MUF STARTUP VALUES ----&coC.

 ..MUFPLEX ENTRY RATIO                   4,565   MUF 10.0 DIAG H

 ..MUFPLEX ELEMENT RATIO                 1,832   MUF 10.0 DIAG I

 ..MUFPLEX LOCK ENTRIES                  2,048

 ---- INFORMATIONAL VALUES ----

 ..CAPACITY (ENTRIES)                    4,651

 ..CAPACITY (ELEMENTS)                   1,864  @ 256-BYTES EACH

 --------------------------------------------------------------------------------

•  INPUT VALUES
These values represent minimum requirements for structure capacity based on input values.

•  POLICY STRUCTURE VALUES
These are minimum values which should be used to define the structure sizes.

•  MUF STARTUP VALUES
These values must be supplied on the appropriate MUF startup options (see MUFPLEX).

•  INFORMATIONAL VALUES
These values represent the expected capacity of structures if defined and used as above.

Example Structure Definitions

Example structure definitions follow. Note that, as previously described, each name always starts with CADTCM. The
first sample has a MUFplex name of MUFPLEX9. The second sample has a MUFplex name of QAPLEX1. List structure
names end with L1, and lock structure names end with K1.

 STRUCTURE   NAME(CADTCMMUFPLEX9L1)   SIZE(4096)   PREFLIST(cf-name)

 STRUCTURE   NAME(CADTCMMUFPLEX9K1)   SIZE(8192)   PREFLIST(cf-name)

 STRUCTURE   NAME(CADTCMQAPLEX1_L1)   SIZE(32768)   PREFLIST(cf-name)

 STRUCTURE   NAME(CADTCMQAPLEX1_K1)   SIZE(8192)   PREFLIST(cf-name)
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Directory (CXX) Processing in a Data Sharing Environment (MUFplex)

Everything done relative to the Directory (CXX) when not running as a MUFplex is also done when running as a MUFplex.
This includes the following memory requirements:

• Directory buffers
• Database, area, and table definitions for open databases
• Key and element definitions for open tables

In addition to the above, running in a MUFplex environment requires the following:

• For all open databases, a Coupling Facility list record is added to track the database. It notes which Multi-User
Facilities participating in the MUFplex have the database open and in what mode (update users, non-update users, or
no users).

• For all open databases with update users on more than one MUF, the above list record is updated to reflect current
volatile database information. A list lock number is assigned to control updates as required in the Coupling Facility.

• For all open data areas, an area Coupling Facility list record is added to track volatile area information. A list lock
number is assigned to control updates as required in the Coupling Facility.

• For all open tables, a table Coupling Facility list record is added to track volatile area information. A list lock number is
assigned to control updates as required in the Coupling Facility.

Statistics and Diagnostics Area (PXX) Processing in a MUFplex

Each MUF has its own Statistics and Diagnostics Area (PXX) for recording required information, the same as is done
outside of a MUFplex. All activity about the PXX is individualized and done the same for MUFplex Multi-User Facilities and
non-MUFplex facilities.

User Exit, Open

The open user exit executes on the MUF to which the user directly connects. The internal opens that are done by  during
base open on all other enabled Multi-User Facilities (that are not currently open) do not call the exit. User applications do
not do this open because it is internal for internal requirements.

Accounting Processing in a MUFplex

Each MUF has its own set of Accounting memory buffers provided through the startup options of each. They share the
Accounting databases (the Parameter (PRM) and data databases (Ann)). All activity to buffer requests is done exactly
as previously. The spill to disk is the same code, which is tolerant of the other Multi-User Facilities, with the normal code
for MUFplex that allows sharing of the Index Area and data areas. This should add no additional overhead to run in a
MUFplex from the application point of view, and only during the spill would overhead occur in order to merge new data to
what is currently in the database.

NOTE
 The data database (Ann) may be the same on all physical Multi-User Facilities or different. All may be virtual or
none may be virtual.

Logging Processing in a MUFplex

The logging process done when not in a MUFplex is done in the same way when running as part of a MUFplex, plus
additional requirements. A list lock parallels the current lock held when adding a log record to the log. A single list lock
parallels either of the current locks where one is for the log control block and the other is the log current block. A list
record exists that contains the log control block and current block. With any change to either, the list record is read and
updated as required. This includes the process of adding a new log record to the log, pipeline writing where a write to a
data or index block can force the current log block to be written, and transaction backout processing involving the current
log block.
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Log blocks used for transaction backout are not pushed to the list structure. Instead they are locked in the lock structure,
read from DASD, and written to DASD directly, as required.

Log blocks used during the spill process are not part of the list structure, nor do they require locking.

The force buffers are not pushed to the list structure. Instead, they are locked in the lock structure, read from DASD, and
written to DASD directly, as required. These are low volume occurrences.

The Log Area write MUF performance option X_LOG_AHEAD_BLKS is disabled when two or more MUFplex MUFs are
enabled. It is restored when a single MUF is executing.

Logging Issues in a MUFplex

The Log Area (LXX) is shared by all the enabled Multi-User Facilities in a MUFplex. Each is adding log records to the
logical end of the area. All are coordinating the normal logging activities required. These include forcing tasks for spill,
scan, and reprocessing. Console messages familiar to every MUF not in a MUFplex occur the same in a MUFplex except
that they occur on the particular MUF with a task in that condition, or they recognize it is time to produce a particular
message. An example is message DB00309I LOG AREA IS nn% FULL, JOB xxxxxxxxx id=(monitor) PREVENTING
SPILL, indicating that the Log Area is a certain percent full. It occurs on the MUF that is adding a record, causing the log
to be that particular percentage full. The 90 percent full could, for example, occur on MUFplex MUF 3, the 91 percent
could occur on MUFplex MUF 1 along with 92 percent and 93 percent, then 94 percent back on MUFplex MUF 3. If the
spill required message DB00308 LOG AREA IS nnn% FULL, nnnnnn blocks spillable occurs on a MUF that then fails,
the message occurs on the next MUF to recognize the fullness.

Transaction Boundary Processing in a MUFplex

The control TSN number is stored in the logging control block and each log record when on DASD. When running as part
of a MUFplex, it is stored in memory and in the Coupling Facility in a TSN record. This record also contains information
about every MUF which is part of the MUFplex. This includes a list of every active TSN. In addition to overhead when
starting and stopping a transaction, every row lock must also include a check to see if the last transaction to change the
row is still active. This can involve reviewing the memory copy of the TSN record or could involve reading a fresh copy
from the Coupling Facility. To keep overhead to a minimum, it is very important that the Log Area not be initialized with a
lower TSN than previously existed. The log should be reset, not initialized, if required. If initialized, first report upon it and
specify a TSN number a little higher than the report reflects (to account for assigned numbers occurring without the block
written to DASD).

User Databases (DBID) Processing in a MUFplex

All (nonvirtual) databases are opened on all Multi-User Facilities, if open on any. Coordination of this adds a small
overhead only on the first open or last close. If more than one MUF is enabled, all write pending conditions are written
to the list structure. If more than one MUF has users with open User Requirements Tables, full database level Coupling
Facility activity occurs. This includes all database level locking (row and value) and must be pushed to the lock structure
with the related release of the locks. Prior to reading a block from DASD, it must be locked, either exclusively or shared.
Prior to updating a block in memory, it must be locked exclusively. Pended buffers are passed as pended among the
various enabled Multi-User Facilities to prevent additional DASD writes.

SQL Temporary Table (TTM) Processing in a MUFplex

The SQL TTM database can be either virtual or DASD, but, if it is DASD, the DBID must not match between or among
the Multi-User Facilities that are using DASD. If the database is defined as virtual, it is not shared in the MUFplex and
therefore has none of the shared overhead.
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Compound Boolean Selection Index Processing in a MUFplex

If the database is defined as virtual, it is not shared in the MUFplex with none of the shared overhead. If the database is
not virtual, it is shared with the same overhead as all other databases (as previously described). It may be DASD with
each physical MUF using a different DBID to eliminate coupler overload.

Security Processing in a MUFplex

Security checking runs the same in a MUFplex as not in a MUFplex.

Restart Processing in a MUFplex

The restart process occurs during the enable of every MUF. Prior to the existence of a MUFplex environment, restart had
only two possible states or flavors. The first occurred if the Log Area (LXX) was not found open, in which case restart
performed simple housekeeping tasks and completed. The second was required to scan the Log Area, reprocess log
requests that were potentially in the pipeline, then schedule tasks for rollback as required.

In a MUFplex, a MUF that finds no other MUF enabled performs the same action except for the minor change of only
scheduling its own tasks requiring a rollback. A MUF that finds another enabled MUF only performs the last step, that is,
scheduling its own tasks requiring rollback.

NOTE
 A rollback can only occur in a MUF with the same MUF number where the task was running at the time of
failure.

The restart report for a MUF that is not first has the report heading with any local tasks needing rollback.

Restart Issues in a MUFplex

The process of starting and stopping a MUF is complex in a MUFplex. A solitary MUF has a single, clear point of
time when it becomes enabled for requests and a single point when it quits accepting requests. With seven Multi-
User Facilities, for example, each could possibly be starting and stopping in a disorderly fashion, yet they must still
communicate and interact successfully during the full time of the startup and termination process. This creates many
conditions unique to a MUFplex. During a portion of the enable and termination, the various Multi-User Facilities get a
STARTUP lock to create a point of single threading. This lock does not affect executing Multi-User Facilities that are not
starting or stopping.

During the enable, each MUF determines if it is the first executing MUF in a MUFplex to enable using the Coupling Facility
structures. If it is, this MUF performs the full and complete restart process, similar to every MUF not running as part of a
MUFplex. This is a simple process if the Log Area (LXX) is found to be closed. If the Log Area is found open, the enable
is aborted if the prior MUF was not enabled as part of a MUFplex. Otherwise, the Log Area is scanned and the pipeline
reprocesses the same as would occur when not part of MUFplex. The restart reports reflect reprocessing for all Multi-User
Facilities in the MUFplex.

If a MUF determines another enabled and active MUF is currently connected to the Coupling Facility structures, it
performs a minimum restart. This restart gets its list of tasks requiring rollback from the Coupling Facility for scheduling. Its
report reflects only this information for tasks found (if any).

Every MUF that enables updates the Log Area to reflect its existence. A MUF that successfully is ended with an EOJ
process updates this Log Area to reflect the clean and normal end. A MUF ending in any manner that does not update
this information is considered in a failed status. This is based upon the MUFplex number. Only an enabling MUF with that
same number performs any pending rollbacks and is available to end properly with the Log Area. The activities that occur
when two or more Multi-User Facilities are enabled also occurs when one MUF is enabled and another is in failed status.
Console message DB02312I MUFPLEX MUFS: a (,b (,c (...) is issued each time the MUFplex recognizes a change in the
enabled or failed MUF.

NOTE
For more information, see DB02312I. 
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A MUF that fails for any reason needs to be restarted as soon as possible. When it failed, all primary row locks were
released to tasks in enabled Multi-User Facilities. All secondary row locks (in support of rollback) are still held and
continue to be held until the MUF is enabled and the necessary rollback is completed. If surviving Multi-User Facilities
have continuing maintenance requests and are moving the Log Area along, the failed MUF tasks quickly age, are forced
from the scan, and then the spill. To restate this important issue, a transaction running in MUFplex MUF 4 at the time it
fails remains active until MUFplex MUF 4 completes the necessary rollback. 

Abnormal Termination Processing in a MUFplex

The actions taken when possible during the failure of a MUF running in MUFplex mode is explained in detail in the
information about the mode option in the MUFPLEX MUF startup option. If the local cleanup is possible and completes
successfully this message is written: DB02315I MUFPLEX FATAL ERROR SAVE SUCCESSFUL. The message confirms
the local MUF success, after which other Multi-User Facilities are notified of the success. If no other Multi-User Facilities
are currently enabled and receive this message, it is of no importance.

Special MUFplex Handling for Master List Dumps/Snaps

Master List dumps occur because of a return code, a SNAP command, or internal program requests. Just as Master
List dumps occur in a local MUF, in a MUFplex (for normal conditions) a request is sent to all other Multi-User Facilities
in the MUFplex for a "sympathy dump." This is necessary because in order to solve problems many conditions need
information from every enabled MUF. This process is not optional. On the alternate Multi-User Facilities the dump has a
return code of 94(104). Within the remote dump, information is available about the original task causing the dump. Review
the information about return code 94(104) in Messages.

Dynamic System Tables in a MUFplex

The Dynamic System Table data is considered shared when the database is open with users on each MUF in the
MUFplex. If the query for data is made on a MUF without the database being open for users, the data provided is not
current, if another MUF is being updated. The query should be made on the updated MUF, or the database should be
opened for update on all Multi-User Facilities, if current information is required.

The MUF data is current because it is always local and applies only to the MUF processing the query. None of the
Dynamic System Tables for a MUF are global in nature.

Performance Optimization Information

A Dynamic System Table is available for information about MUFplex conditions. Additional Coupling Facility data about
the  structures is available through CA SYSVIEW or other products in z/OS.

DBUTLTY Functions with MUFplex

All  utility functions which communicate with a MUF cause action against that one copy of MUF with the following
exception.

The CLOSE DBID function of the console or DBUTLTY, that closes a database from internal system open when no User
Requirements Tables have the database open, is considered a global function. It only runs if no User Requirements
Tables in the MUFplex are open, and it causes all Multi-User Facilities to close the database.

The COMM OPTION=STATS function of DBUTLTY, or the console equivalent, does all open bases within the MUFplex. It
does not need to be executed on each MUF.

The LOCK OPTION=MOVER broadcasts the lock to all MUFs in the MUFplex. Therefore, it does not need to be executed
on each MUF. This is also true for UNLOCK. OPTION=MOVER.
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Area Level Control Restrictions within a MUFplex

Area level DBUTLTY control functions are not compatible with a MUFplex environment, specifically when more than one
MUF is enabled. This includes the area CLOSE and MULTUSE=YES in the following DBUTLTY functions: BACKUP,
EXTEND, EXTRACT, INIT, LOAD, RECOVERY (forward), REORG, and RETIX.

DBMXMPR Macro Parameters
Be aware that any specified values are subject to the same constraints as for comparable MUF startup options. For
example, the maximum number of buffers of a given type is 99999. Also note that if you specify the maximum values for
all parameters, you will exceed the maximum allowable Coupling Facility storage of two gigabytes (2G).

MUFPLEXNO=

Specify the MUFplex MUF ID.

• Valid Entries: 1 to 7
• Default Value: (No default)

TASKS=

Specify the number of tasks.

• Valid Entries: 1 to 4000
• Default Value: (No default)

EXCTLNO=

Specify the exclusive control number, that is, the maximum row locks per task. If 0 (zero) is specified in startup, you must
pick a real number here, that is, do not pick 0 (zero).

• Valid Entries: 1 to 9999
• Default Value: (No default)

IXXNOFLEXPOOL=

Specify the number of Index Area (IXX) buffers, that is, the SYSPOOL MUF startup option value (for the number of buffers
for accessing high-level Index Area blocks) plus the highest FLEXPOOL MUF startup option value (for the number of
flexible buffers for accessing high-level Index Area blocks) planned for this execution of the MUF.

• Valid Entries: 0 to 99999
• Default Value: (No default)

IXXBFRSIZE=

Specify the Index Area (IXX) data length as specified in the SYSPOOL MUF startup option.

• Valid Entries: 4096 to 8192
• Default Value: (No default)

DXXNOFLEXPOOL=

Specify the number of DXX buffers, that is, the SYSPOOL MUF startup option value (for the number of buffers for
accessing low-level index blocks) plus the highest FLEXPOOL MUF startup option value (for the number of flexible buffers
for accessing low-level index blocks) planned for this execution of the MUF.

• Valid Entries: 0 to 99999
• Default Value: (No default)

DATNOFLEXPOOL=
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Specify the DATAPOOL MUF startup option value (for the first set of data buffers) plus the highest FLEXPOOL MUF
startup option value (for the total number of flexible data buffers) planned for this execution of the MUF.

• Valid Entries: 0 to 99999
• Default Value: (No default)

DATLN=

Specify the buffer size used for data area access (data buffers) as specified in the DATAPOOL MUF startup option.

• Valid Entries: 4096 to 32767
• Default Value: (No default)

DATA2NO=

Specify the DATAPOOL MUF startup option value (for the second set of data buffers) plus the highest FLEXPOOL MUF
startup option value (for the total number of a second set of flexible data buffers) planned for this execution of the MUF.

• Valid Entries: 0 to 99999 
• Default Value: (No default)

DATA2LN=

Specify the buffer size used for a second set of data buffers as specified in the DATAPOOL MUF startup option.

• Valid Entries: 4096 to 32767
• Default Value: (No default)

SEQBUFS=

Specify the number of sequential buffers, that is, the highest number of concurrently allocated sequential buffers for this
execution of the MUF.

• Valid Entries: 0 to 99999
• Default Value: (No default)

SEQLEN=

Specify the sequential buffer length, that is, the largest data area block size used for SEQBUFS= in this execution of the
MUF.

• Valid Entries: 4096 to 32767
• Default Value: (No default)

DBMXEPR Macro Parameters
Be aware that any specified values are subject to the same constraints as for comparable MUF startup options. For
example, the maximum number of buffers of a given type is 99999. Also note that if you specify the maximum values for
all parameters, you will exceed the maximum allowable Coupling Facility storage of two gigabytes (2G).

 BASES= 

Specify the maximum number of databases that may be opened during an execution of the MUFplex.

•  Valid Entries: 1 to 5000
•  Default Value: (No default)

 AREAS= 

Specify the number of areas associated with those databases specified in the previously given description of BASES=.
This number is constrained by the z/OS limit on the number of data sets that may be open concurrently in a single job.
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•  Valid Entries: An integer value greater than 1
•  Default Value: (No default)

 TABLES= 

Specify the number of tables associated with the databases specified in BASES= as previously described.

•  Valid Entries: An integer value greater than 1
•  Default Value: (No default)

 CFNAME= 

Specify the Coupling Facility name (see cf-name on Coupling Facility Structures).

•  Valid Entries: a valid Coupling Facility name
•  Default Value: (No default)

 MODE= 

Specify the MUFplex startup option mode.

•  Valid Entries: A or B
•  Default Value: (No default)

Coupling Facility Report/Dump
A report is available of list structure data and locks with the following DBUTLTY function: REPORT
MEMORY=CF,DDNAME=nnnnnnnn (,DUMPS=FULL) where DDNAME=nnnnnnnn specifies a MUF name within the
MUFplex (the name specified in the MUFPLEX MUF startup option should be used). The DUMPS=FULL option, which
is not the default, includes all the index and data buffers in the Coupling Facility to be included in the dumping. All list
structure records are dumped and all list locks are reflected as available on whichever MUF owns them.

NOTE
The MEMORY=CF report is provided for use by Support and should only be executed if requested by them.
They are able to interpret the results as necessary. No report is possible against the lock structure.

DBUTLTY is designed and intended to always run as APF authorized. This function only executes with authorization.

Contents

Example MUFplex List Structure Detail Statistics

(z/OS only.) This report contains information about Coupling Facility usage of the List Structure. This information is
provided to assist in whatever user tuning is possible.

List Structure processing consists of eleven lists. Some lists have a single record possible, and some have many. The List
Structure also provides List Locks.  uses up to 32K of the numbers based upon how many databases, areas, and tables
are opened.

The detail report provides information about each list and the number of times various Coupling Facility actions occurred.
Each action is titled and the specific count provided. For a sample report heading, see Sample Report Header.

                                 MUFPLEX  --  LIST STRUCTURE DETAIL STATISTICS

                                                        READ/   WRITE/               SRB      SRB      SRB

 LIST USAGE          READ    WRITE      SET    RESET      SET    RESET   DELETE     READ    WRITE    RESET

 INDEX/AREA BUFFER                                                                 111-K    999-K    999-K

 LOG RECORD          999-K    999-K     888     9999      1-K     1-M       1-M

 TSN                             1                                          1
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 AREA                   1

This page of the report shows the following:

• LIST USAGE
See LIST USAGE Values.

• READ
Count of times a Coupling Facility list read request was done when a list set (lock) was not also requested.

• WRITE
Count of times a Coupling Facility list write request was done when a list reset (unlock) was not also requested.

• SET
Count of times a Coupling Facility list set (lock) was done when not part of a read/write.

• RESET
Count of times a Coupling Facility list reset (unlock) was done when not part of a read/write.

• READ/SET
Count of times a Coupling Facility list read and lock set were done together.

• WRITE/RESET
Count of times a Coupling Facility list write and lock reset were done together.

• DELETE
Count of times a Coupling Facility list delete request was done.

• SRB READ
Count of times an SRB (asynchronous exit) was driven to acquire an INDEX/AREA BUFFER lock, when it also read
the block from the Coupler.

• SRB WRITE
Count of times an SRB (asynchronous exit) was driven that wrote a list record to the Coupler. It may have been part of
a list lock steal or buffer lock contention.

• SRB RESET
Count of times an SRB (asynchronous exit) was driven which stole a list lock in contention but did not cause a list
record write to the Coupler.

LIST USAGE Values

The values possible under LIST USAGE in the report are described as follows. Not all of the following are shown in the
example report. Any list usages which have no counts are not reported.

The list values in the report are only four digits. Values from 1 to 9999 are as shown, values 10000 to 10240000 are
formatted as 10-K through 9999-K, and values over 10240000 are formatted as 10-M through 9999-M.

• INDEX/AREA BUFFER
Index and data buffers need to be in the Coupling Facility when necessary for normal MUFplex operation. Buffers are
locked using the Lock Structure and not using the List Structure, therefore counts only exist for WRITE, SRB READ,
and SRB WRITE. One buffer in the Coupling Facility is possible for every Index Area (IXX), data area (DXX), and
data buffer in every MUF. This includes buffers specified by the MUF startup options DATAPOOL, SYSPOOL, and
FLEXPOOL. Also, for data buffers, it includes any added for sequential processing.

• LOG RECORD
One record exists. A list lock is assigned. The Log Area is shared within the Multi-User Facilities in a MUFplex. To add
a record to the log requires the MUF to have the log record list lock and the current record.

• TSN
One record exists. A list lock is assigned. Assigning a Transaction Sequence Number (TSN) requires the TSN record.
The TSN List is required before allowing every row lock. The TSN list lock is used during contention.

• AREA
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One record exists for every area open within the MUFplex. A list lock is assigned. The area is used in controlling URI
assignment during additions, space management counts, and use of overflow which are blocks that have not yet been
used since the last LOAD.

• DATABASE
One record exists for every database open within the MUFplex. A list lock is assigned. The database is used to track if
and how each MUF within the MUFplex has the database open. It is also used for tracking space within the index.

• TABLE
One record exists for every table open within the MUFplex. A list lock is assigned. The table is used in maintaining the
count of records within the table.

• RUN UNIT
One record exists. A list lock is assigned and is used to control assignment of the next run unit number at new job step
processing.

• LOCK ASSIGN
One record exists. A list lock is assigned and is used in the list lock assignment for area and table records.

• MUFPLEX HISTORY
One record exists. No list lock is assigned. Written once as each MUF is enabled.

• UNCERTAIN
No record exists, but a list lock is assigned. Used during  STAR processing involving uncertain TSNs.

• FORCE
No record exists, but a list lock is assigned. Used during Force Area (FXX) processing.

• TASK
One record exists for every task area needing transaction backout (rollback). No list lock exists for these records.
Records only exist when a MUF is not enabled but has transaction backouts required.

• OTHER
Provided to summarize any other list structure records or locks not detailed above. Any values here are very small.

Example of Row and Lock Activity

The following is a subset of the EOJ report. The list values in the report are only four digits. Values from 1 to 9999 are as
shown, values 10000 to 10240000 are formatted as 10-K through 9999-K, and values over 10240000 are formatted as 10-
M through 9999-M.

Any resource names which have no counts are not reported. These resource names are documented under lock values in
the COMM STATUS documentation, except for ROW LOCKS which is the number of records read with exclusive control
or, in SQL, with share locks.

This report occurs only if ending a MUF which was running as part of a MUFplex. The number of OBTAINS is the times
a lock was requested using the Coupling Facility. The number of CONTENTIONS are locks which were not immediately
available. Substantial overhead is added when the Coupling Facility detects contention. The information is provided
to show where some of the time is spent when running as part of a MUFplex. The only way to reduce the number
of OBTAINS and CONTENTIONS is to run jobs for a given database on the same MUF with the other(s) not having
the database open, by having open User Requirements Tables. If this is not desired, having all open for update User
Requirements Tables on the same MUF and the other having only UPDATE=NO User Requirements Tables would also be
helpful. If this is not desired, then few contentions occur if maintenance is done mostly by one MUF with the other(s) doing
less.

 MUFPLEX  NON-BUFFER LOCK STATISTICS

 RESOURCE NAME  OBTAINS    CONTENTIONS

 ROW LOCKS            1          4,096

 DBSSIX              65-K        8,192

 DBSKEY           1,089-K           72-K

 DBSTXB              18-M        1,096-K
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Creating and Maintaining the Directory (CXX)
The Directory functions as a high-speed directory for an entire  information base (environment). It contains:

• A directory of all databases (up to 5000)
• Information about the Directory itself
• The definitions of each database, including its areas, tables, elements, and keys

The Directory is maintained on a disk data set. The information of any open database resides in virtual memory during 
operation. Because  maintains active definitions in memory, the following must be considered:

• The values specified for the cxxno parameter of the SYSPOOL MUF startup option and the Master List parameter
CXXNO=

• The timing of Directory maintenance

The Directory is opened at Multi-User Facility startup and before the Multi-User Facility is initialized. If the Directory cannot
be opened, the Multi-User Facility startup fails.

The Directory contains no user data information but is a very important System area. It is more strongly protected from
corruption when used in an environment with a DBSIDPR module having the Simplify option SIMPLIFY_MODE= set to
YES.

It is very important that each CXX at a site have a unique CXXNAME= specified, because this is part of the protection of
the CXX and database areas.

Directory (CXX) Maintenance

All maintenance to the Directory (CXX) is performed by:

• Using the CXXMAINT function of DBUTLTY.
• Cataloging definitions using
• Using the  batch DDCFBLD BUILD function and the DBUTLTY CXXMAINT DDPROD function to catalog the DATA-

DICT and Data Definition Directory.
• Using the BACKUP CXX, CXXCLONE, and LOAD CXX functions of DBUTLTY.
• Using SQL CREATE, DROP, or ALTER statements.

It is important that the Directory, the , the Data Definition Directory, and the Virtual Library System (VLS) files remain
synchronous, especially when you are using SQL Mode. Ensure that backups, restores, and functions that modify
Directory information are performed in conjunction with  maintenance.

You can use the SQL Object Consistency Analyzer to determine if the , Data Definition Directory, and Schema Information
Tables areas and the Directory are not synchronized.

Maintenance with the Multi-User Facility Active

To modify any aspect of a database Directory definition, you must close all tables in that database and you should disable
the database. (Any aspect of a database definition can be modified while  is operational, provided all of the database's
tables are closed.) See for information about disabling a database. When you open the new or modified database,  brings
the new definition into memory. The CBS index and heuristics database cannot be closed during a MUF execution.

Creating the Directory (CXX)
This topic provides information about creating Directory (CXX), the space requirements, and the the DBUTLTY LINK
function.
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Multi-User Facility Parameters

The following Multi-User Facility parameters specify the space that the Directory can use:

• SYSPOOL MUF startup option
The first parameter for the SYSPOOL MUF startup option specifies the number of Directory buffers. For details, see
SYSPOOL.

• CXXNO=
For DBUTLTY, the Master List specifies the number of Directory buffers.

Estimate Space Requirements

The Directory block size is 4K regardless of device type. The Directory requires:

• Three control blocks
• One or more blocks for each database information group (each block can contain approximately 30 area or table

definitions)
• One or more blocks for DSN information (each block can contain approximately 65 data set names)
• One or more blocks per table for the key and element information (each block can contain approximately 17 key or 72

element definitions)
Remember to include those tables that are created using SQL CREATE TABLE statements.

• One or more blocks for each history table
When a redefinition of a table requires the reloading of that table (expanding the record length, for example), a history
copy of the old definition is maintained by DBUTLTY to accommodate the unloading of the table. When the table is
reloaded, DBUTLTY deletes the history definition.

To ensure that sufficient space is always available, increase the calculated number by at least 30 percent. The CXX is not
subject to DBUTLTY function EXTEND, but it can be used with the MUF console-like directed dynamic extend command
DYNAMIC_EXTEND (see DYNAMIC_EXTEND).

Allocate the Directory

z/OS Systems

The Directory can be preallocated using dynamic allocation or allocated using the INIT AREA=CXX function of DBUTLTY.
The INIT function of DBUTLTY prepares the Directory data set.

If the JCL disposition parameter (DISP=) is specified as NEW and only one volume is provided,  requests and formats the
primary allocation. If multiple volume serial numbers were provided,  requests secondary allocations until space has been
allocated on each of the specified volumes. If the disposition was not specified as NEW, the currently allocated space is
used.

z/VSE Systems

The Directory can have multiple extents. When using an FBA device, the number of physical blocks in each extent must
allow complete logical blocks. To determine this, divide the block size by 512. The extent must be an even multiple of the
result. A block size of 4096 divided by 512 is 8, for example. In this example, each extent must be a multiple of 8.

Initialize the Directory

The Directory (CXX) is initialized as a part of the  installation process. It is not necessary to perform this task again unless
you are:
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• Creating an additional information base
• Converting to a new version of
• Restoring a backup copy of the Directory
• Changing the name of the Directory

When one of the above situations exists, allocate the new Directory. Then initialize it with the INIT AREA=CXX function of
DBUTLTY. This formats the Directory as empty, with no databases.

NOTE
You must not initialize or LOAD the Directory while the Multi-User Facility is enabled. Also be aware that in z/OS
environments coding DISP=OLD on the DD statement for the Directory prevents initializing the Directory while it
is currently in use.

Re-create the Directory

If an existing Directory (CXX) is initialized accidentally, use the most current backup to restore it. Always keep a valid
backup. If you do not have a valid backup, the only way to populate the Directory is to re-create it from the  as follows:

1. Reinstall the primary DATA-DICT database using the  installation tape and  installation procedures. Do this to new data
sets. Do not overlay any Index Areas or data areas.

2. Physically back up the  areas using the new Directory but the old  Index Area and data areas.
3. Load the  areas using the original data sets.
4. Use the  DDCFBLD BUILD function to build the entity-occurrence definitions.
5. Use the DBUTLTY CXXMAINT OPTION=DDPROD function to load each database definition into the new Directory.
6. Physically back up and load each area in the Directory except the  areas.

Link Data and Index Areas to Directory (CXX)

When you use DBUTLTY to INIT an index area for a data area, that area is linked to the current Directory (CXX) by name.
If a Multi-User Facility, using a different Directory, subsequently tries to access that area, it generates an error condition
and issues a return code:

• Index Area
Return Code: 43 -- No Valid Index
Internal Return Code: 002 (decimal) / 02 (hex)

• Data Area
Return Code: 72 -- Invalid Data Area
Internal Return Code: 002 (decimal) / 02 (hex)

This linkage provides protection against JCL errors, such as pointing to the production database, not the test database.
This is true for all area usage except the INIT and LINK functions. Therefore, users should use extra caution that the
Directory in use and the data or Index Area are correct when submitting an INIT or LINK request.

NOTE
A data area or index area data set cannot be shared by two CXXs. This can result in data integrity problems and
index corruption.

Each Directory should have its own unique CXX name (not to be confused with a CXX data set name). This is important if
external security is used with this Multi-User Facility. By validating that the area accessed is linked to the current Directory,
avoids the possibility that a production Directory be used with a job which has JCL pointing to a test data or Index Area.
The one exception to this protection is the DBUTLTY INIT function (without VERIFY=YES) that always writes on the file
specified in the JCL.

The "STARTED JOB" message indicates the name of the Directory to which the job is connected:

DB00101I -- STARTED JOB-job-name NUMBER-run-unit CXX=cxx-name (other variables are possible)
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If an open error occurs,  reports the Directory name in the message: DB00501E -- OPEN ERROR - RETURN CODE xxx
(yyy) CXX=cxx-name (other variables are possible) [CXXLINK=xxxxxxxx]

To assist you in fixing the problem, if the open error is one of the two return codes described above, the message includes
the name of the Directory to which the area is linked.

DBUTLTY LINK Function

The DBUTLTY LINK function allows you to link a data area or Index Area to a Directory (CXX) without performing the INIT
function. Use this function only if you have renamed the Directory (CXX) or if you have used a utility other than DBUTLTY
to copy a data area from one Directory to another.

Multi-User Facility Required

This utility executes through the Multi-User Facility. It only executes when the Multi-User Facility is active.

Use with Multiple Multi-User Facilities

This function communicates with one Multi-User Facility. When multiple Multi-User Facilities are used, ensure that  Utility
(DBUTLTY) is communicating with the desired Multi-User Facility by executing  Utility (DBUTLTY) with the same System
Identifier module (DBSIDPR) that is used by the Multi-User Facility.

When using multiple Multi-User Facilities, ensure proper load library concatenation by keeping the System Identifier
modules (DBSIDPR) in separate load libraries. When using a console command, these steps are unnecessary.

When to Use

Use the LINK function to link the Index Area and each data area in one database to a CXX without performing the INIT
function. This would only be appropriate if you rename the CXX or copy a data area using a utility other than DBUTLTY to
move data from one CXX to another.

The LINK function opens tables in all areas of the specified database. Use this function only when all areas have been
initialized and the data areas loaded.

With Simplify mode, the CBS index can be subject to LINK with the MUF not enabled to correct a CXXNAME. Without
Simplify mode, do not use the LINK function for the Compound Boolean Selection (CBS) Index Area (IXX). or a virtual
database. You must use the INIT function for the Compound Boolean Selection Index Area. A database defined as virtual
should have no DASD data sets, and therefore the name should not be a concern.

The following steps show how to use the DBUTLTY LINK function and how to change the Directory (CXX) name.

1. With the Multi-User Facility enabled:
a. Run the COMM STATUS function and ensure that no jobs are running.
b. Backup the Directory (CXX).
c. Run the COMM EOJ function to disable the Multi-User Facility.

2. With the Multi-User Facility disabled:
a. Run the INIT AREA=CXX function and the LOAD AREA=CXX function from the backup of the Directory.
b. Run the INIT AREA=IXX function for the Compound Boolean Selection (CBS) index (if not virtual).
c. With Simplify mode, run the LINK function for all bases (DBID=1-5000).

3. Without Simplify mode, enable the MUF.
a. Run the LINK function for every database except the CBS index and virtual databases.
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Backing Up and Restoring the Directory
The BACKUP AREA=CXX function of DBUTLTY produces a backup copy of the entire Directory. Produce backups as
frequently as necessary to ensure that you have a valid backup available to perform Directory recovery. If you are using
SQL CREATE statements, your frequency of backups should match your CREATE activity.

  

Restoring the Complete Directory

If the Directory has been destroyed, use the INIT AREA=CXX and the LOAD AREA=CXX functions of DBUTLTY to
restore the Directory from a backup copy produced by the BACKUP AREA=CXX function. Do not specify DBID= when
restoring the entire Directory.

The Directory must be initialized prior to a full restore. When restoring the full Directory, DBUTLTY increments the
current  run unit stored in the Directory by 10,000 to prevent duplication of numbers.

If you are using SQL, ensure that the Directory, the , and the Data Definition Directory remain synchronous by always
restoring these areas at the same time.

Restoring a Single Database

Use the LOAD AREA=CXX,DBID=n function of DBUTLTY to restore a single database to the Directory. During the
LOAD,  first checks the Directory for a current definition of the database.

If the database does not already exist in the Directory:

• The LOAD is performed.
• Each area is flagged as not initialized.
• Each table is flagged as not loaded.

At this point, the definition is restored in the Directory, but the table is marked as not loaded. Another LOAD is required to
"force load" the tables.

If a database with the DBID specified in the LOAD already exists in the Directory,  checks to see if the date/time of that
database's last backup maintenance matches the date/time of the most recent Directory maintenance. If the date/time
information matches,  deletes the definition of the database that already exists in the Directory and adds (restores) the
definition specified in the LOAD. If the date/time information does not match, the restore is aborted to keep the Directory
definitions synchronized with the Index Areas and data areas. To continue, you must use the CXXMAINT DELETE
function for all the tables and the database and then rerun the LOAD function.

A database can also be restored with DBUTLTY function CXXCLONE. It provides user options relating to keeping an area
loaded and the data set name.

Copying a Single Database to a New Database ID

When using the DBUTLTY LOAD AREA=CXX function, you can specify the NEWDBID= keyword in conjunction with
DBID= to copy the database information backed up from one database ID to a new database ID. When you use the
NEWDBID= keyword, a flag is set in the Directory and this is reported on the Directory report.

The DBUTLTY function CXXCLONE also provides a way to load a CXX definition to a CXX, and it also supports
NEWDBID.

Do not use the NEWDBID= keyword on databases accessed by  or SQL. These obtain information from  about the
production database and therefore depend on the Directory and the  being synchronous.
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Restoring Index and Data Areas

If you plan to restore the status of Index Areas and data areas in conjunction with restoring a single database to the
Directory:

1. Delete each table in the database.
2. Restore the database to the Directory.
3. Do a second restore of the database to the Directory.

After the second restore, the Directory matches the contents it had when its backup was taken.

Upgrading the Directory (CXX)
 Version 15.0 breaks the pattern of prior releases and has no upgrade. Version 15.0 having no upgrade allows the
upgrade from Version 14.0 to Version 15.0 to be streamlined. A CXX initialized by Version 15.0 has a release of 14 the
same as initialized by Version 14.0.

As Version 15.0 opens databases, it converts databases in FORMAT 1 or 2 to be FORMAT 3 to allow new features of
Version 15.0 to activate.

NOTE
If the CXX is opened by Version 14.0, it converts databases in FORMAT 3 to be FORMAT 2.

Reporting on the Directory (CXX)
Use a Directory (CXX) report to verify the results of Directory maintenance. Use the DBID= keyword of the REPORT
AREA=CXX function of DBUTLTY to produce a Directory status report for a specific database. Omit the DBID= to produce
a Directory status report on all the databases in the Directory. Type K (TYPE=K) allows a report of the full Directory first
page of CXX-wide options and also any encryption information set for the CXX. Type P (TYPE=P) allows reporting details
of any PREINIT areas currently existing for this CXX.

Directory Report (Type A)

Use the REPORT AREA=CXX,TYPE=A function to monitor free space in the Directory, index area(s), and data area(s).
The REPORT AREA=CXX function of DBUTLTY reads the disk copy of the Directory.

  records the latest information about a database each time any table in that database is closed, and at some other times.
To generate a report for a database that is open, when running without Simplify mode execute a COMM STATS function
for that DBID, or all databases, to assure current information. COMM STATS is internally done for Simplify mode users.

Directory Report (Type B)

REPORT AREA=CXX, TYPE=B is equivalent to the full report for the database, area, and table information, but it does
not report any key, element, or field information.

An estimated half of the printed lines in (and time spent printing) a full CXX report are used to give static information
about keys, elements, and fields. Most CXX reports, however, are requested in order to view dynamic data information,
in particular the data set names and volumes, and the table loaded status, all of which are available, without the static
information, in a TYPE=B report.

 

Maintaining Definitions
When adding or modifying database definitions, update  and catalog the new definitions to the Directory (CXX).
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Modifying Selected Options

The CXXMAINT OPTION=ALTER functions of DBUTLTY can modify certain  options in your database definitions in the
Directory.

Each time you CATALOG a database from the  any database-level options set by the CXXMAINT OPTION=ALTER are
reset to the  definitions. Ensure that the desired options are represented by reviewing a current Directory report for these
options before performing  maintenance.

SQL processing depends on the Directory and the  being synchronous. Use of the CXXMAINT options modifies the
Directory without accompanying changes to the . Therefore, use care in the use of the CXXMAINT options on Directory
definitions that are accessed by SQL.

Logging

Logging is required if you intend to use recovery, transaction backout, restart, or SQL processing. You define logging
and recovery at the table level in . We recommend enabling logging and recovery for all tables processed in a production
environment. Recovery requires 8 additional bytes of storage added for all records in the table for logging purposes.

You can use the ALTER option with the keyword LOGGING= to bypass the  definition originally in effect for the logging
and turn the logging facility on or off for selected tables. Only use the ALTER option as a temporary change to the logging
option, for example, during initial development production. Do not disable logging on a table that is accessed by SQL
programs.

For more information, see Logging and Recovery and Using Logging.

Key Use

The CBSUSE= keyword in the ALTER option tells the Compound Boolean Selection Facility whether to use a key. The
key definition and index entries remain for other processing. This option allows you to check the effect (on application
performance) of deleting a key without actually deleting the key.

Directory Information

You can use the ALTER option with the DSN= keyword to modify the DSN for reporting purposes.

Data Area Space Management

Executing the ALTER DSOP option of the CXXMAINT function alters the data area space management option. For
example, use this to turn on clustering. The new space management option can be used immediately. However, the
ALTER DSOP option does not update the Index Area (IXX). The old option is still in effect for previous transactions. You
must also change the space management option attribute (SPACE-MNGMNT) for the area in . Otherwise, the old option is
restored when the  definition is next cataloged to the Directory.

 

Deleting Databases
You can use either DBUTLTY or SQL statements to delete tables. You must use DDUPDATE and DBUTLTY to delete a
database.

Delete a Database

To delete a database in production, use DDUPDATE to DELETE the PRODuction status definition (this changes
it to HISTory status). Also, use DBUTLTY to delete the definitions from the Directory by executing the CXXMAINT
OPTION=DELETE function.
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Delete a Table

To delete one or more tables within a database, but not the entire database, delete the table definition from the database
structure definition in  and CATALOG the database definition. This ensures that the Directory and the  definitions are
synchronized and that the unwanted table definitions no longer exist in either  or .

WARNING
CXXMAINT only deletes the table definition from the Directory (CXX). It deletes neither the table's data in the
data area nor the index to that data. After using CXXMAINT to delete a table from a multi-table area, perform
a DBUTLTY BACKUP followed by a DBUTLTY INIT IXX or REMOVE (to clear the index). Then, perform a
DBUTLTY LOAD to eliminate the deleted table's data from the area. Also, a REPLACE function with null input
can make the data row space available for new row additions. It also reclaims any index space.

SQL Procedure to Delete a Table

For SQL accessible tables, you can use an SQL DROP TABLE statement to delete a table. However, the DROP TABLE
statement obsoletes the table, which removes all versions and statuses of the table from the  databases, deletes the
Directory definition, and deletes the data.

If you are using SQL and you do not use the DROP TABLE statement, you must ensure that the Directory and the  remain
synchronous. To do so, do not delete a database from the  without also deleting it from the Directory and conversely, do
not delete a database from the Directory without also deleting it from the .

Purging a Database

The DBUTLTY CXXMAINT OPTION=PURGE function can minimize the recovery process of the Directory (CXX) under
certain circumstances. This function flags the Directory to indicate that the specified database does not exist. It performs
none of the Directory Block Reclamation done by the DELETE option.

NOTE
Do not use PURGE unless DELETE fails.

This function is provided to minimize the recovery process of the Directory in the case of hardware failure errors,  failures,
or misuse of the DBUTLTY RESET function. Without the PURGE function, such failures can cause situations that require
restoring the entire Directory. All users must terminate processing when you restore the entire Directory. This means
that if a test database is incorrect and it is not purged, all production must be shut down so that the Directory (CXX) can
be restored from a backup. Information entered since the time of the backup is lost. However, if you purge the problem
database, it can be restored from a backup or re-CATALOGed from . When restoring a single database, only activity
against it must stop; all other  activity can continue.

This function does not reclaim space. Therefore, the space remains unreclaimed until the entire Directory area can later
be backed up, initialized, and reloaded.

For example, a possible situation in which you may find it necessary to use PURGE is as follows:

1. You deleted a database definition from .
2. Then, you used CXXMAINT OPTION=DELETE,DBID=n to delete that database from the Directory (CXX).
3. You received return code 13 and the DELETE option did not complete.

In this case, PURGE the database. Then, reclaim space with the DBUTLTY BACKUP, INIT, and LOAD AREA=CXX
functions.

Extending the Directory (CXX)
The Directory cannot be extended with the EXTEND function of DBUTLTY. It can be extended with the MUF console-like
command DYNAMIC_EXTEND. Another way to extend the Directory is as follows:

1. Execute the BACKUP AREA=CXX function of DBUTLTY.
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2. Allocate a larger area.
3. Use the DBUTLTY INIT AREA=CXX function to initialize the Directory.
4. Restore the Directory with the LOAD AREA=CXX function of DBUTLTY. The Directory (CXX) can be extended with the

console and console-like command DYNAMIC_EXTEND.

Resetting Exclusive Control
acquires exclusive control of the Directory (CXX) during open and close processing of a User Requirements Table and
during Directory maintenance.

When to Reset Exclusive Control

When not using Simplify mode and having MUF enabled, if  is interrupted because of an abend or system failure, the
exclusive control setting can remain in force for the Directory. A symptom of this condition is a recurring return code 67 or
46 when attempting to start a user program.

How to Reset Exclusive Control

When not using Simplify mode and having MUF enabled, execute either the RESET AREA=CXX function of DBUTLTY or
restart the MUF to reset the Directory (CXX) exclusive control indicator.

Resetting Table Indicators

When to Reset Table Indicators

When  is interrupted because of an abend or system failure, the update-user control count, the read-only user control
count and the load in progress, unload in progress indicator settings remain in force for the Directory. You can reset these
indicators when executing the RESET AREA=CXX function of DBUTLTY or by restarting the MUF.

How to Reset Table Indicators With Logging Active

In a logging environment, the Multi-User Facility restart process prepares the Log Area (LXX) for use and resets the table
indicators for any tasks that were active at the time of failure. This function ensures the integrity of the Directory in case of
abnormal system or task termination.

If a system failure or a Multi-User Facility abend occurs, you can preserve database integrity when you restart the Multi-
User Facility.

How to Reset Table Indicators Without Logging Active

When running with Simplify mode and having MUF enabled, this section does not apply.

When running without Simplify mode and MUF is enabled, to reset the Directory table indicators in a non-logging
environment, execute the RESET AREA=CXX function of DBUTLTY with the DBID= keyword specified for each open
database.

WARNING
Use this function only when no other  processing is active. If this function is run and  jobs are active,
the processing that occurs after this point produces unpredictable results. If a DBUTLTY RESET
AREA=CXX,DBID=nnn is performed after a MUF failure and prior to MUF RESTART processing, the RESTART
phase of the next MUF start up ignores any log records that pertain to that DBID. Should this occur, your data
integrity on this DBID may be compromised.

In a non-logging environment, you must reset the Directory table indicators if there has been a system failure or a Single
User abend. Specifically a Single User abend in a user program with  not in control of user abend processing.
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Without logging, you usually lose database integrity after one of the above mentioned events has occurred. Database
integrity is lost because synchronization between the index and the data is lost after a failure if a transaction updating two
records has only updated one, or if the update request is incomplete.

Index Swapping
In addition to the primary purpose of moving an index definition from one index area to another, index swapping allows
two other rarely changed key definition attributes that do not affect application programs to be changed in the same 24x7
way. By supporting changes without application program changes, index swapping allows a Database Administrator to
address, without risk, potential tuning benefits related to performance.

The first attribute that can be different is a key set as INCLUDE-NIL-KEY YES or NO. The INCLUDE-NIL-KEY attribute
defaults to YES and is not often used set to NO. A NIL-KEY is one that has an entire key length of fields containing all
binary zeros or all blanks. With INCLUDE-NIL-KEY set to YES, these index entries exist and are available to the RAAT
and SAAT (set-at-a-time) commands, which is needed if the key is used to find all records in the table. The ability to set
INCLUDE-NIL-KEY to NO forces those index entries to not exist and are therefore not available to the RAAT and SAAT
commands. This is considered a performance or tuning ability. The option must be set to YES for the Master Key and
the Native Sequence Key. An example of the option being useful is a secondary key defined as fields that are a previous
address for a person. If an address is known, it would be present and subject to finding the row. If there is not an address,
the blank (or binary zeros) in the field have no value to be added to the index or searched for in the index. A savings of
DASD and time to add or delete the blank field would not be a “value.”

The second attribute that can be different is a key set as UNIQUE. This attribute defaults to NO and can be NO or YES. If
set to YES, it ensures that a row cannot be added with the same value as another row in the table.

All three attributes above require changes to the index area(s) on DASD and are grouped in this key swap feature.
Following are the steps needed to complete the process:

1. Add a new key definition to the table that has a key defined, similar to the key to be changed, except it has a different
Datacom Name (a temporary name that is not used), different Key ID, and different attribute of the three above that
can be changed. This key definition is temporary and should be set to key usage NONE.

2. If the index name is to be changed and the name is not currently in use by another key in the database that is
initialized and loaded, the index name needs to be subjected to the DBUTLTY function PREINIT so that is it initialized
and ready for use.

3. The new key definition needs to be cataloged using DDUPDATE to the CXX. This process is explained in more detail
in  documentation that discusses adding or deleting index definitions in "real time," that is, in a 24X7 manner. After the
catalog of the key, time must pass to all the MUF system to build the new index definition requirements.

4. After the new key definition is fully in place, the key swap can occur. The two key definitions to be swapped must
both be in a LOADED status in the CXX. The key in use that is to be replaced is selected and the new key that is not
in use that is to be the replacement is provided with the batch transaction 1000 SWAP. From the CXX point of view,
the two keys have their key IDs swapped, as well as the three options subject to the swap. The swap occurs to the
CXX on DASD, not in memory. The memory information supports existing user programs that are running and sees
no effect from the swap. Therefore, the existing user programs are not impacted in any way. The change is in place
for applications once the database is closed and then reopened. The close might be delayed until the next natural
planned outage, including migrating to a Shadow MUF.

5. After the database with the table that has the keys that were swapped has been subject to being closed in all
appropriate MUF environments , the new key definition can be deleted using the "real time" key deletion feature that
promotes 24x7 operations as described in  documentation.

For more information, see the 1000 SWAP batch transaction.

From the CXX point of view, the swap is processed in the following simple parts.

NOTE
Neither key can be a relative record key.
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Processing is as follows:

1. The key ID is swapped.
2. If the existing key is neither the Master Key, the Native Sequence Key, nor a Unique Key, the key include (KEY INC)

value is swapped. The swapped values need not be the same.
3. The unique value is swapped. The swapped values need not be the same.
4. The index area name is swapped. The swapped names need not be the same.

Creating and Maintaining the Statistics and Diagnostics Area (PXX)
The Statistics and Diagnostics Area (PXX) contains  operational statistics for monitoring and tuning . Each physical MUF
must have its own PXX data set, no sharing. You are not required to initialize or format the PXX. Each MUF opens it for
output during startup and writes to it as needed.

This page contains the following topics:

Types of Statistics

The Statistics and Diagnostics Area stores many types of statistics, each of which is accumulated and reported on
separately:

• System statistics
• I/O statistics
• Job statistics
• SQL and Compound Boolean Selection Facility traces
• generated dumps
• Dynamic system tables
• Audit records

Each set of information is managed independently of the others, with each serving a different purpose. The system
statistics, I/O statistics, and job statistics information is written to the Statistics and Diagnostics Area as one unit. This
writing occurs during each User Requirements Table close or during the close of the job. In the Statistics and Diagnostics
Area, the information is appended to previously written Statistics and Diagnostics Area information, as well as other PXX
data. If the Statistics and Diagnostics Area becomes full,  issues a console message and no more statistical or diagnostic
information is written. Therefore, the current job statistics are lost, except any statistics still in memory.

See for details on the statistics maintained here and how to report and use them.

The system, I/O, and job statistics may be turned off or set to only occur when the MUF is disabled. This is desirable when
the data is not required for system or job tuning. The system and I/O data is available in real time through the dynamic
system tables for SQL users. Job statistic type data is available using the Accounting Facility. It is a best practice to set
the MUF startup option PXXSTATS to EOJPRT to have a summary report when MUF is disabled listing all the work it did,
without having the overhead of PXX I/O at every URT close. It improves MUF performance and efficiency.

Allocating

In z/VSE environments, the Statistics and Diagnostics Area (PXX) is only processed as a single extent, single volume
area. Any additional extents are ignored.

In z/OS with the use of DISP=NEW PXX, the primary allocation is used which can be one to five extents (all on one
volume). With DISP=SHR/OLD, the current allocation is used, which is on one volume. Regardless of the DISP, the PXX
in z/OS is processed without asking for any secondary allocation. We do not recommend DISP other than SHR, because
that would prevent the PXX from being printed during MUF execution.
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We recommend that you allocate space for one track for each User Requirements Table close between scheduled
clearing of the Statistics and Diagnostics Area. If dumps are not produced, 400 to 500 tracks is normally sufficient.

Do not share a Statistics and Diagnostics Area between two Multi-User Facilities.

When the Statistics and Diagnostics Area is full,  issues the message: DB01001W PXX AREA FULL. If you receive this
message frequently, consider allocating more space.

Accumulating Statistics

Detail statistics can be written to the PXX with each URT close or final URT close per job by using the MUF startup option
PXXSTATS DETAIL. This is an inefficient strategy and provides the information in a format that is not easy to save. It
would therefore be better to use that technique for a test MUF. For production MUFs, we recommend that Job statistics
not be kept but, if required, use the accounting system and the MUF startup option PXXSTATS EOJPRT.

If the MUF startup option PXXSTATS DETAIL is used, the amount of output can be controlled with the following URT
parameters:

User Requirements Table Parameter Function
JOBSTAT= Specify that job statistics be recorded but not written until the last

User Requirements Table for the job closes.
OPTMIZE= Specify that no job statistics be recorded unless JOBSTAT= is

specified.

Reporting

To print a report of the Statistics and Diagnostics Area, use the REPORT AREA=PXX option of DBUTLTY. You can
generate Statistics and Diagnostics Area reports at any time. Running a Statistics and Diagnostics Area report does
not affect its contents. Each Statistics and Diagnostics Area report that you request causes the entire Statistics and
Diagnostics Area to be read from the first track to the end of the last track written by MUF. If your Statistics and
Diagnostics Area data is allocated in a large area, elapsed time to execute this function can be long.

In z/OS systems, to allow reporting the Statistics and Diagnostics Area while the Multi-User Facility is operational, the
Statistics and Diagnostics Area cannot be a temporary data set, and DISP=SHR must be specified.

SYSOUT Processing in z/OS

The Statistics and Diagnostics Area (PXX) output data set is used and reused by and for many categories of output,
including the following:

• Documentation of return code errors or a SNAP command with a Master List dump that optionally includes buffers
(category code ML)

• CBS diagnostic report as requested using , , or DBUTLTY TRACE= requests for SQL (category code CBS)
• SQL trace information requested using DBUTLTY TRACE= requests (category code SQL)
• trace information if requested by Support (category code DD)
• Dynamic system tables trace information (category code DST)
• Statistics
• Other diagnostic or debugging information

In z/OS environments, you can write the first five of the above categories (ML, CBS, SQL, DD, DST) to alternate print data
sets by specifying them in a SYSOUT MUF startup option. Each can be in its own SYSOUT, or they can be grouped in
many combination of SYSOUTs. These alternate print data sets are dynamically allocated and deallocated in response to
DBUTLTY console commands or COMM functions. When allocated, each data set is equivalent to:

 //PXXaaann    DD  SYSOUT=*,OUTLIM=outlim
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• aaa
Corresponding to the first five output categories listed above. The possible values of PXXaaann are PXXMLnn,
PXXCBSnn, PXXSQLnn, PXXDDnn, and PXXDSTnn.

• nn
Is 01-99, where the initial allocation is, for example, PXXML01, and each reset causes nn to be incremented by 01 until
99 is reached, at which time nn begins again at 01.

• outlim
Is the maximum lines specified on the SYSOUT parameter for this category, where outlim can be from 100K to 16M.
See the description of 100K to 16M as valid values for the SYSOUT MUF startup option. See SYSOUT.

Selecting the Option

Using the option requires specifying the SYSOUT MUF startup option.

The parameters of the SYSOUT MUF startup option define the deallocation class and outlim associated with each of the
first five categories of output.

Processing of each PXXaaa is as follows:

1. If no SYSOUT MUF startup option has been specified, all diagnostic output is routed to the PXX DD statement.
2. If the value for outlim on the SYSOUT MUF startup option is zero, diagnostic output of that particular type (ML, CBS,

SQL, DD, DST) of outlim is routed to the PXX DD statement.
3. When the SYSOUT MUF startup option has been specified and the value of outlim is not zero, a PXXaaann DD

SYSOUT=* is dynamically allocated, and the selected output (up to the number of lines specified by outlim) is routed
to PXXaaann. When that number of lines is reached,  stops writing to that data set and issues the following console
message: DB02401W - PXXaaa AREA FULL.

WARNING
Choosing a value for outlim can help prevent the occurrence of S722 abends. Be aware, however, that because
an S722 abend relates to all SYSOUT, such abends could still occasionally occur. If all the output from the Multi-
User Facility could cause an S722 abend, and if that output cannot be controlled, use of the SYSOUT parameter
should be considered very carefully.

Clearing a SYSOUT Data Set

Once the output limit has been reached, further output to a full PXXaaa data set is ignored until reset using a CLRML,
CLRCBS, CLRSQL, or CLRDD or CLRDST DBUTLTY console command or COMM function.

NOTE
These have no effect on an S722 abend.

In processing the reset function, the current PXXaaann data set is deallocated and assigned to the class specified in the
SYSOUT MUF startup option. You are expected to choose a value for class that causes the data set to be deleted from
the JES (Job Entry Subsystems) queue, that is, a throw-away class is the expected choice. A new data set PXXaaann
(where nn has been incremented by 1, wrapping at 99) is then allocated. The following message is issued after the clear
request has been processed: DB02402I -- PXXaaa AREA RESET

Redirecting SYSOUT

It can sometimes be desirable to combine diagnostic output from several sources into one data set. Combining output
allows time-sequenced viewing of traces or snaps from several sources but can still utilize the SYSOUT concept. This is
accomplished by coding a value of ML, CBS, SQL, DD, or DST for outlim instead of using a numeric value for outlim to
specify a number of lines. These identifiers indicate that the output represented by the position of the identifier is to be
redirected to the appropriately named SYSOUT data set.

For easy reference, following is the SYSOUT syntax:
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►►─ SYSOUT ─ class,mlparm,cbsparm,sqlparm,ddparm,dstparm ─────────────────────►◄

Referring to the SYSOUT syntax, consider this example:

SYSOUT  X,2M,SQL,2M,SQL,SQL

This example specifies that Master List snap output is to be directed to PXXMLnn (to a maximum of 2M lines), that
SQL diagnostic/trace output is to be directed to PXXSQLnn, and that CBS, DD, and DST output is to be redirected to
PXXSQLnn (subject to a combined maximum of 2M lines). An entry may not be redirected to another entry that is also
redirected. There is one exception, the entry for PXXML may not be redirected.

In the example, note that:

• X
In the class position represents the expected throw-away class.

• 2M
In the mlparm position means that Master List snap output is to be directed to PXXML to a maximum output limit
(outlim) of 2M lines. The ML option may not be redirected elsewhere.

• SQL
In the cbsparm, ddparm, and dstparm positions means that CBS, DD, and DST output are to be redirected to PXXSQL
subject to a combined maximum of 2M lines.

• 2M
In the sqlparm position means that SQL traces are to be directed to PXXSQL which has a combined maximum output
limit (outlim) of 2M lines.

If a reset command results in redirection, the following message is issued: DB02403I -- PXXaaa REDIRECTED TO
PXXbbb

The target of a PXX redirection cannot itself be redirected. An attempt to do so results in the following message:
DB02404E -- PXXaaa INVALID REDIRECTION TO PXXbbb

NOTE
It is permissible to redirect one data set to another whose outlim is specified as 0. In this case, both sets of
output is sent to the standard PXX data set.

Resetting (Clearing)

To reset (clear) the Statistics and Diagnostics Area (PXX), run the DBUTLTY COMM OPTION=CLRPXX function. The
CLRPXX option can be run at any time. The PXX is also reset each time the Multi-User Facility is enabled.

All contents of the PXX on disk are unavailable when it is reset. Any statistics still in memory are not deleted.

does not print the contents of the PXX before clearing it. If you need a report, run the DBUTLTY REPORT AREA=PXX
function before clearing the PXX.

For more information:

• COMM CLRPXX (Clear Statistics and Diagnostics Area (PXX)

• COMM CLRnnn (Reset Alternate Output Data Sets)

Creating and Maintaining the Log Area (LXX)
This section provides a brief overview of the Log Area (LXX) to facilitate allocating and initializing the Log Area. See Using
Logging for more information. For information about the variable Log Area block size feature, see Variable Log Area (LXX)
Block Size.

Logging is required in Multi-User Facility environments. It is not allowed in a Single User environment.
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The Log Area is opened at Multi-User Facility startup. If the Log Area cannot be opened, the Multi-User Facility startup
fails.

 How  Uses a Log Area 

A Log Area (LXX) is a disk-only transient storage area for log records before  writes or spills them to the Recovery File
(RXX). Before updating a table defined with logging,  writes a log record to the Log Area. This log record contains an
image of the record before the update, the transaction image, a time and date stamp, the job name, and other information.

 Log Area Structure 

A Log Area is a fixed-length block area or a variable (undefined) area. The first block contains control information. This
includes the recovery option in force (MUF startup option LOGRCV), identification of the blocks containing valid log
records, the blocks eligible for spilling, the block currently being written, and the blocks free for use. The last block is used
for the uncertainty table maintained for two-phase commit tracking with  STAR. The remaining blocks are for temporary
storage of log records.

A small Log Area (LXX) is created when the system is installed. It is set up without a Recovery File (MUF startup option
LOGRCV NEVER). To increase the size of the Log Area, allocate and initialize the new areas as described on the
following pages.

If you are using  STAR for distributed processing, see the   STAR Administrator documentation for information about
logging in a distributed environment.

  

Allocating

Determining the size of the Log Area depends on the type of Recovery File (RXX) in use. If the Recovery File type is
active (MUF startup option LOGRCV YES), it resides on a dedicated tape drive. With an active Recovery File, your Log
Area can be relatively small. There are restrictions to active Recovery. We do not recommend active Recovery. With an
inactive Recovery File type (MUF startup option LOGRCV NO), your Log Area needs to be large enough to accommodate
the requirements of your operation. For performance, it can be better if you allocate the first track on a separate (low
activity) volume than the rest of the LXX. For details, see Using Logging.

The size of the LXX also impacts the amount of pipelining that can occur for data and index changed blocks in MUF. The
larger the LXX, the capacity to pipeline increases. For information, see the MUF startup option LOGPEND.

 z/OS Systems 

The Log Area (LXX) can be allocated during the INIT AREA=LXX function of DBUTLTY or preallocated. The INIT
function prepares the Log Area space provided. If the JCL disposition parameter (DISP=) is specified as NEW and
only one volume is provided,  requests and formats the primary allocation. If multiple volume serial numbers were
provided,  requests secondary allocations until space has been allocated on each of the specified volumes. If the
disposition was not specified as NEW, the currently allocated space is used.

The LXX is not subject to the DBUTLTY EXTEND function. However, it can be used with the MUF console-like
DYNAMIC_EXTEND command. For more information about the DYNAMIC_EXTEND command, see MUF Startup
Options and Console/Console-Like Commands.

 z/VSE Systems 

The Log Area can have multiple extents and multiple volumes.  dynamically determines the device type during the
initialization of the Log Area.

When using an FBA device, the number of physical blocks in each extent must allow complete logical blocks. To
determine this, divide the block size by 512. The extent must be an even multiple of the result. A block size of 4096
divided by 512 is 8, for example. Each extent must be a multiple of 8.
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Initializing

You must initialize the Log Area (LXX) before  can use them. The INIT AREA=LXX function of DBUTLTY initializes the
LXX.

The LXX can and should be formatted as variable with a BLKSIZE=32760. An exception to BLKSIZE=32760 is if you
are upgrading a MUF with a spanned LXX and there are plans (or the possibility) to downgrade back to Version 14.0. In
that case, the LXX should be formatted with the same BLKSIZE= and BLOCKS= as you used in Version 14.0. For details
about using the INIT function of the LXX with spanned logging, see your  Version 14.0 documentation.

To specify a starting transaction sequence number other than zero, code the TSN= keyword for the DBUTLTY INIT
AREA=LXX function. The DBUTLTY REPORT AREA=LXX function and the restart portion of the Multi-User Facility
startup report the highest TSN previously used. If for some reason you need to re-INIT the LXX in the future, it is best
if you use the highest TSN number that MUF has used plus 10000 as the TSN number. This prevents reuse of TSN
numbers that are used to show locking of index entries or of data rows.

LXX Large Number LRSN LBSN

 Log Record Sequence Number (LRSN) 

Each log record added to the Log Area (LXX) is assigned a sequence number. The number assigned increments the
previous log record by one. The number starts at one for each MUF execution. In a MUFPLEX, starting at one occurrs
only if the execution is occurring when no MUF is executing withing that MUFPLEX. The LRSN is reset to one in response
to a QUIESCE RST console-like command. The LRSN is also reset to one in response to a QUIESCE REQ/TXN
command when the number is 1 billion or larger. However, the LRSN is never reset by a QUIESCE command if the MUF
is currently executing in MUFPLEX mode with more than one MUF active. It is of critical importance that the LRSN not
reach its maximum value, because in that case there are no new log records until the situation is remedied.

The current number is displayed during MUF restart processing. The current number is displayed during a MUF EOJ
(or termination) process in the LOG REPORT section of the EOJ report. The current number is displayed during a MUF
console-like command of ALL_INFO_REPORT in the LOG REPORT section.

MUF defines a concept of near maximum (NEARMAX) where the number is reaching the point of stopping all log requests
but is not yet at the maximum. At this value, log records will continue only for existing transactions and will fail for the
first maintenance of a new transaction. The intent of this ability is to allow running transactions to complete before the
maximum value where the MUF can be cleanly recycled or the user can use the QUIESCE RST command to have the
number reset. The value defined as near maximum is provided in message DB01227I and return codes 94 (147), 94
(148), and 94 (149). For more information about the message and return codes, see Messages . 

Because this Version 15.0 feature is not available in Version 14.0, if a Version 15.0 MUF is executing with LRSN values
less than 4 billion and it terminates, a restart is allowed under the fall back to Version 14.0 rules. However, if the MUF
terminates with LRSN values greater than 4 billion, fall back is blocked and a return code of 60 is issued, meaning that the
restart must occur using a 15.0 MUF and the MUF cleanly set to EOJ before falling back to Version 14.0.

 Log Block Sequence Number (LBSN) 

Each log track containing a log record in the LXX is assigned a sequence number. The number assigned increments the
previous log track by one. The number starts at a relatively low number (1 through the number of tracks) for each MUF
execution that starts from the previous MUF that ended with a clean EOJ, where no restart processing was required.
In a MUFPLEX, starting at 1 occurrs only if the execution is occurring when there is no MUF is executing withing that
MUFPLEX. The number is unchanged during a restart needing to reprocess pipeline data and during an enabling of a
MUFPLEX MUF when another MUF is currently enabled. It is critical that the LBSN not reach its maximum value, because
in that case there are no new log records until the situation is remedied.

The current LBSN is displayed during a MUF restart process. The current number is displayed during a MUF EOJ (or
termination) process in the LOG REPORT section of the EOJ report. The current number is displayed during a MUF
console-like command of ALL_INFO_REPORT in the LOG REPORT section.
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MUF defines a concept of near maximum (NEARMAX) where the number is reaching the point of stopping all log
requests but is not yet at the maximum. At this value, log records continue only for existing transactions and fail for the
first maintenance of a new transaction. The intent of this ability is to allow running transactions to complete before the
maximum value is reached where the MUF can be cleanly recycled to have the number reset. The value defined as near
maximum is provided in message DB01228I. 

Because this Version 15.0 feature is not available in Version 14.0, if a Version 15.0 MUF is executing with LBSN values
less than 4 billion and it terminates, a restart is allowed under the fall back to Version 14.0 rules. However, if the MUF
terminates with LBSN values greater than 4 billion, fall back is blocked and a return code of 60 is issued, meaning that the
restart must occur using a 15.0 MUF and the MUF cleanly set to EOJ before falling back to Version 14.0.

Reporting

You can report on the Log Area (LXX) using the DBUTLTY REPORT AREA=LXX function. This report provides details on
the current status of the Log Area. You may not report the LXX in the same DBUTLTY step as an INIT or a RESET.

For an example of the Log Area Report and details on running the DBUTLTY REPORT AREA=LXX function.

The STATUS_LOG console-only command can also be used to request status information for the LXX by causing
message DB03105I to be displayed. For more information on STATUS_LOG, see the information about it in MUF Startup
Options and Console/Console-Like Commands.

Resetting

The RESET AREA=LXX function of DBUTLTY resets all active conditions in the Log Area control record. Therefore, all log
records in the Log Area are lost. The RESET AREA=LXX function is provided for use with development systems and is
not intended for use in a production environment.

The failure recovery functions required after a Multi-User Facility ABEND are part of the startup procedure. A reset of
the LXX, where a restart is needed, prevents MUF from bringing the index and data areas into synchronization. It also
prevents transaction boundaries from being enforced. Review the MUF startup options NORESTART, DORESTART and
RESTART to see if you can resolve the current restart problem before attempting a RESET of the LXX.

Creating and Maintaining the Force Area (FXX)
The Force Area (FXX) is a system area. The FXX contains logging-related information that has been forced from the Log
Area (LXX).

  

Allocating

The FXX and the LXX must have the same physical and logical block size. If, however, the LXX is variable, the FXX must
be specified as fixed or spanned. The number of tracks required is dependent upon the number of tasks generated in the
MUF or MUFplex.

Initializing

The FXX is divided into a control block or blocks and log record blocks. Criteria for determining the number of control
blocks is based upon the number of total tasks to be supported with this Multi-User Facility or MUFplex. During
initialization (INIT AREA=FXX), the TASKS= keyword is used to specify the number of tasks to be supported.

In picking the number of tasks to be supported, consider the following:
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• If you are running a single Multi-User Facility without  STAR, use the TASKS MUF startup option number. If you have
any plans for more tasks in the future, specify a larger number now.

• If you are running a single Multi-User Facility with  STAR, use the TASKS MUF startup option number plus the number
of STAR tasks (that is,  STAR tasks).

• When running a MUFplex, calculate the above for every Multi-User Facility (as defined by a specific MUFplex number
(1 through 2)) that might be enabled or might have been enabled since the LXX was last reset or the FXX was last
initialized. Specifically, if a MUFplex 2 is enabled, space for its tasks must be maintained in the FXX, even if it is ended.

• System tasks in MUF require 25 tasks. Therefore, if nnn is the number specified for the MUF startup option TASKS,
then nnn plus 25 is the value required for each MUF, with that value multiplied by the number of MUFs that can be up
at the same time for any LXX/FXX. XCF is not part of the equation. The restart report externalizes this information,
making it easy to see the maximum values and how much a specific restart needed to use. For more information about
the restart report, see Restarting the Multi-User Facility after a Previous MUF Failure.

The number of control blocks that are reserved is based upon the following formula: 8192 + (tasks * 64). If running the
typical 3390 block size of 27998 with less than 618 tasks, all fit in one control block.

The number of blocks for log records depends upon the number of active requests that could possibly be forced from the
LXX and upon the size of the forced log records. Active requests are forced only rarely. However, if the Multi-User Facility
requires space and space is not available, all log requests fail until the Multi-User Facility is canceled and restarted. To
prevent this situation from occurring, calculate the number of force blocks required to provide space for one log record per
task.

An easy approach is to allow one logical block per task. To be more accurate, calculate a log record size as the largest
defined data record times 2 plus 200 (take into account that individual records are not split across blocks, and be certain
that you allow enough room). While active requests are unlikely, the following conditions could increase the probability of
their occurring:

• Running in MUFplex mode
• Holding DBUTLTY LOCK OPTION=MOVER for a long time
• Doing a dynamic extend of an area with a large new allocation
• Having low priority jobs do maintenance to rows with lots of keys
• Having a small LOGSPILL D MUF startup option percent
• Having a Log Area (LXX) with relatively few tracks

Creating and Maintaining the RRM Log (WXX)
The RRM Log (WXX) is a run-time log used by the Remote Resource Manager (RRM) to resolve outstanding two-phase
commits, in conjunction with the Resource Recovery Services (RRS) log. It is maintained by the RRM (see Remote
Resource Manager (RRM)).

Use the INIT AREA=WXX option of the  Utility (DBUTLTY) to build a new RRM Log (WXX). You must format the RRM Log
with the INIT function before it can be used by . When allocating the WXX, it must be in a single extent.

Creating and Maintaining the Temporary Table Manager Area
The Temporary Table Manager (TTM) manages the processing of the SQL work area. The TTM area is a data area with
one table that is used for SQL processes that need temporary space, including, for example, some executions of the
following:
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• ALTER TABLE
• CREATE INDEX
• DISTINCT
• GROUP BY
• ORDER BY
• UNION

 TTM Database ID 

The  installation process creates the TTM in database ID 017. If you must change this ID, use the MUF startup
option SQLOPTION. 

 Virtual Area 

In z/OS or z/VSE, consider making the TTM area a virtual area. See Memory Resident Data Facility for details on virtual
areas and see MUF startup option VIRTUAL.

 Re-creating the TTM 

If the TTM is destroyed, re-create the TTM by initializing and null loading the area. See Allocating Data Areas for
information about initializing and null loading data areas.

Use the following steps:

1. Close any and all online SQL User Requirements Tables.
2. End all SQL processing.
3. Initialize and null load the TTM area. Do not reset the TTM database.
4. End the Multi-User Facility.
5. Start the Multi-User Facility.
6. Enable the online SQL User Requirements Table(s).

At the first SQL request after processing resumes, SQL reformats the TTM area. If the initialization fails, you can get
SQL return code -157. The code text is: TTM INITIALIZATION FAILED. DATACOM/DB RETURN CODE IS cc(ddd),
where cc is the  external return code and ddd is the internal code in decimal format.

Any attempt to use the TTM after the -157 and before a successful reinitialization results in the SQL return code -35, with
the message: TTM IS UNUSABLE. TTM INITIALIZATION FAILED WITH cc(ddd), where cc(ddd) is the  return code saved
from the initialization failure.

If you get the -35 code, locate the dump in the Statistics and Diagnostics Area (PXX) for the original -157 (including any
native  dumps preceding the SQL error dump) and determine what is wrong with the TTM data area. If you cannot locate
the -157 dump, it can be regenerated by cycling the Multi-User Facility and running any job that accesses SQL. If time
is critical and you do not want to pursue the -157, you can use DBUTLTY to null load the TTM which can enable it to
initialize successfully on the subsequent Multi-User Facility startup.

 Extending the TTM 

During the execution of an SQL ALTER TABLE statement, all of the rows being altered are copied into the TTM. This area
must accommodate the largest result table(s) or the tables being altered that could need temporary space concurrently. To
extend this work area, use the directed DYNAMIC_EXTEND to allow the extend to occur with no loss of access. You can
use the DBUTLTY EXTEND function if ending all SQL processing is an option. See for details.

Use the following steps:

1. Close any and all online SQL User Requirements Tables.
2. End all SQL processing.
3. Extend the TTM area. Do not reset the TTM database.
4. End the Multi-User Facility.
5. Start the Multi-User Facility.
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6. Enable the online SQL User Requirements Table(s).

At the first SQL request after processing resumes, SQL reformats the TTM area.

 Index for the TTM 

The TTM table uses the direct key facility to access data. This makes performance very fast. Also, it means that the Index
Area for the TTM can be very small.

If you want to define your TTM area as a virtual area, do not use the VIRTUAL dbid,size format. Instead use the VIRTUAL
IXXdbid,size and VIRTUAL TTMdbid,size formats with the index in the range of 1 track.

Creating and Maintaining the Datadictionary Databases
uses two  databases and five Virtual Library System (VLS) files. For information about the VLS files, see Implementing
and Maintaining Virtual Library System Files.

The two databases used by  are:

• DATA-DICT
Contains the entity-type tables and the High-Speed Directory (HSD). The HSD Table resides in the DATA-DICT
database. Within the HSD are Data Group Tables (DGT) which contain information about each of the entity-types in . In
a multiple  environment, each  has its own HSD.

• DDD-DATABASE
Contains the Schema Information Tables (SIT) and Data Definition Directory, a directory of information about the
structure of  tables. It is primarily used by  to facilitate the processing of SQL database requests.

During installation, a DATA-DICT database containing a set of standard entities and relationships is generated. The 
installation process also generates a DDD database that is ready for use. After installation, back up these databases.

The DATA-DICT and DDD areas are generated in their own databases. We recommend storing no other areas in DATA-
DICT unless you are defining your own entity-types and storing no other areas in the DDD. For both the DATA-DICT and
the DDD, maintenance is more convenient if these databases are independent of other areas.

Contents

Estimating Space

The DATA-DICT area is generated with ample space for most initial environments. The DDD areas are of modest size.
The size of the DDD required depends on the SQL activity in a system. If your site uses SQL extensively, extend the DDD
areas. (See Extending the Database Areas.)

Data Area Placement

For best performance, place the DDD database on a lightly used channel, separate from the DATA-DICT database.

Compression

Following installation, the compression option of  is on for the  databases. This saves disk storage but incurs some
CPU overhead. In systems experiencing high CPU usage, changing the definition of DATA-DICT and DDD structures
to make them uncompressed can improve performance if there is available disk capacity. It is possible to compress the
tables containing some entity-types and not compress the tables containing others. We recommend that you do not turn
compression off for the TEXT (TXT) and DESCRIPTOR (KWC) tables.

The production DATA-DICT database structure contains the entity-types which you must modify to run  uncompressed.
Change the COMPRESS attribute for the  tables as you would for any database.
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Availability During Maintenance

When you perform maintenance on the DATA-DICT database or the DDD database, the databases are not available for
access. If you are using the SQL Mode,  database maintenance requires careful timing.

Planning DATA-DICT Database Maintenance

The DATA-DICT database is in use when:

• Either online or batch  (including the  utilities, except DDICF) is in use.
• SQL is in use.
• Another CA product which uses  (such as  or ) is in use.

Planning DDD Database Maintenance

The DDD database is in use when:

• A database is being cataloged.
• is in use to delete a DATABASE, AREA, or TABLE entity-occurrence.
• The SQL precompiler is executing.
• rebinds a plan.
• The  Interactive SQL Service Facility is in use.
• The  SQL mode is in use.
• An executing application issues an SQL statement.

Backing Up the Database Areas

It is important that DATA-DICT and DDD remain synchronous with each other and with the Directory (CXX). Therefore, we
recommend backing up both  databases and the Directory at the same time. You should also back up the VLS files at the
same time. Back up the  databases as often as is necessary to have a backup that is current with the change activity.

To back up the databases, use the Directory report to get the DATACOM-NAMEs of the areas on the DATA-DICT or DDD
and then use the BACKUP function of DBUTLTY. See for more information about backing up data areas.

You can use the SQL Object Consistency Analyzer to determine if the , Data Definition Directory, and Schema Information
Tables areas and the Directory are not synchronized.

Extending the Database Areas

If you receive an error message or return code indicating that the DATA-DICT or the DDD is full or if you determine from
the Directory Space Utilization Report that an area in one of these databases is nearly full, extend the data area using
the DBUTLTY EXTEND data area function. To ascertain input parameters to the utility, use the DATA-DICT and DDD
database definitions in .

You can specify that the data and Index Areas are dynamically extended when they become full. See and .

Restoring the Databases

If one of the  databases is destroyed, restore both databases from the backup. The  database areas are restored in the
same way that any  data area is restored.

To restore an area:

1. Allocate the data area, if necessary (see Allocating Data Areas).
2. Initialize the data area (see Initializing Data Areas).
3. Load the data area from backup (see Loading Data Areas).
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Always restore all the areas of the DATA-DICT database and the DDD area from a common backup and restore a
comparable version of the Directory (CXX) at the same time. This ensures that  and the Directory remain synchronous.

Reorganizing the Database Areas

Space is reclaimed in the  databases using basic space reclamation (Option 1). (See Data Area Space Management
Options for an explanation of  data area space management options.) If  maintenance activity is high, reorganize the  data
areas to optimize performance.

Databases can be reorganized with the database open and being processed by using the online reorganization
capabilities of the DBUTLTY function OLREORG.

To reorganize your areas:

1. Run the DBUTLTY BACKUP data area function with SEQ=NATIVE specified.
2. Submit the output from the BACKUP to the DBUTLTY LOAD function specifying format=BACKUP.

Modifying the Database ID for DATA-DICT

If you change the DATACOM-ID of the DATA-DICT database, update the  System Options Table and run the  installation
job to reassemble and link edit the DQSYSTBL. If you do not change the database ID designation for  in DQSYSTBL, 
requests are resolved using the explanation in BASEID=.

To change the database ID of the DATA-DICT database:

1. Use  to access the DATA-DICT database entity-occurrence.
2. Change the DATACOM-ID attribute-value to the new database ID.
3. Modify the DATA-DICT-ID attribute-value for the DDD-DATABASE entity-occurrence.
4. If necessary, copy the DATABASE definition to PRODuction status. (Note: You can make these changes directly to the

PRODuction status entity-occurrences.)
5. Modify the MUF startup option DICTIONARY to specify the new database ID.
6. Catalog the definition using the  DDCFBLD BUILD utility and the DBUTLTY CXXMAINT OPTION=DDPROD function.
7. Modify the  System Resource Table parameter BASEID= to specify the new database ID. Then, reassemble and link

edit the  System Resource Table.
8. Modify the  User Requirements Table (DDURTBL) parameter DBID= for DATA-DICT or DDDBID= for DDD to reference

the new database ID. See the explanations of DBID= and DDDBID= in DDDBID=. Then, reassemble and link edit the 
User Requirements Table.

9. For existing sites (not a new install), either backup and restore the existing DATA-DICT database to the new
DATACOM-ID or update the Directory (CXX) to point the new DATACOM-ID to the old data sets. Also, delete the old
DATA-DICT database from the CXX.

10. If the  involved is the primary , initiate the Multi-User Facility, as described on Initiating the MUF.
11. If the Multi-User Facility has been previously brought up with SQL support with the old database ID of DATA-DICT

specified in the DICTIONARY MUF startup option, clear the stored DATA-DICT database ID in the Directory (CXX) by
doing the following:
a. Terminate the Multi-User Facility using the COMM EOJ function of the  Utility (DBUTLTY),
b. BACKUP the CXX,
c. INIT the CXX, and
d. LOAD the CXX from the backup just taken.
The next execution of the Multi-User Facility with SQL support then refreshes the database ID for DATA-DICT in the
Directory (CXX).
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Modifying the Database ID for DDD

To change the database ID of the DDD database:

1. Use  to access the DDD definition. (The entity-occurrence name for the DDD database is DDD-DATABASE.)
2. Change the DATACOM-ID attribute-value to the new database ID.
3. Modify the DDD-BASE-ID attribute-value for the DATA-DICT database entity-occurrence. (Changing the DDD

database ID can also have an impact on  STAR. See the  STAR Administrator documentation for details.)
4. If necessary, copy the DATABASE definition to PRODuction status. (Note: you can make these changes directly to the

PRODuction status entity-occurrences.)
5. Modify the MUF startup option DICTIONARY. See Modifying MUF Startup Options.
6. Catalog the definition using the  DDCFBLD BUILD utility and the DBUTLTY CXXMAINT OPTION=DDPROD function.
7. For existing sites (not a new install), either backup and restore the existing DDD database to the new DATACOM-ID

or update the Directory (CXX) to point the new DATACOM-ID to the old data sets. Also, delete the old DDD database
from the CXX.

8. Modify the  User Requirements Table parameter DDDBID= to specify the new database ID. See the explanation in
DDDBID=. Then, reassemble and link edit the  User Requirements Table.

9. Reset the  High-Speed Directory (HSD) using the DDCFBLD utility -HSD RESET transaction.
10. If the  involved is the primary , initiate the Multi-User Facility, as described on Initiating the MUF.
11. Rebuild the information from the DATACOM-SIT and the MSG-AREA area definitions into the DDD-AREA by executing

the  DDCFBLD BUILD utility again.
12. If the Multi-User Facility has been previously brought up with SQL support with the old database ID of DDD specified in

the DICTIONARY MUF startup option, clear the stored DDD database ID in the Directory (CXX) by doing the following:
a. Terminate the Multi-User Facility using the COMM EOJ function of the  Utility (DBUTLTY),
b. BACKUP the CXX,
c. INIT the CXX, and
d. LOAD the CXX from the backup just taken.
The next execution of the Multi-User Facility with SQL support then refreshes the database ID for DDD in the Directory
(CXX).

Modifying DATA-DICT Database Attributes

All the entity-types in , both the ones supplied with  (the IRCM entity-types) and any user-defined entity-types, are defined
in the DATA-DICT database as TABLE occurrences, except for the six entity-types (TABLE, VIEW, PARAMETER-LIST,
SYNONYM, CONSTRAINT, and RECORD) which are defined in the AGGREGATE entity-type TABLE occurrence.

You may have to access DATA-DICT to change the maximum length of entity-occurrence names or to change the number
of history versions that are to be kept. Modify the DATA-DICT DATABASE structure to change the values of the ENTY-
HIST-VERS and ENTY-NAME-LEN attributes for an occurrence of an entity-type. Each entity-type can have a different
value for ENTY-HIST-VERS and ENTY-NAME-LEN.

NOTE
Since the definitions of the TABLE, VIEW, PARAMETER-LIST, SYNONYM, CONSTRAINT, and RECORD entity-
types are defined in the AGGREGATE TABLE occurrence, changing an attribute-value, such as ENTY-HIST-
VERS, in the AGGREGATE occurrence specifically for TABLE also changes that attribute-value for those other
entity-types.

Number of Entity HISTory Status Versions

When  is installed on your system, the number of entity HISTory status versions is 3, that is, only three occurrences of
each entity-type are retained in HISTory status. If you modify the value of the ENTY-HIST-VERS attribute to less than was
previously specified, any excess HISTory status occurrences remain in  until the next time moving an entity-occurrence to
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PRODuction status causes a new HISTory status occurrence to be created. Only the occurrence being copied or updated
is corrected to the new maximum. Other occurrences remain until they too have a new HISTory status version created.

Length of Names for Entity-Occurrences

Occurrence names can be up to 32 characters in length. However, not all entity-types are defined with that length when  is
installed.

Some products cannot use 32-character names in all cases. Check with the people responsible for administering the
products in use at your site for their restrictions on name length.

You can change the maximum length of occurrence names by entity-type.

Attribute-Types

You can add user-defined attribute-types to the existing entity-types using . You can also add or delete valid values
(CLASS=V) to an attribute-type and add or change the default value of an attribute-type. We recommend that you not
change the CA supplied attribute-types.

Reporting

To report on the  databases, use the  utilities. Use DDUTILTY to report on the CA supplied and user-defined structures in
the DATA-DICT database.

Use DDDDULM to report the DDD database:

• When an error indicates that the object you are creating already exists, but it does not show up on any of the reports
on the DATA-DICT.

• To review the SQL source for statements or views. The SQL source for statements or views is also available as TEXT
in DATA-DICT and can be viewed through  online and reported using DDUTILTY.

For details, see Listing/Dumping CA Datacom Core Core DDD Contents (DDDDULM).

Recovery

I/O errors in either the DATA-DICT database or the DDD database are recovered like other  databases: Restore a current
backup of the database and perform forward recovery to bring the area back into sync.

NOTE
The Virtual Library System files used by  should also be maintained and kept in sync with the  databases. See
Implementing and Maintaining Virtual Library System Files for details.

Creating and Maintaining the History Database
The history database provides a general-purpose repository that is populated by  with historic information that can expand
your support and control of the  environment. You can retrieve the historical data using any tool that can access  tables.

Specifying the History Database

Specify the history database using the HISTORY MUF startup option (see HISTORY).

Restrictions

Be aware of the following:
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• You must run with ACCESS OPTIMIZE specified for the history database as with other system DBIDs.
• The history database cannot be set to virtual.
• The history database feature is for z/OS environments only.

Security Considerations

Since tables in the history database are normal  tables, all user access to these tables can be secured using  external
security at the table level.

Because this function executes through the MUF, the MUF must be enabled. If not already done:

• Load the EVT table in the EVT area with a valid index to be opened.
• Install the EVT table in Datadictionary and close and catalog the history base. Initialize and load the history area.
• Set the MUF startup option HISTORY. The expected DBID is 1007.
• Set the MUF startup option HISTORY_EVENT_TABLE YES.

The following topics are discussed in this section:

Area Daily Statistics (ADS)

For the Area Daily Statistics (ADS) table, run-time area information is accumulated by the Multi-User Facility. The run-time
area information consists of counts of the number of:

• Data buffer references
• Data read I/Os
• Next-type requests using the native key
• Data I/Os for the next-type requests using the native key

These counts are moved to a history queue at one of the following times:

• As the date changes
• When the data area physically closes
• When a COMM OPTION=STATS is issued

The Multi-User Facility adds or updates rows in the Area Daily Statistics table using a history RWTSA of DBRW---H. After
the counts have been moved, the history RWTSA (DBRW---H) is posted to asynchronously add the counts to the Area
Daily Statistics table.

NOTE

Informational! No row is created in the Area Daily Statistics (ADS) table if the counters are zero.

You can instigate a spill of the statistics to the Area Daily Statistics table by issuing a COMM STATS command. This is in
addition to the normal spill times of close and daily at 24:00:00. If you want to specify a different end-of-day time, you can
also use the MUF startup option, HISTORY_END_HOUR. You can set a value of 00 to 24.

In  Version 14.0 and later releases, the daily spill process of Area Daily Statistics rows also generates a COMM STATS
command to update available CXX “in-memory statistics” information to the CXX data set.

The history database is always available unless some ACCESS setting causes the database to become unavailable. I
is possible for the history RWTSA to not be able to successfully issue maintenance commands against the table due to
conditions such as an area with no dynamic extend becoming full, a situation that generates a  return code 07(035). If the
database or table does become unavailable, new history entries are saved in a work queue. As long as the Multi-User
Facility is not ended, these entries are added to the Area Daily Statistics table when it becomes available. If the Multi-
User Facility is ended while the Area Daily Statistics table is unavailable, any history data in the history queue is lost. It
is your responsibility to correct situations that cause the table to be unavailable or unusable. After the situation has been
corrected you can issue a COMM STATS command specifying any DBID. This immediately causes the data in the history
queue to be written to DASD.
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never deletes data from the history database. It is your responsibility to delete old data as necessary.

SMP Lock

An SMP lock serializes history queue processing. Its wait value in COMM STATUS, SYSVIEW, and the Multi-User Facility
EOJ report is listed as HISTORY SPILL.

Table CADTCM_HISTORY_ADS

Statistics are provided that can help you determine when a data reorganization would be useful. The history database
table is named CADTCM_HISTORY_ADS. Its key fields consist of DBID, AREA_NAME, and DATE_OF_INFO. The table
definition is provided as a  transaction member using DBID 1007.

CADTCM_HISTORY_ADS contains the following fields:

• DBID
SMALLINT - The Datacom ID for the database containing the area.

• AREA_NAME
CHAR(3) - The area name of the area with the history information being provided.

• DATE_OF_INFO
SQLDATE - Date the information was recorded. There is one row per unique area per day. It is in the SQL DATE
format.

• DATA_USED_TOTAL
Packed Decimal 6 bytes (11 digits) - Count of times a data buffer was used for accessing rows stored in the block.
Numbers to 99,999,999,999.

• IO_READ_TOTAL
INTEGER - Count of I/O reads to the area data set. Numbers to 4,294,967,295.

• DATA_USED_NAT_NEXT
Packed Decimal 6 bytes (11 digits) - Count of times a data buffer was used for accessing rows stored in the block and
using the Native Sequence Key for the table. Numbers to 99,999,999,999.

• IO_READ_NAT_NEXT
INTEGER - Count of I/O reads to the area data set and using the Native Sequence Key for the table. Numbers to
4,294,967,295.

• DATE_LOADED
SQLDATE - Date the area was last loaded using the DBUTLTY function LOAD. It is in the SQL DATE format.

• DATE_OLREORG
SQLDATE (Nullable) - Date the area was last used with DBUTLTY function OLREORG. It is in the SQL DATE format.

SPILL History (SPL)

The SPILL history in a SPILL history table consists of one record for each successful SPILL. This SPILL history is useful
when analyzing your recovery needs before setting up DBUTLTY RECOVERY functions.

Table CADTCM_HISTORY_SPL

The SPILL history table is part of the system history database, normally DBID 1007. To cause a SPILL history table entry
to be built:

1. Specify NO for the MUF startup option LOGRCV,
2. Indicate that you want to use a SPILL history table by specifying the necessary keywords in either of

the RXXFIX or SPILLOPT DBUTLTY functions. SPILL history table information can also be updated using RXXFIX.
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NOTE
The DBUTLTY function SPILL should not be used in relation to SPILL history tables, because SPILL does not
take any action relating to HISTORY. For SPILL history table purposes, use the DBUTLTY SPILLOPT function.

The SPILL history table is a standard database table. You can insert, update, and delete records from it,  does not protect
the SPILL history table any differently than other tables are protected. Resolving termination conditions is something you
might have to do when preparing any use of RXX files. For example, any spill history record that has a status other than
COMPLETE and is currently executing, needs to be researched. Manually update the table to reflect the spill and RXX
information or use the RXXFIX function.

In all cases where the SPILL history table is requested, be aware that various  commands are issued at appropriate points
in time. Additionally, an error at any of those times prevents attempts at all future times. Such an error could happen
before any risk of confusion has occurred. However, it could also occur at a less desirable time. For all errors, see the
DB13099W message.

For a description of SPILL history table columns, see SPILL History Table Columns.

For a sample SPILL history table report, see Sample RXXFIX SPILL History Table Reports.

Special SPILL Table Considerations

The SPILL history table is a standard  table. However, in the following subject areas, the SPILL history table has special
conditions for you to take into account (some are within  control, and some are within user control):

• Two-phase commit
• Daylight saving time
• Optional spill history

Two-Phase Commit Conditions

cannot provide two-phase commit between the following events:

• Recovery File (RXX) CLOSE/CATALOG
• Log Area (LXX) WRITE indicating that the spill was complete
• Update of the history spill record to indicate that the spill was complete

Because of the previously described situation, a window exists after the closing of the RXX and before the update of the
LXX where a proper RXX is closed and cataloged. However, a failure in DBUTLTY or the MUF causes a later spill of the
same LXX data (and possibly more data, as well). The next spill updates the history spill record to reflect the last and
correct one, but the actions have no effect on the previous file or files.

Another window exists after the write of the LXX to note the spill was complete and the ability of DBUTLTY to update the
history record. If a failure occurs during this time, the history record indicates the RXX was successfully closed, but it has
a status of closing. If no later spill record exists, this is a valid history record, and the RXX is appropriate for recovery.

Daylight Saving Time Conditions

If your site uses daylight saving time (DST), any use of the history spill record around the time of the change to or from
DST needs to be carefully reviewed to ensure correctness and completeness because of the following situations:

• LXX records are added in time-order and have a timestamp that is from the store clock (STCK) instruction. This store
clock is normally set to Universal Time (GMT) and has a fixed increment. Each log record also has an external date/
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time representing how the clock was translated at the time the log record was added. This externalization varies,
based upon whether the system is using DST.

• If the MUF is executing during the change to or from DST, times exist where the clock is externalized using the other
setting, until it is synchronized to the new setting. With the restart and recovery process driven by the store clock value,
the appropriate ordering is protected.

• The external clock seen in multiple places is not always in agreement during or soon after the external time change.
This occurs both going to and from DST. A job that is indicated as having ended at a certain time might have log
records in the past or the future.

• The time of the last log record spilled might have an external date/time of before the first record, even though it
occurred later. The time of the spill can have an external date/time of before the first and last log record.

Optional Spill History Conditions

Using a SPILL history table is optional and, if requested, its creation might not have been successful. Therefore, assuming
that a full spill history is available might be an erroneous assumption that could lead to corrupted data.

If the history spill record in a SPILL history table is requested, you must provide what action should be taken if creating
a SPILL history table is not possible. Because the MUF stops if the spill does not occur, the fail option is normally not an
acceptable selection. Even with the fail option, the error could occur during the final update of the record, which would be
too late to prevent a closing or cataloging of the RXX and the closing of the LXX. In all cases, the DBUTLTY SPILLOPT
function must be reviewed for completeness and what actions are needed, but when the function is not completed, the
situation must be manually resolved. Manual intervention is necessary, because automating the proper responses to
situations where so many diverse conditions could occur is not possible.

The SPILL history table is defined with recovery but no logging. The logging would present an impossible condition if the
Log Area (LXX) is full. Without logging, the records are added or updated by DBUTLTY without pipelining, forcing the data
and index to DASD.

If MUF should fail between the DASD write of the data and the write of the index, it is necessary for you to RETIX the area
with the MULTUSE=YES option.

SPILL History Table Columns

The following are the SPILL history table columns:

• FIRST_STORE_CLOCK
The FIRST_STORE_CLOCK field is 10 bytes long. The format is the first 10 bytes of an STCKE (STORE CLOCK
EXTENDED) type data as binary information. It would normally need to be printed in hexadecimal to be useful. The
FIRST_STORE_CLOCK gives the clock value at the time the first log record was spilled. The clock is important for
ordering purposes.

• FIRST_DATE
The FIRST_DATE field is 4 bytes long. It contains the century, year, month, and day that was the external form in place
at the time the first log record was spilled. Because of the possibility of daylight saving time changes, this external
form might (or might not) match the store clock value in the FIRST_STORE_CLOCK field as previously described. The
FIRST_DATE field is not meant to be used for ordering purposes. The format is a date in  SQL format. If used outside
of SQL, the individual bytes are each a binary number and must be formatted. Because of the complexity, outside of
SQL we recommend that you use the field FIRST_DATETIME, discussed in a following description.

• FIRST_TIME
The FIRST_TIME field is 3 bytes long. It contains the hour, minute, and second that was the external form in place at
the time the first log record was spilled. Because of the possibility of daylight saving time changes, this external form
might (or might not) match the store clock value in the FIRST_STORE_CLOCK field as previously described. The
FIRST_TIME field is not meant to be used for ordering purposes. The format is a time in  SQL format. If used outside
of SQL, the individual bytes are each a binary number and must be formatted. Because of the complexity, outside of
SQL we recommend that you use the field FIRST_DATETIME, discussed in the following description.

• FIRST_DATETIME
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The FIRST_DATETIME field is 14 bytes long. It contains the century, year, month, day, hour, minute, and second
that was the external form in place at the time the first log record was spilled. Because of the possibility of daylight
saving time changes, this external form might (or might not) match the store clock value in the FIRST_STORE_CLOCK
field as previously described. The FIRST_DATETIME field is not meant to be used for ordering purposes. The format
is zoned decimal digits. We recommend that you use this field outside of SQL, because using SQL would use the
previously described FIRST_DATE and FIRST_TIME fields.

• LAST_STORE_CLOCK
The LAST_STORE_CLOCK field is 10 bytes long. The format is the first 10 bytes of an STCKE (STORE CLOCK
EXTENDED) type data as binary information. It would normally need to be printed in hexadecimal to be useful. The
LAST_STORE_CLOCK gives the clock value at the time the last log record was spilled. The clock is important for
ordering purposes.

• LAST_DATE
The LAST_DATE field is 4 bytes long. It contains the century, year, month, and day that was the external form in place
at the time the last log record was spilled. Because of the possibility of daylight saving time changes, this external
form might (or might not) match the store clock value in the LAST_STORE_CLOCK field as previously described. The
LAST_DATE field is not meant to be used for ordering purposes. The format is a date in  SQL format. If used outside of
SQL, the individual bytes are each a binary number and must be formatted. Because of the complexity, outside of SQL
we recommend that you use the field LAST_DATETIME, discussed in a following description.

• LAST_TIME
The LAST_TIME field is 3 bytes long. It contains the hour, minute, and second that was the external form in place
at the time the last log record was spilled. Because of the possibility of daylight saving time changes, this external
form might (or might not) match the store clock value in the LAST_STORE_CLOCK field as previously described. The
LAST_TIME field is not meant to be used for ordering purposes. The format is a time in  SQL format. If used outside of
SQL, the individual bytes are each a binary number and must be formatted. Because of the complexity, outside of SQL
we recommend that you use the field LAST_DATETIME, discussed in the following description.

• LAST_DATETIME
The LAST_DATETIME field is 14 bytes long. It contains the century, year, month, day, hour, minute, and second that
was the external form in place at the time the last log record was spilled. Because of the possibility of daylight saving
time changes, this external form might (or might not) match the store clock value in the LAST_STORE_CLOCK field as
previously described. The LAST_DATETIME field is not meant to be used for ordering purposes. The format is zoned
decimal digits. We recommend that you use this field outside of SQL, because using SQL would use the previously
described LAST_DATE and LAST_TIME fields.

• SPILL_STATUS
The SPILL_STATUS field is 8 bytes long and is a character field. The only values that  currently places in this field
are SPILLING, CLOSING, and COMPLETE. A value other than COMPLETE, when not for an active spill, needs to
be researched and resolved (possibly by using DBUTLTY RXXFIX). The record is added (or updated, if there has
previously been a failed spill) to SPILLING after the MUF has agreed to start a spill and after the Recovery File (RXX)
is opened. The record is updated to CLOSING before the RXX is closed. The record is updated to COMPLETE after
the successful closing of the RXX and after the MUF has provided a successful end-of-spill request, marking the LXX
spill as complete.

• SPILL_DATE
The SPILL_DATE field is 4 bytes long. It contains the century, year, month, and day provided by the MUF when it
accepted that a spill was to start. The format is a date in  SQL format. If used outside of SQL, the individual bytes are
each a binary number and must be formatted. Because of the complexity, outside of SQL we recommend that you use
the field SPILL_DATETIME as discussed in a following description.

• SPILL_TIME
The SPILL_TIME field is 3 bytes long. It contains the hour, minute, and second provided by MUF when it accepted
that a spill was to start. The format is a time in  SQL format. If used outside of SQL the individual bytes are each a
binary number and must be formatted. Because of the complexity, outside of SQL we recommend that you use the
field SPILL_DATETIME as discussed in the following description.

• SPILL_DATETIME
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The SPILL_DATETIME field is 14 bytes long. It contains the century, year, month, day, hour, minute, and second
provided by the MUF when it accepted that a spill was to start. We recommend using this field for users outside of
SQL, because using SQL would use the previously described SPILL_DATE and SPILL_TIME fields.

• SPILL_JOBNAME
The SPILL_JOBNAME field is 8 bytes long. It contains the job name for the DBUTLTY function requesting the
SPILLOPT.

• SPILL_RUNUNIT
The SPILL_RUNUNIT field is 4 bytes long. It contains a SQL INT field (a 4-byte integer) containing a run-unit number
for the job with the DBUTLTY function requesting the SPILLOPT.

• RXX_SEQUENCE
The RXX_SEQUENCE field is 4 bytes long. It contains a SQL INT field (a 4-byte integer) containing the RXX sequence
number. This number is set to 0 (zero) when an LXX is subject to DBUTLTY INIT. This number is incremented by 1
(one) each time the MUF accepts the start of a spill. The RXX_SEQUENCE number is never decremented, is not
signed, and wraps at 4 billion. Numbers can appear to be skipped if either the MUF or DBUTLTY SPILLOPT function
terminates after MUF sets the start of a spill and before MUF sets the successful completion of a spill.

• RXX_DSN
The RXX_DSN field is 44 bytes long. It contains the data set name as acquired after a successful RXX open.

NOTE
In z/VSE, the RXX_DSN field is not always available.

• RXX_DSN_2
The RXX_DSN_2 field is 44 bytes long but is subject to null and therefore requires 45 bytes. It is null for the users that
do not request dual RXX files. For those that use the dual option, specified using the LOGRCV MUF startup option, the
field is not null and contains the data set name as acquired after a successful RXX2 open.

Sample RXXFIX SPILL History Table Reports

Following are sample RXXFIX SPILL history table reports. The body of the report provides each spill completion (CYCLE
END) record seen by the function of the input RXX file or files. The RXXFIX function does not support the RXX_DSN_2
field, which means that if the spill row exists, this field is unchanged, but if it needs to be added, the field is set to null.

In each of the following samples, the heading indicates that the spill history option of RXXFIX was requested for database
1007. The next line provides headings for the following line where the spill completion (CYCLE END) record as seen by
the function of the input RXX file or files. The table provides the first and last store clock values, the first and last date and
time, the RXX sequence, and the status and action.

The key field of the table is the first store clock value. The store clock value, in hexadecimal format, contains the first 10
bytes of the full 16-byte STCKE. These 10 bytes give you the time that the first log record was written.

NOTE
The external form of the first log record store clock value, in place at the time the record was logged, does not
indicate a relationship to daylight saving time (see Two-Phase Commit Conditions).

NOT FOUND, ADDED

The following sample shows the STATUS/ACTION to be NOT FOUND, ADDED.

  RXXFIX - SPILL HISTORY VALIDATION AND CORRECTION   (BASE  1007)

  FIRST STORE CLOCK     FIRST DATE/TIME   LAST STORE CLOCK      LAST DATE/TIME    RXX SEQUENCE    STATUS/

ACTION

  00C1523419736E200100  20071009 134745   00C1523FA32396632B00  20071009 143923              1    NOT FOUND,

 ADDED

*** EOJ ***

In this report, the history database record for the spill was read but not found, then one was added. Therefore, the
STATUS/ACTION is shown as NOT FOUND, ADDED, and the function ended normally with the EOJ line.
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FOUND COMPLETE, NO CHANGE

The following sample shows the STATUS/ACTION to be FOUND COMPLETE, NO CHANGE.

  RXXFIX - SPILL HISTORY VALIDATION AND CORRECTION   (BASE  1007)

  FIRST STORE CLOCK     FIRST DATE/TIME   LAST STORE CLOCK      LAST DATE/TIME    RXX SEQUENCE    STATUS/

ACTION

  00C1523419736E200100  20071009 134745   00C1523FA32396632B00  20071009 143923              1    FOUND

 COMPLETE, NO CHANGE

*** EOJ ***

In this report, the history database record for the spill was read and the row was found with complete accurate information.
It was released, resulting in the STATUS/ACTION being shown as FOUND COMPLETE, NO CHANGE, and the function
ended normally with the EOJ line.

FOUND INCOMPLETE, UPDATED

The following sample shows the STATUS/ACTION to be FOUND INCOMPLETE, UPDATED.

  RXXFIX - SPILL HISTORY VALIDATION AND CORRECTION   (BASE  1007)

  FIRST STORE CLOCK     FIRST DATE/TIME   LAST STORE CLOCK      LAST DATE/TIME    RXX SEQUENCE    STATUS/

ACTION

  00C1523419736E200100  20071009 134745   00C1523FA32396632B00  20071009 143923              1    FOUND

 INCOMPLETE, UPDATED

*** EOJ ***

In this report, the history database record for the spill was read and the row was found with inaccurate information. The
row was updated to correct it. The STATUS/ACTION is now shown as FOUND INCOMPLETE, UPDATED, and the
function ended normally with the EOJ line.

INPUT RXX NOT COMPATIBLE WITH 14.0

The following sample shows an invalid RXX report, where the error message states: INPUT RXX NOT COMPATIBLE
WITH 14.0.

  RXXFIX - SPILL HISTORY VALIDATION AND CORRECTION   (BASE  1007)

  FIRST STORE CLOCK     FIRST DATE/TIME   LAST STORE CLOCK      LAST DATE/TIME    RXX SEQUENCE    STATUS/

ACTION

  ERROR ***  INPUT RXX NOT COMPATIBLE WITH 14.0

In this report, the history database record for the spill was read but found to be invalid, in this case because the spill
completion record was not built by Version 12.0 or later. The error message text line is displayed as:

ERROR *** INPUT RXX NOT COMPATIBLE WITH 14.0

This would occur, for example, if the input was an RXX built by r11.

Event History

The event history table in the history database provides one row for each event that is supported. This event
history is useful when analyzing your MUF processing and also potentially to debug situations where it might be
valuable. A large number of potential events exist. Those supported events are documented under the event Table
CADTCM_HISTORY_EVT.

The event table definition was not available at the start of Release 15.1. If the event table has not already been added,
you must do so using the following steps:

1. Find the BTG definition in DSN(BTG1007) and submit that through a batch Job executing PGM=DDUPDATE. It adds
the definition and then catalogs the table to the history database.
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2. Using DBUTLTY, do an INIT and LOAD for the event area (EVT) and table (EVT). The initial allocation should be
small such as one cylinder for index and two cylinders for data area EVT. If the data area is not set to be dynamically
extended (the default) it will self-size by first filling the area with rows as the current events occur and then for each
new event, delete the oldest row and add the new row. So the area will be the most current events as fit in the area at
its current size. If more events are wanted than the current extents allow, the area can be dynamically extended using
the MUF command DYNAMIC_EXTEND. Note that independent of the self sizing, a maximum of 5 equal events is
stored with any new event replacing the oldest Duplicates meaning same EVENT, DBID, AREA, TABLE_NAME.

3. After these steps are in place, the MUF startup option HISTORY_EVENT_TABLE YES can be added and on future
executions of the MUF the event table is available for recording events.

Table CADTCM_HISTORY_EVT

The event history table is part of the system history database, normally DBID 1007. Execute one of the events that are
tracked to the event history table to cause an event history table row to be built. Current events include:

• BLOCK ALTER 24X7
• CATALOG

– A database catalog with the database being closed where the entire database is newly added to the CXX or an
existing definition replaced.

• DEFRAG
• OLREORG
• ONLINE_AREA_MOVE
• ONLINE_TABLE_MOVE

Many events are being considered for a future release.

NOTE

For more information, see REPORT TYPE=EVENT.

Events are added when they complete successfully. The rows are ordered by a Native Sequence Key that is based upon
this completion time.

Currently a maximum of 5 events for a single combination of the event, DBID, table, and area. As each new one is being
added, more than four are deleted before adding the new event.

Daylight Saving Time Conditions

The event table has a special condition involving sites where daylight saving time (DST) is used. Each row is sequenced
by the store clock (STCK) instruction to provide precise ordering, even during the time of duplication of external date and
time. The external date and time of the event start and event end are also provided as MUF at that time converted the
internal store clock to external format. MUF synchronizes the internal clock time to the external format during startup and
also uses the console-like command TIME_SYNC. This time synchronization can occur at any time. The external ending
time of the event may be before the start of the event as reported. This condition would be very rare.

Optional Event History Conditions

An event that cannot be added to the event table is simply lost and cannot be provided in any form later.

As stated earlier, the event table has special handling. For example, if the data area EVT becomes full and an ADDIT is
prevented because of this fullness, the oldest event row or rows will be deleted and the new row added. Therefore, the
event area always includes the most recent events.
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Event History Table Columns

The event table has rows added and deleted as described by MUF. There is no gate or block from any user program using
any tool from adding, updating, or deleting rows. The USERTAG field is provided for you to add your own fact relating to
each row. The OWNER field should not be set to 'DB ' for a user added row.

Intended for a large variety of events, current and future, the event table has many fields that may or may not be currently
used for data. In the same vein, fields not specifically defined might be used differently for different functions. The
following information provides a short description of the Event history table columns:

• AREA_NAME
The AREA_NAME field is 3 bytes long and subject to SQL NULL. This field is null for events that are not area-specific.

• DBID
The DBID field is 2 bytes long binary and subject to SQL NULL. This field provides the database ID for functions that
are for one database. It will be NULL for events have are for no database or more than one.

• DSN
The DSN field is 44 bytes long and subject to SQL NULL and is a VARCHAR. This field provides one Data Set Name
for functions BLOCK ALTER 24X7, ONLINE_TABLE_MOVE, and ONLINE_AREA_MOVE. It is set as NULL for other
functions.

• END_DATE
The END_DATE is 4 bytes long. This field provides the ending date in the SQL format SQL-DATE convenient for
reporting using SQL.

• END_DATETIME
The END_DATENAME field is 14 bytes long. This field provides the ending date and time in character form
(CCYYMMDDHHMMSS) convenient for reporting not using SQL.

• END_TIME
The END TIME field is 3 bytes long. It provides the ending time in the SQL format SQL-TIME convenient for reporting
using SQL.

• END_CLOCK
The END_STORE_CLOCK field is 10 bytes long. The format is the first 10 bytes of an STCKE (STORE CLOCK
EXTENDED) hardware instruction as binary information. It normally needs to be printed in hexadecimal to be useful.
This field is important for ordering but normally need not be printed.

• EVENT
The EVENT name field is 24 bytes long and set as SQL VARCHAR. This field provides the identity of the event that
occurred causing this row. The list of current functions was provided in Table CADTCM_HISTORY_EVT.

• ELAPSED_TIME
The ELAPSED_TIME field is 6 bytes long. The format is the event elapsed time in the format MMM:SS for minutes and
seconds. If the time is longer than 999:59 it is provided as '+++:++'.

• IO
The IO field is 4 bytes long. The format is binary which allows an unsigned number from 0 to 4 billion minus 1.

• JOBID
The JOBID field is 8 bytes long and subject to SQL NULL. This field provides the Job ID as provided by z/OS such as
JOB12345. Events that run as a System task or a 'spawned' task are always set to NULL and never a user task that
might have caused it to run.

• JOBNAME
The EVENT_JOBNAME field is 8 bytes long. This field provides the Job name as provided by z/OS such as
MYJOB123. Events that run as a System task or a 'spawned' task are always assigned a Job name starting with three
asterisks and then some letters of identity and never a user task that might have caused it to run.

• RUN_TIME
The RUN_TIME field is 9 bytes long. The format is the event run time in the format MMM:SS.TH for minutes, seconds,
tenths, and hundredths. This is not CPU time but similar as the time MUF dispatched the task to run. If the time is
longer than 999:59.99 it is provided as '+++:++.++'.

• GENERATION

 770



 CA Datacom Administrating

The GENERATION field is 2 bytes long. The format is a binary number that is intended to present the field mapping for
this row. Events initially have a 1 in this field. If the field layout were to change, then this might be a 2 or higher.

• NOTES
The NOTES field is 64 bytes and subject to SQL NULL. It is an SQL VARCHAR. Current functions all set this field to
null.

• OPTIONA
The OPTIONA field is 16 bytes long and subject to SQL NULL. It is an SQL VARCHAR. The content of this field varies
by specific event. Function OLREORG uses OPTIONA and it is set to REFGROUP=0 or other REFGROUP setting.

• OPTIONB
The OPTIONB field is 32 bytes long and subject to SQL NULL. It is an SQL VARCHAR. The content of this field
varies by specific event. Of the current events, only function BLOCK ALTER 24X7 uses OPTIONB and it is set to 'old-
block-size' TO 'new-block-size' for example: '04096 TO 27998'. 

• OPTIONC
The OPTIONC field is 8 bytes long and subject to SQL NULL. It is an SQL VARCHAR. This field provides optional
information dependent on the function. It is NULL for the current events.

• OWNER
The OWNER field is 3 bytes long. This field provides what is termed the owner of the event. The current events are all
owned by 'DB '. In the future there may be different owners. The intent is that if users add row's to the event table they
use an OWNER such as 'USR' to not match the 'DB' or other likely values such as 'DD ', 'IDL', 'DQ ', 'SVR', 'SCS'.

• RESERVED
The RESERVED field is 64 bytes long and subject to SQL NULL. This field is planned as a place holder or pad field
that will be shrunken in size to provide space for new fields added in the future. Should this happen the GENERATION
number will be incremented.

• RESULTS
The RESULTS field is 40 bytes long and set as SQL VARCHAR . This field provides information about the results of
the event. Current events and their contents include:
– BLOCK ALTER 24X7 - 'COMPLETE ' indicates function complete.
– CATALOG - provides one of the below values:

• 'All Tables and Keys Loaded' indicates that all tables existed as loaded and changes left all still loaded.
• 'Tables not Loaded' indicates that one or more tables existed as loaded but were changed in a way to set at least

one table as not loaded.
• 'Keys not Loaded' indicates that one or more tables existed as loaded but had key changes that caused or more

key to be set not loaded.
• 'Tables and Keys not Loaded' indicates that one or more tables and one or more keys existed as loaded but had

both table changes and key changes that caused one or more tables to be set not loaded and one or more keys
to be set not loaded.

– DEFRAG - 'PERCENT DELETED -    0.00' where '0.00' is the percent that were deleted.
– OLREORG - provides one of the following values:

• 'Rows moved - 76,747' is provided with REFGROUP=2 or any value other than 0
• 'Blocks in Use - 1,180' where 1180 the number of blocks in use with REFGROUP=0.

– ONLINE_AREA_MOVE - 'COMPLETE' indicates function complete
– ONLINE_TABLE_MOVE - 'COMPLETE' indicates function complete    

• ROW_COUNT
The ROW_COUNT field is a 6 byte packed number and contains a row count for the functions that process rows. It is
subject to SQL NULL. It is set to NULL for events CATALOG, DEFRAG, and ONLINE_AREA_MOVE

• SQL_AUTHID
The SQL_AUTHID field is 32 bytes long and subject to SQL NULL. It is set as SQL VARCHAR. This field provides the
AUTHID for one specific table if the event is for a specific single table. Otherwise it is set to null. It is provided only for
the current event 'OLREORG'.

• START_DATE
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The START_DATE is 4 bytes long. This field provides the starting date in the SQL format SQL-DATE convenient for
reporting using SQL.

• START_DATETIME
The START_DATENAME field is 14 bytes long. This field provide the starting date and time in character form
CCYYMMDDHHMMSS convenient for reporting not using SQL.

• START_TIME
The START TIME field is 3 bytes long. This field provides the starting time in the SQL format SQL-TIME convenient for
reporting using SQL.

• START_CLOCK
The START_CLOCK field is 10 bytes long. The format is the first 10 bytes of an STCKE (STORE CLOCK EXTENDED)
hardware instruction as binary information. This field normally needs to be printed in hexadecimal to be useful. It is
important for ordering but normally need not be printed.

• TABLE_NAME
The TABLE_NAME field is 3 bytes long and subject to SQL NULL. This field is null for events that are not table-specific
or might not have a single table name.

• TABLE_SQLNAME
The TABLE_SQLNAME field is 32 bytes long and subject to SQL NULL. It is set as SQL VARCHAR. This field provides
the SQL table name for one specific table if the event is for a specific single table. Otherwise it is set to null. It is
provided only for the current event 'OLREORG'.

• USER_TAG
The USER_TAG field is 16 bytes long and subject to SQL NULL. It is set to SQL VARCHAR. This field is provided
should a user want to update the row and flag it as processed or to be processed or some other user requirement.

• USERID
The USERID field is 8 bytes long and subject to SQL NULL . This field provides the User Job statement security user
ID information for events that run in the same task as a driving process such as CATALOG. For events that are driven
in a MUF System or allocated task the USERID field is set to NULL

• RELEASE
The RELEASE field is 6 bytes long. This field is the version and level of the MUF adding the event.

Reporting History Events using DBUTLTY

DBUTLTY provides a simple report of the main fields using function REPORT with TYPE=EVENT.

Reporting History Events using other tools

The History Event table has rows that are available for all access tools including SQL such as:

• DBSQLPR
• CA Dataquery for CA Datacom online or batch.

Examples

The following SQL query examples display how you would set up your query to obtain a particular outcome.

• SQL query to provide all events, most useful fields, ordered by the Native Sequence Key of when the event ended

SELECT    END_DATE, END_TIME, EVENT, DBID, AREA, TABLE_NAME

FROM      SYSADM.CADTCM_HISTORY_EVT                                 

          EVT_HINT_ENDKY;                                           

*ORDER BY  END_CLOCK DESC;                                  

• SQL query to provide all events fewer fields, ordered by DBID and event completion

SELECT    DBID, AREA, TABLE_NAME, END_DATE, END_TIME, EVENT 

FROM      SYSADM.CADTCM_HISTORY_EVT                                 
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          EVT_HINT_DBIDK;                                           

*ORDER BY  DBID,  END_CLOCK DESC;                      

• SQL query to provide all events, fewer fields, ordered by function:

SELECT    EVENT, END_DATE, END_TIME, DBID, AREA, TABLE_NAME 

FROM      SYSADM.CADTCM_HISTORY_EVT                                 

          EVT_HINT_EVTTK;                                           

*ORDER BY EVENT, DBID, AREA, TABLE_NAME, END_CLOCK DESC;   

• SQL query to provide a single DBID with most common fields:

SELECT    DBID,  AREA,  TABLE_NAME,  EVENT,       

          START_DATE,  START_TIME,  END_DATE,  END_TIME,  

          HEX(END_CLOCK) AS END_CLOCK,              

          JOBNAME,  JOBID,                    

          ELAPSED_TIME,  IO, RUN_TIME,       

          OPTIONA,  OPTIONB,  ROW_COUNT,  RESULTS 

FROM      SYSADM.CADTCM_HISTORY_EVT                       

          EVT_HINT_DBIDY;                                 

*ORDER BY  DBID,  END_CLOCK DESC;  

 

Customizing Your CA Datacom Datadictionary Environment
You can tailor  to your specific needs. Read the following cautionary information before you proceed.

Before You Start

Standard entities, attribute-types, or the relationship-types are provided with . However, these may not be sufficient for
your purposes. You can use  functions to define additional entity-types and batch transaction formats to process these
entities.

Each CA product that uses  as a repository for data and as a source for data definitions has individual requirements
regarding the content of . Therefore, any changes or tailoring you perform on  itself can have far reaching impact on the
operation of  and the products that use .

Any modifications to the  databases with user programs or a product other than  can result in unpredictable performance
of . Any modifications of this type are the user's responsibility and cannot be supported by CA.

Review all plans on tailoring  with your Database Administrator and the people responsible for administering other
software products in your processing environment before implementing any changes to .

There are certain parameters in the  System Resource Table that must be checked and adjusted as necessary to support
changes to the . These changes include adding, updating, and deleting entity-types and attribute-types. The parameters
are MAXENTL=, MAXFLDS=, MAXSVT=, and USRENTY=. See DDSYSTBL and DDURTBL Macros for information on
the System Resource Table.

Follow these general rules when extending or modifying :
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• Do not modify any of the predefined attributes of the CA installed entity-types. These modifications are not maintained
or supported by CA.

• Do not modify the standard and internal relationship definitions. To do so can cause unpredictable results in one or
more of the products.

• Do not define required relationships that have one of the standard entity-types as the object.
• Do not modify or delete a FILE or RECORD occurrence that has an occurrence name in the format DDMT2nnn

through DDMT7nnn. These occurrences define the batch transactions used by . You can use FILE and RECORD
occurrences with names in the format DDMT9nnn to define your own batch transactions.

• Do not modify entity-occurrences placed in  by other CA products unless specifically instructed by either the person
responsible for administering that product on your system or Support.

VPE File Tables

uses VPE to control the opening, closing, reading, and writing of non- files.  specifies information about these files in a
load module called a VPE File Table, which is the link edit output of an assembly containing one or more ROSFD macro
expansions. The ROSFD macro itself is distributed as part of VPE. Each VPE-based product distributes one or more VPE
File Tables for its own use of the ROSFD macro by its programs.

uses the DDVPEFT table for DDUTILTY, DDUPDATE, DDICF (in z/VSE), DDBTGLM, DDRMFLM, and DDCFBLD for
SYSIN, SYSPRINT, SYSPUNCH, AUXIN, AUXOUT, RMFIN, RMFOUT, and the DDICF work file for z/VSE.

At z/VSE sites, you must tailor the VPE File Tables for larger block sizes. The block size specified in certain control
transactions for various  utilities cannot exceed the block size specified in the ROSFD macro. This is not a major concern
at z/OS sites since JCL overrides are possible. You may need to reassemble and relink these modules when you change
device types (for example, device 3380 to a device 3390).

Sample jobs for the VPE File Tables (and sample JCL to reassemble and relink them) can be found on the  page on http://
support.ca.com/ (for more information, see the   Release Notes).

System Resource Table

The DDSYSTBL macro builds the System Resource Table used by . The table produced from this macro is link-edited with
the object (relocatable) module DDCLLPR under the name DDSRTLM.

To modify the System Resource Table:

1. Display the DDSAM01 member on the  page on http://support.ca.com/ (for more information, see the   Release Notes).
2. Modify the job that assembles and link edits the System Resource Table (the job control statements for the assembly

and link-edit need to be modified to meet your site standards).
3. Execute the job that assembles and link edits the System Resource Table.

User Requirements Table

The DDURTBL macro provides a  User Requirements Table to use exclusively for the management of the  entity-
types. The values you select for the parameters in this macro determine how  deals with these entity-types. Most of the
DDURTBL parameters are the same as those in the DBURTBL macro.

Restrictions

The  Service Facility uses the  User Requirements Table. It is not meant to be used with user-written programs. Any
modifications to the  databases with user programs or a product other than  can result in unpredictable performance of .
Modifications of this type are the user's responsibility and cannot be supported by CA.

Executing
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To execute  against  tables when the online  User Requirements Tables are closed, list the  tables in the  User
Requirements Table. Include your own user-defined entity-types if you want to include them in a query when the  User
Requirements Tables are closed.

Defining the Load Module

After you have successfully assembled this macro, you must link-edit it with the appropriate load module name. The
following chart describes how to define the load module based on the URT mode you are using.

If you are using: Specified byDDSYSTBL macro The load module name:
Single URT mode MULTUSE=NO Must be the same as that specified in the

URTBL= parameter of the DDSYSTBL
macro.

Multiple URT mode MULTUSE=YES Must be the first five characters of the
name specified in the URTBL= parameter
appended with the  database ID (specified
in the DDURTBL DBID= parameter, for
example DDURT002).

Assembling the Macro

The following chart describes how to assemble this macro based on the URT mode you are using.

URT Mode DDSYSTBL macroparameter DDURTBL Macro Assembly
Multiple URT mode MULTUSE=YES Must be assembled once for each

database.
Single URT mode MULTUSE=NO Can be stacked with other DDURTBL

macros for different databases to create a
single URT load module containing multiple
databases.

NOTE
For CICS, you can use DDURTBL for generating appropriate User Requirements Tables for each  database,
as a single User Requirements Table with multiple  databases, or included with DBURTBL macros for other
databases at the site. We recommend that individual User Requirements Tables be generated for each 
database in use. This allows individual databases to be opened and closed as required.

DDSYSTBL Macro
The DDSYSTBL macro builds the  System Resource Table (SRT) that describes the processing options which form the
basis of the  operation.

Member DDSAM01 on the  page on Broadcom Support (for more information, see How to Obtain the Sample Members)
contains the macro statements as they were coded for the initial installation. Use these samples as patterns for making
any modifications.

This macros may need to be changed for a number of reasons, such as changing the default database ID number of the
DATA-DICT database (BASEID= in the DDSYSTBL macro). Other parameters also can be changed at the discretion of
site management.

The following are the DDSYSTBL parameters:

AUDIT=DSF Programming

Specify whether the  Service Facility (DSF) is to use the  logging facility to keep an audit record for all DSF requests.
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• Valid Entries: NO or YES
• Default Value: NO

AUDIT1=

Use this parameter to activate the  Audit Facility. The  Audit Facility allows you to audit traces of all attempts to update the
CXX from .

• AUDIT1=option
The valid values for option are as follows:
– BASIC

Specifying BASIC means that you want to log only the base occurrence of a structure being cataloged. If BASIC is
active, only data for the DATABASE or TABLE occurrence being cataloged is logged.

– DETAIL
Specifying DETAIL means that you want to log each substructure of the primary structure being cataloged. If
DETAIL is active, data for all occurrences in the Standard Path are logged up to the maximum size of one  work
area. The data on each entity-occurrence is stacked in the log record.

– OFF
Specifying OFF (or allowing it to default to OFF) means that the  Audit Facility Type 1 is not active.

– Valid Entries: OFF, BASIC, or DETAIL
– Default Value: OFF

For more information on the use of the  Audit Facility, see Audit of CXX Maintenance from CA Datacom Core Core.

BASEID=

Specify the ID of the  database in which the  definitions reside (DATA-DICT). This parameter specifies the default to be
used if not overridden by the user at time of access. See the -USR transaction definition in batch processing, or the sign-
on panel (or SET DBID command) for online processing.

Specifying 0 indicates that you want to use the primary  databases specified in the  MUF startup option DICTIONARY. If
you specify a valid database ID, you are indicating that you want to use a  other than the primary. See Creating Databases
for a list of the reserved databases.

• Valid Entries: 0 or a valid database ID (001 -- 5000)
• Default Value: 002

COMPAT=

Specify security compatibility with old versions of . We recommend accepting the default unless you consult with Support.

YES specifies that the USRINITI requests are accepted with a DSF request level other than the request level for the
current version of . Processing of all subsequent requests are treated as SECLVL=0 since other  security levels were not
available in  before Version 8.0. See SECLVL= for an explanation of  security levels.

NOTE
Some products, such as  DL1 Transparency, CA Librarian, and CA MetaCOBOL+, make DSF requests using the
older request level.

NO specifies that older level USRINITI requests are not accepted. NO can only be specified when all CA products are in
full synchronization with Version 8.0 or later of .

• Valid Entries: NO or YES
• Default Value: YES
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CPYLVIN=

Specify the increment between different level numbers for PL/I or COBOL copybooks.

• Valid Entries: A numeric value from 01 through 99
• Default Value: 01

CPYLVST=

Specify the default copybook starting level number for a COBOL or PL/I copybook generated by the  Source Language
Generation function of DDUTILTY.

NOTE
If you are using copybooks for SQL processing, enter 01 and define the copybooks at the beginning of the
program source code.

• Valid Entries: A numeric value from 01 through 99
• Default Value: 02

CPYNDLM=

Specify the maximum number of levels of indentation for COBOL or PL/I. If this limit is exceeded for a particular copybook,
all levels above the limit are aligned on the maximum.

• Valid Entries: A numeric value from 01 through 09
• Default Value: 04

DATEFOR=

Specify the appearance of the dates displayed on panels or reports. Use 0 to indicate the USA format, mm/dd/yy, or 1 for
the European date format, dd.mm.yy.

• Valid Entries: 0 or 1
• Default Value: 0

DDOLLIB=

Provides a name for the  Online Work File (DDOaaaaa), a Virtual Library System file. This name (aaaaa) concatenated
with the prefix DDO becomes the ROSFD or DFHFCT macro name for the file (for example, DDOFILE when the default is
used).

NOTE
For information on maintaining VLS files, see the CA IPC Implementation documentation.

• Valid Entries for z/OS and VM: Any 1- to 5-character name
• Valid Entries for z/VSE: Any 1- to 4-character name
• Default Value: FILE

DDOLSQL=

Provides a name for the  online SQL processing mode work file (DDObbbbb), a Virtual Library System file. This name
(bbbbb) concatenated with the prefix DDO becomes the ROSFD or DFHFCT macro name for the file (for example,
DDOFIL2 when the default is used).

NOTE
For information on maintaining VLS files, see the CA IPC Implementation documentation.
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• Valid Entries for z/OS and VM: Any 1- to 5-character name
• Valid Entries for z/VSE: Any 1- to 4-character name
• Default Value: FIL2

EXPBYPP=

Specify this parameter only if you are implementing the express signon for  online or you are implementing external
security for  online. This parameter specifies that you want the  signon passwords checked by an external security
package and not by the  Service Facility (DSF).

For express signon, DSF does not check the signon password if this parameter is YES. Using this parameter enables
you to change your signon passwords periodically for an external security package without having to change your  signon
passwords.

• Valid Entries: NO or YES
• Default Value: NO

LCREP=

Specify whether the line command repeat factor for online processing is to be placed on the left or right of the command.
For example, if you define LCREP=LEFT, you enter a line command of 2I to insert 2 lines. For LCREP=RIGHT, enter a
line command of I2.

• Valid Entries: LEFT or RIGHT
• Default Value: RIGHT

LITDELIM=

Use LITDELIM= to specify the delimiter to be used for literals in generated COBOL copybooks.

To use a single quote (') as the delimiter, specify APOST.

To use a double quote (") as the delimiter, specify QUOTES.

• Valid Entries: APOST or QUOTES
• Default Value: APOST

LINES=

Specify the number of lines per page for reporting.

• Valid Entries: A numeric value from 01 through 99
• Default Value: 55

MAXENTL=

Specify the maximum physical length that an entity-type table can reach.

• Valid Entries: 1024 -- 3000
• Default Value: 2048

MAXFLDS=

For the DATA-DICT database, specify the maximum number of fields that define the attributes of an entity-type.

NOTE
During execution of the DDRMFLM utility, a temporary Data Group Table (DGT) is built in the High-Speed
Directory (HSD). This DGT represents the fields in the input record. Although this special DGT exists for the
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duration of the Record Migration Facility run, it must follow the rule of the maximum size. You may need to
increase this value and reassemble the SRT.

• Valid Entries: A numeric value of 001 through 800
• Default Value: 200

MAXLVLS=

Specify the maximum number of levels that can be specified in a path definition (-DEF TRACE statements).

• Valid Entries: 8 -- 60
• Default Value: 20

MAXSVT=

Indicates the maximum number of entity-type entries for the Security Verification Table (SVT) for a profile. If a particular
entity-type has 10 different status/versions assigned to a profile, 10 entries in the SVT are used.

• Valid Entries: 5 -- 4090
• Default Value: 150

MAXTRNS=

Specify the maximum number of batch transactions in a collection of transactions following a header transaction.

• Valid Entries: 10 -- 360
• Default Value: 24

MEXIT01=

Specify the name of a user-written module to be given control on all adds or copies where entity-occurrence name, alias,
or descriptor validation is performed. See CA Datacom Core Core Names Exit (MEXIT01).

• Valid Entries: 1 to 8 characters
• Default Value: (No default)

MEXIT02=

Specify the name of a user-written module to be given control on all adds or updates where attribute-value validation is
performed. See CA Datacom Core Core Attributes Exit (MEXIT02).

• Valid Entries: 1 to 8 characters
• Default Value: (No default)

MULTURT=

Specify whether you want to run  in Multiple User Requirements Table Mode. This means that multiple  databases are
accessed through the batch facilities with each database accessed through its own User Requirements Table (URT).

The User Requirements Table module name to be loaded is derived by appending the  database ID of the database to the
first 5 characters of the name specified in the URTBL= parameter of this macro (for example, DDURT002). See URTBL=.

NOTE
This facility has no effect in CICS.

• Valid Entries: NO or YES
• Default Value: YES

 779



 CA Datacom Administrating

NSTLVL=

Specify the number of allowable secondary sets (path definitions) concurrently operating under the  Service Facility
request ID.

CA MetaCOBOL+ requires a value of 9.

• Valid Entries: A numeric value of 1 through 9
• Default Value: 2

OVRIDE=

Names the system override code used for access to occurrences in one of the locked states.

• Valid Entries: Any 1- to 4-byte code
• Default Value: PRIV

PLANG1=

Specify the primary programming language used for copybook generation at your site. This becomes the default for
copybook generation in either online or batch. DR in the following valid entries represents the  Reporting Facility.

• Valid Entries: COBOL, PL/I, ALC, or DR
• Default Value: COBOL

PRTEXIT=

Specifies a print exit to which  passes control each time it would normally send a line to SYSPRINT or SYSLST. See This
exit is available for the following  utilities:

• DDBTGLM
• DDCFBLD
• DDICF
• DDRMFLM
• DDUPDATE
• DDUTILTY

These utilities either open nor generate output to SYSPRINT or SYSLST if this exit is coded.

For the DDTRSLM utility, specify the name of the exit module in the EXEC statement in the execution JCL using the
syntax:

PARM='PRTEXIT=exitname'

If the exit cannot be loaded, processing continues to write to SYSPRINT or SYSLST.

• Valid Entries: 1 -- 8 character name for the exit
• Default Value: ( retains control of printing)

SAFSEC=

If you are executing  under a security system supported by the CA-SAF interface, you can specify YES for this parameter
to have  use the user ID signed on to the security system for all authorization. This eliminates the need for the -USR batch
transaction. If this parameter is YES, any -USR transactions in the input stream receives an error, and the remaining
transactions are flushed. If you are not using external security for , the user ID must be defined to  in the PERSON entity-
type. In either the  internal security mode or external security mode, authorizations must be established accordingly.
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• Valid Entries: YES or NO
• Default Value: NO

SECLVL=

Specify the security level to be enforced.

Value Security Level Meaning
0 Minimum The user defined in the  PERSON entity

can use all facilities of  except Security
Maintenance.

1 Facility The user can be authorized to use a
batch utility or online mode, for example:
DDUPDATE, DDUTILTY, or DBM online.

2 Entity The user can be authorized to perform any
function on a given entity-type.

3 Status The user can be authorized to perform any
function on a given entity-type in a given
status.

4 Function The user can be authorized to perform any
given function on a given entity-type in a
given status.

• Valid Entries: 0, 1, 2, 3, or 4
• Default Value: 1

SECT=

Specify whether a CSECT or DSECT is to be assembled.

NOTE
Do not specify this parameter. It is for CA internal use only.

• Valid Entries: CSECT or DSECT
• Default Value: CSECT

SPACEID=

Specify a one-byte prefix character to be used in generating names for Temporary Storage in CICS. This parameter is
provided to allow you to assure that  Temporary Storage names do not conflict with other applications.

• Valid Entries: Any non-blank character
• Default Value: #

SUBCHAR=

Specify a substitute header transaction indicator that can be used in place of the - (dash) on batch header transactions.
The character defined by this parameter can be used in column 1 of CPY, ADD, DEL, RPT, or UTL transactions in place of
the hyphen (-).

• Valid Entries: Any non-blank character
• Default Value: +
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TOTENTY=

This parameter is replaced by the USRENTY= parameter, but is retained for compatibility. Any value is ignored.

UCPANEL=

Specify whether the  online panels are to display headings in mixed case text or all uppercase. Code YES to specify all
uppercase text. Use all uppercase when the EBCDIC codes for lowercase English letters conflict with other languages.
NO specifies mixed case text.

• Valid Entries: NO or YES
• Default Value: NO

UPGRADE=

Specify either NO (the default) indicating the generated DDSYSTBL module is no longer needed for te version upgrade
process or YES to indicate that the version upgrade process is ongoing, and that new entity-types and attributes are not
yet available.

• Valid Entries: NO or YES
• Default Value: NO

URTBL=

If the Multiple User Requirements Table option is not in effect (MULTURT=NO, see MULTURT=), specify the load module
name for the  User Requirements Table (containing the  tables) that is to be used in batch or online processing.

If the Multiple User Requirements Table option is in effect (MULTURT=YES), the first five characters of this parameter
are concatenated with the  database ID (of the database being processed) to create the load module name of the User
Requirements Table, for example DDURT002.

• Valid Entries: Any valid  User Requirements Table name
• Default Value: DDURT002

USRENTY=

Specify the number of user-defined entity-types within the DATA-DICT definition. A user-defined entity-type is any entity-
type definition not provided as part of the  installation. If you have not defined any additional entity-types and are not using
any products requiring additional entity-types, the value for this parameter is zero, which is the default.

• Valid Entries: Specify an integer that is the number of user-defined entity-types within the DATA-DICT definition. The
total number of tables in the DATA-DICT database cannot exceed 240.

• Default Value: 0

UTLPRE=

Specify a 2-character prefix that can be placed in the input transaction streams of either DDUPDATE or DDUTILTY to
indicate data following the prefix characters is written directly to the punch output data set.  drops the 2-character prefix
and writes the remainder of the input transaction to the punch data set. The primary use of this facility is to wrap output
from the Source Language Generation Facility with job control statements. The resulting job stream could then be read
into the system to add the copybooks to the appropriate library.

• Valid Entries: Any 2 non-blank characters
• Default Value: **

 782



 CA Datacom Administrating

DDURTBL Macro
The DDURTBL macro builds the  User Requirements Table where the tables to be used as  entity-types are identified.

Member DDSAM01 on the  page on Broadcom Support (for more information, see How to Obtain the Sample Members)
contains the macro statements as they were coded for the initial installation. Use these samples as patterns for making
any modifications.

This macro may need to be changed for a number of reasons, such as  adding user-defined entity-types (ENTFILS= in the
DDURTBL macro). Other parameters also can be changed at the discretion of site management.

The following are the DDURTBL parameters:

ABEND=

Specify whether  is to gain control on abend. Code YES for online and batch and NO for CICS.

• Valid Entries: NO or YES
• Default Value: YES

DBID=

Specify the DATACOM-ID (database ID number as defined in the  Directory) for the DATA-DICT database of the .

Specifying NONE indicates that no DATA-DICT database table entries are to be made in this User Requirements Table.
Specifying NONE enables you to have a separate User Requirements Table for this database so that you can close it
independently of the Data Definition Directory database.

• Valid Entries: NONE or a valid DATACOM-ID for a database
• Default Value: 2

DDDBID=

Specify the  database ID number (as defined in the  Directory) for the Data Definition Directory (DDD) database portion of
the .

Specifying NONE indicates that no Data Definition Directory database table entries are to be made in this User
Requirements Table. Specifying NONE enables you to have a separate User Requirements Table for this database so that
you can close it independently of the DATA-DICT database.

NOTE
The value for DDDBID= must be coded in the batch User Requirements Table if the value for DBID= is the
primary  in your Master List.

Also, if you later want to change the DATACOM-ID attribute-value (database ID) of the DDD-DATABASE database, see
Modifying the Database ID for DATA-DICT.

• Valid Entries: NONE or a valid DATACOM-ID for a database
• Default Value: 15

ENTFILS=

Provides a list of user-defined entity-types. Enter the 3-character  table name (DATACOM-NAME) of a user-defined entity-
type. Enter the table name in the format (xxx) where xxx is the table name. For multiple entity-types, enter them in the
format (xxx,xxx,xxx,...).

• Valid Entries: A valid 3-byte  table name
• Default Value: (No default)

 783

http://casupport.broadcom.com/


 CA Datacom Administrating

MSTNAM=

This parameter exists for compatibility with prior versions only. Do not specify.

MULTUSE=

Specify if  is to use the Multi-User Facility (YES) or Single User option (NO) of .

You must code YES if you are using SQL.

• Valid Entries: NO or YES
• Default Value: YES

PRTY=

Specify the priority level of the program within the Multi-User Facility. The lowest priority is 1, the highest is 15.

For batch, PRTY specifies the priority level for requests processed by the batch program after the User Requirements
Table is opened.

For online, PRTY specifies the priority level for requests processed using this User Requirements Table.

• Valid Entries: Integer value from 1 through 15
• Default Value: 7

SQL=

Specify whether to place the two SQL entries in the User Requirements Table for the tables CNO and MSG. This
parameter is applicable only when the DDDBID= value is a database ID.

• Valid Entries: NO or YES
• Default Value: YES

SYSTEM=

Specify the operating system.

• Valid Entries: OS or DOS
• Default Value: OS

UPDATE=

Specify whether the  databases are to be opened for update.

• Valid Entries: NO or YES
• Default Value: YES

UREND=

Specify whether the DDURTBL macro is to generate a DBUREND macro statement. This parameter is used if the
DDURTBL macro is used in conjunction with standard DBURTBL macro statements or other DDURTBL macro statements
to generate a single User Requirements Table containing  and user tables or multiple  User Requirements Tables. If
you specify NO for this parameter, you must provide a DBUREND macro statement. See End Macro (DBUREND) for
information.

NOTE
UREND= allows you to embed the DDURTBL macro in an assembly with other  macro statements.
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• Valid Entries: NO or YES
• Default Value: YES

URSTR=

Specify whether the DDURTBL macro is to generate a DBURSTR macro statement. This parameter is used if the
DDURTBL macro is used in conjunction with standard DBURTBL macro statements or other DDURTBL statements
to generate a single User Requirements Table containing  and user tables or multiple  User Requirements Tables. If
you specify NO for this parameter, you must provide a DBURSTR macro statement. See Start Macro (DBURSTR) for
information.

NOTE
URSTR= allows you to embed the DDURTBL macro in an assembly with other  macro statements.

• Valid Entries: NO or YES
• Default Value: YES

WRITE=

Specify whether records are written immediately to disk when maintained (Pipeline feature is deactivated). See Pipelining
for information.

• Valid Entries: NO or YES
• Default Value: NO

Customizing the CA Datacom/DB Environment
does not execute unless you have assembled and linked a valid Master List in the load library. In a Master List, you
define the buffers for the  utility functions (and any Single User jobs) and certain control information.

NOTE
Individual DBUTLTY executions can override many of the options for execution. This would, most likely, be done
to increase buffering and provide more memory for the functions to execute more efficiently.

Tuning the Master List

Defining a Master List requires balancing wait time (caused by insufficient buffer allocations) with efficient memory usage.
Too many buffers waste memory and can degrade  performance, while too few buffer allocations cause excessive wait
time.

When first defining a Master List, use the guidelines and specifications in the parameter list beginning on DBMSTLST
Macro Parameters. Monitor the system and adjust the Master List specifications to tune the system.

Single User

In a Single User environment, each program has its own Master List copy in its own region.

Altering the Master List

An initial Master List is provided during the  installation process. Use the following steps to alter the Master List,
DBMSTLST.

1. Display member DBSAM03 on the  page on http://support.ca.com/ (for more information, see How to Obtain the
Sample Members).

2. Locate and display the job labeled Master List.
3. Modify the Master List parameters (see descriptions in DBMSTLST Macro Parameters).
4. Use the modified member as input to the assembly.
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5. Link edit the resulting Master List assembly under the name DBMSTLST.

Subsequent executions of DBUTLTY use the new Master List.

DBMSTLST Macro
The DBMSTLST macro alters the master list. 

When coding the DBMSTLST macro, adhere to the syntax rules for coding any macro:

• Begin macro definitions in column 10.
• Code a non-blank character in column 72 to indicate that the statement continues.
• Begin continuation statements in column 16.
• Follow each parameter (except the last one) with a comma (,).
• Allow no intervening spaces between parameters coded on the same line.
• End macro definitions with END in column 10.

Using Default Values

To use a default value for a parameter, allow the parameter to default rather than coding the parameter with the default
value. Allowing the parameter to default prevents any accidental errors in coding the parameter. Also, if a parameter
is coded with the default value,  no longer treats the value as the default, but as an entered value. This could make
modifications necessary if you later make a system change that affects the default for the parameter.

Including Comments

You can provide documentation in a DBMSTLST member by providing comments following one or more parameters. If
you include comments, leave at least one space between the comment and the parameter.

DBMSTLST Macro Parameters

The DBMSTLST macro describes the Master List to . The descriptions of the parameters which follow are in alphabetical
order;

CXXNO=

Specifies the number of Directory buffers. We recommend a value of 4 to 10 for reasonable Directory performance.
Specifying less than 4 results in significantly more I/O functions, particularly in Directory maintenance. A value greater
than 20 rarely improves performance.

• Valid Entries: 2 to 99
• Default Value: 4

DATALN=

Specifies the buffer size used for data area access (data buffers). This parameter cannot be smaller than the size of the
largest data area physical block. Check the MUF DATAPOOL dataln and data2ln from the start-up parameters and use
the highest value.

DBUTLTY does not use the dataln2 from DBMSTLST.

• Valid Entries: Integer value from 4096 through 32767
• Default Value: (No default)

DATANO=

Allocates the total number of data buffers. Specify up to 128 for the best performance during the execution of the
BACKUP, EXTRACT, and RETIX functions of DBUTLTY.
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• Valid Entries: Integer value from 4 through 9999
• Default Value: (No default)

DXXNO=

Specifies the number of buffers for accessing low-level index blocks. For the best performance during execution of the
LOAD and RETIX functions of DBUTLTY, specify a value of at least 20.

• Valid Entries: Integer value from 3 through 9999
• Default Value: 3

IXXNO=

Specifies the number of buffers for accessing high-level index blocks. Provide at least one half the number of low-level
index blocks (see the DXXNO= parameter). The Index buffer size is set to 8 KB, the maximum index buffer size allowed.

• Valid Entries: Integer value from 3 through 9999
• Default Value: 3

SMFRTY=

(z/OS only.) This parameter specifies the System Management Facilities (SMF) record type. When you specify a nonzero
value,  writes SMF records for DBUTLTY. The SMF record formats for DBUTLTY are defined in .

Specifying zero (0) indicates no SMF support.

If you alter the SMFRTY= parameter, you must perform one of the following to synchronize with the SVC/SUBID:

• IPL the system.
• Refresh the SVC.
• Bring up the Multi-User Facility as usual, but change the DBSIDPR to use a previously unused SUBID until the next

IPL.
• Valid Entries: 0 or an integer value from 128 through 255
• Default Value: 0 (no SMF support)

NOTE
The use of SMFRTY= parameter of the DBMSTLST macro for DBUTLTY requires that subsequent DBUTLTY
jobs run APF-authorized.

USERID=

Allows 1 to 16 bytes of user information to be placed in the Master List. For tracking purposes, consider modifying this
parameter whenever the Master List is modified.

• Valid Entries: 1 to 16 characters (no embedded spaces)
• Default Value: (No default)

Master List Example

The following is a sample Master List:

 ----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

          TITLE 'MASTER LIST'

          DBMSTLST                                                      X
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                CXXNO=5,            NUMBER OF CXX BUFFERS               X

                DATALN=32767,       LENGTH OF EACH DATA BUFFER          X

                DATANO=256,         NUMBER OF PRIME DATA BUFFERS        X

                DXXNO=256,          NUMBER OF DXX BUFFERS               X

                IXXNO=32,           MVS SMF RECORD TYPE                 X

                USERID=USERDEMO     1-16 BYTES OF USER IDENTIFICATION

          END

Creating Databases
Each  database can contain from 1 to 240 tables.

Information stored in one database is independent of that in other databases. Information in the same database is indexed
in the same Index Area (IXX) or area set. Therefore, a full condition or disk error on the Index Area affects all tables in the
database. You catalog definitions from

  to the Directory (CXX) and perform maintenance at the database level.

  

Placing Data in Different Databases

It is best to use a separate database for data that is relatively unrelated. For example, use separate databases for:

• Independent application systems, such as accounts payable, general ledger, or inventory.
• Information about independent subjects, such as customer information, inventory information, or accounting

information.
• Independent operational units, such as each corporate division.
• Development and production versions.

Converting an Existing Database

If you are converting to  from another system, you can:

• Use the  Input Creation Facility (DDICF) to create  transactions from COBOL record description copybooks. With some
modification, these transactions can be input to the  DDUPDATE utility to add the definitions to .

• Use one of the  Transparency to build  definitions from VSAM, DL/I, IMS/DB, or TOTAL data. (See the  Transparency
documentation.)

Creating a New Database

The steps required for creating  databases are:

 Step    Method  SQL Method 
1. Design the logical structure for the

databases.
Design the logical structure for the
databases.

2. Design the physical attributes for the
databases.

Design the physical attributes for the
databases.

3. Use  to define the databases, areas, tables,
columns, keys, and elements.

Use  to define the databases, areas, and at
least one table (with at least one column,
one key, and one element) in each area.
The areas must have an SQLNAME
specified which is used on the CREATE
TABLE statement. 
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4. Catalog the definitions to the  Directory
(CXX).

Catalog the definitions to the  Directory
(CXX).

5. Allocate and initialize the required data
areas and Index Areas.

Allocate and initialize the required data
areas and Index Areas.

6.  (Optional) Null load the data areas. Null load the data areas.
7. (Tables are ready to accept data.) Define the tables, columns, keys, and

elements using one of the following options:
Embed SQL Data Definition Language
statements in a program.
Execute SQL Data Definition Language
(DDL) statements through either  Interactive
SQL Service Facility or  SQL Mode.
The objects are automatically cataloged
to the  Directory (CXX) as part of the
execution of the SQL DDL statements.

8. Use programs or utilities to actually load
data in the tables.

Use programs or utilities to actually load
data in the tables.

The steps in this procedure often overlap because the available physical options can interplay with the design of the
logical structure. The following chapters assume that you have established the basic logical structure for a database. As
you develop the design for the physical structure, enter it in  early in the process to eliminate redundant effort and to make
use of the  reporting and organizational facilities to coordinate the process.

Database IDs

When you define a database in , you are required to assign a numeric ID. This is the DATACOM-ID attribute-value for the
database. Databases 1 through 20, 1000 through 1020, 2000 through 2020, 3000 through 3020, 4000 through 4020, and
5000 are reserved for use by , , and other CA products. The following identifies the reserved IDs.

 Database ID  Database Description 
1 Sample Database: Human Resource
2 DATA-DICT -  entity-types and High-Speed Directory (HSD)
3   Database
4 Accounting Facility Database (PRM Table)
5 Accounting Facility Database (Sample Accounting Tables)
6 Compound Boolean Selection Temporary Index
7 Reserved for CA
8 Reserved for CA
9 Reserved for CA
10 Sample Database: Order Entry
11 and 12 Reserved for CA
13   Resource Analyzer tuning
14   Transparency Database
15 DDD-DATABASE -  Data Definition Directory (DDD) and Schema

Information Tables (SIT)
16 Default Database for SQL-Created Tables
17 SQL Temporary Table Manager (TTM)
18   test database
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19 Reserved for CA
20 Reserved for CA
1000 Dynamic system tables
1001 SQL demonstration database
1002 through 1005 Reserved for CA
1006 CBS heuristic table
1007 History Database
1008 TNG DISCOVERY-TRIGGER-DB
1009 TNG DISCOVERY-NON-TRIGGER-DB
1010 TNG DISCOVERY-INFLIGHT-TRIGGER-DB
1011 TNG EVENT-MANAGEMENT-DB
1012 TNG Neugents
1018 AUTOSTAT
1019/1020 AUTOSCOPE
2009 CA_CDC_BASE for Change Data Capture
1013 through 1020, 2000 through 2020, 3000 through 3020, 4000
through 4020, and 5000

Reserved for CA

ACCESS OPTIMIZE is required for the system databases for the:

• Compound Boolean Selection Facility
• Accounting Facility
•   
• Temporary Table Manager (TTM)
• SYSTEMDBID (used by Dynamic System Tables)

See ACCESS for information about the ACCESS MUF startup option.

Database IDs Over 999

Database IDs over 999 have a few special considerations.

• You cannot change the  databases (DATA-DICT and DDD-DATABASE which are IDs 2 and 15 when  is installed) to
IDs greater than 999.

• For , if you have tables in databases with IDs greater than 999 that need to be secured, then you must use external
security.  can access a table in a database that has a DATACOM-ID greater than 999 only if it is externally secured.

Specifying Security

The DATABASE entity-occurrence SQL-SECURITY attribute-value is used to indicate if the database can be secured by
SQL rules (GRANT/REVOKE). If not specified,  external security rules are enforced.

Designing Tables
Each table in a database is an unordered collection of rows (records). A row is a collection of column (field) values.

Before you define a table to , you must define a data area, the physical location for one or more tables. Before deciding
how to locate your tables in data areas, plan the logical design for your tables, columns (fields), and keys.
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Minimum and Maximum Size for a Table

The minimum size for a row in a  table is 1 byte and the maximum is 32720 bytes. A row in a compressed table has a
minimum row size of 8 bytes.

Specifying the  TABLE attribute MAX-RECORD-SIZE allows you to reserve "growth space" for the table. Specifying a
value greater than the sum of the lengths of the columns (fields) in the table allows you to define additional columns at a
later time without expanding the physical record on disk. The additional space is included as undefined filler. If you do not
specify a value,  uses the sum of the lengths of the columns as the length for the physical record.

SQL Accessibility

If the data in a table defined through  is to be accessed by SQL statements:

• The table and the columns accessed must have a valid SQL name defined in .
• The table must be defined with the attribute SQL-INTENT=YES and a valid SQL authorization identifier (AUTHID).
• Users must be authorized to access the table, database, and area.
• If a table is being created in an existing area, the area must have an SQLNAME, be in PRODuction status and

cataloged.

Data Type Limitations

permits column (field) definitions with various data types. SQL does not support all of these data types. (See Data Type
for details.)

Special Column Classes

allows you to define columns (fields) that redefine other columns, that repeat, or that index other columns. Avoid these
special column types in tables accessed through SQL. (See Column Classes for details.)

SQL Tables and Logging

Proper execution of SQL statements that cause data change requires all affected tables to have logging enabled. Logging
should not be turned off (LOGGING=NO) for any SQL maintenance. This applies to both the  definition and the DBUTLTY
CXXMAINT option.

Table Partitioning
Partitioning a table breaks it up into two or more smaller tables. Partitioned tables allow you to store the rows of a single
table in multiple data areas. Table partitioning helps provide enhanced data availability and 24x7 operations while
maintaining local performance because of the following:

• Concurrent Processing
Table partitioning allows you to execute multiple DBUTLTY processes simultaneously, that is, it allows most area level
utilities to execute concurrently, reducing down time by increasing your ability to do parallel processing.

• Limiting Data
Table partitioning allows you to limit the amount of data processed by a selected DBUTLTY function. Instead of all data
in a whole table being processed by utility functions, you can process only the partitions containing data that needs
processing. Therefore, if only one partition needs to be recovered, the time it takes to restore and recover that one
partition is substantially less than the time required to restore and recover the whole table.

• Continued Access
Table partitioning gives you continued access to available partitions, so that programs accessing tables at the partition
level, using record-at-a-time commands, set-at-a-time commands, and SQL Data Manipulation Language (DML)
statements, can continue to run even when a specific partition is not available.

• Adding Partitions
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Table partitioning gives you the flexibility to add partitions. For example, you can split a partition into two with only a
backup of the partition to be split and LOADs to the two new ones.

• Combining Partitions
Table partitioning gives you the flexibility to combine partitions, with the only outage to non-affected partitions being the
catalog. For example, the partitions to be combined could be backed up, redefined to be only one partition, then the
combined data reloaded without any change being made to other partitions.

NOTE
table partitioning provides many benefits of  STAR partitioning but does not replace the ability of  STAR to
process distributed requests against partitions on multiple Multi-User Facilities and MUFplexes. This is because
the form of table partitioning available through  STAR uses multiple database IDs with multiple distinct indexes.
Therefore, compared to  table partitioning,  STAR partitioned tables can perform less than optimally when
queries against large tables use the non-partitioned key. Also, be aware that the implementation of  STAR
necessarily adds overhead to the overall Multi-User Facility environment.

Horizontal Partitioning

Horizontal partitioning divides a table by rows (records), based on the usage of the data in the rows. For example, a large
customer database might be split into two partitions, one containing eastern region customers and the other containing
western region customers.

Table partitioning can be done within a database.

Database partitioning combines partitioning with distributed processing, allowing each partition to be physically located
close to the users of the data.  STAR DDM provides facilities for managing horizontally partitioned databases and for
ensuring that the partitioning (and distribution) of the data is transparent to the user.

Vertical Partitioning

Vertical partitioning divides a table by columns (fields), based on the usage of the data in the columns. For example, a
table with current data in some columns and historic data in others can be vertically partitioned, placing the current data
into one table and historical data into another.

Using Existing Programs

Existing programs that were written to access non-partitioned tables can be used with partitioned tables using the
‘full’ parent without making any changes to those programs if they use record-at-a-time, set-at-a-time, and SQL DML
statements. SQL Data Definition Language (DDL) statements, however, cannot be used with partitioned tables and are
also restricted within the Parent table definition.

User Requirements Tables

You do not have to make any changes to User Requirements Tables for existing programs to use those programs with
partitioned tables. This presumes the name of the full parent was the table name before partitioning.

Performance of Existing Applications

The performance of existing applications remains effectively unchanged, whether the table is non-partitioned or partitioned
into multiple areas, although some variance may exist due to factors such as DASD response and channel distribution.

Implementing partitioning for a table should not require a significant change in the definition of the database containing the
table or in the DBUTLTY processing for the database or table.

The ACCESS MUF startup option cannot be specified as NOOPT for a partitioned table to be opened. The default,
ACCESS OPTIMIZE, is required instead. If an open of the whole or Any Parent partitioned table is attempted against a
DBID defined with ACCESS NOOPT, the open fails with a return code 94(063).
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Major Points and Restrictions

Each data area in the database may contain one or more full tables or partitions. However, it may not contain more than
one partition of a specific Parent table.

A database may contain both full tables and partitioned tables. If multiple tables in a database are partitioned, they are not
required to have the same partitioning criteria.

All partitions of a Parent table have the same structure. In other words, all columns, keys, and elements are the same for
all partitions of a given table.

The maximum total number of tables and partitions in a given database cannot exceed 240. The maximum number of
partitions for a single table is 239. This assumes a database containing a single table with 239 partitions for a total of 240.

The partitioning fields are not required to be part of or stored in any existing index. They are restricted to a maximum
length of 180 bytes. They are defined as a partitioning key, but no index entries exist in the IXX data set.

The partition key may be set to allow an update to move the row between partitions or to prevent movement. Because an
update changing partitions is processed as an add and a delete, it is preferable to not allow the movement.

Each partition can be accessed individually using record-at-a-time, set-at-a-time, or SQL Data Manipulation Language
(DML) statements. The Parent table can be accessed as a single table, provided all partitions can be opened.

GETPS and GSETP are not supported through the Any Parent table. Therefore, a GETPS or GSETP command using the
Any Parent table receives a return code 01(034). The SQL LOCK TABLE statement is not supported using the Any Parent
table and, if it is attempted,  issues a return code 01(034).

Partitioning is defined through . Partitioning cannot be defined through SQL statements.

A database containing a partitioned table cannot be used as a definition for  STAR for partitioning or replication. The table
or partition of a table may be local or distributed.

Each data area containing a partition must be loaded in the URI format.

An SQL integrity constraint cannot reference a partitioned table, nor a partition of a partitioned table. That is to say,
constraints and partitioned tables are mutually exclusive.

If a DBUTLTY function does not include an explicit TABLE= keyword, table level security (at the DBUTLTY) can be
granted either at the Full Parent table level or the Child table level. If the DBUTLTY function includes a specific TABLE=
keyword, table level access is checked using the table name specified by the TABLE= keyword. For example, the
EXTRACT function of DBUTLTY uses the table name specified in the TABLE= keyword. But a DBUTLTY BACKUP AREA
function uses either all Children's names or Full Parents' table names that are contained in the area, and if access is
granted to either, the BACKUP is allowed.

System bases we provide should not be partitioned.

The organization of the Directory (CXX) and the Dynamic System Tables for the Directory (that is, tables whose names
begin with DIR_) reflect the unpartitioned tables and table partitions as tables. The possible Full Parent and Any Parent
names are attributes of the tables.

The MUF_TABLE_STATS (MFT) Dynamic System Table and the PXX Report of tables provide statistics for the table
named in the MFT Dynamic System Table and the PXX Report. That named table is the one opened using the URT and
used in the Request Area for record-at-a-time and set-at-a-time calls.

Be aware that differences between the execution statistics and the Directory (CXX) requires changes to any user
applications that attempt to join the information based upon a table name. This is because the table statistics do not
provide information about the relationship among Full Parents, Any Parents, and table partitions. The area statistics do not
provide information about the relationship among areas containing full tables and table partitions. When accessing the Full
Parent or Any Parent, the area name in the MUF_TABLE_STATS (MFT) is "***" (three asterisks).

For SQL access, all tables in a given partitioned table structure have the AUTHID of the partitioned (Parent) table. This
includes all partitions and the Any Parent tables.
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Impact on DBUTLTY Functions

See Impact of Table Partitioning on DBUTLTY Functions.

Defining a Partitioned Table

The  PARTITION-COLUMN-VALUE entity allows you to define the table partition criteria, and the  model allows a table to
be in multiple areas. Areas are still allowed to have multiple tables, but no single area is allowed to contain more than one
partition of a given table.

An area may contain one or more tables and also one or more partitions of tables. One area may not contain multiple
partitions of a single table.

For manageability purposes, we recommended that you limit the number of tables per area (one is best) when using table
partitioning to reduce the complexity of the physical model of the database.

When defining a partitioned table, first define the table as a non-partitioned table. That is, the table is defined in a normal
area and database. You then add the partitioning criteria for the table. Part of the criteria is to define the Children tables
and areas. These Children become the physical table and area definitions that are used in building the physical database.
After this point, the Parent table and Parent area information is maintained, but it exists as a logical entity only.

Even though the Parent area is defined as a normal area, it is treated with special rules if it contains one or more tables
that are partitioned. The area has a DATACOM-NAME of $$P in  to distinguish it from other areas. There may be more
than one area with the DATACOM-NAME $$P in a database structure in . Any area with a DATACOM-NAME of $$P is not
cataloged to the Directory (CXX), and it never exists as a true data set. But even if the special rules apply, the area must
be properly defined and have a unique  entity-occurrence name.

NOTE
If an area contains both partitioned and non-partitioned tables, the area is created as a physical entity and
is utilized to store the data of the non-partitioned tables. Because of the potential for confusion in trying to
determine what areas to back up or restore for a given table, we recommend, as previously mentioned, that you
avoid mixing partitioned tables and non-partitioned tables.

Next, any area planned to contain data for a partition of a table that is not currently defined, needs to be defined. The
partitions are then defined and connected to the appropriate area in .

A table that is to be partitioned has additional attributes within  to provide a list of fields that are to be used for partitioning.
These fields must be simple fields. The total length of the fields is 180 bytes. Each field must not be allowed to be NULL.
The allowable field characteristics are:

• Decimal, zoned or packed, can be defined with or without sign, and with or without 'type sensitive.' The maximum
length of each field is 15 digits. When type sensitive, binary comparisons are done, its rules on less-than, equal, and
greater-than are final. For decimal, the DBEDITS option is required to ensure the data contains a proper decimal value.

• Character fields are allowed and, if used, a length is optional to indicate only the leading characters are to be part of
the partitioning value. However, a single character field is restricted to partition on the first 1 through 60 bytes.

• SQLDATE, SQLTIME, and SQLTIMESTAMP are permitted.
• Binary is supported only as either 2 bytes or 4 bytes. Presence or absence of a sign is optional.

A table within  that has been defined as having partitions is known within the Directory (CXX) as a Full Parent table. A 
partition is known outside of  as simply a table (which happens to have a Parent table of not null).

Partitions are defined with the following attributes:
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• Table DATACOM-NAME for this partition
• Table DATACOM-ID identifier (1-240) for this partition
• Table SQLNAME name for this partition
• Area DATACOM-NAME to contain rows for this partition
• High key values for every field defined as the partitioning fields

A database containing a partitioned table must be posted to the Directory (CXX) using the CATALOG function.

The Directory (CXX)

During the catalog of a database, the  definition of a database is translated and posted to the Directory (CXX). Each
table within  that is not partitioned is directly reflected in the Directory as a table with a Parent table of null. Each partition
within  is translated in the Directory as a table with a Parent table identified with the Parent table DATACOM-NAME. To the
Directory therefore, a non-partitioned table is a table and each individual partition of a partitioned-table is a table. The CXX
Report displays the Parent table name and its SQL table name.

The Parent name in the Directory is not used as a table in DBUTLTY unless specifically mentioned in the description of
the utility function. It can only be used as a table name in the following conditions:

• In the User Requirements Table (URT)
• In the Request Area of a record-at-a-time or set-at-a-time request

The following topics are discussed on this page:

 

Steps to Create Partitioned Tables

You can define new partitioned tables or convert existing tables to partitioned tables. The following summarizes the steps
to create partitioned tables. See the  section for the details about defining occurrences and issuing functions.

Define a New Table Structure

1. Define an area for each table partition (Child).
2. Define a special area (use $$P for the DATACOM-NAME) for the partitioned tables (the Parents).
3. Define the Parent table with all the fields, keys, and elements, including the partitioning key.
4. Define the Child tables and relate them to the Parent table (TBL-TBL-PARTITION) and the Parent table's partition key

(TBL-KEY-PARTITION). (These relationships are implemented automatically using the  online PARTITION TABLE
function or using the batch 3160 transaction.)

5. Define the PARTITION-COLUMN-VALUE entity-occurrences for each Child table and relate each to the column in the
partition key of the Parent table (PCV-FLD-PARTITION) table partition. (This relationship is implemented automatically
using the  online PARTITION TABLE function or using the batch 5200 transaction.) This sets the high partitioning value
for the column in the Child.

6. Catalog the database containing the Parent.

Change an Existing Table to a Partitioned Table

1. Define a special area (use $$P for the DATACOM-NAME) for Parent tables. This can be done by either adding a new
area or changing the DATACOM NAME of the area currently containing the table to be partitioned.

2. If necessary, transfer the table to the new area and modify the table, including defining the partitioning key and setting
the PARTITION attribute value to Y.

3. Follow steps 4 through 6 in the steps in Define a New Table Structure.
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Accessing a Partitioned Table

After designing a table, you need to be aware of the different ways that you can access the  partitions.

The following topics are discussed in this section:

Accessing a Full Parent Table

This is expected to be the case for almost all applications. Programs that currently execute against a non-partitioned table
need to work the same if that table becomes partitioned. Interesting points concerning Full Parent access:

• The table name (Full Parent) set by caller is unchanged.
• Accounting records use the table name in the request area.
• All statistics records, as in the Statistics and Diagnostics Area (PXX) Report and Dynamic System Table information

use the table name in the request area.
• The internal request area field RID is set and managed by . The first two positions are normally set to the table ID. With

partitioning, these are set to the table partition (the Child table) table ID. A "concern" is that users have always been
told to leave this RID alone on "follow-on" type requests. However, for safety, the field has always been rebuilt based
upon the current table name. This can no longer be rebuilt, so a small possibility exists that a client application may be
defective without knowing it.

• Value locks internally acquired for Unique Key protection have the value changed from using the table ID to having the
Full Parent name.

• Value locks internally acquired for REPEATABLE READ (SQL) have the value changed from using the table ID to
having the Full Parent name.

• The GETPS command reads all areas, but the order of areas processed is not specific. Note that only one request
area may be active doing physical reads in a data area. This is not a new partitioning rule, but has always existed
without being documented.

• The GETIT command performs read ahead processing as in prior versions when using the INDEX style of read ahead.
The PHYSICAL style does not have read ahead done. Any applications still using PHYSICAL should be reviewed to
see if INDEX is acceptable.

• Log records have the request area table name. They have the table ID of the Child table.
• An update that changes the partition column in such a way that the row no longer can reside in the previous Child is

automatically processed. It first deletes the row in the current area and a log record written as a delete. Then the row
is added to the new area and a log record written as an ADDIT. The delete and add log records have a new flag set
indicating they are part of a partitioned update. This movement is only allowed if the table was defined as allowing it.
We recommended the move not be allowed. If a row were to move between partitions during an UPDAT, a set-at-a-
time or SQL request handles the condition without a problem, but a record-at-a-time command doing RDUNX (Read
Next), or equivalent, could see the row again. This is similar to the case where an application updates key values used
in RDUNX commands to a higher value.

Accessing a Child Table Partition

A powerful new capability allows a program to be written which opens one or more of the Child partitions and not the
Parent table. With two restrictions, the application can utilize all record-at-a-time, set-at-a-time, and SQL DML commands.

• The first restriction is that the application cannot add a row that would be outside the requested partition. A return code
of 94(060) is generated for this error.

• The second is that the application cannot update a row changing the partition fields so the row no longer resides in
the same partition. This rule is applied to maintenance commands. A return code 94(060) is generated if the rule is
violated.
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NOTE
Child processing accesses the complete index. No optimization exists matching fields of keys to partitioning
columns.

Generic Access to Partitions

You can write a program that opens and accesses the full table with an alternate Any Parent table name (or "wildcard"
table name) or Any Parent table SQL name. These Any Parent table names are defined as part of the partition definition
and indicate that the program wants to access whatever partitions of the full table that are "currently" accessible. This has
substantial potential benefit, but is intended for a completely newly designed application written to handle the large variety
of possibilities when every answer is only a best answer with the currently available data.

The general description of this Any Parent table is a data partition is "visible" if it is accessible at the time of the actual
data or index access by . An area is made inaccessible by issuing the new ACCESS by area name. Setting the ACCESS
level to OFF or UTLTY for an area containing a partition means that the data and index for the partitioned table within that
area is now unavailable to the Any Parent table. Setting an ACCESS level of READ indicates exclusive row access or row
maintenance is not allowed to the partition table within the area using the Any Parent table.

The OPEN of this Any Parent table is successful if all, some, or none of the partitions are currently available. Open skips
the physical open of any data area which is part of the Any Parent table if ACCESS has been set to OFF or UTLTY. For
these skipped areas, DB00614I OPEN ANY PARENT pppddd SKIPPED ttt/aaa ACCESS OFF message (where ppp
is the Any Parent table name, ddd is the DBID, ttt is the Child table being skipped, and aaa is the area) is issued. The
DB00615I OPEN ANY PARENT pppddd UPDATE ttt/aaa ACCESS READ message is produced if an area has a status of
access read and an update User Requirements Table for the Any Parent table has been opened. In this case, the open is
successful but maintenance and exclusive row locks are blocked.

New area level access requests may change the availability of a partitioned table within the area if access is through
the Any Parent table, even if the User Requirements Table containing the Any Parent table is already open. That is, the
individual Child may become less or more available through these access area requests. An ACCESS of OFF to not OFF
or an ACCESS of UTLTY to not UTLTY attempts a physical open if there is an open Any Parent table for the area.

At the start of the access area process, a bit is set in the open file table area entry that indicates the current area status.
Access to index entries for an individual partitioned table using the Any Parent table simply checks this bit setting. If the bit
setting indicates the area has ACCESS OFF or ACCESS UTLTY, the pointer is skipped and, if no other pointer qualifies, a
return code 14(048) is issued.

Synchronization between the access area request and data retrieval through the Any Parent table is accomplished using
table intent locking. Data access first checks the open file table bit. If access is currently allowed, a table intent lock is
acquired which has the following duration. For a maintenance request, it lasts the duration of the transaction (TSN). For
data requests that include row locking, it lasts the duration of the row lock. For data requests that do no row locking, it
lasts the duration of the actual data access.

After the access area has set the appropriate open file table bits, it checks for and waits on outstanding table intent locks.
Table intent locking already exists for other conditions if the SQL option is specified on the MUF startup options, so this is
simply an extension of this locking. The access area wait logic consists of two loops and set of waits. The first checks for
open User Requirements Tables that do not include the Any Parent table. If one or more are found and USERS=WAIT is
specified, the access waits on and list these users. Only after that has been done does the access check for and wait on
the table level intent locks for the Any Parent table.

As an example of access through the Any Parent table, consider the case where adding a row is successful if the partition
needed for the particular row is available at the time of the add, regardless of its availability prior to or after the add.

Two messages which exist to communicate the interaction of an ACCESS AREA request with an existing opened Any
Parent table User Requirements Table are:

 DB00616I BASE ddd AREA aaa ACCESS status OPEN ANY(S) job-names 

 DB00617I BASE ddd AREA aaa ACCESS status ACTIVE ANY(S) job-names
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The DB00617 message indicates an actual wait must take place based on the USERS=WAIT parameter specified in the
ACCESS request.

Two messages may be seen at close time for the Any Parent table, as follows.

DB00116I - CLOSE JOB-jjj NUMBER-nnnnn ttt/aaa FOR pppbbbbb POSSIBLE INCOMPLETE DATA

The DB00116I message is generated when a User Requirements Table is closed that included table ttt in area aaa which
was opened using the ANY partitioning Parent ppp in DBID bbbbb. At some time during the life of this User Requirements
Table, area aaa was either ACCESS OFF, ACCESS UTLTY, or ACCESS READ with the table opened for update. This
message is informational and requires no user action.

DB00117I - CLOSE JOB-jjj NUMBER-nnnnn ANY PARENT POSSIBLE INCOMPLETE DATA

This message is generated when all User Requirements Tables currently opened by job jjj are being closed. During the life
of this run unit, there was at least one open of an Any Parent table, and the area for a Child table within this Any Parent
table was either ACCESS OFF ACCESS UTLTY, or ACCESS READ when the table opened for update. This message is
informational and requires no user action.

Client applications should only be written using the Any Parent table after careful review of the various possibilities and
determine the applicability/usability of the information returned. For more information, see the table in Commands and
Return Codes (Any Parent tables and in the following paragraph.

If the access status of an area does not allow data access, the actual data access returns a return code 04(170). Most
internal processes (Compound Boolean Selection, sequential, and most REDxx commands) simply ignore this return
code and try to find the next qualifying row. User requests which separate the index and data access, such as REDID and
REDLE may see this return code 04(170), which to them means that either the area access was changed or the row truly
does not exist. A new return code of 94(062) has been added which indicates either an ADDIT was attempted using the
Any Parent table and it belongs in an area which is ACCESS OFF, UTLTY, or READ, or an UPDAT was attempted through
the Any Parent table which changes the partitioning criteria and the new partition area has an ACCESS of OFF, UTLTY, or
READ.

An ACCESS of READ with row locking produces subtle results and should be used with caution. For instance, an RDU
command which encounters a row in an area which is access read simply skips that row and continues to the next
qualifying row which is in an area with an acceptable status.

Processing this table obviously has additional overhead, and it should therefore be used only when necessary, not as
the normal process. Read ahead processing does not occur if access is through the Any Parent table. This affects the
performance of GETIT and some SQL processing.

This feature is not available if an SQL referential integrity rule is defined for the table.

, , or other CA generalized data accessing applications do not provide warnings when using the Any Parent table.

GETPS and GSETP are not supported through the Any Parent table. Therefore, a GETPS or GSETP command using the
Any Parent table receives a return code 01(034). The SQL LOCK TABLE statement is not supported using the Any Parent
table and, if it is attempted,  issues a return code 01(034).
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Commands and Return Codes (Any Parent tables)

Commands Return Code Explanation
ADDIT
UPDAT

94(062) This return code can be received if an
attempt is made to execute an ADDIT
command using the Any Parent table, and
it belongs in an area which is ACCESS
OFF or READ, or an attempt is made to
execute an UPDAT command through
the Any Parent table (which changes the
partitioning criteria), and the new partition
area has ACCESS OFF or READ.

GETPS
GSETP

01(034) This return code is received by GETPS and
GSETP commands that attempt to use an
Any Parent table.
Note: An SQL LOCK TABLE statement can
also receive this return code, if it attempts
to use an Any Parent table.

REDID
REDLE

04(170) This return code indicates an attempt was
made to access a table partition using the
Any Parent table when the area where the
table partition is located is not available.
Because REDID and REDLE commands
separate the index and data access, they
can receive this return code, meaning that
either the area access status has changed
or the row does not exist.
Note: Most internal processes (Compound
Boolean Selection commands, sequential
commands, and most REDxx commands)
ignore this return code and try to find the
next qualifying row.

Data Compression
When defining a table to , you can specify that  compress the data in it. 's compression removes three or more
consecutive blanks, character zeros, and binary zeros. To reduce compression overhead, locate together those columns
(fields) that are likely to contain blanks, character zeros, and binary zeros.

The main reasons for compressing a table are to save disk space and to increase performance. It is possible to increase
performance by compressing a table if compression reduces I/O. Compression can add additional CPU time. For
compression to increase performance, the number of records required for processing must be increased with each I/O to
offset the added CPU time.
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Figure 2: Data Compression

Contents

Multi-Table Areas

A multiple table area can contain a mixture of compressed and uncompressed tables.

Evaluating Benefits of Compression

To determine if compressing a table is beneficial, use the STATS= parameter in the data area option of the LOAD function
of DBUTLTY the first time you load a table with compression.

If Performance Is Your Primary Concern

Verify the load statistics. Performance has improved if the number of records per block has increased by at least 15
percent for batch processing or 25 percent for online processing. If the increase in the number of records per block is not
this large, performance is probably not improved by compression. In this case, try increasing the blocking factor and verify
if the number of records per block increases.

If Space Is Your Primary Concern

Performance is probably decreased if the number of records per block has increased by less than 15 percent for batch
processing or 25 percent for online processing. Balance the decreased performance against your need to conserve space
when deciding whether to use compression.

Continuous Operation

When backing up compressed tables with concurrent processing, use the DBUTLTY LOCK/UNLOCK functions.

Compression Exit

allows you to use additional compression software in place of the  compression. See User Compression Exit for a
description of program requirements.
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Specify the name of the module containing the compression software in the COMPRESS-EXIT attribute in the table
definition. If the first two characters of the exit name are DB, the routine must be one of the routines described in the 
VSAM Transparency documentation.

The COMPRESSION attribute controls the use of  compression. If you specify Y for the COMPRESSION attribute and
a module name for the COMPRESS-EXIT attribute an error message is generated. Specify N for the COMPRESSION
attribute and a module name for the COMPRESS-EXIT attribute to use non- compression software.

Presspack

(z/OS only.)  is a data compression tool for use with . Its compression efficiency makes it ideal for compressing large-
volume databases.  can compress  tables containing any data type. Most similar products compress mainly character
data.

consists of:

• Runtime compression and decompression routines.
• A built-in Data Characteristic Table (DCT).
• The DTCMPASS batch utility that allows you to create a custom DCT.
• The DTCMPASS macro to assemble a custom DCT created with the DTCMPASS utility.

offers the options of weak compression for speed and simplicity, strong compression for better compression, and strong
compression with a custom DCT for the most efficient compression.

Alter Compression

When changing the type of compression, always back up the area being changed as not compressed. The LOAD function
does not support different input and output routines.

Logging and Recovery on Tables
The  logging system can record all transactions against a table in the Log Area (see ). This log is the basis of the 
recovery, transaction backout, and restart facilities.

When to Use Logging and Recovery

Logging is required if you intend to use recovery, transaction backout, or restart. Logging is also required for SQL access.
The decision to log transactions is made at the table level and specified as an attribute of the table's  definition. We
recommend enabling logging and recovery for all tables. Recovery requires 8 additional bytes of storage added for all
records in the table for logging purposes.

Logging, recovery, transaction backout, and restart are described in detail.

NOTE
We recommend using tables with the RECOVERY ® TOTAL Transparency of the TABLE entity-occurrence set
to Y (for yes) in  (tables defined using the SQL CREATE TABLE statement have RECOVERY set to Y). Many
features are not compatible with RECOVERY not set to Y. Message DB02807I alerts you to the existence of
tables specified without RECOVERY set to Y. Features unavailable when RECOVERY in not set to Y include the
following:

• Logging maintenance to the LXX
• Transaction backout
• Restart to ensure all index-data links are complete
• Ability to have multiple Index Areas for database
• Ability to dynamically extend during DBUTLTY LOAD and DBUTLTY RETIX
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Temporarily Modifying Logging Specification

If you specify logging and, later, decide to turn off logging, use the DBUTLTY CXXMAINT OPTION=ALTER LOGGING
function to disable logging. If you alter the logging specification for a table through DBUTLTY and subsequently catalog
the  definition for the database containing that table,  implements the LOGGING option currently specified in .

For example, if you plan to use logging for a table but do not want logging enabled when the table is first set up
because, initially, it is used only for testing, specify both LOGGING and RECOVERY in the table's definition. Then, after
cataloging the database's definition to the Directory (CXX), use the DBUTLTY CXXMAINT OPTION=ALTER LOGGING
function to disable logging for that table. When the testing cycle is completed, activate logging using the CXXMAINT
OPTION=ALTER LOGGING function.

Pipelining
Pipelining is a write defer technique allowing  to update data blocks and Index Areas with as few physical writes as
possible. For tables with pipelining enabled,  records updates resulting from maintenance commands in memory, writing
them only when it reaches the MUF startup option LOGPEND specification. If multiple updates are done to an index or
data block within a reasonable time frame, these updates can be accomplished with a single write to the area. Therefore,
using pipelining significantly enhances the performance of update jobs.

The number of tracks on the LXX will always act as a governor on the LOGPEND value (see LOGPEND). The LOGPEND
value, if too large, only uses one-half of the number of tracks or blocks for the LOGPEND value. For example: a
LOGPEND of 20,000 and the LXX is allocated as 30,000 tracks. In this example, if the LXX is formatted as variable,
LOGPEND is set to 15000.

I|O for the LXX is always done before I/O to the index or data areas for changed rows. Index and data writes have no
pattern as to who is first or last. Sites using DFDSS need to be aware that the index rarely matches the data area on
physical DASD.

Limiting Pipelining Overhead

Use of pipelining adds overhead to the Multi-User Facility restart process by requiring the reprocessing of all transactions
that could possibly be incomplete. To limit this overhead, use the MUF startup option LOGPEND to limit the number of Log
Area blocks that can contain log records of transactions pending writes to the index and data areas. This limits the amount
of work associated with restarting  by limiting the number of log blocks that must be reprocessed.

ages the updates based on their associated log block and the current log block.  writes the updated block when an
update becomes too old based on its log block, the current log block, and the LOGPEND value. The LOGPEND option
can also limit the efficiency of the Pipeline. Unless there are strict requirements for the runtime of restart, allow this
parameter to default. (See the explanation in LOGPEND.)

When to Use Pipelining

Pipelining is optional and is specified as an attribute of each table in . We strongly recommend its use. However, pipeline
processing is not appropriate for all situations. If a write error occurs when the pipelined updates are being written,  cannot
pass notification to the application, because the task requesting the updates may have already terminated successfully.
When not pipelining,  writes all UPDAT, DELET, and ADDIT requests to the Log Area and awaits notification of the
successful Log Area writes before allowing any transaction to commit its updates.

Correcting Write Errors

When pipelining is enabled, it is possible that the Multi-User Facility restart process might not be able to correct a write
error. If the disk area is damaged, you may need to use the DBUTLTY RECOVERY function to reprocess the area.
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Disabling Pipelining

When you disable pipeline, all maintenance commands are forced to process immediately and all updates are written to
the data areas, Index Areas, and the Log Area before returning control to the application. To disable the Pipeline:

Level How to Disable Pipelining Results
System Specify LOGPEND 0 in the MUF startup

options. See the explanation in LOGPEND.
Disables the Pipeline for all tasks in this
system.

Task Specify WRITE=YES in the User
Requirements Table.

Disables the Pipeline for all tasks using this
User Requirements Table.

Table Specify PIPELINE-OPTION=NO in the
attributes of the table.

Disables the Pipeline for all requests
accessing this table.

Designing Columns (Fields)
A column (FIELD occurrence) is the smallest data structure in . It is equivalent to a field in non-relational databases. The
following sections describe defining columns to  tables. For information about defining fields to sequential files, see topics
in Building Databases--CA Datacom Datadictionary and CA Datacom Datadictionary Online Reference.

Define at least one column to a table. You can define up to 500 columns to a single table.

Column Attributes
Use either  or SQL processing to define columns to tables. In , you define a column using the FIELD entity-type. When
you define a FIELD entity-occurrence, you specify several attributes which are used by  and by other CA products.

Column Classes

When you define a column to , use the CLASS attribute of the FIELD entity to specify one of the following:

Column Class Definition
Simple The smallest unit of data that can be manipulated in a database.

Functions as a separate data entity.
Compound A group of simple columns identified to be operated on as a group.
Value Has a default value or is restricted to a range of values.

(For details on specifying the default and range for a value
column, see Value and Value Range.)

Filler A place-holder.

Redefining and Repeating Columns

Simple columns and compound columns can be redefined by other columns. A repeating column enables you to define an
arrayed field with up to two levels of subscripts.

Record Migration Facility

To successfully use the  Record Migration Facility (DDRMFLM) to convert columns in a data record to a new
displacement, length, or type, the table or record may not contain redefined or repeating columns.
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SQL Processing

SQL processing recognizes simple columns and filler columns only. For SQL accessible tables, avoid defining repeating
columns or columns that redefine other columns. When accessing a column which is not simple or filler:

• SQL ignores compound columns, accessing only the simple columns which comprise a compound column.
• If the repeat factor is greater than 1, SQL treats all repeats of the field as one large character field, even if it is a

compound field (overriding the previous comment).
• SQL ignores the REDEFINES attribute. Therefore, REDEFINES=N is recommended.

Processing

Avoid the use of redefines and repeating columns if the tables are used with .

Processing

supports a maximum of three nested levels of repeating columns.

Data Types

When defining a column, specify its data type in the TYPE attribute of the FIELD entity-occurrence or in the SQL
statement.

DDCNVLM Conversion Program

In  r9, the GRAPHIC data type (G) replaced Kanji (K) or the GRAPHIC for double-byte character set (Y) data types. Also
CHARACTER (C) data type with a SEMANTIC-TYPE of MIXED replaced type CHAR for double-byte character set (Z).
The DDCNVLM conversion program is available starting with r9 to make this conversion.

DDCNVLM converts definitions of fields from type K to type G, from type Y to type G, or both. It also converts type Z to
type C with a SEMANTIC-TYPE of MIXED. If you want to change the types yourself or only change selected occurrences,
you have the option to not run this conversion program.  , SQL processing, and  handle the three types of double-byte
data types the same, so the conversion is not required. Since these redundant data types are to be eliminated in the
future, we strongly recommend using the conversion program.

No data conversions occurs, only the data type definitions are changed, because the actual data in the tables is treated
the same for old and new data types.

To submit the conversion program, use JCL similar to what you use for DDUPDATE and simply substitute the program
name DDCNVLM for DDUPDATE.

The input (SYSIN) to DDCNVLM contains the standard  batch user statement and uses the standard batch User
Requirements Table. The input must include at least one -CNV statement after the user statement as follows:

Batch Transaction Description
-CNV TYPEY Conversion of data type Y to data type G
-CNV TYPEK Conversion of data type K to data type G
-CNV TYPEZ Conversion of data type Z to data type C with SEMANTIC-

TYPE=MIXED
-CNV ALL All of the above converted

An example SYSIN would look like the following. All fields in  specified by the DBID in the user statement are checked and
updated if required.

 -USR PORTER,DDAP,002

 -CNV ALL
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DBCS and Katakana Support

Double-byte character set (DBCS) support was provided as of  r9. Katakana support is part of DBCS support.

NOTE
If you set your environment for DBCS or Katakana data, entity-occurrence names and data that contains DBCS
or Katakana data may be displayed on a terminal in  and . However, if a terminal does not support the display of
DBCS or Katakana data, the terminal may display the data incorrectly or a terminal error such as a PROG402
abend can occur.

DBUTLTY

The CXXMAINT OPTION=ALTER,DBCS=... utility function allows you to specify what kind of double-byte character set
support you would like for the Directory (CXX). The CXXMAINT OPTION=ALTER,LANGUAGE=... utility function allows
you to specify whether to use the Katakana language support.

If the DBCS parameter has been set to a value of other than OFF, the full CXX report has one line added to the first page
to reflect 'DBCS xx' (where xx is the value specified).

In the DBSIDPR (DBSYSID macro) used by DBUTLTY, PRTEXIT= parameter allows a name of a printer exit to be
specified. If DBCS names are used in the entity-occurrence names, this exit must be used to print a Directory (CXX)
report. The named routine is loaded and passed for each print line generated. It must output it as desired because  does
no printing itself with the exit name specified.

and

The 'type' default processing within  sets all character and graphic fields to blanks, except those set to FOR BIT DATA,
which are set to low values. This is also true for the padding done to variable character and graphic fields (after user data
to the end of the field).

The primary support for double-byte character sets in  is in the processing of FIELD entity-occurrences (columns). This is
through the treatment of the data types of graphic (G) and variable graphic (W).

GRAPHIC Data Types

The GRAPHIC data type in SQL is represented by the  type of G. In reverse, all double-byte character data of  types G,
K, and Y are treated as GRAPHIC by SQL. The SQL VARGRAPHIC data type is represented by the  type of W, and vice
versa.

When defining a column (FIELD entity-occurrence), specify its data type in the TYPE attribute of the FIELD entity-
occurrence or in the SQL statement when defining a column.

PRECISION Attribute-Values

For the graphic and variable graphic data type fields, the PRECISION attribute-value is used to identify the number of
double-byte characters. In previous versions, the PRECISION attribute-value was used only for the decimal data type
(type D). As of r9, the PRECISION attribute-value is filled in for graphic types as one half the length. For the variable
graphic data type, PRECISION is computed as (LENGTH-2)/2, that is, 2 divided into the result of LENGTH minus 2.

The PRECISION attribute-value appears on the Field Maintenance panel in  online.

The PRECISION attribute-value is filled in for most data types such that fields added as character and numeric have a
precision equal to the length. Graphic and variable graphic data type fields have a PRECISION attribute-value filled in as
described above.
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SEMANTIC-TYPE Attribute-Values

Two values for the SEMANTIC-TYPE attribute-value are important in this discussion: MIXED (for combination of single
and double-byte data) and SBCS (for single-byte character set data). These can be entered for character and variable
character data types only. A default is used for all newly created character and variable character data based on the
default specified in the Directory (CXX), or you can enter one specifically. The mixed DBCS and SBCS data type of Z in  is
equivalent to type C with semantic-type MIXED.

The graphic type fields can have a default value and the DBEDITS attribute-value set to Yes. The MIXED character type
can also have a default value and the DBEDITS attribute-value set to Yes. The DBEDITS attribute-value is set to Y for all
FIELD entity-occurrences that are VARGRAPHIC data type.

Entity-Occurrences

Entity-occurrence names and other  attribute-types can contain mixed DBCS data (DBCS data that is delimited by shift
codes).

In general, every character attribute-type in  can contain mixed data, with the exception of DATACOM-NAME (DB names
for AREA, TABLE, KEY and ELEMENT).

If Katakana language is specified, the attribute-types can contain the Katakana character set.

DDSYSTBL Macro and Batch Line Printer Exit

Use the DDSYSTBL macro parameter PRTEXIT= to specify the name of a program that is to be loaded by the batch 
utilities (DDUPDATE, DDCFBLD, DDUTILTY, DDBTGLM, DDICF, and DDRMFLM). These utilities give control to the
printer exit program when they intend to write a record to SYSPRINT or SYSLST. See DDSYSTBL and DDURTBL
Macros.

DDTRSLM

The DDTRSLM utility also allows PRTEXIT as a parameter in the execution JCL. Mixed DBCS entity-occurrence names
are accepted. If the Katakana character set is requested, lowercase English is not accepted in keywords in the syntax.

SQL Processing

DBCS characters in SQL statements must be delimited by the Shift-Out and Shift-In characters. In the DBUTLTY option
CXXMAINT OPTION=ALTER,DBCS=, if DBCS=IS or DBCS=IM the shift characters are the IBM-defined characters X'0E'
or X'0F'. If DBCS=FS or DBCS=FM, the shift characters are the Fujitsu-defined characters X'28' or X'29'. If DBCS=OFF,
the DBCS feature has been disabled and the shift character is represented by an N to indicate that DBCS is not turned on
in the Directory (CXX).

Default Values

Default values for GRAPHIC, VARGRAPHIC, and LONG VARGRAPHIC columns are expressed as graphic literals in
either the COBOL or PL/I formats. (However, in these default literals, the quote must always be the single-quote.) The
existing limit of 20 bytes maximum for all default values applies to these data types as well.

Default values for MIXED columns may include DBCS characters (each sequence of DBCS characters must be delimited
by Shift characters).

NOTE
DBEDITS must be set to Yes to use the default values other than through SQL.

Ordinary SQL identifiers (such as table and view names, cursor names, and so on) can include DBCS characters. The
DBCS portions of the name must be delimited by the Shift-Out and Shift-In characters. The names are checked by SQL
for paired shift characters.
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String literals can include DBCS characters. This is accomplished by preceding the DBCS string with the Shift-Out
character and ending it with the Shift-In character.

Ordering on DBCS Columns

GRAPHIC and VARGRAPHIC columns are indexed and/or used as sort fields, but the ordering is strictly byte-for-byte.
There is no support provided for ordering the DBCS columns in other ways.

Indexing and ordering on MIXED columns is also strictly byte-for-byte. There is no normalizing of the strings so that
equivalent DBCS versions of SBCS strings or substrings would compare equal.

Katakana Support

The code points used for the encoding of the Katakana language overlap the code points assigned to lowercase EBCDIC
letters, so special processing is required to support Katakana. If the CXXMAINT ALTER LANGUAGE option has been
turned on, SQL supports Katakana, which also means lowercase English letters are not available.

DDTRSLM and SQL syntax must include keywords in all uppercase if the Katakana language is selected. Even when
LANGUAGE is K, SQL uses X'42', not X'43' as the first byte of any (non-blank) DBCS character it generates.

SQL Preprocessors

The  preprocessors for Assembler, C language, COBOL, and PL/I recognize GRAPHIC host variables and allow mixed
data in literals. The Shift-Out and Shift-In characters specified in the CXXMAINT option are used by the preprocessors.

Printer Exit Routines

PRTREXIT= is an option for the  preprocessors, used to specify a printer-exit routine.

Graphic and variable graphic data types are supported for display of data. Entity-occurrence names with mixed data (both
single-byte and double-byte character sets) are also allowed. However, if a terminal does not support the display of DBCS
or Katakana data, the terminal can display the data incorrectly or a terminal error such as a PROG402 abend can occur.

In the DQOPTLST, Kanji codes are overlayed by those specified in the Directory (CXX) and a printer exit name may be
specified as an alternative to linking the printer exit.

Defining Arithmetic Columns

When defining arithmetic columns:

• Define standard length binary columns, such as a 4-byte data type. (SQL and  do not recognize a non-standard one-
byte binary data type.)

• Use a packed decimal data type if the column is to have a decimal point and be displayed either online or in a report.
• Use binary data types for efficient computations in non-displayed columns.

SQL Data Types DATE, TIME, and TIMESTAMP

DATE, TIME, and TIMESTAMP are special SQL data types that are stored and manipulated in  as binary data with
lengths 4, 3, and 10 respectively. However, when SQL retrieves this type of data from the database, it sends it back to
the user in CHARACTER form. When you specify this type of data to send to the database through SQL, you specify it in
CHARACTER form.

In COBOL, the data type of the host variable to receive or send a DATE, TIME or TIMESTAMP must be CHARACTER.

If you are accessing the data with non-SQL commands, the data is in the internal form which is BINARY. The internal
formats for the three types are:
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• DATE
CCYYMMDD

• TIME
HHMMSS

• TIMESTAMP
CCYYMMDDHHMMSSNNNNNN

• CC
Century

• YY
Year

• MM
Month

• DD
Day

• HH
Hour

• MM
Minute

• SS
Second

• NNNNNN
Microseconds

The conversion from the internal form to CHARACTER form is handled automatically by  for SQL processing. Therefore,
anyone using non-SQL commands to manipulate the DATE, TIME, or TIMESTAMP values must perform their own
conversion as shown in the following examples.

DATE Data Type Example

The date of December 25, 1991, is represented by stored data of 135B0C19. This is interpreted as:

• 13 =
19 centuries

• 5B =
91 years

• 0C =
12 months

• 19 =
25 days

TIME Data Type Example

The time of 12:30:01 is represented by stored data of 0C1E01. This is interpreted as:

• 0C =
12 hours

• 1E =
30 minutes

• 01 =
1 second

TIMESTAMP Data Type Example

A timestamp for 985,091 microseconds at 12:30:01 on December 25, 1991, is 135B0C190C1E0162325B. This is
interpreted as:
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• 13 =
19 centuries

• 5B =
91 years

• 0C =
12 months

• 19 =
25 days

• 0C =
12 hours

• 1E =
30 minutes

• 01 =
1 second

• 62 = 98 and 32 = 50 and 5B = 91
which is 985091 microseconds.

Value and Value Range

When defining the FIELD entity-occurrence for a column, specify a literal in the optional VALUE attribute to assign a
default value for the column. The optional LOW-RANGE and HIGH-RANGE attributes specify ranges of valid values for
the column. If you enter a range and do not enter a value for the VALUE attribute,  generates a through clause in the
VALUE clause during COBOL copybook generation.

NOTE
For columns which are accessed by SQL statements or , do not specify the LOW-RANGE and HIGH-RANGE
attributes.  requires value columns to specify a single value, not a range of values. Multiple values may be
associated with a single column.

Physical Length

When defining a simple column in , specify its physical length in bytes in the FIELD entity-occurrence's LENGTH attribute.
To account for the two-byte length prefix of the column, VARCHAR (TYPE=V) and VARGRAPHIC (TYPE=W) have two
(2) added to the value entered for the LENGTH.  ignores this attribute if the field is a compound, value, or index field. 
computes the length of a compound field for you and automatically forces the length of value and index fields to zero.

In SQL processing, specify the physical length of a column in the SQL statement for the table. The first column can be up
to 180 bytes, providing that you do not define the column as unique or as a primary key.

• Column (field) lengths cannot exceed the maximum table size or record size.
– Maximum table size is 32720 bytes. However, since every table must have a key (which has a maximum length

of 180 bytes) and assuming a minimum 1-byte field for a 1-byte key, the maximum column size in a table is 32719
bytes.

– Maximum record size is 65535 bytes. Maximum column size in a record could be 65535, since records do not
require a key.

• Columns to be included in a key cannot exceed maximum key length of 180 bytes.
• The  Record Migration Facility (DDRMFLM) has certain restrictions on column length. To successfully use the

DDRMFLM to convert the columns in a data record to a new displacement, length, or type, a column cannot be more
than 255 bytes, a binary column cannot be more than 4 bytes, and a packed decimal column cannot be more than 16
bytes (31 digits).

• has certain restrictions. The maximum length numeric column that  can process is 31 significant digits. This implies
a maximum zoned decimal length of 31 bytes, a maximum packed decimal length of 16 bytes (but only 31 digits) and
a maximum binary value of 999,999,999,999,999,999 (handles a binary doubleword, but this maximum value still
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applies).  truncates character type columns at 1700 bytes, or in some cases, depending on the function involved, less
than 1700 bytes. See the  documentation for details.

• has certain restrictions on column lengths.  Version 2.2 allows numeric columns up to 31 digits.
• The following are specific  edits for maximum column lengths by data type. Values given pass  add, update, and verify

edits for tables and records and pass catalog edits for tables.

Data Type and Description Maximum Length in a Table (bytes) Maximum Length in a Record (bytes)
2 - halfword binary Only length is 2 bytes. Only length is 2 bytes.
4 - fullword binary Only length is 4 bytes. Only length is 4 bytes.
8 - doubleword binary Only length is 8 bytes. Only length is 8 bytes.
B - binary 32719 65535
C - character 32719 65535
D - packed decimal 32719 65535
E - extended floating-point Only length is 16 bytes. Only length is 16 bytes.
G - graphics data 32718 65535
H - hexadecimal 32718 65535
K - Kanji 32718 65535
L - long floating-point Only length is 8 bytes. Only length is 8 bytes.
N - zoned decimal 32719 65535
S - short floating-point Only length is 4 bytes. Only length is 4 bytes.
T - PL/I bit string 32719 65535
Y - double-byte character set 32718 65535
Z - mixed double-byte character set and
single byte

32719 65535

Sign

If the column is signed numeric, you can specify a sign convention in the TYPE-NUMERIC attribute of the FIELD
entity. The signing convention can be conventional (C), conventional that is always positive (P), unconventional (U), or
unconventional that is always positive (Q). For Compound Boolean Selection Facility or SQL processing, selecting P can
optimize performance, or specifying the key field as data sensitive.

Column Data Types
When defining a column, specify its data type in the TYPE attribute of the FIELD entity-occurrence or in the SQL
statement.   supports the following data types:

• Binary, halfword - 2 bytes
Valid Entry: B
SQL Data Type: SMALLINT
Support: Supported

• Binary, fullword - 4 bytes
Valid Entry: B
SQL Data Type: INTEGER or INT
Support: Supported

• Binary, length = 4, SEMANTIC-TYPE=SQL-DATE
Valid Entry: B
SQL Data Type: DATE
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Support: Supported
• Binary, length = 3, SEMANTIC-TYPE= SQL-TIME

Valid Entry: B
SQL Data Type: TIME
Support: Supported

• Binary, length = 10, SEMANTIC-TYPE=SQL-STMP
Valid Entry: B
SQL Data Type: TIMESTAMP
Support: Supported

• Character
Valid Entry: C
SQL Data Type: CHARACTER or CHAR
Support: Supported

• Character data type with mixed DBCS and SBCS with SEMANTIC-TYPE=MIXED
Valid Entry: C
SQL Data Type: CHARACTER with FOR MIXED DATA
Support: Supported as character

• Varying-length character string of length 1 to maximum row size
Valid Entry: V
SQL Data Type: VARCHAR
Support: Supported

• V data type with mixed DBCS and SBCS with SEMANTIC-TYPE=MIXED
Valid Entry: V
SQL Data Type: VARCHAR
Support: Supported

• V data type with attribute LONG=Y
Varying-length character string whose maximum length is determined by the amount of space available in a block after
all fixed-length fields have been subtracted from the blocksize (assumes one record per block). See following notes.
Valid Entry: V
SQL Data Type: LONG VARCHAR
Support: Supported

• Packed decimal
Valid Entry: D
SQL Data Type: DECIMAL or DEC, maximum length = 16 bytes
Support: Supported

• Numeric, zoned decimal
Valid Entry: N
SQL Data Type: NUMERIC, maximum length = 31 bytes
Support: Supported

• Hexadecimal, two-byte hexadecimal display
Valid Entry: H
SQL Data Type: Not supported.
Support: Not supported

• Short floating-point, fullword aligned
Valid Entry: S
SQL Data Type: CHAR
Support: Not supported

• Long floating-point, doubleword aligned
Valid Entry: L
SQL Data Type: FLOAT, REAL, DOUBLE PRECISION
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Support: Not supported
• Extended floating-point, 16-byte aligned

Valid Entry: E
SQL Data Type: CHAR
Support: Not supported

• Double-byte character set (DBCS)
See notes following this list.
Valid Entry: Y
SQL Data Type: GRAPHIC
Support: Not supported

• Mixed DBCS and single byte
See notes following this list.
Valid Entry: Z
SQL Data Type: CHAR with FOR MIXED DATA
Support: Supported as character

• Graphics data
Valid Entry: G
SQL Data Type: GRAPHIC
Support: Not supported

• Varying-length double-byte character set of length 2 to maximum row size
Valid Entry: W
SQL Data Type: VARGRAPHIC
Support: Not supported

• Varying-length double-byte character set of length 2 to maximum row size
With attribute LONG=Y varying-length double-byte character set whose maximum length is determined by the amount
of space available in a block after all fixed length fields have been subtracted from the blocksize (assumes one record
per block). See the notes following this list.
Valid Entry: W
SQL Data Type: LONG VARGRAPHIC
Support: Not supported

• Kanji, same as Y and G
See notes following this list.
Valid Entry: K
SQL Data Type: GRAPHIC
Support: Not supported

• PL/I bit representation
Valid Entry: T
SQL Data Type: Not supported
Support: Not supported

• Halfword binary, aligned
Valid Entry: 2
SQL Data Type: SMALLINT
Support: Not supported

• Fullword binary, aligned
Valid Entry: 4
SQL Data Type: INTEGER or INT
Support: Not supported

• Doubleword binary, aligned
Valid Entry: 8
SQL Data Type: Not supported
Support: Not supported
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Notes:

• In  the data types K, Y, and Z are being replaced by GRAPHIC and CHARACTER data types. You can use the
DDCNVLM utility to update FIELD entity-occurrences with data types of K or Y to G (GRAPHIC) and data type Z to C
(CHARACTER) with SEMANTIC-TYPE=MIXED.

• SMALLINT and INTEGER data types do not allow decimals.
• Aligned field types are aligned in records or tables, not in elements and keys.
• Those lengths or types not specified as an SQL data type are treated as character through SQL.
• VARCHAR (TYPE=V) and VARGRAPHIC (TYPE=W) have a two-byte binary length prefix added to the value you

specify for the LENGTH attribute.

Data Validation and Default Processing
You can enable special  processing for data editing and default processing by specifying attributes at the simple FIELD
entity-occurrence level.

When the DBEDITS attribute is set to Yes, additional information is stored in the Directory (CXX) during a catalog. After
the table definition is cataloged, the CXX Report contains a list of the columns that have the special option. FIELD
occurrences with NULL-INDICATOR=Y are also in this list of "special" fields. The default values are also included if
DBEDITS=Y and the DEFAULT-INSERT attribute-value is O for user-supplied literal value. If O is used, you must also
supply a VALUE attribute-value, which must be a valid value for that data type.

Any literal needed is stored in the Directory in its external format (for reporting) and its internal format (for actual use). The
normal Directory report provides a list of the columns that have the special option. For information on requesting a CXX
Report, see Directory (CXX) Reports.

The SQL method of defining a column and the  method of defining a simple field are different, but each provides the same
functionality during record additions. A field can be defined to allow the null value or not. Independent of this, the column
is defined as to the action to take if the data is not presented during an ADDIT or INSERT command. Also, you can use
the  FIELD entity-occurrence attribute DBEDITS= to vary how the engine deals with the defaults.

For numeric fields,  and SQL default them to be signed, however, through , the field can be changed to be unsigned.

defaults the DBEDITS attribute to off, the SQL CREATE TABLE sets the DBEDITS attribute on. When the DBEDITS
attribute is set to Yes, you can also specify the FORCEADD, FORCEUPD, and UNCHANGEABLE attributes. DBEDITS=Y
is required for a varying-length character string (VARCHAR).

Use care in selecting these options because additional edits that are done can cause currently running programs to fail.
Utilities may be blocked from running with the current data. Also because of the default being used, the results of an
ADDIT can be different.

Processing overhead is added during ADDIT and UPDAT processing. The LOAD utility also has the editing overhead.
Expect the size of the Directory (CXX) on disk and in memory to grow.

The FORCEADD and FORCEUPD attributes can be defined if the DBEDITS attribute is used. They force the default
to be applied during an ADDIT/INSERT or during an UPDAT/UPDATE respectively. The FORCEADD and FORCEUPD
attributes are only allowed for columns that have a definition of DATE, TIME, TIMESTAMP, or DEFAULT-INSERT=S. They
force the default to be used during an add or update ignoring any user input. This allows you to know that the data in
these columns are accurate, not just something that an application program chose to place in these columns.

Data Validation

Unless the DBEDITS attribute is turned on,  allows users to add, load, or update records with data that is contrary to the
FIELD entity-occurrence definition. With the DBEDITS option,  performs the necessary edits based on the specified data
type. These edits apply to all data being placed in the table in  through the ADDIT or UPDAT functions or the LOAD or
MASSADD utilities.
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This option is for simple columns and is applied to all records in a table. If a redefines exists, only one definition can have
the DBEDITS attribute defined, and that definition is enforced for all rows. A repeating field is allowed and each field is
edited.

The following data types can be subjected to  editing:

• Binary (B)
• Floating-point (E, L, S)
• Numeric (zone decimal) (N)
• Packed decimal (D)
• Variable-length character (V) (editing required)

When the option is selected,  performs the following edits:

Data Type Edits
Binary If the column is defined as containing SQL-DATE, SQL-TIME, or

SQL-STMP, then special rules apply. The following restrictions are
enforced.
each digit of
microseconds
0 -- 99
second
0 -- 59
minute
0 -- 59
hour
0 -- 23
day
1 -- 31, variable by month and year using standard calculation
month
1 -- 12
year
0 -- 99
century
0 -- 99

Numeric
(zoned
decimal)

All zones except the sign must contain an F. All numerics must
contain 0 -- 9. An unsigned column must have a sign of F. A
signed column, an A through F.

Packed
decimal

All nibbles except the sign must contain a 0 through 9. An
unsigned column must have a sign of F. A signed column, an A
through F.

Floating-
point

The data must be in the normalized form.
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Variable-
length
character

Column is preceded by a two-byte length field. The value of the
length field must be zero through the maximum length of the
column. The length does not include the length field itself. When
columns are added or updated,  pads the remainder of a variable-
length column (if any) to blanks. This is to allow consistent
indexing.  allows a variable-length column to be indexed (subject
to the index limitations). The index contains the full column data
content which does not include the length field.
The column can allow the null value character. In this situation,
the physical record contains the null indicator field, then the
length field, and the data field. Indexing a variable-length column
includes the null indicator and the data fields without the length
field.

does not edit the data's sign for the type of numeric (conventional, conventional positive, unconventional, unconventional
positive). Zone decimal numbers must have the conventional zone of F in all bytes except the sign.

An ADDIT or UPDAT command failing the edit is rejected. The LOAD utility fails if a record is found that violates the edits.
The first failed record is snap/dumped and the load terminated.

When you add the DBEDITS facility to an existing table, the table is marked "not loaded" in the Directory during the
catalog of the new definitions. This prevents placing possibly bad data in the table. Consider the impact of this facility
before you turn on the edits for current tables.

Editing is an option. These edits are restrictive. If your data does not conform to these specified rules, do not ask for
editing.

Default Processing

The default feature provides values for columns that are not provided in the calling program element list and work area on
an ADDIT command (except when FORCEADD and FORCEUPD are specified).

If a user provides all columns on an ADDIT, then no special default processing occurs. This is the case when SQL does
an INSERT (except when FORCEADD and FORCEUPD are specified).

When an ADDIT does not provide a column, and this special processing is not specified,  always blank fills the column
and sets the null indicator, if possible.

The following applies when the DBEDITS attribute is specified:

Type ofDefault Action
DEFAULT NULL The column is set to blank data and the null indicator is set on.

(Standard  processing.)
DEFAULT USER The AUTHID of the user is placed in the column. This is not

available during the  DB ADDIT function, only with the SQL
INSERT function.

DEFAULT SYSTEM USER The column is set to the accessor ID as provided by the security
system being used. If no security system is in place, this is blanks.

DEFAULT 'literal' The user-supplied literal value is placed in the column, padded as
appropriate for the data type specified. This literal value can be up
to 20 bytes long (internal and external each) or the length of the
column involved, whichever is shorter.
For binary numbers, no decimal point is allowed. For a variable-
length field, the literal must start with a two-byte number which
provides the length (01 -- 18) which is followed by the data (1 --
bytes).
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NOT NULL WITH DEFAULT Several choices are made:
If the column is defined as character, the column is set to blanks.
If the column is numeric, the column is set to numeric zero of the
appropriate type.
The DATE, TIME, and TIMESTAMP data types are set to the
current date, current time, or current timestamp.
If the column is defined as variable-length character (VARCHAR),
the column is set to zero length and blank data.

(no default specified, NOT NULL) The ADDIT is considered in error and is rejected.

When the DBEDITS option is selected and the value of the column is provided in , the Directory saves the information as
part of the catalog of the definition to the Directory. The information saved is up to 20 bytes of value in external form and,
after it has been converted from external character form to internal form, saved also in internal form.

The specific  codes and data types supported are:

• Aligned binary (2, 4, or 8)
• Binary (B)
• Character (C)
• Numeric (N)
• Packed decimal (D)
• Floating-point (L)
• Variable-length character (V)

NOTE
The following also applies:

• Data types hexadecimal (H), PL/I-bit (T), extended and short floating-points (E and S) are not supported.
• The justification on character fields is always left.
• The number of decimals is supported, but not if the combination of decimals and the value provided exceeds 20 bytes.
• The sign generated is always conventional (unsigned F, signed C or D).
• If the field is binary and it is defined as containing SQL-DATE, SQL-TIME, or SQL-STMP, the value provided must be

in one of the forms of date or time that SQL can understand. (This value is converted to the binary value required when
the database is cataloged by .)

There are special rules for variable-length record tables (compression exit DBVVRPR). Default values are not possible
because if the column is within the data presented, no default is necessary. If it is not in the length presented, no room
exists to store the default. Data editing is appropriate for the variable-length columns presented and will be done.

The standard default processing only takes place if you do not provide data for the column in question. The program that
adds records with an element list spanning the full record (the normal case) has no defaults.

Default Value Support

adds specified default values for columns to be placed in records in a table during a native ADDIT command when the
value is not provided in the element list. This is similar to the support provided with the SQL INSERT function.

When using the defaults of user information, date and time, and literal values that can be changed in the Directory,
recovery can go back many days. Therefore, the default data must be logged. This can use more Log Area space than
was previously used. An element is added to the logged element list for each defaulted field during an ADD function. The
element name is in the format "-%ddll" where the dd represents a two-byte displacement to the column in the row and the
ll represents a two-byte length of the column. The work area logged includes the default values. If this causes a problem
for user auditing reasons, you cannot use the special column processing.
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FORCEADD and FORCEUPD Attributes

When the DBEDITS attribute is set to Yes, you can specify the FORCEADD and FORCEUPD attribute-values.  uses these
to force a default value to be applied during ADDIT/INSERT and UPDAT/UPDATE respectively.

The FORCEADD and FORCEUPD attributes are only allowed for columns that have a definition including a semantic
type of SQL-DATE, SQL-TIME, or SQL-STMP or a default value of SYSTEM USER for the DEFAULT-INSERT attribute of
the FIELD entity-type. The SYSTEM USER default value places the user's accessor ID in the column during an ADDIT/
INSERT or UPDAT/UPDATE. These attributes have default values of N for no.

The purpose is to allow these columns to be force defaulted, ignoring any user input, during an add or update. When
used, you can be assured that these columns are accurate, not just something that an application program chose to place
in these columns. FORCEADD and FORCEUPD are ignored during the DBUTLTY LOAD function, but are enforced during
the MASSADD function. With FORCEUPD, the UNCHANGEABLE attribute cannot be set to Y.

For an update command, if the information for the column is provided in the program, the forced default overrides the
data. If the information is not provided, the forced default is added to the update. Therefore, the default data must be
logged. This can use more Log Area space than was previously used. An element is added to the logged element list for
each defaulted column during an UPDATE function. The element name is in the format "-%ddll" where the dd represents
a two-byte displacement to the column in the row and the ll represents a two-byte length of the column. The work area
logged includes the default values. If this causes a problem for user auditing reasons, you cannot use the special column
processing.

A single column can have both FORCEADD and FORCEUPD options. This would mean that the information in the column
is guaranteed accurate for the last date/time or user to update the record. You can have the same column that contains
the identification of the user who added the record or who last updated it. Alternately, you can use two columns, one for
the user that added it and the other for the user that added it or was last to update it.

Unchangeable Columns

When a FIELD entity-occurrence has the UNCHANGEABLE attribute-value set to Y, it can be in the work area covered by
an element included in an update command as long as the value is the same as the value in the existing column.

Columns Accepting Null Values

Generally, the columns of a table contain values. Frequently, however, a row must be inserted when the value of some
columns is missing or updated when the value of the columns is not applicable. Some common reasons are:

Reason Example
Information Is Unknown You are inserting a row into an employee table to record the hiring

of an employee and to process the employee's security badge, but
the office number does not have a value as yet.

Information Is Inapplicable You have a payroll table with a column for commissions that
is only applicable to salespersons. Using a separate table for
salespersons is one solution, but then you may have frequent
situations where you must join this table with the table for other
employees. The best compromise is to use a single table with a
null commission for non-salespersons. If your tables are always
fully normalized, you may never need inapplicable values.

Information Is Incomplete You have a table for patients in a medical database. You want to
record that the patient is allergic to some drugs, even though the
patient cannot remember exactly which drugs. You can then use
the null value.

When a column is defined to accept null values,  places a value in the null indicator for the column when an application
adds a row to the table without supplying a value for the column.

 817



 CA Datacom Administrating

Nulls and Default Values

A null is not a default value. A default value is a non-null value to , even if you have application programs and queries that
treat the default value as a distinguished value that represents the null.

Nil Values

A null is not a nil value. A nil value is a value that you define to a key so that the key is not indexed. Nil values are blanks
or binary zeros, which  treats as non-null values. See Nil Values and Conditional Indexing for details.

When to Use Nulls

Define columns to accept nulls when you plan to have a value in a column that you do not want included in a selection or
computation that expects a meaningful value.

For example, consider a customer database in which a column represents the customer's current outstanding balance.
A value of zero indicates that the customer has no credit balance at this time. If you need to do a special mailing to
customers who have always paid their bills on time, use nulls to indicate that the customer has never had a credit balance.
For computation, when averaging the credit balances of those customers who have had credit balances, the nulls column
of those customers who have never had a credit balance keeps these customers from being included in the calculation.

When Not to Use Nulls

Do not allow a null for a column:

• When all rows must be included in a selection or computation regardless of the value in the column.
For example, consider a database of the students that attended a course and a column containing their final test
scores. You might consider using nulls for the test scores of students who withdrew from the class or requested a
deferred completion. To evaluate the difficulty of this particular course based on the average test score, you must
calculate the average. The average does not include students who withdraw or cannot complete the course on time
because you cannot average null columns. If you want to include these students because you have determined that
students who withdraw or who cannot complete the course on time do so because the course is difficult, you do not
want any null columns.

• When the column is included in a unique key (see Unique Values).
• When the column is included in a Master Key which is defined to not allow duplicate values (see Master Key).

Storage Considerations

uses a null indicator to record whether a column is null. This null indicator adds one byte to the length of each column
defined to be null. When you define a row or key to contain a column which can be null,  automatically calculates the row
or key length including the null indicator. Remember to adjust the lengths of work areas, storage, and so forth, containing
these columns.

How to Define a Column to Be Null

Any simple column can be defined to allow null values. Only define these columns when your applications require it since
there is some processing overhead involved. You can define these columns using  or using SQL statements.

Using

Specify the FIELD entity-occurrence attribute NULL-INDICATOR=YES. (NULL-INDICATOR=NO is the default.) It must be
a simple column and cannot be redefined, redefine another column, or be a repeating field.

Using the SQL CREATE TABLE or ALTER TABLE Statement
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Define the column with an SQL CREATE TABLE statement, the default for SQL-created columns is to accept null values.
(When using an SQL CREATE TABLE or ALTER TABLE statement to define a column not to accept null values, specify
NOT NULL or NOT NULL WITH DEFAULT in the column definition. See the   SQL User Guide for details.)

Comparison of Default Processing SQL and Non-SQL Access

The SQL method of defining a column and the  method of defining a simple field are different. However, each provide the
same basic options:

• A column/field can be defined to either allow a null value or not.
• A column/field can be defined as to the action  is to take if there is no data presented for it during an ADDIT or SQL

INSERT.
• Through the  attribute, DBEDITS, you can specify how  handles default values.

The following tables indicate how  defaults a column based on its definition in  and on whether the column is being added
by an ADDIT command or an SQL INSERT statement.

NOTE
For consistency with previous versions,  defaults the DBEDITS attribute as NO. However, when a column is
added through SQL, DBEDITS defaults to YES which is consistent with SQL standards.

When you add a numeric column, either through  or through SQL, it defaults to signed. However, through , you can
change it to unsigned.

Packed and Zoned Decimal Data Types

In the table, the following abbreviations are used:

• Null
Represents Nullable.

• Sign
Represents Sign.

• Def
Represents Default.

• DBED
Represents DBEDITS.

In the "Column Added With" columns:

• +0
indicates a positive signed 'C' zero.

• +-literal
indicates positive/negative sign 'C'/'D'.

• F-0
indicates the use of 'F' as the sign.

• F-literal
indicates the use of 'F' as the sign.

Columns with lengths greater than 8 (decimal) or 15 (numeric) may not have literals.

For All Lengths

Definition     Column added with:
Null Sign Def DBED SQL INSERT

Statement
ADDIT Command

yes yes none on null null
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yes yes none off null null
yes no none on null null
yes no none off null null
no yes none on -error- -error-
no yes none on -error- blanks
no no none on -error- -error-
no no none off -error- blanks

For Lengths 1 to 8 Decimal or 1 to 15 Numeric

Definition     Column added with:
Null Sign Def DBED SQL INSERT

Statement
ADDIT Command

yes yes type on +0 +0
yes yes type off +0 null
yes yes literal on +-literal +-literal
yes yes literal off +-literal null
yes no type on F-0 F-0
yes no type off F-0 null
yes no literal on F-literal F-literal
yes no literal off F-literal null
no yes type on +0 +0
no yes type off +0 blanks
no yes literal on +-literal +-literal
no yes literal off +-literal blanks
no no type on F-0 F-0
no no type off F-0 blanks
no no literal on F-literal F-literal
no no literal off F-literal blanks

For Lengths Greater than 8 Decimal or Greater than 15 Numeric

Definition     Column added with:
Null Sign Def DBED SQL INSERT

Statement
ADDIT Command

yes yes type on -error- +0
yes yes type off blanks null
yes no type on -error- F-0
yes no type off blanks null
no yes type on -error- +0
no yes type off blanks blanks
no no type on -error- F-0
no no type off blanks blanks
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Floating-Point Data Types -- Short/Long/Extended

In the table, the following abbreviations are used:

• Null
Represents Nullable.

• Def
Represents Default.

• DBED
Represents DBEDITS.

Floating-Point lengths of 4 and 16 cannot have literals, and cannot have DBEDITS.

When Length Is 4

Definition       Column added with:
Null Def DBED SQL INSERT Statement ADDIT Command
yes none off null null
yes type off blanks null
no none off -error- blanks
no type off blanks blanks

When Length Is 8

Definition       Column added with:
Null Def DBED SQL INSERT Statement ADDIT Command
yes none on null null
yes none off null null
yes type on 0 0
yes type off 0 null
yes literal on literal literal
yes literal off literal null
no none on -error- -error-
no none off -error- blanks
no type on 0 0
no type off 0 blanks
no literal on literal literal
no literal off literal blanks

When Length Is 16

Definition       Column added with:
Null Def DBED SQL INSERT Statement ADDIT Command
yes none off null null
yes type off blanks null
no none off -error- blanks
no type off blanks blanks
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Character Data Types - Fixed and Variable Length

In the table, the following abbreviations are used:

• Null
Represents Nullable.

• Def
Represents Default.

• DBED
Represents DBEDITS.

For character columns:

• A literal can be 1 through 20 bytes. If the field is longer than the literal, the literal is padded with blanks.
• The ll-literal indicates the length is the length of the literal, followed by the literal and any necessary blanks.
• A field of 8 bytes or longer is required for a default of 'SYSTEM USER'. It is padded with blanks as necessary. When

SYSUSER is applied per the chart above, the length is set to 8 regardless of the value in SYSUSER.
• A field of 18 bytes or longer is required for A default of 'USER' through SQL or DEFAULT-INSERT=U through . It is

padded with blanks as necessary. When USER is applied per the chart above, the length is set to 18 regardless of the
value in USER.

Definition     Fixed Length Column added with:     Variable Length Column added
with:   

Null Def DBED SQL INSERT Statement ADDIT Command SQL INSERT
State-ment

ADDIT Command

yes none on null null null null
yes none off null null null null
yes type on blanks blanks 00-blanks 00-blanks
yes type off blanks null 00-blanks blanks
yes literal on literal literal ll-literal ll-literal
yes literal off literal null ll-literal blanks
yes user on user -error- 18-user -error-
yes off user null 18-user blanks
yes sysuser on sysuser -error- 8-sysuser -error-
yes sysuser off sysuser null 18-sysuser blanks
no none on -error- -error- -error- -error-
no none off -error- blanks -error- blanks
no type on blanks blanks 00-blanks 00-blanks
no type off blanks blanks 00-blanks blanks
no literal on literal literal ll-literal ll-literal
no literal off literal blanks ll-literal blanks
no user on user -error- user -error-
no off user blanks user blanks
no sysuser on sysuser sysuser sysuser sysuser
no sysuser off sysuser blanks 18-sysuser blanks

Binary Numbers

In the table, the following abbreviations are used:
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• Null
Represents Nullable.

• Sign
Represents Sign.

• Def
Represents Default.

• DBED
Represents DBEDITS.

Lengths other than 2 or 4 cannot have literals.

For All Lengths

Definition     Column added with:
Null Sign Def DBED SQL INSERT

Statement
ADDIT Command

yes yes/no none on null null
yes yes/no none off null null
no yes/no none on -error- -error-
no yes/no none off -error- blanks

For Lengths of 2 or 4

Definition     Column added with:
Null Sign Def DBED SQL INSERT

Statement
ADDIT Command

yes yes/no type on 0 0
yes yes/no type off 0 null
yes yes/no literal on literal literal
yes yes/no literal off literal null
no yes/no type on 0 0
no yes/no type off blanks 0
no yes/no literal on literal literal
no yes/no literal off literal blanks

For Lengths of Any Value Other than 2 or 4

Definition     Column added with:
Null Sign Def DBED SQL INSERT

Statement
ADDIT Command

yes yes/no type on blanks 0
yes yes/no type off blanks null
no yes/no type on blanks 0
no yes/no type off blanks blanks

Other Data Types

Data types supported for columns defined through , but not mentioned in the preceding tables:
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• Graphics data (G)
• Hexadecimal (H)
• Kanji (K)
• PL/I bit representation (T)
• Double-byte character set (Y)
• Mixed DBCS
• Single byte (Z)

These field types are treated as character by SQL. They cannot have DBEDITS set to 'Y'. Through ADDIT, if the column is
nullable, the default of null is honored, otherwise, the field is blank filled.

Special Field Defaults

Fields defined with the semantic type of SQL-DATE, SQL-TIME, or SQL-STMP are supported through default processing.
They must be defined as binary fields with lengths of 4, 3, and 10 respectively. If the field is not provided during INSERT
or ADDIT processing, the field is set to the current date, time, or timestamp. Literals may be provided. For SQL-DATE
three formats are allowed: yyyy-mm-dd, mm/dd/yyyy, or dd.mm.yyyy. For SQL-TIME three formats are allowed: hh.mm.ss,
hh:mm:ss, or hh:mm xx where xx is AM or PM. For SQL-STMP one format is allowed: yyyy-mm-dd-hh.mm.ss.

Column Domain Constraints
The domain of a column is the range of possible values that the column can contain. Defining a domain constraint places
a limitation on the possible values for a column. A domain constraint is expressed as a search condition which can
reference columns in a row and constants and special keywords.  

How to Add a Domain Constraint

Define a domain constraint using a CHECK clause in the CREATE TABLE or ALTER TABLE SQL statements. The
CHECK clause includes a search condition to be met before an INSERT or UPDATE is allowed. 

When adding a constraint to an existing table,  verifies that there is no data already in the table that violates the constraint.
If there is data that violates the constraint,  places the table in CHECK_VIOLATION status and returns the warning SQL
code 170. To resolve this CHECK_VIOLATION status, you can either DROP the constraint or execute the DBUTLTY
CONFIRM function to either delete the rows in violation or to move them to an exception table.

Maintaining Columns with Domain Constraints

Before dropping a column defined with a domain constraint, drop the constraint from the column.

Domain constraints cannot be altered. To change a constraint, first, remove it from the column and, then, add a new
constraint to the column. Use the SQL ALTER TABLE statement to remove a domain constraint from a column's definition.

Examining Constraint Definitions

When a user issues an SQL statement to define a domain constraint for a column,  adds a data record to the SIT
Constraint Source table (SYSADM.SYSCONSTRSRC). This data record includes a column (TEXT) which contains a
source statement generated by  from the SQL source statement issued by the user. For a domain constraint, the TEXT
column contains "CHECK (check-condition)."

Since the Constraint Source table is accessible through SQL, you can use the  Interactive SQL Service Facility or
the  SQL Mode to display the constraints defined for an existing table, including domain constraints defined on the table or
columns within the table.
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Impact on Applications

When a table contains a column with a domain constraint,  checks every attempt to add or update a row to ensure that the
data involved does not violate the constraint. If  finds a violation, it aborts the add or update and issues a  return code 94
(internal return code 035) or the SQL return code -167 to the application.

Impact on DBUTLTY LOAD and RECOVERY

The DBUTLTY LOAD and RECOVERY OPTION=FORWARD functions do not check for domain constraint violations.
When DBUTLTY loads or recovers a table containing a column with a domain constraint, it marks the table CHECK
PENDING to indicate that the data has not been checked for violations to its domain constraints.

  does not permit access to a table which has been marked CHECK PENDING. The CHECK PENDING status is reported
in the Directory (CXX) Report. Execute the DBUTLTY CONFIRM function to verify that there are no domain constraint
violations and remove the CHECK PENDING status, making the table available for access.

Time of Effect

When adding a constraint to a table through SQL, the constraint takes effect immediately for any currently executing
SQL application. The effect is also immediate for current native  programs if the table was constrained when the User
Requirements Table was opened. If this is the first constraint, it is not applied to open User Requirements Table users.

Unique Values for Columns
Specifying that a column (or group of columns) be unique ensures that each value in the column exists only once in the
table.

  

How to Define Columns to Be Unique

To be defined as unique, a column or group of columns must not exceed 180 bytes in length. Use one of the following
methods to specify that  ensure the uniqueness of the values in a column or group of columns:

 Using   

To define a column as unique, define a single-column key, specifying:

• Yes for the KEY attribute UNIQUE
• Yes for the KEY attribute INCLUDE-NIL-KEY (see Nil Values and Conditional Indexing)
• No for the FIELD attribute NULL-INDICATOR (see How to Define a Column to Be Null)

To define a group of columns as unique, define a key containing the columns and specifying:

• Yes for the KEY attribute UNIQUE
• Yes for the KEY attribute INCLUDE-NIL-KEY (see Nil Values and Conditional Indexing)
• No for each FIELD attribute NULL-INDICATOR (see How to Define a Column to Be Null)

 Using the SQL CREATE TABLE Statement 

To define a column as unique, specify the column constraint UNIQUE. When you specify this constraint,  defines a single-
column key, specifying that nil key values be included in the index (INCLUDE-NIL-KEY=Y). You must ensure that the
column does not accept null values by specifying the NOT NULL clause.

To define a list of columns as unique, specify the column constraint UNIQUE. When you specify this constraint,  defines
a key consisting of the listed columns, specifying that nil key values be included in the index (INCLUDE-NIL-KEY=Y) for
each column. You must ensure that none of the listed columns are defined to allow null values.
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NOTE
 When a primary key or unique constraint is dropped, the corresponding key is made non-unique even if the key
was originally created using .

Reporting on Uniqueness

All columns defined as unique result in a key. The key's definition is stored in the Directory (CXX) and the key's
uniqueness is displayed on the Directory Report.

Examining Constraint Definitions

When a user issues an SQL statement to define a unique column or group of columns,  adds a data record to the SIT
Constraint Source table (SYSADM.SYSCONSTRSRC). This data record includes a column (TEXT) which contains a
source statement generated by  from the SQL source statement issued by the user. For a unique constraint, the TEXT
column contains "UNIQUE (column-list)."

Since the Constraint Source table is accessible through SQL, you can use the  Interactive SQL Service Facility or
the  SQL Mode to display the constraints defined for an existing table, including columns specified as unique.

Unique Values and the URI Option

When a table definition includes a unique key, the data area which contains that table must use the Unique Row Identifier
(URI). (See Internal Row Identifiers for details on the URI option.)

Handling Attempts to Add Duplicates

When an application attempts to add a row containing a duplicate value for a column or columns defined as unique,  does
not immediately reject the add if the existing row is not committed. If the value is committed as present,  aborts the row
add and issues the  return code 94 (internal return code 193) or the SQL return code -167. If the value is committed as
absent, the add continues.

Master Keys

For compatibility with previous versions of , there is another method of preventing duplicate values. This method involves
the TABLE attribute DUPE-MASTER-KEY which specifies whether duplicate values are permitted in the Master Key. (The
Master Key is defined on Master Key.) This option differs from the KEY attribute UNIQUE in the following ways:

• DUPE-MASTER-KEY can only be defined through . UNIQUE can be defined through  or SQL.
• It may only be specified for one key (the Master Key) per table. UNIQUE may be specified for any number of keys.
• Updates are not permitted which would change the value of columns in a Master Key which does not allow duplicate

values. The column(s) in UNIQUE keys may be updated.
• Specifying DUPE-MASTER-KEY=NO does not require using the URI option. UNIQUE keys require URI (see ).
• In checking Master Key values,  presumes that all index information is committed. In checking UNIQUE key

values,  waits until a conflicting value is committed as present before rejecting an update.
• Attempted violations to DUPE-MASTER-KEY receive  return code 10. Attempted violations to a UNIQUE KEY

receive  return code 94 (internal return code 193).
• If the Master Key is defined with both the DUPE-MASTER-KEY=N TABLE attribute-value and the UNIQUE=Y KEY

attribute-value, the rules vary slightly. All the requirements of UNIQUE must be fulfilled such as URI and all the
requirements of DUPE-MASTER-KEY=N must be fulfilled. The actions  takes is to wait for committed data before a
decision is made, like the response to defining UNIQUE=Y alone, however the return code issued is RC10 as when
DUPE-MASTER-KEY=N is defined.
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Column Edit Patterns and Report Headings
You can specify an edit pattern, a report heading, or both in the attribute definition of a column in . These attributes
simplify and standardize the handling of the data in a column by other CA products which access .

Edit Patterns

The  Reporting Facility, , and  use the EDIT-PATTERN attribute when printing reports.  and  also use the EDIT-PATTERN
when adding or updating a row.  supports any valid COBOL edit pattern as the EDIT-PATTERN for a column, except B for
blanks in alphanumeric columns.

Report Headings

and  use the HEADING-1 and HEADING-2 attributes as column titles in reports. If these attributes are not defined, the 
name for the column is used as the heading.

Designing Keys
Each  table must have at least one and no more than 99 keys.  indexes the rows (records) in a table by their key values.
A key consists of one or more columns (FIELD occurrences). When a key contains more than one column, the columns
which make up the key are not required to be contiguous in the rows. The combined length of the columns which
comprise a key cannot be greater than 180 bytes.  uses a key as a traversal path when building a temporary set to satisfy
a Compound Boolean Selection or SQL request.

Define keys to quickly select and sequence data. You can define keys for every retrieval requirement. However, if this
results in a large number of keys, the overhead of maintaining these keys for updates which either change key columns
or delete rows can more than offset this advantage. If your site adds, updates, and deletes many rows, only define keys to
optimize retrieval of frequently used data.

Selecting Keys

The goal of key selection is to select columns that best address retrieval needs at the lowest I/O cost. Once a key has
been defined, examine it from a cost/benefit standpoint.

Consider eliminating a key if its cost in maintenance overhead more than offsets its quick retrieval benefits. The DBUTLTY
CXXMAINT OPTION=ALTER CBSUSE disables the key for use by the Compound Boolean Selection Facility and SQL
without actually removing the key. Before eliminating a key, use this DBUTLTY function to disable it and assess the impact
of its elimination.

When selecting keys, choose columns:

• Whose values change the least.
• Whose values are always known.
• That best represent application requirements.

Nulls and Keys

When a key includes a column that accepts null values, the column's null indicator is present in the key. When adding a
row with a null column in its key value,  indexes the row based on the value of the key including the null indicator. When
indexing a key containing a column with null values,  treats the null value as higher than all non-null values.
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Variable-Length Character Data Type Columns

When a key contains a column that is data type variable-length character, the key length does not match the column
length displayed in the table. A FIELD entity-occurrence defined as variable-length character data type contains two parts:
a two-byte length and the data for a length as specified by the user when adding the column. Only the data is indexed.

For example, suppose you add a column in SQL with "COL1 VARCHAR(10) NOT NULL," or in  add it with TYPE=V and
LENGTH=10. This becomes a column in the table with TYPE=V, LENGTH=12, and NULL-INDICATOR=N. If this is the
only column in the table, the length of the table (and element) is 12. The key has a length of 10. In the Directory, this
shows the data being indexed is at offset 2 in the table. In , the offset is zero. A  Field report of this key shows the column
with its total length (12), but a Detail report of this key shows the shorter length (10).

If you change the column to nullable (NULL-INDICATOR=Y), the length of the table is increased by one and the offset of
that column in the table is increased by one. The null indicator is included in the key. So, in the example, the table has a
total length of 13, the column has a length of 12, but the key has a length of 11. This key contains the column of length 12
but the key length in a detail report of the key shows up as a length of 11. When the table is cataloged, the Directory has
a table (and element) with a total length of 13 and a key with a length of 11. The key in the Directory is represented by two
fields: a one-byte null-indicator at offset zero and the 10-byte data area of the column at offset 3. The name that appears
in the Directory for the one-byte null-indicator field is VARCHAR-NULL-INDICATOR.

Therefore, the length of a key with one or more variable-length character columns in it is two bytes shorter (for each of
these columns) than the sum of the column lengths.

Sharing Key IDs

Every key must have a DATACOM-ID attribute-value. If you do not specify a key ID,  assigns a number that is unique
within the database structure. Each database can have 999 unique DATACOM-ID attribute-values for keys.

When to Use Shared IDs

Keys in the same table or in different tables can share a single DATACOM-ID.  indexes together all keys which share an
ID. Therefore, you can use keys with a shared ID to improve an application's performance.

For example, in an order-entry database with an account table and an order table, both containing the column ACCOUNT-
NUMBER, an application to generate packing lists uses ACCOUNT-NUMBER to join customer addresses from the
account table with order details from the order table. Defining a single column key for each table and specifying the same
DATACOM-ID for each key improves performance by requiring only one index I/O to access rows in both tables.

When Not to Use Shared IDs

If the number of rows for two tables varies greatly, the advantages of sharing key IDs diminish and the cost of accessing
the smaller table increases. For example, if an average of 1000 order table rows exist for each account table row, the
probability of the two tables' related index entries being in the same index block are fairly small (an index block contains
about 50 -- 100 entries). However, when you need a listing of all accounts from the account table, the cost is 1000 times
greater than if the two tables were indexed independently.

Do not use duplicate key values within the same row if there is a possibility of updating one of those keys with a different
value. If one of the duplicate values is changed, you can no longer access the row using the remaining keys' key values.

Key Length When Sharing IDs

Keys which share DATACOM-IDs can be of different lengths, allowing a shared key between two tables where only the
high-order field(s) of the shared key is in both tables.

Keys of different length which share DATACOM-IDs must be defined with the same maximum length (KEY attribute MAX-
KEY-LENGTH). You can specify a MAX-KEY-LENGTH greater than the length of any of the keys sharing DATACOM-
IDs to allow space for adding another, longer key at a later time. The difference between the actual key length and the
specified maximum length is treated as undefined filler.
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Native Key

Every table must have one, and only one, Native Key. This key designates the sequence in which the data is loaded,
maintained, and reorganized (reorged). Choose it to represent the order most often used in sequential processing.

Clustering

When you specify data clustering (see ),  chooses the location to add a row based on its value for a high-order portion of
the Native Key.

Native Sequence

When using DBUTLTY to BACKUP or EXTRACT data, you can specify that the data be processed in native sequence
(ordered by Native Key value). To establish native sequence within a database, back it up in native sequence and, then,
reload the native sequence backup. Alternatively, performance for heavily maintained tables can be sufficiently improved
by running OLREORG which would not require the area to be offline.

ID for Native Key

The Native Key can be the same as the Master Key. The key ID of the Native Key for a table must be unique among the
keys for that table.

SQL-Created Tables

For tables defined with the SQL CREATE TABLE statement, the Native Key is the primary key if a primary key was
specified. If you do not define a primary key, the Native Key is automatically defined to consist of the first column named
with the CREATE TABLE statement.

Master Key

Every table must have a Master Key. A table's Master Key may be the same as its Native Key (see Native Key).

Specifying Uniqueness for Master Keys

Specifying that  not permit duplicate Master Key values in a table (TABLE attribute DUPE-MASTER-KEY=NO) has a
similar result as specifying that  ensure that the key values are unique (KEY attribute UNIQUE, see Unique Values). In
enforcing the DUPE-MASTER-KEY attribute,  looks at the value of the entire Master Key, not at the value of each column
within the key.

For example, in a company with several divisions, each employee has an employee number that is unique within the
division, but which may not be unique within the company. A table with a Master Key consisting of the division number and
employee number columns can be defined to reject duplicate Master Key values, but neither the division number column
nor the employee number column can be defined as unique.

If you specify that a table's Master Key cannot be duplicated,  rejects (with a return code of 10) any add requests or
data loads which would create a duplicate value for the Master Key. For data loads, specifying LOADDUPS=YES in the
DBUTLTY LOAD function overrides the table's definition, loading duplicate Master Key values and producing a load report
which provides warning messages for the first 500 duplicates loaded.

When adding a row,  checks current index information, including uncommitted data, for duplicate Master Key values.
For example, if task 1 adds a row and task 2 tries to add a row with the same Master Key value as the task 1 row, 
immediately returns code 10 to task 2. The ADDIT request may later be backed out by task 1. Also, for tables residing
in areas which were loaded with URI=NO, if task 1 deleted the record for account '12', task 2 can then add a row with
account '12'. A subsequent backout of task 1 fails with a return code 10.

Because of the conditions mentioned above, we recommend whenever possible, load all areas in the URI format and
check for duplicate keys with the UNIQUE option instead of with the DUPE-MASTER-KEY option.
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If both options are selected for the Master Key (UNIQUE=Y and DUPE-MASTER-KEY=NO), records added to the
database wait upon uncommitted data during the add, similar to the result when you select UNIQUE=Y alone. However, 
issues a return code 10, as it does when you specify that a table's Master Key cannot be duplicated (DUPE-MASTER-
KEY=NO).

A special condition exists when the TABLE is defined with DUPE-MASTER-KEY=NO and wait on uncommitted data
instead of providing an immediate return. This condition only applies to tables in a URI area and only during transaction
backout requested by RESTART processing during Multi-User Facility startup. A locate command, read command without
lock, and ADDIT wait on the backout because without this, the application may make the wrong choices.

Changeability

Since you can specify that  not permit a Master Key value to be changed, select a column (or columns) for the Master Key
which you want to ensure is never modified after the row is added to the table. For example, in an order-entry database,
the order number column would be a logical choice for a Master Key.

If you specify CHNG-MASTER-KEY=YES for a table, you must also specify DUPE-MASTER-KEY=YES.

If you specify that a table's Master Key cannot be changed,  rejects (with return code 11) any attempt to modify the value
of the Master Key for a row in that table.

SQL-Created Tables

For tables defined with the SQL CREATE TABLE statement, the Master Key is the primary key if a primary key was
specified. If you do not define a primary key, the Master Key is automatically defined to consist of the first column named
with the CREATE TABLE statement. This Master Key is automatically defined with DUPE-MASTER-KEY=YES and
CHNG-MASTER-KEY=YES.

Primary Key

Each table may have one primary key. A primary key provides a guaranteed method of addressing each row in a table.
The primary key value for each row is unique within the table. Defining a primary key through SQL results in a key with the
UNIQUE attribute. The resulting key is also that table's Master and Native Key, unless the primary key is being added to
an existing table which already has a (different) Master and Native Key.

Foreign Keys

Foreign keys define relationships between tables. The column(s) of a foreign key in one table are related to the primary or
unique key of some table. That related primary or unique key may be defined on the same table as the foreign key.

Every foreign key is related to a primary or unique key. A primary or unique key can be related to zero, one, or many
foreign keys.

Each foreign key defines a referential integrity constraint. Every foreign key value (the column values of the foreign key's
columns from a single row of the table) must exactly match a primary or unique key value of the foreign key's related
primary or unique key, except when at least one foreign key column value is null. When a foreign key value exists which
does not match any primary or unique key value of its related primary or unique key, the referential integrity constraint is
violated.

The foreign key constraint does not restrict the number of rows with the same foreign key value, that is, the constraint is
"1-to-many," one referenced table row can match multiple referencing rows. You can define a "1-to-1" constraint by also
defining the foreign key columns in a primary key or unique constraint.

rejects an attempt to INSERT or UPDATE a foreign key value that does not exist in the referenced primary/unique key as
a foreign key value error. It rejects an attempt to DELETE or UPDATE a primary/unique value that is referenced by one or
more foreign key values as a foreign key reference error.
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When the referenced table is loaded or recovered, the integrity of the foreign key is in doubt, and the table is placed in a
CHECK-RELATED check state. A table in a check state cannot be opened. Execute the DBUTLTY CONFIRM function to
confirm that all referenced values still exist. The check state is reported in the Directory (CXX) report.

does not generate a "physical" key for a foreign key. However, if you define a key it is used when checking the DELETE
or UPDATE of the referenced primary/unique key. For best performance, include all columns of the foreign key as the only
or leading columns in the physical key definition. Other columns may be included following the foreign key columns. The
order in which foreign key columns are specified in the key does not affect performance.

Define foreign keys through SQL CREATE TABLE or ALTER TABLE statements.

Examining Primary and Foreign Key Definitions

When a user issues an SQL statement to define a primary or foreign key for a table,  adds a row to the SIT Constraint
Source table (SYSADM.SYSCONSTRSRC). This data record includes a column (TEXT) which contains a source
statement generated by  from the SQL source statement issued by the user. For a primary key, the TEXT column
contains "PRIMARY KEY (column-list)" and for a foreign key, the TEXT column contains "FOREIGN KEY (column-list)
REFERENCES authid.table-name (column-list) ON DELETE delete-option".

Since the Constraint Source table is accessible through SQL, you can use the  Interactive SQL Service Facility or the 
SQL Mode to display the constraints defined for an existing table, including primary and foreign key definitions.

Nil Values and Conditional Indexing

A nil value is a character blank (X'40') or a binary zero (X'00'). The KEY attribute INCLUDE-NIL-KEY determines whether 
indexes rows with nil values for the key. A key has a nil value when all of the columns in it have the same nil value.

When to Exclude Nil Values

Excluding nil values from the index can enhance performance by reducing the overhead required to maintain a key. For
example, in an accounts receivable department, an application which generates delinquent payment notices requires
access to the rows representing delinquent accounts in the customer accounts table. Defining a two-byte days late column
as a key with INCLUDE-NIL-KEY=NO keeps nondelinquent accounts with zero days late (a nil value) from being indexed.

If only a small number of rows represent delinquent accounts, a considerable savings results by speeding access to the
delinquent account data while minimizing the overhead of maintaining a key for use by this application.

When to Include Nil Values

Excluding nil values from a key can eliminate that key from consideration by the Compound Boolean Selection Facility
as a possible traversal key for use in building a temporary set to satisfy a Compound Boolean Selection or SQL request
(including a  request which uses a FOR statement). The Compound Boolean Selection Facility cannot use a key which
does not include nil values to traverse the table, because it cannot access all possible rows.

For example, if the table described in the previous paragraph also has an amount due column and a  application tried to
execute the following:

 FOR ACCOUNTS

      WHERE AMT-DUE > 10000

      ORDERED BY DAYS-LATE

 ENDFOR

In satisfying this request, if a key containing only the DAYS-LATE column (with nils excluded) is used to traverse the
customer accounts table all nondelinquent accounts with balances due greater than 10000 are overlooked. Therefore, if
you were adding the DAYS-LATE key to optimize the performance of this  application (see Temporary Indexes below), you
would have to specify INCLUDE-NIL-KEY=YES.
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Keys for Performance Tuning

Temporary Indexes

Both SQL statements and  set-at-a-time commands (including  FOR statements and ) are key independent. In processing
a key-independent request,  uses a key if one is available which meets the request's requirements. If not,  builds a
temporary index to use in satisfying the request. When the temporary index is no longer needed,  deletes it.

Identifying Keys to Add

Use the Accounting Facility's Compound Boolean Selection Temporary Index Usage Report to monitor temporary index
activity. When the report reveals that  is frequently building the same temporary index, defining an additional key can
improve performance by eliminating the overhead required to build the temporary index. You must, however, balance this
reduced overhead for retrieval requests against the increased overhead for index maintenance when processing add,
update, or delete requests.

The accounting SETKY key-type-field contains the fields used to create temporary indexes. When activity indicates the
need to define a key, define one using the fields in the SETKY key-type-field.

Eliminating Unnecessary Keys

Since there is overhead involved in maintaining keys, performance is enhanced when you eliminate unnecessary keys.
It is never necessary to define a key that is the high-order portion of an existing key. For example, if a key for a table is
defined containing the columns PN (part number) and UCOST (Unit Cost), it is unnecessary to define a key containing the
PN column.

Data Types

When indexing,  sorts the keys in character data type (EBCDIC) collation sequence or sorts the keys with certain numeric
data types in a way that provides the correct numeric collation sequence (if that option is selected when the key is defined
in ).

Character Data Type Sequence

When sorted in EBCDIC collation sequence, signed numeric fields used in key definitions do not allow retrieval in numeric
sequence. For packed and zoned decimal fields, numerically equivalent sign values are not equivalent in keys. For
example, in a Purchase Order Header (POH) table, there is a key consisting of the TPVAL (total purchase value) column
which is signed and has a zoned decimal data type. A LOCKX (Locate Key Exact) command for the POH table using the
TPVAL key and specifying a value of X'F0F0F1F0F0F0F0F0' (00100.00) does not locate the row indexed with a value of
X'F0F0F1F0F0F0F0C0', since its sign (X'C0') differs from the one specified with LOCKX.

When using set-at-a-time commands or SQL statements,  builds a temporary index to honor the ordering criteria. For
example, if a request for POH records in ascending TPVAL sequence is made, a temporary index is built if the key defined
on field TPVAL cannot be used to return selected records in numeric sequence.

Defining a Key for Ordered Retrieval

You can use the ORDER attribute when defining a FIELD entity-occurrence to a KEY entity-occurrence to define the
columns in the key to be either ascending or descending. The columns must be simple FIELD entity-occurrences. This
support is for all data types. When used to order row retrieval for record-at-a-time, set-at-a-time, and SQL processing, this
attribute must be defined to FIELD entity-occurrences of one of the following characteristics:

 832



 CA Datacom Administrating

• SIGN=N
• SIGN=Y and TYPE-NUMERIC=P
• SIGN=Y and DATA-SENSITIVE=Y
• Character data type (C)

Numeric Data Type Sequence

When the  attribute DATA-SENSITIVE=Y for columns (simple FIELD entity-occurrences only) with the following numeric
data types are defined to keys, the keys are sorted in numeric collation sequence.

• Binary (2 or 4 bytes) signed
• Floating-point signed (normalized)
• Packed decimal signed (conventional and unconventional)
• Zoned decimal signed (conventional and unconventional)

The sorting of signed decimal numbers is equivalent to the compare pack (CP) instruction which means both negative
signs (B and D) are equal and all positive signs are equal. It also provides that a negative zero is equal to a positive zero.

When using keys containing columns with DATA-SENSITIVE=Y, the DBEDITS attribute should also be set to Yes. Without
DBEDITS, any column with invalid data would cause unpredictable sorting of values.

When a user program issues a command with a key value,  must convert the format of any column selected.  does not
edit the key for the correct format, but simply converts it to the stored format.

For any column in the key that has the special sorting option,  converts the column the same way the data record field is
converted going to the index.

When  exits, the reverse conversion is also required. For decimal numbers, the index only recognizes the preferred signs
which are returned, except that a positive sign is returned as C. The recognition and returning of the preferred sign is true
for all key processing in the request area, including locates and reads. This means that on a read request, the key value
may not match the data elements returned. This could cause problems to user applications using the key value returned.

Because current record-at-a-time programs can appear to run completely, but actually fail, we recommend that the key
name be changed if an existing table has the definition changed. In this way, a program clearly fails until it is corrected for
the new sorting sequence, recompiled, and retested.

Providing invalid format data in the key area on a locate or read-by-key request causes unpredictable results. If the sign
for a decimal number is invalid, it is converted to a positive sign. For example, a locate or read-by-key using a binary
zero key value for a binary or decimal number finds the first record with a zero value or higher. It could not find a negative
number.

NOTE
When using keys with the DATA-SENSITIVE=Y attribute-value to read or locate at the start of a table, use the
lowest possible value for the data type (as opposed to binary zeros).

Concatenating Columns Within Keys

Keys can be defined by concatenating columns to provide increased data access flexibility. Concatenated columns need
not be contiguous in the row, and the relative order of columns in the key is not required to be the same as in the row. For
SQL, keys with concatenated columns can provide more efficient ordered retrieval.

Concatenated Columns and Index-Only Processing

For record-at-a-time and set-at-a-time processing, the advantage of having keys with concatenated columns is that the
keys can contain all the data you want to access. Because the values of the columns are stored in the index, you can use
index-only processing.
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Direct Relative Record Access

The Direct Relative Record Access option speeds the processing of a table by eliminating the index overhead. With this
option, the key value (the fullword binary) is used to find the record instead of doing the index lookup. Record number 1 is
the first physical record in the area, record 2 is the second physical record, and so on.

In , use the DIRECT attribute for a KEY entity-occurrence to define the key with the Direct Relative Record Access option.
A key of this type has the following special edits.

• Only one key in a table has this option. It can, however, be any key, including the Master Key or the Native Key.

NOTE
If this key is the Native Key for the table, you cannot take a native sequence backup of the data area
because this key is not indexed. Instead, perform a physical backup.

• Any number of keys can exist for the table.
• The key with this option selected can have one field only. The field must be defined as numeric, four bytes binary, and

unsigned.
• The key must have UNIQUE specified.
• The table must not have  or user compression, this includes no variable-length records.
• The table must be the only table in the area.
• The table/area cannot use clustering nor any other space management options.
• All other definition options are compatible and can be used. This includes defining the table with logging or not,

recovery or not, or Unique Row Identifier or not.

The key column cannot be changed with the UPDAT command. Sequential access is not allowed with this key. If
sequential access is needed to the record number, you must define another key which is made up of the same field. For
direct access, the direct key would be selected; for sequential, the normal key. Sequential here includes: GETIT (retrieve
next sequential record), GSETL (set to starting key), and such commands as those that end in NX (read next), NK (next
sequential key value), NE (next equal key value), and NR (next record in a specified range).

The index must exist and be initialized. The data area must be initialized and loaded as normal. Loading duplicates is not
allowed. The load requires that the input data be in physically correct sequence. If another key is the Native Key and the
direct field is not the first in the Native Key, BACKUP cannot be used to LOAD the data, and an EXTRACT must be done
instead. The data must be sorted to place it into proper sequence.

This key is valid for the Compound Boolean Selection Facility only in the following very specific conditions. The Request
Qualification Area must have:

• EQ
• binary field
• length Y
• SCOPE element
• 4-byte literal compare
• no ORDER
• no AND
• no OR

In other cases, the Compound Boolean Selection Facility ignores this key.

Even though the key is a fullword binary unsigned, the highest record number is restricted to 268 million.

Inserting Records

You must provide the value of the key column during an insert for  to correctly place the new record. If the element or
elements presented during an ADDIT contain the value,  uses the column from the work area for record placement. If the
element or elements do not include the value, then you must provide the value as the last four bytes of the key name.
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The value of the key column cannot be zero or higher than the extents of the area.

takes the value and manipulates it to obtain the block number where the record should go. This block is read and 
indexes into the block to the correct physical location. If the space has no RCE, the record is added. If an RCE exists, it
has recovery information, it is for an "active" transaction with transaction backout specified, and the task is not the current
task, the add fails with a duplicate unique key. If the record is deleted, the add overlays the record. Otherwise, the add
fails.

Accessing Records

The read-by-key-exact commands (REDKX, RDUKX, REDKY, RDUKY) are supported. The key value presented is
converted into a block number and record within block. This block is read and  positions to the record. If no RCE is found,
the return code is 14.

Index-Only Processing

Index-only processing is retrieving data from the index without reading the related record. Since SQL retrieves complete
records, applications issuing SQL statements gain no advantage from index-only processing. For set-at-a-time
commands,  automatically uses index-only processing when it is appropriate.

There are a number of advantages to using index-only processing:

• Index-only processing reduces overhead:
– can scan the index without the I/O necessary to read the data in the associated rows.
– Rows can be qualified before reading and no overhead expended reading unqualified rows.
– The occurrences of a key value can be counted to determine how many rows have that key value without actually

expending the overhead to read every row.
– Reducing the number of times rows are accessed decreases contention for channel I/O.

• can perform partial key searches when only a high-order portion of the key value is known.
• If the key value is contained in several tables, performing an index search can reveal relationships among tables.

Designing Keys for Index-Only Processing

Design the keys so they can be used for index-only processing to gain performance improvements. To take advantage of
index-only retrieval when all of the data required by an application is not defined in the key, consider adding the additional
columns as low-order columns of the key, especially if these columns are not updated frequently.

Add and Delete Keys Faster

The ability to add and delete keys faster, helps you meet 24x7 operational requirements because it substantially reduces
outages caused by time lost in adding another key to a table or removing a key from a table. Adding and deleting keys
faster also has a time-reducing effect if an existing key definition changes in a way that requires the existing index to
be rebuilt. While not as significant for tables with a small number of rows, large tables with many rows can anticipate
significant savings in wall-clock time, with regard to rebuilding the index for an area with a table with a key change.

Adding and deleting keys faster can also save much of the CPU time required for executing the RETIX function of
DBUTLTY. The enhancement first determines which key definitions were changed in a way that requires their rebuilding
after the cataloging of the database. The information gained is then used by the index rebuild function of RETIX to rebuild
only the key definitions that changed, not wasting time with any key definitions that were not changed.

Catalog Key Definition Change Detection

During the catalog, if the table has not changed in a way that requires a LOAD of the data, the key definitions are
compared for changes. The comparisons are based upon the key name. The new (or replacement) key definition status is
set as "not loaded," based upon the following reasons (if none of them are true, the status is set to "loaded"):
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• If a key name does not match an existing key name and is therefore considered to be a new key.
• If the matching existing key definition has a status of "not loaded."
• If the key ID is not the same.
• If the index partition name has changed.
• If the option of a binary zero or all blank key value is to exist in the index.
• If the total field length is not the same.
• If the total key length is not the same.
• If the key is changed from or to relative record.
• If any field in the key has changed from or to type sensitive.
• If any field in the key has changed from or to decimal.
• If any row position in the old key is not equal to the same row position in the new key. That is to say, if the old key was

10 bytes of data from row positions 5,6,7,8,12,13,14,2,25,26, the new key must have these same positions in the same
order.

• If any field in the key has changed in its type.

NOTE
SQL DDL statements cannot be used against a table in a database that is defined as virtual. To drop Master Key
and Native Sequence Key definitions from the CXX, the only SQL DDL statement that can be used is the DROP
TABLE statement.

Key-Level Status Indicator

There is a key-level status indicator whose use is virtually transparent to users. You can proceed as in previous releases
with the execution of the same DBUTLTY functions after key definition changes.

The table-level index status indicator that existed in previous releases still shows whether the index is loaded for the
keys of the table. The table-level indicator has the same meaning as before and also is processed the same. FORMAT 3
databases, used with Version 15.0, like FORMAT 2 can use the key-level indicator to detect the following conditions:

• loaded
• not-loaded

Changes required during the cataloging of a database from  sets the table-level, index-loaded indicator using the same
rules and processing as in previous releases. Any change to key definitions marks the index as not-loaded. The key-level
status is set so that unchanged, individual definitions retain the key-level status indicator that existed before the catalog.
For example, adding a new key definition to a table with several currently loaded keys retains the loaded status of the
original keys and sets only the status of the new key as not-loaded. The deletion of one key does not affect the loaded
status of other key definitions. As in previous releases, you cannot open a table that has an index status of not-loaded.

Adding an Index Entry to an Open Table

New index entries (key definitions) can be added (cataloged by ) to a  table while that table and the database in which it
resides remain open. Index entries can also be deleted while a table is open. Adding and deleting index entries while a
table is open supports 24X7 operations.

In  the KEY occurrence can be added to a test version of the structure or added directly to the PROD TABLE occurrence
prior to using a 1000 APPLYCXX transaction. The 1000 APPLYCXX transaction is used for a number of things, including
the 24X7 key addition or deletion process that allows you to add or delete a key for a database that is already open and in
use by applications.

A table being open means that the table is open to any number of user applications. The executing applications are
unaffected by the index addition until:

• after the addition is complete, and
• the new index entry is available to either in-progress applications or to new applications that then start.
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A  key addition catalog function adds keys to tables in a 24x7 environment. The 24X7 key addition catalog exists in
addition to a full database catalog. You are generally allowed to add a new key to a table while the table is open to user
applications. The addition of the key definition is committed when accepted. The actual scan of the existing data rows is
done asynchronously to user applications. The added key is made fully available when it has been completely built.

The key, when accepted, is added to the CXX and, if reported upon before being fully built, has a key status in the CXX
report of NL AD, meaning not loaded but in the mode to either be added or being added. A key in NL AD status is not yet
available for reading, but it fully participates in index maintenance during any row additions, updates, or deletions, that is,
a key in NL AD status participates in the execution of ADDIT, UPDAT, or DELET commands.

Restrictions to using 24x7 key additions are as follows:

• The table with the key must be in a loaded status with its index in a loaded status.
• There can only be one physical MUF enabled.

A MUFPLEX shadow that is not enabled is acceptable. Two or more MUFs enabled as part of a MUFPLEX is not
acceptable. If running as a MUFPLEX, you cannot add a key as part of 24x7 processing. To add a key in this case, do
the following:
a. Close the database.
b. Catalog the database.
c. Execute a DBUTLTY RETIX function with MINIMAL=YES to read the data and construct the key values.

• The table must be in an area that was loaded as a URI area and have SORT= as a value greater than zero (0). URI
areas and SORT= greater than zero are best practices.

• The database containing the table must be set with the MUF default ACCESS OPTIMIZE and not set as ACCESS
NOOPT. The ACCESS OPTIMIZE choice is a best practice.

• The index area to contain the new key must currently be initialized. If the key area is not the IXX and is not an index
area containing another key, it must have been subject to the DBUTLTY function PREINIT to have been initialized
before existing and to have its information provided by the CXX list for PREINIT areas.

• The table with the key cannot be in a database that is currently defined as VIRTUAL.
• The key cannot be set as the Master Key for the table.
• The key cannot be set as the native sequence key for the table.
• The key cannot be set as part of an SQL constraint.
• The key cannot have the same name as another key in the table.
• The key cannot have the same key ID as another key in the table.
• The key cannot be considered the partitioning key for the table.

A key status of NL AD does not prevent the table from opening. If the user chooses to close the database and run a LOAD
for the area that contains the key, or if a RETIX function is executed for the area, the key that is being added is processed
by the LOAD or RETIX in the normal fashion and the AD (adding) status in the CXX report is removed.

The 24X7 key addition process reads every row in the table one by one with a row lock as the key is constructed and
added to the index. The time to completely accomplish the key addition is based upon the number of rows in the table.
The time to finish is less than but nearly equal to the time a user application takes to read the rows of the table in Native
Key sequence.

The execution of the addition or deletion occurs in a MUF System Task area with a JOBNAME of ***DBKEY. The
***DBKEY area is dedicated to 24x7 asynchronous index definition additions or deletions.

NOTE
***DBKEY is reported in the JOBNAME of the DBUTLTY COMM STATUS report.

The task area has a Jobname of ***DBKEY. Individual keys are added to a list of work to be done when a 1000
APPLYCXX batch transaction request is processed by .

When an entry is added to the list of work to be done, the system task is scheduled. At the start of the asynchronous
processing for an individual key, the system task opens a URT for the table that is involved. The URT is subject to normal
ACCESS rules. After the table is successfully opened, the index work associated with the addition or deletion of the key
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is processed. When the index work is complete, the key is added or deleted from the CXX and the URT is closed. The
system task then processes the next key entry in the list, if there are any.

A module named DBKEYPR processes the asynchronous key maintenance. DBKEYPR is eligible for NEWCOPY

If an addition or deletion request is executing and you want to stop the process, the addition or deletion process can be
subjected to a DBUTLTY REQABORT function. An executing addition or deletion request is also interrupted if a MUF EOJ
is issued. If an executing addition or deletion is stopped, the addition or deletion process for the key definition is restored
to the list when the first URT for the table is opened for non DBUTLTY processing in MUF.

In processing the key definition item, the system task has messages that reflect the start and end of each definition and
other useful information.

The asynchronous key addition process includes populating the unique key value statistics for the new key. These
statistics are used by SQL for join optimization and reported by running a TYPE=G IXX report.

The DBUTLTY VERINDEX function report shows the status of individual keys in a column labeled STATUS, following the
ERROR COUNT column. The STATUS column represents the status of an individual key, listing the same values as a
CXX report lists for the key. Most keys have a status of LD for loaded, but keys that are in the process of being added
or deleted have a STATUS of NL AD (not loaded adding) or NL DL (not loaded deleting). A key that is in the process of
being added or deleted is reported in VERINDEX with a MATCH_COUNT of 0 and is effectively skipped. Following is an
example of the VERINDEX report:

KEYID   KEYNAME   MAST   MATCH_COUNT   ERROR_COUNT   STATUS

    2     TST02      Y         40000             0   LD    

    5     TST05      N             0             0   NL AD  

Deleting an Index Entry from an Open Table

Version 15.0 supports 24X7 operations by allowing an index entry (key definition) to be deleted from an open  table. A 
attribute, KEY-USAGE, can be used to deny access in 24X7 real time to the key definition to be deleted. Index entries
can also be added while a table is open. A designation of open for a table means that the table is open for use by any
number of user applications. The deletion or addition of a key to an open table is designed to prevent any effect upon the
operation of any executing applications that are using the table.

The alternate process for deleting a key definition requires an outage and involves the following steps:

1. Close the database containing the table with the key to be deleted.
2. Delete the key definition from .
3. Catalog the database.
4. Execute DBUTLTY with function RETIX, including the keyword MINIMAL=YES.

Before deleting a key definition by any method, make certain that no existing Record-At-A-Time (RAAT) program requires
using the key definition that is to be deleted. Ensuring that no RAAT program is using of the key is not always an easy
task, but it is an important step. You can query the Dynamic System Table DIR_KEY field USES_RAAT, but if the count
is just under 4 billion, the number has reached its maximum stored value and is not useful in determining key usage.
The "uses" counts are reset during a DBUTLTY function LOAD of a data area, a RETIX function execution of a data area
(without KEYNAME=), and during a CXXMAINT function execution with the following options specified:

CXXMAINT OPTION=ALTER,OPTION2=RESET_KEY_USES,DBID=n

Accounting can also be used to track a key name usage. After verifying that no RAAT program usage of the key exists,
you can test the deletion of the key definition by using the  KEY-USAGE attribute.

You can set the  KEY-USAGE attribute to N (no access). With KEY-USAGE N, neither single record-at-a-time (RAAT)
access programs nor CBS SAAT (Compound Boolean Selection Set-At-A-Time) programs nor SQL programs can use the
key. RAAT programs generate a return code 03 to tell you if an invalid key name is detected on a new request. In SAAT or
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SQL programs, a missing key is ignored on new requests, but a SAAT or SQL program that currently uses the missing key
can run noticeably slower than before the key had its KEY-USAGE set to N.

You can consider setting an N (none) as the KEY-USAGE to be a logical (test) deletion that allows a decision-making time
period before the key is physically deleted. A key used in a production environment that has existed for decades or even
years could require an extended decision-making time period to ensure it is not needed by rarely executed programs. In
a test system, however, the status might only need to be tested a short period of time.  cannot, of course, help make site-
specific determinations for you.  honors your request and physically deletes a key at any time the KEY-USAGE is currently
set to N.

During the logical (test) deletion, if you discover the key undergoing the test deletion needs to be restored, so that a
program that uses that key can execute, the key can be quickly restored and made available by setting KEY-USAGE to
allow the key to be used by RAAT, either with or without CBS and SQL.

After a test deletion using KEY-USAGE set to N has been in place a sufficient time, the full deletion process can start. The
process involves the following steps:

1. As previously discussed, KEY-USAGE should already be set to N (none). If, however, KEY-USAGE has not yet been
set to N, set KEY-USAGE to N now.

NOTE
There are consequences to preventing the usage of a key that is being used by a currently executing
program.

2. To drive the 24x7 execution, use batch  with a - DEL header transaction and APPLYCXX to delete the key definition.
3. performs validation and accepts the request as ‘committed’.
4. continues with a full delete of the key definition.
5. schedules the actual delete process in parallel with access to the same table and database by user applications.
6. After the index area is fully updated to remove all the individual index values, the key definition is removed from the

CXX.

The execution of the deletion or addition occurs in a MUF System Task area with a job name of ***DBKEY. The ***DBKEY
task area is dedicated to 24x7 asynchronous index definition additions and deletions.

NOTE
***DBKEY is reported in the JOBNAME of the DBUTLTY COMM STATUS report.

Restrictions require that the MUF reject requests for the deletion of a key definition for the following reasons:

• If two or MUF’s are enabled in a MUFPLEX (a Shadow MUF is not enabled and so can be present). The database
outage option is available to users who require the simultaneous execution of multiple MUF instances.

• If the database containing the key definition was defined in the MUF startup option ACCESS with the value NOOPT.

NOTE
A best practice is to always allow the MUF default of ACCESS OPTIMIZE.

• If the database containing the key definition is currently defined as VIRTUAL.
• For a Master Key or a Native Sequence key.
• For a key that is part of an SQL constraint.
• For a key in a table that is loaded with URI=NO.

NOTE
A best practice is to execute with URI.

• For a key in an area that was last loaded with SORT=0.

NOTE
A best practice is to use sorted LOADs.

Individual keys are added to a list of work to be done when a 1000 APPLYCXX batch transaction request is processed by
.

 839



 CA Datacom Administrating

When an entry is added to the list of work to be done, the system task is scheduled. At the start of the asynchronous
processing for an individual key, the system task opens a URT for the table that is involved. The URT is subject to normal
ACCESS rules. After the table is successfully opened, the index work associated with the deletion or addition of the key
is processed. When the index work is complete, the key is deleted or added from the CXX and the URT is closed. The
system task then processes the next key entry in the list, if there are any.

A module named DBKEYPR processes the asynchronous key maintenance. DBKEYPR is eligible for NEWCOPY

If a deletion or addition request is executing, the deletion or addition of the index area entries is subject to a REQABORT,
if the user has a reason to stop the process. An executing deletion or addition request is also interrupted if a MUF EOJ is
issued. If a deletion or addition execution is stopped, the deletion or addition process for the key definition is restored to
the list when the first URT for the table is opened for non DBUTLTY processing in MUF.

After the delete is confirmed, the key cannot be used for any  command. Maintenance to data rows does not have the
index updated to reflect changes.

In processing the key definition item, the system task has messages that reflect the start and end of each definition and
other useful information.

If a database is closed and is subject to a LOAD of the data area that contains a key set to be deleted, or if a RETIX
function of the area or database is done, the key is processed as part of the LOAD or RETIX. Also, if the index is subject
to an INIT, the key definition is also deleted.

The DBUTLTY function REPORT with AREA=CXX and not TYPE=A/I/K/P is considered the full CXX report. In the key
area under status that formerly showed LD for index loaded and NL for index not loaded, can now have NL DELING to
indicate that the index is not loaded and is being deleted.

A key set to this 24x7 form of deletion cannot be accessed by user programs and cannot be subject to participation
in maintenance requests. That is, the key name and key ID can be used for a key definition in  and part of a database
catalog, but neither the key name nor key ID can be used in a key catalog (the 24x7 form of key addition) until the
asynchronous delete completes.

Designing Views, Dataviews, and Elements
In addition to the basic logical database structure of columns, rows, tables, and databases, applications can access
a logical grouping of columns to facilitate processing. Applications using SQL statements can define and access
views,  applications can access dataviews, and applications using  commands access elements.

  

SQL Views

A view is a logical representation of data from one or more tables, containing some (or all) of the columns and rows of the
table(s) from which it is derived. When a user issues an SQL statement to create a view WITH CHECK OPTION,  adds a
data record to the SIT Constraint Source table (SYSADM.SYSCONSTRSRC). This data record includes a column (TEXT)
which contains a source statement generated by  from the SQL source statement issued by the user. For a view WITH
CHECK OPTION, the TEXT column contains "WHERE where-clause-that-defines-the-view."

Since the Constraint Source table is accessible through SQL, you can use the  Interactive SQL Service Facility or
the  SQL Mode to display the constraints defined for an existing table, including constraints generated by a view defined
WITH CHECK OPTION.

  and CA MetaCOBOL+ Dataviews

A dataview is a logical view of data that allows call level requests to the data to be made independently of the physical
storage structure. A dataview can consist of an ordered set of non-overlapping elements that may be selected in any
order. The guidelines for selecting dataviews are the same as for selecting elements.
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NOTE
For details on defining dataviews, see the  or CA MetaCOBOL+ documentation and the  documentation.

  Elements

An element is the unit of transfer used between applications issuing  commands and . It consists of one or more
contiguous columns (FIELD entity-occurrences). An element should contain only those columns that an application
program uses at execution time. Each table has at least one element and no more than 255.

When to Define an Element

Define elements to meet the requirements of applications which issue  commands. Some applications require that each
column in a table be defined as a separate element. Other applications require that every column in a table be included in
a single element. In most cases, applications require something between these two extremes.

Defining each column as a separate element increases CPU processing time slightly and provides maximum flexibility
for accessing specific data within a row. If a group of columns are usually accessed together, however, no advantage is
gained by defining each as a separate element.

Defining all of the columns in a table as a single element can have hidden costs. For example, if the database is accessed
from a remote node in a distributed network, it costs more to transmit the entire row to the requesting node than to
transmit only the required columns.

Selecting Columns for an Element

When defining an element, group together columns that are frequently accessed together in applications. For example,
the street address, city, state and zip code columns of a customer table might be defined as a single element.

Always group compound columns together in the same element.

NOTE
 For tables created through SQL statements,  defines an element that includes all of the columns in the row. This
element allows access to the table by  commands. You can use  to add additional elements, if required.

Overlapping Elements

Two elements overlap when they have one or more columns in common. When defining overlapping elements, verify that
program logic does not update the common column more than once during a single execution.

With , when a column is in more than one element, use only one of these elements for a request, especially with the
UPDAT command. This rule is enforced by the  CATALOG DATAVIEW command.

An ADDIT or UPDAT command fails if the element list indicates that the work area is larger than one record length.

Designing Data Areas
Once you have designed the logical structure for a database, you must consider the physical location of the data. The
tables (up to 240) which logically comprise a  database are physically contained in data areas (data sets). Each data area
can contain one or more tables and each database can contain up to 240 data areas.

The physical location of tables is transparent to the programmer. However, the placement of tables in areas and the
management of data areas can optimize system performance and storage utilization.

Assigning Tables to Areas

You can assign several tables to the same area or each table to a separate area.
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Co-Locating Tables

Placing multiple tables in the same area can increase processing speed when applications normally access the tables
together.

For example, consider the database described in . Since the Purchase Order Header (POH) and Line-Item (POL) tables
are accessed together, they are in the same area and the POLI key is the Native Key for both tables.

Test Tables

Consider locating all test tables in one area. Since tables used for testing are usually small, ease of definition is more
important than efficiency. A table can be added to an existing area without null loading it or allocating space for a new
area. Specify the clustering option for this area without assigning a cluster key to cluster data at the table level. For a
discussion about data clustering.

Tables Created Through SQL

Issuing the SQL CREATE TABLE statement without the IN AREA clause creates the table in a default area specified
at Multi-User Facility startup. If a default area was not specified at Multi-User Facility startup,  uses the area
CASQLDEFAULT. Instead of using the default area, a user should consider the best location for that table. For example, if
the table is to be joined to an existing table, the most efficient location for the new table is the area containing the existing
table.

Determining Block Specifications

Unless Alternate Buffer Pools are specified, two data buffer sizes are supported: typically a large pool of "normal" size
buffers and a small pool of "large" buffers. Since most data buffers exist at the normal size, data buffer utilization is most
efficient when there is a site standard for data area block sizes. We recommend using a normal standard block size in the
range of 4K to 8K. Areas with this normal size or smaller use the normal data buffers. Areas with larger block sizes use
the larger buffers. The block size for each data area is specified in its definition in .

With Alternate Buffer Pools, it is possible to use a unique data buffer pool specifically tailored to an area with an unusual
block size. Before this is done, weigh the benefits versus environmental complexity, especially in tuning.

The minimum block size is the larger of 512 or the space required to hold the largest record (calculated using the following
formula with blocking-factor = 1).

If RECOVERY=NO:  (record-size + 4) x (blocking-factor) + 2

If RECOVERY=YES: (record-size + 12) x (blocking-factor) + 2

The maximum block size is the track size or 32760, whichever is less. The maximum number of records  places in a block
is 255 if the area is loaded without the Unique Row Identifier (URI) specified. When URI is specified, there is no limit on
the number of records that  places in a block. If defining a multiple table area, ensure the table with the largest record is
accommodated. For more information about URI, see Internal Row Identifiers.

We recommend using data areas with URI YES. Many features are not compatible with URI NO. Message DB02808I
alerts you to the existence of data areas specified with URI NO. Features only available with URI YES include the
following:

• Full protection of transaction boundaries
• Ensured ability to roll back transactions
• Ability to have multiple Index Areas for database
• Ability to dynamically extend during DBUTLTY LOAD and DBUTLTY RETIX
• Ability to use SQL to process tables in the area.
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With the area in Unique Row Identifier (URI) format, an URI is assigned during the addition of each new record. The valid
numbers are 1 to 4 billion(less 1). The number is incremented from prior additions but cannot reach a full 4 billion. For
most users, this maximum is of no concern because they have far less than the available maximum count. If a particular
case has an issue with having had 4 billion records between BACKUP (native) and LOAD functions of DBUTLTY, the area
is a candidate for the URI Reuse feature.

If a block has slack,  can use it to optimize performance. Currently, one byte of slack is used when available for non-
compressed tables. When many records fit in a block, it is desirable to pick a block size that allows a slack byte.

Reserving Slack in a Data Area Block

Specifying a value for the  AREA attribute, SLACK, reserves that amount of slack (free space) when adding records in
the data area block.  uses this free space to preserve the location of a compressed record when an update causes it to
expand, avoiding the overhead of moving it and preserving native sequence. For an explanation about compression, see
Data Compression.

ignores this attribute if you specify space management option 3 for clustering.

The SLACK attribute functions in conjunction with the SLACK= keyword of the DBUTLTY LOAD function which reserves
the space when DBUTLTY is loading data.

Reserving slack increases the space required for a compressed table. Therefore, when specifying slack, balance space
limitations against the need to maintain native sequence between reorganizations.

Internal Row Identifiers

offers two options for the generation of internal row (record) identifiers: to use or not use Unique Row Identifiers (URI).
You can specify the URI= option when loading a data area with the DBUTLTY LOAD function. For more information, see
Loading Data Areas.

We recommend that all areas be loaded in the URI format.

URI is required if any of the tables in the area are accessed with SQL or if any key in the data area is defined with
UNIQUE=Y. For more information, see Unique Values.

When a data area uses the URI option, every table in that data area must be defined in  with the attribute RECOVERY=Y.

Any AREA opened with a User Requirements Table that includes RRS=YES must be loaded in the URI format.

The following system areas must be loaded in the URI format. This includes standard databases for , accounting, and the
SQL databases for the default area and temporary table management, as follows:

• DATA-DICT -  entity-types and High-Speed Directory (HSD) -- default DBID is 2
• Accounting Facility Database (PRM Table) -- default DBID is 4
• Accounting Facility Database (Sample Accounting Tables) -- default DBID is 5
• DDD-DATABASE -  Data Definition Directory (DDD) and Schema Information Tables -- default DBID is 15
• Default Database for SQL-Created Tables -- default DBID is 16
• SQL Temporary Table Manager (TTM) -- default DBID is 17

Without URI Option

Without the Unique Row Identifier (URI) option,  assigns each record in a data block a unique ID number and uses the
combination of the block number and the record ID to identify a specific record.

Secondary exclusive control only applies when transaction backout is used. Records that are added, updated, or deleted
are held under secondary exclusive control until a COMIT, LOGCP, LOGCR, or CLOSE command is issued.

Without the URI option:
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• Secondary exclusive control of a record using a key value for an index that has changed only occurs if the read initially
waited for primary exclusive control.

• Records deleted are not held with secondary exclusive control.

With the URI Option

The URI=YES option is the default. With the URI option,  assigns each record in the data area a unique ID number. Since
the URI option makes the record ID independent of its physical location, using this option improves performance when
locating moved records and reduces the manual intervention required with recovery.

Converting Existing Areas to URI

Converting an existing data area to the URI option requires changes to any applications that access the data area with a
REDID or RDUID command.

Before converting to the URI format, ensure that the data area is stable. Any Recovery Files made prior to the conversion
cannot be used after the conversion.

Index Area Space

The URI option requires slightly more Index Area space. For more information, see Estimating Index Area Space
Requirements.

URI Reuse

URI numbers are in the range of 1 to 4,294,966,272 (4 billion minus 3072). They are assigned from 1 during a DBUTLTY
function LOAD unless the input is a physical backup where RECID=YES was specified. The next number is assigned for
each row added. Traditionally, the area is backed up and loaded with a frequency that ensures the numbers do not run
out. However, as more areas have strict requirements to be 24x7 and always available, the ability to perform the backup
and load functions could be lessened. Therefore, to ensure that rows can always be added, a need exists to reuse the
URI numbers of rows that have been deleted.

For each data area, you can optionally reuse URI numbers by using an option in . With the URI-REUSE option selected,
MUF notices when the URI number for an area is over 3 billion. At the first notice, a scan is scheduled to read the data
area in physical sequence, noting the URI values that are no longer present. An index of those values is added/updated
with the date when the numbers were found. This scan repeats approximately every 30 days. Over time, the index
acquires a history of URI numbers that are available for reuse and an age. When 4 billion numbers run out, the URI
numbers reused are in a first in first out (FIFO) by date process. The MUF restart process and the RECOVERY function
of DBUTLTY must be able to restore deleted rows. Therefore, to avoid a previously deleted row's URI number conflicting
with a reuse of the number, it is important that  not reuse numbers until sufficient time has passed. For this reason, it is not
appropriate to wait until numbers are at 4 billion to enable this option.

Exceptions:

• If the high URI is already at 3G or higher, MUF forces URI-REUSE to YES.
• If the URI number grows to 3G, MUF forces URI reuse to YES.

The  Implementation of this process by a user is controlled by the URI-REUSE attribute on the AREA entity-type:

• Type: Character
• Length: 1
• Valid Entries:

N - URIs are not reused. When the highest value for a URI is reached, the area must be backed up and reloaded.
Except that now MUF automatically forces the CXX URI REUSE setting to YES if the high URI value is at or becomes
3G.
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Y - URI values for deleted rows are reused dynamically.
• Default Value: N

Update Using:

Batch Transaction Online Panel
3002 transaction Attribute Maintenance Panel for AREA occurrence

The modification to the format of the 3002 Transaction is as follows:

StartingPosition Length Description
1 4 Enter 3002 as the transaction code.

(DDMAINT-REC-TYP)
54 1 (Optional) Indicate if deleted URI values are

to be reused. (URI-REUSE)
Valid Entries:
N* or Y
Default Value:
N*

The N* above reflects that the N setting can be set in Datadictionary as you choose. However, MUF forces its setting to
YES in the CXX if the current high URI value is at or becomes 3G or higher.

The process internally stores information in the IXX index for the database containing the area in two new key IDs, one
to record URI value entries and one for use with the DBUTLTY function RECOVERY. The amount of space in the index
should be small and not a concern in sizing the index.

Because of the index information, it is important that the URI-REUSE option not be set at first upgrade from Version 14.0
to Version 15.0. At that time, there could be some risk of a need to fall back to Version 14.0. Because URI-REUSE is only
known to Version 15.0, only enable the feature after there is no possibility of fallback to Version 14.0.

A maximum of one scan occurs at a time with others queued up as needed. The task area used is a reserved system task
area with job name of ***DBURI.

The scan is scheduled only if the following are true:

• The database is optimized.
• The database is not virtual.
• The area has the URI-REUSE attribute set to Y.
• The DBID does not have update users in multiple MUFs in a MUFplex environment. This last condition may be fleeting,

and once the database goes to a non-shared for update status, the scan can be successfully scheduled.

The scanning process aborts if either the area is physically closed, due to a COMM CLOSE or MUF EOJ, or if in a
MUFplex environment the DBID begins having multiple MUFs sharing it for update.

It is important that URI numbers for deleted rows not be reused for a ‘long’ time after the delete. If done too soon, it would
compromise the ability of a MUF to restart itself correctly. Also, users take backups of data areas that can be restored
weeks or months later, and the Recovery Files applied to the restored data area can be used to bring it back to current
status after a DASD error or a software error corrupting the data area. For this reason, the high order of the key for the
Free URI index is the date the URI was discovered to be available. The oldest discovered URI is reused before more
recently discovered URIs.

A line,FREE URI SCAN, has been added for each data area in the DBUTLTY TYPE=H Report. The FREE URI SCAN line
contains the date and time of the last successful free URI scan.
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Adding a row where the high URI is at the maximum is return code 94(096). Message DB02849 will also be issued once
per data area per open of the area. Format of message DB02849 is 'DB02849E - URI REUSE dbid area-name URI AT
MAXIMUM, NEED ACTION'.

There are diagnostic messages used in testing of the URI REUSE noted here only should it be necessary. They are
activated with MUF command DIAGOPTION 17,8,ON. The messages are DB02850I and DB02851I.

The existing URI REUSE index entries can be reported for support and debugging purposes. The specific details are not
documented, but the following example shows that entries do or do not exist. The report is DBUTLTY function 'REPORT
AREA=IXX,DBID=0397,TYPE=F,KEYID=39326' where the DBID=397 is replaced with the DBID needed. A small sample
output is:

AREA DATE RANGE MAP 

A01 20190528 000000 0000000000 0000000000 0000000000 0000000000 0000000000 0000000000
 0000000000
00000FFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFF00000 0000000000
0000000000 0000000000 0000000000 0000000000 0000000000 0000000000 FFFFFFFFFF
FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFF 
A01 20190528 000001 FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF
 FFFFFFFFFF
FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF
FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF
FFFFFFFFFF FFFFFFFFFF FFFFFFFFFF FFFF000000 000000 
A01 20190528 000002 * ALL ZEROS SO ALL URI AVAIL * 
A01 20190528 000003 * ALL ZEROS SO ALL URI AVAIL * 
A01 20190528 000004 * ALL ZEROS SO ALL URI AVAIL *

Data Area Space Management Options (DSOP)
Options 1 through 5 track and reclaim space made available by the deletion of records. Option 1, basic space reclamation,
is the default. Option 4 is the best practice recommended option if options 5 and 3 are not selected for specific benefit
reasons. The space management option you specify for a data area can affect the system's performance.  tracks a data
area's available space using its data space index.

Transaction backout requires deleted records be saved, making that space unavailable for reuse until task
commit.  removes this space from the supply of available space until a later commit, DBUTLTY LOAD, or DBUTLTY
RETIX frees it for reuse.

Space management information is maintained in the data block and in the Index. The Index information is pipelined, but
not logged. Therefore, when using space reclamation (options 1 -- 5), it is possible to lose free space after a Multi-User
Facility abend. You can use the DBUTLTY RETIX function with the KEYNAME=*DATA parameter to rebuild the data
space index, without performing a full RETIX on the area.

   

Dynamic Extend

  supports dynamic extend (DYNAMIC-EXTEND and DYN-EXT-TRACKS attribute-types) for all space management
options.

With space option 0 (see Option 0: No Space Reclamation), dynamic extend occurs when all blocks are full from the load
and any previous adds. Deleted space is not reused.

With space options 1 and 4 (see Option 1: Basic Space Reclamation), dynamic extend occurs when all blocks are full from
the load and any previous adds, and any available space from deletes has already been reused.

With space options 2 and 5 (see Option 2: Wraparound), dynamic extend occurs as in option 1.
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With space option 3 (see Option 3: Clustering), dynamic extend occurs when an empty block is required for an add and no
empty blocks exist. The area is not contaminated by putting rows of more than one cluster in the same block unless:

• Dynamic extend is not selected, or unless
• Dynamic extend can find no additional space.

Option 0: No Space Reclamation

When option 0 is specified for an area,  does not track space which becomes available through the deletion of records.
Deleting records results in unused space in the data area until you perform a reorganization. The unused space is not
available when new records are added. As new records are added,  places them at the end of the existing records in the
data area.

Option 0 is the best option for data areas that are accessed primarily in a sequential mode and have no (or very few)
deletes or that can be reorganized frequently. Systems that heavily use  read-ID commands can be forced to use option 0
because, with the other options, a read command issued after a record is deleted might receive a new record added in the
deleted record's place (unless using the URI option which prevents this problem).

The following image illustrates the data area space management option 0.

Figure 3: Data Area Space Management Option 0

Option 1 and 4 Basic Space Reclamation

  tracks space made available by the deletion of records and reuses that available space when adding new records. Since
the overhead for block selection is minimized, options 1 and 4 provide the fastest method of adding records to a table
while reclaiming available space to provide maximum file density. However, it does not preserve native sequence.

NOTE
 We recommend option 4 over option 1 because option 4 also provides an ‘empty block’ index. An empty block
index is of value when using the online reorganization DBUTLTY function OLREORG to reorganize open areas.

Use space management options 1 and 4 for data areas that are primarily accessed online in a random mode and which
have record deletions. (We recommend option 4 over option 1.)

The following image illustrates the data area space management options 1 and 4.

 847



 CA Datacom Administrating

Figure 4: Data Area Space Management Options 1 and 4

Option 2 and 5 Wraparound

  adds new data after the existing data. When it reaches the end of the data area, it returns to the front of the data area
and uses space made available by deletions.

Use space management options 2 and 5 in data areas where a high priority is sequential read-ahead retrieval using the
GETIT command. If an application tends to add records with high Native Key values and delete records with low Native
Key values, this option can preserve the native sequence and enhance sequential processing. (For details on the Native
Key, see Native Key.)

NOTE
 We recommend option 5 over option 2 because option 5 provides an ‘empty block’ index. An empty block index
is very valuable when using the online reorganization DBUTLTY function OLREORG.

The following image illustrates the data area space management options 2 and 5.

 848



 CA Datacom Administrating

Figure 5: Data Area Space Management Options 2 and 5

Option 3 Clustering

When specifying space management option 3 for a data area, you must also specify a cluster key. When  adds a row
(record) to a table in the data area, it places the new record in a block containing other records with the same cluster key
value. If that block is full, or if no other records exist with that cluster key value,  places the new record in an empty block.

If there are no empty blocks within the portion of the area occupied by existing data,  places the record in an empty block
at the end of the existing data. When an area has data in all allocated blocks, the blocks are possibly not all full and  can
select a location in which to add a new record, as follows:
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• If the record conforms to the criteria for an existing block,  adds it to that block if space is left.
• If no conforming space is left, or if there is no conforming block,  contaminates a data cluster by adding the record

anywhere sufficient vacant space remains.

The following image illustrates the data area space management option 3.

Figure 6: Data Area Space Management Option 3

Specifying a Cluster Key

With space management option 3,  uses cluster key values to determine which records are collocated within the data
area. The collocated records can belong to more than one table, provided their cluster keys have the same ID and value.
The cluster key is the high-order portion of the Native Key. (See Native Key for details on the Native Key.) The length and
ID for the cluster key are specified as attributes of the TABLE entity-occurrence. The number specified for the cluster key
ID must not be the same as any other access key ID.

Nulls in a Cluster Key

If the cluster key contains any columns (FIELD entity-occurrences) which accept null values, remember to account for the
null indicator when specifying the cluster key length. Add one byte to the length of each field which accepts null values.
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Clustering Options

When you specify option 3 for an AREA entity-type's SPACE-MNGMNT attribute-value, choose one of the following
combinations for each CLUSTER-KEY-ID and CLUSTER-KEY-LEN attribute-values in the  definition of each table in that
area:

 Cluster Key ID  Cluster Key Length  Results  When to Use This
Combination 

Blank Blank Records clustered together
within tables. Each block
contains records for only one
table.

 Note:  The Directory (CXX)
Report shows the cluster key
length as 3 because of internal
requirements. Do not attempt to
reflect this 3 in the cluster key
length in the  definition.

Use for small independent
tables, such as in a
development database.

Blank* or
unique within the data area

Specify a value Rows from each table
clustered separately by
the value contained in the
specified length. A single block
does not contain rows from
more than one table or rows
with different cluster key values.

Use this option when multiple
rows having the same cluster
key value in one table are
accessed together frequently.

Matching another table in the
area

Matching another table in the
area

Rows from tables with matching
cluster key IDs clustered
together by cluster key value.

Use this option when you expect
users to perform frequent joins
on two or more related tables.

NOTE
 If no ID is specified,  creates a unique cluster key ID.

Controlling the Number of Records per Block

When using the last combination in the preceding table, the cluster key length you specify can control the number of
records per block. For example, consider a Native Key containing the following fields:

Figure 7: Clustering - Native Key
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If the cluster key length is defined as 2,  places all of the records for each region in the same block. If the cluster key
length is 4,  places all of the records for each state in the same block. If the cluster key length is 5,  places all of the
records for cities in the same state and beginning with the same letter in the same block.

Preserving Clustering when Backing Up

When clustering two or more related tables in one data area, specify the same key ID for each table's Native Key. Unless
all of the tables' Native Key IDs are identical, a Native Key sequential backup destroys clustering.

The MASSADD function of DBUTLTY honors clustering, but the LOAD function does not. LOAD puts records in only
the current block or in the next block. If Native Key IDs match, then a BACKUP in native sequence followed by a LOAD
reorganizes the records in cluster sequence.

Preserving Clustering when Loading

When loading clustered data with the DBUTLTY LOAD function, specify CLUSTER=SPARSE which causes DBUTLTY to
load the data sparsely with each cluster to its own data block(s). When you are first establishing a multiple table clustered
area, use the DBUTLTY LOAD function specifying CLUSTER=DENSE to build the required format and sequence of the
input records to load the clustered area.

Preserving Clustering when Updating

When a  UPDAT command or an SQL UPDATE statement changes the value of a record's cluster key ID,  does not move
the record. To preserve the clustering, delete the record and then add it.

Options 4 and 5 Keeping Track of Empty Blocks

  keeps track of the available space of a data area using a special key ID in each DBID index. Data space option 1, basic
space reclamation, and 2, wraparound mode, do not keep track of which blocks are logically empty. Logically empty
means blocks that were used in the past but currently have all their rows deleted. Option 4 is similar to option 1, and
option 5 is similar to option2, except that both provide an empty block index.

If you intend to use the DBUTLTY function OLREORG to reorganize the data placement for more efficient sequential
processing, with the native sequence key, update areas defined with options 1 or 2 to use space options 4 and 5 instead.

Changing the space option does not affect the loaded status of the data area and is effective immediately following its
change in the CXX. If changing to a DSOP 4 or 5, we recommend running a RETIX KEYNAME=*DATA to rebuild the
space index, including the new empty block component of the space index; but running this RETIX is not required.

Rebuilding the Space Index

The space management options are built for maximum performance. During some multitasking conditions or system
failures, the space index can become out of perfect sync. You can rebuild the space index using the RETIX function of
DBUTLTY with the KEYNAME=*DATA option. This function executes only in the Multi-User Facility and can be run while
user jobs are performing reads and maintenance commands.

Rebuilding the space index involves scanning each block in the data area and forcing the space index (and counts) to
reflect values based upon current conditions. The number of blocks used and percent full does not vary from addition/
deletion processing, but the number of partial blocks can vary to some degree. During normal deletions, the delete of a
row presumes that a row can be inserted. During additions, a block is not considered full until an insert cannot be fitted
in a block and is rejected. These strategies were developed to maximize efficiencies when areas contain multiple tables
that have rows of different lengths and for all areas that contain any compressed tables. As one would expect, these
assumptions have the potential to occasionally count a block as having partial space when it in fact holds many rows or no
rows. The decisions to consider a block as having partial space for the utilities LOAD and RETIX, however, use different
criteria. In these cases, a block is considered to have space when:
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• It has room to insert one row (with slack) for the smallest row size of the tables in the area for non-compressed tables,
and

• It has 75% of row size for any compressed tables.

The rebuilding of the space index can occur while normal activities are occurring, because it does not lock the processing
but allows all other activities to occur normally. If maintenance occurs during the rebuild, the counts can be incorrect, but
this is normally only to a very small degree.

Reporting

Reporting of space information is found in the Directory reports, the full report and the TYPE=A report. The information
reported is from the Directory on disk and may not be accurate if the database is currently open for update. To ensure
current information, execute a job which opens and closes the database to be reported. The User Requirements Table for
this job should have OPTMIZE=NO.

The PARTIALLY EMPTY BLKS column on the TYPE=A report includes actions by currently running transactions. Space
for current transactions deleting records is not truly usable until the tasks commit.

Areas with multiple record sizes, such as compressed tables or multiple tables, have more data space fragmentation than
single record size areas.

Blocks that are partially empty are blocks that are not completely empty and probably have enough space to
accommodate the insertion of one or more rows. Because of this impreciseness, the space it represents is not included in
the percent full. The percent full reflects only the number of blocks which have been used at least once and are not now
completely empty.

Some space reporting information can be found in the Dynamic Systems Table, DIR_DATASET. Unlike the CXX report,
current information is always reflected in this table.

Space Management Options Compared

The following table indicates the order in which  checks for available space when adding a record.

• Option 0 - No Space Reclamation
• Option 1 and 4 - Basic Space Reclamation
• Option 2 and 5 - Wraparound
• Option 3 - Clustering

 Order in
Which  Checks for
Available Space 

 Option 0  Option 1 and 4  Option 2 and 5  Option 3 

Next available space 1 3 1 3
A block which is core
resident

1 5

A block which is partially
filled

2 2 6

A block containing
records with matching
cluster key value

1

An empty block 2
Dynamic extend 2 4 3 4
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Changing the Option Specified for a Data Area

When changing options, reloading the area is not required. If changing to clustering (option 3), a reload is recommended
to avoid having clustered data (the result of added records after the change) and non-clustered data in the same area.

NOTE
 Always be prepared to reload the changed table. Do this by taking a backup of the Directory (CXX), the DATA-
DICT database, and the DDD-DATABASE database before cataloging a changed table to the CXX.

• If you do not need to change any of the record formats or need to move tables between areas, back up the database
with SEQ=NATIVE, update the  with the clustering option and key changes, catalog to the CXX, and restore from the
backup.
If, after the catalog, the CXX has the table marked as NOT LOADED, you must reload it with DBUTLTY. If the Index
is marked NOT LOADED, you must run the RETIX function of DBUTLTY. If neither are marked, you do not need to
perform a reload.

• If you need to reformat the data or move tables to different areas, extract or back up individual tables instead of
backing up the entire database, INIT the areas after the  changes, and then load them back in.

• If you change the fields in the tables, you also need to do the data conversion on the extracted tables.

Defining Structures to Datadictionary
Before you can create the physical database, you must define the database structure in .

The following methods are available:

  

  Structure Maintenance Mode

The  online  Structure Maintenance Mode (DBMAINT) presents you a series of panels which prompt you for the
information required to define a database structure. This method is best suited to:

• Make a small number of additions or changes
• Adjust definitions
• Add or change a definition immediately

DDUPDATE Utility

The  update utility (DDUPDATE) allows you to define a database structure by submitting a stream of batch transactions.
This method is best suited for use when you are making a large number of additions or modifications or when you need to
make additions or modifications unattended during off-peak hours.

DDICF Utility

The  Input Creation Facility (DDICF) reads COBOL copybooks and creates DDUPDATE transactions for tables, columns,
and elements. You can edit these transactions to provide additional attribute specifications and add transactions for the
database(s) and data area(s).

Interactive SQL Service Facility

The  online Interactive SQL Service Facility allows you to issue SQL Data Definition Language (DDL) statements to
define tables, columns, indexes (keys) and views. (Databases and data areas must be defined through either the  online
DBMAINT mode or DDUPDATE batch utility.) When using SQL DDL statements to create a table, unless you supply the
IN AREA clause,  creates the table in the default database and area specified as a MUF startup option.

This method is best suited to:
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• Create a table quickly.
• Test SQL DDL statements which you intend to include in an application.
• Define a view using an existing table(s).
• Add constraints to tables or columns created through the  DBMAINT mode or DDUPDATE.

SQL Application Program

  can accept SQL Data Definition Language (DDL) statements directly from an application program. You can also include
SQL DDL statements in a query written in the SQL Mode of . These DDL statements can define tables, columns, and
views. (Databases and data areas must be defined through either the  online DBMAINT mode or DDUPDATE batch
utility.) When using SQL DDL statements to create a table, unless you supply the IN AREA clause,  creates the table in
the default database and area specified as a MUF startup option.

Use this method when an application or query needs to create a table or view as part of its execution. The table or view
created can be either a permanent table, available after the application completes, or it can be a temporary table which
the application removes before completing its execution.

Reporting on Structures

  provides a series of reports which you can use to examine the structures defined in your system.

Cataloging Structures to the Directory (CXX)
  does not use structure definitions entered into  until they are cataloged to the Directory (CXX). Structures defined using
SQL Data Definition Language (DDL) statements are immediately cataloged to the Directory.

 Cataloging Test Structures 

You can catalog structures in  TEST status and structures in PRODuction status. Cataloging a  database TEST structure
to the Directory allows testing the structure before making it the production version.  ensures that the TEST structure does
not overlay a production structure. SQL statements can access only cataloged structures in PRODuction status.

 How to Catalog 

You cannot catalog an open database.

NOTE
 If you need to catalog the CBS database, you must comment out the MUF startup option CBS, recycle the
Multi-User Facility, and run the CATALOG job. You then uncomment the MUF startup option CBS and recycle
the Multi-User Facility.

Before cataloging a previously cataloged database, you must issue a DBUTLTY ACCESS OFF command to prevent
the database from being opened and to see if it is now open. Use one of the following methods to CATALOG database
structures except the  databases.

• CATALOG function of the  online  Structure Maintenance Mode.
• CATALOG function of the  batch DDCFBLD utility or the DDUPDATE utility.

If you modify the definitions of any  entity-types or make other changes to the  databases, you must catalog them using
the BUILD function of the  batch DDCFBLD utility followed by the DBUTLTY CXXMAINT DDPROD function.

Creating and Maintaining Index Areas (IXX)
One Index Area is required for each database. The index allows any row (record) in the database to be retrieved based on
the content of the row.  places an entry in the index for each key within each row in the database (except a DIRECT key or
a nil key, see Designing Keys). Each index entry contains:
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• Key type (key ID)
• Key value
• Table to which the row belongs
• Logical row pointer within the data area for the table

NOTE
Note: For information about other index areas, see Multi-Dataset Index.

How  Selects an Index Block

logically groups each index block with other blocks. Each logical group contains one or more physical blocks that are
logically or physically chained together. The logical sequence of blocks in a group is not dependent on the physical
sequence of the blocks. The logical groups are the low-level blocks group and the high-level blocks group. Unused or free
blocks are classified as "never used" or "previously used". When  requires a free block, it selects the available previously
used block closest to the current logical block. If no previously used block is available,  uses a block from those never
used.

Low-Level Index Blocks

All the entries for a given key type constitute a logical group of low-level blocks.  sorts all entries in ascending sequence.
The number of blocks in the group increases or decreases, when necessary, to accommodate the number of entries being
stored.

High-Level Index Blocks

The high-level portion of the index enables the quick retrieval of the required low-level block.  makes one high-level entry
for each low-level block. This entry specifies the highest entry value contained in the low-level block.  places these entries
in a high-level group that it internally labels level 1. If multiple physical blocks are required to contain the entries in level 1, 
creates an additional level which it designates as level 2. Level 2 is then the highest level, and contains one entry for each
level 1 block. When multiple level 2 blocks are required,  creates level 3, and so on.

Allocating Buffer Space

When you allocate buffer space for indexes in the MUF startup option SYSPOOL, the second value allocates the upper
level(s) and the third value allocates the lower level. The lower level of the index is called the DXX.

You can dynamically add and delete buffer space with the additional buffer pools using the following:

• Console-like command BUFFER POOL COUNT
• Main buffer pool SYSPOOL using FLEXPOOL console command
• DBUTLTY function

There are also additional buffer pools available for use with index buffers, using the MUF startup option
BUFFER_POOL_DEF to define them (see BUFFER_POOL_DEF).

Estimating Index Area Space Requirements

To quickly estimate the size of the Index Area (IXX), calculate 5 percent of the data area requirements for each key. Actual
requirements vary depending on the length of each key and the amount of compression on the key values. Add to the
estimate enough space to accommodate anticipated growth. The use of cluster keys, Unique Row Identifiers (URIs), and
space management options 1, 2, 3, 4, and 5 require additional space (see Data Area Space Management Options).

NOTE
In SQL, when a table is dropped, all pointers for former rows in the table are removed from the index. A single
physical block remains, however, for the KEYID.

 856



 CA Datacom Administrating

Each new table create attempts to use a KEYID that has never been used by a prior table create. The first 999 table
creates therefore use KEYIDs 1 through 999. At sites that perform many table creates and drops, the index requires a
minimum of 999 blocks for these KEYIDs. The released KEYIDs can be reclaimed by running an INIT IXX followed by a
base-level RETIX.

Use the following guidelines to more accurately estimate Index Area space requirements.

Control Block

The first block of the Index Area is used as a control block only. The remaining Index Area blocks are for high-level or low-
level index blocks.

High-Level Block Space

Estimate that the high-level blocks require 5 percent of the number of blocks used by the low-level blocks.

Low-Level Block Space

Each block starts with block control information. The length of this control information is 32 bytes plus the length of the key
value. Following the block control information, each block contains index entries. Each entry consists of the following:

• Control Information:
5 bytes

• Key Value:
1 to 180 bytes
Duplicate trailing characters are not stored. For example, a NAME key of 50 bytes, which contains SMITH JOHN and
40 blanks, is stored without the last 39 blanks.
Within each block, leading characters which match the prior entry are not stored. For example, if the name SMITH
JOHNNY follows SMITH JOHN, the second value is stored as only NY.

• Pointer Values:
Each key value is followed by one or more pointer values. The length of each pointer value is:
Without URI: 7 bytes
With URI but no Shared Key IDs: 8 to 9 bytes
With URI and Shared Key IDs: 8 to 10 bytes

The space after the entries is slack and available for additions. The amount of slack space in each block varies according
to index additions and deletions. For estimating purposes, assume that each block is 75 -- 85 percent full.

When you perform maintenance through the DATACOM or CBLDBMS entry points,  maintains some historical information
in the Index Area blocks until the job mix completes. This requires a small amount of additional temporary space in the
Index Area block.
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Equations For Calculating Index Area Space

Equation Explanation
a = (bs - 32 - lk) x pb a

Average usable space per block
bs
Block size: 3860 bytes for 3380s
4096 bytes for all other devices. (Note: you can INIT an index
using DBUTLTY with a block size of up to 8192. We recommend
you use the default value of 4096 for 3390s.)
32
Length of control information for block
lk
Length of key
pb
Percent of block remaining after space taken by cb and lk (use 75
to 85 percent)

b = 5 + lk - lc - rc + pl b
Average entry size for unique key values
5
Length of control information for entry
lk
Length of key
lc
Average number of bytes removed by compression of key value
on the left
rc
Average number of bytes not present due to compression of key
value on the right
pl
Pointer length:
For areas using URI: 9 bytes
For areas not using URI: 7 bytes

c = (b x nk) + (ek x pl) c
Total entry space requirements
b
Average entry size for unique key values
nk
Number of rows (records) with a unique key value
ek
Number of rows (records) with a synonym key value
pl
Pointer length:
For areas using URI: 9 bytes
For areas not using URI: 7 bytes

d = c / a d
Number of Index Area blocks for low-level
c
Total entry space requirements
a
Average usable space per block
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e = d x (.05) e
Number of high-level index blocks
d
Number of low-level index blocks

tracks = (d + 1 + e) / rt tracks
Total Index Area track requirement
d
Number of low-level index blocks
1
Control block
e
Number of high-level index blocks
rt
Number of records per track,
varies with device as follows:
11 for 3380
12 for 3390 (assuming the default block size of 4096)

Example Index Area Space Calculations

Example 1

Requirements 1 table
10,000 rows in the table
3380 on an z/OS system
1 20-byte key with no duplicate values
Index Area block averages 75 percent full
10 bytes of compression on the left but
No compression on the right
URI in use

Calculations
a = (3860 - 32 - 20) x .75 Average usable space per block = 2856
b = 5 + 20 - 10 - 0 + 9 Average entry size for unique key values = 24
c = (24 x 10000) + (0 x 9) Total entry space requirements = 240000
d = 220000 / 2856 Number of low-level index blocks = 84
e = 84 x .05 Number of high-level index blocks = 4
tracks = (84 + 1 + 4) / 11 Total Index Area track requirement = 8
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Example 2

Requirements 2 tables
2000 records in first table
8000 records in second table
3380 on an z/OS System
One 50-byte key with the same key ID for each table
Keys for the second table always match first table
Index Area block averages 80 percent full
25 bytes of compression on the left
3 bytes of compression on the right
URI not in use

Calculations
a = (3860 - 32 - 50) x .8 Average usable space per block = 3022
b = 5 + 50 - 25 - 3 + 7 Average entry size for unique key values = 34
c = (34 x 2000) + (8000 x 7) Total entry space requirements = 124000
d = 124000 / 3022 Number of low-level Index blocks = 41
e = 41 x .05 Number of high-level Index blocks = 2
tracks = (41 + 1 + 2) / 11 Total Index Area track requirement = 4

Creating Index Areas (IXX)

Allocating

The Index Area can be preallocated or allocated during the INIT AREA=IXX or PREINIT functions of DBUTLTY.

When using an FBA device, the number of physical blocks in each extent must allow complete logical blocks. To
determine this, divide the block size by 512. The extent must be an even multiple of the result. A block size of 4096
divided by 512 is 8, for example. Each extent must be a multiple of 8. The minimum number of FBA physical blocks is 48.

Initializing

After allocating the Index Area, execute the DBUTLTY INIT AREA=IXX function. The INIT function builds the control block
which contains the physical attribute information of the area including the block management information. This control
block is subsequently updated when maintenance is performed. The default block size is 3860 bytes for 3380s and 4096
bytes for all other devices. This default can be overridden when the IXX is being initialized by specifying the BLKSIZE=
keyword in the DBUTLTY function INIT AREA=IXX. Be careful about using a BLKSIZE larger than other index areas
because the MUF startup option, SYSPOOL, specified the largest index block size allowed the current MUF execution. A
recycle would be needed to make it larger. If you are using an alternate index buffer pool for this database, then the size
of that buffer pool is of concern. If utilizing multiple index areas for a database, all index areas must be initialized with the
IXX first and then the other areas with names starting with an I and ending with numbers 00-99.

The index can exist as one or more extents on one or more volumes depending on the requirements and limits of the
operating system. In an z/OS system, when initializing an existing data set (DISP=SHR or DISP=OLD), DBUTLTY formats
all currently allocated tracks for use. When initializing a new data set (DISP=NEW), if only one volume is provided,
DBUTLTY requests and formats the only primary allocation. If multiple volumes are provided, DBUTLTY requests
secondary allocations until space has been allocated on the number of volumes specified. The Index Area only needs to
be initialized once. Never reinitialize the Index Area when loading subsequent data areas, because previously created
index entries for the other areas are then lost.

To speed up the process of reloading an entire database or rebuilding the index for all data areas (DBUTLTY RETIX
function), reinitialize the Index Area prior to performing the first data area LOAD or executing the RETIX. The Index entries
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are created during the data area load process. It is not always faster to do the INIT function before the LOAD or RETIX
functions.

You must INIT the Index Area before performing a RETIX on a full database.

An index area for a database that does not currently exist can be initialized before the catalog of the database using the
DBUTLTY function PREINIT. A Multi-Dataset index area can also be subjected to a PREINIT either before or after the
database is created. In both cases, when a database is cataloged (or a new key is cataloged), MUF notes if a new index
area is being defined and, if so, searches for any PREINIT of that index area and, If any is found, is selected and set as
the index area (Data Set Name) and removed as a PREINIT area. The ability to PREINIT is part of a set of features to
allow 24x7 requirements of always being available to be achieved.

Linkage of Index Areas to Directory (CXX)

When you use DBUTLTY to INIT an Index Area (IXX) for a data area, that area is linked to the current Directory (CXX)
by name. If a Multi-User Facility, using a different Directory, subsequently tries to access that area, it generates an error
condition and issues a return code 43 -- No Valid Index, internal return code 002 (decimal) / 02 (hex).

This linkage provides protection against JCL errors, such as pointing to the production database, not the test database.
This is true for all area usage except the INIT function. The one exception to this protection is the DBUTLTY INIT function
which always writes on the file specified in the JCL. Therefore, use extra caution that the Directory in use and the Index
Area are correct when submitting an INIT request. To allow protection during an INIT function, the VERIFY=YES keyword
is allowed. If the index is specified with DISP=SHR, it opens and reads an existing index area and validates that it is an
index area for the right database and Directory.

The "STARTED JOB" message indicates the name of the Directory to which the job is connected:

DB00101I -- STARTED JOB-job-name NUMBER-run-unit CXX=cxx-name (SUBID=x) (SVC=yyy)

If an open error occurs,  reports the Directory name in the message:

DB00501E -- OPEN ERROR - RETURN CODE xxx (yyy) CXX=cxx-name
[SUBID=z] [SVC=www] [I=ss-tt-uu-vv] [CXXLINK=xxxxxxxx]

To assist you in correcting the problem, if the open error is one of the two return codes described above, the message
includes the name of the Directory to which the area is linked.

DBUTLTY LINK Function

The DBUTLTY LINK function allows you to link a data area or Index Area to a Directory (CXX) without performing the INIT
function. An example of when to use this function would be if you have renamed the Directory (CXX) or if you have used a
utility other than DBUTLTY to copy a data area from one Directory to another.

Extending the Index Area (IXX)

You have several options for extending the Index Area:

• The DYNAMIC-EXTEND and DYN-EXT-TRACKS attributes of a database definition allow  to dynamically extend an
Index Area in z/OS environments and in z/VSE environments if CA Dynam/D for z/VSE is present.

WARNING
For users of CA Dynam/D for z/VSE and dynamic extends, the possibility of z/VSE deleting your new extents
exists. When CA Dynam/D for z/VSE extends a data set, it uses the retention of the original dataset. If you
do not have a retention on the original data set, the default of the new extent is seven (7) days. To avoid
this situation you need to run a Directory (CXX) report, look for DYNAMIC EXTEND - YES on the report,
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and make certain those data sets have permanent retention on the DLBL or in the CA Dynam/D for z/VSE
catalog.

• The DBUTLTY EXTEND AREA=IXX function increases the size of the Index Area's data set without losing the current
information.

• Another method is to do an on-demand dynamic extend using the console or any of the console-like API choices. The
On-Demand dynamic extend allows a user-controlled extend in the MUF address space with the data base open for
other work or having the ability to be opened. The command is DYNAMIC_EXTEND.

• An alternate method if the DBUTLTY EXTEND function does not produce the desired results is to use a non- utility to
read the current index data set and copy it to the new extent(s).

Dynamically Extending an Area

In z/OS environments and in z/VSE environments if CA Dynam/D for z/VSE is present, an Index Area can be dynamically
extended when it becomes full. The dynamic extend applies to Multi-User Facility processing during additions to the
index. The dynamic extend feature may also be invoked during utility functions such as LOAD, RETIX, RECOVERY and
MASSADD. z/OS restrictions and CA Dynam/D for z/VSE restrictions about extending an area still apply, however. In z/
OS, dynamic extend can be supported when additional requirements have been met.

Use the  attributes DYNAMIC-EXTEND and DYN-EXT-TRACKS for a database to control Index Area dynamic extends.

DYNAMIC-EXTEND has possible values of Cylinders, Yes, or No, with the default being No. Review your JCL
specifications for all areas in each database before updating  with the Cylinders or Yes value and cataloging the database.
DYN-EXT-TRACKS has possible values of 0 -- 65535, with the default being 0.

NOTE
In spite of the word "tracks" in the name DYN-EXT-TRACKS, the number is the number of either cylinders or
tracks.

In a z/OS environment:

• If DYNAMIC-EXTEND=c/Y and DYN-EXT-TRACKS= is not zero, the dynamic extend occurs using the DYN-EXT-
TRACKS= value.

• If DYNAMIC-EXTEND=c/Y and DYN-EXT-TRACKS=0, MUF uses the amount of the secondary extent of the data set
as specified in a DD statement in the MUF startup JCL (if specified with a secondary allocation), or else MUF uses
the DSCB of the VTOC (if it provides a secondary allocation). Secondary allocation, however, is always used after an
area is opened. But if a directed (console-like) DYNAMIC_EXTEND is done, and it selects an override value for the
number of tracks/cylinders, this override remains and is used for any normal dynamic extends until the area is closed
and reopened.

The general rules of extend are that the secondary allocation must be satisfied in one through five extents on the volume
which contains the current last extent for the area. Also, the number of extents for the volume may not exceed 16. If space
is not available or if the number of extents are not allowed, the dynamic extend fails. Currently, the limit of maximum
volumes per single data set in z/OS is 59.

In z/OS, it is possible to un-catalog a data set and recatalog it with another VOLSER with that new volume available for
dynamic extends. This is not recommended because, if a DBUTLTY INIT function is done without removing the additional
volume, the INIT initializes space to include one secondary allocation on this VOLSER.

In z/VSE environments with CA Dynam/D for z/VSE, it is recommended but not required that the area also be supported
by Dynamic Allocation. hen dynamic extend is invoked, the data set is cataloged to the CA Dynam/D for z/VSE catalog.
This eliminates the need for you to modify JCL after dynamic extends have occurred. The dynamic extend feature under
z/VSE attempts to place the new extent on the same volume as the current last extent. If there is insufficient space, CA
Dynam/D for z/VSE requests either a reduced extent size or a new volume from the operator. Since, in z/VSE, the data
set is cataloged to CA Dynam/D for z/VSE by the dynamic extend feature, the data set name must be no greater than 41
characters to allow for the appending of the catalog option.
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Dynamic extending is not available for Virtual tables. For Covered tables, the space allocated during the first open of this
area for a given Multi-User Facility execution is used. Allocations using a percentage are not enhanced to account for the
additional space.

In z/OS, as an Index Area is opened,  notes whether the area is or was defined through JCL with the ability to have
an additional allocation or DYN-EXT-TRACKS has a non-zero value. If neither of these is true,  does not attempt to
dynamically extend the area. The decision is made at area open, so to change the decision all tables in the area must be
closed and when all are closed, then they can be reopened. This assumes some action was taken while the tables were
closed to provide for secondary allocations.

In z/VSE, an Index Area (IXX) is considered eligible for dynamic extend if the DYNAMIC-EXTEND attribute is YES and
the DYN-EXT-TRACKS attribute is not zero on the DATABASE entity-occurrence. In addition, CA Dynam/D for z/VSE
module DYNACC must have been link-edited into the DATACOM library as PHASE DBDYAPR (see the  Installation and
Maintenance for z/VSE documentation).

For dynamic extend to be effective, four actions are required:

1. The  attribute DYNAMIC-EXTEND must be set to Y for the database. For z/VSE, the DYN-EXT-TRACKS must also be
greater than zero. The attributes are on the DATABASE entity-occurrence.

2. The database must be cataloged to the Directory (CXX).
3. In z/OS, the JCL must be or have been properly done to provide for secondary allocations. In z/VSE, CA Dynam/D for

z/VSE must be active.
4. The environment must be such that the secondary allocations, when requested, can be satisfied per the z/OS or CA

Dynam/D for z/VSE and z/VSE rules.

At the time an area full condition (return code 8) would occur for an Index Area, further checking occurs. If the area
definition disallows dynamic extends or, in z/OS, the area at open did not provide for secondary allocations or, in z/VSE,
the DBDYAPR phase is not present, then the return code is presented and the request stopped. Otherwise, the area is
reopened in a manner that requests allocation of a secondary extent.

If this succeeds, the new space is formatted and made available to the application. If the extend fails, the area is marked
in the Multi-User Facility as not extendable and the application gets the return code. An area marked not extendable is not
retried unless the Multi-User Facility is recycled or all tables in the area are closed (at one time) and reopened.

When an area is full and  is attempting to extend it, all applications performing an add of a record wait for the dynamic
extend and formatting of the space. If records are deleted in this period, the new adds may complete without the wait.
During the dynamic extend the task doing the extend is active. Any other task waiting waits for a LOCK with a value of
'DBSDCBaaabb' where aaa is 'IXX' and bb is the database ID in binary form.

If an extend cannot be done with the preceding requirements, the database would have to be closed and a DBUTLTY
EXTEND function performed or other actions done which would allow the extend to work after the database is reopened.

If a dynamic extend is successful, the following message is produced:

DB01701I - DYNAMIC EXTEND OF AREA aaannnnn ENDED, TRACKS BEFORE: nnnnnn, TRACKS AFTER:
nnnnnn.

If a dynamic extend is attempted and fails,  issues a console message:

DB01702I - DYNAMIC EXTEND OF AREA aaannnnn HAS FAILED.

No message occurs if the area fills and the  attribute DYNAMIC-EXTEND is set to No, or if the area was opened without
support for secondary allocations. In addition, in z/VSE no message occurs if the DYN-EXT-TRACKS attribute is zero or
the DBDYAPR phase is not present.

Some user areas may also be designed in a way in which dynamic extend is not desirable. If an area has tables where
an application program does ADDITs or INSERTs until the table is full and then manipulates the records added, that area
should not be extendable.
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DBUTLTY EXTEND Function

z/OS Systems

The EXTEND function of DBUTLTY opens the area in a sequential mode and requests a secondary allocation at the
end of the current extent(s). Prepare the JCL to z/OS specifications, defining how much secondary space to acquire and
where to acquire it. Specify the DISP= parameter as OLD or SHR.

You can use dynamic extend only if the area was defined with secondary allocations on the same volume as the last
extent.

You can add a new volume serial number to the EXTEND AREA=IXX JCL only if the EXTEND allocates space on the new
volume. When adding a new volume, manually un-catalog all volumes of the Index Area and then recatalog.

z/VSE Systems

Change the JCL to increase the size of the last extent or add an additional extent after the current set. Unless you ensure
that no changes are made to the placement of the current extents, the index can be destroyed.

Alternate Method for z/OS or z/VSE Systems

Use this method if the DBUTLTY EXTEND function does not produce the desired results. Use a non- utility to read the
current index data set and copy it to the new extent(s) which must be either the same size or larger. If the new extent is
larger, run the EXTEND function of DBUTLTY to format the additional space. Use the INIT function to change the device
type or reduce the index size.

Impact on Recovery Processing

Extending the allocation for the Index Area does not affect any recovery processing when  functions are used for the
complete recovery process. If your site uses non- processes, such as a file copy, as part of the recovery process, ensure
that your process allows for a successful and complete recovery.

Rebuilding the Index Area (IXX)

The DBUTLTY RETIX function rebuilds the index entries for a database or a given area in the database. RETIX reads the
data area(s) in physical block sequence and rebuilds the index entries. The function runs faster and produces a better
Index Area when executed for the entire database.

To rebuild the Index Area for an entire database, you must specify the SORT= option and have enough DASD space or
memory available to sort all index entries in the database. When rebuilding the index entries for a single data area, you do
not specify the SORT= option, but we recommend it for performance. RETIX without SORT first deletes any index entries
pointing into the specified data area.

Use RETIX when an index is physically destroyed or when a key has been redefined (deleted, added, or redefined using
existing fields).

Rebuilding a Physically Destroyed Index

Allocate and initialize the new Index Area (IXX) data set. Execute the RETIX function with control statements for each
data area accessed by the Index Area being restored or the database

Do not run any other function of DBUTLTY against the subject database while RETIX is executing.

Redefining a Key

After you have completed all  and Directory maintenance, executing the RETIX function of DBUTLTY is the last step when
adding a new key (defined from an existing column), modifying a key's definition (adding or deleting existing columns), or
deleting a key.

If changing the length of a key or removing a key, run the REMOVE function, then run the RETIX function.
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If the RETIX is run due to a ,key definition change, it is, more efficient to specify MINIMAL=YES, which causes the RETIX
to process only the portion of the index dealing with the changed key(s).

The DBUTLTY function REPORT with AREA=CXX and TYPE=I can be used to show the changes done during a 
CATALOG function with the status of tables and any index keys not loaded.

Reporting About the Index Area

The REPORT IXX function of DBUTLTY produces reports about the Index Area. These include:

• A report of the number of records in each table of a database which are indexed by their associated keys. The report
can be requested in either table or key sequence.

• A dump of the Index Area associated with a specific key or a dump of the high-level portion of the Index Area
associated with a specific key. These should be produced at the request of Support only.

• A report on the number of records in each table of a database that have unique values for a key field or a combination
of key fields.

Index Swap Overview
The index swap was designed to address the need of users for 24x7 database processing. Index swapping also
addresses a need for being able to move a key definition from one index area to another index area, for example, moving
a key definition named PAYKY from residing in the IXX index area to a Multi-Dataset Index area named I22.

The requirements associated with index swapping allow Database Admistrators to tune processing for a table without
changing the user applications that employ RAAT, SAAT, and SQL access to the data. Tuning in this case is to move the
index definition, causing the index values to be in a data set that can be optimized. For example, moving one of 5 keys
with high performance requirements into its own index area to give it possibly less index levels, thus speeding all access;
or to allow this key to be in an index area that can then be subject to COVERED to lessen I/O.

The swap process does not involve changing the definition in ways that make it different from the viewpoint of user
programs, such as adding or removing fields of the key. In this regard, the following restrictions apply:

• The DATACOM-ID attribute value of the two KEY occurrences must not be equal or an error is generated.
• The two KEY structures in  must contain the same fields in the same order or an error is generated. This implies the

LENGTH attribute values must be equal or an error is generated.
• The ORDER and DATA-SENSITIVE attribute values must be the same for each field in the two keys or an error is

generated.
• The following attributes will be functionally swapped:

– DATACOM-ID
– INCLUDE-NIL-KEY (except if the replaced Key is defined as MASTER-KEY and/or NATIVE-KEY = “Y”. An error is

generated if this is attempted.)
– KEY-INDEX-NAME
– UNIQUE

• All other attribute values of the two KEY occurrences remain as they were before the swap.

The index swap process starts with a user defining a new key definition, similar to the existing one, to be moved where the
new key is to have a different key name and a different key ID. It is expected to be in a new index area, but that is not a
requirement, so that it would be possible, if desired, to change a few other fields of a key definition. The new definition is
cataloged in the 24x7 way and needs some time to become a fully functional new key in the database. The new definition
being set to no KEYUSE prevents RAAT or SAAT or SQL from using the new key using the new name. After the new key
has been added completely and is fully available, the key swap can be done. This is a near instant process. After the key
swap, all running user programs continue to use the original key definition. In the next physical MUF to execute, such as
a Shadow MUF enabled as part of a migration or a primary MUF failure, or simply a new MUF replacing one set to EOJ or
terminate, the swap allows all user programs to access the new key definition as it would have the old. This occurs during
a close and reopen of the database if this non-24x7 event were to occur.
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Once the applications are using the new swapped key, the old key that has the new key name and ID should be set to be
deleted in the 24x7 way.

The swap process allows the movement with no outage or no new outage or, for some, could be done with the short
outage of a database close/open.

The key swap requires the table and all key definitions to be in LOADED status.

This process allows the index area name to change, the UNIQUE option to change, and the INCLUDE-NIL-KEY option to
change, all with the table open for processing and no risk to functionality of user programs.

The functionality of this feature is limited to KEY structures containing the same fields. For more information, see the
information about the 1000 SWAP batch transaction .

From the CXX point of view, two keys are involved. The first is the existing key (expected to be in use) and the second
is the replacing key (expected to be not in use). Information in the CXX for each key remains the same except for items
that are part of the swap. The replacing key should be set to "no usage", but a "no usage" setting is not checked for and
therefore is not strictly required. The existing key and replacing key must be loaded to participate in a swap, and neither
key can be a relative record key.

Processing is as follows:

1. The key ID is swapped. The swapped key IDs need not be the same.
2. If the existing key is neither the Master Key, the Native Sequence Key, nor a Unique Key, the key include (KEY INC)

value is swapped. The swapped values need not be the same.
3. The unique value is swapped. The swapped values need not be the same.
4. The index area name is swapped. The swapped names need not be the same.

Multi-Dataset Index
Beginning with r12, a database can have a Multi-Dataset Index to enhance the performance of databases that have
multiple key IDs and a large number of records. The Multi-Dataset Index feature is invisible to user application programs
and is therefore a choice made by a Database Administrator. This feature allows users to define, by KEYID, into which
index area each key is to be placed.

The Multi-Dataset Index feature is provided at the key ID level, not at the key value level. For a given database, the
number of unique key IDs for all tables is the maximum number of Multi-Dataset Indexes that can be defined. The Index
Area (IXX), or any Multi-Dataset Index, can have one or any number of key IDs. The number of unique key names is not a
factor in a Multi-Dataset Index.

Following are some benefits of being able to have a Multi-Dataset Index:

• If the database is very large, and if a DASD outage required one index area to be rebuilt, having a Multi-Dataset Index
makes the DBUTLTY functions INIT and RETIX complete faster with less CPU and I/O.

• The CXX report provides the number of index levels. If the database is large, it can allow fewer index levels. Having
fewer levels saves CPU time and I/O during every search of a row that is "random" (from the top). It would have no
affect on CPU or I/O during sequential "next" processing. If a database had only a few records, the CPU and I/O would
be increased a small amount.

• If the one key ID in a database is used to access the data by applications where performance is crucial, another
feature that is available at the area level becomes a tuning choice. COVERED is that feature, where the blocks of
an area can be privately saved in a buffer pool dedicated to the specific area. This is helpful when all blocks needed
cannot fit into the common buffer pools that can contain the index blocks.

Contents
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Enhancements and General Implications

To implement this feature, use the  attribute to the KEY entity-type called KEY-INDEX-NAME. It is a 3-character attribute
that defaults to IXX. It can be set to IXX, or it can be set to Inn where nn is a number from 00 through 99. The name is
used as the first 3 positions of the DDNAME (z/OS) or DTFNAME (z/VSE).

The index IXX data set always exists and is always used for the space management index entries and URI index entries.
No data area can exist in the same database with the same name as the Multi-Dataset Index area name. For example, if a
database already has areas I00 -- I99, the feature would not be possible for that database.

The  KEY entity-type attribute is KEY-INDEX-NAME, which is maintained as follows:

• In DDOL, using the Attribute Maintenance Panel for the KEY entity-type.
• In batch , using the 5000 transaction in positions 26 -- 28.

If there are multiple key definitions in the database that share one Key ID, we recommend that the  VERIFY function be
performed on the DATABASE Structure. This ensures that all KEY occurrences with the same ID are defined in the same
data set.

During the catalog of a table, these key definition options are pushed to the CXX and reflect individual information about
the Multi-Dataset Index data sets. The  options that relate to the index apply to every Multi-Dataset Index. For example, if
dynamic allocation is set for the IXX, it is also set for every Multi-Dataset Index. The information currently stored, defining
the IXX and its contents, has to exist for each index data set. This involves changes to the CXX structure and reporting in
both DBUTLTY and the Dynamic System Tables.

This feature causes the Inn index data sets to work similarly to the IXX, for most purposes. A few differences exist,
however.

WARNING
Before defining a database with multiple index areas, carefully review the special rules to make certain all of
those rules can be met.

The size of the total index blocks grows only with a few additional, high-level IXX blocks.

Performance benefits of a Multi-Dataset Index are as follows:

• Possibly fewer index levels
• Ability to COVER index at level of KEYID

DBUTLTY Keyword IXXAREA=

The DBUTLTY functions that use the AREA= keyword, with the IXX value, use AREA=IXX mostly to indicate that it is the
index to be processed, as opposed to a data area or system area such as the Directory (CXX). For databases that have a
single Index Area (IXX), the terms "index," "index area," and IXX are functionally the same, and if DBUTLTY functions that
allow AREA=IXX are executed with a DBID that has a single Index Area (IXX), the terms "index," "index area," and IXX
are the same, meaning that no changes are required to execute them.

If those functions are executed, however, with a DBID that has multiple index areas, including the IXX and one or more
index areas (Inn), the terms are not the same. The full index would be described using the terms "full index" or "all index
areas," and a specific index area that is one but not all would use "index area" or "index area (Inn)". This change in terms
is needed because the IXX contains some key ID values, and the Inn areas contain others. This situation has the potential
to seem a bit confusing because, in some DBUTLTY functions, AREA=IXX can indicate the full index of the one or more
index areas, while in certain other functions it can represents one part of the entire index.

Following is discussed the differences in DBUTLTY functions with regard to using AREA=IXX.

Consider the following DBUTLTY functions that allow AREA=IXX:
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• REMOVE AREA=IXX
• REPORT AREA=IXX,TYPE=A
• REPORT AREA=IXX,TYPE=B
• REPORT AREA=IXX,TYPE=G

For the functions just listed, index terminology refers to the index in its entirety with all index areas. These functions are
not able to distinguish the information contained in the various index area data sets. They perform the same with a single
Index Area (IXX) or multiple indexes.

In the following DBUTLTY functions that allow AREA=IXX, index terminology means the individual named area, not the
collection of index areas.

• CXXMAINT OPTION=ALTER,DSN=x,AREA=xxx
• CXXMAINT OPTION=ALTER,LINK=x,AREA=xxx

For the functions just listed, each individual area is processed as needed. The AREA= value could be an existing index
area or data area.

In the following DBUTLTY functions that allow AREA=IXX, index terminology means "index" but not all index areas.
Information is therefore also needed to provide information about which specific index area is meant.

• EXTEND AREA=IXX,IXXAREA=xxx
• REPORT AREA=IXX,TYPE=D,IXXAREA=xxx
• REPORT AREA=IXX,TYPE=E,IXXAREA=xxx

For the functions just listed, when the specific DBID specified has multiple index areas, the keyword IXXAREA= is
required to provide a specific index area name, indicating which single index area is to be processed. None of these
functions has a concept of "every" index area. In each of these functions, the keyword IXXAREA=xxx must therefore be
added, where xxx is one index area starting with the letter I and ending with either XX (an upper case double X) or a two-
digit number (nn).

NOTE
If the specific DBID has a single index area IXX, it is possible for the IXXAREA= keyword to be specified, if set
to IXX.

In the following DBUTLTY function that allows AREA=IXX, index terminology means "index" and can mean a specific
index area or all areas.

• INIT AREA=IXX,IXXAREA=xxx

For the function just listed, information also needs to be provided to identify which index area is meant. When the specific
DBID identified in the function has multiple index areas, the function requires the keyword IXXAREA= to provide a specific
index area name, indicating which single index area is to be processed, or IXXAREA=*** could alternately be specified,
indicating that each index area in the specified database is to be processed in turn. To these functions the keyword
IXXAREA=xxx must therefore be added, where xxx is one of the following:

• IXX
• Inn (the letter I followed by a two-digit number)
• *** (three asterisks)

NOTE
If the specific DBID has a single Index Area (IXX), it is possible for the IXXAREA= keyword to be specified, if set
to IXX or ***.

Special Rules for Databases with Multiple Index Areas

WARNING
Opening the index consisting of one area (IXX) or multiple areas is a singular event everywhere except during
execution of a DBUTLTY INIT AREA=IXX function. Every index area must have a successful OPEN for anything
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in the database to have a successful OPEN. For example, you cannot open a table or load an area if any Index
Area is not successfully opened. If a catalog is done adding a new index, the first and only order of business is
to initialize the new index area.

Special rules for databases that have multiple index areas affecting MUF or DBUTLTY are as follows:

• MUF ACCESS OPTIMIZE is required for databases that have multiple index areas.
• No table in the database can have the  RECOVER option set to NO.
• No single user execution against this database is allowed, even if enabled for other databases.

Special Rules for DBUTLTY Functions

Special rules for DBUTLTY functions using an index with multiple areas include the following:

• For the IXXAREA= keyword that has been added to some DBUTLTY functions for r12, IXXAREA= is required for
the functions to which it has been added where a database has multiple index areas. IXXAREA= is optional for the
functions to which it has been added where a database has a single Index Area.

• INIT AREA=IXX IXXAREA=IXX opens and initializes the IXX index area. If it is not initialized, it must be done before
any other function. As a special rule, it opens only the IXX index area.

• INIT AREA=IXX IXXAREA=Inn (not IXX) opens and initializes the Inn index area. If any Inn index area is not initialized,
after the IXX has been initialized, each Inn must be initialized before any other function. As a special rule, it opens the
IXX and only the specified Inn index area.

• INIT AREA=IXX,IXXAREA=*** opens and initializes the Index Area (IXX) and then, if other index areas exist, opens
and initializes them. The use of IXXAREA=*** is only useful if all index areas have all INIT keywords equal, for
example when all have a common BLKSIZE.

NOTE
The EXTEND and REPORT functions do not allow IXXAREA=***.

• EXTEND AREA=IXX,IXXAREA= opens the complete index including IXX and every Inn index area. The specific
IXXAREA= area is then extended.

• LOAD cannot specify URI=NO.
• LOAD and RETIX cannot be done with SORT=0 set or defaulted, with the exception that a LOAD with

FORMAT=NONE (with SORT=0 or defaulted) is simulated as a sort, and therefore meets the criteria and allows the
area to have a Multi-Dataset Index.

Creating and Maintaining Data Areas
A data area is the physical location in which  data is stored. Before a data area can be accessed, it must be allocated,
initialized, and loaded.

  

Estimating Space

To estimate data area space requirements, use the following formula:

If RECOVERY=NO:  (record-size + 4) x number-of-records (We do not recommend this option)

If RECOVERY=YES: (record-size + 12) x number-of-records (should be used for all table definitions)

Add sufficient space to this estimate for anticipated growth. Use the Data Area Space Estimate Report (DBUTLTY
REPORT DEVICE function) to estimate the data space required and to select an appropriate block size.

If a block has slack,  can use it to optimize performance. Currently, one byte of slack is used when available for non-
compressed tables. When many records fit in a block, it is desirable to pick a block size that allows a slack byte.
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Allocating Data Areas

The minimum allocation is one track, if the block size provides at least 4 blocks per track. If not, enough tracks must be
allocated to provide space for 4 blocks. The maximum allocation is 16,777,215 tracks.

A data area can be preallocated or allocated during the INIT AREA=aaa function of DBUTLTY. This DBUTLTY function
prepares the specified data area space. Specifying DISP=NEW in the JCL and providing only one volume causes  to
request and format the primary allocation. Providing multiple volume serial numbers causes  to request secondary
allocations until space has been allocated on each of the specified volumes. If DISP=NEW is not specified,  uses the
currently allocated space.

A data area that does not currently exist but is planned to be created or cataloged can be allocated using the PREINIT
function of DBUTLTY.

The first block is used as a control block and the last block is held in reserve as a trailing control block. Neither is available
for data during loads or ADDIT requests.

Initializing Data Areas

After the data area is allocated, it must be initialized using the INIT AREA=aaa function of DBUTLTY. An initialize for a
data area builds a data control block and writes it to the data area. The remainder of the DASD allocation is formatted
to the data block size of low values. The INIT does not read nor validate what was on DASD, it simply writes the desired
information. The INIT determines the device type and formats the area with as many blocks per track as supported by
the device. In z/OS, and in z/VSE with CA Dynam/D for z/VSE, the data set name (if provided in the JCL) is saved in the
Directory (CXX). The name of the Directory is also saved in the data area. To allow protection during an INIT function, the
VERIFY=YES keyword is allowed, and if the index is specified with DISP=SHR, it opens and reads an existing index area
and validates that it is an index area for the right database and Directory.

A data area can also be initialized (and null loaded) before it exists in the CXX by using the DBUTLTY function PREINIT.
This ability allows SQL to create a new table in a new area and be instantly available for row additions and access.

The data area can exist as one or more extents on one or more volumes per operating system requirement and to
operating system maximums.

In an z/OS environment, if initializing an existing data set (DISP=SHR or DISP=OLD),  formats the first track or few
tracks for use. If initializing a new data set (DISP=NEW),  requests and formats the first track or few tracks of the primary
allocation only if one volume is provided. If multiple volumes are provided,  requests secondary allocations until space has
been allocated on the number of volumes specified. For a description of how the operating system handles secondary
allocations, see your operating system JCL manual.

Data areas must be initialized prior to the first load. They must be reinitialized only if the area is moved to a new set of
extents. After an initialize, the area must always be loaded. In addition to loading the data provided, the first load after an
initialize formats the remainder of the allocated tracks.

Linkage of Data Areas to Directory (CXX)

When you use DBUTLTY to INIT a data area, that area is linked to the current Directory (CXX) by name. If a Multi-User
Facility, using a different Directory, subsequently tries to access that area, it generates an error condition and issues a
return code 72 -- Invalid Data Area, internal return code 002 (decimal) / 02 (hex).

This linkage provides protection against JCL errors, such as pointing to the production database, not the test database.
This is true for all area usage except the INIT function. Therefore, use extra caution to ensure that the Directory and the
data area in use are correct when submitting an INIT request.

The "STARTED JOB" message indicates the name of the Directory to which the job is connected:

 DB00101I -- STARTED JOB-job-name NUMBER-run-unit CXX=cxx-name (SUBID=x) (SVC=yyy) 

If an open error occurs,  reports the Directory name in the message:
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 DB00501E -- OPEN ERROR - RETURN CODE xxx (yyy) CXX=cxx-name [SUBID=z] [SVC=www] [I=ss-tt-uu-vv]
[CXXLINK=xxxxxxxx] 

To assist you in correcting the problem, if the open error is one of the two return codes described above, the message
includes the name of the Directory to which the area is linked.

DBUTLTY LINK Function

The DBUTLTY LINK function allows you to link a data area or Index Area to a Directory (CXX) without performing the INIT
function. An example of when to use this function would be if you have renamed the Directory (CXX) or if you have used a
utility other than DBUTLTY to copy a data area from one Directory to another.

Loading Data Areas

  provides a variety of table load options. Selecting the best set of options depends on the  features applied to the table
and the condition of the input files.

URI Option

With the DBUTLTY LOAD function, you can specify the Unique Row Identifier (URI=YES) option. The URI option
reformats the record ID. Using URI:

• Improves performance when locating moved records
• Ensures integrity when using SQL Mode
• Reduces the manual intervention required during recovery

We recommend that all areas be loaded in the URI format.

URI is required if any of the tables in the area are accessed through SQL or are defined with unique keys. When an area
uses the URI option, every table in it must be defined to  with the attribute RECOVERY=Y.

Any AREA opened with a User Requirements Table that includes RRS=YES must be loaded in the URI format.

The following system areas must be loaded in the URI format. This includes standard databases for , accounting, and the
SQL databases for the default area and temporary table management, as follows:

• DATA-DICT -  entity-types and High-Speed Directory (HSD) -- default DBID is 2
• Accounting Facility Database (PRM Table) -- default DBID is 4
• Accounting Facility Database (Sample Accounting Tables) -- default DBID is 5
• DDD-DATABASE -  Data Definition Directory (DDD) and Schema Information Tables -- default DBID is 15
• Default Database for SQL-Created Tables -- default DBID is 16
• SQL Temporary Table Manager (TTM) -- default DBID is 17

NOTE
For details on URI, see Internal Row Identifiers.

Null Loading Tables

When there is no initial data to be loaded in a table, use the DBUTLTY LOAD FORMAT=NONE function to "null load" the
table. A table cannot be accessed until it has been loaded by either DBUTLTY or DBFLSUB.

 Single Table Areas 

To load a single table area, use DBFLSUB to input the data or use the LOAD AREA=aaa option of DBUTLTY. When using
the DBUTLTY LOAD function to load a table for the first time, specify format=EXTRACT. Also specify the optional keyword
SORT= to optimize the performance of the LOAD function.

 Multiple Table Areas 
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There are several methods for loading a multiple table area:

 Method 1 

Load the area as null using the DBUTLTY LOAD FORMAT=NONE function. Then, use the DBUTLTY MASSADD function
or write a program to add rows to the appropriate tables.

 Method 2 

Load the rows of one of the tables using the DBUTLTY LOAD function. Then, use the DBUTLTY REPLACE function or
write a program to add the rows of the remaining tables.

 Method 3 

Load the rows of one of the tables using the DBUTLTY LOAD function. Then, use the DBUTLTY MASSADD function or
write a program to add the rows of the remaining tables.

 Method 4 

Write a program to read the input rows and pass them to DBFLSUB with the appropriate table identification. To use
DBFLSUB to load the multiple table area:

1. Construct a User Requirements Table, specifying DBFLSUB=YES and the name of the area being loaded in the
AREANAM= parameter.

2. Specify an area load with the area name on the control statement passed to DBFLSUB.
3. Prefix all the records passed with the Record Control Element (RCE), consisting of 4 bytes of information as follows:

– Two positions binary with the row length including the RCE
– One position binary with the table ID for the row
– One position binary with zero
See the DBUTLTY Directory (CXX) report or a  report for the assigned numeric table IDs.

Sorting the Index Entries Prior to Load

  provides an option to internally sort the index entries prior to adding them to the Index Area. The option, which is
executed with the LOAD or RETIX functions of DBUTLTY or the DBFLSUB utility, enhances the performance of the utility
function being used. The sort option is required when performing a RETIX for an entire database. Always use the sort
option to allow proper efficient processing.

  links to CA Sort or to the IBM SORT/MERGE program.  provides the SORT/MERGE program with the following required
control information:

NOTE
 Use the following as a guideline. Lowercase letters in a statement indicate a value you must supply. Code all
statements to your site and installation standards.

 z/OS Systems 

 SORT FIELDS=(1,nnn.,CH,A),FILSZ=Emmm.,DYNALLOC=(SYSDA,3)

 RECORD TYPE=F,LENGTH=nnn

 DEBUG NOABEND

 z/VSE Systems 

 SORT FIELDS=(1,nnn.,CH,A),WORK=3

 RECORD TYPE=F,LENGTH=nnn

 INPFIL ENT

 OUTFIL ENT

 MODS PH1=(C,,E15),PH3=(,,E35)

 OPTION PRINT=CRITICAL,ROUTE=LOG
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•   nnn 
Is the length of the longest key in the area being loaded plus 11 bytes.

•   mmm 
Is the index entry count estimate.

Sort messages are printed based on the value you specify for the OPTION1 parameter in the
DBUTLTY LOAD or RETIX functions.

Adequate memory is required for effective sorting. Allow the region approximately 1M plus the sort area. This support is
provided only for CA Sort, IBM SORT, and compatible sorts.

SQL Default Database and Area

Unless an SQL CREATE TABLE statement has an IN AREA clause,  places the table in the SQL default database and
area.

The  installation process prepares an SQL default database and area. Unless you specify otherwise, 016 is the database
ID for the default SQL database, CASQLDEFAULT is assigned as the SQL names for both the DATABASE and AREA
entity-occurrences, and SQ1 as the DATACOM-NAME for the area.

For details on specifying a different default database and area, see the MUF startup option SQLDEFAULT
on SQLDEFAULT. For details on how to create such a database and area, see Creating Databases.

Maintenance

Maintain the SQL default data area as you would any other data area. Be sure to include it in your regular backup
schedule.

When the SQL default database and area become full, perform one or more of the following procedures:

• Remove unneeded tables
a. Prepare a report of the tables in the area
b. Determine those that can be eliminated

• Move tables to another database
– Extract the tables you want to move using the DBUTLTY EXTRACT function.
– Write an SQL program or use  online SQL Mode to drop the extracted tables.
– Write an SQL program or use  online SQL Mode to create a new table in the new database.
– Add the extracted data to the new tables using the MASSADD function of DBUTLTY.

• Extend the data area.

NOTE
 When you create tables using the SQL CREATE TABLE statement,  assigns DATACOM-ID and DATACOM-
NAME attribute-values to the table and its keys. If you move a table from the default database to another
database, its DATACOM-ID and DATACOM-NAME attribute-values are likely to change.

Extending Data Areas

To increase the size of a data area without affecting its current contents, use one of the following methods:

• The DYNAMIC-EXTEND and DYN-EXT-TRACKS attributes of an area definition allow  to dynamically extend a data
area in z/OS environments and in z/VSE environments if CA Dynam/D for z/VSE is present.

WARNING
 For users of z/VSE CA Dynam/D for z/VSE and dynamic extends, the possibility of z/VSE deleting your new
extents exists. When CA Dynam/D for z/VSE extends a data set, it uses the retention of the original dataset.
If you do not have a retention on the original data set, the default of the new extent is seven (7) days. To
avoid this situation you need to run a Directory (CXX) report, look for DYNAMIC EXTEND - YES on the
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report, and make certain those data sets have permanent retention on the DLBL or in the CA Dynam/D for z/
VSE catalog.

• The DBUTLTY EXTEND AREA=aaa function increases the size of the data set for the data area without losing the
current information.

• An alternate method if the DBUTLTY EXTEND function does not produce the desired results is to use a non- utility to
read the current data set and copy it to the new extent(s).

Dynamically Extending an Area

In z/OS environments and in z/VSE environments if CA Dynam/D for z/VSE is present, a data area can be dynamically
extended when it becomes full. The dynamic extend applies to MUF processing during record additions. The dynamic
extend feature is not invoked during utility functions such as LOAD and RETIX, but it is invoked for MASSADD. z/OS
restrictions and CA Dynam/D for z/VSE restrictions about extending an area still apply, however.

Use the  attributes DYNAMIC-EXTEND and DYN-EXT-TRACKS for an area to control data area dynamic extends.

DYNAMIC-EXTEND has a possible Yes or No value, with the default being No. Review your JCL specifications for
all areas in each database before updating  with the Yes value and cataloging the database. DYN-EXT-TRACKS has
possible values of 0 -- 65535, with the default being 0.

In a z/OS environment:

• If DYNAMIC-EXTEND=Y and DYN-EXT-TRACKS= is not zero, the dynamic extend occurs using the DYN-EXT-
TRACKS= value.

• If DYNAMIC-EXTEND=Y and DYN-EXT-TRACKS=0, MUF uses the amount of the secondary extent of the data set
as specified in a DD statement in the MUF startup JCL (if specified with a secondary allocation), or else MUF uses the
DSCB of the VTOC (if it provides a secondary allocation). Secondary allocation, however, is always used after an area
is opened. But if a directed (console-like) DYNAMIC_EXTEND is done and selects an override value for the number
of tracks/cylinders, this override remains and is used for any normal dynamic extends, until the area is closed and
reopened.

The general rules of extend are that the secondary allocation must be satisfied in one through five extents on the volume
which contains the current last extent for the area. Also, the number of extents for the volume may not exceed 16. If space
is not available or if the number of extents are not allowed, the dynamic extend fails.

In z/OS, it is possible to un-catalog a data set and recatalog it with another VOLSER with that new volume available for
dynamic extends. This is not recommended because, if a DBUTLTY INIT function is done without removing the additional
volume, the INIT initializes space to include one secondary allocation on this VOLSER.

In z/VSE environments with CA Dynam/D for z/VSE, it is recommended but not required that the area also be supported
by Dynamic Allocation. When dynamic extend is invoked, the data set is cataloged to the CA Dynam/D for z/VSE catalog.
This eliminates the need for you to modify JCL after dynamic extends have occurred. The dynamic extend feature under
z/VSE attempts to place the new extent on the same volume as the current last extent. If there is insufficient space, CA
Dynam/D for z/VSE requests either a reduced extent size or a new volume from the operator. Since, in z/VSE, the data
set is cataloged to CA Dynam/D for z/VSE by the dynamic extend feature, the data set name must be no greater than 41
characters to allow for the appending of the catalog option.

Dynamic extending is not available for Virtual tables. For Covered tables, the space allocated during the first open of this
area for a given Multi-User Facility execution is used. Allocations using a percentage are not enhanced to account for the
additional space.

In z/OS, as a data area is opened,  notes whether the area is or was defined through JCL with the ability to have
an additional allocation or DYN-EXT-TRACKs has a non-zero value. If neither of these is true,  does not attempt to
dynamically extend the area. The decision is made at area open, so to change the decision all tables in the area must be
closed and when all are closed, then they can be reopened. This assumes some action was taken while the tables were
closed to provide for secondary allocations.
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In z/VSE, a data area is considered eligible for dynamic extend if the DYNAMIC-EXTEND attribute is YES and the DYN-
EXT-TRACKS attribute is not zero on the AREA entity-occurrence. In addition, CA Dynam/D for z/VSE module DYNACC
must have been link-edited into the DATACOM library as PHASE DBDYAPR (see the  Installation and Maintenance for z/
VSE documentation.).

For dynamic extend to be effective, four actions are required:

1. The  attribute DYNAMIC-EXTEND must be set to Y for the area. For z/VSE, the DYN-EXT-TRACKS must also be
greater than zero. The attributes are on the AREA entity-occurrence.

2. The database must be cataloged to the Directory (CXX).
3. In z/OS, the JCL must be or have been properly done to provide for secondary allocations. In z/VSE, CA Dynam/D for

z/VSE must be active.
4. The environment must be such that the secondary allocations, when requested, can be satisfied per the z/OS or CA

Dynam/D for z/VSE and z/VSE rules.

At the time an area full condition (return code 7) would occur for a data area, further checking occurs. If the area definition
disallows dynamic extends or, in z/OS, the area at open did not provide for secondary allocations or, in z/VSE, the
DBDYAPR phase is not present, then the return code is presented and the request stopped. Otherwise, the area is
reopened in a manner that requests allocation of a secondary extent.

If this succeeds, the new space is formatted and made available to the application. If the extend fails, the area is marked
in the MUF as not extendable and the application gets the return code. An area marked not extendable is not retried
unless the MUF is recycled or all tables in the area are closed (at one time) and reopened.

When an area is full and  is attempting to extend it, all applications performing an add of a record wait for the dynamic
extend and formatting of the space. If records are deleted in this period, the new adds may complete without the wait.
During the dynamic extend the task doing the extend is active. Any other task waiting waits for a LOCK with a value of
'DBSDCBaaabb' where aaa is the data area name and bb is the database ID in binary form.

If an extend cannot be done with the preceding requirements, the database would have to be closed and a DBUTLTY
EXTEND function performed or other actions done which would allow the extend to work after the database is reopened.

If a dynamic extend is successful, the following message is produced:

 DB01701I - DYNAMIC EXTEND OF AREA aaannnnn ENDED, TRACKS BEFORE: nnnnnn, TRACKS AFTER:
nnnnnn.

If a dynamic extend is attempted and fails,  issues a console message:

 DB01702I - DYNAMIC EXTEND OF AREA aaannnnn HAS FAILED.

No message occurs if the area fills and the  attribute DYNAMIC-EXTEND is set to NO, or if the area was opened without
support for secondary allocations. In addition, in z/VSE no message occurs if the DYN-EXT-TRACKS attribute is zero or
the DBDYAPR phase is not present.

Some areas must be set to be not dynamically extendible. For SQL users, the TTM area which is normally in database 17
may not be extendible. For  users, the DQW table may not be extendible.

Some user areas may also be designed in a way in which dynamic extend is not desirable. If an area has tables where
an application program does ADDITs or INSERTs until the table is full and then manipulates the records added, that area
should not be extendible.

When dynamic extend (DYNAMIC-EXTEND attribute-type) is turned on for an area that has space management option
2 (wraparound),  only increases the size of the area when a record is added that cannot be supported in the currently
allocated space, that is,  only extends when all space in the current blocks are full. To correctly optimize option 2, the area
should be large enough to have a pad of empty blocks at the wrap point. It is therefore best not to dynamic extend option
2 areas. However, regarding the benefit of having dynamic extend prevent a file full and a program failure adding records,
it would be a best practice to have dynamic extend set even though it does not optimize the option 2 method. Over time,
the option will get the pad back to a rolling middle of the data set.
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Dynamic extend (DYNAMIC-EXTEND attribute-type) is slightly different for cluster areas. With clustering, blocks are
dedicated to one cluster value when running in its designed mode. However, if the area becomes full with no empty blocks
for a cluster,  contaminates by sharing a block for more than one cluster value. This is acceptable, but it lessens the value
of clustering. If the  option is set to dynamic extend for a clustered area, clustering no longer contaminates during an add.
At the time the extents are full and a new cluster value is being added, the dynamic extend is attempted. If it fails, an
area full condition (07) occurs. If you want the contamination process to occur, the area must not be defined with dynamic
extend. If you want non-contamination without dynamic extends, set the dynamic extend option to YES (with no tracks),
and ensure that no secondary allocations are possible for the area.

DBUTLTY EXTEND Function

 z/OS Systems 

The DBUTLTY EXTEND function opens the area in a sequential mode and requests a secondary allocation at the end of
the current extent(s). Prepare the JCL to z/OS specifications to define how much secondary space to acquire and where
to acquire it. Specify the DISP= parameter as OLD or SHR.

Dynamic extend can be used only if the area was initially defined with secondary allocations and if the secondary
allocation is on the same volume as the last extent. You can add a new volume serial number to the EXTEND AREA=aaa
JCL only if the EXTEND allocates space on the new volume. When adding a new volume, you must manually un-catalog
all volumes of the data area and then recatalog as part of the EXTEND function.

 z/VSE Systems 

Change the JCL to increase the size of the last extent or add an additional extent after the current set. Unless you ensure
that no changes are made to the placement of the current extents, the data area can be destroyed.

Alternate Method for z/OS or z/VSE Systems

To move the data area and extend it, use a non- utility to copy the area's current data set to the new extent(s) which must
be either the same size or larger. If the new extent is larger, run the DBUTLTY EXTEND function to format the additional
space. To change the device type or to reduce the area's size use the DBUTLTY INIT function.

Backing Up Data Areas

Produce backups (on a regularly scheduled basis) of data areas for use as input to recovery procedures. The frequency of
this standard maintenance procedure is dictated by the amount of time that is acceptable for executing forward recovery.
For example, if the transactions cataloged to a given area or table for a full week generally require 60 minutes execution
time during forward recovery, and 60 minutes down time is acceptable, then weekly backups are sufficient.

Test recovery procedures thoroughly. In the above hypothetical situation, one week's worth of recovery tapes must be
read to apply the transactions for forward recovery. This alone could take several hours in some environments. Monitor
database usage and adjust procedures accordingly. If you are able to suspend operation daily during an off shift, perform
daily backups of all  areas.

The procedure used to reorganize an area produces a copy suitable for recovery. Therefore, it is not necessary to run a
separate backup following a reorganization.

Before establishing backup procedures, see the BACKUP and RETIX functions.

Preparing to Backup

When you are backing up a table or area, suspend all update activity to it.
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DBUTLTY

To create a complete backup of a database using DBUTLTY, execute the BACKUP DBID=n function with the control
statement coded SEQ=PHYSICAL,RECID=YES,UPDATE=YES. This safe backup can only be done with the area not
open for update by any application.

Continuous Operation

To create a continuous operation backup using DBUTLTY, execute the BACKUP AREA=aaa function with a control
statement coded SEQ=PHYSICAL,RECID=YES,UPDATE=NO. This backup is not complete or safe. If you need to restore
it, then run forward recovery for all jobs to a stable point in time. After recovery, the area is complete and safe. During the
backup, applications may be adding, updating, or deleting records.

NOTE
 For continuous operation backup, perform the LOCK OPTION=MOVER function in DBUTLTY.

WARNING
 If you specify RECID=YES, the RECOVERY attribute-value must be Y in the  definition of the tables in the area.

Non- Utilities

Employ one of the following methods when using a non- fast dump and restore utility:

• Back up the Index Area and all the data areas for a database at once. When restoring the database, load both the
Index Area and all data areas using a non- utility. Then perform forward recovery on all areas.

• Back up individual data areas selectively or all together with a non- fast dump and restore utility. Restore one or more
data areas with a non- utility. Execute the RETIX function of DBUTLTY against the restored data area(s). Perform
forward recovery on the restored data area(s).

• Be sure the product you use captures all the data. Some products assume low values are not data. It is critical that all
track images are captured by the product you are using for this backup with non  products.

Maintaining Data Areas

 

Extracting Data (User Format)

If the entire contents of a table are needed for use outside the  environment, use the EXTRACT function of DBUTLTY.
It produces a copy of the table in either native sequence or the current physical block sequence, without the  Record
Control Elements or compression. This output is suitable for input to the  Record Migration Facility Utility (DDRMFLM) or
to non- programs.

Reorganizing Data Areas

When the proper  Space Management Option has been selected for an area, reorganization is generally not required.
Tables used extensively for Native Key sequential processing can require periodic reorganization to ensure the fastest
processing. When changing the Space Management Option, reorganization of the area is recommended.

To reorganize an area:

• Method 1
a. Run the BACKUP function of DBUTLTY with SEQ=NATIVE against the subject area.
b. Submit the output from the BACKUP run to the LOAD function of DBUTLTY with format=BACKUP.
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Because it is used to reload the data area, the output from the BACKUP run now serves as a backup file for
forward recovery.

• Method 2
a. Extract the table data.
b. Sort the data.
c. Load the sorted data.

• Method 3
a. REORG the data, only in one step.

Moving a Data Area from One DASD Device to Another

To enlarge a data area, see Extending Data Areas.

To make a data area smaller or to move a data area from one DASD device to a different device type, use the following
procedure:

1. Backup the data area using the DBUTLTY BACKUP data area function.
2. Allocate and initialize an area on the target device.
3. Load the backup of the data area into the area on the target device.

To move a data area from one DASD device to another DASD device of the same type with no change in data area size,
use a non- utility to read the current data area data set and copy it to the new extent(s).

WARNING
 Do not use non-DBUTLTY backups and loads to change device types.

Deleting Databases

To delete a  database in production, delete both the  definition (changing it to HISTory status) and the Directory (CXX)
definitions. Either can be deleted first.

To delete the Directory definitions, execute the DBUTLTY CXXMAINT OPTION=DELETE function.

         CXXMAINT OPTION=DELETE,DBID=999

Deleting Tables from a Database

To delete one or more tables within a database, but not the entire database, modify the database definition in  and
CATALOG the definition. This removes the table definition from both the Directory (CXX) and .

 SQL Accessible Tables 

For SQL accessible tables, use an SQL DROP TABLE statement to delete a table. The DROP TABLE statement
obsoletes the table, which removes all versions and statuses of the table from , deletes it from the Directory (CXX), and
removes its data from . It also removes all constraints, views, synonyms, and privileges which reference the table.

When using SQL, ensure that the Directory and the  DDD and DATA-DICT databases remain synchronous. Therefore,
never delete a database from  without deleting it from the Directory and, conversely, never delete a database from the
Directory without deleting it from .

You can use the SQL Object Consistency Analyzer to determine if the , Data Definition Directory, and Schema Information
Tables areas and the Directory are not synchronized.

Reporting Structures

 Reporting Database Structure Definitions 

  can produce several types of reports detailing the structures defined to it.
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The DBUTLTY REPORT CXX function produces a report on the structure of the database as defined in the Directory.
There is an option for this report to show only the current allocation and utilization for the database.

 Reporting Contents 

To report on the contents of a database, use the  Reporting Facility.

Using Dynamic Index and Data Areas
supports dynamic allocation and deallocation for Index and data areas in z/OS systems and z/VSE systems with CA
Dynam/D for z/VSE only. These dynamic facilities are not optional for data and Index areas. With Simplify mode, the
ability to dynamically allocate includes the CXX, LXX, and FXX. It is a best practice to remove the DD statements from
JCL in all places that have DISP= SHR. To allow users to switch from Simplify mode, this dynamic allocation is also
allowed and supported without Simplify.

Before  can dynamically allocate an area, you must initially allocate the area and perform the prescribed procedures.  then
allocates the area when the area is opened and deallocates it when the area is closed.

How Dynamic Allocation Works

When opening an Index Area, data area, or system area CXX/LXX/FXXCA Datacom/DB searches for the required JCL
statement. If it is found, the open continues, bypassing dynamic allocation. If the JCL statement is not found and there is a
data set name saved in the Directory for index and data areas or the DBSIDPR module for system areas CXX/LXX/FXX, 
issues the z/OS dynamic allocation SVC or makes a call to CA Dynam/D for z/VSE. This request allocates the cataloged
data set with a disposition of SHR. If the data set name is not in the Directory for an index or data area, or if the DBSIDPR
module does not have the keyword DSN_XXX= specified,  issues a 65 return code. Since  always checks for the JCL
statement with a data set name, you can override dynamic allocation by supplying one. With Simplify mode,  fails an
open for a provided DD statement if it mismatches the data set name that would have been used for dynamic allocation.
For example, if the CXX knows that the index data set name for base 2 is HLQ1.HLQ2.TEST.IXX002 and a BACKUP is
done with a DD statement of HLQ1.HLQ2.PROD.IXX002, the open fails because it appears that this system CXX is being
misused in a way that can lead to significant data corruption.

Under z/VSE, the data set must have an active entry in the CA Dynam/D for z/VSE Catalog. An active entry is generated
in the Catalog at the time a data set is allocated. To invoke dynamic allocation for areas that have not been previously
defined in the Catalog, you must reallocate the data set with the CA Dynam/D for z/VSE Catalog function specified in the
DLBL statement. Then, you must initialize and reload the area.

WARNING
For users of z/VSE CA Dynam/D for z/VSE and dynamic extends, the possibility of z/VSE deleting your new
extents exists. When CA Dynam/D for z/VSE extends a data set, it uses the retention of the original dataset. If
you do not have a retention on the original data set, the default of the new extent is seven (7) days. To avoid this
situation you need to run a Directory (CXX) report, look for DYNAMIC EXTEND - YES on the report, and make
certain those data sets have permanent retention on the DLBL or in the CA Dynam/D for z/VSE catalog.

Defining the User Environment
Every program requesting  service must have a User Requirements Table (URT) associated with it. The URT specifies
what  resources are required and allowed for the program's successful execution by defining:

• Tables the  commands can access
• Tables the  commands can update
• Sequential processing buffers used by GETIT and GETPS
• Transaction backout requirements
• Processing priority the program has within the Multi-User Facility

For applications using SQL, the URT defines the  entry point and Multi-User Facility access.
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User Requirements Generation Macro Set

The User Requirements Generation Macro Set is separated into four macros which generate a URT.

DBURINF

The DBURINF macro generates the User Requirements Interface for batch programs with a standard entry point or call. It
provides a bridge between the batch program and . Its main functions are to:

• Provide entry and exit code from the operating system to the program or the  interface.
• Locate and load the URT.
• Provide the linkage from the program to the  interface.

You define only one DBURINF macro per URT. The DBURINF macro does not generate assembly output. It passes
parameters to the following macros.

DBURSTR

The URT Start macro defines global program parameters and is therefore defined only once per User Requirements
Table. The macro does not generate assembly output. It passes its parameters to the following macros.

NOTE
When assembling a table for multiple Multi-User Facilities, the DBURSTR occurs once per Multi-User Facility
containing any DBURTBL.

DBURTBL

The URT Entry macro specifies the program parameters specific to a  table. You must define a separate DBURTBL
macro for each  table that is accessed or updated by  commands. You do not need to define DBURTBL macros for tables
accessed or updated by SQL statements. Those tables are identified in the plan created during precompile. DBURTBL
does not generate assembly output. It passes its parameters to DBUREND.

DBUREND

The URT End macro performs a final edit on the input parameters and generates the assembly output. There is only one
DBUREND macro per URT Macro Set assembly.

Programs with SQL Statements Only

The SQL program's plan provides the program options specific to the  tables that the program accesses or updates.
The plan is created based on the values supplied by the precompiler options (see CA Datacom/DB SQL Preprocessor
Options). We recommend that you not specify values for the URT parameters that are comparable to the SQL
Preprocessor options, except for the URT parameter PRTY= (for details see DB00101=).

To take advantage of Dynamic Plan Selection in your SQL processing, create specific URTs to use in the JCL that
executes the application program. For more information on Dynamic Plan Selection, see SQL Dynamic Plan Selection.
When not using dynamic plan selection a program containing SQL statements only (no  commands) is associated with a
URT that consists of a DBURINF macro (if batch), a DBURSTR macro, and a DBUREND macro. This URT is defined as
described below.

There are URTs created during the installation process which you can use as models to create your URTs.

Global URTs

A global User Requirements Table (URT) is a URT that either has multiple Multi-User Facilities support or DBID
remapping support, that is to say, either the DBURSTR macro uses the SIDNAME= parameter or the DBURTBL macro
uses the DBIDMUF= parameter.

Batch Programs

For batch SQL programs, the minimum to define a URT is:
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• Code a DBURINF macro with at least:
URTABLE=ASM
OPEN=DB

• Code a DBURSTR macro with at least:
TXNUNDO=YES

• Code a DBUREND macro with at least:
DBSQL=YES

After you define a URT, it must be associated with your program. See Batch Programs for details.

Online Programs

For online SQL programs, the minimum to define a URT is:

• Code a DBURSTR macro with at least:
TXNUNDO=YES

• Code a DBUREND macro with at least:
DBSQL=YES
– CICS

CICS Services selects an appropriate URT for each request issued to . Therefore, define one URT that specifies
DBSQL=YES.  CICS Services uses this one URT for every SQL request.

– IMS/DC
IMS/DC Services requires an entry in its control database associating each program with a URT. Therefore, define
a URT which specifies DBSQL=YES and associate programs with SQL statements with that URT.

Programs With  Commands Only

Batch Programs

For batch programs containing only  commands (no SQL statements), code the four macros (DBURINF, DBURSTR,
DBURTBL, and DBUREND) as needed. After you define the User Requirements Table, it must be associated with your
program.

Online Programs

For online programs, code only the DBURSTR, DBURTBL, and DBUREND macros.

• CICS
CICS Services selects an appropriate User Requirements Table for each request issued to . Therefore, each
application program may use multiple User Requirements Tables. See the  CICS Services System documentation for
an explanation of how  CICS Services selects a User Requirements Table.

• IMS/DC
IMS/DC Services requires an entry in its control database associating each program with a User Requirements Table.
Therefore, each program uses only the one User Requirements Table specified for it in the  IMS/DC Services control
database.

Security Implications

When you define your User Requirements Tables, consider the security implications. You must decide whether you want
to have one User Requirements Table per program or have only a few User Requirements Tables for many programs.
There are obvious security implications when you do the latter.

When security is important, you might consider having only the Database Administrator:
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• Define User Requirements Tables.
• Modify the exit logic in the  CICS Services module DCCTFPR, or set up site-specific exits to determine against which

User Requirements Table number a request is processed. (See the  CICS Services System documentation for details.)
• Keep User Requirements Tables and their macros in a secure library.
• Update the  IMS/DC Services control database to indicate program/User Requirements Table relationships. See the 

IMS/DC Services System documentation for details.

Programs with Both SQL Statements and  Commands

For programs containing both SQL statements and  commands, a plan is created during precompile for the SQL
statements. The plan provides the parameters specific to the  tables that the SQL statements access or update. The
plan values are the values you supply with the precompiler options. When the Multi-User Facility is processing the SQL
statements, it uses the values specified in the plan. When the Multi-User Facility is processing the  commands, it uses the
values specified in the User Requirements Table.

To take advantage of Dynamic Plan Selection in your SQL processing, create specific User Requirements Tables to use in
the JCL that executes the application program. For more information on Dynamic Plan Selection, see SQL Dynamic Plan
Selection.

Batch Programs

For batch programs, create a User Requirements Table which specifies each of the tables accessed by  commands and
which meets the requirements described for SQL programs on Programs with SQL Statements Only. Tables which are
accessed only with SQL statements do not require an entry in the User Requirements Table. After you define the User
Requirements Table, it must be associated with your program.

Online Programs

• CICS
CICS Services selects an appropriate User Requirements Table for each request issued to . Therefore, define one
User Requirements Table which specifies DBSQL=YES that  CICS Services uses for every SQL request.  CICS
Services selects one or more other User Requirements Tables to satisfy the  commands. See the  CICS Services
System documentation for an explanation of how  CICS Services selects a User Requirements Table.

• IMS/DC
IMS/DC Services requires an entry in its control database associating each program with a User Requirements
Table. Therefore, create a User Requirements Table which specifies each of the tables accessed by  commands
and which meets the requirements described for SQL programs in Programs with SQL Statements Only. Tables
which are accessed only through SQL statements do not require an entry in the User Requirements Table. After you
define the User Requirements Table, associate it with your program as described in the  IMS/DC Services System
documentation.

Defining a User Requirements Table (URT)
 User Requirements Table Names 

User Requirements Table names are any 1 -- 8 character valid module name. Online User Requirements Table names
must contain a five-character prefix and be suffixed by a three-digit number.

The prefix is defined to  CICS Services using the PREFIX= parameter of the DBCVTPR macro. The suffix is any number
and need not be, but generally is, associated with a database ID when the ID is less than 1000.

Batch User Requirements Table names are free form, but we recommend that a site naming standard be developed to
enable you to easily distinguish a batch User Requirements Table name from an online User Requirements Table.

 Syntax 

When coding the User Requirements Table, adhere to the syntax rules for coding any macro:
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• Begin macro definitions in column 10.
• Code a non-blank character in column 72 to indicate that the statement continues.
• Begin continuation statements in column 16.
• Follow each parameter (except the last one) with a comma (,).
• Allow no intervening spaces between parameters coded on the same line.
• End macro definitions with END in column 10.

Examples of User Requirements Tables begin in User Requirements Table Association Options.

 Using Default Values 

To use the default value for a parameter, allow the parameter to default rather than coding the parameter with the default
value. Allowing the parameter to default prevents any accidental errors in coding the parameter. Also, when a parameter
is coded with the default value,  no longer treats the value as the default but as an entered value. This could make
modifications necessary if you later make a system change that affects the default for the parameter.

 Including Comments 

You can provide documentation in a User Requirements Table member by providing comments following one or more
parameters. If you include comments, leave at least one space between the comment and the parameter. (See the
examples beginning in User Requirements Table Association Options.)

 Combining with DDURTBL 

When an application program, which uses a single User Requirements Table, accesses both  databases (through
the  Service Facility) and  databases (through  commands), its User Requirements Table must contain entries for
the  databases as well as the  user tables which it accesses. To create this User Requirements Table, code a DBURSTR
macro (see Start Macro (DBURSTR)), one DBURTBL macro (see Entry Macro (DBURTBL)) for each  user table accessed
by the application, a DDURTBL macro (see CA Datacom Core Core User Requirements Table) to identify the  databases,
and a DBUREND macro (see End Macro (DBUREND)). When coding the DDURTBL, specify UREND=NO and
URSTR=NO. Associate the User Requirements Table assembly with the application program using one of the options
described in User Requirements Table Association Options.

Modifying Sample User Requirements Tables

There are User Requirements Tables created during  installation that you can use as models or modify to create your User
Requirements Tables. To modify these sample User Requirements Tables:

1. Display the following members on the  page on Broadcom Support (for more information, see How to Obtain the
Sample Members):
–  DBSAM01

Online User Requirements Table
–  DBSAM02

Batch User Requirements Table
–  DBSAM05

SQL batch User Requirements Table
–  DBSAM06

SQL online User Requirements Table
–  DDSAM02

 online and batch User Requirements Table
2. Locate and display the specific User Requirements Table job.
3. Modify the parameters as needed.
4. Assemble and link edit the User Requirements Table. The manner in which you assemble and link edit User

Requirements Tables depends on several factors described in User Requirements Table Association Options.
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Interface Macro (DBURINF)
For standard batch programs, code the User Requirements Interface Macro (DBURINF) with the appropriate parameters
listed below. It is logical to code the URTABLE= parameter first. Other than the URTABLE= parameter, the parameter
coding order within the DBURINF macro is unimportant.

Programs that use multiple Multi-User Facilities can execute with DBURINF parameter specifications of OPEN=DB or
OPEN=USER. Because support for multiple Multi-User Facilities is built into the User Requirements Table interface,
programs not using that code, such as extended options entry point processing, are excluded. The process supports
connecting to multiple versions of . The interface modules must be for the highest version needing support.

The MUFS= parameter of the DBURINF macro supports multiple Multi-User Facilities, as described in MUFS=.

The MUFSMSG= parameter of the DBURINF macro also supports multiple Multi-User Facilities, as described
in MUFSMSG=.

 BACKSPT= 

Specifies support for  entry points used in prior versions.

 Value  Meaning 
YES Support DATACOM, DATCOM, DBNTRY, and CBLDBMS entry

point calls.
If you specify YES, do not specify USER for the OPEN=
parameter.

NO Support of DBNTRY entry point calls only.
Specifying NO reduces the memory requirements for the  interface
program and improves processing efficiency.

•  Valid Entries: NO or YES
•  Default Value: NO

 COBOL= 

 (z/VSE only.) YES invokes support for COBOL to run as a subroutine of . That is, when you code OPEN=DB.

•  Valid Entries: NO or YES
•  Default Value: YES

 DBMODS= 

In Multi-User Facility environments for z/OS using DBNTRY calls, it is possible for loaded modules in a users address
space, when calling a Multi-User Facility, to be 31-bit and reentrant. See 24-bit and NORENT in User Address
Space. Specifying DBMODS=RENT means that you want to use this option. Because most sites do not need this
functionality, we recommend that most users allow the default of DBMODS=NORENT.

•  Valid Entries: RENT or NORENT
•  Default Value: NORENT

 LE= 

This parameter is used to specify that the application program is to be executed under IBM Language Environment (LE),
and that  is to establish the LE enclave prior to branching to the entry point name specified in the USRNTRY= parameter.

If YES is specified,  is to establish an LE enclave prior to branching to USRNTRY= (recommended if BEGIN is specified
as the entry point for the program at linkage edit).

If NO is specified, no LE initialization is to take place prior to branching to USRNTRY=.
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•  Valid Entries: YES or NO
•  Default Value: NO

 LOADNAM= 

Code only if URTABLE=LOAD, and if LOADPRM= is not coded.

Specify the load module name of the User Requirements Table. The specified load module is automatically loaded during
open processing.

•  Valid Entries: A valid 1- to 8-character User Requirements Table name
•  Default Value: (No default)

 LOADPRM= 

Code only if URTABLE=LOAD, and if LOADNAM= is not coded.

This parameter specifies the name of the parameter provided by the operating system execute parameters.

The execute parameters are searched for the value specified in this parameter and an equal sign (=). When it is found,
the character string following the equal sign is the name of the User Requirements Table that is dynamically loaded.

For example, if LOADPRM=DBURT is specified, at execution time the operating system parameter list is searched for
DBURT=. When it is found, the character string following DBURT= is retrieved as the User Requirements Table name.
The character string search terminates when a blank, comma, or the end of the parameter area is encountered.

To use this option,  must be the mainline program, having received control directly from the operating system.

•  Valid Entries: A valid 1- to 8-character parameter name
•  Default Value: (No default)

 MUFS= 

A specification of MUFS=YES is required in order to use multiple Multi-User Facilities. With MUFS=YES, the User
Requirements Table used (assembled with the interface, link edited with the interface, or loaded by the interface) must be
one that included the SIDNAME= parameter (z/OS only.) on every DBURSTR macro specified (see SIDNAME=).

•  Valid Entries: YES or NO
•  Default Value: NO

 MUFSMSG= 

You can specify the MUFSMSG= parameter as a number, from 0 (zero) through 999. If you do not specify a zero for
MUFSMSG=, a warning message, DB00505I - MUFS RC nn(nnn) SIDNAME x TABLE ttt DBID n, is issued for every
return code from every Multi-User Facility for non-blank return codes (except those that are excluded, that is, return codes
14, 19, and 86, as listed in the note following this paragraph) to the specified number for that specific Multi-User Facility.
To prevent the DB00505I message from being received, specify MUFSMSG=0. You can change the default of a maximum
of 9 messages per Multi-User Facility to a larger or smaller number, if appropriate. Message(s) occur in the application
address space, not in the Multi-User Facility. The DB00505I message helps in debugging applications connecting to more
than one Multi-User Facility.

NOTE

 The following return codes are excluded:

• 14 - NO RECORD FOUND
• 19 - END OF TABLE FOR GETIT, END OF AREA FOR GETPS
• 86 - THE MULTI-USER FACILITY HAS ABENDED

•  Valid Entries: 0 through 999
•  Default Value: 9
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 OPEN= 

The OPEN= parameter is used to signify responsibility for User Requirements Table open and close processing.
Programs that use multiple MUFs can execute with DBURINF parameter specifications of OPEN=DB or OPEN=USER.
Because support for multiple MUFs is built into the User Requirements Table interface, programs not using that code,
such as extended options entry point processing, are excluded. The process supports connecting to multiple versions of .
The interface modules must be for the highest version needing support.

 Value  Meaning 
DB   is responsible for the OPEN and CLOSE commands. It is only

valid when the ENTRY BEGIN link-edit statement is specified
(when the application program is a subroutine to ).

USER Application programs must issue the OPEN and CLOSE
commands. Specifying OPEN=USER is not valid when
BACKSPT=YES.)
In z/OS,  supports the two-phase commit for batch resources
utilizing the Resource Recovery Services (RRS) of the operating
system. For User Requirements Table support of the two-phase
commit, RRS=YES must be specified (see the RRS= description
that follows) with OPEN=USER. For more information on RRS and
two-phase commit, see .
In a Shadow MUF environment, if you are using a batch program
with an OPEN=USER URT specified, you can make use of the
delay provided by specifying the DELAY68= keyword to ignore
a return code 86. Return code 86 tells you that the Multi-User
Facility has abended. Code your program to ignore return code 86
by specifying that your application is to issue a CLOSE command
if a return code 86 is received. The execution of a CLOSE
command does  cleanup. Following the CLOSE command,
code a new OPEN command. After the OPEN, the application
must restart as necessary. This method therefore allows you
to make use of the delay provided by the DELAY68= keyword
to code critical batch jobs so they ignore return code 86. For
more information on specifying the DELAY68= keyword, see
DELAY68=. For more information on running in a Shadow MUF
environment, see Shadow MUF Environment.

For programs containing SQL statements only (no  commands), you must specify DB.

For programs with both  commands and SQL statements, you can specify either value, but if you specify USER, you must
ensure that your program issues an open before the first statement or command is processed. Also, you must issue a
close after all statements and commands are complete.

•  Valid Entries: DB or USER
•  Default Value: (No default)

 RRS= 
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In z/OS,  supports the two-phase commit for batch resources utilizing the Resource Recovery Services (RRS) of the
operating system.

 Value  Meaning 
RRS=YES  (z/OS only.) For User Requirements Table support of the

two-phase commit and Resource Recovery Services (RRS),
RRS=YES must be specified in the DBURINF macro. When
MUFS=NO, OPEN=USER must be specified in the DBURINF
macro.
 Note: Any AREA opened with a User Requirements Table that
includes RRS=YES must be loaded in the URI format.

RRS=NO  (Default, except when MUFS=YES.) Does not support the two-
phase commit.
 Note: You may specify RRS=NO to cause it not to be used.
RRS=NO presents no risk when a single Multi-User Facility is
being used, or when all maintenance is being done on a single
Multi-User Facility. We do not, however, recommend using
MUFS=YES with RRS=NO. If maintenance is being performed
at more than one Multi-User Facility, a failure of any Multi-User
Facility can allow the transaction to be rolled back in the failed
Multi-User Facility and committed at other Multi-User Facilities,
leading to data corruption. Because of this risk, the RRS=
parameter is not allowed to default to NO when MUFS=YES is
specified.
For MUFS= information, see MUFS=.

For more information on RRS and two-phase commit, see Two-Phase Commit and RRS

 SET_WXTRN_DBMSCBL= 

SET_WXTRN_DBMSCBL= is provided in some CA-provided URT assemblies to allow easier use of SMP/E in z/OS.

 Value  Meaning 
SET_WXTRN_DBMSCBL=NO NO is the default. It allows a JCL condition code 4 when the output

is link-edited without a user program to resolve the DBMSCBL
entry point.

SET_WXTRN_DBMSCBL=YES YES does not allow a JCL condition code 4.

 URTABLE= 

Designates the type of User Requirements Table generation option.

 Value  Meaning 
ASM For programs containing SQL statements only (no  commands),

the DBURSTR and DBUREND macros follow this macro. For
programs containing  commands only or both SQL statements
and  commands, the DBURSTR, DBURTBL, and DBUREND
macros follow this macro. The macros and their parameters are
assembled and linked with the program.

LINK This assembly contains only the User Requirements Interface
(DBURINF) and DBUREND macros. An external reference is
generated for the User Requirements Table, which is assembled
separately and included in the program link-edit.
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LOAD This assembly contains only the User Requirements Interface
(DBURINF) and the DBUREND macros. The User Requirements
Table is loaded at execution time. The name of the User
Requirements Table is based on the LOADPRM= or the
LOADNAM= parameter.

ASM is usually used for programs that contain SQL statements only (no  commands) and that do not use Dynamic
Plan Selection. With Dynamic Plan Selection, LOAD is usually used. For examples of all of these options, see User
Requirements Table Association Options.

•  Valid Entries: ASM, LINK, or LOAD
•  Default Value: (No default)

 USRNTRY= 

Specifies the entry point name for a program. If  receives control from the operating system prior to the user program, this
is the name of the entry to the user program.

For batch PL/I programs that do not contain SQL statements, specify PLISTART. For programs containing SQL
statements, specify PLICALLA.

For all programs running under IBM Language Environment and with LE=YES, specify the entry point name of the
program to receive control after the enclave has been established. If the URT USRNRTY= entry point parameter is not
specified, the default entry point name of DBMSCBL is generated.

•  Valid Entries: Entry point name
•  Default Value: DBMSCBL

 VSERC= 

 (z/VSE only.) Specifies whether a return code is being passed by the application to the operating system in register 15. If
YES is specified, register 15 is passed to z/VSE unchanged. If NO is specified, register 15 is ignored by z/VSE.

•  Valid Entries: YES or NO
•  Default Value: NO

Start Macro (DBURSTR)
You can specify a single DBURSTR macro in the assembly to connect to a single Multi-User Facility or multiple DBURSTR
macros to connect to multiple Multi-User Facilities. Each DBURSTR macro must have one or more following DBURTBL
macros specified to indicate the specific tables associated with that Multi-User Facility. You can use DBSIDPR for
the name that you specify with SIDNAME=name (z/OS only.), but we do not recommend using DBSIDPR for the name in
multiple Multi-User Facilities applications, because it would not be obvious which Multi-User Facility that name identified.

Because each is a different task with a different transaction, no two DBURSTR macros should cause a connection to
the same Multi-User Facility. We do not prevent you from doing this, since it can be useful in testing and in some special
conditions, but we do not recommend it.

If the DBURSTR macro is being assembled in the same assembly as a DBURINF macro, the SIDNAME=name (z/OS
only.) parameter is required. A User Requirements Table including the SIDNAME= parameter can only be used by a user
requirements interface that specifies MUFS=YES.

There can be up to 99 DBURSTR macros in one assembly. This allows connection to up to 99 different Multi-User
Facilities.

In multiple Multi-User Facilities applications, values specified for the following DBURSTR parameters can vary as
desired for each Multi-User Facility: AUTHID=, CBSIO=, DB00101=, EOJ_OK=, JOBSTAT=, NO522=, OPTIMIZE=,
PREVENT_S522=, PRTY=, SIDNAME=, TIMEMIN=, TIMESEC=, TXNUNDO=, and WRITE=.
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The DBURSTR parameter CSECT= should match in different DBURSTR specifications for multiple Multi-User Facilities
applications, but only the first CSECT= is used.

The DBURSTR parameter MULTUSE= must be set to YES for multiple Multi-User Facilities applications.

The ABEND= parameter was functionally removed in r11. It remains in the macro for compatibility with user JCL, but
beginning with r11 it is ignored.

 ABEND= 

Although the ABEND= parameter remains in the DBURSTR macro for compatibility with user JCL, it has been functionally
removed in r11, that is,  now ignores specifications of the ABEND= parameter.

 AUTHID= 

For SQL, identifies the authorization identifier (AUTHID) of the table. If the parameter is not specified, blanks are passed.

If this parameter is used (that is, it is non-blank), SQL overrides this value with the default AUTHID of the plan. Use of this
parameter activates the Dynamic Plan Selection facility. For details, see SQL Dynamic Plan Selection.

•  Valid Entries: 1 to 18 bytes
•  Default Value: blanks

 CBSIO= 

Specifies an I/O limit value for all SELxx commands except SELPR. This parameter allows application environments
to establish their own maximums in I/O and set processing relative to their own requirements. A value of 0 specifies no
limit. If a SELxx command reaches this limit,  aborts the command issuing a return code 91 (internal code 119). Do not
specify this parameter for programs containing only SQL statements (that is, programs that have no  commands). For
SQL statements, you provide this value using a Preprocessor option. For more information about Preprocessor options,
see CA Datacom/DB SQL Preprocessor Options. For mixed mode, specify this value as it applies to the  commands in
your program.

NOTE
 The value specified is rounded down to a multiple of 8. It is this rounded down value that is actually used. For
example, specifying 0 -- 7 results in the same action, no limit. Specifying 8 -- 15, however, generates a limit of 8,
and so on.

•  Valid Entries: 0 -- 524287
•  Default Value: 0 (no limit)

 CSECT= 

Allows the linking of multiple User Requirements Tables with a single application program. Specify a unique value in each
User Requirements Table constructed for use within a single program. See for a full discussion of extended options.

•  Valid Entries: CSECT name
•  Default Value: DBURTPR

 COMM_STATS_AT_CLOSE= 

WARNING
 We do not recommend the DBURSTR macro parameter COMM_STATS_AT_CLOSE=YES for general use,
because it adds substantial overhead to the close process and generates a large number of write I/Os. However,
the use of this parameter could be appropriate for special case requirements.

COMM_STATS_AT_CLOSE=YES specifies that the equivalent of a console COMM STATS request (or DBUTLTY function
COMM OPTION=STATS) be issued at the close of this URT for each DBID that was successfully opened as part of this
URT. The default is NO.
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Specifying YES for this option receives a return code 94(170) if, for any database in the URT, an open is against a
database defined at MUF startup with ACCESS NOOPT. Return code 94(170) indicates that using the parameter with the
YES value is invalid.

•  Valid Entries: YES or NO
•  Default Value: NO

 DB00101= 

The DB00101= parameter eliminates the DB00101I started message. DB00101=NO prevents the DB00101I message
during the start of the application.

•  Valid Entries: YES or NO
•  Default Value: YES

 EOJ_OK= 

(z/OS only) Use the DBURSTR parameter EOJ_OK= for read-only and single task applications. EOJ_OK= is not allowed
for applications that connect to the MUF with multiple task areas, for example  and .

Although EOJ_OK= is for intended read-only applications, updating is allowed, subject to the following rules.

An application is not terminated if it is within a transaction. It can continue to execute as long as it does not choose to
issue a transaction termination command including RAAT commands COMIT, ROLBK, LOGCP, LOGCR, and CLOSE. In
SQL, the commands are COMMIT and ROLLBACK. It does not include a task that has been force spilled but does include
a task that has been force checkpointed. These are very rare conditions.

NOTE
 For more information about force spill versus force checkpoint, see MUF startup option RXXROLLBACK.

• When a request completes where the task is not currently in a transaction, the termination occurs. The application
presumes there is a normal MUF connection until its next request, if any, where a return code 86 is received. The
application can choose to handle the return code 86 or can terminate in error. To handle the error, close any open
URTs. The closing of the last open URT then breaks the connection from the point of view of the application.

This feature is not intended for applications that have multiple URTs, but is allowed with the following rules.

The EOJ_OK is honored only on the OPEN that drives a connection to the MUF.

• The application should force the same value for all URTs that are used but this does not affect Datacom ignoring the
value on all OPEN commands other than the connection open.

• The EOJ_OK status remains for the life of the connection and can only be changed if the connection is terminated and
then a new connection requested with the desired setting.

• If the option is set on later OPEN commands to something other than at the connection, it is ignored and is not
considered an error.

Under normal processing, a MUF is intended to be enabled 24x7 starting during the IPL process and ending just prior to
the next IPL. If the EOJ is needed, then it was built to be orderly where all connections to the MUF have been closed and
disconnected. Therefore, the EOJ naturally waits on all current jobs.

A precursor ability was built with the CA Sysview interface because an open connection was caused and then left
outstanding over days or weeks. This caused any needed EOJ to wait until someone was available to resolve the
outstanding open connection. The Sysview exception was either minimally or not documented. Over several releases,
this exception was used for the Change Data Capture Monitor task, the DBUTLTY function AUTOSTAT, and one or
more  using products.

With Version 14.0, these exceptions are formally changed to be a specific option within  known as the EOJ_OK ability. It
is requested in the DBURSTR macro generating a User Requirements Table used to connect to a MUF. The requirement
is considered to be rare and the feature is not intended to be commonly used. It has a number of restrictions and presents
special considerations for the applications running with the option set.
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With this release but independent of EOJ_OK=YES, MUF sets a value indicating that an EOJ has been requested on
each request that has a blank return code. This action by MUF provides a way for applications that are long running, or
that require multiple tasks, to be made aware that an EOJ has been requested. Application can therefore be enhanced to
make use of that action. You can find the flag that indicates this information is in the Request Area at location +x'3B'. The
bit x'01' is currently on the MUF as an EOJ request.

NOTE
 An exception exists for requests that do not interact with the MUF, which includes the command INQIN and
blocked sequential processing GETIT/GETPS commands where calls that get a block have the setting correct
but requests within the blocking could have the value accurate or inaccurate. Also note that EOJ requested
is not instantly committed and therefore it is rare, but possible, for the EOJOFF command to remove the EOJ
requested.

•  Valid Entries: YES or NO
•  Default Value: NO

 Using Console-like API Choices 

When an EOJ is requested using any of the console-like API choices,  first checks to see if every attached task area
has the DBURSTR parameter EOJ_OK= specified as YES. If every attached task area has EOJ_OK=YES, the special
processing occurs as described in a section below. This action does not occur in the special case where the EOJ is
requested through the MVS modify command and every task area is currently in use and thereby prevents the ability for
EOJ to execute in a task area. In this special case, the activation occurs during the close of the next URT by one of the
attached tasks.

Whether the EOJ first action occurs, every URT close after an EOJ has been requested will check for and handle
EOJ_OK. This is done after the URT is closed. It checks to see if every task area has the EOJ_OK=YES set. If this is true,
then the special processing occurs.

The EOJ_OK actions occur while it is still possible for you to request an EOJOFF condition. However, it is very rare. If the
EOJOFF is used, any applications needed that have been terminated have to complete termination and reconnect.

WARNING
If EOJOFF is used, then some applications that have already been forced closed might be needed and those
need to be restarted as required.

 Special Actions when EOJ_OK YES 

Special actions of which to be aware when EOJ_OK=YES is specified are as follows:

• If the task is not currently in a transaction or request, then the task is set as disconnected from the user and set to be
force closed. If the application issues another request, then it receives a return code 86. The application can choose
to handle the return code 86 by terminating, doing nothing, or by issuing a CLOSE and new OPEN to connect to a
following MUF execution. If EOJOFF was used, then it is possible to reconnect to the same MUF.

• If the task is in a current request not a transaction, the task is flagged to allow the current request to complete normally
and at its completion with the request returned to the user then processed as when no request or transaction was
active. A possible EOJOFF does not prevent this action from completing but does not block a new connection.

• If the task is in a transaction (active request or not), then it is flagged that on the next end of request that is not in a
transaction then processed as when no request or transaction was active.

 Other EOJ_OK Related Items 

The Dynamic System Table MUF_ACTIVE_TASKS has a column EOJ_OK that can have values of YES or NO to reflect
the tasks being connected with this option set.

NOTE
Information about EOJ_OK is reported in relation to the DBUTLTY function COMM OPTION=STATUS. The
console STATUS command, however, does not generate EOJ_OK information.
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The following example shows the right half of the DBUTLTY function COMM with OPTION=STATUS line that contains the
new EOJ_OK information in z/OS:

PATH  U-SYSTEM  U-JOBID USER-ID                          EOJ_OK

LOCAL CA11     JOB01846 CATBPPR TEST PGM                 YES   

 JOBSTAT= 

Specifying YES causes the Multi-User Facility to save job statistics that would have been lost due to the specification of
OPTMIZE=YES in a User Requirements Table. System statistics in memory are not affected by this parameter.

 Value  Meaning 
OPTMIZE=YES
JOBSTAT=NO

  closes a job without writing statistics. System statistics continue
to be recorded in memory.  includes the request information in
the summary statistics. This results in no impact on job close
performance. However, detail job statistics are lost and system
statistics are not written to the Statistics and Diagnostics Area
(PXX).

OPTMIZE=YES
JOBSTAT=YES

  writes the statistics after the last User Requirements Table for a
job closes.

OPTMIZE=NO   ignores the JOBSTAT= parameter.

For SQL processing,  uses JOBSTAT=YES and OPTMIZE=YES.

•  Valid Entries: NO or YES
•  Default Value: YES

 MULTUSE= 

In CICS and IMS/DC, this parameter is dynamically altered to the monitor-selected option.

 Value  Meaning 
YES The Multi-User Facility control interface is required. Always

recommended and fully supported.
NO The associated program runs Single User. Never recommended,

and its support has many restrictions. Not intended to be a long-
term part of the product.

For programs containing SQL statements, always accept the default value for this parameter.

•  Valid Entries: NO or YES
•  Default Value: YES

 NO522= 

 (z/OS only.) Provided for compatibility with prior releases. Currently we recommend using the option is PREVENT_S522.

An operating system subtask, DBISBPR, exists in the user address space and runs in 31-bit memory. It ensures that the
application does not time-out with a 522 abend during a spill or other possible long wait. For most user applications this
is normal, necessary, and not a concern. When it is a concern, however, in z/OS environments, the User Requirements
Table macro DBURSTR has a parameter, NO522=, that can be used.

NOTE
 For special applications that may have many connections to the Multi-User Facility, the application may have its
own protection and not require protection from  through use of the NO522= DBURSTR parameter.
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Specify NO522=NO to prevent the DBISBPR subtask, as previously described, from being attached. For example, if a
User Requirements Table is the first to be opened by a particular interface module, the subtask is not attached if NO522=
is specified as NO.

When you specify NO522=YES or allow the default, the subtask DBISBPR is attached and ensures, as previously
described, that the application does not time-out with a 522 abend during a spill or other possible long wait.

There is also a NO522= parameter in the DBSYSID macro (see NO522=) that can be set at the global level. If you code
NO522=NO in DBSYSID, settings at the URT level are overridden. However, if in DBSYSID you do not specify NO522= or
in DBSYSID code NO522=YES, the setting for NO522= in the DBURSTR macro is checked to see whether the 522 abend
should be allowed.

•  Valid Entries: NO or YES
•  Default Value: YES

 OPTMIZE= 

Specifying YES enables the Multi-User Facility to close a job without writing statistics to the Statistics and Diagnostics
Area (PXX). System statistics in memory are not affected by this parameter. When OPTMIZE=YES,  holds writing the
counts for a database to disk until the last User Requirements Table, specifying a table in that database, closes. To
minimize the impact on job close, specify one of the first two options shown in the following table:

 Value  Meaning 
OPTMIZE=YES
JOBSTAT=NO

  closes a job without writing statistics. System statistics continue
to be recorded in memory.  includes the request information in
the summary statistics. This results in no impact on job close
performance. However, detail job statistics are lost and system
statistics are not written to the Statistics and Diagnostics Area
(PXX).

OPTMIZE=YES
JOBSTAT=YES

  writes the statistics after the last User Requirements Table for a
job closes.

OPTMIZE=NO  (Default.) When OPTMIZE=NO,  ignores the JOBSTAT=
parameter.

For SQL processing,  uses JOBSTAT=YES and OPTMIZE=YES.

•  Valid Entries: NO or YES
•  Default Value: NO

 PREVENT_S522= 

 (z/OS only.) PREVENT_S522= in DBURSTR is optional if NO522= in DBURSTR is not specified. We recommend the
PREVENT_S522= option for a new URT.

NOTE
 You cannot specify in DBURSTR both PREVENT_S522= with a value and NO522= with a value.

•  PREVENT_S522=YES_STIMERM 
Specifies that  is to deal with S522 timeout abends in the way (new for Version 14.0) described in the previous section.

•  PREVENT_S522=YES_SUBTASK 
Specifies that S522 timeout abends are to be handled as they were in releases prior to Version 14.0, using the subtask
method described in the previous section.

•  PREVENT_S522=NO 
Specifies that there is to be no protection against S522 timeout abends.

•  Valid Entries: YES_STIMERM, YES_SUBTASK, or NO
•  Default Value: No Default. (However, if NO522= is also not specified, the default is the same as if NO522=YES was

specified.)
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 PRTY= 

Specifies the priority level within the Multi-User Facility.

 Batch and IMS/DC 

This parameter establishes the priority for all  requests issued by the program after the User Requirements Table is
opened.

For programs containing SQL statements only (no  commands), specify this parameter with the same value that you
specify for the precompiler option of the same name.

For programs containing both SQL statements and  commands, the Multi-User Facility uses the priority specified in the
User Requirements Table when processing  commands and the priority specified in the Preprocessor option PRTY= when
processing SQL statements.

 CICS 

This parameter establishes the priority for a request using this User Requirements Table.  CICS Services selects a User
Requirements Table for each  request it receives from an online program.

For the SQL User Requirements Table used with  CICS Services, specify this parameter with the same value that you
specify for the precompiler option of the same name. 

NOTE
  can temporarily escalate the priority during critical path processing.

•  Valid Entries: Integer value from 1 through 15
•  Default Value: 7

 SIDNAME= 

 (z/OS only.) To generate a User Requirements Table defined for multiple Multi-User Facilities, even if only one Multi-
User Facility is used, requires specifying the SIDNAME=name parameter on every DBURSTR macro, where a SID is
understood to be a sub-identifier ID. The specified name identifies a module, assembled with the DBSYSID macro, that
is to be loaded. The name identifies the specific Multi-User Facility that is to handle requests to the following DBURTBL
macros. If the DBURSTR macro is being assembled in the same assembly as a DBURINF macro with MUFS=YES
specified, the SIDNAME=name parameter is required.

Following is a sample User Requirements Table specifying multiple Multi-User Facilities support, followed by examples
showing SIDNAME= being used in DBSYSID.

 *--------------- SAMPLE URT SPECIFYING MULTIPLE MUF SUPPORT

         DBURINF OPEN=USER,URTABLE=ASM,MUFS=YES,RRS=YES

         DBURSTR TXNUNDO=YES,MULTUSE=YES,SIDNAME=PRODMUF

         DBURTBL DBID=997,TBLNAM=C01,UPDATE=YES

         DBURTBL DBID=997,TBLNAM=C02,UPDATE=YES

         DBURSTR TXNUNDO=YES,MULTUSE=YES,SIDNAME=COMMON

         DBURTBL DBID=897,TBLNAM=F01,UPDATE=YES

         DBURTBL DBID=897,TBLNAM=F02,UPDATE=YES

         DBURTBL DBID=897,TBLNAM=F03,UPDATE=YES

         DBUREND SYSTEM=OS

         END

 *-------- SAMPLE SID FOR PRODMUF MUF, IMPORTANT PART 'NAME PRODMUF'

//ASM EXEC ...

          DBSYSID MUFNAME=PRODMUF,...

          END

 //LINK EXEC ... (SVC=RENT)

  ENTRY DBSIDPR

  NAME  PRODMUF(R)
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 *-------- SAMPLE SID FOR COMMON MUF, IMPORTANT PART 'NAME COMMON'

 //ASM EXEC ...

          DBSYSID MUFNAME=COMMON,...

          END

 //LINK EXEC ... (RENT)

  ENTRY DBSIDPR

  NAME  COMMON(R)

For more information about DBURSTR macro support for multiple Multi-User Facilities, see Multiple Multi-User Facilities
Support. A global User Requirements Table (URT) is a  r10 or later release URT that either has multiple Multi-User
Facilities support or DBID remapping support, that is to say, either the DBURSTR macro uses the SIDNAME= parameter
or the DBURTBL macro uses the DBIDMUF= parameter.

•  Valid Entries: a valid name for the assembled DBSYSID macro
•  Default Value: (No default)

 TIMEMIN= and TIMESEC= 

Specify exclusive control wait time limit in minutes (TIMEMIN=) or seconds (TIMESEC=).

These parameters allow a program to either wait or not wait when another job is holding a requested record under
exclusive control:

 Value  Meaning 
TIMEMIN=0
and
TIMESEC=0

 (Default.) There is no time limit. Without a limit on the wait
time, a "wait forever" condition is possible. For information
about terminating certain long waiting requests, see the
COMM REQABORT option.

TIMEMIN=0
and
TIMESEC=1

Do not wait at all.

TIMEMIN=n
or
TIMESEC=x 

Where n >= 1 and x > 1.
Wait for n minutes or x seconds. If the specified time is exceeded,
the application program receives a return code 61 (EXCLUSIVE
CONTROL, WAIT EXCEEDED) to inform the user the record was
not available. Do not specify nonzero values for both TIMEMIN=
and TIMESEC=.

Do not specify these parameters for programs containing SQL statements only (no  commands). For SQL statements, you
provide this value using a Preprocessor option. If your program contains both  commands and SQL statements, specify
these parameters as they apply to the  commands in your program.

If you are using  STAR for distributed processing, see  STAR Administrator documentation before specifying these
parameters.

•  Valid Entries: 1 -- 120
•  Default Value: 0

 TXNUNDO= 
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  ignores this option unless logging is operational.

 Value  Meaning 
YES In a Multiple MUF environment, you can use multiple DBURSTR

macros, one for each MUF. TXNUNDO= is then used to specify
that the transaction backout option is in effect for all update
transactions against all the tables that follow a DBURSTR macro
in a User Requirements Table, until the next DBURSTR macro is
encountered. For batch programs, see Using Transaction Backout
before coding YES. YES must be specified if your program issues
SQL statements (see End Macro (DBUREND) for information on
DBSQL=) or the LOGTB or ROLBK command.

NO  (Default.) Specifies transaction backout is not operational.

See Using Logging for more information.

•  Valid Entries: NO or YES
•  Default Value: NO

 WRITE= 

Controls the Pipeline feature.

 Value  Meaning 
NO  (Default.) Specifies normal  buffer utilization with the Pipeline

feature for efficient processing.
YES Specifies the Pipeline feature is not active and all maintenance

commands are immediately written to disk.

See Pipelining for more information.

•  Valid Entries: NO or YES
•  Default Value: NO

Entry Macro (DBURTBL)
A DBURTBL macro is required for each  table to be accessed by  commands. Tables accessed by SQL statements are
identified in the SQL plan created during precompile. There is not a required sequence for multiple tables, but processing
is more efficient when you group together all tables in the same database.

Two optional parameters on the DBURTBL macro are DBIDMUF= and DBIDUSER=. On a single DBURTBL macro, you
may either specify DBID= or the pair of parameters, DBIDMUF= and DBIDUSER= (see DBIDMUF=).

Using multiple Multi-User Facilities provides table level routing. Every table in a single database is normally sent to the
same Multi-User Facility, and although this is not required, we recommend it, because without a shared index the generic
locate commands, though perhaps rarely used, do not work properly. Also, if multiple tables in a single area are split with
more than one Multi-User Facility, physical read commands (GSETP/GETPS) do not function correctly.

 ACCESS= 

Starting with Version 8.1, this parameter was no longer required (or useful).

 AREANAM= 

 (Code only if DBFLSUB=YES.) Specifies the name of the area being loaded using DBFLSUB. Mutually exclusive with
TBLNAM= parameter.
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•  Valid Entries: Three-position alphanumeric  name of the area (DATACOM-NAME attribute-value for the  AREA entity-
occurrence). The first position must be alphabetic.

•  Default Value: (No default)

 AUTODXC= 

Specifies the handling of exclusive control by the GETIT, GETPS, GSETL, GSETP, RDUBR, RDUNE, RDUNK, RDUNR,
and RDUNX commands, as follows:

 Value  Meaning 
NO Do not automatically drop exclusive control.

If NO is specified and the record is not updated or deleted, the
program must release exclusive control.

YES Automatically drop exclusive control established by the previous
command from the same Request Area.

•  Valid Entries: NO or YES
•  Default Value: YES

 BYPOPEN= 

Indicates the processing of the table specified in the TBLNAM= parameter during User Requirements Table open and
close processing, as follows:

 Value  Meaning 
NO Specifies the table is not bypassed.
YES Indicates the table is bypassed during open and close processing.

•  Valid Entries: NO or YES
•  Default Value: NO

 DBFLSUB= 

 (Single User only.) YES specifies this User Requirements Table is associated with a program using the  table load
subroutine, DBFLSUB. If DBFLSUB is being used, specify YES only in the last (or only) DBURTBL macro of a User
Requirements Table assembly.

When YES is specified, the AREANAM= parameter must reflect the area being loaded. Do not specify the TBLNAM=
parameter. Do not code DBFLSUB=YES in a User Requirements Table assembly that is one of the multiple User
Requirements Tables linked with a single program or if MULTUSE=YES.

•  Valid Entries: NO or YES
•  Default Value: NO

 DBID= 

Specifies the database ID (DATACOM-ID attribute in the  definition) number of the database being accessed. The external
module name is the area name concatenated with this database ID. You cannot use DBID= if you are using DBIDMUF=
and DBIDUSER= (see following descriptions).

•  Valid Entries: Integer value from 1 through 5000
•  Default Value: 1

 DBIDMUF= 

This optional parameter provides the ability for the DBID, as known to the Multi-User Facility, to be different than that
known to the application. It is allowed if the previous DBURSTR macro specified a SIDNAME= parameter. DBIDMUF= is
the database ID as known to the Multi-User Facility and its Directory (CXX). If DBIDMUF= is specified, the DBIDUSER=
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parameter must also be specified. A global User Requirements Table (URT) is a  r10 or r11 URT that either has multiple
Multi-User Facilities support or DBID remapping support, that is to say, either the DBURSTR macro uses the SIDNAME=
parameter or the DBURTBL macro uses the DBIDMUF= parameter.

•  Valid Entries: a valid database ID
•  Default Value: (No default)

 DBIDUSER= 

This optional parameter provides the ability for the DBID, as known to the user application, to be different than that known
to the Multi-User Facility. DBIDUSER= is allowed if the previous DBURSTR macro specified a SIDNAME= parameter.
DBIDMUF= is the database ID as known to the Multi-User Facility. If DBIDUSER= is specified, the DBIDMUF= parameter
must also be specified. When DBIDUSER= is used, the application DBID in the Request Area is altered when starting a
request and restored when receiving the request back. Because using DBIDMUF= can complicate debugging and support
activities, we therefore do not recommend using it unless necessary.

•  Valid Entries: a valid database ID
•  Default Value: (No default)

 Example 

Here is an example User Requirements Table using the ability of multiple Multi-User Facilities to connect a batch job to
two Multi-User Facilities. Note that it uses Resource Recovery Services (RRS) to provide two-phase commit protection. In
the example, table K01 is shown with the DBID for which the application was programmed being different from the DBID
that the Multi-User Facility needs to use.

     DBURINF OPEN=USER,URTABLE=ASM,MUFS=YES,RRS=YES

     DBURSTR TXNUNDO=YES,MULTUSE=YES,SIDNAME=PRODMUFA

     DBURTBL DBID=997,TBLNAM=C01,UPDATE=YES

     DBURTBL DBID=997,TBLNAM=C02,UPDATE=YES

     DBURTBL DBID=997,TBLNAM=C03,UPDATE=YES

     DBURSTR TXNUNDO=YES,MULTUSE=YES,SIDNAME=PRODMUFB

     DBURTBL TBLNAM=K01,UPDATE=YES,DBIDMUF=100,DBIDUSER=200

     DBUREND SYSTEM=OS

     END

 ELMCHG= 

Specifies whether the Element List for sequential access operations can be changed between GETIT or GETPS
commands. If ELMCHG=NO is specified, execution time is improved because additional instructions for checking the
accuracy of the Element List are unnecessary.

•  Valid Entries: NO or YES
•  Default Value: NO

 GBMAXR= 

Specifies the maximum number of entries allowed in the blocked GETIT or GETPS buffer. When UPDATE=NO, use the
default. When UPDATE=YES, this parameter can limit the number of records held with exclusive control.

Specifying or defaulting to 255 is treated as a request to fill the blocked GETIT buffer. Entries of 2 -- 254 limit the number
of records returned in the blocked GETIT buffer.

The MUF startup option EXCTLNO specifies the maximum number of records held with exclusive control by one task. The
GBMAXR= value cannot be greater than the EXCTLNO value. If there are multiple tables being updated, the total of the
GBMAXR= values cannot be greater than the EXCTLNO value.

•  Valid Entries: Integer value from 2 through 255
•  Default Value: 255
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 GETBLK= 

 (Multi-User only.) Specifies the buffer size used for blocking GETIT or GETPS commands. The buffer must be large
enough to contain at least two Request Areas and two work areas. If the GETBLK= parameter is greater than the MUF
startup option TASKS size specification, the difference is disregarded.

This option improves performance of the job using this User Requirements Table. If UPDATE=YES, all records in the
buffer are held under exclusive control. This could degrade the performance of other update tasks requiring the held
records.

NOTE
 If the GETBLK= option is used, ELMCHG=NO must be coded.

GETBLK=0 means you are not using the blocked GETIT command. Accept the default or code a zero value when
there are real memory concerns or when only the current record needs to be under exclusive control while reading with
exclusive control.

•  Valid Entries: Integer value 0 or 4096 through 61440
•  Default Value: 0

 READAHD= 

Specifies whether index scanning or physical block scanning is to be done for read-ahead processing.

 ValidEntry  Meaning 
INDEX Use index scanning to select blocks for read-ahead processing.

This option is generally better than PHYSICAL except where
noted in the following.

PHYSICAL
or PHY

Use physical sequential data block reads for read-ahead
processing. This mode is generally faster when using Space
Management Option 0 with few additions or deletions and using
the Native Sequence Key. It also works well with other Space
Management Options when no additions and few deletions have
occurred.

•  Default Value: INDEX

 SEQBUFS= 

Specifies the number of data buffers the program can use for single block or multiple block read-ahead sequential
processing. Use the default value (0) to specify that sequential processing is not to do data read-ahead.

If you specify a value of 2 through 128,  gets memory for this many additional buffers to be used by this one task
processing this one table for sequential read-aheads during the first GSETL or GSETP function. Batch sequential
processing takes advantage of these buffers.

If you specify a negative number, then no sequential buffers are allocated and the normal data pool buffers are used for
data read-ahead. The read-ahead buffers are taken from the "oldest" normal buffers and made most current. Normal data
buffers are not dedicated to this table and user. They are always shared.

Running sequential jobs on a very busy Multi-User Facility usually runs faster with extra sequential buffers. Running
sequential jobs on a lightly loaded system could run better either way. A sequential update job can take better advantage
of the Pipeline feature using normal data buffers instead of extra buffers unless the system is busy with other tasks
causing buffers to be flushed.

NOTE
 Although even number values are valid, odd number values are accepted for compatibility with previous
versions. However, odd number values are converted to the next even number closer to 0.

•  Valid Entries: An even integer value from 0 through 256
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NOTE
 Numbers 2 through 128 represent the number of sequential buffers to be requested. Numbers 130 through
256 represent the number of normal data buffers to be used for sequential read-ahead processing (similar to
the -2 through -128 numbers in the DBURTBL macro).

•  Default Value: 0

 SYNONYM= 

This parameter functions differently in batch and CICS environments.

 OperatingEnvironment  Value  Meaning 
Batch or IMS/DC NO There are no duplicate table names. When

SYNONYM=NO,  does not examine the
Request Area DBID field.  uses the DBID
specified in the User Requirements Table
for the first entry matching the table name
in the Request Area.

Batch or IMS/DC YES The table name specified in the TBLNAM=
parameter is duplicated in multiple
occurrences of this macro in this User
Requirements Table assembly.  first
looks for a match on TBLNAM=. If the
entry matching the Request Area has
SYNONYM=YES,  checks the DBID
field for a match. If a match is not
found,  continues to look until finding a
match.

CICS NO There are no duplicate table names. When
SYNONYM=NO,  CICS Services does
not examine the Request Area DBID
field.  CICS Services uses the first User
Requirements Table with an entry matching
the table name in the Request Area.

CICS YES The table name specified in the TBLNAM=
parameter is duplicated in multiple
occurrences of this macro in this User
Requirements Table assembly or in another
User Requirements Table assembly used
with  CICS Services. When it receives
a  request,  CICS Services selects
a User Requirements Table by, first,
looking for a match on TBLNAM=. If the
entry matching the Request Area has
SYNONYM=YES,  CICS Services checks
the DBID field for a match. If a match is not
found,  CICS Services continues to look
at other User Requirements Tables until
finding a matching.

You can specify SYNONYM=YES when there is no duplication (in anticipation of the possible future duplication of table
names). If YES is specified, all programs using the User Requirements Table must have the database ID specified in the
Request Area during all calls.

•  Valid Entries: NO or YES
•  Default Value: NO
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 TABLES= 

Specify TABLES= along with TBLNAM=BASE when you want to open all the tables in one particular database. In this
case, you have one DBURTBL macro per database, not one per table.

NOTE
 When you use this feature,  opens every table in the database, whether the program needs all of the tables or
not.

TABLES= can be given a value of from 1 through 999. The DBURTBL macro generates that many URT entries with
a table name of '***' and a new flag indicating that every table in the database is to be opened. The other DBURTBL
parameters that are specified apply to each generated entry.

The OPEN command sees the entry and, after reading the Directory (CXX), replaces the necessary number of entries
with the tables in the database. Every table in the Directory is used, whether it can be opened or not. If every table cannot
be opened, the OPEN is rejected.

NOTE
 A dynamic entry is not used for a normal table entry for the same database, allowing users to provide exception
tables and common tables.

There are no restrictions regarding the intermixing of database level entries and table level entries.

The closing of the User Requirements Table undoes the open changes, that is to say, restores the assembled state. A
reopen therefore starts over, opening tables as required.

The bypass open option (BYPOPEN=YES) is not compatible with a database level open and prevents assembly of a User
Requirements Table with the conflict.

NOTE
 Starting with r11, database level opens are supported for batch but not for the  CICS Services.

Users should be aware that the before open exit does not know the table names and is passed a table name of ***. The
exit must decide, based upon this information, or be changed to an after open exit. Otherwise, this feature should not be
used.

An open error 94(115) OPEN BASE URT, NOT ENOUGH ENTRIES is recognized if more tables exist in the Directory than
database level entries exist in the User Requirements Table.

•  Valid Entries: 1 through 999
•  Default Value: (No default)

 TBLNAM= 

Use TBLNAM= to specify either the name of the accessed table or BASE.

 Value  Meaning 
name When the  name of the table accessed is specified, the name

is the DATACOM-NAME attribute-value defined for the  TABLE
entity-occurrence. In a valid  name, the first position must be
alphabetic and all positions must be non-blank.

BASE When BASE is specified and the TABLES= parameter is specified
with a value of 1 through 999 (see TABLES=), the DBURTBL
macro generates that many User Requirements Table entries with
a table name of '***' and a new flag indicating that every table is
to be opened. The other DBURTBL parameters that are specified
apply to each generated entry. This means that when you use this
feature,  opens every table in the specified database, whether the
program needs all of the tables or not.
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NOTE
 The TBLNAM= parameter is not valid when DBFLSUB=YES.

•  Valid Entries: Three-position alphanumeric table name or BASE
•  Default Value: (No default)

 UPDATE= 

Specifies update authorization.

 Value  Meaning 
NO The program cannot update this table and cannot hold the rows

under exclusive control.
YES The program can update this table and can hold the rows under

exclusive control.

NOTE
 If the application using this User Requirements Table issues Compound Boolean Selection commands (SELxx),
UPDATE= must be YES unless the DBID value is specified in the MUF startup option CBS. This includes
applications using  and CA MetaCOBOL+ FOR statements.

•  Valid Entries: NO or YES
•  Default Value: NO

End Macro (DBUREND)
Code one DBUREND macro per User Requirements Generation Macro set.

AMODE=

Sets the AMODE of the assembly.

• Valid Entries: ANY, 24, 31, or NONE
• Default Value: NONE

DBSQL=

Specifies whether SQL is used by the application associated with this User Requirements Table.

Value Meaning
NO Specifies that SQL is not used.

When DBSQL=NO, programs containing SQL statements are not
executed.

YES Specifies that SQL is used by the application associated with this
User Requirements Table. The Start Macro (DBURSTR) must
have TXNUNDO=YES. See SIDNAME=.

• Valid Entries: NO or YES
• Default Value: NO

LOADTYP=
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(z/VSE only.) Defines the location of the  load modules.

Value Meaning
HIGH Specifies the loaded modules are placed in the high end of the

user partition.
VIRTUAL Specifies the loaded modules are placed in the GETVIS area.

For User Requirements Tables used with  CICS Services, accept the default.

• Valid Entries: HIGH or VIRTUAL
• Default Value: VIRTUAL

RMODE=

Sets the RMODE of the assembly.

• Valid Entries: ANY, 24, 31, or NONE
• Default Value: NONE

SYSTEM=

Defines the operating system. Use this parameter for documentation if your site has more than one operating system.

• Valid Entries: OS or DOS
• Default Value: This parameter defaults to the correct operating system.

USRINFO=

Allows 1 to 16 bytes of user information to be placed in the User Requirements Table. Use this information to make certain
that the correct User Requirements Table is in use. For ease of checking, modify this parameter whenever you modify the
User Requirements Table.

• Valid Entries: 1 through 16 characters
• Default Value: (No default)

User Requirements Table Association Options
The methods of associating an application program with a User Requirements Table differ for online and batch programs.

Online Programs

The User Requirements Table is temporarily attached during a call. Instead of the User Requirements Interface, a monitor
interface is used.

  /IMSDC Services 

In IMS/DC, application programs must be link edited with the Language Interface module which is generated by the
DLLI0PR macro. Each program can use only one User Requirements Table. The  IMS/DC Services control database must
contain an entry for each program, specifying the name of its User Requirements Table. Each User Requirements Table
must be link edited separately. One User Requirements Table may be associated with multiple programs. See the  IMS/
DC Services System documentation for details.

 Example User Requirements Table Assembly 

This example User Requirements Table provides for processing both  commands and SQL statements accessing the
sample database tables ACCTS (ACT) and CUST (CUS) in database 10 with update allowed.

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBURT010--ONLINE URT'
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         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               TBLNAM=CUS,

               UPDATE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO

         END

   CICS Services 

In CICS, application programs must be link edited with the DBCSVPR module which establishes communication
with  CICS Services. When an application requests  service,  CICS Services selects an appropriate User Requirements
Table for each request.  CICS Services can use multiple User Requirements Tables, but each must be assembled and link
edited separately. See the  CICS Services User documentation for details and for naming requirements.

 Example URT for Access by  Commands 

This example User Requirements Table provides for processing  commands accessing the sample database tables
ACCTS (ACT) and CUST (CUS) in database 10 with update allowed.

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBURT010--ONLINE URT'

         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               SYNONYM=YES,                                            X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               SYNONYM=YES,                                            X

               TBLNAM=CUS,                                             X

               UPDATE=YES

         DBUREND                                                       X

               USRINFO=CAIDEMO

         END

 Example URT for Access By SQL Statements 

This example provides for SQL access to any table.

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBURT020--ONLINE URT FOR SQL'

         DBURSTR                                                       X

               TXNUNDO=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO
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         END

Batch Programs

For batch programs that contain  commands only (no SQL statements), there are several options to associate a User
Requirements Table with a program. These options are described below. Batch programs containing SQL statements
must be linked with the User Requirements Interface macro (DBURINF). Batch programs with the entry point DBMSCBL
or programs that call  at entry point DBNTRY, CBLDBMS, or DATACOM, must be linked with the User Requirements
Interface macro (DBURINF).

Dynamic options are those in which the User Requirements Table is loaded externally to the program. Nondynamic
options are those in which the User Requirements Table is linked with the user program. The dynamic options offer more
flexibility than the nondynamic ones, but they are also more complex.

 Nondynamic URT 

Only one assembly is required for a nondynamic User Requirements Table, so it is the simplest for you to use. If your
shop is security conscious and there is only one programmer who sets up all the User Requirements Tables, this could
be the most desirable method. This method is recommended for programs containing only SQL statements not using
Dynamic Plan Selection.

 Procedure 

1. Code the DBURINF parameter URTABLE=ASM.
2. Assemble all four macros together creating one object module.
3. Include the object module in the program link-edit.

 Example User Requirements Table Assembly with OPEN=DB Processing 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBODBURT--NONDYNAMIC URT, OPEN=DB'

         DBURINF                                                       X

               OPEN=DB,                                                X

               URTABLE=ASM,                                            X

               USRNTRY=DBMSCBL

         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=CUS,                                             X

               UPDATE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO

         END

 Example User Requirements Table Assembly with OPEN=USER Processing 
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----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBOUSURT--NONDYNAMIC URT, OPEN=USER'

         DBURINF                                                       X

               OPEN=USER,                                              X

               URTABLE=ASM,                                            X

               USRNTRY=PROGRAM1

         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=CUS,                                             X

               UPDATE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO

         END

 Example Batch User Requirements Table for Access by SQL Statements 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBSBTPR--BATCH SQL URT'

         DBURINF                                                       X

               URTABLE=ASM,                                            X

               OPEN=DB,                                                X

               USRNTRY=DBMSCBL

         DBURSTR                                                       X

               MULTUSE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=SQL-BAT-URT

         END

Link Nondynamic URT

With this method, you link edit the User Requirements Table with the program. There are two assemblies required. One
advantage to this method is that it allows a common  interface to be used with different User Requirements Tables without
having to reassemble the interface.

 Procedure 

1. Code the DBURINF parameter URTABLE=LINK.
2. Assemble the DBURINF and DBUREND macros in one object module.
3. Assemble the DBURSTR, one or more DBURTBL, and DBUREND macros in a separate object module.
4. Declare both with an include statement in the program link-edit.
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 Example DBURINF Assembly 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBINFURT--LINK NONDYNAMIC URT'

         DBURINF                                                       X

               OPEN=DB,                                                X

               URTABLE=LINK

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO-INF-STUB

         END                                                           X

 Example User Requirements Table Assembly 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DB010URT'

         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=CUS,                                             X

               UPDATE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO

         END

Dynamic URT Load (DBURINF)

With this method, you assemble the start and end macros in one load module and link with the program. The advantage
to this option is that you can assemble and link the User Requirements Table independently of the program. You can
therefore make necessary changes to the User Requirements Table without having to relink the program.

 Procedure 

1. Code the load module name for the User Requirements Table macros (DBURSTR, DBURTBL(s), and DBUREND) in
the LOADNAM= parameter of the DBURINF macro and code LOAD in the URTABLE= parameter.

2. Assemble the DBURINF and DBUREND macros in one object module and link edit with the program.
3. Assemble and link edit DBURSTR, DBURTBL(s), and DBUREND in the separate load module named in the

LOADNAM= parameter. This option provides the advantage of assembling and linking the User Requirements Table
independently of the program.

 Example DBURINF Assembly 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBINFURT--DYNAMIC URT LOAD'
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         DBURINF                                                       X

               OPEN=DB,                                                X

               LOADNAM=DBURT001,                                       X

               URTABLE=LOAD

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO-INF-STUB

         END                                                           X

 Example User Requirements Table Assembly 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DB010URT'

         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=CUS,                                             X

               UPDATE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO

         END

Dynamic URT Load (Execution Time)

This method is very similar to the preceding one, except that the load module containing the User Requirements Table
is provided at execution time. With this method you can readily change the names at execution time. This is useful when
the program is often executed with different User Requirements Tables, such as those for development and those for
production databases. This method therefore provides you with maximum flexibility.

 Procedure 

1. Code the z/OS JCL PARM name in the DBURINF LOADPRM= parameter and in the operating system parameter list.
Code LOAD in the DBURINF URTABLE= parameter.

2. Assemble DBURINF and DBUREND macros and link edit with the program.
3. Assemble and link edit the DBURSTR, one or more DBURTBL, and DBUREND macros in a separate load module.

 Example DBURINF Assembly 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DBINFURT--DYNAMIC URT LOAD--EXECUTION TIME'

         DBURINF                                                       X

               OPEN=DB,                                                X

               URTABLE=LOAD,                                           X
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               LOADPRM=DBURT,                                          X

               USRNTRY=DBMSCBL

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO-INF-STUB

         END

 Example User Requirements Table Assembly 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7----+

URT      TITLE 'DB010URT'

         DBURSTR                                                       X

               TXNUNDO=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=ACT,                                             X

               UPDATE=YES

         DBURTBL                                                       X

               DBID=10,                                                X

               GETBLK=4096,                                            X

               SEQBUFS=2,                                              X

               SYNONYM=YES,                                            X

               TBLNAM=CUS,                                             X

               UPDATE=YES

         DBUREND                                                       X

               DBSQL=YES,                                              X

               USRINFO=CAIDEMO

         END

   Reporting Facility 

For information about the requirements for associating the  Reporting Facility to its User Requirements Table.

 Batch   

See your  documentation for information about its requirements for associating batch programs with User Requirements
Tables.

    

For information about the requirements for associating  to its User Requirements Table, see CA Datacom Core Core User
Requirements Table.

Disabling and Enabling Databases
You can define the type of access to databases that does not involve internal or external security. You can also prevent or
allow maintenance commands to process against databases when you start the Multi-User Facility or afterward. This is
done with the ACCESS MUF startup option, the DBUTLTY ACCESS function, or the ACCESS console command. 
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Disabling and Enabling a Database for Open

Disabling a database prevents table opens through the Multi-User Facility until the database is enabled. (See Disabling
and Enabling a Database for Open.) Disabling a database has no effect on executing programs using that database.
All opens can be disabled, or update opens can be disabled. Before performing Directory maintenance for a database,
disable it.

With Simplify mode, the executing MUF always owns the full CXX and every database defined. It knows and controls all.
In this mode, the disable (described in following information) works exactly the same as related to the data sets of the
database, but it works differently in that it does not disable the ability for the MUF itself to have knowledge of and control
of the CXX definitions and information.

 How to Disable a Database 

To disable a database, issue either the ACCESS console command or the DBUTLTY ACCESS function with the OFF
keyword. The OFF keyword blocks all User Requirements Tables from opening the database(s). You can use the READ
keyword to allow read-only User Requirements Tables (UPDATE=NO) to open the database(s). You can use the UTLTY
keyword to allow only DBUTLTY functions.

The ACCESS OFF/READ controls the index areas and data areas from being opened or written to within the MUF
address space. Without Simplify mode,it prevents the opening of the CXX definitions. With Simplify mode, the CXX
definitions are always available to the MUF.

The following is the syntax of the console command:

►►─ ACCESS ─┬─ OFF ───┬─┬─ ,ALL ──┬───────────────────────────────────────────►◄

            ├─ READ ──┤ └─ ,dbid ─┘

            └─ UTLTY ─┘

The following is the syntax of the DBUTLTY function:

►►─ ACCESS ─ STATUS= ─┬─ OFF ───┬─┬───────────┬─ USER= ─┬─ FAIL ───┬──────────►◄

                      ├─ READ ──┤ └─ ,DBID=n ─┘         ├─ IGNORE ─┤

                      └─ UTLTY ─┘                       └─ WAIT ───┘

When you execute the option, the database is first disabled for new opens. If you enter ALL in the console command or
if you leave the optional DBID= parameter out of the DBUTLTY function, all databases are to participate in the ACCESS
function. The USERS= parameter values indicate the following:

• WAIT indicates that the utility function is to wait if the databases being changed to OFF or READ status are currently
opened. This wait has no time limit.

• FAIL indicates that if the database is currently open for update or, if OFF, for read, the utility terminates the DBUTLTY
on a failed condition.

• IGNORE is used to indicate that DBUTLTY is to continue without regard to the open users.

When the ACCESS function is processed, the database is disabled from being opened instantly. After the database is
disabled, a console message is written: DB00607I - BASE c ACCESS xxxxx yyyyyyyyyyy zzzzzzzzzzzz 

The c is the database ID if only one database is disabled, otherwise it is the literal 'ALL'. The x's are the status (WRITE,
READ, or OFF). If the status is WRITE, the z's are always omitted and the y's are blank unless a catalog is being done on
this base. In this case the y's are the literal 'CATALOG ACTIVE'. If the catalog active message is presented, it is possible
to open the database based on the access rights, but cannot be opened until the catalog is complete.

If the option is READ, UTLTY, or OFF and no jobs have the database(s) open that is being restricted, the y's and z's are
not present. If any jobs are open then the y's are replaced by the literal 'ACTIVE JOB(S)' and the z's replaced by job
names. If one through five jobs have the database(s) open, then all their names are printed. If there are more than five,
four names are printed with the final slot being 'AND MORE'.
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A task that is waiting on any jobs to be completed is waiting on exclusive control. The value of the control is
DBSACCnnnnn, where DBSACC indicates a system access lock and the nnnnn is the DATACOM-ID of the database. If all
databases are being processed, it is one of the databases found open.

If the ACCESS function is done through DBUTLTY, the DB00607 message printed on the console by the Multi-User
Facility is also printed on the report of the utility completion. If IGNORE or FAIL is used and if jobs are found active, the
same job name or set of job names printed in the Multi-User Facility appear in the report.

As soon as the database is marked with the new access status, a write of all pending buffers for the index(s) and data
area(s) is done (unless wait is used). This is done to provide a way to get a better continuous operation backup. This is
also done for WRITE status so you can cause the write pending with no loss of any current or planned activity.

When the utility WAIT option is used, and active jobs are found, the DB00607 message is written to the console indicating
the jobs being waited on before the utility starts waiting. After every close, the task again searches the open list to see if
the database(s) is now closed. If active jobs still exist and there is now a different list than before, the message is printed
with the current list of open jobs. If all jobs are found to have closed, then the final DB00607 message is printed indicating
that now all jobs are complete. This final DB00607 is returned to DBUTLTY for its report.

 SQL Access 

With SQL,  opens tables when the SQL program references them. Therefore, you can disable a database that an active
SQL job requires for processing. If this happens, the SQL job fails. Ensure that before disabling a database, you know
what applications are running and what tables they require.

 How to Enable a Database 

To enable a database previously disabled, execute either the ACCESS console command with the WRITE parameter and
a database ID or the DBUTLTY command with STATUS=WRITE, USERS=IGNORE, and an optional database ID. The
following is the syntax of the console command:

►►─ ACCESS ─ WRITE ─┬─ ,ALL ──┬───────────────────────────────────────────────►◄

                    └─ ,dbid ─┘

The following is the syntax of the DBUTLTY function. If you do not specify a database ID, all databases are processed.

►►─ ACCESS ─ STATUS=WRITE ─┬───────────┬──────────────────────────────────────►◄

                           └─ ,DBID=n ─┘

If the  definition has been previously disabled, issue the  ENABLE function. See the next section.

 CATALOG Failures 

  internally disables a database during  direct catalogs. At normal completion of the CATALOG,  enables the internally
disabled database. Without Simplify mode, a maintenance failure leaves the database disabled. Normal action is to
correct the definition and CATALOG again. If this action is not desired, the database must be enabled using the console or
utility ACCESS command. 

Disabling and Enabling a Database for Maintenance

Disabling a database for maintenance instantly forces all new maintenance commands that insert, update, or delete data
to fail and receive a return code 94 (087). It has no effect on requests currently active. Transaction backout and backward
recovery are not affected, they complete without regard to this option.

 When to Disable Maintenance 

You can use the DBUTLTY ACCESS function or console command with the NOMAINT parameter when you want to stop
maintenance commands immediately. The following are some situations when you might use this command:
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• If a DASD totally fails, you can disable maintenance to stop any additional transactions from pipelining maintenance.
This could minimize any damage needing to be corrected.

• You could stop all CICS maintenance to a database, but still allow read access without the requirement of closing a
User Requirements Table (URT) with UPDATE=YES and open one with UPDATE=NO.

Be aware that the next maintenance command would fail regardless of whether it is the first of a CICS transaction or from
a batch job running for 10 hours.

 How to Disable Maintenance 

To disable maintenance, issue either the ACCESS console command or the DBUTLTY ACCESS function with the
NOMAINT keyword.

The following is the syntax of the console command:

►►─ ACCESS ─ NOMAINT ─┬─ ,ALL ──┬─────────────────────────────────────────────►◄

                      └─ ,dbid ─┘

The following is the syntax of the DBUTLTY function:

►►─ ACCESS ─ STATUS=NOMAINT ─┬───────────┬────────────────────────────────────►◄

                             └─ ,DBID=n ─┘

When you execute the option, the database is disabled for new maintenance commands. If you enter ALL in the console
command or if you leave the optional DBID= parameter out of the DBUTLTY function, all databases are to participate in
the ACCESS function.

When the ACCESS function is processed, the database is disabled for maintenance commands instantly. After the
database is disabled, a console message is written:
DB00607I - BASE c ACCESS xxxxx 

The c is the database ID if only one database is disabled, otherwise it is the literal 'ALL'. The x's are the status, MAINT or
NOMAINT.

If the ACCESS function is done through DBUTLTY, the DB00607 message printed on the console by the Multi-User
Facility is also printed on the report of the utility completion.

As soon as the database is marked with the new access status, a write of all pending buffers for the data and Index
Area(s) is done.

 How To Enable Maintenance 

To enable maintenance for a database previously disabled, execute either the ACCESS console command with the
MAINT parameter and a database ID or the DBUTLTY command with STATUS=MAINT and an optional database ID. The
following is the syntax of the console command:

►►─ ACCESS ─ MAINT ─┬─ ,ALL ──┬───────────────────────────────────────────────►◄

                    └─ ,dbid ─┘

The following is the syntax of the DBUTLTY function. If you do not specify a database ID, all databases are processed.

►►─ ACCESS ─ STATUS=MAINT ─┬───────────┬──────────────────────────────────────►◄

                           └─ ,DBID=n ─┘

Disabling and Enabling Areas
 

You can use the DBUTLTY ACCESS function to define the type of access to tables within data areas.
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Disabling and Enabling an Area for Open

Disabling an area prevents table opens through the Multi-User Facility until the area is enabled (see Disabling and
Enabling an Area for Open). Disabling an area has no effect on executing programs using that area.

NOTE
There is no difference in processing with the Simplify mode setting.

How to Disable an Area

To disable an area, issue the DBUTLTY ACCESS function with the OFF keyword. The OFF keyword blocks all User
Requirements Tables from opening the area. You can use the READ keyword to allow read-only User Requirements
Tables (UPDATE=NO) to open the area. You can use the UTLTY keyword to allow only DBUTLTY functions.

►►─ ACCESS STATUS= ─┬─ OFF ───┬─ ,DBID=n,AREA=name ─ ,USERS= ─┬─ FAIL ───┬────►◄

                    ├─ READ ──┤                               ├─ IGNORE ─┤

                    └─ UTLTY ─┘                               └─ WAIT ───┘

When you execute the option, the area is first disabled for new opens. The USERS= parameter values indicate the
following:

• WAIT indicates that the utility function is to wait if the areas being changed to OFF, READ, or UTLTY status are
currently opened. This wait has no time limit.

• FAIL indicates that if the area is currently open for update, or if OFF for read, or if UTLTY if is non-DBUTLTY, the utility
terminates the DBUTLTY on a failed condition.

• IGNORE is used to indicate that DBUTLTY is to continue without regard to the open users.

When the ACCESS function is processed, the area is disabled from being opened instantly. After the area is disabled, a
console message is written: DB00613I BASE nnnn AREA aaa ACCESS z (information) (job names) (j)

In the message text, the nnnn is the DBID, the aaa is the area name, and the z is the status (WRITE, READ, UTLTY, or
OFF).

If the status is WRITE, the job names are always omitted in the message text.

If the option is READ, UTLTY or OFF and no jobs have the area open that is being restricted, the information and job
names portion of the message text are not present.

If any jobs have the area open, the information section contains the literal ACTIVE JOB(S) and the job names are
displayed in the message text. If one through five jobs have the area open, all their names are printed. If more than five
are open, four names are printed followed by a literal (the j in the message text) with the value AND MORE. If the job
running is through  STAR from a remote location, the ***STARU replaces job names in the message text.

The ACCESS task waiting on any jobs to complete has a status of waiting on exclusive control. The value of the control is
DBSDSAnnnnaaa, where DBSDSA indicates an area access lock, nnnn is the database ID, and aaa is the area name.

The DB00613I message printed on the console by the Multi-User Facility is also printed on the report at the utility
completion. If IGNORE or FAIL is used, and if jobs were found active, the same job name or set of job names printed in
the Multi-User Facility is in the report.

When the ACCESS function USERS=WAIT option is used and active jobs are found, the DB00613I message is written
to the console, indicating the jobs being waited upon before the DBUTLTY starts waiting. After every close, the task
again searches the open list and sees if the area is now closed. If active jobs still exist and there is now a different list
than before, the message is printed with the current list of open jobs. If all jobs are found to have closed, then the final
DB00613I message is printed indicating that now all jobs are complete. This final DB00613I is returned to DBUTLTY for its
report.

SQL Access
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With SQL,  opens tables when the SQL program references them. Therefore, you can disable an area that an active
SQL job requires for processing. If this happens, the SQL job fails. Ensure that before disabling an area, you know what
applications are running and what tables they require.

How to Enable an Area

To enable an area previously disabled, execute the ACCESS DBUTLTY command with STATUS=WRITE.

The following is the syntax of the DBUTLTY function.

►►─ ACCESS STATUS=WRITE,DBID=n,AREA=name ─────────────────────────────────────►◄

Using the Optimized Database Open Environment
The normal environment for a Multi-User Facility is to be enabled and have data available to user applications at all times
with instant access. Databases therefore operate by the default in a mode known as ACCESS OPTIMIZE.

ACCESS OPTIMIZE Mode

With this mode, as a database is opened for the first time, the Multi-User Facility opens the database with update intent to
the Directory (CXX). The database remains opened by the Multi-User Facility until one of the following is executed:

• EOJ of the Multi-User Facility,
• DBUTLTY COMM CLOSE, or
• Console COMM CLOSE.

A database normally needs to be closed only during reorganization (DBUTLTY functions BACKUP/LOAD/REORG, not
including OLREORG). This is not a frequent occurrence. The close is only needed when not using the recommended
Simplify mode. With Simplify mode, the DBUTLTY functions communicate with MUF and cause required actions to occur
automatically.

ACCESS OPTIMIZE is required for the system databases for the:

• Compound Boolean Selection Facility
• Accounting Facility
•
• Temporary Table Manager (TTM)
• SYSTEMDBID (used by Dynamic System Tables)

ACCESS OPTIMIZE is required for databases that have Multi-Dataset Indexes.

ACCESS OPTIMIZE is required for all forms of MUFplex.

See ACCESS for information about the ACCESS MUF startup option.

Most Efficient Access Method

The ACCESS OPTIMIZE mode is the most efficient method of accessing . As a user application opens or closes a User
Requirements Table, minimal  overhead exists to prepare for and then remove access. The pipelining of maintenance is
efficient because starting or stopping user applications has no effect on it. The same is true for index and data memory
buffers, covered buffers, and the data set opens and closes.

The Multi-User Facility having the database open with update intent has no effect on the UPDATE=YES/NO User
Requirements Table option. The user has the appropriate authority as requested.

Directory (CXX) Information

With Simplify mode, the Directory information is always correct with no actions. Without Simplify mode, information
about the Directory acquired using dynamic system tables can be assumed correct because the changed information
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is in memory. If current information is wanted when running the DBUTLTY REPORT AREA=CXX function, first write the
memory information to DASD. This can be done by running DBUTLTY COMM OPTION=STATS or the console COMM
STATS command. The writing of current statistics to the Directory, index control block, and data area control block occurs
without affecting other applications that are running.

ACCESS NOOPT Mode

It is possible to run a database in a non-optimized manner. This is done during Multi-User Facility startup with an ACCESS
NOOPT,dbid(s) statement. This causes the database(s) to be closed if no user task has it opened. It also causes the
database to be opened with a Directory update status equivalent to that of the opened User Requirements Tables
(Directory update status occurs if any tables are set to UPDATE=YES.)

Closing to Allow Reorganization

With Simplify mode, a database need not be closed to allow reorganization, because the closing of data sets to MUF
are automatically done to meet the requirements of the DBUTLTY function. The close would be required if the intent is to
scratch any of the index or data areas in the database.

Without Simplify mode, if a database needs to be reorganized, the base must be closed. Currently, the JCL stream to
accomplish this typically includes:

• ACCESS STATUS=OFF, USERS=WAIT,DBID=n
• BACKUP ...
• LOAD ...

When not using Simplify mode, this JCL stream must be changed when using ACCESS OPTIMIZE mode. Specifically,
insert a COMM OPTION=CLOSE,DBID=n statement after the ACCESS OFF statement as shown below:

• ACCESS STATUS=OFF, USERS=WAIT,DBID=n
• COMM OPTION=CLOSE,DBID=n
• BACKUP ...
• LOAD ...

The added line closes the database after jobs currently using it have ended. If this close is not added, the reorganize job
step gets a return code 46 indicating the database is open for update elsewhere.

When not using Simplify mode, the DBUTLTY functions listed on the following page require a COMM
OPTION=CLOSE,DBID=n be performed prior to the function's execution.

• ACCT OPTION=CATALOG
• BACKUP (with SEQ=NATIVE,MULTUSE=NO specified)
• CXXMAINT OPTION=DDPROD
• CXXMAINT OPTION=DELETE
• CXXMAINT OPTION=PURGE
• EXTRACT (with SEQ=NATIVE,MULTUSE=NO specified)
• INIT AREA=aaa,DBID=n,MULTUSE=NO
• INIT AREA=IXX,DBID=n
• MASSADD (with MUTLUSE=NO specified)
• LOAD
• REMOVE

NOTE
* For exceptions to the EXTEND, REORG, and RETIX functions, see the   DBUTLTY Reference Guide.
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SQL Dynamic Plan Selection
Dynamic Plan Selection allows multiple database users to run the same application program while allowing each user to
access his own private SQL tables.

If the tables do not already exist, create new tables and views under each schema (identified by AUTHID) using the SQL
CREATE TABLE and CREATE VIEW statements of the referenced tables and views. You can use the various  facilities,
such as the DDBTGLM and DDUPDATE utilities or the online facility, but you must remember to change all instances of
the TABLE occurrence name and its DATACOM-NAME attribute-value so that they are unique within the same database
structure (these are created for you automatically when you execute CREATE statements in SQL processing).

Follow these steps to use Dynamic Plan Selection:

1. In your SQL application program, do not use explicit specifications of the AUTHID for all TABLE and VIEW references
for which you want to switch AUTHIDs. For example, if each user needs his own CUSTOMERS table, code the table
name as CUSTOMERS rather than authid.CUSTOMERS to allow substitution of each user's default AUTHID from the
plan that is used.

2. Clone the plan under each schema using the  Transport Facility (DDTRSLM). Perform an EXPORT of the plan,
followed by an IMPORT using the new NEWAUTHID parameter to specify the AUTHID to which to clone the plan.

3. If you are running under CICS, see the information on using  CICS Services to control Dynamic Plan Selection in the 
CICS Services System documentation, including instructions on specifying the AUTHID assignments that are made
during execution of the application program.

4. If you are running in batch mode, do the following:
a. Use the LOADPRM= parameter in the DBURINF macro of the User Requirements Table linked with your

application program to specify the name of a parameter you code in the JCL that executes the application program.
The name you code is used in your execution JCL to select a User Requirements Table to be loaded, which
in turn determines the AUTHID that is used. Also specify URTABLE=LOAD to load the remainder of the User
Requirements Table at execution. (See Interface Macro (DBURINF) for details on the LOADPRM= and URTABLE=
parameters.) See the following User Requirements Table examples.

b. Assemble and link edit a User Requirements Table that includes the DBURSTR macro. In the DBURSTR macro,
code the AUTHID= parameter with the appropriate AUTHID name. (For details on this parameter, see Start Macro
(DBURSTR).) Repeat this step for each AUTHID against which you need to run the application.

c. In the application execution JCL, code a PARM as follows:
parm-name=urt-load-mod
Where parm-name is the name you specified for the LOADPRM= parameter of the DBURINF macro, and urt-
load-mod is the load module produced in the above step. The urt-load-mod specification allows you to control the
AUTHID against which you run by controlling which URT is loaded.

Sample User Requirements Table Using LOADPRM=

         DBURINF                                                       X

               LOADPRM=DBURT,OPEN=DB,URTABLE=LOAD

         DBUREND                                                       X

               DBSQL=YES,USRINFO=CAIDEMO

         END

Sample User Requirements Table Using AUTHID= in DBURSTR Macro

         DBURSTR                                                       X

               AUTHID=CAI,TXNUNDO=YES

         DBUREND                                                       X

               DBSQL=YES,USRINFO=CAIDEMO

         END
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Testing CA Datacom/DB Requests
CA provides several different facilities to test data access commands before you put them into use. These include the
following:

Testing  Commands

Function or Facility Purpose
DBUTLTY DBTEST Function The DBTEST function is a batch debugging and analysis tool.

It executes data access commands without requiring that you
code a test program or assemble a User Requirements Table. The
output results of each command can be printed. You can examine
return codes and data returned in the work area.
You cannot use DBTEST to test:
Maintenance commands (UPDAT, DELET, ADDIT)
Logging commands (LOGxx)
Compound Boolean Selection commands (SELxx)
SQL statements
Commands that require two key values, for example: CNTKR

CICS Services
DBTS Transaction

The DBTS transaction is an online testing and analysis tool. Use
the DBTS transaction to:
Simulate  requests.
Update or add records to the database without writing a program.
Simulate application program logic.
Test command syntax.

CICS Services
DBUG Transaction

Use the DBUG transaction to:
Examine the logic of programs when the output indicates that a
problem exists.
Intercept program execution before and/or after a  request.
Determine the number of  requests a given program issues.

NOOPS Command The NOOPS command performs a call to  but does not affect the
data in the database. Use NOOPS when you want to execute
problem-causing program logic without affecting the database.
NOOPS does not communicate with the Multi-User Facility. It
returns to the user program.

Testing SQL Statements

Function or Facility Purpose
Interactive SQL Service Facility The Interactive SQL Service Facility accepts SQL statements

for data definition, manipulation and control, and to perform
administrative tasks.

SQL Mode You can enter SQL statements online in .

Testing  Service Facility Commands

Function or Facility Purpose
Interactive Service Facility The  Service Facility allows an application to extract, add, update

and/or delete data directly from .
Use the Interactive Service Facility (ISF) Mode in  online to
test  Service Facility call sequences, verifying the syntax and
availability of the required data before coding the program.
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Examining the CICS Partition

Function or Facility Purpose
CICS Services
DBUT Transaction

Use the DBUT transaction to:
Display whatever is stored in the CICS partition.
Gain online access to any CICS program or CICS system table.

Trapping Abnormal Terminations
 

When a program terminates normally,  sends a close request to the Multi-User Facility and returns control to the operating
system. If a program terminates abnormally,  must be given control to close the User Requirements Table and, if specified,
perform transaction backout.

Using a User Requirements Table

Online CICS Environment

CICS must gain control upon an abend to release the task's resources. CICS calls  CICS Services to release the 
resources and, if specified, to perform transaction backout. Specify ABEND=NO in User Requirements Tables used with 
CICS Services. (See Start Macro (DBURSTR).)

Online IMS/DC Environment

IMS/DC Services gets control through an ESTAE exit created when the application program is scheduled. It then
performs any required backout and resource recovery before passing control to the IMS/DC ESTAE exit for IMS recovery.
You must specify ABEND=NO in User Requirements Tables used with  IMS/DC Services. (See Start Macro (DBURSTR).)

Any resources held for the abending task remain allocated until the Multi-User Facility notices the missing user. When the
missing user is discovered, the required termination processing for the task is accomplished. The Multi-User Facility looks
for missing users:

• When a  program is initiated.
• When a  program terminates normally.
• When the DBUTLTY COMM function is executed.

Common Abend Codes

CICS Abend Code z/VSE Batch Message Number z/OS Batch Abend Code Reason for Abend
ATNI N/A 122

222
Program canceled with operator
cancel command.

AICA N/A 322 Runaway task due to one of the
following:
Exceeding time limit parameter
ICVR in SIT table (DFHSIT)
Program loop
Exceeding system default for
CPU usage
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APCT 0S05I 806 Program not found due to one of
the following:
Program not in Processing
Program Table (PPT)
Program not in the load library
Program disabled
Causes include a user
subprogram call with the
subprogram not found in the
STEP/LIBDEF, DFHPPT, or
DFHRPL.

ASRA 0S03I 0C1 -- 0CF The transaction terminated
because of a program interrupt.

Notes:

• CICS Services abend codes are documented in the  CICS Services documentation.
• z/OS abend codes may also be prefixed with a letter S. For example, S0C7 is the same code as 0C7.
• The following are some of the specific z/OS codes:

– 0C1
Attempt to process with invalid operation code.

– 0C4
Attempt to overwrite protected area in storage.

– 0C5
Address is outside the bounds of available storage.

– 0C6
Address does not fall on the proper boundary.

– 0C7
Attempt to process with invalid data.

The abend codes generated by CA software due to unrecoverable errors are described in the messages and codes
documentation for the specific product.

Using the ABEND Command

Batch Environment

You can terminate processing due to an abend in the coding of a batch program. Rather than executing a go-back (or
return) in the program, call  with CMD=ABEND. This results in the following:

• The message, DB USER ABEND xxxxx, is printed on the console, where xxxxx are the first five bytes of the work area.
• Unless the work area contains NODUMP starting in the sixth position of the work area, a region dump is taken.
• The User Requirements Table is closed.
• The job step is canceled.

– z/OS System
The job step is canceled with a user abend 0004. Or, if the first byte of the work area is U and followed by a four-
digit number, this number is used as the user abend code.

– z/VSE System
The job step is canceled and you receive the message, JOB CANCELLED DUE TO PROGRAM REQUEST.

CICS Environment

In a CICS environment, the ABEND command is intercepted by the  CICS Services and translated into a transaction
abend request with an ABEND code of USER.
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Using Logging
 

The logging system uses the Log Area (LXX), Force Area (FXX), and the Recovery File (RXX). Only a LXX is required to
perform transaction backout. Both a LXX and a RXX are required to perform recovery. After the  installation process,  has
a small LXX and no RXX. See the information on using the RXX in before selecting logging and recovery options.

Fall back and fall forward processes, when you have done a recent upgrade from a previous release, is intended to have
the LXX to be successfully closed before starting any of those processes. EOJ of the MUF brings the LXX to a successful
close.

 Contents of Log Records 

When a table is defined with LOGGING specified in ,  writes a log record to the LXX for all maintenance transactions to
that table before updating the table. The log record contains an image of the record before the update, the transaction
image, a time and date stamp, and the job name and number (among other things).

 Spillable Log Blocks 

  uses the log records in the LXX to perform transaction backout. If the User Requirements Table for a job specifies
transaction backout, its log records remain in the LXX at least until the job terminates normally or issues a checkpoint.

Once a job terminates, its records are eligible for spilling to the Recovery File (RXX), making space available in the LXX.
All spilling is controlled and done through the Multi-User Facility, which must be enabled to do a spill. Log records posted
to the LXX by jobs without transaction backout are eligible for spilling as soon as the request is complete, if the other log
records in the block are spillable and there are no prior non-spillable log records.  uses the RXX to perform forward or
backward recovery.

If the size of the LXX is insufficient to contain a complete transaction, all or part of the transaction can be forced to be
spillable. In this condition, backward recovery may be needed to complete a transaction backout.

 When Log Records Are Written 

A write to the LXX always occurs after  processes a CLOSE, COMIT, LOGCP, LOGCR, LOGIT, or LOGDW (if key name
specifies "write"), or an SQL CLOSE or COMMIT statement.

If you are not using the Pipeline option, (User Requirements Table parameter WRITE=YES, the MUF startup option
LOGPEND 0, or the table attribute PIPELINE-OPTION=NO),  writes all  ADDIT, UPDAT, and DELET commands and SQL
DELETE, INSERT, or UPDATE statements to the LXX immediately.

NOTE
 SQL Data Definition Language (DDL) statements (ALTER TABLE, COMMENT ON, DROP, and the various
CREATE statements) are not recoverable using the RECOVERY function of the  Utility (DBUTLTY), because
DDL statements are not recorded to the LXX. In the case of DDL statements, it is therefore your responsibility to
ensure the existence of the Directory (CXX) definitions necessary for recovery.

If you are using the Pipeline option,  writes log records only as required to support transaction backout and record integrity
in accordance with the MUF startup option LOGPEND. (For details on pipelining, see Pipelining.)

In addition to log records, the  Pipeline option defers writing maintenance to the Index Area and data areas. Online
transactions automatically issue a special checkpoint (COMIT) command at the end of each logical unit of work (LUW).
This checkpoint causes the log record for the transaction to be written. But,  defers the Index Area and data area writes in
accordance with the MUF startup option LOGPEND.

 Forced Spill/Checkpoint 

The forced spill/checkpoint occurs when the first logged request for a transaction is spilled from the log, making it
unavailable if needed during a rollback (transaction backout). See LOGSPIL.

 Forced Scan 
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A forced scan occurs when the last logged request for a transaction is spilled from the log or made available to be spilled
from the log. A forced scan:

• Is documented with a console message: DB00114I FORCED SCAN JOB-jjjjjjjj NUMBER-n (ID-monitor) TSN-
xxxxxxxx 

• Causes information to be stored in the Force Area (FXX) control blocks (for information on the FXX, see Creating and
Maintaining the Force Area (FXX)).

• Occurs when the log is 100 percent full and therefore needs to be spilled, and this log block is the oldest log block on
the LXX.

• Occurs also when the ,d option of the LOGSPILL MUF startup option is set (or defaulted) to a value lower than 100
percent.

NOTE
 A forced scan benefits from being set to less than 100 percent, because this can speed a possible restart by
minimizing the number of log blocks that need to be scanned in order to see every active transaction.

 Forced Redo 

A forced redo occurs when an active logged request is spilled from the log or is made available to be spilled from the log.
A forced redo:

• Is documented with a console message: DB00115I FORCED REDO JOB-jjjjjjjj NUMBER-n (ID-monitor) TSN-
xxxxxxxx.

• Causes information to be stored in the Force Area (FXX) control blocks.
• Causes the log record to be copied to the Force Area log blocks.
• Occurs when the log is 100 percent full (meaning it needs to be spilled) and this log block is the oldest log block on the

LXX.
• Occurs also when the ,e option of the LOGSPILL MUF startup option is set (or defaulted) to a value lower than 100

percent.

NOTE
 A forced redo benefits from being set to less than 100 percent, because this can speed a possible restart by
minimizing the number of log blocks that need to be reprocessed.

 Variable Log Area (LXX)  

The benefits of variable logging are much reduced elapsed times for update applications and reduced LXX write and read
I/O.

Version 15.0 supports maintenance commands to tables with large row sizes that, in prior releases, would have required
the LXX to be set as spanned. If a user with a spanned LXX converts to Version 15.0, the LXX should remain as
spanned for a few weeks to ensure no possibility remains of their needing to be a fallback to Version 14.0. After that
time has passed, at the next opportunity for an outage, the LXX should be initialized as variable. It will greatly improve
performance.

 Enabling the Option 

A log is initialized as variable during the DBUTLTY INIT function by specifying the VARIABLE=YES keyword. An
initialization without the keyword is required to use spanned logging. Also related to variable logging are the following
options: X_LOG_AHEAD_BLKS and X_LOG_MINIMUM_BLK, as described in Modifying MUF Startup Options.

 MUFplex (Data Sharing) Considerations 

Special rules apply for variable logging when utilizing a MUFplex for data sharing using a Coupling Facility. When a single
physical Multi-User Facility is enabled (with or without a Shadow MUF), it uses full log-ahead buffers. When two or more
full MUFplexes are active, the log-ahead is turned off and re-enables automatically the next time only one exists.
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Running in full MUFplex mode does not allow the spill process to reselect what to spill. Therefore, whatever is first set
to spill is spilled. Without MUFplex, the actual spill rechecks what can be spilled and changes to more blocks, if they are
available.

Recovery File (RXX)

The Recovery File (RXX) is a sequential history file of logged records spilled from the LXX. The RXX is always (except
sometimes in z/OS) a tape file.

The MUF startup option LOGRCV provides three RXX options: (See Processing With an Inactive Recovery File for
details.)

 LOGRCV YES (not the best practice option)  

This is not a best practice option. LOGRCV YES specifies an active RXX with a dedicated tape drive. When the RXX is
active,  periodically spills log records to the RXX. (See Using Logging.) When the Multi-User Facility ends, any log records
not yet written to the RXX are spilled to the RXX.  opens the RXX when the Multi-User Facility is initiated and closes it
when the Multi-User Facility is terminated.

NOTE
 When running with active recovery in z/OS, it is possible to specify a DASD file for the RXX. However, we
recommend that you do not do this. The COMM NEWRXX function of DBUTLTY is ignored in this mode. Also, a
DASD file that becomes full causes a system B37 abend, and the Multi-User Facility is unusable until canceled
and restarted. With DASD, GDGs are not supported.

 LOGRCV NO (the best practice option) 

LOGRCV NO specifies the RXX is not opened during  execution. This is the most commonly used option because many
organizations prefer not to have a dedicated RXX tape drive (required when LOGRCV YES is specified).

With this option, log records are not automatically spilled. To write spillable log records to the RXX, mount the RXX and
run the SPILL function of DBUTLTY. If one or more blocks are spillable, they are spilled.

For z/OS only, you can use the ,dualrxx parameter to specify if you want a dual RXX. A dual RXX can be selected only
when using inactive recovery (specified with NO as the first entry for the LOGRCV). If dual RXX is specified, inactive
recovery uses RXX1 and RXX2 as the DDNAMEs.

 LOGRCV NEVER 

LOGRCV NEVER specifies the RXX is never used and does not exist for recovery. No RXX exists at installation, because
NEVER is the value LOGRCV is given by the  installation process.

NOTE
 You should carefully evaluate the impact of specifying NEVER for LOGRCV, because with LOGRCV having a
value of NEVER recovery is not possible and transaction backout can be compromised. Remember that this
option affects all databases, including the CA-required databases such as  and the DDD.

 Maintaining Recovery Tapes 

Carefully plan and implement procedures for maintaining and archiving recovery tapes. RXXs and coordinated backups
are the only guarantee of database integrity in the event of hardware failure.

MUF LXX Format Options
The MUF LXX format options feature is a performance enhancement that allows MUF to process more maintenance
requests per second while reducing the total cost of ownership. This enhancement reduces the number of bytes stored
with selected log records to reduce the number of bytes written to the LXX data set. Less bytes to write means less I/O,
which results in better performance.
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The LXX is used for temporary storage of data changes and control information. The size of the LXX should be large
enough to contain all active transactions. The LXX should also have room to allow spilling to a Recovery File (RXX) to
complete without the log becoming full.

This option should not be selected until there is no need to use a Recovery File by releases prior to Version 14.0.

NOTE
 For most users, this feature can simply be turned on after reviewing the specific options. More information is
provided to explain what the specific savings are and what to expect than is needed by most users.

LXX-Related MUF Startup Options Changes

A change that is not optional in Version 14.0 has to do with the format of log records that are subject to 'default'
processing as follows:

• During an ADDIT, fields defined with a default that are not part of the element list or that are set with FORCEADD are
added with a special element name that starts with a dash and percent sign (-%).

• During an UPDAT, a column with FORCEUPD has an element added similarly to that described for ADDIT, except that
for UPDAT, the full record is logged with a special element name that starts with a dash and a pound-sign (-#).

Following are MUF startup option changes related to Version 14.0 changes to the LXX record format.

•  LOG_RECORD_FORMAT
For details, see (LOG_RECORD_FORMAT).

•  LOG_RECORD_USER_CMPRS
For details, see (LOG_RECORD_USER_CMPRS).

•  LOG_RECORD_UPDAT_SIZE
For details, see (LOG_RECORD_UPDAT_SIZE).

•  LOG_RECORD_ENCRYPT
For details, see (LOG_RECORD_ENCRYPT).

 Details of the changes with LOG_RECORD_FORMAT 1 are as follows: 

• For tables that are not compressed (and user compressed with LOG_RECORD_USER_CMPRS NO):
– ADDIT - The smaller of the Work Area plus internal element list or record size. For example, if the element list

represents the full record as is most common, the element list of 11+ bytes is excluded from the log and is therefore
a savings.

– DELET - No change. 
– UPDAT - The before record is unchanged. The after is the smaller of the user Work Area plus internal element list

or record size or LOG-RECORD_UPDAT_SIZE Work Area plus its internal element list. 
• For tables that are variable (DBVVRPR):

– ADDIT - The element list is removed (the Work Area is the full record to the user specified size). This saves 11+
bytes.

– DELET - No change. 
– UPDAT - The element list is removed (the Work Area is the full record to the user specified size). This saves 11+

bytes.
• For tables that are -compressed (and user compressed with LOG_RECORD_USER_CMPRS YES):

– ADDIT - The smaller of the Work Area plus internal element list or record size or compressed record size (+16
if user compressed). Except if a table is encrypted and LOG_RECORD_ENCRYPT YES is set, where it takes
precedence, and the compressed record or full record are selected.

– DELET - The smaller of the record size or the compressed record size (+16 if user compressed). Except if a table
is encrypted and LOG_RECORD_ENCRYPT YES is set, where it takes precedence, and the compressed record or
full record are selected.

– UPDAT - The before record is the smaller of the record size or the compressed record size (+16 if user
compressed). The after is the smaller of the user Work Area plus internal element list or record size or compressed
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record size (+16 if user compressed) or LOG-RECORD_UPDAT_SIZE Work Area plus its internal element list.
Except if a table is encrypted and LOG_RECORD_ENCRYPT YES is set, where it takes precedence, and the
compressed record or full record are selected.

READRXX Routine with FORMAT 1 Records

With FORMAT 1 records, the READRXX routine might see some information in a different way from what was seen in
FORMAT 0 records, therefore requiring a minor change. For details, see READRXX Routine with FORMAT 1 Records.

MUF EOJ Report Logging Section Changes

In support of this log feature, the logging section of the MUF EOJ report has a new set of headings and six (6) detail lines
as follows:

• One detail information line was added for each of the following: ADDIT, DELET, and UPDAT.
• One detail information line was added for TSN records, that is, transaction-related information such as for the following

(some of which are internally used and nowhere externally described):
– COMIT
– ROLBK
– CLOSE
– LOGCP
– LOGCR
– DEQUE
– LOGPR
– LOGPN
– LOGRP
– LOGBA
– LOGBU
– LOGBD
– YYC??
– DELAL

• One detail information line was added for moved records in support of compressed tables or the DBUTLTY OLREORG
function.

• One detail information line was added for OTHER records, including LOGIT, LOGDW, OPEN, and a CLOSE that was
not done as a commit.

NOTE
 Many of the fields in the report are provided to show that features are working and their results, largely for use
by ,  development, and QA debugging.

All lines show the total record count as follows:

• Counts of 0-99999 are printed as specific numbers
• Counts of 100,000-9,999,999 are printed as rounded to 4 digits with the letter k
• Counts of less than 9 gigabytes (<9g) are rounded to 4 digits and printed with the letter m
• Numbers greater than 9 gigabytes (>9g) are rounded to 4 digits and printed with the letter g

Other lines in the report are as follows:

•  PRCT OF LXX
provides the byte count of the records as a percent of all log bytes during this MUF execution, with one decimal place if
it amounts to one percent or higher. If the size is less than one percent, however, it is printed as a number similar to the
total record count field previously described.
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NOTE
 Other lines in the report are formatted as appropriate to their descriptions, similarly to the PRCT OF LXX
format.

•  OLD RCD EXP
provides the bytes of the log records that contained the before image record in fully expanded format. Includes
encrypted tables written as encrypted.

•  OLD RCD CMP
provides the bytes where  compression was used.

•  OLD RCD USER
provides the bytes where user compression was used and the option allowed them to be written as compressed
(includes 16 bytes of compression name and data). 

•  NEW WA ORIG
provides the bytes during a DELET or UPDAT that were the original user Work Area that was logged as smaller than
the other options.

•  NEW WA DELTA
provides the bytes during an UPDAT that were logged as a Work Area with only changes based upon the
LOG_RECORD_UPDAT_SIZE option.

•  NEW RCD EXP
provides the bytes that were logged as the expanded after record. Includes encrypted tables written as encrypted.

•  NEW RCD CMP
provides the bytes that were logged as the compressed after record. 

•  NEW RCD USER
provides the bytes that were logged as the user compressed after record.

•  ELEM LIST
provides the bytes that were logged as the element list (FORMAT 0 external style or FORMAT 1 internal style) for
records logged with a Work Area.

•  FORMAT 1 SAVED
provides the bytes that were saved by records logged over how they would have been saved with FORMAT 0. 

In the following example, the number of log bytes was 337 million, which makes each percent 3m. The numbers in the
form nn.n are percentages, and the others are less than one percent, which means they are printed as a number of bytes.

             PRCT --   OLD   OLD   OLD   NEW   NEW   NEW   NEW   NEW      FORMAT 

      TOTAL    OF --   RCD   RCD   RCD    WA    WA   RCD   RCD   RCD  ELEM     1 

GROUP  RCDS   LXX --   EXP   CMP  USER  ORIG DELTA   EXP   CMP  USER  LIST SAVED 

ADDIT  352K  30.7                      1262K         6.6 3289K  727K  165K   1.6 

DELET  352K  32.1      8.0   1.2 1705K                                     1453K 

UPDAT  352K  36.2      8.0   1.1  844K 1262K   2.2  1008   146     0   1.7   6.1 

TSN    7781 1685K                                                                

MOVER  3340 1042K                                                                

OTHER   304 84805                                                                

RXX Report Changes

The Recovery File (RXX) Report provides each command summary line and includes a percent value to show the
significant information on the RXX file.

A summary line was added to the RXX Report for each of ADDIT, UPDAT, and DELET to show the total records and their
percent. An example RXX Report follows:

REQUEST SUMMARY REPORT  

 

COMMAND  TABLE DBID AREA  OCCURRENCES PERCENT
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CLOSE                              2      0.0

ROLBK                              1      0.0

ADDIT    AGR      2 DD1            7      0.3

DELET    AGR      2 DD1            7      0.3

UPDAT    AGR      2 DD1           71      6.5

ADDIT    ALS      2 DD1           13      0.3

DELET    ALS      2 DD1           12      0.3

.....                                        

 

ADDIT    TOTAL                   244     13.3

DELET    TOTAL                   238     12.9

UPDAT    TOTAL                   514     49.8

Operating with Logging Active

Opening the Log Area (LXX)

opens the Log Area (LXX) when the Multi-User Facility is enabled.  reads the Log Area control record during the enable
to verify that the area is a valid Log Area. If it is not,  issues a 60 return code and aborts the enable request.

The Log Area contains any necessary work from the previous Multi-User Facility execution that the Multi-User Facility
needs to use when restarting. Console messages document any work done to complete this restart process.

Writing to the Log Area (LXX)

At the end of open or close processing,  updates the Log Area control record which identifies all active databases.

Log records are written to the Log Area sequentially, starting with the second block. When  has filled the Log Area and
the last block is therefore full, it wraps around again to the second block, provided its contents have been spilled to the
Recovery File.

Log Area blocks are fixed length, but  builds the log records in a variable blocked format.  can write a block to the Log
Area after adding each record to the block, ensuring that records are not lost in the event of abnormal termination. Other 
tasks are allowed to execute while logging events are in process.

Distributed Processing

If you are using  STAR for distributed processing, see the  STAR Administrator documentation for spilling and
checkpointing considerations in a distributed environment.

Processing With an Inactive Recovery File

When logging with an inactive Recovery File (MUF startup option LOGRCV NO specified),  treats the Log Area as a
sequential output file, automatically wrapping to the front of the area.  does not write over blocks which have records
which have not been spilled to a Recovery File.

Approaching a Log Full Condition

Use the MUF startup option LOGSPILL parameter "a" to specify a percentage to serve as a "warning point."  writes the
message, DB00308I - LOG AREA IS nn% FULL, nnnnnn BLOCKS SPILLABLE, to the console when there are spillable
log records and one of the following:
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• When the Log Area reaches this warning point.
• After a spill and the Log Area still has a higher percent.
• When the Multi-User Facility is enabled and the Log Area already has more than the percent specified.

If log records cannot be spilled,  writes the following message to the console: DB00309I - LOG AREA IS nn% FULL, JOB
xxxxxxxx [ID=monitor] PREVENTING SPILL

If data remains not spillable,  reissues the DB00309I message at five percent intervals until the area is 90 percent full.
Once the Log Area is 90 percent full,  issues the message at 1 percent intervals until the Log Area is full.

Use the LOGSPL2 console command to temporarily modify the percentage.

NOTE
For information on controlling the scrolling of logging console messages, see the explanation of MESSAGE.

Spilling

If you receive the DB00308I message, a spill is possible. Execute the DBUTLTY SPILL function. Once the spill has begun,
another SPILL request fails with an error message.

To allow you to tune the spill warning percentage and to know the current Log Area status,  produces the message,
DB00311I - LOG AREA IS nn% FULL, SPILLING BLOCK nnnnn, OUT OF nnnnn, every 5 percent of the Log Area that
fills with the SPILL not complete, and every 1 percent after 90 percent.

If blocks have not been spilled, the count of blocks processed is set to NONE. Otherwise, the first set of numbers in the
DB00311I message is replaced by the number of blocks processed and the second set of numbers is replaced by the total
needed to be processed.

At the completion of every spill,  produces the message: DB00310I - LOG SPILL nnnnn-nnnnn, BLOCKS xxxxxx-
xxxxxx, TIMES ccyy/mm/dd hh.mm.ss-ccyy/mm/dd hh.mm.ss Under inactive recovery, the message is added to the
spill report.

In this message:

• The first number is the Recovery File (RXX) number. It starts at 1 after an LXX INIT and is incremented once per RXX
file. It wraps at 99999.

• The second number is the cycle number. Each RXX file has cycle numbers starting with one. With inactive recovery,
every spill is a new recovery file so the cycle number is always one.

• The blocks are printed in hexadecimal.
• The times are when the first and last log records spilled were originally processed. Use this to determine if a specific

job has been spilled in case you need to run backward recovery.

Log Area Full

If the Log Area becomes full, all Multi-User Facility processing that requires adding to the log ceases and the Multi-User
Facility automatically marks any spillable blocks in the Log Area. If there are no spillable blocks,  sets force spillable the
oldest transaction(s) in the Log Area data to make records spillable.

If the MUF startup option RXXROLLBACK is set to YES and LOGRCV is not set to NEVER,  issues the console message:
DB00110I - FORCED SPILL JOB-xxxxxxxx NUMBER-nnnnnn. No special action is necessary unless the transaction
needs to be backed out. If this occurs, transaction backout reverses all requests still on the Log Area. When these
are complete, the console message DB00109W - BACKOUT JOB-xxxxxxxx NUMBER-nnnnnn TSN-yyyyyyyy
WAITING TO COMPLETE is issued. The rollback of this transaction waits until the backward recovery of the transaction
completes or the rollback is canceled with the DBUTLTY REQABORT function. This waiting backout has no effect on
other transactions.

If the RXXROLLBACK startup option is set to NO or if the LOGRCV is set to NEVER, the transaction is force
checkpointed and  issues the console message: DB00104I - CHKPT JOB-xxxxxxxx NUMBER-nnnnn TSN=xxxxxxxx
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If a task is automatically checkpointed because of a log full condition, records logged before the checkpoint are not
backed out. A return code 94 (085) indicates that the task is not completely rolled back.

You can use the LOGSPILL MUF startup option to instruct  to force a log checkpoint before the Log Area is completely full
and the Multi-User Facility processing stops. If you do not specify the LOGSPILL option in the Multi-User Facility startup, 
waits until the Log Area is full before forcing a checkpoint.

Processing With an Active Recovery File

When running with active recovery (LOGRCV=YES) in z/OS, it is possible to specify a DASD file for the Recovery File
(RXX). However, we recommend that you do not do this. The COMM NEWRXX function of DBUTLTY is ignored in this
mode. Also, a DASD file that becomes full causes a system B37 abend, and the MUF is unusable until canceled and
restarted.

Checking for Spillable Log Records

When logging with an active Recovery File (MUF startup option LOGRCV YES),  periodically attempts to spill log records
to the Recovery File (RXX). The percentage specified in the MUF startup option LOGSPILL controls when  attempts to
spill log records from the Log Area to the Recovery File.

When the Log Area reaches the LOGSPILL "c" parameter percentage full,  determines which log records are spillable. 
spills all of the records in one log block at once. Therefore, a record is spillable only if all of the records in that block are
ready to be spilled. Log records which are ready to be spilled precede the first log record associated with either of the
following:

• An active transaction which has transaction backout specified
• An update transaction which has not yet completed

Use the LOGSPL1 console command to temporarily modify the percentage.

Spilling Log Records

When  finds spillable log records, it posts the starting and ending spillable records and executes the spill. When the
spill is complete,  reinitializes the count of current log blocks not spilled and continues processing. During the spill, if the
LOGSPILL warning percentage is reached,  produces the message:  DB00311I - LOG AREA IS nn% FULL, SPILLING
BLOCK nnnnn, OUT OF nnnnn

If blocks have not been spilled, the count of blocks processed is set to NONE. Otherwise, the first count of 99999 is
replaced by the number of blocks processed and the second count of 99999 is replaced by the total needed to be
processed.

At the completion of every spill,  produces the message: DB00310I - LOG SPILL nnnnn-nnnnn, BLOCKS xxxxxx-
xxxxxx, TIMES ccyy/mm/dd hh.mm.ss-ccyy/mm/dd hh.mm.ss

In this message:

• The first number is the Recovery File (RXX) number. It starts at 1 after an LXX INIT and is incremented once per RXX
file. It wraps at 99999.

• The second number is the cycle number. Each RXX file has cycle numbers starting with one. With active recovery, the
RXX file opened at Multi-User Facility startup is one. Each spill increments the number. The NEWRXX function starts a
new RXX file and a new set of cycle numbers.

• The range of blocks are printed in hexadecimal.
• The times are when the first and last log records spilled were originally processed. Use this to determine if a specific

job has been spilled in case you need to run backward recovery.

Each spill constitutes a logging cycle.  writes a cycle start record to the Recovery File, followed by the log records and a
cycle end record. If multiple spills are performed to the same Recovery File, each cycle is identified by its cycle start and
cycle end records.
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The Recovery File (RXX) is generally always available for a spill to occur, because it is opened during the enable of the
Multi-User Facility and is not closed until the disable (EOJ). However, during the execution of a DBUTLTY or console
NEWRXX function, a time period exists where one Recovery File is being closed and a new Recovery File opened, and a
SPILL during this time behaves slightly differently.

If a spill starts during the NEWRXX function, the spill waits until the completion of the NEWRXX, and in this case any
DB00311I message that might occur indicates spilling block NONE, where message DB00311I is: LOG AREA IS nn%
FULL, SPILLING BLOCK nnnnn, OUT OF nnnnn

If a NEWRXX function is requested during a spill, then the NEWRXX is queued until the end of the spill. The DBUTLTY or
console task which requested the NEWRXX is completed normally before the action takes place.

During the processing at the completion of the spill, several steps occur:

1. This message is produced: DB00310I - LOG SPILL nnnnn-nnnnn, BLOCKS xxxxxx-xxxxxx, TIMES ccyy/mm/dd
hh.mm.ss-ccyy/mm/dd hh.mm.ss

2. The Recovery File is closed and reopened in response to the NEWRXX function.
3. The spill is actually completed, and a new spill could be started.

During this time, if a new DB00311I message occurs, it reflects a spilling block equal to the out of block, and both relate to
the current spill even though the DB00310I message has previously occurred.

Approaching a Log Full Condition

If  does not find any spillable log records before the Log Area reaches the percentage specified in the MUF startup option
LOGSPILL warning percent, it writes the following message to the console: DB00309I - LOG AREA IS nn% FULL, JOB
xxxxxxxx PREVENTING SPILL

reissues the message at 5 percent intervals until the Log Area is 90 percent full. Once the Log Area is 90 percent full, 
issues this message at 1 percent intervals until the Log Area is full.

Use the LOGSPL2 console command to temporarily modify the percentage.

At the first point that data is spillable,  automatically starts and processes the spill within the Multi-User Facility.

Log Area Full

If the Log Area becomes full, all Multi-User Facility processing that requires adding to the log ceases and the Multi-User
Facility automatically marks any spillable blocks in the Log Area. If there are no spillable blocks,  sets force spillable the
oldest transaction(s) in the Log Area data to make records spillable.

If the MUF startup option RXXROLLBACK is set to YES and LOGRCV is not set to NEVER,  issues the console message:
DB00110I - FORCED SPILL JOB-xxxxxxxx NUMBER-nnnnnn. No special action is necessary unless the transaction
needs to be backed out. If this occurs, transaction backout reverses all requests still on the Log Area. When these
are complete, the console message DB00109W - BACKOUT JOB-xxxxxxxx NUMBER-nnnnnn TSN-yyyyyyyy
WAITING TO COMPLETE is issued. The rollback of this transaction waits until the backward recovery of the transaction
completes or the rollback is canceled with the DBUTLTY REQABORT function. This waiting backout has no effect on
other transactions.

If the RXXROLLBACK startup option is set to NO or if the LOGRCV is set to NEVER, the transaction is force
checkpointed and  issues the console message: DB00104I - CHKPT JOB-xxxxxxxx NUMBER-nnnnn TSN=xxxxxxxx

If a task is automatically checkpointed because of a log full condition, records logged before the checkpoint are not
backed out. A return code 94 (085) indicates that the task is not completely rolled back.

You can use the MUF startup option LOGSPILL to instruct  to force checkpoint log records before the Log Area is
completely full and all Multi-User Facility processing stops. If you do not specify a value at Multi-User Facility startup, 
waits until the Log Area is full before forcing a checkpoint.
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Abnormal Termination of a SPILL

When using active recovery (MUF startup option LOGRCV YES),  ensures the tape is usable in case of abnormal
termination (or if the tape is accidentally demounted) by writing two tape marks and then backspacing the tape at the end
of each logging cycle (spill). This still leaves the tape vulnerable to abnormal termination during a spill.

Although the Recovery File is active only occasionally, this small but critical window of vulnerability is protected by the
restart process done during Multi-User Facility enable, which warns when this window occurred. With the warning is the
incomplete cycle number. The RXXFIX function of DBUTLTY can copy the good part of the Recovery File to a new tape,
then close normally without any errors or duplicates.

Requesting a New RXX

If the Multi-User Facility has an active Recovery File, use the DBUTLTY COMM NEWRXX function to request a new
Recovery File which causes an IBM CLOSE/OPEN of the Recovery File. In z/OS, at Multi-User Facility startup, you can
specify a unit count, volume, and device type for  to use when processing a DBUTLTY COMM OPTION=NEWRXX.

In z/OS,  uses dynamic allocation (SVC99) to deallocate the current RXX data set and allocate a new Recovery File tape.
Dynamic allocation uses the data set name in the original DD DSN statement and the disposition is NEW,CATLG. The
unit, volume count, and unit count are provided through the MUF startup option RXX.

Processing Without a Recovery File

When using MUF startup option LOGRCV NEVER, the processing is the same as discussed in Processing With an Active
Recovery File, except that when the spill is needed, no spill is performed but  continues processing as if it had completed
a spill. This option provides no protection from DASD errors and is not recommended in a system that cannot be rebuilt
completely from backups. No spill messages are produced, but a force checkpoint message is possible.

Recovery and Checkpointing

Application-Issued Checkpoints

At logical control breaks, an application program can issue checkpoints, committing all updates to  resources. An
application can checkpoint by issuing either an SQL COMMIT statement or a  COMIT command. In a program containing
both SQL statements and  commands, issuing an SQL COMMIT or a  COMIT commits all updates performed by both SQL
statements and by  commands.

Forced Spill or Checkpoint

If the Log Area is full, and the first block in the current sequence is not spillable,  marks the job(s) preventing a spill of
the block for force spilling and then spills that block and any eligible contiguous blocks so that processing can continue. 
issues a message to the system console when this occurs. The force spill becomes a force checkpoint if the MUF startup
option LOGRCV is set to NEVER or the RXXROLLBACK is set to NO. Forced checkpoints are undesirable, because the
job has lost control of checkpointing for recovery.

If transaction backout is invoked for a force checkpointed task,  only backs out to the system checkpoint, not the
last logical checkpoint issued by the job. A return code 94 (085) indicates that the task is not completely rolled
back. For example, if the job was checkpointing at logical control breaks with balance totals, you must back out the
transactions between the forced system checkpoint and the last logical checkpoint using the DBUTLTY RECOVERY
OPTION=BACKWARD function before restarting the job.

Because of the forced checkpoint, uncommitted records owned by the transaction (those inserted, updated, or deleted)
were flagged as committed and became available to other tasks. The backward recovery might be successful at backing
out some or all of these records, but that is not possible if other tasks have made changes after the force checkpoint.
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If transaction backout is invoked for a force spill task,  backs out to the force spill point using the Log Area. At this point, a
message is written to the console: DB00109W - BACKOUT JOB-xxxxxxxx NUMBER-nnnnnn TSN-yyyyyyyy WAITING
TO COMPLETE. This task waits until a backward recovery is completed for this transaction.

NOTE
In z/OS, the DB00109W message must always be manually deleted by an operator after they have dealt with
the required situation.

An operator is expected to see this message and prepare a backward recovery for the specified TSN using the last
Recovery File. If this recovery does not include the first record of the transaction, the operator is instructed to rerun
recovery with a previous Recovery File. To ensure a complete recovery, all Recovery (RXX) files created during the life of
the transaction must be read as input.

If the DB00109W message persists after the backward recover completes, you must continue with the next recovery file
until the data satisfying the backout is processed. This task will hang until the rollback completes or a DBUTLTY function
REQABORT is run. REQABORT will leave the data not intact and will force a future action to resolve any data problems.

z/OS Checkpoint

z/OS checkpointing significantly simplifies program restart. When used in conjunction with  checkpointing, "hands off"
restart procedures can be developed. The objective is to ensure the state of the  database and resources and, also, the
processing state of the program. z/OS and the program are not aware of 's internal processing. Therefore, when the 
checkpoint is actually issued, there are special considerations for coordination of  checkpoints and z/OS checkpoints.

The function of a  COMIT command or an SQL COMMIT statement is to ensure the state of the processed data and 
resources. Because of exclusive control conflicts and  enqueueing, the program cannot issue a z/OS checkpoint after
issuing a  COMIT or SQL COMMIT and assume coordination. Close the User Requirements Table (which automatically
issues a checkpoint), issue the z/OS checkpoint, and reopen the User Requirements Table.

CICS SYNCPOINT

One CICS SYNCPOINT commits all updates to both  tables and non- files. When an application program issues a CICS
SYNCPOINT, all held resources are released and  treats the task invoking the SYNCPOINT as logically complete. See the
CICS Services documentation for more information.

IMS Checkpoint Commands

When an IMS CHKP or SYNC call is issued by an application program, updates to both IMS and  resources are
committed and  treats the task as logically complete. See the  IMS/DC Services documentation for more information.

Using Transaction Backout
transaction backout facility ensures that either an entire task completes successfully or, in the event of a system or
program abend, that the part of the task that did complete is correctly backed out (reversed). Transaction backout is
normally used for online transactions, but is also functional for batch jobs.

The transaction backout program reverses all  maintenance commands for any transaction backout task(s) active at the
time of a program abend. To ensure that the backout succeeds,  keeps a secondary exclusive control over all records
added, updated, or deleted until the task ends by a User Requirements Table close of a batch job, a task termination of a
task using a monitor, or the issuing of a LOGCP, LOGCR, or COMIT command.

CICS transaction should always use CICS SYNCPOINT ROLLBACK for rollback conditions for CICS programs and not
use  commands LOGTB or ROLBK. CICS needs to be in control of any transaction backout processes.

Implementing Transaction Backout
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To implement transaction backout:

1. Specify TXNUNDO=YES in the DBURSTR macro for all User Requirements Tables used by programs which require
transaction backout. Use transaction backout for all online update jobs.

2. Ensure that the Log Area is large enough to accommodate all concurrent execution of transactions for all transaction
backout tasks.

Initiating Transaction Backout

In the event of a  system or hardware failure, enabling a new Multi-User Facility causes a restart process to schedule any
backouts for any transaction backout tasks that were active at the time of the failure.

Transaction backout can also be invoked by an application program. For instance, before issuing an ABEND command
to terminate  because of a problem, issue the  ROLBK command or the SQL ROLLBACK statement to start transaction
backout. TXNUNDO=YES must be specified in the User Requirements Table start macro (DBURSTR) if your program
contains SQL statements or issues a ROLBK command.

Transaction Backout Failure

If a  ROLBK command or SQL ROLLBACK statement is issued, the backout is completed before control is returned to the
application program. Therefore, if the application program abends, the backout is not affected.

If an application program update which has not received a log checkpoint abends, and ABEND=YES in the User
Requirements Table,  gets control and issues a rollback. If ABEND=NO, the Multi-User Facility detects that the region
abnormally terminated and issues the rollback and closes the User Requirements Table.

Batch Programs and Transaction Backout

In an environment with both batch and online processing, make batch jobs with transaction backout (TXNUNDO=YES)
issue checkpoints frequently. Programs having a low priority within the Multi-User Facility that fail to issue checkpoints can
produce records that are not checkpointed in every log block, forcing  to issue its own checkpoint.

Pipelining

Transaction backout is done with its own form of pipelining. It is not subject to the MUF startup option LOGPEND.

Concurrency

One or more tasks can be performed concurrently with transaction backout. The number of log blocks available to
transaction backouts is provided by the MUF startup option LOGPOOL. If multiple backouts are occurring concurrently,
they take turns using the log pool buffers as necessary. Contention occurs if every backout task does not have a log pool
buffer to use. Since most Multi-User Facility systems have many tasks, but rarely multiple transaction backouts running
together, providing many log pool buffers is not the best use of memory. One buffer is enough in most small environments,
more than two or three would rarely be used, even in large environments.

The Statistics and Diagnostics Area Report entry for WAIT LOGPOOL shows how many times a backout had to wait for a
log pool buffer. 

Messages

When it has completed performing transaction backout,  issues one of the following messages. When not using URI
areas, wait for this message before attempting to rerun the job. The primary differences are:

DB00103I - BACKOUT JOB-aaaaaaaa NUMBER-nnnnn [ID=monitor] [CP=chkpt] RC=cc TSN=xxxxxxxx

If RC=FC, transaction backout aborted after successfully backing out some of the transactions but without completing
because of a forced checkpoint.

If RC=nn, the numbers are a  return code.

DB00112I - BACKOUT JOB-jjjjjjjj NUMBER-nnnnn [ID=monitor] [CP=chkpt] RC=N

The RC=N indicates that transaction backout completed successfully, but found no data to back out.
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DB00113I - BACKOUT JOB-jjjjjjjj NUMBER-nnnnn [ID=monitor] [CP=chkpt] RC=Y TSN=xxxxxxxx

The RC=Y indicates that transaction backout completed successfully after backing out one or more maintenance
transactions.

In these messages:

• CP=
If the task issued a LOGCP/LOGCR command to checkpoint  processing,  provides a CP field containing the first eight
characters of the work area associated with the call.

• ID=
provides the ID field if the task is executing under CICS using the DBNTRY entry point or under  Server. Under CICS,
the format for the displayed monitor is id=tran-term-opr-xxxxx where tran is the transaction ID, term is the terminal ID,
opr is the operator ID, and xxxxx is the task ID. Under  Server, the ID field contains the logical terminal name.

• JOB-
The job name.

• NUMBER-
The run unit number.

• TSN=
The transaction sequence number.

For more information about messages and return codes, see Messages.

Using Recovery
The RECOVERY function of DBUTLTY protects the integrity of the database. It provides the ability to restore a database
or a portion of a database from a previously stable point (forward recovery), or to backout the transactions of one or more
jobs that contaminated the database (backward recovery). With either forward or backward recovery, logging must be
active for the tables to be recovered. Neither forward nor backward recovery can "span" an area reorganization. For more
information, see Using Logging.

For more information, see RECOVERY (Rebuild a Database).

 When to Use Forward Recovery 

Use forward recovery when one or more data areas in a database are not physically accessible, for example when the
physical data pack is destroyed. Load to disk the latest backup copy of the database or selected areas in the database
and use the RECOVERY OPTION=FORWARD function of DBUTLTY to apply the RXX to the backup.

 When to Use Backward Recovery 

Use backward recovery when one or more update jobs need to be reversed (backed out). For example, if you did
not specify transaction backout for a program and a failure occurs, the database is not in a logically consistent state.
To perform backward recovery, execute the RECOVERY OPTION=BACKWARD function of DBUTLTY. Also when a
transaction is force spilled due to the size of the Log Area and needs to be rolled back.

NOTE
 The DBUTLTY ACCESS MAINT/NOMAINT functions control the maintenance commands to add, update,
or delete rows in tables within a database. The NOMAINT function instantly causes all new maintenance
commands to fail with an error message. It does not affect backward recovery or transaction backout. For more
information, see ACCESS (Restricting Opens or Maintenance).

 Index Area Rebuild 

When possible, do not place a Index Area (IXX) on the same pack as the data areas it serves. Collocation both impacts
performance and complicates recovery if there is device failure.
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If the Index Areas and data areas are not collocated, and the index pack fails, the steps to recover are:

1. Allocate and initialize the new Index Area.
2. Run the RETIX function of DBUTLTY.

If they are on the same pack and it fails, the backup file must be mounted and the forward recovery procedure run.

If a Index Area has been physically destroyed, use the RETIX function of DBUTLTY to restore the Index Area. After
allocating and initializing the new area, submit a job stream with a separate RETIX control statement for the database. For
more information, see RETIX (Reconstruct Index).

Restarting the Multi-User Facility
During the enable of a Multi-User Facility, the Log Area (LXX) is reviewed and if necessary a restart process is done. In
this case, the Log Area is used to:

• Clear the use counters in the Directory (CXX) for all tables in all databases that were open at the time of the abnormal
termination.

• Complete any uncompleted maintenance transaction process.
• Schedule transaction backout for application transactions.
• Prepare the Log Area for the Multi-User Facility enable.

  

What Restart Does

The Multi-User Facility (MUF) first opens the Directory (CXX), Log Area (LXX), and Force Area (FXX). The LXX is used to
determine the necessary actions.

If the LXX was cleanly closed when the MUF was terminated, the restart process ends by generating this
message: DB01201I RESTART NO ACTION REQUIRED. The ending of the restart process also produces a general
restart report titled LOG FILE(LXX) OUTPUT with information about the log status. In z/OS environments, the restart
report is written to a SYSOUT file named RESTART. For more information, see Restarting the Multi-User Facility after a
Previous MUF Failure.

If the LXX did not close properly, the MUF restart process (several  messages can be displayed while the restart process
is in progress) does the following:

1. Databases in the CXX in which the MUF had interest (but has no other restart requirements) are reset, and ensures
that databases needed for further restart have not been reset and are not in use elsewhere.

2. The LXX is scanned for the last stable point (message DB01202I RESTART, STARTING LOG SCAN, BLOCKS  -
n through message DB01204I - RESTART, END LOG SCAN, MMM:SS---0:00).

3. The general restart report titled LOG FILE(LXX) OUTPUT, containing information about the log status, is produced.
In z/OS environments, the restart report is written to a SYSOUT file named RESTART. For more information,
see Restarting the Multi-User Facility after a Previous MUF Failure.

4. Every database CXX definition is opened for databases that the MUF had fully opened. The index and data area data
sets are not opened at this time.

5. If the log scan indicates that pipelined data existed in the prior MUF that needs reprocessing, that reprocessing
is done. This process is bounded by the messages DB01203I RESTART, STARTING LOG REDO, BLOCKS -
n and DB01204I - RESTART, END LOG REDO, MMM:SS---0:00. The number of blocks reprocessed varies, based
upon the MUF startup option LOGPEND and active requests in the prior MUF not set to FORCE REDO, and the actual
buffers in memory in the pipeline. This reprocessing produces the restart detail report titled DETAIL REPORT FOR
REPROCESSED REQUESTS with log record information that may be important. Any required data sets are opened
during this process.

6. Any necessary transaction rollback is scheduled. The rollbacks start immediately following the enabling of the MUF.
7. The MUF summary report titled DETAIL REPORT FOR ACTIVE TRANSACTIONS is printed.
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8. The LXX is marked ready for the enabling of the MUF. Message DB01207I RESTART, COMPLETE is generated.
9. At this point, the MUF is enabled for new processing. Message DB00201I - MULTI-USER ENABLED

CXX=cxxname SUBID=x (SVC=yyy) is generated, and any necessary transactions start their rollback. New jobs
may start if any task areas are not required for the rollbacks. As each transaction backout completes its task area is
released, and when all are complete message DB01206I - RESTART ROLL BACK COMPLETE is generated.

Restarting the Multi-User Facility After a Previous MUF Failure

This report is produced only when the Multi-User Facility is restarted after a previous MUF failure.

The following message (one or more) is generated prior to the beginning of the restart report: DB13087I BASE n RESET,
UPDATE USERS-YES/NO, READ ONLY USERS-YES/NO, OWNER-zzzzzzzz. 

This message indicates that the RESET AREA=CXX or the restart processing done during Multi-User Facility startup has
cleared the Directory indicators for the database whose DATACOM-ID appears in the message text. Before the reset,
these accumulators indicated that the database did or did not have update users and did or did not have read-only users.
When a database is opened for update,  saves a job name in the Directory (CXX). For Multi-User Facility jobs, the job
name is the Multi-User Facility job name. For DBUTLTY and Single User jobs, the job name is the user job name.

The sample restart report follows. For a sample report header, see Sample Report Header.

                              LOG FILE (LXX) OUTPUT                                                  

 

 LOG FILE OPEN - YES                                                                                 

 LOG FILE SPILLING -  NO                                                                             

 LOG FILE SPILL PENDING - YES                                                                        

 MASTER LIST RCV OPTION - NEVER                                                                      

 LOG FILE HIGHEST TRANSACTION SEQUENCE NUMBER - DBDB074C                                             

 OPEN USER FILES -  NO                                                                               

 ACTIVE TRANSACTIONS -  NO                                                                           

 VARIABLE - YES                                                                                      

 LXX INIT - 20130705093633  CB9D412B9C148658                                                         

 FXX INIT - 20130705093634  CB9D412C70F6265A                                                         

 LXX RESET -  NO                                                                                     

 FXX TOTAL TASKS -  ALLOWED -  532     MOST USED -   50      (SYSTEM TASKS - 32)                     

 FXX USER TASKS* -  ALLOWED -  500     MOST USED -   18                                              

 * - MAY NOT MATCH TASKS= VALUE IF INIT IN A DIFFERENT RELEASE WITH DIFFERENT SYSTEM TASKS.          

 LAST LOG RECORD - 20130719104621  CBAEEAE1A5FC0352    STEP DOWN -  20130718101737 *CBADA2988C4F716B

LAST 2 RESTART REDO STCKS - 20190516122010-0000000000000000-0000000000000000-D60BBCF6409D4183-D60BBD2C71355983

This page of the report contains the following information:

Messages indicating the status of the Log Area. Messages display with NO or YES, except the following:

• LOG FILE HIGHEST TRANSACTION SEQUENCE NUMBER - indicates the highest transaction sequence number in
the Log Area.

• VARIABLE indicates if the LXX is initialized as variable (YES) or not (NO), specified by the DBUTLTY INIT AREA=LXX
VARIABLE= option.

• The date and time (ccyymmddhhmmss) of the LXX INIT and FXX INIT indicate when each was last initialized. Also
provided are the Store Clock values that match, in case either occurred during or around the time of the switch to or
from Daylight Saving Time.

• LXX RESET - NO indicates that the LXX (in this example) has not been reset since it was last initialized. If it had
been reset, the NO would be replaced with a date and time. However, the reset date and time is only known (saved)
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beginning with the r11 SP2 version of . Therefore, a reset done with earlier code would not have preserved this
information.

• FXX TOTAL TASKS ALLOWED and MOST USED provide the information based upon the last INIT, of the FXX area
with the TASKS option. The current release number of System Tasks is provided, because they are counted in the
TASKS requirement.

• FXX USER TASKS ALLOWED and MOST USED provideinformation based upon the last INIT of the FXX area with the
TASKS option.

• The message indicates a situation in which the number of tasks supported might have changed between releases. For
example, if the FXX was last subjected to an INIT several releases ago when the number of System Tasks was less
and 500 user tasks, perhaps, might have been supported, 500 user tasks might not now be supported. If the number of
user tasks supported is close to the number the MUF is currently using, it would be appropriate to consider, for the next
recycling of the MUF, doing a new INIT of the FXX with a larger value for the TASKS options.

• LAST LOG RECORD provides the date and time of the last log record found on the LXX and also the Store Clock
value.

• STEP DOWN provides the date and time of the oldest log record on the LXX that caused the step down condition to
ensure the restart process restarted at the proper location. If the LXX has been recently subjected to an INIT and not
fully used, the STEP DOWN shows BINARY ZERO BLOCK instead of a date and time.

• LAST 2 REDO STCKS shows that the Store Clock values of the first and last log record are reprocessed using the last
two RESTART processes that include REDO.

                     DETAIL REPORT FOR REPROCESSED REQUESTS

       DATE TIME     JOB NAME    RUN MONITOR TASK ID  TRANSACTION -----REQUEST------ REQUEST  ------RECORD

 ID------

                                UNIT                  SEQ.# -MPLX CMD--DBID-TBL-AREA COMPLETE TID----

BLOCK------URI

  3/05/2003 10.26.16 JOB007   30,438 MLT:T002DB:11643 DBDB6665-00 ADDIT  789 C02 A01 YES      102 0000950A

 000135E9

  3/05/2003 10.26.16 JOB007   30,438 MLT:T003DB:06421 DBDB6664-00 ADDIT  789 F01 A01 YES      103 0000950A

 000135EA

  3/05/2003 10.26.16 JOB007   30,438 MLT:T002DB:11644 DBDB6665-00 ADDIT  789 C02 A01 YES      102 0000950A

 000135EB

  3/05/2003 10.26.16 JOB007   30,438 MLT:T003DB:06422 DBDB6664-00 ADDIT  789 F01 A01 YES      103 0000950A

 000135EC

  3/05/2003 10.26.16 JOB007   30,438 MLT:T002DB:11645 DBDB6665-00 ADDIT  789 C02 A01 YES      102 0000950A

 000135ED

  3/05/2003 10.26.16 JOB007   30,438 MLT:T002DB:11646 DBDB6665-00 ADDIT  789 C02 A01 YES      102 0000950A

 000135EE

       .

       .

       .

This page of the report shows the Detail Report for Reprocessed Requests, showing the requests reprocessed because
they did not complete before the abend occurred.

•  DATE
The date the request was issued.

•  TIME
The time the request was issued.

•  JOB NAME
The name of the job that issued the request.

•  RUN UNIT
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The run unit number of the job.
•  MONITOR TASK ID

Under CICS the value displayed has four parts: the transaction ID, the terminal ID, the operator ID, and the task ID
number.

•  TRANSACTION SEQ.# -MPLX
Under this heading is shown the transaction sequence number and a MUFplex number (under the -MPLX heading).
The MUFplex number is a double zero (00) when not part of a MUFplex, or a number from 01 through 07 when it is
part of a MUFplex.

•  CMD REQUEST DBID-TBL-AREA
Information about the request that was reissued or reprocessed showing the command, the DBID, and the table name.

•  REQUEST COMPLETE
The status of the request after reprocessing. This column can contain the following values:
–  YES

Indicates the request was reprocessed and completed successfully.
–  =nn(nnn)

Indicates the request was reprocessed but did not complete successfully. A return code of nn with an internal
return code of nnn occurred. Because of the potentially large output of reprocessed requests, the equal sign (=) is
provided to allow the ability to search for these conditions.

–  +NOTRQD
Indicates the request is a command that does not require reprocessing and is provided on the report for information
only.

•  RECORD ID TID BLOCK URI
Information about the record:
–  TID

The table DATACOM-ID in hex.
–  BLOCK

The block number in hex.
–  URI

For non-URI areas, the logical record number within the block in hex. For URI areas, the Unique Row Identifier in
hex.

                     DETAIL REPORT FOR ACTIVE TRANSACTIONS

                    JOB NAME     RUN MONITOR TASK ID  TRANSACTION ---LAST REQUEST--- BACKOUT  ----FORCED----

 TASK

                                UNIT                  SEQ.# .MPLX CMD--DBID-TBL-AREA REQUIRED SPIL-SCAN-REDO

                     JOB007   30,438 MLT:-T001-DB:-063DBDB6663-00 ADDIT  789 F02 A01 YES      NO   NO   NO   

   1

                     JOB007   30,438 MLT:-T002-DB:-116DBDB6665-00 ADDIT  789 C02 A01 YES      NO   NO   NO   

   2

                     JOB007   30,438 MLT:-T003-DB:-064DBDB6664-00 ADDIT  789 F01 A01 YES      NO   NO   NO   

   3

This page of the report shows The Detail Report for Active Transactions, showing tasks that were encountered during
reprocessing and the status of transaction backout for each task.

The descriptions for the following fields are the same as for items on the Detail Report for Reprocessed Requests on the
previous pages:
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• JOB NAME
• RUN UNIT
• MONITOR TASK ID
• TRANSACTION SEQUENCE # and a MUFplex number (under the -MPLX heading).
•  LAST REQUEST CMD DBID TBL AREA

The LAST REQUEST information includes the command, the DBID, and the table name when appropriate. The LAST
REQUEST information is normally blanks if the task was subject to one of the FORCED conditions. It is always blanks
if running as part of a MUFplex and this Multi-User Facility is enabling while one (or more than one) other(s) is already
enabled.

•  BACKOUT REQUIRED
The BACKOUT REQUIRED field can contain PLEX-nn if the task is for another Multi-User Facility in the MUFplex. The
nn is the specific MUFplex number.

•  FORCED SPIL SCAN REDO
A set of FORCED columns indicate task status relative to the Log Area (LXX). SPILL with YES indicates that at this
time this task is considered to be force spilled where all log records are not on the LXX. SCAN with YES indicates that
at this time this task is beyond the percentage to be forced. REDO with YES indicates that this task was forced by the
previous Multi-User Facility due to the log filling.

•  TASK
A TASK column provides the specific task area number in which this task was running in the previous Multi-User
Facility and to which it is restored in this Multi-User Facility, unless it is to execute in another MUFplex Multi-User
Facility.

This page of the report lists Reprocessing (Redo) Statistics that show aggregate statistics related to reprocessing, derived
from the parallel processing of restart requests.

REPROCESSING (REDO) STATISTICS 

 NUMBER OF LOG TRACKS READ - 17 

 NUMBER OF LOG RECORDS READ - 2,221 

 NUMBER OF DUPLICATE URI WAITS - 0 

 NUMBER OF REPROCESS WAITS - 4,319 

 NUMBER OF REPROCESSED ADDIT - 50 

 NUMBER OF REPROCESSED DELET - 20 

 NUMBER OF REPROCESSED UPDAT - 2,150 

 NUMBER OF REPROCESSED MOVERO - 0 

 NUMBER OF REPROCESSED MOVERU - 0 

 NUMBER OF REQUESTS NEEDED - 15,199 

 MAX CONCURRENT ACTIVE TASKS - 15 

 NUMBER OF TABLES OPENED - 2

REDO RANGE DTTM-STCK -   20190516122010-D6213EE2E6049A88 TO 20190516165514-D6217C5F050D6E88 

This page of the report contains the following information:

•  NUMBER OF LOG TRACKS READ
Shows the number of tracks of the LXX file read during the reprocessing process.

•  NUMBER OF LOG RECORDS READ
Shows the number of logical LXX records associated with the reprocessing process.

•  NUMBER OF DUPLICATE URI WAITS
Shows the number of times parallel reprocessing had to be suspended because the URI of the current LXX record
duplicated a URI actively being reprocessed.

•  NUMBER OF REPROCESS WAITS
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Shows the number of times a system WAIT had to be issued by subtask DBMFSPR as it set for execution all available
log records in all available task areas.

•  NUMBER OF REPROCESSED ADDIT
Shows the number of ADDIT requests reprocessed.

•  NUMBER OF REPROCESSED DELET
Shows the number of DELET requests reprocessed.

•  NUMBER OF REPROCESSED UPDAT
Shows the number of UPDAT requests reprocessed.

•  NUMBER OF REPROCESSED MOVERO
Shows the number of MOVER requests reprocessed due to reorganization.

•  NUMBER OF REPROCESSED MOVERU
Shows the number of MOVER requests reprocessed due to an UPDAT request.

•  NUMBER OF REQUESTS NEEDED
Shows the total number of  requests to needed to accomplish reprocessing.

•  MAX CONCURRENT ACTIVE TASKS
Shows the maximum number of tasks active simultaneously during reprocessing.

•  NUMBER OF TABLES OPENED
Shows the number of tables opened during reprocessing.

•  REDO RANGE DTTM-STCK
Shows that the Store Clock values of the first and last log record are reprocessed using the last two RESTART
processes that include REDO.

This page of the report lists Reprocessing (Redo) Statistics by Task, that is, task-level statistics related to reprocessing,
derived from the parallel processing of restart requests.

 REPROCESSING (REDO) STATISTICS BY TASK 

 TASK TIMES USED DB REQUESTS I/O COUNT CPU TIME WAIT TIME 

 1 134 932 101 000:00:00.02 000:00:00.43 

 2 140 965 65 000:00:00.00 000:00:00.45 

 3 145 974 60 000:00:00.03 000:00:00.43 

 4 141 976 76 000:00:00.01 000:00:00.45 

 5 142 979 95 000:00:00.01 000:00:00.44 

 6 143 980 72 000:00:00.01 000:00:00.45 

 7 145 982 83 000:00:00.01 000:00:00.40 

 8 151 1,050 67 000:00:00.01 000:00:00.43 

 9 155 1,083 78 000:00:00.01 000:00:00.44 

 10 145 1,009 87 000:00:00.01 000:00:00.43 

 11 155 1,070 84 000:00:00.01 000:00:00.44 

 12 148 1,022 88 000:00:00.01 000:00:00.43 

 13 154 1,064 67 000:00:00.01 000:00:00.43 

 14 154 1,058 74 000:00:00.01 000:00:00.43 

 15 153 1,053 75 000:00:00.01 000:00:00.44 

 16 OPENS ONLY 2 000:00:00.00 000:00:00.00 

This page of the report provides detailed statistics for each of the tasks used during reprocessing.

•  TASK
Shows the task (RWTSA) number used during reprocessing. If the number of TASKS is greater than 500, only the first
500 are used.

•  TIMES USED
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Lists how many times this task was assigned to a reprocessing request. As implied in the previous report example, the
last user task available to reprocessing is used only for opens needed to continue reprocessing requirements.

•  DB REQUESTS
Shows the total number of requests issued while the task was assigned.

•  I/O COUNT
Shows the number of DB I/Os required for the  requests that were issued.

•  CPU TIME
Shows the CPU time attributable to  requests for this task.

•  WAIT TIME
Shows the WAIT time attributable to  requests for this task.

Faster Restart Processing

  Version 15.0 provides Database Administrators with faster restart processing through parallel processing that
incorporates multiple tasks.

Taking advantage of faster restart processing in  Version 15.0 is transparent to users. Parallel processing functionality
requires no Multi-User Facility (MUF) startup option specifications.

If a MUF fails or is cancelled, a wide variety of in-flight data changes can be left unresolved. The MUF restart process
is automatically initiated when the MUF is started. If the MUF had an abnormal end, the restart process detects it. In
previous releases, when MUF had an abnormal end, the restart process ran in a serial order. In-flight transactions were
reprocessed in a time-sequence order to return the database to stability. In Version 15.0, parallel processing techniques
that use multiple tasks complete restart processing in less time.

During MUF restart, incomplete requests are reprocessed. The tasks that are used in parallel are provided by the first
parameter of the MUF startup option TASKS. They are used and reused as the restart process sees fit to minimize
elapsed time during the reprocessing.

Reprocessing is done in the main task TCB and in any of the additionally allocated TCBs or SRBs which were specified
with the MUF startup option SMPTASKS.

The parallel processing in the provided task areas occurs with two exceptions, both infrequent events. Required opens of
data sets occur sequentially in the last task area. Maintenance to the same row already in process in a task area waits on
its completion before starting.

In Version 15.0, a new subtask is used for controlling and driving the main TCB. The new subtask is named DBMFSPR.
The activity of the DBMFSPR subtask is reflected in the MUF EOJ report section for all TCBs and SRBs.

The primary reason for faster restart processing is to support 24x7 environments. If there is a MUF outage, faster restart
processing means that MUF is more quickly enabled. Outages are rare, and the savings of faster restart processing
are important. in addition, however, faster reprocessing means that users can increase the value of the MUF startup
option LOGPEND. The LOGPEND option defines the size of the ‘pipeline. The size of the pipeline significantly impacts
MUF performance. Increasing the LOGPEND value improves the performance of MUF in general with less risk of time
expenditures for reprocessing due to an outage.

In Version 15.0, the restart report includes two new sections that report parallel processing. The first new section contains
aggregate statistics that are related to reprocessing. The second new section contains task-level statistics that are related
to reprocessing. For information and examples of the updated restart report, see Restarting the Multi-User Facility after a
Previous MUF Failure.

RXXs Without End-of-File or Trailer Records

If the operating system or the Multi-User Facility terminates abnormally while spilling to an active Recovery File (RXX),
the tape has no End-of-File or trailer records. When you run RESTART prior to initiating the Multi-User Facility, DBUTLTY
detects the condition and issues the message: DB13011E - RECOVERY SPILL ACTIVE AT TIME OF SYSTEM CRASH,
CYCLE nnnnnn INCOMPLETE
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The RESTART process then changes the cycle and the log blocks being spilled from the status of "being spilled" to a
status of "needing to be spilled." A later spill can then copy these blocks in their entirety.

Two problems still exist at this point:

• Because no trailer records exist on the active recovery tape, recovery processing with this tape is a problem. Backward
recovery cannot function at all because the trailer records cannot be found. Forward recovery can function, but the
recovery receives an I/O error.

• The second problem is that when executing forward recovery, the next Recovery File after the one with no End-of-File,
detects errors because of the duplicated log records which require review.

To eliminate these problems, execute the RXXFIX function.

RRS and Restart

For restart information related to RRS and two-phase commit, see Restart.

Monitoring Restart Reprocessing with STATUS Command

i2.STATUS ih1.STATUS (console command) The STATUS console command can help you monitor the progress of
restart reprocessing without having to use the restart report. The STATUS console command returns the following restart
reprocessing information:

• Time at which the current log record was processed
• I/O for the current log record
• SEQ, the sequence number of log records involved in the reprocessing
• ID, the TOTAL REDO nnnnn, where nnnnn is the number of log records that were seen during reprocessing

NOTE
 If nnnnn is larger than five digits, the number of digits extends over the literal as needed, up to 99999999,
in which case the literal becomes TOTAL REnnnnnnnn. But when nnnnnnnn is over 99999999, TOTAL
REDO nnnnn becomes TOTAL REDO ????? where the nnnnn is replaced by five question marks. If
the reprocessing wraps from a log record sequence number of from 4G -- 1 back to 1, nnnnn is also set
to ?????.

Ensuring Data Integrity with Continuous Availability
can operate effectively on a continuous availability basis. However, certain categories of system maintenance require the
closing of all user applications. A realistic goal in most application environments is keeping the system open for seven
days at a time. You can achieve this goal by performing required maintenance, such as record definition changes, as
a group of controlled, synchronized changes on a regularly scheduled basis during the period of least impact. In most
environments, this time period is also used for operating system maintenance and to IPL.

The  ability to simultaneously support multiple databases allows development databases and databases which are not
used continuously to function independently of each other. This includes opening, closing, processing, and maintenance.
For more information, see Establishing a Development Environment.

Backups

There are special requirements involved in backing up continuously operated databases because the backups must be
performed concurrently with update processing. As with non-continuous operations, backups are used to reestablish the
database if the disk areas are physically unusable or the data is contaminated due to JCL error, operator error, or other
problems. The backups establish a beginning state for all physical records in the database. The Recovery File (RXX) is
then used to roll forward all maintenance transactions applied to the affected areas since the backup was taken.
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WARNING
The backup of the database does not represent a stable system state. Restore the database from the backup
and perform forward recovery before using it. Backing up data while data is being updated can produce a
backup tape that is missing data records or has duplicate data records. Performing forward recovery after
loading ensures that the restored data is accurate.

Backups for Forward Recovery

Prior to applying a roll forward transaction, DBUTLTY compares each record involved in the transaction to an image of it
recorded in the Recovery File. If the current status of the record does not match its logged image,  reports and bypasses
the transaction involving it.

Because of this test and rejection procedure, perfect synchronization between the restored backup files and the Recovery
File is not required for successful forward recovery. The only requirement is that the transactions on the Recovery File
include any changes made since the beginning of the backup.

UPDAT and DELET commands and SQL UPDATE and DELETE statements can cause RECOVERY to report them in
error because the backup is running concurrently with application maintenance. This occurs if the record is deleted or
updated before  writes the block containing the record to the Recovery File. In both situations, the restored data area is
correct. Ignore the error message, once you have determined it was caused by this condition.

Transaction Backout

When backing up a data area which is being updated, ensure that you do not perform transaction backout on that area
unless you have converted it to use Unique Row Identifier (URI). For more information, see Internal Row Identifiers.

Backup Procedure

The steps required to create a backup of a continuous operation database are:

1. Open New Recovery File
(Optional for Active Recovery Users.) Execute the DBUTLTY COMM OPTION=NEWRXX function. This closes the
previous Recovery File and opens a new one. Synchronizing a new Recovery File with a new backup reduces the time
required to perform forward recovery because DBUTLTY does not have to scan past log transactions representing
activity preceding the backup.

2. Lock Data Areas
The LOCK OPTION=MOVER function writes all pipeline data for the area. In data areas that are compressed, a
maintenance transaction which causes a compressed data record to expand in length can move the data record to a
new storage location. For an explanation about  compression, see Data Compression.
If a backup is in process when this occurs, data records can be duplicated or lost in the backup. To prevent this,
execute the DBUTLTY LOCK OPTION=MOVER function prior to backing up a compressed data area. This function
marks the area as locked, preventing any of its data records from moving. If a job issues an update transaction which
would cause a record in a locked data area to move, the job waits until the data area is unlocked.

3. Unlock Data Areas Not Containing Compressed Tables
Execute the DBUTLTY UNLOCK function to unlock these areas.

4. Backup
Create a physical backup of the database using either the DBUTLTY BACKUP
SEQ=PHYSICAL,RECID=YES,UPDATE=NO function or a non- utility. To reduce the roll forward time in case of
local failure, use a utility that is able to selectively restore specific data sets. You can continue update processing
concurrently with the backup.

5. Unlock Areas Containing Compressed Tables
Execute the DBUTLTY UNLOCK function to unlock the remaining areas.

No special considerations are required at the completion of the backup.

Recovery

Forward Recovery Procedure
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The steps required to recover a lost or damaged database, or a portion of a database are:

1. Determine the extent of the loss. If more than 50 percent of a database, or portions of a small database are lost, it is
usually simpler to recover the entire database.

2. Restore from the latest backups the database areas requiring recovery.
– If restoring from a backup created by the DBUTLTY BACKUP function, use the DBUTLTY LOAD

FORMAT=BACKUP function. You cannot change the table IDs since these were written during backup as part of
the output sequential records.

– If restoring from a backup created by the DBUTLTY BACKUP function while the database was still active, the
DBUTLTY LOAD FORMAT=BACKUP function may fail with a return code 10, DUPLICATE MASTER KEY NOT
ALLOWED. If this happens, add a LOADDUPS=YES statement to the DBUTLTY LOAD FORMAT=BACKUP
function and resubmit it. See the caution in Backups regarding backups taken while an environment is still active.

– If restoring from a backup created by a non- utility, use the non- utility to load the areas. Then use the DBUTLTY
RETIX function to rebuild the index to match the data.

3. If data for the affected area or areas is still on the Log Area, you must issue the SPILL function to spill what is spillable
from the Log Area. If the data was not spilled, you must wait and repeat the spill. When the data has spilled, active
recovery users must close out the current Recovery File with the DBUTLTY COMM OPTION=NEWRXX function.

4. MULTUSE=NO RECOVERY -- to run forward recovery, prepare the RECOVERY option control statements in the
following order:
– RECBASE

There must be at least one RECBASE control statement in the RECOVERY job stream. It must be the first recovery
control statement. If you do not specify the TABLE=aaa parameter, the entire database is recovered.

– RECJOB
RECJOB has two forms for two conditions. RECJOB statements with a job name present is generally used during
backward recovery.
Use a RECJOB statement without a job name when recovering after loading a continuous operation backup made
while data was being updated. On this RECJOB, provide the dates and times to begin and end processing.
Because maintenance is pipelined, you must start processing recovery data at an earlier time than the start of the
backup. The LOCK function of DBUTLTY forces the Multi-User Facility to write all pending buffers for the area, so
pick a time to recover shortly before the LOCK function time.

– RECOVERY
The last control statement in the job stream is coded RECOVERY OPTION=FORWARD.

If there are multiple Recovery File tapes, present them in the order of creation.
5. MULTUSE=YES RECOVERY -- to run forward recovery in a Multi-User Facility for a single area, issue a RECOVERY

OPTION=FORWARD,DBID=n,AREA=a,... request.

Two-Phase Commit and RRS
A batch program using  to perform maintenance and one or more other RRS-supporting Resource Managers can have
full two-phase commit/rollback protection of the 'common' transaction. The other Resource Manager(s) can either be
other instance(s) of  when MUFS=YES is specified in the User Requirements Interface Macro (DBURINF), or other
non- resource manager(s) if MUFS=NO, or a combination of the two (MUFS=YES).

An application invokes RRS support by specifying the DBURINF parameter RRS=YES.
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The different environments based on the MUFS and RRS parameters of DBURINF have different possibilities and
restrictions .The following table summarizes those possibilities.

 In DBURINF Macro  Result 
MUFS=YES
RRS=YES

The features of multiple MUFs can be used, assuming the other
multiple MUFs requirements (see Using Multiple MUFs in One
Batch Application) have been met.
User Requirements Table support of Resource Recovery Services
(RRS) is in effect, assuming the other requirements associated
with RRS=YES (see Overview) have been met.
The MUFS=NO RRS restrictions do not apply.
The MUFS=YES parameter, combined with OPEN=DB,
causes the generated code at entry BEGIN to open the User
Requirements Table before calling the application and closes the
User Requirements Table before returning to the caller. Because
of this, the RRS=YES option may be set with OPEN=DB, provided
MUFS=YES is also set. With MUFS=NO or the default, the
RRS=YES option is invalid when OPEN=DB. User applications
written to OPEN=DB specifications are not affected by the moving
of the OPEN/CLOSE from the DBINFPR module to the User
Requirements Table interface module.

MUFS=NO (or MUFS= is allowed to default to NO)
RRS=YES

User Requirements Table support of Resource Recovery Services
(RRS) and two-phase commit are in effect, assuming the other
RRS=YES requirements (see Overview) have been met.
Additional restrictions apply.
The features of multiple Multi-User Facilities (see Using Multiple
MUFs in One Batch Application) cannot be used.

MUFS=YES
RRS=NO

We do not recommend using MUFS=YES with RRS=NO.
If maintenance is being performed at more than one Multi-
User Facility, a failure of any Multi-User Facility can allow
the transaction to be rolled back in the failed Multi-User
Facility and committed at other Multi-User Facilities, leading
to data corruption. Because of this risk, the RRS= parameter
is not allowed to default to NO when MUFS=YES is specified.

MUFS=NO (or MUFS= is allowed to default to NO)
RRS=NO

The r11 features of using multiple Multi-User Facilities cannot be
used.
User Requirements Table support of Resource Recovery Services
(RRS) is not in effect.

Overview

Resource Recovery Services (RRS) is a protocol that protects the integrity of resources maintained by an application that
runs on multiple resource managers. This protection is provided by using a two-phase commit protocol during runtime,
and by querying and reacting to the RRS log during restart. With this feature,  interacts with RRS as a resource manager.

Two-phase commit for batch resources using RRS will require program changes that invoke the connection between RRS
and , MUFS=NO is used.

The RRS facility should only be utilized for applications that require the ability to synchronize changes to resources
managed by multiple resource managers in batch.

There is no need for two-phase commit protection in a job which connects to a single instance of -and which performs no
other maintenance outside . Only  applications running with a single MUF are fully protected by existing  facilities.

Two-phase commit for batch resources is not for CICS applications.
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NOTE
 The Force Area (FXX) must have been initialized using the level SP02 code of  r10 or later release in order for
RRS to perform correctly.

 Restrictions 

The following restrictions apply to the support of two-phase commit for batch resources using RRS:

• Support is provided only for z/OS.
• The User Requirements Table DBURINF macro must specify RRS=YES, and if MUFS=NO, specify OPEN=USER.
• When MUFS=NO, RRS=YES is specified in the DBURINF User Requirements Table macro, the following are not

allowed:
– COMIT, LOGCP, LOGCR, LOGTB, and ROLBK record-at-a-time commands
– COMMIT and ROLLBACK SQL statements
– DEQUE commands issued by  CICS Services

• For applications using the extended options entry point, support is not available when using the option that indicates
that the wait for each request is to be in the client application and not in the  interface.

• The support that  provides for RRS is for an individual batch job using a single task area. 
• Applications cannot use the z/OS Cross-System Coupling Facility (XCF) to communicate with the MUF unless the

Remote Resource Manager (RRM) is also used. For more information on RRM see Remote Resource Manager
(RRM).

User Requirements Tables

For User Requirements Table support of the two-phase commit for batch resources using RRS, the DBURINF macro
must have either RRS=YES and MUFS=YES, or RRS=YES and OPEN=USER. If RRS=YES is specified, it indicates
that the application is to use RRS for commit and backout processing. RRS=YES and MUFS=NO require OPEN=USER.
RRS=YES is invalid if OPEN=DB is specified with MUFS=NO (it is okay with MUFS=YES). Also, if an open is attempted
with RRS=YES specified in DBURINF, and the RRS MUF startup option was not coded, the open fails and an error code
is generated.

For more information, see RRS=.

Multi-User Facility

For Multi-User Facility support, the RRS MUF startup option must be coded, and the RXXROLLBACK MUF startup option
must be specified as YES. The RRS MUF startup option has one parameter that can be specified as FAIL or CONTINUE.
If RRS FAIL is specified and RRS is not available at Multi-User Facility startup, the Multi-User Facility does not enable. If
RRS CONTINUE is specified, the Multi-User Facility enables, even if RRS is not available. If the RRS MUF startup option
is omitted, or if CONTINUE is specified and RRS is not available, an open of an RRS=YES User Requirements Table fails
until RRS becomes available. If the option is specified, RXXROLLBACK must be YES.

If the RRS MUF startup option is specified, the Multi-User Facility registers with RRS and sets exits before it enables. In
registering, the Multi-User Facility provides a name that identifies it to RRS. The name the Multi-User Facility uses for
registering is DATACOM.DB.mufname.CA.UA, where the mufname is the mufname from the MUF startup option. RRS
requires that the mufname be unique within the Sysplex for all Multi-User Facilities that specify RRS on the startup.

Commit and Rollback

 MUFS=NO 

RRS provides an application program interface consisting of two callable services, Application_Commit_UR and
Application_Backout_UR. RRS drives the appropriate exits for all resource managers that have expressed an interest in
the unit of recovery. See Expressing an Interest in the Unit of Recovery (URID).
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The application uses the RRS application API for commit or rollback. If an application attempts to issue a  commit or
rollback independently of RRS, an error is returned and the request is not honored. For example, when RRS=YES is
specified in the DBURINF User Requirements Table macro, the following are not allowed:

• COMIT, LOGCP, LOGCR, LOGTB, and ROLBK record-at-a-time commands
• COMMIT and ROLLBACK SQL statements
• DEQUE commands issued by  CICS Services

A return code is generated if any of the previously mentioned commands or statements are issued. The final CLOSE is
expected and required, but not before the RRS application API has ended the RRS portion of the transaction. A bad return
code occurs if an attempt to issue a  CLOSE is made while the RRS portion is still active.

For a transaction known to RRS,  never decides or allows any type of user facility to determine the fate of a transaction.
RRS is the controller with sole responsibility for the commit or rollback decision.

 MUFS=YES 

An application can call RRS for the commit or rollback, but it is not required. The COMIT, LOGCP, LOGCR commands
and the SQL COMMIT statement in  are intercepted and the RRS commit done on the applications behalf. Likewise, the
ROLBK command and the SQL ROLLBACK statement in  cause the RRS backout instead.

Restart

After the exits have been successfully set, the Multi-User Facility must run restart from the RRS point of view. This RRS
restart must be run even if the Multi-User Facility did a clean EOJ with no outstanding RRS two-phase commits, and even
if the Multi-User Facility has never previously registered with RRS.

The RRS restart includes the following:

1. A call to retrieve the RRS log name. This log name is stored in the  Log Area (LXX). If the LXX is found open at Multi-
User Facility startup,  verifies that the previously saved RRS log name is the same as the current RRS log name.

2. A call that retrieves individual Units of Recovery (UR), in which the Multi-User Facility has an interest, from the RRS
log. This is repeated in a loop. Each returned URID is handled in the following way:
a. If the URID is not in the  log,  tells RRS that the  interest is complete.
b. If the URID is in the  log with an outstanding LOGPR, indicating that the URID was in the middle of a two-

phase commit when the Multi-User Facility failed, RRS must determine whether the URID is to be backed out or
committed. Restart sets a LOGPR, with the appropriate URID, in the original task area. These RRS LOGPRs are
similar to the  restart rollback tasks. The Multi-User Facility enables with these LOGPRs unresolved. Once the
Multi-User Facility enables the standard runtime, RRS exits resolve these LOGPRs.

For more information, see Expressing an Interest in the Unit of Recovery (URID.
3. After the loop previously described has finished, if  has a URID in the Log Area (LXX) with an uncommitted phase one

log record (LOGPR), and it was not returned in the previously described loop, the URID is backed out, unless the RRS
begin call had a return code of ATR_HARDENED_DATA_LOST.

Neither RRS nor  can resolve an outstanding LOGPR for a URID in restart:

• If a RRS MUF startup option was not coded, but there are outstanding RRS LOGPRs in the LXX, or
• If there are outstanding RRS LOGPRs in the LXX for which the RRS log has no information, and RRS indicated that

hardened data was lost for its log, or
• If you have a RRS cold start with outstanding RRS LOGPRs in the LXX.

For these three cases,  allows you to manually commit or roll back its work by issuing a console REQCOMIT or
REQROLBK, using the request sequence number. Individual instances of these three cases can be identified with their
respective DB01218W messages that include the request sequence number.
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Expressing an Interest in the Unit of Recovery (URID)

When the first non-OPEN  request is made with an RRS=YES User Requirements Table,  calls RRS to express an
unprotected interest in the current unit of recovery (URID). This call returns a URID that is stored, in the task area, before
the  interface module actually calls the Multi-User Facility.

Upon return from a call to the Multi-User Facility, the interface checks to see if there is now an active  maintenance
transaction. If so, a call is made to RRS to change the unprotected interest to protected.

When the application issues an RRS commit or rollback, the  prepare or backout exit gets control. If the  interest in
the URID is protected,  either participates in the two-phase commit (prepare), or rolls back the transaction (backout). If
the  interest is unprotected,  releases its held resources (for example, row locks) for this task area in a single phase. The
completion of the RRS commit or rollback zeros the URID in the task area.

If the next call to  is not a close request, a new unprotected interest, for the new URID, is established, just as in the first
request.

Non-protected interests do not participate in restart processing.

The Interface loads ATREINT, ATRSIT, and ATRDINT (from SYS1.CSSLIB) when an RRS User Requirements Table is
opened.

Exits

DBREXPR is the module that contains the  RRS exit routines.  exits include the following:

•  Prepare Exit
Schedule LOGPR. URID is already set in the task area. Once it has been scheduled, the exit returns to RRS with a
return code of ATRX_LATER. When the LOGPR completes, the Post Deferred Exit is called.

•  Commit Exit
Schedule COMIT with same logic as in the previously shown Prepare Exit step.

•  Backout Exit
Schedule ROLBK with same logic as in the previously shown Prepare Exit step.

•  Exit Failed Exit
This is a required exit that RRS invokes when a Prepare Exit, Commit Exit, or Backout Exit fails.

 Notification Exit (DBRNXPR) 

If RRS becomes unavailable (or has been unavailable and becomes available), or if  exits become unset because one of
them abended, the notification exit receives control. This exit then schedules messages and work in a Multi-User Facility
TCB to deal with the situation.

 Exits Unset 

When an RRS commit or rollback is issued by an application, RRS communicates to the Multi-User Facility with exits.
These exits may become unset if RRS is unavailable, or if there is an exit abend that is unrecoverable. Once the exits
become unset, no new RRS User Requirements Table opens can take place until the exits are again set. Because of this,
each open attempt of an RRS User Requirements Table also attempts to set the exits, if they are unset.

Should RRS become unavailable, when it becomes available again it notifies the Multi-User Facility. Any OPEN request,
RRS or not, sets the exits after this notification.

If the new attempt to set the exits is successful, the Multi-User Facility must perform the RRS restart steps, in order to
resolve any outstanding RRS URIDs in , and to establish a proper resource manager state for future RRS work. This RRS
restart is subject to the same conditions as the original RRS restart and may be the original RRS restart in , if RRS was
not available at Multi-User Facility startup.
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Force Spilling of Log Tasks

A task that is force spilled from the Log Area (LXX) is noted in the Force Area (FXX) and is noted in the FXX if it is subject
to RRS two-phase commit. For more information on the FXX, see Creating and Maintaining the Force Area (FXX).

NEWCOPY and DBREXPR

DBREXPR is a  module that RRS calls to process commits and backouts.  must set the entry address of this module when
it performs a set exit request to RRS at Multi-User Facility startup. You can use the NEWCOPY  console command to load
a new version of DBREXPR, but this new version is used only if the exits become unset. The exits can become unset
either because one of them abended or because RRS became unavailable.  attempts to set unset exits when an OPEN of
a User Requirements Table with RRS=YES is received, or when its Notification Exit gets a call from RRS saying it is now
available after being unavailable. See NEWCOPY.

Related Messages and Return Codes

Information about the following messages is available through Messages.

• DB00205E Internal Error Numbers: 1201, 1202, 1203, 1204
• DB01218W
• DB01219E
• DB02601I
• DB02602E
• DB02603E
• DB02604E
• DB02605E
• DB02606E
• DB02607I
• DB02608W
• Return Code 01 Internal Return Code 033
• Return Code 94 Internal Return Codes: 109, 110,, 112, 113, 114

Remote Resource Manager (RRM)
The Remote Resource Manager (RRM) provides two-phase commit management for transactions that run at least some
of their work on one or more Multi-User Facilities that are not on the same z/OS system as the application. This two-phase
commit support is provided with Resource Recovery Services (RRS).

A  application can run in a different z/OS system than the Multi-User Facility by the use of an appropriate protocol, such as
XCF, to communicate with the remote Multi-User Facility. However, because this communication cannot be used with the
current implementation of RRS, the Remote Resource Manager (RRM) provides this two-phase commit support. For more
information, see Connecting Using Cross-System Coupling Facility (XCF).

In addition to communicating with remote Multi-User Facilities, an application might communicate with one or more
local Multi-User Facilities and other non- resource managers. Because this type of heterogeneous environment must be
supported, RRM relies on RRS to help coordinate two-phase commits. Each instance of RRM resides in the z/OS system
of the application. Each provides RRS support for all  applications on that system which send requests to remote MUFs.

If you are running multiple releases/Versions of , RRM must execute at the highest level of code. RRM address space
should be one of the first address spaces running the new code for a new release before any MUFs are moved to the next
release when planning any upgrades.

If an LPAR can run any  work for any MUF instance on a different LPAR, at least one instance of RRM needs to be
running on that LPAR. If the application work does not use any XCF communications that run on a given LPAR, no RRM is
needed on that LPAR.
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RRM only supports XCF as a communication protocol.

 DBRRMPR 

When the program DBRRMPR is executed, it loads the module DBSIDPR. As in the Multi-User Facility, the RRM uses
the DBSIDPR it loads to uniquely identify this particular instance of RRM. This is done by using the DBSIDPR parameter
RRMNAME=.

When the job DBRRMPR starts, it registers with RRS using a Resource Manager Name of
"DATACOM.DB.mufname.CA.UA" The Resource Manager Name is stored in the RRM Log (WXX). Use the INIT
AREA=WXX option of the  Utility (DBUTLTY) (see the   DBUTLTY Reference Guide) to build a new RRM Log (WXX). You
must format the WXX with the INIT function before it can be used by . For more information, see Creating and Maintaining
the RRM Log (WXX))

The restart of the MUF already reacts to existing forms of LOGPR. It now also notes the new RRM LOGPR as the last
request for an RWTSA on the Log Area (LXX). If there are any, these requests are suspended until RRM/RRS resolves
them. An unresolved LOGPR does not prevent the Multi-User Facility from being enabled. Since the Multi-User Facility
already joins XCF groups based on the XCF MUF startup option, and it is not logical to change this parameter if a Multi-
User Facility abends,

RRM is notified when a Multi-User Facility joins a group of which RRM is a member. When RRM receives this notification
it loops through the existing WXX rows. If one or more are for this restarting Multi-User Facility and the phase two answer
is currently known, RRM sends a COMIT or ROLBK through XCF using the RWTSA ID saved in the WXX row. The
corresponding Multi-User Facility checks the RWTSA involved just as in a restart of RRM. Since a Multi-User Facility
cannot easily know that an INIT has been run against a WXX with outstanding two-phase work, REQCOMIT and
REQROLBK are allowed to be issued by the user through the Multi-User Facility for any unresolved restart RRM LOGPR.
Users should only actually run this request through the Multi-User Facility as a last resort when they know the WXX was
initialized, and then only after thoroughly researching the URID involved.

DBFLSUB - Area Load (Subroutine)
The DBFLSUB subroutine is functionally similar to the LOAD function of the  Utility (DBUTLTY), but it operates as a
subroutine to an application program. DBFLSUB must be run in a Single User environment. Application programs
containing SQL statements or Compound Boolean Selection requests cannot use this subroutine. Logging cannot be used
with DBFLSUB.

You can use it to load areas by sending request parameters to the DBFLSUB subroutine from the program. Non- files or
any other data source may serve as input to the program. You are not allowed to put other  tables in the URT being used
for DBFLSUB, and you are not allowed to read input from other tables in the process of loading a specific data area. If 
data is required to participate in the data to be loaded, either get the data in a different step and pass it to the DBFLSUB
user program, or divide the program into two parts, with one part that opens a normal URT to MUF and gets data, and the
second part (the DBFLSUB part) that only opens the area to be loaded.

Your application program builds request and control parameters, reads the input records and passes them directly from
memory to the DBFLSUB subroutine one at a time by the standard call methods at entry point DBFLSUB. The report
produced by DBFLSUB is the same as the one produced by the LOAD function of DBUTLTY.

This subroutine also serves as a conversion tool to transfer files into the database. You can use it in an application
program to properly load a clustered data area, containing multiple tables, in a single step.

DBFLSUB loads an entire data area with the input provided to it. All contents of the area prior to execution are lost.
DBFLSUB cannot be used to load areas that contain a table with the compression exit DBVVRPR specified. DBVVRPR is
a special compression exit used with  VSAM Transparency and with the CDC feature.

User Requirements Table Requirements

You must link edit the program with a User Requirements Table that specifies the area being loaded. The calling program
can use any of the User Requirements Table options concerning entry and exit.

 949



 CA Datacom Administrating

There are special requirements for the User Requirements Table used with DBFLSUB. Tables in other areas may be
accessed by the calling program, but not the area being loaded. The area being loaded must be the last DBURTBL macro
specified in the assembly. The macro must specify:

• DBFLSUB=YES
• AREANAM=aaa

You specify the name of the area being loaded in the AREANAM= parameter, where aaa is the 3-character  short name
(DATACOM-NAME attribute-value) for the area. Ensure that the other tables in the User Requirements Table are loaded
and ready for processing. A sample COBOL program is provided in the source library for z/OS and the z/VSE installation
sublibrary as member FILESUB.

DBFLSUB Execution

DBFLSUB must run in a Single User environment. The area being loaded by DBFLSUB must already be defined in the 
Directory (CXX).

The User Requirements Table must be opened during all DBFLSUB processing. You must open the User Requirements
Table before requesting that DBFLSUB open the data area for loading and must close the User Requirements Table after
DBFLSUB has completed updating the Index Area.

The DBFLSUB program cannot be used if the calling program is a sort exit or if it uses an internally called sort.

The DBFLSUB requests, their purposes, and entries are:

Request Purpose Valid Entries
OPN Opens the area for loading and edits the

control statement.
Request type address and control
parameter address

PUT Writes the record to disk. Request type address and a record
address

CLS Sorts and writes Index records, or, with no
sort, completes the Index.

Request type address only

NOTE
The OPN and CLS parameters can be used only once per execution. Therefore, only one area can be loaded
per execution of the program. All tables in the area are marked "not loaded" during the User Requirements Table
open (not the DBFLSUB OPN command).

Restrictions

The DBFLSUB subroutine cannot be executed if the following functions are currently executing:

• CXXMAINT is updating the Directory (CXX).
• Any tables in the area being loaded are open for processing by any other job.
• Any table in the same database is open for update processing by any other job.

JCL Requirements

In addition to any files required by the user program for processing, you must include the following in the execution JCL:

• A SYSPRINT/SYSLST statement for reports
• A statement that identifies the Directory (CXX)
• Statements for the data and Index Area (IXX) being loaded

Control Statement Layout

The DBFLSUB control statement layout describes the main memory area for the area load buffers. The size of the area
load buffers is specified in K-byte multiples with an entry in positions 75 and 77 of the subroutine control parameters. The
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size cannot exceed 999 KB or the memory available for the subroutine execution, whichever is smaller. The subroutine
execution time decreases as the buffer size increases.

Column Value Description
1 -- 5 DBnnn

or
Dnnnn

If the database ID is a 3-digit number, use
DBnnn (DB001 through DB999). If the
database is a 4-digit number, use Dnnnn
(D1000 through D5000).

7 -- 12 LOAD
or
LODVAR

LOAD
The data passed on the put request is for
one table only. The data address passed
must point to data, without Record Control
Elements (RCEs).
LODVAR
The data passed on the put request can be
for any table in the area. The address must
point to the Record Control Element (RCE),
which is four bytes long. The first two bytes
of the RCE must be the length of the data
record plus 4 for the RCE. (This has no
bearing on the RECOVERY=Y/N option
in any of the table definitions.) The data
length must match exactly the data length
defined to the Directory (CXX). This is not
the length printed in the Directory Report for
record length. Use  to obtain the length.
The third byte of the RCE must be the
binary table ID. (If the table ID does not
match any table in the area being loaded
the put is ignored.)
The last byte in the RCE must be a binary
zero.

16 -- 19 FILE
or
AREA

Specify FILE, if columns 7 -- 10 are LOAD.
Specify AREA, if columns 7 -- 12 are
LODVAR.

21 -- 23 aaa Specify the table name if columns 16 -- 19
are FILE, or the area name if columns 16 --
19 are AREA.

26 -- 29 NONE Specify if loading a null file. If not, leave
blank.

31 -- 35 nnnnn If columns 7 -- 12 specify LOAD, then
specify the size of user-supplied, fixed-
length records loaded without RCEs;
otherwise, must be blank.

38 E E specifies that an internally called sort is
used during the area load. Anything other
than E specifies no sort.
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39 -- 46 nnnnnnnn z/OS
If E is specified in column 38, specify the
key sort estimate (number of keys in the
record times the number of records) used
by the sort in selecting sort strategy and to
dynamically allocate sort work areas. The
number is left-justified. Leading zeros are
not required (a blank terminates the scan).
z/VSE
If E is specified in column 38, specify 1
in column 39 and leave columns 40 -- 46
blank.

63 -- 66 nnnn Minimum amount of slack (right-justified,
leading zeros) to be reserved in each data
block for future expansion of records in that
block.

74 N If N is specified in column 74, records are
added with IDs in non-URI format. If N is
not specified in column 74, records are
added with IDs in URI format. (See Internal
Row Identifiers for an explanation of URI.)

75 -- 77 nnn Main memory (in kilobytes) for file load
buffers. Defaults to four times output file
block size plus 300 bytes.

79 Y If Y is specified in column 79, URIs are
reassigned beginning with 1. If Y is not
specified in column 79, URIs remain the
same. (See Internal Row Identifiers for an
explanation of URI.)

80 S Specify to compute and print Statistics and
Diagnostics Area load compression data. If
not, leave blank.

Sample z/OS JCL

NOTE
Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.

 //jobname     See the preceding note.

//       EXEC PGM=userprog

 //STEPLIB     See the preceding note.

//CXX      DD DSN=cxx.data.set,DISP=SHR           Directory data set

 //SYSPRINT DD SYSOUT=*                            Print output

 //

Sample z/VSE JCL

NOTE
Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.
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 * $$ JOB

 * $$ LST                See the preceding note.

 // JOB name

 // EXEC PROC=procname  

 // ASSGN  SYSnnn,device type,VOL=volser,SHR

 // DLBL CXX,'cxx.data.name',,DA               Directory data set

 // EXTENT SYSnnn,volser

 // DLBL IXXnnn,'dbnnn.index',,DA              Index Area

 // EXTENT SYSnnn,volser

 // DLBL aaannn,'dbnnn.aaa.area',,DA           Data area

 // EXTENT SYSnnn,volser

 // ASSGN  SYS005,TAPE,density

 // PAUSE MOUNT TAPE

 // TLBL INWRK,'input.data'                    Input data set

 // ASSGN SYS001,device type,VOL=volser,SHR

 // ASSGN SYS002,device type,VOL=volser,SHR

 // ASSGN SYS003,device type,VOL=volser,SHR

 // EXEC program

 /*

 /&

 * $$ EOJ

User-Written Exits
  provides the facility for several types of user exit programs. These include user exits to provide:

• Line printer exit
• Compression in addition to  standard compression
• Open processing to control access and/or update of data

  

Review the following information:

Batch Line Printer Exit

The DBSIDPR and DDSYSTBL macros contain the PRTEXIT= parameter to specify a batch line printer exit. Use this
parameter to specify the name of a print exit program to which  or  pass control each time they would normally send a line
to SYSPRINT or SYSLST. DBUTLTY or the  utilities neither opens nor sends output to SYSPRINT or SYSLST if this exit is
coded. For more information,see Modifying DBSIDPR Parameters.

For use of the printer exit with DBUTLTY, the CXX report prints occurrence names and these names can be from fields in
a MIXED data type. MIXED allows hex values to go to the printer which can confuse the printed output. Your exit would
allow reformatting of print lines before printing.

 Purpose 

Use the Batch Line Printer Exit to specify a program to print the output instead of allowing DBUTLTY or the  utilities to
write to SYSPRINT or SYSLST.

 Operation 

The module that generates the output calls the exit instead of writing to SYSPRINT or SYSLST.
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On return, the contents of all registers except 15 are restored to what they contained before the exit was called. Register
15 contains a return code on return. A zero return code indicates successful completion. A nonzero return code causes
the utilities to quit because no output can be produced.

 Procedure 

Specify the 1- to 8-character name of the module that contains the printer exit in the DBSIDPR parameter PRTEXIT=. If
the exit cannot be loaded, processing continues to write to SYSPRINT or SYSLST.

Your printer exit must do all the output for the entire execution.

When the exit is called, the registers are used as follows:

•  Register 1
Address of a parameter list as follows:
Word1 = 00000014 (20) if this is an output line,
00000020 (32) if this is close (EOJ)
Word2 = AL1(length of line)
AL3(address of line)
The first byte of this line is a printer control character.

•  Register 13
Contains the address of a register SAVE area which the exit must use to save and restore the DBUTLTY or  registers
according to standard linkage conventions.

•  Register 14
Contains the DBUTLTY return address or the return address within .

•  Register 15
Contains the address of the entry point for the exit.

User Compression Exit

 Purpose 

  provides a standard compression feature to manipulate data records. However, to allow for enhanced security or for
compression customized to the specific needs of the site or even to particular tables,  supports user-written compression
exits that manipulate data instead of the standard  methods. User written exits will not run in SRB mode, and therefore
can cause additional overhead when running the MUF in SRB MODE to take advantage of any zIIP engines.  will run
in SRB mode, and therefore takes advantage of zIIP engines, meaning it will not have the overhead of a user written
compression routine when moving to SRB mode from TCB mode.

 When Exit Is Called 

When a retrieval command is issued, the user compression exit routine is called after  has read the record and before it
returns the data to the caller. The user compression exit can then peruse or modify the record, with the restriction that the
record must not be modified in place. The record can be compressed, encrypted, or modified in any other way desired,
including length changes.

When an add or update command is issued, the user compression exit routine is called before the record is placed in the
database. The user compression exit routine can modify the record if desired, as long as the record is moved before it is
changed.

During  Utility (DBUTLTY) processing, the exit is called, as necessary, when reading or writing data areas.

 Addressing Mode 

The compression exit receives control in 31-bit mode. The module must be capable of operating in 31-bit mode.

 Implementing the Exit 

Specify the exit name for the COMPRESS-EXIT attribute-value when adding or modifying a  table. Any name acceptable
to the operating system can be used except those which start with DB (they are reserved for ).
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 Requirements 

Communication between  and the user compression exit routine is accomplished by passing a set of parameters in
standard format. The parameters required point to the following items in this sequence:

1. Control information
2. Data to be compressed/expanded
3. Work area for data output (from user exit routine)

 Parameter List 

 Position  Length  Data Type  Description 
1 1 Character Compression or expansion

indicator:
 C 
Data is to be compressed.
 E 
Data is to be expanded.

2 1 Binary Return code is passed back
in the request area's DIAG
field. Zeros indicate successful
completion. Return code 21
(073) indicates an error in the
compress/expand routine.

3 2 Binary Input data length.
5 2 Binary Output data length. Must be

filled in by user routine.
7 2 Binary Database ID.
9 2 Binary Minimum output data length.
11 2 Binary Maximum output data length.
13 3 Character Logical table name.
16 1  Reserved.
17 10 Character Reserved.
27 2 Binary Directory data record length

without RCE.

The data to be compressed or expanded consists of data only, without the Record Control Element (RCE), the 4 to 12
bytes of control information attached to the front of each record.

The work area for the data output is the area to which the user compression exit moves the modified or unmodified record
before returning control to .

 SMP Mode 

When the Multi-User Facility is running in symmetric multiprocessing (SMP) mode (set with the MUF startup option
SMPTASK), user compression exits which are linked as reentrant are not synchronized. An exit may be called multiple
times simultaneously. If the exit is not linked as reentrant, it is synchronized. Only one exit executes at one time.

  is reentrant and therefore has been optimized for SMP processing.

Open Processing User Exit

 Purpose 
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To enhance security, an open processing user exit can be written to control access and update of data. Each request for
a User Requirements Table open is screened according to the specifications of the exit. Requests which do not meet the
criteria are aborted.

 When Exit Is Called 

This exit cannot be used to examine individual requests made to . The exit is called during table open processing only.

During initialization of a  system,  attempts to load either or both modules named DBUSROPA and DBUSROPB with the
other  modules. If the DBUSROPA module is found, it is treated as the after open exit. If the DBUSROPB module is found,
it is treated as the before open exit.

 Implementing the Exit 

Specify your load library member name as DBUSROPA or DBUSROPB if it is the after open exit or before open exit,
respectively.

 Requirements 

During the open of each entry in a User Requirements Table, the exit is called with a parameter list (see following) pointed
to by register 1. Standard register conventions apply.

The user routine must save and restore all registers. Register 15 must be set to zero so that the open can proceed. If the
user routine returns with register 15 not equal to zero, the open is aborted with a return code of 87.

 SMP Mode 

When the Multi-User Facility is running in symmetric multi-processing (SMP) mode (set with the MUF startup option
SMPTASK), no changes are evident or required by this exit.

 Parameter List 

 Position  Length  Data Type  Description 
1 8 Character Name of the program which is

requesting this open.
This is the JOBNAME taken
from the JCL job statement.

8 32 Character User Information Block as
passed from caller.
The User Information Block field
is provided as a part of the call
to the DBNTRY entry point. It
is blank if the caller is using the
CBLDBMS or DATACOM entry
point or if the caller is a batch
job using entry BEGIN and not
using a User Requirements
Table with OPEN=DB specified.
If DBUTLTY is being executed,
the user ID field contains the
execute name as the first
eight characters. This area is
intended for user identification
and password information
according to installation
requirements.
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40 3 Character Name of the table to be opened.
During the table load, table
unload, retrieve Index, or
retrieve table, the table name
is sometimes the area name.
During Directory (CXX)
maintenance and during some
phases of restart and recovery,
the table name is $X$ and the
database number zero. In the
before exit, the name may be
*** if the User Requirements
Table has full database open
specified.

43 3 Character Number of the database for the
table which is to be opened.
If the database ID is greater
than 999, this field is blank. See
position 56.

46 1 Character  N 
Read-only open requested
 Y 
Update open requested

 Parameter List (Continued) 

 Position  Length  Data Type  Description 
47 1 Character  N 

Single User
 Y 
Multi-User Facility

48 1 Character  N 
DBUTLTY not running
 Y 
DBUTLTY running

49 3 Unsigned Packed Decimal The date in MMDDYY format.
52 3 Unsigned Packed Decimal The time in HHMMSS format.
55 1 Character  A 

After actual  open has occurred
 B 
Before actual  open has
occurred

56 2 Binary Database ID. See position 43 for
ID in character data type.

58 2 Character  (z/VSE only.) Partition identifier
(such as, BG or F2).

60 4 Binary The run unit number (after open
calls only).

64 8 Character  (z/OS only.) User ID parameter.
72 8 Character  (z/OS only.) Group ID

parameter.
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80 8  Reserved.
88 1 Character  N 

Not SQL dynamic User
Requirements Table
 Y 
SQL dynamic User
Requirements Table

89 1  Reserved.

 Parameter List (Continued) - If not CICS or  Server 

 Position  Length  Data Type  Description 
90 18  Reserved.

 Parameter List (Continued) - If  Server 

 Position  Length  Data Type  Description 
90 1 Binary 0f
91 1  Reserved.
92 8 Character Identifying information.
100 8  Reserved.

 Parameter List (Continued) - If CICS 

 Position  Length  Data Type  Description 
90 1 Binary 02
91 1  Reserved.
92 4 Character Transaction ID.
96 4 Character Monitor, terminal ID, or CICS

DESTID.
100 3 Character Operator ID.
103 3 Decimal Transaction number.
106 2  Reserved.

  Service Facility Exits

The  Service Facility provides a user exit at the time that a new entity-occurrence name, alias, or descriptor is added
to  and another at the time any attribute value is modified. These exits are invoked through the use of any  facility.

The exits are operating system and monitor independent. Therefore, the same exit can be used in many different
environments. The exits can be written in Assembler or COBOL language code and must be serially reusable (reentrant).

Other CA products that interact with the  can place entity-occurrence names in the . These names are passed to the
exits and allowances must be made in the exit for such names. The exit is loaded in a monitor dependent environment.
To prepare the monitor in CICS, a PPT entry must be added. For the exit in all other supported monitors, there are no
changes required.

 MEXIT01 and MEXIT02 

The two exits are the  Names Exit (MEXIT01) and the  Attributes Exit (MEXIT02). The name of each exit is specified within
the DDSYSTBL macro. For more information, see DDSYSTBL and DDURTBL Macros.
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MEXIT01 is given control when the entity-occurrence name, alias, or descriptor is checked at add time. MEXIT02 is given
control when any attribute-value is added or updated. These exits cannot modify the data. They only inspect the data for
validity.

The modules receive control with Register 1 pointing at the address of a user exit area defined below for each exit.
Register 15 contains the user entry point. Register 13 contains the address of a 72-byte save area. The module should
save the registers at entry and restore them at exit. The exit must set the return code for each call regardless of whether
or not there is to be an action.

  Names Exit (MEXIT01)

The  Names Exit (MEXIT01) routine is executed for each add of a entity-occurrence name, alias, or descriptor. The routine
is passed one parameter by way of register 1 -- that is, register 1 points to a parameter list with one entry. The parameter
is the address of a work area as defined in the following list.

For a list of short names, run an Indented Report of the DATA-DICT database. The short name is the DATACOM-NAME of
the TABLE occurrence for the entity-type.

 Parameter List 

 Position  Length  Data Type  Description 
1 1 Character User exit return code:

 N 
The name is invalid.
 Y 
The name is valid.

2 32 Character Entity-type name.
34 3 Character Entity-type short name (table

DATACOM-NAME attribute-
value).

37 3 Character Name-type (ALS, KWC, OCC)

The user-written exit can then check the entity-occurrence name against site standards and indicate to  whether the name
is valid (a Y in the return code position). If the name presented is an alias, the name-type is ALS. If the name presented is
a descriptor, the name-type is KWC. If the name presented is the entity-occurrence name, the name-type is OCC.

The user-written exit cannot modify the name since any change to the name in the work area is simply ignored by .

If the user exit determines that the name is invalid, it places an N in the return code, the entity-occurrence, alias,
or descriptor is not added, and it returns a  Service Facility FUE (Failed User Edit) return code to the program
calling  Service Facility.

 Sample MEXIT01 Exit - Assembler 

The following program is a sample user exit for the  Service Facility that edits alias, descriptor and occurrence names for
certain entity-types to ensure that none are added that begin with the letters PAM. The MEXIT01 exit is invoked when an
alias, descriptor, or entity-occurrence is added.

***********************************************************************

*                                                                     *

*          MEXIT01 - SAMPLE DSF EXIT - ASSEMBLER LANGUAGE             *

*                                                                     *

***********************************************************************

*

DDEXTPR  CSECT

*
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         USING *,R15               ESTABLISH TEMPORARY ADDRESSABILITY

         USING PARMS,R2            NAME R12 AS BASE REGISTER

         USING SAVEREGS,R13        SAVE AREA

         USING TABLE,R3            ENTITY TYPE TABLE

         SPACE 1

         STM   14,12,SVR14         SAVE CALLING PROGRAM'S REGISTERS

         SPACE 1

         DROP  R15

         LR    R11,R15             ESTABLISH ADDRESSABILITY

         SPACE 1

         USING DDEXTPR,R11         NAME R11 AS BASE REGISTER

         SPACE 1

         MVC   SVID,TSKID          MOVE TASK ID INTO SAVE AREA

         L     R2,0(R1)            R2 = SAVE AREA FOR THE PASSED PARM

         B     CKNMTYPE            CK NAME TYPE

MODULE   DC    C'DDEXTLM - EXAMPLE USER EXIT PROGRAM'

         SPACE 1

CKNMTYPE CLC   NAMETYPE,ALIAS      ALIAS ?

         BE    CKOCCNM             YES - NO NEED TO CK AGAINST ENTITY

         CLC   NAMETYPE,DESCRIPT   DESCRIPTOR ?

         BE    CKOCCNM             YES - NO NEED TO CK AGAINST ENTITY

         LA    R3,ENTABLE          POINT TO ENTITY TABLE

         LA    R4,NUMENT           GET THE NUMBER OF ENTRIES IN TABLE

         SPACE 1

ENTLOOP  DS    0H

         CLC   ENTYPE,TYPE         IS THE ENTITY IN THE TABLE ?

         BE    CKOCCNM             YES - NOW, GO CHECK THE NAME

         LA    R3,ENTLEN(R3)       POINT TO THE NEXT ENTRY

         BCT   R4,ENTLOOP          GO CK THE NEXT ENTITY

         B     ACCEPT              DOESN'T MATCH CRITERIA - ADD

         SPACE 1

 Sample MEXIT01 Exit - Assembler (Continued) 

*---------------------------------------------------------------------*

*        CK THE OCCURRENCE NAME                                       *

*---------------------------------------------------------------------*

CKOCCNM  DS    0H

         CLC   PREFIX,=C'PAM'      IS IT AN OLD ONE ?

         BE    REJECT              YES - DON'T ADD IT

ACCEPT   MVI   IND,YES

         B     RETURN              GOBACK

REJECT   MVI   IND,NO

         B     RETURN              GOBACK

         SPACE 1

*                                   (USED IF THIS ROUTINE CALLS ANY

*                                    USER-WRITTEN SUBROUTINES)

*---------------------------------------------------------------------*

*        PROGRAM EXIT CODE                                            *

*---------------------------------------------------------------------*

RETURN   DS    0H

         LM    R14,R12,SVR14       RESTORE CALLING PROGRAM'S REGISTERS

         LA    R15,0               ZERO R15 FOR VPE INTERFACE

         BR    R14                 RETURN TO CALLER
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         EJECT

*---------------------------------------------------------------------*

*        REGISTER EQUATES                                             *

*---------------------------------------------------------------------*

*

R0       EQU   0

R1       EQU   1

R2       EQU   2

R3       EQU   3

R4       EQU   4

R5       EQU   5

R6       EQU   6

R7       EQU   7

R8       EQU   8

R9       EQU   9

R10      EQU   10

R11      EQU   11

R12      EQU   12

R13      EQU   13

R14      EQU   14

R15      EQU   15

         SPACE 2

 Sample MEXIT01 Exit - Assembler (Continued) 

YES      EQU   C'Y'

NO       EQU   C'N'

         SPACE 2

TSKID    DC    C'EXIT'

ALIAS    DC    C'ALS'

DESCRIPT DC    C'KWC'

         SPACE 2

ENTABLE  DS    0F

         DC    C'ARA'

ENTLEN   EQU   *-ENTABLE

         DC    C'BAS'

         DC    C'ELM'

         DC    C'FIL'

         DC    C'FLD'

         DC    C'KEY'

         DC    C'REC'

NUMENT   EQU   (*-ENTABLE)/ENTLEN

         SPACE 3

TABLE    DSECT

TYPE     DS    CL3

         SPACE 3

SAVEREGS DSECT

SVID     DS    F

SVCLR    DS    F

SVCLD    DS    F

SVR14    DS    15F

         SPACE 3

PARMS    DSECT

IND      DS    CL1
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ENTNAME  DS    0CL32

PREFIX   DS    CL3

RESTOF   DS    CL29

ENTYPE   DS    CL3

NAMETYPE DS    CL3

         SPACE 3

         END

 Sample MEXIT01 Exit - COBOL 

The following program is a sample COBOL exit for  Service Facility (DSF) that edits alias, descriptor, and occurrence
names for specific entity-types. The MEXIT01 is invoked when an alias, descriptor, or entity-occurrence is added.

       ****************************************************************

       *        MEXIT01 - SAMPLE DSF EXIT - COBOL                     *

       *                                                              *

       *                                                              *

       ****************************************************************

       IDENTIFICATION DIVISION.

           SKIP3

           SKIP3

       PROGRAM-ID.

           DDTSTP1.

           SKIP1

       AUTHOR.

           SAMPLE-USER

           SKIP1

       DATE-WRITTEN.

           JUNE,1989

           SKIP2

       ENVIRONMENT DIVISION.

           SKIP1

       CONFIGURATION SECTION.

           SKIP1

       SOURCE-COMPUTER.

           IBM-370.

           SKIP1

       OBJECT-COMPUTER.

           IBM-370.

           SKIP1

       INPUT-OUTPUT SECTION.

           SKIP1

       FILE-CONTROL.

           SKIP1

       DATA DIVISION.

           SKIP1

       FILE SECTION.

           SKIP1

       WORKING-STORAGE SECTION.

           SKIP2

       LINKAGE SECTION.

       01  PARM-BUFFER.

         02 INDICATOR              PIC X.

         02 ENTITY-OCCURRENCE.
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            03  ENT-PREFIX         PIC X(3).

            03  FILLER             PIC X(29).

         02 ENTITY-TYPE            PIC X(3).

         02 ENTITY-NAME-TYPE       PIC X(3).

           EJECT

       PROCEDURE DIVISION USING PARM-BUFFER.

           DISPLAY 'P ' PARM-BUFFER.

           IF ENTITY-NAME-TYPE EQUAL 'ALS'

              GO TO CHECK-NAME.

           SKIP2

           IF ENTITY-NAME-TYPE EQUAL 'KWC'

              GO TO CHECK-NAME.

           SKIP2

           IF ENTITY-TYPE EQUAL 'ARA'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'BAS'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'FIL'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'REC'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'ELM'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'KEY'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'FLD'

               GO TO CHECK-NAME

           ELSE

           IF ENTITY-TYPE EQUAL 'DVW'

               GO TO CHECK-NAME

           ELSE

              GO TO SET-INDICATOR-Y.

       CHECK-NAME.

           IF ENT-PREFIX EQUAL 'PAM'

              MOVE 'N' TO INDICATOR

              GO TO END-RETURN.

       SET-INDICATOR-Y.

           MOVE 'Y' TO INDICATOR.

           GO TO END-RETURN.

       END-RETURN.

           GOBACK.

           EJECT
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  Attributes Exit (MEXIT02)

The  Attributes Exit (MEXIT02) routine is executed for each attribute-type processed during an add or an update of
a entity-occurrence. The routine is passed one parameter by way of register 1. In other words, register 1 points to a
parameter list with one entry. The parameter is the address of a work area as defined in the following list.

 Parameter List 

 Position  Length  Contents  
1 1 Character User exit return code:

 N 
The data is invalid.
 Y 
The data is valid.

2 32 Character Attribute-type name.
34 3 Character Entity-type short name (table

DATACOM-NAME attribute-
value).

37 4  Reserved.
41 2 Binary Length of the data starting at

position 43.
43 0 -- 72 Character Attribute-type data.

The user-written exit can then check the attribute-value against standards and indicate whether the data is valid (a Y in
the return code position).

The user-written exit cannot modify the data since any changes in the work area are ignored by .

If the user exit determines that the attribute-value is invalid, the user exit places an N in the return code. DSF forces the
add or update of the entity-occurrence to fail and sets a return code of U in the Service List entry for this attribute. In
addition, DSF returns a return code SVL to the program calling the  Service Facility.

 Sample MEXIT02 Exit - Assembler 

The following program is a sample user exit for  Service Facility that edits certain attribute-values for specific entities. The
MEXIT02 exit is invoked when a attribute-value is added or updated.

***********************************************************************

*                                                                     *

*          MEXIT02 - SAMPLE DSF EXIT - ASSEMBLER LANGUAGE             *

*                                                                     *

***********************************************************************

*

DDEX2PR  CSECT

*

         USING *,R15               ESTABLISH TEMPORARY ADDRESSABILITY

         USING PARMS,R2            NAME R12 AS BASE REGISTER

         USING SAVEREGS,R13        SAVE AREA

         SPACE 1

         STM   14,12,SVR14         SAVE CALLING PROGRAM'S REGISTERS

         SPACE 1

         DROP  R15

         LR    R11,R15             ESTABLISH ADDRESSABILITY

         SPACE 1

         USING DDEX2PR,R11         NAME R11 AS BASE REGISTER
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         SPACE 1

         MVC   SVID,TSKID          MOVE TASK ID INTO SAVE AREA

         L     R2,0(R1)            R2 = SAVE AREA FOR THE PASSED PARM

         B     PROCBAS

         SPACE 2

MODULE   DC    C'DDEX2LM - EXAMPLE MEXIT02 PROGRAM'

         SPACE 2

*---------------------------------------------------------------------*

*                                                                     *

*        THIS ROUTINE CHECKS THE INCOMING ATTRIBUTE VALUE             *

*        FOR THE VARIOUS ENTITIES THE PROGRAM WANTS TO EDIT.          *

*                                                                     *

*---------------------------------------------------------------------*

         SPACE 2

PROCBAS  DS    0H

         SPACE 1

         CLC   ENTYPE,BAS          ENTITY TYPE DATABASE ?

         BNE   PROCARA             NO, CONTINUE

         CLC   ATTNAME,DBID       ATTRIBUTE,DATACOM-ID ?

         BNE   PROCDBMS            NO, CONTINUE

         CLC   DATA(3),D500        DATACOM-ID 500 OR LOWER ?

         BNH   ACCEPT              YES, ACCEPT IT

         B     REJECT              NO, REJECT IT

 Sample MEXIT02 Exit - Assembler (Continued) 

PROCDBMS DS    0H

         CLC   ATTNAME,DBMS       ATTRIBUTE DBMS-USED ?

         BNE   ACCEPT              NO, ACCEPT

         CLC   DATA(08),DBMSVAL    IS DBMS-VALUE CORRECT ?

         BE    ACCEPT              YES, ACCEPT IT

         B     REJECT              ELSE REJECT

         SPACE 2

PROCARA  DS    0H

         SPACE 1

         CLC   ENTYPE,ARA          ENTITY TYPE AREA ?

         BNE   PROCELM             NO, CONTINUE

         CLC   ATTNAME,DEVICE     ATTRIBUTE DEVICE ?

         BNE   PROCDSN             NO, CONTINUE

         CLC   DATA(6),D3380       DEVICE TYPE VALUE CORRECT ?

         BE    ACCEPT              YES, OK

         B     REJECT

PROCDSN  CLC   ATTNAME,DSN        ATTRIBUTE DSN NAME ??

         BNE   ACCEPT              NO, ACCEPT

         CLC   DATA(44),SPACES     DSN NAME PRESENT ?

         BNE   ACCEPT              YES, OKAY

         B     REJECT

PROCELM  DS    0H

         SPACE 2

         CLC   ENTYPE,ELM          ENTITY TYPE AREA ?

         BNE   PROCKEY             NO, CONTINUE

         CLC   ATTNAME,ASMNAME    ATTRIBUTE ASSEMBLER NAME ?

         BNE   PROCDBN             NO, CONTINUE

         CLC   DATA(3),MAG         DOES IT START WITH MAG ?
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         BNE   ACCEPT              IF NOT, ACCEPT IT

         B     REJECT              ELSE REJECT

PROCDBN  CLC   ATTNAME,DNAME      ATTRIBUTE DATACOM-NAME ?

         BNE   ACCEPT              NO, ACCEPT

         CLC   DATA(3),MAG         VALUE OF MAG ?

         BNE   ACCEPT              IF NOT, ACCEPT IT

         B     REJECT              ELSE REJECT

PROCKEY  DS    0H

         SPACE 2

         CLC   ENTYPE,KEY          ENTITY TYPE KEY ?

         BNE   ACCEPT              NO, CONTINUE

         CLC   ATTNAME,DNAME      ATTRIBUTE DATACOM-NAME ?

         BNE   ACCEPT              NO, CONTINUE

         CLC   DATA(3),MAG         DATACOM NAME MAG ?

         BNE   ACCEPT              IF NOT, ACCEPT IT

         B     REJECT              ELSE REJECT

         SPACE 2

 Sample MEXIT02 Exit - Assembler (Continued) 

ACCEPT   DS    0H

         SPACE 1

         MVI   IND,YES             NO -  ACCEPT

         B     RETURN              GOBACK

         SPACE 2

REJECT   DS    0H

         SPACE 1

         MVI   IND,NO              REJECT

         B     RETURN              GOBACK

         SPACE 2

*---------------------------------------------------------------------*

*        PROGRAM EXIT CODE                                            *

*---------------------------------------------------------------------*

         SPACE 2

RETURN   DS    0H

         SPACE 1

         LM    R14,R12,SVR14       RESTORE CALLING PROGRAM'S REGISTERS

         LA    R15,0               ZERO R15 FOR VPE INTERFACE

         BR    R14                 RETURN TO CALLER

         EJECT

*---------------------------------------------------------------------*

*        REGISTER EQUATES                                             *

*---------------------------------------------------------------------*

*

R0       EQU   0

R1       EQU   1

R2       EQU   2

R3       EQU   3

R4       EQU   4

R5       EQU   5

R6       EQU   6

R7       EQU   7

R8       EQU   8

R9       EQU   9
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R10      EQU   10

R11      EQU   11

R12      EQU   12

R13      EQU   13

R14      EQU   14

R15      EQU   15

         SPACE 2

 Sample MEXIT02 Exit - Assembler (Continued) 

YES      EQU   C'Y'

NO       EQU   C'N'

END      EQU   X'FF'

         SPACE 2

TSKID    DC    C'EXT2'                 * USED AS THE R13 SAVE AREA ID

         SPACE 1

BAS      DC    CL3'BAS'

ARA      DC    CL3'ARA'

ELM      DC    CL3'ELM'

KEY      DC    CL3'KEY'

         SPACE 1

DBMS     DC    CL32'DBMS-USED'

DNAME    DC    CL32'DATACOM-NAME'

DBID     DC    CL32'DATACOM-ID'

DEVICE   DC    CL32'DEVICE'

DSN      DC    CL32'DATA-SET-NAME'

ASMNAME  DC    CL32'ASM-NAME'

         SPACE 1                                                      *

DBMSVAL  DC    CL8'IBM/IMS'

D3380    DC    CL6'3380'

D500     DC    CL3'500'

MAG      DC    CL3'MAG'

SPACES   DC    CL80' '

         SPACE 2

         SPACE 3

SAVEREGS DSECT

SVID     DS    F

SVCLR    DS    F

SVCLD    DS    F

SVR14    DS    15F

         SPACE 3

*---------------------------------------------------------------------*

*                                                                     *

*        THIS IS THE DSECT DESCRIBING THE PARM BEING SENT             *

*        TO THIS PROGRAM BY THE CALLING PROGRAM.                      *

*                                                                     *

*---------------------------------------------------------------------*

         SPACE 2

PARMS    DSECT

IND      DS    CL1                * ACCEPT(Y) OR REJECT(N) -

ATTNAME  DS    CL32               * ATTRIBUTE NAME

ENTYPE   DS    CL3                * ENTITY TYPE

RESERVDE DS    CL4                * RESERVED FOR INTERNAL USE

DATALEN  DS    H                  * LENGTH OF DATA BEING SENT
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DATA     EQU   *-IND              * ACTUAL DATA BEGINS HERE

         SPACE 3

         END

 Sample MEXIT02 Exit - COBOL 

The following program is a sample user exit for  Service Facility that edits certain attribute-values for specific entities. The
MEXIT02 exit is invoked when a attribute-value is added or updated.

       ****************************************************************

       *                                                              *

       *        MEXIT02 - SAMPLE DSF EXIT - COBOL                     *

       *                                                              *

       ****************************************************************

       IDENTIFICATION DIVISION.

           SKIP3

       PROGRAM-ID.

           DDTSTP2.

           SKIP1

       AUTHOR.

           SAMPLE-USER

           SKIP1

       DATE-WRITTEN.

           JUNE,1989

           SKIP2

       ENVIRONMENT DIVISION.

           SKIP1

       CONFIGURATION SECTION.

           SKIP1

       SOURCE-COMPUTER.

           IBM-370.

           SKIP1

       OBJECT-COMPUTER.

           IBM-370.

           SKIP1

       INPUT-OUTPUT SECTION.

           SKIP1

       FILE-CONTROL.

           SKIP1

       DATA DIVISION.

           SKIP1

       FILE SECTION.

           SKIP1

       WORKING-STORAGE SECTION.

           SKIP2

 Sample MEXIT02 Exit - COBOL (Continued) 

       LINKAGE SECTION.

       01  PARM-BUFFER.

         02 INDICATOR                  PIC X.

         02 ATTRIBUTE-NAME             PIC X(32).

         02 ENTITY-TYPE                PIC X(3).

         02 FILLER                     PIC X(4).

         02 DATA-LENGTH                PIC X(2).
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         02 ACTUAL-DATA.

            03 AREA-ATTR-ONE.

               04 AREA-DEVICE       PIC X(6).

               04 FILLER            PIC X(38).

            03 AREA-ATTR-TWO REDEFINES AREA-ATTR-ONE.

               04 AREA-DSN-NAME     PIC X(44).

            03 BASE-ATTR-ONE REDEFINES AREA-ATTR-ONE.

               04 BASE-ID           PIC X(3).

               04 FILLER            PIC X(41).

            03 BASE-ATTR-TWO REDEFINES AREA-ATTR-ONE.

               04 BASE-DBMS-USED    PIC X(8).

               04 FILLER            PIC X(36).

            03 ELM-ATTR-ONE REDEFINES AREA-ATTR-ONE.

               04 ELM-ASM-NAME.

                  05 ELM-ASM-PREFIX    PIC X(3).

                  05 FILLER            PIC X(5).

               04 FILLER            PIC X(36).

            03 ELM-ATTR-TWO REDEFINES AREA-ATTR-ONE.

               04 ELM-DATACOM-NAME.

                  05 ELM-DATACOM-PRE   PIC X(3).

                  05 FILLER            PIC X(29).

               04 FILLER            PIC X(12).

           EJECT

       PROCEDURE DIVISION USING PARM-BUFFER.

           IF ENTITY-TYPE EQUAL 'ARA'

               GO TO CHECK-AREA

           ELSE

           IF ENTITY-TYPE EQUAL 'BAS'

               GO TO CHECK-BASE

           ELSE

           IF ENTITY-TYPE EQUAL 'ELM'

               GO TO CHECK-ELEMENT

           ELSE

              GO TO SET-INDICATOR-Y.

 Sample MEXIT02 Exit - COBOL (Continued) 

       CHECK-AREA.

           IF ATTRIBUTE-NAME EQUAL 'DEVICE'

              IF AREA-DEVICE NOT EQUAL '3380'

                  MOVE 'N' TO INDICATOR

                  GO TO END-RETURN.

           IF ATTRIBUTE-NAME EQUAL 'DATA-SET-NAME'

              IF AREA-DSN-NAME EQUAL SPACES

                  MOVE 'N' TO INDICATOR

                  GO TO END-RETURN.

           GO TO SET-INDICATOR-Y.
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       CHECK-BASE.

           IF ATTRIBUTE-NAME EQUAL 'DATACOM-ID'

              IF BASE-ID GREATER THAN '200'

                  MOVE 'N' TO INDICATOR

                  GO TO END-RETURN.

           IF ATTRIBUTE-NAME EQUAL 'DBMS-USED'

              IF BASE-DBMS-USED  NOT EQUAL 'IBM/IMS'

                  MOVE 'N' TO INDICATOR

                  GO TO END-RETURN.

           GO TO SET-INDICATOR-Y.

       CHECK-ELEMENT.

           IF ATTRIBUTE-NAME EQUAL 'ASM-NAME'

              IF ELM-ASM-PREFIX EQUAL 'MAG'

                  MOVE 'N' TO INDICATOR

                  GO TO END-RETURN.

           IF ATTRIBUTE-NAME EQUAL 'DATACOM-NAME'

              IF ELM-DATACOM-PRE EQUAL 'MAG'

                  MOVE 'N' TO INDICATOR

                  GO TO END-RETURN.

 Sample MEXIT02 Exit - COBOL (Continued) 

           GO TO SET-INDICATOR-Y.

       SET-INDICATOR-Y.

           MOVE 'Y' TO INDICATOR.

           GO TO END-RETURN.

       END-RETURN.

           GOBACK.

           EJECT

Using the Recovery File (RXX) Read Subroutine
The Recovery File (RXX) Read subroutine provides easy, release independent access to the  Recovery File (RXX).

  

NOTE
For information on the Recovery File Analysis Report, see Recovery File (RXX) Report.

READRXX Routine with FORMAT 1 Records

With FORMAT 1 records, the READRXX routine might see some information in a different way from what was seen in
FORMAT 0 records, therefore requiring a minor change as described in this section.

In the READRXX routine in Version 14.0:
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• All control information is the same between FORMAT 0 and FORMAT 1 records.
• The before record for UPDAT and DELET is always presented as the full record.
• The Work Area for ADDIT and UPDAT is always presented as the full record with FORMAT 1, but this could be

different with regard to FORMAT 0 records.
• The element list is changed with FORMAT 1 records to a single 'special' element of '-#ttt' where ttt is the table name.

This element represents the full record, and this element name can be used in all DBNTRY calls. The element list
ends, as usual, with 5 blanks.

• If the READRXX routine simply prints the information or uses it for DBNTRY calls, no change is required.
• If the elements are looked up in a table or in , a minor change is required, specifically to not look up the special

element in a table or , because the special element has been available for many releases and might already be
handled by the routine.

• With FORMAT 1 records, MUF allows users the option of logging encrypted data table changes with the encrypted
data, not the clear form as normally occurs. This choice is not recommended. If chosen, the LXX is flagged as having
encrypted and every SPILLOPT (or SPILL) sets the RXX as having encrypted data. An RXX set to having encrypted
data cannot be opened without the open being from an authorized address space. This authorization is not affected
by whether or not the RXX actually has a log record that is encrypted. READRXX blocks encrypted data from being in
memory in an authorized address space.

NOTE
A benefit of FORMAT 1 processing is that it allows the READRXX routine to be simplified by having the before
and after records, and therefore having no need to understand elements.

Calling the Subroutine

To use the subroutine, an application calls the entry point, READRXX, in the User Requirements Table using  commands.
This entry point passes control to the DBRXRPR module. DBRXRPR is loaded in the application region when the first call
is made to the READRXX entry point. Another module, DBRXIPR, is loaded in the application region and the RXX file is
opened. There is no communication with the Multi-User Facility when the READRXX entry point is called. The first call
must be an open request, followed by get requests, and ending with a close request.

Argument List

The argument list for a call to READRXX specifies five areas:

• The Request Area composed of command and return code
• An area for the Recovery File header
• An area for the element list
• An area for the before record
• An area for the logged work area

The last four areas must be composed of two fields: a fullword binary length and an area to return data. The length field
must reflect the length of the data area.

Commands

The commands are OPN, OPF, OPR, GET, and CLS. A blank return code indicates a successful request. The end of file is
indicated with an E return code. For more information about return codes, see Messages.

•  OPN (OPen Normal)
Loads DBRXRPR and DBRXIPR into the application region. The RXX is opened and memory allocated for buffers.
The first RXX record is read. This record must be a spill cycle record. If not, an open error is returned. When multiple
RXX files are being processed, an error occurs if they are not presented in the proper creation date sequence.

 971

http://techdocs.broadcom.com/content/broadcom/techdocs/us/en/ca-mainframe-software/database-management/ca-datacom-messages/1-0.html


 CA Datacom Administrating

NOTE
 We recommend using the OPN command. The use of OPF or OPR commands (see following descriptions)
are supported but not recommended.

•  OPF (OPen Forced)
Loads DBRXRPR and DBRXIPR into the application region. The RXX is opened and memory allocated for buffers.
The first RXX record is read. When OPF is used the first record need not be a spill cycle record. When multiple RXX
files are being processed, an error will occur if they are not presented in the proper creation date sequence.

NOTE
 The OPF command fails if the first record processed is not the first record of a segmented log record.

•  OPR (OPen Random)
Loads DBRXRPR and DBRXIPR into the application region. The RXX is opened and memory allocated for buffers.
The first RXX record is read. This record must be a spill cycle record. If not, an open error is returned. When multiple
RXX tapes are being processed, the creation date is ignored such that they can be presented in any order.

NOTE
 The OPR command fails if a segmented record is not found in its proper natural order.

•  GET
Returns RXX information to the application areas as appropriate. For example:
– An OPEN record returns data to the header area only
– An ADDIT record returns the header information, the element list, and the work area
– An UPDAT record returns data to all areas
LOGIT, LOGDW, LOGCR, and LOGCP data is returned to the work area. When a before record is returned, the first 12
bytes are the  Record Control Element (RCE).

•  CLS
Closes the RXX and releases acquired memory.

COBOL Data Descriptor for RXX Read Subroutine
       01  RXI-RQA.

           05  RXI-COMMAND                       PIC X(3) VALUE SPACES.

           05  RXI-RETURN-CODE                   PIC X(1) VALUE SPACES.

      ************************************************************

      *                   RXX RECORD DESCRIPTION                 *

      ************************************************************

       01  RXI-RXX-HEADER.

           05  RXI-RXX-HEADER-LENGTH             PIC S99999 COMP SYNC.

      *       Header Length is the length of the header data returned.

           05  RECOVERY-RECORD-HEADER.

               10  FILLER                        PIC X(500).

           05  RXX-RECORD-HEADER REDEFINES RECOVERY-RECORD-HEADER.

               10  RXX-PRIMARY-TASK-ID           PIC 9(3) COMP SYNC.

               10  RXX-TASK-ID                   PIC 9(3) COMP SYNC.

               10  RXX-RELEASE-NUMBER            PIC X(1).

      *          For Character format use RXX-RELEASE-NUMBER-EXT below.

      *          Release Number Internal Format is:

      *            X'90' - r9

      *            X'A0' - r10

      *            X'0B' - r11

      *            x'0C' - r12

      *            x'0E' - r14

      *            x'0F' - r15 and the pattern is expected to continue 

      *          for future releases
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               10  RXX-RECORD-STATUS             PIC X(1).

      *          For character indicators representing these bit

      *          settings see RXX-CHARACTER-INDICATORS below.

      *          Record Status Internal Format is:

      *            B'10000000' - "Undone" or "Unlogged" Record

      *            B'01000000' - First Record for this sub-run unit

      *            B'00010000' - Transaction Backout Record

      *            B'00001000' - A Control Block exists

               10  RXX-LOGGED-DATE               PIC X(3).

      *          For character representation of Logged Date see

      *          RXX-LOGGED-TIMESTAMP below

      *          Logged Date Internal Format is: X'mmddyy'

               10  RXX-LOGGED-TIME               PIC X(3).

      *          For character representation of Logged Time see

      *          RXX-LOGGED-TIMESTAMP below

      *          Logged Time Internal Format is: X'hhmmss'

               10  RXX-RUN-UNIT                  PIC 9(5) COMP SYNC.

               10  RXX-TXN-SEQ-NUMBER            PIC 9(5) COMP SYNC.

               10  RXX-WORK-AREA-LENGTH          PIC 9(3) COMP SYNC.

               10  RXX-USER-ID                   PIC X(8).

               10  RXX-MONITOR-ID                PIC X(18).

               10  RXX-JOB-NAME                  PIC X(8).

      *          Job Name is the name of the calling user job.

               10  RXX-PARENT-NAME               PIC X(3).

      *          Parent Name is name of the full parent if partitioning

               10  RXX-RELEASE-NUMBER-EXT        PIC X(5).

      *          Release Number Ext is the character representation of

      *          RXX-RELEASE-NUMBER above. Values are:

      *            C'9.0.0' - r9

      *            C'10.0 ' - r10

      *            C'11.0 ' - r11

      *            C'12.0 ' - r12

      *            C'14.0 ' - r14

      *            C'15.0 ' - r15 and the pattern is expected to continue

      *           for future releases

               10  RXX-DB-REQUEST-AREA-DATA.

                   15  RXX-COMMAND               PIC X(5).

      *              Command is the command causing the RXX record.

                   15  RXX-TABLE-NAME            PIC X(3).

      *              Table Name is the name in the request area when

      *              the Command was issued.

                   15  RXX-AREA-NAME             PIC X(3).

      *              Area Name is the name in the area containing

      *              the row.

                   15  FILLER                    PIC X(5).

                   15  RXX-RECORD-ID.

                       20  RXX-DATABASE-ID       PIC 9(3) COMP SYNC.

                       20  RXX-TABLE-ID          PIC 9(3) COMP SYNC.

                       20  RXX-UNIQUE-BLOCK-RECORD.

      *                   Use Unique Block/Record if table not URI.

                           25  RXX-BLOCK-NUMBER  PIC 9(5) COMP SYNC.

                           25  RXX-RECORD-IN-BLOCK

                                                 PIC X(1).
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                       20  RXX-UNIQUE-RECORD REDEFINES

                                              RXX-UNIQUE-BLOCK-RECORD.

      *                   Use Unique Record if table is URI.

                           25  RXX-UNIQUE-REOCRD-ID

                                                 PIC 9(5) COMP SYNC.

                           25  RXX-URI-ZERO      PIC X(1).

      *                      URI Zero is FILLER and is always X'0'.

               10  RXX-CHARACTER-INDICATORS.

      *           Character Indicators can be used rather than the

      *           bit settings in the RXX-RECORD-STATUS field above.

                   15  RXX-UNDONE-INDICATOR      PIC X.

                       88  RXX-UNDONE                VALUE 'Y'.

                       88  RXX-NOT-UNDONE            VALUE 'N'.

                   15  RXX-FIRST-RCD-INDICATOR   PIC X.

                       88  RXX-RECORD                VALUE 'Y'.

                       88  RXX-NOT-FIRST-RECORD      VALUE 'N'.

                   15  RXX-TXNUNDO-INDICATOR     PIC X.

                       88  RXX-TXNUNDO               VALUE 'Y'.

                       88  RXX-NOT-TXNUNDO           VALUE 'N'.

               10  RXX-PARTITION-INDICATORS.

                   15  RXX-ANY-PART-INDICATOR    PIC X.

                       88  RXX-ANY-PART              VALUE 'Y'.

                       88  RXX-NOT-ANY-PART          VALUE 'N'.

                   15  RXX-PART-MOVE             PIC X.

                       88  RXX-PART-MOVE             VALUE 'Y'.

                       88  RXX-NOT-PART-MOVE         VALUE 'N'.

                   15  RXX-FULL-PARENT           PIC X.

                       88  RXX-FULL-PARENT           VALUE 'Y'.

                       88  RXX-NOT-FULL-PARENT       VALUE 'N'.

               10  FILLER                        PIC X.

               10  RXX-MULTI-USER-NAME           PIC X(8).

               10  RXX-CXX-NAME                  PIC X(8).

               10  RXX-STAR-DATA.

                   15  RXX-STAR-ORIGIN-NODE      PIC X(8).

                   15  RXX-STAR-ORIGIN-RUN-UNIT  PIC 9(5) COMP.

               10  RXX-URI-BLOCK-NUMBER          PIC 9(5) COMP.

               10  RXX-PARTITION-CHILD-NAME      PIC X(3).

               10  RXX-MULTI-USER-JOB-NAME       PIC X(8).

               10  RXX-PARTITION-SWITCHES        PIC X(1).

      *          For character indicators representing these bit

      *          settings see RXX-PARTITION-INDICATORS above.

      *          Partition Switches Internal Format is:

      *            X'10000000' - Request for "ANY" Partition.

      *            X'01000000' - Move to different partition.

      *            X'00010000' - request for full partition.

               10  RXX-LOGGED-TIMESTAMP.

                   15  RXX-CCYYMMDD              PIC X(8).

                   15  RXX-HHMMSS                PIC X(6).

               10  RXX-MUFPLEX-NUMBER            PIC 9(3) COMP.

               10  RXX-SECURITY-USER-ID          PIC X(8).

               10  RXX-RECOVERY-FILE_SEQUENCE    PIC 9(5) COMP.

               10  RXX-RECOVERY-FILE_CYCLE       PIC 9(5) COMP.

               10  RXX-MUFPLEX-NAME              PIC X(8)
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               10  RXX-ROW-LENGTH                PIC 9(3) COMP.

               10  RXX-CLOCK-VALUE-SEQUENCE      PIC X(10).

      *          Treat clock value as a sequence number if helpful. 

               10 RXX-DATA-ACCESS-CAPTURE PIC X.

                  88 RXX_DAC_N VALUE ‘N’.

                  88 RXX_DAC_Y VALUE ‘Y’.

               10 RXX-DAC_PATH PIC X(3).

      *          One of the path names as documented with the DAC_PATH NO MUF statement.

               10 RXX-MAYBE-FUTURES-DAC_KEEP PIC X(16). 

      *          Future feature being considered named DAC_KEEP. 

               10  FILLER                        PIC X(288).

       01  RXI-RXX-ELEMENT-LIST.

           05  RXI-RXX-ELEMENT-LENGTH            PIC 9(5) COMP SYNC.

           05  FILLER                            PIC X(200).

       01  RXI-RXX-BEFORE-RECORD.

           05  RXI-RXX-BEFORE-LENGTH             PIC 9(5) COMP SYNC.

           05  FILLER                            PIC X(200).

       01  RXI-RXX-WORKAREA.

           05  RXI-RXX-WORKAREA-LENGTH           PIC 9(5) COMP SYNC.

           05  FILLER                            PIC X(200).

The Logged Date is provided in the header in both binary (RXX-LOGGED-DATE) and character (RXX-CCYYMMDD)
formats. The binary form does not include century. Bytes 1-3 represent, respectively, month, day, and year in binary
format.

The Logged Time is provided in the header in both binary (RXX-LOGGED-TIME) and character (RXX-HHMMSS) formats.
In binary form, bytes 1-3 represent, respectively, hours, minutes, and seconds.

The two sets of binary switches (RXX-RECORD-STATUS and RXX-PARTITION-SWITCHES) are duplicated as character
switches with YES/NO values at RXX-CHARACTER-INDICATORS and RXX-PARTITION-INDICATORS.

The Monitor ID (RXX-MONITOR-ID) is filled in for CICS transactions as follows:

• 2 bytes of internal information
• 4 bytes of transaction ID
• 4 bytes of terminal ID
• 3 bytes of operator ID
• 3 bytes of task identification number (packed)
• 2 bytes of internal information

 Entry Point Sample CALL for RXX Read Subroutine 

 000100            CALL 'READRXX' USING RXI-RQA, RXI-RXX-HEADER,

 000200                                 RXI-RXX-ELEMENT-LIST,

 000300                                 RXI-RXX-BEFORE-RECORD,

 000400                                 RXI-RXX-WORKAREA.

Sample COBOL Program to Use the RXX Read Routine

For a sample COBOL program that uses the RXX Read Routine, see the DBSXCPR member in the base source library.
The JCL samples and programs can be found through the Support By Product link for the  products home page at
support.ca.com. For more information about using sample programs, see Use and Disclosure of Sample Programs.

User Requirements Table Example
URT      TITLE 'DB USER REQUIREMENTS ASSEMBLY'
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         PRINT ON

         DBURINF                                                       X

               BACKSPT=NO,                                             X

               OPEN=USER,                                              X

               COBOL=YES,                                              X

               URTABLE=ASM,                                            X

               USRNTRY=DBSXCPR

         DBURSTR                                                       X

               ABEND=YES,                                              X

               MULTUSE=YES

         DBURTBL                                                       X

               DBID=001,          <== THESE CAN REFERENCE ANY TABLE IN X

               SEQBUFS=2,             ANY BASE SINCE NO CALLS WILL     X

               TBLNAM=PAY,        <== ACTUALLY BE MADE TO MUF.         X

               UPDATE=NO

         DBUREND                                                       X

               USRINFO=READRXX,                                        X

               SYSTEM=OS

         END

Using the Accounting Facility
The Accounting Facility enables you to accumulate statistics on system use for programs running under the Multi-User
Facility. These statistics can be used for accounting, billing, and tuning.  writes the statistics to user-defined tables that
you can access using all standard access facilities, including:

•
• Reporting Facility
•
• SQL

Be aware that Multi-User Facility processing could be halted when updating Accounting Facility tables if:

• You hold as many Accounting rows under primary or secondary exclusive control as the Accounting buffer size
accommodates, and

• The rows you are holding have the same key as the rows in the Accounting buffer.

RECOVERY must be YES in order to allow URI. The following are the attributes to code as N for NO.

• CHNG-MASTER-KEY
• COMPRESSION
• DUPE-MASTER-KEY

Accounting Facility Components

The Accounting Facility consists of the following components:
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• The  Accounting table(s) and their  definitions. You define the tables according to your needs.
• The ACCT function of the DBUTLTY which assists you in setting up and using the Accounting Facility.
• The PRM Table, a parameter table created by the ACCT function of DBUTLTY from the  definition of your Accounting

table(s).
• The internal  Accounting code that tracks the requests made to the Multi-User Facility and writes the statistics to the

Accounting table(s). The requests tracked are determined by your selection of Accounting fields in the Accounting
table(s).

• The Accounting Facility buffers and updating requirements established with the MUF startup options.

Implementing Accounting

The  installation process sets up an Accounting system which includes sample Accounting tables, a sample PRM table,
and sample  Reporting Facility reports which demonstrate the use of Accounting to capture statistics. Access the member
DBSAMACT to examine the  transactions for the definition of the sample Accounting tables and PRM table. For more
information about the sample reports, see Reporting and Analyzing Accounting Data.

MUF Startup Options

The MUF startup option ACCTPRM generates the Accounting system and the ACCT option determines how the statistics
are collected. Define the Accounting system through the following parameters for the ACCT option:

• Table number
• Buffer
• Status
• Threshold

Use the DBUTLTY EDIT or CATALOG output listing to calculate the buffer parameter. See the explanation of the MUF
startup options in Modifying MUF Startup Options.

Also see Accounting Facility Performance for more information on using the Accounting Facility.

Accounting Tables

The statistics collected by the Accounting Facility are determined by the fields specified in the Accounting table and the
conditional expression defined to qualify the table. Define your Accounting tables to  using predefined Accounting fields,
as described on the following pages.

Accounting Facility Operation

Use the DBUTLTY ACCT function of the Accounting Facility to edit and catalog your Accounting Facility database
definitions and to communicate open, close, or spill requests to the Accounting Facility.

When the Multi-User Facility is initiated, it checks the ACCT option. If the option is coded, the Multi-User Facility initiates
the Accounting Facility. The Accounting Facility then checks the parameters.

In the parameters for each ACCT statement, specify the Accounting table number, the buffer size for the table, the initial
status for the table (OPEN or CLOSED), and how often to update the statistics in the table. The level of detail of the
statistics collected is based on the key you define to your Accounting table.

After the Accounting Facility is initiated, it analyzes each request to the Multi-User Facility and compares it to the
conditional expression for each open Accounting table. If a table is to collect records, the Accounting Facility writes or
updates the appropriate record in the corresponding Accounting buffer, spilling the buffer to the Accounting table as
necessary. The number of times Accounting records are created or updated in the Accounting buffer is controlled by
coding a threshold value for the MUF startup option.
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Creating the Accounting Database

You can create a database using standard  and  procedures or you can use the database that is created by the installation
process.

All Accounting tables must be in the same database. There can be non-Accounting tables in the Accounting database,
but this is not recommended because the non-Accounting tables must be disabled when performing maintenance to the
Accounting tables and vice versa.

When possible, define the parameter (PRM) table to its own database to simplify maintenance of the Accounting Facility.
The PRM (Accounting parameter) table can be in the Accounting database or any other database except the database
containing the  used to define the Accounting tables. If the PRM table is in the Accounting database and you are using
more than one Multi-User Facility, you must have a separate PRM table for each Multi-User Facility executing.

Creating the Accounting Data Area

Use the following guidelines for establishing your areas to simplify maintenance or modification procedures using the
ACCT function of DBUTLTY and to simplify null loading the tables. There are no restrictions on the use of areas or space
management options. The guidelines are:

• Give the PRM table an area of its own (if it is defined to the Accounting database).
• Define one table per area.
• Use basic space reclamation (space management option 1).
• Do not use compression.

Accounting Facility Performance

The  Accounting Facility is designed to minimize CPU and I/O overhead. However, it still impacts system performance.
There are three main aspects to improving the performance of the Accounting Facility:

• Key definition
• Buffer specification in the ACCT MUF startup option
• Threshold specification in the ACCT MUF startup option

Considerations for efficient key design are specified in the next section. The second section lists the Statistics and
Diagnostics Area Accounting Facility summary statistics and provides corrective suggestions that certain statistics
indicate.

Key Definition Considerations

Improper key definition can dramatically increase the Accounting Facility's overhead. Avoid using fields that are subject to
constant change, such as TIME or TRANN, in the key. If you do use them, never place them in the high-order of the key.
Avoid using the seconds portion of the TIME field in a key except in critical tuning situations where the Accounting table is
open only for a short time or rarely used.

Avoid a key definition that forces each entry to be unique. This results in an excessive number of Accounting records
which means there is little or no reuse of in-memory records. An example is an Accounting table with TRANN as the key
when each online transaction issues only one request. This results in a separate Accounting record for each request.

Additional incremental fields defined to a record slow performance approximately three instructions per field. Therefore,
limit incremental fields to those that are necessary. Ensure the threshold parameter is large enough to prevent repeated
write IOs. However, this increases the number of entries that can be lost due to an unexpected MUF outage.

Monitoring Performance

Accounting performance statistics can be found in the MUF EOJ report, in the section “Accounting Summary Information”,
for a MUF where accounting has been active. There is also a dynamic system table, MUF_ACCOUNTING which can be
queried to obtain these statistics. Use these figures to monitor performance and to adjust the parameters indicated in the
discussion of each statistic. For more information, see COMM EOJ function.
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To properly tune the Accounting Facility you must understand the interaction of the buffer and threshold parameters of
the option. The buffer parameter allocates memory in which the Accounting entries are kept. If the Accounting Facility is
running properly, these in-memory entries are updated many times before the table (on disk) is updated, which reduces
Accounting overhead.

The threshold parameter sets the maximum number of processed requests allowed to remain in the buffer before a spill is
initiated. Therefore, even if the buffer parameter is sufficient, if the threshold parameter is too small, excessive I/O events
occur, and vice versa.

Performance of both the Accounting Facility and the user application is negatively impacted if these two parameters are
not specified to limit the number of I/O events.

Accounting Table Examples

The following examples illustrate the design of Accounting tables. (See for additional example of formats.)

Example 1

1. The total number of requests and logical start I/Os by job name for all batch jobs.
2. The total number of requests and actual start I/Os by CICS operator ID for all CICS jobs.

Solution:

Two Accounting tables, one for batch and one for CICS:

 BATCH: 

        The elements defined to the table are:      JNAME

                                                    REQS

                                                    LOGIO

       The key consists of:                         JNAME

       The conditional expression is:               /JTYPE NE "02"/ 

  CICS: 

       The elements defined to the table are:       OPRID

                                                    REQ

                                                    EXCPS

       The key consists of:                         OPRID

       The conditional expression is:               /JTYPE="02"/

BATCH:

Example 2

All requests and logical start I/Os by job name for each database.

Solution:

One Accounting table:

    The elements defined to the table are:    BASE 

                                              JNAME 

                                              LOGIO

                                              REQS

    The key consists of:                      BASE - high-order

                                              JNAME - low order

    No conditional expression 

Example 3

Monitor the amount of overhead used to process each batch SQL statement.
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Solution:

One Accounting table:

 The elements defined to the table are:    CTIME     WTIME

                                           LOGIO     LOGDT

                                           LOGIX     EXCPS 

                                           EXCDT     EXCIX

                                           JNAME     PLAN

                                           SQLID     COUNT

 The key consists of:                      JNAME

                                           PLAN

                                           SQLID 

                                           COUNT

 The conditional expression is:            /(CMTYP GE 100) AND (JTYPE NE "02")/ 

Example 4

Monitor how often and for what reasons the Compound Boolean Selection Facility is building temporary indexes.

Solution:

One Accounting table:

 The elements defined to the table are:     REQS      SETCT

                                            LOGDT     LOGIX> 

                                            BASE      TNAME>

                                            UID06     CBSOR

                                            SETKY

 The key consists of:                       BASE

                                            TNAME

                                            UID06

                                            CBSOR

                                            SETKY

 The conditional expression is:             /(COMND = 'SELFR' AND TINDX = "FF")/ 

Example 5

Capture and contrast remote and local response for a job using Distributed Services.

Solution:

One Accounting table:

The elements defined to the table are:      REQS*

                                            ETIME*

                                            RTIME*

                                            WTIME*

                                            RETME

                                            RRTME

                                            RWTME

                                            RTTME

                                            RRUNT

The key consists of:                        JNAME*

                                            RUNIT*

                                            NODE

The conditional expression is:              /(RRUNT NE 0)/ 
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ACCT Function of DBUTLTY
In addition to EDIT and CATALOG, the ACCT function of DBUTLTY also has the CLOSE, OPEN, and SPILL
communication options that control the use of the Accounting Facility. For information about console and console-like
facilities that can be used to delete an accounting table, add an accounting table, open an accounting table, close an
accounting table, and spill an accounting table, see the section about maintenance using console commands that begins
in Maintenance Using Console Commands.

 Opening Accounting Tables 

Before using the Accounting Facility to process Accounting tables with a startup option status of CLOSED, you must open
them using the OPEN option of the ACCT function of DBUTLTY. You can also close any tables with the CLOSE option.
Accounting areas remain open even when the Multi-User Facility is inactive (all jobs terminated).

 Closing Accounting Tables 

Use the CLOSE option with the keyword ALL to close down all Accounting tables when performing Accounting
maintenance. The CLOSE option does not immediately close a table because the records in memory must be written to
disk first.

 Spilling Accounting Data to Disk 

Use the SPILL option to spill any data currently in memory to disk while the Accounting Facility is active. The spill option
does not affect the Accounting Facility operation.

Establishing Accounting Tables
Single field elements with special Accounting element names specify what statistics the Accounting Facility accumulates
and in what order it accumulates them. The Accounting Facility uses these predefined elements to keep and order
statistics. Predefined elements for which statistics are accumulated include:

• Number of requests
• Number of logical requests
• Number of rows returned on SELxx requests
• Elapsed time of the request in microseconds
• Total number of bytes read

Ordering elements available include:

• Job Name
• Run Unit
• Database ID
• Table Name
• Any Part of the User Information Block
•   command
• Operator ID, Terminal ID, or Transaction ID from a Monitor

You can use the ordering options separately or in any combination. To use an ordering option, define its special
Accounting field as the key for an Accounting table. Thus, an Accounting table can be defined to record the total number
of SELFR command requests issued to the payroll table by a specific job.

You can qualify the tracking of the SELFR command by placing conditional expressions in the text of the table's  definition
(for example, if you want to record its use between Monday and Friday from 8:00 AM to 5:00 PM only).

A list of all available ordering options with their field attributes, special element names, and statistics is contained in
Defining Accounting Tables to .
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Use the same procedure to define the Accounting system database to  as you would for any  database, with the special
considerations described in Defining Accounting Tables to .

 Contents 

  

Adding a New Accounting Table

To add an Accounting table to an existing Accounting database:

1. Add the table definition to .
2. Run the ACCT OPTION=EDIT function of DBUTLTY.
3. Close all Accounting tables in the subject database.
4. Copy the updated  definitions to PRODuction status.
5. Execute one of the following:

– The  online CATALOG function 
– The 1000 CATALOG function of the  DDUPDATE Utility 
– The batch CATALOG function of the  DDCFBLD Utility 

6. Execute the ACCT OPTION=CATALOG function of DBUTLTY. Every execution of the DBUTLTY CATALOG option
deletes all existing PRM table entries, re-edits all Accounting tables defined to the database ID specified in the
CATALOG option, and finally creates a new PRM table for all Accounting tables that pass the edit.

7. Null load the table's area, unless other tables already exist in the area.
8. If the accounting tables were not specified in the MUF startup options (with a status of close), add them by

issuing the console command ACCT_ADD for the tables involved. For more information on ACCT_ADD see the
section Maintenance Using Console Commands.

9. Open the Accounting database.
10. Permanently change your MUF startup options with an ACCT statement per table, including the desired status at MUF

startup. This change is used the next time MUF is reinitialized.

On the MUF startup options, you specify CLOSED for the initial status of the undefined Accounting tables as place holders
for tables you anticipate cataloging. If OPEN is specified for a non-cataloged table,  issues an error when the first job
executes.

When you want to use one of the undefined Accounting tables, define the table to  using the 3-character DATACOM-
NAME of one of the tables in a MUF startup option statement.

Defining Accounting Tables to  

All Accounting tables must be in the same database. There is a limit of 100 Accounting tables per information base used
by one MUF. The DATACOM-NAME attribute must be in a range from A00 to A99. Assign A00 to the first table defined
and increment by one for each new table.

 Table Attribute-Values 

Code each of the following attributes as N for NO.

• CHNG-MASTER-KEY
• COMPRESSION
• DUPE-MASTER-KEY

 Logging and Pipeline 

To provide high efficiency and best performance, updates the accounting database support pipelining. If the accounting
data is important, the tables may be defined with logging turned on to ensure a minimum of loss if the MUF does not
end with EOJ. Since accounting data is buffered and some is always lost if the MUF does not EOJ normally, additional
efficiency and performance is provided if the tables are defined without logging to reduce the overhead when spilling the
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accounting buffer to the accounting tables. Without logging, a little more than the accounting buffer is not represented in
the accounting data on DASD after the rare non-EOJ situations.

 Conditional Expressions 

Use conditional expressions to qualify use of a table, establish restrictions, or both. Conditional expressions consist of one
or more logical expressions.

 Logical Expressions 

Logical expressions consist of a special Accounting element name, a relational operator, and a literal in the following
format:

acct-element operator literal

•  acct-element
Identifies a special Accounting element name (see Using the Accounting Facility With SQL Processing). The special
element used in a conditional expression does not have to be defined to the table.
The special element names can have an integer offset specified. For example, the expression DAY+2 = 'N' specifies
that the third position of the day field equals the literal 'N'. In this example, Sunday (SUN) and Monday (MON) qualify.

•  operator
The following relational operators can be used in a logical expression:

 Meaning  Relational Operators 
Equal to EQ, =
Not equal to NE, ¬=, =¬, <>
Greater than GT, >
Greater than or equal to GE, =>, >=, ¬<, <¬
Less than LT, <
Less than or equal to LE, <=, =<, ¬>, >¬

•  literal
Literals in the logical expression must represent the values associated with the related special element name, such as
'MON' for the DAY element or '1800' for the TIME element. Literals must also be the same type as the special element
they represent, such as unsigned binary for BASE. They can contain:
– Unsigned integers (such as 12 or 1456).
– Character literals enclosed in single quotes. (Slashes (/) must not be used in any character literal.)
– Hexadecimal literals enclosed in double quotes.
Use the following syntax when expressing the literals which are being compared with elements of type C (character
string), N (numeric string), B (unsigned binary), and D (packed decimal):

 Element Type  Syntax for Literal 
C or N 'string' (in single quotes)
C or N "hexadecimal, same length" (in double quotes)
B or D integer value (no punctuation)
B or D "hexadecimal, same length" (in double quotes)

For non-numeric fields, the physical length of the literal value determines the length of the comparison value. For
example, the expression DAY = 'S' specifies Saturday and Sunday, and DAY = 'SU' specifies Sunday. Hexadecimal literals
must be the full length of the physical definition of the related special element of type D or B.
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In a conditional expression, you can negate a logical expression by enclosing it in parentheses and prefixing it with NOT
(or ¬), for example NOT (DAY EQ 'SUN') or ¬ (DAY EQ 'SUN').

 Forming a Conditional Expression 

Combine multiple logical expressions with the following logical operators when forming a conditional expression:

 Meaning  Logical Operators 
logical connective (both) AND, &
logical inclusive (either or both) OR, |

 Conditional Expression Example 

The following conditional expression limits the use of the Accounting table to the hours between 8:00 AM and 6:00 PM,
Monday through Friday:

/(DAY ¬ = 'S') AND (TIME = > '0800') AND (TIME < '1800')/

 or 

/    TIME = > '08'     AND

   ( TIME LT '18' ) AND

 NOT (DAY EQ 'S')         /

 Defining in   

Place your logical and conditional expression in the  text associated with the Accounting table. You must use STANDARD
class text. There must be one blank space before and after each logical expression operator whether using the alphabetic
or arithmetic form of the operator. If there is not a space before and after the operator, the logical expression is treated as
a comment and is therefore not performed. The following examples show the correct and incorrect logical expression:

CORRECT:            

/DAY = ‘SATURDAY’/

/TIME > ‘1800’/             

INCORRECT

/DAY=’SATURDAY’/    no space between acct-element, operator and literal 

/TIME> ’1800’/      no space between acct-element and operator

When you define your conditional expression in , it must be delimited by slashes (/). Any text preceding the conditional
expression must not contain any slashes (/). A conditional expression can occupy up to a maximum of 10 lines of text in .

If you want to display and update the text in both batch and online, do not enter text in columns 73 through 80. When
entering a multiple-line conditional expression in  online,  specify the online command SET MODE NONUM. This prevents
placing the sequence numbers in columns 73 through 80 as part of the expression.

Defining Fields for Accounting Tables

The Accounting Facility processes only the special predefined Accounting fields that you define to single field elements.
Tables defined to the Accounting Facility can contain fields other than the special Accounting fields, but those fields are
ignored by the facility. They are set to blanks when records are added by the Accounting Facility.

There are three types of special Accounting fields: key-type-fields, incremental fields, and non-incremental fields.

 Key-Type-Fields 

These are the only fields that are recognized by the Accounting Facility in the Accounting table's key. You can only define
one key for an Accounting table. You can use the Accounting key-type-fields in any combination in defining that key.
Incremental fields (see below) cannot be used in the key. If you define non-Accounting fields to the key, the Accounting
Facility defaults them to blanks.
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Key-type-fields can be partially defined to the key by declaring the key-type-field as compound and defining one or
more of its subordinate simple fields to the key. Define the entire key-type-field to the table and to the associated special
Accounting element.

If you define a key-type-field to the table but not the key, every request causes  to update the key-type-field and it always
reflects the value of the last request. This can be useful with the time or date field. If a partial key-type-field is used in the
key, the portion not defined to the key always contains the information from the last request.

 Incremental Fields 

Incremental fields are the only fields that can be used to keep Accounting statistics. They are incremented in accordance
with the ordering criteria and any conditional expressions defined in the  text file of the table.

 Non-incremental Fields 

Non-incremental fields are the starting time and date fields that are only updated when the Accounting entry is initially
created. These two fields can be used to determine the start time of a job.

To enhance use of an Accounting table, the special Accounting fields can be defined as compound fields (for example, the
DATE field can be defined as compound, with the year, month, and day portions defined as simple fields). A compound
field can be made up of as many fields as you deem necessary, the only limit being that the maximum length of a key is
180 bytes.

You can assign any name to the  occurrence for the special Accounting fields, but you must physically define them as
specified in the special field list below. Each Accounting field must be associated with a single field element. The element
name (DATACOM-NAME) must be the name used in the special field list below. Using the required element name for the
field is recommended but not required.

Using the Accounting Facility With SQL Processing

The  Accounting Facility is built around  commands. When  processes an SQL statement, it breaks the request into units
of work (not to be confused with logical units of work) that are similar to  commands. The Accounting Facility processes
these units of work as if they were individual commands, producing a separate Accounting request for each unit.

 Command Name 

For some units of work associated with an SQL statement, the Accounting Facility's COMND key-type-field contains a
value which matches a command. For other units of work, the COMND key-type-field contains a value for CA internal use.

 Accounting for SQL Usage 

For most Accounting tables, the fact that one SQL statement may generate multiple Accounting records is not significant.
If, for debugging purposes, you need to track all of the work done for a single SQL statement, use the COUNT key-type-
field in a key which does not include the COMND, BASE, KNAME, or TNAME key-type-fields.

Special Accounting Names for Fields

Use a name from the following list in the DATACOM-NAME attribute for the definition of both the field and the element
containing the field.

The BASE, KNAME, and TNAME fields contain low values (binary zeros) when the command does not require the field. If
a non-blank return code is issued because of an error, it is possible for these fields to contain an internal value that existed
when the error occurred.

NOTE

All Type B (binary) fields are unsigned binary unless otherwise noted in the following charts.  Depending on the
granularity of the accounting key field, it is possible for binary incremental fields to "wrap" if the maximum value
is exceeded
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Names for Key-Type-Fields

 Name  Type  Length  Description 
ANAME C 3 Database area name.
BASE
 

B 2 Unsigned binary halfword
database ID.

If you use the Accounting
Facility with partitioned or
replicated databases, the
database ID recorded in this
field is the child or grandchild
database ID. See the  STAR
Administrator documentation for
more information.

CBSOR
 

C 21 Compound Boolean Selection
Optimizer reasons.
Values for this field are
described in Interpreting
CBSOR Values.

CDATE C 8 Current date in the format
CCYYMMDD.

CMTYP
 

B 2 Command type:

0,  command

1 to 99, Administrative SQL

100 to 999, Execute time SQL
COMND
 

C 5   command.

Does not reflect one-for-
one blocked GETIT/GETPS
commands.

COUNT
 

B 4 All units of work (not to be
confused with logical units of
work, see explanation in Using
the Accounting Facility With
SQL Processing) that satisfy
a single SQL statement have
the same value for this field.
Therefore, use this field when
you need to group the units of
work for a single SQL statement
in one Accounting record.

DATE C 6 Current date - YYMMDD.
DAY
 

C 3 Day of the week - first 3
characters only (MON, TUE,
WED).

ICODE B 1 Internal return code.
JNAME C 8 Job name.
JOBID C 8 z/OS JOBID identification of the

user application

 986



 CA Datacom Administrating

JTYPE
 

B 1 Job type, a hexadecimal code
indicating online monitor:

 02 

CICS

 09 

VSAM-T

 0C 

IMS/DC

 0F 

  Server

 11 

DBUTLTY running in the Multi-
User Facility (DBTSTPR is not
included in this).

KNAME C 5   key name.
LTERM C 8 Logical terminal name for IMS/

DC.
NODE C 8 Node name.
OLDEP
 

C 3 Has a value of NO, if the current
entry point of DBNTRY is used.
Has a value of YES, if an old
entry point such as CBLDBMS
or DATACOM is used.

OPRID C 3 Monitor Operator ID.
PAUTH C 18 AUTHID of the SQL plan.
PLAN C 18 SQL plan name returned at

precompile time.
PNAME C 8 Program name for CICS or IMS/

DC.
PRTY B 1 Priority.
RCODE C 2   return code.
RECID
 

C 5 The record ID.
Use the record ID in conjunction
with the table name and
database ID to ensure
uniqueness.

RUNIT B 4 Unsigned binary  run unit.
RWTID
 

B 4 RWTSA ID number.

The 4 bytes consist of two 2-
byte fields. Both are IDs, but
the second 2-byte field is the
primary ID and remains constant
for a particular  session.

SECGI C 8 Security group.
SECPI C 8 Security product ID.
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SECUI C 8 Security user ID.
SETKY
 

C 70 The first 10 fields used to build
a Compound Boolean Selection
temporary index.
SETKY is only defined to the
Accounting Facility when TINDX
is equal to hexadecimal FF
and when RCODE is equal to
blanks.
SETKY is a compound field
and its structure is described in
the section about defining the
SETKY compound field.

SNAME C 8 Jobstep Name of the user
application. For System Tasks,
generated inside the MUF, this
field is blank. When a 15.1
or higher MUF is connected
to using a pre-15.1 interface
module, the SNAME field is not
populated with meaningful data.

SQLID B 4 SQL statement ID returned at
precompile time.

1.SUNIT   2.(see TSN)
1.TABLE   2.(see TNAME)
TERM
 

C 4 Monitor, terminal ID, or CICS
destination ID (CICS DESTID).

TIME C 6 Time of day - HHMMSS (HH =
00 to 24).

TINDX
 

B 1 Temporary index indicator.
High value is set if the
Compound Boolean Selection
command SELFR builds a
temporary index.

TNAME
(TABLE)

C 3 Database table name.

When using database ID
instead of table name with
a locate request, table field
contains table name returned
to the Request Area. (This
field was called TABLE in
previous versions. TABLE is still
supported except for use in .)
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TRANN
 

D 3 CICS task identification number.
In CICS, the TRANN field is
usually a 3-byte packed decimal
number, but it is sometimes a
character field. To perform data
access with this as a packed
field, define a conditional
expression of TRANN LE
'99999f' to allow nonconforming
records to be excluded from
Accounting.

TRANS C 4 CICS transaction ID.
TSN
 

B 4 Unsigned binary  transaction
sequence number (TSN).

This sequence number changes
with every LOGCP, CLOSE, or
CICS transaction that is logged.

UIDnn
 

C ** User Information Block, where
nn is the starting position
relative to 01. Elements cannot
overlap with one another, for
example, each UID element
must be distinct. If you defined
a UID01 with a length of 4, it
would overlap your UID03.
If the User Information Block
is changed between blocked
GETITs, it is possible for the
new ID not to be detected by the
Accounting Facility.

URTNO B 2 URT number for this request.
URTNO is useful primarily for
Online Requests.

 UIDnn Map for DBUTLTY Use 

The following is the map for the UID for the  Utility (DBUTLTY).

 Field  Position  Length  Information 
UID01 1 8 Function.
UID09 9 2 Unsigned binary DBID.
UID11 11 3 Area name (if applicable).
UID14 14 3 Table name (if applicable).
UID17 17 16 Reserved.

 UIDnn Field for  VSAM Transparency Use 

The User Identification Block Accounting field can be used to capture information about  VSAM Transparency. The online
UIB/UID format is always a fixed message. An example for  VSAM Transparency Version 2.2 is "DVVXPPR VSAM
TRANS REL 2.2.0".
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The format of the  VSAM Transparency Version 2.1 batch UIDnn is as follows:

 Field  Position  Length  Information 
UID01 1 8 Program ID.
UID09 9 24 Reserved.

The format of the  VSAM Transparency Version 2.2 batch UIDnn is as follows:

 Field  Position  Length  Information 
UID01 1 8 Program ID.
UID09 9 15 UIBINFO value from the batch

VSAM Interface Table (VIT).
UID24 24 9 Reserved.

 UIDnn Field for  Use 

The User Identification Block Accounting field can be used to capture detailed information about  use. The format of the
UIDnn is as follows:

 Field  Position  Length  Information 
UID01 1 3 DQ, unless  diagnostics are on,

then it is $$$.
UID04 4 8 (Character field.) The user

Accounting code from the DQU
row, assigned during user
authorization.

UID12 12 15 (Character field.) The name of
the currently executing query,
if any. This name may not be
entirely accurate if, for example,
a query has been fetched from
the library, modified, and then
executed. In this situation, the
statistics reflect the modified
query, and not the one on the
library.

UID27 27 1 (Binary field.) The processing
stage code. The codes are as
follows:
 0 
General processing - not query
execution
 1 
FIND statement processing
 2 
SET statement processing
 3 
SORT statement processing
 4 
PRINT/DISPLAY statement
processing

UID28 28 3 Reserved.
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UID31 31 1 (Binary field.) The  system
indicator code as follows:

 0 

Online

 1 

Batch

UID32 32 1 Reserved.

 UIDnn Field for  Use 

Requests from  programs contain the 3-character short user ID in positions 1 -- 3 of the User Identification Block.
With  Version 2.2 or later, the following information is also available:

 Position  Length  Information 
4 2 Reserved.
6 3   System.
9 1 . (a period)
10 8   Program Name.
18 1 Reserved.
19 3   Program Version.
22 2 Reserved.
24 6   Program Statement Number.

Names for Incremental Fields

 Name  Type  Length  Description 
ADDS B 4 Reflects the number of ADDIT

commands issued. The purpose
of the ADDS, DELS, and UPDS
fields is to allow large sites to
gain performance by turning off
PXXSTATS details.

CTIME D 8 Reflects the CPU time, in
microseconds, which the Multi-
User Facility spent executing the
request.
CTIME adds additional
operating system overhead.
If you do not use this element
in any of your Accounting
tables, you can reduce this
overhead by coding NO for
the cpu-time parameter in the
ACCTPRM MUF startup option.
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DELS B 4 Reflects the number of DELET
commands issued. The purpose
of the ADDS, DELS, and UPDS
fields is to allow large sites to
gain performance by turning off
PXXSTATS details.

ETIME D 8 Elapsed time, in microseconds,
from the time that the request
is received by the Multi-User
Facility until it is returned to the
user.

EXCDT B 4 Data area number of EXCPs.
EXCIX B 4 Index Area number of EXCPs.
EXCPS B 4 Unsigned binary number of

start I/Os (execute channel
programs).
Not for use with the Pipeline
option other than for tuning. The
EXCPS value can be greater
than the sum of the EXCDT and
EXCIX values.

LOGDT B 4 Data area LOGIO.
LOGIO B 4 Unsigned binary number of

logical start I/Os. (A logical start
I/O is the number of buffers a
request accessed.)
When the Pipeline option is in
use, use LOGIO for billing. The
LOGIO value can be greater
than the sum of the LOGDT and
LOGIX values.

LOGIX B 4 Index Area LOGIO.
LRECL B 4 Total number (unsigned binary)

of bytes returned in the work
area.

MEMRT B 4 Number of times data was
retrieved from a covered area.

NOROW
(ROWS)

B 4 Unsigned binary number of rows
returned on SELxx requests.

REQS B 4 Unsigned binary number of
requests.
Do not use REQS in conditional
expressions.

1.ROWS 2.(see NOROW)   
RTIME D 8 Runtime - ETIME (elapsed time)

minus WTIME (wait time) in
microseconds.
If only runtime is desired, it is
not necessary to define ETIME
and WTIME.
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SETCT B 4 Number of entries placed
in a temporary index for a
Compound Boolean Selection
request.
If no temporary index is built,
this field has a value of 0.

UPDS B 4 Reflects the number of UPDAT
commands issued. The purpose
of the ADDS, DELS, and UPDS
fields is to allow large sites to
gain performance by turning off
PXXSTATS details.

WTIME D 8 Total time, in microseconds, that
the request had to wait because
of exclusive control, I/O, and so
forth.

Names for Non-incremental Fields

The following fields record time from the system clock.

 Name  Type  Length  Description 
BDATE C 8 Start (begin) date in the format

CCYYMMDD.
STIME C 6 Start time - HHMMSS (HH = 00

to 24).
SDATE C 6 Start date - YYMMDD.

Accounting Fields Defined for  STAR

The fields described in this section are defined to the  Accounting Facility to present information pertaining to  STAR and
distributed requests.

The Accounting fields used by  STAR are divided into the following categories. See the  STAR Administrator
documentation for more information.

• Originating Task Information
• Remote Task Identification Information
• Remote Task Performance Information

The task information fields are defined as key fields in the Accounting table. The remote performance information fields
are incremental fields.

Use a name from the following lists in the DATACOM-NAME attribute for the definition of both the field and the element
containing the field.

Originating Task Information (Key fields)

 Name  Type  Length  Description 
ORWID B 2 Originating task's RWTSA ID

number, copied from last two
fields of the RWTID at the local
node.

OSUNT B 4 Originating task's subrun unit.
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ORUNT B 4 Originating task's run unit.
ONODE C 8 Originating task's node, copied

from DDBTPN at local node.
OPID B 2 Originating task's primary

RWTSA ID, copied from RWTID
at local node.

OBASE B 2 Originating task's BASE ID,
same as BASE.

Remote Task Identification Information (Key fields)

 Name  Type  Length  Description 
RRWID B 2 Remote RWTSA ID number,

copied from first two fields of the
RWTID at remote node.

RRUNT B 4 Remote run unit, the run unit at
the remote node.

RSUNT B 4 Remote subrun unit, the subrun
unit at the remote node.

RNODE C 8 Remote node ID, from DDBTPN
at remote node.

Remote Task Performance Information (Incremental fields)

 Name  Type  Length  Description 
RETME D 8 Remote elapsed time, copied

from ETIME at remote node.
REXCP B 4 Remote EXCP count, copied

from EXCPS at remote node.
REXDT B 4 Remote data area EXCP count,

copied from EXCDT at remote
node.

REXIX B 4 Remote Index Area EXCP
count, copied from EXCIX at
remote node.

RLGDT B 4 Remote data area logical I/O
count, copied from LOGDT at
remote node.

RLGIO B 4 Remote logical I/O count, copied
from LOGIO at remote node.

RLGIX B 4 Remote Index Area logical I/O
count, copied from LOGIX at
remote node.

RRTME D 8 Remote runtime, copied from
RTIME at remote node.

RTTME D 8 Remote transmission time.
Calculated time spent in
transit between two Multi-User
Facilities. Includes ITM, VTAM,
and CTCA residency times.
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RWTME D 8 Remote wait time, copied from
WTIME at remote node.

Interpreting CBSOR Values

The values which  places in most of the Accounting fields are either self-explanatory or are described in the preceding
tables. However, the Compound Boolean Selection Optimizer information returned in the CBSOR field for the SELFR
command is more complex.

In this field,  indicates detailed reasons why the Compound Boolean Selection Optimizer is unable to perform various
optimizations. This element can be included as part of the key of a table designed to monitor Compound Boolean
Selection processing performance. Other elements indicate various optimizations (for example, TINDX indicates if a
temporary index is required), but CBSOR provides detailed information such as why a temporary index is required. Except
for CBSOR(6), all other bytes are either binary zero or character Y.

Temporary Index Reasons

If a temporary index is built, one or more of the following indicators is set:

 CBSOR Byte  Meaning  Description 
1 Mixed Descending ORDERED BY Although an index is read backwards

(rather than building a temporary index)
when all fields are descending, this
indicator is on if some fields are ascending
and some are descending.

2 ORDERED BY Ordering criteria cannot be satisfied by
traversal key. This only means that the
traversal key cannot satisfy ordering
criteria, not that there are no keys that can.

3 Signed Numeric Ordering criteria includes a signed numeric
field. Permanent  indexes are data type
insensitive, so rows cannot be returned in
logical numeric sequence. When temporary
indexes are built, numeric columns are
reformatted to a bit pattern that reflects
logical numeric sequence. If you only have
signed positive values, you can specify
TYPE-NUMERIC as P to avoid building
temporary indexes.

4 Multiple Different Traversal Keys A temporary index is built to eliminate
selecting the same row multiple times.

5 Better Key Although some candidate traversal key(s)
do satisfy ordering criteria, the primary
traversal key selected is more efficient
overall.

Optimization Type

CBSOR Byte: 6

Meaning: Optimization Type
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This byte can be set to one of the following codes:

 Code  Meaning  Description 
I Population Independent Population counting is not required to select

the primary traversal key.
D Population Dependent Statistical population counting is required to

select primary traversal key.
H Heuristic Key Primary traversal key is selected based on

previous statistical population counting.
P  Internal use only

Read Data Area

Rows are returned directly from the index except for one or more of the following reasons:

 CBSOR Byte  Meaning  Description 
7 Selection At least one field specified in the selection

section (WHERE clause) or order by
section is not contained in the primary
traversal key.

8 Retrieval At least one element to be returned (in the
dataview) is not completely contained in the
primary traversal key.

9 Update Intent Update intent is specified. The data record
must be accessed to check secondary
exclusive control in the record control entry
(RCE).

Selection Type

There are three types of selection that directly locate qualifying rows from the index:

 CBSOR Byte  Meaning  Description 
10 Key Equal Traversal key is restricted to a single value.
11 Key High-Order High-order (leading) traversal key field(s)

are restricted and all rows indexed between
beginning and ending key values qualify.

12 Unrestricted No selection criteria is specified.

The following traversal types require index and/or data scanning:

 CBSOR Byte  Meaning  Description 
13 Index Intersection At least one secondary index is used.
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14 Low-Order Key Primary traversal key low-order fields
exist. For example, given primary traversal
key KEY1=(FIELD1, FIELD2) and search
condition WHERE FIELD2 = "A", FIELD2
is a low-order (trailing) field. Given
search condition WHERE FIELD1 = "A"
AND FIELD2 = "B", FIELD2 is a high-
order (leading) field because all previous
fields are restricted by an EQ predicate.

15 Scan At least one predicate exists that cannot
be mapped to the primary traversal key.
For example, a CONTAINS predicate (that
cannot be converted internally to an EQ
predicate), or a signed numeric field with
other than EQ predicate.

16 Key Not Available At least one predicate does not map to the
primary traversal key.

17  Reserved for future use.

It is possible to have both direct and indirect indicators set. For example, given KEY1=(FIELD1, FIELD2, FIELD3) and
search condition WHERE FIELD1 = "A" AND FIELD3 = "C", both CBSOR(11) and CBSOR(14) are set. Rows are located
directly only if a direct indicator is set and no indirect indicator is set.

Index Retrieval from Temporary Index

These indicators are only set if a temporary index is built.

 CBSOR Byte  Meaning  Description 
18 Data The ORDERED BY fields do not contain all

elements requested (in the dataview).
19 Update Intent Data record must be accessed to check

secondary exclusive control information,
which is stored in the record control entry
(RCE).

20 Data Type At least one ORDERED BY field is of data
type other than character.

21 Descending Order-By At least one order-by field specifies
descending order.

Defining the SETKY Compound Field

The contents of the SETKY fields are defined to the Accounting Facility when TINDX is equal to X'FF' and when RCODE
is equal to blanks. The SETKY field must be defined to the single field element named SETKY. The SETKY field is a
compound field which must be defined exactly as follows. Field names are optional.

 Level  Name  Parent  Insert After  C  T  Length  Repeat 
1 SETKY START START C C  1
2 SETKY2 SETKY SETKY C C  10
3 OFFSET SETKY2 SETKY2 S B 2 1
3 FIELD-LNGTH SETKY2 OFFSET S B 2 1
3 DATA-TYPE SETKY2 FIELD-LNGTH S C 1 1
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3 SIGN-IND SETKY2 DATA-TYPE S C 1 1
3 DIR-IND SETKY2 SIGN-IND S C 1 1

•  SETKY2
Each of the ten repeats of this field contains one of the first ten fields used to build a Compound Boolean Selection
temporary index.

•  OFFSET
Offset in the record. The first user field starts at offset 4 or 12, depending on the length of the record control entry.

•  FIELD-LNGTH
Field length.

•  DATA-TYPE
Data type from the Request Qualification Area.

•  SIGN-IND
Sign indicator (P or N).

•  DIR-IND
Direction indicator (A or D).

Defining Keys to an Accounting Table

Define only one key to each Accounting table. When defining this key observe the following requirements:

• Only the special key-type-fields listed above can be used for the key's definition. The special key fields can be used in
any combination.

• If non-Accounting fields are defined to the key, they default to blanks.
• Incremental fields cannot be used in the key.
• SDATE and STIME cannot be used in the key.
• The key must be defined as the Master and Native Key.
• Any valid occurrence name or DATACOM-NAME value can be assigned to the key.
• You cannot use the same portion of a table more than once in a Accounting Facility key.

Which field is assigned to the high-order field portion of a multiple field key can affect performance. We recommend
assigning to the high-order portion of a multiple field key that field which tends to be most constant. For example, if
JNAME and DATE constitute the key, make DATE the high-order field.

Defining Elements to Accounting Tables

Each special Accounting field must be defined to a single field element if it is incremental. Elements cannot overlap with
one another, for example, each UID element must be distinct (if you defined a UID01 with a length of 4, it would overlap
your UID03). Use the special Accounting field's name for the element's DATACOM-NAME in  (see Using the Accounting
Facility With SQL Processing).

Defining the Parameter (PRM) Table

Because all PRM tables must be identical, the sample PRM table in DBSAMACT member in the install library (in z/OS,
this is the CABDSAMP library and, in z/VSE, in the installation sublibrary) also functions with user-defined Accounting
tables. If you require additional PRM tables, use the MODEL function of  to create the new definition. To simplify
Accounting Facility maintenance, locate the PRM table in its own database. The default database assignment for the PRM
table is 004.

To add a PRM table database to , use the standard procedures.
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Moving Accounting Tables Into Production

After you have defined your Accounting table to , the Accounting Facility does not begin to use the new table definitions
until you have performed the following procedures.

 Verifying Accounting Table Definitions 

Before copying the Accounting tables to  PRODuction status, use the ACCT OPTION=EDIT function of DBUTLTY to
edit them to ensure that you have met all Accounting Facility requirements. DBUTLTY invokes this edit procedure when
creating the PRM Accounting parameter table. The PRM table is not created if the edit fails during the CATALOG run.
Therefore, to avoid making  modifications after the definitions are in production, run the optional edit procedure and
correct any indicated errors.

The Multi-User Facility must be enabled during all executions of the ACCT function of DBUTLTY.

If you assign a  password to any occurrence in the Accounting database, you must input the password with the keyword
DDOVER=.

The edit routine does not check  for the correct type (the T column in the special field lists) but the Accounting Facility
does validate all packed decimal fields during operation. If a packed decimal field contains other than packed decimal
data, the record is ignored and the Accounting Facility closes the table and issues a console message.

The PRM table is not edited by the ACCT function of DBUTLTY. An incorrectly defined PRM table can pass the CATALOG
function, causing unpredictable results by the Accounting Facility. Therefore, ensure the PRM table's definition is exactly
as specified above.

 Cataloging Accounting Tables to the Directory 

To copy the  definition of your Accounting tables and the parameter (PRM) table to PRODuction status and catalog them
to the Directory (CXX), use the same procedures you would for any table.

See Cataloging Structures to the Directory (CXX) for information about cataloging structures to the Directory.

 Loading Accounting Tables 

After the PRM and Accounting tables are cataloged to the Directory, you can allocate the index and data areas. Then,
using DBUTLTY, initialize both the index and data areas and null load all data areas.

 Cataloging Accounting Tables to the PRM Table 

Accounting tables are cataloged to the Accounting Facility by the ACCT OPTION=CATALOG function of DBUTLTY which
deletes all existing entries in the PRM table and creates a PRM record for each Accounting table that passes the edit
routine. The CATALOG function does not stop if one table fails the edit routine. It continues and catalogs all tables that
pass the edit.

If you have password protected any of the Accounting definitions in , you must input the password with the keyword
DDOVER=. If the entire structure is password protected and the password is not input, DBUTLTY functions as if the
structure does not exist. If one or more of the definitions are protected and the password is not input, the result of the run
is unpredictable.

Updating the Accounting Tables

You can access and update your Accounting tables while the Accounting Facility is active and processing the subject
table(s). If a table is open to the Accounting Facility, its data is not current, since the facility holds records in memory
(see Accounting Table Synchronization and the section on the SPILL option of the ACCT function).

You can update the Accounting tables. Consider the following when updating Accounting tables:

• Unless properly secured, the tables are subject to tampering.
• If any of the packed decimal special Accounting fields are updated with a non-packed decimal value, such as a

numeric character, the table is considered contaminated by the Accounting Facility. The facility validates each packed
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decimal field when writing records. When it encounters a contaminated field, it closes the table and issues a console
message.

• Restrict authorized user updates of Accounting tables to non-Accounting fields.
• Be aware that Multi-User Facility processing could be halted when updating Accounting Facility tables if:

– You hold as many Accounting rows under primary or secondary exclusive control as the Accounting buffer size
accommodates, and

– The rows you are holding have the same key as the rows in the Accounting buffer.
With regard to table attribute-values in defining Accounting tables to , remove RECOVERY from the list of attributes to
code as N for NO. RECOVERY must be YES in order to allow URI. This is therefore the list of attributes to code as N
for NO.
– CHNG-MASTER-KEY
– COMPRESSION
– DUPE-MASTER-KEY

If a user program loads records containing non-Accounting field data in an Accounting table defined with STIME or
SDATE, the Accounting Facility does not write STIME and SDATE when it first updates the record. Therefore, the STIME
and SDATE fields are never updated by the Accounting Facility. If loading data into special Accounting fields that are
packed fields, the data must be valid (packed decimal).

Accounting Table Synchronization

To minimize the I/O overhead, the Accounting Facility stores Accounting records in buffer areas allocated by the ACCT
MUF startup option. Records are written to the data areas when the threshold specified in the option is reached or the
Accounting Facility detects that the buffer is getting full. The number of records written varies from spill to spill. Therefore,
if two Accounting tables are monitoring the same activity but with different parameters, they are not in synchronization
while the system is active.

If there has been a system failure causing Accounting records to be lost, the two tables are probably no longer in
synchronization.

If the integrity of Accounting data is a concern, lowering the threshold parameter of the option reduces the extent
of possible record loss. Setting the threshold value to 1 ensures that Accounting records are not lost. However, this
dramatically increases the overhead of the Accounting system. Specify a value of 1 only in extreme situations and never
while using the facility for tuning or in a production environment.

Purging Accounting Data

Accounting tables continue to accumulate information as long as the tables are open. The Accounting Facility does not
delete Accounting records. When you have accumulated the statistics you wanted to monitor, close the tables and initiate
steps to clear out the old data.

Two methods exist for removing old data from Accounting tables:

• Null Load - If you have placed each Accounting table in a separate area, you can null load the area to delete all the
records in the table. Null loading overlays the old data with null characters and prepares the area to receive new
statistics. Before you null load an area, be certain that all the data in a table is either outdated or has been copied to a
history file. To null load an area, use the LOAD AREA=nnn,FORMAT=NONE function of DBUTLTY.

• Use , , CA MetaCOBOL+, or call-level programming to purge selected records. One method of simplifying the purge
routines is to specify either month or year in the record definition and use a specific date as the selection criteria for
deletion.

Extending Areas

For information on how to set the data area for your Accounting Facility tables to be dynamically extended, see Extending
Data Areas.
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If you do not have the data area for your Accounting Facility tables set to be dynamically extended and if an Accounting
table becomes full, you must either extend the area using the EXTEND AREA=nnn function of DBUTLTY or delete records
from the area. If the table becomes full while the Accounting Facility is operational, all entries with existing records are
written to disk, and the remaining entries are lost.  issues a return code 07 with the message that Accounting records have
been lost.

Modifying Existing Accounting Tables

Modify the table definition in .

Run the ACCT OPTION=EDIT function of DBUTLTY.

Close all Accounting tables in the subject database.

Copy the updated  definitions to PRODuction status.

Execute one of the following:

• The  online CATALOG function
• The batch CATALOG function of the  DDCFBLD Utility
• The  DDCFBLD Utility and the DBUTLTY CXXMAINT OPTION=DDPROD function

Execute the ACCT OPTION=CATALOG function of DBUTLTY. Every execution of the DBUTLTY CATALOG option
deletes all existing PRM table entries, then re-edits all Accounting tables defined to the DATABASE entity specified to the
CATALOG option, and finally creates a new PRM record for all Accounting tables.

Unload and load the table if the updated definition has altered the table's physical definition. If you are only changing the
conditional expression, this is not required. If existing data is not needed, just null load the table's area.

Open the Accounting database.

Reporting and Analyzing Accounting Data
Because the needs of different organizations vary so widely, the  Accounting Facility is designed to provide the flexibility
to capture statistics for many different requirements. Reporting and analysis of the various statistics captured is
accomplished through the standard  access methods, including:

Product/Facility Access and Processing Available
Interactively select, join, sort, total, report and/or graph, the
Accounting data.

Reporting Facility Provide multiple reports concurrently with a single pass of
Accounting tables or in extracted data sets or tapes. (See below.)
Write programs to analyze, report, and delete Accounting data.

CA MetaCOBOL+ Write COBOL programs to analyze, report, and delete Accounting
data.

SQL Statements Use SQL statements in applications to report, analyze, and delete
Accounting data.

Commands Write COBOL, PL/I, FORTRAN, or Assembler programs to report,
analyze, and delete Accounting data.

DBUTLTY Use the EXTRACT function of DBUTLTY to pass Accounting data
to system Accounting facilities.

Contents
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Using the  Reporting Facility

Standard  Accounting and statistical reports can be created using the  Accounting database as input to the  Reporting
Facility.

As part of the  installation process, three reports are produced by  Reporting Facility programs executing against the 
sample Accounting database. These three reports demonstrate the types of standard database Accounting and statistical
reports which you can produce. The three sample reports are:

• Compound Boolean Selection Temporary Index Usage
• Online Accounting Statistics
• Batch Accounting Statistics

Each sample report is preceded by an explanation and the code required to generate that report.

Compound Boolean Selection Temporary Index Usage Report

The Compound Boolean Selection Temporary Index Usage report can be an invaluable aid to the Database Administrator
when tuning the database for optimum performance. Based on the information in the report, the Database Administrator
can decide whether to add new keys to the database for higher and more consistent performance.

In the Compound Boolean Selection Temporary Index Usage report, the database, table, and field involved in each
temporary index function is reported. Also reported are the number of temporary index sets built, the total and average
number of entries per set, and the number of execute channel programs (EXCPs) involved in each Compound Boolean
Selection function.

NOTE
This code is available in the DRSAMACT member in the library (in z/OS, this is the CABDSAMP library and, in z/
VSE, in the installation sublibrary) provided during  installation.

Reporting Facility Code for Compound Boolean Selection Temporary Index Usage Report

         OPTION  LIST ON

USER    CA

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  THE STATISTICS FOR THE A02 ACCOUNTING  *

         NOTE    *  TABLE ARE PRESENTED.                   *

         NOTE    *                                         *

         NOTE    *******************************************

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  TABLE A02 IS 91 BYTES LONG.            *

         NOTE    *  THE SETKY FIELD IS A COMPOUND FIELD    *

         NOTE    *      REPRESENTING THE FIELDS USED TO    *

         NOTE    *      CONSTRUCT A TEMPORARY KEY FOR CBS. *

         NOTE    *                                         *

         NOTE    *******************************************

ACCOUNT: INPUT   DATACOM  RECORD=391 NAME=A02 DBID=5

         DEFINE  DB-COMMAND             1-5  X

         DEFINE  DB-KEY-NAME           6-10  X

         DEFINE  DB-KEY-VALUE         11-15  X

         DEFINE  DB-ELEMENT-LIST    191-226  X

         DEFINE  DB-DATA-BASE-ID    301-302  B 'DATA' 'BASE'

         DEFINE  DB-TABLE           303-305  X ' ' 'TABLE'

         DEFINE  DB-SETKY           306-375  X 'CBS TEMPORARY INDEX'
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         DEFINE     DB-OFFSET1      306-307  B ' ' 'OFFSET'

         DEFINE     DB-KEY-LENGTH1  308-309  B ' ' 'LENGTH'

         DEFINE     DB-DATA-TYPE1   310-310  X ' ' 'TYPE'

         DEFINE     DB-SIGN1        311-311  X ' ' ' SIGN '

         DEFINE     DB-SEQUENCE1    312-312  X ' ' 'SEQ'

         DEFINE     DB-OFFSET2      313-314  B

         DEFINE     DB-KEY-LENGTH2  315-316  B

         DEFINE     DB-DATA-TYPE2   317-317  X

         DEFINE     DB-SIGN2        318-318  X

         DEFINE     DB-SEQUENCE2    319-319  X

         DEFINE     DB-OFFSET3      320-321  B

         DEFINE     DB-KEY-LENGTH3  322-323  B

         DEFINE     DB-DATA-TYPE3   324-324  X

         DEFINE     DB-SIGN3        325-325  X

         DEFINE     DB-SEQUENCE3    326-326  X

         DEFINE     DB-OFFSET4      327-328  B

         DEFINE     DB-KEY-LENGTH4  329-330  B

         DEFINE     DB-DATA-TYPE4   331-331  X

         DEFINE     DB-SIGN4        332-332  X

 

Reporting Facility Code for Compound Boolean Selection Temporary Index Usage Report (Continued)

         DEFINE     DB-SEQUENCE4    333-333  X

         DEFINE     DB-OFFSET5      334-335  B

         DEFINE     DB-KEY-LENGTH5  336-337  B

         DEFINE     DB-DATA-TYPE5   338-338  X

         DEFINE     DB-SIGN5        339-339  X

         DEFINE     DB-SEQUENCE5    340-340  X

         DEFINE     DB-OFFSET6      341-342  B

         DEFINE     DB-KEY-LENGTH6  343-344  B

         DEFINE     DB-DATA-TYPE6   345-345  X

         DEFINE     DB-SIGN6        346-346  X

         DEFINE     DB-SEQUENCE6    347-347  X

         DEFINE     DB-OFFSET7      348-349  B

         DEFINE     DB-KEY-LENGTH7  350-351  B

         DEFINE     DB-DATA-TYPE7   352-352  X

         DEFINE     DB-SIGN7        353-353  X

         DEFINE     DB-SEQUENCE7    354-354  X

         DEFINE     DB-OFFSET8      355-356  B

         DEFINE     DB-KEY-LENGTH8  357-358  B

         DEFINE     DB-DATA-TYPE8   359-359  X

         DEFINE     DB-SIGN8        360-360  X

         DEFINE     DB-SEQUENCE8    361-361  X

         DEFINE     DB-OFFSET9      362-363  B

         DEFINE     DB-KEY-LENGTH9  364-365  B

         DEFINE     DB-DATA-TYPE9   366-366  X

         DEFINE     DB-SIGN9        367-367  X

         DEFINE     DB-SEQUENCE9    368-368  X

         DEFINE     DB-OFFSET10     369-370  B

         DEFINE     DB-KEY-LENGTH10 371-372  B

         DEFINE     DB-DATA-TYPE10  373-373  X
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         DEFINE     DB-SIGN10       374-374  X

         DEFINE     DB-SEQUENCE10   375-375  X

         DEFINE  DB-NO-OF-REQUESTS  376-379  B

         DEFINE  DB-NO-OF-SEL-RECS  380-383  B

         DEFINE  DB-NO-OF-EXCPS     384-387  B

 

Reporting Facility Code for Compound Boolean Selection Temporary Index Usage Report (Continued)

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  THIS IS THE START OF THE GSA SECTION.  *

         NOTE    *                                         *

         NOTE    *******************************************

         DEFINE  SELRC(9.0)=0       'NBR ENTRIES' '  TOTAL    '

                                             PIC 'ZZZ,ZZZ,ZZ9-'

         DEFINE  SELRC1(9.0)=0      'NBR ENTRIES' '  AVERAGE  '

                                             PIC 'ZZZ,ZZZ,ZZ9-'

         DEFINE  REQUS(9.0)=0       'TEMPORARY  ' 'SETS BUILT '

                                             PIC 'ZZZ,ZZZ,ZZ9-'

         DEFINE  EXCPS(9.0)=0       '   EXCPS   ' '  TOTAL    '

                                             PIC 'ZZZ,ZZZ,ZZ9-'

         DEFINE  EXCPS1(6.3)=0      '   EXCPS   ' '  AVERAGE  '

                                             PIC 'ZZZ,ZZ9.999-'

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  THIS SECTION IS USED FOR READABILITY   *

         NOTE    *  IN THE REPORT LOGIC.                   *

         NOTE    *                                         *

         NOTE    *******************************************

         DEFINE  LINE-COUNT1=1      'ORDER' 'FIELD'

         DEFINE  LINE-COUNT2=2

         DEFINE  LINE-COUNT3=3

         DEFINE  LINE-COUNT4=4

         DEFINE  LINE-COUNT5=5

         DEFINE  LINE-COUNT6=6

         DEFINE  LINE-COUNT7=7

         DEFINE  LINE-COUNT8=8

         DEFINE  LINE-COUNT9=9

         DEFINE  LINE-COUNT10=10

 

Reporting Facility Code for Compound Boolean Selection Temporary Index Usage Report (Continued)

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  PROGRAM SECTION.                       *

         NOTE    *  INTERNAL LABEL START                   *

         NOTE    *                                         *

         NOTE    *******************************************

         MOVE    'GETIT'         TO ACCOUNT.DB-COMMAND
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         MOVE    'A02KY'         TO ACCOUNT.DB-KEY-NAME

         MOVE

                 'BASE  TABLE SETKY REQS  SETCT EXCPS '

                                 TO ACCOUNT.DB-ELEMENT-LIST

         GET     ACCOUNT

         GO TO   EOJ WHEN ACCOUNT EQ END-OF-FILE

         SET     REQUS EQUAL TO DB-NO-OF-REQUESTS

         SET     SELRC EQUAL TO DB-NO-OF-SEL-RECS

         MOVE    DB-NO-OF-EXCPS  TO EXCPS

         COMPUTE SELRC1 = SELRC / REQUS

         COMPUTE EXCPS1 = EXCPS / REQUS

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  REPORT SECTION                         *

         NOTE    *  INTERNAL LABEL TEST                    *

         NOTE    *                                         *

         NOTE    *  TAG USAGE (ABCDEFGHIJ) IS DONE TO      *

         NOTE    *  DROP "BLANK" LINES FROM THE REPORT.    *

         NOTE    *  THAT IS, LINE 10 WILL ONLY PRINT IF    *

         NOTE    *  ALL 10 POSITIONS IN THE SETKEY ARE     *

         NOTE    *  USED.  OMIT BLANK LINES WOULD NOT DROP *

         NOTE    *  THESE LINES AS THEY CONTAIN A ZERO.    *

         NOTE    *******************************************

         NOTE    *  ALSO, THE OFFSET LENGTH INCLUDES THE   *

         NOTE    *  RCE.  IF A TABLE IS LOGGED, THE START  *

         NOTE    *  POSITION OF THE FIELD IS ACTUALLY -12  *

         NOTE    *  FROM THE VALUE SHOWN; IF A TABLE IS    *

         NOTE    *  NOT LOGGED, THE FIELD IS OFF BY 4.     *

         NOTE    *******************************************

     REPORT  'DATACOM/DB '  50 'CBS TEMPORARY INDEX USAGE (A02)'

         SELECT  'J' WHEN DB-KEY-LENGTH10 GT 0

         SELECT  'I' WHEN DB-KEY-LENGTH9  GT 0

         SELECT  'H' WHEN DB-KEY-LENGTH8  GT 0

         SELECT  'G' WHEN DB-KEY-LENGTH7  GT 0

         SELECT  'F' WHEN DB-KEY-LENGTH6  GT 0

         SELECT  'E' WHEN DB-KEY-LENGTH5  GT 0

         SELECT  'D' WHEN DB-KEY-LENGTH4  GT 0

         SELECT  'C' WHEN DB-KEY-LENGTH3  GT 0

         SELECT  'B' WHEN DB-KEY-LENGTH2  GT 0

         SELECT  'A' WHEN DB-KEY-LENGTH1  GT 0

         CONTROL (DB-DATA-BASE-ID) SKIP DB-SETKY

      PRINT   DB-DATA-BASE-ID

              DB-TABLE

              LINE-COUNT1

              DB-OFFSET1

              DB-KEY-LENGTH1

              DB-DATA-TYPE1

              DB-SIGN1

              DB-SEQUENCE1

             (REQUS)

             (SELRC)

              SELRC1

             (EXCPS)
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              EXCPS1

     PRINT                   BCDEFGHIJ;DB-DATA-BASE-ID

             @DB-TABLE       BCDEFGHIJ;DB-TABLE

             @LINE-COUNT1    BCDEFGHIJ;LINE-COUNT2

             @DB-OFFSET1     BCDEFGHIJ;DB-OFFSET2

             @DB-KEY-LENGTH1 BCDEFGHIJ;DB-KEY-LENGTH2

             @DB-DATA-TYPE1  BCDEFGHIJ;DB-DATA-TYPE2

             @DB-SIGN1       BCDEFGHIJ;DB-SIGN2

             @DB-SEQUENCE1   BCDEFGHIJ;DB-SEQUENCE2

     PRINT                   CDEFGHIJ;DB-DATA-BASE-ID

             @DB-TABLE       CDEFGHIJ;DB-TABLE

             @LINE-COUNT2    CDEFGHIJ;LINE-COUNT3

             @DB-OFFSET2     CDEFGHIJ;DB-OFFSET3

             @DB-KEY-LENGTH2 CDEFGHIJ;DB-KEY-LENGTH3

             @DB-DATA-TYPE2  CDEFGHIJ;DB-DATA-TYPE3

             @DB-SIGN2       CDEFGHIJ;DB-SIGN3

             @DB-SEQUENCE2   CDEFGHIJ;DB-SEQUENCE3

Reporting Facility Code for Compound Boolean Selection Temporary Index Usage Report (Continued)

     PRINT                   DEFGHIJ;DB-DATA-BASE-ID

             @DB-TABLE       DEFGHIJ;DB-TABLE

             @LINE-COUNT3    DEFGHIJ;LINE-COUNT4

             @DB-OFFSET3     DEFGHIJ;DB-OFFSET4

             @DB-KEY-LENGTH3 DEFGHIJ;DB-KEY-LENGTH4

             @DB-DATA-TYPE3  DEFGHIJ;DB-DATA-TYPE4

             @DB-SIGN3       DEFGHIJ;DB-SIGN4

             @DB-SEQUENCE3   DEFGHIJ;DB-SEQUENCE4

     PRINT                   EFGHIJ;DB-DATA-BASE-ID

             @DB-TABLE       EFGHIJ;DB-TABLE

             @LINE-COUNT4    EFGHIJ;LINE-COUNT5

             @DB-OFFSET4     EFGHIJ;DB-OFFSET5

             @DB-KEY-LENGTH4 EFGHIJ;DB-KEY-LENGTH5

             @DB-DATA-TYPE4  EFGHIJ;DB-DATA-TYPE5

             @DB-SIGN4       EFGHIJ;DB-SIGN5

             @DB-SEQUENCE4   EFGHIJ;DB-SEQUENCE5

     PRINT                   FGHIJ;DB-DATA-BASE-ID

             @DB-TABLE       FGHIJ;DB-TABLE

             @LINE-COUNT5    FGHIJ;LINE-COUNT6

             @DB-OFFSET5     FGHIJ;DB-OFFSET6

             @DB-KEY-LENGTH5 FGHIJ;DB-KEY-LENGTH6

             @DB-DATA-TYPE5  FGHIJ;DB-DATA-TYPE6

             @DB-SIGN5       FGHIJ;DB-SIGN6

             @DB-SEQUENCE5   FGHIJ;DB-SEQUENCE6

     PRINT                   GHIJ;DB-DATA-BASE-ID

             @DB-TABLE       GHIJ;DB-TABLE

             @LINE-COUNT6    GHIJ;LINE-COUNT7

             @DB-OFFSET6     GHIJ;DB-OFFSET7

             @DB-KEY-LENGTH6 GHIJ;DB-KEY-LENGTH7

             @DB-DATA-TYPE6  GHIJ;DB-DATA-TYPE7

             @DB-SIGN6       GHIJ;DB-SIGN7

             @DB-SEQUENCE6   GHIJ;DB-SEQUENCE7
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Reporting Facility Code for Compound Boolean Selection Temporary Index Usage Report (Continued)

     PRINT                   HIJ;DB-DATA-BASE-ID

             @DB-TABLE       HIJ;DB-TABLE

             @LINE-COUNT7    HIJ;LINE-COUNT8

             @DB-OFFSET7     HIJ;DB-OFFSET8

             @DB-KEY-LENGTH7 HIJ;DB-KEY-LENGTH8

             @DB-DATA-TYPE7  HIJ;DB-DATA-TYPE8

             @DB-SIGN7       HIJ;DB-SIGN8

             @DB-SEQUENCE7   HIJ;DB-SEQUENCE8

     PRINT                   IJ;DB-DATA-BASE-ID

             @DB-TABLE       IJ;DB-TABLE

             @LINE-COUNT8    IJ;LINE-COUNT9

             @DB-OFFSET8     IJ;DB-OFFSET9

             @DB-KEY-LENGTH8 IJ;DB-KEY-LENGTH9

             @DB-DATA-TYPE8  IJ;DB-DATA-TYPE9

             @DB-SIGN8       IJ;DB-SIGN9

             @DB-SEQUENCE8   IJ;DB-SEQUENCE9

     PRINT                   J;DB-DATA-BASE-ID

             @DB-TABLE       J;DB-TABLE

             @LINE-COUNT9    J;LINE-COUNT10

             @DB-OFFSET9     J;DB-OFFSET10

             @DB-KEY-LENGTH9 J;DB-KEY-LENGTH10

             @DB-DATA-TYPE9  J;DB-DATA-TYPE10

             @DB-SIGN9       J;DB-SIGN10

             @DB-SEQUENCE9   J;DB-SEQUENCE10

         END

Sample Compound Boolean Selection Temporary Index Usage Report

                                   CBS TEMPORARY INDEX USAGE (A02)

  DATA       ORDER                                 TEMPORARY  NBR ENTRIES  NBR ENTRIES   EXCPS     EXCPS

  BASE TABLE FIELD OFFSET  LENGTH TYPE  SIGN SEQ  SETS BUILT     TOTAL       AVERAGE     TOTAL   AVERAGE

   1   PMF    1        0      0                         7           538          76       645     92.142

   1   PMF    1       12      5   Z     N    A         61         1,708          28     1,724     28.262

   1   PMF    1       17     24   C     N    A          5           210          42       322     64.400

   1   PMF    1       17     24   C     N    A        138           220           1       297      2.152

   1   PMF    1       65     15   C     N    A          6           654         109       775    129.166

   1   PMF    1       65     15   C     N    A        146           142           0       180      1.232

   1   PMF    1       80      2   C     N    A        136           136           1       154      1.132

                                                   ______       _______                ______

    1                                                 499         3,608                 4,097

                                                   ______       _______                ______

    GRAND TOTAL                                       499         3,608                 4,097
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                                                   ______       _______                ______

Online Accounting Statistics Report

The Online Accounting Statistics report is ordered by terminal number, allowing you to note the activity at any terminal.
Each transaction type executed at a terminal is listed along with the number of database requests, resulting logical I/
Os, total CPU runtime, wait time, and elapsed time. This report allows easy identification of high online usage areas and
possible online system bottlenecks.

NOTE
This code is available in the DRSAMACT member in the library (in z/OS, this is the CABDSAMP library and, in z/
VSE, in the installation sublibrary) provided during  installation.

Reporting Facility Code for Online Accounting Statistics Report

         OPTION  LIST ON MAP

USER    CA

         SKIP1

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  THIS DATAREPORTER PROGRAM ILLUSTRATES  *

         NOTE    *  MULTIPLE DATACOM/DB FILE ACCESS.       *

         NOTE    *                                         *

         NOTE    *  (THE NEW TECHNIQUES FOR DB FILE        *

         NOTE    *   DEFINITION AND ACCESS ARE USED HERE.  *

         NOTE    *                                         *

         NOTE    *  THE STATISTICS FOR THE A01 ACCOUNTING  *

         NOTE    *  TABLE IS PRESENTED.                    *

         NOTE    *                                         *

         NOTE    *******************************************

         SKIP1

ACCOUNT: INPUT   DATACOM  RECORD=343 NAME=A01 DBID=5

         DEFINE  DB-COMMAND             1-5  X

         DEFINE  DB-KEY-NAME           6-10  X

         DEFINE  DB-KEY-VALUE         11-15  X

         DEFINE  DB-ELEMENT-LIST    191-262  X

         DEFINE  DB-OPERATOR-ID     301-303  X 'OPER' ' ID '

         DEFINE  DB-TERMINAL-NO     304-307  X 'TERM' ' NO '

         DEFINE  DB-TRANSACTION-NO  308-311  X 'TRANS' ' NO  '

         DEFINE  DB-ELAPSED-TIME    312-319  P 'ELAPSED  ' '  TIME    '

         DEFINE  DB-RUN-TIME        320-327  P 'RUN   ' 'TIME  '

         DEFINE  DB-WAIT-TIME       328-335  P 'WAIT  ' 'TIME  '

         DEFINE  DB-NO-OF-REQUESTS  336-339  B '  # OF  ' 'REQUESTS'

         DEFINE  DB-LOGICAL-IOS     340-343  B 'LOGICAL' '  IOS  '

         DEFINE  ETIME(11.0)=0       'ELAPSED TIME ' '  IN SECONDS '

                                             PIC 'ZZZZ9.999999-'

         DEFINE  RTIME(11.0)=0       '    RUN TIME ' '  IN SECONDS '

                                             PIC 'ZZZZ9.999999-'

         DEFINE  WTIME(11.0)=0       '   WAIT TIME ' '  IN SECONDS '

                                             PIC 'ZZZZ9.999999-'

         DEFINE  REQUS(9.0)=0       ' NUMBER OF ' '  REQUESTS '

                                             PIC 'ZZZ,ZZZ,ZZ9-'

         DEFINE  LOGIO(9.0)=0       ' NUMBER OF ' 'LOGICAL I/OS '
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                                             PIC 'ZZZ,ZZZ,ZZ9-'

         EJECT

         MOVE    'GETIT'         TO ACCOUNT.DB-COMMAND

         MOVE    'A01KY'         TO ACCOUNT.DB-KEY-NAME

         MOVE

         'OPRID TERM  TRANS ETIME RTIME WTIME REQS  LOGIO           '

                                 TO ACCOUNT.DB-ELEMENT-LIST

         GET     ACCOUNT

         GO TO   EOJ WHEN ACCOUNT EQ END-OF-FILE

         SET     ETIME EQUAL TO DB-ELAPSED-TIME

         SET     RTIME EQUAL TO DB-RUN-TIME

         SET     WTIME EQUAL TO DB-WAIT-TIME

         SET     REQUS EQUAL TO DB-NO-OF-REQUESTS

         SET     LOGIO EQUAL TO DB-LOGICAL-IOS

         EJECT

    REPORT  'DATACOM/DB '  50 'ON-LINE ACCOUNTING STATISTICS (A01)'

         SELECT  ALL

    CONTROL (DB-OPERATOR-ID) SKIP DB-TERMINAL-NO DB-TRANSACTION-NO

         PRINT

                 DB-OPERATOR-ID

                 DB-TERMINAL-NO

                 DB-TRANSACTION-NO

                 (REQUS)

                 (LOGIO)

                 (RTIME)

                 (WTIME)

                 (ETIME)

         END

Sample Online Accounting Statistics Report

                                 ON-LINE ACCOUNTING STATISTICS (AO1)

   OPER      TERM      TRANS     NUMBER OF       NUMBER OF      RUN TIME     WAIT TIME  ELAPSED TIME

   ID        NO        NO         REQUESTS    LOGICAL I/OS    IN SECONDS    IN SECONDS    IN SECONDS

   VEA       1414      SCFD             10              29      0.138071      0.230905      0.368976

   VEA       1414      SCFS             17              35      1.425298      1.013862      2.439160

   VEA       1460      DBTS             42              45      1.298266      0.152234      1.450500

   VEA       1460      SCFD              5              15      0.048194      0.039835      0.088029

   VEA       1460      SCFS             17              33      0.513306      0.157354      0.670660

   VEA       660C      SCFD          1,507           3,084     11.093162      8.179325     19.272507

   VEA       660C      SCFS            124             243      2.402431      1.576953      3.979384

                                  ________      __________  ____________  ____________   ____________

   VEA                               1,722           3,484     16.918748     11.350468      28.269216

                                  ________      __________  ____________  ____________   ____________

                                  ________      __________  ____________  ____________   ____________

   GRAND TOTAL                     686,725       1,538,815   4870.495285   5489.973937   10360.469222
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                                  ________      __________  ____________ ____________   ____________

Batch Accounting Statistics Report

The Batch Accounting Statistics report provides performance information for each batch job and information which you
can use to charge back data processing services. In this report, all executions of each batch job are grouped together,
reported in detail, and totaled. Each detail line reports the job name, start date, start time, number of database requests
and resulting logical I/Os, with total CPU runtime and total elapsed runtime.

NOTE
This code is available in the DRSAMACT member in the library (in z/OS, this is the CABDSAMP library and, in z/
VSE, in the installation sublibrary) provided during  installation.

Reporting Facility Code for Batch Accounting Statistics Report

         OPTION  LIST ON MAP

USER    CA

         SKIP1

         NOTE    *******************************************

         NOTE    *                                         *

         NOTE    *  THIS DATAREPORTER PROGRAM ILLUSTRATES  *

         NOTE    *  MULTIPLE DATACOM/DB FILE ACCESS.       *

         NOTE    *                                         *

         NOTE    *  (THE NEW TECHNIQUES FOR DB FILE        *

         NOTE    *   DEFINITION AND ACCESS ARE USED HERE.  *

         NOTE    *                                         *

         NOTE    *  THE STATISTICS FOR THE A00 ACCOUNTING  *

         NOTE    *  TABLE IS PRESENTED.                    *

         NOTE    *                                         *

         NOTE    *******************************************

         SKIP1

ACCOUNT: INPUT   DATACOM  RECORD=368 NAME=A00 DBID=5

         DEFINE  DB-COMMAND             1-5  X

         DEFINE  DB-KEY-NAME           6-10  X

         DEFINE  DB-KEY-VALUE         11-15  X

         DEFINE  DB-ELEMENT-LIST    191-268  X

         DEFINE  DB-JOB-NAME        301-308  X '  JOB   ' '  NAME  '

         DEFINE  DB-START-DATE      313-318  X 'START' 'DATE'

         DEFINE  DB-START-TIME      319-324  X 'START' 'TIME'

         DEFINE  DB-ELAPSED-TIME    337-344  P 'TOTAL' 'ELAPSED TIME'

                                      PIC 'ZZZZZZZZ9.999999-'

         DEFINE  DB-RUN-TIME        345-352  P 'TOTAL' 'RUN TIME'

                                      PIC 'ZZZZZZZZ9.999999-'

         DEFINE  DB-NO-OF-REQUESTS  361-364  B ' ' 'REQUESTS'

         DEFINE  DB-LOGICAL-IOS     365-368  B ' ' 'LOG IO'

         EJECT

         MOVE    'GETIT'         TO ACCOUNT.DB-COMMAND

         MOVE    'A00KY'         TO ACCOUNT.DB-KEY-NAME

         MOVE

'JNAME RUNIT SDATE STIME DATE  TIME  ETIME RTIME WTIME REQS  LOGIO  '

                                 TO ACCOUNT.DB-ELEMENT-LIST

         GET     ACCOUNT

         GO TO   EOJ WHEN ACCOUNT EQ END-OF-FILE
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         EJECT

  REPORT  'DATACOM/DB ' 50 'BATCH ACCOUNTING STATISTICS (A00)'

         SELECT  ALL

         CONTROL (DB-JOB-NAME) DB-START-DATE DB-START-TIME

         PRINT

                 DB-JOB-NAME

                 DB-START-DATE

                 DB-START-TIME

                 (DB-NO-OF-REQUESTS)

                 (DB-LOGICAL-IOS)

                 (DB-RUN-TIME)

                 (DB-ELAPSED-TIME)

         END

Sample Batch Accounting Statistics Report

                                  BATCH ACCOUNTING STATISTICS (AOO)

   JOB           START           START                                       TOTAL              TOTAL

   NAME          DATE            TIME         REQUESTS        LOG IO      RUN TIME       ELAPSED TIME

   IRINA       851101          125426              188           492      1.507223           2.898945

   IRINA       851101          144141              345           828      1.096187           4.826144

                                              ________      ________   ___________      _____________

   IRINA                                        120160        204382    124.690709         506.506357

                                              ________      ________   ___________      _____________

   IRINAA      851028          143923               30            36      9.902926          10.155811

                                              ________      ________   ___________      _____________

   IRINAA                                           30            36      9.902926          10.155811

                                              ________      ________   ___________      _____________

   TOTEXDLA    851022          175641                3            20      1.256111           1.422360

   TOTEXDLA    851022          180603                3            20      0.890170           0.936238

                                              ________      ________   ___________      _____________

   TOTEXDLA                                          6            40      2.146281           2.358598

                                              ________      ________   ___________      _____________

   TOTEXDLD    851023          102107                9            50      0.592086           0.813069

                                              ________      ________   ___________      _____________

   TOTEXDLD                                          9            50      0.592086           0.813069

                                              ________      ________   ___________      _____________

   TOTEXDL1    851023          102128                3            18      0.490608           0.543839

                                              ________      ________   ___________      _____________

   TOTEXDL1                                          3            18      0.490608           0.543839

                                              ________      ________   ___________      _____________
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   TOTEXDL3    851024          102731              207           345      1.502452           2.977129

   TOTEXDL3    851024          104304              257           454      1.022523           3.276563

   TOTEXDL3    851024          104551              313           557      2.075166           4.262681

                                              ________      ________   ___________      _____________

   TOTEXDL3                                        777          1356      4.600141          10.516373

                                              ________      ________   ___________      _____________

   TOTEXDL4    851024          112106              257           456      3.787182           7.735189

   TOTEXDL4    851024          113924              257           444      3.141622           5.732726

   TOTEXDL4    851024          114042              257           444      0.894514           3.156434

                                              ________      ________   ___________      _____________

   TOTEXDL4                                        771          1344      7.823318          16.624349

                                              ________      ________   ___________      _____________

   GRAND TOTAL                                 4084108       9211076   8833.402493       21908.370873

                                              ________      ________   ___________      _____________

Monitoring Through Statistics and Diagnostics Area Reports
Statistics are helpful in monitoring  performance. Some parameters may need periodic adjustment to maintain efficient 
resource utilization over a period of time.

It is a best practice and we strongly recommend that statistics should be accessed using Dynamic System Tables as
needed, probably through DBUTLTY function AUTOCOL, and not by using the PXX. Using the PXX for statistics requires
substantial I/O to the MUF and slows all performance. The MUF startup options PXXSTATS should be set to EOJPRT to
provide a summary of all statistics only during the MUF termination.

Types of Reports

You can use the DBUTLTY REPORT AREA=PXX function to produce several different reports. These include:

System Statistics

This report provides information about system activity, such as:

• Number of requests
• Number of I/O events
• Buffer activity
• Index activity
• Task activity
• Summary I/O per data area
• Summary request information per table (not included with detail system statistics)

You can produce a detail report that provides the system statistics snapped at the end of each job or you can request a
summary report which only reports the last system statistics recorded in the Statistics and Diagnostics Area. When the
User Requirements Table being closed specifies OPTMIZE=YES, JOBSTAT=NO,  does not write the system statistics (or
the job statistics) to disk but retains them in memory. Since the statistics are not written to disk, they are not available for
printing.
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Job Statistics

This report includes information about job activity including:

• User Requirements Table specifications
• Number of requests
• Types of requests

You can produce a detail report that provides the job statistics by job or you can request a summary report which
summarizes the job statistics for all jobs. When the User Requirements Table being closed specifies OPTMIZE=YES,
JOBSTAT=NO,  does not write the job statistics (or the system statistics) to disk but retains them in memory. Since the
statistics are not written to disk, they are not available for printing.

Full Dump

This report is a full dump of the Master List, buffer areas, PSW, and REGS.

Request Dump

This report is a dump of the Request Area information.

Compound Boolean Selection Facility Diagnostics

This report traces the activities of the Compound Boolean Selection Facility.

Ensuring Valid Statistics

The significance of the statistics in a Statistics and Diagnostics Area report depends on the state of the Statistics and
Diagnostics Area (PXX) when the report is generated.

There are no statistics in the Statistics and Diagnostics Area if:

• A DBUTLTY COMM OPTION=CLRPXX has been executed. CLRPXX clears all statistics from the Statistics and
Diagnostics Area. The statistics that are in memory are not cleared.

• The Multi-User Facility has been initiated. The contents of the Statistics and Diagnostics Area and the statistics in
memory are cleared when you initiate the Multi-User Facility. To obtain the Statistics and Diagnostics Area report after
a Multi-User Facility processing cycle, run the REPORT AREA=PXX function of DBUTLTY after terminating the Multi-
User Facility.

• The MUF startup option PXXSTATS is set to NONE or is set to EOJ/EOJPRT and the Multi-User Facility is currently
enabled.

There are incomplete statistics in the Statistics and Diagnostics Area if:

• The Statistics and Diagnostics Area became full while recording statistics. When the Statistics and Diagnostics Area
becomes full, no additional statistics are written to the Statistics and Diagnostics Area. Also, any job statistics which
need to be written are lost.

• A User Requirements Table is still open at the time of the Statistics and Diagnostics Area report. The job statistics
counters are not recorded in the Statistics and Diagnostics Area until the User Requirements Table or the job is closed.

To ensure the current system statistics in memory are written to the Statistics and Diagnostics Area (PXX) for
printing, execute a job that closes a User Requirements Table. The User Requirements Table for this job must specify
OPTMIZE=NO or JOBSTAT=YES.

System Statistics Report

The system statistics include:
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• Number of requests
• Number of I/O events
• Buffer activity
• Index activity
• Task activity
• Summary I/O per data area
• Summary request information per table

The counters reflect the processing from the time the Multi-User Facility was initiated to the time printed on the report.
These counters record system activity and are incremented for any and all tasks running. By comparing two system
statistic reports, you can calculate the system information for the time period between reports.

The I/O summary statistics per area are printed after the counters. The information reflects the number of I/O events (read
and writes by area) from the time that the Multi-User Facility was initiated until the time when the report was generated.
These I/O events are not detailed as to the task causing the I/O event, but instead are totals for the system.

The detail system statistics information printed does not include the summary request counts with the area I/O totals.

Following the last summary system statistics report,  prints the summary request information for all User Requirements
Tables which were closed when the report was generated.

Through SQL, you can obtain this information as needed using the dynamic system table facility.

If you do not need this information for tuning, you can set the MUF startup option PXXSTATS to EOJPRT (recommended)
or EOJ or NONE. EOJ causes  to write one statistic record to the PXX during the Multi-User Facility EOJ process. NONE
causes no statistics records to be written. Using either of these options helps preserve the PXX space for dumps and
traces.

System Statistics Report Field Descriptions

Field Description
ACCOUNTING COMPLETION WAITS Counts the times that the  Accounting Facility tried to add

information to the accounting tables but had to wait because the
buffer was either full or closed.
Tuning Information:
If this number is high, review the definition of the accounting tables
and the specifications for the accounting parameters in the MUF
startup option ACCT.
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xxx BUFFER USED The BUFFER USED counters tell you how much the IXX, DXX,
and DATA buffers are being used.
The xxx refers to one of the following buffer types:
IXX
High-level index blocks buffers
DXX
Low-level index blocks buffers
DATA
Data area blocks buffers
DATA2
Data area blocks secondary buffers
Each time an index or data block is read into a buffer, the use
count is set to zero. The first use of the block in memory causes
the 1 counter to be incremented. A second use of the same
block (if still in memory) increments the 2 counter. The third and
fourth uses increment the 3 and 4 counters respectively. Fifth
and subsequent uses of the block increment the 5+ counter. No
counter is incremented if a block is not used, such as after an I/O
error, or if a block is read ahead sequentially but the application
terminated the sequential process prior to end-of-file.
Tuning Information:
The buffers should be large enough so that the 5+ counter
is larger than the 1 counter. The wide variety of application
requirements precludes more specific recommendations.

CBS MEMORY ALLOCATIONS Number of times that the Compound Boolean Selection Facility
had to dynamically allocate the RWTSA due to the complexity of
the requests and the number of keys being used.
Tuning Information:
You can reduce this number by increasing the size of the RWTSA
(the size value in the MUF startup option TASKS) or by reducing
the complexity of the requests and number of keys that are used.

CBSBFR ENTRIES AVAILABLE Indicates the number of 185 byte entries available in the
Compound Boolean Selection buffer (defined by the MUF startup
option CBS) for storing active set definitions. A set definition
typically requires one to three entries.

CBSBFR SPILL COUNT Indicates the number of times the Compound Boolean Selection
buffer became full, causing  to store active set definitions as
index entries with a special key ID. The buffer in which active set
definitions are stored is defined by the MUF startup option CBS.

DATA MANAGER REQUESTS Reports the number of calls to the low-level  processor. Each
request to the Multi-User Facility that involves a  command
generates one data manager request. Each request involving
an SQL request generates as many data manager requests as
necessary to process the SQL request.

DATASECURE KEY DELETES
LOOP DELETES

These fields are reserved for future use.
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EXCLUSIVE CONTROL CONFLICTS The conflicts field tells you the number of times a task requested
primary exclusive control of a record that was currently held
under primary exclusive control by another task. Exclusive control
conflicts normally occur when multiple online tasks request the
same records for update. The number of exclusive control conflicts
compared to the number of exclusive control requests provides
no clear good/bad analysis. A value of 1 that required a task to
wait a long time can be considered bad. A value that is a high
percentage of exclusive control requests can be satisfactory when
the wait time was short and the heavily used application required
the control.

EXCLUSIVE CONTROL REQUESTS The requests field indicates the number of times primary exclusive
control was granted for any data record.

INDEX BLOCK DELETES Counts the times an index block, both high- and low-levels, was
logically deleted. This value is useful to Support for debugging
purposes.

INDEX BLOCK SPLITS - DXX Counts the times a low-level index block was split into two blocks.
This value is useful to Support for debugging purposes.

INDEX BLOCK SPLITS - IXX Counts the times a high-level index block was split into two blocks.
This value is useful to Support for debugging purposes.

INDEX QUEUE
OVERFLOWS

This count is no longer used. It is provided for prior version
compatibility.

INDEX QUEUE
PROCESSING

Indicates the number of index queue entries processed. Queue
processing includes:
All high-level block processing
Block deletions of low-level blocks
This value is useful to Support for debugging purposes.

INDIRECT I/O WAITS An indirect I/O wait is the condition where a task needs a block
which is being read/written. The current task did not start the I/O
with wait, but must wait on its completion. The current task could
have started the I/O without wait such as reading ahead. These
counts are also included in REQUEST PENDING.

I/O EVENTS READS/WRITES The count reflects the number of physical I/O requests to the
operating system (execute channel programs-EXCPs), not the
number of blocks read and written (in some cases, multiple blocks
may be read with a single I/O event, such as during sequential
processing). The ratio of I/Os to the number of requests varies
greatly depending on application requirements and design.

LAST xxx
SEQUENCE NUMBER

Displays debugging statistics for Support use only.

LOG AREA
MAXIMUM PERCENT FULL

Shows the highest percent full the Log Area reached.
Tuning Information:
If the Log Area reaches an extremely high percentage, you either
need a larger Log Area or to spill more often. For example, if the
Log Area reached 92 percent capacity, your response might be
to reduce the MUF startup option LOGSPILL value and check if
batch jobs are executing with transaction backout and infrequent
checkpoints specified.

LOG BUFFER FULL WRITE I/O This is the number of times the Log buffer containing logged data
was written when it is considered full. This count is the number
of LXX blocks used. Tuning the LXX block size is seen reflected
here. The number of writes to the Log Area may not equal these
detail counts due to multitasking events.
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LOG COMMAND WRITE I/O This is the number of times the Log buffer containing logged
data was written because of a command. Commands which
cause transaction boundaries (COMIT, LOGCP, LOGCR, ROLBK,
CLOSE) are always written. Maintenance commands ADDIT,
DELET, and UPDAT are only written if the table definition indicated
writes, the URT indicates writes, or the MUF startup option
LOGPEND indicated no pipelining. Commands which are optional
are LOGIT and LOGDW. Some internal system commands
may also write the log block prior to full. Comparing the ratio of
COMMAND WRITE I/O to BUFFER FULL WRITE I/O can be
used to attempt tuning by reducing the number of LXX writes.
The number of writes to the Log Area may not equal these detail
counts due to multitasking events.

LOG CONTROL BLOCK WRITE I/O This is the number of times the Log control block was written. The
control block information is required for the restart process during
Multi-User Facility enable. This counter is part of the information
to provide details on the LXX I/O. The number of writes to the Log
Area may not equal these detail counts due to multitasking events.

LOG OTHER WRITE I/O Indicates the times a non-full log block had to be written to support
the Multi-User Facility restart process when an index or data block
had to be written. The number of writes to the Log Area may not
equal these detail counts due to multitasking events.

LOG 2-PHASE COMMIT WRIT I/O This is the number of I/Os done to the Log Area in support of the 
STAR 2-phase commit processing. This is also used in special
cases without  STAR in the system.

LOGPOOL BUFFER WAITS This is the count of times that transaction backout was running,
attempting to read a log block, but no LOGPOOL buffer was
available. The number of log buffers for transaction backout is
provided during Multi-User Facility startup. If multiple transaction
backouts occur concurrently, then contention can occur if fewer
LOGPOOL buffers exist than tasks. Because rarely multiple
transaction backouts occur together, trying to keep this stat at zero
would, in general, misuse memory, but it does slow transaction
backout when it does occur.

LOGPOOL WRITE I/O This represents the number of write I/O to the LOGPOOL buffers
used by transaction backout.

MOST CBS ENTRIES USED This is the maximum number of Compound Boolean Selection
buffer entries used to store active set definitions. If this number
is equal to the number of available entries, the CBSBFR SPILL
COUNT value above indicates how often a set definition index
entry was accessed.

NO xxx BUFFER AVAILABLE Displays the number of times all of the xxx buffers required by
a task were in use. The xxx refers to one of the following buffer
types:
IXX
SYSPOOL buffer parameter (high-level index blocks)
DXX
SYSPOOL buffer parameter (low-level index blocks)
DATA
DATAPOOL buffer parameter (data area blocks)
EXPAND
EXPAND buffer parameter
Tuning Information:
Because of the dynamic acquisition and freeing of buffer space by
, this value cannot be maintained at zero.
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RE-EXPAND COMPRESSED RECORDS As compressed records are read, they are expanded into a work
buffer. If a record is updated or deleted, the same buffer is found
or the record is re-expanded. This is provided for information only.

REQUESTS The requests field provides a look at the degree of activity
occurring by showing the total number of service requests
processed. When using the GETIT or GETPS commands in
blocked mode, the total request count is the number of calls to the
Multi-User Facility, not the number of detail requests for the next
record.

REQUEST COMPLETION WAITS This field displays the number of times a request had to wait either
to log a request because the Log Area was full and the oldest
log block was not spillable (due to a long running maintenance
request) or for the index queue processing to complete prior to
closing the index data set.

REQUEST PENDING-nn Counts the number of non-I/O waits that occurred during this
cycle. Here nn refers to the number of tasks that had to wait. A
non-I/O wait count means:
A buffer was not available.
An exclusive control conflict was encountered.
An I/O event for one task caused another task to wait.

SECONDARY E/C
CONFLICTS

Counts the times there was a conflict of exclusive control at
the secondary level caused by jobs with transaction backout
specified. Once such jobs update a record,  holds the record
under secondary exclusive control until a checkpoint is issued.
This allows access to the record if  needs to invoke transaction
backout.
Tuning Information:
If the value of this field is too high, investigate ways to improve the
design of your application program by increasing the frequency of
checkpointing.

SECURITY COMPLETION WAITS Counts the times that security had to wait for system information.
This entry is provided for information; no tuning or control is
available.

SEQ. READ AHEAD I/O EVENTS Indicates how effective your GETIT and GETPS commands are in
batch jobs. The value of this field is the number of read-ahead I/O
events which occurred during the execution of GETIT and GETPS
commands. Data is read-ahead when the User Requirements
Table provides a SEQBUFS= value other than zero. The number
of blocks per I/O is generally equal to one-half the number of
SEQBUFS= provided in the User Requirements Table. The next
low-level index block is read-ahead (when using the GETIT
command) regardless of the key selected.
Tuning Information:
Because the value of this field is cumulative, in order for it to have
significance, execute a CLOSE command, run the Statistics and
Diagnostics Area (PXX) report, execute the job, and run the report
again. Compare the number of requests (job statistics) in the first
report to the number of requests in the second report to get a
ratio of the number of physical I/Os (Execute Channel Programs
-- EXCPs) required to read the data set. If the ratio indicates you
need additional buffers, modify the SEQBUFS= parameter in the
User Requirements Table.

SETS
PROCESSED

Indicates the total number of sets processed.
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SETS REQUIRING TEMPORARY INDEX Indicates the number of sets processed that built a temporary
index.
Tuning Information:
If the value of this statistic is large, defining additional keys can
improve performance.

SPILL
COMPLETION WAITS

Counts the times one task had to wait on the completion of Log
Area spills before being able to log a record and continue. This
statistic is useful to Support for debugging purposes.

SQL REQUESTS The number of requests to the Multi-User Facility for SQL work.
The difference between the number reported in this field and
the number reported in the REQUESTS field (described above)
represents the number of requests to the Multi-User Facility
involving  commands.

TABLE/AREA REQUESTS
I/O EVENTS -
READS
I/O EVENTS - WRITES
LOGICAL READS
LOGICAL WRITES

Indicates the number of requests per table, the I/O reads and
writes per area, and the disk reads and writes per area. These
columns provide a breakdown of the totals given for REQUESTS,
I/O EVENTS - READS, AND I/O EVENTS - WRITES printed at the
beginning of the report. Use this information in conjunction with
the Accounting Facility to pinpoint inefficiencies by determining
what kind of requests are occurring. When using SQL processing,
one request to the Multi-User Facility can access many tables,
each appearing here as a separate count or number.
Tuning Information:
You can use the ratio of LOGICAL READS to I/O EVENTS -
READS and LOGICAL WRITES to I/O EVENTS - WRITES as
an indicator of the efficiency of your buffer size. The greater the
number of logical reads or writes to I/O events, the better your use
of buffers and the more effective your use of the pipeline function.
Increase the size of your buffer until you see no increase in the
ratio. Also, look at the value you have specified for the MUF
startup option LOGPEND. If this value is too low,  can be writing
before it is necessary.
The I/O events columns give the number of I/O events per area
which have occurred and been recorded in the Statistics and
Diagnostics Area. I/Os are recorded when a User Requirements
Table closes (if OPTMIZE=NO) and when the job closes (if
OPTMIZE=YES and JOBSTAT=YES). If the Statistics and
Diagnostics Area was full when the I/Os were recorded, those I/
O counts were lost and are not present here. Also, any I/O counts
in a Statistics and Diagnostics Area when the COMM CLRPXX
function executes are also lost and not presented.

TABLE RETRIEVALS, ADDS, DELETES, UPDATES Number of  retrieval, add, delete, and update requests recorded
against each table. The retrievals count includes all requests that
return data to the user. If no requests are recorded for a table, that
table is not listed. This information can be used as a foundation for
tuning since it identifies the type of activity in your system.

TASK
COMPLETION WAITS

Indicates the number of times one task had to wait on the
completion of another task because of transaction backout
contention. This happens only when there are secondary
exclusive control conflicts. It therefore relates to the secondary
exclusive control statistic above and is useful to Support for
debugging purposes.

TEMPORARY INDEX ENTRIES BUILT Number of temporary index entries built satisfying SELFR
command processing.
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WRITEPEND WRITE IO Number of writes that were done to satisfy the specification of the
MUF startup option LOGPEND.
Tuning Information:
In most cases, this number should be low. If it is high, consider
increasing the value you have specified for LOGPEND.

Expression Dump

Value-level operations are represented internally in an "expression tree" data structure. Expression trees may appear in
the Statistics and Diagnostics Area (PXX) DUMPS=FULL or DUMPS=TRACE Reports when traces are turned on, or to
provide additional information for certain SQLCODE errors. For example, an attempt to compare a string and a number
causes the predicate to be dumped.

The expression tree dump is printed in the following format. The dump is provided primarily for Support to assist in
debugging a problem.

  LVL 1 NODE hhhhhhhh OP=hhhhhhhh NXT=hhhhhhhh[L] QCB=hhhhhhhh VAL=hhhhhhhh NAM=hhhhhhhh

  [... . PROCTYPE = hhhh  STEP=nn  OPER = nnn xxxxxxxx]

  ... . tblTyp (#nnnn:nnnn.nnnn): dataType [NOT NULL] [POSITIVE ONLY]

  [... . NAME: xxxxxxxxxxxxxxxxxxxxxxxxxxxxxx]

  [... . value]

  [... . CONTENTS=]

    LVL 2

      LVL n

Line 1

This line indicates the position of the node in the tree structure and various addresses, which are all in hex.

Heading Description
LVL Node level within tree displayed. (Sometimes only a sub-tree of a

larger tree is displayed.)
NODE Address of node.
OP Address of first operand. Zero indicates a leaf node.
NXT Address of next node at same level, or if suffixed with L, address

of result (next higher) node. Indicates the node is the last (or only)
node at the top level. When only a sub-tree is being displayed,
NXT can be temporarily set to zero.

QCB Address of Query Control Block.
VAL Address of value.
NAM Address of name. Name is not available in all cases.

Line 2

This line does not appear for leaf nodes. In other words, it only appears if the node is the result of an operation.

Heading Description
PROCTYPE Internal bit values that indicate the process class, (such as

predicate, scalar function), or attribute of value (such as
descending ORDER BY column).

STEP Step in which value is computed or made available. Not applicable
for all node types.
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OPER Operation performed by node. The number is a subscript into
a function pointer table. It is followed by an abbreviation of the
function name.

Line 3

Heading Description
tblTyp Indicates type of table:

CNSCONV
Constraint
COLCONV
Result of a column data type conversion
HOSTOUT
Output host variable
HOSTVAR
Input host variable
KEY DEF
Key definition
LITERAL
Literal
RESULT
Result of a value-level operation, such as the result of an
expression, function, or data type conversion
QCB PTR
Indicates VALUE is a Query Control Block
SPLREG
Special register
TBL nn
Reference to column in table, where "nn" refers to the table's
position in the FROM clause, relative to zero

#nnnn Column number.
nnnn.nnnn Offset in the row and the length in number of bytes.
dataType Data type, using CREATE TABLE syntax.
NOT NULL Indicates value does not have a null indicator.
POSITIVE ONLY Indicates column reference is a numeric data type with only

positive signed values. ( FIELD entity-occurrence attribute TYPE-
NUMERIC=P.)

Line 4 (NAME:)

Name of value, if any. NAME may not be available if dump is at execution-time.

Line 5 (value)

This line appears when the node's value is one of the following special types:

Type Description
KEY DEFINITION Hex dump of key definition in internal format
COLUMN NAME = Unresolved column reference
COLUMN
REFERENCE:

"authID.tableName.columnName" of unresolved column reference
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Line 6 (CONTENTS=)

This line appears when the node's value is not one of the special cases shown in line 5.

Entry Description
CONTENTS=NULL NULL value.
EXPR VALUE
CONTENTS

Value dumped in hex format.

string value Only the first 48 bytes are displayed. Value is terminated by a
period (so the number of trailing blanks can be determined).

numeric value Data types NUMERIC and DECIMAL are dumped in hex format.
date/time value The date and time displayed in ISO format.

Sample Report

The following is an example of an "expression tree" dump when an SQLCODE -41 (incompatible data types) was
received.

 DATA BASE  SQL DUMP SUMMARY                                 5/23/2001 12.21.56

 ERROR DETECTED IN PROGRAM  EXPRCONV   AT LINE  367

 ERROR MESSAGE TEXT:  DATATYPES OF OPERATION '>' NOT COMPATIBLE

 SQL ERROR CODE IS:     -41

 PLAN NAME IS:          ISDBXXXX45291775

 AUTHORIZATION ID IS:        WILRI01

 STATEMENT ID IS:       0

 DSF RETURN CODE IS:    BLANKS

 CA-STAR RETURN CODE IS:

 DB RETURN CODE IS:       (0)

 DB COMMAND IS:         QPRPD

                                                             5/23/2001 12.21.56

 LVL 1 NODE 047B3340 OP=047B32D2 NXT=00000000L QCB=047B3168 VAL=00000000 NAM=00000000

 ... . PROCTYPE = 0x8008  STEP=-01  OPER = 249 PREDPREP

 ... . RESULT  (#0000:00000.00000): UNKNOWN

   LVL 2 NODE 047B32D2 OP=00000000 NXT=047B330C    QCB=047B3168 VAL=0476F058 NAM=047C7B46

   ... . TBL 00 (#0000:00000.00008): CHAR (8) NOT NULL

   ... . NAME: COL1 >  COL4               .

   LVL 2 NODE 047B330C OP=00000000 NXT=047B3340L QCB=047B3168 VAL=0476F0B0 NAM=047C7B4E

   ... . TBL 00 (#0003:00015.00006): NUMERIC (5,0)

   ... . NAME: COL4                  .

Job Statistics Report

The job statistics include:

• Information about the User Requirements Table specifications for each table
• Number of requests per table
• Number of requests per table by type of request

The job information detail report includes all table entries in the User Requirements Table being closed with the options
selected and the number of requests made. The report prints the statistics for the tables associated with a single User
Requirements Table being closed or for the tables associated with a job being closed except in the case when a monitor,
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such as CICS or IMS/DC, abends with multiple User Requirements Tables open, in which case all User Requirements
Tables are closed together and reported together. These counters reflect the activity by the specific job from the time the
User Requirements Table or job was opened until it is closed.

Job Statistics Report Field Descriptions

Field Description
ADDS Number of ADDIT requests recorded against this table.
DELETES Number of DELET requests recorded against this table.
DXC Indicates that the GETIT, GETPS, GSETP, RDUBR, RDUNE,

RDUNK, RDUNR, and RDUNX commands automatically drop
exclusive control established by the previous command from the
same Request Area.

GBL Indicates that you have specified buffers for blocked GETIT or
GETPS commands.

REQUESTS Number of user requests, and internal  requests generated by
those user requests, recorded against this table. This number
includes any requests done during transaction backout. If no
requests are recorded for a table, that table is listed with zero
counts.

RETRIEVALS Number of retrieval requests recorded against this table. The
count includes all requests that return data to the user (not locate
commands). The commands included are: GETxx, RDUxx,
REDxx, SELFR, SELNR, and SELSM.

SEQBUFS Indicates the number of sequential buffers.
SUB Indicates whether DBFLSUB is being used.
SYN Indicates that the table name appears in more than one DBURTBL

macro in this User Requirements Table assembly.
TABLE The  name of the table.
UPD Indicates that the program can update the table.
UPDATES Number of UPDAT requests recorded against this table.
URT A number used by  to keep track of the User Requirements Table.

For SQL, this number is always zero.

Compound Boolean Selection Facility Diagnostic Report

The Compound Boolean Selection Facility Diagnostic Report provides information that can pinpoint the efficiency of
SELFR commands. Use the DUMPS=TRACE keywords in the Statistics and Diagnostics Area (PXX) Report of DBUTLTY
to print the information which is stored in the Statistics and Diagnostics Area (PXX).

Accumulating Data

This data is accumulated when a SELFR command with a User Information Block starting with $$$ is issued.

A SELFR command is issued when a FOR statement is entered in  or CA MetaCOBOL+. When using , you do not have
direct access to the User Information Block.  Version 2.2 (and later) provides a SET RUN command option to produce a
CBS diagnostic report. If you specify SET RUN CBSTRACE,  places $$$ in the User Information Block. If you are using
an earlier version of , you must sign on to a user ID with a short name of $$$.  places the short name in the first 3 bytes of
the User Information Block.

For , $$$ is placed in the User Information Block when a user requests Compound Boolean Selection diagnostics from the
Diagnostic Request panel.
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This report only includes activity for the SELFR command, not activity for the complete set. In terms of a FOR statement, it
only includes the getting of the first record.

When to Use the CBS Diagnostic Report

The primary uses of the CBS Diagnostic Report are:

• Use this report to determine why a SELFR request is executing slowly. The report identifies the source program
statement, lists the request (the compiled version, if using  or CA MetaCOBOL+) and key definitions, and information
about each of the phases of the SELFR command. It indicates both what resources were used and why.

• When a program using the Compound Boolean Selection Facility is going to be put into a high-volume production
environment, the report can determine if the access to  is suitably efficient. Inefficiencies in a small test environment
may not yield slow response time that can show up in a high production environment.

• Also use the report when Accounting Facility reports indicate that you are experiencing inefficient execution of SELFR
commands.

Limiting Space Requirements

writes this report each time a SELFR is issued (a SELFR is generated when a FOR statement is entered in  or CA
MetaCOBOL+). Each line in the report requires a block in the Statistics and Diagnostics Area. You may need to either
enlarge your Statistics and Diagnostics Area to contain all iterations of the report, or modify your program to limit the
number of SELFR commands issued. For example:

                 FOR EACH dvw-1

                   FOR FIRST dvw-2

                      WHERE fld-1 = dvw-1.fld-1

                   ENDFOR

                 ENDFOR

In the preceding example,  writes a report for dvw-2 for each record in the dvw-1 table.

To generate only one report for dvw-2, change the first line from FOR EACH dvw-1 to FOR FIRST 1 dvw-1 as shown in
the following example:

                 FOR FIRST 1 dvw-1

                   FOR FIRST dvw-2

                      WHERE fld-1 = dvw-1.fld-1

                   ENDFOR

                 ENDFOR

Compound Boolean Selection Facility Diagnostic Report Field Descriptions

The following explanations describe the messages and fields that can appear on the report. It is not possible to actually
print all of the messages in a single report.

In addition to the following fields, an area of the report provides messages. These messages indicate any keys rejected
due to a KEYINC=NO specification and any combined traversals.

When the traversal key value range includes all binary zeros or blanks (hex 40) for a key defined with option
KEYINC=NO, the key cannot be used to find records with these values, so it is not used. If you intended for the key to be
used, you can either redefine the key with KEYINC=YES, or perhaps change the selection criteria to not include these
values. For example, if the intention is to find valid names less than 'JONES':

WHERE NAME < 'JONES' -> becomes

WHERE NAME < 'JONES' AND NAME > ' '

This information indicates that traversals are combined, which affects the number of traversals and their key value range.
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Request Specification Section Field Descriptions

Field Description
CARD This is followed by sets of 9 numbers for the cardinality for the

first, second, and so on columns of the index. For example, if the
key is defined on columns (branch, dept) and cardinalities are (10,
50), this means there are 10 branches and 50 combinations of
branches and departments.
Cardinality is important in understanding the selection efficiency of
an index. To continue the example, if there are 1,000 rows in the
table and the values are evenly distributed, the search condition
"where branch = x" would search 1,000 divided by the cardinality
of 10 = 100 rows. If "and dept = y" is added, then only 1,000
divided by 50 = 20 rows would be searched.
Cardinality is intialized by the function REPORT
AREA=IXX,DBID=n,TYPE=G,UPDATE=YES, or by the LOAD or
RETIX function. It is not updated by normal table maintenance
requests. Therefore, optimum selection efficiency could require
using REPORT AREA=IXX,DBID=n,TYPE=G,UPDATE=YES to
keep this statistic current.

DATAVIEW ELEMENT The element name, followed by its offset in the record (not
including RCE) and its length. The first element is at offset 0.

FIELDS Indicates a list of the fields in the key (named on the previous line)
used to satisfy this request. Each field is designated by its offset in
the record (relative to zero), followed by its length. The offset and
length for each field are separated by a period (.) and the fields
are separated by semicolons (;).

INDX WRK TBL SIZE If a temporary index is required, this is the amount of presort
space (in hexadecimal) used to sort entries before adding entries
to the temporary index. Presorting tends to reduce the number
of I/Os required. The size is the unused portion of the RWTSA.
Presorting tends to reduce the number of Index Area I/Os. Each
entry requires 187 bytes.

KEY DEF The key name followed by the key ID (in parentheses) of a key
traversed in satisfying this Compound Boolean Selection request.
(This field is repeated for each key traversed.)
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OPTION Any options specified in the RQA for this request. Possible
options: Any specified in RQA for this request. These options
could be supplied by the requestor. Possible options are:
BDVc
uses BDVF to specify that when a predicate tries to evaluate
a packed/zone decimal field with an invalid value the result be
False. You can use BDVT to find the result True. Without the BDV
parameter, the default returns an error.
BLKnnnnn
BLK is used by some  for PC Server sites to transfer a block of
rows per SELFR/SELNR request to reduce communications cost.
The size of the work area is nnnnn. As many rows are returned as
fit in this size.
CNTx
Return set record count, where x=Y means also return first record,
and x=N means only return set record count.
ESTx
Cost Estimate. ESTY requests a cost estimate (returned to the
work area) from CBS for the  join optimizer. The set process is
interrupted. The set can then be continued with SELCN, but 
releases the set with SELPR. No rows are read, but statistical
population counting can be performed. ESTN specifies no
estimate, so there is no effect on processing.
FSTnnnnnnnnnx
Select only the first nnnnnnnnn records (limit is 999999999) and:
x=T means TRUE option, x=A means ANY option.
IGN
Ignore. The IGN parameter can be used as a place holder for an
optional parameter.
INRnnnnnn
Return control (Interrupt) when nnnnnn rows of temporary set
have been selected
INFnnnnnn
Interrupt after nnnnnn records rejected
IIOnnnnnn
Interrupt after nnnnnn start I/Os have been issued for SELFR
request
INOnnnnnn
SELNR Interrupt - specifies the maximum number of physical I/Os
for a SELNR command.
KEYxxxxx
Override key, where xxxxx is the DATACOM-NAME attribute-
value for the key. Specifies a key to be used instead of the CBS
Optimizer selecting a key. If the key name does not exist, or
cannot be used because the key is defined with KEYINC=N and
the scan range includes all binary zeros or blanks, the key is
ignored.
SQL uses the KEY parameter when the best key has been
predetermined at bind time.  uses the KEY parameter when its join
optimizer has selected the best key.
If this key is used, the CBS Optimizer Reason specifying
Optimization Type is set to P (for Parameter).
NWA
Null Work Area. NWA is used by  to specify that no work area be
returned when it is building the "found file." The found file only
needs the URI, which is returned in the Request Area.
ROW
Optimize for "n" rows. ROW is generated by SQL cursors with the
"OPTIMIZE FOR n ROWS" DECLARE CURSOR option. This is
an estimate of the number of rows that are fetched. It does not
limit how many rows can be fetched like parameter FST does.
The CBS Optimizer uses this estimate to determine the best
data access plan, and to keep prefetch from reading rows that
may not be fetched. If 1 is specified, prefetch is not used. When
greater than 1 is specified, the current prefetch index read-ahead
operation is terminated to avoid prefetching additional rows. After
more rows are fetched than the specified limit, prefetch is not
limited.
RRD
Repeatable Read Lock. RRD is generated by SQL plans with
transaction isolation level R. A share level lock is placed on the
range of key values to be scanned. The lock is released when the
transaction ends.
SHR
Share Lock. SHR is generated by SQL plans with transaction
isolation level C (cursor stability). A share lock is acquired on the
current row. This lock is released when the next row is fetched or
the cursor is closed.
UNQ
Only return records with unique ordered-by fields.
UPD
Retrieve records with update intent.
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ORDERED-BY Ordered-by specifications from the Request Qualification Area
(RQA), as follows:

Note: Blank offset and length indicate complete element.
PRI. KEY Name of the primary key used in the search and the range of key

values in both character and hexadecimal.
ROWS The number of rows indexed by this key. The number is initialized

by the LOAD or RETIX function, and is maintained by adds and
deletes to the table.

SEC. KEY Name of the secondary key used in the search and the range of
key values in both character and hexadecimal.

STATS Statistical population counting statistics for internal use
TYPE For the key named at the beginning of this line of the report,

the type of key: NATIVE, MASTER, DUPID, or KEYINC=Y.
When more than one of these applies, only the first is shown (for
example, if NATIVE and MASTER both applied, only NATIVE
would be shown).
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WHERE Contents of the Selection Predicate from the Request Qualification
Area (RQA), as follows:

For element objects:

Optimization Section Field Descriptions

Field Description
CBSOR REASONS See Interpreting CBSOR Values. Most of the CBSOR codes are

expanded in the messages which follow the CBSOR code list.
TYPE
OPTIMIZATION

Optimization is classified as one of the following:
POPULATION INDEPENDENT
No population counting performed (most efficient class).
POPULATION DEPENDENT
Statistical population counting performed.
"KEY" PARAMETER
Internal use only.
"FOR" HEURISTIC
Traversal key selected based on past statistical population
counting.
INDEX BUFFER REFERENCES
The number of index buffer references required for statistical
population counting.

Selection Section Field Descriptions

Field Description
ENTRIES INDEXED If a temporary index is built, the number of entries indexed is

reported. This field is omitted if no temporary index is built.
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LOGIO This is the number of buffer references (logical I/Os) required to
build the temporary index. It includes references required to locate
qualifying rows. This field is omitted if no temporary index is built.

TEMPORARY INDEX Indicates whether a temporary index is required to satisfy this
request. If a temporary index is required, one or more of the
following reasons is indicated:
BETTER SELECTION KEY
Although a key exists that could satisfy ordering criteria, it only
indirectly finds qualifying records. Another key exists that quickly
finds qualifying records. The Optimizer determines the lowest
cost is to use this key and build a temporary index. This cost can
be eliminated in some cases by building a key that both satisfies
ordering criteria and contains fields referenced in the search
condition as high-order fields. For example, if KEY1=FIELD1 and
KEY2=FIELD2 and the query is select where FIELD1 = 'xxx', order
by FIELD2, redefining KEY1=(FIELD1,FIELD2) makes this key
both satisfy ordering criteria and directly locate qualifying records.
DESCENDING ORDER
A mixture of ascending and descending order-by directions is
specified.
MULTIPLE TRAVERSAL KEYS
Indicates that more than one key is used for traversal. This reason
can be eliminated by building a key containing all search condition
fields. This does not mean that multiple traversals with the same
key are used; this does not cause a temporary index to be built.
These traversals are combined if they overlap and are sorted.
Different traversal keys allow the same record to be selected more
than once, so the temporary index is used to eliminate duplicates.
ORDER-BY FIELDS
Indicates that the ordering criteria (ORDERED-BY) list of fields
is not the same as the high-order (leading) fields of the primary
traversal key. This reason can be eliminated by building a key with
the order-by fields as the high-order fields, if these fields are not
signed numeric or unconventional data types.
SIGNED NUMERIC FIELDS
One or more order-by fields are signed numeric. If these field(s)
contain only positive values, you can eliminate this reason by
changing the field attribute TYPE-NUMERIC to P, positive only,
or changing SIGN to N (no). However, the SIGN attribute in the
definition must agree with the data for packed and zoned decimal
data types.
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TYPE SELECTION Indicates either DIRECT selection of qualifying records from the
primary traversal key (this is the most efficient selection type) or
INDIRECT selection (requiring index scanning and, possibly, data
scanning). One or more of the following reasons is indicated:
KEYED SEQUENTIAL RETRIEVAL O.K.
(DIRECT) Special sequential retrieval techniques may be used.
The requirements, in addition to direct retrieval, are: the URT
used has sequential buffers specified, SQL is not being used, and
selection is not for a single unique key value.
KEY INTERSECTION
(INDIRECT) Secondary keys are used to further qualify a record
before reading the actual record from the data area. This can be
eliminated by adding field(s) in secondary traversal key(s) to the
primary traversal key.
KEY NOT AVAILABLE
(INDIRECT) The search condition contains a reference to a
field not contained in a traversal key. Data scanning is required.
Performance can be improved by adding these field(s) to the
primary (or to a lesser extent, a secondary) traversal key.
LOW-ORDER KEY VALUE
(INDIRECT) A low-order field of the primary traversal key is
referenced in the search condition. Index scanning is required.
If there is only one field referenced in the search condition, or
all predicates have an EQ comparison type, a key with these
field(s) as the leading (high-order) field(s) can eliminate the index
scanning that this causes.
STRING SCAN
(INDIRECT) The search condition contains a predicate with
a string scan SP (CONTAINS) relational operator (or other
predicates that cannot be used to restrict traversal key ranges)
that references a field in the primary traversal key. Index scanning
is required.

Retrieval Section Field Descriptions

Field Description
DATA RECORDS ACCESSED DUE TO Indicates data records are accessed due to one or more of the

following reasons:
EXCLUSIVE CONTROL
Update intent is specified.
RETRIEVAL
One or more elements in the element list (DATAVIEW) are not
contained in the primary traversal key.
SELECTION
One or more fields referenced in the RQA are not contained in the
primary traversal key.

RETRIEVAL FROM
PERMANENT INDEX USED

If this message appears, it indicates that the actual data records
in the data area are not accessed because all fields referenced in
the Request Qualification Area and elements in the element list
(DATAVIEW) are contained in the primary traversal key, and read-
only intent is specified.

 1030



 CA Datacom Administrating

RETRIEVAL FROM
TEMPORARY INDEX

If a temporary index is required, this indicates whether the data
required to build the work area can be retrieved from the data
in the temporary index. If the data records must be re-accessed
to build the work area, one or more of the following reasons is
indicated:
DATA NOT AVAIL
All of the elements required are not contained in the order-by
fields (which are used to define the temporary index).
DATA TYPE
Data records are re-accessed to build the work area because the
order-by field(s) are not character data type. Values for other data
types are changed to reflect logical numeric sequence and cannot
be used to build the work area.
DESCENDING ORDER
A combination of ascending and descending order-by fields is
specified.
UPDATE INTENT
Data records are re-accessed to build the work area because
secondary exclusive control is recorded in the record control entry
(RCE).

TOTAL NBR INDEX ENTRIES SCANNED Number of index entries read in order to satisfy the SELxx
requests for set.

TOTAL NBR DATA AREA ROWS READ Number of data records read in order to satisfy the SELxx
requests for set. This includes records read to build a temporary
index as well as to return work areas to the requestor.

TOTAL NBR ROWS ACCEPTED ROWS READ Number of records returned to the requestor by SELxx requests
for set.

Statistical Population Counting Report

This section only appears if statistical population counting is performed. Statistical population counting is performed if
more than one candidate index exists after population independent analysis.

This sample report starts counting index candidates SQ157 and SQ158 at level 1 of the index:

  *** STATISTICAL POPULATION COUNTING REPORT ***

  GRP  LVL  KNAME CNTKR-B  LOW EST  (TINDX)  HIGH EST  (TINDX)

  0001 0001 SQ157 NOT ENOUGH ENTRIES AT THIS LEVEL

  0001 0001 SQ158 NOT ENOUGH ENTRIES AT THIS LEVEL

  0001 0000 SQ157 00000002 00000001                    NBR ROWS, BLK CHGS

  0001 0000 SQ158 0000000A 00000001                    NBR ROWS, BLK CHGS

  0001 0000 SQ157 00000002 00000002                     WINNER

  HEURISTICS HEADER xxxxx HEURISTICS BUCKETS xxxxx
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Statistical Population Counting Report Field Descriptions

Keyword Description
CNTKR-B Count key range blocks. This is the number of pointers to lower

level blocks counted in the index scan range. The first and last
pointer have been eliminated because the portion of entries in
these blocks within the scan range is unknown. NOT ENOUGH
ENTRIES AT THIS LEVEL indicates less than three pointers
were counted. If more than one index has this message counting
proceeds to the next lower level to obtain a more accurate
estimate.
At level 0, this is the actual number of rows counted.

GRP - OR group number An OR group consists of predicates joined by AND. Statistical
population counting is performed separately for each OR group.

HEURISTICS
HEADER and
BUCKETS

When level 0 is counted, the key ID of the winning index is saved.
Before counting level 0, a search is made for a heuristic record
where the same index has been selected 8 out of the last 10 times
level 0 was counted. If found, that index is used and level 0 is not
counted.
The "header" data identifies the query. The "buckets" data
contains the last 10 winning key-IDs.
Heuristic records are only kept for requests that uniquely identify
a query in the User Information Block. This is done when the FOR
statement is used. If you would like to use heuristics for call-level
requests, uniquely identify each query in the first 29 bytes of the
User Information Block and place a valid packed decimal number
in the last three bytes. For FOR statements, this number identifies
the date of compilation because the query could have changed
significantly in a new compilation.
Note: For  programs, a query for a FOR statement might use the
compilation date or part of the compilation date to identify this
compilation of a query. If the program is recompiled, the query
could change significantly and the compilation date or part of the
compilation date could be used in the UIB to make it unique.

KNAME Name of candidate index. Some indexes may have been
eliminated in the population independent phase and not appear
here. Also, candidate indexes can be eliminated at a level and not
be recounted at lower levels.
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LOW EST and HIGH EST The low and high estimates. The variance of the statistics used
for estimation are used to give a low and high estimate. A winning
candidate index has a high estimate that is lower than all other
candidate's low estimate.
The estimated cost is the sum of the number of index blocks,
changes in data area blocks, and temporary index cost.
Temporary index cost is computed as one per 10 rows indexed,
plus one per 2 rows read from the temporary index, unless
retrieval is from the temporary index.
The FST (FOR FIRST) value may limit the number of rows
read from the temporary index, or from the permanent index for
candidate indexes not requiring a temporary index. It does not limit
the rows read from a permanent index while building a temporary
index, unless the FOR ANY option is specified.
At level 0, since an exact count has been made there is no range.
The number in the LOW EST column is the number of data block
changes encountered during the count, except when WINNER or
ELIMINATED appears on the right. Then, it is the total estimated
cost.

LVL Index level counted. Statistical population counting begins with
the top level of the index, which is level 1 in this case. If a winner
cannot be determined, counting is repeated at the next lower level
where a more accurate count can be made.

(TINDX) Estimated cost of building a temporary index. If some, but not all,
candidate indexes require building a temporary index, this cost
is included in the total estimated cost shown in the low and high
estimate columns.

Optimizing CA Datacom/DB Performance
  offers a number of facilities for optimizing performance and tuning  to the processing needs of your organization. The
following optimization techniques are available to you:

  

Buffer Allocation

Ensuring proper buffer allocation is the single most important function in tuning . The purpose of the buffers is to attempt
to have the information requested in memory at the time of the request. There are universal buffer pools for the Index
Areas and data areas and Directory (CXX), and specific buffers for various  options. For example, the User Requirements
Table parameter SEQBUFS= specifies buffers used for read-ahead sequential processing. You can dynamically add or
delete Index Area or data buffers to the system (see the following section).

The specific purpose of each buffer is described in Modifying MUF Startup Options and Customizing the CA Datacom/DB
Environment.

The guidelines for specifying each parameter are generalized since each situation is unique and often requires
experimentation. If you have followed the guidelines and performance is not satisfactory, try increasing suspect buffer
allocations by no more than 5 or 10 percent. If performance improves, increase the allocation again by the same percent.
Repeat this until performance degrades or stays the same, and then back off the last increase.

Buffer requirements can change when new systems and tables are added. It is your responsibility to ensure
that  specifications match the actual environment at all times.

NOTE
 When increasing the MUF startup option TASKS, always review the DATAPOOL, FLEXPOOL, and SYSPOOL
values.
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 Adding and Deleting DATAPOOL and SYSPOOL Buffers 

The FLEXPOOL function is provided to allow you to dynamically add or delete index (IXX or DXX) or data buffers to the
system. 

To add one of these buffers,  simply acquires normal memory and builds the new buffer and, for each one, a BDE
directory to it. This new buffer is chained into the normal buffers of the same type. If  runs out of memory during the
addition of these buffers, as many as are possible are added.

The new buffers have no performance differences to buffers provided during the startup of the Multi-User Facility (MUF) .
Each has 20 to 100 bytes of additional memory to control them. Permanent and FLEXPOOL buffers, by type, are
interchangeable.

A delete command takes away buffers that were added. This includes buffers that were added with DBUTLTY or console
FLEXPOOL add statements, or buffers that were built because of a FLEXPOOL MUF startup option of the same type.
Permanent buffers (as defined by the MUF startup options SYSPOOL and DATAPOOL) cannot be deleted with the
FLEXPOOL function.

During the delete of buffers, any buffer selected for deletion that is doing an I/O is waited on, one with a write pending is
written, and one held is waited on. The function remains active during this waiting, as necessary.

The function generates one console message indicating the action and the results: DB00606I - FLEXPOOL ADD/
DELETE IXX/DXX/DATA nnnn, NOW TOTAL nnnn FLEXPOOL nnnn . This message is displayed on the DBUTLTY
report to indicate the status of the request.

In the message, the first nnnn is the number of buffers that were actually processed. During an add, if it does not match
the users request, then insufficient memory prevented additional buffers. During a delete, if it does not match, then all
FLEXPOOL buffers have been deleted and the number is how many are processed with this delete. For example, if only
five FLEXPOOL buffers exist for the high-level index and the user requests deletion of 9999, the first number printed is 5.

The second nnnn in the message is the total number of buffers for this type after the command is processed. The
third nnnn is the current number of FLEXPOOL buffers (they are included in total). If a user simply wanted to see the
current counts, a FLEXPOOL add or delete of 0 to the desired buffer class provides the information.

NOTE
 The total buffers by type are those buffers for general use. They do not include any special data buffers added
for sequential processing or buffers in alternate buffer pools.

Alternate Buffer Pools

The Alternate Buffer Pool feature allows you to define at MUF startup from 0 to 99 special buffer pools for IXX, DXX
and data. Each of these pools has a user set, dynamically changeable number of buffers. You can use these pools to
segregate certain databases or areas. This can help performance in two ways.

You can use these for critical or high priority data, especially if the working set of data is small. Conversely you might want
to segregate low priority data to these pools leaving normal pools free for more important work.

Be careful about stealing resources from one kind of buffer pool to give to another buffer pool. You might impact more
than you think when moving resources around. You might speed up something more than you intended and slow down
what you did not intend. Take great care in the planning and execution of building these buffer pools to minimize the
impact of what you are attempting to tune for better or worse performance.

Alternate Buffer Pools by nature add complexity to the environment, so you should carefully study their effects before
implementing them in a production MUF. You can change whether and which databases and areas use alternate buffer
pools without cycling MUF, but it will require a complete close of the database involved. Separate statistics are maintained
for each of the Alternate Buffer Pools to assist in their tuning. These can be examined through the Dynamic System Table
MUF_BUF_USE and through the EOJ report.

For details about specifying alternate buffer pools, see BUFFER_POOL_CONTENT and BUFFER_POOL_DEF, and for
BUFFER_POOL_COUNT, see Modifying MUF Startup Options.
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Optimizing Sequential Processing

 Multi-block Reads 

In a batch environment,  can exploit the sequence of records in a data area by doing multi-block reads. This type of
data reading occurs when an application uses the  GETPS command or the GETIT command to retrieve records. (The
Compound Boolean Selection Facility does not use the GETIT command.) Multi-block reads can greatly reduce the
number of Execute Channel Programs (EXCP) required to read a table.

Sequential block read-ahead with the GETIT command comes in two forms: Index sequence and physical block
sequence.

• Index sequence has more overhead, scanning the Index Area for the blocks to read, but it rarely does wasted I/O.
Index sequence usually performs better after maintenance has been done (adding and deleting records) using the
Native Key and when using another key.

• Physical block sequence has lower overhead because it reads ahead assuming the next set of physical blocks relative
to the current block. If the next record is not in these blocks, the read was not valuable.
Physical sequence usually performs better immediately after the area is reorganized using the Native Key.

 Controlling the Number of Blocks Read 

You control the number of blocks read in a single channel program by the SEQBUFS= parameter in the User
Requirements Table (URT).  uses double buffering, so specifying SEQBUFS=4 allows two data blocks to be used for each
I/O request. (See Entry Macro (DBURTBL).)

The double buffering technique is designed to optimize read access by starting the I/O for the next set of blocks while
accessing the current set. When running optimally, the application task has little wait time waiting on an I/O completion.

In addition to controlling the number of buffers, the SEQBUFS= parameter in the URT specifies the type of buffer to be
used. Specifying unsigned numbers in the range 2 through 128 causes that many sequential data buffers to be allocated
and dedicated for the reading ahead for this one task through this one User Requirements Table table entry. Specifying
negatively signed numbers in the range -2 through -128 indicates the number of normal data buffers to use for reading
ahead.

 Using Sequential Buffers 

Using sequential data buffers ensures that this job has less impact on other running applications, such as CICS. By
reading the blocks into sequential buffers, the current information in normal data buffers is not overlaid with this one
sequential table's data. It also ensures that the data blocks read are still in memory when the job is ready to access the
records. The sequential buffers are optimized for read access, not write I/O. Write-pending is limited to one half of the
sequential buffers in the current group because the other half is being used to read the next set of blocks.

 Using Normal Data Buffers 

Using normal data buffers uses less memory. It allows write-pending optimizing because the larger normal data buffer
pool allows more write-pend potential, rather than being limited to one half the sequential buffers for one table. If data
is not accessed in Native Key sequence, the larger normal data buffer pool offers more chances for keeping blocks in
memory which can be used for later records which could reduce I/O activity. The primary reason against use of normal
data buffers is that they are shared by multiple running tasks. The read-ahead done for one table can be overlaid by other
tables before it is used. This can cause wasted I/O because the blocks have to be reread.

 Data Area Organization 

If sequential processing is a high priority, reorganize your data areas periodically. This restores the native sequence of
the area which can become corrupted by maintenance commands. DBUTLTY function OLREORG is a way to reorganize
data by native key for a given table. OLREORG does not require that the area be taken off line. You can even set your
REFGROUP to match your SEQBUF specification divided by 2 for optimizing read ahead efficiency.

 Blocked GETITs 
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To further enhance sequential processing,  offers an option for reducing the overhead associated with region-to-region
communication. When issuing GETIT commands, a program can request that multiple records be returned to the
application program region for each call to the MUF region. This option is specified through the User Requirements Table
and is known as blocked GETITs. After a block of records is returned to the application program region, the records are
deblocked. Then  returns them to the application program one at a time as GETIT requests are made. No SVC calls are
issued to the MUF and there is no need to wait for the MUF to satisfy the request until the GETIT block is exhausted.

This option does not change the way records are updated. Any maintenance request calls the MUF region. Also, as
records are read for exclusive control, all records returned to the application region are placed under exclusive control.
If a large number of records are returned, you may need to modify the MUF startup option to allow tasks more exclusive
control events, or you can use the URT parameter GBMAXR= to limit the number of records returned. (See Entry Macro
(DBURTBL).)

To retrieve all of the records for an area in an unspecified sequence, use the GSETP/GETPS commands. This method
is faster than using the GSETL/GETIT commands since it does not read the index and it reads the data area in physical
sequence. Sites which use GETPS will want to make sure DATAHU (Data High Used Mark) is set to yes. For more
information about DATAHU, see CXXMAINT (Maintain Directory).      

Data Contention

There are several types of data contention which can occur in . One is caused by the secondary exclusive control of
logical data rows by  for transaction backout. Another is the result of two user programs requiring exclusive control of the
same record.

If you are using the SQL access, you can use two types of control. You can choose an isolation level, user or shared,
which determines how records you access are locked. Or, you can use a LOCK TABLE command, which locks a table
with your choice of shared or exclusive lock.

 Secondary Exclusive Control 

Transaction backout can result in contention for logical data records. This is usually a problem with long running batch
programs and can be a problem in online applications if many tasks are updating a small set of rows concurrently.
Performance problems with transaction backout are the result of secondary exclusive control.

Secondary exclusive control is the enqueing of logical records that takes place when a transaction backout task issues
a maintenance request. When a transaction backout batch job updates rows, these rows are not available to any other
task until the batch job has finished or taken a checkpoint. If another task issues an update read for a row updated by this
batch job, then that task must wait for the batch job to complete or checkpoint. This means an online processor may have
to wait for a batch job to finish.

Another example of a contention problem is an application with a single control row with a control number. Each online
process reads this row to get the next control number, increments the number, and updates the control row with the new
number. If the tasks have transaction backout specified and the control row is in a table that logs,  single threads these
online processors because of transaction backout secondary exclusive control.

Problems like these are usually easily resolved once identified. Since identification of an existing problem is sometimes
difficult, consider these problems during the design process of the applications. In the case of a batch program,
use periodic checkpoints to reduce the contention problem if the data areas are updated concurrently by multiple
tasks. See the discussion about the SQL COMMIT statement in the Using SQL page and the COMIT command in
the Programming page.

Resolving the control row problem (or any problem involving the updating of a small set of rows by multiple tasks) may
require a design change in online processing or not logging the control row table. If a table is not logged there can be no
secondary exclusive control conflicts for rows in the table.

The Statistics and Diagnostics Area report provides statistics on the number of times there was a conflict due to
secondary exclusive control (SECONDARY E/C CONFLICTS) and on the number of times one task had to wait on the
completion of another task due to secondary exclusive control (TASK COMPLETION WAITS).
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Secondary exclusive control of deleted or updated records through a key value change is only supported when a data
area is loaded with the URI option. (See Internal Row Identifiers for details on the URI option.)

 Primary Exclusive Control 

The problems with conflicts between requests for a row to update are not as severe as those with transaction backout.
These are usually problems associated with online applications. To obtain primary exclusive control, the waiting task does
not have to wait until the task with the row terminates. In the Statistics and Diagnostics Area system statistics report, there
are statistics for exclusive control conflicts that indicate if a problem exists. Problems with contention for rows of this type
are best addressed in the design of the application.

 SQL Isolation Levels 

The user (U) isolation level poses no data contention problems. It imposes no locks on the data and hence there are no
costs associated with acquiring this lock. It can only be used when doing read-only processing and when the currency
of the data accessed is not critical. In CICS, the user isolation level enables a cursor to stay open across transaction
boundaries.

The cursor stability (C) isolation level acquires a shared lock on rows unless the program includes a DELETE or UPDATE
WHERE CURRENT OF cursor-name statement. In this case, rows are accessed with an exclusive lock. This exclusive
lock is dropped on a subsequent access (unless the row was updated), a COMMIT, or a ROLLBACK.

The Repeatable Read (R) isolation level acquires a lock on the set of rows that the cursor defines. After acquiring the lock,
it proceeds similar to cursor stability. With the lock in place, no other task can add, delete, or update rows defined by the
lock.

 Using Table Locks in SQL 

With SQL, you can lock a table using the LOCK TABLE command. With this command, you can choose to lock the table
with a shared lock or with an exclusive lock. The shared lock allows other programs to acquire shared locks on the rows
but does not allow exclusive locks until the shared lock has been released. Acquiring a shared lock on a table ensures
that the data you access is current and is not going to be updated while you are accessing it. This leads to data contention
for those programs that want to update that table while it is locked. They have to wait until the shared lock is dropped,
which occurs when a COMMIT or a ROLLBACK is executed.

Acquiring an exclusive lock on a table, ensures that you can update the table without interruption or concern of a
deadlock. This lock results in data contention for any program wanting to access (read or update) the table until the lock is
dropped, which occurs when a COMMIT or ROLLBACK is executed.

Data Set Placement

 General  

When selecting DASD volumes for , take these facts into consideration:

 

• z/OS operating system RESERVEs occur at the volume level for update activity to the VTOC and to OS catalogs. We
recommend that  data sets not be placed on catalog volumes that experience such frequent system or cross-system
RESERVEs that could affect  performance.

• There are a finite number of I/O paths to any given volume. For higher levels of concurrent access, place index areas
on different volumes than the data areas they index.

• Databases typically grow in size over time. Ensure there is adequate free space remaining on a given volume to allow
for growth. 

 Log Area Considerations 

All update activity to the databases of the MUF must be written to the  log area (LXX), so the log can be a bottleneck in
processing. For best performance it should be placed on a volume with little or no other I/O activity.
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If possible, do not place the log area on the same physical device as a data or index area associated with the MUF. Co-
location could reduce the ability of the site to recover after the failure of the physical device containing both data areas
and the log area.

 Index and Data Areas 

When possible do not place an Index Area on the same volume as the data area it serves. Co-location could impact
performance and complicate recovery if the volume becomes unusable.

 Monitoring data set I/O 

The Dynamic System Tables can aid you in determining the most efficient data set placement for your site. Query the
MUF_AREA_STATS Dynamic System Table. If I/O events on a given volume are disproportionately large, consider
rearranging the data sets across volumes to reduce the disparity.

Establishing an I/O Subtask (z/OS)

If you specify the MUF startup option IOTASK value as anything other than zero (the default), the MUF gets that number
of subtasks to use for I/O. A subtask can then perform much of the I/O processing and free the MUF main task to process
other  functions while the I/O is being initiated or completed. This results in performance gains through asynchronous
processing of MUF functions and the initiation of I/O operations.

 Note: SMP mode is the complete solution to multiple processor support. Because it has a variable kick-in value, its
overhead is more in control than the limited and fulltime I/O task processing. It is usually better for users of SMP tasks
to set IOTASK 0 (zero) to allow the SMP tasks to do their own I/O. An exception to this rule might be when you run in
SRB mode for zIIP support. In this case it may be better or worse to have IOTASK other than 0. If you do not have time to
monitor and experiment which is better with your configuration, set IOTASK 0.

 Multiple Processors 

If multiple processors are available, these subtasks can be scheduled by z/OS to execute on one of the other processors
while MUF is processing.

 Single Processor 

Even in a single processor environment, performance increases may be seen since more than one dispatchable unit is
available for z/OS to schedule. This allows such things as page-faults to overlap between I/O and MUF processing.

 Setting 

With the MUF startup option you set the maximum number of tasks and the number to be actively usable. Generally, one
number is specified which is both the maximum and the usable.

 Changing 

You can use the IOTASK console command to change the number of usable tasks from 0 to the maximum. This is
provided to allow tuning in real time.

 

Program Abnormal Termination
When a program terminates normally,  sends a close request to the Multi-User Facility and returns control to the operating
system. If the program terminates abnormally, one of two possible events occurs:

Any resources that were being held for the abending task remain allocated until the Multi-User Facility notices the missing
user. The Multi-User Facility looks for missing users:
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• When a  program is initiated.
• When a  program terminates normally.
• When the COMM function of DBUTLTY is executed.
• Every 2 minutes (z/OS only).
• At every program termination (z/VSE only).

When the missing user is discovered, the required termination processing for the task is accomplished.

If you are using an abnormal termination intercept and evaluation product, you must specify ABEND=NO to allow the
product to perform normally.

Handling I/O Errors
The following procedures should be set up and tested before you require them to ensure quick and correct resolution of
the problem in a production environment. The  unrecoverable I/O error return code 17 is almost always an indication of
device failure. As a standard part of any recovery procedure, the device should be properly checked out and serviced
before reuse.

  

Multi-User Facility and I/O Errors

The Multi-User Facility issues a return code 17 to user programs if the channel returns a head read/write error to . Return
codes 13 (002), wrong record length, and 13 (003), no record found, are generally not disk failures. They usually indicate
program error, JCL errors (the most likely), or data record corruption.

For each I/O error, a console message is produced. It provides the database, area name, DASD address, and type of
I/O (read/write). If an I/O error occurs when chaining multiple blocks together, an I/O is retried with each specific block.
For write errors, consider disabling the database from maintenance to reduce the possibility of new transactions updating
blocks that cannot be written.

Directory I/O Errors

The Directory must be initialized prior to a full restore. Restore the Directory (CXX) using the last backup copy created
by the DBUTLTY BACKUP AREA=CXX function. If the error is for one specific database, that database can be purged
without reading its data by using DBUTLTY OPTION=PURGE,DBID=n.

Index Area Load I/O Errors

When there is a Index Area I/O error while loading a data area, you must reload the data area after allocating and
initializing a new Index Area.

CBS Temporary Index I/O Errors

An I/O failure on a temporary index created by the Compound Boolean Selection using the value for the dbid parameter
of the MUF startup option CBS, requires the closing of all User Requirements Tables. Also, all Accounting tables must be
closed and the Multi-User Facility must be terminated. Allocate and initialize a new Index Area before opening the tables
to resume processing.

Temporary Table Manager I/O Errors

An I/O failure on the Temporary Table Manager (TTM) requires the closing of all online SQL User Requirements Tables.
Also, all SQL processing must end and the Multi-User Facility must be terminated. Initialize and null load a new TTM
before opening the tables to resume processing. See Creating and Maintaining the Temporary Table Manager Area for
details and correct sequence of action.
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Data Area Load I/O Errors

If there is an I/O error from the data area during a load, allocate and initialize a new data area and reload using the new
data area.

Index and Data Area Access I/O Errors

Recover the lost data using the procedures described in Using Recovery.

Log Area I/O Errors

When there are I/O errors to the Log Area, no further I/Os to the Log Area are attempted. Any request for log services
receives a return code 38. The Multi-User Facility has to be canceled through the operating system. You should start
up the Multi-User Facility with the ACCESS option set to OFF for all databases to allow you to spill the Log Area. If this
is successful, do the spill, then terminate the Multi-User Facility with the DBUTLTY COMM EOJ command, perform the
DBUTLTY INIT AREA=LXX function, and start the Multi-User Facility with options set for normal processing.

If the Multi-User Facility restart also gets an I/O error on the log, then data loss has occurred. Currently running
transactions cannot be completed forward nor rolled back. Data entries, index entries, or both for the uncommitted
transactions may or may not be on disk. Also, the data entries, index entries, or both for recent committed transactions
may or may not be on disk. To continue, you may need to perform a DBUTLTY RETIX function on every open area to
prevent return codes 04 or 12 due to mismatched data and index entries. Failure to perform the RETIX function can cause
later physical backups to find records that index search commands cannot now find.

To allow for future forward recovery, back up all open areas (use physical sequence with record IDs). Without the log data,
forward recovery from old backups would not be valid. Before enabling the Multi-User Facility, you must initialize the Log
Area and then perform the DBUTLTY RESET AREA=CXX function to clear open counters and flags in the Directory.

Recovery File I/O Errors

When processing with an active Recovery File (RXX), a Recovery File I/O error is critical. When this occurs, the Multi-
User Facility does not process requests requiring logging. This includes closing User Requirements Tables. To resolve this
condition:

1. Run the COMM OPTION=CANCEL function of DBUTLTY.
2. Initiate the Multi-User Facility with a new Recovery File.

The Multi-User Facility restart process indicates the incompleted cycle number (see message DB13011E RECOVERY
SPILL ACTIVE AT TIME OF SYSTEM CRASH, CYCLE nnnnnn INCOMPLETE. Execute the RXXFIX function of
DBUTLTY to copy the completed cycles to a new Recovery File without the last partial cycle.

If an I/O error occurs during a spill to the Recovery File when running the SPILL function of DBUTLTY, mount a new tape
and restart the spill.

For more information, see Messages.

Statistics and Diagnostics Area I/O Errors

Statistics and Diagnostics Area (PXX) I/O errors are not considered critical. If a write error occurs,  ignores the error and
continues writing additional statistics past the bad spot. When a read error is encountered, the report is terminated.

Accounting I/O Errors

When an I/O error occurs on an accounting table, the Accounting Facility disables the subject table. When an I/O error
occurs on the PRM table, the Accounting Facility disables all accounting functions. See Using Recovery for recovery
procedures.
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Datadictionary Diagnostics
provides a variety of functions and utilities to help in problem determination.

WARNING
In most cases, do not use these functions or utilities unless directed to do so by Support.

Tracing Functions with the -SET Trace Functions

Under certain circumstances,  requests that you perform a -SET trace function.

The trace output is used by  to identify the internal processes that precede or accompany an abend, internal errors, or
unexpected results from a program.

You use the -SET transactions with the  DDUTILTY, DDUPDATE, and DDCFBLD utilities by inserting the transactions in
the job streams for these utility programs. Do not use these transactions with the  Utility (DBUTLTY).

Two -SET transactions turn on the trace facility and turn off the DDUPDATE reports.

Transaction Description
-SET RPOF Use the RPOF option to indicate to the DDUPDATE utility that

the detail reports usually generated during updates are not to
be generated. You can eliminate the generation of unnecessary
lengthy reports when you use this option.

-SET RPON Use the RPON option to turn the report option back on if it has
been set off previously in the run.

Use the following transactions only at the direction of .

Transaction Description
-SET ATON Traces Virtual Processing Environment (CAIVPE) calls. The trace

report is written to the SYSPUNCH/SYSPCH data set.
-SET ATOF Turns off this trace function.
-SET DBON Traces all  calls. The trace detail report is intermingled with report

lines.
-SET DBOF Turns off this trace function.
-SET ERON Creates a formatted dump of batch work areas only if an error

occurs. The trace report goes to the same output data set as the
report and is intermingled with report lines.

-SET EROF Turns off this trace function.
-SET MXON Creates a formatted dump of batch work areas. The trace report

goes to the same output data set as the report and is intermingled
with report lines.

-SET MXOF Turns off this trace function.
-SET URON Traces  Service Facility calls. The trace report goes to the same

output data set as the report and is intermingled with report lines.
-SET UROF Turns off this trace function.

Another -SET transaction is -SET CCn0 which is a CA internal requirement that every step in the product install needs
to have a condition code 0. If necessary, the -SET can be included multiple times in an input set of transactions so that
specific groups of transactions can be handled as needed. The -SET CCn0 transactions would have to fall between the
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-END and the next header transaction (-ADD, -DEL, and so forth) or prior to the first header transaction excluding the -
USR.

WARNING
Do not use the blanket SET CCn0 as a blanket reset of the condition code without prior knowledge if you think
the error can be ignored or not. Use extreme prejudice when using this set CCn0 option. If n is 0, the condition
code handling is reset to the standard processing.

Transaction Description
-SET CCn0 Sets the condition code of the job step to 0 if an error code causes

it to be set to n or less, where n can be 8, 4, or 0. If n is 0, the
condition code handling is reset to the standard processing.

Example

In the following example, the intent is to catalog a database that is known to get warning messages. The - SET CC40
transaction ensures that the external condition code is set to zero unless a more egregious error condition is detected.
The - SET CC00 returns to normal condition code processing for any following transactions.

-USR …

-ADD …

    .

    .

    .

-SET CC40

-UPD DATABASE,…

1000 CONNECT

-END

-SET CC00

    .

    .

    .

Use the - SET NTFn transaction if the occurrence specified in the header transaction is not found. This is useful if you
precede a set of - BTG or - ADD transactions with a - DEL/1000 OBSOLETE without knowing whether the structure
is there or not. Also, if there is a generic report included and you do not know if there are any occurrences meeting
the - RPT criteria. Again, there can be multiples of these transactions in a single execution to allow for cases where
occurrences must be present and others might or might not be in the same job step. The rules for inclusion are the same
as for the - SET CCn0.

Transaction Description
-SET NTFFn Sets the external condition code to n if the occurrence specified in

the header transaction is not found (NTF) where n can be 8, 4, or
0.

Example

In the following example, the - SET NTF0 ensures that the external condition code is set to zero if the occurrence to be
deleted is not found. The - SET NTF8 returns the condition code processing to normal for the remaining transactions.

-USR …

-SET NTF0

-DEL …

1000 OBSOLETE

-END
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-SET NTF8

    .

    .  

    .

Listing/Dumping  HSD Contents (DDBDULM)

The Block Data Utility batch program (DDBDULM) produces a listing of the names in the library that are in the  High-
Speed Directory (HSD) file or a dump of a HSD file member. The dump resembles a core dump.

When to Use DDBDULM

Use this program only at the direction of Support. Support personnel may request the information produced with this
program when you report a problem with the HSD File.

How to Use DDBDULM

Execute the Block Data Utility program with a control statement to specify the type of report required and the parameters
for the report. If you format the control statement incorrectly, you receive an INVALID CONTROL CARD message. Format
the control statement as follows:

Starting Column Value Description
1 FUNC= Required keyword.
6 DUMP

or
INDEX

DUMP
Prints a snap dump of one member of the
HSD File. When the DUMP function is
specified, a "from" statement is required.
See the following chart.
INDEX
Prints a list of the names of the members in
the HSD File.

13 DBASEID= Required keyword.
21 nnnnn The DATACOM-ID of the  database.
27 FILETBL= Required keyword.
35 cccccccc The name of the  User Requirements Table

for the  databases. (See the URTBL=
parameter in DDSYSTBL and DDURTBL
Macros.)

From Statement

The following statement is required when the DUMP function is specified. If this statement is formatted incorrectly, an
INPUT READ ERROR results.

Starting Column Value Description
1 FROM= Required keyword.
6 name Member name to be dumped as shown on

the FUNC=INDEX report (see SAMPLE
Report: DDBDULM Index). If the specified
name does not exist, a READ ERROR
results.

Example z/OS JCL
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NOTE
Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.

 //jobname                   See preceding note.

 //stepname EXEC PGM=DDBDULM,REGION=1024K

 //STEPLIB                   See preceding note.

 //SYSPRINT   DD SYSOUT=*                Print output

 //SYSPUNCH   DD SYSOUT=*                Punch output

 //SNAPER     DD SYSOUT=*                Snap dump output

 //SYSUDUMP   DD SYSOUT=*                System dumps

 //SYSIN      DD *                       Input transactions

 FUNC=INDEX  DBASEID=00002 FILETBL=DDURT002

 -END

 /*

Sample Report: DDBDULM Index

The following is a portion of an index produced with the DDBDULM program.

092495150611                                 BLOCK DATA UTILITY

ATZ$DD ADM                                   091595100045   091595100045

ATZ$DD COP                                   091595100045   091595100045

ATZ$DD DIS                                   091595100045   091595100045

ATZ$DD SEC ADM                               091595100045   091595100045

ATZ$DD UPD                                   091595100046   091595100046

CTD$DDMT2000                                 091595100035   091595100035

CTD$DDMT3000                                 091595100035   091595100035

CTD$DDMT3001                                 091595100035   091595100035

CTD$DDMT3002                                 091595100036   091595100036

CTD$DDMT3100                                 091595100036   091595100036

CTD$DDMT3101                                 091595100036   091595100036

CTD$DDMT3102                                 091595100036   091595100036

CTD$DDMT3103                                 091595100037   091595100037

CTD$DDMT3104                                 091595100037   091595100037

CTD$DDMT3110                                 091595100037   091595100037

CTD$DDMT3111                                 091595100037   091595100037

CTD$DDMT3200                                 091595100037   091595100037

CTD$DDMT3201                                 091595100037   091595100037

CTD$DDMT4000                                 091595100037   091595100037

CTD$DDMT4001                                 091595100038   091595100038

CTD$DDMT4002                                 091595100038   091595100038

CTD$DDMT4003                                 091595100038   091595100038

CTD$DDMT4005                                 091595100038   091595100038

CTD$DDMT4010                                 091595100038   091595100038

• At the top of the report
Date and time of the report.

• First column
Member names.

• Second column
Date and time the member was added.

• Third column
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Date and time the member was last updated.
• After the third column

You may see strange characters appearing after column 72 in the index report. These binary characters are valid data
and are displayed as stored in the data record. This data can be useful information in debugging, it is not "garbage."
Always look at the SYSPRINT/SYSLST file to find messages or data. The return code displayed is always zero. Also
note that the input (SYSIN) is not echo-printed in the SYSPRINT/SYSLST file; therefore, refer to your job source.

Listing/Dumping  DDD Contents (DDDDULM)

The Data Definition Directory Utility batch program (DDDDULM) produces a listing of the names in the library that are in
the  Data Definition Directory (DDD) or a dump of the DDD-DATABASE database. The dump resembles a core dump.

When to Use DDDDULM

Support personnel may request the information produced with this program when you report a problem with the DDD.

How to Use DDDDULM

Execute the Directory Data Utility program with a control statement to specify the type of report required and the
parameters for the report. If you format the control statement incorrectly, you receive an INVALID CONTROL CARD
message. Format the control statement as follows:

Starting Column Value Description
1 FUNC= Required keyword.
6 DUMP

or
INDEX
or
DELETE

DUMP

Prints a snap dump of the Data Definition
Directory database (DDD-DATABASE).
When the DUMP function is specified,
a "from" statement is required. See the
following chart.

INDEX

Prints a list of SQL types, authorization IDs,
the SQL names of occurrences and their 
entity-type.

DELETE

(Use at Support direction only.) Allows
you to delete data from the DDD. A "from"
statement is required. See the following
chart.

13 DBASEID= Required keyword.
21 nnnnn The 5-digit DATACOM-ID of the DDD-

DATABASE database.
27 FILETBL= Required keyword.
35 aaaaaaaa The 8-character name of the  User

Requirements Table for the  databases.
(See the URTBL= parameter in DDSYSTBL
and DDURTBL Macros.)

From Statement

The following "from" statement is required when the DUMP or DELETE function is specified. If a statement is formatted
incorrectly, an INPUT READ ERROR results.

 1045



 CA Datacom Administrating

First Line

Refer to the description of the data in the index report (see Sample DDDDULM Index Report) to determine how to locate
the values mentioned below.

Starting Column Value Description
1 F= Required keyword.
3 type The 3-character SQL type for an

occurrence as shown on the index report of
the DDD-DATABASE. If the specified type
does not exist, a READ ERROR results.

6 authid The AUTHID as shown on the index report.
38 sqlname The SQL name for an occurrence as shown

on the index report.
70 ddtype The 3-character  entity-type for an

occurrence as shown on the index report.

Second Line

Refer to the description of the data in the index report to determine how to locate the values mentioned below.

Starting Column Value Description
4 ssss The 4-digit statement ID translated from

the value as shown on the index report in
hex on line 2 in column 4 as a 4-byte binary
field. Only needed if deleting or dumping
the  entity-type STM.

33 second
sqlname

As shown on the index report. Only needed
if deleting or dumping the  entity-type TBL.

65 dbid and
sequence
number

As shown on the index report in hex. This
value is usually 00002001 or is in the
general format of xxxxxyyy where:
xxxxx is the 5-digit DATACOM-ID of the
database.
yyy is a 3-digit sequence number. (Note:
DELETE processes ALL occurrences,
regardless of the SEQ number.)

Example z/OS JCL

NOTE
Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.

 //jobname                   See note above

 //stepname EXEC PGM=DDDDULM,REGION=1024K

 //STEPLIB                   See note above

 //SYSPRINT    DD SYSOUT=*                  Print output

 //SYSPUNCH    DD SYSOUT=*                  Punch output

 //SNAPER      DD SYSOUT=*                  Snap dump output

 //SYSUDUMP    DD SYSOUT=*                  System dumps

 //SYSIN       DD *                         Input transactions

 FUNC=INDEX  DBASEID=00015 FILETBL=DDURT002

 -END
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 /*

Example z/VSE JCL

NOTE
Use the following as a guide to prepare your JCL. The JCL statements are for example only. Lowercase letters
in a statement indicate a value you must supply. Code all statements to your site and installation standards.

 * $$ JOB ...

 * $$ LST ...                See note above

 // JOB name

 // EXEC PROC=procname

 // EXEC DDDDULM,SIZE=600K

 FUNC=INDEX  DBASEID=00015 FILETBL=DDURT002

 -END

 /*

 /&

 * $$ EOJ

Sample DDDDULM Index Report

The following is a portion of the report produced with the DDDDULM program.

092995165741                                       BLOCK DATA UTILITY

 T  AUTHID                          SQLNAME                            T

    2ND AUTHID                      2ND SQLNAME

                                    DATE ADDED       DATE CHANGED

RELJONES                            DDAPSYNONYM01T                    SYN

   JONES                            DDAPTABLE01

                                    080488133649     O80488133649

RELJONES                            DDAPSYNONYM01V                    SYN

   JONES                            DDAPVIEW01

                                    080488133651     O80488133651

RELJONES                            DDAPTABLE01                       TBL

                                    080488133645     O80488133645

RELJONES                            DDAPTABLE02                       TBL

                                    091592102846     O80588102846

RELJONES                            DDAPVIEW01                        VEW

                                    080488133648     O80488133648

RELJONES                            DDAPVIEW02                        VEW
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                                    091592102850     O80588102850

RELPUBLIC                           A1                                TBL

                                    080488094533     O80488094533

RELPUBLIC                           A2                                TBL

                                    080488094834     O80488094834

RELPUBLIC                           TESTDEC                           TBL

                                    080488123129     O80488123129

SRCPUBLIC                                                             VEW

   PUBLIC-DDAPVIEW02

                                    091595102850     O80588102850

• At the top of the report
Date and time of the report.

• T
The SQL type.

• AUTHID
The authorization ID which owns the object.

• SQLNAME and 2ND SQLNAME
For synonyms, two SQL names are printed. The first is the SQL name for the synonym and the second is the SQL
name for the object of the synonym. The second name is followed by the date and time the member was added.
For objects other than synonyms, the SQL name of the object is printed, followed by the date and time the member
was added.

• DATE CHANGED
Date and time the occurrence was last updated.

• T
The  entity-type of the occurrence.

• To the right of each entry
You may see strange characters appearing after column 72 or in columns 4-8 on the second line of the index report.
These binary characters are valid data and are displayed as stored in the data record. This data may be useful
information in debugging, it is not "garbage."
Always look at the SYSPRINT/SYSLST file to find messages or data. The return code displayed is always zero. Also
note that the input (SYSIN) is not echo-printed in the SYSPRINT/SYSLST file; therefore, refer to your job source.

Sample DDDDULM Dump Report

The following are sample control statements to produce a dump with the DDDDULM program.

FUNC=DUMP   DBASEID=00015 FILETBL=DDURT002

F=COLBROGR02                         GLB2003                         FLD

                                                                00002001

-END

In addition to the displayable data referred to by the column headings in the output of an index report, binary data is also
included. If you display the SYSPRINT/SYSLST in HEX-MODE, notice binary characters halfwords and fullwords not
described by the column headers. These are as follows:
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• On the second line of output for a single record, columns 68 and 69 contain a halfword DATABASE-ID and columns
70-73 contain a fullword SEQUENCE-NUMBER.

• Use these values to fill into column 65 at line 2 of the F= data when running this utility with FUNC= DUMP or DELETE.
When the  type on the row is STM, the second line contains a binary statement ID. Column 4 in the second line, for a
fullword (4-bytes) contains the statement ID in HEX-MODE.

• The statement ID can be converted from 4-byte binary to character for placement in column 4 of the second line of
the F= on FUNC=DUMP or DELETE. If this statement is from a Db2 mode PLAN, the statement ID can be converted
to character by the following process: convert the first halfword and the second halfword separately and add the two
values together to get the actual statement ID.

The following is a sample dump produced with the DDDDULM program.

072293093815                                        BLOCK DATA UTILITY                                       

 0001

 T  AUTHID                         SQLNAME                          T

    2ND AUTHID                     2ND SQLNAME

                                   DATE ADDED     DATE CHANGED

0000   0000C3D6 D3F14040 40404040 40404040   40404040 40404040 40404040 40404040    *  COL1                  

        *

0020   4040C3D6 D3F14040 40404040 40404040   40404040 40404040 40404040 40404040    *  COL1                  

        *

0040   40400004 00000001 00020000 00000000   00C3D5E2 00010001 D5E84040 40404040    *                 CNS   

 NY      *

0060   40404040 40404040 40404040 40404040   40404040 40404040 40404040 40404040    *                        

        *

0080   40404040 40404040 40404040 40404040   40404040 40404040 40404040 40404040    *                        

        *

00A0   40404040 40404040 40404040 40404040   40404040 40404040 40404040 40404040    *                        

        *

00C0   40404040 40404040 40404040 40404040   40404040 404000D5 00000000 00000000    *                       N

        *

00E0   0000C3D6 D3F24040 40404040 40404040   40404040 40404040 40404040 40404040    *  COL2                  

        *

0100   4040C3D6 D3F24040 40404040 40404040   40404040 40404040 40404040 40404040    *  COL2                  

        *

0120   40400004 00000006 00020000 00000000   00C3D5E2 00010001 D5E84040 40404040    *                 CNS   

 NY      *

0140   40404040 40404040 40404040 40404040   40404040 40404040 40404040 40404040    *                        

        *

0160   40404040 40404040 40404040 40404040   40404040 40404040 40404040 40404040    *                        

        *
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0180   40404040 40404040 40404040 40404040   40404040 40404040 40404040 40404040    *                        

        *

01A0   40404040 40404040 40404040 40404040   40404040 404000D5 00000000 00000000    *                       N

        *

Report Comparing DATA-DICT Prior to Upgrading

DDSDCLM Processing

The DDSDCLM performs two functions:

• Reads the DATA-DICT DATABASE Structure in PROD status at your site. The DDSDCLM compares selected
information regarding the structure to the information provided in the module created and delivered by  that reflects the
minimum expected structure.

• Reads all PRODuction and TEST occurrences of certain entity-types and edits them from compliance with current
requirements.

The processing performed by DDSDCLM is as follows:

1. Reads the SYSIN input file and processes the following records:
a. The first record in the SYSIN file must be a standard USR transaction unless the  System Resource Table

(DDSYSTBL) indicates that the external security system User ID is used. This transaction is processed as
described for all other  batch utilities. The user-specified in the USR transaction must have DDADMIN authority or
processing does not proceed.

b. The records described in this section are optional.  One additional SET transaction is accepted for this utility which
is formatted as follows:
• Bytes 1-4 contain -SET.
• Byte 5 is blank.
• Bytes 6-9 contain Warning Messages OFF (WMOF) specifies that messages indicating differences in the

structures that are not incompatible with a valid structure but are not part of the standard installation will not be
printed. These are messages that indicate such things as additional tables in the database, additional keys or
elements not in the standard structure, and additional columns not in the standard structure. All of these could
indicate that you have implemented user-defined extensions. The default is to print these messages.

c. The final record must be a DDSDCLM transaction that is formatted as follows:
d. Comparator Transaction

-SDC vvv,stat

• Bytes 1-4 contain - SDC
• Byte 5 is blank
• Bytes 6-8 contain the version identifier of the DATA-DICT structure being processed (for example, 140, 120,

121)
• Byte 9 is, optionally, a comma
• Bytes 10-13 are, optionally, the Status of the DATA-DICT Database Structure to be processed (for example,

PROD, T001, and so forth). If not provided, the default status is PROD. History versions are not allowed.
e. Verifier Transaction

-SDC VERIFY

• Bytes 1-4 contain -SDC
• Byte 5 is blank
• Bytes 6-11 contain VERIFY
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2. For the Comparator Transaction, the following processing is performed:
a. Loads the Basis module corresponding to the version identifier specified in the DDSDCLM transaction. For

example, if the DDSDCLM transaction contained 140, then DDSDCLM attempts to load module DD140SD. If the
load fails, an error message is printed describing the problem. For more information, see Messages.

b. Reads the DATA-DICT database structure in PRODuction status in the MUF accessed based on the DBSIDPR
module used. DDSDCLM reads through the entire DATA-DICT structure and reports on differences between your
DATA-DICT structure and the expected structure as defined by the Basis module.

3. For the Verifier Transaction, the following processing is performed:
a. Reads all occurrences of the following entity-types:

• AREA
• DATABASE
• CONSTRAINT
• ELEMENT
• FILE
• FIELD
• KEY
• PARTITION-COLUMN-VALUE
• SYNONYM
• TABLE
• VIEW

b. Verifies that each occurrence passes the edit requirements for the current release of .

SDC Message Identifier Format

The DDSDCLM generates messages. The Verifier Transaction generated the same messages used in the DDUPDATE
Batch Processor.

Message Identifier Format

Messages generated by DDSDCLM have the following identifier format:

DDSDCtnnnl

• DDSDC - Constant for all messages from DDSDCLM.
• t - Entity-type associated with the message or other generic messages:

– D - Database
– A - Area
– T - Table
– C - Column
– E - Element
– K - Key
– N - No specific entity-type associated
– G - General processing messages

• nnn - Numeric value unique within the set of messages defined by the first six characters.
• l - Error level:
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– I - Informational messages. No action required. Sets condition code to 00 if no other message levels are
generated.

– W - Warning messages. These are messages generated unless the - SET WMOF is used. If WMOF is set, then
these messages do not affect the condition code. If WMON is in effect, then the condition code is set to 04 if no
higher message level is generated.

– A - Attention messages. These are messages indicating there is an inconsistency in the structure that requires
user attention to correct. The condition code is set to 08 if no higher message level is generated.

– P - Processing messages. These messages indicate a failure that typically ends processing immediately. For
example, when an unexpected database return code is encountered during processing. The condition code is set to
16 and a snapshot dump may be taken.

Message Occurrence Names

Most messages have an entity occurrence associated with them. For FIELD, ELEMENT and KEY occurrences, the name
displayed consists of the occurrence name of the owning TABLE occurrence followed by a period (.) followed by the
occurrence name of the particular entity occurrence.

Message Values

Many messages are followed by two values separated by a slash (/) and contained within parentheses. The first value is
the local value and the second value is contained in the Basis.

Finalization

If any messages indicate that corrective action is required, restore the DATA-DICT production structure to a test status
and make the necessary changes. Once the DATA-DICT structure is determined as correct, copy the structure to
PRODuction status and use the DDCFBLD batch program - CXX BUILD function and the  DBUTLTY batch program
CXXMAINT DDPROD function to update the Directory (CXX).

Listing/Deleting  Orphans

Due to unexpected processing errors, instances may exist in the  Support Entity-types which do not have corresponding
entity-occurrences. The  Support entity-types are ALIAS, DESCRIPTOR, RELATIONSHIP, and TEXT. For example, a row
may exist in the ALIAS table, but the entity-occurrence referenced does not exist in the specific entity-type. These support
occurrences are referred to as "orphans".

A second type of orphan occurs when a processing error causes FIELD, KEY, or ELEMENT occurrences to exist without
the owning AGGREGATE occurrence (TABLE, RECORD, View, and so on). For example, executing  processing against a
MUF with the LOGRCV= Startup Option set to NEVER.

The following facility can report on and, optionally, delete these orphans. Use DDUTILTY or DDUPDATE like any other
report function to run the Orphan Report..

Request Format

The format of the header transaction is as follows:

►►─ -RPT ORPHANS,entity ─┬───────────┬────────────────────────────────────────►◄

                         └─ ,DELETE ─┘

• ,entity
(Required) Specifies the Support entity-type to be Processed. For descriptions of the various valid types, see the
following Report Content heading.
– Valid Entries:

ALIAS, DESCRIPTOR, RELATIONSHIP, or TEXT for an individual Support entity-type.
SUPPORT to process all Support entity-types.
ELEMENT, FIELD or KEY for orphans for AGGREGATE entity-types.
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AGGREGATE to process all orphans of the AGGREGATE entity-types.
– Default Value:

(No default)

Report Content

The report content is somewhat determined by the particular support entity being processed. Generally, the following data
is reported under the column headings shown here.

• Various:
– ALIAS

Refers to the ALIAS name.
– FIRST DESCRIPTOR

Indicates the first descriptor word in the row.
– RELATIONSHIP NAME

Refers to the RELATIONSHIP name.
– FIRST TEXT LINE

Indicates the first text line in the row.
– ELEMENT

Indicates the ELEMENT occurrence that is an orphan.
– FIELD

Indicates the FIELD occurrence that is an orphan.
– KEY

Indicates the KEY occurrence that is an orphan.
• ENTITY-TYPE

Refers to the entity-type of the occurrence owning the orphan.
• ENTITY-OCCURRENCE

Refers to the fully qualified occurrence name.
• VRSN

Indicates the version of the reported occurrence.
• MISC

Varies based on type (see the individual report formats that follow).

Report Formats

For sample report headers, see Sample Report Headers.

ALIAS Orphan Report

-RPT ORPHAN,ALIAS                                                       ;

-END                                                                       ;

ALIAS

       ENTITY-TYPE                      ENTITY-OCCURRENCE (QUALIFIED)                                     VRSN

 MISC

PHONE-BOOK

       PROGRAM                          PHONE-LIST                                                        0001

ROWS READ:            1694

ORPHANS FOUND:           1

ORPHANS DELETED:         0

          *****  END OF JOB - NO ERRORS  *****

DESCRIPTOR Orphan Report
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One row in the Descriptor Table (KWC) contains up to eight (8) descriptor words. Only the first descriptor word is printed.

-RPT ORPHAN,DESCRIPTOR                                                       ;

-END                                                                           ;

FIRST DESCRIPTOR

       ENTITY-TYPE                      ENTITY-OCCURRENCE (QUALIFIED)                                     VRSN

 MISC

PHONE

       PROGRAM                          PHONE-LIST                                                        0001

ROWS READ:              92

ORPHANS FOUND:           1

ORPHANS DELETED:         0

          *****  END OF JOB - NO ERRORS  *****

RELATIONSHIP Orphan Report

On the Relationship Orphan Report, the MISC column is used to indicate whether the missing entity-occurrence being
reported is the subject or object of the relationship.

-RPT ORPHAN,RELATIONSHIP                                                       ;

-END                                                                           ;

RELATIONSHIP NAME

       ENTITY-TYPE                      ENTITY-OCCURRENCE (QUALIFIED)                                     VRSN

 MISC

PGM-PGM-CALLS

       PROGRAM                          PHONE-LIST                                                        0001

 SUBJECT

ROWS READ:            3088

ORPHANS FOUND:           1

ORPHANS DELETED:         0

          *****  END OF JOB - NO ERRORS  *****

TEXT Orphan Report

On the Text Orphan Report, the MISC column is used to indicate when the reported text row is a "SHARED" pointer to text
stored under another occurrence.

-RPT ORPHAN,TEXT                                                       ;

-END                                                                       ;

FIRST TEXT LINE

       ENTITY-TYPE                      ENTITY-OCCURRENCE (QUALIFIED)                                     VRSN

 MISC

THIS PROGRAM GENERATES AN INTERNAL PHONE LIST BASED ON DATA IN THE CORPORATE

       PROGRAM                          PHONE-LIST                                                        0001

ROWS READ:             306

ORPHANS FOUND:           1

ORPHANS DELETED:         0

          *****  END OF JOB - NO ERRORS  *****

Using Dumps in Problem Determination
Various circumstances can occur during  processing that require a storage dump to be written. Operating system dumps
are caused by a region abend or an operating system option. They are initiated by the operating system function. By
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default  initiates an SVC dump during abnormal termination as opposed to a SYSUDUMP. If the request to take an SVC
dump returns an indicator that it was not successful, or if you specified DUMP_OUTPUT SYSUDUMP, a SYSUDUMP is
produced instead. This is written if a SYSUDUMP statement in z/OS, or SYSLST statement in z/VSE, is present in the job
step. In z/OS environments, the dump contains the region and control blocks. In z/VSE environments, the dump contains
the partition and supervisor control blocks.

also produces a SVC dump either in lieu of a PXX dump when the dump includes buffers, or when the
STOP_LOOP_HANG_1_FAIL option terminates the MUF. If this request to take a SVC dump is not successful, no
additional dumps are produced. When a dump is not produced, it might result in an inability to determine the root cause of
a problem. Two potential causes of dumps being suppressed are due to the following circumstances:

• Dump datasets are full
• SVC dump services are too busy

Action to take:

• Too small - Enlarge the dump datasets
• Too busy - Determine the offending process so that a SVC dump can be taken by .

dumps are either directed to a printer or placed on disk for subsequent printing depending on the option selected.

Most abnormal  return codes create a snap dump of the Master List. The dump is written to the Statistics and Diagnostics
Area. You can use the COMM OPTION=SNAP or the SNAP console command to have a Master List written to the
Statistics and Diagnostics Area. If you add the optional parameter BUFFERS, the Master List is produced with the
standard  buffer area. If the PXX dump was produced as a result of a SNAP request with BUFFERS, and 64-bit memory is
being used for the index buffers, an SVC dump is produced instead of a PXX dump.

The dump contains the  task area associated with the failing request. The task area contains the information about the
request communicated to  by the application program. If the problem is other than a user error, the dump also contains
information useful to Support. To print the dump, execute the REPORT AREA=PXX function of DBUTLTY.  When the
Multi-User Facility is restarted or the CLRPXX option of the COMM function is executed, the Statistics and Diagnostics
Area (PXX) is cleared. Therefore, you should print the contents of the Statistics and Diagnostics Area (PXX) if the data is
desired.

Optionally, you can direct PXX dumps to be sent to SYSOUT instead of the PXX by using the SYSOUT startup option. For
more information see SYSOUT.

Dumps Available

The dumps available from  fall into the following categories:

PXX Dumps

• Initiator:
or DBUTLTY COMM SNAP option

• Output Destination:
Statistics and Diagnostics Area (PXX), SYSOUT, or SVC dump

• Cause:
Return Code from

• Contents:
Master List and/or buffer listings

Snap Dumps (z/OS)

• Initiator:
or DBUTLTY COMM SNAPCSA option

• Output Destination:
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SNAPER DD

The contents varies depending on the cause:

• Cause:
Multi-User Facility abend

• Contents:id=060 dump (full region)id=001 dump (DBUTLTY SNAPCSA)
• Cause:

User application abend or DBUTLTY abend
• Contents:

id=060 dump (full region)
• Cause:

DBUTLTY return code
• Contents

id=020 dump (Master List and/or buffer listings)
id=060 dump (full region)

Snap Dumps (z/VSE)

• Initiator:
• Output Destination:

SYSLST

The contents varies depending on the cause:

• Cause:
Multi-User Facility abend

• Contents:
pdump of PSW and Register
pdump of partition

• Cause:
User application abend

• Contents:
pdump of PSW and Register
pdump of partition

• Cause:
DBUTLTY abend

• Contents:
pdump of PSW and Register
pdump of partition

• Cause:
DBUTLTY return code

• Contents:
pdump of Master List and/or buffer listings
pdump of partition

In a Single User in z/OS, unformatted dumps are written to the SNAPER data set.

Reading id=020 and id=060 Dumps

(z/OS only.) If the User Requirements Table has ABEND=YES specified, the dump produced on abnormal termination is a
dump with an identifier of 060. The id=060 dump contains a full region dump.
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Reading Snap Dumps for Duplicate Key Values

If  encounters a duplicate value for a Master Key for a table defined with no duplicate Master Keys or for a Unique Key
during the DBUTLTY LOAD function,  issues a return code 10 and aborts the run.

You have the option to specify LOADDUPS=YES in the LOAD command. This instructs  to load the duplicate values
and produce a snap dump of the first 500 duplications. A snap dump is also produced for duplications found during the
MASSADD and RETIX functions.

The following is a sample of a snap dump for a duplicate value (33333) for key ID 11:

JOB jobname          STEP STEP1           TIME 152622   DATE &SYSYEAR.&SYSDAYOFY.  ID = 020    CPUID =

 A33333119021   PAGE 00000001

PSW AT ENTRY TO SNAP    078D2000  0001C8DE  ILC  02  INTC 0033

-STORAGE

STORAGE DUMP FROM DATACOM/DB

0008E140                   0000000B F3F3F3F3    F3F0F0F0                              *         ....33333000 

          *

   .

   .

   .

JOB jobname          STEP STEP1           TIME 152622   DATE &SYSYEAR.&SYSDAYOFY.  ID = 020                  

         PAGE 00000002

                   DUMP INDEX

                  ----------

 DATA AREAS                                               PAGE NUMBER

-----------                                               -----------

AREAS RELATED TO TCB AT: 009F0BF0/....                    00000001

STORAGE AREAS ........................                    00000001

END OF DUMP

The key DATACOM-ID (in hex) is the first word, represented by 0000000B in the sample. In a CXX Report, find the page
for the table you are loading and locate the key ID in the section on keys in the table. If the dump is the result of running
the RETIX function, examine all the tables in the area that was specified for the key ID since it may be a shared key ID.
Alternately, you can create and run a  Indented Report to show the keys in the tables in the area.

The next word(s), starting with F3F3F3F3 in the sample, contain the value of the duplicate key.

Reading Statistics and Diagnostics Area (PXX) Dumps

You can use the REPORT OPTION=PXX function in DBUTLTY to produce a formatted dump of the Statistics and
Diagnostics Area (PXX). The dump contains information on the Master List, the buffers, or both, which also includes the
RWTSA control blocks and the  Request Trace Table.

The RWTSA portion of the dump contains information on the current tasks. The  Request Trace Table lists the requests
that have completed.

Reading the RWTSA Control Block

The RWTSA (Read/Write Task Storage Area) portion of the PXX dump contains information on the individual user tasks.
The request area is found at hex 100 into each RWTSA listing.

The task that causes the return code is identified by TASK-nnn, where nnn is the task ID, in the REASON-ERROR line on
the PXX dump. The task can be located by scanning the dump for DBRWnnnn, where nnnn is the task number.

The request area layout in the RWTSA is the same as the layout in the request area for an application. The layout is as
follows:
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RWTSA Request Area Format Without URI Option

RWTSA Request Area Format With URI Option

• Command Code
The command name specifying the operation to be performed.

• Table Name
The 3-character code name to identify the logical table being accessed. The table name is defined in the DATACOM-
NAME attribute of the FILE entity-occurrence in .

• Key Name
The 5-character alphanumeric name of the key being used. The key name is defined in the DATACOM-NAME attribute
of the KEY entity-occurrence in .

• Return Code
The  return code indicating the result of the request. For a complete description of return codes, see Messages.

• Internal Return Code
The code indicating the exact error for certain return codes.

• DBID
The identification of the database being used. The ID is defined in the DATACOM-ID attribute of the DATABASE entity-
occurrence in .

• Record ID
The record identification number returned by .

• Block Number
The block number returned by . If you are not using the URI option, the block number is part of the record ID.

Locating the Task

Use the following steps to find the RWTSA information in a PXX dump.

1. Locate the task listed with the return code from the title on the PXX dump (that is, TASK-006 in the following example).
2. Locate the corresponding RWTSA (that is, DBRWnnnn as shown on page 9 in the following example) and add hex

100 to the following address to find the request area on the line that starts with 07158D00 on page 9.

NOTE
In the example, page 9 of the report is shown immediately after page 3 to focus attention upon the relevant
parts of the report.

3. Verify that this is the return code in question since more than one task can be active at a time.

Example

For an sample report header, see Sample Report Header.
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                        CONTROL CARD(S)

                        .........1.........2.........3.........4.........5.........6.........7.........8

                        REPORT AREA=PXX,DUMPS=FULL

                        FUNCTION=REPORT

                           AREA=PXX

                           DUMPS=FULL

    DATA BASE  STARTED                          JOB=DLV1M907  SVC=213  SUBID=a                   6/24/01 

 8.22.43

    DATA BASE  SPECIAL MVS MASTER LIST                                                        6/24/01 11.32.11

                              REASON--ERROR 01(032)    JOB--1275-DBUSRPGM  TASK-006

      DB MASTER LIST DIRECTORY

    07140000 D4C1E2E3 C5D940D3 C9E2E340 BA840E90  0AD5051E C9E7E740 00045140 00C81000   *MASTER LIST ....

  .N..IXX ... .H..*

    07140020 C4E7E740 0004C380 00C81000 C4C1E3C1  0005A800 00C81000 0005A000 FFFFFFFF   *DXX ..C..H..DATA

  .....H..........*

    07140040 00000000 0996D020 00031000 00000000  0002D7E0 00000000 09E4A020 04DB0002   *................

  ..P......U......*

    07140060 04DB0007 B10DFFEF 00000000 07140C00  07141000 0998D800 09ABBCA0 4C004000   *................

  ......Q....... .*

    07140080 D6D7C5D5 000140AC 00014114 0001417C  00000000 00000000 00000000 00000000   *OPEN.. .........

  ................*

    071400A0 00000000 00000000 00000000 00000000  C5C3C440 09982080 09E49000 09AED600   *................ 

 ECD .....U....O.*

    071400C0 B10DCA4F 1EC66901 04DB0003 00000000  89916000 89924000 89921000 89928000   *.....F..........

  ..-... .........*

    071400E0 00000000 00008000 89945000 89935000  8993B000 8000F000 89A81000 8993E000   *..........&...&.

  ......0.........*

    07140100 89931000 89942000 8001C000 8995B000  8991C000 00000000 89A85000 8995F000   *................

  ..........&...0.*

    07140120 89965000 00000000 8992C000 8994A000  00007EC0 8992D000 00000000 09AB2020   *..&.............

  ................*

    07140140 00006140 0996B020 00000000 00000000  09AEB200 09E4B000 00000000 00000000   *../ ............

  .....U..........*

    07140160 09AB9B60 89900D5E 89964000 00000000  00000000 00000000 09903610 09E591B0   *...-...... .....

  .............V..*

    07140180 00000000 00000000 89919000 0998270C  0997B018 09977018 09ADA260 07140D80   *................

  ...........-....*

                                                      .

                                                      .

                                                      .

    DATA BASE  (CONTINUED)

    07154300 00-SAME-

    071544C0 00000000 00000000 00000000 00000000  00000000 00000000 D4C1E3E6 C9F0F240   *................

  ........USERID1 *

    071544E0 5C404040 40404040 40404040 40404040  D3D6C3C1 D3404040 00000000 00000000   **                

 LOCAL   ........*

    07154500 00-SAME-
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    071545E0 00000000 00000000 00000000 04000000  00000000 00000000 00000000 00000000   *................

  ................*

    07154600 00-SAME-

    07154660 00000000 42000000 00000000 00000000  00000000 00000000 00000000 00000000   *................

  ................*

    07154680 00-SAME-

    07154880 00000000 00000000 00000000 00000000  00000000 00004000 00000000 00000000   *................

  ...... .........*

    071548A0 00000000 00000000 00000000 00000000  00000000 40404040 40404040 40404040   *................

  ....            *

    071548C0 40404040 00000000 00000000 00000000  00000000 00000000 00000000 00000000   *    ............

  ................*

    071548E0 00-SAME-

    07158C00 C4C2D9E6 606060F6 09AF7380 07158C10  40000000 00000000 00000000 00000000   *DBRW---6........ 

  ...............*

    07158C20 00-SAME-

    07158C40 00000000 00000000 40000000 00060006  00010001 07158C00 00023400 00000000   *........ .......

  ................*

    07158C60 07159800 000004FB 00000000 00008004  40C04000 00010002 00000002 00000000   *................ 

  . .............*

    07158C80 00000003 0004FC80 00000000 0000000A  00000000 00000006 0004FEC0 00023600   *................

  ................*

    07158CA0 00000000 00000000 00000000 00000000  09AB3E20 07159800 07159268 00000000   *................

  ................*

    07158CC0 09E50A30 00000000 00000000 00000000  09EA8030 09AF78B4 09E505D0 00000000   *.V..............

  .........V......*

    07158CE0 09E509C0 00000013 07159800 07140CC0  07140CC0 FFFFFF01 07140000 000000A1   *.V..............

  ................*

    07158D00 D9C5C4D2 C5D7C1E8 C5D4D7D5 D6F0F120  00010002 00000003 00FF0000 00030001   *REDKEPAYEMPNO01.

  ................*

                                                      .

                                                      .

                                                      .

Tracing  Requests

The  Request Trace Table is a revolving table listing the  requests. The entries are 64 bytes long and are placed in the
table when the request completes.

The address of the most recent entry in the Request Trace Table is pointed to by the address at hex 194 into the Master
List area in the PXX full dump.

The first 64 bytes in a Request Trace Table entry are as follows:

Request Trace Table Format

• Command Code
The command name specifying the operation to be performed.

• Internal Return Code
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The code indicating the exact error for the  return code.
• Task ID

The RWTSA (task) number.
• DBID

The database identification number defined in the DATABASE entity-occurrence DATACOM-ID attribute in .
• Table ID

The table identification number defined by  for the TABLE entity-occurrence DATACOM-ID attribute.
• Sequence Number

The sequence number for this request.
• Return Code

The  return code indicating the result of the request. For a complete description of return codes, see Messages.
• Key ID

The key identification number.
• URI Number

The Unique Row Identifier number.

Locating the Most Recent Entry

Use the following steps to find the most recent entry in the Request Trace Table.

1. Locate the address for the Request Trace Table at hex 194 (in the last line on page 3 in the following example). in the
DB Master List Directory at the beginning of the PXX Dump.

2. Find the address of the most recent entry in the Request Trace Table at the address found in Step 1 (in the last line on
page 19 in the following example).

NOTE
In the example, pages 19 and 20 of the report are shown immediately after page 3 to focus attention upon
the relevant parts of the report.

3. Locate the entry at the address found in Step 2 (in the line that starts with 099777A0 on page 20 in the following
example).

NOTE
The most recent entry is not the current error. The current error is still in the RWTSA.

Example

For a sample report heading, see Sample Report Heading.

                        CONTROL CARD(S)

                        .........1.........2.........3.........4.........5.........6.........7.........8

                        REPORT AREA=PXX,DUMPS=FULL

                        FUNCTION=REPORT

                           AREA=PXX

                           DUMPS=FULL

    DATA BASE  STARTED                          JOB=DLV1M907  SVC=213  SUBID=a                   6/24/01 

 8.22.43

    DATA BASE  SPECIAL MVS MASTER LIST                                                        6/24/01 11.32.11

                              REASON--ERROR 01(032)    JOB--1275-DBUSRPGM  TASK-006

      DB MASTER LIST DIRECTORY
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    07140000 D4C1E2E3 C5D940D3 C9E2E340 BA840E90  0AD5051E C9E7E740 00045140 00C81000   *MASTER LIST ....

  .N..IXX ... .H..*

    07140020 C4E7E740 0004C380 00C81000 C4C1E3C1  0005A800 00C81000 0005A000 FFFFFFFF   *DXX ..C..H..DATA

  .....H..........*

    07140040 00000000 0996D020 00031000 00000000  0002D7E0 00000000 09E4A020 04DB0002   *................

  ..P......U......*

    07140060 04DB0007 B10DFFEF 00000000 07140C00  07141000 0998D800 09ABBCA0 4C004000   *................

  ......Q....... .*

    07140080 D6D7C5D5 000140AC 00014114 0001417C  00000000 00000000 00000000 00000000   *OPEN.. .........

  ................*

    071400A0 00000000 00000000 00000000 00000000  C5C3C440 09982080 09E49000 09AED600   *................ 

 ECD .....U....O.*

    071400C0 B10DCA4F 1EC66901 04DB0003 00000000  89916000 89924000 89921000 89928000   *.....F..........

  ..-... .........*

    071400E0 00000000 00008000 89945000 89935000  8993B000 8000F000 89A81000 8993E000   *..........&...&.

  ......0.........*

    07140100 89931000 89942000 8001C000 8995B000  8991C000 00000000 89A85000 8995F000   *................

  ..........&...0.*

    07140120 89965000 00000000 8992C000 8994A000  00007EC0 8992D000 00000000 09AB2020   *..&.............

  ................*

    07140140 00006140 0996B020 00000000 00000000  09AEB200 09E4B000 00000000 00000000   *../ ............

  .....U..........*

    07140160 09AB9B60 89900D5E 89964000 00000000  00000000 00000000 09903610 09E591B0   *...-...... .....

  .............V..*

    07140180 00000000 00000000 89919000 0998270C  0997B018 09977018 09ADA260 07140D80   *................

  ...........-....*

                                                      .

                                                      .

                                                      .

    DATA BASE  (CONTINUED)

    0996CE00 00000000 00000000 0996B002 00000000  00000000 0996B002 00000000 00000000   *................

  ................*

    0996CE20 0996B002 00000000 00000000 0996B002  00000000 00000000 0996B002 00000000   *................

  ................*

    0996CE40 00000000 0996B002 00000000 00000000  0996B002 00000000 00000000 0996B002   *................

  ................*

    0996CE60 00000000 00000000 0996B002 00000000  00000000 0996B002 00000000 00000000   *................

  ................*

    0996CE80 0996B002 00000000 00000000 0996B002  00000000 00000000 0996B002 00000000   *................

  ................*

    0996CEA0 00000000 0996B002 00000000 00000000  0996B002 00000000 00000000 0996B002   *................

  ................*

    0996CEC0 00000000 00000000 0996B002 00000000  00000000 0996B002 00000000 00000000   *................

  ................*

    0996CEE0 0996B002 00000000 00000000 0996B002  00000000 00000000 0996B002 00000000   *................

  ................*

    0996CF00 00000000 0996B002 00000000 00000000  0996B002 00000000 00000000 0996B002   *................

  ................*

    0996CF20 00000000 00000000 0996B002 00000000  00000000 0996B002 00000000 00000000   *................

  ................*

    0996CF40 0996B002 00000000 00000000 0996B002  00000000 00000000 0996B002 00000000   *................

  ................*
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    0996CF60 00000000 0996B002 0001F000 00038000  0996B002 0003E000 0005B000 0996B002   *..........0.....

  ................*

    0996CF80 0996D000 09970087 0996B002 09971000  09977000 0996B002 09984000 0998BD00   *................

  .......... .....*

    0996CFA0 0996B002 09990000 09997000 0996B002  09B13000 09C580FF 0996B002 09C59000   *................

  .....E.......E..*

    0996CFC0 09D78000 0996B002 09D79000 09E3B000  0996B002 09E43000 09E49000 0996B002   *.P.......P...T..

  .....U...U......*

    0996CFE0 09EA8000 09EA802D 0996B002 09EA8030  09EA808C 0996B002 00000000 80000000   *................

  ................*

    09977000 00000000 00000000 00000000 00000000  D9D84BE3 C1C2D3C5 099777A0 0997AFE0   *................ 

 RQ.TABLE........*

                                                      .

                                                      .

                                                      .

    DATA BASE  (CONTINUED)

    099773C0 00000010 C4C2C3E7 E740FFFF FFFFFE08  00020002 CAC7C43D 00000000 00000000   *....DBCXX ......

  .....GD.........*

    099773E0 D6D7C5D5 40000001 03E84040 00054040  000C5954 000CB610 404001C0 00404040   *OPEN ....Y  ..  

  ........  ...   *

    09977400 40404040 C4C2C3E7 E7404040 4040000A  0000000A CAC7F715 0A3495A6 00000000   *    DBCXX     ..

  .....G7.........*

    09977420 D6D7C5D5 40000001 03E84040 00064040  000C5954 000CB810 40400040 00404040   *OPEN ....Y  ..  

  ........  . .   *

    09977440 40404040 C4C2C3E7 E7404040 4040000A  00140000 CAC7F76B 0A3495A6 00000000   *    DBCXX     ..

  .....G7.........*

    09977460 D6D7C5D5 40000001 00154040 00074040  000C5954 000CB890 40400090 00404040   *OPEN .....  ..  

  ........  ...   *

    09977480 40404040 C4C2C3E7 E7404040 4040000A  0000000B CAC85875 0A3495A6 00000000   *    DBCXX     ..

  .....H..........*

    099774A0 D9C4E4D3 C530000C 00050008 00004040  00000000 00000000 00050023 00000003   *RDULE.........  

  ................*

    099774C0 00000010 C4C2C3E7 E7400000 01033A08  00020000 CAC858EC 00000000 00000000   *....DBCXX ......

  .....H..........*

    099774E0 E4D7C4C1 E330000C 00050008 00004040  00000000 00000000 00050000 00000003   *UPDAT.........  

  ................*

    09977500 00000010 C4C2C3E7 E7400000 01033A08  00020001 CAC8595A 00000000 00000000   *....DBCXX ......

  .....H..........*

    09977520 D6D7C5D5 40000001 00214040 00084040  000C5954 000CB950 404000C0 00404040   *OPEN .....  ..  

  .......&  ...   *

    09977540 40404040 C4C2C3E7 E7404040 4040000A  00000011 CAC943C8 0A3495A6 00000000   *    DBCXX     ..

  .....I.H........*

    09977560 D6D7C5D5 40000001 00654040 00094040  000C5954 000CBA40 40400050 00404040   *OPEN .....  ..  

  .......   .&.   *

    09977580 40404040 C4C2C3E7 E7404040 4040000A  00000009 CAC999D8 0A3495A6 00000000   *    DBCXX     ..

  .....I.Q........*

    099775A0 D6D7C5D5 40000001 00654040 000A4040  000C5954 000CBAC0 40400090 00404040   *OPEN .....  ..  

  ........  ...   *

    099775C0 40404040 C4C2C3E7 E7404040 4040000A  00000007 CAC9B2F0 0A3495A6 00000000   *    DBCXX     ..

  .....I.0........*
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    099775E0 D6D7C5D5 40000006 00010000 000B4040  00008954 09905C44 00000050 00000000   *OPEN .........  

  ......*....&....*

    09977600 00000000 C4C2C3E7 E7400000 0000402C  0000000A F4A1D4B4 00000000 00000000   *....DBCXX .... .

  ....4.M.........*

    09977620 D3D6C3D2 E8400006 00010001 000C4040  00023400 00023600 00010000 00000003   *LOCKY ........  

  ................*

    09977640 00010000 00260030 01010000 0002000E  00010003 F4A2007E 00000001 00000000   *................

  ....4...........*

    09977660 D9C5C4D3 C5400006 00010001 000D4040  00023400 00023600 00010027 00000003   *REDLE ........  

  ................*

    09977680 00010000 00260030 01010000 0002000E  00010001 F4A201D8 00000001 00000000   *................

  ....4..Q........*

    099776A0 D9C5C4D3 C5400006 00010002 000E4040  00023400 00023600 00010050 00000003   *REDLE ........  

  ...........&....*

    099776C0 00010000 00260030 01010000 0002000E  00010002 F4A207D2 00000001 00000000   *................

  ....4..K........*

    099776E0 D9C5C4D5 E7400006 00010001 000F4040  00023400 00023600 00010027 00000003   *REDNX ........  

  ................*

    09977700 00010000 00410047 01020000 0002000E  00010000 F4A207E9 00000002 00000000   *................

  ....4..Z........*

    09977720 D9C5C4D3 C5400006 00010002 00104040  00023400 00023600 00010050 00000003   *REDLE ........  

  ...........&....*

    09977740 00010000 00410047 01020000 0002000E  00010000 F4A20832 00000002 00000000   *................

  ....4...........*

    09977760 D9C5C4D5 E7400006 00010001 00114040  00023400 00023600 00010027 00000003   *REDNX ........  

  ................*

    09977780 00010000 0058005E 01030000 0002000E  00010000 F4A20867 00000003 00000000   *................

  ....4...........*

    099777A0 D9C5C4D3 C5400006 00010002 00124040  00023400 00023600 00010050 00000003   *REDLE ........  

  ...........&....*

    099777C0 00010000 0058005E 01030000 0002000E  00010000 F4A20873 00000003 00000000   *................

  ....4...........*

                                                      .

                                                      .

                                                      .

Testing Requests

The Test Byte option is activated from a user region to produce Master List dumps to the Statistics and Diagnostics Area
(PXX) at every request completion. It can be activated by the TEST command through the DBTS facility in  CICS Services
or a batch user program.

Turn on the Test Byte option only when you need it and ensure that the Statistics and Diagnostics Area (PXX) is large
enough to accommodate the dumps. If the Statistics and Diagnostics Area (PXX) is not large enough, the dumps are not
produced.

If the Test Byte option is issued from CICS, every transaction produces a PXX dump.

For best performance, turn off the Test Byte option as soon as you get the information you need.

Dumping SQL Internal Control Structures

You can dump SQL internal control structures held in memory. This feature should normally be used only at the request of
Support.
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To dump the SQL internal control structures held in memory, generate an SQLCODE -999 (SQLSTATE 56S19) and the
associated PXX or PXXSQL dumps using the following:

   SELECT * FROM SYSADM.SQL_STATUS_DUMP;

NOTE
For information about SQLCODE -999, see Messages.

Additional Monitoring and Debugging Tools
CA provides a number of additional products and features for monitoring your  system. Some of these you should use only
at the direction of a Support specialist.

MUF Memory Allocation

When the Multi-User Facility ends, several reports are produced. One of these reports contains information about memory
usage. For more information, see COMM EOJ - EOJ_OK (End MUF Processing)

Both general and pool specific memory information can be retrieved from the Dynamic System Tables,
MUF_MEM_SUMMARY and MUF_MEM_DETAIL. For more information see the System Tables Reference. By using SQL
to query these tables,you can tailor your output to your concerns and monitor memory usage over the life of MUF.

The information relating to pool memory can also be requested through the console in real time with a console command
of '?MEM'. After the command, enter one parameter of four characters.

The parameter is in two formats:

• The first format provides the short description name, such as BDES or LOGB. With this option, one console line is
written with the amount of memory in this pool (rounded).

• The second format provides the parameter as three items without blanks.
– Item one is a question mark (?).
– Item two is a number from 01 through 99.
– Item three is one of the following:

K -- for the number to be multiplied by 1024
M -- for the number to be multiplied by 1048576
01 through 99 (a stand-alone number)

With this second option, one console line is printed for every pool that has an equal or greater amount of memory
assigned than the number provided/calculated.

Here are two examples:

Example 1:

• DB01311I - ?MEM BDES
• DB01315I - MEMORY POOL BDES ALLOC 24K

Example 2:

• DB01311I - ?MEM ?99K
• DB01315I - MEMORY POOL MAIN ALLOC 128K
• DB01315I - MEMORY POOL MA31 ALLOC 2M
• DB01315I - MEMORY POOL MLB1 ALLOC 332K
• DB01315I - MEMORY POOL BUFS ALLOC 564K
• DB01315I - MEMORY POOL LOGB ALLOC 132K
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DBUTLTY COMM STATUS Option

The COMM OPTION=STATUS function of DBUTLTY and the COMM STATUS console command lists all jobs active in the
Multi-User Facility. If any job(s) are in a wait state, the listing indicates for what the job(s) are waiting.

Online Services

CICS Services and  IMS/DC Services can provide useful information on the current status of system resources, including
online User Requirements Tables, through their DBOC INQUIRE commands.

• For details on  CICS Services facilities for monitoring system resources, see the  CICS Services documentation.
• For details on  IMS/DC Services facilities for monitoring system resources, see the  IMS/DC Services System

documentation.

Index Reports, Types D and E

You can also use the Index Area (IXX) Report to obtain a dump of the Index Area associated with a specific key
(TYPE=D) or a dump of the high-level portion of the Index Area associated with a specific key (TYPE=E).

Use the REPORT AREA=IXX, Types D and E, only at the direction of Support.

Index Analysis Programs

The Index Analysis Program (DBIDCPR) and Index Population Analysis Program (DBIDPPR) are special use programs
that produce different analyses of Index Area (IXX) contents. They are both executed with the DBUTLTY DBTEST
function. You cannot run either of these programs if MUF is secured using External Security.

Index Analysis Program (DBIDCPR)

The Index Analysis Program (DBIDCPR) is a support tool that reviews an index for correctness. It scans the index for a
single database. If an incorrect index is found, the utility snaps/dumps the Master List and terminates. If the utility finds no
error, it terminates without a report, but with a good exit.

The DBIDCPR utility only scans the Index Area (IXX). It does not scan the data area, so no verification is done that the
Index matches the data.

The utility accepts and skips over an incomplete Index when deleted blocks are found in the Index chains or when a block
is not indexed. These situations are temporary and do not indicate an incorrect Index. However, they could indicate a
problem, so an option is provided to snap/dump a Master List each time either situation is encountered. This option is
selected by setting the value for the PRTY= parameter greater than 7 in the DBURTBL command.

Index Population Analysis Program (DBIDPPR)

The DBIDPPR program prints an analysis of the distribution of key values for each level of the Index and totals for each
level. Use DBIDPPR only at the direction of Support in response to a problem because the output produced can be quite
large. For each low-level (0) DXX block, a line is printed with the total number of record pointers, the number of key value
data changes, the key ID, and the length of the stored portion of the key data followed by the highest key value in that
block. However, only character type data is displayed in the report. The low value is either binary zeros for the first entry
or for the high value of the previous entry. The high value for the last entry of a key ID is binary ones. At the end of every
high-level block the totals for that block and lower blocks are printed.

Display Module Data from the Console

Support Notice You would normally only do these commands when directed to do so by Support.

Sometimes problem conditions occur causing questions to arise concerning whether a specific solution is applied. In an
abend or cancel dump, it can easily be determined by finding the module and offset to ensure the answer. But when a

 1066



 CA Datacom Administrating

Multi-User Facility is still running, a tool is required, and a Multi-User Facility console command is provided to display part
of a module (in memory).

The console command is DISPLAY x y where the x is replaced by the name of a module currently loaded in the Multi-User
Facility address space (if the name is not found, a DB01307E syntax error message is also written to the console) and
where the y is replaced by a hex offset from the front of the module. The DISPLAY command rounds the hex offset down
to a boundary and displays 64 bytes of the module.

In z/OS environments only, another console command is ZAP to alter memory. This command is not recommended and
not documented. The ZAP requires a password that is also not provided here.

z/OS Example

Following is an example DISPLAY request in a z/OS environment:

 F mufname,DISPLAY DBMUFPR 1E07

CA SYSVIEW Example

Following is an example DISPLAY request in a CA SYSVIEW environment:

 MVS F mufname,DISPLAY DBMUFPR 1E07

SDSF Example

Following is an example DISPLAY request in an SDSF environment:

 /F mufname,DISPLAY DBMUFPR 1E07

Results Example

Following is an example of results to the system console log and mufname JES Joblog:

 DB01311I - DISPLAY DBMUFPR 1E07

 DB01310I - 1F101E00  40978183 927A40E2 D7F0F140 40404040   PACK: SP01

 DB01310I - 1F101E10  402BC4C2 F0F0F2F0 F1C94060 40D4A493   .DB00201I - MUL

 DB01310I - 1F101E20  A38960A4 A2859940 85958182 9385846B  TI-USER ENABLED,

 DB01310I - 1F101E30  40C3E7E7 7EC4C2F1 F1E3D4E4 C61EC4C2   CXX=DB11TMUF.DB

 DB01325I - CONSOLE COMPLETE, DISPLAY DBMUFPR 1E07

Diagnostic Startup Option (DIAGOPTION)

DIAGOPTION is for special requirements and is normally done at the direction of . The format of the option is:

►►─ DIAGOPTION ─┬─ 0 to 23,flags ─┬─ ,ON ──┬─┬────────────────────────────────►◄

                │                 └─ ,OFF ─┘ │

                └─┬─┬─ A ─┬─┬─ ,flags ───────┘

                  │ ├─ B ─┤ │

                  │ ├─ C ─┤ │ 

                  │ ├─ D ─┤ │

                  │ └─ F ─┘ │

                  └─ P ─────┘

Description

• 0 to 23, A, B, C, D, F, or P
The valid offsets are the integers 0 through 23 and the letters A, B, C, D, F, or P.

• A
DIAGOPTION A,nnnnn triggers the SQL Optimization Execution-Time Report based on the number of rows scanned
and rejected. This value allows you to find inefficient queries at the MUF-wide level.
The nnnnn is the number of rejected rows and must be greater than zero.
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This value also added the ACCEPTED column, and reformatted the report to use a heading line. The ACCEPTED
column is used to compute the number of rows rejected by predicates evaluated by SQL: QUAL - ACCEPTED.

• ,flags
The valid flag values depend on the value of the offset as follows:

If offset is: Valid values for flags:
0 through 23 Flag values define bit settings within 1 byte and can range from 1

through 255.
a letter, A, B, C, D, or F An integer, 0 through 2147483647
a letter, P 1 through 8 characters

• ,ON or ,OFF
(Only valid when the offset is 0 through 23.) Specify ,ON to set flags. Specify ,OFF to unset flags.

Individual specific options exist as TEMPORARY actions to assist in support of . Occasionally, features may be added
for longer term testing and could appear in the next version. If a setting is created by using a solution, that solution
documents the specific setting necessary. Each documented action provides the specific DIAGOPTION necessary to
cause the desired results.

An equivalent console command is provided to cause the same actions. When done by using the console, the action
takes effect at the time of the console command. No equivalent exists nor is one added through DBUTLTY.

Several options currently exist which are available. They are documented as follows:

NOTE
All DIAGOPTION options in prior Versions that do not currently exist get valid option errors if they are used.

• DIAGOPTION 0,128,ON
This option enables WITH HOLD cursors (including any  cursors that normally survive COMMITs) to remain open after
a ROLLBACK statement has been executed. Because this behavior violates the current ANSI standard, it is allowed to
occur only when SQLMODE=DATACOM is specified. Activate this option by adding the DIAGOPTION 0,128,0 line to
the MUF SYSIN startup parameters. Refer to the following table:

Environment Action ResultingCursorStateDIAG
OFF

ResultingCursorStateDIAG
ON

DECLARE CURSOR WITH
HOLD

COMMIT
ROLLBACK

Open
Closed

Open
Open

DECLARE CURSOR without
WITH HOLD

COMMIT
ROLLBACK

Closed
Closed

Closed
Closed

CA-IDEAL SQL FOR (uses
a spanned cursor, which is
equivalent to WITH HOLD)

COMMIT
ROLLBACK

Open
Closed

Open
Open

• DIAGOPTION 1,1,ON
Causes a SNAP of the MUF address space just before the MUF ending. Its usefulness is in testing conditions where
what occurs during the EOJ process itself needs verification.

• DIAGOPTION 1,4,ON
After the RESTART portion of the MUF enable completes, a snap of the Master List is produced. This snap is available
for  debugging situations.

• DIAGOPTION 2,1,ON
Trace  requests made by  DSF requests to PXX or PXXDD. Available for  debugging situations.

• DIAGOPTION 2,2,ON
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Enable SQL memory free verify. Available for  debugging situations. For more information, see SQL Memory Guard.
• DIAGOPTION 2,4,ON

Enable SQL memory monitoring. Available for  debugging situations.
• DIAGOPTION 2,8,ON

Trace requests made from SQL to the  DDL process to PXX or PXXDD. Available for  debugging situations.
• DIAGOPTION 2,16,ON

Trace SQL procedure processing requests to PXX or PXXSQL. Available for  debugging situations.
• DIAGOPTION 2,32,ON

Trace additional  blocks not included in other options to PXX or PXXDD. Available for  debugging situations.
• DIAGOPTION 2,128,ON

Trace  VPE requests to PXX or PXXDD. Available for  debugging situations.
• DIAGOPTION 3,16,ON

For  clients who want to cause log records to have the program name for maintenance commands to come after the
period if it exists eight bytes into the User ID.

• DIAGOPTION 4,16,ON
Allows the SQL bypass reserved word usage. We do not recommend this.

• DIAGOPTION 4,32,ON
During a spill, the log data is scanned to verify all fields which can be edited contain proper records in the proper
sequence. If an error is encountered in the normal mode of operation (without this diagnostic), a console message
is produced, a Master List dump produced, and the error ignored. All the data scheduled for being spilled is spilled.
With this diagnostic, if an error is encountered, the spill program abends to force an action to detect and handle the
problem. Unless a problem exists, this option should not be set.

• DIAGOPTION 5,1,ON
Requests that XCF usage is to print diagnostic (unnumbered) messages to provide more details about connectivity. It
exists only to support debugging of possible XCF conditions.

• DIAGOPTION 5,4,ON
This diagnostic option allows you to not suppress message logging of the DTSYSTEM resource checks at MUF
startup. Since security is implemented by denying access to DTSYSTEM resources and most users log these
violations to the console, this should be helpful for trouble shooting when a user attempts to set up security for the first
time.

• DIAGOPTION 6,1,ON
Enable selected CBS diagnostic report trace information to the PXX or PXXCBS. Available for .

• DIAGOPTION 6,2,ON
Enable selected CBS debugging trace information to the PXX or PXXCBS. Available for .

• DIAGOPTION 6,16,ON
Site specific to allow the DBID to be forced during the LINK function. Available for .

• DIAGOPTION 9,16,ON/OFF
Controls exist in r11 to either prevent all access to a database (ACCESS STATUS=OFF) or allow all DBUTLTY
functions that run in MUF (ACCESS STATUS=UTLTY). However, although in r10 the backup portion of REORG
ignored the access setting, r10 job streams that specified ACCESS STATUS=OFF in front of a REORG fail in r11.
DIAGOPTION 9,16,ON allows an easy upgrade, in that it allows the backup portion of the DBUTLTY function REORG
to execute in a MUF when the database has been set to ACCESS STATUS=OFF. This option therefore provides
compatibility in  r11 for a r10 feature.
After fully migrating from r10 to r11, when all risk of fallback no longer exists we recommend that you correct all
necessary job streams to replace occurrences of ACCESS STATUS=OFF with ACCESS STATUS=UTLTY.

• DIAGOPTION 17,16,ON
Causes MUF to handle adding and deleting buffers using a different strategy. Includes every BUFFER_POOL buffer,
FLEXPOOL buffer, and sequential buffers added with the User Requirements Table MACRO DBURTBL keyword
SEQBUFS=. This diagnostic option is provided temporarily to allow extended validation testing in a variety of customer
MUF environments. Once validated, the new strategy is delivered by solution to all customers, and this temporary
option is ignored.
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Audit of CXX Maintenance from

The  Audit Facility, when activated, causes audit records to be written to the  Log Area (LXX) and therefore to the
Recovery File (RXX) when any attempt is made to update the  Directory (CXX) by using the CATALOG capability of . This
includes using the CATALOG facilities of  batch and online, the BUILD facility of  batch, or the Data Definition Language
(DDL) facilities of SQL.

The  Audit Facility is activated by the AUDIT1= parameter of the  DDSYSTBL macro (see AUDIT1=).

• AUDIT1=option
The valid values for option are as follows:
– BASIC

Specifying BASIC means that you want to log only the base occurrence of a structure being cataloged. If BASIC is
active, only data for the DATABASE or TABLE occurrence being cataloged is logged.

– DETAIL
Specifying DETAIL means that you want to log each substructure of the primary structure being cataloged. If
DETAIL is active, data for all occurrences in the Standard Path are logged up to the maximum size of one  work
area. The data on each entity-occurrence is stacked in the log record.

– OFF
Specifying OFF (or allowing it to default to OFF) means that the  Audit Facility Type 1 is not active.

– Valid Entries:
OFF, BASIC, or DETAIL

– Default Value:
OFF

The records can be retrieved for reporting purposes using the  RXX Read Subroutine. See Using the Recovery File (RXX)
Read Subroutine. The format of the records logged by the  Audit Facility is as shown in the tables that follow (the notes
referred to in the tables are listed first).

• Note 1
DDCFBLD creating intermediate file for DBUTLTY CXXMAINT.

• Note 2
Used for ELEMENT, FIELD or KEY occurrences.

• Note 3
For key and element occurrences use five characters. For area and table occurrences use only the first three
characters.

• Note 4
Only valid for database, table, and key occurrences.

• Note 5
Datacom ID of the database containing the named occurrence. If this is the database audit entry, this is the same as
the previous field.

• Note 6
For the BASIC option, only Record Type B entry is present. If the DETAIL option is in effect, the Record Type B is
followed by one or more Record Type D entries. These entries continue until either the end of the structure being
cataloged is reached (Record Type X'FF') or there is insufficient  request work area to hold the entire structure (Record
Type X'FE'), in which case any remaining records are dropped.

• Note 7
The first total length of all entries (Basic and Detail) in the log record, including this field.

First 104 Bytes of Data
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The first 104 bytes of the data are the same for all DD Audit IDs, as follows:

Location Length Format Content
1 4 Binary Work Area Length (Note 7)
5 32 Char User ID

Internal Security: PERSON
External Security: Blank
(ID can be obtained from the
RXX Header.)

37 8 Char Audit ID ("DDAUDIT1")
45 1 Char Blank (reserved for future use)
46 1 Char Environment

O = Online
B = Batch
S = SQL

47 8 Char Function
CATALOG
CFBUILD (Note 1)

55 1 Char Status
56 6 Char DSF Return Code
62 43 Char Blank (reserved for future)

Data Beginning at Byte 105

Data specific to the particular Audit ID (DDAUDIT1) begins at byte 105 as follows:

Location Length Format Content
105 1 Char Record Type (Note 6)

B - Basic
D - Detail
X'FE' - End of log record
X'FF' - end of structure

106 3 Char Version
109 3 Char Entity-Type
112 32 Char Occurrence Name
144 32 Char Table Occurrence Name (Note

2)
176 5 Char Datacom Name (Note 3)
181 5 Char Datacom ID (Note 4)
186 5 Char Database Datacom ID (Note 5)
191 14 Char Blank (reserved for future use)

Health Checks
The  health checks alert you to situations that can have a negative effect on the  environment. Each health check provides
a description, any negative findings, and text that describes the mitigation plan to correct the problem.
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DTCM_DB_CF_LIST-STR mufname

 Description 

The DTCM_DB_CF_LIST_STR@mufname checks if the Coupling Facility list structure size is sufficient when the
MUFPLEX MUF startup option is specified. This check is run periodically at 1 hour intervals.

 Best Practice 

It is important that you define your Coupling Facility list structure with sufficient size to support the data that is shared
across the MUFPLEX.

 Parameters Accepted 

THRESHOLD(nn)

This value specifies the maximum percent of the list structure size which can be used, or needed based on your
configuration, before the situation is considered unhealthy.

 Default: THRESHOLD(90)

 Debug Support 

No

 Verbose Support 

No

 Reference 

See "Modifying MUF Startup Options", "Parallel Sysplex, Datasharing MUFplex", and "Shadow MUF Environment".

 Messages 

See Messages.

DTCM_DB_FORCE_CHKPT mufname

 Description 

The DTCM_DB_FORCE_CHKPT@mufname checks if any force checkpoints have occurred in this MUF. This check is run
periodically at 1 hour intervals.

 Best Practice 

Configuring your Multi-User with LOGRCV of NO (inactive recovery) and RXXROLLBACK YES protects you against force
checkpoints. A force checkpoint can compromise transaction integrity.

 Parameters Accepted 

None

 Debug Support 

No

 Verbose Support 

No

 Reference 

See "Modifying MUF Startup Options" and "Maintenance Using Console Commands," and INIT LXX (Format Log Area).

 Messages 

See Messages.
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DTCM_DB_MAX_TSK mufname

 Description 

This DTCM_DB_MAX_TSK@mufname checks the maximum number of concurrently used user task areas. If there are
too few user task areas allocated for concurrent work, it can cause application delays or application failures. This check is
run periodically at 4 hour intervals.

 Best Practice 

Specify sufficient user tasks on the Multi-User TASKS startup option.

 Parameters Accepted 

THRESHOLD(nn)

This threshold value specifies the maximum percent of user tasks areas that can be concurrently used. When this
threshold is reached, the health check is raised to an exception condition. The permissible values are 0 to 99.

 Default: THRESHOLD(85)

 Debug Support 

No

 Verbose Support 

No

 Reference 

See "Modifying MUF Sartup Options" and "Modifying DBSIDPR Parameters"

 Messages 

See Messages.

SMF Record Formats (z/OS Only)
In z/OS environments, the System Management Facilities (SMF) record is written when you have specified a value for the
SMFRTY= Master List parameter and run a  Utility (DBUTLTY) function.

SMF Record Format for DBUTLTY

  DBSMDS   DSECT                 DBSM RECORD DSECT

  DBSMLEN  DS    XL2             LENGTH OF RECORD INCLUSIVE

          DS    XL2             DBSM USE

 DBSMFLG  DS    XL1             FLAG BYTE FOR DBSM TYPE

 DBSMRTY  DS    XL1             RECORD TYPE    (FROM SMFRTY=)

 DBSMTIME DS    XL4             TIME OF REQUEST

 DBSMDATE DS    PL4             DATE OF REQUEST

 DBSMSID  DS    XL4             SUBSYSTEM ID       (FROM JMR)

 DBSMJNAM DS    CL8             JOBNAME            (FROM JMR)

 DBSMJTIM DS    XL4             JOB TIME           (FROM JMR)

 DBSMJDAT DS    PL4             JOB DATE           (FROM JMR)

 DBSMUSID DS    XL8             USER ID            (FROM JMR)

 DBSMULEN DS    XL2             LENGTH OF DATA, HERE TO RECORD END

 DBSMPROD DS    XL1             CA PRODUCT NUMBER, DB=1

 DBSMFUNC DS    XL1             CA PRODUCT FUNCTION, id=1

 DBSMDATA EQU   *               START OF ANY FUNCTION DATA

 DBSMMIN  EQU   *-DBSMDS        LENGTH OF MINIMUM RECORD

 DBSMFUN  DS    CL8             FUNCTION           (FROM DBUTLTY)
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 DBSMANM  DS    CL3             AREA NAME          (FROM DBUTLTY)

 DBSMDBI  DS    CL3             BASE ID            (FROM DBUTLTY)

 DBSMTNM  DS    CL3             TABLE NAME         (FROM DBUTLTY)

 DBSMCOS  DS    CL8             OPTION             (FROM DBUTLTY)

 DBSMMID  DS    CL16            MASTER LIST ID     (FROM USERID=)

 DBSMEND  EQU   *               END MARKER

 

The entire SMF record is fixed length. DBSMDS through DBSMULEN are dictated by IBM. DBSMSID through DBSMUSID
come from the IBM JOB Management Record (JMR). The only byte you supply between DBSMDS and DBSMULEN is
DBSMRTY, specified in the SMFRTY= parameter in the DBMSTLST macro used to create the Master List.

DBSMPROD always equals one, as does DBSMFUNC. DBSMFUN comes from the current function of DBUTLTY, for
example CXXMAINT. DBSMCOS comes from the option of the current DBUTLTY function, for example the DDPROD
option of CXXMAINT. DBSMMID comes from the USERID= parameter in the DBMSTLST macro.

Purchase Order Sample Database
Some of the examples use a sample database composed of the following four tables:

Purchase Order Header (POH) Table

POH Key Names: POLI VENDR POHTV LATE
POH IDs: 001 002 003 004
POH Fields: PO LI VENDR POHTV LATE

12345 000 ABC 100.00+
22222 000 ABC 100.00+ X
22233 000 ABC 500.00+
33333 000 PDQ 200.00+

POH Values:

54321 000 XXX 0.00+ X

NOTE
ID 001 is the Master Key, no duplicates. ID 004 is INCLUDE-NIL-KEY=NO

Purchase Order Line Item (POL) Table

POL Key Names: POLI PN
POL IDs: 001 005
POL Fields: PO LI PN QTY UCOST

12345 010 XYZ 10+ .03
12345 020 ABC 5+ 10.00
22222 010 ABC 10+ 10.00

POL Values:

33333 010 PXT 1+ 150.00

NOTE
ID 001 is the Master Key, no duplicates.

Part Cost (PNC) Table

PNC Key Names: PNDAT
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PNC IDs: 006
PNC Fields: PN EFFDT COST

ABC 840101 10.00
PXT 840101 150.00
XYZ 840101 .02
XYZ 840101 .03

PNC Values:

XYZ 840101 .04

NOTE
ID 006 is the Master Key, no duplicates.

Part Master (PNM) Table

PNM Key Names: PN
PNM IDs: 005
PNM Fields: PN DESC

ABC Bolt,10-32, 1 in.
PXT Bolt,10-24, 1 in.

PNM Values:

XYZ Washer,1/16*1/4

NOTE
ID 005 is the Master Key, no duplicates.

Modifying Definitions in Datadictionary
The following sections describe the steps to modify the definition of a database, such as adding, deleting, or modifying a
column (FIELD entity-occurrence), key, element, table, or area.

The DISABLE function in  marks the structure or substructure definition as being unavailable for use by other CA
products, such as . The  DISABLE function is automatically performed when a CATALOG, CREATE, ADD, DEFINE,
MODIFY, TRANSFER, COPY, or RESTORE function is performed.

The ENABLE function in  marks the structure or substructure definition as being available for use by other CA products.
The  definition must be enabled for certain products, such as , that depend on access to and synchronization of the
definitions in both the Directory and the . If the  definition has been previously disabled, you must issue the  ENABLE
function.

CATALOG Failures

internally disables a database during  direct catalogs. At normal completion of the CATALOG,  enables from the internally
disabled database. This does not enable the definition in . See previous paragraph. A maintenance failure leaves the
base disabled. Normal action is to correct the definition and CATALOG again. If this action is not desired, the database
must be enabled using the console or utility ACCESS command.

Using  to Modify Definitions

1. Update the definition in , using one of the following methods:
– The  online  Structure Maintenance Mode.
– DDUPDATE Utility

2. Catalog the new definition to the Directory (CXX). See Cataloging Structures to the Directory (CXX) for details.
3. Issue the ENABLE function for the structure or substructure.
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4. Maintain the data area and/or Index Area as needed.

NOTE
definitions cannot be cataloged if they define a structure which is included in the plan for a currently executing
SQL program.

Impact of CATALOG Processing on the CXX and Data Areas

As  processes each table definition, the current Directory content is compared to the  definitions.

If any tables in the database being updated are not loaded, they are deleted from the Directory at the start of the process.
The data set name is lost and, to restore it, you must initialize the area or use the CXXMAINT OPTION=ALTER,DSN=
utility function. A report of the Directory taken at this time does not provide area space information. The next LOAD of the
area restores the information.

The action taken by  depends on the situation encountered, as described below.

New Area, New Table

If an area is new and no match exists in the Directory,  adds the area with no initialization information.  adds the new table
with no initialization information, and sets it as not loaded.

NOTE
If the new area is found in the CXX PREINIT list, the entry is perceived as an existing area, which allows the
table to be set as loaded, having the data set name used by PREINIT, after which the PREINIT entry is removed
from the PREINIT list.

Existing Area, New Table

If the table is new,  adds it. If the area containing the table exists and is loaded,  sets the new table as loaded and having
zero records.

If you are adding a table to an existing area,  updates the area with the new  entity-occurrence information, data set space
option, and slack information to the new values. If the block size differs,  saves the new block size in the area definition as
the next block size until the next INIT of the data area.

Existing Area, Existing Table

If the table currently exists,  compares the Directory and  versions. If a critical change has occurred,  leaves the current
table in *HISTORY* status in the CXX and adds the new table as not loaded.

Changes to the following items are considered critical:

• New table name
• Area name change
• Table ID change
• Recover yes/no change
• compression or user compression change
• Record length change
• User compression name change
• Special field processing change

When you have to reload the data area to make the new table definition usable, you can run a DBUTLTY
SEQUENCE=NATIVE BACKUP or EXTRACT function which uses the *HISTORY* definition to access the old data,
change its format if necessary, and reload the area. When the reload completes,  marks the new table definition loaded.
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WARNING
If you have changed table definitions in multiple areas in the database, be sure that you back up all affected
areas before reloading any data. The first reload of any data area in the database deletes all *HISTORY*
database definitions. If you have not unloaded all changed areas before doing a reload, the *HISTORY*
definition is no longer available. If you are moving a table from one area to another, back up the area or extract
the table before cataloging or using DDPROD to update the definition.

If a key change occurs,  removes the *HISTORY* version, adds the new table with the data loaded but the Index is
marked as not loaded. (Run the RETIX function to correct the Index.)

If neither of these situations occur,  regards the changes as noncritical, removes the *HISTORY* version, and adds the
new table as loaded.

When adding, updating, and deleting key definitions, those changes are also noted to the CXX and the resulting key
definitions set to ‘not loaded’ for each that did not exist as it now is defined or was not previously loaded, but is left loaded
if it was loaded and was not changed.

Use the DBUTLTY function REPORT with AREA=CXX,TYPE=I to get an impact report showing the results of the catalog
for the tables and keys in the database.

Impact of ALTER TABLE on TEST and HISTory Status Versions

When an SQL ALTER TABLE statement adds a constraint to a table,  sets the CONSTRAINT attribute to A on all TEST
and HISTory status versions of that table. If you later attempt to copy one of these versions (or a structure containing one
of these versions) to PRODuction status,  prevents the copy, issues an error message, and identifies the table which has
been altered. To recover, do one of the following:

• If you were copying a structure to PRODuction status and the table identified in the  message as having been altered
was not one of the tables you modified in the TEST status version of the structure, copy only the modified tables from
TEST to PRODuction status.

• If the table altered through SQL is the table you modified in TEST status in , use one of the following procedures:
One procedure:
a. Restore the TABLE entity-occurrence from PRODuction status to TEST.
b. Reapply any changes you had made through .
c. Copy the entity-occurrence to PRODuction status.

Another procedure:

1. Drop the constraints.
2. Copy the entity-occurrence to PRODuction status.
3. Re-add the constraints.

Preventing ALTER TABLE

To prevent anyone else from altering a table which you are modifying in , do one of the following:

• If SQL security is implemented for the database containing the tables, issue the following SQL command:
REVOKE ALTER ON table-name FROM PUBLIC

This prevents anyone from issuing an ALTER TABLE against the named table (or tables). However, after you have
made your changes in  and copied the table back to PRODuction status, you must GRANT ALTER to each accessor-
ID individually.

• Instead of using SQL security, you can:
a. Use online or batch  to assign a password to the PRODuction status version of any TABLE entity-occurrence which

you intend to modify. (The password prevents anyone from performing an SQL ALTER TABLE on a table.)
b. Restore the structure containing the tables you want to modify from PRODuction status to a TEST status version.

 1077



 CA Datacom Administrating

c. Use  to make the modifications you need to make to the TEST status version of these TABLE entity-occurrences.
d. Copy these TABLE entity-occurrences to PRODuction status.
e. Use online or batch  to remove the passwords you assigned in Step 1.

Making Existing Tables SQL Accessible
To make a table SQL accessible, code the TABLE attribute-value SQL-INTENT=Y (full SQL access) or SQL-INTENT=R
(SQL read-only access) and modify the attribute-values of the TABLE and FIELD entity-occurrences to meet the criteria
described below. Then, copy the structures to PRODuction status and CATALOG them to the Directory (CXX).

  

SQL Requirements

For a table to be SQL accessible, it must meet the following conditions:

• The SQL name for the TABLE can be up to 18 characters long (for ANSI mode access) or up to 32 characters long (for
extended mode access). The SQL name must be unique within the schema.

• The SQL name for the FIELD can be up to 18 characters long (or up to 32 characters long for extended mode access).
The SQL name must be unique within the TABLE.
If you do not define an SQL name for a column, when the definition is placed in PRODuction status,  generates
an SQL name from the first 18 characters of the column's entity-occurrence name. If the first 18 characters of the
column's entity-occurrence name is not unique within the table,  generates a unique name by using characters 16 -- 18
as a counter.

• The SQL name for the KEY entity-occurrence can be up to 18 characters long (or up to 32 characters long for
extended mode access). The SQL name must be unique within all KEY entity-occurrences in the .
If you do not define an SQL name for a column,  generates an SQL name when the definition is placed in PRODuction
status. The name is constructed from:
– The DATACOM-NAME attribute-value of the key
– Followed by an underscore character
– Followed by the DATACOM-NAME attribute-value of the table containing the key
– Followed by the DATACOM-ID attribute-value of the database containing the table

• The valid character set includes: A-Z, 0-9, $, #, @, and _ (underscore). Only A-Z, $, # and @ are valid as the first
character.

• All classes of columns are accepted but SQL recognizes only simple and filler classes:
– SQL ignores compound fields, accessing only the simple fields which comprise a compound field.
– If a compound field has a REPEAT attribute-value greater than 1, SQL treats all repeats of the field as one large

character field (length equals length times number of repeats) even if it is a compound field (overriding the previous
comment).

– SQL ignores the REDEFINES attribute-value. Therefore, REDEFINES=N is recommended.
– URI=YES must be specified, if any key in the data area is defined with UNIQUE=Y. When a data area uses the URI

option, every table in that data area must be defined in  with the attribute RECOVERY=Y.
• The following shows the SQL-supported values for four  FIELD attributes (TYPE, JUSTIFICATION, SIGN, and TYPE-

NUMERIC), their meaning, and the equivalent SQL data type. When retrieving data from any column that is defined
in  with a combination of attribute-values not included in this chart  returns the data to an SQL application as if it were
CHARACTER. That is,  presents the data without any translation or interpretation.

NOTE
 SQL processing does not allow decimal places in SMALLINT and INTEGER. All double-byte character set data
of  types G, K, and Y are treated as GRAPHIC by SQL.

 TYPE  JUST  SIGN  T-N  Meaning  SQL Data Type 
C Character CHARACTER
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C C data type with
mixed DBCS
and SBCS with
SEMANTIC-
TYPE=MIXED

CHARACTER with
FOR MIXED DATA

V Varying-length
character string of
length 1 to maximum
row size

VARCHAR

V V data type with
SEMANTIC-
TYPE=MIXED

VARCHAR with FOR
MIXED DATA

V V data type with
attribute LONG=Y
varying-length
character string
whose maximum
length is determined
by the amount of
space available
in a block and the
number of other
columns of the same
type

LONG VARCHAR

B R Y C Binary, signed,
conventional;
halfword, 2 bytes

SMALLINT (signed)

B R Y C Binary, signed,
conventional;
fullword, 4 bytes

INTEGER (signed)

B R N C Binary, length =
4, SEMANTIC-
TYPE=SQL-DATE

DATE

B R N C Binary, length =
3, SEMANTIC-
TYPE=SQL-TIME

TIME

B R N C Binary, length =
10, SEMANTIC-
TYPE=SQL-STMP

TIMESTAMP

L R Y C Long floating point,
signed, conventional

FLOAT (signed)

D R Y C Packed decimal,
signed, conventional
(length = 1 -- 16)

DECIMAL (signed)

D R Y P Packed decimal,
signed, positive
(length = 1 -- 16)

DECIMAL (positive)

D R N Packed decimal,
unsigned (length = 1
-- 16)

DECIMAL (unsigned)
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N R Y C Numeric (zoned
decimal), signed,
conventional (length
= 1 -- 31)

NUMERIC (signed)

N R Y P Numeric (zoned
decimal), signed,
positive (length = 1 --
31)

NUMERIC (positive)

N R N Numeric (zoned
decimal), unsigned
(length = 1 -- 31)

NUMERIC
(unsigned)

2 R Y C halfword binary,
signed, conventional

SMALLINT (signed)

4 R Y C Fullword binary,
signed, conventional

INTEGER (signed)

G Graphics data GRAPHIC
W Varying-length

double-byte
character set of
length 2 to maximum
row size

VARGRAPHIC

W W data type with
attribute LONG=Y
varying-length
double-byte
character set whose
maximum length is
determined by the
amount of space
available in a block
after all fixed length
fields have been
subtracted from the
blocksize (assumes
one record per
block).

LONG
VARGRAPHIC

• If the area containing the table was not loaded with the option URI=YES, it must be reloaded with URI=YES specified. 

Placing the Modified Definition in PRODuction Status

For a table with SQL-INTENT=Y,  verifies that it has a valid SQL-NAME and that it passes all standard  edits such as key
size, minimum table length, and so forth, during the COPY to PRODuction status, CATALOG, or VERIFY function.

If the table passes,  changes the SQL-ACCESS attribute-value to Y. If a table fails validation, it is not SQL accessible
and the SQL-ACCESS attribute-value remains N. A table which fails SQL verification can be successfully copied to
PRODuction status and cataloged to the Directory (CXX) if it meets all standard  edits.

SQL Read-Only Tables

To define a table as SQL read-only, specify the SQL-INTENT attribute-type as R either in  batch or online. The information
is then passed to , using the CATALOG function, as the SQL-ACCESS attribute-type with a value of R for entry to the
Directory (CXX).
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Any attempt to insert new rows, or delete or update existing rows using SQL statements results in the  94(130) return
code. This return code is returned to the calling software as a -117 SQL error code.

Any attempt to use SQL Data Definition Language (DDL) statements to modify the definition of a table marked as SQL
read-only results in a DSF return code of ANA (Alter Not Allowed) generated by . This return code is returned to the calling
software as a -118 SQL error code.

Specifying a table as SQL read-only does not affect the physical structure of the database and therefore does not require
any manipulation of the data in the table.

On the CXX report a field, SQL-INTENT, is displayed to indicate how a table was defined, either R for SQL read-only, a Y
for full SQL access, or an N for no SQL access. The SQL-INTENT field is displayed on the CXX report on the same line
with AUTHID.

Modifying SQL Accessible Objects

Do not use the  Structure Maintenance Mode of  or the DDUPDATE utility to delete tables, views, or synonyms which
were created or altered with SQL statements because SQL statements put definition information in the Data Definition
Directory (DDD) which is not removed when the  definition is deleted. Instead, use the SQL DROP statement to remove
SQL definitions.

If definitions are deleted using the  DELETE, use the Data Definition Directory Database Utility (DDDDULM) to determine
what definitions must be subsequently dropped to clean up the DDD. See .

Modifying Columns With Constraints

Before dropping a column that is involved in any type of constraint, drop the constraint. Before dropping a primary
constraint or a unique constraint, drop any foreign references to it. Dropping a primary key or a unique constraint removes
the constraint information but does not remove the key. To remove the key, remove its definition from  and rebuild the
index.

Before adding a constraint,  verifies that there is no data in the table(s) involved which violates the constraint. If there is
any data which would violate the constraint,  rejects the addition of the constraint.

Enhancing the Definitions of SQL-Created Structures

Using SQL DDL statements to define structures adds or modifies entity-occurrences in .

You can use  to add additional attribute-values or text to SQL-created occurrences. Consider adding keys to SQL-created
tables to improve performance (see Keys for Performance Tuning) or to allow access by  record-at-a-time commands.

Adding or Modifying Keys

When performing key modifications without adding new fields to the record (such as adding or deleting a key) or when
changing the INCLUDE-NIL-KEY or DATACOM-ID attribute-values, run the DBUTLTY RETIX function. When making a
change to a key which alters the key's total length, run the DBUTLTY REMOVE and RETIX functions.

Modifications Requiring Reorganization

When changing the space management option, cluster key ID, Native Key, to or from recovery, field edits, or data
compression, reorganize the data area. A reorganization is not required if changing space management options, but to
take full advantage of the new option it is strongly recommended.

Modifying the Physical Layout of the Record

When using  to change the physical layout or size of the record:

1. Unload the table using the DBUTLTY EXTRACT AREA=nnn,TABLE=nnn function.
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2. Use the  Record Migration Facility (DDRMFLM) to reformat the records in the sequential file created in step 1.
3. Reload the table using the DBUTLTY LOAD function. (See Loading Data Areas.)

WARNING
 If you reorganized or reloaded the table with the new record size, the Recovery File and its associated backup
file are no longer valid. Either produce a complete set of new backups (preferred) or use the load copy as a
backup.

If you have SQL programs that access the table,  marks their plans invalid when the definition changed. These programs
must be rebound or recompiled before they can access the table. The SQL facility automatically attempts to rebind invalid
plans when they are next executed.

Making Tables Not SQL Accessible

If a TABLE occurrence is to be changed from SQL accessible (SQL-INTENT=Y) to not SQL accessible (SQL-INTENT=N),
be aware that there is potentially a two-step process involved as follows:

1. Update the SQL-INTENT attribute to N and catalog the DATABASE.
2. Update the SQLNAME and AUTHID to spaces and catalog the DATABASE.

This must be done in two steps to allow the first CATALOG function to clear members from the DDD.

Impact of Changing Structure Definitions on Constraints
Certain  activity, such as adding columns (FIELD entity-occurrences) to a table, or updating attributes of fields, keys, and
tables, affects a constraint. These changes affect different types of constraints in different ways. For example, they could
invalidate the constraint or the data in either the modified or a related table.

Adding a Column to a Table

If you add a column to a table that has constraints defined, the constraints become invalid. This applies only if the column
is not in a Unique or Foreign Key (see Adding a Column to a Key).

Type of Constraint Effect on Constraint
Check and
Foreign

Constraints become invalid because offsets stored in the object
will change. The constraints are rebound by SQL the next time the
table is accessed.

Unique Constraints become invalid because the length of the table
changes as well as the offsets. The constraints are rebound by
SQL the next time the table is accessed.
The referencing constraints also become invalid and are rebound
by SQL the next time the table is accessed.
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Deleting a Column from a Table

If you delete a column from a table that has constraints defined, the result varies depending on the type of constraint. This
applies only if the column is not in a Unique or Foreign Key (see Deleting a Column from a Key). For example, Check
constraints become obsolete, and Foreign constraints become invalid.

Type of Constraint Effect on Constraint
Check Constraints become obsolete if the constraint is defined to the

column being deleted, so the delete is not allowed.  generates
a DSF return code CON when this attempt is made. Drop the
constraint before deleting the column from the table.
If the constraint is not defined to the column, the constraints
become invalid because the offsets of other columns could
change and therefore change the length of the table. The
constraints are rebound by SQL the next time the table is
accessed.

Foreign Constraints become invalid because offsets stored in the object
change. The constraints are rebound by SQL the next time the
table is accessed.

Unique Constraints become invalid because the offsets stored in the
object change and because the length of the table also changes.
The constraints are rebound by SQL the next time the table is
accessed.
The referencing constraints also become invalid and are rebound
by SQL the next time the table is accessed.

Adding a Column to a Key

If you are adding a column to a key, the results vary depending on the type of constraint. This action has no effect on
Check constraints. However, Foreign and Unique constraints cannot be updated this way.

Type of Constraint Effect on Constraint
Check Not applicable.
Foreign and Unique Constraints are not allowed because the rebind will re-create the

key as it was before causing a new KEY to be added since the
source of the constraints reflects the old column list.
generates a DSF return code CON when you attempt to add a
column to a key defined with these constraints. Drop the constraint
before adding the column to the key.

Deleting a Column from a Key

If you delete a column from a key, the result varies depending on the type of constraint. This action has no effect on
Check constraints. However, Foreign and Unique constraints cannot be updated in this way.

Type of Constraint Effect on Constraint
Check Not applicable.
Foreign and Unique This action is not allowed because the rebind will re-create the

key as before resulting in a new KEY since the source of the
constraints reflects the old column list.
generates a DSF return code CON when you attempt to delete
a column from a key defined with these constraints. Drop the
constraint before deleting the column from the key.
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Deleting Keys

If you delete a key with constraints defined, there is no effect on Check constraints, however, Foreign and Unique
constraints become obsolete.

Type of Constraint Effect on Constraint
Check Not applicable.
Foreign and Unique generates a DSF return code CON when you attempt to delete a

key related to one of these type of constraints. Drop the constraint
before deleting the key.

Updating Table Attributes

When you update TABLE entity-occurrence attributes, changing AUTHID, SQLNAME or DATACOM-NAME attribute-
values will affect constraints. Updating other attributes does not affect constraints.

Attribute Type of Constraint Effect on Constraint
DATACOM- NAME
 

Check, Foreign, and Unique Not allowed if the table has constraints.
generates a DSF return code CON when
you attempt to update this attribute for
a table with these constraints. Drop the
constraint before updating this attribute.

AUTHID or SQLNAME
 

Check,
Foreign, and Unique

An SB9 error is returned if the change is
attempted in PRODuction status.
If the change is attempted in TEST status, a
CON error occurs if any constraints exist on
this table.

Updating Key Attributes

When you update KEY entity-occurrence attributes, changing the DATACOM-ID, DATACOM-NAME, MASTER-KEY,
NATIVE-KEY, and UNIQUE attribute-values will affect constraints. All other KEY attributes not listed in the following table
may be changed.

Attribute Type of Constraint Effect on Constraint
DATACOM-ID Check Not applicable.
DATACOM-ID Foreign When you attempt to change this attribute-

value,  clears the value.
DATACOM-ID Unique Not applicable.
DATACOM-
NAME

Check Not applicable.

DATACOM-
NAME

Foreign When you attempt to change this attribute-
value,  clears the value.

DATACOM-
NAME

Unique Constraints become invalid because 
names of keys are stored in the object. The
constraints are rebound by SQL the next
time the table is accessed.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

MASTER-KEY Check Not applicable.

 1084



 CA Datacom Administrating

MASTER-KEY Foreign When you attempt to change this attribute-
value,  sets the value to N.

MASTER-KEY Unique Not applicable.
NATIVE-KEY Check Not applicable.
NATIVE-KEY Foreign When you attempt to change this attribute-

value,  sets the value to N.
NATIVE-KEY Unique Not applicable.
UNIQUE Check Not applicable.
UNIQUE Foreign It is meaningless to update a Foreign Key.

When you attempt to change this attribute-
value,  sets the value to N.

UNIQUE Unique Not allowed if a constraint exists on this
key.
generates a DSF return code CON when
you attempt to change the value of this
attribute from Y to N. Drop the constraint
before you make this change.

Updating Field Attributes

When you update FIELD entity-occurrence attributes, changing the following attribute-values will affect constraints:

• AFTER
• CLASS
• DECIMALS
• LENGTH
• NULL-INDICATOR
• OFFSET
• REDEFINES
• REPEAT
• SIGN
• SQLNAME
• TYPE
• TYPE-NUMERIC

Updating other attributes does not affect constraints.

Attribute Type ofConstraint Effect on Constraint
LENGTH Check and

Foreign
Constraints become invalid because the
offsets stored in the object will change. The
constraints are rebound by SQL the next
time the table is accessed.

LENGTH Unique Constraints become invalid because
the offsets stored in the object change
and because the length of the table also
changes. The constraints are rebound by
SQL the next time the table is accessed.
The referencing constraints also become
invalid because the offsets stored in the
object change. The constraints are rebound
by SQL the next time the table is accessed.
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OFFSET Check and
Foreign

Constraints become invalid because the
offsets stored in the object will change. The
constraints are rebound by SQL the next
time the table is accessed.

OFFSET Unique Constraints become invalid because
the offsets stored in the object change
and because the length of the table also
changes. The constraints are rebound by
SQL the next time the table is accessed.
The referencing constraints also become
invalid because the offsets stored in the
object change. The constraints are rebound
by SQL the next time the table is accessed.

AFTER Check and
Foreign

Constraints become invalid because the
offsets stored in the object will change. The
constraints are rebound by SQL the next
time the table is accessed.

AFTER Unique Constraints become invalid because the
offsets stored in the object change. The
constraints are rebound by SQL the next
time the table is accessed.
The referencing constraints also become
invalid because the offsets stored in the
object change. The constraints are rebound
by SQL the next time the table is accessed.

REPEAT Check and
Foreign

Constraints become invalid because the
offsets stored in the object will change. The
constraints are rebound by SQL the next
time the table is accessed.

REPEAT Unique Constraints become invalid because
the offsets stored in the object change
and because the length of the table also
changes. The constraints are rebound by
SQL the next time the table is accessed.
The referencing constraints also become
invalid because the offsets stored in the
object change. The constraints are rebound
by SQL the next time the table is accessed.

NULL-
INDICATOR

Check and
Foreign

Constraints become invalid because the
offsets stored in the object change. The
constraints are rebound by SQL the next
time the table is accessed.

NULL-
INDICATOR

Unique Constraints become invalid because
the offsets stored in the object change
and because the length of the table also
changes. The constraints are rebound by
SQL the next time the table is accessed.
The referencing constraints also become
invalid because the offsets stored in the
object change. The constraints are rebound
by SQL the next time the table is accessed.

TYPE Check and
Foreign

Constraints become invalid because the
offsets stored in the object change. The
constraints are rebound by SQL the next
time the table is accessed.
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TYPE Unique Constraints become invalid because
the offsets stored in the object change
and because the length of the table also
changes. The constraints are rebound by
SQL the next time the table is accessed.
The referencing constraints also become
invalid. The constraints are rebound by
SQL the next time the table is accessed.

DECIMALS Check,
Foreign, and
Unique

Constraints become invalid because the
data stored in the object may need to be
updated as a result of this change. The
constraints are rebound by SQL the next
time the table is accessed.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

REDEFINES
(updating from N to S or P for constraint
field)

Check generates a DSF return code CON when
you attempt to change the value of this
attribute from N to S or P. It is the same
as deleting a field from the table. Drop the
constraint before making the change.

REDEFINES
(updating from N to S or P for constraint
field)

Foreign and
Unique

This action is not allowed because the
rebind will re-create the key as before
adding a new key since the source of the
constraints reflects the old column list.
generates a DSF return code CON
when you attempt to change the value of
this attribute from N to S or P. Drop the
constraint before making the change.

REDEFINES
(updating from N to S or P for other fields)

Check and
Foreign

Constraints become invalid because offsets
stored in the object change. The constraints
are rebound by SQL the next time the table
is accessed.

REDEFINES
(updating from N to S or P for other fields)

Unique Constraints become invalid because offsets
stored in the object change and because
the length of the table also changes. The
constraints are rebound by SQL the next
time the table is accessed.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

REDEFINES (updating from S or P to N) Check Constraints become invalid because offsets
stored in the object change. The constraints
are rebound by SQL the next time the table
is accessed.

REDEFINES (updating from S or P to N) Foreign generates a DSF return code CON when
you attempt to change this value from S or
P to N, if the field is in a key representing a
Foreign constraint.
If the field being updated is not in the
Foreign key, all Foreign constraints become
invalid.
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REDEFINES (updating from S or P to N) Unique Constraints become invalid because offsets
stored in the object change and because
the length of the table also changes. The
constraints are rebound by SQL the next
time the table is accessed.
Since this action is the same as adding
a field, it is not allowed if the field is in a
key that represents a Unique constraint. 
generates a DSF return code CON if you
attempt to change a field in this manner.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

CLASS
(updating from S to another value for
constraint field)

Check generates a DSF return code CON when
you attempt to change the value of this
attribute to another value from S, since this
is the equivalent of deleting a column for
SQL. Drop the constraint before making the
change.

CLASS
(updating from S to another value for
constraint field)

Foreign and
Unique

This action is not allowed because the
rebind will re-create the key as it was
before adding a new key since the source
of the constraints reflects the old column
list.
generates a DSF return code CON when
you attempt to change the value of this
attribute from S to another value. Drop the
constraint before making the change.

CLASS
(updating from S to another value for other
fields)

Check and
Foreign

Constraints become invalid because offsets
stored in the object change. The constraints
are rebound by SQL the next time the table
is accessed.

CLASS
(updating from S to another value for other
fields)

Unique Constraints become invalid because offsets
stored in the object change and because
the length of the table also changes. The
constraints are rebound by SQL the next
time the table is accessed.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

CLASS (updating to S) Check Constraints become invalid because offsets
stored in the object change. The constraints
are rebound by SQL the next time the table
is accessed.

CLASS (updating to S) Foreign generates a DSF return code CON when
you attempt to change this value to an S if
the field is in a key representing a Foreign
constraint. If the field being updated is not
in the Foreign key, all Foreign constraints
become invalid.
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CLASS (updating to S) Unique Constraints become invalid because offsets
stored in the object change and because
the length of the table also changes. The
constraints are rebound by SQL the next
time the table is accessed.
Since this action is the same as adding
a field, it is not allowed if the field is in a
key that represents a Unique constraint. 
generates a DSF return code CON if you
attempt to change a field in this manner.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

SIGN or TYPE- NUMERIC (for constraint
field)

Check, Foreign, and Unique Constraints become invalid because the
data stored in the object may need to be
updated as a result of this change.
The referencing constraints also become
invalid and are rebound by SQL the next
time the table is accessed.

SQLNAME Check, Foreign, and Unique Not allowed in PRODuction status. 
generates an error (SB9).
Not allowed in TEST status if the field
is related to a constraint of any type. 
generates a DSF return code CON.

SQL Statements for Manipulating Areas and Databases

SQL statements to CREATE, DROP, and ALTER a DATABASE

A database can be created, removed, or changed using the SQL statements CREATE DATABASE, DROP DATABASE,
and ALTER DATABASE.

SQL statements to CREATE, DROP, and ALTER an AREA

An area can be created, removed, or changed using the SQL statements CREATE AREA, DROP. AREA, and ALTER
AREA.

Extended Programming
DBNTRY, the standard entry point, supports several methods for interfacing application programs to . For complex
programming beyond the scope of these standard options,  supports a special entry point. This complex programming
must be written in assembly language.

For online monitor processing with CICS or IMS/DC, writing a special program using the techniques described here is
unnecessary. The interfaces CA provides between  and these monitors supply all the complex programming features
described here. For details, see the documentation for  CICS Services or  IMS/DC Services.

Following are the extended options available. You can use these options in any combination.

• Option 1
A single program uses multiple User Requirements Tables (URTs). Each  request still processes against only one
URT, but different requests can use different URTs, each with different options. A special case exists for commands
that back out data, including ROLBK and LOGTB. Commands that back out data execute primarily using the provided
URT for the request, but they have to use a URT with the needed table to process individual log records that are being
backed out.

 1089



 CA Datacom Administrating

The API caller has to pass a URT address on every call to DBINFPR. A URT opened needs to be preserved until it is
closed.  does not track URT addresses. Inside the URT, however, is a URT number that is not normally documented.
That number is a binary number of two bytes at offset x’10’ into the URT. If the number is 0000 during an OPEN
command, the interface sets a next number. In a very simple case, this can be satisfactory when only one or a few
URTs are to exist and are in stable memory. If not, the caller needs to preset the number to ensure that a maximum of
64k-1 URTs can exist, and that each has a unique number 1-64k-1, where 0 is not used.
For SQL users, the SQL in MUF assigns URT numbers starting with 64k-1 and going down with each table opened. If
those numbers conflict with the API assigned number, there are conflicts and various and many symptoms of failure
occur.  supports the CLOSE command with a URT having a URT number of 0000 as a special case of close all and
disconnect. This drives a disconnect and must not be issued if ‘other’ task areas are making requests.
All URTs are considered shared by all tasks attached together, because using this API can handle more than one task.
It is therefore important not to close a URT currently in use by other tasks or needed by other tasks for ROLLBACK
processing. When the caller does not want shared URT execution, one simple strategy is to have each task open a
URT at its start with a URT number that is the same as the task number, and then to close that URT when the task
completes. Used this way, there are no URT conflicts, because they are not shared.

• Option 2
With this option, the calling program designates a request be issued to the MUF and then be returned to the caller
without waiting for the request to be completed. The calling program then performs other non- processing. When the
request completes, the MUF posts the ECB associated with the request. The calling program has to always pre-post
the ECB for the task. However, every OPEN command and every CLOSE command works with the same rules but
internally, in the interface, does in-line waits, because the commands have to do post-request processing prior to the
user program continuing.

• Option 3
The calling program requests that  establish multiple task areas for processing. Each request is required to specify
which task area is to be used. With this feature, multiple requests can be processed concurrently, up to the number
of task areas requested. The assignment of task areas is the requirement of the caller. One task area can process
a single request at a time. If a request generates row locks or other locks, the task is required to be reserved to
continuing requests for the same caller. If a request generates the start of a transaction, the task is required to be
reserved to continuing requests for the same caller.
SQL requests are required to have an associated Logical Unit of Work (LUW) identifier. There are special coding
actions taken by  to allow sharing of task areas at some point of SQL command processing. This is not intended for
any other SQL API users, and they need to force all SQL processing through a single task, once it is assigned from the
start of the SQL to its completion. Special commands are required to note the end of a SQL program process.

Other option requirements are as follows:

• This API supports a single TCB where every call is done in the same TCB.
• The caller is expected to check for return code 86 (MUF no longer available) and handle it with cleanup of all tasks

being used by the caller. The caller is required to force post or take other action with regard to any ECB waits
outstanding that have, for various reasons, not yet been posted by the MUF. This allows those outstanding tasks
to complete. The ECB memory is required to be ‘burned’ forever and not reused, because there is no time that it
can be ensured that a MUF post cannot still be driven, because that is done with an SRB and is not controllable. If
multiple TCBs are being used, the caller is required to stop them all in some orderly way before restarting with a new
connection open. To minimize risk of memory overlays with requests being returned after the RC 86 of one task area,
the it is a good practice for you to delay a reasonable number of seconds before reusing memory being used for 
request areas or work areas.
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NOTE
his API interface is complex and, therefore, a possibility exists that not every requirement is presented here.

• All 31-bit addressing is required. Memory can be 24-bit but addressed as 31-bit.  always executes in 31-bit, never 24-
bit.

• There is no support for the interface being called in 64-bit or providing any memory in 64-bit. See the previous item.
High order parts of 64-bit registers are not saved or restored. They are modified during interface execution.

• There is no support for any memory to be in a Data Space. Interface is required not to be called in AR mode. AR
registers are not saved or restored. They are modified by the interface.

• While it is desirable for the protect key to be 8, it is possible to execute with protect key 0. We do not recommend
using key 0 for . Being called in key 0 forces execution in key 0, and this puts the Operating System at risk by allowing
overlay of memory not intended to be overlaid.  therefore does not want this responsibility. Execution in key 9-15, while
potentially possible, is not officially supported.

• The interface is required to be called in problem state, never in supervisor state.
• The interface must be called in TCB mode, never in SRB mode.

Using the Extended Options Entry Point

Following are the requirements for using the extended options entry point:

• Load the DBINFPR module into memory.
• The standard register 1 must point to a parameter list.
• Register 13 points to a save area.
• Register 14 is the return to the caller.
• Register 15 is the calculated address of the entry into the interface. This address is determined by adding the contents

of the halfword located at a displacement of hex 20 into the interface to the address of the start of the interface.

Parameter List

The parameter list is five fullwords long:

• A(*A)
Normal user request parameter list

• A(*B)
System identification block

• A(*C)
Task identification block

• A(*D)
User Requirements Table

• A(*E)
Work address list entry

Parameter Descriptions
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Following is a description of the parameters:

Parameter Description
*A The contents of register 1 during a  call using any other entry

point. This address points to the address list below. The
addresses must point to the applicable information depending on
the command in the request.
A(User Information Block)
A(Request Area)
A(Work Area)
A(Element List)
A(Request Qualification Area)

*B Required 64-byte specification of the system identification block.
This area should be initialized prior to the first  call and then
should remain unaltered.  modifies some fields and expects them
to be returned on all subsequent calls. The format of the area is:
F'0'
Reserved. Must be zero.
F'0'
Reserved. Must be zero.
H'n'
Number of  task areas to acquire.
If the number of tasks equals 0,  controls the waits for requests
and provides one task area for requests. If the number of tasks is
greater than or equal to 1, the user gets that number of areas for
requests. However, the user must handle all waits.
H'0'
Reserved. Must be zero.
F'0'
Must be zero if the second option listed above is not being used
either alone or with any other option. If the second option is being
used, this fullword must be the address of *J.
4F'0'
Reserved. Must be zero.
H’0’
Reserved. Must be zero.
X’00’
Switch-3 (zeros except following optional flags)
EOJ_OK_S EQU X’80’
Multiple tasks only, set if the caller allows Muf to EOJ, if the caller
is making no requests for a ‘long’ time (MUF variable). Also means
caller can (recommended) choose to drive a stopping of tasks at
commit and full disconnect close as soon as possible to honor the
MUF being set to EOJ.
X’00’
Reserved. Must be zero.
7F’0’
Reserved. Must be zero.
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*C Task identification block specification. The format of the area is:
X'nn'
Entry point format for the user request. Where nn is:
01 for CBLDBMS
02 for DATACOM
03 for DBNTRY
XL3'0'
Reserved. Must be zero.
XL16'X'
May contain any task related information such as task
identification. This information is printed in Master List dumps.
XL100’0’
Reserved. Must be zeros.

*D Address of the User Requirements Table to be used with this
request.

*E Work address list entry. When no version of Option 2 above is
used,  initializes the fullword. The same parameter list must be
used for all  calls. When Option 2 is used, this fullword tells  which
task area to use for this request. This address must point to the
entry in the work address list to use for processing this request.
The format is:
A(*J ENTRY)

*J Work address list. This list must be specified if any version of
Option 2 above is used. The number of entries is equal to the
number of  task areas acquired. Prior to the first call to , and
again if all User Requirements Tables are closed, the list must be
initialized with addresses of event control blocks (ECBs). During
processing,  alters the contents of this list. The format is:
A(TASK 1 *K) -- ECB for first  task
...........
A(TASK N *K) -- ECB for last  task

*K The Event Control Block (ECB). The location of the individual
ECBs is the choice of the caller. The definition of an ECB is
provided by the operating system. The ECB is a fullword; when  is
called, the related task ECB must be posted as complete.

Sample Program Using the Extended Programming Entry Point

The following sample uses Option 1 of extended options programming in which the calling program supplies the name of
the User Requirements Table to process. If only one parameter is passed (actual  calls have at least two parameters, the
user identification block and a request area), then  assumes it is the name of a User Requirements Table to load.

 

 DBNTRY   CSECT

          USING DBNTRY,R11          PROVIDE A BASE REGISTER

          STM   R14,R12,12(R13)     SAVE CALLERS REGISTERS

          LR    R11,R15             LOAD THE BASE

          LA    R14,LCLSAVE         POINT TO MY SAVE AREA

          ST    R13,4(,R14)         CHAIN CALLER TO ME

          ST    R14,8(,R13)         CHAIN ME TO CALLER

          LR    R13,R14             SET UP MY CORRECT SAVE AREA REGISTER

          TM    0(R1),X'80'         SEE IF ONLY PARM

          BO    DBNTRYX             IF SO MUST BE URT LOAD
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          LA    R1,0(R1)            CLEAN  ADDRESS

          ST    R1,USERPARM         SAVE POINTER TO USER PARMS

          B     CALLINF

 DBNTRYX  EQU   *

          LA    R1,0(R1)            CLEAN  ADDRESS

          BAL   R14,LOADURT         GO LOAD URT

          ST    R1,USERFT           SAVE FILE TABLE

 GETINF   EQU   *

          BAL   R14,LOADINF         GO LOAD INF

          B     EXITALL

 CALLINF  EQU   *

          BAL   R14,LOADINF         GO LOAD INF

          LA    R1,EXTNPARM         POINT TO MY PARM AREA

          L     R15,AEXTOPTE        GET EXTENDED ENTRY

          BALR  R14,R15             CALL INF

 EXITALL  L     R13,4(,R13)         PICK UP OLD REGS

          ST    R15,16(,R13)        SAVE RC TO RETURN

          LM    R14,R12,12(R13)     RESTORE REGS

          BR    R14                 RETURN TO CALLER

          EJECT

 LOADURT  EQU   *

          L     R1,0(R1)            GET POINTER IN R0

          LA    R0,0(R1)

          LOAD  EPLOC=(0)

          LR    R1,R0               MOVE POINTER TO R1

          BR    R14                 RETURN TO CALLER

          EJECT

 LOADINF  EQU   *

          OC    ADBINFPR,ADBINFPR   DID WE LOAD INF

          BNZR  R14                 IF SO RETURN

          CLC   X'14'(4),=F'0'      TEST FOR DOS

          BE    LOADOS              BRANCH IF NOT

 *---------------------------------------------------------------------*

 *        NEXT IS A HARD CODED COMRG                                   *

 *---------------------------------------------------------------------*

          L     R1,X'14'            PICK UP POINTER

          SVC 33

          ST    R1,ACOMRG

          LA    R1,DBINFPR          POINT TO DBINFPR NAME

          L     R15,ACOMRG          A(COMRG)

          L     R0,F4096            IN DEVELOPMENT ROUND TO 4096

          A     R0,36(,R15)         HIGH CORE LAST PHASE LOADED

          SRL   R0,12               ROUND TO

          SLL   R0,12                DBLWORD

          ST    R0,ADBINFPR         SAVE INF ADDRESS

 *---------------------------------------------------------------------*

 *        LOAD  (1),(0)  HARD CODED                                    *

 *---------------------------------------------------------------------*

          SVC 4

          B     LOADCOM

 LOADOS   EQU   *

          LA    R0,DBINFPR          POINT TO DBINFPR NAME

          LOAD  EPLOC=(0)
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          ST    R0,ADBINFPR

 LOADCOM  EQU   *

          L     R1,ADBINFPR         GET ADDRESS OF INF

          AH    R1,X'20'(R1)        POINT TO ENTRY

          ST    R1,AEXTOPTE         SAVE ENTRY

          BR    R14

          EJECT

 *---------------------------------------------------------------------*

 *        WORKAREAS AND CONSTANTS                                      *

 *---------------------------------------------------------------------*

 F4096    DC    F'4096'

 DBINFPR  DC    CL8'DBINFPR'        NAME OF INTERFACE

 ADBINFPR DC    A(0)                ADDRESS OF DBINFPR

 AEXTOPTE DC    A(0)                ADDRESS OF EXTENDED ENTRY

 ACOMRG   DC    A(0)                ADDRESS OF DOS COMRG

 *---------------------------------------------------------------------*

 *         EXTENDED OPTIONS PARM LIST                                  *

 *---------------------------------------------------------------------*

 EXTNPARM DS    0F                  EXTENDED PARM LIST

 USERPARM DC    A(0)                USERS PARM LIST

          DC    A(SYSIB)            POINTER TO SYSIB BLOCK

          DC    A(TSKIB)            POINTER TO TSKIB BLOCK

 USERFT   DC    A(0)                ADDRESS OF USER FILE TABLE

 WORKLENT DC    A(0)                WORK LIST ENTRY POINTER

 *---------------------------------------------------------------------*

 *        SYSTEM INFORMATION BLOCK..... *B IN DOCUMENTATION            *

 *---------------------------------------------------------------------*

 SYSIB    DC    2F'0'               FIRST 2 WORDS 0

 SYSTASKS DC    H'0'                NUMBER OF TASKS 0=1 WITH WAIT

          DC    H'0'                RESERVED

 SYSECBL  DC    A(0)                ADDRESS OF ECB LIST... *J IN DOC.

          DC    4F'0'               FILLER

 *---------------------------------------------------------------------*

 *        TASK INFORMATION BLOCK..... *C IN DOCUMENTATION              *

 *---------------------------------------------------------------------*

 TSKIB    DC    XL1'03'             3 = DBNTRY

          DC    XL3'00'             FILLER

          DC    CL16'SAMPLE EXT. OPT.'

          LTORG

 LCLSAVE  DC    18F'0'              LOCAL SAVE AREA

          END

Generating Reports
You can generate the following reports:

  

  Reports

The batch facility of  includes a reporting facility. With it, you can produce numerous reports about the information you
have stored in . With the reporting facility, you can:
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• List all entity-occurrences associated with selected aliases
• List relationships associated with one entity-type or with all entity-types
• List entity-occurrences associated with selected descriptor words
• List detailed information about entity-occurrences
• List all field entity-occurrences associated with a table, view, record, key or element
• List summary information about entity-occurrences
• List related entity-occurrences, showing the nature of each relationship
• List the AUTHORIZATION entity-occurrences that are schemas and the TABLE, FIELD, KEY, VIEW, SYNONYM, and

PLAN entity-occurrences that are related to them
• List text information for entity-occurrences

  Reporting Facility Reports

The  Reporting Facility is a file retrieval and report generating system. With the  Reporting Facility, you can access and
report on information contained in  databases and in conventional files. The  Reporting Facility can accept input from , ,
or . It can also access data from IMS/DLI databases, VSAM files, standard sequential, and use user-defined access
methods.

In addition to generating reports, you can use the  Reporting Facility to create output files and hence, use it as a file
conversion tool.

The  Reporting Facility operates as a batch job under the control of the operating system.

DBUTLTY Reports

DBUTLTY includes a REPORT function which generates reports on:

• The data structures as defined in the Directory (CXX)
• Log Area Status
• Statistics and diagnostic information about system performance and space utilization

Sample Report Headers

The report headers for the sample reports contained in this are shown here. Report headers have the following format:

Date: mm/dd/ccyy    ********************************************************************************        

 Page:     1

                    *                                 CA Datacom/DB                                *

Time: hh.mm.ss      *                                General Utility                               *     

 Version: 15.0

                    *                 Copyright © 1990-2014 CA. All rights reserved.               *

Base:     dbid      ********************************************************************************

 Directory: name

 

•  Base:
The dbid is the DATACOM-ID (DBID) of the database (base) in use when the report was built.

NOTE
 Base does not appear in the header if it is not appropriate for the report that was generated or not known at
the time the report is produced.

•  Date:
The date when the report was executed is shown in the format mm/dd/ccyy:
–   mm 
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month
–   dd 

day
–   cc 

century
–   yy 

year
•  Directory:

The name is the internal name of the Directory (CXX), assigned with the INIT CXX function, that was in use when the
report was executed and if known at the time the report was produced.

NOTE
 Directory does not appear in the header if it is not appropriate for the report that was generated.

•  Page:
The n is the page number of the report.

•  Time:
The time when the report was assembled is shown in the format hh.mm.ss:
–   hh 

hour
–   mm 

minutes
–   ss 

seconds

Version:

The version of  being executed when the report was built is shown in the format nn.n, for example, Version: 15.0.

How to Build the CDC PLUS Databases
The Change Data Capture (CDC) PLUS feature enhances the CDC repository and extends your data access to include
an extra eight DBIDs. This scenario describes how a  database administrator (DBA) plans and implements the CDC PLUS
databases. Adapt these general instructions to the  implementation for your site.

Sites already using CDC should consider this information carefully before making changes to their environment. Pay
special attention to the user processes (CDCU) that have been implemented to extract and process the captured
changes.

  

Overview

The Change Data Capture (CDC) PLUS option allows the existing CDC environment to use up to 8 additional CDC PLUS
databases for the CDC data row storage. These additional eight PLUS databases allow you to separate the CDC captured
data rows by application function, security access, or other business need that required the captured data rows to be
logically separated.

The following illustration shows how the CDC PLUS Listener directs an individual log record to multiple output databases.
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In this case, the example shows multiple processes used by the Datacom MUF with a local CDC Listener. Processes
include:

• Accessing the LOG buffer
• Extracting selected table maintenance in log form
• Writing change data to an MNT table in DBIDs 2009, 2012, 2013
• Writing a TSN 2009, 2012, 2013 row at commit (LUW complete)

NOTE
 All writes are committed by default to the local log file.

How to Build and Enable the CDC PLUS Databases

As a database administrator, you can now add up to eight more databases for CDC data row storage. These databases
allow you to selectively collect and store up to nine sets (CDC BASE and the additional CDC PLUS databases) of
captured changes.

 Benefits 

• Additional secured databases
• Easy to install
• Easy to use
• No consequences if you decide to remove one of the PLUS databases

Use the following steps to guide you through the process:

1.  Determine which of the additional PLUS databases are utilized in this Multi-User environment. 
2.  Run DDUPDATE to add the CDC PLUS databases. 
3.  Determine the expected size of each database area. 
4.  Allocate data sets for each new base. 
5.  INIT and NULL LOAD the PLUS databases. 
6.  Review the existing set of CDC parameters definitions for the Multi-User environment. 
7.  Determine the appropriate required changes to implement the selected CDC PLUS databases. 
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8.  Cycle the MUF to implement the new CDC PLUS definitions. 
9.  Test the data capture collection. 
10.  Review changes to the GAPFIX utility. 
11.  Review changes to the CDC facility messages. 

See the following topics for supplemental reference information:

•  MUF Startup Options to Target the Log Records of CDC 
•  DBUTLTY GAPFIX Function 
•  CDC PLUS Messages 
•  Adding or removing CDC collection activity 

Determine which additional PLUS database is utilized in this Multi-User environment

Determine how many of the additional CDC PLUS databases are needed before the PLUS databases are implemented.
Typically this decision is based on how the change data is accessed and by whom.

 Example 1 

Your site may have two different Third-party tools or user applications that are used to process the information and send it
downstream to their respected targets. In each case, the Third-party tool or user application is coded to read the change
data, send it to the target, then delete the change data. If both tools share the CDC database, conflicts over the change
data use and subsequent deletion would occur. In this case, using the CDC BASE database for one application and a
CDC PLUS database for the other application removes those conflicts.

 Example 2 

The change data that is being collected may be considered “secure” and only accessible by the specific owning group. If
change data for two or more groups was stored in the same database (CDC BASE), a possible security exposure occurs.
In this case, having a CDC database for each of the secured groups allows the change data to be separated to meet
access/security requirements.

After you determine the additional CDC PLUS databases that are needed, you can build and implement those databases.
To understand how the CDC PLUS database activity displays in certain reports and parameters, each of the CDC
database definitions is assigned a sequential slot position. When needed, these slot positions are used to represent where
a data change is sent (for example, in the DBUTLTY GAPFIX report).

The slot assignment is simple. The CDC BASE database is slot 1, CDC PLUS_2 database is slot 2, CDC PLUS_3
database is slot 3, and so on. The following list represents some of the possible options you could choose to implement
for CDC PLUS database processing.

• Basic CDC BASE with only one target (Slot 1)
• CDC BASE with CDC PLUS_2 (Slot 1 and Slot 2)
• CDC BASE with CDC PLUS_2, PLUS_3 (Slots 1, 2, and 3)
• CDC BASE with CDC PLUS_3, PLUS_7, PLUS_9 (Slots 1, 3, 7, and 9)
• Any combination of CDC BASE with CDC PLUS databases

Run DDUPDATE to add CDC PLUS databases

When you install your  products, the database definitions (BTG decks) for the 8 new CDC PLUS database are put into
your CABDSAMP Target Library. Use each one of the BTG decks as the input to a DDUPDATE job which defines and
catalogs a CDC_PLUS database to your  and CXX.

The BTG decks are:

CA_CDC_BASE

CA_CDC_BASE_PLUS2
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CA_CDC_BASE_PLUS3

CA_CDC_BASE_PLUS4

CA_CDC_BASE_PLUS5

CA_CDC_BASE_PLUS6

CA_CDC_BASE_PLUS7

CA_CDC_BASE_PLUS8

CA_CDC_BASE_PLUS9

Each of the BTG decks represents one PLUS database definition. The simplest choice is to define all 8 PLUS database
definitions to the  and CXX. Then, only allocate and INIT/LOAD those PLUS databases that you need. In the future, if
another PLUS database is needed, repeat the same steps to allocate the data sets, INIT/LOAD and activate in MUF.

The BTG decks include a set of  transactions to OBSOLETE the PLUS database definitions before redefining them. When
applying these BTG decks for the first time, the OBSOLETE transaction receives an NTF (not found) condition.

 

NOTE
 The obsolete function allows the step to be reexecutable.

Avoid changing the database definitions for the CDC PLUS databases. If there is a DBID conflict with your site, you can
choose to alter the DBIDs for the PLUS database. However, we recommend that you follow the provided standard of:

• CA_CDC_BASE as DBID 2009 is the default DBID used by previous versions of  
• CA_CDC_BASE_PLUS2 as DBID 2012
• CA_CDC_BASE_PLUS3 as DBID 2013
• CA_CDC_BASE_PLUS4 as DBID 2014
• CA_CDC_BASE_PLUS5 as DBID 2015
• CA_CDC_BASE_PLUS6 as DBID 2016
• CA_CDC_BASE_PLUS7 as DBID 2017
• CA_CDC_BASE_PLUS8 as DBID 2018
• CA_CDC_BASE_PLUS9 as DBID 2019

Determine the expected size of each database area

For each of the databases that are activated, determine the expected size of the index and data areas for that database.
There are several ways to make this determination.

You can use:

• Existing CDC 2009 data and index area size
• An estimated size that is based on expected activity compared to the existing CDC 2009
• RXX history to determine the volume of changes that are stored in the PLUS database. Using that information, you can

calculate an estimated size by:
– Data area AR1 has the CTL table which only has 1 row (allocate 2 tracks)
– Data area AR2 has two tables:

• TSN table - 1 row for every transaction (LUW) with a selected update
    Calculate Total bytes = # of LUWs*65 bytes  

    Calculate Total bytes = # of changes * 48 bytes +(row size * 2)   

    AR2 tracks = 1.25 * ((Total bytes TSN + Total bytes MNT) / track size)  

• MNT table - 1 row for every data row change that is captured
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In other words, allocate enough tracks to hold all the TSN/MNT bytes with a 25% additional space to cover track/
blocksize capacity considerations.

– IXX area is calculated at 25 percent (%) of the data area AR2 size

Allocate data sets for each new base

Allocate the data sets for the selected PLUS databases (DBIDs 2012-2019).

For each selected database, you allocate data sets for the IXX, AR1, and AR2 areas using the size determinations from
the previous step.

INIT and NULL LOAD the PLUS databases

Use DBUTLTY to INIT the IXX, AR1, and AR2 areas. To make them ready for use by the CDC process, use DBUTLTY
LOAD FORMAT=NONE for the AR1 and AR2 areas.

Review the existing set of CDC parameter definitions for the Multi-User environment

The Change Data Capture (CDC) process makes available committed data changes from the LXX (log file) in a customer
accessible form. In the source  LXX environment, CDC changes are captured in "near real time." The changes are then
populated to a  database (2009 default) as a set of data rows that represent the captured changes. End-user programs
or third-party tools can process these data rows for replication to various other platforms or data sources. In the simplest
case, you can use the data rows in the CDC database (2009) to produce a simple change audit report. In a more complex
case, you can use the data rows to keep multiple "down-stream" data tables in sync with the  "master" table.

The addition of the CDC PLUS databases allows you to separate out the data rows that the CDC process captures into
the extra CDC databases (2012-2019). The same process is used to capture the data changes. However, an enhanced
process is used to determine which of the CDC databases are selected to store the captured change.

Each CDC database has its own set of source tables that are monitored for changes to capture and store in the CDC
database. You can choose to have data changes of a single source table captured to one or more of the CDC databases.
The only concern with directing source table changes to multiple CDC databases is the overhead that is associated with
writing the change information multiple times.

Review the existing CDC parameters definitions for the existing environment before implementing the CDC PLUS bases.
In most cases, the existing parameters can remain the same. The only required change to the existing parameters used
to implement a CDC PLUS database is to update the “CDC YES” parameter to include the maximum output slot value.
For more information, see Determine the appropriate changes needed to implement the selected CDC PLUS databases.
If you plan to redirect some of the existing captured changes from the CDC BASE database to a CDC PLUS database,
you may need to update the selected databases in the existing CDC_BASE parameter and the selected tables in the
CDC_TABLE parameter.

Determine the appropriate changes needed to implement the selected CDC PLUS databases

Once you determine the number of PLUS databases to add and which databases and tables go to which CDC database,
then you can determine the appropriate MUF start-up parameters.

For this discussion, it is much simpler to use an example. The current MUF environment captures a range of databases:
DBID 050, and DBIDs100 through 200 except for database 150 to the CDC BASE database (DBID 2009). Additionally, the
environment is capturing tables ABC of DBID 900 and table DEF of DBID 901.

The example parameters would look like:

CDC YES,8M
CDC_BASE YES,050,100-200
CDC_BASE NO,150
CDC_TABLE YES,ABC900
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CDC_TABLE YES,DEF901

You want to implement CDC PLUS_2 and the CDC PLUS_3 databases and to split up the selected database and tables
according to specific security needs. The configuration would be:

• Group 1 (CDC BASE) changes captured for DBIDs 50, 100-149 and table ABC900
• Group 2 (CDC PLUS_2) changes captured for DBIDs 50, 151-200 and table DEF901
• Group 3 (CDC PLUS_3) changes captured for DBIDs 50, 301-350 and table ABC900

In this example we would update the previous parameters to be:

CDC YES,8M,3
CDC_BASE YES,050,100-149
CDC_TABLE YES,ABC900
CDC_BASE_PLUS 2,YES,050,151-200
CDC_TABLE_PLUS 2,YES,DEF901
CDC_BASE_PLUS 3,YES,050,301-350
CDC_TABLE_PLUS 3,YES,ABC900

In this example:

• One database (DBID 050) would have the changes to its tables captured and stored to all three CDC databases.
• One table (ABC of DBID 900) would have its changes captured and stored in two different CDC databases.

Even though this is acceptable, there is additional overhead as every change that is made to these tables captured once
and then stored multiple times.

In addition to the CDC parameter changes shown previously, you must update the CDC Listener parameters (CDCL) and
CDC Monitor parameters (CDCM) to include the new PLUS databases.

Using the previous example, the following MUF parameters:

CDCL DBID *,2009
CDCM DBID 2009

would become:

CDCL DBID *,2009
CDCM DBID 2009

CDCL DBID PLUS 2,*,2012
CDCM DBID PLUS 2,2012

CDCL DBID PLUS 3,*,2013
CDCM DBID PLUS 3,2013

For more information about the updated CDC parameter and the new CDC PLUS parameters, see MUF Startup Options
to Target Log Records of CDC.

Cycle the MUF to implement the new CDC PLUS definitions

After you determine the changes and update them in the MUF start-up job, recycle the MUF to implement/activate the
CDC changes.

Test data capture collection

After implementing the CDC parameter changes and activating CDC, you can monitor the process of changes that are
captured and stored in the CDC BASE database and the CDC PLUS databases.

To test the process, execute a transaction that adds/deletes or changes a row for one of the captured changes. Use a
simple SQL query to select all the rows from the matching CDC database and verify that the change has been captured.
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For the sites without SQL activated, use a DBUTLTY EXTRACT SEQ=PHYSICAL to dump the captured changes from the
CDC database.

Once you verify the data capture and appropriate placement in the CDC databases, activate your updated CDCU
applications to process the captured changes and complete the testing of the implementation.

Review changes to the GAPFIX utility

The DBUTLTY GAPFIX function fixes gaps in the change capture process when the LOG processing “gets too far ahead”
of the change capture process. In this case, some changes on the LOG may be spilled to the RXX before they get
captured to the CDC databases. When this occurs, run a DBUTLTY GAPFIX to retrieve the unprocessed log blocks from
the RXX and process them into the CDC databases.

With the additional CDC PLUS databases, updates to the DBUTLTY GAPFIX parameter card are necessary to allow the
specification of the PLUS databases to process. Additionally, updates to the GAPFIX report are necessary to show the
CDC database (slots) that the GAPFIX process updated.

For more information about the updated GAPFIX parameter and the updated GAPFIX report, see DBUTLTY GAPFIX.

Review changes to the CDC facility messages

The CDC facility runs in MUF and produces various messages in the MUF address space. With the addition of the CDC
PLUS databases, several new and updated messages have been added to the environment.

For more information about the updated messages, see CDC PLUS Messages.

Supplemental Reference Information

The CDC PLUS feature generated additional changes to the following topics.

MUF Startup Options to Target Log Records of CDC

The following CDC MUF startup options include the CDC PLUS parameters:

 CDC YES, 8M,  output-slot-maximum 

►►─ CDC ─┬─ NO ────────────────────────────┬─────────────────────────►◄

         └─ YES ─┬───────────────────────┬─┘

                 ├─ ,size ───────────────┤

                 └─ ,output-slot-maximum ┘

•   ,output-slot-maximum 
(Optional) Specifies the maximum number of CDC output databases that are available for use during the life of the
current MUF. This option is only valid at MUF startup and requires a MUF recycle to change. Specifying output-slot-
maximum prepares the MUF for more output database slots. If it is not specified, the MUF is restricted to a single
output slot. Each output slot has a DBID that is defined with CDCL and CDCM options. You can specify 2-9 output
database slots for example, 2 output database slots, 3 output database slots, and so on up to 9 slots. Each slot
requires memory and processing cycles.

WARNING
 This option can only be changed through a MUF startup option. A MUF cycle is required to implement the
parameter change and enable the CDC PLUS feature.

 Benefits: 

• Prepares the allowable number of PLUS database slots
• Can restrict the MUF to the single 2009 output

 CDC_BASE_PLUS  output-database-slot  ,yes-no, dbid,dbid-dbid …  
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                                                 ┌─────────┐

►►─ CDC_BASE_PLUS output-database-slot─,YES-NO ──▼─ ,dbid ─┴──────────►◄

•  CDC_BASE_PLUS
(Optional and z/OS only) The CDC_BASE_PLUS parameter option can be specified during MUF startup or through the
console. Specify the CDC_BASE_PLUS MUF startup option as part of the CDC feature. To use CDC_BASE_PLUS,
specify the CDC MUF startup option at MUF startup time and provide an output-slot-maximum value as large as or
larger than the output-database-slot number used in the following specification.
This option can be changed with the MUF enabled to add or remove databases that have changes collected by CDC
and placed in this output slot number.

NOTE
 Multiple CDC_BASE_PLUS statements are permitted during MUF startup.

•   output-database-slot 
Indicates the PLUS output slot number (2-9). The output slot for the startup option CDC_BASE is considered as 1.
–  Valid Entries:

2-9
–  Default Value:

No default
•  ,YES-NO

YES indicates that the DBID that follows is available (added) for CDC processing.
NO indicates that the base is not available (removed from) for CDC processing.

•   ,dbid 
Defines which user DBIDs have changes collected by CDC for this CDC_BASE_PLUS slot. Each entry is a single
database ID or a range of database IDs from 1 to 5000.
Database IDs are not checked to verify that they are currently in the CXX. There are no edits to discover if a DBID is
later deleted from the CXX. Therefore, enter the database IDs that you specify with care.
–  Valid Entries:

1 to 5000 specified either individually or with a dash to indicate a range
–  Default Value:

No default

 Benefits: 

• Multiple CDC_BASE_PLUS statements are allowed during the MUF startup
• Change this option with the MUF enabled to add or subtract databases from change collection by CDC for this output

slot number

NOTE
 Do not select database IDs to be collected by CDC to a CDC output slot until the slot is defined and
ready for use by the CDCL and CDCM tasks. For more information, see the CDCL_BASE_PLUS and
CDCM_BASE_PLUS parameters in this section.

•  CDC_TABLE_PLUS output-database-slot ,yes-no,table-dbid,table-dbid ... 

                                                   ┌───────────────┐

►►─ CDC_TABLE_PLUS output-database-slot─,YES─ NO ──▼─ ,table-dbid ─┴──►◄ 

•  CDC_TABLE_PLUS
(Optional) Specify this parameter option during MUF startup or through the console. To use CDC_TABLE_PLUS,
specify the CDC MUF startup option at MUF startup time.

NOTE
 Multiple CDC_TABLE_PLUS statements are permitted during MUF startup.

•   output-database-slot 
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Indicates the plus output database slot number (2-9). The output slot for the startup option CDC_TABLE is always
considered to be slot 1. Examples are:
CDC_TABLE_PLUS 2,NO,TTTDBID,TTTDBID,TTTDBID

CDC_TABLE_PLUS 3,NO,TTTDBID,TTTDBID,TTTDBID

CDC_TABLE_PLUS 9,YES,TTTDBID

For each entry, specify a three-character table name (TTT) followed by a database ID (DBID). Up to 384 table entries
are allowed per slot.

NOTE
 Specify table names with care. The table names are not checked to verify that they are currently in the CXX.
Additionally, there are no checks to discover if a table name is later deleted from the CXX.

•  ,YES-NO 
YES indicates the tables that follow are added to the CDC collection activity for this slot. NO indicates the tables that
follow are excluded from collection by CDC for this slot.

NOTE
 if you do not specify this optional statement, there is no default.

•   ,table-dbid  
Specifies a three character table name and a base number. It defines which user table-dbids are monitored by the
CDC-TABLE_PLUS slot.

 Benefits: 

• Multiple CDC_TABLE_PLUS statements are permitted during MUF startup.
• Change this option with the MUF enabled to add or subtract tables from change collection by CDC for this output slot

number.

NOTE
 The table entries are intended as an exception to full database use, not as the norm. If you specify this optional
statement, there is no default. If you do not specify this statement, CDC_TABLE_PLUS defaults to all of the
tables in the database being selected.

•  CDCL_DBID_PLUS output-database-slot,MUF-NAME ,dbid  

                                                  ┌─────────┐

►►─ CDCL_DBID_PLUS output-database-slot,MUF-NAME ─▼─ ,dbid ─┴───────►◄

•  CDCL_DBID_PLUS
(Optional and z/OS only) Specify this parameter during MUF startup or through the console. This DBID is considered
a system DBID and must be set as ACCESS OPTIMIZE. To change a database ID (DBID), close CDCL for this MUF,
alter the database list, and reopen the CDCL.

NOTE
 The CDCL task must have all output CDC databases opened for processing to record successfully a
maintenance transaction that is set to that slot. CDCL does not ignore errors. CDCL opens all output
databases as a set and all must be available or it shuts down with the first error.

•   output-database-slot 
Indicates the PLUS output slot number (2-9). This number should correlate with the n sub-parameter of the
CDC_BASE_PLUS and CDCM_DBID_PLUS startup options.
–  Valid Entries:

2-9; there is no default value
•  MUF-NAME

Specifies a valid MUF name or MUFPLEX name being listened to. Specify an asterisk if the source MUF and target
MUF are the same. If used during MUF startup, the name must match the name that is specified in a CDCL startup
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option. After startup, the asterisk is an abbreviation for the true name. An error is recognized if the specific name or
asterisk MUF is not found in the CDCL list. There is no default value.

•   ,dbid 
Specifies one of the eight valid CDC PLUS DBIDs (recommended as 2012-2019).

NOTE
Do not duplicate a DBID for the 1-9 output slots.

 Benefits: 

• Ability to change the output CDC database ID (DBID)
• Ability to add a new CDC PLUS database to the CDC Listener
•  CDCM_DBID_PLUS n,dbid  

                                        ┌─────────┐

►►─ CDCM_DBID_PLUS output-database-slot─▼─ ,dbid ─┴────────────────────►◄

•  CDCM_DBID_PLUS
(Optional and z/OS only) Adds a new CDC database to monitor the MUF. The statements can be changed with the
MUF enabled to add to monitoring bases or to remove bases to monitor. To change the bases, close CDCM with
CDCM_CLOSE, apply changes, and reopen. This parameter requires a valid CDC slot defined. Specify this parameter
during MUF startup or through the console.

•   output-database-slot 
Specifies a plus slot number of 2-9 where the number correlates with the CDC_BASE_PLUS and CDCL_DBID_PLUS
startup options.
–  Valid Entries:

2-9; there is no default value
•   ,dbid 

Specifies one of the eight valid CDC PLUS DBIDs. The recommended bases are 2012-2019.

 Benefits: 

• Adds a new CDC database for monitoring
• Ability to change the statements with the MUF enabled to add to monitoring bases or remove bases to monitor.

DBUTLTY GAPFIX

The GAPFIX function supports the additional PLUS output bases with the OPTION1 (optional) keyword as required.

OPTION1=plus-dbids

You can specify the database IDs for one through eight PLUS databases. The MUF must be active when you execute this
command. To fix a gap that occurred during the CDC processing, use the following command.

►►─ GAPFIX ─ DBID=n OPTION2=Amufname ─┬──────────────┬───────────────►

                                      └─ DATETIME=t ─┘

 ►─┬──────────────────────┬─┬──────────────┬─────────────────────────►◄

   └─ OPTION1-plus-dbids ─┘ └─ REPORT=ALL ─┘ 

 Examples 

Adding one PLUS database with a database ID of 2012 is specified as follows:

OPTION1=2012

Specifying more than one PLUS database, a comma indicates omitted databases if they are not at the end (termination) of
the list.

OPTION1='2012,,,,,,,2019'
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NOTE
 Single quote marks surround a list of databases.

•  Valid Entries:
1-8 valid four-digit CDC_PLUS database IDs

•  Default Value:
(No default)

NOTE
Define all output CDC database slots that maintenance log records reference. There is no ability to ignore a slot.

GAPFIX Detail Report Sample

The following report sample includes the PLUS slot for the CDC PLUS enhancement.

•                                              DATACOM/DB FIXGAP                  

•JOB NAME R-UNIT   DATE       TIME   REQUEST  BASE  BLOCK      URI  AREA PLUS SLOT

•                                                                                 

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITC01  997 00000002 00000001 A01 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITC02  897 00000002 00000001 C02 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITF01  797 00000000 00000002 A01 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITF02  697 00000002 00000001 A01 --------9

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITF03  597 00000002 00000001 A01 -2-------

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITRNA  497 00000002 00000001 A01 1--------

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITRNB  397 00000002 00000001 A01 --------9

•DBDVL13  80,829  8/14/2013 10.21.32 COMIT       0 00000000 00000000              

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITC01  997 00000002 00000003 A01 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 ROLBK       0 00000000 00000000              

•DBDVL13  80,829  8/14/2013 10.21.32 DELETC01  997 00000002 00000001 A01 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 DELETC02  897 00000002 00000001 C02 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 DELETF01  797 00000000 00000002 A01 12------9

•DBDVL13  80,829  8/14/2013 10.21.32 DELETF02  697 00000002 00000005 A01 --------9

•DBDVL13  80,829  8/14/2013 10.21.32 DELETF03  597 00000002 00000006 A01 -2-------

•DBDVL13  80,829  8/14/2013 10.21.32 DELETRNA  497 00000002 00000001 A01 1--------

•DBDVL13  80,829  8/14/2013 10.21.32 DELETRNB  397 00000002 00000007 A01 --------9

•DBDVL13  80,829  8/14/2013 10.21.32 DELETRNB  397 00000002 00000002 A01 --------9

•DBDVL13  80,829  8/14/2013 10.21.32 COMIT       0 00000000 00000000              

•DBDVL13  80,829  8/14/2013 10.21.32 ADDITRNA  497 00000002 00000008 A01 1--------

•DBDVL13  80,829  8/14/2013 10.21.34 COMIT       0 00000000 00000000              

•DBDVL13  80,829  8/14/2013 10.21.34 ADDITF02  697 00000002 00000006 A01 --------9

•DBDVL13  80,829  8/14/2013 10.21.37 COMIT       0 00000000 00000000              

•DBDVL13  80,829  8/14/2013 10.21.37 ADDITF03  597 00000002 00000007 A01 -2-------

•DBDVL13  80,829  8/14/2013 10.21.41 CLOSE       0 00000000 00000000              

The first page of this sample detail report is the result from specifying the GAPFIX function with REPORT=ALL. Most of
the columns are self-explanatory. However, the PLUS SLOT column indicates which CDC_PLUS slot the AUD (added,
updated, and deleted) log record went to. This example provides some records going to three output slots and some to
individual slots and also provides detail PLUS slot information.

                                              DATACOM/DB FIXGAP

   TOTAL LOG     CDC LOG         ADDED          ADDED        DELETED

     RECORDS     RECORDS   TSN RECORDS    MNT RECORDS    MNT RECORDS

         317          116           18          165            3            
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    CDC_PLUS                     ADDED        ADDED      DELETED            

        DBID         SLOT  TSN RECORDS  MNT RECORDS  MNT RECORDS            

        2009             1           6           50            1            

    CDC_PLUS                     ADDED        ADDED      DELETED            

        DBID         SLOT  TSN RECORDS  MNT RECORDS  MNT RECORDS            

        2012             2           6           47            1            

    CDC_PLUS                     ADDED        ADDED      DELETED            

        DBID         SLOT  TSN RECORDS  MNT RECORDS  MNT RECORDS            

        2019             9           6           68            1            

 

 LOW DATE/TIME             LOW STCK      HIGH DATE/TIME            HIGH STCK

20130814102124 00CBCF95CC5E04CA5B00      20130814102142 00CBCF95DCD67E2C5800

The second page of this sample detail report is the result from specifying the GAPFIX function with REPORT=ALL.

CDC PLUS Messages

The CDC PLUS option could generate messages for the:

• CDC base
• CDC Monitor (CDCM) that watches the  Listener and the User Listener
• CDC Listener (CDCL) that watches the log area and pushes data to the CDC output bases

DB03102I

 CDC PLUS-n MNT-n LAST CDC-ccccmmddhhmmssReason: 

This message was generated because a STATUS_CDC console command was issued to monitor the status of Change
Data Capture (CDC). Slot information is provided relating to slots where number 1 is assigned to the original (non
CDC_PLUS) 2009 (default) CDC_BASE and CDC_TABLE startup parameters. Numbers 2-9 correspond to CDC_PLUS-2
through CDC_PLUS-9 respectively.

In the message text, MNT gives a count n for the AUD log records that participated in this slot.

 Action: 

None. This message is for information only.

DB03131I

 CDCM status progstat CDCL--mm:ss CDCU--mm:ss TSN-n MNT-n--DBID-n  

 Reason: 

This message is generated in response to a STATUS_CDC command as the second line in that response.

•  CDCM 
Refers to the Change Data Capture Monitor (CDCM) program, whose task it is to connect to the target MUF. CDCM
periodically checks the Change Data Capture Listener (CDCL) program and Change Data Capture User Listener
(CDCU) program to see how current they are relative to the LXX.

•   status 
Indicates the status of the CDCM subtask, where status can be one of the following:
–  OPEN

Indicates that the CDCM subtask is open.
–  CLOSED
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Indicates that the CDCM subtask is closed.
–  OPN>CLS

Indicates that the CDCM subtask is open, but you have requested it to close.
–  CLS>OPN

Indicates that the CDCM subtask is closed, but you have requested it to open.
–  OPN-ING

Indicates that the CDCM subtask is in the process of opening.
–  CLS-ING

Indicates that the CDCM subtask is in the process of closing.
•  progstat

Indicates the current specific status of the program, where progstat can be one of the following:
•  WAITPOLL

Indicates that the program is waiting for the poll interval.
•  WAITENBL

Indicates that the program is waiting for an enable.
•  CLOSED

Indicates that the program is closed.
•  WAIT-RQ-

WAIT-RQ- indicates that the program is waiting for a request.
•  RUNNING

RUNNING indicates that the program is running.
•  CDCL 

Refers to the Change Data Capture Listener (CDCL) program, whose task it is to watch the LXX for new work and
push CDC records to the CDC system databases.

•   mm:ss 
Following the CDCL is the time it is behind in processing CXX records, given in minutes mm and seconds ss. If the
time is greater than 999 minutes, the display shows plus signs (+). If the CDCM subtask has not yet successfully
opened the CDCL, the time is technically unknown (UNKN).

•  CDCU 
Refers to the Change Data Capture User Listener (CDCU) program, whose task it is to process and delete the
maintenance records for each committed request that it finds, then move the changes from the source MUF to the
target MUF.

•   mm:ss 
Following the CDCU is the time it is behind from the time of the first TSN record, given in minutes mm and seconds ss.
If the time is greater than 999 minutes, the display shows plus signs (+). If the CDCM subtask has not yet successfully
opened the CDCU, the time is technically unknown (UNKN).

•  TSN 
Indicates a count n of TSN (transaction sequence number) records. This count is the result of CNTKR or CNTTB
commands and reflects the number of TSN records that currently exist.

•  MNT 
Indicates a count n of CDC maintenance LXX records. This count is the result of CNTKR commands and reflects the
number of MNT records that currently exist.

•  DBID 
Indicates the output for slot 1.

If a return code closed the CDCM, the end of the message provides the command, table, and return code that occurred.
The STATUS_CDC DB03131I message times and record counts are from the prior CDCM polling interval, not from
the time at which the STATUS_CDC was issued. If the polling interval is 60 seconds, for example, the information in
DB03131I can be from 60 seconds ago. If the CDCM subtask is closed currently, the information in DB03131I is from the
last polling interval it was open.

 Action: 
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None. This message is for information only.

DB03132I

 CDCM PLUS-n CDCU--mm:ss TSN-n MNT-n--DBID-n  

 Reason: 

This message is generated in response to a STATUS_CDC command as the second line in that response.

•  CDCM 
Refers to the Change Data Capture Monitor (CDCM) program, whose task it is to connect to the target MUF and
periodically check to see how current the following programs are relative to the LXX.
– Change Data Capture Listener (CDCL)
– Change Data Capture User Listener (CDCU) program

•  PLUS n 
Indicates the output slot number 1-9.

•  CDCU 
Refers to the Change Data Capture User Listener (CDCU) program, whose task it is to process and delete the
maintenance records for each committed request that it finds, then move the changes from the source MUF to the
target MUF.

•   mm:ss 
Specifies the time that the CDCU is behind from the time of the first TSN record, given in minutes mm and seconds ss.
If the time is greater than 999 minutes, the display shows plus signs (+). If the CDCM subtask has not yet successfully
opened the CDCU, the time is technically unknown (UNKN).

•  TSN 
Indicates a count n of TSN (transaction sequence number) records. This count is the result of CNTKR or CNTTB
commands and reflects the number of TSN records that currently exist.

•  MNT 
Indicates a count n of CDC maintenance LXX records. This count is the result of CNTKR commands and reflects the
number of MNT records that currently exist.

•  DBID 
Indicates the output for slot n.

If a return code closed the CDCM, the end of the message provides the command, table, and return code that occurred.
The STATUS_CDC DB03131I message times and record counts are from the prior CDCM polling interval, not from
the time at which the STATUS_CDC was issued. If the polling interval is 60 seconds, for example, the information in
DB03131I can be from 60 seconds ago. If the CDCM subtask is closed currently, the information in DB03131I is from the
last polling interval it was open.

 Action: 

None. This message is for information only.

DB03164I

 CDCL mufname PLUS-n MNT-n DBID-n  

 Reason: 

This message was generated because a STATUS_CDC console command was issued to monitor the status of Change
Data Capture (CDC). This message provides information relating to the output slots with the number of AUD log records
to process and the DBID where the slot output is directed.

•  CDCL 
Refers to the Change Data Capture Listener (CDCL) program.

•   mufname 
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Specifies the name of the MUFplex or MUF that the Change Data Capture Listener (CDCL) tasks that are processed
currently.

•  PLUS-n 
Indicates the output slot number 1-9.

•  MNT 
Indicates the count of the number of CDC maintenance records processed. The MNT includes any records that might
have been deleted because of a backout or records that might later be subject to backout.

•  DBID 
Specifies the CDC DBID where the slot output is directed.

 Action: 

None. This message is for information only.

Adding or removing CDC change collection

The simplest method for changing the CDC collection activities is to stop and change the collection process by doing the
following actions:

• Stop the collection process
• Allow the user listeners to remove and process all of the changes in the CDC databases
• Stop MUF
• Alter the CDCU (user listeners) as needed
• Restart MUF with updated CDC startup parameters
• Restart the user listeners

However, in many environments it may not be possible to interrupt the MUF to adjust the CDC collection settings. In these
cases, use the CDC console commands to adjust the various data collection settings.

If you are removing a specific change collection, you can:

• Stop the unwanted collection activity
• Allow the user listeners to process through the changes
• Adjust the listener processes (if needed)

If you are adding a specific change collection, add the user listener “pull process” before starting the data collection
activities.

Example of removing a database from the CDC change collection

The following example provides the required steps to remove DBID 781 from being collected by CDC in the PLUS_3 (slot
3) CDC database. This example sows that the source CDC MUF has been enabled with the following CDC collection
parameters:

 CDC YES,8M,9                  

 CDC_BASE YES,3315              

 CDC_TABLE YES,BRN3317          

 *                              

 CDC_BASE_PLUS 2,YES,779        

 CDC_TABLE_PLUS 2,YES,TEL3317   

 *                              

 CDC_BASE_PLUS 3,YES,781        

 CDC_TABLE_PLUS 3,YES,ACC3317   

 Step 1. Remove database 781 from the MUF startup options.  
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This action ensures that if the MUF is recycled, the CDC collection for database 781 is not restarted. Place an asterisk in
the first column of the startup option.

* CDC_BASE_PLUS 3,YES,781    

 

 Step 2. Turn off the CDC collection for the existing MUF instance.  

Use the MVS Modify command to the MUF address space or use the DBUTLTY Console API or DBSQLPR SQL console
API.

The following example uses the DBUTLTY CONSOLE API. This command stops CDC collection of changes for database
781 in the CDC PLUS_3 database.

COMM OPTION=CONSOLE,OPTION2='CDC_BASE_PLUS 3,NO,781'   

The same action can be triggered by using the MVS MODIFY command to the MUF address space.

/F PRODMUFA,CDC_BASE_PLUS 3,NO,781    

Once these actions are complete, no additional log blocks (LXX) are marked for CDC PLUS_3 change collection for the
781 database.

There may be a certain amount of outstanding work in the previously processed log blocks that the CDC has not
processed. Due to different settings for the CDC processing (polling) that can be set, it can take a few seconds to a few
minutes for the residual CDC captured changes for database 781 to be posted to the CDC PLUS_3 database.

 Step 3. Determine what to do with the captured changes for database 781. 

This final action is to determine what to do with the captured changes for database 781 that were collected in the CDC
PLUS_3 database before removal of DBID 781 from CDC capture.

Typically there is a client written program (Change Data Capture User Listener (CDCU)) processing the changes that
are stored in the PLUS_3 database. Normally this program reads the captured changes in the CDC PLUS_3 database
processes them, and then deletes the rows from the CDC PLUS_3 tables. Allow the CDCU program to continue
processing the database 781 changes for the duration of the MUF instance to ensure that all captured changes are
processed and removed from the CDC PLUS_3 database.

If you do not want to process the database 781 changes from CDC PLUS_3 database, change the CDCU program to read
the database 781 changes and delete them from the CDC PLUS_3 database. Leave this read/delete process in effect
until the MUF is cycled to ensure that all database 781 captured changes are removed from the CDC PLUS_3 database.

NOTE
More actions may be required to clean up any data from database 781 that has been processed (downstream)
from the CDC PLUS_3 collection.

Example of adding a database to the CDC change collection

This example provides the required steps to add DBID 989 to the CDC change collection in the PLUS_3 (slot 3) CDC
database.

 Step 1. Determine what to do with the captured changes for database 989. 

The first action is to determine what to do with the captured changes for database 989 before the change collection in
enabled CDC PLUS_3 database. Typically, there is a client-written program processing the changes that are stored in the
CDC PLUS_3 database. This program reads the captured changes in the CDC PLUS_3 database processes them, and
then deletes the rows from the CDC PLUS_3 database tables. Enable the CDCU program to process the database 989
changes for the MUF instance before activating the change capture. This ensures that the CDC PLUS_3 database does
not fill up with changes for database 989 that are not being processed.
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If you do not want to process the database 989 changes from CDC PLUS_3 database immediately, change the CDCU
program to read the database 989 changes and delete them from the CDC PLUS_3 database tables. Leave this read/
delete process in effect until you are ready to process the change records.

In the following example, the source CDC MUF has been enabled with the following CDC collection parameters:

CDC YES,8M,9                  

 CDC_BASE YES,3315              

 CDC_TABLE YES,BRN3317          

 *                              

 CDC_BASE_PLUS 2,YES,779        

 CDC_TABLE_PLUS 2,YES,TEL3317   

 *                              

 CDC_BASE_PLUS 3,YES,781        

 CDC_TABLE_PLUS 3,YES,ACC3317   

 

 Step 2. Add the database 989 to the MUF startup options. 

This action ensures that if the MUF is recycled, the CDC collection for database 989 is enabled. Place the startup option
in the current MUF startup job to accomplish this task.

CDC_BASE_PLUS 3,YES,989   

 Step 3. Consider when to dynamically turn on the CDC collection for the existing MUF instance. 

Use the MVS Modify command to the MUF address space or by use the DBUTLTY Console API or DBSQLPR SQL
console API.

The following example uses the DBUTLTY CONSOLE API. This command enables the CDC collection of changes for
database 989 in the CDC PLUS_3 database.

COMM OPTION=CONSOLE,OPTION2='CDC_BASE_PLUS 3,YES,989’  

To trigger the same action, use the MVS MODIFY command to the MUF address space.

/F PRODMUFA,CDC_BASE_PLUS 3, YES,989    

Once these actions are complete, newly created log blocks (LXX) are marked for CDC PLUS_3 change collection for the
989 database.

There may be a certain amount of outstanding work in the previously processed log blocks that the CDC has not
processed. Due to different settings for the CDC processing (polling) that can be set, it can take a few seconds to a few
minutes for the residual CDC captured changes for database 989 to be posted to the CDC PLUS_3 database.

NOTE
More actions may be required to clean up any data from database 781 that has been processed (downstream)
from the CDC PLUS_3 collection.

Reducing Billable CPU Time for Every MUF in Your Environment
Product: 

Version: 15.1

OS: z/OS

The SMPTASK_USING_IEAV YES feature is available with every MUF environment currently using the SMPTASK startup
command and having the fourth option SRB set. Because of the benefits, this option is recommended as a Best Practice.
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NOTE

SMPTASK_USING_IEAV YES solutions are available for  15.1 and 15.0 with support extended to all  15.1 users.
If you are running  Version 15.1, these solutions provide immediate benefits.

On this page:

Using SMPTASK_USING IEAV YES

The SMPTASK_USING_IEAV YES startup command uses different z/OS facilities for dispatching MUF. These facilities
are more efficient for all CPU usage but particularly to reduce billable CPU time.

In addition to this feature, there is a minor optimization feature also related to dispatching MUF. The third option of
SMPTASK provides a value relating to how aggressively the MUF is dispatched. The default and recommended value is
‘4’. This value indicates that 4 tasks that are ready to run need to accumulate for each running SRB before another is set
as available to start executing. Larger values are more efficient in CPU usage and smaller values are less efficient in CPU
usage. Within reason, more running SRBs allow less elapsed time per request. Prior to this feature, the first two SRBs
were dispatched aggressively. This choice reduced elapsed times by driving more CPU usage. With this feature, values
of:

• 1 or 2 keeps this aggressive dispatching
• 3 or higher only dispatches the first SRB as required and allows the other SRBs to dispatch based on ready to run

work

NOTE

Each MUF environment that is critical to process with the least elapsed times should use the values 1 or 2. Test
and not critical environments should use values 3 or more.

Available Solutions

• RO93127 must be applied when using the Version 15.0 DBPCCPR module. The 15.0 DBPCCPR supports both 15.0
and 15.1 MUF regions. Only one version of DBPCCPR can be installed for the 15.x releases. DBPCCPR is typically
loaded only during the IPL process using a CAIRIM process. The CAIRIM can be run after IPL.   
After the solution is applied, either wait for an IPL or drive the CAIRIM process. to verify that the module is in
memory and available, Use DBUTLTY function REPORT MEMORY=MVS to verify that the module is in memory and
available. Look for the following detail line:

     MODULES IN COMMON MEMORY    MODULE    REL    DATE      TIME    RMID     FMID      SIZE 

     ... 

     CROSS MEMORY PC=PROD 15.1  DBPCCPR   15.1   20160503  15.59   RO89818  CABDF00   7,710  

     ... 

   If the DBPCCPR at the appropriate PTF level is not available, do not execute the option.

• RO90182 (or any newer) changes the DBINRPR interface module in the user address space. This module is installed
normally. It is unique in that it is in memory for long running jobs, and all jobs need the new DBINRPR to derive
success. Recycle jobs such as  and CICS regions with the new interface DBINRPR in place before using the new
option. When you use SYSVIEW to query MUF information you also have a DBINRPR that needs refreshing. This
occurs naturally if waiting for an IPL after the solution installation.

• RO90486 is available to change many modules. These modules support the following new option. When you use CA
SYSVIEW Performance Management to query MUF information, it might also have a DBINRPR that needs refreshing.
This occurs naturally if waiting for an IPL after the solution installation.  
SMPTASK_USING_IEAV YES
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Examples from Tests

The following tests show simple comparisons that were executed with a workload of 24 tasks executing a total of about 5
million requests.

Test 1 

SMPTASK  4,4,4,SRB

SMPTASK_USING_IEAV NO 

ITEM PROGRAM                USED COUNT             CPU TIME      POSTED COUNT        I/O COUNT     

  1  DBMUFPR                       174         000:00:00.10               156              154               

    

  2  *SRB-SMP                7,564,574         000:00:40.31         1,570,448                0             

  3  *SRB-SMP                2,587,614         000:00:15.15           432,913                0             

  4  *SRB-SMP                1,139,629         000:00:08.56           132,773                0              

  5  *SRB-SMP                  443,493         000:00:04.46            59,882                0              

 15  DBIOSPR                   308,659         000:00:02.20           239,999          308,659 

 16  DBIOSPR                        19         000:00:00.00                11               19 

 17  DBSMAPR                   408,802         000:00:02.14           490,802                0 

 18  DBSMAPR                    13,264         000:00:00.30            13,264                0 

 19  DBSMAPR                     4,758         000:00:04.12             4,758                0 

 20  DBSMAPR                     1,995         000:00:00.05             1,995                0 

 

..................... TOTALS OF ABOVE VALUES ....................   ... Z/OS ASCB VALUES (INCLUDES OTHER TCB-

SRB-RB WORK) ....

         TCB            *SRB-SMP     OTHER SRB           COMBINED            TCB       *SRB-SMP       OTHER

 SRB       COMBINED

000:00:05.07        000:01:08.49  000:00:00.00       000:01:13.56   000:00:05.07   000:01:08.49  

  000:00:05.71   000:01:19.28

 Test 2 

SMPTASK  4,4,4,SRB

SMPTASK_USING_IEAV YES

ITEM PROGRAM                USED COUNT             CPU TIME      POSTED COUNT        I/O COUNT     

  1 DBMUFPR                        175         000:00:00.10               156              154               

    

  2 *SRB-SMP                 9,355,801         000:00:44.46         1,959,986                0              
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  3 *SRB-SMP                 1,513,379         000:00:09.10           115,311                0              

  4 *SRB-SMP                   560,608         000:00:04.46            36,841                0              

  5 *SRB-SMP                   196,510         000:00:02.10            11,800                0               

 15 DBIOSPR                    326,983         000:00:02.40           245,272          326,983 

 16 DBIOSPR                        101         000:00:00.00                67              101 

 17 DBSMAPR                    489,731         000:00:02.65           489,731                0 

 18 DBSMAPR                      6,673         000:00:00.20             6,673                0 

 19 DBSMAPR                      3,377         000:00:00.07             3,377                0 

 20 DBSMAPR                      1,369         000:00:00.01             1,369                0

..................... TOTALS OF ABOVE VALUES ....................   ... Z/OS ASCB VALUES (INCLUDES OTHER TCB-

SRB-RB WORK) ....

         TCB            *SRB-SMP     OTHER SRB           COMBINED            TCB       *SRB-SMP       OTHER

 SRB       COMBINED

000:00:05.60        000:01:00.14  000:00:00.00       000:01:05.74   000:00:05.60   000:01:00.14  

  000:00:01.71   000:01:07.46

Test 3

SMPTASK  4,4,2,SRB

SMPTASK_USING_IEAV YES

ITEM PROGRAM                USED COUNT             CPU TIME      POSTED COUNT        I/O COUNT     

  1 DBMUFPR                        174         000:00:00.10               157              153               

    

  2 *SRB-SMP                  7,332,069        000:00:37.55         1,622,514                0             

  3 *SRB-SMP                  2,241,569        000:00:13.26           731,079                0             

  4 *SRB-SMP                  1,419,861        000:00:11.52           137,407                0              

  5 *SRB-SMP                    764,616        000:00:07.93            61,140                0              

 15 DBIOSPR                     334,814        000:00:02.40           254,558          334,814 

 16 DBIOSPR                          16        000:00:00.00                16               16 

 17 DBSMAPR                     430,770        000:00:02.00           430,770                0 

 18 DBSMAPR                      57,360        000:00:00.49            57,360                0 

 19 DBSMAPR                       7,952        000:00:00.17             7,952                0 

 20 DBSMAPR                       4,864        000:00:00.11             4,864                0
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..................... TOTALS OF ABOVE VALUES ....................   ... Z/OS ASCB VALUES (INCLUDES OTHER TCB-

SRB-RB WORK) ....

         TCB            *SRB-SMP     OTHER SRB           COMBINED            TCB       *SRB-SMP       OTHER

 SRB       COMBINED

000:00:05.42        000:01:10.28  000:00:00.00       000:01:15.70   000:00:05.42   000:01:10.28  

  000:00:01.66   000:01:17.37

The main difference with the SMPTASK_USING_IEAV YES is that the OTHER SRB which is billable time is less with the
option. The total time might be less as a result. However, the point is to reduce billable CPU time considered as 'OTHER
SRB'.

All of the above tests have IOTASK 2 specified.

Implementing the solutions and feature

Use the following steps.

1. Apply PTF RO93127. Implement the new PCC routine by either re-IPLing the LPAR (if schedule permits) or running
CAIRIM to install the new PCC routine.

2. Apply PTF RO90182 (or any newer).
3. Verify that the modified DBINRPR module from RO90182 (or newer) is in the appropriate CICS region library.
4. Recycle CICS regions using DBC that access the MUF where the feature is to be turned on.
5. Verify that the modified DBINRPR module from RO90182 (or newer) is in the appropriate DBSRV region library.
6. Recycle DBSRV regions that run against the MUF where the feature is to be turned on.
7. Verify that the modified DBINRPR module from RO90182 (or newer) is in the appropriate SYSVIEW region library.
8. Recycle SYSVIEW regions that run against the MUF where the feature is to be turned on.
9. Implement the SMPTASK_USING_IEAV YES option in the MUF by recycling the MUF with the new startup options in

place. Remember that the options require a MUF recycle. 

NOTE

Option SMPTASK must end with ‘SRB’ (for example, ‘SMPTASK 2,2,4,SRB’). We suggest setting IOTASK 4,
as it has shown benefits for some workloads. However, IOTASK is not a requirement.

Reducing Billable CPU for Every MUF in Your Environment (15.1)
Product: 

Version: 15.1

OS: z/OS

The SMPTASK_USING_IEAV YES feature is available with every MUF environment currently using the SMPTASK startup
command with the fourth option SRB set. Because of the benefits, this option is recommended as a Best Practice.

NOTE

SMPTASK_USING_IEAV YES solutions are available for  15.1 and 15.0 with support extended to all  15.0 users.
If you are running Version 15.1, these solutions provide immediate benefits.

On this page:
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Using SMPTASK_USING_IEAV YES

The SMPTASK_USING_IEAV YES startup command uses different z/OS facilities for dispatching MUF. These facilities
are more efficient for all CPU usage but particularly to reduce billable CPU time.

In addition to this feature, there is a minor optimization feature also related to dispatching MUF. The third option of
SMPTASK provides a value relating to how aggressively the MUF is dispatched. The default and recommended value ‘4’.
This value indicates that 4 tasks that are ready to run need to accumulate for each running SRB before another is set as
available to start executing. Larger values are more efficient in CPU usage and smaller values are less efficient in CPU
usage. Within reason, more running SRBs allow less elapsed time per request. Prior to this feature, the first two SRBs
were dispatched aggressively. This choice reduced elapsed times by driving more CPU usage. With this feature, values
of:

• 1 or 2 keeps this aggressive dispatching
• 3 or higher only dispatches the first SRB as required and allows the other SRBs to dispatch based on ready to run

work

NOTE

Each MUF environment that is critical to process with the least elapsed times should use the values 1 or 2. Test
and not critical environments should use values 3 or more.

Available Solutions

• RO89818 must be applied when using the Version 15.0 DBPCCPR module. The 15.0 DBPCCPR supports both
15.0 and 15.1 MUF regions. RO93127 must be applied when using the Version 15.1 DBPCCPR module. The 15.1
DBPCCPR supports both 15.1 and 15.0 MUF regions. Only one version of DBPCCPR can be installed for the 15.x
releases. DBPCCPR is typically loaded only during the IPL process using a CAIRIM process. The CAIRIM can be run
after IPL.  
After the solution is applied, either wait for an IPL or drive the CAIRIM process. Use DBUTLTY function REPORT
MEMORY=MVS to verify that the module is in memory and available.  Look for one of the following detail lines.

     MODULES IN COMMON MEMORY    MODULE    REL    DATE      TIME    RMID     FMID      SIZE  

     ... 

     CROSS MEMORY PC=PROD 15.0   DBPCCPR   15.0   20160503  15.59   RO89818  CABDF00   7,710 

  OR

     CROSS MEMORY PC=PROD 15.0   DBPCCPR   15.1   20161111  14.12   RO93127  CABDF10   8,158 

     ... 

If the DBPCCPR at the appropriate PTF level is not available, do not execute the option.

• RO90182 (or any newer) changes the DBINRPR interface module in the user address space. This module is installed
normally.It is unique in that it is in memory for long running jobs, and all jobs need the new DBINRPR to derive
success. Recycle jobs such as  and CICS regions with the new interface DBINRPR in place before using the new
option. When you use CA SYSVIEW Performance Management to query MUF information, it might also have a
DBINRPR that needs refreshing. This occurs naturally if waiting for an IPL after the solution installation.

• RO90486 is available to change many modules. These modules support the following new option.
SMPTASK_USING_IEAV YES

Examples from tests

The following test example shows that simple comparisons were executed with a workload of 24 tasks executing a total of
about 5 million requests.

Test 1
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SMPTASK  4,4,4,SRB

SMPTASK_USING_IEAV NO 

ITEM PROGRAM                USED COUNT             CPU TIME      POSTED COUNT        I/O COUNT     POSTED, NO

 WORK

  1  DBMUFPR                       174         000:00:00.10               156              154               

    1

  2  *SRB-SMP                7,564,574         000:00:40.31         1,570,448                0            

  12,771

  3  *SRB-SMP                2,587,614         000:00:15.15           432,913                0            

 159,984

  4  *SRB-SMP                1,139,629         000:00:08.56           132,773                0            

  54,988

  5  *SRB-SMP                  443,493         000:00:04.46            59,882                0            

  35,922

 15  DBIOSPR                   308,659         000:00:02.20           239,999          308,659 

 16  DBIOSPR                        19         000:00:00.00                11               19 

 17  DBSMAPR                   408,802         000:00:02.14           490,802                0 

 18  DBSMAPR                    13,264         000:00:00.30            13,264                0 

 19  DBSMAPR                     4,758         000:00:04.12             4,758                0 

 20  DBSMAPR                     1,995         000:00:00.05             1,995                0 

 

..................... TOTALS OF ABOVE VALUES ....................   ... Z/OS ASCB VALUES (INCLUDES OTHER TCB-

SRB-RB WORK) ....

         TCB            *SRB-SMP     OTHER SRB           COMBINED            TCB       *SRB-SMP       OTHER

 SRB       COMBINED

000:00:05.07        000:01:08.49  000:00:00.00       000:01:13.56   000:00:05.07   000:01:08.49  

  000:00:05.71   000:01:19.28

Test 2:

SMPTASK  4,4,4,SRB

SMPTASK_USING_IEAV YES

ITEM PROGRAM                USED COUNT             CPU TIME      POSTED COUNT        I/O COUNT     POSTED, NO

 WORK

  1 DBMUFPR                        175         000:00:00.10               156              154               

    1
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  2 *SRB-SMP                 9,355,801         000:00:44.46         1,959,986                0            

  12,083

  3 *SRB-SMP                 1,513,379         000:00:09.10           115,311                0            

  48,707

  4 *SRB-SMP                   560,608         000:00:04.46            36,841                0            

  11,138

  5 *SRB-SMP                   196,510         000:00:02.10            11,800                0              

 5,405

 

 15 DBIOSPR                    326,983         000:00:02.40           245,272          326,983 

 16 DBIOSPR                        101         000:00:00.00                67              101 

 17 DBSMAPR                    489,731         000:00:02.65           489,731                0 

 18 DBSMAPR                      6,673         000:00:00.20             6,673                0 

 19 DBSMAPR                      3,377         000:00:00.07             3,377                0 

 20 DBSMAPR                      1,369         000:00:00.01             1,369                0

..................... TOTALS OF ABOVE VALUES ....................   ... Z/OS ASCB VALUES (INCLUDES OTHER TCB-

SRB-RB WORK) ....

         TCB            *SRB-SMP     OTHER SRB           COMBINED            TCB       *SRB-SMP       OTHER

 SRB       COMBINED

000:00:05.60        000:01:00.14  000:00:00.00       000:01:05.74   000:00:05.60   000:01:00.14  

  000:00:01.71   000:01:07.46

Test 3:

SMPTASK  4,4,2,SRB

SMPTASK_USING_IEAV YES

ITEM PROGRAM                USED COUNT             CPU TIME      POSTED COUNT        I/O COUNT     POSTED, NO

 WORK

  1 DBMUFPR                        174         000:00:00.10               157              153               

    2

  2 *SRB-SMP                  7,332,069        000:00:37.55         1,622,514                0            

 148,925

  3 *SRB-SMP                  2,241,569        000:00:13.26           731,079                0            

 354,395

  4 *SRB-SMP                  1,419,861        000:00:11.52           137,407                0            

  66,199

  5 *SRB-SMP                    764,616        000:00:07.93            61,140                0            

  32,359

 15 DBIOSPR                     334,814        000:00:02.40           254,558          334,814 

 16 DBIOSPR                          16        000:00:00.00                16               16 

 17 DBSMAPR                     430,770        000:00:02.00           430,770                0 

 18 DBSMAPR                      57,360        000:00:00.49            57,360                0 

 19 DBSMAPR                       7,952        000:00:00.17             7,952                0 

 20 DBSMAPR                       4,864        000:00:00.11             4,864                0

 1120



 CA Datacom Administrating

..................... TOTALS OF ABOVE VALUES ....................   ... Z/OS ASCB VALUES (INCLUDES OTHER TCB-

SRB-RB WORK) ....

         TCB            *SRB-SMP     OTHER SRB           COMBINED            TCB       *SRB-SMP       OTHER

 SRB       COMBINED

000:00:05.42        000:01:10.28  000:00:00.00       000:01:15.70   000:00:05.42   000:01:10.28  

  000:00:01.66   000:01:17.37 

The main difference with the SMPTASK_USING_IEAV YES is that the OTHER SRB which is billable time is much less
with the option. The total time might be less as a result. However, the point is to reduce billable CPU time considered as
'OTHER SRB'.

This report provides a new POSTED, NO WORK column. This column is provided for DBMUFPR and SMP tasks reported
as either DBSMPPR or SRB-SMP. The column provides a count of times that the TCB or SRB was dispatched and found
no work available. This occurs with normal multi-processing as work might get done with other execution TCBs or SRBs
before the execution of the new TCB or SRB started. The counter is intended to help tune the value of the number of
"SMPTASK. If the count is large relative to the USE COUNT, consider increasing the third number on the option.

As part of this solution set to reduce CPU usage, the MUF startup option IOTASK was also changed. When the SRB
option of SMPTASK is set, if the IOTASK count was set as 0 or 1, it is forced to be 2. The values 3 through 25 are
accepted but more than about 5 are rarely used. Therefore, if not used it is best not to provide them. The values of 26
through 99 are accepted. However, 25 is forced as the maximum used value.

Implementing the solutions and feature

Use the following steps:

1. Apply PTF RO89818.  Implement the new PCC routine by either re-IPLing the LPAR (if schedule permits) or running
CAIRIM to install the new PCC routine.

2. Apply PTF RO90182 (or any newer).
3. Verify that the modified DBINRPR module from RO90182 (or newer) is in the appropriate CICS region library.
4. Recycle CICS regions using DBC that access the MUF where the feature is to be turned on.
5. Verify that the modified DBINRPR module from RO90182 (or newer) is in the appropriate DBSRV region library.
6. Recycle DBSRV regions that run against the MUF where the feature is to be turned on.
7. Verify that the modified DBINRPR module from RO90182 (or newer) is in the appropriate SYSVIEW region library.
8. Recycle SYSVIEW regions that run against the MUF where the feature is to be turned on.
9. Implement the SMPTASK_USING_IEAV YES option in the MUF by recycling the MUF with the new startup options in

place (note the options require a MUF recycle).

NOTE

Option SMPTASK must end with ‘SRB’ (for example, ‘SMPTASK 2,2,4,SRB’). We suggest setting IOTASK 4, but
2 is sufficient for most workloads.

Modern Content Blocks for I/O
Product:

Release: 15.1

OS: z/OS:

This feature streamlines DASD I/O exploiting newer hardware than standard Datacom/DB functionality. The expectation
is that all current sites executing Datacom will have the required hardware. Because this is unknown or tested, the feature
must be enabled. Since a specific list of hardware is not possible, if a site tests the option and finds failure, then the option
can be easily removed and continue with success without the feature. For example, part of the feature drives less 24-
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bit memory in favor of more 32-bit memory by changing the type of CCW being used. The newer type is over 20 years
supported and therefore all existing hardware probably has no conflict.

When the feature is enabled

The following information describes changes that you experience when the feature is enabled:

• Less 24-bit memory is used by Datacom for z/OS EXCP requirements. On the order of 64k with the option versus 2m
without the option.

• Number of 24-bit memory pages and the number of 31-bit memory pages per I/O averages about 1/3rd less. This
allows a savings within Datacom and also within z/OS to page fix before an I/O and free after an I/O.

• A more consolidated (less memory) set of control blocks are provided to drive I/O. This might allow a quicker turn
around.

• There may ‘average’ less CPU usage and less elapsed times for I/O. This may or not be measurable.
• The number of I/O events are expected to be the same. However, with timing changes it might vary.

Requirements

The following requirements must be met

• The option can be set when running z/OS 2.1 or later.
• The option exploits newer hardware instructions and is restricted to execution on a zBC12 or zEC12 or later.
• The option can be set if MUF is enabled without MUFPLEX statement having an ‘A’ or ‘B’ modes (mode ‘S’ Shadow is

also valid)  
• DASD related hardware that is approximately 10 years old or newer should all work. Datacom cannot test and certify

every type of hardware that might exist and be executing. The only way to know if the hardware is supported is to run a
test with the option and if I/O errors are driven, then the option cannot be set to YES.

DASD zHPF Support

With the option in place, Datacom will test for DASD zHPF support and if present will activate usage of it.

NOTE

Testing is done at data set open for each volume of each data set . Activation occurs for a data set where every
volume indicates zHPF is up

• Datacom areas supported consist of the following: Directory CXX supports most reads and writes.
• Log LXX is not supported, every read and write are special I/O and not supported with this feature. Log being read by

Change Data Capture Listener (CDCL) is not supported.
• Log FXX supports most reads and writes.  
• Print PXX is not supported, every read and write are special I/O.  
• Index areas support most reads and some writes.  
• Data areas support most reads and some writes. Supports single block reads and writes. Does not support multiple

block reads or writes.  
• All areas do not support track formatting during INIT, PREINIT, and Dynamic Extend.
• All areas do not support I/O during MUF abend handling

In testing at CA, over half the I/O generated is processed through zHPF.

Over time, some or all of the exclusions might be able to be updated as supported.

The MUF command is IO_STYLE_NEWER YES but defaulted to NO.

I/O using zHPF is special because any I/O can be told that support for the data set has been withdrawn. It should be
unlikely that users or the hardware will disable itself once it is set as allowed. With that in mind, Datacom tests for full
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hardware and software support when each area is opened. If it is said to work at that time, it is set as allowed for the area.
If any I/O is done where z/OS provides an error that zHPF is not supported, then Datacom sets the area as no longer
available for zHPF. It is not retried until the area is next closed and opened.

New Options

IO_STYLE_NEWER - This startup option allows you to streamline DASD I/O to exploit newer hardware than standard
Datacom/DB functionality

MESSAGE_ZHPF - This option is checked when the area is first opened by the MUF and message DB00818 can be
printed.

zHPF Restrictions:

zHPF has the following restrictions:

• Hardware must be flagged to support ECKD support.
• DBUTLTY use requires it to be running authorized.
• MUF must be running with SMPTASK and having SRB set  
• MUF must be running with SMPTASK_USING_IEAV set.  
• MUF must be running with IOTASK set as 1 or larger.  
• MUF must not be running with X_CXX_ALLOW_SHARING YES set.
• At the database area level, the base must be running with ACCESS OPTIMIZE.  
• For a data area, it must be loaded as URI.  
• For a data area, it must have a block size of 3860 or to 1/2 track.
• Every VOLSER for a data set must have zHPF support available.

New statistics in the MUF EOJ report

.The MUF EOJ report with PXXSTATS=EOJPRT was enhanced to reflect counts for zHPF usage. Counters exist and are
reported when they are not zero:

• IO ZHPF STARTED is the count of I/O that occurred to an area set to support zHPF and the I/O meets the type of I/O
required for success with zHPF.

• IO ZHPF REJECTED is the count of I/O that was started and z/OS rejected the I/O as no hardware support at that time
• IO ZHPF NO, IO CHAIN RD is the count of unsupported chain reads. Chained reads are driven by ADDIT commands

and sequential reads.
• IO ZHPF NO, IO CHAIN WR is the count of unsupported chain writes. Chained writes are driven by maintenance

pipeline writes.
• IO ZHPF NO, OPEN is the count of I/O that was not started as zHPF because the area opened without zHPF support.
• IO ZHPF NO, OTHER is the count of other reasons.

Messages:

DB00818I - I/O EXCP ZHPF ENABLED/DISABLED FOR ddname optional-disabled-reason (new)

DB00187E - I/O ERR error dd/dtf-name ccccccc:h:r type volser volume (updated)

Data Access Capture
Use Data Access Capture to log what specific records were seen or read on behalf of an application.  For security or
compliance reasons, a site might want the ability to know what users have read from various Datacom/DB tables at
different times. More than just the fact that a given table was read, there might be a need to know which records.
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The Data Access Capture feature allows logging of read accesses to Datacom/DB data rows for possible subsequent
review, reporting, or other processing. Data Access Capture adds log records to the Log Area (LXX) for data rows that are
being externalized from the DB engine to Datacom applications outside MUF or the SQL engine. Rows logged include:

• Those returned by Record-at-a-Time (RAAT) requests with commands starting with RED, RDU, and GET
• Those returned by the CBS Set-at-a-Time (SAAT) engine after any value selection that are not given to the SQL

engine
• Those given to the SQL engine (for any purpose) 

Data Access Capture logs the read access to the data based on the content of the row, not the content of the index used
to select the row.

If a row is accessed multiple times by an SQL statement, each access is logged.

Any problem encountered in the logging of the data access for this feature does not interfere with actual accessing of
the data. If any condition or error prevents the logging, it is ignored and hidden from accessing programs. If an error has
occurred, the STATUS_DAC command indicates that fact. This information is also shown in the MUF EOJ report in the
DAC_TABLE section. 

Use of Data Access Capture does not depend on any other MUF options in place.

Data Access Capture does not apply to DBUTLTY functions other than DBTEST that might do MULTUSE=YES requests. 

Data Access Capture is not available for bases defined as System bases including:

• Accounting 
• CBS 
• Change Data Capture 
• Datadictionary
• History
• Dynamic System Tables 
• Temporary Table Manager
• Dataquery when using database 3 

Use of a DAC_TABLE is allowed at MUF startup for these bases, however their DAC status is set as ignored (IGN). In
addition, database 3 normally used for Dataquery is also accepted but set as ignored. If this MUF instance uses database
3 for something not Dataquery then it DAC is not supported.  

The following topics are discussed on this page:

  

When to Use

Activate the Data Access Capture feature when you need historical information on what data was requested by various
users.

Typically the volume of maintenance requests in a MUF environment is very low compared to overall I/O activity.  Many
sites have been observed to have 95% read activity, some as much as 99%.  Therefore, only a small fraction of I/Os
(those associated with maintenance requests) are currently logged. With the implementation of Data Access Capture, the
volume of Log File (LXX) I/O increases could increase significantly.  With increased LXX activity, SPILLs, RECOVERY and
REPORT AREA=RXX tasks have more records to process and take longer.  Since IBM does not allow I/O activity to be
offloaded to a zIIP engine, the increased LXX I/O might increase GP CPU and affect the ratio of GP CPU to zIIP CPU.

To limit the volume of log data being captured for read access, We recommend using the available selection criteria of the
Data Access Capture facility.  Select only the rows needed for subsequent review, reporting or other action to minimize
any impact on SPILLs, RECOVERY, logging performance, and zIIP utilization.

The Data Access Capture feature provides MUF commands to:
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• Enable read access capture in the MUF
• Select which tables within the MUF will have read access logged
• Limit which applications are logged (depending on the access path in use) 

Requirements

• IBM z12 or newer hardware
• The Log Area (LXX) must be initialized as variable format (INIT AREA=LXX,BLKSIZE=32760,VARIABLE=YES)
• Row length of tables to be logged must be no longer than 25,000 bytes

How to Use

MUF Startup Options and Console-like commands

Use the following Data Access Capture command to perform activation and configuration related tasks.  

 DATA_ACCESS_CAPTURE NO/YES 

You can issue the MUF command, DATA_ACCESS_CAPTURE, during the start of the MUF or later using a console-like
command.

►►─ DATA_ACCESS_CAPTURE ─┬─ NO ◄──┬───────────────────────────────►◄ 

                         └─ YES ──┘

• Set to YES - The feature is enabled, a prerequisite to any of the related commands having any effect.  

• Set to NO (or defaulted) - The feature is disabled from all data access checking in the MUF. Other Data Access
Capture commands can be processed with the feature disabled to prepare for it being enabled later.

The ability to turn the complete feature on and off at will might be useful, should the quantity of log records be such that it
should not be always active. It allows the feature to be disabled at times as an exception and also to be enabled at times
as an exception.

Table Selection at MUF Startup

The command is allowed only during the MUF startup.

 DAC_TABLE dbid,table-name (,YES/NO) 

The DAC_TABLE command provides a unique table and DBID to Data Access Capture. Duplicate statements during MUF
startup are rejected in error. If DATA_ACCESS_CAPTURE YES is not in place at the time of data access to the table, this
statement that was accepted at startup has no effect. If the third value is not provided, the default is YES. At the time of
the MUF enable, all DAC_TABLE statements during MUF startup are placed in the table active list for processing. This
table active list is used to match each request for data. After MUF is enabled there can be a table new list that is not used
for request matching containing tables added by the console-like command DAC_TABLE.

►►─ DAC_TABLE dbid,table-name ─┬──────────┬──────────────────────►◄  

                               ├─ ,NO    ─┤                       

                               └─ ,YES ◄──┘

A table with a value of YES or NO is initialized to log data accessed using all paths to the data. The paths are explained in
the Limit by Access Path at MUF Startup topic that follows the examples.

 Examples of DAC_TABLE during MUF startup 

DAC_TABLE 997,C01,YES    

DAC_TABLE 997,F01,NO
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DAC_TABLE 997,F02 

DAC_TABLE 997,F03 

Limit amount of a record stored in the Log Area LXX area by DAC_KEEP at MUF Startup 

To reduce the quantity of captured data, use the DAC_KEEP command to select one to four sections of the data row to
provide in the LXX area record. This is valuable because there is less sensitive information provided to the LXX. Without
this option, the full data row is logged to the LXX.  With this option, the requirements for LXX space logged per row, the
size of the LXX data set itself, and spills to the RXX are reduced.

The command described next is only allowed at MUF startup.  

DAC_KEEP dbid,table-name,first-length,first-offset (,2nd-length,2nd-offset) (,3rd-length,3rd-offset) (,4th-

length,4th-offset) 

NOTE

 If more than four sections are required, do not use this option and allow the full row to be logged.

►►─ DAC_KEEP dbid,table-name,1st-length,1st-offset───────────────────────────────►

►┬───────────────────────────────────────────────────────────────────────────────┬►◄                         

     

 └─ ,2nd-length,2nd-offset ┬────────────────────────────────────────────────────┬┘ 

                           └─ ,3rd-length,3rd-offset ┬─────────────────────────┬┘ 

                                                     └─ ,4th-length,4th-offset┘

Because this command is supported during MUF startup, a duplicate of this command at MUF startup is an invalid value.
The first length can be from 1 to 32720 with an offset of 0 to 32719. However, the addition of the first length plus the first
offset cannot be more than 32720. Each succeeding length and offset cannot overlap any previous length or offset. The
lengths and offsets cannot go past the 32720 number.

At MUF startup, the database and table information is not available. Therefore, it is not edited as to the existing base or
table or the row size within the numbers provided. During processing of a DAC_TABLE entry action, the table DAC_KEEP
entry is ignored if the DAC_KEEP is not all within a row size. Only one message per table will note this as in the following
example: 

DB02854W - DAC_KEEP PAST ROW 997 PAY ROW-100 KEEP-200 

 

Limit by Access Path at MUF Startup

To reduce the quantity of captured data, use the DAC_PATH command to select the paths to data to be ignored for
access logging. As stated under DAC_TABLE, initially all tables are set to log data access by every path to the data. All
DAC_PATH statements during MUF startup are applied to a previously defined DAC_TABLE statement also in the MUF
startup and exist in the table active list. The command described next is only allowed during MUF startup.   

NOTE

 The prior DAC_PATH_NO command with options dbid, table-name, and paths is allowed but should be
replaced with the newer DAC_PATH command.

DAC_PATH YES/NO, dbid ,table-name,first-path (,2nd) (,3rd) (,4th) (,5th) (,6th)

The DAC_PATH command allows one or more paths of access to be excluded using NO in the selection. By default, all
paths are included. If this command is issued with NO, then the named paths are excluded. The options are the same as
those provided with external security pathing. Paths can be removed on a single DAC_PATH NO command or on multiple
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commands. However, a given path cannot be specified more than once. The DAC_PATH YES option can be set, but it is
defaulted with the DAC_TABLE command and is only provided for sites that want to document a clear setting of the path.

►►─ DAC_PATH ┬NO ─┬,dbid,table-name,1st-

path─┬───────────────────────────────────────────────────────────────────────┬─────────►◄                    

          

             └ YES ┘                          └ ,2nd

 ┬───────────────────────────────────────────────────────────────┬┘ 

                                                     └ ,3rd

 ┬───────────────────────────────────────────────────────┬┘ 

                                                            └ ,4th

 ┬───────────────────────────────────────────────┬┘ 

                                                                   └ ,5th

 ┬───────────────────────────────────────┬┘ 

                                                                         

 └ ,6th┬───────────────────────────────┬┘

This command is supported during MUF startup. A duplicate is an invalid value. The following list shows the allowed paths
with a short description. Consider that they are selected top (first) down to the bottom (last). Each request will resolve to
one path. The first matching path from top to bottom in the list is used.

• SCQ - Dataquery in CICS SQL requests
• RCQ - Dataquery in CICS non-SQL requests
• SQQ - Dataquery not CICS SQL requests
• RAQ - Dataquery not CICS non-SQL requests
• RCI - CICS non-SQL requests
• SSR - CA Datacom® Server SQL requests (note that Server can access System Databases on its own behalf in

addition to the ability to access System Databases based upon client requests)
• RSR - CA Datacom® Server non-SQL requests path (note that Server does not access user data with this path; it can

be used for data in System Databases)
• SQL - All SQL not CICS, not CA Datacom® Server SQL
• RAT - All other non-SQL paths   

 Examples 

    DAC_PATH NO,997,C01,SCI,RCI,SSR,RSR,SQL,RAT  

    DAC_PATH NO,997,F01,SCI,RCI,SSR,RSR,SQL  

    DAC_PATH NO,997,F02,SCI,RCI,SSR,RSR  

    DAC_PATH NO,997,F03,RAT,SQL

Content Level Selection for Tables at MUF Startup - OR 

This command allows for a specific value as a single statement, or a series of statements for a table that is subject to
being an 'OR' condition. For example, the rows that are read for table ABC are only needed for account number '0005'
or '0022'. If specific content is known, then the total cost of DAC is reduced for that table. If the 'status' field is set as
'restricted' would be another example. The DAC_CONTENT_OR statement for any given table is mutually exclusive to a
DAC_CONTENT_AND statement for the same table. It is one or the other, not both.

DAC_CONTENT_OR dbid,table,label-number,EQ,CHAR/HEX,length,offset,value

Each DAC_CONTENT_OR statement selects on the DBID and table value. The offset and length values are used to
match on the selected specified values in character/HEX form. You can have up to 99 multiple OR statements for each
table. If the row data reflects a true for any of the CONTENT_OR statements for a table, then the row is selected for
logging.  
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If multiple OR statements are set for a table, it is best to have the lowest label number accept the most rows.

• The dbid provides the database ID of the table.
• The table provides the name of the table. The database ID and table name must have a DAC_TABLE statement.
• The label-number identifies this statement and must be a number (1-99). Multiple content statements for a single table

are sorted and processed from low numbers to high numbers. Numbers for one table must be unique.
• EQ is the only allowed comparison option. It might default by using a double comma ',,' to show it is missing and to

default.
• CHAR/HEX are the only allowed types of value to compare. It might default by using a double comma ',,' to show it is

missing and to default to CHAR. The CHAR/HEX provides how you enter the value to be compared.
• The length for CHAR-character can be 1 to 20. It cannot have blanks other than at the end. The length for HEX

hexadecimal can be 1 to 10 as the length of the compare.
• The offset is the plus value where the first byte of the row is considered as 0. The length of the table is not known

at MUF startup and therefore, is not edited against the row.  If the length and offset combination are not within the
row when a data access is done, this statement is set as an error that generates a DB02853 message and the
DAC_CONTENT statement is ignored. The length plus offset value is edited to the maximum row size of 32720.

• The value is provided based on the data type to compare. If the value is numeric, avoid using blanks or the
assumption of blanks. This can cause rows that you want to select, not to be selected. This is because the only
operator value is EQ.
– For a CHAR character field, the first byte cannot be a blank. The number of value bytes provided must be one

through the length where no embedded blanks are allowed. The value bytes can be shorter than the number where
a missing value is treated as blanks.

– For a HEX character field, each value byte provided must be 0-9 or A-F and the number of bytes must be twice the
length number. 

Examples
DAC_CONTENT_OR  997,F01,5,EQ,CHAR,08,04,00000005 

DAC_CONTENT_OR  997,F01,6,EQ,CHAR,08,04,00000006 

DAC_CONTENT_OR  997,F01,9,EQ,CHAR,08,04,00000009 

DAC_CONTENT_OR  997,F01,1,EQ,CHAR,08,04,00000001 

DAC_CONTENT_OR  997,F01,4,EQ,HEX,08,04,F0F0F0F0F0F0F0F4 

Content Level Selection for Tables at MUF Startup - AND 

Each DAC_CONTENT_AND statement selects on the DBID and table value, It uses the offset and length values to match
on the selected values specified in character form or HEX form. This command allows for a specific value as a single
statement, or a series of statements for a table that are subject to being an 'AND' condition. Therefore, every statement
must match selection for the selected row, and any mismatch rejects the row. The DAC_CONTENT_AND statement for
any given table is mutually exclusive to a DAC_CONTENT_OR statement for the same table. It is one or the other, not
both.

DAC_CONTENT_AND dbid,table,label-number,EQ,CHAR/HEX,length,offset,value

The AND statement has the same field format as the OR statement shown previously.

The DAC_CONTENT_AND command provides that for this selected table, this entry and every other content AND entry
must match for the data being read to match requirements to be captured to the log. You can have up to 99 multiple OR
statements for each table. With DAC_CONTENT_AND, every statement must match as true for the selection for logging
to occur. To protect from entering the length and offset errors, no byte of the data row can be in two AND statements for
the same table.   

If multiple AND statements exist for a single table, the best goal is to have the lowest label number to reject the most
rows. 
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 Example
DAC_CONTENT_AND_YES 997,F02,5,EQ,CHAR,08,04,00000005 

DAC_CONTENT_AND_YES 997,F02,9,EQ,CHAR,03,00,F02 

 MUF command DAC_TABLE after MUF Startup 

Use any of the console-like methods to issue the DAC_TABLE with MUF enabled. 

►►─ DAC_TABLE ACTIVE ┬─ ,YES ─┬,dbid,table-name ────────────────────►◄ 

                     └─ ,NO ──┘

►►─ DAC_TABLE NEW ┬─ ,ADD ─┬,dbid,table-name ───────────────────────►◄                       

                  ├─ ,DEL ─┤                                               

                  ├─ ,YES ─┤ 

                  └─ ,NO ──┘

This console-like command is used for multiple purposes. The various forms of the command let you immediately start or
stop logging for a table with defaults or stage a definition to specify non-default options and activate it. 

• ACTIVE,NO immediately alters an active table from a YES setting to a NO setting, without regard to requests in
process such as an SQL request.

• ACTIVE,YES immediately alters an active table from a NO setting to a YES setting, without regard to requests in
process such as an SQL request.

• NEW,ADD lets you add a table to the new list while not affecting the current logging of DB requests. This is appropriate
when defaults need to be overridden before activating logging for the table. The NEW list is a staging area. Only one
occurrence of a specific table and DBID can be in the NEW list at a time.

• NEW,DEL lets you delete a table from the NEW list that was entered by mistake.
• NEW,YES immediately alters a new definition into the active list, replacing a matching table if it previously existed. A

previous matching table, if any, becomes OLD and keeps its current statistics. The table has a YES setting.
• NEW,NO immediately alters a new definition into the active list, replacing a matching table if it previously existed. A

previous matching table, if any, becomes OLD and keeps its current statistics. The table has a NO setting.

The table active list starts with all DAC_TABLE statements during MUF enable. New entries might be added to this list
using this console-like command DAC_TABLE. This active list is used for each new data access capture process for table
selection.

The NEW list is empty at MUF enable but available for new tables added through this console-like DAC_TABLE
command. Tables in this NEW list are needed to accomplish a form of staging where all DAC table related commands are
applied prior to the table being placed into the active list. For example, a new table after MUF startup is needed to join
selection, but this table is wanted for path SQL and no other paths. The table being added to the active list would instantly
have selection done for all paths which is the default for path selection. Because this is not desired for this table, it would
be added to the NEW list with all paths defaulted to YES. Then the table in the NEW list would be modified with console-
like commands DAC_PATH NO that disable all paths not wanted for this table. Once those modifying commands have
been completed, then the table can be moved from the NEW list to the active list, either as a new table not previously in
the active list or as a replacement to a table in that list.

This required processing of DAC commands as console-like commands after MUF is enabled is more complex than
during the MUF startup. When possible, all changes to DAC tables should be accomplished during a MUF startup
process. Any console-like command is in place only for the executing enabled MUF and needs to be set with equivalent
commands for the next MUF execution. If this MUF has a Shadow MUF, the Shadow MUF SYSIN should also be changed
and the Shadow MUF set to EOJ and restarted prior to console-like changes in the enabled and executing MUF.  

NOTE

 Command changes are immediately viewable using the STATUS_DAC command.

 ACTIVE 
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Specifies that a table in the active list in use for DB requests is to be affected. Data access is immediately affected.

 ,YES 

Specifies an existing table in the active list that is to be modified from a NO setting to a YES setting

 ,NO 

Specifies an existing table in the active list that is to be modified from a YES setting to a NO setting.  

 NEW 

Specifies adding a table to the NEW list or processing a table in that new list. The NEW list is not currently part of record
selection. 

 ,ADD 

Specifies that a table is to be added to the NEW list. By default all paths are set to YES for selection. This command is
intended to allow a new table to be added to the NEW list where it is not used for DB request processing immediately.
However, the new table is available for any needed DAC_PATH statements to be applied to this new table before it is
modified to either be:

• A new table in the active list, or
• Replace the current active table which is then set as an OLD table 

 ,DEL  

Specifies that a table in the NEW list is no longer wanted and is to be deleted. Because the table in the new task list has
no statistics, no information is lost.

 ,YES  

Specifies that a table in the NEW list is now ready to be added to the active list as a new table or to replace the current
table. The new table is set as YES for record selection. An existing active table is set to OLD, keeps its statistics, and is
subject to reporting.

 ,NO  

Specifies that a table in the NEW list is now ready to be added to the active list as a new table or to replace the
current table. The new table is set as NO to block record selection. An existing active table is set to OLD, keeps its
statistics, and is subject to reporting. 

  'dbid'  

Specifies the database, which must be open, containing the table subject to this command. 

  'table-name'  

Specifies the Datacom table name in the database in the selection for DB requests 

 Examples of DAC_TABLE as a console-like command executed to an enabled MUF for specific cases 

 Case 1 - Example of changing an active list DAC_TABLE entry set as YES to instead be NO 

DAC_TABLE ACTIVE,NO,997,D01

 Case 2 - Example of changing an active list DAC_TABLE entry set as NO to instead be YES 

DAC_TABLE ACTIVE,YES,997,D02 

 Case 3- Example of adding a table to the NEW list with all defaults and where it is available for changing those
defaults 

DAC_TABLE NEW,ADD,997,D03 

 Case 4- Example of deleting a table in the NEW list, entered as a mistake  
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DAC_TABLE NEW,ADD,997,F22 

DAC_TABLE NEW,DEL,997,F22 

 Case 5 - Example of adding a table to the NEW list where it is not instantly used for DB requests. 

All defaults are automatically set. For this case, two paths are not desired and are removed from selection with NO
settings. With the paths now matching the requirement, then the example continues by updating this DAC_TABLE from
the NEW list to the active list where it is instantly used for DB requests having a YES setting. 

 Note: If this DAC_TABLE is currently in the active list, then this new definition instantly replaces the current entry in the
list and then sets the previous entry to an OLD status  

DAC_TABLE NEW,ADD,997,D04

 

DAC_PATH NEW,NO,997,D04,RAT

DAC_PATH NEW,NO,997,D04,RCI

DAC_TABLE NEW,YES,997,D04    

 Case 6 - Example of adding a table to the NEW list where it is not instantly used for DB requests. 

All default are automatically set. For this case, two paths are not wanted and are removed from selection with NO
settings. The paths now match the requirement, and the example continues by updating this DAC_TABLE from the NEW
list to the active list where it is instantly used for DB requests and has a NO setting. If this DAC_TABLE is currently in the
active list, then this new definition instantly replaces the current entry in the list and then sets the previous entry to an OLD
status. This case is useful where tables are added such that auditors can randomly choose when to activate all or some
tables for a time period. The tables can then be deactivated to get all information for a limited time period. 

DAC_TABLE NEW,ADD,997,D05

DAC_PATH NEW,NO,997,D05,RAT

DAC_PATH NEW,NO,997,D05,RCI

DAC_TABLE NEW,NO,997,D05  

 

 MUF command DAC_PATH after MUF Startup                    

The console-like command DAC_PATH can be issued with MUF enabled using any of the console-like methods. A path
can be set to: 

• YES when requests using this path are subject to logging
• NO where requests have no logging through this path   

This change is immediate when changing a table in the active list and available for DB requests. It could also be the
NEW list that is not being used for DB requests at this time. The active list versus the NEW list is described more
with the DAC_TABLE MUF command. This console-like command allows a single path name per request, unlike the MUF
startup option DAC_PATH. 

This required processing of DAC commands as console-like commands after MUF is enabled is more complex than
during the MUF startup, When possible, all changes to DAC tables should be accomplished during a MUF startup
process. Any console-like command is only effective for the life of the executing enabled MUF and needs to be set with
equivalent startup commands for the next MUF execution. If this MUF has a Shadow MUF, any changes to the Primary
MUF SYSIN should also be made in the Shadow MUF SYSIN. Since the Shadow is not fully enabled, the console-like
commands cannot be executed in the Shadow. If changes are made after the Primary MUF enables via console-like
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commands, the corresponding changes should be made to the Shadow MUF SYSIN, and the Shadow should be EOJed
and restarted so it matches the Primary MUF.     

Path command changes are available in the MUF EOJ report. They are immediately viewable using the
ALL_INFO_REPORT as output to one of the SYSOUTs such as PXXDST, or if none, the PXX.  

►►─ DAC_PATH ┬─ ACTIVE ─┬─┬─ ,YES ─┬─,dbid,table-name,path-name ─────►◄

             └─ NEW ────┘ └─ ,NO ──┘                                                    

 ACTIVE  

Specifies that the table in the active list used for DB requests is being modified to include a path with YES or exclude a
path with NO. With ACTIVE the change takes effect immediately. 

 NEW 

Specifies that the table in the new list which is not being used for DB requests is being modified to include a path or
exclude a path. This is needed as part of staging a new table for DAC before it is activated. For more information and for
an example, see the console-like command DAC_TABLE. 

 ,YES 

Specifies if the path is being set as included in the selection for DB requests

 ,NO 

Specifies if the path is being set as excluded in the selection for DB requests

  'dbid' 

Specifies the database, which must be open, containing the table subject to this command 

  'table-name' 

Specifies the Datacom table name in the database in the selection for DB requests

 'path name' 

Specifies one path as described in the following list. Only one path is allowed per DAC_PATH as a console-like command.

• SCQ - Dataquery in CICS SQL requests
• RCQ - Dataquery in CICS non-SQL requests
• SQQ - Dataquery not CICS SQL requests
• RAQ - Dataquery not CICS non-SQL requests
• SCI - CICS SQL requests
• RCI - CICS non-SQL requests
• SSR - CA Datacom® Server SQL requests (Server can access System Databases on its own behalf in addition to the

ability to access System Databases based upon client requests)
• RSR - CA Datacom® Server non-SQL requests path (Server does not access user data with this path. It can be used

for data in System Databases)
• SQL - All SQL not CICS, not CA Datacom® Server SQL
•  RAT - All other non-SQL paths    

 Examples 

 DAC_PATH ACTIVE,NO,997,C01,SCI  

 DAC_PATH ACTIVE,YES,997,F01,RCI   

 DAC_PATH NEW,NO,997,F02,SSR

 DAC_PATH NEW,YES,997,F03,RAT
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Limit amount of a record stored in the Log Area LXX area by DAC_KEEP after MUF Startup 

To reduce the quantity of captured data, use the DAC_KEEP command to select one to four sections of the data row
to provide in the LXX area record. This is valuable because there is less sensitive information on the LXX. Without this
option, the full data row is logged to the LXX. With this option, the requirements for LXX space logged per row, the size of
the LXX data set itself, and spills to the RXX are reduced.

The command described next is only allowed after MUF startup.  

  DAC_KEEP NEW,dbid,table-name,first-length,first-offset,2nd-length,2nd-offset,3rd-
length,3rd-offset,4th-length,4th-offset    

All four sets of length and offset values are required. If less than four are needed, set the remainder to zeros. 

NOTE

 If more than four sections are required, do not use this option and allow the full row to be logged.

Only a NEW DAC_TABLE entry can have DAC_KEEP set.

►►─ DAC_KEEP NEW,dbid,table-name,1st-length,1st-offset,2nd-length,2nd-offset ─►                              

 

►─ ,3rd-length,3rd-offset,4th-length,4th-offset ──────────────────────────────►◄                              

                                                                                └─ ,4th-length,4th-offset┘

This command is supported after MUF startup to a table set as NEW status. With MUF enabled, the length and offset
combinations are matched to the row length opened and validated. 

 MUF command 'STATUS_DAC' 

The MUF command, STATUS_DAC, provides information about each DAC_TABLE command with current settings and
occurrences. It is available only as a MODIFY (/F) command to MUF and not through other console-like APIs. Results are
detailed in message DB02852I for DAC_TABLE.  Messages are from both the active list and NEW list and sorted by DBID
and table name. If a new entry exists, it is listed first. If an active entry exists not set to OLD, it is listed next. If an old entry
exists is it printed last. If multiple old entries exist, they are listed in order of being placed in the active list in descending
order.  

►►─ STATUS_DAC  ────────────────────────────────────────────►◄ 

The message format is:

 DB02852I - DAC_TABLE dbid table YES/NO/*NO/NEW/OLD RCDS-n BYTES-n   

The first two variable fields above 'dbid' and 'table' are replaced by the DBID and table name for the data access request.
Entries are sorted first by the DBID and table name. If multiple entries for the same table, they are sorted according to
status. 

The next variable provides the status of each table in the active or new list. An entry that was defined after MUF enabled
as NEW and then deleted was never active and so had no actual use and is not in the list.

The status variable is one of the following:
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• YES specifies the entry is in the active list and is currently being used in selection for each data access request. There
will be a maximum of one YES entry (except possibly fleetingly as a one is added to replace an existing entry that will
then transition to OLD).   

• NO specifies the entry is in the active list and with its current NO status is not available for selection. 
• *NO specifies the entry is in the active list and would be available for selection except that

global DATA_ACCESS_CAPTURE is set to NO blocking any selection.
• NEW specifies the entry is in the NEW list and not available for selection. The new item is intended to exist only a short

time to set proper detail selection before being added to the active list 
• OLD specifies the entry is in the active list but not available for selection. It has been available for selection in this MUF

execution and had the counts listed prior to the definition being replaced. There will be as many old entries as the
particular table has been replaced by a newer table definition. Each old entry has its statistics available for reporting
and auditing. 

RCDS is the number of log records written to the Log Area (LXX) for this MUF instance for this DBID and table name for
the current definition.

BYTES are log record bytes for those records.

In the following message examples:

  DB01311I - STATUS_DAC     

  DB02852I - DAC_TABLE 997 C01 YES RCDS-0 BYTES-0     

  DB02852I - DAC_TABLE 997 F01 YES RCDS-5 BYTES-1,500     

    DB02852I - DAC_TABLE 997 F02 YES RCDS-1 BYTES-300 

 DB02852I - DAC_TABLE 997 F02 OLD RCDS-2 BYTES-600    

  DB02852I - DAC_TABLE 997 F03 YES RCDS-5 BYTES-1,500  

 DB02852I - DAC_TABLE 997 F03 NEW RCDS-0 BYTES-0   

  DB01325I - CONSOLE COMPLETE, STATUS_DAC  

NOTE

 Details of the RCDS/BYTES counts are never lost during the life of the MUF execution. The table's NEW entry
(if any) is listed first, followed by the ACTIVE entry with a YES, NO or *NO status (if any) and one or more OLD
entries (if any) with the very oldest set of statistics last. If a STATUS_DAC is run at the same instant as console-
like DAC_TABLE or DAC_PATH commands, some entries might temporarily appear to be inaccurate. The
values are correct if DAC_STATUS follows the DAC_TABLE and DAC_PATH console-like commands. The DB
request selection process always sees all the entries correctly.

MUF EOJ report and MUF EOJ LOG STATUS INFORMATION

MUF provides the summary of the types of log records with the number of records and percent of log summarized by
ADDIT, DELET, UPDATE, TSN, MOVER, and OTHER. An additional line occurs if any data access capture log records
were written. It is named "*DAC*", and the total number of records and percent of the log is shown as on the other lines.
Valuable information is provided about the cost or overhead in logging for these types of records.

 Example 

                                         MUF EOJ LOG STATUS INFORMATION 

 

MUF EOJ, LOG CLOSED, CLEAN EOJ 

LOG RECORD BYTES-39,523 WRITTEN-99,968 

LOG CONTROL BYTES-57,344 ROLLBACK-0 

LOG RECORD SEQ (LRSN)-0000000000000088     NEAR MAX FFFFFFFFFFFFF000  MAX FFFFFFFFFFFFFFFE
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LOG BLOCK SEQ (LBSN)-0000000000000003      NEAR MAX FFFFFFFFFFFFF000  MAX FFFFFFFFFFFFFFFE

             PRCT --  OLD   OLD   OLD   NEW   NEW   NEW   NEW   NEW     FORMAT 

      TOTAL    OF --  RCD   RCD   RCD    WA    WA   RCD   RCD   RCD ELEM     1 

GROUP  RCDS   LXX --  EXP   CMP  USER  ORIG DELTA   EXP   CMP  USER LIST SAVED 

ADDIT   120  88.8                         0        19.1     0   4.1    0   5.3 

DELET     0     0       0     0     0                                        0 

UPDAT     0     0       0     0     0     0     0     0     0     0    0     0 

TSN       4   2.1 

MOVER     0     0 

*DAC*    11   8.3 

OTHER     1   256

If Data Access Capture tables were defined, a page is printed with the DBID, table name, status, content, total log
records, total log record bytes, and an error indicator if any has occurred.

Log records are printed up to one less than 10 billion. A number larger than this is printed as all plus (+) signs.

Log bytes are currently printed up to 1,000 billion. A larger number than this is printed as all plus (+) signs.

 Example 

                                            DATA ACCESS CAPTURE - DAC_TABLE                                  

           

 

 DBID TABLE STS  CONTENT        RCDS            BYTES                                            ERRORS

 

  897  C01  YES  NONE              0                0                                                        

           

  897  F01  YES  NONE             20            6,000                                                        

           

  897  F02  YES  NONE              4            1,200                                                        

           

  897  F03  YES  NONE             20            5,500                                                        

           

TOTAL                             44           12,700                                                        

          

 In the above report columns provided are described below.

• DBID and TABLE defined with DAC_TABLE 
• STS (Status) is:
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– YES specifies the entry is in the active list and is currently being used in selection for each data access request.
There will be a maximum of one YES entry (except possibly fleetingly as a one is added to replace an existing
emtry that will then transition to OLD).   

– NO specifies the entry is in the active list and, with its current NO status, is not available for selection. 
– *NO specifies the entry is in the active list and would be available for selection except that

global DATA_ACCESS_CAPTURE is set to NO blocking any selection.
– NEW specifies the entry is in the new list and not available for selection. The new item is intended to exist only a

short time to set proper detail selection before being added to the active list. 
– OLD specifies the entry is in the active list but not available for selection. It has been available for selection in this

MUF execution and has what counts (below) as occurred. There will be as many old entries as the particular table
has been replaced by a newer table definition. Each old entry has its statistics available for reporting and auditing.

• CONTENT is always set to "NONE" as the only current setting.
• RCDS is the number of log records written to the Log Area (LXX) for this MUF instance for this DBID and table name

for the current definition.
• BYTES are log record bytes for those records.
• Blanks are normally under the ERRORS heading. However, it is possible to have an "LG" if an error occurred when

writing one or more  log records. An "LG" also occurs for a table with a row length of 25,001 or more as those tables
are not currently supported for DAC.

 Example of DAC PATH information 

                                            DATA ACCESS CAPTURE - DAC_TABLE PATH COUNTS - SQL

 DBID TABLE STS             SCQ            SQQ            SCI            SSR            SQL  

                        DQ CICS       DQ BATCH           CICS         SERVER          OTHER  

 

  897  C01  YES               0              0            *NO            *NO            *NO  

  897  F01  YES               0              0            *NO            *NO            *NO  

  897  F02  YES               0              0              0              0              0  

  897  F03  YES               0              0              0              0              0  

  897  F04  NO                0              0              0              0              0  

  897  RNA  YES               0              0              0              0              0  

 1000  DRB  IGN               0              0              0              0              0  

TOTALS                        0              0              0              0              0     

                                            DATA ACCESS CAPTURE - DAC_TABLE PATH COUNTS - NOT SQL

 DBID TABLE STS             RCQ            RAQ            RCI            RSR            RAT       

                        DQ CICS       DQ BATCH           CICS         SERVER          OTHER       

 

  897  C01  YES               0              0            *NO            *NO            *NO       

  897  F01  YES               0              0            *NO            *NO              0       

  897  F02  YES               0              0              0              0              0       

  897  F03  YES               0              0              0              0              0       

  897  F04  NO                0              0              0              0              0       

  897  RNA  YES               0              0              0              0              0       

 1000  DRB  IGN               0              0              0              0              0       

TOTALS                        0              0              0              0              0      

If there are DAC_TABLE statements, the two PATH reports above are provided. The first page is for the SQL paths; the
second page is for the non-SQL paths.
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• DBID and table defined with DAC_TABLE
• Status is:
• • YES if the table at the time of the report is set to YES for active selection.

• NO if the table is set to NO for active selection.
• *NO if it is set to YES but the current DATA_ACCESS_CAPTURE option is set to NO.
• NEW if the table has been added after the MUF enabled using DAC_TABLE as NEW,ADD.
• OLD if the table has been in the active list but was replaced with a new definition.
• IGN if the table is set to ignore (forced for System bases and base 3)

• The columns are for the DAC_PATH settings for the table. The 4 DQ columns are all set as N/A if Dataquery is
not externally secured. The DQ columns are a planned future item.

• Paths that are set to NO have a count value of *NO to note that the current setting has them not selected.
• Path counts provide the number of log records logged for DAC for that table that were made through that path.
• Columns are selected as left to right with the most accurate column that in force for the particular request. For

example, a SQL request made through a user program in CICS will be excluded from the first two columns for DQ and
will appear in the third colum. 

Messages

The DATA_ACCESS_CAPTURE commands generate the following message:

 DB02852I - DAC_TABLE dbid table YES/NO/*NO/NEW/OLD RCDS-n BYTES-n  

 Reason: 

This message is in response to a MUF console (Modify /F) command of STATUS_DAC. Each table defined with a
DAC_TABLE will have one message.

•  DBID specifies the database identifier
•   table  provides the table name.
• The status variable is one of the following:

– YES specifies that the entry is in the active list and is currently being used in selection for each data access
request. There is a maximum of one YES entry (except possibly fleetingly as one is added to replace an existing 
entry that will then transition to OLD).

– NO specifies that the entry is in the active list and with its current NO status is not available for selection. 
– *NO specifies that the entry is in the active list and would be available for selection except that global

DATA_ACCESS_CONTENT is set to NO blocking any selection.
– NEW specifies that the entry is in the new list and not available for selection. The new item is intended to exist only

a short time to set proper detail selection before being added to the active list.
– OLD specifies that the entry is in the active list but not available for selection. It has been available for selection

in this MUF execution and had the counts listed prior to the definition being replaced. There will be as many
old entries as the particular table has been replaced by a newer table definition. Each old entry has its statistics
available for reporting and auditing. 

– IGN if the table is set to ignore (forced for System bases and base 3).
•  RCDS provides the number of log records written in support of the table set to YES that met all the optional

requirements. The count is for the executing MUF instance.
•  BYTES provides the number of log record bytes written in support of those records. The count is for the executing

MUF instance.

 Action: 

None. This message is informational only based on issuing the MUF command.

 DB02855E – DAC_TABLE – COMMAND ERROR number    
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 Reason: 

Either DAC_TABLE or DAC_PATH issued as a console-like command has an error beyond basic value editing. For
example, validating a DBID is a number from 1 through 5000. The ‘number’ provides a specific error in processing the
MUF command.

The ‘number’ can be one of the following:

• 1 – Indicates that the database ID provided is not found in the open database list having a table with this name. A
requirement of a console-like command for DAC is that the database must be open.

• 20 – Indicates that for DAC_TABLE, the first pair of options is not  valid. Valid options are: 'ACTIVE,YES',
'ACTIVE,NO', 'NEW,ADD', 'NEW,YES', 'NEW,NO', and 'NEW,DEL'.

• 21 – Indicates that for DAC_TABLE, the table is not found in the right list (active or new) for the first pair of options: 
'ACTIVE,YES', 'ACTIVE,NO', 'NEW,YES', 'NEW,NO', or 'NEW,DEL'.

• 22 – Indicates that for DAC_TABLE, the first pair of options are 'NEW,ADD', but there is not sufficient 31-bit memory for
this new definition. 

• 23 - Indicates that for DAC_TABLE, the first pair of options are 'NEW,ADD', but the table already exists as a new table.

 Action: 

Issue the command again with a correction to the error provided.  

DBUTLTY Enhancements

 Datacom log records, where the capture is currently externalized 

The MUF Log Area (LXX) is used as temporary storage for log records. The permanent storage is in the RXX Recovery
Files. Currently, every log record has 208 bytes of required control information. Many commands such as maintenance
requests have additional information, for example before records and changes. Data Access Capture has the same
control information plus the data row content for the table being accessed. The control information is enhanced if the log
record was added in support of the Data Access Capture feature. This is within the current 208 bytes.

For more information, see Recovery File (RXX) Report.

  DBUTLTY function REPORT with AREA=RXX 

The REPORT with AREA=RXX function provides many reporting options for the log data. A summary of log record
commands with a count of log records and a size of those records is provided. With Data Access Capture adding log
records, they are summarized with all the other commands. Each type of command in place when the data was accessed,
such as commands starting with RED, RDU, GET, and SEL, is included. Additionally, where the report provides a number
for all ADDIT, UPDATE, and DELETE commands, it now provides a line for all Data Access Capture log records with a
header of "*DAC*".

 Example 

     REQUEST SUMMARY REPORT 

COMMAND  TABLE DBID AREA  OCCURRENCES PERCENT

COMIT                              4      2.0

LOGDW                              1      0.6

ADDIT    C01    997 A01           30     22.2

ADDIT    F01    997 A01           30     22.2

REDNX    F01    997 A01            5      3.5  

ADDIT    F02    997 A01           30     22.2

REDNX    F02    997 A01            1      0.7  

ADDIT    F03    997 A01           30     22.2

REDNX    F03    997 A01            5      3.5  
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ADDIT TOTAL                      120     88.8

*DAC* TOTAL                       11      7.8 

 Log record printed by REPORT RXX (blue are fields different with DAC log records) 

REDKG F03 997 00000408 00000002 00 00000000 DBDVL13 72,688 CATBPPR A01 4 

 02/08/2018 05.44.55 D3DC1648D8F8B985 ANONO02 00000000 00000204 00000000 00000004 00000002 1 0103 0663

3725A000 00000103 D3DC1648 D8F8B985 000000C4 00000000 00010001 010F0000 00000018

 *....L...Q8.e...D................*

3725A020 00340000 00000000 00000000 02040800 00000208 18054455 00042930 00000000

 *................................*

3725A040 D9C5C4D2 C7C6F0F3 C1F0F100 00000054 03E50069 00000408 00000000 00000000

 *REDKGF03A01......V..............*

3725A060 00D3E8D5 D1D6F0F2 4040C3C1 E3C2D7D7 D9400000 00000000 00000000 00000000 *.LYNJO02

 CATBPPR ..............*

3725A080 00000000 C4C2C4E5 D3F1F340 00000000 40404000 00000518 00000008 002C0000

 *....DBDVL13 .... .............*

3725A0A0 00003800 20000054 00000000 DBDB111F 00000004 00000200 00000002 00030000

 *................................*

3725A0C0 00000002 C796C8F8 00080004 00000000 F0F0F0F0 F0F0F0F3 C6F0F3F9 F9F9F9F9

 *....GoH8........00000003F0399999*

3725A0E0 F9F9F640 40404040 40404040 40404040 40404040 40404040 404040D3 DC1648D8 *996 L...Q*

3725A100 F8B985 *8.e *

SELFR DRB 1000 00000001 00000002 00 00000000 DBDVL 72,719 SYS 14 

 02/08/2018 10.02.08 D3DC4FC75DD3E686 ANONO02 00000000 00000503 00000000 0000DBDE 00000005 1 0141 067C

3725A000 00000141 D3DC4FC7 5DD3E686 000000C4 00000000 00010001 010F0000 00000000

 *....L..G)LWf...D................*

3725A020 00000000 00000000 00000000 05030800 00000208 18100208 0004294F 00000000

 *................................*

3725A040 E2C5D3C6 D9C4D9C2 E2E8E200 00000069 03E80002 00000001 00000000 00000000

 *SELFRDRBSYS......Y..............*

3725A060 00D3E8D5 D1D6F0F2 40800000 00000000 0000060B 00000000 00000000 00000000

 *.LYNJO02 .......................*

3725A080 00000000 C4C2C4E5 D3404040 00000000 40404000 00000518 00000000 00000000

 *....DBDVL .... .............*

3725A0A0 00003800 20000000 00000000 DBDB1123 0000DBDE 00000400 00000002 00000000

 *................................*

3725A0C0 00000005 6BE3B54D 00000000 00000000 C4C2C4E5 D4F04040 0001D5D5 D5D5D5D5 *....,T.

(........DBDVM0 ..NNNNNN*

3725A0E0 40404040 40404040 40404014 110A1406 2E170000 00401411 0A14062E 17000000 * .......... ..........*

3725A100 40140D04 0C090E05 000000C8 E4D4C1D5 60D9C5E2 D6E4D9C3 C5404040 40404040 * ..........HUMAN-RESOURCE *

3725A120 40404040 40404040 404040D7 0001D540 40404040 40404000 03D3DC4F C75DD3E6 * P..N ..L..G)LW*

3725A140 86

 Summary at end of REPORT RXX 

REQUEST SUMMARY REPORT 

COMMAND TABLE DBID AREA OCCURRENCES PERCENT

CLOSE 3 27.1

LOGDW 1 10.7

ADDIT F01 997 A01 1 13.0

REDKG F01 997 A01 1 12.5
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REDKG F02 997 A01 1 12.5

REDKG F03 997 A01 1 10.8

ADDIT TOTAL       1 13.0

*DAC* TOTAL       3 36.0

 REPORT AREA=RXX new keyword OPTION4  

You can set the keyword OPTION4 during the report with one of two values:

• EXCLUDE-DAC causes reporting to exclude every log record flagged as part of Data Access Capture.
• EXCLUDE-NOT-DAC causes reporting to exclude every log record not flagged as part of Data Access Capture.

 REPORT AREA=RXX new value for keyword OPTION2     

The RXX report uses OPTION2 for multiple purposes. One purpose is to provide a report by time slices or periods. It
supports values: 

• '**CMT* to provide a commit report 
• '**ALL*' to provide all the RXX 
• '**CDC*' to provide just CDC flagged log records 
• '**DAC* is added to provide just DAC flagged log records

 READRXX exit to read formatted log records   

Log records are also available to user programs using the READRXX called routine. The control information is provided in
the existing READRXX routine, and it is fully documented. The control information includes the command being executed
that generated the log record. Currently, this is one of the read commands starting with RED, RDU, GET, or SEL. A new
flag is added (Yes/No) where READRXX indicates that the log record being read was built because of the Data Access
Capture feature. Following this new flag is the path by which the request was issued and logged, (for example, RAT).
Lastly, added to the control information is 16 bytes. 

The previous READRXX documentation provides these fields at the bottom:

 10 RXX-MUFPLEX-NUMBER PIC 9(3) COMP.

 10 RXX-SECURITY-USER-ID PIC X(8).

 10 FILLER PIC X(336).

Three fields are added to the top of the ‘filler’ and it moved down.

10 RXX-MUFPLEX-NUMBER PIC 9(3) COMP. 

10 RXX-SECURITY-USER-ID PIC X(8).

10 RXX-DATA-ACCESS-CAPTURE PIC X.

88 RXX_DAC_N VALUE ‘N’.

88 RXX_DAC_Y VALUE ‘Y’.

10 RXX-DAC_PATH PIC X(3).

• Above, one of the path names as documented with the DAC_PATH NO MUF statement.

10 RXX-DAC_KEEP PIC X(16).  

• Above, 16 bytes of DAC_KEEP providing the 4 possible settings for length and offset for this table.

10 FILLER PIC X(336).

 Example of a READRXX record with a REDKG and the full record 

SNAP DBLG READRXX RECORD 
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00007500 C8C5C1C4 C5D96060 60606060 60606060 60606060 60606060 60606060 60606060

 *HEADER--------------------------*

00007520 000000D8 00010001 0F080212 18142321 00011FA7 00000000 0054C3C1 E3C2D7D7

 *...Q...............x......CATBPP*

00007540 D9400000 00000000 00000000 00000000 00000000 C4C2C4E5 D3F1F340 404040F1 *R ..................DBDVL13

 1*

00007560 F54BF040 D9C5C4D2 C7C6F0F1 C1F0F100 00000000 03E50067 00000406 00D5D5D5 *5.0

 REDKGF01A01......V.......NNN*

00007580 D5D5D500 C4C2C4E5 D4F0F140 C4C2C4E5 D4F04040 00000000 00000000 000041A7 *NNN.DBDVM01

 DBDVM0 ...........x*

000075A0 00000002 000000C4 C2C4E5D4 F0404020 F2F0F1F8 F0F2F1F2 F1F4F2F3 F2F10000

 *.......DBDVM0 .20180212142321..*

000075C0 D3E8D5D1 D6F0F240 00000004 00000001 00000000 00000000 005400D3 E191A040

 *LYNJO02 ...................L.j. *

000075E0 7DA18C00 E8D9C1E3 00000000 00000000 D3D6C7C3 D7D3D6C7 00000000 00000000

 *'...YRAT........LOGCPLOG........*

00007600 C5D3C5D4 C5D5E3E2 60606060 60606060 60606060 60606060 60606060 60606060

 *ELEMENTS------------------------*

00007620 000000C8 00000000 00000000 00000000 00000000 00000000 00000000 00000000

 *...H............................*

00007640 00000000 00000000 00000000 00000000 00000000 00000000 00000000 00000000

 *................................*

 LINES 00007660-000076E0 SAME AS ABOVE 

00007700 C2C5C6D6 D9C56060 60606060 60606060 60606060 60606060 60606060 60606060

 *BEFORE--------------------------*

00007720 00001000 00000000 00000000 00000000 00000000 00000000 00000000 00000000

 *................................*

00007740 00000000 00000000 00000000 00000000 00000000 00000000 00000000 00000000

 *................................*

 LINES 00007760-000087E0 SAME AS ABOVE 

00008800 C1C6E3C5 D9606060 60606060 60606060 60606060 60606060 60606060 60606060

 *AFTER---------------------------*

00008820 00001000 C6F0F140 F0F0F0F0 F0F0F0F1 D3DAE1C0 CDD4DA8C 00000000 00000000 *....F01 00000001L..

{.M..........*

00008840 F2F4F7F9 F8F7F9F2 F7F0F2F4 F3F0F6F6 F9F9F9F9 F9F9F9F8 40404040 40404040 *247987927024306699999998 *

00008860 40404040 40404040 40404040 40404040 F8F1F4F0 F9F9F3F2 00000000 00000000 * 81409932........*

00008880 00000000 00000000 00000000 00000000 00000000 00000000 00000000 00000000

 *................................*

 LINES 000088A0-00009800 SAME AS ABOVE

For more information, see Using the Recovery File (RXX) Read Subroutine.

Activate the Data Access Capture feature when you need historical information on what data was requested by various
users.

Typically the volume of maintenance requests in a MUF environment is very low compared to overall I/O activity.  Many
sites have been observed to have 95% read activity, some as much as 99%. Thus only a small fraction of I/Os (those
associated with maintenance requests) are currently logged. With the implementation of Data Access Capture, the volume
of Log File (LXX) I/O increases, possibly very significantly. Because of the increased LXX activity, SPILLs have more
records to process and take longer. So do RECOVERY and REPORT AREA=RXX tasks. Since IBM does not allow I/O
activity to be offloaded to a zIIP engine, the increased LXX I/O may increase GP CPU and affect the ratio of GP CPU to
zIIP CPU.
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CA recommends that the available selection criteria of the Data Access Capture facility be used to limit the volume of log
data being captured for read access. Select only the rows actually needed for subsequent review, reporting or other action
to minimize any impact on SPILLs, RECOVERY, logging performance and zIIP utilization.

FORMAT2 Index
The Index Queue consists of one or more tasks which are used to asynchronously balance the index. Individual user
requests can continue to run efficiently while this balancing takes place in the background. High levels of the index
(IXX) as opposed to the lowest level index (DXX), are updated using this process. Only one process per DBID can run
concurrently. At sites which do mass deletes, combined with many inserts, the Index Queue might temporarily be unable
to keep up with its work load. This might result in temporary performance degradation primarily seen as user requests
resulting in increased IO to the DXX. Changing to a FORMAT2 Index allows the Index QUEUE tasks to run concurrently at
the KEYID level as opposed to the DBID level for improved performance.

 This page contains the following topics: 

• What is a FORMAT2 Index?
• Using Index Queue by KEYID

 What is a FORMAT2 Index? Index navigation starts with physical block 2, which is the highest level of the index. In larger
indexes, this block points to the next level of the IXX. Eventually, the lowest level of the IXX points to the DXX. With this
architecture, KEYIDs are comingled in each of the IXX levels causing concurrent Queue processing to be limited to each
individual DBID.  FORMAT2 Indexes have one and only one entry per populated KEYID in physical block 2. These block
2 entries point to a logical block 2 for each KEYID, which can be any physical block in the index. Once a DBID has been
opened and used, the physical block 2 is stored as a MUF memory array for improved performance. The segregating of
each KEYID into its own section of the IXX allows the Index Queue to concurrently run for each individual KEYID.This
physical index format is not backward compatible. For example, you cannot take a physical copy of a FORMAT2 Index to
a 15.0 system and expect it to be openable.

Using Index Queue by KEYIDPerform the following steps:

1. INIT one or more of your indexes as FORMAT2 as shown in the following syntax example.    INIT
AREA=IXX,DBID=997,OLDEP=NO,OPTION2='FORMAT2'  Both INIT and PREINIT support this OPTION2 statement.
    There is no need to set an INIT of a Multi-Dataset Index using the IXXAREA option to the same format as the
DBID's IXX or any other Multi-Dataset Index in the DBID. This allows flexibility in converting to the new format.    The
Index FORMAT (1 or 2) is printed in the CXX Report Index section.

2. Specify QUEUE_PER_KEYID YES in the MUF startup options. This option cannot be coded for a MUF which includes
the MUFPLEX option, unless that MUFPLEX is set to S_NO_STRUCTURE.   Once the MUF is enabled for Queue
by KEYID processing, all FORMAT2 indexes can exploit the Queue at this level. FORMAT1 indexes continue to be
processed the old way.

 

Using Remote Replication
Remote replication uses the CA MQ Transport Service (MQTS). The CA Datacom environment uses this callable service
to pass messages using the IBM WebSphere MQ (MQ). The functionality allows a CA Datacom program to send a
message from one MQ location to another MQ location. Typically, this is used to transport a set of data changes from the
source (update) CA Datacom environment to the target (query/read only) CA Datacom environment.

Using CA MQ Transport Service in an Active-Query Environment
In most environments, there is a subset of tables that participates in the active-query processing. The tables that are
actively being updated are in the Source (Active/Update) environment. A duplicate (logical equivalent) set of tables exists
in the Target (Query/Read) environment.   
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The following information summarizes the current process starting from the source environment and going to the target
environment.

  

 Audience 

Technicians should be skilled in the use of MQ to set-up the appropriate MQ environment. Review the sample values
provided for the MQ settings to ensure they conform to the standards of the site.

 Library Requirements 

A series of steps are required to set-up and implement the Active-Query environment. For these steps, the only
"additional" code requirements are for the special processing programs DBCDSPR and DBCDRPR. 

The MQ queue processing environment is set-up using standard IBM WebSphere MQ libraries and facilities. Similarly, the
source and target MUFs are running the standard CA Datacom software libraries and facilities. 

 DBCDSPR (Sender) 

To execute the DBCDSPR program, the job/step must include the following libraries:

• Standard library concatenation for executing against the source MUF.
• MQTS custom library with the CSQBDEFV module that identifies the source MQ queue name (default is MQT1).  
• MQTS load library containing the MQTS FMID (delivered as part of the IPC v15.0 delivery)

 DBCDRPR (Receiver) 

To execute the DBCDRPR program, the job/step must include the following libraries:

• Standard library concatenation for executing against the target MUF.
• MQTS custom library with the CSQBDEFV module that identifies the target MQ queue name (default is MQT2).  
• MQTS load library containing the MQTS FMID (delivered as part of the IPC v15.0 delivery)

Creation/Definition of an IBM WebSphere MQ Set of Queues

Define a set of MQ queues that are available for the MQTS service to use before setting-up the CA Datacom MQTS
service. These queues must provide the transport pathway between the source and target environments.   

The source CA Datacom Multi-User Facility (MUF) resides on an LPAR known as SPAR (source). The target CA Datacom
MUF resides on an LPAR known as TPAR (target). MQTS requires an MQ queue that provides the transport link between
SPAR and TPAR. This MQ queue must be defined as a persistent queue.   

The source side of the MQ queue is known as MQT1 and the target side of the MQ queue is known as MQT2.
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CA Datacom Source MUF with Active Logging/Recovery

The source MUF must have logging and recovery enabled for the source tables. The user tables represent the source
tables in the following diagram.

 

CA Datacom Target MUF with Active Logging/Recovery

The target MUF must have a logically equivalent set of target tables with the same logical row content as the source
tables.  That is, they must be defined the same in both systems.

The physical distribution of the rows in the data areas (holding the target tables) is not required to be exactly the same
as the source environment. Once the change replication process begins, the physical distribution of rows may differ
significantly.  

Even though the target MUF only allows user queries to perform read only tasks, the target tables must be protected
with an active logging and recovery process. This is required so that if an error occurs during the change replication, the
process can invoke the appropriate commit or rollback logic.
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Synchronization of the Source and Target Tables

Perform a synchronization of the source and target tables before the active-query replication process begins. This can be
a standard CA Datacom DBUTLTY process or some form of DASD copying.

WARNING

 Important! The source and target tables must be logically equal.Therefore, the target must contain a copy of all
the rows in the source. That is, the data content must be equal. It does not need to be in corresponding data set
locations.

Implementation of CA Datacom Change Data Capture (CDC) on Source MUF (Local Mode)

Activate CA Datacom CDC on the source MUF to collect the changes for the selected set source tables. CDC is a
standard feature of CA Datacom/DB which provides facilities to capture and store changes for the source tables such as
adds, deletes, or updates.   

The changes are maintained in a set of CA Datacom tables. These tables are processed by a listener process that detects
committed logical units of work (LUW) and passes them on for processing.   

For this implementation, the CA Datacom CDC facility runs in local mode. Therefore, CDC processes run within the
source MUF address space as a set of subtasks. Local CDC monitors the source MUF log file. As changes are processed
for the source tables, it collects those changes in a CDC database (CDC 2009).

 
Changes collected in the CDC database are stored as a set of logical rows representing the LUWs that are processed.
As source tables are updated, a CDC MNT row is created that encapsulates that change. There can be one to many
changes per LUW. However, no MNT row should be processed until a corresponding TSN row is found. The TSN row
indicates that the changes represented by the MNT rows are now committed on the source MUF and can be passed along
for processing.   

If a series of MNT rows are created but the source MUF transaction fails or the transaction is removed by a ROLLBACK
command, the MNT rows are removed from the CDC database. No TSN row is ever created.
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Implementation of DBCDSPR (Replication Sender) on Source MUF (Local Mode)

CA Datacom CDC implementations normally require that you create a program that processes the CDC 2009 into
consumable information. The process would:

• Read and extract the committed changes for a committed LUW (TSN/MNT)
• Process the change information found in the TSN/MNT rows
• Delete the extracted TSN/MNT rows
• Commit the deletes
• Return to read next available LUW

For this implementation of the MQTS service, CA provided a pre-written user listener program DBCDSPR, the sender.
DBCDSPR performs the following tasks:

• Processes the TSN/MNT rows as described previously
• Builds a message buffer
• Calls the CA MQTS service to pass the message buffer to MQ to send to the target location

Once the message buffer is accepted by MQ, the DBCDSPR program deletes the processed LUW (TSN/MNT) and
commits the deletes. This process ensures that the CDC 2009 database is cleared as soon as possible.
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Implementation of DBCDRPR (Replication Receiver) on Target MUF (Remote)

For this implementation of the MQTS service, DBCDRPR calls the CA MQTS service to poll the MQ queue for any
available MQTS messages sent by DBCDSPR.  

If no MQTS message is waiting, DBCDRPR does a wait and then tries again.   

Once a message buffer is received by the MQTS inside DBCDRPR, the message buffer is processed into standard CA
Datacom navigational (RAAT) commands. These commands replicate the change on the target system.   

DBCDRPR uses an internal process to convert the TSN/MNT message into the appropriate RAAT commands. After all
the RAAT commands are successfully processed, DBCDRPR calls MQTS to acknowledge (ACK) that the message buffer
has been processed. The ACK command deletes the message from the MQ queue. After the message is deleted (ACK
command returns), DBCDRPR commits the changes in the target MUF.   

DBCDRPR then attempts to receive the next message from the MQ queue.  

With the completion of the change apply process and the ensuing commit, the work done by the LUW has been
successfully copied from the source to the target MUF.
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Summary

After the change apply process and commit complete, the work done by the LUW has been replicated from the source
to the target MUF. If all changes are migrated across the process, the target tables remain logically equal to the source
tables.

 

 Next: Creation Definition of an IBM Websphere MQ Set of Queues
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Creation Definition of an IBM WebSphere MQ Set of Queues
WebSphere MQ Queue manager definitions may be needed to support additional workloads. We use a naming
convention of MQTn, or you can also select queue names that meet the standards of your site. 

• MQT1 defines the source (sending) queue manager
• MQT2 defines the target (receiving) queue manage

In this section, references to data sets that begin with "mqhlq" refer to the IBM MQ libraries in your
installation.Important! The IBM WebSphere MQ queues need to be set up and be active before attempting to use the CA
MQTS service.

This section contains the following topic: 

 Creating the MQT1 Subsystem

CA Datacom Source MUF with Active Logging_Recovery
The source MUF must have logging and recovery enabled for the source tables. The user tables represent the source
tables in the following diagram.

 

 Next: CA Datacom Target MUF with Active Logging_Recovery 

CA Datacom Target MUF with Active Logging_Recovery
The target MUF must have a logically equivalent set of target tables with the same logical row content as the source
tables.
The physical layout of the rows in the data areas (holding the target tables) are not required to be exactly the same as the
source environment. Once the change replication process begins, the physical layout of rows may differ significantly.
Even though the target MUF only allows user queries to perform read only tasks, the target tables must be protected
with an active logging and recovery process. This is required so that if an error occurs during the change replication, the
process can invoke the appropriate commit or rollback logic.
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 Next: Synchronization of the Source and Target Tables

Synchronization of the Source and Target Tables
Perform a synchronization of the source and target tables before the active-query replication process begins. This can be
a standard CA Datacom DBUTLTY process or some form of DASD copying.

WARNING

 Important! The source and target tables must be logically equal.

 Next:  Implementation of CA Datacom Change Data Capture (CDC) on Source MUF (Local Mode)

Implementation of CA Datacom Change Data Capture (CDC) on Source MUF (Local Mode)
Activate CA Datacom CDC on the source MUF to collect the changes for the selected set source tables. CDC is a
standard feature of CA Datacom/DB which provides facilities to capture and store changes for the source tables such as
adds, deletes, or updates.
The changes are maintained in a set of CA Datacom tables. These tables are processed by a listener process that detects
committed logical units of work (LUW) and passes them on for processing.
For this implementation, the CA Datacom CDC facility runs in local mode. Therefore, CDC processes run within the
source MUF address space as a set of subtasks. Local CDC monitors the source MUF log file. As changes are processed
for the source tables, it collects those changes in a CDC database (CDC 2009).
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Changes collected in the CDC database are stored as a set of logical rows representing the LUWs that are processed.
As source tables are updated, a CDC MNT row is created that encapsulates that change. There can be one to many
changes per LUW. However, no MNT row should be processed until a corresponding TSN row is found. The TSN row
indicates that the changes represented by the MNT rows are now committed on the source MUF and can be passed along
for processing.
If a series of MNT rows are created but the source MUF transaction fails or is uncommitted by a ROLLBACK command,
the MNT rows are removed from the CDC database. No TSN row is ever created.

 

 Next: Implementation of DBCDSPR (Replication Sender) on Source MUF (Local Mode)
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Implementation of DBCDSPR (Replication Sender) on Source MUF (Local Mode)
CA Datacom CDC implementations normally require that you create a program that processes the CDC 2009 into
consumable information. The process would:

• Read and extract the committed changes for a committed LUW (TSN/MNT)
• Process the change information found in the TSN/MNT rows
• Delete the extracted TSN/MNT rows
• Commit the deletes
• Return to read next available LUW

For this implementation of the MQTS service, CA provided a pre-written user listener program (DBCDSPR). DBCDSPR
performs the following tasks:

• Processes the TSN/MNT rows as described previously
• Builds a message buffer
• Calls the CA MQTS service to pass the message buffer to MQ to send to the target location

Once the message buffer is accepted by MQ, the DBCDSPR program deletes the processed LUW (TSN/MNT) and
commits the deletes. This process ensures that the CDC 2009 database is cleared as soon as possible.

  

 Next: Implementation of DBCDRPR Replication Receiver on Target MUF (Remote)

Implementation of DBCDRPR Replication Receiver on Target MUF (Remote)
For this implementation of the MQTS service, DBCDRPR calls the CA MQTS service to poll the MQ queue for any
available MQTS messages sent by DBCDSPR.  

If no MQTS message is waiting, DBCDRPR does a wait and then tries again.   
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Once a message buffer is received by the MQTS inside DBCDRPR, the message buffer is processed into standard CA
Datacom navigational (RAAT) commands. These commands replicate the change on the target system.   

DBCDRPR uses an internal process to convert the TSN/MNT message into the appropriate RAAT commands. After all
the RAAT commands are successfully processed, DBCDRPR calls MQTS to acknowledge (ACK) that the message buffer
has been processed. The ACK command deletes the message from the MQ queue. After the message is deleted (ACK
command returns), DBCDRPR commits the changes in the target MUF.   

DBCDRPR then attempts to receive the next message from the MQ queue.  

With the completion of the change apply process and the ensuing commit, the work done by the LUW has been
successfully copied from the source to the target MUF.

 

 Next: Summary of Setting Up CA MQ Transport Service in an Active-Query Environment

Summary of Setting Up CA MQ Transport Service in an Active-Query Environment
After the change apply process and commit complete, the work done by the LUW has been replicated from the source
to the target MUF. If all changes are migrated across the process, the target tables remain logically equal to the source
tables.

 1153



 CA Datacom Administrating

 

 Next: Creation Definition of an IBM WebSphere MQ Set of Queues

Creation Definition of an IBM WebSphere MQ Set of Queues
WebSphere MQ Queue manager definitions may be needed to support additional workloads. We use a naming
convention of MQTn, or you can also select queue names that meet the standards of your site. 

• MQT1 defines the source (sending) queue manager
• MQT2 defines the target (receiving) queue manage

In this section, references to data sets that begin with "mqhlq" refer to the IBM MQ libraries in your
installation.Important! The IBM WebSphere MQ queues need to be set up and be active before attempting to use the CA
MQTS service.

This section contains the following topic: 

 Creating the MQT1 Subsystem

Creating the MQT1 Subsystem
Creation of the subsystem is one of the most critical set-up pieces of the entire WebSphere MQ Series environment.

The following steps define the process to create and define the MQT1 subsystem for the source LPAR. Repeat these
same steps to create the MQT2 subsystem for the target LPAR.

 Follow these steps: 

1.  Define the MQ subsystem to MVS 
2.  Define the MQ manager name for batch application use - MQT1DEFN 
3.  Define the page data sets for each MQ manager - MQT1PAGE 
4.  Assemble and link new system parameter module - MQT1ZPRM 
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5.  Create the bootstrap and log data sets - MQT1BSDS 
6.  Create the procedure for the IBM WebSphere MQ Queue manager - MQT1MSTR 

The following sample jobs are used to create:

•  MQT1 with WRKLD03 on CA Systems 
•  MQT2 with WRKLD03 on CA Systems 

Define the MQ Subsystem to MVS

Define the MQ queue as a persistent queue for this implementation of CA MQTS with the DBCDSPR and DBCDRPR
programs.

 

(DSR - Eric, what is "cpf" in the above diagram?  Would an MQ person understand this acronym?)

Define the MQT1 subsystem by updating the IEFSSNnn member of SYS1.PARMLIB. 

 In SYS1.PARMLIB member (IEFSSN nn ) of the source LPAR:
SUBSYS SUBNAME(MQT1)
   INITRTN(CSQ3INI)
   INITPARM('CSQ3EPX,MQT1,M') 

• The Subsystem name is MQT1 
• The Initialization routine (CSQ3INI) with Initialization parameters:

–  CSQ3EPX - The early processing program (Initialization time)
–  MQT1 - The MVS console command prefix name
–  M - SYSPLEX Scope

• Repeat this process on the target system using MQT2.

(DSR - Capitalization in the previous section?  I'd suggest subsystem, initialization (twice) and scope.)
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Define the MQ Manager Name for Batch Application Use – MQT1DEFN

This step assembles the CSQBDEFV program to include the subsystem of the intended MQ queues you will work with.
This process defines the default queue manager name for a batch application using MQ series.

The supplied CSQBDEFV program improves the portability of your application programs. In CSQBDEFV you can specify
the name of a queue manager, or queue sharing group, to be connected to rather than specifying it in the MQCONN or the
MQCONNX call in an application program.  

NOTE

 You can create a new version of CSQBDEFV for each queue manager, or queue sharing group.  (DSR -
suggest removing the comma)

 Follow these steps: 

1. Copy the WebSphere MQ Assembler program CSQBDEFV from mqhlq.SCSQASMS to a user library and name the
member MQT1DEFN. The supplied program contains the default subsystem name CSQ1.

 1156



 CA Datacom Administrating

2. Modify your subsystem accordingly. We are using MQT1, therefore, making the change in the following parameter
NAME=MQT1. (DSR - I suggest:  We are using MQT1, so the NAME= parameter is specified as MQT1.)

3. Specify a queue sharing group name instead of CSQ1 if you are using queue-sharing groups. When you specify a
queue sharing group name, the program issues a connect request to an active queue manager within that group.
(DSR - be consistent.  is "queue-sharing" hyphenated or not?)

4. Assemble and link-edit the program to produce the CSQBDEFV load module. For the assembly:
– Include the library mqhlq.SCSQMACS in your SYSLIB concatenation
– Use the link-edit parameters RENT,AMODE=31,RMODE=ANY

 Sample assembly: 

//CSQ4 EXEC HLASMCL 

//SYSLIB DD DISP=SHR,DSN=mqhlq..SCSQMACS

//SYSIN DD * 

CSQBDEFV CSECT 

CSQBDEFV AMODE 31 

CSQBDEFV RMODE ANY 

CSQBDEF NAME=MQT1 

END CSQBDEFV 

//L.SYSLMOD DD DISP=SHR,DSN=newhlq.MQT1(CSQBDEFV) 

Define the Page Data Sets for each MQ Manager – MQT1PAGE

Member CSQ4PAGE in mqhlq.SCSQPROC uses one page set for each class of message. Member CSQ4PAGR uses
multiple page sets for the major classes of messages. The JCL runs the supplied utility program CSQUTIL. Use the
selected member to create member MQT1PAGE.
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For information about page sets and how to calculate suitable sizes, see the IBM WebSphere MQ for z/OS® Concepts
and Planning Guide.  

 Requirements 

• Ensure that secondary extents are defined for each page set if you intend to use the dynamic page expansion feature.
• Include the subsystem name in the high-level qualifier of the data set associated with each page set to help identify

page sets from different queue managers.
• Use the Storage Management System (SMS) EXTENDED ADDRESSABILITY function if your page sets are to be

larger than 4 GB.

 Sample Job
The Sample job defines five-page sets, using one page set for each class of message. Define page set 00, where object
definitions are kept. We recommend that you define at least one other page set so that messages and object definitions
can be kept separate.  

This sample defines four other page sets, one for each class of message: 

• PSID00 - Object definitions
• PSID01 - System-related messages 
• PSID02 - Important long-lived messages
• PSID03 - Short-lived messages
• PSID04 - Miscellaneous messages   
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You can define up to 100-page sets for each queue manager. Customize the RECORDS value for each page set to
allocate the space that you require. The page sets are defined with secondary space so that they can be automatically
expanded without stopping the queue manager.   

Consider allocating your page sets on multiple volumes if you use the Storage Management Subsystem (SMS).

• Use the GUARANTEED SPACE storage class to ensure that your page sets can be expanded when the need arises.

• Use the EXTENDED ADDRESSABILITY function if your page sets are to be larger than 4-GB.  (DSR - Remove
hyphen.)

Assemble and Link New System Parameter Module – MQT1ZPRM

Default parameter modules are supplied with IBM WebSphere MQ for z/OS. If these modules do not contain the values
that you need, create your own parameter modules. Use the mqhlq.SCSQPROC(CSQ4ZPRM) sample that is supplied
with IBM WebSphere MQ and create member MQT1ZPRM for MQT1.   

Edit the parameters for the CSQ6LOGP, CSQ6ARVP, and CSQ6SYSP macros to determine your system parameters. You
can alter some system parameters while a queue manager is running. For more information, see the SET SYSTEM, SET
LOG, and SET ARCHIVE commands in the MQSC Commands in the MQ Administration Reference.   

When you submit this job, the output is placed in hlq.USERAUTH, an authorized data set that you selected. This data set
is then used in any job accessing the MQT1 on the source system.  

In our testing, we decided to take all defaults on these parameters.
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(DSR - cpf again in above)

Create the Bootstrap and Log Data Sets – MQT1BSDS

This sample defines dual BSDSs and active log data sets. The log data sets are pre-formatted. We recommend that you
define at least three active log data sets and to put adjacent logs on separate volumes. Create member MQT1BSDS by
copying mqhlq.SCSQPROC member CSQ4BSDS to your library.  

The following sample defines four dual logs with alternating volumes and dual BSDSs.
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If you use the Storage Management Subsystem (SMS), do not use the EXTENDED ADDRESSABILITY function of SMS
because IBM WebSphere MQ does not support this function.

• Repeat this task for each WebSphere MQ queue manager.
• No need to perform this task when migrating from a previous version.

 Requirements 

• The BLKSIZE must be 629 and specified on the SYSPRINT DD statement in the CSQTLOG step.
• Include the subsystem name in the HLQ of these data sets to help identify bootstrap data sets and log data sets from

different queue managers.
• Define the bootstrap and log data sets with SHAREOPTIONS(2 3) if you are using queue-sharing groups.  (DSR -

hyphen or not?)

Create the Procedure for the IBM WebSphere MQ Queue Manager – MQT1MSTR

Each IBM WebSphere MQ subsystem needs a cataloged procedure to start the queue manager.

 Follow these steps: 

1. Create a cataloged procedure in a procedure library for starting the queue manager for each WebSphere MQ
subsystem that is defined in the subsystem name table. You can also use the IBM-supplied SYS1.PROCLIB
procedure library or a naming convention from your site.  

2. Concatenate the subsystem name which is the name of the queue manager started task procedure with the characters
MSTR. For example, subsystem MQT1 has the procedure name MQT1MSTR. 
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3. Copy one of the started task procedures to member xxxxMSTR (where xxxx is the name of your WebSphere MQ
subsystem) of your SYS1.PROCLIB. If you are not using SYS1.PROCLIB, use your procedure library.
Two sample started task procedures are provided in mqhlq.SCSQPROC.
– Member CSQ4MSTR uses one page set for each class of message
– Member CSQ4MSRR uses multiple page sets for the major classes of message

4. Copy the sample procedure to a member in your procedure library for each WebSphere MQ subsystem that you define.
After the members are copied, tailor them to the requirements of each subsystem, using the instructions in the member.

You can also use symbolic parameters in the JCL to allow modification of the procedure when it is started. If you have
several WebSphere MQ subsystems, you can use JCL include groups for the common parts of the procedure, to simplify
future maintenance.

NOTE

 APF authorize all libraries in the STEPLIB of the execution of program CSQYASCP. 

The first library in the concatenation (hlq.USERAUTH) must contain the modules that were assembled in job MQT1ZPRM.
This job also contains the two BSDS data sets that were defined when running the MQT1BSDS job. 

The job must also contain the following input: 

 //CSQINP2 DD DISP=SHR,DSN=mqhlq.PARMLIB(MQT1INPX) CUSTOM  

This input is the unique listening TCP/IP port for the region to communicate. Define one for each WebSphere MQ Queue
manager using mqhlq.SCSQPROC member CSQ4INPX as a model.

WARNING

 Important! Since the WebSphere MQ Queue manager resides in a proclib, issue the following MVS system
console command to start it up: (DSR - PROCLIB?)
MQT1 START QMGR PARM(MQT1ZPRM)
Normal shutdown:
MQT1 STOP QMGR
Cancel:
MQT1 STOP QMGR MODE(FORCE)ccc  
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• Sample Job Used to Create MQT1 with WRKLD 03 on CA Systems (DSR - "CA"?  Guess we need to decide. 
Perhaps "Broadcom QA"?  Be consistent with what follows as well.)

The following sample represents the executed JCL to create the MQT1 objects on the CA source LPAR.
In this example, we are using the defined WRKLD03 for use by CA MQTSF.

//WRKLD03A JOB (acct),'pgmr',NOTIFY=&SYSUID.,CLASS=K

/*JOBPARM S=SRC1

//*----------------------------------------------------------------

//* should run on SRC1

//*

//* This sample job defines MQ objects needed for CAMQTS operation

//* in SITE A

//*

//* The settings provided here are:

//* ===============================

//* Site A LPAR system name: SRC1

//* Workload ID: WRKLD03

//*
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//* Local (site A) Queue Manager name: MQT1

//* Remote (site B) Queue Manager name: MQT2

//* Remote listener TCP/IP name: TGT1

//* Remote listener TCP port: 27002

//*

//* Storage class for local queues: DEFAULT

//* Storage class for transmission queue: REMOTE

//*

//*

//* Please, change these settings according to your site A setup

//* and run this job to populate definitions to your queue manager

//*

//*----------------------------------------------------------------

//*----------------------------------------------------------------

//* First of all delete old definitions for this WRKLDID

//*----------------------------------------------------------------

//DELETE EXEC PGM=CSQUTIL,PARM='MQT1' Parm (if needed) is QM name

//STEPLIB DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQANLE

// DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQAUTH

//SYSPRINT DD SYSOUT=*

//SYSIN DD *

COMMAND

/*

//CSQUCMD DD DATA,DLM=$$

STOP CHANNEL( 'CAMQTS.HA.WRKLD03')

RESOLVE CHANNEL( 'CAMQTS.HA.WRKLD03') ACTION(BACKOUT)

DELETE CHANNEL( 'CAMQTS.HA.WRKLD03' )

STOP CHANNEL( 'CAMQTS.HB.WRKLD03')

DELETE CHANNEL( 'CAMQTS.HB.WRKLD03' )

*

DELETE QREMOTE( 'CAMQTS.SOD.WRKLD03' )

DELETE QREMOTE( 'CAMQTS.TOD.WRKLD03' )

CLEAR QLOCAL( 'CAMQTS.SID.WRKLD03' )

DELETE QLOCAL( 'CAMQTS.SID.WRKLD03' )

CLEAR QLOCAL( 'CAMQTS.TID.WRKLD03' )

DELETE QLOCAL( 'CAMQTS.TID.WRKLD03' )

CLEAR QLOCAL( 'CAMQTS.XQ.WRKLD03' )

DELETE QLOCAL( 'CAMQTS.XQ.WRKLD03' )

$$

//DEFINE EXEC PGM=CSQUTIL,PARM='MQT1' Parm (if needed) is QM name

//STEPLIB DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQANLE

// DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQAUTH

//SYSPRINT DD SYSOUT=*

//SYSIN DD *

COMMAND

/*

//CSQUCMD DD DATA,DLM=$$

*****************************************************************

CHANNEL AND XMIT Q. DEFINITIONS FOR REGION A

*****************************************************************

*

XMIT Q to REGION B

*

 1164



 CA Datacom Administrating

DEFINE QLOCAL( 'CAMQTS.XQ.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Transmission queue for WRKLD03' ) +

PUT( ENABLED ) +

DEFPRTY( 7 ) +

DEFPSIST( NO ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Local queue attributes

GET( ENABLED ) +

NOSHARE +

DEFSOPT( EXCL ) +

MSGDLVSQ( FIFO ) +

RETINTVL( 999999999 ) +

MAXDEPTH( 100 ) +

MAXMSGL( 4194304 ) +

NOHARDENBO +

BOTHRESH( 0 ) +

BOQNAME( ' ' ) +

STGCLASS( 'REMOTE' ) +

USAGE( XMITQ ) +

INDXTYPE( NONE ) +

CFSTRUCT( ' ' ) +

MONQ( QMGR ) ACCTQ( QMGR ) +

Event control attributes

QDPMAXEV( ENABLED ) +

QDPHIEV( DISABLED ) +

QDEPTHHI( 80 ) +

QDPLOEV( DISABLED ) +

QDEPTHLO( 40 ) +

QSVCIEV( NONE ) +

QSVCINT( 999999999 ) +

Trigger attributes

TRIGGER +

TRIGTYPE( FIRST ) +

TRIGMPRI( 0 ) +

TRIGDPTH( 1 ) +

TRIGDATA( 'CAMQTS.HA.WRKLD03' ) +

PROCESS( ' ' ) +

INITQ( 'SYSTEM.CHANNEL.INITQ' )

*

Out cHannel A (HA)

*

DEFINE CHANNEL( 'CAMQTS.HA.WRKLD03' ) +

QSGDISP( QMGR ) +

CHLTYPE( SDR ) +

Sender channel attributes

DESCR( 'Channel to remote QM.' ) +

TRPTYPE( TCP ) +

LOCLADDR( ' ' ) +

XMITQ( 'CAMQTS.XQ.WRKLD03' ) +

MCAUSER( ' ' ) +

BATCHSZ( 50 ) +
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DISCINT( 6000 ) BATCHINT( 0 ) BATCHHB( 0 ) +

SHORTRTY( 10 ) SHORTTMR( 60 ) +

LONGRTY( 999999999 ) LONGTMR( 1200 ) +

SCYEXIT( ' ' ) SCYDATA( ' ' ) +

MSGEXIT( ' ' ) MSGDATA( ' ' ) +

SENDEXIT( ' ' ) SENDDATA( ' ' ) +

RCVEXIT( ' ' ) RCVDATA( ' ' ) +

SEQWRAP( 999999999 ) +

CONVERT( NO ) +

NPMSPEED( FAST ) HBINT( 300 ) KAINT( AUTO ) +

COMPHDR( NONE ) COMPMSG( NONE ) +

MONCHL( QMGR ) +

SSLCIPH( ' ' ) +

SSLPEER( ' ' ) +

MAXMSGL( 4194304 ) +

Do NOT use Dead Letter Queue

USEDLQ(NO) +

Connection name attribute

CONNAME( 'USILCA11(27002)')

*

*

In cHannel B (HB)

*

DEFINE CHANNEL( 'CAMQTS.HB.WRKLD03' ) +

QSGDISP( QMGR ) +

CHLTYPE( RCVR ) +

Receiver channel attributes

DESCR( 'Receiving part of channel.' ) +

TRPTYPE( TCP ) +

BATCHSZ( 50 ) +

SCYEXIT( ' ' ) SCYDATA( ' ' ) +

MSGEXIT( ' ' ) MSGDATA( ' ' ) +

SENDEXIT( ' ' ) SENDDATA( ' ' ) +

RCVEXIT( ' ' ) RCVDATA( ' ' ) +

MREXIT( ' ' ) MRDATA( ' ' ) +

MRRTY( 10 ) MRTMR( 1000 ) +

MCAUSER( ' ' ) +

PUTAUT( DEF ) +

SEQWRAP( 999999999 ) +

NPMSPEED( FAST ) HBINT( 300 ) KAINT( AUTO ) +

COMPHDR( NONE ) COMPMSG( NONE ) +

MONCHL( QMGR ) +

SSLCIPH( ' ' ) +

SSLPEER( ' ' ) +

SSLCAUTH( REQUIRED ) +

MAXMSGL( 4194304 ) +

Do NOT use Dead Letter Queue

USEDLQ(NO)

*

Source queue definitions

*

*****************************************************************

SOURCE DEFINITIONS FOR REGION A
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*****************************************************************

******

DATA IN QUEUE

******

DEFINE QLOCAL( 'CAMQTS.SID.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Target DATA queue.' ) +

PUT( ENABLED ) +

DEFPRTY( 5 ) +

DEFPSIST( NO ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Local queue attributes

GET( ENABLED ) +

NOSHARE +

DEFSOPT( EXCL ) +

MSGDLVSQ( PRIORITY ) +

RETINTVL( 999999999 ) +

MAXDEPTH( 100 ) +

MAXMSGL( 4194304 ) +

NOHARDENBO +

BOTHRESH( 0 ) +

BOQNAME( ' ' ) +

STGCLASS( 'DEFAULT' ) +

USAGE( NORMAL ) +

INDXTYPE( NONE ) +

CFSTRUCT( ' ' ) +

MONQ( QMGR ) ACCTQ( QMGR ) +

Event control attributes

QDPMAXEV( ENABLED ) +

QDPHIEV( DISABLED ) +

QDEPTHHI( 80 ) +

QDPLOEV( DISABLED ) +

QDEPTHLO( 40 ) +

QSVCIEV( NONE ) +

QSVCINT( 999999999 ) +

Trigger attributes

NOTRIGGER +

TRIGTYPE( NONE ) +

TRIGMPRI( 0 ) +

TRIGDPTH( 1 ) +

TRIGDATA( ' ' ) +

PROCESS( ' ' ) +

INITQ( ' ' )

******

DATA OUT QUEUE

******

DEFINE QREMOTE( 'CAMQTS.SOD.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Queue for sending DATA to remote target MQT2' ) +

PUT( ENABLED ) +

DEFPSIST( NO ) +
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DEFPRTY( 9 ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Remote queue attributes

RNAME( 'CAMQTS.TID.WRKLD03' ) +

RQMNAME( MQT2 ) +

XMITQ( 'CAMQTS.XQ.WRKLD03' )

*

TARGET DEFINITIONS FOR REGION A

*

******

DATA OUT QUEUE

******

DEFINE QREMOTE( 'CAMQTS.TOD.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Queue for sending DATA to remote target MQT2' ) +

PUT( ENABLED ) +

DEFPSIST( NO ) +

DEFPRTY( 9 ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Remote queue attributes

RNAME( 'CAMQTS.SID.WRKLD03' ) +

RQMNAME( MQT2 ) +

XMITQ( 'CAMQTS.XQ.WRKLD03' )

******

DATA IN QUEUE

******

DEFINE QLOCAL( 'CAMQTS.TID.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Target DATA queue.' ) +

PUT( ENABLED ) +

DEFPRTY( 5 ) +

DEFPSIST( NO ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Local queue attributes

GET( ENABLED ) +

NOSHARE +

DEFSOPT( EXCL ) +

MSGDLVSQ( PRIORITY ) +

RETINTVL( 999999999 ) +

MAXDEPTH( 100 ) +

MAXMSGL( 4194304 ) +

NOHARDENBO +

BOTHRESH( 0 ) +

BOQNAME( ' ' ) +

STGCLASS( 'DEFAULT' ) +

USAGE( NORMAL ) +

INDXTYPE( NONE ) +

CFSTRUCT( ' ' ) +

MONQ( QMGR ) ACCTQ( QMGR ) +

Event control attributes

QDPMAXEV( ENABLED ) +
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QDPHIEV( DISABLED ) +

QDEPTHHI( 80 ) +

QDPLOEV( DISABLED ) +

QDEPTHLO( 40 ) +

QSVCIEV( NONE ) +

QSVCINT( 999999999 ) +

Trigger attributes

NOTRIGGER +

TRIGTYPE( NONE ) +

TRIGMPRI( 0 ) +

TRIGDPTH( 1 ) +

TRIGDATA( ' ' ) +

PROCESS( ' ' ) +

INITQ( ' ' )

$$ 

• Sample Job Used to Create MQT2 with WRKLD 03 on CA Systems

The following sample represents the executed JCL to create the MQT2 objects on the CA target LPAR.

For this example, we are using the defined WRKLD03 for use by CA MQTS.

//WRKLD03B JOB (acct),'pgmr',NOTIFY=&SYSUID.,CLASS=K

/*JOBPARM S=TGT1

//*---------------------------------------------------------------

//* should run on TGT1

//* This sample job defines MQ objects needed for CAMQTS operation

//* in SITE B

//*

//* The settings provided here are:

//* ===============================

//* Site B LPAR system name: TGT1

//* Workload ID: WRKLD03

//*

//* Local (site B) Queue Manager name: MQT2

//* Remote (site A) Queue Manager name: MQT1

//* Remote listener TCP/IP name: SRC1

//* Remote listener TCP port: 27001

//*

//* Storage class for local queues: DEFAULT

//* Storage class for transmission queue: REMOTE

//*

//*

//* Please, change these settings according to your site A setup

//* and run this job to populate definitions to your queue manager

//*

//*----------------------------------------------------------------

//* First of all delete old definitions for this WRKLDID

//*----------------------------------------------------------------

//DELETE EXEC PGM=CSQUTIL,PARM='MQT2' Parm (if needed) is QM name

//STEPLIB DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQANLE

// DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQAUTH

//SYSPRINT DD SYSOUT=*

//SYSIN DD *

COMMAND
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/*

//CSQUCMD DD DATA,DLM=$$

STOP CHANNEL( 'CAMQTS.HA.WRKLD03')

DELETE CHANNEL( 'CAMQTS.HA.WRKLD03' )

STOP CHANNEL( 'CAMQTS.HB.WRKLD03')

RESOLVE CHANNEL( 'CAMQTS.HB.WRKLD03') ACTION(BACKOUT)

DELETE CHANNEL( 'CAMQTS.HB.WRKLD03' )

*

DELETE QREMOTE( 'CAMQTS.SOD.WRKLD03' )

DELETE QREMOTE( 'CAMQTS.TOD.WRKLD03' )

CLEAR QLOCAL( 'CAMQTS.SID.WRKLD03' )

DELETE QLOCAL( 'CAMQTS.SID.WRKLD03' )

CLEAR QLOCAL( 'CAMQTS.TID.WRKLD03' )

DELETE QLOCAL( 'CAMQTS.TID.WRKLD03' )

CLEAR QLOCAL( 'CAMQTS.XQ.WRKLD03' )

DELETE QLOCAL( 'CAMQTS.XQ.WRKLD03' )

$$

//*----------------------------------------------------------------

//* Now define objects for this WRKLDID

//*----------------------------------------------------------------

//DEFINE EXEC PGM=CSQUTIL,PARM='MQT2' Parm (if needed) is QM name

//STEPLIB DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQANLE

// DD DISP=SHR,DSN=MVSSYS.WASMQ.V7R1M0.GA.RSU1203.SCSQAUTH

//SYSPRINT DD SYSOUT=*

//SYSIN DD *

COMMAND

/*

//CSQUCMD DD DATA,DLM=$$

*****************************************************************

CHANNEL AND XMIT Q. DEFINITIONS FOR REGION B

*****************************************************************

*

XMIT Q to REGION A

*

DEFINE QLOCAL( 'CAMQTS.XQ.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Transmission queue for WRKLD03' ) +

PUT( ENABLED ) +

DEFPRTY( 7 ) +

DEFPSIST( NO ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Local queue attributes

GET( ENABLED ) +

NOSHARE +

DEFSOPT( EXCL ) +

MSGDLVSQ( FIFO ) +

RETINTVL( 999999999 ) +

MAXDEPTH( 100 ) +

MAXMSGL( 4194304 ) +

NOHARDENBO +

BOTHRESH( 0 ) +

BOQNAME( ' ' ) +
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STGCLASS( 'REMOTE' ) +

USAGE( XMITQ ) +

INDXTYPE( NONE ) +

CFSTRUCT( ' ' ) +

MONQ( QMGR ) ACCTQ( QMGR ) +

Event control attributes

QDPMAXEV( ENABLED ) +

QDPHIEV( DISABLED ) +

QDEPTHHI( 80 ) +

QDPLOEV( DISABLED ) +

QDEPTHLO( 40 ) +

QSVCIEV( NONE ) +

QSVCINT( 999999999 ) +

Trigger attributes

TRIGGER +

TRIGTYPE( FIRST ) +

TRIGMPRI( 0 ) +

TRIGDPTH( 1 ) +

TRIGDATA( 'CAMQTS.HB.WRKLD03' ) +

PROCESS( ' ' ) +

INITQ( 'SYSTEM.CHANNEL.INITQ' )

*

Out cHannel B (HB)

*

DEFINE CHANNEL( 'CAMQTS.HB.WRKLD03' ) +

QSGDISP( QMGR ) +

CHLTYPE( SDR ) +

Sender channel attributes

DESCR( 'Channel to remote QM.' ) +

TRPTYPE( TCP ) +

LOCLADDR( ' ' ) +

XMITQ( 'CAMQTS.XQ.WRKLD03' ) +

MCAUSER( ' ' ) +

BATCHSZ( 50 ) +

DISCINT( 6000 ) BATCHINT( 0 ) BATCHHB( 0 ) +

SHORTRTY( 10 ) SHORTTMR( 60 ) +

LONGRTY( 999999999 ) LONGTMR( 1200 ) +

SCYEXIT( ' ' ) SCYDATA( ' ' ) +

MSGEXIT( ' ' ) MSGDATA( ' ' ) +

SENDEXIT( ' ' ) SENDDATA( ' ' ) +

RCVEXIT( ' ' ) RCVDATA( ' ' ) +

SEQWRAP( 999999999 ) +

CONVERT( NO ) +

NPMSPEED( FAST ) HBINT( 300 ) KAINT( AUTO ) +

COMPHDR( NONE ) COMPMSG( NONE ) +

MONCHL( QMGR ) +

SSLCIPH( ' ' ) +

SSLPEER( ' ' ) +

MAXMSGL( 4194304 ) +

Do NOT use Dead Letter Queue

USEDLQ(NO) +

Connection name attribute

CONNAME( 'USILCA31(27001)')
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*

*

In cHannel A (HA)

*

DEFINE CHANNEL( 'CAMQTS.HA.WRKLD03' ) +

QSGDISP( QMGR ) +

CHLTYPE( RCVR ) +

Receiver channel attributes

DESCR( 'Receiving part of channel.' ) +

TRPTYPE( TCP ) +

BATCHSZ( 50 ) +

SCYEXIT( ' ' ) SCYDATA( ' ' ) +

MSGEXIT( ' ' ) MSGDATA( ' ' ) +

SENDEXIT( ' ' ) SENDDATA( ' ' ) +

RCVEXIT( ' ' ) RCVDATA( ' ' ) +

MREXIT( ' ' ) MRDATA( ' ' ) +

MRRTY( 10 ) MRTMR( 1000 ) +

MCAUSER( ' ' ) +

PUTAUT( DEF ) +

SEQWRAP( 999999999 ) +

NPMSPEED( FAST ) HBINT( 300 ) KAINT( AUTO ) +

COMPHDR( NONE ) COMPMSG( NONE ) +

MONCHL( QMGR ) +

SSLCIPH( ' ' ) +

SSLPEER( ' ' ) +

SSLCAUTH( REQUIRED ) +

MAXMSGL( 4194304 ) +

Do NOT use Dead Letter Queue

USEDLQ(NO)

*****************************************************************

SOURCE DEFINITIONS FOR REGION B

*****************************************************************

******

DATA IN QUEUE

******

DEFINE QLOCAL( 'CAMQTS.SID.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Target DATA queue.' ) +

PUT( ENABLED ) +

DEFPRTY( 5 ) +

DEFPSIST( NO ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Local queue attributes

GET( ENABLED ) +

NOSHARE +

DEFSOPT( EXCL ) +

MSGDLVSQ( PRIORITY ) +

RETINTVL( 999999999 ) +

MAXDEPTH( 100 ) +

MAXMSGL( 4194304 ) +

NOHARDENBO +

BOTHRESH( 0 ) +
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BOQNAME( ' ' ) +

STGCLASS( 'DEFAULT' ) +

USAGE( NORMAL ) +

INDXTYPE( NONE ) +

CFSTRUCT( ' ' ) +

MONQ( QMGR ) ACCTQ( QMGR ) +

Event control attributes

QDPMAXEV( ENABLED ) +

QDPHIEV( DISABLED ) +

QDEPTHHI( 80 ) +

QDPLOEV( DISABLED ) +

QDEPTHLO( 40 ) +

QSVCIEV( NONE ) +

QSVCINT( 999999999 ) +

Trigger attributes

NOTRIGGER +

TRIGTYPE( NONE ) +

TRIGMPRI( 0 ) +

TRIGDPTH( 1 ) +

TRIGDATA( ' ' ) +

PROCESS( ' ' ) +

INITQ( ' ' )

******

DATA OUT QUEUE

******

DEFINE QREMOTE( 'CAMQTS.SOD.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Queue for sending DATA to remote target MQT1' ) +

PUT( ENABLED ) +

DEFPSIST( YES ) +

DEFPRTY( 9 ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Remote queue attributes

RNAME( 'CAMQTS.TID.WRKLD03' ) +

RQMNAME( MQT1 ) +

XMITQ( 'CAMQTS.XQ.WRKLD03' )

*****************************************************************

TARGET DEFINITIONS FOR REGION B

*****************************************************************

******

DATA OUT QUEUE

******

DEFINE QREMOTE( 'CAMQTS.TOD.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Source to target COMM queue' ) +

PUT( ENABLED ) +

DEFPSIST( NO ) +

DEFPRTY( 9 ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Remote queue attributes

RNAME( 'CAMQTS.SID.WRKLD03' ) +
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RQMNAME( MQT1 ) +

XMITQ( 'CAMQTS.XQ.WRKLD03' )

******

DATA IN QUEUE

******

DEFINE QLOCAL( 'CAMQTS.TID.WRKLD03' ) +

QSGDISP( QMGR ) +

Common queue attributes

DESCR( 'Target DATA queue.' ) +

PUT( ENABLED ) +

DEFPRTY( 5 ) +

DEFPSIST( NO ) +

CLUSTER( ' ' ) CLUSNL( ' ' ) +

Local queue attributes

GET( ENABLED ) +

NOSHARE +

DEFSOPT( EXCL ) +

MSGDLVSQ( PRIORITY ) +

RETINTVL( 999999999 ) +

MAXDEPTH( 100 ) +

MAXMSGL( 4194304 ) +

NOHARDENBO +

BOTHRESH( 0 ) +

BOQNAME( ' ' ) +

STGCLASS( 'DEFAULT' ) +

USAGE( NORMAL ) +

INDXTYPE( NONE ) +

CFSTRUCT( ' ' ) +

MONQ( QMGR ) ACCTQ( QMGR ) +

Event control attributes

QDPMAXEV( ENABLED ) +

QDPHIEV( DISABLED ) +

QDEPTHHI( 80 ) +

QDPLOEV( DISABLED ) +

QDEPTHLO( 40 ) +

QSVCIEV( NONE ) +

QSVCINT( 999999999 ) +

Trigger attributes

NOTRIGGER +

TRIGTYPE( NONE ) +

TRIGMPRI( 0 ) +

TRIGDPTH( 1 ) +

TRIGDATA( ' ' ) +

PROCESS( ' ' ) +

INITQ( ' ' )

$$ 

 Next: CA Datacom Source MUF
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CA Datacom Source MUF
The source or active MUF is the true copy of the data. All data row changes must occur in the source MUF. From there,
the changes are collected and forwarded to the query or target MUF. The following information explains how to set up a
one-directional source to target replication. 

Logging and Recovery
The Active-Query data replication requires that the source MUF have logging and recovery fully enabled and in place
before starting the replication process.

This section describes how to:

• Enable MUF Logging and Recovery (Source)
• Using the Log File (LXX)
• Sizing the Log File (LXX)
• Tables Selected for Active Query Replication
• DBUTLTY Processing for Single-Use Mode
• Re-synchronize Tables Selected for Active-Query Replication

Enabling MUF Logging and Recovery (Source)

The source MUF must have logging and recovery enabled. Start the MUF with the LOGRCV=NO (inactive recovery)
setting or with the LOGRCV=YES (active recovery) setting.  

Using LOGRCV=NEVER (no recovery) to start a MUF allows the active log file (LXX) to wrap upon itself even if the
changes in the log file have not been captured and replicated to the target. This is not permitted because the change
capture and replication processes fail.

 Next: Use of the Log File (LXX)

Use of the Log File (LXX)

The LXX data set holds the active recovery information. This information is used to warm start a MUF after a failure where
all data tables are returned to the last stable state (commit point). The LXX information is used if transactions fail and the
MUF is requested to back out (remove) the changes made by the failed transactions. For example, if the data tables are
damaged, the tables must be restored and recovered forward to the last stable state.

 Next: Sizing the Log File (LXX)

Sizing the Log File (LXX)

The LXX data set holds the active recovery information that is the basis of the change capture used to generate the
Active-Query replication.

This page contains the following topics:

  

First Staging Area for Data Changes

Changes are stored in the staging area while they wait to be processed by the Active-Query replication process. LXX is
the first staging area used to save data table change information.   
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The LXX should be large enough to hold a significant amount of table change data. Remember that the LXX must hold
changes for all tables being updated and logged in the source MUF. Having a large LXX data set enables the system to
continue functioning without concern when there is a delay or stoppage in the change replication process.

What happens if the LXX is not large enough?

If the LXX is too small or the change replication process stays inactive too long, table changes on the LXX will eventually
age. They are then moved off the active log (LXX) and stored on the inactive log or recovery file known as the RXX.   

When data changes that have not been processed by the change replication process are spilled from the active log (LXX)
to the inactive log (RXX) they are no longer directly available to change replication process. This is called a change GAP
and the Active-Query replication process must be suspended.

Manual Process to Correct a GAP

There is a required manual process to correct the GAP. The DBUTLTY GAPFIX function processes the RXX files and
pushes the data table changes from the RXX (inactive log).

Make the LXX as Large as Needed to Provide a Reasonable Amount of Catch Up Time

Having an LXX file large enough to keep data changes for a significant period of time provides a larger staging area.
Additionally, the Active-Query replication process has extra time to catch up in the event of an unplanned slowdown or
stoppage in the change replication process.

 

 Next: Tables Selected for Active-Query Replication

Tables Selected for Active-Query Replication

Each table that is selected for the Active-Query replication must conform to a set of requirements to be successfully
processed. These standards are in place at most sites for production tables.

This page contains the following topics:
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Tables selected for Active-Query Replication must be fully protected by Logging and Recovery

Specify each table selected for the Active-Query replication with active logging and recovery.
During the Active-Query replication if you turn off the active logging and recovery facilities through a control function such
as CXXMAINT, the table must be dropped from the Active-Query process.

NOTE

 CA Datacom stops any attempt to change the logging and recovery setting while the MUF has the table open
for processing. This activity is permitted if you close the table in MUF.

Single-User Mode processing must not be used to change data tables

After enabling the Active-Query processing, maintain the source tables (add, delete, update) through the MUF.   

Single-User Mode outside the MUF is not permitted. These tasks run outside the MUF, and their changes are not captured
or processed through the Active-Query replication.   

During the Active-Query replication, if you run a Single-User Mode update task, the table must be dropped from the
Active-Query process.

NOTE

 CA Datacom stops any attempt to open a table for Single-User Mode while the MUF has the table open for
processing. However, this activity is permitted if you close the table in MUF.

 Next: DBUTLTY Processing for Single-User Mode

DBUTLTY Processing for Single-User Mode

The most common form of Single-User Mode processing is the CA Datacom DBUTLTY utility program. The many
executable functions provide a wide variety of utility functions used to maintain and manage the CA Datacom databases
and the data tables.

WARNING

 Important! Exercise care when using DBUTLTY against a database, area, or data table that is part of the Active-
Query replication process.

This page contains the following topics:

  

DBUTLTY Single-User Mode processing must not be used to change data tables

Once the Active-Query processing has been enabled, maintain (add, delete, update) the source tables only through the
MUF.   

Selected DBUTLTY functions run Single-User Mode (outside the MUF) and change the data table content. These utilities
are not permitted. Any DBUTLTY utility that changes the content of a data table without logging the change through the
MUF is not permitted. For example:

• LOAD
• MASSADD with MULTUSE=NO
• REPLACE

During the Active-Query replication, if you run a DBUTLTY update task outside of the MUF, the table must be dropped
from the Active-Query process. 
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NOTE

 CA Datacom stops any attempt to open a table for Single-User Mode update while the MUF has the table open
for processing. This activity is permitted if you close the table in MUF.

DBUTLTY Multi-User processing may be used to change data tables

Certain DBUTLTY functions run in Multi-User mode (inside the MUF) and log their activities. These are permitted. These
functions are subject to logging and can occur while the active-target replication is active. For example:

• MASSADD with MULTUSE=YES
• OLREORG (online REORG)  
• DEFRAG (index defragmentation)
• CONFIRM (constraint validation)
• DATASCAN OPTION=REBUILD_SPACE_INDEX

While these DBUTLTY functions are supported, we do not recommend using these functions on a regular basis while
active-target replication is active. If these activities are needed, plan ahead for the process. A significant amount of
change activity might be generated, which is logged and processed through the Active-Query replication. 

DBUTLTY Single-User processing can be used to create backups

Certain DBUTLTY functions read the data tables in Single-User Mode (outside the MUF) and create data backups. These
processes allow the data tables to be open in MUF and processing while the data backups are created. For example:

• BACKUP SEQ=PHYSICAL
• EXTRACT SEQ=PHYSICAL

Other DBUTLTY Single-User processing must be used with caution (No changes to data tables)

A number of other DBUTLTY functions can be performed against the data tables and the database and areas that hold
the tables. Provided that these utility functions do not change the data table content, they are permitted in an Active-Query
replication environment.   

Most of these functions require the tables to be closed to MUF during the utility process. While the tables are closed
to MUF, there is no built-in protection that stops a utility task from changing the data content. The responsibility for
maintaining data content consistency is on the user running the utility functions. For example:

• BACKUP SEQ=NATIVE
• EXTRACT SEQ=NATIVE
• RETIX (to rebuild index)

Offline data reorganization processes are permitted if there are no data table changes included in the process. For
example:

• CLOSE (to MUF), BACKUP SEQ=NATIVE, INIT index, LOAD backup
• CLOSE (to MUF), REORG (parallel reorg)

During the Active-Query replication, if you run a DBUTLTY function that changes the data content of the tables, the Active-
Query replication must be stopped and the data tables re-synchronized. 

 Next: Tables Selected for Active-Query Replication must be Re-synchronized

Tables Selected for Active-Query Replication must be Re-synchronized

Each table selected for the Active-Query replication is completely dependent on all data row changes being funneled
through the MUF and its logging facility.   
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If any Single-User Mode task (DBUTLTY or other) changes data row content in the source table without utilizing the MUF
logging facility, the source and target tables must be taken out of the Active-Query replication process. Re-synchronize
before continuing the process.

 Next: CA Datacom Target MUF

CA Datacom Target MUF
The target or query MUF is the read-only copy of the data. All data row changes must occur in the source MUF and be
transported and applied in the target MUF.

WARNING

Important! No data row changes are permitted to originate in the target MUF.

We are setting up a one-directional source to target replication that does not collide in any way, since no data row
changes may originate on the target MUF.

This section describes how to:

• Enable MUF Logging and Recovery (Target)
• Use of the Log File (LXX) for the Active-Query Target MUF
• Size the Log File (LXX) for Active-Query Replication
• Select Target Tables for Active-Query Replication
• DBUTLTY Processing

Enabling MUF Logging and Recovery (Target)
The target MUF must have logging and recovery enabled and in place before starting the replication process. The MUF
must be started with the LOGRCV=NO (inactive recovery) setting or with the LOGRCV=YES (active recovery) setting.

A MUF started with LOGRCV=NEVER (no recovery) allows the active log file (LXX) to wrap upon itself. If replicated
changes being applied to the target MUF represent a large set of updates and the log file is allowed to wrap, a subsequent
failure might not be able to roll back to a stable point. This causes a restart of the replication process to fail.

 Next: Use of the Log File (LXX) for the Active-Query Target MUF

Use of the Log File (LXX) for the Active-Query Target MUF
The LXX data set holds the active recovery information. This information is used to warm start a MUF after a failure where
all data tables are returned to the last stable state (commit point). The LXX information is used if transactions fail and the
MUF is requested to back out (remove) the changes made by the failed transactions. For example, the tables must be
restored and recovered forward to the last stable state if the data tables are damaged.

For the Active-Query target MUF, the LXX should only have changes being applied from the replication process. This
process involves certain periods where maintenance transactions are applied and then committed.

During the maintenance process, if a transaction is received and begins to be applied on the target side but the apply
process fails, the MUF needs to back out the uncommitted change. This allows the apply process to restart from a stable
point.

Similarly, if the target MUF, local MQ queue, or even the LPAR failed during the apply process, the log records for the
uncommitted changes are needed to successfully restart the process.

 Next: Sizing the Log File (LXX) for Active-Query Replication
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Sizing the Log File (LXX) for Active-Query Replication
The LXX data set holds the active recovery information which is the basis of the change capture that is used to generate
the Active-Query replication. The LXX must be large enough to hold:

•  The largest set of changes that could be sent with the replication process 
In most cases, this is probably generated from a batch job that updates a large number of rows (on the source side)
without committing.

•  A significant number of table changes 
Because LOGRCV=NO or YES is required, having a large target MUF LXX enables the large transactions to complete
without having a forced SPILL or forced checkpoint. Either one of these actions could negatively affect any restart
actions if any part of the target apply process fails.

What happens if the LXX is not large enough?

If the LXX is too small and the apply process at the target side fills the LXX without a commit, the active changes are
spilled off to the RXX data set. If this spill occurs, any failure on the target side before active transactions complete
(commit) requires taking the affected tables out of the Active-Query replication process. They would then need to be re-
synchronized from the source tables. 

 Next: Target Tables Selected for Active-Query Replication

Target Tables Selected for Active-Query Replication
Each target table that is selected for the Active-Query replication must conform to a set of requirements to be successfully
processed. These standards are in place at most sites for production tables.

Target tables selected for Active-Query replication must be fully protected by logging and recovery

Each table selected for the Active-Query replication must be specified with active logging and recovery at the target site.

User processing running at target site must not be used to change Data Tables

Only the Active-Query replication processing at the target MUF should be enabled to update the target tables.
User tasks that change the target data tables are not permitted. Any task that updates a target data row causes a data
change collision. Therefore, the replicated changes from the source MUF fail.   

During the Active-Query replication, if you run an update task on the target MUF, the table must be dropped from the
Active-Query process and re-synchronized.

 Next: DBUTLTY Processing

DBUTLTY Processing
The most common form of Single-User Mode processing is the CA Datacom DBUTLTY utility program which has many
executable functions. These functions provide a wide variety of utility functions used to maintain and manage the CA
Datacom databases and the data tables.

WARNING

 Important! Be careful when using DBUTLTY against a database, area, or data table that is part of the Active-
Query replication process.

This page contains the following topics:
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DBUTLTY Single-User processing must not be used to change target data tables

After the Active-Query processing is enabled, maintain the target tables (add, delete, update) only through the changes
from the Active-Query replication.
Selected DBUTLTY functions that change the data table content are not permitted. Any DBUTLTY utility that changes the
content of a data table is not permitted. For example:

• LOAD
• MASSADD
• REPLACE

During the Active-Query replication, if you run a DBUTLTY update task on the target table, the table must be dropped from
the Active-Query process.

NOTE

 CA Datacom stops any attempt to open a table for Single-User Mode while the MUF has the table open for
processing (Active-Query replication). This activity is permitted if you close the table in MUF.

Access Target Data tables with DBUTLTY Multi-User processing

Certain DBUTLTY functions that run in Multi-User mode (inside the MUF) and do not change the logical content of the
data tables are permitted. These functions are subject to logging and can occur while the active-target replication is active.
For example:

• OLREORG (online REORG)
• DEFRAG (index defragmentation)
• CONFIRM (constraint validation)
• DATASCAN OPTION=REBUILD_SPACE_INDEX

While these DBUTLTY functions are supported, we do not recommend using these functions on a regular basis. If these
activities are needed, plan ahead for the process understanding that there may be a significant amount of change activity
generated that can conflict with the Active-Query replication.

Create backups with DBUTLTY Single-User processing

Certain DBUTLTY functions read the data tables in Single-User Mode (outside the MUF) and create data backups.
These processes allow the target data tables to be open in MUF and processing while the data backups are created. For
example:

• BACKUP SEQ=PHSICAL
• EXTRACT SEQ=PHYSICAL

Other DBUTLTY Single-User processing

Numerous DBUTLTY functions can be performed against the target data tables and the database and areas that hold
the tables. Provided these utility functions do not change the data table content, they are permitted in an Active-Query
replication environment. Use this type of processing with caution.

However, most of these functions require the tables to be closed to MUF during the utility process. While the tables are
closed to MUF, there is no built-in protection to stop a utility task from changing the data content. The responsibility for
maintaining data content consistency is on the user running the utility functions. For example:

• • • BACKUP SEQ=NATIVE
• EXTRACT SEQ=NATIVE
• RETIX (to rebuild index)
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Offline data reorganization processes are permitted as long as there are no data table changes included in the process.
For example:

• • • CLOSE (to MUF), BACKUP SEQ=NATIVE, INIT index, LOAD backup
• CLOSE (to MUF), REORG (parallel reorg)

WARNING

 Important! During the Active-Query replication, if you run a DBUTLTY function that changes the target
data content of the tables, the Active-Query replication must be stopped. The data tables must then be re-
synchronized.

 Next: Target Tables Selected for Active-Query Replication must be Re-synchronized

Target Tables Selected for Active-Query Replication must be Re-synchronized
Each table selected for the Active-Query replication is completely dependent on all data row changes being funneled
through the target MUF and its logging facility.  

If any task (DBUTLTY or other) changes data row content in the target table, the source and target tables must be taken
out of the Active-Query replication process and re-synchronized before continuing the process.

 Next:  Synchronization of Source and Target Tables

Synchronization of Source and Target Tables
The target or query MUF data tables must be a logical copy of the data tables in the source MUF. The process that is used
to synchronize the target with the source table must be able to create a target table that has all the same rows as the
source. Therefore, both the source and target table must contain a complete matching set of rows.  

After capturing the source data row content to transfer to the target environment, the CDC process must log and capture
any future source row changes. The Remote Replication application forwards these changes to the target. 

This page contains the following topics:  

  

Creating the Synchronized Backup with DBUTLTY

A DBUTLTY BACKUP or EXTRACT process with SEQ=NATIVE is the easiest way to create a source backup to load
the target system. The SEQ=NATIVE backup requires that the source database be closed to other processing (including
MUF) and therefore represents a stable backup of the source data.

Creating the Synchronized Backup with DASD Backup Utilities

Non-Datacom DASD backup utilities can be used to capture a backup of the source data sets (IXX and Data areas). To
use this backup to create a synchronized target environment, take it when the database is closed to all other processing
(including the MUF).  

You can also use the MUF QUIESCE TRANSACTION option. It ensures the source table is at a stable transaction state
before the source backup is created.  

WARNING

 Important! Avoid using MUF QUIESCE REQUEST before the backup, because it does not create a guaranteed
stable transaction source backup.
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Synchronizing the CDC Process with the Source Backup

Start the change capture process immediately after the creation of the source backup. This process needs to be ready to
capture any changes made to the source tables, so they can be replicated to the target tables.

The actual replication of the changes to the target can be delayed as needed. However, the source change data capture
needs to coincide with the source table activity immediately after the backup completes.

Target Database Structure should match the Source Database Structure

CA Datacom tables represent logical data rows that are stored in physical data areas that are organized into databases. 

We recommend that the database structure be consistent between the source and target environment. Having matching
database structures allows the use of both the various DBUTLTY backup options and the DASD backup utilities.

DASD physical backup requires that the database structures be the same. By default, the DASD backups have the same
data set formats as the source.

Target Database Structure could have some minor variations from Source Database Structure

DBUTLTY Database (DBID) backups and area backups require database structures and area structures to be the same.
However, the data set allocations could be different from the source provided they are large enough to hold the source
data and any ensuing data row updates. DBUTLTY Database or Area backups can be used to restore a subset of tables
when there are certain source tables that are not in the target. 

Target Database Structures with significant structure differences

For sites using a DBUTLTY Table EXTRACT process, there could be significant difference between the source and target
database structures as long at the logical table definition is the same. This includes:

• Row layout (layout of columns)
• Master key definition (layout of columns)

The change data capture replication is based on the data rows' content. As such, target tables could have different data
area structures and non-master key definitions.  

Any difference in the database structure would limit the environment of the customer in sharing application code between
the source and target. It would also preclude the Query site being used as a source system if the Active-Query replication
is reversed for some reason. 

 Next: Implementing CA Datacom Change Data Capture CDC on Source MUF

Implementing CA Datacom Change Data Capture CDC on Source MUF
The source or active MUF uses the CA Datacom Change Data Capture facility to capture all changes made to data rows
in the source tables. These changes are captured by monitoring the source MUF's LXX (log file). 

Once the captured changes are committed on the source MUF, they become available to user processes. This user
listener process can be used to pass the changes onto the target MUF for processing. 

The LXX and CDC become the source for the changes being sent to the target MUF in the one-directional Active-Query
data replication. 

Change Data Capture and Active-Query Data Replication
The Active-Query data replication requires that the source MUF have the Change Data Capture (CDC) facility active and
enabled. 
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CDC is the mechanism required to capture the committed data changes. The replication's sender application forwards the
committed data changes to the replication receiver application of the target MUF.

Enabling CDC in Local Mode

For this implementation of Active-Query, the CDC local mode is required. In this mode, CDC runs as a sub-task in the
MUF address space.  

CDC is started by including a series of MUF startup options in the source MUF. These options determine the CDC
processing mode, what data tables are captured, and where the captured changes are stored.

 Next: Multiple Change Capture Repositories

Multiple Change Capture Repositories

Beginning with Version 14.01, the CDC facility allows up to 9 data capture repositories.

• Each repository is a separate CDC database.
• Each captured data table can have its changes sent to one or more of the data capture repositories.
• Each data capture repository requires its own listener process.

For this implementation of Active-Query

• We require a single change capture repository. This repository holds all changes for the tables involved in the source
to target replication process.

• The CDC local mode is required. In this mode, CDC runs as a sub-task in the MUF address space. 

CDC is started by including a series of MUF start-up options in the source MUF. These options" (DSR - remove the double
quotes)

• Determine the CDC processing mode 
• What data tables are captured 
• Where the captured changes are stored

 Next: Sample MUF CDC Startup Options - Single Change Capture Repository

Sample MUF CDC Startup Options - Single Change Capture Repository

The following example displays the MUF startup options to enable local CDC within the source MUF. Each of these
startup options is defined in the Modify MUF Startup Options and Console Commandslocated under the CA Datacom/DB
Database and System Administration section.

CDC   YES,16M     CDCLOCAL MODE 16M WORK BUFFER  

        CDC_BASE  YES,1022   CAPTURE CHANGES FOR BASE 1022 

        CDC_TABLE YES,REO1023   CAPTURE CHANGES FOR REO 1023 

        CDCL  *,A       SOURCE=TARGET FORMAT A 

        CDCL_DBID *,2009    SOURCE=TARGET DBID 2009  

        CDCL_DS ,C1,       SOURCE=TARGET LXX DD IS LXXC1  

        CDCL_OPEN *        SOURCE=TARGET  

        CDCL_POLL *,1      SOURCE=TARGET WAIT IGNORED 

        CPU_TSN_READ_DELAY_SEC 10 SETS 10 SECOND DELAY FOR REDKG ON TSN2009  

        CDCM_CLOSE YES     KEEP CDCM CLOSED FOR NOW   

        CDCM_CNTTB YES     USE CNTTB FOR ROW COUNTS  

        CDCM_DBID 2009     DBID 2009   

        CDCM_ID A       FORMAT A   
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        CDCM_POLL 60      POLL EVERY MINUTE   

        CDCM_SIDNAME *      SOURCE=TARGET   

        CDCM_WARN 300       WARNING MESSAGE AT 5 MINUTES BEHIND

Next: Selecting Data Tables for Change Capture Processing

Selecting Data Tables for Change Capture Processing

The CDC_BASE and CDC_TABLE startup options provide a simple means to select or ignore data tables for change
capture processing. Any database that is not explicitly mentioned in a CDC_BASE startup option is considered ignored for
CDC processing.

This page contains the following topics:

  

CDC_BASE YES,1022

CDC_BASE is used to select (YES) or ignore (NO) a given database for change capture. In this example, we are
instructing CDC to capture changes for all data tables that are found in database 1022.

CDC_TABLE YES,REO1023

CDC_TABLE is used to select (YES) or ignore (NO) a given table (in a database) for change capture. In this example, we
are instructing CDC to capture changes for data table REO found in database 1023.  

After MUF startup, you can use the CDC_TABLE command to override the table processing for a selected table in a given
database.  

 Example  

If database 001 is selected for CDC processing (CDC_BASE YES,001), you could suppress data collection on the PAY
table within database 001 by also stating (CDC_TABLE NO,PAY001).

Recommended Specs

You can specify a combination of database selections with table ignores. However, having a straightforward list of tables
to select for processing may be easier to understand and document.

 Next: Changing Specifications while the MUF is Active

Changing Specifications while the MUF is Active

An external event might require removing a table from the Active-Query replication process. When this occurs, you can
change the table change capture specification to ignore (NO) by issuing a console command to the MUF.   

Once the event has been corrected and the source and target tables are re-synchronized, you can re-change the CDC
selection back to YES to change capture the table.

 Note: Excluding a Job from Change Capture Processing

Excluding a Job from Change Capture Processing

The CDC_EXCLUDE_JOBNAME jjjjjjjj MUF startup option provides a simple means to ignore data table changes from a
preselected job name.   
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This functionality allows you to suppress changes that may have been replicated in from a source system. For example a
site:

•  Would like all changes from MUFA (active instance) to be replicated to MUFB (query instance) using
DBCDSPR/MQTS/MQ/MQTS/DBCDRPR. As far as MUFB is concerned, all these changes are originating from the job
DBCDRPR. 

•  Wanted to have a reverse CDC process set-up and ready to process changes from MUFB (as active instance)
to MUFA (as the query instance). CDC could be set up on MUFB using a set of jobs to move changes from MUFB to
MUFA.

In this case, we could use the exclude job name parameter. This parameter prevents changes being fed from MUFA to
MUFB from accidentally being routed back to MUFA using the reverse CDC process.  

Avoid having two active CDC processes (one MUFA to MUFB and one MUFB to MUFA). Having two CDC processes is
complex and should not be attempted without significant planning and oversight.

 Note: Selecting the Database to House the Captured Data Table Changes

Selecting the Database to House the Captured Data Table Changes

The CDC_DBID parameter selects the CA Datacom database that holds the captured table changes. This DBID is the
CDC database or the change data capture repository. When CDC encounters a change to a data table that has been
selected, it populates information into the CDC database representing the captured change.

This page contains the following topics:

CDC_DBID 2009 (CA_CDC_BASE)

The definition of database 2009 is provided as part of the default CXX implementation. For more information about the full
database definition, see the CA_CDC_BASE topic in CA Datacom/DB Database and System Administration.

We recommend that you implement the CDC data collection using this default database definition of DBID 2009. If there is
a conflict with an existing database, you can update the Datadictionary definition and re-catalog the database definition to
the CXX using an alternate DBID for the CDC database.

If the DBID is changed, the CDC_DBID parameter and the remote replication sender application (DBCDSPR) control
statements must be changed to use the alternate DBID.

Change Capture Data Areas

The CDC database used to store collected changes has one index area (IXX) and two data areas (AR1 and AR2). 

• Data area AR1 (CA_CDC_AREA1) 
The first data area (AR1) houses the CDC control table (CTL). This table keeps track of the current CDC processing
location, and so on. There is no user accessible information in this table. The area and table only require a minimal
amount of space – 2 tracks. 

• Data area AR2 (CA_CDC_AREA2)
The second data area (AR2) houses the transaction sequence number table (TSN) and the maintenance table (MNT).
These two tables house the changes captured by the CDC processing.

Change Capture tables

CTL (CA_CDC_CTL)

This table contains the CDC control record and is not normally accessed by a user listener task or the remote replication
sender application, DBCDSPR. It should never be updated, added, or deleted by any user task.
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Use the Datadictionary report utility to produce a column report for the table. 

Example of a sample COBOL copybook

02 CA-CDC-CTL. 

        03 CONTROL-ID   PICTURE X(1). 

        03 MUF-NAME     PICTURE X(8). 

        03 GAP-FLAG   PICTURE X(1). 

        03 LRID-CURR  PICTURE X(4). 

        03 STAMP-CURR   PICTURE X(10) JUSTIFIED RIGHT. 

        03 STCK-CURR  PICTURE X(10). 

        03 STAMP-CDC   PICTURE X(10) JUSTIFIED RIGHT. 

        03 STCK-CDC  PICTURE X(10). 

        03 STAMP-UP   PICTURE X(10) JUSTIFIED RIGHT. 

        03 STCK-UP   PICTURE X(10). 

        03 STAMP-IA   PICTURE X(10) JUSTIFIED RIGHT.

        03 STCK-IA  PICTURE X(10). 

        03 STAMP-INIT  PICTURE X(10) JUSTIFIED RIGHT. 

        03 STCK-INIT PICTURE X(10). 

        03 STAMP-RESET  PICTURE X(10) JUSTIFIED RIGHT. 

        03 STCK-RESET PICTURE X(10). 

TSN (CA_CDC_TSN)

This table contains the TSN header rows. 

There is one row in the TSN table for each committed transaction or logical unit of work (LUW) that generated a captured
change. The TSN row is only written to the TSN table when the transaction that generated the captured change issues a
COMMIT, This action signals that all the work done by the transaction is now committed. Transactions that go to normal
end of job automatically generate an inferred COMMIT when they close processing in the database. 

When a user listener task or the remote replication sender application (DBCDSPR) is processing the CDC database for
captured changes, it starts by reading the TSN table looking for a row. When the TSN row appears, that indicates that a
set of updates has been committed and are available to process. 

You can produce a column report for table using the Datadictionary report utility. 

Example of a sample COBOL copybook

02 CA-CDC-TSN. 

        03 CONTROL-ID   PICTURE X(1). 

        03 MUF-NAME     PICTURE X(8). 

        03 STORE-CLOCK-C  PICTURE X(10). 

        03 TSN-DB    PICTURE X(4). 

        03 TIME-STAMP  PICTURE X(10) JUSTIFIED RIGHT. 

        03 STORE-CLOCK-S PICTURE X(10). 

        03 STORE-CLOCK-E PICTURE X(10).

Key columns:

CONTROL-ID 

Indicates the record format that is being used by CDC. The current version of CDC (r12/V14) only uses the "A" format.
This column provides support for future deliveries that may have additional record formats. 

MUF-NAME

Specifies the unique 8-character MUF NAME assigned at MUF startup. This column provides the ability to detect the
source of the change. 
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STORE-CLOCK-C 

Specifies the extended store clock value for the creation time for this TSN. It is used to uniquely identify the TSN row. 

Data columns:

TSN-DB 

Specifies the integer value assigned to the transaction at creation time within the source MUF. The TSN number always
ascends with each new transaction getting the next higher value. Eventually the TSN number reaches maximum value
and recycles back to 1. The same TSN number could exist in two different source MUFs or a very busy source MUF could
have the TSN number cycle in a short period of time. 

TIME-STAMP 

Specifies the SQL timestamp (internal representation) for the beginning of this transaction.

STORE-CLOCK-S

Specifies the extended store clock value for the start time for this TSN. 

STORE-CLOCK-E

Specifies the extended store clock value for the end time for this TSN.

The CONTROL-ID, MUF-NAME, TSN-DB, and STORE-CLOCK-S and STORE-CLOCK-E are used to find all the rows in
the MNT rows associated with this specific TSN row.

MNT (CA_CDC_MNT)

This table contains the MNT detail rows. 

There is one row in the MNT table for every captured change. The row provides information on the transaction that made
the data change as well as the data row before image and the data row after image. 

The MNT rows are added as the changes are logged to the LXX. These MNT rows are not considered "stable" until
the user transaction commits its processing. At that point the TSN is generated and the TSN/MNT pair is now available
for processing. We will discuss the processing of the TSN/MNT rows in the section describing the DBCDSPR listener
program.

When a user listener task or the remote replication sender application is processing the CDC database for captured
changes, it starts by reading the TSN table looking for a row. When the TSN row appears, that indicates that a set of
updates has been committed and are available to process, the user listener or DBCDSPR uses the row values of the TSN
to retrieve all of the associated MNT rows. 

You can produce a column report for table using Datadictionary report utility. 

Example of a COBOL copybook sample 

02 CA-CDC-MNT. 

        03 CONTROL-ID  PICTURE X(1). 

        03 MUF-NAME    PICTURE X(8). 

        03 TSN-DB   PICTURE X(4). 

        03 STORE-CLOCK PICTURE X(10). 

        03 TIME-STAMP  PICTURE X(10) JUSTIFIED RIGHT. 

        03 DBID    PICTURE 9(4) COMPUTATIONAL. 

        03 TABLE-NAME  PICTURE X(3). 

        03 TABLE-NAME-PARENT 

        PICTURE X(3). 

        03 RECORD-TYPE   PICTURE X(1). 

        03 BEFORE-LTH   PICTURE 9(4) COMPUTATIONAL. 
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        03 AFTER-LTH   PICTURE 9(4) COMPUTATIONAL. 

        03 VARIABLE-DATA PICTURE X(4002). 

Key columns:

CONTROL-ID

Indicates the record format that is being used by CDC. The current version of CDC (r12/V14) only uses the "A" format.
This column provides support for future deliveries that may have additional record formats. 

MUF-NAME

Specifies the unique 8-character MUF NAME assigned at MUF startup. This column provides the ability to detect the
source of the change. 

TSN-DB

Specifies the integer value assigned to the transaction at creation time within the source MUF. The TSN number is written
to each of the MNT rows included in this transaction. 

STORE-CLOCK

Specifies the extended store clock value for the creation time for this MNT row. It is used to uniquely identify the MNT
row. 

Data columns:

TIME-STAMP

Specifies the SQL timestamp (internal representation) for the creation of this MNT row. 

DBID

Specifies the four-digit DBID of the database containing the source table affected by this change.

TABLE-NAME

Specifies the three-character internal Datacom table name for the source table affected by this change.

TABLE-NAME-PARENT

Specifies the three-character internal Datacom table name for the parent "source" table affected by this change. The
parent name is only used for tables that are partitioned.

RECORD-TYPE

Indicates the type of change being provided.

• "A" is an add 
• "D" is a delete
• "U" is an update

BEFORE-LTH

Provides the length of the before row image. For adds this value is zero.

AFTER-LTH

Provides the length of the after-row image. For deletes this value is zero.

VARIABLE-DATA

Specifies the concatenation of the before image of the row with the after image of the row. The before and after row
lengths are used to locate the images in the concatenation.
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The default definition of the MNT rows uses a maximum column length of 4002 for VARIABLE-DATA. This provides a
two-byte (binary) length value followed by the data. This default MNT set-up supports source tables with a maximum row
length of 2000 bytes.

Next: Handling Source Tables with Row Lengths Greater than 2,000 Bytes

Handling Source Tables with Row Lengths Greater than 2,000 Bytes

Alter the following if the tables being captured for the active-replication process have row lengths that exceed 2000 bytes:

• Default MNT table definition used by the CDC data capture process
• CDC user listener (sender) program (DBCDSPR)
• MQ user applier (receiver) program (DBCDRPR)

To change the MNT table, make the appropriate changes to the MNT table of the CDC database.   

To expand the size of the largest row to collect, you need to:

• Stop CDC collection and process all rows in the TSN/MNT tables.  
• Close and set the CDC database to ACCESS OFF  
• Use Datadictionary to:

– Change the MNT table (CA_CDC_MNT) column called "VARIABLE_DATA" from VARCHAR 4000 bytes (default
value) to twice the maximum row length.  

– Update the AR2 data area blocksize if needed, The AR2 data area blocksize must be large enough to hold the MNT
maximum row size.  

– Catalog the database definition to the CXX and use DBUTLTY to initialize and null load the database.  
• Update the CDC user listener program to handle the new MNT row size. DBCDSPR dynamically adapts to the new

row size. The CDC-MNT-RECORD and TSNMNT-REC working storage groups must be updated to match the new
VARIABLE_DATA column length.  

• Update the MQ user applier program to handle the new MNT row size. The remote replication receiver application
DBCDRPR dynamically adapts to the new row size. The MSQ-RECORD and MSL-RECORD working storage groups
must be updated to match the new VARIABLE_DATA column length.  

• Additional considerations:
– The MUF must have a data buffer pool large enough to handle the new AR2 block size.
– The master list assembled for use by DBUTLTY must have a data buffer pool large enough to handle the new AR2

block size.
– The log file (LXX) must be large enough to log the ADDIT and DELET of the CDC MNT rows.

 Next: Clearing the TSN and MNT Tables

Clearing the TSN and MNT Tables

Rows are added to the TSN and MNT tables as changes are captured by the CDC processing,

• CDC processing does not update the added rows.  
• CDC processing only removes the MNT rows if the user transaction fails and the changes are not committed. In that

case, the TSN row is never written and any MNT rows created from the failed transaction are automatically deleted.   
• CDC processing does not remove any committed TSN or MNT rows. A user listener process that processes the

captured changes is responsible for deleting the TSN/MNT rows when the listener process no longer needs them. The
remote replication sender application (user program or DBCDSPR) automatically deletes TSN and MNT records and
commits when the changed data has been sent to MQ.

 Next: Sizing the CDC Database (2009)
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Sizing the CDC Database (2009)

You can create the CA_CDC_AREA1 data area with a minimal number of tracks since it only houses the CDC control
record.  

The CA_CDC_AREA2 data area which houses the TSN and MNT rows needs to be created with a sufficient size to
provide room to store the change data as it is generated by the CDC process.  

For most shops, allocating a reasonably large data area and then monitoring the percentage in-use may be the simplest
way to gauge the required size. There are several ways to make this determination.  

A more specific way to determine the estimated size for a given timeframe would be to:

• Run an RXX history report to determine the volume of changes to the source tables that are collected 
• TSN table - 1 row for every transaction (LUW) with a selected update

– Calculate Total bytes = # of LUWs*65 bytes
• MNT table - 1 row for every data row change that is captured

– Calculate Total bytes = # of changes* 48 bytes + (row size *2)

Compute data area size as TRACKS = 1.25 x ((Total bytes TSN + Total bytes MNT) / track size). 

Allocate enough tracks to hold all the TSN/MNT bytes with a 25% additional space to cover track/blocksize capacity
considerations.  

NOTE

 The IXX area is calculated at 25 percent (%) of the data area AR2 size.  

The default CDC definition does not specify dynamic extend attributes for the IXX and data areas. We recommend that
you activate the dynamic extend attributes at your site. This must include a reasonable secondary allocation to handle
cases where CDC is generating changes while the user listener or DBCDSPR is stopped for some reason.

Second Staging Area for Data Changes

The CDC database in the second "staging area" is used to save data table change information while they wait to be
processed by the Active-Query replication process.  

The default CDC definition does not specify dynamic extend attributes for the IXX and data areas. We recommend that
you activate the dynamic extend attributes at your site with a reasonable primary and secondary allocation to handle
cases where CDC is generating changes while a user listener or DBCDSPR is stopped for some reason.  

Having a large CDC database enables the system to continue to function when there is a delay or stoppage in the change
replication process.

 Next: CDC Database is not Large Enough

CDC Database is not Large Enough

What if the CDC database is too small or the change replication process stays inactive too long? Table changes stored
in the CDC database eventually fill the data areas. When this occurs, if there are no available secondary allocations, the
CDC change capture process terminates. Manual processes need to be implemented to re-synchronize the source and
target tables and restart the replication process.  

When data changes that have not been processed by the change replication process are spilled from the active log (LXX)
to the inactive log (RXX), they are no longer directly available to change replication process. When this happens, it is
called a change GAP and the Active-Query replication process must be suspended.

 Make the CDC Database as Large as Needed to Provide a Reasonable Amount of Catch Up Time 
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Having a CDC database large enough to keep captured data changes for a significant time provides a larger staging area
and gives DBCDSPR or an Active-Query user process extra time to catch up in the event of an unplanned slow-down or
stoppage in the change replication process.

 

 Next:  Selecting the Polling Delay for the User Listener Process

Selecting the Polling Delay for the User Listener Process

The CPU_TSN_READ_DELAY_SEC startup option selects the timing delay. This delay is used when DBCDSPR or a
user listener program reads the change capture database and finds no committed transactions to process. DBCDSPR or
a user application is suspended within MUF waiting for new TSN data to be available. When a TSN record is available,
it is passed immediately to DBCDSPR or a user listener program. This makes the tentative read for TSN data extremely
efficient.

NOTE

 The startup-option in this section is usually not specified. Therefore, it defaults to the 10 second value as shown
in the example.

 Next: Implementation of DBCDSPR on Source MUF (Local Mode)

Implementation of DBCDSPR on Source MUF (Local Mode)
The DBCDSPR program is the remote replications sender application. It provides the direct link between the change data
capture database on the source MUF and the IBM WebSphere MQ queue to get the changes replicated on the target
system. 

DBCDSPR Replication Sending Program
DBCDSPR uses standard APIs to:
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• Access the CDC database
• Extract the captured changes
• Package them as MQTS messages
• Send them to MQTS for transmission over the MQ queue to DBCDRPR, the MQ listener program.

DBCDSPR Restricted Access to the MQTS API

DBCDSPR uses a CA Internal Use only API to access the CA MQ Transport Service (MQTS). This API is intended for
use by CA provided programs only. Information on the use of CA MQTS is provided strictly to assist you in implementing
DBCDSPR as part of the Active-Query replication process.

WARNING

 Important! Do not attempt to use CA MQTS for your own purpose.

 Next:  DBCDSPR Execution

DBCDSPR Execution
Because DBCDSPR uses privileged MVS services, it must be installed into an APF authorized load library. DBCDSPR
constructs its URT dynamically based on certain control parameter values or their defaults. Execute in the following ways:

• As a long running batch job (TIME=1440) or as a started task
• In the same LPAR as the source MUF.

NOTE

DBCDSPR should have an executing priority that allows it to execute fast enough to keep the amount of
accumulated changes in the CDC database to a minimum.

DBCDSPR should be expected to remain up and active provided the source MUF is up and processing transactions
against the source tables. Once the SYSIN parameter file is read, it is closed and freed. If the source MUF is shut down,
DBCDSPR automatically shuts down with it.

DBCDSPR can be stopped for brief periods of time to allow for option changes, program maintenance and so on.
However, when DBCDSPR is down and the source MUF is up, captured changes to the source tables are queuing up in
the CDC database.

DBCDSPR Processing Flow

While the DBCDSPR process flow is relatively fixed, the control parameters provide you with some flexibility in
determining MQ processing options, processing status information, and optional diagnostic outputs.

DBCDSPR Initiation

DBCDSPR initiation process performs the following tasks:

• Open SYSPRINT as an output file used for displaying the processing status lines and messages. This file is
continuously updated during the execution of DBCDSPR. A constant flow of information is provided on CDC
transactions that have been extracted from the source MUF and passed to the CA MQTS for transmission to the target
environment.

• Open SYSIN as an input file that is used to specify the processing options for this execution of the DBCDSPR
program. As each parameter is processed, its value is stored in the DBCDSPR program memory. Any incorrect
parameter selection is displayed to the SYSPRINT output file. Any parameter that is not specified is assigned a default
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value. After all parameters have been processed, the parameter set that is used in this execution is displayed to the
SYSPRINT output file. The SYSIN file is then closed and freed.

• Open DIAGOUT as an output file that is used for program diagnostics, traces, and to report exceptional conditions
encountered. This information is continuously produced during the execution of DBCDSPR providing you with:
– a constant flow of diagnostic information on CDC transactions
– the messages passed to MQTS
– the overall transmission "content"

• Call DBNTRY to verify the MUF release is v14 or above. These are the only supported releases for DBCDSPR.
• Dynamically construct a URT to use for accessing the MUF. Control parameters can set the CDC DBID and the

Dynamic System Tables DBID.  
• Call DBNTRY to open the URT that is used to access the TSN/MNT tables in the CDC database (2009).
• (Optional) Call the CA MQTS service to initialize (INIT) the connection between DBCDSPR and the MQ Queue. This is

the default option that is also selected by specifying the input parameter MQUSE=Y".  
• Open MQTS trace (SYSOUT) as an output file that is used for CA MQTS diagnostics and traces. This information is

continuously produced during the execution of DBCDSPR providing you with a constant flow of diagnostic about the
calls to CA MQTS and its communication with IBM MQ QUEUE. The SYSOUT file will be opened but will only have
diagnostics rows written if the parameter MQUSE="Y" and MSGLEVEL parameter is specified with a value of 1 thru
3.  

• (Optional) Open MSQOUT-FILE (MSQOUT) as an output file used for testing the DBCDSPR extraction process when
MQUSE is set to "N" or NO. In this diagnostic mode, all of the captured CDC rows are extracted and written to the
MSQOUT data set rather than using CA MQTS (to pass messages to the MQ queue). This mode is only used for
testing of the DBCDSPR extraction logic.  

• Prepare for console communication by getting the command ECB for the internal wait list.

The following graphic shows the normal processing flow of the DBCDSPR initiation:
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 Next: DBCDSPR Parameter Processing 

DBCDSPR Parameter Processing

A series of execution parameters are available to adjust the execution processing of DBCDSPR. Each processing
parameter has an assigned default that is in effect if no input parameter is provided.  

Each input parameter must have the program identifier (SENDER) starting in column 1, followed by one or more blanks,
followed by the parameter name. After the parameter name, one or more blanks may be coded before the parameter
value. Leading zeroes are not required for numeric parameter values. At least one blank after the parameter value signals
the end of the scan. You can use the remainder of the input record for comments.

An input parameter with an asterisk ( * ) in column 1 is considered a comment.  

Any non-comment statement that does not begin with "SENDER" in column one is ignored. This allows you to place all the
control statements for both the sender and receiver in the same parameter library member.  

After the parameters have been read, the SYSIN data set is closed and freed.

This page contains the following topics:

DBCDSPR Parameter Values

The individual parameters and their acceptable values are described next.
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MQUSE Parameter Y (Default) or N

The MQUSE parameter should always be set to "Y" for normal processing. Y (yes) indicates that CA MQTS and the IBM
MQ facility is used to transport the TSN/MNT rows as MQTS buffers from the source to target environments.  

Use MQUSE of N (no) only in a test diagnostic mode to execute the DBCDSPR polling process to extract the CDC TSN/
MNT rows and write them to a sequential output file. The file would then be read as input to DBCDRPR. This mode can be
helpful in diagnosing a DBCDSPR/DBCDRPR issue versus an MQTS transport issue.  

In MQUSE mode "N", the other MQTS parameters (MSGLEVEL, WORKLDID, and WAITSEC) are edited during the
parameter processing. There is no effect on the processing since MQTS is not initiated.

MQMODE Parameter T (Default) or F

The MQMODE parameter selects the processing mode for handling the CA MQTS buffer.  

MQMODE of "T" (default)  

Selects CA MQTS immediate transaction processing. When the DBCDSPR process completes the retrieval and logical
deletion of all the maintenance rows (MNT) for the retrieved TSN, the buffer is passed to CA MQTS and sent to the MQ
QUEUE. After MQ accepts the MQ QUEUE send, the DBCDSPR program issues a COMMIT command to the source
MUF. This action commits the "deletion" of the processed TSN/MNT rows.  

In this mode, the TSN/MNT rows are processed and quickly sent to the target environment. While providing the fastest
"transaction" movement from source to target, it may not make the best use of the MQ QUEUE processing.  

MQMODE of "F" (Fill buffer)  

After a TSN/MNT set of changes are added to the CA MQTS buffer, it is tested for a percentage of full. If the CA MQTS
buffer is at least 50% full, the CA MQTS buffer is sent to MQ queue as defined previously. After the MQ QUEUE send is
accepted by MQ, the DBCDSPR issues a COMMIT command to the source MUF. This action commits the "deletion" of
the processed TSN/MNT rows.  

In this mode, one-to-many TSNs and their MNT rows can be processed into the MQ buffer. This mode reduces the
number of MQ queue "sends" and improves the usage of the MQ queue. It could increase the time delay between source
and target depending on the frequency of transaction completions at the source side (and the buffer reaching 50%) full.

MQSIZE Parameter 4050 to 4000000 (Default Value 1000000)

The MQSIZE parameter provides the maximum CA MQTS buffer size for the MQTS buffer sent to MQ queue. The
MQSIZE value must be set to a value equal or less than the size of the defined MQ queue. In the examples provided for
the MQ queue definition, the maximum queue size is set at 4 MB. If the MQ queue that is in use for your site is less than 4
MB, the MQSIZE parameter should be reduced accordingly. The default value is set at 1000000.

MSGLEVEL Parameter 0 to 3 (Default Value 0)

The MSGLEVEL parameter lets you "turn on" diagnostic traces for the CA MQTS service. With a MSGLEVEL of 0, only
MQTS error messages are reported to the SYSOUT output file.  

MSGLEVEL 1 through 3 provide additional diagnostic messages and traces of CA MQTS processing during normal
processing. MSGLEVEL 1 gives the minimal diagnostic messages while MSGLEVEL of 3 provides maximum diagnostics.

DIAGON Parameter 0 to 4 (Default Value 0)

The DIAGON parameter lets you "turn on" diagnostic traces for the DBCDSPR processing. With a DIAGON 0, only
DBCDSPR normal processing messages and errors messages are reported to the SYSPRINT output file.  
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DIAGON 1 through 4 provides additional diagnostic messages and traces of DBCDSPR processing written to the
DIAGOUT output file. DIAGON 1 gives the minimal diagnostic messages while DIAGON of 4 provides maximum
diagnostics.

WORKLDID parameter xxxxxxxx (default value WRKLD03)

The WORKLDID parameter provides the name of the MQ queue workload ID that the CA MQTS facility reads for the
buffers sent by DBCDSPR/CA MQTS to MQ queue.  

The MQ queue workload ID must be established before attempting to start the CA MQTS service.

WAITSEC parameter 1 to 3600 (default value 3)

The WAITSEC parameter lets you set the wait (in seconds) that DBCDSPR/MQTS issues when it attempts to send a
message to MQ queue and receives a MQ queue is full return code. DBCDSPR pauses and waits for the target system
processing to remove data from the MQ queue and make room for additional MQ queue messages sent by DBCDSPR.  

NOTE

A warning message is written to the SYSPRINT output file when the full condition is encountered.

RETRYCNT Parameter 1 to 1000000 (Default Value 1000)

The RETRYCNT parameter lets you set the number of consecutive waits that DBCDSPR/MQTS can issue when it
attempts to send a message to MQ queue and receives a MQ queue is full return code. The number of waits is cleared
once MQ queue accepts a CA MQTS send request.  

If the DBCDSPR processing encounters a number of consecutive waits that exceeds the RETRYCNT value, DBCDSPR
terminates processing. Any deleted TSN/MNT rows as part of the MQTS buffer build process are rolled back. This
ensures they are available to process once the problem with the MQ queue has been cleared.  

NOTE

A fatal error message is written to SYSPRINT before the DBCDSPR program terminates with a Return code of
8. 

PRINTCNT Parameter 1 to 1000000 (Default Value 1000)

The PRINTCNT parameter lets you set the number of MQTS buffers that are processed before processing statistics are
printed to the SYSPRINT output file.

Setting a low value increases the frequency of the processing statistics, but also increases the output written to the
SYSPRINT output file. In the initial testing, a lower value can be used to familiarize you with DBCDRPR processing. When
moving to a production level environment, increase the value to reduce overhead and SYSPRINT output.

DORMANTC Parameter 1 to 1000000 (Default Value 1000)

The DORMANTC parameter lets you request that a DORMANT message be written to SYSPRINT output after "this
number" of consecutive calls to read TSN/MNT reads (and the ensuing waits) that return no TSN/MNT data. The
DORMANT message alerts you that the DBCDSPR is attached, but no work is flowing into the MQ queue.  

If a TSN/MNT read call retrieves TSN/MNT data from the MUF queue before the dormant message value is reached, the
counter is reset without issuing the dormant message.  

If the dormant message is written, an automatic trigger of the processing statistics (see PRINTCNT) is triggered. This
ensures that if DBCDSPR goes into a dormant state, you can see the most current set of processing statistics.
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DBCDSPR Sample JCL

The following member provides a sample JCL used to execute DBCDSPR.  

//DBCDSPREX JOB …… 

//------------------------------------------------------------------* 

//JOBLIB ….. 

//*     STANDARD LIBS FOR MUF 

//*     STANDARD LIBS FOR MQTS (IPC v15) 

//*     Library with DBCDSPR and MQTx module

//* 

//* -------------------------------------------------------- 

//********************************************************* 

//********************************************************* 

//* * EXECUTE DBCDSPR * 

//********************************************************* 

//DBCDSPR EXEC PGM=DBCDSPR,REGION=24M 

//SYSOUT DD SYSOUT=* 

//SYSPRINT DD SYSOUT=* 

//SYSPRINT DD SYSOUT=* 

//DIAGOUT DD SYSOUT=* 

//SYSIN DD * 

*PROG.....PARM......VALUE... COMMENT..................................... 

SENDER    MQUSE     Y    USES THE MQTS SERVICE TO PROCESS TRANSPORT 

SENDER    MQMODE      F    COLLAPSES MULTIPLE TSNS INTO A BUFFER; 50% 

SENDER    MQSIZE    400000 SETS THE MAXIMUM MQ MSG SIZE TO USE, 

SENDER    MSGLEVEL   3   ERRORS ONLY. 

SENDER    DIAGON    0   HEAVY DIAGNOSTICS 

SENDER    WORKLDID WRKLD03    UNIQUE 1-9 CHARACTER MQ WORKLOAD IDENTIFIER 

SENDER    WAITSEC 10  NUMBER OF SECONDS TO WAIT IF MQ IS FULL 

SENDER    RETRYCNT 10  NUMBER OF RETRIES THE WAIT ON MQ FULL 

SENDER    PRINTCNT 10 NUMBER OF MQTS SENDS BETWEEN PRINT STATS 

SENDER    DORMANTC   10 NUMBER OF EMPTY TSN POLLS TO GENERATE MSG 

/* 

//* 

DBCDSPR Main Processing

Once the DBCDSPR initialization processing is complete and the various parameters processed, the main processing
loop begins. The DBCDSPR program remains in this main processing loop until:

• It receives an MVS STOP command
• It receives an MVS MODIFY command with EOJ specified
• It detects the source MUF wants to EOJ
• It is canceled by the operator
• An unrecoverable error is detected by the program

NOTE

For more information about messages, see the CA Datacom/DB Messages.

The main processing loop uses a "Polling loop" to process the available TSN/MNT rows and create and send the MQ
messages using the attached CA MQTS service. The basic process is as follows:
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• Read the TSN/MNT tables of the CDC database 2009. DBCDSPR uses a standard DBNTRY call to retrieve the next
TSN to process from the CDC2009 TSN table. The TSN table only has a TSN row available when a TSN completes
(commits) and all changes are captured on the CDC2009 MNT table.  
If the read for the next TSN row does not find an available row, the process waits in the MUF for a specified amount of
time before returning the not found condition (RC=14) to DBCDSPR. The amount of wait time defaults to 10 seconds.
You can alter this wait time by setting the MUF start up option CPU_TSN_READ_DELAY_SEC to the number of
seconds you want it to wait. If there is MQ data waiting to be sent when RC=14, it is sent even if the buffer is not at the
50% mark to prevent excessive delays in sending.

• Once a TSN row is found, all associated MNT rows are retrieved, and the combined TSN/MNT row information is
added to the CA MQTS buffer. The TSN and MNT rows are deleted as they are processed. However, the delete is not
committed until the CA MQTS buffer has been successfully sent to the MQ queue.

• After each POLL of the TSN completes, a set of actions are performed. A TSN "poll" is either a retrieved TSN/MNT set
of rows or a TSN request that returned a RC=14 (no row found).  
– DBCDSPR checks the MQMODE to determine if the contents of the current CA MQTS buffer should be sent to MQ

Queue for transmission. The MQMODE parameter values controls this process.  
– DBCDSPR checks the PRINTCNT value to see if a set of processing statistics should be written to SYSPRINT.

Normally you set the PRINTCNT parameter value to a number such as 1000 which states that the statistics should
be written after 1000 TSN polls. A "poll" is either a retrieved TSN/MNT set of rows or a TSN request that returned
an RC=14 (no row found).  

– After each poll of the TSN, the DBCDSPR program also checks to see if DBCDSPR (for example "P DBCDSPR")
needs to process an MVS STOP or MODIFY command. If the STOP or MODIFY with the EOJ parameter is
detected, the DBCDSPR process ensures that any remaining information in the MQTS buffer is:  
• sent to MQ queue  
• the TSN/MNT row processing committed  
• a final set of statistics produced  
• normal shutdown of DBCDSPR is processed

NOTE

If the MUF indicates it is shutting down, DBCDSPR treats that the same as receiving a STOP command.

• – If no EOJ is pending, DBCDSPR returns to the main polling loop.

DBCDSPR Initiation Messages

The following messages are written to SYSPRINT when DBCDSPR is initiated. These messages are all type "I" or
informational.

----------------------------------------------------------------------------------

2018/08/07 10:52:20.2816 Data Replication using MQ Series DBCDSPR

                      Detailed Log of MQ Sender Activity

DB03300I Startup of DBCDSPR Release R15.1 dated 12/31/2015 at 11:46 RMID RESERVE 

DB03304I Processing input parameters

*PROG...PARM....VALUE... COMMENT..................................... 
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SENDER MQUSE    Y        USES THE MQTS SERVICE TO PROCESS TRANSPORT 

SENDER MQMODE   F        COLLAPSES MULTIPLE TSNS INTO A BUFFER; 50% 

SENDER MQSIZE   400000   SETS THE MAXIMUM MQ MSG SIZE TO USE, 

SENDER MSGLEVEL 3        ERRORS ONLY. 

SENDER DIAGON   3        HEAVY DIAGNOSTICS 

SENDER WORKLDID WRKLD03  UNIQUE 1-9 CHARACTER MQ WORKLOAD IDENTIFIER 

SENDER WAITSEC  3        NUMBER OF SECONDS TO WAIT IF MQ IS FULL 

SENDER RETRYCNT 100000   NUMBER OF RETRIES THE WAIT ON MQ FULL 

SENDER PRINTCNT 100000   NUMBER OF MQTS SENDS BETWEEN PRINT STATS 

SENDER DORMANTC 100000   NUMBER OF EMPTY TSN POLLS TO GENERATE MSG

DB03307I All input parameters have been processed 

DBCDSPR Polling Messages

During normal operation, DBCDSPR polls the CDC database for TSN/MNT rows to process. If no rows are available, the
process waits and then polls again.  

If at least one TSN was found and available to process, the TSN/MNT rows are processed into an MQTS buffer. When
the number of MQTS buffer sends hits the PRINTCNT value, DBCDSPR produces a set of processing statistics to the
SYSPRINT file.  

-----------------------------------------------------------------------------

2018/08/07 11:02:58.0059 

Intvl: Total Polls= 1,326  With TSN=   735   W/out TSN=    591

      Total TSNs=   735   TSN W/MNT=   735   Tot MNT Row=   41,450 

      MQ Buffers=    34   MQ Changes= 41,450   MQ Errors=    0 

Totals: Total Polls= 1,326  With TSN=  735     W/out TSN=  591

   

      Total TSNs=   735    TSN W/MNT=  735    Tot MNT Row= 41,450 

      MQ Buffers=    34   MQ Changes= 41,450    MQ Errors=  0 

-----------------------------------------------------------------------------

The messages show the date and time of the statistics followed by two sets of values;
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• Intvl: which shows the values for this polling cycle.  
• Totals: which represent the totals since the DBCDSPR was started
• Total Polls – Number the CDC2009 TSN table was polled for an available TSN
• With TSN - Number of TSN polls that returned a TSN to process
• W/out TSN - Number of TSN polls where no TSN was returned
• Total TSNs - Number of TSNs processed for MNT rows
• TSN W/MNT - Number of TSNs with at least 1 MNT row
• TOT MNT Row - Number of MNT rows for all processed TSNs
• TSN W/O MNT - TSNs processed where no MNT row was found (not shown)
• MQ Buffers - Number of MQTS buffers built and sent to MQ queue
• MQ Changes - Number of change records sent in the buffers
• MQ Errors -Number of MNT rows that could not be processed into a MQ change row

The frequency of the polling statistics output is based on the PRINTCNT= value and how long it takes to process the
PRINTCNT number of MQTS buffer sends. If there are available TSNs in the CDC database, the poll stats can come out
frequently. If the CDC is empty or very few TSNs are being processed, then the poll statistics come out on a less frequent
basis. If there has been activity since the last time the counters were displayed, and activity has stopped (become
dormant), DBCDSPR displays these values to ensure the latest known counts are available to you. Each set of polling
statistics are separated by a solid line of dashes.

DBCDSPR Dormant Polling Messages

During normal operation, DBCDSPR polls the CDC database for TSN/MNT rows to process. If no rows are available, the
process waits and then polls again. If the poll/print count (PRINTCNT=) value was reached with no polls finding any rows
to process, a status message is produced. This status message tells you that the polling has found no TSNs to process
and gives the date and time of the message.

DB03362I Dormant - No TSN records found, TS=2018/07/10 12:28:06.3672

If during the period prior to a dormant message, a successful MQTS buffer send was completed but not reported on a
statistics snapshot, a snapshot is produced just before the dormant message to provide updated statistics. 

DBCDSPR End of Job Messages

If DBCDSPR is shutdown normally using the EOJ command, the DBCDSPR task will produce an EOJ message, a final
set of processing statistics and a final set of shutdown messages.  

DB03354I STOP command received from console

Controlling DBCDSPR during execution

While DBCDSPR is running, you can request status information on its progress or change specific program values. This
is done through the MVS MODIFY console command. All messages that are issued to the console are also echoed in the
SYSPRINT so that a complete record of all interactions with DBCDSPR is captured. The format is: 

F jobname,command 

The jobname is the name of the job or started task where DBCDSPR is currently running. The command can be any of
the following: 

HELP 

Requests general help about the various commands DBCDSPR recognizes. For example, if the DBCDSPR program was
running as a job names CDCSENDR: 

F CDCSENDR,HELP 

 1201



 CA Datacom Administrating

STATUS
Requests current status. DBCDSPR reports back with various counts and current throughput rates. For example: 

F CDCSENDR,STATUS  

EOJ  

Requests DBCDSPR to shut down at the next commit point.  

SET  

Used to change any of the DBCDSPR execution parameters that can be changed. Use the HELP command to get a
complete list of variables that can be changed. Specify the program variable and its value to change. For example:  

F CDCSENDR,SET WAITSEC 3  

Note the comma before the command SET. From that point on, spaces are used to separate the remaining parameters. 

DBCDSPR also responds to the MVS STOP console command:  

P jobname

Changing Execution Parameters for DBCDSPR

At start-up, the majority of parameters selected by the DBCDSPR SYSIN processing can be changed by issuing MVS
MODIFY commands using the SET parameter. The following parameters can be changed:  

MQMODE, MQSIZE, MSGLEVEL, DIAGON, WAITSEC, RETRYCNT, PRINTCNT, DORMANTC   

The format of the SET command is as follows:  

F DBCDSPR,SET parameter value   

Where parameter is one of the parameters listed above and value is the value to assign that parameter. Note there is a
comma preceding SET but there are no commas after that.  

All parameter values are re-displayed so there is a current record of parameter settings from this point forward.
If an invalid parameter or parameter value is encountered, a warning message is displayed and then processing
continues.

Triggering DBCDSPR normal end of job processing

DBCDSPR is a long running task that performs its processing in sets of 'committed processes'. It is a best practice to
allow the DBCDSPR processing to come to a stable point before stopping DBCDSPR. Using an operator cancel to stop
DBCDSPR may result in a partially processed transaction that needs to be backed out by the database. While the back-
out is done automatically by the database, this is not a good practice.  

You have three options:

• Issue the MVS STOP console command:

P DBCDSPR

• Issue the MVS MODFIY command specifying EOJ as the parameter:

F DBCDSPR,EOJ

• Shut down the MUF to which the DBCDSPR module is connected. DBCDSPR detects the MUF wanting to shut down
and it goes into normal termination:

F CDCMUF,EOJ
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DBCDSPR Exception Processing

Certain processing exceptions can occur during DBCDSPR processing. These exceptions can either be a warning or a
fatal error.  

Warnings are cases where processing has been interrupted, but DBCDSPR attempts to resolve the issue. A warning
message is written to the SYSPRINT output file to alert you of the temporary interruption. If the temporary problem cannot
be resolved by DBCDSPR, the warning becomes a fatal error.  

Fatal errors are cases where DBCDSPR processing encounters a case where processing cannot continue and must be
terminated. In cases where the program is terminated by a fatal error, transaction rollback processing is invoked to return
uncommitted TSN/MNT rows back to the CDC 2009 database.   

NOTE

For more information about messages, see CA Datacom/DB Messages. 

DBCDRPR Exception Processing - INCORRECT SEQUENCE

DBCDSPR builds and sends MQTS messages across the MQ connection. Each MQTS message has a START-ID and
END-ID. These correspond to the logical count of TSNs that have been processed.

In the first MQTS buffer sent by DBCDSPR the START-ID is 1 and the END-ID would be the numbers of TSN/MNTs
included in the MQTS buffer. The next MQTS buffer would have a START-ID of (previous buffer’s END-ID +1) and an
END-ID of (previous buffer’s END-ID + number of TSNs in this buffer.

In this manner, the buffers are sent so that each buffer is sequentially adjacent to the previous buffer.

DBCDRPR checks the MQTS buffer when it is retrieved to see if it follows the specified pattern. If it finds that the current
MQTS buffer is not sequentially adjacent to the previous retrieved buffer, a warning message is generated.
If for some reason, the DBCDSPR sending program is recycled while DBCDRPR remains up, DBCDSPR sends
notification of it shutting down, so DBCDRPR resets the expected next sequence number to 1

DBCDSPR Exception Processing – Fatal Error

In DBCDSPR processing, certain conditions can occur that could trigger DBCDSPR to terminate. When possible, these
situations are handled within DBCDSPR to ensure transaction integrity between the CDC 2009 TSN and MNT tables and
the source environment.  

When these fatal errors are encountered by DBCDSPR, the appropriate messages are issued. Every attempt is made to
handle the termination of the DBCDSPR program in a controlled fashion.

DBCDSPR Canceled or Failure Processing

Most of the protections built into DBCDSPR handle failures within DBCDSPR processing. They also protect the integrity of
the environment if the DBCDSPR process is terminated by external means such as:

• Operator cancel
• Program abend
• Database region failure
• LPAR failure

Whenever possible, use the MVS STOP command to terminate DBCDSPR when you want to keep the source MUF up.
This normal termination process is the only way to guarantee the integrity of the DBCDSPR processing.

DBCDSPR Exception Processing – Warning partial TSN sent

The most common warning occurs when large units of work are processed by DBCDSPR. For example, a batch program
creates thousands of data row changes without issuing an intervening COMMIT. In this case, all the changes are included
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under a single TSN with a very large set of data changes stored as MNT rows. When this job ends or finally issues a
commit, the TSN is released to DBCDSPR to process. DBCDSPR retrieves the TSN and the MNT rows. As each MNT
row is retrieved and combined with the TSN data it is written as a TSN/MNT row in the CA MQTS buffer. If the number of
bytes in the TSN/MNT rows exceeds the maximum MQTS buffer size (MQSIZE parameter), DBCDSPR must:

• Break the TSN/MNT information into multiple CA MQTS buffers
• Send them to the MQ queue as multiple MQ messages

The following example shows a partial TSN being processed. Once the DB03344I message is written, processing
resumes in a normal mode.

DB03339I MQTS buffer too small for all TSN/MNT rows to fit, sending in parts, process continues

DB03340I Sending TSN=          2,764,244

 

DB03344I Partial TSN send is now complete, all rows have been processed 

Since each MQ queue message is processed separately, there is a small possibility that if a failure occurs in DBCDSPR
after the first MQ message is sent but before the last MQ message (for this TSN) is sent, a partial TSN could be
processed by the target (DBCDRPR) and for a period of time the target data may not have transaction (TSN) integrity. 

However, the processing in DBCDSPR is set-up so that the part of the TSN/MNT that was sent to the target is deleted and
committed. The unsent part is rolled back and left intact on the CDC2009 TSN and MNT tables.  

Once the reason for the failure is resolved, restarting the DBCDSPR process finishes the processing for that TSN. Once
those changes make it to the target environment, the transaction integrity is back in place.

DBCDSPR Exception Processing – Warning MQ queue is full

If the CA MQTS process attempts to send a CA MQTS buffer and the send is rejected because the MQ queue is full, the
CA MQTS process waits for a period (WAITSEC parameter) and then re-attempts the send.   

When this situation occurs, a warning message is written to SYSPRINT indicating that the send has failed due to the full
condition. The message also displays the number of times the send has been attempted and the allowable number of
retries (RETRYCNT parameter).   

DB03357W MQ queue is full, retry=1, RETRYCNT=50   

No further action is taken as long as CA MQTS buffer send is accepted by MQ queue before the number of retries has
been exceeded.   

If the retry count is exceeded, DBCDSPR is terminated with a fatal error message.   

Use the MVS MODIFY command with the SET parameter to increase the RETRYCNT to a higher value if you believe the
queue will clear.  

However, the processing in DBCDSPR is set-up so that the part of the TSN/MNT that was not sent is rolled back and left
intact on the CDC2009 TSN and MNT tables.   

Once the MQ queue is emptied, restarting the DBCDSPR process begins processing with that TSN.

DBCDSPR Diagnostic Output

During DBCDSPR processing, you can request that DBCDSPR produce diagnostics. Each DIAGON level includes the
previous level of diagnostics.  

DIAGON=0 does not produce diagnostic messages.  
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DIAGON=1 produces a list of table changes (within DBID) that were processed from the TSN/MNT rows into the MQTS
send buffer. The table statistics are written to the DIAGOUT file after the MQTS buffer is sent. The time stamp on the
DIAGOUT information matches that of the SYSPRINT output that shows the MQTS buffer sent.

DIAGON=2 includes DIAGON=1 output and shows the actual before and after images of the calls to the MQTS facility.

DIAGON=3 includes DIAGON=2 output and shows each TSN/MNT row set as they are processed.
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DIAGON=4 includes DIAGON=3 output and shows the processed row counts after each TSN/MNT row set as they are
processed.

Each level of DIAGON increases the amount of output sent to the DIAGOUT file. You should only request diagnostics
traces when necessary to troubleshoot the DBCDSPR process.
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DBCDSPR_MQTS Message Output

Similar to the diagnostic processing, the CA MQTS callable API allows you to request messages generated by MQTS as it
is processing. CA MQTS messages are written to the SYSOUT output data sets.  

Each level of messages includes the previous level of messages.

• MSGLEVEL=0 only produces messages when MQTS fails.
• MSGLEVEL=1 produces a list of processing option used when starting and stopping MQTS. It will also provide

processing counts at the end (disconnect) from MQTS.

MSGLEVEL=2 produces additional processing messages including the MQTS commands and processing times.
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MSGLEVEL=3 produces program level processing messages including the entrance into and out of various MQTS
modules.

Each level of MSGLEVEL increases the amount of output sent to the SYSOUT file. You should only request diagnostics
traces when necessary to trouble shoot the DBCDSPR/MQTS process.

Next: IBM WebSphere MQ Queue
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IBM WebSphere MQ Queue
The current implementation of CA MQTS and DBCDSPR/DBCDRPR uses an IBM WebSphere persistent queue. This
queue accepts message "sends" on the source side from DBCDSPR and transports them to the receive queue on the
target side. Once there, the messages are stored until they are retrieved and processed by the DBCDRPR program.  

For more information about the use of MQ, see IBM supplied documentation.  

This page contains the following topics:

 

Third Staging Area for Data Changes 

DBCDSPR extracts completed changes from the CDC 2009 database on the source MUF and packages them into
messages that CA MQTS passes to the MQ queue.   

The target side processing (DBCDRPR) may not be up or could be running at a slower pace. The MQ queue needs to be
large enough to provide a staging area for messages sent by DBCDSPR, but not yet retrieved by DBCDRPR.

  

What happens if the MQ queue is not large enough?

If the MQ queue fills while DBCDSPR is processing, DBCDSPR goes through a period of retries. If the MQ queue remains
full, DBCDSPR eventually terminates with a failure message.  
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From that point all source changes are stored in the CDC 2009 database until the problem with the MQ queue can be
resolved.  

Make the MQ queue as large as needed to provide a reasonable amount of catch up time. Having a large MQ queue can
provide some flexibility in processing where a site may need access to the source to continue processing even though the
target side is down for maintenance.

Next: Implementation of DBCDRPR (MQ listener and Target apply program)

Implementation of DBCDRPR (MQ listener and Target apply program)
DBCDRPR is the remote replication receiver application. It accomplishes the replication on the target system by retrieving
the CA MQTS messages from the IBM WebSphere MQ queue and applying the updates to the tables of the target MUF. 

DBCDRPR Replication Receiver Program
DBCDRPR is designed as an Extended Options Interface CA Datacom program that uses the CA MQTS process to
retrieve messages from the MQ queue and then apply them to the target CA Datacom environment. DBCDRPR uses
Extended Options APIs to:

• Retrieve target database information
• Build maintenance commands to replicate the captured changes on the target tables

NOTE

 DBCDRPR dynamically builds URTs as they are needed to process the maintenance activities. 

 Next:  DBCDRPR Execution

DBCDRPR Execution
Execute DBCDRPR as a long running batch job (TIME=1440) or as a started task in the same LPAR as the target MUF. It
should have an executing priority that allows it to execute fast enough to keep the amount of accumulated changes in the
MQ queue to a minimum. 

DBCDRPR should remain up and active provided the source MUF is up and processing transactions that are sent through
MQ for application on the target environment. 

DBCDRPR can be stopped for brief periods of time to allow for option changes, program maintenance and so on.
However, provided that DBCDRPR is down and the source MUF is up, captured changes to the source tables are
queueing up in the CDC database and the MQ queue.

DBCDRPR Processing Flow
While the DBCDRPR process flow is relatively fixed, the control parameters provide you with some flexibility in:

• Determining MQ processing options
• Processing status information
• Optional diagnostic outputs

DBCDRPR Initiation

The DBCDRPR initiation process:
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• Opens SYSIN as an input file to read the processing options for this execution of the DBCDRPR program.  
• Opens SYSPRINT as an output file used for displaying the processing status lines and error messages. This file

is continuously updated during the execution of DBCDRPR. A constant flow of information is provided on MQTS
messages that have been extracted from the MQ Queue and applied to the tables in the target environment.

• Opens ERROUT as an output file that holds TSN/MNT change rows that fail to apply due to some error in the target
database processing. ERROUT holds the image of the TSN/MNT row as built by DBCDSPR. There is one row for each
error that the DBCDRPR change apply process encounters.

• Reads parameters from the SYSIN. As each parameter is processed, its value is stored in the DBCDRPR program
memory. Any incorrect parameter selection is displayed to the SYSPRINT output file. Any parameter that is not
specified is assigned a default value. After all parameters are processed, the parameter set that is used in this
execution is displayed to the SYSPRINT output file. Any parameter statement read with an asterisk ( * ) in column 1 is
treated as a comment and ignored for any further processing. After all parameters are read, the SYSIN file is closed
and freed.

• Opens DIAGOUT as an output file used for program diagnostics and traces. This information is continuously produced
during the execution of DBCDRPR. A constant flow of diagnostic information is provided on MQTS data retrieved from
MQ queue, the overall transmission "content", and the application of changes to the target tables.

• Calls Datacom Advanced Options API to open the DBCDRPR URT used to access the Dynamic System Tables
database (DBID 1000).

• Reads the dynamic system tables of the MUF to determine all possible tables that might have transaction activity and
saves that in an internal table used for keeping track of activity by table.

• (Default Option) Calls the CA MQTS service to initialize (INIT) the connection between DBCDRPR and the MQ Queue.
This is the default option that is also selected by specifying the input parameter MQUSE=Y".

• (Optional) Opens MQTS trace (SYSOUT) as an output file used for CA MQTS diagnostics and traces. This information
is continuously produced during the execution of DBCDRPR providing a constant flow of diagnostics about the calls to
CA MQTS and its communication with IBM MQ Queue. The SYSOUT file is opened. However, it only has diagnostics
rows written if the parameter MQUSE="Y" and MSGLEVEL parameter is specified with a value of 1 thru 3.

• (Optional) Opens MSQIN as an input file used for testing the DBCDRPR apply process when MQUSE is set to "N" or
NO. In this diagnostic mode, all of the captured CDC rows were extracted by DBCDSPR and written to the MSQOUT
data set (rather than using CA MQTS). This data set must be closed by shutting down DBCDSPR, so that DBCDRPR
can open it as input for the apply processing. This mode is only used for testing of the DBCDRPR target apply process.

The following graphic shows the normal processing flow of the DBCDRPR initiation:
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 Next:  DBCDRPR Parameter Processing 

DBCDRPR Parameter Processing
Each input parameter must have the program identifier (RECEIVER) starting in column 1, followed by one or more blanks,
followed by the parameter name. After the parameter name, one ormore blanks can be coded before the parameter value.
Leading zeroes are not required for numeric parameter values. At least one blank after the parameter value signals the
end of the scan. You can use the remainder of the input record for comments.   

An input parameter with an asterisk ( * ) in column 1 is considered a comment.   

Any non-comment statement that does not begin with "RECEIVER" in column one is ignored. This lets you place all the
control statements for both the sender and receiver in the same parameter library member.   

After the parameters are read, the SYSIN data set is closed and freed.

DBCDRPR Parameter Values

The following information provides the individual parameters and their acceptable values.

  

MQUSE Parameter Y (Default) or N

The MQUSE parameter should always be set to "Y" for normal processing. Y (yes) indicates that CA MQTS and the IBM
MQ facility is used to transport the TSN/MNT rows as MQTS buffers from the source to target environments.   
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Use MQUSE of N (no) only in a test diagnostic mode to execute the DBCDSPR polling process to extract the CDC TSN/
MNT rows and write them to a sequential output file. The file would then be read as input to DBCDRPR. This mode can be
helpful in diagnosing a DBCDSPR/DBCDRPR issue versus an MQTS transport issue.

In MQUSE mode "N", the other MQTS parameters (MSGLEVEL, WORKLDID, and WAITSEC) are edited during the
parameter processing. There is no effect on the processing since MQTS is not initiated.

MSGLEVEL Parameter 0 to 3 (Default Value 0)

The MSGLEVEL parameter lets you "turn on" diagnostic traces for the CA MQTS service. With a MSGLEVEL of 0, only
MQTS error messages are reported to the SYSOUT output file.   

MSGLEVEL 1 through 3 provide additional diagnostic messages and traces of CA MQTS processing during normal
processing. MSGLEVEL 1 gives the minimal diagnostic messages while MSGLEVEL of 3 provides maximum diagnostics.

DIAGON Parameter 0 to 4 (Default Value 0)

The DIAGON parameter lets you "turn on" diagnostic traces for the DBCDRPR processing. With a DIAGON 0, only
DBCDRPR normal processing messages and errors messages are reported to the SYSPRINT output file.   

DIAGON 1 through 4 provides additional diagnostic messages and traces of DBCDRPR processing written to the
DIAGOUT output file. DIAGON 1 gives the minimal diagnostic messages while DIAGON of 4 provides maximum
diagnostics.

WORKLDID parameter xxxxxxxx (default value WRKLD03)

The WORKLDID parameter provides the name of the MQ queue workload ID that the CA MQTS facility reads for the
buffers sent by DBCDSPR/CA MQTS to MQ queue.   

The MQ queue workload ID must be established before attempting to start the CA MQTS service.

WAITSEC parameter 1 to 3600 (default value 3)

The WAITSEC parameter lets you set the wait (in seconds) that DBCDSPR/MQTS issues when it attempts to read a
message from the MQ queue and receives a MQ queue is empty return code. DBCDSPR pauses and waits for the source
system processing to add data to the MQ queue.   

NOTE

 A warning message is written to the SYSPRINT output file when the empty condition is encountered.

PRINTCNT Parameter 1 to 1000000 (Default Value 1000)

The PRINTCNT parameter lets you set the number of MQTS buffers that are processed before processing statistics are
printed to the SYSPRINT output file.   

Setting a low value increases the frequency of the processing statistics, but also increases the output written to the
SYSPRINT output file. In the initial testing, a lower value can be used to familiarize you with DBCDRPR processing. When
moving to a production level environment, increase the value to reduce overhead and SYSPRINT output.

DORMANTC Parameter 1 to 1000000 (Default Value 1000)

The DORMANTC parameter lets you request that a DORMANT message be written to SYSPRINT output after "this
number" of consecutive calls to read TSN/MNT reads (and the ensuing waits) that return no TSN/MNT data. The
DORMANT message alerts you that the DBCDSPR is attached, but no work is flowing into the MQ queue.   

If a TSN/MNT read call retrieves TSN/MNT data from the MUF queue before the dormant message value is reached, the
counter is reset without issuing the dormant message.   
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If the dormant message is written, an automatic trigger of the processing statistics (see PRINTCNT) is triggered. This
ensures that if DBCDSPR goes into a dormant state, you can see the most current set of processing statistics.

 Next:  DBCDRPR Sample JCL       

DBCDRPR Sample JCL

The following member provides a sample JCL used to execute DBCDRPR.

//DBCDRPR JOB (acct),'pgmr',CLASS=A,MSGCLASS=D,REGION=0M,

//    NOTIFY=&SYSUID /*JOBPARM S=TGT1

//------------------------------------------------------------------*

//CPYLIB JCLLIB ORDER=

//* JMUFS14 = STANDARD LIBS FOR MUF4

//* JMUFS14C = DCMQA.QAMUFS.CDC.LOAD + QA TST LIBRARIES

//* MQ API

//*    DD DISP=SHR,DSN=datacom.LOADLIB

//    DD DISP=SHR,DSN=DCMPRG.CAMQTS.MQT2

//*

//*------------------------------------------------------------

//* EXECUTE DBCDRPR

//* PROCESS CDC ROWS INTO ROW CHANGE RECORDS

//*------------------------------------------------------------

//*

//DBCDRPR EXEC PGM=DBCDRPR,REGION=0M

//SYSOUT DD SYSOUT=*

//SYSPRINT DD SYSOUT=*

//SYSPRINT DD SYSOUT=*

//DIAGOUT DD SYSOUT=*

//ERROUT DD SYSOUT=*

//SYSIN DD *

* PROG.....PARM.....VALUE... COMMENT.....................................

RECEIVER   MQUSE    Y        USES THE MQTS SERVICE TO PROCESS TRANSPORT

RECEIVER   MSGLEVEL 0        ALL MESSAGES FROM MQTS

RECEIVER   DIAGON   0        ALL EXTRA DIAGNOSTICS

RECEIVER   WORKLDID WRKLD03  UNIQUE 1-9 CHARACTER MQ WORKLOAD IDENTIFIER

RECEIVER   WAITSEC  3        NUMBER OF SECONDS TO WAIT IF NOT MQ BUFFER

RECEIVER   PRINTCNT 1000     NUMBER OF POLLS TO CDC2009 BETWEEN

RECEIVER   ERRORCNT 0        NUMBER OF ERRORS TO ALLOW BEFORE TERMINATING

RECEIVER   DORMANTC 1000     NUMBER OF EMPTY RECVS BEFORE PRINT MESSAGE

/*

//*

 Next:  DBCDRPR Main Processing 

DBCDRPR Main Processing

Once the DBCDRPR initiation processing is complete and the various parameters processed, the main processing loop
begins. The DBCDRPR program remains in this main processing loop until:
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• The MUF to which it is connected signals that it wants to EOJ
• It has been told to go to EOJ using the MVS MODIFY console command
• It receives an MVS STOP command
• It is canceled by the operator
• An unrecoverable error is detected by the program

NOTE

Note: For more information about messages, see CA Datacom Messages.

The main processing loop uses a "Polling loop" to process the available MQTS messages stored in the MQ queue. Once
a message is retrieved, the message is decoded into change commands that are used to process against the target
tables. The basic process is as follows:

• Issue a CA MQTS command to receive a message from the MQ queue. If a message is received the message is read
into memory for processing.
– If no message is available, DBCDRPR waits for the WAITSEC number of seconds. The WAIT list includes the MVS

console command ECB.
– It checks to see if any console commands need processing. Console commands are processed if present.  
– If no EOJ, then check to see if a dormant message should be printed. If so, print the message and reset dormant

counter. Else add 1 to dormant counter. Go back to issue receive again.

• If an MQTS message is received, parse through the message and retrieve the first change to apply. Apply the change
to target tables (see below), then retrieve the next change and repeat until the buffer is processed.

• Once the buffer is processed, issue COMMIT to target MUF to commit the target table updates. Send ACK to CA
MQTS to delete the message from MQ queue and then check to see if the statistics print or EOJ was requested.
– Check to see if the PRINTCNT value has been met to print processing statistics.
– If no EOJ was requested, go back and call CA MQTS to receive the next message from the MQ queue.

• The change apply process is repeated for each change (TSN/MNT row) that is extracted from the CA MQTS message.
– Extract the TSN/MNT row
– If this is the first time this table has been encountered (during this execution of DBCDRPR), build a URT and other

control areas and open the URT. Store information in the memory table within DBCDRPR.  
– Use the stored table/key information to construct the table change image

• – • All updates are made using RAAT commands  
– Process the data row change

• – • For add, it attempts the add function using ADDIT.
• For update, read the target row using master key value, compare before image from TSN/MNT row to retrieved

target row, if it matches, execute UPDAT to replace target row with after image from TSN/MNT. If the record does
not match the before image, it also checks to see if it matches the after image. If it does match the after image, it
produces a message to inform you of the condition (update already applied, must be restart). 

• For delete, read the target row using the master key value. Compare the before image from TSN/MNT row to
retrieved target row. If it matches, execute DELET to delete the target row.  

• For DELET and UPDAT processing, if the read retrieves a target row that does not match the before image, a
READ NEXT EQUAL KEY VALUE command is issued to see if there are multiple rows with the same master
key. If there are multiple rows, the additional target rows are checked to see if they match the TSN/MNT before
image. If so, the process completes using the secondary row.  

• If no target row matches the expected image, the change is rejected and 1 is added to the error count and the
TSN/MNT row is written to ERROUT data set. If the error count exceeds the parameter value ERRORCNT, the
program terminates with a fatal error.

This page contains the following topics:
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DBCDRPR Polling Messages

During normal operation, DBCDRPR polls the MQ queue for CA MQTS buffers to process. As the process continues,
DBCDRPR writes messages to the SYSPRINT output file with current processing statistics.

DBCDRPR Polling Messages – Normal Activity

During normal operation, DBCDRPR polls the MQ queue for CA MQTS buffers to process. As buffers are retrieved, they
are processed into change images and applied to the target system.   

DBCDRPR produces a set of processing statistics when the number of MQTS buffers processed equals the PRINTCNT
value.   

The statistics provide information on the MQTS buffers received and the "apply" activity on the target system.
The first line of the messages shows the date and time of the statistics followed by values for:

• MQTS BUFS. - Number of MQTS buffers retrieved from the MQ queue
• MQ ROWS IN - Number of change records received in the buffers
• TGT APPLIED - Number of change records that successfully applied at target
• ERRORS FOUND - Number of change records that failed the apply at target  
• TBL_NTF_DST - Table being processed was not found in Dynamic Systems Tables
• TBL_ERR_DST - DST table processing encountered some other error
• INVALID_TYP - Change row is not an Add (A), Update (U) or Delete (D)
• ADD_DUP_ERR - Add attempted for master key value already on file  
• ADD_OTH_ERR - Add failed for other error
• DEL_NTF_ERR - Delete failed because row was not found on target
• DEL_OTH_ERR - Delete failed for other error
• UPD_NTF_ERR - Update failed because row was not found on target
• UPD_OTH_ERR- Update failed for other error

The error statistics are only significant if you specified ERRORCNT with a value greater than zero. Otherwise, DBCDRPR
stops on the first change apply that fails.   

Each TSN/MNT row that fails to apply at the target is written to the ERROUT data set.

DBCDRPR Polling Messages – Dormant Activity

During normal operation, DBCDRPR polls the MQ queue for CA MQTS buffers to process. If no buffers are available, the
process waits and then polls again. If the number of consecutive "no message found" polls equals the DORMANT count
(DORMANTC=) value, a status message is produced. This status message tells you that the polling has found no MQTS
buffers to process.   

If at least one MQTS buffer was found and processed and the statistics had not yet printed and then the DORMANT count
is reached, the current set of processing statistics is printed just before the dormant message. This ensures that you have
the most up to date statistics even in a dormant period.   

The polling statistics may be interspersed with dormant messages.

DBCDRPR End of Job Messages

If DBCDRPR is shutdown normally, the DBCDRPR task produces an EOJ message, a final set of processing statistics,
and a final set of shutdown messages.

 Next:  Controlling DBCDRPR During Execution      
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Controlling DBCDRPR During Execution

While DBCDRPR is running, you can request status information on its progress or request some or all databases it is
using to be closed. Use the MVS MODIFY console command. The format is:  

 F jobname,command     

The jobname is the name of the job or started task where DBCDRPR is currently running. All messages issued to the
console are also echoed in the SYSPRINT so that a complete record of all interactions with DBCDRPR is captured.
The command can be any of the following:  

 HELP   

Requests general help about the various commands DBCDRPR recognizes. For example, if the DBCDRPR program was
running as a job names CDCRECVR:  

 F CDCRECVR,HELP    

 STATUS   

Requests current status. DBCDRPR reports back with various counts and current throughput rates. For example:  

 F CDCRECVR,STATUS     

 CLOSE   

Requests DBCDRPR close some or all its tables. However, it reopens any tables it needs whenever new maintenance is
received. For example:  

 F CDCRECVR,CLOSE ALL    

 F CDCRECVR,CLOSE n     

Use "ALL" to close all the tables. Or, specify the DBID,n to close all the tables for the DBID that you specified. Note the
comma before the command CLOSE. From that point on, spaces are used to separate the remaining parameters.

 EOJ   

Requests DBCDRPR to shut down at the next commit point.   

 SET   

Used to change any of the DBCDRPR execution parameters that can be changed. Use the HELP command to get a
complete list of variables that can be changed. Specify the program variable and its value to change. For example, if the
DBCDRPR program was running as a job named CDCRECVR:  

 F CDCRECVR,SET WAITSEC 3    

Note the comma before the command SET. From that point on, spaces are used to separate the remaining parameters.   

DBCDRPR also responds to the MVS STOP console command:  

 P jobname   

This page contains the following topics:

  

Changing Execution Parameters for DBCDRPR

Most of the parameters selected at start-up by the DBCDRPR SYSIN processing can be changed by using the MVS
MODIFY console command specifying the SET command.   

All parameter values are re-displayed so there is a record of parameter settings from this point forward.
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If an invalid parameter or parameter value is encountered, a warning message is displayed and then processing
continues.   

The following parameters can be changed using the SET command for in-flight DBCDRPR command processing:  

 MSGLEVEL, DIAGON, WAITSEC, PRINTCNT, ERRORCNT, and DORMANTC   

Triggering DBCDRPR Normal End of Job Processing

DBCDRPR is a long running task that performs its processing in sets of 'committed processes'. It is a best practice to
allow the DBCDRPR processing to come to stable point before stopping DBCDRPR. Using an operator cancel to stop
DBCDRPR may result in a partially processed transaction that needs to be backed out by the database. While the back
out is done automatically by the database, this is not a good practice.   

There are three options:

• Issue the MVS STOP console command:

 P DBCDRPR  

• Issue the MVS MODIFY command specifying EOJ as the parameter:

 F DBCDRPR,EOJ  

• Shut down the MUF to which the DBCDRPR module is connected. DBCDRPR detects the MUF wanting to shut down
and it goes into normal termination:

 F CDCMUF,EOJ  

 Next:  DBCDRPR Exception Processing 

DBCDRPR Exception Processing

During DBCDRPR processing certain processing exceptions can occur. The exception can either be a warning or a fatal
error.   

Warnings are cases where processing was interrupted, but DBCDRPR attempts to resolve the issue. A warning message
is written to the SYSPRINT output file to alert you of the temporary interruption. If the temporary problem cannot be
resolved by DBCDRPR, the warning becomes a fatal error and is handled by terminating.   

Fatal errors are cases where DBCDRPR processing encounters a situation where processing cannot continue and must
be terminated. In cases where the program is terminated by a fatal error, transaction rollback processing is invoked to
remove uncommitted changes from the target database. 

NOTE

For more information about messages, see CA Datacom Messages . 

This page contains the following topics:

DBCDRPR Exception Processing – INCORRECT SEQUENCE

DBCDSPR builds and sends MQTS messages across the MQ connection. Each MQTS message has a START-ID and
END-ID. These correspond to the logical count of TSNs that have been processed.   

In the first MQTS buffer sent by DBCDSPR the START-ID is 1 and the END-ID would be the numbers of TSN/MNTs
included in the MQTS buffer. The next MQTS buffer would have a START-ID of (previous buffer's END-ID +1) and an
END-ID of (previous buffer's END-ID + number of TSNs in this buffer.

In this manner, the buffers are sent so that each buffer is sequentially adjacent to the previous buffer.
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DBCDRPR checks the MQTS buffer when it is retrieved to see if it follows the specified pattern. If it finds that the current
MQTS buffer is not sequentially adjacent to the previous retrieved buffer, a warning message is generated.
If for some reason, the DBCDSPR sending program is recycled while DBCDRPR remains up, DBCDSPR sends
notification of it shutting down, so DBCDRPR resets the expected next sequence number to 1.

DBCDRPR Exception Processing – Fatal Error

During DBCDRPR processing, certain conditions may occur that could trigger DBCDRPR to terminate.
When these fatal errors are encountered by DBCDRPR, the appropriate messages are issued, and every attempt is made
to handle the termination of the DBCDRPR program in a controlled fashion.

DBCDRPR Canceled or Failure Processing

Most of the protections built into DBCDRPR handle failures within DBCDRPR processing, and also protect the integrity of
the environment if the DBCDRPR process is terminated by external means such as:

• an operator cancel
• program abend
• database region or LPAR failure

However, whenever possible we recommend that you use the MVS STOP command to terminate DBCDRPR when you
want to keep the target MUF up. This normal termination process guarantees the integrity of the DBCDRPR processing.
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