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Administrating
As a database or system administrator, you can perform admininstration operations on the following CA IDMS
components or systems:

NOTE

Information in this section is restricted to customers of CA IDMS. Use your CA Support Online login ID to access
all content.

  

Administrating CA Endevor and DB for Bridge
The Bridge aids CA Endevor SCM users in the release management process by giving them access to the capabilities
inherent in a database environment.

Using CA Endevor SCM, you can track the history of an inventory element at the source. With the addition of the Bridge,
you have access to the migration data for an inventory element and can obtain the following information:

• The identity of promoted elements and entities.
• The origin of promoted elements and entities (source).
• The destination of promoted elements and entities (target).

The Bridge allows you to log CA Endevor SCM activities in a CA Endevor/DB for CA IDMS Change Control Database
(CCDB) and to perform release management functions that enable you to monitor your development activity and maintain
the integrity of your systems.

Bridge Functions

You can perform the following functions with the Bridge:

Track the migration of an inventory element from one environment to another. For example, you can track the migration of
an inventory element from a development to a production environment.

Track and review changes to dictionary and non-dictionary entities from a central location. That is, you can log all CA
Endevor SCM activities in a CA Endevor/DB for CA IDMS Change Control Database (CCDB).

Migrate both dictionary and non-dictionary entities under the control of the CCDB, so that when you migrate a CA IDMS
application from one dictionary to another, you can also migrate non-dictionary structures (for example, COBOL programs
or CA Culprit for CA IDMS reports used with a CA ADS application).

Monitor dictionary and non-dictionary changes under one unified Change Control Identifier (CCID). You can assign a
common set of CCIDs to CA Endevor SCM changes and dictionary changes and simultaneously monitor both sets of
entities.

Perform an analysis of the impact of proposed changes.

The following functions are not performed by the Bridge:

• Security measures including Preauthorization, Signout/Signin, Lock, and all security class data except NM-Mode and
Migrate.

• Source management for CA IDMS data dictionary entities.
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When to Use the Bridge

Your organization benefits most from the Bridge product in the following circumstances:

• You are currently using both CA Endevor SCM and CA Endevor/DB for CA IDMS separately, and want to tie together
changes made to non-dictionary entities with changes made to dictionary entities.

• You are currently using CA Endevor SCM and want to take advantage of CA Endevor/DB for CA IDMS's release
management support.

How the Bridge Executes

The Bridge program, C1DBBRDG, is an exit module that is executed in addition to other CA Endevor SCM user exits. As
with other CA Endevor SCM user exits, the Bridge is transparent to the user.

The sequence of events at run time is as follows:

1. The CA Endevor SCM user exit, if any, is executed.
2. The Bridge program, C1DBBRDG, is executed and, depending on the exit, performs as follows:

– At Exit 2, the Bridge validates actions, using the CCDB contents.
– At Exit 3, the Bridge logs actions in the CCDB. (If you already have your own logging process set up at this exit,

double logging occurs.)
– At Exits 5 and 6 the Bridge performs general housekeeping activities.

NOTE
The Bridge does not utilize Exits 1 and 4.

Commonly-Used Terms

The terms used throughout this document are part of standard CA Endevor/DB for CA IDMS terminology. A number of
these terms are defined below for your convenience.

Term Definition
Archive Data Set The data set that contains output from a CA Endevor SCM Archive

and/or Transfer action. The archive data set can be any sequential
file where RECFM = VB, LRECL has a minimum value of 800, and
DSORG=PS.

CCDB The Change Control Database in CA Endevor/DB for CA IDMS
that maintains a complete log of all changes made to a dictionary
entity. The CCDB also stores information on users, migration
activity, and security structures.

C1-ELEMENT In the Bridge, the entity type assigned to an inventory element
being monitored in a CCDB. See also the definition for Inventory
Element.

Dictionary The CA IDMS Integrated Data Dictionary (IDD) which contains
data definitions, modules, documentation, and run time
information for CA IDMS components.

DBNAME /DICTNAME In a multiple database/dictionary environment, a keyword in
command syntax that identifies a particular group of databases.
The group can include a CCDB, an IDD, and/or other databases.
The keyword is followed by the name of the database/dictionary
from which information is to be retrieved. The dictionary or
database name that is specified refers to an entry in the CA IDMS
Database Name Table (DB Table).
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Entity An object monitored by the Change Monitor in a CCDB. For
example, an IDD object such as a dialog or a map, or a non-
dictionary inventory element. An entity is identified by its name,
version, and type.

Environment A repository of definitions within CA Endevor SCM. An
environment comprises a Master Control File and one or more
libraries that contain the source for the entities. An environment is
subdivided into two stages.

Identifier The information that uniquely identifies the entity being tracked,
independent of its location. The complete identifier of an entity
consists of its name, version number, and type.

CA IDMS Central Version (CA IDMS/CV) In CA IDMS, a central copy of the database manager. This mode
of operation allows multiple application programs to execute
concurrently, sharing a single DBMS. The Bridge always runs
under CA IDMS/CV.

Inventory Element An object stored in a CA Endevor SCM environment (previously
referred to as a C1-ELEMENT). An inventory element is identified
by its system, subsystem, name, type, version, and level.
In a CCDB used under the Bridge, an inventory element is
automatically logged with a type of C1-ELEMENT.

Level In CA Endevor SCM, a version qualifier that identifies different
instances of an inventory element. For example, version 5 level
22 appears as 5.22. All levels of a given inventory element can
coexist.

Stage In CA Endevor SCM, a subdivision of the environment. An
inventory element can be in Stage 1 or in Stage 2. Typically,
you use Stage 1 as a transient holding area where you build the
inventory elements before migrating them to Stage 2. Typically,
you use Stage 2 for further testing before migrating the inventory
elements to a production environment.

Subsystem In CA Endevor SCM, a subgroup of a system; the secondary level
within the environment hierarchy. Each inventory element is in a
subsystem within a system.

System In CA Endevor SCM, a logical group of inventory elements as they
apply to major applications, departments, or work areas within an
organization; the top level within the hierarchy of the environment.
All inventory elements are assigned to a system.

Type The form of the element or entity. Types indicate how the element/
entity is created (the source language used) and how it is
manipulated. For example, COBOL, JCL, and copy books are
types of inventory elements in CA Endevor SCM. Processes,
dialogs, maps, and inventory elements are types of entities in CA
Endevor/DB for CA IDMS.

Version A number that identifies an iteration of an inventory element in a
CA Endevor SCM environment or a dictionary entity in the CCDB.
Multiple versions of a single entity can coexist in a dictionary,
whereas only a single version of an inventory element can exist at
any one time in a CA Endevor SCM environment.

Installation Procedures
This section provides you with information on the procedures to follow in the CA Endevor/DB for CA IDMS and CA
Endevor SCM operating environments when installing the Bridge.
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Prerequisites

Before installing and using the Bridge, you must successfully install CA Endevor SCM, Release 3.7 (or higher) and CA
Endevor/DB for CA IDMS, at every site involved in the migration process. It is also helpful if your staff using the Bridge
have:

• An understanding of the CA Endevor SCM and CA Endevor/DB for CA IDMS environments in your organization.
• Familiarity with the online screens and reporting capabilities of CA Endevor/DB for CA IDMS that display change

history and migration data.

Because the Bridge is designed for use with both CA Endevor SCM and CA Endevor/DB for CA IDMS, you will find it
useful to have the following documents available for reference:

• CA Endevor/DB for CA IDMS Using section
• Installing section -- z/OS
• Administrating section

Security Considerations

The following mode and migrate values are required for users executing the release management programs. They can be
set in the Security Class or by using NDVR-GLOBAL:

MIGRATE = Y

NM-MODE = Y

For instructions on modifying security parameters and an explanation of the options, see the discussion of security
classes in the Administrating section

Programs

The following table summarizes the programs used for the different functions within the release management process.

Function Program Host System
Selection NDVRDSEL Source
Correlation/impact analysis NDVRDCOR Target
Migration NDVRDLVR/NDVRC1 Source and Target
Confirmation (extract) NDVRDCF1 NDVRDCF2 Target Source

Sample copies of the JCL for the Bridge programs are stored in the CA Endevor/DB for CA IDMS JCL installation library.

Installation Summary

Installation of the Bridge involves the following steps:

1. In CA Endevor/DB for CA IDMS, run the CA Endevor/DB for CA IDMS install. The Bridge modules will be installed as
part of the regular installation process.

2. In CA Endevor SCM, perform the following tasks:
– Customize the Defaults and Bridge Configuration control tables.
– Define the Bridge to ISPF.
– Modify the skeleton JCL.

3. Verify that the Bridge is operational.
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CA Endevor/DB for CA IDMS Procedures

Installing the Bridge within CA Endevor/DB for CA IDMS makes the Change Monitor available for use in a CA Endevor
SCM environment. You use the Bridge to activate the Change Monitor. In turn, the Change Monitor records Change Log
Entries (CLEs) in a designated CA Endevor/DB for CA IDMS Change Control Database (CCDB).

Install the Bridge

The Bridge modules are installed as a part of the normal CA Endevor/DB for CA IDMS product installation process. If you
are installing both CA Endevor SCM and CA Endevor/DB for CA IDMS, install CA Endevor SCM first.

If you already have CA Endevor/DB for CA IDMS installed and are subsequently installing CA Endevor SCM, run the
MSGCOPY job found in the CA Endevor/DB for CA IDMS installation library.

Using a Standalone CCDB

In most cases, you only modify the startup JCL and recycle the system because the CA Endevor/DB for CA IDMS
installation has already constructed the CCDBs used by the Change Monitor. However, if you have a CA Endevor SCM
environment that does not correspond to any CA IDMS/DB dictionary, and you want to instrument it with the Bridge, you
should refer to JOB 6 of the CA Endevor/DB for CA IDMS installation. You will need to duplicate portions of this job to
define a new CCDB environment.

CA Endevor SCM Procedures

This section discusses the steps in the CA Endevor SCM environment that are needed to complete the Bridge installation.
The Bridge is controlled by two tables:

• C1DBCNFG -- An application-specific configuration table that establishes the correspondence between an
environment and a CCDB

• C1DEFLTS -- The CA Endevor SCM Defaults table. In addition to providing information for these control modules, you
also need to update ISPF and TSO specifications.

Read this section for the following information:

• Constructing the Bridge configuration module -- Specifying the mapping between CA Endevor SCM and CA
Endevor/DB for CA IDMS components of the Bridge.

• Customizing the Defaults control table -- Incorporating Bridge-specific macros in the Defaults table.
• Defining the Bridge to ISPF -- Tailoring your ISPF logon procedure or CLIST to allocate ddnames and loadlibs for the

Bridge.
• Adding Bridge-specific data sets -- Updating the JCL library for use with the Bridge.

Constructing the Bridge Configuration Module

In this part of the installation, you code, assemble, and link-edit C1DBCNFG, the Bridge configuration table. (Sample JCL
for the configuration table is stored as member C1DBCNFG in the CA Endevor/DB for CA IDMS JCL installation library.)
To configure the Bridge for your particular application, code the following macro statements:

1. One NDVRC1DB TYPE= MAIN statement that contains the site identifier. The MAIN macro must be the first statement
in the sequence.

2. One or more NDVRC1DB TYPE = MAP statements. Each MAP entry links an inventory area (identified by an
environment/stage/system combination) to a CCDB or data dictionary known to a particular CA IDMS/CV system.

NOTE
You can map a single CCDB/dictionary to multiple systems and/or stages within an environment, but you
cannot map a single CCDB to multiple environments. (See the example, later in this section, for more
information on how to map Bridge components).

3. One NDVRC1DB TYPE = END statement. This must be the last macro statement in the sequence.
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4. An Assembler END statement.

Code the Source Module

The syntax for the Bridge configuration module (C1DBCNFG) is listed below:

NDVRC1DB TYPE=MAIN,SITEID=site-number

NDVRC1DB TYPE=MAP,

         SYSCTL=idms.sysctl,

         DICTNAM=dictname,

         LOGACTN=R/O,

         CCIDVAL=R/O,

         ENVRMNT=env-name,

         STAGE#=1/2/*,

         SYSTEM=system-name

NDVRC1DB TYPE=END

END

Each of the Bridge configuration module parameters and their variables are described below.

Parameter Description Values
SITEID = site-number The identifier of the site where the entities

are being migrated. This site id must match
the site id value in the Defaults table.

A 1-character alphanumeric value.
(Required)

SYSCTL = idms.sysctl The system control file that determines
which CA IDMS/CV system the Bridge uses
at run time.

A standard data set name. (Required)

DICTNAM = dictname The identifier of the IDD/CCDB that
corresponds to the named CA Endevor
SCM inventory area. The database must be
known to the CA IDMS/CV system named
in the SYSCTL parameter.

Options:
The 1- to 8-character name of a CA IDMS/
DB database name.
A blank, in quotation marks (' '), if the
inventory area maps to the primary
dictionary.
(Required)
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LOGACTN = R/O An indication of whether the Bridge should
log actions in the CCDB When logging is
required, actions are denied if the Bridge
cannot gain access to the appropriate
CCDB

Options:
R -- Logging is required; (the default).
O -- Logging is optional.

CCIDVAL = R/O An indication of whether the CCID specified
in the action must be defined in the CCDB.
When validation is required, actions are
denied if the CCID is not known to the
CCDB.

Options:
R -- Always validate the CCID (the default)
O -- Validation is optional.

ENVRMNT = env-name The name of the environment you are
mapping to the CCDB/IDD identified in the
DICTNAM parameter.
You cannot map a single CCDB to multiple
environments.

The 1- to 8-character name of the CA
Endevor SCM environment.

STAGE# = 1/2/* One or both stages (within the environment
named in the ENVRMNT parameter)
mapping to the dictionary named on the
DICTNAM parameter.

Options:
1 -- Map from Stage #1
2 -- Map from Stage #2
* -- Map from both stages (the default).

SYSTEM = system-name The CA Endevor SCM MVS system (within
the environment from the ENVRMNT
parameter) mapping to the dictionary
named on the DICTNAME parameter.

Options:
The 1- to 8-character name of a specific
system.
An asterisk (*) signifying all systems in the
environment (the default).

Configuration Example

The following figure illustrates a sample scenario where you are migrating inventory elements between systems in the
Development environment and between Stage 1 and Stage 2 environments.

To implement the Bridge between the CA Endevor SCM and CA Endevor/DB for CA IDMS systems in this example, you
would code the following Configuration module:
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NDVRC1DB TYPE=MAIN,SITEID=3

NDVRC1DB TYPE=MAP,

       SYSCTL=IDMS.SYSCTL,DICTNAME=VENCAS,

       ENVRNMNT=ENVIR1,STAGE#=1,SYSTEM=VENCAS

NDVRC1DB TYPE=MAP,

       SYSCTL=IDMS.SYSCTL,DICTNAM=DEVCAS,

       ENVRNMNT=ENVIR1,STAGE#=1,SYSTEM=CAS

NDVRC1DB TYPE=MAP,

       SYSCTL=IDMS.SYSCTL,DICTNAM=DEVHOUSE,

       ENVRNMNT=ENVIR1,STAGE#=1,SYSTEM=INHOUSE

NDVRC1DB TYPE=MAP,

       SYSCTL=IDMS.SYSCTL,DICTNAM=CAS,

       ENVRNMNT=ENVIR1,STAGE#=2,SYSTEM=CAS

NDVRC1DB TYPE=MAP,

       SYSCTL=IDMS.SYSCTL,DICTNAM=HOUSE,

       ENVRNMNT=ENVIR1,STAGE#=2,SYSTEM=INHOUSE

NDVRC1DB TYPE=END

END

Building the Configuration Table

To build the configuration table:

1. Run the JCL listed on the next page to assemble and link-edit the configuration module. As noted earlier, the sample
for this job is distributed as C1DBCNFG in the CA Endevor/DB for CA IDMS installation JCL library.

2. To activate the configuration table, IPL your system or refresh the APF-authorized loadlib that contains the module.

NOTE
To coordinate maintenance of the Configuration module and the Defaults table, we recommend copying the
C1DBCNFG steps into BC1JDEFT, the job that assembles and link-edits the Defaults table. See JCL to
Assemble and Link-Edit the Defaults Table, in the following section, for information on the Defaults table JCL.
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JCL to Assemble and Link-Edit the Configuration Table

  //*(Insert site-specific JOB statement)

  //STEP1   EXEC PGM=your.assembler,REGION=2048K,

  //             PARM='DECK,NOLOAD,NORLD,NOXREF'

  //SYSPRINT  DD SYSOUT=*

  //SYSLIB    DD DSN=endevor.db.distmac,

  //             DISP=SHR

  //SYSPUNCH  DD DSN=&.&ASMOP.,DISP=(NEW,PASS),UNIT=TDISK,

  //             DCB=BLKSIZE=80,SPACE=(TRK,(5,1))

  //SYSUT1    DD DSN=&.&ASMWRK1.,UNIT=TDISK,SPACE=(TRK,(5,1))

  //SYSUT2    DD DSN=&.&ASMWRK2.,UNIT=TDISK,SPACE=(TRK,(5,1))

  //SYSUT3    DD DSN=&.&ASMWRK3.,UNIT=TDISK,SPACE=(TRK,(5,1))

  //SYSIN     DD *

    C1DBCNFG TITLE 'ENDEVOR DB BRIDGE CONFIGURATION TABLE'

             NDVRC1DB TYPE=MAIN,SITEID=site-number

  NDVRC1DB TYPE=MAP,

                      SYSCTL=idms.sysctl,

                      DICTNAM=dictname,

                      LOGACTN=R/O,

                      CCIDVAL=R/O,

                      ENVRMNT=env-name,

                      STAGE#=1/2/*,

                      SYSTEM=system-name

                .
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                .

                .

             NDVRC1DB TYPE=END

             END

  /*

  //STEP2   EXEC PGM=IEWL,PARM='LIST,NCAL,XREF,SIZE=(256K,64K)',

  //             COND=(0,NE)

  //SYSLIN   DD  DISP=(OLD,DELETE),DSN=&.&ASMOP.

  //SYSLMOD  DD  DSN=uprfx.uqual.LOADLIB(C1DBCNFG),

  //             DISP=SHR

  //SYSUT1   DD  UNIT=TDISK,SPACE=(CYL,(5,3))

  //SYSPRINT DD  SYSOUT=*

  //*

Where:

• your.assembler is the name of the Assembler your site uses.
• endevor.db.distmac is the name of the source library you allocated when installing CA Endevor/DB for CA IDMS.
• uprfx.uqual.LOADLIB is the name of the APF-authorized LINKLIST library you allocated when installing CA Endevor

SCM. (The load module must be named C1DBCNFG.)

NOTE
To avoid having to IPL the system or refresh the loadlib unnecessarily, we recommend that you use a Steplib
to test the assembly and link-edit before actually using the APF-authorized loadlib.

Customizing the Defaults Table

The Defaults table (C1DEFLTS) contains the TYPE=ENVRNMNT macros that define the environments you are using.
Sample JCL for the Defaults table is stored as member uprfx.uqual.JCL(BC1JDEFT) on the CA Endevor SCM installation
media.

Defaults Table Customization Steps

To customize the Defaults table:

1. Include a TYPE=ENVRNMNT macro for each environment. A sample from the ENVRNMNT macro is shown below.

C1DEFLTS TYPE=ENVRNMNT,
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        .

        .

        .

        ENDBACT=Y,         E/MVS DB BRIDGE OPTION (Y/N)   X

        ENDBAVL=Y,         E/MVS DB BRIDGE OPTION (Y/N)   X

        .

        .

        .

2. Edit the ENDBACT and the ENDBAVL parameter in the ENVRNMNT macro. The ENDBACT parameter pertains
specifically to the Bridge and must be turned on (set to YES) for each environment you are activating under the Bridge.
The ENDBAVL parameter must be set to YES if the ENDBACT is turned on.

3. Assemble and link-edit the table, using the JCL listed in JCL to Assemble and Link-Edit the Defaults Table. Make sure
the edited macros are sequenced correctly in the job stream. They must appear in the following order:
– TYPE=MAIN macro
– TYPE=ENVRNMNT
– TYPE=END
Step 1 assembles the macros and passes the assembled Defaults table to Step 2. Step 2 link-edits the table and
stores the completed table in iprfx.iqual.LOADLIB(C1DEFLTS) where iprfx.iqual is the name assigned to the load
library when CA Endevor SCM was installed.

4. To activate the Defaults table, IPL your system or refresh the APF-authorized loadlib that contains the module.

Refer to the Installing section -- z/OS if you need more detailed information on the Defaults table and its parameters.

Defining the Bridge to ISPF

In order to make the components of the Bridge available during ISPF sessions, update your ISPF logon procedure or TSO
CLIST as follows:

1. Modify the data sets allocated for ISPLLIB.
2. Optionally, add the SYSCTL data set.
3. Also, if you use two or more CV systems, allocate a comparable number of data sets in your CLIST.

ISPLLIB Allocations

Modify the ALLOCATE statement for ISPLLIB as follows:

ALLOC F(ISPLLIB) DS('endevor.loadlib','idms.loadlib', -  ) SHR

Where:
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• endevor.loadlib is the name of the load module library (created when CA Endevor/DB for CA IDMS was installed) that
contains the CA Endevor/DB for CA IDMS system programs.

• idms.loadlib is the name of the load module library that contains the CA IDMS/DB system programs (IDMSINTB,
etc.).

CA IDMS Central Version Information

Optionally, add the following statements:

free  f(sysctl)

alloc  f(sysctl) ds('idms.sysctl'') shr

Where:

• idms.sysctl is the name of the SYSCTL file used to access the CA IDMS/DB Central Version that services the CCDB
database.

NOTE
If your Configuration table (C1DBCNFG) specifies the same SYSCTL data set name on all NDVRC1DB
statements, you can allocate the SYSCTL file in your TSO CLIST. However, If you have multiple SYSCTL files,
do not specify SYSCTL in the TSO CLIST.

Adding Bridge-Specific Data Sets

The installation job for CA Endevor SCM creates a JCL skeleton library called iprfx.iqual.ISPSLIB. Within this library, you
need to update member C1SB3000, adding two new DD statements.

Load Module Libraries

Add DD statements for STEPLIB, as follows:

//steplib  dd dsn=endevor.loadlib,disp=shr

//         dd dsn=idms.loadlib,disp=shr

Where:

• endevor.loadlib is the name of the load module library, created during the CA Endevor/DB for CA IDMS installation
process, that contains system programs used by the Bridge.

• idms.loadlib is the name of the load module library containing the CA IDMS system programs.

Basic Operations
Contents

Overview

This section provides you with information that will help you understand the coordination between the CA Endevor/DB for
CA IDMS and CA Endevor SCM functions of the Bridge.

Read this section for the following information:
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• Identifiers - Synchronizing CA Endevor/DB for CA IDMS and CA Endevor SCM naming conventions
• Mask characters - Using mask characters for retrieving information
• Action codes - How they are translated by the Bridge
• Version/level numbers - How they are handled by the CCDB

Identifiers

The Bridge translates CA Endevor SCM element names into the corresponding entity names that are used in the release
management process. To request information from the CCDB online facility, you type a fully- or partially-qualified CA
Endevor SCM element name in the field that asks for the entity name.

System Identification

The Bridge creates audit trails and cross-reference records to reflect migration activity in the CCDBs of the target and
source environments. Each environment involved in migration as a source or target is identified by a system name and
a DBNAME/DICTNAME in the dictionary descriptor record contained in the CCDB. The system name is used to provide
unique system identification when the source and target environments share the same dictname. This often happens
when the environments involved reside on separate machines or CA IDMS/CVs.

You can set up system names using the Dictionary Functions online submenu. See the Administrating section for full
instructions on establishing a system name.

CA Endevor SCM Element Names

A CA Endevor SCM inventory element is identified by its system name, subsystem name, element name, element type,
and stage number.

The Bridge concatenates the above identifiers to form the entity name used in the CCDB. This entity name is what
appears online and in reports that display change history information.

For example, you could have a CA Endevor SCM inventory element that has the following identifiers:

• System = SYSTEMA
• Subsystem = SUBSYSA1
• Element name = TESTMAC1
• Type = COBOL
• Stage = 1

When the inventory element is updated and a Change Log Entry (CLE) is written to the CCDB, the Bridge translates the
inventory element name into a CA Endevor/DB for CA IDMS entity name as follows:

SYSTEMA SUBSYSA1TESTMAC1  COBOL   1

This is the way you would identify the inventory element when requesting information from the CCDB. Note that spaces
have been left after the system name, element name, and element type.

Name Segment Requirements

Each name segment has a required length. When not using delimiters, you need to pad the name segment with blanks to
maintain the required length. The number of characters required for each segment is shown in the table below.

Component Length
System name 8 characters
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Subsystem name 8 characters
Element name 10 characters
Type 8 characters
Stage 1 digit (1 or 2)

Delimiters

When using the CA Endevor/DB for CA IDMS online facilities, you can place periods or commas as name segment
delimiters. The commas separate the system name from the subsystem name, the subsystem name from the element,
and so on. For example, to use delimiters when requesting the inventory element in the previous example, you would
specify:

SYSTEMA.SUBSYSA1.TESTMAC1.COBOL.1

Note that you do not use spaces to pad name segments when you are delimiting with periods or commas.

Mask Characters

The mask character provides a means of retrieving entity names that match a particular criteria. You can specify as much
or as little of the entity name as you want; the more information you give, the more specific the list that is returned. Use
the name mask when you want to:

• Enter partial entity names or name segments - For example, if you know the element is in System A, but are unsure
of the exact subsystem name, you could enter a partial subsystem name of SUBSYS*. This would provide you with a
list of all elements in System A with subsystems that begin with the letters SUBSYS.

• Verify that a particular element exists - You can use the name mask to retrieve a list of all elements meeting the
selected criteria to ensure that a specific element(s) does exist in the CCDB.

Using Asterisks

Asterisks (*) are used as mask characters. The information that the system retrieves depends on where you place the
asterisk and the additional information you supply. The system returns entity names matching all the criteria you specify in
your request.

To use the mask feature, type the beginning portion of the name segment followed immediately by an asterisk. You can
place the asterisk in the following positions:

• As the last nonblank character in the name. For example:

SYSTEM*

In this example, all entities beginning with the characters S-Y-S-T-E-M are retrieved, no matter what the subsystem,
element, type, or stage.

• As the last nonblank character in a particular name segment. For example:

SYSTEMA.SUBSYS*.TESTMAC1.COBOL.1

In this example, all Stage 1 COBOL inventory elements in SystemA named Testmac1 are retrieved from subsystems
that begin with the characters S-U-B-S-Y-S.

• As the last nonblank character in both the full name and a name segment. For example:
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SYS*.SUBSYS*

In this example, all entities are retrieved with names that begin with the characters S-Y-S, subsystems that begin with
S-U-B-S-Y-S, and any element name, type, and stage.

• As a single character in a name segment. For example:

SYSTEMA.SUBSYS*A.TESTMAC1.COBOL.1

In this example all subsystems are retrieved that begin with the characters S-U-B-S-Y-S-, end with an A, and match
the other name segments.

• In place of a name segment. For example:

SYSTEMA.*.*.*.1

In this example, all Stage 1 entities from SystemA are retrieved.

Using Periods or Commas

You can use periods or commas as a mask placeholder. For example, to see change history for all Stage 1 macro-type
entities in SystemA, specify the following:

SYSTEMA..MACRO.1

In this example, the first period marks the end of the system name, the second period designates the subsystem name,
and the third period designates the element name. This entry would generate a list of all the matching elements.

You can combine the comma and asterisk to retrieve an even larger list of elements. For example, to request all elements
belonging to systems beginning with the characters S-Y-S in Stage 1, with a type of MACRO, and any subsystem and
element name, specify the following:

SYS*,,,MACRO,1

Version and Level Numbers

A CA Endevor SCM element identifier includes a version and a level number. The version number is designated by
the user. There can be only one version of a particular CA Endevor SCM element at a given time. The level number is
assigned by CA Endevor SCM. There can be up to 100 levels or sets of changes within a particular version.

The Bridge translates the CA Endevor SCM version and level number information to a CA Endevor/DB for CA IDMS
version number which appears in the version field of reports and change history information. For example, if a CA
Endevor SCM inventory element is identified as version 1, level 4 (1.4), the Change Log Entry identifies this element as a
version 1 entity.

NOTE
The level number is recorded in the text of the Change Log Record and appears on the change history
information detail screens for the CA Endevor SCM element. (Refer to Section5, "Change History Reports,_ for
a discussion of the Bridge online facilities.)

 36



 Administrating

Action Codes

CA Endevor SCM uses action commands (for example, ADD, UPDATE, DELETE) to maintain the source and related files
for inventory elements. Similarly, CA Endevor/DB for CA IDMS captures and tracks actions against a particular dictionary.

When an action is performed against an inventory element, the Bridge translates the action code into a CCDB equivalent.
The value is recorded in the Change Log Entry, is written to the CCDB, and is placed in the Action field on reports and
change history information screens. As documentation, the CA Endevor SCM action command value is placed on change
history information screens.

The following table lists the CA Endevor SCM action commands and the equivalent CA Endevor/DB for CA IDMS action
codes that are recorded as Change Log Entries. Note that in the case of Move, Archive, and Transfer, the Change Log
Entry can vary, depending on the circumstances.

CA Endevor SCM Command Action Logged in CLEs
ADD A(dd).
ARCHIVE D(elete) if the entity is deleted.No action logged if the entity is not

deleted.
COPY No action logged.
DELETE D(elete).
UPDATE M (odify).
GENERATE M(odify).
LIST No action logged.
MOVE M(odify) at the target.D(elete) at the source.
PRINT No entry logged.
RESTORE M(odify) at the target.
RETRIEVE No entry logged.
SIGNIN No entry logged.
TRANSFER M (odify) at the target.D(elete) at the source.
UPDATE M(odify) the target entity.

Using the Bridge
Contents

Overview

This section provides you with information on the Bridge release management facilities and the migration process. The
release management architecture, in conjunction with the Change Monitor and the Change Control Database (CCDB),
controls the migration process for both dictionary and nondictionary entities.

Release management involves the following phases:

• Phase I: Selection -- Creating a selection list of CA Endevor SCM inventory elements for migration, based on input
selection criteria and Change Log information. The selection process also enables you to analyze the impact of the
proposed migration.

• Phase II: Migration -- Transferring entities on the final selection list from the source environment to the target
environment.

• Phase III: Confirmation -- Creating audit trails for the source and target environments, documenting the origin and
destination of the migrated entities.
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This section describes these phases, particularly as they apply to the migration of CA Endevor SCM inventory elements.

Prerequisites

Before you begin using the Bridge, it is useful to have made the necessary security arrangements and to know the jobs
needed to implement the release management process.

Phase I -- Selection

The release management process begins by selecting entities for migration based on the information contained in
the CCDB Change Log records and your input selection criteria. Only entities that have been modified in the source
environment since the last migration to the target environment are initially eligible. The selection criteria for migration can
include Change Control Identifiers (CCIDs), userids, status, and date/time ranges. At the successful conclusion of this
phase, you have a machine-readable file of the selected dictionary and non-dictionary entities. This file is used as input to
the other migration procedures. The following illustration shows the selection process.

The selection process involves the following steps:

• Step 1: Create the file of entities to migrate.
• Step 2: Modify the file, the source, and/or the selection criteria based on any exceptions reported by the Selection job.
• Step 3: Correlate the list with corresponding entities in the target environment.
• Step 4: Modify the list based on any exceptions reported by the Correlation job.
• Step 5: Finalize the migration file.

Each of these steps is discussed in detail in this section.
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Step 1 Create Selection File

Select the entities to be migrated from the source to the target environment by running the selection processor
(NDVRDSEL). This job reads the signon and input command syntax in the input file (NDVRIPT) and creates a sequential
Entity Out file (NDVRENO) that contains the list of entities.

Input

To select entities for the migration list:

1. Obtain a copy of the JCL for running NDVRDSEL. Sample JCL is available as SAMPDSEL in the CA Endevor/DB for
CA IDMS installation JCL library.

2. Code a TARGET parameter to supply siteid and environment information, as follows:

TARGET {SYSTEM|NODENAME} [IS|=] node-name

        {DBNAME|DICTNAME} [IS|=] dictname

        SITEID = site-identifier

        ENVIRONMENT = target-env-name

3. Specify the following input parameters to indicate that you are using the CCDB database as input and that the file
being created is not executable:

INPUT = DATABASE

MODE = TRIAL

4. Establish INCLUDE, EXCLUDE, and/or WARN selection criteria. For more information on these commands, refer to
the Administrating section.

5. Specify one or more MIGRATE statements. To avoid confusion as to the source and target MAP entries, use specific
source and target system and stage IDs for each MIGRATE statement. Note that the source and target system,
subsystem, type, and stage IDs can be different, so that in effect, a MIGRATE command is a renaming rule for an
inventory element. The Bridge uses this information to determine which inventory elements (if any) should be renamed
when they migrate to the target system.

MIGRATE  [SYSTEM mvs-system]

        [SUBSYSTEM mvs-subsystem]

        [TYPE mvs-type] [STAGE [NUMBER]mvs-stage#]

        TO   [SYSTEM mvs-system]

        [SUBSYSTEM mvs-subsystem]
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        [TYPE mvs-type] [STAGE [NUMBER]mvs-stage#]

The previous figure displays an example of an input file. You can specify multiple rules that work independently or
in conjunction with each other. To determine if any part of the name needs to be changed when the record is moved
to the target system, the Bridge systematically applies the set of rules to each source element in turn. For more
information, see the examples at the end of this section.

6. Execute the NDVRDSEL job. The following is a sample input file:

SIGNON DICTNAME SRCDICT USER EDBADMIN.

TARGET SYSTEM = 'QA' DICTNAME = 'D'

   SITEID = '1' ENVIRONMENT = QA.

MIGRATE SYSTEM DEVELOP TO SYSTEM QA.

MIGRATE SUBSYSTEM INTERNL TO SUBSYSTEM EXTERNL.

MIGRATE TYPE COBOL TO TYPE COBXX.

INPUT IS DATABASE.

EXPAND IDD HIERARCHY RELATIONSHIPS.

INCLUDE USER = DBADMIN.

INCLUDE CCID = DEVELOP.

EXCLUDE STATUS = NEVER-MIGRATE.

MODE = TRIAL.

MIGRATE Statement Examples

The following examples are based on a source environment that contains the inventory elements listed in the table below:

System Subsystem Type Stage
DEVELOP 9708 COBOL 1

9801 COBOL 2

Example 1

Change the stage number only.

To rename the stage component of inventory elements migrating from Stage #2 in the source DEVELOP and TEST
systems to Stage #1 in the target systems, use the following statement:

MIGRATE STAGE 2 TO STAGE 1.
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Example 2

Selectively change subsystem names within a given system.

As shown in the table below, the goal of this example is to change the 9708 subsystem name to INTERNL (within the
DEVELOP system only), when the inventory elements are migrated to the target system QA. Note that subsystem 9801
does not change.

System Subsystem Stage Type
Source element DEVELOP 9708 1 COBOL
Target element QA INTERNL 1 COBOL
Source element DEVELOP 9801 1 COBOL
Target element QA 9801 1 COBOL

To accomplish this change, use the following statement:

MIGRATE SYSTEM DEVELOP SUBSYSTEM 9708

       TO SYSTEM QA SUBSYSTEM INTERNL.

Example 3

Globally change subsystem names for both systems.

This example changes the name of the 9708 subsystem to INTERNL in both the DEVELOP and the TEST systems. It also
changes the type for the TEST system.

System Subsystem Stage Type
Source element DEVELOP 9708 1 COBOL
Target element QA INTERNL 1 COBOL
Source element DEVELOP 9801 1 COBOL
Target element QA 9801 1 COBOL
Source element TEST 9708 1 COBOL
Target element QATEST INTERNL 1 COBXX
Source element TEST 9801 1 COBOL
Target element QATEST 9801 1 COBXX

To accomplish these changes, use the following statements:

MIGRATE SYSTEM DEVELOP TO SYSTEM QA

MIGRATE SYSTEM TEST TYPE COBOL TO SYSTEM QATEST TYPE COBXX

MIGRATE SUBSYSTEM 9708 TO SUBSYSTEM INTERNL

Example 4

Selectively change system and subsystem names.
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This example changes the 9708 subsystem name to EMPl in the DEVELOP system and to INTERNL in the TEST system.

System Subsystem Stage Type
Element 1: Source DEVELOP 9708 1 COBOL
Target QA EMPL 1 COBOL
Element 2: Source DEVELOP 9801 1 COBOL
Target QA 9801 1 COBOL
Element 3: Source TEST 9708 1 COBOL
Target QATEST INTERNL 1 COBOL
Element 4: Source TEST 9801 1 COBOL
Target QATEST 9801 1 COBOL

To accomplish these changes, use the following statements:

MIGRATE SYSTEM DEVELOP SUBSYSTEM 9708

              TO SYSTEM QA SUBSYSTEM EMPL.     (RULE 1)

MIGRATE SYSTEM DEVELOP TO SYSTEM QA.           (RULE 2)

MIGRATE SYSTEM TEST TO SYSTEM QATEST.          (RULE 3)

MIGRATE SUBSYSTEM 9708 TO SUBSYSTEM INTERNAL   (Rule 4)

MIGRATE rules are applied in the order in which you enter them. In this example, the rules are applied as follows.

• Element 1: Rule 1 matches the system and subsystem names and is applied. Rule 2 does not match because the
system name has already been changed by Rule 1. Rule 3 does not match the system name. Rule 4 does not match
because the subsystem name has already been changed by Rule 1.

• Element 2: Rule 1 does not match the subsystem name. Rule 2 matches the system name and is applied. Rule 3
does not match the system name and Rule 4 does not match the subsystem name.

• Element 3: Rules 1 and 2 do not match the system name. Rule 3 matches the system name and is applied. Rule 4
matches the subsystem name and is applied.

• Element 4: Rules 1 and 2 do not match the system name. Rule 3 matches the system name and is applied. Rule 4
does not match the subsystem name.

Output

When the NDVRDSEL job executes successfully, it produces the following output:

• The Selection File (NDVRENO) with control information identifying the source and target Change Control Databases
(CCDBs), and the list of entities selected for migration.
The Selection File has an ENT (entity) statement for each entity named with an INCLUDE statement. The ENT
statement is commented out with an asterisk (*) if that entity is also EXCLUDEd. You can edit this file with any source
code editor.

• The Control Report set (NDVRLST) that includes:
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– The Input Command Listing that displays the commands you specified in the input command file (NDVRIPT).
– The Compiled Command Listing that displays the input command file as seen by the command interpreter within

NDVRDSEL.
– The Entity List Exception Listing that itemizes entities with WARN or EXCLUDE conditions.
– The End-of-Job Statistics summary with information related to the work the system performed during execution of

the job.
• The Detail Report (NDVRDTL) that lists all the entities and a summary of their rules and statistics. This report is

particularly useful if you need to edit the Selection File.
• The Utility Report (NDVRUTL) that flags potential problem areas requiring further investigation. It lists all closely

related entities modified out of sequence. This report is primarily for the CA Endevor/DB for CA IDMS administrator.

Step 2 Modify Selection File

Based on the reports you received as output in Step 1, you may want to make modifications to the Selection file. If you are
satisfied with the results after reviewing the Entity List Exception Listing and/or the Detail report, continue to Step 3.

Otherwise, your options are as follows:

• Edit the inventory source
• Edit the existing selection file, or
• Rebuild the selection file.

Edit the Inventory Source

Make the necessary changes, if any, to your CA Endevor SCM inventory elements. Then, edit the existing selection file or
rebuild the selection. See the following sections for more information.

Edit the Existing Selection File

1. Use a standard editor to modify the Selection File. The figure shown in Phase II - Migration shows the syntactical
format of the output file. You can manually add entities by inserting an ENT statement. To include an EXCLUDEd entity
that is listed in the file, remove the leading asterisk (*). The syntax for the entity statement is shown below; be sure to
place all ENT statements after the LIST FOLLOWS command.

ENT type entity-name vvvv.

NOTE
CA Endevor SCM inventory elements always have an entity type of C1-Element.

2. Execute NDVRDSEL using the following input parameters:

MODE = TRIAL.

INPUT = FILE.

These parameters cause the Selection File to be read back into NDVRDSEL as NDVRENI. The program processes
the edited file against the selection criteria and the CCDB produces the following:
– A new Selection File, output as NDVRENO.
– A new set of reports.

3. Review the reports and continue the validation process until you are satisfied.
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Rebuild the Selection File

1. Edit the selection criteria parameters.
2. Run NDVRDSEL using the following input parameters:

             MODE = TRIAL.

             INPUT = DATABASE.

     SOURCE SYSTEM [NAME] [IS | =] source-system-name

      DBNAME | DICTNAME [IS | =] dictname  | ' '

      VERIFY DATE = MM/DD/YY TIME = hh:mm:ss

TARGET {SYSTEM|NODENAME} [IS|=] node-name

      {DBNAME|DICTNAME} [IS|=] dictname

       SITEID [IS|=] site-identifier

       ENVIRONMENT [IS|=] target-env-name.

MIGRATE [SYSTEM mvs-system ] [SUBSYSTEM mvs-subsystem ]

        [TYPE mvs-type ]  [STAGE[NUMBER]mvs-stage# ]

  TO  [SYSTEM mvs-system  ] [SUBSYSTEM mvs-subsystem ]

        [TYPE mvs-type  ]  [STAGE [NUMBERr]mvs-stage# ] .

     .

     .

     .

[MODE     [IS | =]  {TRIAL | EXECUTE  | BACKOFF} .]

[INPUT    [IS | =] {FILE |  DATABASE} .]

[SIGNOUT  [TO] {USER | CCID} [NAME]  [IS | =]  signout-name ]

[INCLUDE
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          [FROM [DATE] [IS | =]  mm/dd/yy ]

          [THRU [DATE]  [IS | =] mm/dd/yy ]

          [ALL ]

            [{MGRP | CCID | USER} [NAME][IS | =] select-name

          ['']

          [WHERE STATUS [NAME]  [IS | =] status-value ]  ].

[EXCLUDE    [WHERE] STATUS [NAME] [IS | =] status-value

             [WITHIN CCID [NAME]  [IS | =]status-value ]  ].

[EXPAND    IDD {CHANGE  | HIERARCHY} [relationships]. ]

[WARN       [WHERE]

          [CCID  [IS | =] MULTIPLE]

          [CCID  [IS | =] NULL]

          [USER  [IS | =] MULTIPLE ]

          [USER  [IS | =] null]  .]

LIST FOLLOWS  .

 ENT type entity name vvvv.

 ENT type entity name vvvv.

      .

      .

      .

Step 3 Correlate File with Target

When you have finished editing the selection list, run the correlation processor to produce an impact analysis report. The
correlation job examines the history of changes in the target environment to determine if candidates have been modified
since they were last migrated from the source environment. Also, it determines which entities might be adversely affected
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by the migration, or might prevent successful transfer. In this manner, reversion of applied fixes or parallel development
conflicts are captured, and discrepancies can be resolved before they cause problems.

Input

To correlate the selection list with the target and produce an impact analysis report:

1. Obtain a copy of the JCL for running NDVRDCOR. This program reads the entity names and control information
contained in the Selection File. A sample job, SAMPDCOR, is available in the CA Endevor/DB for CA IDMS installation
JCL library. (The ddname of the Selection File is NDVRENI.)

2. Use the input file (NDVRIPT) to supplement the control statements in the Selection File. Refer to the Administrating
section for more information on the SIGNON, IGNORE, and EXPAND statements.

3. Execute the NDVRDCOR program.

Output

When the job executes successfully, you end with the following output:

• The Control Report set (NDVRLIST) that includes:
– The Input Command Listing that displays the commands you specified in the input command file (NDVRIPT).
– The Compiled Command Listing that combines the statements in the Selection File (NDVRENI) with those in the

input file (NDVRIPT).
– The Migration Entity Exceptions that lists entities on the Selection list that have been modified in the target system

since they were last migrated. If no migration activity is logged in the CCDB, the last migration is assumed to have
occurred at the beginning of recorded history for the target. (Note that this report only appears when there are
exceptions.)

– The Expansion Entity Exceptions report that lists related entities that have been modified since the last migration.
This report is for the CA Endevor/DB for CA IDMS administrator.

– The End-of-Job Statistics summary with information relating to the work performed by the system during execution.
• The Detail Report set (NDVRDTL) that includes:

– The Compiled Command Listing.
– The Correlation Detail Listing that itemizes all entities from the target that were involved in the impact analysis. Any

IGNORE rules you applied to exception conditions are listed in this report.
– The End-of-Job Statistics summary for the correlation job.

• The Utility Report set (NDVRUTL) that includes:
– The Input Entity List File listing that records the control information and the list of entities in the Selection File

(NDVRENI).
– The Target Entity Exceptions report that lists any entities that will stop the migration process. (Note that this report

only appears if you use the EXPAND statement and it only applies to CA Endevor/DB for CA IDMS entities.)
– The End-of-Job Statistics summary for the correlation job.

Step 4 Modify Selection File

Based on the reports you received as output in Step 3, you may want to make modifications to the Selection File. If you
are satisfied with the results after reviewing the reports, continue to Step 5.

Otherwise, your options are as follows:

• Edit the inventory source, or
• Edit the existing Selection File.
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Edit the Inventory Source

1. Make any necessary changes to your CA Endevor SCM inventory elements.
2. Optionally, build a new Selection File, rebuild the existing file, or proceed to Step 5.

Edit the Existing Selection File

1. Use a standard editor to modify the Selection File. You can manually add entities by inserting an ENT statement. To
include an EXCLUDEd entity that is listed in the file, remove the leading asterisk (*).
Syntax for the entity statement is shown below; be sure to place all ENT statements after the LIST FOLLOWS
command.

ENT type entity-name vvvv.

NOTE
CA Endevor SCM inventory elements always have an entity type of C1-ELEMENT.

2. Run NDVRDSEL using the following input parameters:

       INPUT = FILE.

MODE = TRIAL.

3. Review the reports and edit the file, continuing the validation process until you are satisfied.
4. Run NDVRDCOR to correlate the new file with the target.

Step 5 Finalize Selection File

To obtain the final Selection File that can be used as input to the migration processor, execute NDVRDSEL using the
following input parameters:

INPUT = FILE.

MODE = EXECUTE.

In Execute mode, the Selection File you produced in Trial mode is read in as input (NDVRENI), and the final Selection File
is produced as NDVRENO.

Phase II -- Migration

You can now use the finalized selection list to migrate the entities. The Delivery processor, NDVRDLVR, builds transfer
files and the CA Endevor SCM batch processor, NDVRC1 updates the target environment. During migration, the Change
Monitor on the target environment is run in a special migration mode to indicate that the environment modifications are the
result of migration. The figure below summarizes the migration process.
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Input for the Source Job

To begin the migration process, create transfer files as follows:

1. Obtain a copy of the JCL for running NDVRDLVR/NDVRC1. A sample job, SAMPC1J1, is available in the CA Endevor/
DB for CA IDMS installation JCL library.

2. Specify the necessary information for the input file (NDVRIPT). To set SCL options, you need to include the following
parameter; code it immediately after the SIGNON statement.

SET SCL [OPTIONS] option option option ...

where:
option can be any value supported by the CA Endevor SCM SET OPTIONS command that applies to Move and
Transfer actions. In Release 3.8 of CA Endevor SCM, these values are as follows:

BYPASS DELETE PROCESSOR FORCE
BYPASS ELEMENT DELETE COMMENT 'comment-string'

BYPASS GENERATE PROCESSOR OVERRIDE SIGNOUT
CCID ccid-name SYNCHRONIZE
IGNORE GENERATE FAILED WITH HISTORY

The remaining command language syntax for the input file is detailed in the Administrating section.

• Execute NDVRDLVR/NDVRC1.

Output from the Source Job

The migration process produces the following output for CA Endevor SCM environments.
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• An SCL file that contains CA Endevor SCM Restore commands for each inventory element being migrated.
• If the target environment is at another site, an SCL file that contains CA Endevor SCM Archive commands for each

inventory element being migrated.
• The Control Report set (NDVRLST) that includes:

– An Input Command Listing of the syntax you specified in the NDVRIPT input file.
– An Entity File Listing.
– A Process Summary.

• A standard output listing from the CA Endevor SCM batch processor.

Input for the Target Job

Run NDVRC1 in the target environment. A sample job, SAMPC1J2, is available in the CA Endevor/DB for CA IDMS
installation JCL library.

Output from the Target Job

After the job is run, you have the following output:

• Migration Change Log Entries (CLEs) on the target environment are assigned a CLE action code of V, and are
stamped with a footprint containing the exact date and time received, the source system identifier, and the date and
time the inventory element was selected at the source environment.

• If the target environment is at a different site, the job produces an archive data set that contains the source name and
information for the inventory elements being migrated.

Phase III -- Confirmation

After the migration is implemented successfully, you extract a confirmation file from the target. This file identifies the target
name, date and time of the migration, and each entity that was migrated. At the source, this file is used to create migration
Change Log Entries (CLEs). A complete audit trail of the migration now exists on the source and the target.

Migration CLEs are used by future Selection and Correlation jobs as part of the ongoing quality assurance/maintenance
cycle. In addition, the CLEs are used for comprehensive migration activity reports.

Step 1 Create a Confirm File

The confirmation file extract program reads the Selection File to determine which CLEs to extract from the target CCDB.
Extracts are done on the basis of source system, dictname, and date/time values.

To extract information for the confirmation file:

1. Obtain a copy of the JCL for NDVRDCF1. A sample job, SAMPDCF1, is available on the CA Endevor/DB for CA IDMS
installation JCL library.

2. Execute the NDVRDCF1 job.

Step 2 Create Source CLEs

Use the file you created in the previous step as input for the next job, the job that completes the confirmation process at
the source. This job creates migration Change Log Entries in the source CCDB (the CLE action code = C), and signs in
the migrated entities to make them available for entry into the development cycle.

To complete the confirmation process:

1. Obtain a copy of the JCL for NDVRDCF2.
2. Execute the NDVRDCF2 job.

You have now completed the Release Management cycle for this group of entities.
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Administrating CA Endevor and DB for CA IDMS
CA Endevor/DB Change Monitor authorizes and logs updates to any IDD in an accompanying Change Control Database
(CCDB). Logically, the CCDB is an extension of the dictionary. Updates to the CCDB and the dictionary being monitored
are kept in synchronization through the CA Endevor/DB system software.This section describes the administration of
Endevor/DB for CA IDMS.

For more information, see the following topics:

 

Monitoring Change Activity
Change Monitor operates as a standard CA IDMS database procedure through the subschema used to update the
dictionary. The Change Monitor is “hooked” into a dictionary by mapping the CA Endevor/DB-supplied NDVRNWKA
for the IDMSNWKA subschema. From this point forward all updates attempted through NDVRNWKA will be routed to
the Change Monitor for logging and authorization. (Actual dictionary updates are performed by Computer Associates
compilers.) For more information, see the following topics:

Change Manager Architecture
Once the Change Monitor receives control, it establishes the relationship between a dictionary and its CCDB through
the DBNAME table. To achieve monitoring, the NDVRNWKA subschema, which describes the dictionary, as well as the
NDVRSUBS subschema, which defines the CCDB, are mapped to a common DBNAME. The Change Monitor supports as
many CCDBs as are defined in the DBNAME table. The Change Monitor decodes the DBNAME table at system startup to
determine the proper pairing of CCDBs to dictionaries.

To summarize, change monitoring is initialized by mapping the IDMSNWKA subschema to the NDVRNWKA subschema
and establishing a CCDB for the database names to be monitored.

NOTE
CA Endevor/DB cannot be used with Data Sharing and Dictionaries managed by CA Endevor/DB cannot be
shared.

Establishing a CCDB
Installing a CCDB is analogous to installing a dictionary. JCL and parameters to accomplish these tasks are supplied with
the installation media and are fully documented in the CA IDMS Installation and Maintenance -- z/OS section. Execute the
following jobs from the installation procedure:

• Job 6: Creates the segments, areas, and files for the Change Control Database (CCDB) and place in the Global
DMCL. This step also specifies the IDMSNWKA to NDVRNWKA subschema mapping for each database name to be
monitored.

• Job 7: Allocates the Change Control Database.
• Job 8: Punches and link-edits the local DMCL.
• Job 9: Modifies the CV startup JCL to include the CA Endevor/DB load library.
• Job 10: Assembles the Change Control Data Base server/data base name configuration table (NDVRCNFG) and links

it to your CV load library.
• Job 11: Cycles the CV.

Linking a Dictionary to the Change Monitor
The Change Monitor runs as a task named NDVRSERV under CV, or as a subtask of the operating system in local mode
operation. The task definition and programs for the Change Monitor are provided on the CA Endevor/DB installation
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media. Once the installation procedure (shipped with the media) is executed, the Change Monitor is available to any
dictionary for which the IDMSNWKA -to- NDVRNWKA subschema mapping has been specified (for the applicable
database name in the table). It is only necessary to install the Change Monitor once per CV. Any number of dictionary/
CCDB pairs can be run through the monitor.

Note: Disabling CA Endevor/DB is only recommended when unloading and reloading the dictionary for expansion
purposes. 

Figure 1.1 below depicts the flow of operation surrounding installation of CA Endevor/DB change monitoring on a
dictionary.

 

Figure 1: Linking a Dictionary to the Change Monitor

DBName Table Coding Rules
During execution the Change Monitor detects the DICTNAME and SUBSCHEMA name when an update to an IDD is
requested. It then searches for this name in the DBNAME table to determine the appropriate CCDB to which activity
should be logged.

The relationship between a dictionary (that is, an IDMSNWKA mapping) and a CCDB (that is, a xxxxCCDB segment) must
be one-to-one. The same pair of mappings must always occur together under a DBNAME.

The DBName for the dictionary linked, or "hooked" to the Change Monitor should be the same as the Segment Name of
the segment in the DMCL containing the dictionary's DDLDML area. Failure to do so may allow the Change Monitor to be
bypassed if the segment name of the DDLDML is specified as a DBName or Dictname. A valid DBName for a "hooked"
dictionary must include:
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• Segment(s) describing the areas of a dictionary (DDLDML, DDLDCLOD, and, optionally, DDLDCMSG)
• Segment(s) describing all areas of a CCDB (NDVR-ADM, NDVR-LOG, and NDVR-PAK)
• Subschema mapping of IDMSNWKA to NDVRNWKA

For example, if the DMCL contains the following segment definitions:

SEGMENT APPLDICT
     AREA APPLDICT.DDLDML
     AREA APPLDICT.DDLDCLOD
SEGMENT SYSMSG
     AREA SYSMSG.DDLDCMSG
SEGMENT APPLCCDB
     AREA APPLCCDB.NDVR-ADM
     AREA APPLCCDB.NDVR-LOG
     AREA APPLCCDB.NDVR-PAK

The correct DBName definition to link the APPLDICT dictionary to the Change Monitor would be:

CREATE DBNAME dbtable-name.APPLDICT
   INCLUDE SEGMENT APPLDICT
   INCLUDE SEGMENT SYSMSG
   INCLUDE SEGMENT APPLCCDB
   SUBSCHEMA IDMSNWKA MAPS TO NDVRNWKA
   SUBSCHEMA NDVRSUBS MAPS TO NDVRSUBS;

If APPLDICT is the default dictionary for the system, in addition to the above, you must establish subschema mappings at
the DBTable level as follows:

MODIFY DBTABLE dbtable-name
  SUBSCHEMA IDMSNWKA MAPS TO NDVRNWKA
         DBNAME APPLDICT
  SUBSCHEMA IDMSNWK? MAPS TO IDMSNWK?
         DBNAME APPLDICT

Note: Pointing two separate dictionaries at the same CCDB is not permitted. View the CCDB as a logical and physical
extension to the dictionary.

Seeding the CCDB
When the CA Endevor/DB system encounters an empty Change Control Database (CCDB), it loads the first Dictionary
Descriptor and Security Class records automatically. The initial CCDB is under the control of a Security Class named
NDVR-GLOBAL. NDVR-GLOBAL enables all menu options, allows modification without a CCID or userid, and has
preassignment and Auto-Signout turned off. The Dictionary record is named after the DBNAME of the dictionary for which
the CCDB was established. The initial global dictionary options specify no Userid required, no password required, Auto-
User, and a default Security Class of NDVR-DDA. Therefore, the first user will be running under the restrictions imposed
by NDVR-DDA since Auto-User will add the first user. This prevents users from accidentally gaining access to the CA
Endevor/DB Security System while the system is being set up by the installer.
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After establishing a physical CCDB, the CA Endevor/DB Online front end must be used to assign a security administrator,
assign a System Identifier name, and set default security options. The first time the CA Endevor/DB Online front end is
used, the system will encounter the empty Change Control Database (CCDB) and load the dictionary and security class
records described above.

To establish a security administrator, refer to Section3, "Global Security."

After setting up the security administrator, the dictionary and security options may be changed to conform to a specific
installation. Options such as requiring a password can be specified for the dictionary, and permissions can be modified
for each security class. The ability to use the CA Endevor/DB Batch front end is initially disabled for the loaded security
classes and must be enabled to use this facility. To enable the Batch front end, refer to Section3, "Global Security."

Change Monitor Configuration
The Change Monitor runs with a driver task under CV, or as a subtask of the operating system in local mode operation.
For CV, the task definition and programs for the driver are provided on the CA Endevor/DB installation media (in dictionary
member CA-ENDEVOR-DB-SYSGEN). Once the installation procedure shipped with the media is executed, the Change
Monitor and driver are available to any dictionary which has been "hooked" through the IDMSNWKA-to-NDVRNWKA
mapping. Any number of dictionary/CCDB pairs can be run through the monitor.

During execution, the Change Monitor automatically attaches a driver task (named NDVRSERV under CV) when it is first
invoked. The driver task opens one protected update run unit (on demand) for each CCDB under its control. While this
run unit is active, NDVRSERV has exclusive control of the CCDB. This run unit remains active throughout the day and is
responsible for all updates performed against the CCDB.

Figure 1.2 depicts the run time architecture of the CA Endevor/DB system.

Configuration Table
 

As part of the initial installation procedure (STEP 3), a null configuration table (load module NDVRCNFG) was placed in
the CA Endevor/DB load library with other executable components of the system. The NDVRCNFG table can be optionally
modified to:

• Assign base names when multiple DBNAMEs point to the same dictionary and CCDB.
• Cause the Change Monitor to attach more than one driver task.
• Configure CCDBs to driver tasks.
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When running with the null NDVRCNFG table supplied at installation, all CCDBs defined to a CV run with default base
names, and run under one driver task as depicted in Figure 1.2. This is more than adequate for the majority of installations
and need not be modified. It must be kept in mind that CCDB activity is extremely minor in comparison to the work
performed in the IDD.

The configuration table is a simple two-entry table with a Driver Number in column one and a DBNAME in column two.
The DBNAME in the table is used as the base name (DICTNAME) for the CCDB/IDD pair to which it belongs. The Driver
Number is a digit from 1 to 9 that specifies the driver task assigned to handle the CCDB for that DBNAME. If a Driver
Number is not specified, it defaults to 0.

When the driver task detects a newly initialized CCDB, it automatically primes the database with the records required
for execution. One of the records stored in the CCDB (the Dictionary Record) contains the DICTNAME of its associated
IDD. However, if the DICTNAME is changed (by a new DBNAME table) after initial install, the CCDB is automatically
updated by the driver to reflect the new name. These are normally straightforward operations, except where two or more
DICTNAMEs point to the same IDMS dictionary at initial startup or when renaming (by a new DBNAME table).

Note: If a site does not use multiple DBNAMES to point to the same IDMS dictionary, base name set up can be ignored.

The base name is stored internally in the CCDB Dictionary Record by the driver at startup. Only one base name can exist
per dictionary. The base name displays at the top of all CA Endevor/DB Online screens (in the header area) regardless
of the DICTNAME used to gain access to that dictionary (for example, through DCUF SET DICTNAME or CA Endevor/
DB Signon). The default base name for a CCDB will be the lowest in collating sequence unless the system is instructed
otherwise (as explained below). It is important to note that the primary dictionary is always known as ' ' under these rules
regardless of coding in the DBNAME table. Base names become important when using the Promotion Support Facilities
(see Section8, "Promotion Support Facilities") to create migration audit trail records in the CCDB.

Figure 1.3 depicts a system running with a NDVRCNFG table.

Notice that DBNAMEs (DCT1 and DCT2) both point to the same CCDB. Since DCT2 is coded in the NDVRCNFG table,
DCT2 is the base name. DCT1 becomes an alias name. All non-base names become alias names. DCT1 will function
normally (in DCUF commands and CA Endevor/DB search criteria) in all respects. When an alias name is used to sign-on,
or in DCUF commands prior to using CA Endevor/DB online screens, the base name will be echoed in the screen header
DICTNAME field.

Also notice in Figure 1.3 that a driver number other than 0 was specified with DCT2. This will cause the Change Monitor
to establish another task, and assign it DCT2's CCDB run unit. Although the example shows a separate task assigned to
DCT2, this is not necessary. If the Driver Number for DCT2 was specified as 0 or omitted, DCT2 would have its CCDB run
unit managed by driver 0.

The following rules apply to this table:
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• The DBNAME specified in the NDVRCNFG table becomes the base name for that CCDB.
• A given DBNAME can only appear once in the table.
• All CCDBs not assigned through the NDVRCNFG table are assigned to driver 0.

At system startup, the NDVRCNFG Table is loaded and analyzed along with the DBNAME table. The following actions
take place:

• The table is edited for consistency, and appropriate diagnostics are produced.
• All CCDBs are assigned base names and/or assigned to drivers according to the table.
• If any CCDBs are unassigned after the NDVRCNFG table is processed (those coded in the DBNAME table but not

entered in the NDVRCNFG table), they are allocated to driver 0 and assigned the default base name (lowest in
collating sequence).

• All drivers specified and the default driver 0 (if needed) are started. If all the CCDBs are allocated to other drivers,
driver 0 will not be started. Run units for CCDBs will be bound by the appropriate drivers when the first access request
is made.

Note: Under local mode, one driver subtask is started for the CCDB being accessed. Be sure to supply the correct
NDVRCNFG table and IDMSDBTB in the job step.

Sample JCL for NDVRCNFG

To assign base names, and/or establish more than one driver and assign CCDBs to drivers, Job 10 is supplied on the CA
Endevor/DB installation media. If the job from the install library is used, all substitutable parameters except for driver no
and base name were established as part of the installation procedure.

//JOBNAME   JOB (AAA),'JOB 10 INSTALLATION',CLASS=A,
//    MSGCLASS=X
//******************************************************************
//*                                                                *
//*  STEP 1:  ASSEMBLE CCDB SERVER/DBNAME CONFIGURATION TABLE.     *
//*                                                                *
//*  STEP 2:  LINK CONFIGURATION TABLE TO USERCV.LOADLIB.          *
//*                                                                *
//*                                                                *
//******************************************************************
//STEP1   EXEC PGM=your.assembler,REGION=2048K,
//             PARM='DECK,NOLOAD,NORLD,NOXREF'
//STEPLIB   DD DSN=idms.loadlib,
//             DISP=SHR
//SYSPRINT  DD SYSOUT=*
//SYSLIB    DD DSN=ndvrdb.srclib,
//             DISP=SHR
//SYSPUNCH  DD DSN=&.&ASMOP.,DISP=(NEW,PASS),UNIT=TDISK,
//             DCB=BLKSIZE=80,SPACE=(TRK,(5,1))
//SYSUT1    DD DSN=&.&ASMWRK1.,UNIT=TDISK,SPACE=(TRK,(5,1))
//SYSUT2    DD DSN=&.&ASMWRK2.,UNIT=TDISK,SPACE=(TRK,(5,1))
//SYSUT3    DD DSN=&.&ASMWRK3.,UNIT=TDISK,SPACE=(TRK,(5,1))
//SYSIN     DD DSN=ndvrdb.srclib,
//             DISP=SHR
//*
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//*  LINK THE NDVRCNFG TABLE:
//*
//STEP2   EXEC PGM=your.linkeditor,REGION=2048K,COND=(4,LE),
//             PARM='RENT,LET,LIST,MAP,XREF,SIZE=(256K,64K),NCAL'
//SYSPRINT  DD SYSOUT=*
//SYSUT1    DD DSN=&.&LNKWORK.,UNIT=TDISK,SPACE=(CYL,(5,1))
//SYSLMOD   DD DSN=usercv.loadlib (NDVRCNFG),
//             DISP=SHR
//SYSLIN    DD DSN=&.&ASMOP.,DISP=(OLD,DELETE)
//*
//* END OF JOB 10

NDVRCNFG Coding Examples

To establish base names for a dictionary pointed to by more than one DICTNAME, code:

//SYSIN    DD   *
         NDVRSERV DBNAME=DBNAMEA       set up first CCDB name
         NDVRSERV DBNAME=DBNAMEB       set up second CCDB name
         NDVRSERV END=YES
         END

To establish two driver tasks and run DBNAME DB1 and DB2 under a common separate driver, code:

//SYSIN    DD   *
         NDVRSERV SERVER=1,DBNAME=DB1
         NDVRSERV SERVER=1,DBNAME=DB2
         NDVRSERV END=YES
         END

All DBNAMEs not specified above will go to driver 0.

To establish three driver tasks and assign DB1 to one separate driver and DB2 to another separate driver, code:

//SYSIN    DD   *
         NDVRSERV SERVER=1,DBNAME=DB1
         NDVRSERV SERVER=2,DBNAME=DB2
         NDVRSERV END=YES
         END

All DBNAMEs not specified above, but defined to the DBNAME table will go to driver 0.

Change Monitor Operations
Contents
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Under CV, an authorized user can employ the CA Endevor/DB online system to turn the Change Monitor, the CCDB, or
the Security System on or off for a dictionary. This may be required in emergency situations when there is a critical need
to bypass security.

Note: Since the NDVRSERV driver task(s) keeps an open run unit for each active CCDB, the areas in the CCDB cannot
be varied offline by DCMT commands until the run unit bound by task NDVRSERV under program NDVRFLIO completes.
The Control Functions Menu allows the user to release the CCDB run unit via an online command.

To turn off the monitor, security, or release a CCDB run unit:

1. Sign-on to CA Endevor/DB by entering NDVRMIS at the NEXT TASK CODE prompt.
2. Enter OPTION ===>10 (CONTROL FUNCTIONS) on the MAIN MENU.

The System Control Functions menu appears:

 CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
 OPTION ===> 8
   1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
   3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
   5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
   7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
 SECURITY CLASS ===>                                 (IF OPTIONS 3, 4, 5, 6 )
 DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

3. Enter OPTION ===>8 (MODIFY MONITOR DICT STAT BLOCKS).
4. Enter the base name of the CCDB to be varied in the DICTNAME field.

The Monitor DICT Status Block Detail screen appears:

 CA-E/DB nn.n volser     MONITOR DICT STATUS BLOCK DETAIL      mm/dd/yy  NDVRMA30
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 *********************  DICTIONARY STATUS BLOCK INFORMATION  *******************
 DBNAME ===> SRCNDVR
 CURRENT MONITOR ACCESS MODE ===> U        PENDING MONITOR ACCESS MODE ===>
 CA-E/DB SECURITY PROCESSING ===> Y        CA-E/DB CHANGE LOGGING      ===> Y

If you left the DICTNAME blank on the prior screen, a list of all the active CCDBs running under the driver task for
the dictionary under which you are operating will appear. In this case, place a non-blank character next to the correct
DICTIONARY and press ENTER to get to the screen shown above. This screen contains Change Monitor control
information for the specified dictionary.

Current Monitor Access Mode

This field displays the current status of the Change Monitor.

Option Description
U Update mode. In update mode the CCDB areas are readied in

update mode.
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R Retrieval mode. In retrieval mode the CCDB areas are readied in
retrieval.
Note: This mode would only be used when an emergency offline
process needs to be run against the CCDB while the dictionary is
still available for update. No Change Logging is accomplished.

O Offline. In offline mode the Change Monitor does not ready the
CCDB areas. No CCDB or dictionary processing can take place in
the CV.
Note: This mode would only be used in an emergency situation
when the CCDB is required of an offline updating process. O must
be specified before the CCDB can be varied offline with DCMT
commands.

The following table summarizes the actions, which the CA Endevor/DB Change Monitor performs for various combinations
of the Dictionary Status Block settings:

Access Mode Security Processing Change Logging Action Description
O - - - - - - Fail all requests
R N N Allow all requests; log nothing
R - - - Y This combination is not allowed

by CA Endevor/DB
R Y N Do security
U N N Allow all requests; log nothing
U N Y Allow all requests; log all

updates
U Y N Do security; log nothing

Pending Monitor Access Mode

Set this field to U (Update), R (Retrieval), or O (Offline) to change the CURRENT MONITOR ACCESS MODE status.
The requested action will take effect as soon as work-in-progress is completed. Setting this field to R automatically turns
off Change Logging. Setting this field to O automatically turns off Change Logging and Security Processing. It is highly
recommended that the Data Dictionary be varied offline or retrieval before setting the CCDB to O or R.

WARNING
When the mode is reset to U, after being set to O or R, the Security and Logging switches are left at N.
Remember to set these switches to Ys for full CA Endevor/DB services to be in effect. Vary the Data Dictionary
to update mode after enabling CA Endevor/DB services.

Security Processing

Current status of the security system for this dictionary. To modify, set this field to Y or N.

• Y -- Security system is enabled
• N -- Security system is disabled. All updates are allowed to process regardless of signout, lock, or preauthorization. No

signouts are attempted.

Change Logging

Current status of the change monitor for this dictionary. To modify, set this field to Y or N.
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• Y -- Change Log Entries are created in the CCDB when entities are updated.
• N -- Change Log Entries are not created in the CCDB when entities are updated. Vary the Data Dictionary areas to

retrieval mode before turning off logging.

Security System Overview
The CA Endevor/DB Security System enhances IDD-level security enforcement. All CA Endevor/DB users and the
Change Monitor run under control of the CA Endevor/DB Security System. Conceptually, the CA Endevor/DB Security
System resides between the CA IDMS compilers and the dictionary. At execution time, all requests to modify entities
in the CCDB or the IDD are cleared through CA Endevor/DB security. After passing CA Endevor/DB security edits, a
dictionary update request is then passed to the IDD to be handled in the usual manner. 

Security System Architecture
If the user has already established IDD-level security, CA Endevor/DB adds a layer of additional capability on top of that
already set up. If no IDD security is in effect, CA Endevor/DB security can be used exclusively to control updates to IDD
entities. The security administrator can establish any combination of CA Endevor/DB security, as well as IDD options.

Please note: No security is enforced when dictionary entities are retrieved immediately prior to update. CA Endevor/DB
security is enforced when the update actually occurs. If you fail IDD security, the system generates an IDD error message
indicating that you cannot perform that action. If you fail CA Endevor/DB security, the system generates an CA Endevor/
DB error message indicating that you cannot perform that action. Immediately after that message, the system displays an
IDD error message telling you that the update has failed.
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Figure 2.1 illustrates the conceptual flow of requests through the CA Endevor/DB Security System. Both the CA Endevor/
DB Online System and the CA IDMS compilers gain authorization to update entities through CA Endevor/DB.

Figure 2: systemsecurityarchetecture

The CA Endevor/DB Security System determines overall processing options through procedure enforcement, entity
attributes, and discrete function masks. These concepts are explained in more detail below.

Security Facilities
The CA Endevor/DB Security System is designed to prevent unauthorized users from modifying entities in the CCDB and/
or IDD. There are several reasons for wanting to closely control who modifies what. For example:

• Some entities may be critical or sensitive, and should only be updated by specific users (for example, disbursement
programs).

• Some users may be restricted to updating only specific types of entities (for example, programmers may not be
allowed to modify schema definitions).

• Some users may be restricted to updating only specific entity occurrences (for example, trainee programmers may be
restricted to only updating the classroom study applications).

• Some shops may want to enforce a rule allowing only one programmer (or one group of programmers) to work on
an entity at a time. In this case, once someone modifies an entity, no one else is allowed to modify it until the "initial
modifier" releases it.

• Certain actions may only be performed by appropriate personnel (for example, migration).
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The CA Endevor/DB Security System provides these capabilities through special security facilities.

Note: No CA Endevor/DB security facility is required - they are all optional. If a facility is not needed at a site, it can be
disabled.

• Entity Type MONITOR Flags
For each entity type that CA Endevor/DB handles, there is a MONITOR flag. The effects of these flags are global:
if you set a MONITOR flag to N, then CA Endevor/DB simply ceases to pay any attention to that entity type. At
installation time, all MONITOR flags are Y.

• SIGNON Rules
There are various rules that govern the CA Endevor/DB signon process. These rules can be determined on a user-by-
user basis, or a CCID-by-CCID basis, or can be set globally. These rules determine:
– Whether a USER must be predefined in the CCDB before SIGNON is allowed;
– Whether a password must be correctly specified before SIGNON is allowed;
– Whether the CA IDMS/DC userid must be used as the CA Endevor/DB userid;
– Whether changes by the user to entities in the dictionary must be attributed to the user alone or to a CCID.
– If changes must be attributed to a CCID, whether the user must identify that CCID at SIGNON time or if predefined

CCID associations will be used.
• SIGNOUT Processing

An entity can be signed out to a USER or a CCID. Once signed out, only users signed on as that USER or under that
CCID can update the entity. An entity can be signed out manually or automatically. There is a set of entity type AUTO
SIGNOUT flags. For each entity type that CA Endevor/DB handles, there is an AUTO SIGNOUT flag. The effects of
these flags are global: if you set an AUTO SIGNOUT flag to Y, an entity is automatically signed out when it is modified.
It is signed out to the USER or CCID who modified it. There is also a SIGNOUT function in the Promotion Support
Selection utility - if used, all entities selected for migration are signed out when selected, and then signed in when the
migration is confirmed.

• PREAUTHORIZATION Processing
A USER or CCID can be preauthorized to an entity. Preauthorizations can be used in any or all of five places:
– For specific entities - to set restrictions so that only preauthorized users can change them.
– For specific users - to restrict which entities they are allowed to change.
– To control which users are allowed to SIGNON or to make changes under given CCIDs.
– To control which users are allowed to establish entity-status relationships for certain statuses. These relationships

are used to control the promotion process.
– To predefine the CCID to which changes will be attributed for certain entities.

• LOCK Processing
A USER, a CCID, or the entire dictionary can be locked.
– Once a USER is locked, no one can sign on as that user or perform any updates as that user.
– Once a CCID is locked, no one can sign on under that CCID or make changes attributed to that CCID.
– Once a DICTIONARY is locked, no one can update anything in that dictionary.

• ACTION Rules
There are rules governing the ability to perform various CA Endevor/DB actions. These rules can be set on a user-by-
user basis, or a CCID-by-CCID basis, or globally. These rules determine:
– Whether a user is allowed to run the Archive/Compress utility;
– Whether a user is allowed to run the Promotion Support utilities;
– Which functions of the Online front end a user is allowed to operate.
– Whether a user is allowed to run the Batch front end and if so, which functions of the Batch front end a user is

allowed to operate.
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Security Components
The CA Endevor/DB Security System consists of assigned security procedures in the CCDB, the security enforcement
logic inside the Change Monitor itself, the portions of the MIS Front End used to maintain the CCDB, and the portions
of the Promotion Support utilities that perform SIGNOUT and SIGNIN processing. The security administrator uses the
MIS Front End to establish the security procedures in the CCDB, and the Change Monitor automatically watches over
those procedures. To understand the CA Endevor/DB Security System, it is essential to understand the various security-
related data structures in the CCDB, how they interrelate, and how the Change Monitor uses them to provide the features
described above.

Component Description
Dictionary Descriptor Contains control flags that affect all dictionary entities and

users. Some of the SIGNON rule control flags are kept in the
Dictionary Descriptor, along with the MONITOR flags and the
AUTO SIGNOUT flags. This descriptor also contains a LOCK flag
for the dictionary, the name of the Security Class for the dictionary,
and the name of a Security Class to use when signon processing
is performed without a specified user.

Security Class Descriptor Contains the remainder of the control flags (not contained in
the Dictionary Descriptor). There is a Security Class associated
with the dictionary, with each USER, and with each CCID.
During signon processing, the security administrator identifies a
dictionary, and optionally a USER and up to 12 CCIDs -- each with
an associated Security Class. It is possible, then, to have a total
of up to 14 Security Class Descriptors as implied by the signon
process.
The control flags from these Security Class Descriptors are
merged under the following rules:
An N value for a flag in any Security Class means the user
operates with N.
A Y value for all security classes means the user operates with Y.

USER Descriptor Contains the name, password, security class, and most recent
list of CCIDs for a user. When a user signs on, if no CCIDs are
specified, the list is assumed to identify the CCIDs to use; if one
or more CCIDs are specified, they are assumed to replace the old
list. An exception to this use of Signon CCIDs is when DERIVED
CCID processing is in effect for the user. Then Signon CCIDs are
not used, and predefined CCID to entity associations are used
to identify what CCIDs to associate as the updates to dictionary
entities occur. The USER Descriptor also contains a LOCK flag for
the user.

CCID Descriptor Contains the name and security class for a CCID. It also contains
a LOCK flag for the CCID.

SIGNOUT and PREAUTH Record Acts as a junction between ENTITY and either USER or CCID. It
contains a signout flag, a PREAUTH flag, and a DERIVE CCID
flag. A given SIGNOUT/ PREAUTHORIZATION record can serve
three purposes:
To record that an entity is signed out to the user or CCID involved
in the junction
To record that the user of the CCID involved in the junction is
preauthorized to the entity.
To record that changes made by any user running in DERIVED
CCID mode will be attributed to the CCID that participates in the
junction.
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Security Implementation
Contents

This section describes the CA Endevor/DB security planning process, and the features that are used to implement each
desired capability.

Entity Type Monitoring

The security administrator's first consideration is to decide which entity types to monitor (and thus secure through the
CA Endevor/DB Security System). If, for instance, you do not wish to control the update of ELEMENT entities, set the
MONITOR flag for ELEMENTs to N.

For more information on entity types, see Appendix B, "CA Endevor/DB Entity Types," in the CA Endevor/DB for CA IDMS
Batch Reference section.

Security Classifications

The security administrator's next consideration is whether to establish security by USER, security by CCID, global
security, or no security at all.

• No security is the easiest to implement. Simply change the name of the default user Security Class (in the Dictionary
Descriptor) to the global privileges Security Class.

• Global security is only slightly more difficult. Change the name of the default user Security Class to the global security
class, and then disable (in that Security Class) those features, which no user is to be able to perform.

To establish security by USER or CCID, you must divide your user population into classes, based upon which actions
users in a given class are to be allowed to perform. You then set up a Security Class Descriptor for each class. Choose
one of these as the default class, and specify it as the default user Security Class in the Dictionary Descriptor. In order to
guarantee that a user signs on under the proper USER or CCID, set the NO-PASS flag in the Dictionary Descriptor to N
(thus forcing all users to specify a password when they sign on).

• To establish security by USER, modify each USER Descriptor to specify the name of the appropriate Security Class.
CCIDs may be left optional but, if defined, would have the same Security Class as the Dictionary.

• To establish security by CCID, modify each USER Descriptor to specify the same Security Class as the Dictionary,
set the appropriate Security Class in each CCID Descriptor, mark every CCID (that has special privileges) as
PRIVATE, and establish the preauthorizations that determine which users are allowed to operate under each CCID.

Use of the CA Endevor/DB Batch Front End

The Batch front end provides a similar set of functions to the CA Endevor/DB Online front end. Through the use of a
batch command language, massive updates can be issued from simple, powerful commands. Also, command syntax can
be created using existing data from a CCDB. This can be very effective when cloning CCDB information. The Security
Administrator must decide whether to disallow this facility and if so, what security classes to disable it for. To disable this
facility, set the BATCH flag in the Security Class to N. A complete discussion of this facility is available in the CA Endevor/
DB for CA IDMS Batch Reference section.

Note: Setting the Batch flag to Y or N will have no effect on the use of other CA Endevor/DB Batch utilities.

AUTO SIGNOUT

Another issue to be decided is whether you want to use AUTO SIGNOUT to prevent simultaneous update by multiple
users. You control this feature on an entity-type by entity-type basis, by setting AUTO-SO flags in the Dictionary
Descriptor. If you elect to use AUTO-SO, then you must also decide whether to have the entities automatically signed out
to USER or CCID.
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• If you want AUTO SIGNOUT to USER, set the SO-USER flag in every Security Class to Y and the NO-USER flag in
every Security Class to N.

• If you want AUTO SIGNOUT to CCID, set the SO-USER flag in every Security Class to N, the SO-CCID flag to Y, and
the NO-CCID flag in every Security Class to N.

STATUS

Next, you must decide whether you want to control the setting of STATUS. This utility allows only certain user classes to
set the STATUS functions of the Online front end or the Batch front end. STATUS may be used to control the Promotion
Support Selection utility and, thus, should be considered very sensitive. If you must distinguish between specific STATUS
values (for Promotion or any other reason), then you will have to set up the preauthorizations that determine which USER
is allowed to set the sensitive STATUS, and mark that STATUS as PRIVATE.

Preauthorization

The next five areas of concern are all addressed by the use of preauthorizations. They are:

• Dangerous Users - These dictionary users are to be restricted to only updating certain entities in the dictionary. For
example, trainees would fit into this category. The restriction is specified through the use of the NO-AUTH, LIM-AUTH,
and A-OPT flags in the appropriate SECURITY CLASS records. Set the flags in the SECURITY-CLASS record named
in the USER descriptor for each "dangerous user" to:
LIM-AUTH = N
NO-AUTH = N
Set the A-OPT flags in the same SECURITY-CLASS record to N for all entity types that are to be protected. Then
establish a PREAUTHORIZATION junction between each "dangerous user" and all of the entities that the user is to be
allowed to change.

• Sensitive Entities - These entities are to be updated by only certain users. For example, a disbursement dialog would
fit into this category. This restriction is also specified through the use of the NO-AUTH, LIM-AUTH, and A-OPT flags in
the SECURITY-CLASS records. Set the flags in every SECURITY-CLASS record to:
LIM-AUTH = Y
NO-AUTH = N
Set the A-OPT flags in every SECURITY-CLASS record to N for those entity types that are to be protected. Then
establish a PREAUTHORIZATION junction between each sensitive entity and each user that is to be allowed to modify
that entity.

NOTE
The protection requires at least one PREAUTHORIZATION junction for each sensitive entity. If an entity
participates in NO PREAUTHORIZATION junctions, it is assumed by the system not to be sensitive.

• Derived CCID - In some shops, it may be infeasible to require that all users sign on to CA Endevor/DB each time
they switch from one CCID to another. For example, if a unique CCID is established for every change for every
DIALOG, programmers would be issuing CA Endevor/DB signons on a frequent basis. To circumvent this problem,
the administrator can predefine the relationships between CCIDs and dictionary entities, and the programmers can
run in "DERIVED CCID" mode. When doing so, they only signon to CA Endevor/DB to specify their userid. The CCID
to which a given change is attributed will be determined by the presence of a PREAUTHORIZATION junction. This
processing mode is also specified through the SECURITY-CLASS record. In the SECURITY-CLASS records named
in each DERIVED CCID user descriptor record, set the DE-CCID flag to Y. Then establish a PREAUTHORIZATION
junction between each entity to be changed and the CCID to which changes are to be attributed. In each of those
PREAUTHORIZATION junctions, set the DE-CCID flag to Y.

• Private CCID - You may need to make CCIDs private for several reasons. Perhaps you have established security by
CCID or you manage "Sensitive Entities" by CCID. In these (and other) cases, you will need to control which users are
allowed to signon or make changes under a CCID. The restriction is specified by setting the TYPE of each restricted
CCID to PRIVATE. Then establish a PREAUTHORIZATION junction between each USER that is to have access to a
given CCID and the following entity:
ENTITY NAME = ccid-name
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TYPE = CCID
VERSION = 1

• Private Status - In promotion processing, the NDVRDSEL program EXCLUDE command will exclude any entity
associated with a given STATUS. The ability to associate entities with the STATUSes used in your shop's promotion
processing is therefore important. To control that ability, set the TYPE of each STATUS used in promotion processing
to PRIVATE. Then establish a PREAUTHORIZATION junction between each USER that is to have the ability and the
following entity:
ENTITY NAME = status-name
TYPE = STATUS
VERSION = 1

LOCK

The last area of concern in the implementation of the CA Endevor/DB Security System is LOCK. If a USER or CCID is to
be disabled for any reason, lock it. If all updates to a dictionary are to be suspended, lock it.

Note: Locking a dictionary does not affect the ability to update the corresponding CCDB.

Security Classes and Levels
 

The CA Endevor/DB Security System is structured to allow global security options that apply to all users within a
Dictionary/CCDB pair, as well as to allow tailored specifications to individual users and/or CCIDs. Global options for a
Dictionary are maintained and established in the CCDB record that represents the Dictionary being monitored. Individual
users and CCIDs cannot override options specified in this global record.

In addition to global security options specified only at the Dictionary level, each Dictionary, User, and CCID can be
associated with a Security Class. The Security Class is a named set of rules that apply to the CCDB entity with which it is
associated. In general, there is one Security Class for each unique set of permissions allowed. An installation usually sets
up a separate Security Class for DBAs, CCDB Administrators, and general users. The CCDB Administrator simply relates
the desired Security Class to Users, CCIDs, and Dictionaries. The administrator can establish installation standards in the
Dictionary Security Class and be assured that no other Security Class can override it. Security Classes are also used to
restrict the activities of individual users, or individuals working under a given CCID.

Security Class Options

Procedures Entity Attributes Function Mask
Sign-in Update All menu masks
Auto signout Authorization All Batch commands
CCID   
User   
Limited Preauthorization   
Full Preauthorization   
Archive   
Migrate   
NM-Mode   
Batch   
Derived CCID Mode   
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Options specified exclusively at the Dictionary level only. (These cannot be varied by individual users):

Procedures Entity Attributes Function Mask
Auto-User Monitor Non
Synch Sign-out  
Password   

The following diagrams shows the use of Dictionary and Security Class options in combination.

 

Sign-on
CA Endevor/DB Sign-on is a two phase process. Phase one establishes the userid, while phase two establishes the
CCID(s) and Security Class options under which the user will be operating.

• Phase 1
CA Endevor/DB performs two types of Phase 1 Sign-on:

Sign-on Type Description
Explicit Performed as a result of an CA Endevor/DB Sign-on screen or a

SIGNON command. An CA Endevor/DB Sign-on element is built
with the userid keyed into the screen (if any) or the
CA IDMS/DC userid (if any). If Auto-User is in effect, the userid
will be added to the CCDB automatically. If the global options
require a password or a userid, it will be requested by the system
if omitted.
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Implicit Performed internally by the Change Monitor when it first
encounters an attempt to update an entity in a Dictionary or
CCDB. If no prior CA Endevor/DB Sign-on element exists for
the user, the system will attempt an Implicit Sign-on. The userid
in the CA IDMS/DC sign-on element will be used to obtain the
CA Endevor/DB user definition. If the global options require a
userid, and none can be obtained from a sign-on element, the
attempted Dictionary update will be disallowed, and the user will
be requested to perform an Explicit Sign-on. If Auto-User is in
effect, the userid will be automatically added to the CCDB.
When running CA IDMS compilers in CA Endevor/DB Batch
mode, an Implicit Signon occurs if the Batch compiler is not run
under NDVRBOOK, or if no userid was used in the SIGNON
statement. The Implicit Signon will attempt to acquire a userid
associated with the batch job. If no userid is available, the
Implicit Signon will be for an unspecified userid. If the global
options require a userid, the attempted dictionary update will be
disallowed.

• Phase 2
Once phase one of SIGNON is complete, phase two processing begins. The USER descriptor for the userid
determined in phase one is fetched from the CCDB and the security class named therein is fetched. If no userid was
determined, the DEFAULT SECURITY CLASS named in the DICTIONARY descriptor is fetched. In either case, the
dictionary security class is also fetched, and the two sets of security flags are merged. At this point, CA Endevor/DB
SIGNON processing checks the merged DE-CCID flag to determine if DERIVED CCID mode is in effect.

If DERIVED CCID mode is in effect (DE-CCID = Y), processing is as follows:

1. The CA Endevor/DB and CA IDMS/DC userids are compared. If SYNCH = N and the userids are different, the session
is terminated.

2. The USER descriptor is checked. If it is LOCKED, the session is terminated.
3. The DICTIONARY descriptor is checked. If it is LOCKED, the session is terminated.
4. If there is not an existing USER descriptor for the user in the CCDB and AUTO-US = Y, CA Endevor/DB creates a

USER descriptor with the security class set to the default security class and the password set to blanks.
5. If the userid is not specified and NO-USER = N, the session is terminated.
6. If the password is not specified and NO-PASS = N, the session is terminated.
7. If all the above checks are passed, the session is started in "DERIVED CCID" mode.

If DERIVED CCID mode is not in effect (DE-CCID = N), processing is as follows:

1. The CA Endevor/DB and CA IDMS/DC userids are compared. If SYNCH = N and the userids are different, the session
is terminated.

2. The USER descriptor is checked. If it is LOCKED, the session is terminated.
3. The DICTIONARY descriptor is checked. If it is LOCKED, the session is terminated.
4. If a userid is specified and a USER descriptor exists in the CCDB, and if CCIDs were specified in the SIGNON, the

CCID list in the USER descriptor is replaced. If no CCIDs were specified in the signon, the CCID list in the USER
descriptor is picked up and processing proceeds as if those CCIDs had been specified.

5. For each CCID specified in the signon, the CCID descriptor is fetched. If the CCID is locked, the session is terminated.
If the CCID is PRIVATE and the user is not preauthorized, the session is terminated. The security class named in the
CCID descriptor is merged with the dictionary and user security classes.

6. If there is not an existing USER descriptor for the user in the CCDB and AUTO-US = Y, CA Endevor/DB creates a
USER descriptor with the security class set to the default security class and the password set to blanks.

7. If the userid is not specified and NO-USER = N, the session is terminated.
8. If the password is not specified and NO-PASS = N, the session is terminated.
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9. If no CCIDs were specified in the signon or existing USER descriptor and NO-CCID = N, the session is terminated.
10. If all above checks are passed, the session is started in "Normal" mode.

Once the user session is started, each change made to a dictionary or CCDB entity is subject to security checking and
logging.

The options in the Dictionary level Security Class apply to all users, including the security administrator. Be very
careful when modifying the Security Class associated with the Dictionary. The options in the CCID Security Class apply
to all users who are working with that CCID. The User Security Class options apply to the individual user. Security
Class restrictions at the Dictionary level cannot be overridden. When no userid or CCID is required, or when a user is
initially added with Auto-User, a default Security Class is assigned by CA Endevor/DB to cover the session. The CCDB
administrator specifies the default mask in the CCDB Dictionary definition.

Change Monitor Processing
Every change made by every user in either the dictionary or CCDB is seen by the CA Endevor/DB change monitor. For
every change, the processing takes place in two phases:

1. Before the change is applied to the dictionary/CCDB, it is checked by the security system.
2. After the change occurs, it is logged in the CCDB.

The security checking is as follows:

• If the CCDB is offline, the update request is disallowed.
• If security or monitoring is turned off, no other security validations are performed, and the update request is allowed.
• If the dictionary descriptor for the dictionary indicates that the dictionary is locked, the update request is disallowed.
• If the dictionary descriptor for the dictionary indicates that monitoring is not required for this record type, no other

security validations are performed, and the update request is allowed.
• If the change is being made in DERIVED CCID mode, the CCID validations which would be performed at signon time

must be performed for each CCID which had been preauthorized to the entity with the DERIVE CCID option. As the
associated CCIDs (the ones related to the entity through DE-CCID = Y preauthorization junctions) are scanned, locked
CCIDs are skipped, as are PRIVATE CCIDs to which the user is not preauthorized. If the security permission flags
indicate that the user is not allowed to process without a CCID, and there are no associated CCIDs, the update request
is disallowed. The authorization flags for each derived CCID's security class are merged into a net set of permission
flags. If the change is being made in the "normal" mode (not DERIVED CCID mode), the net set of permission flags
were built in phase 2 of signon processing and this step is skipped.

• The security permission flags must indicate that the user is allowed to update this record type. If not, the update
request is disallowed.

• If the entity is signed out to another user or a CCID, the update request is disallowed.
• If the A-OPT flag for this record type is set to Y, the update is allowed and the next two checks for FULL AUTH and

LIM AUTH classifications are skipped.
• If the security permission flags indicate that the user is "FULL AUTH" classification and a preauthorization for either the

user or associated CCIDs does not exist, the update request is disallowed. This rule implements the "Dangerous User"
function described earlier in the Preauthorization section of this section.

• If the security permission flags indicate a user is "LIM AUTH" classification, and the entity is preauthorized to another
user or CCID, but not this user or CCID, the update request is disallowed. This rule implements the "Sensitive Entity"
function described earlier in the Preauthorization section of this section.

At this point, if all validations have been successfully completed by the security system, the update takes place. After the
change has taken place, it is logged in the CCDB. The log processing is as follows:

No logging of the update will be done if any of the following conditions are true:
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• The CCDB is not in update mode.
• Logging is turned off.
• If the dictionary descriptor for the dictionary indicates that monitoring for this record type is not required.

If the request is to be logged, CA Endevor/DB performs the following processing:

• If the entity does not already exist, it will be added to the CCDB.
• A Change Log Entry (CLE) will be created, which is linked to all associated CCIDs (either the user's signon or the

derived CCIDs for the entity).

Global Security
A security administrator with authority to set global options and maintain Security Classes can be set up through the CA
Endevor/DB Online facility or the CA Endevor/DB Batch facility. To do this, you must accomplish the following tasks:

1. Set up a user description for the security administrator.
2. Associate the security administrator with an appropriate Security Class.

To do so using the Batch facility, submit a Batch job containing the following CA Endevor/DB commands:

SIGNON USER NAME IS user-name DICTNAME IS dictname.
MOD USER EDBADMIN SECURITY CLASS IS NDVR-GLOBAL.

To do so using the Online facility, sign on to DC/UCF. Then sign on to CA Endevor/DB by entering NDVR at the ENTER
NEXT TASK CODE: prompt.

The Signon Function menu displays as follows:

CA-E/DB nn.n volser             SIGNON FUNCTION               mm/dd/yy  NDVRM000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
1  - SIGNON AND RETURN TO IDMS          2  - SIGNON AND GO TO FUNCTION MENU
ENDEVOR/DB USER:
NAME        ===> EDBADMIN
PASSWORD    ===>
CCID(S):        ===>                 ===>                 ===>
    ("NOCCID    ===>                 ===>                 ===>
    TO CLEAR)   ===>                 ===>                 ===>
                ===>                 ===>                 ===>
ONLINE SYSTEM PARAMETERS:
DBNAME      ===> SRCNDVR
USAGE MODE  ===> UPDATE

Setting Up a Security Administrator
Perform the following tasks:

1. Enter 2 (SIGNON AND GO TO FUNCTION MENU) after OPTION ===>
2. Enter the Userid of the security administrator in the NAME field.
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3. Enter the Dictionary name associated with this CCDB after DBNAME ===>.
Since Auto-User is in effect, the CA Endevor/DB system will automatically create a user record for the security
administrator. This user will be automatically associated with the Security Class NDVR-DDA that is insufficient for
security administration. In a later step, the Security Class will be changed. The Main Function Menu displays as
follows:

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
NDVRM000: I001 ENDEVOR/DB SIGNON PROCESSING COMPLETED
OPTION ===> 7
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
            10  - ENDEVOR/DB CONTROL FUNCTIONS
            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

4. Enter 7 (USER AND USER CHANGE HISTORY) after OPTION ===>. Press ENTER.
The system will respond with the USER FUNCTIONS menu as follows:

CA-E/DB nn.n volser              USER FUNCTIONS               mm/dd/yy  NDVRU700
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 3
1  - BROWSE USER DESCRIPTORS            2  - ADD A USER DESCRIPTOR
3  - MODIFY USER DESCRIPTORS            4  - DELETE USER DESCRIPTORS
5  - BROWSE USER/CHANGE ASSOCIATIONS    6  - ADD A USER/CHANGE ASSOCIATION
7  - MODIFY USER/CHANGE ASSOCIATIONS    8  - DELETE USER/CHANGE ASSOCIATIONS
USER           ===> EDBADMIN                          (IF OPTIONS 1-8 )
ENTITY:                                               (IF OPTIONS 5, 6, 7, 8 )
   NAME        ===>
   TYPE        ===>
   VERSION     ===>
CHANGE-LOG SELECTION CRITERIA:                        (IF OPTIONS 5, 6, 7, 8 )
   START DATE  ===>                  END DATE  ===> mm/dd/yy
   START TIME  ===>                  END TIME  ===>
   ACTION CODE ===>

5. Enter 3 (MODIFY USER DESCRIPTIONS) in the OPTIONS field.
6. Enter the security administrator's userid in the USER field.

Press ENTER.
The User Detail screen for the Security Administrator displays as follows:
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 CA-E/DB nn.n volser               USER DETAIL                 mm/dd/yy  NDVRM710
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 ******************************  USER INFORMATION  *****************************
 USER         ===> EDBADMIN                            PASSWORD ===>
 SECURITY CLS ===> NDVR-GLOBAL
 CURRENT CCID ===>
 COMMENT      ===> CCDB ADMINISTRATOR
 LOCKED       ===> N        LOCK DATE ===>            LOCK TIME ===>

This user definition was added by the system automatically at Sign-on.
7. Tab down to SECURITY CLS ===>.
8. Enter NDVR-GLOBAL.

Press ENTER.
The system will now associate the userid for the security administrator with the NDVR-GLOBAL Security Class. From
this point forward, the security administrator will have the capability to update anything in the CCDB (provided NDVR-
GLOBAL is not altered). It is recommended that the security administrator be the only user with NDVR-GLOBAL as a
Security Class.
The User Functions screen displays. The security administrator is now established.

Disallowing Batch Processing
To disallow performing Batch processing, the NDVR-GLOBAL security class must be modified so that the CA Endevor/DB
Batch facility is disabled. To disable this processing using the Online facility:

1. Enter =10 in the OPTION field on the Dictionary Function menu. This gives you direct access to the System Control
Functions menu without going through the Main Function menu.
The System Control Functions menu displays as follows:

CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 5
  1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
  3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
  5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
  7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
SECURITY CLASS ===>                                 (IF OPTIONS 3, 4, 5, 6 )
DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

2. Enter 5 in the OPTION field on the System Control Functions menu. Enter NDVR-GLOBAL in the Security Class field.
Then press ENTER.

NOTE
We are going to update the security class settings for the NDVR-GLOBAL security class, which is used by
the security administrator. If we did not enter a security class, the system would provide a list of security
classes from which we could select one or more for modifications. Refer to Section4, "Security Class
Maintenance," for further information on security class maintenance.

The Security Class Detail screen displays as follows:

 CA-E/DB nn.n volser            SECURITY CLASS DETAIL          mm/dd/yy  NDVRMA10
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 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 **************************  SECURITY CLASS INFORMATION  ***********************
 NAME    ===> NDVR-GLOBAL
 COMMENT ===> UNIVERSAL ENDEVOR/DB AND DICTIONARY CAPABILITIES
 MENU     1  2  3  4  5  6  7  8  9           MENU     1  2  3  4  5  6  7  8
 CONTROL: Y  Y  Y  Y  Y  Y  Y  Y              SIGNOUT: Y  Y  Y
 LOCK:    Y  Y  Y  Y  Y  Y  Y  Y  Y           AUTH:    Y  Y  Y  Y
 CCID:    Y  Y  Y  Y  Y  Y  Y  Y  Y           ENTITY:  Y  Y  Y  Y  Y  Y
 STATUS:  Y  Y  Y  Y  Y  Y  Y  Y              USER:    Y  Y  Y  Y  Y  Y  Y  Y
 M-GRP:   Y  Y  Y  Y  Y  Y  Y  Y              DICT:    Y  Y  Y  Y  Y  Y
 SIGNIN:  Y SO-CCID: Y SO-USER: Y NO-USER: Y NO-CCID: Y NO-AUTH: Y LIM-AUT: Y
 NM-MODE: Y ARCHIVE: Y MIGRATE: Y DE-CCID: N   BATCH: Y
 ENTITY: SCH DMC FIL TAS SUB USE DES REC SYS APO SET DIA APP ELE QFI PRC TAB FUN
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 ENTITY: MOD PHY CLA ATT MAP LOG LIN MSG LOA LR  PRO CCD DIC EUS CCI MGR STA SEC
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y

3. Enter N to the right of the BATCH: option. Press ENTER.
The System Control Functions screen displays as follows:

CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
NDVRMA10: I001 ACTION COMPLETED NORMALLY: SECURITY-CLASS MODIFY
OPTION ===>
  1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
  3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
  5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
  7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
SECURITY CLASS ===> NDVR-GLOBAL                     (IF OPTIONS 3, 4, 5, 6 )
DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

Setting Up Global Dictionary Options
To set up the global dictionary options, you must modify the default settings which were automatically created when the
CCDB was first opened. These global dictionary options can be set up through the CA Endevor/DB Online facility or the
Batch facility.

To do so using the Batch facility, execute the following MODIFY DICTIONARY command in a Batch job:

MODIFY DICTIONARY dictname
       SECURITY CLASS IS NDVR-GLOBAL
       DEFAULT SECURITY CLASS IS NDVR-DDA
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       SYSTEM NAME IS system-
name
       AUTO-US IS Y
       NO-SYNC IS Y
       NO-PASS IS Y
       MONITOR (SCH FIL TAS SUB USE DES REC SYS APO SET DIA
                APP ELE QFI PRC TAB FUN MOD PHY CLA ATT MAP
                LOA LIN MSG LOG LR PRO)
       AUTO-SO NONE.

Refer to the following description of the Online screen for more information on the DICTIONARY option settings.

To modify the global dictionary options using the Online facility:

1. Enter NDVRMIS at the Next Task Code prompt to sign on to CA Endevor/DB.
2. Enter 8 in the OPTION field on the Main Menu.

The Dictionary Functions menu screen displays:

CA-E/DB nn.n volser           DICTIONARY FUNCTIONS            mm/dd/yy  NDVRU800
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
1  - BROWSE DICTIONARY DESCRIPTORS      2  - MODIFY DICTIONARY DESCRIPTORS
3  - DELETE DICTIONARY DESCRIPTORS      4  - BROWSE CHANGE-LOG ENTRIES
5  - MODIFY CHANGE-LOG ENTRIES          6  - DELETE CHANGE-LOG ENTRIES
DICTIONARY NAME ===> SRCNDVR                          (IF OPTIONS 1-6 )
ENTITY:                                               (IF OPTIONS 4, 5, 6 )
   NAME         ===>
   TYPE         ===>
   VERSION      ===>
CHANGE-LOG SELECTION CRITERIA:                        (IF OPTIONS 4, 5, 6 )
   START DATE   ===>                   END DATE  ===> mm/dd/yy
   START TIME   ===>                   END TIME  ===>
   ACTION CODE  ===>

3. Enter 2 (MODIFY DICTIONARY DESCRIPTORS) after OPTION ===>.
The following screen displays:

 CA-E/DB nn.n volser        DICTIONARY DESCRIPTOR DETAIL       mm/dd/yy  NDVRM810
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 ***************************   DICTIONARY INFORMATION   ************************
 NAME       ===> SRCNDVR               SYSTEM IDENTIFIER  ===> SYSTEM81
 SEC. CLASS ===> NDVR-GLOBAL           DEFAULT USER CLASS ===> NDVR-DDA
 ORG. NAME  ===>                       DICTIONARY TYPE    ===> N
 LOCKED     ===> N       LOCK DATE ===>              LOCK TIME ===>
 COMMENT    ===> SOURCE DEMONSTRATION DICTIONARY
 AUTO-US: Y   NO-SYNC: Y   NO-PASS: Y
 ENTITY: SCH DMC FIL TAS SUB USE DES REC SYS APO SET DIA APP ELE QFI PRC TAB FUN
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 MONITOR: Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 AUTO-SO: N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N
 ENTITY: MOD PHY CLA ATT MAP LOG LIN MSG LOA LR  PRO
 MONITOR: Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 AUTO-SO: N   N   N   N   N   N   N   N   N   N   N

This screen contains the global definition for the Dictionary displayed.

Fields are described below.

• NAME
Dictionary for which the CCDB was set up.

Note: This name will change automatically if the DBNAME table entry for this dictionary is modified to a new or different
name.

• SYSTEM IDENTIFIER
Enter a 1-8 character value to be used to identify the system in which this dictionary resides. This identifier may
represent the system's external or internal name, a node name, or a data sharing group name. The System Identifier is
used with the name of the dictionary to uniquely identify the dictionary for migration oriented Change Log entries which
contain identifying information relating to the destination and origin of entities that have migrated from one dictionary to
the next. System Identifier should be unique across your CA IDMS environment regardless of CV, CPU, or data center.

• SEC. CLASS
The Security Class associated with the Dictionary. Initially, the Dictionary is set up with NDVR-GLOBAL as a Security
Class.

Note: It is recommended that this be left unaltered until a thorough understanding of the Security System is established.

The restrictions set up in the Dictionary Security Class (see Section4, "Security Class Maintenance") apply to all users in
the Dictionary.

To change the Dictionary Security Class, enter the new Security Class name to be used for the Dictionary.

• DEFAULT USER CLASS
This is the Security Class that will be associated with users who are added using the Auto-User procedure. Initially, this
is set to NDVR-DDA. The default Security Class can be changed by keying the new Security Class name desired.

• ORIGINAL NAME
Not supported in this release. Leave blank.

• DICTIONARY TYPE
Not supported in this release. Always = N.

• LOCKED
Informational. Values are Y or N. Indicates if the Dictionary is locked.

• LOCK DATE
Informational. Date the Dictionary was locked.

• LOCK TIME
Informational. Time the Dictionary was locked.

• AUTO-US
Values are Y or N:
– Y -- Users are added automatically by CA Endevor/DB when encountered the first time.
– N -- Users are not automatically added to the system.

• NO-SYNC
Values are Y or N.
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– Y -- When signing on, the CA Endevor/DB and CA IDMS/DC userids can be different.
– N -- When signing on, the CA Endevor/DB and CA IDMS/DC userids cannot be different.

• NO-PASS
Values are Y or N.
– Y -- When signing on, the CA Endevor/DB password is optional.
– N -- When signing on, the CA Endevor/DB password is required.

• ENTITY
The three-character entity name abbreviations used by the CA Endevor/DB and CA IDMS/DC system for IDD entity
types. They act as column headings for the next two fields.

• MONITOR
Values are Y or N.
– Y -- Monitor the modifications to entities of the type specified in the column heading (ENTITY:).
– N -- Do not monitor or create Change Log Entries for modifications to the entity type in the column heading. When

monitoring is turned off for an entity type, none of the other CA Endevor/DB attributes have significance.
• AUTO-SO

Values are Y or N.
– Y -- If the resultant Security Class specifies that Auto-Signout is in effect, entities of this type will be signed out

automatically.
– N -- Entities of this type will not be signed out automatically.

Security Class Maintenance
Security Classes are a central part of CA Endevor/DB security. Within the Security Class, restrictions are defined which
apply to Dictionaries, CCIDs, and Users. Each one of these entities can be associated with a different Security Class.
At execution time, the Security System combines all the Security Classes referenced and arrives at a resultant Security
Class. If a permission is disallowed at any level (Dictionary, CCID, or User), the resultant Security Class disallows the
action.

Contents

Establishing and Maintaining Security Classes

The Dictionary, CCID, and User definitions each contain a reference to a Security Class name. There is usually no more
than five or six Security Classes in a CCDB. Many installations set up one for the security administrator (usually NDVR-
GLOBAL), one for the Dictionary (usually NDVR-GLOBAL), one for the DBA, one for development leaders, and one for
general application developers.

Security classes can be defined and maintained using either the Online front end or the Batch front end. The commands
used in the Batch front end are ADD, MODIFY, and DELETE SECURITY CLASS. Refer to the CA Endevor/DB for CA
IDMS Batch Reference section for further information on using them. The meanings of the various options for the ADD
SECURITY CLASS or MODIFY SECURITY CLASS commands are discussed in the following description of the Online
screens.

When using the Online front end, Security Classes are maintained under the Control Functions screen. To access this
screen:

1. Enter 10 in the OPTION field on the Main Function menu.
The System Control Functions screen displays as follows:

CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===>
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  1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
  3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
  5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
  7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
SECURITY CLASS ===>                                 (IF OPTIONS 3, 4, 5, 6 )
DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

To add a new Security Class, enter 4 in the OPTION field.
To modify an existing Security Class, enter 5 in the OPTION field.
To delete a Security Class, enter 6 in the OPTION field.
To go directly to the Security Class Detail screen (NDVRMA10), enter the name of the Security Class to be processed
in the Security Class field. If you clear that field, you will first go to the Security Class List screen (NDVRUA10).

 CA-E/DB nn.n volser            SECURITY CLASS LIST            mm/dd/yy  NDVRUA10
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
   SECURITY CLASS                     COMMENT
 _ QA               SECURITY CLASS FOR QUALITY ASSURANCE
 _ DEVELOPMENT      SECURITY CLASS FOR DEVELOPMENT
 _ SUPPORT          SECURITY CLASS FOR TECHNICAL SUPPORT
 s NDVR-DDA         DICTIONARY ADMINISTRATION CAPABILITIES
 s NDVR-GLOBAL      UNIVERSAL ENDEVOR/DB AND DICTIONARY CAPABILITIES
   **    END    **

NDVRUA10 Field Descriptions

 

• ACTION
Description of the current processing function: ADD, MODIFY, or DELETE.

Field Description
(no title) Place any non-blank character beside an entry and press Enter

to display the Security Class Detail screen (NDVRMA10) for that
particular security class.

• SECURITY CLASS
A list of the security classes that you are able to select.

• COMMENT
A comment describing the security class.

NDVRMA10 Field Descriptions

 CA-E/DB nn.n volser            SECURITY CLASS DETAIL          mm/dd/yy  NDVRMA10
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 **************************  SECURITY CLASS INFORMATION  ***********************
 NAME    ===> NDVR-DDA
 COMMENT ===> DICTIONARY ADMINISTRATION CAPABILITIES

 76



 Administrating

 MENU     1  2  3  4  5  6  7  8  9           MENU     1  2  3  4  5  6  7  8
 CONTROL: Y  N  Y  N  N  N  Y  N              SIGNOUT: Y  Y  Y
 LOCK:    Y  Y  Y  Y  Y  Y  Y  Y  Y           AUTH:    Y  Y  Y  N
 CCID:    Y  N  N  N  Y  N  N  N  Y           ENTITY:  Y  Y  Y  Y  Y  Y
 STATUS:  Y  N  N  N  Y  Y  Y  Y              USER:    Y  Y  Y  Y  Y  Y  Y  Y
 M-GRP:   Y  N  N  N  Y  N  N  N              DICT:    Y  Y  Y  Y  Y  Y
 SIGNIN:  Y SO-CCID: Y SO-USER: Y NO-USER: Y NO-CCID: Y NO-AUTH: Y LIM-AUT: Y
 NM-MODE: Y ARCHIVE: Y MIGRATE: Y DE-CCID: N   BATCH: Y
 ENTITY: SCH DMC FIL TAS SUB USE DES REC SYS APO SET DIA APP ELE QFI PRC TAB FUN
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 ENTITY: MOD PHY CLA ATT MAP LOG LIN MSG LOA LR  PRO CCD DIC EUS CCI MGR STA SEC
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y

CA Endevor/DB discrete function switches are at the top of the screen, procedures are in the middle, and entity attributes
are at the bottom. All fields are defined so that a value of N denotes a restriction and Y denotes a permission. Remember
that an N causes the restriction to take effect regardless of other Security Classes that are merged to arrive at the result.
In other words, restrictions cannot be overridden.

Fields are described below:

• ACTION
Action selected on the previous menu.

• NAME
The name of the Security Class.

• COMMENT
Any comment may be entered.

• MENU
The six rows directly underneath the COMMENT field on this screen are used to control the Online and Batch front end
functions that will be available to a user logged on under this Security Class. There are ten subfunction menus in the
Online front end, and so there are ten groups of menu flags on the screen. Each group is labeled with the name for the
corresponding Online front end subfunction screen. For example:

MENU    1  2  3  4  5  6  7  8  9

CONTROL  Y  N  Y  N  N  N  Y  N

The eight Y/N flags to the right of "CONTROL: " are used to allow or disallow the use of the eight options on the
System Control Functions (NDVRUA00) screen. Thus, in the example above, a user signed on under this security
class would have the use of options 1, 3, and 7 on the NDVRUA00 screen. The other options would be denied if
attempted, and would not appear on that screen.
These same flags control a user's ability to use Batch front end commands and command options. In the example
above, the user would be able to use the ADD SECURITY CLASS, MODIFY SECURITY CLASS, and DELETE
SECURITY CLASS commands in PUNCH mode, but not in PROCESS mode. PUNCH mode is the CA Endevor/DB
Batch equivalent of Browse actions in the CA Endevor/DB Online front end.

 77



 Administrating

The full breakdown of MENU flags and the Online and Batch functions that they control is fully described in Appendix
B, "Online/Batch Control Flags."

• SIGNIN

Option Description
Y A user signed on under this security class can sign entities in and

out for other users.
N A user signed on under this security class can sign entities in and

out only for him/her self.

• SO-CCID
• SO-USER 

These options control the behavior of the security monitor when it is performing automatic signout (DICTIONARY
descriptor AUTO-SO = Y). The AUTO-SO flag has precedence. If AUTO-SO is set to Y, automatic signout will occur,
regardless of the SO-CCID and SO-USER flag settings. If AUTO-SO = N, automatic signout will not occur. SO-CCID
and SO-USER determine whether automatic signout signs an entity out to the userid or the CCID under which the
change occurs. The combinations are as follows:

SO-CCID SO-USER Description
Y N Automatic signout to CCID
Y or N Y Automatic signout to user
N N Automatic signout to user

• NO-CCID

Option Description
Y The Change Monitor will not require a CCID before modifying an

entity.
N The Change Monitor will require a CCID before modifying an

entity.
Note: If this is the Security Class for the Dictionary, make sure the
security administrator is associated with a CCID before turning
this field to N. Failure to do so may result in a universal inability to
access the Dictionary.

• NO-USER

Option Description
Y The Change Monitor will not require a USER before modifying an

entity.
N The Change Monitor will require a USER before modifying an

entity.
Note: If this is the Security Class for the Dictionary, make sure the
security administrator USER has been added before turning this
field to N.

• NO-AUTH
• LIM-AUTH 

 78



 Administrating

These are used in conjunction to control the preauthorization procedures to be applied as follows:

Field Description
NO-AUTH=Y, LIM-AUTH=Y or N Preauthorization is ignored for this user. Any entity may be

modified regardless of authorization.
NO-AUTH=N, LIM-AUTH=Y User can modify entities that have been preauthorized to that user

and entities that have not been preauthorized to anybody else.
NO-AUTH=N, LIM-AUTH=N User must be preauthorized for update to all entities.

• NM-MODE

Option Description
Y User can use the NDVRDLVR Utility command, which runs in "no-

monitor" mode.
N User cannot use the NDVRDLVR Utility command in "no-monitor"

mode.

• ARCHIVE

Option Description
Y User can run the NDVRARCO utility.
N User cannot run the NDVRARCO utility.

• MIGRATE

Option Description
Y User can run the NDVRBOOK utility with OPTION=MIGRATE to

create migrate in CLEs on the target system, and the user can run
program NDVRDCF2 to create migrate out CLEs on the source
system.

N User cannot run with migration-level authority.

• DE-CCID

Option Description
Y User will run in DERIVED CCID mode.
N User will not run in DERIVED CCID mode.

• BATCH

Option Description
Y User can run the NDVRMISB Batch Management Facility.
N User cannot run the NDVRMISB Batch Management Facility.

• ENTITY
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The three-character entity abbreviations used by CA Endevor/DB to represent DICTIONARY and CCDB entity types.
These act as column headings for the next two fields. Refer to Appendix B, "CA Endevor/DB Entity Types," in the CA
Endevor/DB for CA IDMS Batch Reference section for more information on entity types.

• MODS

Option Description
Y User can modify entities of that type.
N Users cannot update entities of that type.

• A-OPT
This option takes precedence over the NO-AUTH and LIM-AUTH flags. If A-OPT = Y for a particular entity type, you
may modify all entities of that type, regardless of preauthorization. Use this field to tailor preauthorization to entity
types.

Option Description
Y User can modify entities of that type without preauthorization.
N Preauthorization is required for users to modify this entity type.

Security Preauthorization
The next five areas of concern are all addressed by the use of preauthorizations. They are:

• Dangerous Users. These dictionary users are to be restricted to updating only certain entities in the dictionary. For
example, trainees would fit into this category. The restriction is specified through the use of the NO-AUTH, LIM-AUTH,
and A-OPT flags in the appropriate SECURITY CLASS records. Set the flags in the SECURITY-CLASS record named
in the USER descriptor for each "dangerous user" to:

LIM-AUTH = N

NO-AUTH = N

Set the A-OPT flags in the same SECURITY-CLASS record to N for all entity types that are to be protected. Then
establish a PREAUTHORIZATION junction between each "dangerous user" and all of the entities that the user is to be
allowed to change.

• Sensitive Entities. These entities are to be updated only by certain users. For example, a disbursement dialog would
fit into this category. This restriction is also specified through the use of the NO-AUTH, LIM-AUTH, and A-OPT flags in
the SECURITY-CLASS records. Set the flags in every SECURITY-CLASS record to:

LIM-AUTH = Y

NO-AUTH = N

and set the A-OPT flags in every SECURITY-CLASS record to N for those entity types that are to be protected. Then
establish a PREAUTHORIZATION junction between each sensitive entity and each user that is to be allowed to modify
that entity.

NOTE
The protection requires at least one PREAUTHORIZATION junction for each sensitive entity. If an entity
participates in NO PREAUTHORIZATION junctions, it is assumed by the system not to be sensitive.

• Derived CCID. In some shops, it may be infeasible to require that all users sign on to CA Endevor/DB each time they
switch from one CCID to another. For example, if a unique CCID is established for every change for every DIALOG,
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then programmers would be issuing CA Endevor/DB signons all day. To circumvent this problem, the CA Endevor/
DB administrator can predefine the relationships between CCIDs and dictionary entities, and the programmers can
run in "DERIVED CCID" mode. When doing so, they only signon to CA Endevor/DB to specify their userid - the CCID
to which a given change is attributed will be determined by the presence of a PREAUTHORIZATION junction. This
processing mode is also specified through the SECURITY-CLASS record. In the SECURITY-CLASS records named
in each DERIVED CCID user descriptor record, set the DE-CCID flag to Y. Then establish a PREAUTHORIZATION
junction between each entity to be changed and the CCID to which changes are to be attributed. In each of those
PREAUTHORIZATION junctions, set the DE-CCID flag to Y.

• Private CCID. You may need to make CCIDs private for several reasons: if you have established security by CCID or if
you manage "Sensitive Entities" by CCID. In these (and other) cases, you will need to control which users are allowed
to signon or make changes under a CCID. The restriction is specified by setting the TYPE of each restricted CCID
to PRIVATE. Then establish a PREAUTHORIZATION junction between each USER that is to have access to a given
CCID and the following entity:

ENTITY NAME = ccid-name

TYPE = CCID

VERSION = 1

• Private Status. In promotion processing, the NDVRDSEL program EXCLUDE command will exclude any entity
associated with a given STATUS. The ability to associate entities with the STATUSes used in your shop's promotion
processing is therefore important. To control that ability, set the TYPE of each STATUS used in promotion processing
to PRIVATE. Then establish a PREAUTHORIZATION junction between each USER that is to have the ability and the
following entity:

ENTITY NAME = status-name

TYPE = STATUS

VERSION = 1

This section provides a step-by-step approach to assigning preauthorization for each of the objectives stated above.

You can do this through the Online facility or Batch facility. In Batch, you would use the ADD, MODIFY, and DELETE
PREAUTHORIZATION commands. Refer to the CA Endevor/DB for CA IDMS Batch Reference section for more
information on Batch. In Online, you would select option 2 from the Main Function Menu.

Restricting Users Through Preauthorization
When using preauthorization to restrict a user, the CCDB administrator defines preauthorization relationships between
that user and the limited dictionary entities, which s/he is allowed to modify.

For example, you may want to restrict a programmer trainee (EDBADMIN) to modify only a limited set of training entities
(beginning, in this example, with the characters DEPT). Once a list of preauthorized entities has been established for that
user, the user is automatically denied the ability to modify any other dictionary entities.

To accomplish this, you can use the Online front end or Batch front end. In Batch, you would use the ADD
PREAUTHORIZATION command. The Batch commands that equate to the next eight Online screens would be as follows:

ADD PREAUTHORIZATION ENTITY NAME = DEPT* TO USER EDBADMIN.
MOD SECURITY CLASS DEFAULT-SECURITY NO-AUTH = N LIM-AUTH = N A-OPT NONE.
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To accomplish this through the Online front end, perform the following:

1. Enter option 2 on the Pre-authorization Functions menu (2-ADD PREAUTHORIZATIONS). Next, specify the entities
which the user (EDBADMIN) will be able to modify (ENTITY NAME=DEPT*).

CA-E/DB nn.n volser        PRE-AUTHORIZATION FUNCTIONS        mm/dd/yy  NDVRU200
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
  1  - BROWSE PRE-AUTHORIZATIONS          2  - ADD PRE-AUTHORIZATIONS
  3  - DELETE PRE-AUTHORIZATIONS          4  - MODIFY PRE-AUTHORIZATIONS
ENTITY:                                               (IF OPTIONS 1 - 4 )
   NAME      ===> DEPT*
   TYPE      ===>
   VERSION   ===>
USER         ===> EDBADMIN                            (IF OPTIONS 1 - 4 )
CCID         ===>                                     (IF OPTIONS 1 - 4 )

2. Press ENTER.
The system responds with a Pre-authorization List screen, which identifies all available entities as specified (DEPT).
In the following example, all available programmer training entities (beginning with the characters DEPT) have been
listed since the wildcard (*) was specified as part of the ENTITY name qualifier.

 CA-E/DB nn.n volser           PRE-AUTHORIZATION LIST          mm/dd/yy  NDVRU210
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
 ACTION ===> AUTHORIZE
     USER       CCID    OUT AUTH DER      ENTITY NAME                  TYP VERS
 _                       N   N    N   DEPTINQ                          DIA    1
 _                       N   N    N   DEPTINQ-ENTER                    PRC    1
 _                       N   N    N   DEPTINQ-PREMAP                   PRC    1
 _                       N   N    N   DEPTMAP                          LOA    1
 _                       N   N    N   DEPTMAP                          MAP    1
 _                       N   N    N   DEPTMAP                          MOD    1
 s                       N   N    N   DEPTUPD                          DIA    1
 s          001 CCIDS    N   Y    N   DEPTUPD-ENTER                    PRC    1
 s          001 CCIDS    N   Y    N   DEPTUPD-PREMAP                   PRC    1
   * END *

Where AUTH is Y, the entity is already preauthorized. Where DER is Y, one or more preauthorizations exist for the
entity to a CCID with the DERIVE CCID option specified. Where OUT is Y, the entity is signed-out. The USER and
CCID fields indicate the number of Users and CCIDs to which an entity is preauthorized. In the above example, the
last listed entity (DEPTUPD-PREMAP) is preauthorized to one CCID (0001 CCID) with the DERIVE CCID option
specified. For more information, use the Browse Preauthorization function for this entity.

NOTE
This screen lists all entities that have not been preauthorized to user EDBADMIN. User EDBADMIN, as
specified on the Pre-authorization Functions screen, will reappear on the Pre-authorization Detail screen on
the next page.
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3. Using this screen, you further define the list of entities, which can be modified by this user. Select the entities that you
wish to preauthorize to the user (EDBADMIN) by entering any non-blank character to the left of the desired entries. In
our example, all entities beginning with DEPTUPD have been selected.

4. Press ENTER.
The system responds with a Pre-authorization Detail screen for each selected entity. A sample detail screen is shown
below.

 CA-E/DB nn.n volser          PRE-AUTHORIZATION DETAIL         mm/dd/yy  NDVRM210
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
 ACTION ===> AUTHORIZE
 ***********************  PRE-AUTHORIZATION INFORMATION  ***********************
 DERIVE CCID ===> N                     SIGNED OUT ===> N  PRE-AUTHORIZED ===> N
 EST. WORK COMPLETION ===>              ACT. WORK COMPLETION  ===>
 COMMENT ===>
 ****************************  ENTITY INFORMATION   ****************************
 NAME    ===> DEPTUPD                                          VERSION ===>    1
 TYPE    ===> DIALOG
 COMMENT ===>
 ****************************   USER INFORMATION    ****************************
 NAME         ===> EDBADMIN                                    LOCKED  ===> N
 SECURITY CLS ===> NDVR-GLOBAL
 CURRENT CCID ===>
 COMMENT ===> CCDB ADMINISTRATOR
 ****************************   CCID INFORMATION    ****************************
 NAME    ===>               SECURITY CLASS ===>                   LOCKED ===>
 COMMENT ===>

5. Within the Pre-authorization Information section of the screen, fill in the appropriate fields to document
preauthorization.
User information has already been filled in, based on earlier input from the Pre-authorization Functions screen.
This information can be changed to preauthorize a different user, or it can be "spaced out" and replaced with CCID
information to preauthorize a CCID.
By pressing ENTER after each detail screen as it appears, you're building a list of the entities preauthorized to the
restricted user (EDBADMIN).
By pressing PF3, the system cancels your preauthorization request.
When all selected entities (DEPTUPD) have been entered, the system responds with a final list of all "leftover" (not
preauthorized) entities remaining from the previous list. This enables you to double-check the list for any entities you
may have missed.

 CA-E/DB nn.n volser           PRE-AUTHORIZATION LIST          mm/dd/yy  NDVRU210
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
 NDVRM210: I002 ALL SELECTED RECORDS PROCESSED
 ACTION ===> AUTHORIZE
     USER       CCID    OUT AUTH DER      ENTITY NAME TYP VERS
 _                       N   N    N   DEPTINQ                          DIA    1
 _                       N   N    N   DEPTINQ-ENTER                    PRC    1
 _                       N   N    N   DEPTINQ-PREMAP                   PRC    1
 _                       N   N    N   DEPTMAP                          LOA    1
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 _                       N   N    N   DEPTMAP                          MAP    1
 _                       N   N    N   DEPTMAP                          MOD    1
   * END *

6. Return to the Main Function Menu by pressing CLEAR or PF3.

NOTE
To preauthorize the same entities to another user, follow the same procedure as above. Another method is
to preauthorize entities to a CCID, and then preauthorize users to that CCID. Entities may be preauthorized
to single or multiple CCIDs, single or multiple users, or a combination of CCIDs and users. When entities
are preauthorized to both Users and CCIDs, this does not force the preauthorized user to use one of the
preauthorized CCIDs.

Now that you've built the preauthorization list for the user (EDBADMIN), "alert" the CA Endevor/DB Security System to
heed that list. To do this:

1. Select option 10 (CA-Endevor/DB CONTROL FUNCTIONS) from the Main Function Menu.

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 10
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
            10  - ENDEVOR/DB CONTROL FUNCTIONS
            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

Press ENTER.
The system responds with the CA-Endevor/DB SYSTEM CONTROL FUNCTIONS screen.

2. Select option 5 (MODIFY SECURITY DESCRIPTORS).

CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 5
  1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
  3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
  5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
  7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
SECURITY CLASS ===>                                 (IF OPTIONS 3, 4, 5, 6 )
DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

Press ENTER.
The system then provides a list of all the Security Classes in the CCDB on the SECURITY CLASS LIST screen.

 84



 Administrating

3. Select all items on the list by typing any non-blank character to the left of each Security Class entry. This lets you
"zoom in" on each Security Class in order to set security flags as needed.

 CA-E/DB nn.n volser            SECURITY CLASS LIST            mm/dd/yy  NDVRUA10
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
   SECURITY CLASS                     COMMENT
 s DEFAULT-SECURITY SECURITY CLASS FOR RESTRICTED CAPABILITIES
 s QA               SECURITY CLASS FOR QUALITY ASSURANCE
 s DEVELOPMENT      SECURITY CLASS FOR DEVELOPMENT
 s SUPPORT          SECURITY CLASS FOR TECHNICAL SUPPORT
 s NDVR-DDA         DICTIONARY ADMINISTRATION CAPABILITIES
 s NDVR-GLOBAL      UNIVERSAL ENDEVOR/DB AND DICTIONARY CAPABILITIES
   **    END    **

Press ENTER.
The system responds with a SECURITY CLASS DETAIL screen for each Security Class selected on the above list.

4. On the SECURITY CLASS DETAIL screens that apply to all other (non-restricted) users, set the Preauthorization flags
on the Security Class screens as follows (No Preauthorization required):

LIM-AUTH=Y

NO-AUTH=Y

Also, set all A-Opt flags to Y.
5. On the SECURITY CLASS DETAIL screen that applies to restricted user EDBADMIN (in our example, the Security

Class is DEFAULT-SECURITY), set the Preauthorization flags as follows (Full Preauthorization):

LIM-AUTH=N

NO-AUTH=N

Also, set all A-Opt flags to N.

WARNING
Do not set both LIM-AUTH and NO-AUTH to N for the dictionary Security Class NDVR-GLOBAL unless your
intentions are to preauthorize all users to every entity before they update it.

 CA-E/DB nn.n volser            SECURITY CLASS DETAIL          mm/dd/yy  NDVRMA10
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 **************************  SECURITY CLASS INFORMATION  ***********************
 NAME    ===> DEFAULT-SECURITY
 COMMENT ===> SECURITY CLASS FOR RESTRICTED CAPABILITIES
 MENU     1  2  3  4  5  6  7  8  9           MENU     1  2  3  4  5  6  7  8
 CONTROL: Y  N  Y  N  N  N  N  N              SIGNOUT: Y  N  N
 LOCK:    N  N  N  N  N  N  N  N  N           AUTH:    N  N  N  N
 CCID:    Y  N  N  N  Y  N  N  N  Y           ENTITY:  Y  N  N  N  Y  Y
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 STATUS:  Y  N  N  N  Y  N  N  N              USER:    Y  N  N  N  Y  N  N  N
 M-GRP:   Y  N  N  N  Y  N  N  N              DICT:    Y  N  N  Y  N  N
 SIGNIN:  Y SO-CCID: N SO-USER: Y NO-USER: Y NO-CCID: Y NO-AUTH: N LIM-AUT: N
 NM-MODE: Y ARCHIVE: Y MIGRATE: Y DE-CCID: N   BATCH: N
 ENTITY: SCH DMC FIL TAS SUB USE DES REC SYS APO SET DIA APP ELE QFI PRC TAB FUN
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N
 ENTITY: MOD PHY CLA ATT MAP LOG LIN MSG LOA LR  PRO CCD DIC EUS CCI MGR STA SEC
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N

Note: If there are specific entity types for which preauthorization rules are to be ignored, set those individual A-Opt flags
to Y.

Now that the preauthorization list has been built, and the Security Class flags have been set, user EDBADMIN's access
(and all other users with Security Class DEFAULT-SECURITY) is restricted to only those preauthorized entities. If user
EDBADMIN attempts to modify an entity to which s/he is not preauthorized, the CA Endevor/DB Security System will
prevent access and display an error message to that effect.

To remove preauthorization, select option 3 (DELETE PREAUTHORIZATION) on the Pre-authorization Functions screen.

Protecting Critical Entities Through Preauthorization
When using preauthorization to protect critical or sensitive entities, the CCDB administrator is restricting those entities
from modification by the general user population. Typical examples would be company payroll and personnel programs
that contain confidential information. In this case, users would be preauthorized to make modifications to those sensitive
programs. Dictionary entities that were not deemed to be sensitive could be modified by any user.

To accomplish this, the entity can be preauthorized to the user or CCID that will make modifications to the entity. The
security classes for the general user population would be modified to disallow modifications to entities, which have been
preauthorized to another user. You can do this by using either the Online front end or the Batch front end. In Batch, you
would use the ADD PREAUTHORIZATION and MODIFY SECURITY CLASS commands. The Batch commands that
equate to the next eight Online screens would be as follows:

ADD PREAUTHORIZATION ENTITY NAME = DEPT* TO USER EDBADMIN.
MOD SECURITY CLASS NDVR-DDA NO-AUTH = N LIM-AUTH = Y A-OPT NONE.
MOD SECURITY CLASS SUPPORT NO-AUTH = N LIM-AUTH = Y A-OPT NONE.
MOD SECURITY CLASS PROJECT-LEADER NO-AUTH = N LIM-AUTH = Y A-OPT NONE.
MOD SECURITY CLASS GMG-SECURITY NO-AUTH = N LIM-AUTH = Y A-OPT NONE.

The first command preauthorizes the user EDBADMIN to make modifications to all entities, which begin with DEPTUPD.
The MODIFY SECURITY commands modify all the security classes for the general user population to disallow
modifications to entities for which they have not been preauthorized.

To accomplish this through the Online front end, perform the following:

1. Select option 2 (ADD PREAUTHORIZATIONS) on the Pre-authorization Functions menu. Next, specify the entities
which the user (EDBADMIN) will be able to modify (ENTITY NAME=DEPT*).

CA-E/DB nn.n volser        PRE-AUTHORIZATION FUNCTIONS        mm/dd/yy  NDVRU200
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
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OPTION ===> 2
  1  - BROWSE PRE-AUTHORIZATIONS          2  - ADD PRE-AUTHORIZATIONS
  3  - DELETE PRE-AUTHORIZATIONS          4  - MODIFY PRE-AUTHORIZATIONS
ENTITY:                                               (IF OPTIONS 1 - 4 )
   NAME      ===> DEPT*
   TYPE      ===>
   VERSION   ===>
USER         ===> EDBADMIN                            (IF OPTIONS 1 - 4 )
CCID         ===>                                     (IF OPTIONS 1 - 4 )

Press ENTER.
The system responds with a Pre-authorization List screen, which identifies all available entities as specified (DEPT).
In the following example, the entities beginning with the characters DEPT have been listed since the wildcard (*) was
specified as part of the ENTITY name qualifier.

 CA-E/DB nn.n volser           PRE-AUTHORIZATION LIST          mm/dd/yy  NDVRU210
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
 ACTION ===> AUTHORIZE
     USER       CCID    OUT AUTH DER      ENTITY NAME                  TYP VERS
 _                       N   N    N   DEPTINQ                          DIA    1
 _                       N   N    N   DEPTINQ-ENTER                    PRC    1
 _                       N   N    N   DEPTINQ-PREMAP                   PRC    1
 _                       N   N    N   DEPTMAP                          LOA    1
 _                       N   N    N   DEPTMAP                          MAP    1
 _                       N   N    N   DEPTMAP                          MOD    1
 s                       N   N    N   DEPTUPD                          DIA    1
 s          001 CCIDS    N   Y    N   DEPTUPD-ENTER                    PRC    1
 s          001 CCIDS    N   Y    N   DEPTUPD-PREMAP                   PRC    1
   * END *

Where AUTH is Y, the entity is already preauthorized. Where DER is Y, one or more preauthorizations exist for the
entity to a CCID with the DERIVE CCID option specified. Where OUT is Y, the entity is signed-out. The USER and
CCID fields indicate the number of users and CCIDs to which an entity is preauthorized. In the above example, the last
listed entity (DEPTUPD-PREMAP) is preauthorized to one CCID (0001 CCID) with the DERIVE CCID option specified.
For more information, use the Browse Preauthorization function for this entity.

NOTE
This screen lists all entities that have not been preauthorized to User EDBADMIN. User EDBADMIN, as
specified on the Pre-authorization Functions screen, will reappear on the Pre-authorization Detail screen on
the next page.

2. To further define the list of entities which can be modified by this user, select the entities that you wish to preauthorize
to the user (EDBADMIN) by entering any non-blank character to the left of the desired entries. In our example, all
entities named DEPTUPD have been selected.
Press ENTER.
The system responds with a Pre-authorization Detail screen for each selected entity. A sample detail screen is shown
below.

 CA-E/DB nn.n volser          PRE-AUTHORIZATION DETAIL         mm/dd/yy  NDVRM210
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
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 ACTION ===> AUTHORIZE
 ***********************  PRE-AUTHORIZATION INFORMATION  ***********************
 DERIVE CCID ===> N                     SIGNED OUT ===> N  PRE-AUTHORIZED ===> N
 EST. WORK COMPLETION ===>              ACT. WORK COMPLETION  ===>
 COMMENT ===>
 ****************************  ENTITY INFORMATION   ****************************
 NAME    ===> DEPTUPD                                          VERSION ===>    1
 TYPE    ===> DIALOG
 COMMENT ===>
 ****************************   USER INFORMATION    ****************************
 NAME         ===> EDBADMIN                                    LOCKED  ===> N
 SECURITY CLS ===> NDVR-GLOBAL
 CURRENT CCID ===>

 COMMENT ===> CCDB ADMINISTRATOR
 ****************************   CCID INFORMATION    ****************************
 NAME    ===>               SECURITY CLASS ===>                   LOCKED ===>
 COMMENT ===>

3. Within the Pre-authorization Information section of the screen, fill in the appropriate fields to document
preauthorization.
User information has already been filled in, based on earlier input from the Pre-authorization Functions screen.
This information can be changed to preauthorize a different user, or it can be "spaced out" and replaced with CCID
information to preauthorize a CCID.
By pressing ENTER after each detail screen as it appears, you're building a list of the entities preauthorized to the
restricted user (EDBADMIN).
To cancel your preauthorization request, press PF3.
When all selected entities (DEPTUPD) have been entered, the system responds with a final list of all "leftover" (not
preauthorized) entities remaining from the previous list. This enables you to double-check the list for any entities you
may have missed.

 CA-E/DB nn.n volser           PRE-AUTHORIZATION LIST          mm/dd/yy  NDVRU210
 USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
 NDVRM210: I002 ALL SELECTED RECORDS PROCESSED
 ACTION ===> AUTHORIZE
     USER       CCID    OUT AUTH DER      ENTITY NAME TYP VERS
 _                       N   N    N   DEPTINQ                          DIA    1
 _                       N   N    N   DEPTINQ-ENTER                    PRC    1
 _                       N   N    N   DEPTINQ-PREMAP                   PRC    1
 _                       N   N    N   DEPTMAP                          LOA    1
 _                       N   N    N   DEPTMAP                          MAP    1
 _                       N   N    N   DEPTMAP                          MOD    1
   * END *

4. Return to the Main Function Menu by pressing CLEAR or PF3.

 88



 Administrating

NOTE
To preauthorize the same entities to another user, follow the same procedure as above. Another method is
to preauthorize entities to a CCID, and then preauthorize users to that CCID. Entities may be preauthorized
to single or multiple CCIDs, single or multiple Users, or a combination of CCIDs and Users. When entities
are preauthorized to both Users and CCIDs, this does not force the preauthorized user to use one of the
preauthorized CCIDs.

Now that you've built the preauthorization list for the user (EDBADMIN), "alert" the CA Endevor/DB Security System to
heed that list. To do this:

1. Select option 10 (ENDEVOR/DB CONTROL FUNCTIONS) from the Main Function Menu.

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 10
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
            10  - ENDEVOR/DB CONTROL FUNCTIONS
            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

Press ENTER.
The system responds with the CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS screen.

2. Select option 5 (MODIFY SECURITY DESCRIPTORS).

CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 5
  1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
  3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
  5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
  7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
SECURITY CLASS ===>                                 (IF OPTIONS 3, 4, 5, 6 )
DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

Press ENTER.
The system then provides a list of all the Security Classes in the database on the SECURITY CLASS LIST screen.

3. Select all items on the list by typing any non-blank character to the left of each Security Class entry. This lets you
"zoom in" on each Security Class in order to set security flags as needed.

 CA-E/DB nn.n volser            SECURITY CLASS LIST            mm/dd/yy  NDVRUA10
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
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 ACTION ===> MODIFY
   SECURITY CLASS                     COMMENT
 s DEFAULT-SECURITY SECURITY CLASS FOR RESTRICTED CAPABILITIES
 s QA               SECURITY CLASS FOR QUALITY ASSURANCE
 s DEVELOPMENT      SECURITY CLASS FOR DEVELOPMENT
 s SUPPORT          SECURITY CLASS FOR TECHNICAL SUPPORT
 s NDVR-DDA         DICTIONARY ADMINISTRATION CAPABILITIES
 s NDVR-GLOBAL      UNIVERSAL ENDEVOR/DB AND DICTIONARY CAPABILITIES
   **    END    **

Press ENTER.
The system responds with a SECURITY CLASS DETAIL screen for each Security Class selected on the above list.

4. On all of the SECURITY CLASS DETAIL screens that follow, set the Preauthorization flags as follows (Limited
Preauthorization):

LIM-AUTH=Y

NO-AUTH=N

Also, set all A-Opt flags to N.
These screens will set the flags in all the security classes that you have selected.

WARNING
Do not set both LIM-AUTH and NO-AUTH to N for the dictionary Security Class NDVR-GLOBAL unless your
intentions are to preauthorize all users to every entity before they update it.

 CA-E/DB nn.n volser            SECURITY CLASS DETAIL          mm/dd/yy  NDVRMA10
 USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
 ACTION ===> MODIFY
 **************************  SECURITY CLASS INFORMATION  ***********************
 NAME    ===> DEFAULT-SECURITY
 COMMENT ===> SECURITY CLASS FOR RESTRICTED CAPABILITIES
 MENU     1  2  3  4  5  6  7  8  9           MENU     1  2  3  4  5  6  7  8
 CONTROL: Y  N  Y  N  N  N  N  N              SIGNOUT: Y  Y  Y
 LOCK:    N  N  N  N  N  N  N  N  N           AUTH:    N  N  N  N
 CCID:    Y  N  N  N  Y  Y  Y  Y  Y           ENTITY:  Y  Y  Y  Y  Y  Y
 STATUS:  Y  N  N  N  Y  Y  Y  Y              USER:    Y  N  N  N  Y  N  N  N
 M-GRP:   Y  N  N  N  Y  N  N  N              DICT:    Y  N  N  Y  Y  Y
 SIGNIN:  Y SO-CCID: N SO-USER: Y NO-USER: Y NO-CCID: Y NO-AUTH: N LIM-AUT: Y
 NM-MODE: N ARCHIVE: N MIGRATE: N DE-CCID: N   BATCH: N
 ENTITY: SCH DMC FIL TAS SUB USE DES REC SYS APO SET DIA APP ELE QFI PRC TAB FUN
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N
 ENTITY: MOD PHY CLA ATT MAP LOG LIN MSG LOA LR  PRO CCD DIC EUS CCI MGR STA SEC
 MODS:    Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
 A-OPT:   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N

If there are specific entity types for which preauthorization rules are to be ignored, set those individual A-Opt flags to Y.
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Now that the preauthorization list has been built, and the Security Class flags have been set, user EDBADMIN's access
(and all other users with Security Class DEFAULT-SECURITY) is restricted to only those preauthorized entities. If user
EDBADMIN attempts to modify an entity to which s/he is not preauthorized, the CA Endevor/DB Security System will
prevent access and display an error message to that effect.

To remove preauthorization, select option 3 (DELETE PREAUTHORIZATION) on the Pre-authorization Functions screen.

Restricting Access to a CCID Through Preauthorization
The CA Endevor/DB Security System allows an administrator to restrict the users that are allowed to sign on or make
changes under a CCID. This is necessary to insure security integrity in the following situations:

• Security management by CCID. If the security class restrictions are administered by CCID (instead of by user).
• If sensitive entities are preauthorized to CCIDs.

To control which users are allowed to SIGNON to a given CCID or to make changes under that CCID, you must mark the
CCID as PRIVATE and then establish preauthorizations between each entitled user and the following entity:

ENTITY NAME = ccid
VERSION = 1
TYPE = CCID

Both of these actions can be performed with either the Online front end or the Batch front end. For example, the Batch
commands would be:

MOD CCID EDB-SYSADMIN TYPE PRIVATE.
ADD PREAUTHORIZATION ENTITY NAME EDB-SYSADMIN
TYPE CCID VERSION 1 TO USER EDBADMIN.

To accomplish this with the Online front end:

1. Select option 2 on the Pre-authorization Functions screen (ADD PREAUTHORIZATIONS). Specify an ENTITY NAME
(in our example, EDB-SYSADMIN), type CCID in the ENTITY TYPE field, and type a 1 in the ENTITY VERSION field.
In the USER field, enter the userid for the user (EDBADMIN in our example) you are preauthorizing.

CA-E/DB nn.n volser        PRE-AUTHORIZATION FUNCTIONS        mm/dd/yy  NDVRU200
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
  1  - BROWSE PRE-AUTHORIZATIONS          2  - ADD PRE-AUTHORIZATIONS
  3  - DELETE PRE-AUTHORIZATIONS          4  - MODIFY PRE-AUTHORIZATIONS
ENTITY:                                               (IF OPTIONS 1 - 4 )
   NAME      ===> EDB-SYSADMIN
   TYPE      ===> CCID
   VERSION   ===> 1
USER         ===> EDBADMIN                            (IF OPTIONS 1 - 4 )
CCID         ===>                                     (IF OPTIONS 1 - 4 )

Press ENTER.
Since Full Preauthorization qualification information has been specified, the system bypasses the list screen and
responds directly with a Pre-authorization Detail screen.
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CA-E/DB nn.n volser          PRE-AUTHORIZATION DETAIL         mm/dd/yy  NDVRM210
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
ACTION ===> AUTHORIZE
***********************  PRE-AUTHORIZATION INFORMATION  ***********************
DERIVE CCID ===> N                     SIGNED OUT ===> N  PRE-AUTHORIZED ===> N
EST. WORK COMPLETION ===>              ACT. WORK COMPLETION  ===>
COMMENT ===>
****************************  ENTITY INFORMATION   ****************************
NAME    ===> EDB-SYSADMIN                                     VERSION ===>    1
TYPE    ===> CCID
COMMENT ===>
****************************   USER INFORMATION    ****************************
NAME         ===> EDBADMIN                                    LOCKED  ===> N
SECURITY CLS ===> NDVR-GLOBAL
CURRENT CCID ===>
COMMENT ===>
****************************   CCID INFORMATION    ****************************
NAME    ===>               SECURITY CLASS ===>                   LOCKED ===>
COMMENT ===>

2. Press ENTER. User EDBADMIN is now preauthorized to use the CCID named EDB-SYSADMIN.
Follow this same procedure for each user to whom you want to grant preauthorization for that CCID. The end result is
a group of users that is now preauthorized to a specific CCID.

3. Return to the Main Function Menu and select option 5 (CCID AND CCID CHANGE HISTORY).

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE

OPTION ===> 5
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
            10  - ENDEVOR/DB CONTROL FUNCTIONS
            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

Press ENTER.
The system responds with the CCID FUNCTIONS screen.
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4. Select option 3 (MODIFY CCID DESCRIPTORS). Enter the name of the CCID (EDB-SYSADMIN in our example).

CA-E/DB nn.n volser              CCID FUNCTIONS               mm/dd/yy  NDVRU500
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 3
  1  - BROWSE CCID DESCRIPTORS            2  - ADD A CCID DESCRIPTOR
  3  - MODIFY CCID DESCRIPTORS            4  - DELETE CCID DESCRIPTORS
  5  - BROWSE CCID/CHANGE ASSOCIATIONS    6  - ADD A CCID/CHANGE ASSOCIATION
  7  - MODIFY CCID/CHANGE ASSOCIATIONS    8  - DELETE CCID/CHANGE ASSOCIATIONS
  9  - BROWSE ENTITY STATUS FOR CCID
CCID           ===> EDB-SYSADMIN                     (IF OPTIONS 1 - 9 )
ENTITY:                                              (IF OPTIONS 5 - 9 )
   NAME        ===>
   TYPE        ===>
   VERSION     ===>
CHANGE-LOG SELECTION CRITERIA:                       (IF OPTIONS 5 - 8 )
   START DATE  ===>                   END DATE  ===> 04/30/97
   START TIME  ===>                   END TIME  ===>
   ACTION CODE ===>

Press ENTER.
The system responds with a CCID DETAIL screen, which shows the selected CCID.

5. In order to restrict access to a CCID (in our case, EDB-SYSADMIN), change the CCID TYPE to PRIVATE.

CA-E/DB nn.n volser               CCID DETAIL                 mm/dd/yy  NDVRM510
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> MODIFY
******************************  CCID INFORMATION  *****************************
NAME    ===> EDB-SYSADMIN  SEC. CLASS ===> NDVR-GLOBAL       TYPE ===> PRIVATE
COMMENT ===> EDB SYSTEM ADMINISTRATION
LOCKED  ===> N             LOCK DATE  ===>              LOCK TIME ===>

6. Press ENTER.

WARNING
Use of that CCID is now restricted to only those users who are specifically preauthorized.

To remove preauthorization, select option 3 (DELETE PREAUTHORIZATION) on the Pre-authorization Functions screen.

Assigning Status Privileges Through Preauthorization
The CA Endevor/DB Security System allows an administrator to restrict the users that are allowed to assign a status to an
entity. This is necessary when controlling what entities are included in a migration using status(es).

To control which users are allowed to assign a status to an entity(ies), you must mark the status as PRIVATE and then
establish preauthorizations between each entitled user and the following entity:

ENTITY NAME = status-name
VERSION = 1
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TYPE = STATUS

Both of these actions can be performed with either the Online front end or the Batch front end. For example, the Batch
commands would be:

MODIFY STATUS NEVER-MIGRATE TYPE PRIVATE.
ADD PREAUTHORIZATION ENTITY NAME IS NEVER-MIGRATE
TYPE IS STATUS VERSION IS 1 TO USER EDBADMIN.

To accomplish this with the Online front end:

1. Select option 2 on the Pre-authorization Functions screen (ADD PREAUTHORIZATIONS). Specify an ENTITY NAME
(in our example, NEVER-MIGRATE), type STATUS in the ENTITY TYPE field, and 1 in the ENTITY VERSION field.
Then, specify the user to be allowed status privileges (in our case, EDBADMIN).

CA-E/DB nn.n volser        PRE-AUTHORIZATION FUNCTIONS        mm/dd/yy  NDVRU200
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
  1  - BROWSE PRE-AUTHORIZATIONS          2  - ADD PRE-AUTHORIZATIONS
  3  - DELETE PRE-AUTHORIZATIONS          4  - MODIFY PRE-AUTHORIZATIONS
ENTITY:                                               (IF OPTIONS 1 - 4 )
   NAME      ===> NEVER-MIGRATE
   TYPE      ===> STATUS
   VERSION   ===>    1
USER         ===> EDBADMIN                            (IF OPTIONS 1 - 4 )
CCID         ===>                                     (IF OPTIONS 1 - 4 )

Press ENTER.
The system responds with a Pre-authorization Detail screen.

CA-E/DB nn.n volser          PRE-AUTHORIZATION DETAIL         mm/dd/yy  NDVRM210
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
ACTION ===> AUTHORIZE
***********************  PRE-AUTHORIZATION INFORMATION  ***********************
DERIVE CCID ===> N                     SIGNED OUT ===> N  PRE-AUTHORIZED ===> N
EST. WORK COMPLETION ===>              ACT. WORK COMPLETION  ===>
COMMENT ===>
****************************  ENTITY INFORMATION   ****************************
NAME    ===> NEVER-MIGRATE                                    VERSION ===>    1
TYPE    ===> STATUS
COMMENT ===>
****************************   USER INFORMATION    ****************************
NAME         ===> EDBADMIN                                    LOCKED  ===> N
SECURITY CLS ===> NDVR-GLOBAL
CURRENT CCID ===>
COMMENT ===>
****************************   CCID INFORMATION    ****************************
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NAME    ===>               SECURITY CLASS ===>                   LOCKED ===>
COMMENT ===>

2. Press ENTER. The designated user (EDBADMIN) is now preauthorized to set or turn off the specified Status (NEVER-
MIGRATE). Follow the above procedure for every user to whom you want to assign status setting privileges. The end
result is a group of users that is able to set and remove the status for entities.

3. Return to the Main Function Menu and select option 6 (STATUS AND STATUS ASSOCIATIONS).

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 6
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
            10  - ENDEVOR/DB CONTROL FUNCTIONS
            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

4. Press ENTER.
The system responds with the STATUS FUNCTIONS screen.

5. Select option 3 (MODIFY STATUS DESCRIPTORS) and, in the STATUS field, fill in the name of the STATUS to which
status privileges will be applied (NEVER-MIGRATE).

CA-E/DB nn.n volser             STATUS FUNCTIONS              mm/dd/yy  NDVRU600
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 3
  1  - BROWSE STATUS DESCRIPTORS          2  - ADD A STATUS DESCRIPTOR
  3  - MODIFY STATUS DESCRIPTORS          4  - DELETE STATUS DESCRIPTORS
  5  - BROWSE STATUS/ENTITY ASSOCIATIONS  6  - ADD A STATUS/ENTITY ASSOCIATION
  7  - MODIFY STATUS/ENTITY ASSOCIATIONS  8  - DELETE STATUS/ENTITY ASSOCIATIONS
STATUS     ===> NEVER-MIGRATE                      (IF OPTIONS 1 - 8 )
ENTITY:                                            (IF OPTIONS 5 - 8 )
   NAME    ===> NEVER-MIGRATE
   TYPE    ===> STATUS
   VERSION ===>    1
THE FOLLOWING VALUE IS USED WHEN STATUS IS SET WITHIN THE CONTEXT OF A CCID
CCID       ===>                                    (IF OPTIONS 5 - 8 )

6. Press ENTER.
The system responds with a STATUS DETAIL screen.

7. Change the TYPE from PUBLIC to PRIVATE.
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CA-E/DB nn.n volser               STATUS DETAIL               mm/dd/yy  NDVRM610
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> MODIFY
*****************************  STATUS INFORMATION  ****************************
NAME    ===> NEVER-MIGRATE                      TYPE ===> PRIVATE
COMMENT ===> STATUS FOR THINGS TO NEVER MIGRATE

Press ENTER. The user (EDBADMIN) is now preauthorized to set or turn off NEVER-MIGRATE status for any entity.

To remove preauthorization, select option 3 (DELETE PREAUTHORIZATION) on the Pre-authorization Functions screen.

Preparing for Derived CCID Processing
When using DERIVED-CCID processing, the CCID(s) associated with a change are determined when the change is made
to an entity. The DERIVED CCID processing allows a user to associate changes to one or more CCIDs without the user
having to signon to CA Endevor/DB with the CCID(s). To turn on DERIVED CCID processing, the dictionary's and user's
security class must specify DE-CCID = Y. If they are not, DERIVED CCID processing is not active. In addition, entities are
preauthorized to the derived CCIDs with the DE-CCID flag set to Y.

To accomplish this, you can either use the Online front end or the Batch front end. In Batch, you would use the ADD
PREAUTHORIZATION and the MODIFY SECURITY CLASS commands. The Batch commands to set up CCID EDB-QA
as a derived CCID for all entities whose name begins with "DEPT" and to assign derived CCID processing for all security
classes would be as follows:

ADD PREAUTHORIZATION ENTITY NAME = DEPT*
TO CCID EDB-QA DERIVE CCID = Y.
MOD SECURITY CLASS = * DERIVE CCID = Y.

To accomplish this through the Online front end, perform the following:

1. Select option 2 on the Pre-authorization Functions menu (2-ADD PREAUTHORIZATIONS). Next, specify the entities
to which the CCID EDB-QA is to be preauthorized.

CA-E/DB nn.n volser        PRE-AUTHORIZATION FUNCTIONS        mm/dd/yy  NDVRU200
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
  1  - BROWSE PRE-AUTHORIZATIONS          2  - ADD PRE-AUTHORIZATIONS
  3  - DELETE PRE-AUTHORIZATIONS          4  - MODIFY PRE-AUTHORIZATIONS
ENTITY:                                               (IF OPTIONS 1 - 4 )
   NAME      ===> DEPT*
   TYPE      ===>
   VERSION   ===>
USER         ===>                                     (IF OPTIONS 1 - 4 )
CCID         ===> EDB-QA                              (IF OPTIONS 1 - 4 )

Press ENTER.
The system responds with a Pre-authorization List screen, which identifies all available entities whose name begins
with DEPT. In the following example, all entities (beginning with the characters DEPT) not already preauthorized to
CCID EDB-QA have been listed (since the wildcard (*) was specified as part of the ENTITY name qualifier).
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2. Using this screen, you further define the list of entities that are to be preauthorized to this CCID. Select the entities that
you wish to preauthorize to the CCID (EDB-QA) by entering any non-blank character to the left of the desired entries.
In our example, all entities whose name begins with "DEPT-" have been selected.

CA-E/DB nn.n volser           PRE-AUTHORIZATION LIST          mm/dd/yy  NDVRU210
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
ACTION ===> AUTHORIZE
    USER       CCID    OUT AUTH DER      ENTITY NAME TYP VERS
_                       N   N    N   DEPTINQ                          DIA    1
_                       N   N    N   DEPTINQ-ENTER                    PRC    1
_                       N   N    N   DEPTINQ-PREMAP                   PRC    1
_                       N   N    N   DEPTMAP                          LOA    1
_                       N   N    N   DEPTMAP                          MAP    1
s                       N   N    N   DEPTMAP                          MOD    1
s                       N   N    N   DEPTUPD                          DIA    1
s          001 CCIDS    N   Y    N   DEPTUPD-ENTER                    PRC    1
s          001 CCIDS    N   Y    N   DEPTUPD-PREMAP                   PRC    1
  * END *

Where AUTH is Y, the entity is already preauthorized. Where DER is Y, DERIVE CCID processing is in effect for the
preauthorization. Where OUT is Y, the entity is signed-out. The USER and CCID fields indicate the number of USERs
and CCIDs to which an entity is preauthorized. In the above example, the last listed entity (DEPTUPD-PREMAP) is
preauthorized to one CCID (0001 CCID). For more information, use the Browse Preauthorization function as applied to
this entity.

NOTE
This screen lists all entities that have not already been preauthorized to CCID EDB-QA. CCID EDB-QA, as
specified on the Pre-authorization Functions screen, will reappear on the Pre-authorization Detail screen on
the next page.

3. Press ENTER.
The system responds with a Pre-authorization Detail screen for each selected entity. A sample detail screen is shown
below.

CA-E/DB nn.n volser          PRE-AUTHORIZATION DETAIL         mm/dd/yy  NDVRM210
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
ACTION ===> AUTHORIZE
***********************  PRE-AUTHORIZATION INFORMATION  ***********************
DERIVE CCID ===> N                     SIGNED OUT ===> N  PRE-AUTHORIZED ===> N
EST. WORK COMPLETION ===>              ACT. WORK COMPLETION  ===>
COMMENT ===>
****************************  ENTITY INFORMATION   ****************************
NAME    ===> DEPTUPD                                          VERSION ===>    1
TYPE    ===> DIALOG
COMMENT ===>
****************************   USER INFORMATION    ****************************
NAME         ===>                                             LOCKED  ===>
SECURITY CLS ===>
CURRENT CCID ===>
COMMENT ===>
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****************************   CCID INFORMATION    ****************************
NAME    ===> EDB-QA        SECURITY CLASS ===> QA                LOCKED ===> N
COMMENT ===> EDB PROJECT QA

4. Within the Pre-authorization Information section of the screen, fill in the appropriate fields to document
preauthorization:
– Enter a Y in the DERIVE CCID field to specify that this CCID is to be derived. The CCID information has already

been filled in, based on earlier input from the Pre-authorization Functions screen. This information can be changed
to preauthorize a different CCID.

– By pressing ENTER after each detail screen as it appears, you're building a list of the entities preauthorized to the
CCID EDB-QA.

– By pressing PF3, the system will cancel your preauthorization request.
When all selected entities whose name begins with DEPTUPD have been entered, the system responds with a final
list of all "leftover" (not preauthorized) entities remaining from the previous list. This enables you to double-check
the list for any entities you may have missed.

CA-E/DB nn.n volser           PRE-AUTHORIZATION LIST          mm/dd/yy  NDVRU210
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
NDVRM210: I002 ALL SELECTED RECORDS PROCESSED
ACTION ===> AUTHORIZE
    USER       CCID    OUT AUTH DER      ENTITY NAME TYP VERS
_                       N   N    N   DEPTINQ                          DIA    1
_                       N   N    N   DEPTINQ-ENTER                    PRC    1
_                       N   N    N   DEPTINQ-PREMAP                   PRC    1
_                       N   N    N   DEPTMAP                          LOA    1
_                       N   N    N   DEPTMAP                          MAP    1
  * END *

5. Return to the Main Function Menu by pressing CLEAR or PF3.

Note: To preauthorize the same entities to another CCID, follow the same procedure as above. Entities may be
preauthorized to single or multiple CCIDs.

Now that you've built the preauthorization list for the CCID EDB-QA, you need to modify the security descriptors for the
dictionary descriptor and the users who will be using DERIVED CCID processing. To do this:

1. Select option 10 (ENDEVOR/DB CONTROL FUNCTIONS) from the Main Function Menu.

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 10
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
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            10  - ENDEVOR/DB CONTROL FUNCTIONS
            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

2. Press ENTER.
The system responds with the CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS screen.

3. Select option 5 (MODIFY SECURITY DESCRIPTORS).

CA-E/DB nn.n volser    CA-ENDEVOR/DB SYSTEM CONTROL FUNCTIONS mm/dd/yy  NDVRUA00
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 5
  1  - BROWSE CCDB DESCRIPTOR RECORD      2  - MODIFY CCDB DESCRIPTOR RECORD
  3  - BROWSE SECURITY DESCRIPTORS        4  - ADD A SECURITY DESCRIPTOR
  5  - MODIFY SECURITY DESCRIPTORS        6  - DELETE SECURITY DESCRIPTORS
  7  - BROWSE MONITOR DICT STAT BLOCKS    8  - MODIFY MONITOR DICT STAT BLOCKS
SECURITY CLASS ===>                                 (IF OPTIONS 3, 4, 5, 6 )
DICTNAME       ===> SRCNDVR                         (IF OPTIONS 7, 8 )

4. Press ENTER.
The system then provides a list of all the Security Classes in the database on the SECURITY CLASS LIST screen.

5. This action changes all security classes to use derived CCID processing. Select all items on the list by typing any non-
blank character to the left of each Security Class entry. This lets you "zoom in" on each Security Class in order to set
security flags as needed.

CA-E/DB nn.n volser            SECURITY CLASS LIST            mm/dd/yy  NDVRUA10
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> MODIFY
  SECURITY CLASS                     COMMENT
s DEFAULT-SECURITY SECURITY CLASS FOR RESTRICTED CAPABILITIES
s QA               SECURITY CLASS FOR QUALITY ASSURRANCE
s DEVELOPMENT      SECURITY CLASS FOR DEVELOPMENT
s SUPPORT          SECURITY CLASS FOR TECHNICAL SUPPORT
s NDVR-DDA         DICTIONARY ADMINISTRATION CAPABILITIES
s NDVR-GLOBAL      UNIVERSAL ENDEVOR/DB AND DICTIONARY CAPABILITIES
  **    END    **

6. Press ENTER.
The system responds with a SECURITY CLASS DETAIL screen for each Security Class selected on the above list.

7. On the Security Class Detail screen, enter a Y in the DE-CCID field. This will enable DERIVED CCID processing for
users and the dictionary descriptors, which have these security classes.

CA-E/DB nn.n volser            SECURITY CLASS DETAIL          mm/dd/yy  NDVRMA10
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> MODIFY
**************************  SECURITY CLASS INFORMATION  ***********************
NAME    ===> DEFAULT-SECURITY
COMMENT ===> SECURITY CLASS FOR RESTRICTED CAPABILITIES
MENU     1  2  3  4  5  6  7  8  9           MENU     1  2  3  4  5  6  7  8
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CONTROL: Y  N  Y  N  N  N  Y  N              SIGNOUT: Y  Y  Y
LOCK:    N  N  N  N  N  N  N  N  N           AUTH:    Y  Y  Y  N
CCID:    Y  Y  Y  Y  Y  Y  Y  Y  Y           ENTITY:  Y  Y  Y  Y  Y  Y
STATUS:  Y  Y  Y  Y  Y  Y  Y  Y              USER:    Y  Y  Y  Y  Y  Y  Y  Y
M-GRP:   Y  Y  Y  Y  Y  Y  Y  Y              DICT:    Y  N  N  Y  N  N
SIGNIN:  Y SO-CCID: N SO-USER: Y NO-USER: N NO-CCID: N NO-AUTH: N LIM-AUT: N
NM-MODE: Y ARCHIVE: Y MIGRATE: Y DE-CCID: Y   BATCH: N
ENTITY: SCH DMC FIL TAS SUB USE DES REC SYS APO SET DIA APP ELE QFI PRC TAB FUN
MODS:    N   N   N   N   N   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y   Y
A-OPT:   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N
ENTITY: MOD PHY CLA ATT MAP LOG LIN MSG LOA LR  PRO CCD DIC EUS CCI MGR STA SEC
MODS:    Y   N   Y   Y   Y   N   N   N   N   N   Y   Y   Y   Y   Y   Y   Y   Y
A-OPT:   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N   N

Note: If the security class for the dictionary descriptor (NDVR-GLOBAL) does not specify DERIVED CCID processing
(DE-CCID = Y), DERIVED CCID processing will not be active even if a user's security class in that dictionary specified
CCID processing.

By pressing ENTER after each detail screen as it appears, you are building a group of security classes which specify
derived CCID processing. Press PF3 to cancel your MODIFY SECURITY CLASS request.

Lock Security
In addition to preauthorizing users and CCIDs, security measures can be taken one step further using a level of control
called lock. The lock function is used to prevent use of an CA Endevor/DB userid or CCID, and/or to prevent a dictionary
from being updated. Lock is a temporary condition; when you want to allow access again, you simply unlock the entity.

You can lock:

• An CA Endevor/DB User (userid) - which prevents signon and updates by that userid.
• A CCID - which prevents signon under that CCID and updates logged to that CCID.
• A Dictionary - which prevents any modifications from being done in the dictionary.

This section provides a step-by-step approach to locking and unlocking users, CCIDs, and the dictionary.

Lock processing begins when you select option 3 from the Main Function Menu:

CA-E/DB nn.n volser            MAIN FUNCTION MENU             mm/dd/yy  NDVRU000
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 3
             1  - SIGNIN/SIGNOUT FUNCTIONS
             2  - AUTHORIZATION FUNCTIONS
             3  - LOCK FUNCTIONS
             4  - ENTITY AND ENTITY CHANGE HISTORY
             5  - CCID AND CCID CHANGE HISTORY
             6  - STATUS AND STATUS ASSOCIATIONS
             7  - USER AND USER CHANGE HISTORY
             8  - DICTIONARY AND DICTIONARY HISTORY
             9  - MANAGEMENT GROUPS AND CCIDS
            10  - ENDEVOR/DB CONTROL FUNCTIONS
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            11  - ENDEVOR/DB SIGNON FUNCTION
            12  - RETURN TO IDMS/DC

The system returns the Lock/Unlock Functions menu below:

CA-E/DB nn.n volser           LOCK/UNLOCK FUNCTIONS           mm/dd/yy  NDVRU300
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===>
  1  - BROWSE LOCKED USERS                2  - LOCK USERS
  3  - UNLOCK USERS                       4  - BROWSE LOCKED CCIDS
  5  - LOCK CCIDS                         6  - UNLOCK CCIDS
  7  - BROWSE LOCKED DICTIONARIES         8  - LOCK DICTIONARIES
  9  - UNLOCK DICTIONARIES
USER       ===>                                    (IF OPTIONS 1, 2, 3 )
CCID       ===>                                    (IF OPTIONS 4, 5, 6 )
DICTIONARY ===> SRCNDVR                            (IF OPTIONS 7, 8, 9 )

The remainder of this section discusses the three options and related procedures used in LOCK processing. Read the
section(s) appropriate to your needs.

The Browse Option
Prior to locking or unlocking a particular user(s), you may want to determine who has already been locked. Use the
browse option (1) to retrieve a list of these users.

Note: Because the procedures are the same for all three entities, the examples described and illustrated on the following
pages pertain to only one entity - users. To browse, lock, or unlock a CCID or dictionary, you would simply select the
appropriate option number and follow these same procedures.

1. Select option 1 on the Lock/Unlock Functions menu (1 - BROWSE LOCKED USERS).

CA-E/DB nn.n volser           LOCK/UNLOCK FUNCTIONS           mm/dd/yy  NDVRU300
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 1
  1  - BROWSE LOCKED USERS                2  - LOCK USERS
  3  - UNLOCK USERS                       4  - BROWSE LOCKED CCIDS
  5  - LOCK CCIDS                         6  - UNLOCK CCIDS
  7  - BROWSE LOCKED DICTIONARIES         8  - LOCK DICTIONARIES
  9  - UNLOCK DICTIONARIES
USER       ===>                                    (IF OPTIONS 1, 2, 3 )
CCID       ===>                                    (IF OPTIONS 4, 5, 6 )
DICTIONARY ===> SRCNDVR                            (IF OPTIONS 7, 8, 9 )

2. Press ENTER.
The User Lock List screen displays, which identifies all users previously locked. Once you have checked the list, you
can either return to the Lock/Unlock Functions menu (by pressing PF3 or CLEAR) or you can select a particular userid
and review it in more detail.
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3. Select the userid you want to review by entering any non-blank character to the left of the desired entry. In this
example, userid EDBADMIN has been selected.

CA-E/DB nn.n volser              USER LOCK LIST               mm/dd/yy  NDVRU310
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
ACTION ===> BROWSE
                USER NAME             LOCK
_    SYSADMIN                          Y
_    DEPTMGR                           Y
s    EDBADMIN                          Y
     ******    END OF DATA    ******

4. Press ENTER.
The User Lock Detail screen displays for userid EDBADMIN. Y in the LOCKED field indicates that this user is indeed
locked; the date and time the userid was locked are also displayed.

CA-E/DB nn.n volser               USER LOCK DETAIL            mm/dd/yy  NDVRM310
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> BROWSE
******************************  USER INFORMATION  *****************************
USER         ===> EDBADMIN                            PASSWORD ===>
SECURITY CLS ===> SUPPORT
CURRENT CCID ===> EDB-ADMIN
COMMENT      ===> E. D. B. ADMINISTRATOR
LOCKED       ===> Y        LOCK DATE ===> 04/30/97   LOCK TIME ===> 09:55:52

5. Press ENTER and then PF3 to return directly to the Lock/Unlock Functions menu.

If you selected more than one userid for review, the User Lock Detail screen for the next user appears. Continue pressing
ENTER until all detail screens have been displayed; the last ENTER brings you back to the User Lock List. Press PF3 to
return to the Lock/Unlock Functions screen.

The Lock Option
When you lock a particular user, you are preventing that userid from logging onto the CA Endevor/DB system, as well as
preventing IDD updates by that user. This restriction remains in place until you unlock the userid.

1. Select option 2 on the Lock/Unlock Functions menu (2 - LOCK USERS). In addition, enter the userid you want to lock;
in this example, userid SYSADMIN is designated.

CA-E/DB nn.n volser           LOCK/UNLOCK FUNCTIONS           mm/dd/yy  NDVRU300
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 2
  1  - BROWSE LOCKED USERS                2  - LOCK USERS
  3  - UNLOCK USERS                       4  - BROWSE LOCKED CCIDS
  5  - LOCK CCIDS                         6  - UNLOCK CCIDS
  7  - BROWSE LOCKED DICTIONARIES         8  - LOCK DICTIONARIES
  9  - UNLOCK DICTIONARIES
USER       ===> SYSADMIN                           (IF OPTIONS 1, 2, 3 )
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CCID       ===>                                    (IF OPTIONS 4, 5, 6 )
DICTIONARY ===> SRCNDVR                            (IF OPTIONS 7, 8, 9 )

2. Press ENTER.
The User Lock Detail screen displays for userid SYSADMIN.

CA-E/DB nn.n volser               USER LOCK DETAIL            mm/dd/yy  NDVRM310
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> LOCK
******************************  USER INFORMATION  *****************************
USER         ===> SYSADMIN                            PASSWORD ===>
SECURITY CLS ===> NDVR-GLOBAL
CURRENT CCID ===>
COMMENT      ===>
LOCKED       ===> N        LOCK DATE ===>            LOCK TIME ===>

3. To lock userid SYSADMIN, press ENTER. Then, press PF3 to return to the Lock/Unlock Functions menu.

Note the LOCKED field on the bottom line of the screen. When you first see the screen, the letter N appears in this field.
Locking the userid automatically changes the entry to Y, which appears in the field when you next access this screen. In
addition, userid SYSADMIN will be listed on the User Lock List the next time that screen appears.

An Alternate Procedure

If for some reason you did not indicate a specific user on the Lock/Unlock Functions menu, the User Lock List appears
when you press ENTER. This list contains all CA Endevor/DB users who are not already locked. You can now select the
userid(s) you want to lock by entering any non-blank character next to the desired entry(ies). Press ENTER; when the
User Lock Detail screen appears for the user, you can perform any of the following activities:

• LOCK this user. Simply press ENTER; if you selected more than one userid, the User Lock Detail screen for the next
userid displays.

• NOT lock this user. Simply clear the ACTION field and press ENTER. Again, if you indicated more than one userid to
be locked, the next User Lock Detail screen displays.

• Return directly to the User Lock List. Press PF3.

Continue locking or not locking until all detail screens have been displayed. The last ENTER brings you back to the User
Lock List. Press PF3 to return to the Lock/Unlock Functions menu.

The Unlock Option
Contents

Unlocking a userid allows users to signon under that userid once again.

1. Select option 3 on the Lock/Unlock Functions menu (3-UNLOCK USERS) and enter the userid you want to unlock. In
this example, userid SYSADMIN will be unlocked.

CA-E/DB nn.n volser           LOCK/UNLOCK FUNCTIONS           mm/dd/yy  NDVRU300
USER ===> EDBADMIN            DICTNAME ===> SRCNDVR           MODE ===> UPDATE
OPTION ===> 3
  1  - BROWSE LOCKED USERS                2  - LOCK USERS
  3  - UNLOCK USERS                       4  - BROWSE LOCKED CCIDS
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  5  - LOCK CCIDS                         6  - UNLOCK CCIDS
  7  - BROWSE LOCKED DICTIONARIES         8  - LOCK DICTIONARIES
  9  - UNLOCK DICTIONARIES
USER       ===> SYSADMIN                           (IF OPTIONS 1, 2, 3 )
CCID       ===>                                    (IF OPTIONS 4, 5, 6 )
DICTIONARY ===> SRCNDVR                            (IF OPTIONS 7, 8, 9 )

2. Press ENTER.
The system again responds with the User Lock Detail screen for userid SYSADMIN. Now, however, the ACTION field
states unlock rather than lock.

CA-E/DB nn.n volser               USER LOCK DETAIL            mm/dd/yy  NDVRM310
USER ===> EDBADMIN             DICTNAME ===> SRCNDVR          MODE ===> UPDATE
ACTION ===> UNLOCK
******************************  USER INFORMATION  *****************************
USER         ===> SYSADMIN                            PASSWORD ===>
SECURITY CLS ===> NDVR-GLOBAL
CURRENT CCID ===>
COMMENT      ===>
LOCKED       ===> Y        LOCK DATE ===> 04/30/97   LOCK TIME ===> 10:02:12

3. To unlock userid SYSADMIN, press ENTER. Then press PF3 to return to the Lock/Unlock Functions menu.

On this display, the entry in the LOCKED field is Y. As with the LOCK option, the entry automatically changes when you
press ENTER - in this case, to N. And, userid SYSADMIN will no longer be on the User Lock List screen.

An Alternate Procedure

If you did not indicate a specific userid on the Lock/Unlock Functions menu, the User Lock List appears when you press
ENTER. This list consists of all CA Endevor/DB users currently in a locked condition. Select the userid(s) you want
to unlock by entering any character next to the desired entry(ies). Press ENTER; when the USER Lock Detail screen
appears, you can perform any of the following activities:

• UNLOCK this user. Press ENTER; if you selected more than one userid, the User Lock Detail screen for the next
userid is returned.

• NOT unlock this userid. Simply clear the ACTION field and press ENTER. Again, if you indicated more than one
userid, the next User Lock Detail screen displays.

• Return directly to the User Lock List by pressing PF3.

Continue locking or unlocking until all detail screens have been displayed. The last ENTER brings you back to the User
Lock List. Press PF3 to return to the Lock/Unlock Functions menu.

CCIDs and Dictionaries

As mentioned above, the procedures for browsing, locking, and unlocking CCIDs and dictionaries are the same as those
for users. Select the appropriate options for these entities, as listed below:
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• To BROWSE LOCKED CCIDS - select option 4.
• To LOCK CCIDS - select option 5.
• To UNLOCK CCIDS - select option 6.
• To BROWSE LOCKED DICTIONARIES - select option 7.
• To LOCK DICTIONARIES - select option 8.
• To UNLOCK DICTIONARIES - select option 9.

Archiving and Compressing the CCDB
CA Endevor/DB's archive and compress facility, NDVRARCO, allows the CCDB administrator to eliminate obsolete
information from the CCDB, to optimize disk space, to transfer essential data onto tape or disk for future reference, and
to maintain essential information in special Configuration Change Log entries within CCDB. The archive and compress
facility accomplishes this by performing the following tasks:

• Removing Uncommitted Change Log Entries from the CCDB.
If an updating program (such as IDD) runs a job which is abended or interrupted, that incomplete job is marked as
"uncommitted" in the CCDB database. CA Endevor/DB ignores uncommitted CLEs for change control purposes, and
disposes of them when the ARCHIVE/COMPRESS program is run.

• Compressing Data in the CCDB.
The goal of compression is to eliminate "noise" records in the CCDB that add little value to the audit trail or change
control process. During compression, contiguous strings of CLEs, which relate to the same user and CCID entity are
summarized into a single compressed CLE with a net action code (depending on the sequence of activity). When the
Change Log History for dictionaries, CCIDs, users or entities is displayed, compressed CLEs appear in their original
time relative positions. In order to do compress processing, the user must enter the COMPRESS command and
specify a compress age.

• Archiving Data from the CCDB to a Sequential File.
Archive processing enables the CCDB administrator to transfer data from the CCDB into a sequential file (tape or
disk). Typically, these records contain obsolete change information, which is no longer needed on a regular basis, yet
warrants being preserved for future reference. Such would be the case, for example, when a migration is completed
and the associated change information is no longer needed in the online database for future migrations, regression
detection, or audit trail purposes.
Archiving that information would free up space in the CCDB while maintaining a "pre-migration" copy of that change
log information on tape for historical purposes. In order to invoke archive processing, the user must specify the
ARCHIVE command and specify the name of the CCID, USER, or MANAGEMENT-GROUP to be archived.

• Modifying Confirmation Log Entries
This function allows the CCDB administrator to modify the dictionary name and/or system identifier information
contained in Confirmation Change Log entries written to the CCDB during the promotion, or migration, process.

• Converting Secondary Commit Groups
When Derived CCID processing is used, secondary commit groups are sometimes created to associate Change Log
Entries (CLEs) to CCIDs. The ARCHIVE/COMPRESS program converts them to ordinary commits.

Note: Because secondary commit records contain a dbkey as data, the ARCHIVE/COMPRESS program must be
run prior to running any CA IDMS utility (such as UNLOAD/RELOAD) which will change dbkeys for existing CCDB
NDVRCOMT records. The ARCHIVE/COMPRESS program will eliminate the stored dbkey values.

Installations commonly apply both compression and archive to the same CCDB, using these facilities for two basic
purposes:

• For routine cleanup/maintenance, where uncommitted jobs are automatically deleted and "noise" information is
systematically compressed.

• For archiving the change log history used to drive a migration process. The same USER/CCID/MANAGEMENT-
GROUP used for the NDVRDSEL SELECT commands would generally be used for the ARCHIVE commands.
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The use of CA Endevor/DB to control the promotion or migration process depends completely on the contents of the
CCDB. The use of NDVRARCO's ARCHIVE processing removes Change Log records from the CCDB; the use of
NDVRARCO's ALTER CONFIRMATION processing modifies the dictionary identification information contained in
Confirmation Change Log records in the CCDB.

There are three major guidelines to be followed when using NDVRARCO's ARCHIVE processing.

• Multiple Migration Targets.
If you intend to migrate dictionary entities to more than one target, you should never use NDVRARCO to archive the
source dictionary development change history until the migration is complete to all targets. Do not archive a CCID used
to trigger the selection of entities until it has been received by all target systems.

• Multiple Migration Sources.
If you make changes to dictionary entities at two or more source dictionaries, you should never use NDVRARCO
to archive change history until all affected dictionaries are synchronized. For example, let's say that development is
done at dictionary A, QA at dictionary B, and production at dictionary C. If a migration from dictionary A to dictionary
B is followed by a QA-related change at B, then the history of change at B cannot be archived until migrated to, or
reproduced at, both A and C. Use the Post Migration Activity Report (NDVRPT15) to identify QA and production fixes.

• Vendor-Supplied Source.
If you make changes to vendor-supplied dictionary entities, you should never use NDVRARCO to archive the history
of those changes. The audit trail of these changes will always be needed to upgrade to new maintenance levels and
releases of the vendor product. Regular and exclusive use of compression in these cases will keep the growth of the
CCDB at moderate and predictable levels.

NDVRARCO's ALTER CONFIRMATION processing requires some thought before its use. Since selection of entities for
promotion is based on "the last time the entity was promoted to the target dictionary" and the target dictionary is identified
by the Dictionary Name and System Identifier in the Confirmation Change Log records in the CCDB, accurate dictionary
identification information is crucial. If a "hooked," or monitored, dictionary is moved from one system to another, or the
system it resides in is renamed, or if the segment name of the dictionary is changed (causing a change in the Database
Name Table DBName entry for the monitored dictionary), this information needs to be updated in the Confirmation
Change Log entities in each applicable CCDB. The following guidelines should be followed:

• Source Dictionary Identification Changes
If the dictionary name and/or system identifier of a source dictionary is changed, after updating the source CCDB's
Dictionary Descriptor to reflect the change, ALTER CONFIRMATION commands should run against each target CCDB
into which entities from the source dictionary have been promoted to reflect the new source dictionary identification
information. This information is contained in "Migrate In" (Action Code "V") Confirmation Change Log records in the
target CCDB.

• Target Dictionary Identification Changes
If the dictionary name and/or system identifier of a target dictionary is changed, after updating the target CCDB's
Dictionary Descriptor to reflect the change, ALTER CONFIRMATION commands should be run against each source
CCDB from which entities have been promoted to reflect the new target dictionary identification information. This
information is contained in "Migrate Out" (Action Code "C") Confirmation Change Log records in the source CCDB..eul

Contents

NDVRARCO Command Language

 

NDVRARCO is driven via three separate commands: SIGNON, COMPRESS, and ARCHIVE.

SIGNON

The syntax for SIGNON is as follows:
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►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬───────────────────────────┬───┬──────────────────────────┬───────────►
      └─ USEr name is user-name ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬──────────── . ───────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

The SIGNON command identifies the user responsible for the archive/compress processing and optional password and
CCID list. If no CCID list is specified, the default CCIDs for the user are assigned from the CCDB.

NOTE
If the user runs NDVRARCO but doesn't specify COMPRESS, ARCHIVE or ALTER CONFIRMATION, the utility
will clean up uncommitted work only.

COMPRESS

In order to perform compress processing, the user must explicitly instruct NDVRARCO to do so. The syntax for
COMPRESS is as follows:

►►────── COMpress ───────────────────────────────────────────────────────────►

 ►────┬───────────────────────────────────────────────────────┬───── - ──────►◄
      └─ TO ───┬─ DATE is mm/dd/yy ──┬────────────────────┬───┤
               │                     └─ TIME is hh:mm:ss ─┘   │
               │                                              │ 
               └─ AGE is age ─────────────────────────────────┘

• The TO DATE value is used to specify the month, day, and year prior to which the compress processing is to be
performed. This is followed by an optional TIME value, which defaults to 23:59:59 if not specified.

• The TO AGE value is used to specify the number of days prior to which compression is to be performed.

If neither TO DATE nor TO AGE is specified, the system defaults to an age of 1 (day). NDVRARCO will not touch any
Change Log Entries in the database that are less than 24 hours old.

NOTE
You are limited to one COMPRESS command per NDVRARCO run. If you specify more than one COMPRESS
command, only the last applies.

There is a specific set of rules that CA Endevor/DB applies during compress processing:

• For A (Add), D (Delete), or M (Modify) actions -- A series of consecutive Adds that have the same entity description
by the same USER/CCID will compress to a single Add; the same holds true for consecutive series of Modifies or
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Deletes. An Add followed by a series of Modifies will compress to an Add. A series of Modifies followed by a Delete will
compress to a Delete. Finally, when Adds and Deletes alternate, the net result will be a Delete if the last action was a
Delete, and a Modify if the last action was an Add. For A/M/D action compression, the resultant database record is also
modified to show the count of the original change log record, plus the date/time of the oldest compressed record in the
series.

• For C (migrate out) and V (migrate in) actions -- These actions are involved in migration as records are migrated out
(C) of the source dictionary and migrated into (V) the target dictionary. When compress processing is performed, the
most recent C and V record for each entity, for each source/target dictionary are preserved. Thus, the level of the last
migration from or to, any dictionary is always preserved.

• Note that since the last C and V actions relative to each source or target are critical to future migration, NDVRARCO
considers these records to be inviolate and does not remove them from the database, even if they meet an ARCHIVE
command criteria.

• For I (Signin) and O (Signout) actions -- the most recent I (signin) and (O) signout records are preserved for each
entity during compression.

ARCHIVE

In order to perform archive processing, the user must explicitly instruct NDVRARCO to do so. The syntax for ARCHIVE is
as follows:

►►────── ARChive ────────────────────────────────────────────────────────────►

 ►────┬───────────────────────────────────────────────────────┬──────────────►
      └─ TO ───┬─ DATE is mm/dd/yy ──┬────────────────────┬───┤
               │                     └─ TIME is hh:mm:ss ─┘   │
               │                                              │ 
               └─ AGE is age ─────────────────────────────────┘

 ►────┬─ USEr ─────────────┬─────┬── is name ──┬────────────────── . ────────►◄
      ├─ CCId ─────────────┤     └── ALL ──────┘
      └─ MANagement-group ─┘

• The TO DATE value is used to specify the month, day, and year prior to which archive processing is to begin. This is
followed by an optional TIME value, which defaults to 23:59:59 if not specified.

• The TO AGE value is used to specify the number of days prior to which archive processing is to be performed.

The USER/CCID/MANAGEMENT-GROUP clause specifies the name of the group to be archived.

• When specifying a management group, the user can either key in the word MANAGEMENT-GROUP in its entirety or
use the MGR abbreviation.

• Quotes are used only if the name contains embedded special characters such as commas or blanks. It is important to
note that when archiving change history that hasn't been booked to any user or CCID, it is specified as ' ' (quote-blank-
quote), blank meaning no user or no CCID.

• When you specify USER, CCID, or MANAGEMENT GROUP IS ALL, all Change Log Entries qualifying under the TO
DATE/AGE range will be archived.

If neither TO DATE nor TO AGE is specified, the system defaults to an age of 1 (day). NDVRARCO will not touch any
Change Log Entry in the database that is less than 24 hours old.

You can specify up to 43 ARCHIVE commands per NDVRARCO run.
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ALTER CONFIRMATION

In order to perform Confirmation Change Log record modification, the user must explicitly instruct NDVRARCO to do so.
The syntax for ALTER CONFIRMATION is as follows:

►►─┬─ ALTer ──┬─ CONfirmation ─┬─ change log ─┬─┬──entries ─┬─────────────────►
   └─ MODify ─┘                └─ change-log ─┘ └─ entrys ──┘

 ►─┬──FROm ─┬─┬─ DICtname ─┬─ is dictname ── SYStem name is system ───────────►
   └─ FOR ──┘ └─ DBName ───┘

 ►─ TO ─┬─ DICtname ─┬─ is dictname ── SYStem name is system . ───────────────►◄
        └─ DBName ───┘

• The FROM DICTNAME value is used to specify the dictname, or dbname, and system identifier contained in a
Confirmation Change Log record that you wish to alter.

• The TO DICTNAME value is used to specify the dictname, or dbname, and system identifier that you want to be placed
in the Confirmation Change Log record for each record that matches the value specified in the FROM DICTNAME
parameter..eul
Those Confirmation Change Log records matching the dictname/dbname and system identifier specified in the
FROM DICTNAME clause will be modified to reflect the dictname/dbname and system identifier specified in the TO
DICTNAME clause. Statistics identifying the number of Confirmation Change Log records modified for each ALTER
CONFIRMATION command will be reported at the end of the job.
You can specify up to 100 ALTER CONFIRMATION commands per NDVRARCO run.

Running NDVRARCO

One NDVRARCO execution is required for each CCDB to be processed. These jobs are generally run during periods of
low CV activity, such as immediately after startup or before shutdown. However, they may be efficiently run at any point
during the day. Upon completion, a Change Log Entry that reflects the NDVRARCO run is associated with the Dictionary
record in the CCDB with an action code of P. This record contains CLE purge statistics.

Archived CLEs are placed in the SYS020 file. These records can be used as input into the CA Endevor/DB reporting
input module (See the section on Reporting in the CA Endevor/DB for CA IDMS Using section.). It is suggested that the
SYS020 file be set up as a generation data group to allow easy access to detailed historical information.

NDVRARCO Output

NDVRARCO output provides the user with four types of information: a standard input command listing, followed by
compiled input commands, running information, and summary statistics.

As a matter of course, NDVRARCO echoes the user's input commands at the beginning of the output listing. Following the
initial input command listing, NDVRARCO provides a series of informational messages that apply specifically to compiled
input.

volser                                                      CA, INC.                                        DATE      TIME     PAGE
RELEASE nn.n                                        C A - E N D E V O R / D B                             mm/
dd/yy  10:14:22  00001
                                                  CCDB ARCHIVE/COMPRESS UTILITY
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   SIGNON DBNAME SRCNDVR USER EDBADMIN.
   COMPRESS               TO DATE mm/dd/yy.
   ARCHIVE  USER EDBADMIN TO DATE mm/dd/yy.
   ALTER CONFIRMATION CHANGE LOG ENTRYS
       FROM DBNAME TGTDICT SYSTEM SYSTEM81
         TO DBNAME TGTNDVR SYSTEM SYSTEM81.

NDVRARCO: I002 COMPRESS PROCESSING WILL BE PERFORMED ON CCDB CHANGE-
LOG ENTRIES CREATED BEFORE DATE mm/dd/yy TIME 23:59:59
NDVRARCO: I003 CHANGE-LOG ENTRIES FOR EDBADMIN                         PRIOR TO DATE mm/
dd/yy TIME 23:59:59 WILL BE ARCHIVED
NDVRARCO: I004 ABORTED UPDATE SESSIONS OCCURRING BEFORE DATE mm/dd/
yy TIME 10:14:22 WILL BE REMOVED FROM THE DATABASE

NDVRARCO: I020 CLE NUMBER      100 DATE mm/dd/
yy TIME 06:31:22 FOR ELE DATE-2                                   BEING PROCESSED

NDVRARCO: I005 NUMBER OF ABORTED UPDATE SESSIONS REMOVED FROM DATABASE ...............:        2

NDVRARCO: I006 NUMBER OF CHANGE-
LOG RECORDS REMOVED FROM DATABASE BY COMPRESSION .....:        3

NDVRARCO: I007 ARCHIVE PROCESSING FOR USER EDBADMIN
               NUMBER OF CHANGE-
LOG RECORDS REMOVED FROM DATABASE ....................:      123
               NUMBER OF RECORDS WRITTEN TO ARCHIVE FILE .............................:      461

NDVRARCO: I008 NUMBER OF CONFIRMATION CHANGE-LOG ENTRIES ALTERED
               FROM DBNAME TGTDICT  SYSTEM SYSTEM81 TO DBNAME TGTNDVR  SYSTEM SYSTEM81:      150

• If a COMPRESS command was specified, NDVRARCO informs the user that compress processing will be performed,
along with the date and time prior to which everything will be compressed.

• If ARCHIVE commands were specified, NDVRARCO provides a message for each archive that is to be performed,
along with the name of each program to be archived and a PRIOR TO date and time.

• If ALTER CONFIRMATION commands were specified, NDVRARCO provides a message for each command indicating
the number of Confirmation Change Log records that were altered.
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The final message in this listing block refers to the aborted updates, which were removed from the database as
NDVRARCO performed its routine cleanup of uncommitted work.

NOTE
If the user specified a MANAGEMENT-GROUP name, NDVRARCO provides the names of associated CCIDs in
the compiled command listing, not the management group.

Following the compiled input listing, NDVRARCO provides run-related information for job monitoring purposes. As
indicated in the bolded area below, the first listings in this block indicate aborted update sessions. These are the
incomplete jobs that are rolled out by the updating program (for example, IDD). One of these messages appear for each
aborted session. The final information in this block serves as a "counter" for the passing of each 100 CLEs. These listings
indicate the date/time stamp in that particular CLE, along with that CLE's associated entity name. This is NDVRARCO's
way of letting administrators observe execution progress.

The final block of information provided in NDVRARCO output is the summary statistics listing.

• The first message in this block reflects the number of aborted update sessions removed from the database. This single
message occurs with every NDVRARCO run.

• The second message reflects the number of change-log records removed from the database by compression. This
single message occurs only if compress processing was requested.

• The third type of message is archive-related and will consequently appear only if archive processing was requested.
Each archive request produces a list of summary statistics indicating the number of change-log records removed from
the database, and the number of records written to an archive file.

• The fourth type of message will appear only if ALTER CONFIRMATION processing was requested. Each ALTER
CONFIRMATION request produces summary statistics indicating the number of Confirmation Change Log records
altered in the CCDB for the request.

Sample JCL and Syntax

Use the following JCL to run NDVRARCO. It is contained in member SAMPARCO on the installation media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPARCO
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//*

//*  PURPOSE:  ARCHIVE, COMPRESS AND PURGE OLD CHANGE LOG ENTRIES.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  ARCHCOMP  RUNS PROGRAM NDVRARCO.  USERID MUST BE AUTHORIZED.

//*

//*********************************************************************

//*

//ARCHCOMP EXEC PGM=NDVRARCO,REGION=1000K

//*

//*   OUTPUT ARCHIVE FILE: COMPATIBLE WITH CULPRIT REPORTING.

//*   EXAMPLE ASSUMES YOU WILL USE GENERATION DATA GROUPS.

//*

//SYS020   DD DSN=user.xxxxccdb.archgdg (+1),

//         DISP=(,CATLG),UNIT=tape,

//         DCB=(user.gdgmodel,BLKSIZE=14400,LRECL=288,RECFM=FB)

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name
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DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

   COMPRESS TO AGE nn.

/*

Promotion Support Facilities
In a typical promotion, entities are copied from a source data dictionary to a target data dictionary. CA Endevor/DB
Facilities perform the following functions:

• Selection of entities to migrate based upon input selection criteria, IDD relationships, and Change Log information.
• Integrity checking the source system prior to migration for complete development activity (for example, dialogs

generated when a subordinate process or map is changed, records updated when subordinate elements are changed,
maps generated when work records are modified, subschemas recompiled when schemas are changed, etc.). A
complete description of integrity checks is contained later in this section.

• Impact analysis prior to migration on the target dictionary by examining the IDD relationships and the CCDB history
of changes on that system. During impact analysis, migrating entities and related entities in the target system are
examined for update activity since they last migrated from the source system. Any update usually represents an
inconsistency between the source and target systems.

• Migration of changed entities from the source to the target system using the CA Endevor/DB native mode migrator.
• Automatic Signout of migrating entities during impact analysis to prevent update until the migration process is

completed.
• Building a standard IDD Class/Attribute structure in the source dictionary as an interface to other vendors' migration

facilities at an installation, if desired.
• Audit trail creation on the source and target systems reflecting the origin and destination of migrated entities.

The Promotion Support architecture, in conjunction with the Dynamic Change Monitor and the CCDB, gives CA Endevor/
DB the unique capability to assure accurate promotions while eliminating a majority of the time-consuming tasks normally
associated with migration. CA Endevor/DB facilities can be used to perform all migration tasks or to interface with an
existing migrator in use at an installation.
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WARNING
CA Endevor/DB Promotion Support does not currently migrate CLASS/ATTRIBUTE or USER definitions.
If you have entities with ATTRIBUTES or any of the ATTRIBUTE-related characteristics (USER-DEFINED-
COMMENTS, USER-DEFINED-ENTITIES, simple ATTRIBUTES), then you must ensure that the CLASSES and
ATTRIBUTES are defined at the target dictionary before running the target-dictionary portions of promotion. For
instance, if a source-dictionary entity is defined with MYCLASS=MYATTRIBUTE, then that characteristic will be
migrated. If MYCLASS and MYATTRIBUTE are not already defined at the target, then do so manually before
running NDVRBOOK (OPTION=MIGRATE).

Selection for Migration

The promotion process begins by executing the SELECTION/VERIFICATION PROCESSOR (program NDVRDSEL).
Entities are selected to be migrated from the information contained in the CCDB Change Log, input selection criteria, and
the IDD. As a result, only those entities, which have been actually modified in the source system since the last migration
to the target system, are initially eligible. Criteria, which are used to select entities for promotion, include the target system
identifier, CCIDs, users, status, date and time ranges, management group, or a combination thereof.

Using the entities selected from the CCDB as a starting point, the data dictionary is interrogated and relationships
expanded to determine if any closely related entities were modified since their last migration to the target system. Closely
related entities are migrated if they have been modified.

Upon selection, a machine-readable and user-editable candidate entity list and control file is created. This list is then
used as input to other promotion support utilities. Entities in the candidate list are also optionally signed-out at selection
time by the Verification Processor. This assures that no unintended changes will be made to the entities selected until the
promotion process is completed.
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Target System Impact Analysis

Following successful selection and verification of the candidate entity list on the source system, the CORRELATION
PROCESSOR (program NDVRDCOR) performs a comprehensive impact analysis on the target system. As input, the
Correlation Processor uses a sequential file containing a list of element names and control information produced by
NDVRDSEL. Figure 8.2 illustrates the Correlation/Verification cycle.

Impact analysis is performed independently of the actual entity migration. Each entity in the candidate list is checked
against the CCDB and the target IDD to ensure that no update activity has occurred to the entities migrating (or to closely
related entities) since those entities were last promoted from the source system. In this manner, reversion of applied fixes
or parallel development conflicts are captured prior to receiving unexpected results. Any discrepancies can be identified
and repaired prior to migration. The process of executing Verification and Correlation may be safely and quickly iterated in
the quality assurance phase of promotion.

Entity Migration

After quality assurance, the finalized entity list is used to migrate either source statements or executable modules (load
module only migration) from the source system by the DELIVERY PROCESSOR. Optionally, a Class/Attribute structure
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can be built to serve as a mechanism for tagging those entities, which have been marked for promotion for use by another
migration package.

When using another vendor's migration package, migrate using the Class/Attribute path after the Delivery Processor
creates it from the selection list. Figure 8.3 represents the Delivery process. Detailed information on the exact outputs
produced is contained later in this section.

Target System Audit Trail Creation

At this point in the process, all entities committed to promotion are updated in the target system via standard compilers
running stand-alone or indirectly through a migrator. During migration, the Dynamic Change Monitor on the target
system is run in a special migration mode to reflect that the data dictionary modifications are the result of migration.
This is accomplished by passing a special command to the Change Monitor through program NDVRBOOK in a
procedure described later in this section. Resultant migration Change Log Entries (Migrate-in CLEs) on the target system
(CLE action code = V) are stamped with a "footprint" containing the exact date and time received, the source system
identification, and the time the entity was selected on the source system. Figure 8.4 reflects this process. The Migrate-in
CLEs can be created regardless of the migration procedure used at an installation.

Source System Audit Trail Creation
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Figure 8.5 - NDVRDCF1 and NDVRDCF2 - Promotion Support Cycle Completion.

After a successful migration is committed and tested out on the target system, a confirmation file is extracted from the
target system by program NDVRDCF1 and sent back to the source system via program NDVRDCF2. Migration Change
Log Entries are created in the source system CCDB (CLE action code = C), reflecting the exact time the entries were
received on the target system and the target system identification. At this point, a complete audit trail of the migration
exists on the source and target systems.

Migration Change Log Entries are used by future Correlation and Verification executions as part of the on-going quality
assurance/maintenance cycle. As an added feature, the Change Log Entries created by the Reception Processor are
used for comprehensive migration activity reports. The Reception Processor is independent of the quality assurance
processors and can be run stand-alone or in conjunction with any migration procedure or program.

Programs and Security for Migration
The logical processes depicted in Figure 8.5 are implemented with the following utility programs:

Process Program Name Run on System
Selection NDVRDSEL Source
Validation (Source) NDVRDSEL Source
Impact Analysis (Target) NDVRDCOR Target
Exportation NDVRDLVR Source
Importation w/Audit Trail NDVRBOOK Target
Source Audit Trail (extract) NDVRDCF1 Target
Source Audit Trail (update) NDVRDCF2 Source

Any user executing the CA Endevor/DB promotion support programs will require the following procedures enabled in the
Security Class (or use NDVR-GLOBAL):

NM-MODE = Y

MIGRATE = Y

For instructions on modifying Security Class parameters and a full explanation of these options, See Section4, "Security
Class Maintenance."

System Identification
CA Endevor/DB creates audit trails and cross reference records to reflect migration activity in the CCDBs of the target
and source systems. Each dictionary involved in migration as a SOURCE or TARGET is identified by SYSTEM NAME
and a DBNAME in the dictionary descriptor record contained in the CCDB. The SYSTEM NAME is used to provide unique
system identification when the source and target dictionaries share the same DICTNAME. This often happens when the
dictionaries involved reside on separate CVs.

Set up SYSTEM NAMEs using the DICTIONARY FUNCTIONS online submenu. See Section1 in this document for full
instructions on establishing a SYSTEM NAME.

When more than one DBNAME is used to point to the same physical data dictionary within a CV, CA Endevor/DB uses the
DBNAME supplied in promotion support input command files for migration activity checking.
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NOTE
A consistent DBNAME should be used for each physical dictionary for all promotion support activity. Failure to
use a consistent name causes the selection and impact analysis routines to produce excessive warnings and
selections. It is recommended that the base name be used.

Source System Validation and Integrity Checking Rules

NDVRDSEL Selection and Verification

The function of NDVRDSEL is to select and verify the entities to be migrated from the source to the target system.
NDVRDSEL reads the Sign-on and input command syntax from the NDVRIPT file and creates a sequential NDVRENO
(Entity Out) file. The NDVRENO file contains control information, which identifies the source and target system and a
list of entity statements. This file is in display format and is suitable for editing in the event that subsequent NDVRDSEL
or NDVRDCOR runs identify changes to be made to the entity list. Make these changes with any standard source code
editor.

Contents

During the validation process, all modified entities, which satisfy the selection criteria, are initially selected based on
CCDB information. The IDD is then optionally interrogated to determine if any related entities have been modified since
last migration to the specified target system.

Entities, which are examined in this process, fall into four general classes:

• Entities with CCDB change activity according to the selection criteria. These entities are migrated to the target system.
• Entities related to changed entities, which are unconditionally migrated with the changed entity.
• Entities related to changed entities which are migrated only if modified in the source system since its last migration to

the target, even though the modification occurred outside of the CCDB selection criteria (another Management Group,
CCID, userid, time range, or Status).

• Related entities, which should have been modified in the source system based on the modification of a subordinate
entity, but were not. For example, if a map was modified but its related Dialog was not regenerated, that dialog would
fall into this category. These entities are listed on an exception report for investigation.

Three different strategies can be employed to select IDD entities related to those that were logged in the CCDB. These
strategies are specified as part of the input command file to program NDVRDSEL.

STRATEGY 1 - CHANGE RELATIONSHIPS

The EXPAND IDD CHANGE RELATIONSHIPS selection strategy is used when:

• All promoting development activity has taken place under CA Endevor/DB.
• Only changed entities are to be promoted.

It operates under the following assumptions:

• All development in the source dictionary has taken place under CA Endevor/DB.
• Only the changes undertaken since the Change Monitor was installed are to be promoted.
• The target dictionary contains the complete application, part of which will be replaced by the promotion process.

STRATEGY 2 - HIERARCHY RELATIONSHIPS

The EXPAND IDD HIERARCHY RELATIONSHIPS selection strategy is used when:

• All promoting development activity has not taken place under CA Endevor/DB.
• All related entities are to be promoted regardless of change activity.
• The application is not currently present in the target dictionary.
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It is intended to operate under the following conditions:

• CA Endevor/DB was installed or interrupted in the middle of a development cycle.
• Major entities have change activity against them in the CCDB, but modified subordinate entities may not have had any

change activity.

STRATEGY 3 - MINIMUM RELATIONSHIPS

The EXPAND IDD MINIMUM RELATIONSHIPS selection strategy is used when:

• All promoting development activity has taken place under CA Endevor/DB.
• Only changed entities are to be promoted.
• The expansion processing is to be limited. For example, if the NDVRDSEL selection criteria chooses a DIALOG which

is used in several APPLICATIONs, then the EXPAND IDD MINIMUM RELATIONSHIPS will only inspect entities "lower"
in the application definition, such as MAPs and PROCESSes, and will not include the APPLICATIONs because they
are "higher" in the hierarchy.

It is intended to operate under the following condition:

• Only changes undertaken since the Change Monitor was installed are to be promoted.

Strategy Comparison

The following table identifies, by entity type, the selection of entities related to the promoting entity depending on the type
of EXPAND IDD RELATIONSHIPS clause specified to NDVRDSEL (see syntax below).

It is important to note that the Promoting Entity is selected based on CCDB information (Change Log Entries and any
selection criteria specified in the NDVRDSEL syntax), but during EXPAND IDD processing, related entities are selected
based on their relationship to the promoting entity in the IDD.

Entities related to a selected entity, which should have been modified, but were not, may be listed on the EXCEPTION
LISTING. For example, an APPLICATION selected for promotion is related to a RECORD, which is not selected, but the
date last updated of the RECORD is more recent than the date last updated of the APPLICATION.

Promoting Related EXPAND IDD RELATIONSHIPS
Entity Type Entity Type CHANGES HIERARCHY MINIMUM
APPLICATION LOAD MODULE Always Always Always
 RECORD Modified Always Modified
DIALOG LOAD MODULE Always Always Always
 MAP Modified Always Modified
 PROCESS Modified Always Modified
 RECORD Modified Always Modified
 SUBSCHEMA Modified Never Never
ELEMENT ELEMENT Modified Always Modified
 RECORD Modified Never Never
FILE FILE Modified Always Modified
MAP DIALOG Modified Always Modified
 LOAD MODULE Always Always Always
 MODULE Modified Always Modified
 RECORD Modified Always Modified
 TABLE Modified Always Modified
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MODULE MAP Modified Always Modified
 MODULE Modified Always Modified
 PROGRAM Always Never Never
PROCESS DIALOG Modified Never Never
 PROCESS Modified Always Modified
PROGRAM MAP Modified Always Modified
 MODULE Modified Always Modified
 RECORD Modified Always Modified
 SUBSCHEMA Modified Never Never
QFILE QFILE Modified Always Modified
RECORD APPLICATION Modified Never Never
 DIALOG Modified Never Never
 ELEMENT Modified Always Modified
 MAP Modified Never Never
 PROGRAM Modified Never Never
 SCHEMA Modified Never Never
 SUBSCHEMA Modified Never Never
SCHEMA RECORD Modified Always Modified
 SUBSCHEMA Modified Always Modified
SET SCHEMA Modified Never Never
SUBSCHEMA DIALOG Modified Never Never
 LOAD MODULE Always Always Always
 PROGRAM Modified Never Never
 RECORD Modified Always Modified
 SCHEMA Modified Never Never
TABLE LOAD MODULE Always Always Always
 MAP Modified Always Modified

Promoting Entity Type Related Entity Type DATE/TIME EXCEPTION LISTED
APPLICATION LOAD MODULE APPL > LOAD MODULE
 RECORD RECORD > APPLICATION
DIALOG LOAD MODULE  
 MAP MAP > DIALOG
 PROCESS PROCESS > DIALOG
 RECORD RECORD > DIALOG
 SUBSCHEMA SUBSCHEMA > DIALOG
ELEMENT ELEMENT  
 RECORD ELEMENT > Record
FILE FILE  
MAP DIALOG MAP > DIALOG
 LOAD MODULE MAP > LOAD MODULE
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 MODULE MODULE > MAP
 RECORD RECORD > MAP
 TABLE TABLE > MAP
MODULE MAP MODULE > MAP
 MODULE  
 PROGRAM MODULE > PROGRAM
PROCESS DIALOG PROCESS > DIALOG
 PROCESS  
PROGRAM MAP MAP > PROGRAM
 MODULE MODULE > PROGRAM
 RECORD RECORD > PROGRAM
 SUBSCHEMA  
QFILE QFILE  
RECORD APPLICATION RECORD > APPLICATION
 DIALOG RECORD > DIALOG
 ELEMENT ELEMENT > RECORD
 MAP RECORD > MAP
 PROGRAM RECORD > PROGRAM
 SCHEMA RECORD > SCHEMA
 SUBSCHEMA RECORD > SUBSCHEMA
SCHEMA RECORD RECORD > SCHEMA
 SUBSCHEMA SCHEMA > SUBSCHEMA
SET SCHEMA SET > SCHEMA
SUBSCHEMA DIALOG SUBSCHEMA > DIALOG
 LOAD MODULE SSC > LOAD MODULE
 PROGRAM SUBSCHEMA > PROGRAM
 RECORD RECORD > SUBSCHEMA
 SCHEMA SCHEMA > SUBSCHEMA
TABLE LOAD MODULE TABLE > LOAD MODULE
 MAP TABLE > MAP

Generally for new development projects there is little difference between the three strategies, since all entities have been
added and are selected in any case.

When maintenance promotions are undertaken, Strategy 1 will usually yield a much smaller and more efficient promotion
list since only the changes will be promoted.

When maintenance promotions are undertaken in the situation where multiple maintenance teams were working on
overlapping sets of entities, Strategy 3 may prevent the work of all the maintenance teams from being gathered together,
and allow independent promotion. Note, however, that this may lead to inconsistencies in the target dictionary. In the case
where the work of two teams is co-dependent, you must promote them together.

NDVRDSEL Command Syntax
Contents
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The following command syntax, specified in the NDVRIPT file, is accepted by NDVRDSEL:

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬────────── . ─────────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

►►────── TARget ──┬──SYStem is target-system-name ────┬──────────────────────►
                  └─ NODename is target-node-name ────┘

 ►────────┬─────────────────────────────────┬────────────────────────────────►◄
          ├─ DBNAme ──────┬── is dictname ──┘
          └─ DICtName ────┘

►►────────┬────────────────────────────────────────┬─────────────────────────►◄
          └─ MODe is ───┬─── EXEcute ◄────┬── . ───┘
                        ├─── TRIal ───────┤
                        └─── BACkoff ─────┘

►►────────┬────────────────────────────────────────┬─────────────────────────►◄
          └─ INPut is ───┬─── DATabase ◄──┬── . ───┘
                         └─── FILe ───────┘

►►────────┬──────────────────────────────────────────────────────────┬───────►◄
          └─ SIGnout to ───┬─ USEr ──┬── name is signout name ── . ──┘
                           └─ CCId ──┘

►►─┬───────────────────────────────────────────────────────────────────────┬─►◄
   └─ INClude ──┬────────────────────────────────────────────────────┬─ . ─┘
                ├─ ALL ◄─────────────────────────────────────────────┤
                │                                                    │
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                │ ┌───────────────────────────────────────────────┐  │
                ├─▼─ FROm date is mm/dd/yy ───────────────────────┼──┘
                ├─── THRu date is mm/dd/yy ───────────────────────┤
                ├─── where STATUS name is status ─────────────────┤
                ├─── USEr name is user-id ────────────────────────┤
                ├─── CCId name ccid ──────────────────────────────┤
                └─┬─ MANagement-group ┬ name is management-group ─┘
                  └─ MGRp ────────────┘

►►─┬──────────────────────────────────────────────────────────────────┬──────►◄
   │           ┌────────────────────────────────────────────┐         │
   └─ EXClude ─▼─┬── where STAtus name is status ──────┬────┴──── . ──┘
                 └── WIThin CCId name is ccid ─────────┘

►►────────┬──────────────────────────────────────────────────────────┬───────►◄
          └─ EXPand IDD ─┬─────────────────┬── relationships ── . ───┘
                         ├─── CHAnge ◄─────┤
                         ├─── HIErarchy ───┤
                         └─── MINimum ─────┘

►►────────┬──────────────────────────────────────────────────────────┬───────►◄
          └─ WARn where ─┬────────────────────────┬──────────── . ───┘
                         ├─── CCId is MULtiple ───┤
                         ├─── CCId is NULl ───────┤
                         ├─── USEr is MULtiple ───┤
                         └─── USEr is NULl ───────┘

• SIGNON
The SIGNON command identifies the user responsible for the migration and optional password and CCID list. If no
CCID list is specified, the default CCIDs for the user are assigned from the CCDB.

• TARGET
The TARGET command identifies the target system and base dictionary name to be migrated to. This identifier is used
to drive the verification process. All activity against an entity since it last migrated will be used for integrity checking for
WARN conditions and for INCLUDE conditions (See below).

NOTE
The target system name and dictname specified in this statement must match the values in the Dictionary
record in the CCDB for the target dictionary. If an erroneous target dictionary and system name are given,
NDVRDSEL will select many more entities than are necessary to achieve source and target synchronization.
This is because the software bases its selection on change activity and last migration date.

The last migration date is determined from the Migrate out CLEs created by NDVRDCF2 when the migration is
confirmed on the source system. The Migrate out CLEs contain the date of migration and the target system name and
dictname. Since there will be no Migrate out CLEs on the source system for a non-existent target, giving the wrong
target name will erroneously trigger the selection of all entities modified on the source system.

• MODE
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The Verification and Selection program can be run in three modes. They are:

Mode Description
TRIAL This mode produces the NDVRENO file but does not perform the

bulk sign-out of entities, even if specified in the input command
syntax. All other edits are performed. This mode can be used by
individual project leaders or development teams independently of
the person responsible for migration, to check the integrity of work
performed on the target and source dictionaries without affecting
the state of the CCDB.
Note: Users executing NDVRDSEL in TRIAL mode do not require
security authorization.

EXECUTE This mode performs all edits and selection and will sign-out
the entities upon selection if SIGNOUT is specified in the input
command file.
Note: Any user operating in this mode must be authorized for
MIGRATE = Y in his/her Security Class.

BACKOFF This mode signs-in all elements that were signed-out during a
NDVRDSEL run.
Note: Any user operating in this mode must be authorized for
MIGRATE = Y in his/her Security Class.

• INCLUDE
Entities may be selected for migration based on CCID, user, Status, Date, or Management Group (MGRP). MGRP,
CCID, and user are mutually exclusive. Only one of these conditions should be specified in a single INCLUDE
statement, and may be combined with Date and Status conditions.Conditions within an INCLUDE statement are
logically ANDed with other conditions within that statement. Each INCLUDE statement is logically ORed with other
INCLUDE statements. Specify one INCLUDE for each set of modifications to be migrated.
To perform this function, NDVRDSEL reads Change Log Entries after the last Migrate-out CLE (action code = C) to the
target system. If no Migrate-out CLE exists, it assumes the last migration to the target took place at the beginning of
the recorded history for that entity.
When MGRP is specified, all IDD work performed under the CCIDs in that Management Group is selected.
When STATUS is given as the only selector within an INCLUDE statement, or when STATUS is given in combination
with USER, only the base status (status set without a CCID context in the CCDB) is examined.
When STATUS is given as a selector in combination with MGRP or CCID, the base status or the status within the
context of the included CCIDs is considered.
When ALL is specified, all updated entities since the last migration to the target are included. If the last activity against
an entity is a migrate out (CLE action = C) to the target dictionary, it will not be included. All other entities in the CCDB
are included.

• EXCLUDE
Multiple EXCLUDE statements may be specified. Excluded from migration are those items which have been selected
by an INCLUDE or through IDD expansion, but have a particular Status. This mechanism is employed as a way of
excluding individual entities, even though all other criteria would have resulted in selection. For example, it can be
used to accommodate last minute project decisions to migrate only part of the work performed under a CCID, or to
exclude untested work.

NOTE
The IDD selection logic will not expand through (or validity edit) an entity that has been excluded. To prevent
wholesale selection when a global record has changed in a compatible manner, EXCLUDE the global record
from migration.

When the WITHIN clause is specified, the status under the context of the CCID specified is examined. When no
WITHIN clause is present, only the base status is considered (status set without a CCID context in the CCDB).
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NOTE
This is intentionally made more restrictive than the INCLUDE STATUS clause which will select a base or
CCID status when specified.

• SIGNOUT
All entities selected for migration will be signed out. Existing Signouts are overridden by NDVRDSEL. It is therefore
possible to allow individual programmers the ability to Signout entities via Auto-Sign or explicit Signout to preserve the
integrity of entities during development. When selected for migration, the user responsible for migration gains control of
the entity regardless of prior signout status.
When the migration is completed, the signout is restored to the developer. Signout prevents modification by individuals
other than the person responsible for the migration once an entity is selected. All entities will be signed out to the user
or the CCID specified in the command.
Signouts remain in effect until the entities are received on the target system (through NDVRDCF2) or until
MODE=BACKOFF is executed. After migration, Signouts are automatically signed back in.

• EXPAND
NDVRDSEL determines the entities to be migrated through two passes:
– Pass 1 reads the CCDB and selects changed entities, according to specified selection criteria, which have been

modified since their last migration to the target system. Alternatively, Pass 1 reads the input Entity List File
(NDVRENI) and selects all entities named in the file.

– Pass 2 examines the IDD and optionally selects and validates entities related to those, which have changed.
When the EXPAND option is not in effect (default setting), the CCDB (or input Entity List File) is the sole source for
entities which satisfy the selection criteria. No Pass 2 is performed. No consistency validation on the source dictionary
is performed. In this case, the selection list will consist only of the entities modified in the source system without regard
to affected entities in the source IDD.
When the EXPAND IDD RELATIONSHIPS clause is in effect, the Pass 2 selection and verification process will
consistency-edit the IDD to determine if any potentially dangerous conditions exist in the source dictionary (e.g.,
Element changes with no corresponding Record modification). Entities, which violate validation conditions, are
reported in the NDVRDSEL Exception Report. See the "Source System Validation and Integrity Checking Rules"
section in this section for a complete description of the validation and selection rules.

NOTE
If the CA Endevor/DB migrator is being used, always specify the EXPAND clause.

When EXPAND is in effect, NDVRDSEL will place additional entities (beyond those contained in the CCDB) into the
NDVRENO file. The strategy used to select additional entities will depend upon the EXPAND option. CHANGE is the
default strategy when the EXPAND clause is specified.

Option Meaning
CHANGE CHANGE examines all relevant IDD relationships during Pass 2

in the dictionary according to the relationships described earlier
in this section under Strategy 1. It will then select for migration
all dictionary entities related to the entities logged to the CCDB if
they have changed since they last migrated to the target system
and dictionary. Any new item selected will start a new selection
path. Selection paths stop when an entity is reached along a path,
which has not been modified in the source system.
Note: The object of this technique is to migrate only the minimum
set of entities required to bring the source and target into
synchronization.
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HIERARCHY HIERARCHY examines only hierarchical IDD relationships during
Pass 2 in the dictionary according to the relationships described
earlier in this section under Strategy 2. It will then select for
migration all dictionary entities that are subordinate to any one
already chosen. Any new item selected for migration will later be
used to search for other entities.
Note: When HIERARCHY is specified, related entity types are
unconditionally migrated regardless of change activity. Also note
that the object of this technique is to migrate complete application
systems, especially in situations where CA Endevor/DB is being
used to migrate an application system for the first time.

MINIMUM MINIMUM examines only hierarchical IDD relationships, and then
select only those subordinate entities that have changed since
they last migrated to the target system and dictionary. Any new
item selected for migration will later be used to search for other
entities.
Note: The object of this technique is to allow the separate
migration of application systems that share components. It
should be used with great caution, because such application
systems may be so thoroughly inter-dependent that they cannot
be migrated independently.

• WARN
All entities selected from the CCDB for migration can be optionally edited to produce warnings for each of the following
exception conditions. Warnings appear on the NDVRDSEL Exception Report.

Warning Description
CCID IS MULTIPLE A modification under more than one CCID has occurred to this

entity since it last migrated to the target system. To perform this
function, NDVRDSEL reads Change Log Entries after the last
Migrate-out CLE (action code = C) to the target system. If no
Migrate-out CLE exists, it assumes the beginning of the recorded
history for that entity. By examining the detail change history
associated with entities flagged with this warning, it is possible to
identify the users involved for follow-up questioning, if necessary.
Multiple updates can be prevented at modification time by the use
of the CA Endevor/DB Signout facility.

CCID IS NULL A modification with no CCID has occurred against this entity
since it last migrated to the target system. This warning will flag
unclassified work. This condition can be prevented at modification
time through the use of the NO-CCID Security Class Option on the
dictionary Security Class.

USER IS MULTIPLE More than one user has modified this entity since it last migrated
to the target system. To perform this function, NDVRDSEL reads
Change Log Entries after the last Migrate-out CLE (action code =
C) to the target system. If no Migrate-out CLE exists, it assumes
the beginning of the recorded history for that entity. This edit is
intended as an aid to insure that multiple users were aware of
and tested each other's updates. By examining the detail change
history associated with entities flagged with this warning, it is
possible to identify the users involved for follow-up questioning, if
necessary. Multiple updates can be prevented at modification time
by the use of the CA Endevor/DB Signout facility.
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USER IS NULL A modification with no userid has occurred against this entity
since it last migrated to the target system. This warning will flag
unclassified work after the fact. This condition can be prevented at
modification time through the use of the NO-USER Security Class
Option on the dictionary Security Class.

• INPUT
Two primary input sources can be used for entity editing:
– INPUT=DATABASE
– INPUT=FILE
DATABASE: The CCDB is used with any INCLUDE/EXCLUDE statements to produce the NDVRENO file. The
NDVRENO file contains a user-editable entity list and control information. From this point forward, the NDVRENO data
set is used as input to other promotion support programs. DATABASE is used for the initial run of NDVRDSEL when
change history is used to select entities for migration. After externally editing the entity list in the NDVRENO file (if
necessary), subsequent runs for integrity edits would be done with INPUT=FILE and an NDVRENI file.
Figure 8.6 depicts a run with INPUT=DATABASE.

FILE: A previously created NDVRENO file can be read in through the NDVRENI DD statement. When this occurs, all
entities in the list are re-edited for WARN conditions, selection criteria, and validation rules. A new NDVRENO file is
always produced reflecting the most recent execution time. Entities manually added to the list are signed out if SIGNOUT
is specified in the syntax. INPUT=FILE is used when iterating the Verification and Correlation process to obtain a "safe" or
"improved" entity list based on validation edits and impact analysis.

Another use of INPUT=FILE is when a known entity list is migrating. Manually coding ENT statements eliminates the
overhead of scanning the CCDB (Pass 1) for all change activity. In this case, the advantages of cross entity validation and
selection (Pass 2) is still obtained even though the CCDB was not used for initial list creation.

NOTE
When doing this, make sure that a LIST FOLLOWS statement immediately precedes your ENT statement.

INPUT=FILE can also be used in BACKOFF processing. If you have run NDVRDSEL in EXECUTE mode and had it
perform SIGNOUT processing, the most expedient way to undo the SIGNOUT processing is to submit a job that specifies
MODE=BACKOFF and INPUT=FILE, and use the previous job's NDVRENO file as NDVRENI.

When INPUT=FILE is specified, the following additional edits are performed:

• A warning is produced when no change history for an entity exists in the CCDB.
• A warning is produced when an entity in the NDVRENI file would have been EXCLUDEd or failed to be INCLUDEd

based on optionally supplied INCLUDE/ EXCLUDE commands. If no commands are supplied in conjunction with
NDVRENI, there will be no warnings of this type.

Figure 8.7 depicts a run with INPUT=FILE. The NDVRENI statement is required when INPUT=FILE is coded.
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NDVRDSEL Sample JCL

Use the following JCL to run NDVRDSEL. It is contained in member SAMPDSEL on the CA Endevor/DB installation
media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPDSEL

//*

//*  PURPOSE:  SELECT IDD ENTITIES FOR MIGRATION.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

 128



 Administrating

//*  SELECT    GENERATE ENTITY LIST TO DRIVE THE REST OF MIGRATION

//*            OPTIONALLY, RE-EDIT PRIOR MODIFIED/RECYCLED LIST.

//*

//*********************************************************************

//*

//SELECT   EXEC PGM=NDVRDSEL,REGION=1000K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//*

//*  THE NDVRENI FILE IS ONLY USED IF INPUT=FILE.

//*  OMIT OR DUMMY OUT IF INPUT=DATABASE.

//*

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseni

//*

//*  THE NDVRENO FILE IS PROCESSED BY ALL MIGRATION JOBS THAT FOLLOW.

//*

//NDVRENO  DD DSN=user.ndvrdsel.dseno,DISP=(,CATLG,DELETE),

//          UNIT=disk,VOL=SER=volser,SPACE=(TRK,(5,5),RLSE),

//          DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//NDVRLST  DD SYSOUT=*

//NDVRDTL  DD SYSOUT=*

//NDVRUTL  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *
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DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

   TARGET SYSTEM ='cvsysid' DICTNAME ='userdict'.

   MODE = EXECUTE.

   INPUT IS DATABASE.

   EXPAND IDD RELATIONSHIPS.

   SIGNOUT TO USER userid.

   INCLUDE USER = userid.

   EXCLUDE WHERE STATUS = status.

   WARN WHERE CCID MULTIPLE.

   WARN WHERE USER MULTIPLE WHERE USER NULL.

/*

NDVRDSEL Outputs
Contents

NDVRDSEL produces three report files and one output file:
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• A control report (ddname NDVRLST). This report echoes the user-specified syntax, and itemizes all entities that have
had CCDB-related warnings or exceptions issued against them.

• A detail report (ddname NDVRDTL). This report itemizes each entity selected or excluded from the NDVRENO file, the
reason for selection or exclusion, and any warning or exceptions that were generated.

• A utility report (NDVRUTL). This report lists the input Entity List file (NDVRENI). If IDD expansion is performed, it will
also contain a Validation Exception listing.

• A sequential output file (ddname NDVRENO). This data set is the file, which controls all subsequent steps in the
promotion process.

NDVRDSEL Output File (ddname NDVRENO)

The NDVRENO file contains 80 character records in display format. It is the hub of the CA Endevor/DB Promotion Support
System and is used in all subsequent promotion support facilities for control, detail, and backoff information. Italic items
are generated internally by NDVRDSEL and placed in the output file. Other items are passed into the output file from the
input specifications. The NDVRENO file contains the following generated syntax:

SOURCE  SYSTEM [NAME] [IS | =] source system name

       {DBNAME | DICTNAME} [IS | =] dictname   | ' '

       VERIFY DATE = mm/dd/yy  TIME = hh:mm:ss

       .

TARGET SYSTEM [NAME] [IS | =] target system name

       [{DBNAME | DICTNAME} [IS | =] dictname].

[MODE  [IS | =] {TRIAL | EXECUTE | BACKOFF} .]

[INPUT [IS | =] {FILE | DATABASE.]

[SIGNOUT       [TO] {USER | CCID} [NAME] [IS | =] signout name .]

[INCLUDE

       [FROM [DATE] [IS | =] mm/dd/yy ]
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       [THRU [DATE] [IS | =] mm/dd/yy ]

       [ALL]

       [{MGRP | CCID | USER} [NAME] [IS | =] select name

       |'']

       [WHERE STATUS [NAME] [IS | =] status value] ].

[EXCLUDE       [WHERE] STATUS [NAME] [IS | =] status value

               [WITHIN CCID [NAME] [IS | =] status value ] ].

[EXPAND        IDD {CHANGE} | HIERARCHY}[RELATIONSHIPS].]

[WARN  [WHERE]

       [CCID [IS | =] MULTIPLE]

       [CCID [IS | =] NULL]

       [USER [IS | =] MULTIPLE]

       [USER [IS | =] NULL] .]

LIST FOLLOWS .

 ENT type  entity name  vvvv.

 ENT type  entity name  vvvv.

       .

       .

       .

 132



 Administrating

One entity or ENT statement is created for each entity INCLUDEd. If that entity was also EXCLUDEd, the statement would
be commented out with an "*" in column 1.

NOTE
The comment causes the Correlation Processor (NDVRDCOR) and the Delivery Processor (NDVRDLVR) to
ignore the statement. If you want to include any excluded entity, simply remove the leading "*". To manually
include an entity, edit the file and add an ENT statement according to the free form syntax above.

When running the NDVRENO file back into NDVRDSEL as NDVRENI (with INPUT=FILE), the generated syntax
preceding LIST FOLLOWS is ignored. The ENT statements are processed against the selection criteria and the CCDB.
New ENT statements may be added or old ones deleted as required, through standard editors. Selection criteria are
always taken from the NDVRIPT file and placed in the output file regardless of the INPUT option. The most recently
generated syntax is therefore echoed by subsequent migration utilities for informational purposes.

If you construct an NDVRENI file manually, be sure to start with a LIST FOLLOWS command. The ENT statements are
formatted as follows:

Columns Contents
1 Comment Indicator (blank or *)
2-4 ENT literal
5 blank
6-21 Entity Type
22 blank
23 Single Quote (')
24-63 Full Entity Name (segmented as required with spaces)
64 Single Quote (')
65 blank
66-69 Entity Version Number (nnnn)
70 Period (.)
71-72 blanks
73-80 Sequence Number of statement within NDVRENO file.

NDVRDSEL Control Report (ddname NDVRLST)

Program NDVRDSEL produces a four-part NDVRLST control report:

• An input command listing.
• A compiled command listing.
• An entity list exception report.
• An End-of-Job statistics summary.

A description of each part and a detailed explanation follow.

NDVRDSEL Input Command Listing

The Input Command Listing simply reflects the record images the user specified in the NDVRIPT file.

 volser                                                     CA, INC.                       DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  08:40:07  00001
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 NDVRDSEL CONTROL REPORT                         MIGRATION SELECT/
VERIFY PROCESSOR                 INPUT COMMAND LISTING
    SIGNON DBNAME SRCNDVR
           USER EDB-SYSTEM-ADMINISTRATOR
           CCID EDB-SYSADMIN.
    TARGET SYSTEM SYSTEM81 DBNAME TGTNDVR.
    MODE = TRIAL. INPUT IS DATABASE.
    SIGNOUT TO CCID EDB-SYSADMIN.
    INCLUDE WHERE STATUS IS MIGRATE-TEST.
    INCLUDE FROM  DATE mm/dd/yy.
    EXCLUDE WHERE STATUS IS NEVER-MIGRATE.
    EXPAND IDD HIERARCHY RELATIONSHIPS.

NDVRDSEL Compiled Command Listing

The Compiled Command Listing displays the input command file as seen by the parser and command interpreter within
NDVRDSEL. When the program encounters a Signon command, it echoes the CCIDs under which the user is executing
in the source CCDB. If SIGNOUT is in effect, CLEs created to reflect the signout (type = O) will be cataloged under the
CCID(s) listed.

It is recommended that a unique CCID be created and used for each migration. In this way, all the entities signed out as
a result of the Promotion Support System are easily identified by displaying the Change Log Entries by CCID through the
CA Endevor/DB Online facility.

All INCLUDE and EXCLUDE statements are assigned rule numbers that are used in the Detail and Utility reports.
Rule numbers appear above each INCLUDE and EXCLUDE in the report. When an INCLUDE MGRP statement is
encountered, a display of all the CCID names included in that Management Group will accompany the statement listing.

 volser                                                        CA, INC.                    DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  08:40:08  00002
 NDVRDSEL CONTROL REPORT     **** TRIAL ****     MIGRATION SELECT/
VERIFY PROCESSOR              COMPILED COMMAND LISTING
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000001
      VERIFY DATE = mm/dd/yy TIME = 08:40:08                             00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000008
  .                                                                      00000009
  MODE = TRIAL                                                           00000010
  .                                                                      00000011
  INPUT = DATABASE                                                       00000012
  .                                                                      00000013
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000014
  .                                                                      00000015
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  EXPAND IDD HIERARCHY RELATIONSHIPS                                     00000016
  .                                                                      00000017
 *********** INCLUDE RULE NUMBER 0001                                    00000018
  INCLUDE  ALL                                                           00000019
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000020
  .                                                                      00000021
 *********** INCLUDE RULE NUMBER 0002                                    00000022
  INCLUDE  ALL                                                           00000023
      FROM DATE = mm/dd/yy                                               00000024
  .                                                                      00000025
 *********** EXCLUDE RULE NUMBER 0001                                    00000026
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000027
  .                                                                      00000028
  LIST FOLLOWS .                                                         00000029

NDVRDSEL Entity List Exception Listing

The Entity List Exception Listing contains a tabular list of migrating entities which violated WARN CCDB conditions or
were specifically EXCLUDEd from the migration.

All entities INCLUDEd in a migration receive an ENT statement in the NDVRENO file (even if it is later EXCLUDEd).
Exception conditions flagged in the exception listing report display the ENT command as it appears in the NDVRENO
file with a summary of the error conditions to the right. Entities which were EXCLUDEd have an "*" in front of the ENT
statement. The "*" causes the entity to be ignored by subsequent programs in the promotion process. If the user decides
to INCLUDE a specific entity that had been previously EXCLUDEd, he/she merely removes the '*' in the NDVRENO file
using a standard source editor.

 volser                                                        CA, INC.                    DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  08:40:35  00003
 NDVRDSEL CONTROL REPORT     **** TRIAL ****     MIGRATION SELECT/
VERIFY PROCESSOR         ENTITY LIST EXCEPTION LISTING
                                                                         SEQUENCE  INCL EXCL FOUND FOUND CHANGE MULT NULL MULT NULL
      ENTITY TYPE      ENTITY NAME                                VERS     NUMBER  RULE RULE  IDD  CCDB   COUNT CCID CCID USER USER
 *ENT RECORD           'EMPL-
RECORD-1                           ' 0001.  00000232  IDDX 0001             000000

Report Fields

Column headings in this report are used in other NDVRDSEL outputs. They are described below:

Field Description
Entity Type Type of the entity INCLUDEd.
Entity Name Name of the entity INCLUDEd.
Vers Version Number of the entity INCLUDEd.
Sequence Number Sequence number in the statement in the NDVRENO file. This will

assist the user in editing the file if it becomes necessary.
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INCL Rule The first rule number that caused this entity to be INCLUDEd in
the migration. A rule number of "IDDX" indicates an item in the
report that originated from the IDD expansion processing. Items
with an INCL rule of IDDX would not have been selected under
any of the user-supplied selection criteria. If the Change Count is
not zero on these items, they are related to migrating entities but
include changes outside of the supplied selection criteria.

EXCL Rule The first rule number that caused this entity to be EXCLUDEd
from the migration.
Note: EXCLUDEs always supersede INCLUDEs. If an EXCLUDE
rule applies to the entity, its corresponding ENT statement will be
commented out with an "*" in column 1.

Found IDD N = Entity occurred on the NDVRENI file or in the CCDB but does
not exist in the IDD. These entities generate E-level errors when
an attempt is made to migrate them.
Note: This report column is meaningful only if EXPAND is in
effect.

Found CCDB N = Entity occurred on the NDVRENI file or was found in IDD but
does not exist in the CCDB. This is an informational exception.
According to the CCDB, this entity has not been modified.

Change Count The number of times this entity has been modified since it last
migrated to the target system.

Mult CCID Y = A modification has been made to this entity under more than
one CCID since it last migrated to the target.

Null CCID Y = A modification has been made to this entity with no CCID
since it last migrated to the target.

Mult User Y = A modification has been made to this entity under more than
one userid since it last migrated to the target.

Null User Y = A modification has been made to this entity with no userid
since it last migrated to the target.

NDVRDSEL End-of-Job Statistics

The End-of-Job Statistics report concludes each of the report files produced by NDVRDSEL. Contained within it are
informational statistics relating to the work that was performed during execution.

 volser                                                       CA, INC.                     DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  08:40:41  00004
 NDVRDSEL CONTROL REPORT     **** TRIAL ****     MIGRATION SELECT/
VERIFY PROCESSOR                 END OF JOB STATISTICS
 NDVRDSEL: I001 SELECT/VERIFY ENTITY TOTALS
                                       **  MATCHED  **  ** NOT FOUND **   TOTAL
               INPUT   INPUT    IDD    INCLUDE EXCLUDE   SOURCE  SOURCE   SELECT
 ENTITY TYPE  NDVRENI  CCDB    EXPAND  RULE(S) RULE(S)    CCDB     IDD   NDVRENO
 APPLICATION        0       2       0        0       0        0       0        0
 DESTINATION        0       3       0        0       0        0       0        0
 DIALOG             0       2       0        0       0        0       0        0
 ELEMENT            0     276     213        0       0        0       0      213
 FILE               0       4       0        0       0        0       0        0
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 LINE               0      12       0        0       0        0       0        0
 LOAD MODULE        0      40       2        1       0        0       0        3
 MAP                0      18       0        2       0        0       0        2
 MESSAGE            0       1       0        0       0        0       0        0
 MODULE             0      36       0        0       0        0       0        0
 PROCESS            0       1       0        0       0        0       0        0
 PROGRAM            0      19       0        0       0        0       0        0
 RECORD             0      32       8       12       4        0       0       16
 SCHEMA             0       6       0        2       0        0       0        2
 SUBSCHEMA          0       4       0        2       0        0       0        2
 SYSTEM             0       1       0        0       0        0       0        0
 TABLE              0       4       0        0       0        0       0        0
 TASK               0      11       0        0       0        0       0        0
 USER               0       5       0        0       0        0       0        0
 OTHER              0      47       0        0       0        0       0        0
 INVALID            0
 ____________ _______ _______ _______  _______ _______  _______ _______  _______
 TOTAL              0     524     223       19       4        0       0      238
 NDVRDSEL: I002 ENTITIES MATCHING INCLUDE RULE NUMBER 0001 .............       5
                ENTITIES MATCHING INCLUDE RULE NUMBER 0002 .............      14
 NDVRDSEL: I003 ENTITIES MATCHING EXCLUDE RULE NUMBER 0001 .............       4
 NDVRDSEL: I004 ENTITIES WITH NO CHG LOG ENTRIES SINCE LAST MIGRATION ..     631
 NDVRDSEL: I005 ENTITIES MODIFIED WHEN NO CCID WAS KNOWN ...............       0
                ENTITIES MODIFIED BY MULTIPLE CCIDS.....................       0
                ENTITIES MODIFIED WHEN NO USER WAS KNOWN ...............       0
                ENTITIES MODIFIED BY MULTIPLE USERS.....................       0

NDVRDSEL Detail Report (ddname NDVRDTL)

The Detail Report contains a listing of all the ENT statements written to the NDVRENO file on the left-hand side, and a
summary of rules and statistics on the right-hand side. Use this report as reference when editing the NDVRENO file (if
necessary). A copy of the End-of-Job statistics is printed after the detail report for reference.

 volser                                                       CA, INC.                      DATE    TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  08:40:10  00002
 NDVRDSEL DETAIL REPORT      **** TRIAL ****     MIGRATION SELECT/
VERIFY PROCESSOR       OUTPUT ENTITY LIST FILE RECORDS
                                                                         SEQUENCE  INCL EXCL FOUND FOUND CHANGE MULT NULL MULT NULL
      ENTITY TYPE      ENTITY NAME                                VERS     NUMBER  RULE RULE  IDD  CCDB   COUNT CCID CCID USER USER
  ENT RECORD           'COVERAGE                                ' 0100.  00000030  0001                  000001
  ENT RECORD           'EMPLOYEE                                ' 0100.  00000034  0001                  000001
  ENT RECORD           'EMPMAP-WORK-
RECORD                      ' 0001.  00000035  0002                  000001
  ENT MAP              'EMPMAPP1                                ' 0001.  00000036  0002                  000001
  ENT SCHEMA           'EMPSCHM                                 ' 0100.  00000038  0002                  000003
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  ENT SUBSCHEMA        'EMPSS01 EMPSCHM                         ' 0100.  00000039  0002                  000007
  ENT ELEMENT          'SELECTION-
DATE                          ' 0100.  00000049  IDDX                  000000
  ENT LOAD-
MODULE      'EMPMAPP1                                ' 0001.  00000162  IDDX                  000004
 *ENT RECORD           'EMPL-
RECORD-1                           ' 0001.  00000232  IDDX 0001             000000

NDVRDSEL Utility Report (ddname NDVRUTL)

The Utility report itemizes all closely related entities, which were modified improperly (out of sequence). Entities in this list
represent potential problem areas that require further investigation. The major expert validation rules used to derive this
report are graphically depicted in the "Source System Validation and Integrity Checking Rules" section in this section.

 volser                                                      CA, INC.                     DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  08:40:26  00001
 NDVRDSEL UTILITY REPORT     **** TRIAL ****     MIGRATION SELECT/
VERIFY PROCESSOR         VALIDATION EXCEPTION LISTINGE
 ******* VALIDATION EXCEPTION ENTITY *******   LAST CHANGED ON        ************* RELATED ENTITY **************   LAST CHANGED ON
 TYP  NAME                              VERS    DATE     TIME         TYP  NAME                              VERS    DATE     TIME
 REC  COVERAGE                          0100  mm/dd/
yy 08:29:59       MAP  COVERMAP                          0001  mm/dd/yy 14:45:03
 REC  CUSTOMER                          0001  mm/dd/
yy 08:31:06       PRO  PRANDEM1                          0001  mm/dd/yy
 REC  EMPLOYEE                          0100  mm/dd/
yy 08:31:23       MAP  PREAUTHM                          0001  mm/dd/yy 07:50:02
 REC  EMPMAP-WORK-RECORD                0001  mm/dd/
yy 08:35:09       MAP  EMPMAP                            0001  mm/dd/yy 13:08:16
 REC  EMPMAP-WORK-RECORD                0001  mm/dd/
yy 08:35:09       MAP  EMPMAPP1                          0001  mm/dd/yy 14:06:34
 REC  EMPMAP-WORK-RECORD                0001  mm/dd/
yy 08:35:09       MAP  EMPMAPP1                          0001  mm/dd/yy 14:06:34
 SCH  EMPSCHM                           0100  mm/dd/
yy 08:40:42       SUB  EMPSS01 EMPSCHM                   0100  mm/dd/yy 08:37:27
 SCH  EMPSCHM                           0100  mm/dd/
yy 08:40:42       SUB  EMPSS01 EMPSCHM                   0100  mm/dd/yy 08:37:27

Each VALIDATION EXCEPTION ENTITY and its RELATED ENTITY is displayed with the last date and time updated (if
available). Last update dates are extracted from the dictionary record as opposed to the CCDB to allow for cases where
no CCDB record exists, and to provide meaningful validation reports for new installations. In some cases, the last update
time is not available in the dictionary record. When no time is available, only the date is used for purposes of validation.
When two related entities are updated on the same date, and no update time is available from the dictionary, CA Endevor/
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DB assumes that the order of update was correct. In all cases, the entity in the left-hand column is the most recently
updated. The related entity that was updated in improper sequence is in the right-hand column.

This Entity Type Is in the Right Column of This Report Because . . .
Record An Element within this Record has changed and is being migrated

as part of another Record. The Element has not been replaced in
this Record on the source system. If applicable, modify the Record
and rerun NDVRDSEL. If the Record is not modified in the source
system, it will not be rebuilt on the target system and will remain
unchanged.

Dialog A Record, Map, Process, or Subschema used in this Dialog has
been modified but the Dialog has not been modified on the source
system. Regenerate the Dialog on the source system, test the
changes, and rerun NDVRDSEL.
Important! If a Map is involved (in the left column), failure to
regenerate this dialog causes an CA IDMS/DC date mismatch
on the target system when this dialog is executed. If a Record or
Process is involved, the changes will be migrated to the target but
no generation of the Dialog will occur.

Map A Record contained in this Map has been changed but the Map
has not been regenerated on the source system.
Important! If this condition is left unchecked, the Record included
in this Map will not successfully import into the target system if
this Map exists on the target system. Regenerate the Map on the
source system, test out the changes, and rerun NDVRDSEL.

Subschema Either a Record within the Subschema, or the Schema containing
this Subschema, has changed since the Subschema was last
generated.
Important! If this condition is left unchecked, the Record included
in this Subschema will not successfully import into the target
system if this Subschema exists on the target system. Regenerate
the Subschema on the source system, test out the changes, and
rerun NDVRDSEL.

Schema A Set or Record that appears in this Schema has been changed
since the Schema was last validated.
Important! If this condition is left unchecked, the Record included
in this Schema will not successfully import into the target system
if this Schema exists on the target system. Validate the Schema,
regenerate all Subschema on the source system, test the
changes, and rerun NDVRDSEL.

Program A Map or Record used by this program has changed and is
migrating, but the program has not been regenerated to reflect the
change.
Important! Failure to regenerate this program causes an CA
IDMS/DC date mismatch on the target system when this program
is executed. Regenerate the program, test the changes, and rerun
NDVRDSEL.
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Load Module A Dialog, Subschema, Map, Application, or Table was updated,
but no Load Module was generated to reflect the update.
Important! If a SOURCE FORM migration is taking place,
failure to generate a Load Module will result in exportation and
regeneration of untested components. If an EXECUTABLE
FORM migration is taking place, out-of-date Load Modules (no
corresponding source code in the dictionary) will be exported.
Regenerate the component, test the changes, and rerun
NDVRDSEL.

NDVRDCOR Correlation
The Correlation processor reads the entity list file produced by NDVRDSEL (NDVRENO) as ddname NDVRENI for entity
names and control information. The CCDB and IDD on the target system is examined for modifications made to the
entities in the list after they were last migrated into the target system dictionary from the source system dictionary.

Any modifications made to the entities on the list are reported as potential candidates for problems since corresponding
changes may not have been made in the source system. The user is also warned when updates are made without a user
or CCID, or when multiple user or CCID updates have been made to an entity on the target since last migration from the
source dictionary. A warning is issued to an entity that has been migrated in (CLE Action = V) from a dictionary other than
the source dictionary since its last migration from the source dictionary.

NOTE
If entities are routinely renamed when they are migrated to QA or Production, or if their version number is set to
a value other than the source system, make sure to change those values in the ENT statements contained in the
NDVRENI file before running the Correlation Processor (NDVRDCOR).

NDVRDCOR can be instructed to ignore a warning for an entity if its Status has been set to a particular value. Using this
mechanism, it is possible to suppress warnings in those cases where the user has prior knowledge as to its state on the
sending system. For example, this technique can be used to mark entities for which all updates made to the Production or
QA system were also made on the source system.

NOTE
Since NDVRDCOR is a read-only process, no special security is required to execute it.

The Correlation Processor can be run in conjunction with NDVRDSEL executed in TRIAL mode by unauthorized
application developers to qualify entities for migration before involving the DA or DBA. This process can be run to
identify potential regression problems arising from multiple update or from updates occurring independently in the QA or
Production dictionaries that did not originate in the source system (i.e., emergency fixes, QA fixes). Development teams
can be given the capability to suppress unnecessary warnings through the use of installation standard Status codes.

Target System Impact Analysis Rules

During execution of the Correlation Processor (program NDVRDCOR), the target system CCDB and IDD are examined to
determine if any modifications have been made to the target dictionary that might conflict with the entity changes migrating
in. The entities examined fall into three general categories:

• Entities contained in the migration list, which have been modified at the target since last being migrated.
• Entities, which are closely related to, those contained in the entity list, and which have changed since last migrated

from the source.
• Entities, which are closely related to those, contained in the entity list, and whose presence will prevent the migration

from succeeding (BUILDER CODE violations).

NDVRDCOR always checks for entities in the first category. It does so by inspecting the target CCDB. NDVRDCOR
accepts an EXPAND IDD RELATIONSHIPS command. If specified, the program will check for entities in the last two
categories. Entities in the first category are printed in the MIGRATION ENTITY EXCEPTIONS report produced by
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NDVRDCOR, entities in the second category are printed in the EXPANSION ENTITY EXCEPTIONS report, and those in
the third category are printed in the TARGET ENTITY EXCEPTIONS report.

The following table identifies the relationships examined in the target system for impact analysis when the EXPAND IDD
RELATIONSHIPS command is specified. For each Entity Type, the Related Entity will be Exception Listed if it has been
modified in the target system since it was last migrated from the source system.

Entity Type Related Entity Type
APPLICATION LOAD MODULE
DIALOG LOAD MODULE
 MAP
 PROCESS
 RECORD
 SUBSCHEMA
ELEMENT RECORD
MAP DIALOG
 LOAD MODULE
 MODULE
 PROGRAM
 RECORD
 TABLE
MODULE MAP
 PROGRAM
PROCESS DIALOG
PROGRAM MAP
 MODULE
RECORD APPLICATION
 DIALOG
 ELEMENT
 MAP
 PROGRAM
 SCHEMA
 SUBSCHEMA
SCHEMA SUBSCHEMA
 RECORD
SET SCHEMA
SUBSCHEMA DIALOG
 LOAD MODULE
 PROGRAM
 RECORD
 SCHEMA
TABLE LOAD MODULE
 MAP
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NDVRDCOR Command Syntax

The parameters to execute NDVRDCOR are contained in the front of the NDVRENI file as created automatically
by NDVRDSEL. The following command syntax specified in the NDVRIPT file is used to supplement the automatic
parameters:

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬──────────── . ───────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

►►─┬──────────────────────────────────────────────────────────────────┬──────►◄
   │           ┌────────────────────────────────────────────┐         │
   └─ IGNore ──▼─┬── where STAtus name is status ──────┬────┴──── . ──┘
                 └── WIThin CCId name is ccid ─────────┘

►►────────┬──────────────────────────────────────────────────────────┬───────►◄
          └─ EXPand IDD relationships ───────────────────────── . ───┘

• SIGNON
Identifies the user responsible for the migration and optional password and CCID list. If no CCID list is specified, the
default CCIDs for the user are assigned from the CCDB.

• IGNORE
Multiple IGNORE statements can be specified. Ignored from warnings are those items, which have a particular Status.
This mechanism is employed as a way of excluding individual entities, even though all other criteria would have
resulted in warning.

NOTE
When the WITHIN clause is specified, the status under the context of the CCID name is examined. When no
WITHIN clause is present, only the base status is considered. If the same base and CCID status values are
to be ignored, two IGNORE statements are necessary. Multiple IGNORE statements are ORed.

• EXPAND
NDVRDCOR performs its correlation processing in two passes:
– Pass 1 reads the input Entity List file and checks the target CCDB to see if any of those entities have been changed

at the target since last migration.
– Pass 2 examines the IDD and checks entities related to those which will be migrating.
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When the EXPAND option is not in effect (default setting), the input Entity List File is the sole source for entities to be
checked. No Pass 2 is performed. In this case, no information will be provided about target changes to related entities
and no information will be provided about "migration stopper" entities (See below).
When the EXPAND IDD RELATIONSHIPS clause is in effect, the Pass 2 expansion and checking will be performed.
Target dictionary entities that are not migrating, but that are directly related to the migrating entities and that have
changed since last migrated from the source (if ever), will be reported in the Expansion Entity Exceptions report.
See the "Target System Impact Analysis Rules" section for a complete description of the correlation rules. Also, the
Pass 2 processing will produce the Target Entity Exceptions report. This is a listing of all MAPs, SUBSCHEMAs and
SCHEMAs that exist at the target dictionary, and include records coming in the migration but are not themselves
coming in the migration. Because of the BUILDER CODE rules enforced by CA-IDD, these entities will prevent the
import of the new record definitions. You must remove these "migration stopper" entities from the target dictionary
before attempting to run the migration import job, or else add them to the set of entities being migrated.

NOTE
If the CA Endevor/DB migrator is being used, always specify the EXPAND clause.

NDVRDCOR Sample JCL

Use the following JCL to run NDVRDCOR. It is contained in member SAMPDCOR on the CA Endevor/DB installation
media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPDCOR

//*

//*  PURPOSE:  CORRELATES SELECTED ENTITIES AGAINST TARGET CCDB/DICT

//*

//*  STEP:     FUNCTION:
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//*  =====     =========

//*

//*  CORRELAT  EXAMINES TARGET CCDB/DICT FOR ENTITIES ON SELECTION FILE

//*            FROM NDVRDSEL RUN.  WARNS OF POSSIBLE REGRESSION ERRORS.

//*

//*********************************************************************

//*

//CORRELAT EXEC PGM=NDVRDCOR,REGION=600K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//NDVRLST  DD SYSOUT=*

//NDVRDTL  DD SYSOUT=*

//NDVRUTL  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON
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     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

  IGNORE WHERE STATUS ='status'.

/*

NDVRDCOR Outputs

NDVRDCOR produces three report files:

• A control report (NDVRLST). This report echoes the expanded control syntax from the NDVRENI and NDVRIPT files,
and itemizes all entities from IDD expansion and NDVRENI that have had warnings or exceptions issued against them.

• A detail report (NDVRDTL). This report itemizes all entities examined in the impact analysis process - both the entities
named in the NDVRENI file and those found during IDD expansion.

• A utility report (NDVRUTL). This report lists the input Entity List file (NDVRENI). If IDD expansion is performed, it will
also contain a "migration stopper" report showing all MAPs, SCHEMAs, and SUBSCHEMAs that exist at the target and
will prevent the migration from succeeding.

When sending an NDVRENO file from NDVRDSEL to a remote location for impact analysis, it is not necessary to include
a listing of that file. NDVRDCOR will echo the original selection syntax, as well as ENT statements originally generated.

Each report is now shown in detail.

NDVRDCOR Control Report (ddname NDVRLST)

The control report file is composed of five parts:

• An input command listing.
• A compiled command listing.
• A migration exception report.
• An IDD expansion exception report.
• An End-of-Job statistics summary.

NDVRDCOR - Input Command Listing

The Input Command Listing echoes the input statements contained in the NDVRIPT file.

 volser                                                     CA, INC.                      DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  07:14:48  00001
 NDVRDCOR CONTROL REPORT                            MIGRATION TARGET CORRELATION                               INPUT COMMAND LISTING
    SIGNON DBNAME TGTNDVR
           USER EDB-SYSTEM-ADMINISTRATOR
           CCID EDB-SYSADMIN.
    IGNORE WHERE STATUS 'NEVER-MIGRATE'.
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NDVRDCOR - Compiled Command Listing

The Compiled Command Listing is a combination of statements contained on the NDVRENI file merged with additional
statements from the NDVRIPT file. All statements preceding the INPUT clause are taken from the NDVRENI file. Since
NDVRDCOR always takes its input from the NDVRENI file, the compiled command indicates that. The EXPAND IDD
command appears only if specified in the input commands. IGNORE RULES only appear if specified in the input.

 volser                                                      CA, INC.                      DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  07:14:52  00002
 NDVRDCOR CONTROL REPORT                            MIGRATION TARGET CORRELATION                            COMPILED COMMAND LISTING
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '
      VERIFY DATE = mm/dd/yy TIME = 09:00:18
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '
      CCID =('EDB-SYSADMIN','            ','            ','            ',
             '            ','            ','            ','            ',
             '            ','            ','            ','            ')
  .
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '
  .
  MODE = EXECUTE
  .
  INPUT = FILE
  .
 *********** IGNORE RULE NUMBER 0001
  IGNORE WHERE STATUS = 'NEVER-MIGRATE   '
  .
  LIST FOLLOWS .

NDVRDCOR - Migration Exception Report

The Migration Exception Report contains a listing of all the ENT statements from the NDVRENI file for migrating entities
which have been modified in the target system since they were last migrated from the source system. If no migration
activity is logged in the CCDB, the last migration is assumed to have occurred at the beginning of recorded history for the
dictionary. This report will not appear if there were no exception entities.

WARNING
If the changes made from these modifications have not been reflected in the migrating entities, possible
reversion of independently applied changes to the target system will occur.

 volser                                                      CA, INC.                      DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  07:14:52  00003
 NDVRDCOR CONTROL REPORT                            MIGRATION TARGET CORRELATION                         MIGRATION ENTITY EXCEPTIONS
                                                                         IGNR FOUND FOUND CHANGE MULT NULL MULT NULL
      ENTITY TYPE      ENTITY NAME                                VERS   RULE IDD   CCDB  COUNT  CCID CCID USER USER
  ENT RECORD           'COVERAGE                                ' 0100.                   000001
  ENT RECORD           'EMPLOYEE                                ' 0100.                   000001
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  ENT RECORD           'EMPMAP-WORK-
RECORD                      ' 0001.                   000001
  ENT MAP              'EMPMAPP1                                ' 0001.                   000001
  ENT SCHEMA           'EMPSCHM                                 ' 0100.                   000001
  ENT SUBSCHEMA        'EMPSS01 EMPSCHM                         ' 0100.                   000001
  ENT LOAD-
MODULE      'EMPMAPP1                                ' 0001.                   000001
  ENT MODULE           'MAP-FIELD-
HELP                  HELP    ' 0001.                   000001

Report Fields

The column headings reflected in this report are used for other NDVRDCOR reports. They are explained below:

Field Description
Entity Type Type of entity migrating in.
Entity Name Name of migrating entity.
Vers Version number of migrating entity.
IGNR Rule On detail reports, the IGNORE rule applied to overriding the

exception condition. This will not appear on the exception report.
Found IDD N = Entity could not be found in the target system IDD.
Found CCDB N = Entity could not be found in the target system CCDB.
Change Count Number of times this entity was modified in the target system

since it was last migrated from the source system as specified in
the NDVRENI file.

Mult CCID Y = A modification has been made to this entity under more than
one CCID since it last migrated to the target.

Null CCID Y = A modification has been made to this entity with no CCID
since it last migrated to the target.

Mult User Y = A modification has been made to this entity under more than
one userid since it last migrated to the target.

Null User Y = A modification has been made to this entity with no userid
since it last migrated to the target.

NDVRDCOR - Expansion Exception Report

This report itemizes those entities, which are closely related to the entities migrating in, and which have been modified in
the target system since their last migration.

NOTE
Each of the entities in this list may not be synchronized with their counterparts in the source system. Therefore,
when the pending migration is completed, an untested combination of entities will result. Possible consequences
are date/time mismatches between Dialogs, Programs and Maps, and/or other unpredictable results. The expert
rules used to determine the participants in this report are graphically depicted in the "Impact Analysis Rules"
section in this section.

CA-E/DB    nn.n volser                        C A - E N D E V O R / D B           mm/dd/
yy 16:27:01     PAGE 00004
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CONTROL REPORT                              MIGRATION CORRELATION PROCESSOR                  EXPANSION ENTITY EXCEPTIONS

     ENTITY TYPE      ENTITY NAME                                VERS   IGNR FOUND FOUND CHANGE MULT NULL MULT NULL
                                                                        RULE  IDD  CCDB   COUNT CCID CCID USER USER
 COR RECORD           'DEPARTMENT                              ' 0100.                   000001        Y

NDVRDCOR - End-of-Job Statistics

The End-of-Job Statistics report concludes each of the report files produced by NDVRDCOR. Contained within it are
informational statistics relating to the work that was performed during execution.

 volser                                                      CA, INC.                      DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  07:14:53  00004
 NDVRDCOR CONTROL REPORT                            MIGRATION TARGET CORRELATION                               END-
OF-JOB STATISTICS
 NDVRDCOR: I001 CORRELATION ENTITY TOTALS
                              MATCHED   CHANGED  ** NOT FOUND **  SIGNED
               INPUT    IDD    IGNORE    IN TGT   TARGET  TARGET  OUT IN   TOTAL
 ENTITY TYPE  NDVRENI  EXPAND   RULE      CCDB     CCDB    IDD    TARGET  SELECT
 LOAD MODULE        5       0        0        3        2       0        0      3
 MAP                3       0        0        3        0       0        0      3
 MODULE             1       0        0        1        0       0        0      1
 PROGRAM            1       0        0        1        0       0        0      1
 RECORD            14       0        0       13        1       0        0     13
 SCHEMA             2       0        0        1        1       0        0      1
 SUBSCHEMA          2       0        0        1        1       0        0      1
 INVALID            0
 ____________ _______ _______  _______  _______  _______ _______  _______ ______
 TOTAL             28       0        0       23        5       0        0     23
 NDVRDCOR: I002 ENTITIES MATCHING IGNORE RULE NUMBER 0001  .............       0
 NDVRDCOR: I003 ENTITIES MODIFIED WHEN NO CCID WAS KNOWN ...............       0
                ENTITIES MODIFIED BY MULTIPLE CCIDS.....................       0
                ENTITIES MODIFIED WHEN NO USER WAS KNOWN ...............       0
                ENTITIES MODIFIED BY MULTIPLE USERS.....................       0

NDVRDCOR Detail Report (ddname NDVRDTL)

The detail report file is composed of three parts:
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• A compiled command listing.
• A listing of all entities inspected during the processing.
• An End-of-Job statistics summary.
• Compiled Command Listing The Compiled Command Listing in the NDVRDTL file is identical to the one in the

NDVRLST file, and is not shown here.
• Correlation Detail Listing The Correlation Detail Listing itemizes all entities examined on the target IDD and CCDB that

were involved in the impact analysis. If IGNORE rules were applied to any exception conditions, they will be shown in
this report.

 volser                                                      CA, INC.                      DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  07:14:52  00002
 NDVRDCOR DETAIL REPORT                             MIGRATION TARGET CORRELATION                          CORRELATION DETAIL LISTING
                                                                         IGNR FOUND FOUND CHANGE MULT NULL MULT NULL
      ENTITY TYPE      ENTITY NAME                                VERS   RULE IDD   CCDB  COUNT  CCID CCID USER USER
  ENT RECORD           'COVERAGE                                ' 0100.                   000001
  ENT RECORD           'EMPLOYEE                                ' 0100.                   000001
  ENT RECORD           'EMPMAP-WORK-
RECORD                      ' 0001.                   000001
  ENT MAP              'EMPMAPP1                                ' 0001.                   000001
  ENT SCHEMA           'EMPSCHM                                 ' 0100.                   000001
  ENT SUBSCHEMA        'EMPSS01 EMPSCHM                         ' 0100.                   000001
  ENT LOAD-
MODULE      'EMPMAPP1                                ' 0001.                   000001
  ENT MODULE           'MAP-FIELD-
HELP                  HELP    ' 0001.                   000001
 *ENT ELEMENT          'SELECTION-DATE                          ' 0100.  0001
 *ENT ELEMENT          'SELECTION-YEAR                          ' 0100.  0001
 *ENT ELEMENT          'SELECTION-MONTH                         ' 0100.  0001
 *ENT ELEMENT          'SELECTION-DAY                           ' 0100.  0001

NDVRDCOR - End-of-Job Statistics

The End-of-Job Statistics listing in the NDVRDTL file is identical to the one in the NDVRLST file, and is not shown here.

NDVRDCOR Utility Report (ddname NDVRUTL)

The utility report file is composed of three parts:

• A listing of the input NDVRENI file.
• A target entities exception report.
• An End-of-Job statistics summary.

NDVRDCOR - Input Entity List File

The Input Entity List File report echoes all the control information and ENT statements contained in the NDVRENI file.

 volser                                                CA, INC.                      DATE      TIME     PAGE
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 RELEASE nn.n                                   C A - E N D E V O R / D B           mm/
dd/yy  07:14:52  00001
 NDVRDCOR UTILITY REPORT                       MIGRATION TARGET CORRELATION                  INPUT ENTITY LIST FILE
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000001
      VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000008
  .                                                                      00000009
  MODE = EXECUTE                                                         00000010
  .                                                                      00000011
  INPUT = DATABASE                                                       00000012
  .                                                                      00000013
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000014
  .                                                                      00000015
  EXPAND IDD CHANGE RELATIONSHIPS                                        00000016
  .                                                                      00000017
 *********** INCLUDE RULE NUMBER 0001                                    00000018
  INCLUDE  ALL                                                           00000019
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000020
  .                                                                      00000021
 *********** INCLUDE RULE NUMBER 0002                                    00000022
  INCLUDE  ALL                                                           00000023
      FROM DATE = mm/dd/yy                                               00000024
  .                                                                      00000025
 *********** EXCLUDE RULE NUMBER 0001                                    00000026
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000027
  .                                                                      00000028
  LIST FOLLOWS .                                                         00000029
  ENT RECORD           'COVERAGE                                ' 0100.  00000030
  ENT RECORD           'EMPLOYEE                                ' 0100.  00000031
  ENT RECORD           'EMPMAP-WORK-RECORD                      ' 0001.  00000032
  ENT MAP              'EMPMAPP1                                ' 0001.  00000033
  ENT SCHEMA           'EMPSCHM                                 ' 0100.  00000034
  ENT SUBSCHEMA        'EMPSS01 EMPSCHM                         ' 0100.  00000035
  ENT MODULE           'MAP-FIELD-HELP                  HELP    ' 0001.  00000036
  ENT ELEMENT          'SELECTION-DATE                          ' 0100.  00000037
  ENT ELEMENT          'SELECTION-YEAR                          ' 0100.  00000038
  ENT ELEMENT          'SELECTION-MONTH                         ' 0100.  00000039
  ENT ELEMENT          'SELECTION-DAY                           ' 0100.  00000040

 150



 Administrating

NDVRDCOR - Target Entity Exceptions

The Target Entity Exceptions listing is only produced if EXPAND IDD processing has been requested, and if any
"migration stopper" entities have been found.

 volser                                                     CA, INC.                       DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  07:14:52  00001
 NDVRDCOR UTILITY REPORT                            MIGRATION TARGET CORRELATION                            TARGET ENTITY EXCEPTIONS
 ************ MIGRATION STOPPING ENTITY ************                  **************** MIGRATING ENTITY *****************
 TYP  NAME                                      VERS                  TYP  NAME                                      VERS
 SCH  EMPSCHM                                   0100                  REC  EMPLOYEE                                  0100
 SUB  EMPSS01                                   0100                  REC  EMPLOYEE                                  0100

NDVRDCOR - End-of-Job Statistics

The End-of-Job Statistics listing in the NDVRUTL file is identical to the one in the NDVRLST file, and is not shown here.

NDVRDLVR Definition Delivery
• After NDVRDSEL is run (to select and validate the source system) and NDVRDCOR is run (to perform impact analysis

on the target), NDVRDLVR performs one or both of the following functions:
• Migrates full Source or Executable (Load Module only) definitions from the source dictionary for all items contained in

the NDVRENI file created by NDVRDSEL.
• Builds a Class/Attribute Structure in the source dictionary for all items selected by NDVRDSEL. When using an

alternate vendor's migrator, use the Class/Attribute migration path to export entities selected by CA Endevor/DB.
The Class/Attribute structure is also useful as an audit trail when copying the entire dictionary to a system where CA
Endevor/DB is not installed.

The NDVRDLVR program performs its function by first reading the NDVRIPT file with the command syntax described
below. It then invokes as many of the following CA IDMS compilers as are necessary for the action being performed:

• ADSOBCOM
• ADSOBTAT
• IDMSDDDL
• IDMSCHEM
• IDMSUBSC
• RHDCMAP1
• RHDCMPUT

The DDDL syntax required to add the CLASS and ATTRIBUTE structure (if needed) and extract the source statements
and/or load modules is fed to the compiler internally by NDVRDLVR.

Contents

No Change Log Entries are created as a result of NDVRDLVR activity. This program has the capability to instruct the
Change Monitor to refrain from logging. This is done to prevent entities in dictionaries, which are intermediate stops in the
migration path from appearing as if they were modified since the last migration. Thus, NDVRDCOR will not falsely warn
against modification overlay to entities, which were migrated in and migrated out without intervening updates except by
NDVRDLVR. For this reason, any user executing this program will need to be authorized for NM-MODE=Y in the Security
Class.
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NDVRDLVR Command Syntax

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬────────── . ─────────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

►►────────┬──────────────────────────────────────────────────────────────────►
          └─┬── IDMs ───────┬─────┬─────────────────────────────────┬────────
            ├── TARget ─────┤     └── USEr name is dc-user-name ────┘
            └── SOUrce ─────┘

 ►────────────────────────────────────────────────────────────┬──────────────►◄
  ────────┬────────────────────────────────┬─── . ────────────┘
          └── PASsword is dc-password ─────┘

►►──────┬─────────────────────────────────────────────────────────────┬──────►◄
        └─ TAG with CLAss class-name ATTribute attribute-name ─── . ──┘

►►────────┬───────────────────────────────────────────────┬──────────────────►◄
          └─ EXPort ───┬─── SOUrce ───────┬─ form ── . ───┘
                       └─── EXEcutable ───┘

►►────────┬────────────────────────────────────────┬─────────────────────────►◄
          └─ MODe is ───┬─────────────────┬── . ───┘
                        ├─── EXEcute ◄────┤
                        └─── BACkoff ─────┘

►►─┬────────────────────────────────────────────────────────────────────┬────►◄
   │ ┌───────────────────────────────────────────────────────────────┐  │
   └─▼─ SET ─┬── SOUrce IDMsdddl SESsion ─┬─ OPTions options ──── . ─┴──┘
             ├── SOUrce IDMsdddl RECord ──┤
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             ├── SOUrce IDMsdddl ELEment ─┤
             ├── SOUrce SCHema ───────────┤
             ├── SOUrce SUBschema ────────┤
             ├── SOUrce RHDcmput PROcess ─┤
             ├── TARget IDMsdddl SESsion ─┤
             └── TARget RHDcmput PROcess ─┘

NOTE
The option text referred to in the syntax above identifies option values that are not validated by CA Endevor/
DB. When the option values are specified, CA Endevor/DB simply inserts them into the appropriate CA IDMS
compiler command. Also, if a SET OPTIONS command is repeated, only the last one specified will be used.

• SIGNON
The SIGNON command identifies the user responsible for the migration and optional password and CCID list. If no
CCID list is specified, the default CCIDs for the user are assigned from the CCDB.

NOTE
For this utility to operate, the user must be authorized in the Security Class for MIGRATE=Y and (optionally)
NM-MODE=Y if TAG is selected.

• IDMS USER
The IDMS command is used to specify the IDD USER and (optionally) PASSWORD information used to access
the migration dictionaries. The IDMS USER statement and the SOURCE/TARGET USER statements are mutually
exclusive: if you specify IDMS USER, you cannot specify either SOURCE or TARGET USER. If you specify either the
SOURCE or TARGET USER command, you cannot specify the IDMS USER command. If you specify the IDMS USER
command, the user and password on that command will be used for the dictionary processing at both the source and
target dictionaries. If omitted, you may specify either SOURCE and/or TARGET USER commands. If you specify none
of these, no CA IDMS user identification will be used at either the target or the source dictionaries.

• SOURCE USER
The SOURCE command is used to specify the IDD USER and (optionally) PASSWORD information used to access
the source dictionary. The SOURCE USER statement and the IDMS USER statements are mutually exclusive: if you
specify SOURCE USER, you cannot specify IDMS USER. Likewise, if you specify the IDMS USER command, you
cannot specify the SOURCE USER command. You may specify or omit the TARGET USER command if you specify
SOURCE USER. The SOURCE USER command must be used when a source IDD user name is needed and either a
different or no target IDD user name is needed.

• TARGET USER
The TARGET command is used to specify the IDD USER and (optionally) PASSWORD information used to access the
target dictionary. The TARGET USER statement and the IDMS USER statements are mutually exclusive: if you specify
TARGET USER, you cannot specify IDMS USER. Likewise, if you specify the IDMS USER command, you cannot
specify the TARGET USER command. You may specify or omit the SOURCE USER command if you specify TARGET
USER. The TARGET USER command must be used when a target IDD user name is needed and either a different or
no source IDD user name is needed.

• TAG
The TAG command is used to instruct NDVRDLVR to build a CLASS and ATTRIBUTE structure to tag the entities
contained in the NDVRENI file.

• EXPORT
The EXPORT command causes NDVRDLVR to extract the entities contained in the NDVRENI file from the source
dictionary. Two mutually exclusive options are available:

 153



 Administrating

– EXECUTABLE FORM -- whenever possible, only LOAD MODULES for entities will be extracted from the dictionary.
See the "NDVRDLVR Output Files" section for a description of generated output.

– SOURCE FORM -- whenever possible, source descriptions of the entities will be extracted for regeneration on the
target system. See the "NDVRDLVR Output Files" section for a description of generated output.

• MODE
The MODE command determines whether to add CLASS/ATTRIBUTE relationships or remove them. To create a
CLASS/ATTRIBUTE relationship on each entity in the NDVRENI file list, run with MODE = EXECUTE. To reverse the
effects of a prior run, run the same NDVRENI file back into NDVRDLVR with MODE = BACKOFF. Only the CLASS/
ATTRIBUTE relationships are deleted by BACKOFF. If TAG has not been run, there is nothing to back-off.

• SET SOURCE IDMSDDDL SESSION OPTIONS
This command allows changes to the default session options used by CA Endevor/DB for the source dictionary. CA
Endevor/DB sets the source IDMSDDDL session options using the following DDDL command:

SET SESSION OPTIONS

QUOTE IS '

INPUT 1 THRU 72 OUTPUT 80

DISPLAY AS SYNTAX VERB REPLACE

WITH DETAILS MODULE SOURCE PICTURE OVERRIDES SYNONYMS

ATTRIBUTES ALL COMMENT TYPES.

These options may be overridden or added to by specifying the SET SOURCE IDMSDDDL SESSION OPTIONS
command. For example, the command:

SET SOURCE IDMSDDDL SESSION OPTIONS REGISTRATION OVERRIDE.

causes a second DDDL SET SESSION OPTIONS command to be used, which turns off entity occurrence security.
Refer to the CA IDMS IDD DDDL Reference section for a full discussion of DDDL session options.

• SET SOURCE IDMSDDDL RECORD OPTIONS
This command allows changes to the default punch record options specified by CA Endevor/DB when punching record
definitions from the source dictionary. CA Endevor/DB sets the following options by default when punching record
definitions from the source dictionary.

PUNCH RECORD record-name VERSION version-nr ALSO

WITH FILES ELEMENTS SUBORDINATE ELEMENTS.

Note that the 'ALSO WITH' indicates that these options are to be added to the source IDMSDDDL session options.
The punch record options can be overridden by specifying the SET SOURCE IDMSDDDL RECORD OPTIONS
command. If you specify any options here, you must specify them all. The option text specified must begin with the
'ALSO WITH' or 'WITHOUT' or 'WITH' text. For example, the command:

SET SOURCE IDMSDDDL RECORD OPTIONS ALSO WITH OLQ HEADERS.

includes OLQ headers in the punched record output.
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With this command, following punch record command is issued:

PUNCH RECORD record-name VERSION version-nr ALSO WITH

OLQ HEADERS.

Refer to the CA IDMS IDD DDDL Reference section for a full discussion of DDDL PUNCH RECORD options.
• SET SOURCE IDMSDDDL ELEMENT OPTIONS

This command allows changes to the default options specified by CA Endevor/DB when punching element definitions
from the source dictionary. CA Endevor/DB sets the following options by default when punching element definitions
from the source dictionary:

PUNCH ELEMENT element-name VERSION version-nr.

The element options can be overridden by specifying the SET SOURCE IDMSDDDL ELEMENT OPTIONS command.
If you specify any options here, you must specify them all. The options text specified must begin with the 'ALSO WITH'
or 'WITH' or 'WITHOUT' text. For example, the command:

SET SOURCE IDMSDDDL ELEMENT OPTIONS WITHOUT SYNONYMS.

excludes element synonyms from the punched element output.
With this command, the following punch element command is issued:

PUNCH ELEMENT element-name VERSION version-nr

WITHOUT SYNONYMS.

Refer to the CA IDMS IDD DDDL Reference section for a full discussion of DDDL PUNCH ELEMENT options.
• SET TARGET IDMSDDDL SESSION OPTIONS

This command allows changes to the default session options used by CA Endevor/DB for the target dictionary.
CA Endevor/DB sets the following target IDMSDDDL session options:

QUOTE IS ' DEFAULT IS ON INPUT 1 THRU 72 OUTPUT 80

These options can be overridden or added to by specifying the SET TARGET IDMSDDDL SESSION OPTIONS
command. For example, the command:

SET TARGET IDMSDDDL SESSION OPTIONS DECIMAL-POINT IS COMMA.

establishes the comma (,) as the default decimal-point character.
Refer to the CA IDMS IDD DDDL Reference section for a full discussion of DDDL session options.

• SET SOURCE SCHEMA OPTIONS
This command allows changes to the default options specified by CA Endevor/DB when punching schema definitions
from the source dictionary.
CA Endevor/DB sets the following options by default when punching schema definitions from the source dictionary:

PUNCH SCHEMAschema-id VERSION version-nr.
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The punch schema options can be overridden by specifying the SET SOURCE SCHEMA OPTIONS command. If
you specify any options here, you must specify them all. The options text specified must begin with 'ALSO WITH',
'WITHOUT', or 'WITH' text. For example, the command:

SET SOURCE SCHEMA OPTIONS ALSO WITH HISTORY.

includes all history associated with the schema.
With this command, the following punch schema command is issued:

PUNCH SCHEMA schema-id VERSION version-nr ALSO WITH HISTORY.

Refer to the CA IDMS Database Administering section for a full discussion of PUNCH SCHEMA options.
• SET SOURCE SUBSCHEMA OPTIONS

This command allows changes to the default options specified by CA Endevor/DB when punching subschema
definitions from the source dictionary.
CA Endevor/DB sets the following options by default when punching subschema definitions from the source dictionary:

PUNCH SUBSCHEMA subschema-id.

The punch subschema options can be overridden by specifying the SET SOURCE SUBSCHEMA OPTIONS
command. If you specify any options here, you must specify them all. The options text specified must begin with the
'ALSO WITH' or 'WITHOUT' or 'WITH' text. For example, the command:

SET SOURCE SUBSCHEMA OPTIONS ALSO WITH HISTORY.

includes the date and time the subschema was created or last modified.
With this command, the following punch subschema command is issued:

PUNCH SUBSCHEMA subschema-id ALSO WITH HISTORY.

Refer to the CA IDMS Database Administering section for a full discussion of PUNCH SUBSCHEMA options.
• SET SOURCE RHDCMPUT OPTIONS

This command allows changes to the default RHDCMPUT process options used by CA Endevor/DB for the source
dictionary. By default, the following process options are set:

PROCESS=TERSE

This option can be overridden by specifying the SET SOURCE RHDCMPUT PROCESS OPTIONS command. For
example, the command:

SET SOURCE RHDCMPUT PROCESS OPTIONS PROCESS=TERSE,DATETIME=YES.

produces the syntax to define a map in terse form with the date/time stamp preserved.
Refer to the CA IDMS Reference section for a full discussion of RHDCMPUT PROCESS options.

• TARGET RHDCMPUT OPTIONS
This command allows changes to the default RHDCMPUT process options used by CA Endevor/DB for the target
dictionary. By default, the following process options are set:
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PROCESS=LOAD

This option can be overridden by specifying the SET TARGET RHDCMPUT PROCESS OPTIONS command. For
example, the command:

SET TARGET RHDCMPUT PROCESS OPTIONS PROCESS=LOAD,REPORT.

includes a report of all maps generated.
Refer to the CA IDMS Reference section for a full discussion of RHDCMPUT process options.

NDVRDLVR Sample JCL

Use the following JCL to run NDVRDLVR. It is contained in member SAMPDLVR on the CA Endevor/DB installation media
JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPDLVR

//*

//*  PURPOSE:  PRODUCES ALL MIGRATION OUTPUTS FROM SENDING SYSTEM.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  DELIVERY  PROGRAM NDVRDLVR DRIVES IDMSDDDL, RHDCMPUT, ETC. TO
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//*            GENERATE DATA STREAMS FOR EXECUTABLE/SOURCE MIGRATION.

//*

//*********************************************************************

//*

//DELIVERY EXEC PGM=NDVRDLVR,REGION=1200K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DSN=&.&SYSIPT.,SPACE=(CYL,(5,5)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//SYSPCH   DD DSN=&.&SYSPCH.,SPACE=(CYL,(5,5)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//NDVRUT1  DD DSN=&.&NDVRUT1.,SPACE=(CYL,(5,5)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//********************************************************************

//*   THE FOLLOWING FILES NEEDED FOR EXPORT PROCESSING (EITHER TYPE) *

//********************************************************************

//*** ADSA STATEMENTS ***            (SMALL)

//NDVRAGEN DD DSN=user.ndvrdlvr.dsagen,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** DCMT VARY COMMANDS  ***        (SMALL)

//NDVRDVAR DD DSN=user.ndvrdlvr.dsdvar,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),
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//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** ADD ENTITY STATEMENTS  ***     (LARGE)

//NDVRDUPD DD DSN=user.ndvrdlvr.dsdupd,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(CYL,(5,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** ADD LOAD MODULES STMTS ***     (LARGE)

//NDVRDLOD DD DSN=user.ndvrdlvr.dsdlod,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(CYL,(5,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//********************************************************************

//*   THE FOLLOWING FILES NEEDED FOR EXPORT SOURCE PROCESSING ONLY   *

//********************************************************************

//*** ADSOBCOM SYNTAX STMTS ***      (SMALL)

//NDVRDGEN DD DSN=user.ndvrdlvr.dsdgen,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** SCHEMA DELETE STMTS ***        (SMALL)

//NDVRCDEL DD DSN=user.ndvrdlvr.dscdel,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** ADD SCHEMA STMTS ***           (LARGE)

//NDVRCUPD DD DSN=user.ndvrdlvr.dscupd,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(CYL,(5,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** DELETE SUBSCHEMA STMTS ***     (SMALL)
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//NDVRUDEL DD DSN=user.ndvrdlvr.dsudel,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** ADD SUBSCHEMA STMTS ***        (LARGE)

//NDVRUUPD DD DSN=user.ndvrdlvr.dsuupd,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(CYL,(5,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** DELETE MAP  STMTS ***          (SMALL)

//NDVRMDEL DD DSN=user.ndvrdlvr.dsmdel,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** GENERATE MAP STMTS ***         (SMALL)

//NDVRMGEN DD DSN=user.ndvrdlvr.dsmgen,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** ADD MAP SYNTAX STMTS ***       (LARGE)

//NDVRMUPD DD DSN=user.ndvrdlvr.dsmupd,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(CYL,(5,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//********************************************************************

//*   THE FOLLOWING FILES NEEDED FOR CA-E/OS/390 ELEMENTS ONLY.      *

//*   IF CA-E/DB - CA-E/OS/390 BRIDGE NOT USED, SPECIFY THESE FILES  *

//*   WITH DD DUMMY                                                  *

//********************************************************************
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//*** SOURCE TRANSFER STMTS ***      (SMALL)

//NDVRSCL1 DD DSN=user.ndvrdlvr.dsscl1,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//*** TARGET TRANSFER STMTS ***      (SMALL)

//NDVRSCL2 DD DSN=user.ndvrdlvr.dsscl2,DISP=(,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(1,5),RLSE),

//            DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

   IDMS USER =  idduserid PASSWORD = iddpswd.
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   EXPORT SOURCE FORM.

   MODE = EXECUTE.

/*

NDVRDLVR Outputs

NDVRDLVR produces one control report (NDVRLST) and up to 12 output files. The control report echoes the user-
specified syntax and itemizes all entities and control information read from the NDVRENI file. Each CA IDMS compiler
executed under NDVRDLVR also produces an output listing.

NDVRDLVR Output Files

The output files produced by NDVRDLVR are a function of the input commands specified and the entities being migrated.
When no output is needed for a required file, it is opened and closed to create a null data set.

File Requirements

This section summarizes the contents of required output files for the following input commands:

• TAG
• EXPORT - SOURCE OR EXEC. FORMS
• EXPORT SOURCE FORM
• TAG

There is no output file for the TAG command. All class/attribute work is done through internal compiler invocation.
• EXPORT - SOURCE OR EXECUTE. FORMs

The following table summarizes the contents of required output files for the EXPORT - SOURCE OR EXEC. FORMS
command.

Output (Compiler and Content) Required DDNAME
ADSOBTAT statements to define APPLICATIONS NDVRAGEN
DCMT Vary commands to optionally run through the UCF batch
simulator on the target system to pick up LOAD MODULE
updates.

NDVRDVAR

IDMSDDDL statements to update entities on the target system.
When EXECUTABLE FORM is specified, this file will contain
QFILES and MESSAGES.
When SOURCE FORM is specified, this file will contain QFILES,
MESSAGES, ELEMENTS, RECORDS, PROCESSES, TABLES,
MODULES, and PROGRAM DEFINITIONS.

NDVRDUPD

IDMSDDDL statements to add LOAD MODULES. NDVRDLOD

• EXPORT SOURCE FORM
The following table summarizes the contents of required output files for the EXPORT SOURCE FORM command.

Output (Compiler and Content) Required DDNAME
ADSOBCOM generate statements to define DIALOGS. NDVRDGEN
IDMSCHEM statements to delete SCHEMAS. NDVRCDEL
IDMSCHEM statements to add SCHEMAS. NDVRCUPD
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IDMSUBSC statements to delete SUBSCHEMAS. NDVRUDEL
IDMSUBSC statements to add SUBSCHEMAS NDVRUUPD
RHDCMAP1 statements to delete MAPS NDVRMDEL
RHDCMPUT "PROCESS=LOAD" statements to load MAPS NDVRMGEN
RHDCMAP1 statements to add NDVRMUPD

NDVRDLVR Control Report (ddname NDVRLST)

NDVRDLVR produces a three-part control report as follows:

• An input command listing.
• An entity file listing.
• A processing summary.

An explanation of each report follows.

• NDVRDLVR - Input Command Listing
The input command listing echoes the user-specified syntax in the NDVRIPT file.

 volser                                               CA, INC.                            DATE      TIME     PAGE
 RELEASE nn.n                                  C A - E N D E V O R / D B                 mm/
dd/yy  11:57:08  0000
 NDVRDLVR INPUT COMMAND LISTING              MIGRATION DELIVERY PROCESSOR
    SIGNON DBNAME SRCNDVR
           USER EDB-SYSTEM-ADMINISTRATOR
           CCID EDB-SYSADMIN.
    IDMS USER DBADMIN PASSWORD ????????.
    SET SOURCE IDMSDDDL RECORD OPTIONS
        WITH ALL WITHOUT ATTRIBUTES HISTORY.
    SET TARGET IDMSDDDL SESSION OPTIONS DELETE IS ON.
    EXPORT SOURCE FORM.

• NDVRDLVR - Entity File Listing
The Entity File Listing contains a display of the NDVRENI file as it was seen by NDVRDLVR. This is an informational
report included for reference.

 volser                                                 CA, INC.                          DATE      TIME     PAGE
 RELEASE nn.n                                   C A - E N D E V O R / D B                mm/
dd/yy  11:57:09  0000
 NDVRDLVR ENTITY FILE LISTING                 MIGRATION DELIVERY PROCESSOR
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000001
      VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000008
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  .                                                                      00000009
  MODE = EXECUTE                                                         00000010
  .                                                                      00000011
  INPUT = DATABASE                                                       00000012
  .                                                                      00000013
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000014
  .                                                                      00000015
  EXPAND IDD CHANGE RELATIONSHIPS                                        00000016
  .                                                                      00000017
 *********** INCLUDE RULE NUMBER 0001                                    00000018
  INCLUDE  ALL                                                           00000019
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000020
  .                                                                      00000021
 *********** INCLUDE RULE NUMBER 0002                                    00000022
  INCLUDE  ALL                                                           00000023
      FROM DATE = mm/dd/yy                                               00000024
  .                                                                      00000025
 *********** EXCLUDE RULE NUMBER 0001                                    00000026
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000027
  .                                                                      00000028
  LIST FOLLOWS .                                                         00000029
  ENT RECORD           'COVERAGE                                ' 0100.  00000030
  ENT RECORD           'CUSTOMER                                ' 0001.  00000031
  ENT RECORD           'DENTAL-CLAIM                            ' 0100.  00000032
  ENT RECORD           'DEPARTMENT                              ' 0100.  00000033
  ENT RECORD           'EMPLOYEE                                ' 0100.  00000034
  ENT RECORD           'EMPMAP-WORK-RECORD                      ' 0001.  00000035
  ENT MAP              'EMPMAPP1                                ' 0001.  00000036
  ENT SCHEMA           'EMPSCHM                                 ' 0100.  00000037
  ENT SUBSCHEMA        'EMPSS01 EMPSCHM                         ' 0100.  00000038
  ENT MODULE           'MAP-FIELD-HELP                  HELP    ' 0001.  00000039

NDVRDLVR - Processing Summary

The Processing Summary is composed of two sections:

• A phase-level return code summary showing the return codes that resulted from the execution of each of the required
compilers. The phases of execution are as follows:
– Phase 1 - IDMSDDDL
– Phase 2 - IDMSCHEM
– Phase 3 - IDMSUBSC
– Phase 4 - RHDCMPUT
– Phase 5 - IDMSDDDL (LOAD MODULES ONLY)

In the example below, phase 5 was not required and was omitted from execution.
• An End-of-Job statistics summary showing the number and types of output records produced to each file.

 volser                                               CA, INC.                           DATE      TIME     PAGE
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 RELEASE nn.n                                  C A - E N D E V O R / D B                mm/
dd/yy  11:57:19  0000
 NDVRDLVR PROCESSING SUMMARY                 MIGRATION DELIVERY PROCESSOR
 NDVRDLVR: I001 DELIVERY PROCESSING PHASE 1 DONE - IDMSDDDL RETURN CODE ... 0000
 NDVRDLVR: I002 DELIVERY PROCESSING PHASE 2 DONE - IDMSCHEM RETURN CODE ... 0000
 NDVRDLVR: I003 DELIVERY PROCESSING PHASE 3 DONE - IDMSUBSC RETURN CODE ... 0000
 NDVRDLVR: I004 DELIVERY PROCESSING PHASE 4 DONE - RHDCMPUT RETURN CODE     0000
 NDVRDLVR: I009 MIGRATION DELIVERY ENTITY TOTALS
                                      INPUT        IDD                    TOTAL
                ENTITY TYPE          NDVRENI      EXPAND                 DELIVER
                LOAD MODULE                5           0                       0
                MAP                        3           3                       3
                MODULE                     1           1                       1
                PROGRAM                    1           1                       1
                RECORD                    14          14                      14
                SCHEMA                     2           2                       2
                SUBSCHEMA                  2           2                       2
                INVALID                    0
                ____________         _______     _______                 _______
                TOTAL                     28          23                      23
 NDVRDLVR: I010 MIGRATION DELIVERY FILE TOTALS
                NDVRAGEN APPLICATION ADD COMMANDS (ADSOBTAT) ...........       0
                NDVRDGEN APPLICATION GENERATE COMMANDS (ADSOBCOM) ......       0
                NDVRDUPD IDD ENTITY COMMANDS (IDMSDDDL) ................      16
                NDVRDLOD IDD LOAD MODULE COMMANDS (IDMSDDDL) ...........       0
                NDVRCDEL SCHEMA DELETE COMMANDS (IDMSCHEM) .............       2
                NDVRCUPD SCHEMA ADD COMMANDS (IDMSCHEM) ................       2
                NDVRUDEL SUBSCHEMA DELETE COMMANDS (IDMSUBSC) ..........       2
                NDVRUUPD SUBSCHEMA ADD COMMANDS (IDMSUBSC) .............       2
                NDVRMDEL MAP DELETE COMMANDS (RHDCMAP1) ................       3
                NDVRMUPD MAP ADD COMMANDS (RHDCMAP1) ...................       3
                NDVRMGEN MAP GENERATE COMMANDS (RHDCMPUT) ..............       3
                NDVRDVAR DCMT VARY PROGRAM COMMANDS ....................       5

NDVRBOOK in Migration Mode
After NDVRDLVR has been run and all entities have been punched from the Source Dictionary, NDVRBOOK will be used
to migrate the entities into the Target Dictionary. When this type of processing is being performed, NDVRBOOK is being
executed in migration mode and must be run under Batch/CV.

When running DDDL compilers or other utilities that invoke compilers to perform the migration on the target system,
NDVRBOOK is run in a special migrate mode.

NOTE
In order to run NDVRBOOK in Migration Mode, the user must be associated with a Security Class with
MIGRATE=Y and DE-CCID (Derived CCID) = N. Derived CCID processing is not valid for migration processing.
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When running in migrate mode, NDVRBOOK will read the NDVRENI file for control information before invoking the
necessary compiler or utility to be executed. The SOURCE SYSTEM/DICTIONARY and VERIFY DATE/TIME will be
extracted from the NDVRENI file and passed to the Change Monitor.

When processing the NDVRENI file for a migration at the target system, NDVRBOOK updates each entity record in the
target CCDB applicable to the compiler named in the PROGRAM IS program-name statement with the migration-id. If the
VERIFY ALL clause is specified on the OPTION IS MIGRATE statement, each entity record in the target CCDB is updated
with the migration-id regardless of the compiler named in the PROGRAM IS program-id statement. NDVRBOOK performs
the migration-id updated for the first applicable entity on the NDVRENI file last and checks for this entity's being updated
with the migration ID first, ensuring that duplicate and incomplete updates are avoided.

When the compilers ADD or MODIFY any entity while under migrate mode, a special Change Log Entry will be produced
which contains an action code of V (Migrate-in), the SOURCE SYSTEM/DICTIONARY, and the VERIFY DATE/TIME
extracted from the NDVRENI file. This record serves as an audit trail or "footprint" to register the entity's source origin and
selection time, as well as the time it was received. CLEs are created when the Change Monitor detects an update by the
executing compiler or migrator. When an update is performed by an executing compiler in migrator mode, the Change
Monitor compares the migration-id for the entity in the CCDB (which had been previously updated by NDVRBOOK) with
the migration-id for this session. If they are equal, a V type CLE is created. If they are not equal, no CLE is created.
Migrate-in CLEs can be reported on in summary fashion by NDVRPT17, the TARGET MIGRATION REPORT (See
Section12 of the CA Endevor/DB for CA IDMS Using section).

The Migrate-in CLEs created by the Change Monitor running in migrate mode are an essential part of the Correlation and
Verification integrity checking process. They also provide an essential audit trail that assists in the resolution of production
problems.

NDVRBOOK Command Syntax

To run any compiler or utility in migrate mode, specify the following syntax in NDVRIPT:

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬────────── . ─────────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

►►────────┬──────────────────────────────────────────┬───────────────────────►◄
          └─ PROgram name is program-name ───── . ───┘

►►────────┬───────────────────────────────────────────────────┬──────────────►◄
          └─ OPTion is MIGrate ───┬───────────────────┬─ . ───┘
                                  └─── VERify all ────┘

 166



 Administrating

• SIGNON
The SIGNON command identifies the user responsible for the migration and optional password and CCID list. If no
CCID list is specified, the default CCIDs for the user are assigned from the CCDB.

NOTE
The user must be authorized for MIGRATE=Y in the Security Class for this utility to operate.

• PROGRAM
The PROGRAM command provides the name of the program or compiler name to execute.

• OPTION
The OPTION command instructs the Change Monitor to go into migration mode. All ADD and MODIFY actions made
by the program executed in this step will create a CLE with action code = V, as well as descriptive information from the
control file such as the SOURCE SYSTEM/DICTIONARY and the SOURCE DATE/TIME.
When MIGRATE is specified, an NDVRENI file, generally created by NDVRDSEL, must be included in the JCL.

• VERIFY ALL
When processing the NDVRENI file, this option instructs NDVRBOOK to update each entity record in the target CCDB
that corresponds to an ENT entity in the Entity List File with the migration ID, regardless of the compiler named in the
PROGRAM IS program-name statement. If omitted (default), only those entity records in the target CCDB applicable to
the compiler named in the PROGRAM IS program-name statement will be updated with the migration-id.

NDVRBOOK Outputs
When running under NDVRBOOK with OPTION=MIGRATE, the NDVRLST file will consist of three parts:

• The input syntax from the NDVRIPT file.
• The control commands extracted from NDVRENI used to create the Migrate-in CLEs.
• The entity statements from the NDVRENI file. You will only see this third portion for the first step executed for any

given migration.

 volser                                       CA, INC.                                   DATE      TIME     PAGE
 RELEASE nn.n                           C A - E N D E V O R / D B                      mm/
dd/yy  06:18:19  00002
 NDVRBOOK                                BATCH MIGRATION SUPPORT
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000001
      VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000008
  .                                                                      00000009
  MODE = EXECUTE                                                         00000010
  .                                                                      00000011
  INPUT = DATABASE                                                       00000012
  .                                                                      00000013
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000014
  .                                                                      00000015
  EXPAND IDD CHANGE RELATIONSHIPS                                        00000016
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  .                                                                      00000017
 *********** INCLUDE RULE NUMBER 0001                                    00000018
  INCLUDE  ALL                                                           00000019
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000020
  .                                                                      00000021
 *********** INCLUDE RULE NUMBER 0002                                    00000022
  INCLUDE  ALL                                                           00000023
      FROM DATE = mm/dd/yy                                               00000024
  .                                                                      00000025
 *********** EXCLUDE RULE NUMBER 0001                                    00000026
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000027
  .                                                                      00000028
  LIST FOLLOWS .                                                         00000029
  ENT RECORD           'COVERAGE                                ' 0100.  00000030
  ENT RECORD           'EMPLOYEE                                ' 0100.  00000031
  ENT RECORD           'EMPMAP-WORK-RECORD                      ' 0001.  00000032
  ENT MAP              'EMPMAPP1                                ' 0001.  00000033
  ENT SCHEMA           'EMPSCHM                                 ' 0100.  00000034
  ENT SUBSCHEMA        'EMPSS01 EMPSCHM                         ' 0100.  00000035
  ENT MODULE           'MAP-FIELD-HELP                  HELP    ' 0001.  00000036
  ENT ELEMENT          'SELECTION-DATE                          ' 0100.  00000037
  ENT ELEMENT          'SELECTION-YEAR                          ' 0100.  00000038
  ENT ELEMENT          'SELECTION-MONTH                         ' 0100.  00000039
  ENT ELEMENT          'SELECTION-DAY                           ' 0100.  00000040

Importing Entities Exported by NDVRDLVR
Contents

 

When importing entities extracted by NDVRDLVR, examine the NDVRDLVR PROCESSING SUMMARY report
(NDVRLST), Migration Delivery File Totals to determine which of the following files should be processed. If the Migration
Delivery File Total for a file (i.e., NDVRMDEL) is 0, then the corresponding NDVRBOOK job should not be executed. CA
IDMS compilers must be executed in the order listed for those files whose Migration Delivery File Total is not 0. All CA
IDMS compilers should be run through NDVRBOOK, except as noted below.

 

WARNING
Failure to do so will result in unpredictable results.

Order of Compiler Execution

Compiler Input File Taken From NDVRDLVR
RHDCMAP1 NDVRMDEL - Delete Maps
IDMSUBSC NDVRUDEL - Delete Subschemas
IDMSCHEM NDVRCDEL - Delete Schemas
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IDMSDDDL NDVRDUPD - Add Entities_
IDMSCHEM NDVRCUPD - Add Schemas
IDMSUBSC NDVRUUPD - Add Subschemas
RHDCMAP1 NDVRMUPD - Add Maps
RHDCMPUT NDVRMGEN - Generate Maps
IDMSDDDL NDVRDLOD - Add Load Modules_
ADSOBCOM NDVRDGEN - Generate Dialogs
ADSOBTAT NDVRAGEN - Update Application Table_
UCF Batch Simulator NDVRDVAR - DCMT Vary commands to activate the new load

modules. This step is optional. Restarting the CV also causes
the new load modules to be invoked. The UCF batch simulator
is custom-generated at each installation according to Computer
Associates installation instructions. It is not necessary to run this
step under NDVRBOOK since no dictionary updating will take
place._

NOTE
Run only the steps marked with + if EXPORT EXECUTABLE FORM was specified in NDVRDLVR. Run all steps
if EXPORT SOURCE FORM was specified.

NDVRBOOK Migration JCL (Source)

The following sample step illustrates the use of NDVRBOOK to create Migrate-in CLEs for source entities migrated out
with CA Endevor/DB (MIGRATE SOURCE FORM to NDVRDLVR). It is contained in member SAMPMIGS on the CA
Endevor/DB installation media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPMIGS

//*
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//*  PURPOSE:  MIGRATE-IMPORT JOB FOR SOURCE-FORM STYLE MIGRATION.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  MAP1MDEL  DELETES MAPS TO BE MIGRATED. (ALLOWS DDDL CHANGES)

//*

//*  UBSCUDEL  DELETES SUBSCHEMAS TO BE MIGRATED.

//*

//*  CHEMCDEL  DELETES SCHEMAS TO BE MIGRATED.

//*

//*  DDDLDUPD  DELETE/ADD/MOD/REPLACE IDMSDDDL ENTITIES MIGRATING.

//*

//*  CHEMCUPD  ADDS SCHEMAS TO BE MIGRATED.

//*

//*  UBSCUUPD  ADDS SUBSCHEMAS TO BE MIGRATED.

//*

//*  MAP1MUPD  ADDS MAPS TO BE MIGRATED.

//*

//*  MPUTMGEN  GENERATES MAPS TO BE MIGRATED.

//*

//*  DDDLDLOD  UPDATES LOAD MODULES TO BE MIGRATED.

//*

//*  BGENDGEN  GENERATES ADSO DIALOGS TO BE MIGRATED.

//*
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//*  BTATAGEN  RUNS ADSOBTAT TO UPDATE THE ADS/A APPLICATION TABLE.

//*

//*  UCFDCMT   (OPTIONAL) USES 'UCFBATCH' TO DRIVE DCMT TO VARY

//*            LOAD MODULES / MAPS TO NEW COPY.

//*            NOTE: YOU MUST GENERATE 'UCFBATCH' MODULE AND SET ITS

//*                  PROGRAM NAME HERE AS GENERATED IN YOUR SHOP.

//*

//*********************************************************************

//*

//MAP1MDEL EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsmdel

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters
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/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

     DICTNAME userdict.

PROGRAM = RHDCMAP1.

OPTION = MIGRATE.

/*

//*

//UBSCUDEL EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsudel

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name
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Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

PROGRAM = IDMSUBSC.

OPTION = MIGRATE.

/*

//*

//CHEMCDEL EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dscdel

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name
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Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

           DICTNAME userdict.

PROGRAM = IDMSCHEM.

OPTION = MIGRATE.

/*

//*

//DDDLDUPD EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsdupd

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name
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DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

PROGRAM = IDMSDDDL.

OPTION = MIGRATE.

/*

//*

//CHEMCUPD EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dscupd

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

 175



 Administrating

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

PROGRAM = IDMSCHEM.

OPTION = MIGRATE.

/*

//*

//UBSCUUPD EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsuupd

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY
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//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

           DICTNAME userdict.

PROGRAM = IDMSUBSC.

OPTION = MIGRATE.

/*

//*

//MAP1MUPD EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdsel.dsmupd

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY
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//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

           DICTNAME userdict.

PROGRAM = RHDCMAP1.

OPTION = MIGRATE.

/*

//*

//MPUTMGEN EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsmgen

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*
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//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

PROGRAM = RHDCMPUT.

OPTION = MIGRATE.

/*

//*

//DDDLDLOD EXEC PGM=NDVRBOOK,REGION=2048K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsdlod

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*
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//SYSLST   DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

PROGRAM = IDMSDDDL.

OPTION = MIGRATE.

/*

//*

//BGENDGEN EXEC PGM=NDVRBOOK,REGION=900K

//CDMSLIB  DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//         DD DISP=SHR,DSN=ca.caiclid
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//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsdgen

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSPCH   DD DUMMY

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

           DICTNAME userdict.

  PROGRAM = ADSOBCOM.

  OPTION = MIGRATE .

/*

//*
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//BTATAGEN EXEC PGM=NDVRBOOK,REGION=500K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsagen

//SYSLST   DD SYSOUT=*

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

  PROGRAM = ADSOBTAT.

  OPTION = MIGRATE .

/*
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//*

//* 'UCFBATCH' MAY NOT BE THE PROGRAM-ID GENERATED IN YOUR SHOP.

//* STEP IS OPTIONAL

//*

//UCFDCMT  EXEC PGM=UCFBATCH,REGION=500K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsdvar

//SYSLST   DD SYSOUT=*

//SYSPCH   DD DUMMY

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

NDVRBOOK Migration JCL (Executable)

The following sample job illustrates the use of NDVRBOOK to create Migrate-in CLEs for executable entities migrated out
with CA Endevor/DB (MIGRATE EXECUTABLE FORM to NDVRDLVR). It is contained in member SAMPMIGE on the CA
Endevor/DB installation media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib
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//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPMIGE

//*

//*  PURPOSE:  MIGRATE-IMPORT JOB FOR EXECUTABLE-ONLY STYLE MIGRATION.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  DDDLDLOD  IMPORTS LOAD MODULES FROM DELIVERY OUTPUT FILE

//*

//*  BTATAGEN  RUNS ADSOBTAT TO UPDATE THE ADS/A APPLICATION TABLE.

//*

//*  UCFDCMT   (OPTIONAL) USES 'UCFBATCH' TO DRIVE DCMT TO VARY

//*            LOAD MODULES / MAPS TO NEW COPY.

//*            NOTE: YOU MUST GENERATE 'UCFBATCH' MODULE AND SET ITS

//*                  PROGRAM NAME HERE AS GENERATED IN YOUR SHOP.

//*

//*********************************************************************

//*
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//DDDLDLOD EXEC PGM=NDVRBOOK,REGION=1000K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSPCH   DD DUMMY

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

  PROGRAM = IDMSDDDL.

  OPTION = MIGRATE .

/*

//SYSIPT    DD DSN=user.ndvrdlvr.dsdlod,DISP=SHR

//*
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//BTATAGEN EXEC PGM=NDVRBOOK,REGION=1000K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdsel.dseno

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsagen

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*

//SYSPCH   DD DUMMY

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

  PROGRAM = ADSOBTAT.

  OPTION = MIGRATE .

/*
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//*

//* 'UCFBATCH' MAY NOT BE THE PROGRAM-ID GENERATED IN YOUR SHOP.

//* STEP IS OPTIONAL

//*

//UCFDCMT  EXEC PGM=UCFBATCH,REGION=500K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//SYSIPT   DD DISP=SHR,DSN=user.ndvrdlvr.dsdvar

//SYSLST   DD SYSOUT=*

//SYSPCH   DD DUMMY

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

NDVRBOOK Generic Migration JCL (any program)

The following sample JCL illustrates the use of NDVRBOOK to create Migrate-in CLEs for any program executing on the
target system. If you are using another vendor's migrator, simply run the import step with the program name of the migrate
in utility in the PROGRAM statement. Remember to include any DD statements required by the migration utility statement
in this step as well:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION
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//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPBOOK

//*

//*  PURPOSE:  RUN ANY CA COMPILER WITH CA-ENDEVOR/DB USER/CCID SIGNON.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  BOOKDDDL  RUNS IDMSDDDL UNDER CA-ENDEVOR/DB BOOK-END.

//*            (CHANGE PROGRAM SENTENCE TO RUN OTHER COMPILERS)

//*

//*********************************************************************

//*

//BOOKDDDL EXEC PGM=NDVRBOOK,REGION=1300K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD SYSOUT=*
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//SYSUDUMP DD DUMMY

//SYSPCH   DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

   PROGRAM = IDMSDDDL.

/*

//SYSIPT   DD *

   SIGNON

     USER = idduserid PASSWORD = iddpswd

          DICTNAME userdict.

*+ PUT YOUR IDMSDDDL STATEMENTS HERE. +*

/*

NDVRDCF1 Target Confirmation
After a migration is executed under NDVRBOOK with OPTION=MIGRATE, Change Log Entries exist in the target CCDB
that reflect the event. To create corresponding CLEs on the source system to reflect the fact that an entity was selected for
migration and actually received on the target, a two-step procedure is invoked.
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Contents

Step 1 is the execution of NDVRDCF1 on the target system to extract an entity list. To perform this task, the NDVRENI
file created by NDVRDSEL and previously consumed by NDVRBOOK is again consumed by NDVRDCF1. This is done to
obtain the necessary control information to identify the appropriate CLEs involved. It is accomplished on the basis of the
SOURCE SYSTEM/DICTIONARY and VERIFY DATE/TIME.

During Step 2, a new file is created DDNAME NDVRENO) which contains a confirmation file to be sent to NDVRDCF2
on the source system. The confirmation file will contain the control information from the NDVRENI file and a generated
CONFIRM statement (See format below). The CONFIRM statement identifies the actual target system. One ENT
statement will exist in the confirmation file for each entity received with OPTION=MIGRATE. The ENT statement will
contain the DATE and TIME the entity was received.

Each ENT statement produced by NDVRDCF1 will be consumed by NDVRDCF2 on the source system and used to
create a Migrate-out CLE (action code = C) in the CCDB. Each Migrate-out CLE will contain the actual received DATE/
TIME and the TARGET SYSTEM/DICTIONARY names in its description. The CLE will appear in the source CCDB as of
the VERIFY DATE/TIME of the entity after it is processed by NDVRDCF.

NDVRDCF1 Command Syntax

NDVRDCF1 accepts the following syntax:

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬────────── . ─────────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

• SIGNON
The SIGNON command identifies the user responsible for the migration and optional password and CCID list.

NOTE
If no CCID list is specified, the default CCIDs for the user are assigned from the CCDB. The user must be
authorized for MIGRATE=Y in the Security Class for this utility to operate.

NDVRDCF1 Sample JCL

Use the following JCL to run NDVRDCF1. It is contained in member SAMPDCF1 on the CA Endevor/DB installation
media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION
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//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*********************************************************************

//*

//*  JOB:      SAMPDCF1

//*

//*  PURPOSE:  POST-MIGRATION CONFIRMATION EXTRACT: RUN ON TARGET.

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  CONFIRM1  EXTRACT LIST OF MIGRATED ENTITIES RECEIVED AT TARGET

//*            SYSTEM TO LOG BACK ON SENDING SYSTEM.

//*

//*********************************************************************

//CONFIRM1 EXEC PGM=NDVRDCF1,REGION=1000K

//SYSCTL   DD DSN=idms.sysctl,DISP=SHR

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name
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Other Optional SYSIDMS Parameters

/*

//NDVRLST  DD SYSOUT=*

//NDVRDTL  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//NDVRENI  DD DSN=user.ndvrdsel.dseno,DISP=SHR

//*

//*  CONFIRM FILE TO PASS TO NDVRDCF2 ON THE SENDING SYSTEM:

//*

//NDVRENO  DD DSN=user.ndvrdcf1.dseno,DISP=(,CATLG,DELETE),

//       UNIT=disk,SPACE=(TRK,(15,5),RLSE),VOL=SER=volser,

//       DCB=(LRECL=80,BLKSIZE=3120,RECFM=FB)

//SYSUDUMP DD SYSOUT=*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

/*

NDVRDCF1 Outputs
Contents

NDVRDCF1 produces two reports:

• A control report (NDVRLST). This report echoes the user-specified syntax.
• A detail report (NDVRDTL). This report itemizes all statements placed in the NDVRENO file.
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NDVRDCF1 Output File (ddname NDVRENO)

The output file from NDVRDCF1 is source syntax as shown below.

CONFIRM SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000001

     DATE = mm/dd/yy TIME = 09:14:34                                    00000002

     USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003

     CCID =('EDB-SYSADMIN','            ','            ','            ',00000004

            '            ','            ','            ','            ',00000005

            '            ','            ','            ','            ')00000006

 .                                                                      00000007

 SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000008

     VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000009

 .                                                                      00000010

 TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000011

 .                                                                      00000012

 MODE = EXECUTE                                                         00000013

 .                                                                      00000014

 INPUT = DATABASE                                                       00000015

 .                                                                      00000016

 SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000017

 .                                                                      00000018

*********** INCLUDE RULE NUMBER 0000                                    00000019

 INCLUDE  ALL                                                           00000020

     WHERE STATUS = 'MIGRATE-TEST    '                                  00000021

 .                                                                      00000022

*********** INCLUDE RULE NUMBER 0000                                    00000023
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 INCLUDE  ALL                                                           00000024

     FROM DATE = mm/dd/yy                                               00000025

 .                                                                      00000026

*********** EXCLUDE RULE NUMBER 0001                                    00000027

 EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000028

 .                                                                      00000029

 EXPAND IDD CHANGE RELATIONSHIPS                                        00000030

 .                                                                      00000031

 LIST FOLLOWS .                                                         00000032

 ENT RECORD           'COVERAGE                                ' 0100   00000033

     MIGRATED TO 'TGTNDVR SYSTEM81'                                     00000034

     DATE mm/dd/yy TIME = 06:38:36 .                                    00000035

NDVRDCF1 Control Report (ddname NDVRLST)

The control report produced by NDVRDCF1 is comprised of three parts:

• An input command listing.
• An input entity header list.
• An End-of-Job statistics summary.

NDVRDCF1- Input Command Listing

The Input Command Listing echoes the user-supplied syntax. All required control information for the execution of the
extract comes from the NDVRENI file. The SIGNON is the only command displayed.

 volser                                            CA, INC.                                DATE      TIME     PAGE
 RELEASE nn.n                              C A - E N D E V O R / D B                     mm/
dd/yy  09:14:27  00001
 NDVRDCF1 CONTROL REPORT                 MIGRATION TARGET CONFIRMATION                       INPUT COMMAND LISTING
    SIGNON DBNAME TGTNDVR
           USER EDB-SYSTEM-ADMINISTRATOR
           CCID EDB-SYSADMIN.
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NDVRDCF1- Input Entity List Header Report

The Input Entity List Header Report displays the control information from the front of the NDVRENI file that was used to
perform the extract. All Migrate-in CLEs containing the specified SOURCE SYSTEM, SOURCE DBNAME, and VERIFY
DATE/TIME will be extracted into the confirmation file format described above. Since the control information reflects
the NDVRDSEL run that last selected the entities, the appropriate data is extracted regardless of when the importation
occurred. A unique date and time for importation will be placed on each record in the confirmation file.

 volser                                              CA, INC.                              DATE      TIME     PAGE
 RELEASE nn.n                              C A - E N D E V O R / D B                     mm/
dd/yy  09:14:28  00002
 NDVRDCF1 CONTROL REPORT                 MIGRATION TARGET CONFIRMATION            INPUT ENTITY LIST HEADER LISTING
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000001
      VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000008
  .                                                                      00000009
  MODE = EXECUTE                                                         00000010
  .                                                                      00000011
  INPUT = DATABASE                                                       00000012
  .                                                                      00000013
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000014
  .                                                                      00000015
  EXPAND IDD CHANGE RELATIONSHIPS                                        00000016
  .                                                                      00000017
 *********** INCLUDE RULE NUMBER 0001                                    00000018
  INCLUDE  ALL                                                           00000019
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000020
  .                                                                      00000021
 *********** INCLUDE RULE NUMBER 0002                                    00000022
  INCLUDE  ALL                                                           00000023
      FROM DATE = mm/dd/yy                                               00000024
  .                                                                      00000025
 *********** EXCLUDE RULE NUMBER 0001                                    00000026
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000027
  .                                                                      00000028
  LIST FOLLOWS .                                                         00000029

NDVRDCF1- End-of-Job Statistics

The End-of-Job Statistics report summarizes the processing activity of NDVRDCF1. All entities in the CCDB are examined
for CLEs relating to the migration.
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 volser                                             CA, INC.                             DATE      TIME     PAGE
 RELEASE nn.n                              C A - E N D E V O R / D B                   mm/
dd/yy  09:14:35  00003
 NDVRDCF1 CONTROL REPORT                 MIGRATION TARGET CONFIRMATION                     END-
OF-JOB STATISTICS
 NDVRDCF1: I001 TARGET CONFIRMATION ENTITY TOTALS
                                                                CLE(S)   CONFIRM
                ENTITY TYPE                                    INSPECT   NDVRENO
                ELEMENT                                            386         0
                LOAD MODULE                                          4         2
                MAP                                                 10         2
                MODULE                                               1         1
                PROGRAM                                              1         1
                RECORD                                              26        13
                SCHEMA                                               2         1
                SUBSCHEMA                                            2         1
                OTHER                                                3         0
                ____________                                   _______   _______
                TOTAL                                              435        21

NDVRDCF1 Detail Report (ddname NDVRDTL)

The detail report produced by NDVRDCF1 itemizes confirmation sent to the NDVRENO file. Confirmation information is
comprised of two parts. The first part represents the control information propagated from the NDVRENI file. The second
part contains confirmation type ENT statements. These ENT statements produce DATEs and TIMEs that represent the
time the run unit that updated the target dictionary actually began execution. This date and time will be placed in the
descriptive portion of Migrate-out CLEs to be created when NDVRDCF2 (See below) reads the NDVRENO file on the
source system.

NDVRDCF1- Output Confirmation File Report

Each entity successfully received by the target system is displayed in collating sequence by name. After the NDVRENI
file is reused by the next migration (and the control information is overlaid in the NDVRENI file), an entity list report on any
migration can be obtained through the Target Migration Summary (See CA Endevor/DB for CA IDMS Using section).

 volser                                            CA, INC.                              DATE      TIME     PAGE
 RELEASE nn.n                              C A - E N D E V O R / D B                   mm/
dd/yy  09:14:34  00001
 NDVRDCF1 DETAIL REPORT                  MIGRATION TARGET CONFIRMATION                  OUTPUT CONFIRMATION FILE
 CONFIRM SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000001
      DATE = mm/dd/yy TIME = 09:14:34                                    00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000008
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      VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000009
  .                                                                      00000010
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000011
  .                                                                      00000012
  MODE = EXECUTE                                                         00000013
  .                                                                      00000014
  INPUT = DATABASE                                                       00000015
  .                                                                      00000016
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000017
  .                                                                      00000018
 *********** INCLUDE RULE NUMBER 0000                                    00000019
  INCLUDE  ALL                                                           00000020
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000021
  .                                                                      00000022
 *********** INCLUDE RULE NUMBER 0000                                    00000023
  INCLUDE  ALL                                                           00000024
      FROM DATE = mm/dd/yy                                               00000025
  .                                                                      00000026
 *********** EXCLUDE RULE NUMBER 0001                                    00000027
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000028
  .                                                                      00000029
  EXPAND IDD CHANGE RELATIONSHIPS                                        00000030
  .                                                                      00000031
  LIST FOLLOWS .                                                         00000032
  ENT RECORD           'COVERAGE                                ' 0100   00000033
      MIGRATED TO 'TGTNDVR SYSTEM81'                                     00000034
      DATE mm/dd/yy TIME = 06:38:36 .                                    00000035

NDVRDCF2 Source Confirmation
Contents

NDVRDCF2 processes the output file created by NDVRDCF1 as ddname NDVRENI to create Migrate-out (action code =
C) CLEs on the source system. These CLEs serve as an essential audit trail to the target destination of entities. Any entity
that has not been modified since it was last migrated from the source to the target will not be selected for subsequent
migration to that target system by NDVRDSEL. Similarly, the NDVRDSEL will only examine CLEs up to the last Migrate-
out CLE for the target system for integrity warnings.

Another function of NDVRDCF2 is to signin all entities signed out when NDVRDSEL originally ran. This will be done if the
SIGNOUT TO command appears in the control information contained in NDVRENI.

Optionally, NDVRDCF2 can be used to backout previously created Migrate-out CLEs in the event that a migration is
backed-off of the target system permanently. In this case, the appropriate CLEs are deleted. Backoff is accomplished by
reading in the same NDVRENI file that was originally used to create the CLEs.
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NDVRDCF2 Command Syntax

NDVRDCF2 accepts the following syntax:

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

 ►───────────┬────────────────────────────────────────┬────────── . ─────────►◄
             └─ CCId name is ───┬─────── ccid ────────┤
                                │                     │
                                │     ┌─── , ───┐     │ 
                                └─ ( ─▼─ ccid ──┴─ ) ─┘

►►────────┬────────────────────────────────────────┬─────────────────────────►◄
          └─ MODe is ───┬─────────────────┬── . ───┘
                        ├─── EXEcute ◄────┤
                        └─── BACkoff ─────┘

• SIGNON
The SIGNON command identifies the user responsible for the migration and optional password and CCID list. If no
CCID list is specified, the default CCIDs for the user are assigned from the CCDB.

NOTE
For this utility to operate, the user must be authorized for MIGRATE=Y in the Security Class.

• MODE
The MODE command instructs NDVRDCF2 to create or delete CLEs. In either case, the confirmation file produced by
NDVRDCF1 must be supplied as ddname NDVRENI. MODE=BACKOFF must be coded to delete CLEs created by a
prior MODE=EXECUTE.

NOTE
For this utility to operate, the user must be authorized for MIGRATE=Y in the Security Class.

NDVRDCF2 Sample JCL

Use the following JCL to run NDVRDCF2. It is contained in member SAMPDCF2 on the CA Endevor/DB installation
media JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib
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//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPDCF2

//*

//*  PURPOSE:  MARK ENTITIES ON SENDING SYSTEM 'CONFIRMED' AS MIGRATED

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  CONFIRM2  UPDATE ENTITIES LISTED ON FILE FROM NDVRDCF1.

//*

//*********************************************************************

//*

//CONFIRM2 EXEC PGM=NDVRDCF2,REGION=800K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//NDVRENI  DD DISP=SHR,DSN=user.ndvrdcf1.dseno

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *
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DMCL=dmcl-name

DICTNAME=dictionary-name

Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

   MODE = EXECUTE.

/*

 

NDVRDCF2 Outputs

NDVRDCF2 produces one control report (NDVRLST). The control report is composed of two parts as follows:

• An input command listing.
• An entity file listing.

The report formats are explained below in detail.

NDVRDCF2- Input Command Listing

The Input Command Listing displays the input syntax supplied in the NDVRIPT file.

 volser                                             CA, INC.                              DATE      TIME     PAGE
 RELEASE nn.n                              C A - E N D E V O R / D B                    mm/
dd/yy  11:42:58  00001
 NDVRDCF2                                MIGRATION SOURCE CONFIRMATION                      INPUT COMMAND LISTING
    SIGNON DBNAME SRCNDVR
           USER EDB-SYSTEM-ADMINISTRATOR
           CCID EDB-SYSADMIN.
    MODE EXECUTE.
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NDVRDCF2- Entity File Listing

The Entity File Listing displays the NDVRENI file that was processed by NDVRDCF2. All Migrate-out CLEs created on the
source system will be inserted into the Change Log as of the date of selection by NDVRDSEL. This accurately reflects the
time the entity was selected for migration. The descriptive portion of the Migrate-out CLEs created will contain the target
system identifier and the date and time it was received at the target.

At this point in time, a permanent and complete audit trail exists on both the target and source systems. The descriptive
portions of each system's CLEs point to each other.

 volser                                            CA, INC.                            DATE      TIME     PAGE
 RELEASE nn.n                            C A - E N D E V O R / D B                   mm/
dd/yy  11:43:03  00002
 NDVRDCF2                              MIGRATION SOURCE CONFIRMATION                       ENTITY FILE LISTING
 CONFIRM SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000001
      DATE = mm/dd/yy TIME = 10:27:25                                    00000002
      USER = 'EDB-SYSTEM-ADMINISTRATOR        '                          00000003
      CCID =('EDB-SYSADMIN','            ','            ','            ',00000004
             '            ','            ','            ','            ',00000005
             '            ','            ','            ','            ')00000006
  .                                                                      00000007
  SOURCE SYSTEM = 'SYSTEM81' DBNAME = 'SRCNDVR '                         00000008
      VERIFY DATE = mm/dd/yy TIME = 09:00:18                             00000009
  .                                                                      00000010
  TARGET SYSTEM = 'SYSTEM81' DBNAME = 'TGTNDVR '                         00000011
  .                                                                      00000012
  MODE = EXECUTE                                                         00000013
  .                                                                      00000014
  INPUT = DATABASE                                                       00000015
  .                                                                      00000016
  SIGNOUT TO CCID = 'EDB-SYSADMIN'                                       00000017
  .                                                                      00000018
 *********** INCLUDE RULE NUMBER 0000                                    00000019
  INCLUDE  ALL                                                           00000020
      WHERE STATUS = 'MIGRATE-TEST    '                                  00000021
  .                                                                      00000022
 *********** INCLUDE RULE NUMBER 0000                                    00000023
  INCLUDE  ALL                                                           00000024
      FROM DATE = mm/dd/yy                                               00000025
  .                                                                      00000026
 *********** EXCLUDE RULE NUMBER 0001                                    00000027
  EXCLUDE WHERE STATUS = 'NEVER-MIGRATE   '                              00000028
  .                                                                      00000029
  EXPAND IDD CHANGE RELATIONSHIPS                                        00000030
  .                                                                      00000031
  LIST FOLLOWS .                                                         00000032
  ENT RECORD           'COVERAGE                                ' 0100   00000033
      MIGRATED TO 'TGTNDVR SYSTEM81'                                     00000034
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      DATE mm/dd/yy TIME = 06:38:36 .                                    00000035

NDVRDCF2- End-of-Job Statistics

The End-of-Job Statistics report summarizes the processing activity of NDVRDCF2.

 volser                                                      CA, INC.                      DATE      TIME     PAGE
 RELEASE nn.n                                        C A - E N D E V O R / D B           mm/
dd/yy  11:43:19  00004
 NDVRDCF2                                          MIGRATION SOURCE CONFIRMATION                               END-
OF-JOB STATISTICS
 NDVRDCF2: I001 SOURCE CONFIRMATION ENTITY TOTALS
                                                 CONFIRM     CONFIRM     CONFIRM
                ENTITY TYPE                      NDVRENI      SIGNIN     CHG LOG
                LOAD MODULE                            2           4           2
                MAP                                    2           2           2
                MODULE                                 1           1           1
                PROGRAM                                1           1           1
                RECORD                                13          13          13
                SCHEMA                                 1           1           1
                SUBSCHEMA                              1           1           1
                ____________                     _______     _______     _______
                TOTAL                                 21          23          21

The Source Code Comparator
CA Endevor/DB's Source Code Comparator is designed to identify changes to individual lines of code modified between
one version of a system and another. Typically, the Comparator is employed as a troubleshooting aid, or as a means of
identifying the changes that an installation has made to tailor a vendor-supplied application system. It is an invaluable
tool when applying maintenance releases of vendor software or when combining parallel development versions. In these
cases, the Promotion Support Facilities, in conjunction with the CCDB Change Log, identify and extract the affected
entities, while the Comparator identifies the exact areas within those entities that have changed.

The Source Code Comparator can be executed in one of two modes:

• Stand-alone mode
Any two sequential files with a record length of between 4 and 256 bytes (fixed or variable) can be compared with the
stand-alone CA Endevor/DB utility NDVRCOMP.

• Migration mode
In migration mode, the standard output files from a NDVRDLVR run (See Section8) is compared with the target
dictionary. The CA Endevor/DB utility program NDVRDCMP:
– Automatically parses the input files and identifies the entities contained therein;
– Dynamically invokes IDD to extract the corresponding entities from the target dictionary;
– Internally invokes the source statement comparator for each entity;
– Index and summarize the results by entity name and type in a control report.
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Facilities also exist to limit the compare to entities of specific types in a single execution. For example, only ELEMENTs
and RECORDs might be singled out for comparison even though the input files contain entities of all types. Sample JCL
for the execution of the compare in migration mode is contained on the CA Endevor/DB installation media.

Running the Comparator in Stand-alone Mode
Contents

CA Endevor/DB provides a utility, NDVRCOMP, which compares the contents of two PDS members and/or sequential
files, and reports the differences between them.

NDVRCOMP accepts as input two files, which can be either PDS members or sequential files. The files can be fixed or
variable length, but cannot exceed an LRECL of 256 (260 for variable-length files).

NDVRCOMP reports the differences between the two files. The first file, NDVRIN1, is assumed to be the "base" file. The
second file, NDVRIN2, is assumed to be the "changed" file. NDVRCOMP reports the differences in file-2 as compared to
file-1.

The files are compared line-by-line, based on the contents of particular (contiguous) characters. The range of characters
included in the compare is defined in terms of a from and thru column. For example, you might want to compare two files
based on the contents of positions 1-5 only.

The output from NDVRCOMP can be formatted either for file browse (without ASA characters and headings) or for
hardcopy printout (including ASA characters and headers).

JCL

Use the JCL below to run NDVRCOMP. It is contained in member SAMPCOMP on the CA Endevor/DB installation media
JCL library:

Sample z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=ndvrdb.loadlib

//*

//*********************************************************************

//*

//*  JOB:     SAMPCOMP

//*

//*  PURPOSE: COMPARE THE CONTENTS OF TWO SOURCE-CODE TYPE FILES

//*           (NDVRIN1 AND NDVRIN2) AND PRODUCE A FILE DESCRIBING

//*           THEIR DIFFERENCES.
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//*

//*  YOU TELL NDVRCOMP WHAT TO DO BY SPECIFYING A 'COMPARE' COMMAND.

//*  THE SYNTAX IS AS FOLLOWS:

//*

//*    COMPARE

//*       COLUMN = N TO M RECORD TYPE = FIXED/VARIABLE LENGTH = NNN

//*       PAD = BLANK/NULL/X'FF' OUTPUT = CHANGES/HISTORY/NEW

//*       FORMAT = FILE/DISPLAY SIZE = NNNNN TITLE = 'YOUR TITLE'

//*       .

//*

//*    ALL CLAUSES ARE OPTIONAL.  THE DEFAULT VALUES ARE AS FOLLOWS:

//*

//*    COMPARE COLUMN = 1 TO 72 RECORD TYPE = FIXED LENGTH = 80

//*       PAD = BLANK OUTPUT=CHANGES FORMAT = DISPLAY SIZE = 10000

//*       TITLE = ' '.

//*

//*       WHERE:

//*

//*       COLUMN        THE START AND END COLUMNS TO INSPECT

//*       RECORD        THE RECORD FORMAT AND (MAXIMUM) RECORD LENGTH

//*       PAD           THE CHARACTER TO USE IN EXTENDING VARIABLE-

//*                     LENGTH RECORDS BEFORE COMPARING THEM

//*       OUTPUT        CONTENT OF OUTPUT FILE:

//*         CHANGES       SHOW THE INSERTIONS AND DELETIONS
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//*         HISTORY       SHOW THE INSERTS AND DELETES IN THE CONTEXT

//*                       OF THE NDVRIN1 SOURCE

//*         NEW           SHOW THE INSERTS IN THE CONTEXT OF THE

//*                       NDVRIN2 SOURCE

//*       FORMAT        WHERE THE OUTPUT IS TO BE WRITTEN

//*         FILE          WRITE TO NDVRPCH FILE

//*         DISPLAY       WRITE TO NDVRLST FILE

//*       SIZE          THE ESTIMATED COUNT OF THE NUMBER OF RECORDS

//*                     IN NDVRIN1 PLUS THE NUMBER OF RECORDS IN

//*                     NDVRIN2 (OVER ESTIMATE IF YOU DON'T KNOW).

//*       TITLE         A TITLE FOR THE TOP OF EACH PAGE OF OUTPUT

//*                     WHEN FORMAT=DISPLAY IS SPECIFIED

//*

//*   RESTRICTION:  LRECL FOR INPUT FILES (NDVRIN1 AND NDVRIN2) MAY

//*                 NOT EXCEED 256

//*

//*********************************************************************

//*

//COMPARE  EXEC PGM=NDVRCOMP,REGION=400K

//NDVRIN1  DD DISP=SHR,DSN=original.source.dataset.or.member

//NDVRIN2  DD DISP=SHR,DSN=changed.source.dataset.or.member

//NDVRPCH  DD DSN=user.changes.dataset,DISP=(NEW,CATLG,DELETE),

//            UNIT=disk,VOL=SER=volser,SPACE=(TRK,(5,5),RLSE),

//            DCB=(RECFM=FB,LRECL=88,BLKSIZE=3168)
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//SORTWK01 DD UNIT=disk,SPACE=(CYL,(2,1))

//SORTWK02 DD UNIT=disk,SPACE=(CYL,(2,1))

//SORTWK03 DD UNIT=disk,SPACE=(CYL,(2,1))

//SORTWK04 DD UNIT=disk,SPACE=(CYL,(2,1))

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSOUT   DD DUMMY

//SYSUDUMP DD DUMMY

//NDVRIPT  DD *

COMPARE COLUMN = 1 TO 72 RECORD TYPE = FIXED LENGTH = 80

   PAD = BLANK OUTPUT=CHANGES FORMAT = DISPLAY SIZE = 10000

   TITLE = ' '.

/*

SAMPLE z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=usercv.loadlib

//         DD DISP=SHR,DSN=ndvrdb.loadlib

//         DD DISP=SHR,DSN=idms.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPDCMP
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//*

//*  PURPOSE:  PRODUCES SOURCE-COMPARISON REPORT FROM NDVRDLVR OUTPUT

//*

//*  STEP:     FUNCTION:

//*  =====     =========

//*

//*  COMPARE   PROGRAM NDVRDCMP DRIVES IDMSDDDL, RHDCMPUT, ETC. TO

//*            COMPARE TARGET SOURCE WITH NDVRDLVR MIGRATION EXPORT

//*            FILE CONTENTS.

//*

//*********************************************************************

//*

//COMPARE  EXEC PGM=NDVRDCMP,REGION=1000K

//SYSCTL   DD DISP=SHR,DSN=idms.sysctl

//SYSIPT   DD DSN=&.&SYSIPT.,SPACE=(TRK,(1,1)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//SYSPCH   DD DSN=&.&SYSPCH.,SPACE=(CYL,(2,2)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//NDVRIN1  DD DSN=&.&NDVRIN1.,SPACE=(CYL,(2,2)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//NDVRIN2  DD DSN=&.&NDVRIN2.,SPACE=(CYL,(2,2)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//SORTIN   DD DSN=&.&SORTIN.,SPACE=(CYL,(1,1)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)
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//SORTOUT  DD DSN=&.&SORTOUT.,SPACE=(CYL,(1,1)),DISP=(NEW,DELETE),

//            UNIT=disk,DCB=(RECFM=FB,LRECL=80,BLKSIZE=3200)

//SORTWK01 DD SPACE=(CYL,(4,4)),UNIT=disk

//SORTWK02 DD SPACE=(CYL,(4,4)),UNIT=disk

//SORTWK03 DD SPACE=(CYL,(4,4)),UNIT=disk

//SORTWK04 DD SPACE=(CYL,(4,4)),UNIT=disk

//********************************************************************

//*   THE FOLLOWING FILE CONCATENATES THE "SOURCE CODE" EXPORT       *

//*   FILES PRODUCED BY NDVRDLVR AT THE SOURCE SYSTEM/DICTIONARY.    *

//********************************************************************

//NDVRSRC  DD DISP=SHR,DSN=user.ndvrdlvr.dsdupd

//         DD DISP=SHR,DSN=user.ndvrdlvr.dscupd

//         DD DISP=SHR,DSN=user.ndvrdlvr.dsuupd

//         DD DISP=SHR,DSN=user.ndvrdlvr.dsmupd

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSLST   DD DUMMY

//SYSOUT   DD DUMMY

//SYSUDUMP DD DUMMY

//SYSIDMS  DD *

DMCL=dmcl-name

DICTNAME=dictionary-name
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Other Optional SYSIDMS Parameters

/*

//NDVRIPT  DD *

   SIGNON

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

   REPORT CHANGES AND DETAILS.

   COMPARE TYPES = (PROCESS, PROGRAM, ELEMENT, RECORD, SCHEMA,

          SUBSCHEMA, QFILE, TABLE, MODULE, MESSAGE, MAP).

/*

z/OS and OS/390 JCL

//JOBNAME  JOB YOUR.JOBCARD.INFORMATION

//JOBLIB   DD DISP=SHR,DSN=ndvrdb.loadlib

//*

//*********************************************************************

//*

//*  JOB:      SAMPRJCL

//*

//*  PURPOSE:  CONVERT JCL TO USE NDVRBOOK.

//*

//*  STEP:     FUNCTION:

//*  =====     =========
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//*

//*  GORJCL    CONVERTS JCL TO EXECUTE NDVRBOOK WITH INSTRUCTIONS AS

//*            TO THE PROGRAM TO EXECUTE AND THE USER TO ASSIGN CHANGE

//*            LOG ENTRIES TO.

//*

//*********************************************************************

//*

//GORJCL   EXEC PGM=NDVRRJCL,REGION=640K

//NDVRJCLI DD DISP=SHR,DSN=your.input.jcl.dataset

//NDVRJCLO DD DISP=OLD,DSN=your.output.jcl.dataset

//NDVRLST  DD SYSOUT=*

//NDVRERR  DD SYSOUT=*

//SYSUDUMP DD DUMMY

//NDVRIPT  DD DATA,DLM='##'

   CONVERT JOBSTREAM

     USER = youruserid PASSWORD = yourpswd

          DICTNAME userdict.

*+ PUT YOUR SEARCH FOR COMMANDS HERE.   +*

##

/*

 

NDVRRJCL Command Syntax

Through the use of input commands the CA Endevor/DB user, password, and dictionary are specified. In addition, blocks
of JCL statements can be replaced.

►►────── CONvert JOBstream ──────────────────────────────────────────────────►
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 ►────┬────────────────────┬───┬──────────────────────────┬──────────────────►
      └─ USEr is user-id ──┘   └─ PASsword is password ───┘

 ►────┬───────────────────────────────┬────────── . ─────────────────────────►◄
      ├─ DICtname ──┬── is dictname ──┘
      └─ DBName ────┘

►►────┬──────────────────────────────────────────────────────────────────────►
      │                  ┌────────────────────────────────────────┐
      └─ SEARCH FOR ─────▼─── search-for-jcl-statements ──────────┴──────────

 ►───────────────────────────────────────────────────────────────────────────►
                         ┌────────────────────────────────────────┐
  ────── REPLACE WITH ───▼─── replace-with-jcl-statements ────────┴──────────

 ►─────────────────────────┬─────────────────────────────────────────────────►◄
                           │ 
  ────── SEARCH END . ─────┘

Syntax Rules

 

• CONVERT JOBSTREAM
The CONVERT JOBSTREAM command is used to identify which CA Endevor/DB user to assign dictionary updates.
When the converted JCL is executed, the CA Endevor/DB user name and password are passed to CA Endevor/DB's
Security System/Change Monitor prior to invoking the utility that performs dictionary updates. The dictname specifies
the dbname of the dictionary to which the updates are to be performed.
NDVRRJCL can convert any type of JCL. For example, you can run NDVRRJCL in CMS and convert a z/OS or
OS/390 jobstream. NDVRRJCL automatically recognizes the job language.
The user, password, and dbname(dictname) clauses are used to build the SIGNON command so that NDVRBOOK
can perform the CA Endevor/DB signon (when the converted JCL is executed). Depending on your CA Endevor/DB
signon requirements, all or none of these clauses may be required. In addition, if the USER clause is not specified, the
PASSWORD clause is not used to build the subsequent CA Endevor/DB SIGNON command.

• SEARCH FOR REPLACE WITH
The SEARCH FOR command is used to search for blocks of JCL statements within the input JCL and to replace those
blocks with the "REPLACE WITH" JCL statements in the output JCL. The command must be written as follows:
– The SEARCH FOR clauses must begin in card column 1 and be exact, up to and including card column 72.
– The REPLACE WITH clauses must begin in card column 1 and include up to and including card column 72.
– The "REPLACE WITH" and "SEARCH END" clauses must begin in card column 1 and cannot be abbreviated.
– This command must be entered exactly in the sequence as indicated in the diagram above.
– Replacement of partial statements is not supported.

• SEARCH END
The SEARCH END clause terminates the SEARCH FOR/REPLACE WITH blocks.
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NDVRRJCL Inputs

The NDVRRJCL JCL input file (NDVRJCLI) contains the JCL jobstream(s) which are to be converted. The following is an
example of a jobstream contained in that file.

//SAMPDDDL JOB (????????),'IDD UPDATE'

//DDDL     EXEC PGM=IDMSDDDL,REGION=1024K

//STEPLIB  DD  DISP=SHR,DSN=SYSTEM.LOAD

//         DD  DISP=SHR,DSN=EDB.LOAD

//         DD  DISP=SHR,DSN=IDMS.LOAD

//SYSLST   DD  SYSOUT=*

//SYSPRINT DD  SYSOUT=*

//SORTMSG  DD  SYSOUT=*

//SYSUDUMP DD  SYSOUT=*

//SYSCTL   DD  DISP=SHR,DSN=SYSTEM.SYSCTL

//SYSPCH   DD  SYSOUT=*

//SYSIDMS  DD  *

DMCL=CVDMCL

/*

//SYSIPT   DD *

SIGNON USER DBADMIN PASSWORD DBADMIN DICTNAME SRCNDVR.

 ...

/*

//

The NDVRRJCL input commands file (NDVRIPT) contains the input command syntax NDVRRJCL uses 
to convert the JCL. The following are the input commands contained in that file.

CONVERT JOBSTREAM USER IS EDBADMIN PASSWORD IS EDBADMIN DICTNAME IS DEMO.

SEARCH FOR
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//STEPLIB  DD DSN=TEST.LOADLIB,DISP=SHR

//         DD DSN=DEVEL.LOADLIB,DISP=SHR

//         DD DSN=RELEASE.LOADLIB,DISP=SHR

REPLACE WITH

//STEPLIB  DD DSN=TEST.LOADLIB,DISP=SHR

//         DD DSN=DEVEL.LOADLIB,DISP=SHR

//         DD DSN=RELEASE.LOADLIB,DISP=SHR

//         DD DSN=ENDEVOR.LOADLIB,DISP=SHR

SEARCH END.

NDVRRJCL Outputs

The NDVRRJCL output file (NDVRJCLO) will contain the converted JCL jobstream(s) which have been converted using
the input commands against the input file.

The NDVRRJCL output listing file (NDVRLST) will contain a summary of the input commands read and all error and
informational messages issued.

The following is an output file contained in the NDVRJCLO file.

//SAMPDDDL JOB (????????),'IDD UPDATE'

//DDDL     EXEC PGM=NDVRBOOK,REGION=1024K

//STEPLIB  DD  DISP=SHR,DSN=SYSTEM81.LOADLIB

//         DD  DISP=SHR,DSN=DIST.CAABF0.LOADLIB

//         DD  DISP=SHR,DSN=DIST.CAGJE0.LOADLIB

//SYSLST   DD  SYSOUT=*

//SYSPRINT DD  SYSOUT=*

//SORTMSG  DD  SYSOUT=*

//SYSUDUMP DD  SYSOUT=*

//SYSCTL   DD  DISP=SHR,DSN=SYSTEM.SYSCTL

//SYSPCH   DD  SYSOUT=*
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//SYSIDMS  DD  *

DMCL=CVDMCL

/*

//SYSIPT   DD *

SIGNON USER DBADMIN PASSWORD DBADMIN DICTNAME SRCNDVR.

 ...

/*

//NDVRLST DD SYSOUT=*

//NDVRIPT DD *

SIGNON USER NAME IS "EDBADMIN"

       PASSWORD  IS "EDBADMIN"

        DICTNAME IS "SRCNDVR"

        .

PROGRAM IS IDMSDDDL.

/*

//

Return Codes

NDVRRJCL will return a 0 if it is successful, or an 8 if an error is encountered. If an error is encountered, the output
NDVRLST file will contain message(s) stating the reason for the failure. The following is an example of an output listing
contained in the NDVRLST file.

volser                                              CA, INC.                              DATE      TIME     PAGE
RELEASE nn.n                               C A - E N D E V O R / D B                    mm/
dd/yy  11:34:58  00001
CONVERT JOBSTREAM USER = EDBADMIN PASSWORD = EDBADMIN DICTNAME SRCNDVR.
SEARCH FOR
//STEPLIB  DD  DISP=SHR,DSN=SYSTEM.LOAD
//         DD  DISP=SHR,DSN=EDB.LOAD
//         DD  DISP=SHR,DSN=IDMS.LOAD
REPLACE WITH
//STEPLIB  DD  DISP=SHR,DSN=SYSTEM81.LOADLIB
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//         DD  DISP=SHR,DSN=DIST.CAABF0.LOADLIB
//         DD  DISP=SHR,DSN=DIST.CAGJE0.LOADLIB
SEARCH END.
NDVRRJCL: I003 NDVRRJCL SUCCESSFULLY COMPLETED

Running NDVRCOMP

You can use either the NDVRIPT file (control card specifications) or input parms to supply information to run NDVRCOMP.
Each of the methods is described in the following sections.

Control Card Specifications

Control cards are supplied on file NDVRIPT and are free-form. The control cards consist of the word COMPARE followed
by optional clauses and ending with a period (.). This method provides the greatest degree of flexibility and control.

Syntax

►►──── COMpare ────┬─────────────────────────────────────────┬───────────────►
                   └─ COLumn is start-column to end-column ──┘

 ►──┬────────────────────────────────────────────────────────────────────┬───►
    └─ RECord ─┬──────────────────────────┬────┬────────────────────┬────┘
               └─ TYPe is ┬─ FIXed─────┬──┘    └─ LENgth is length ─┘
                          └─ VARiable──┘

 ►──┬─────────────────────────┬───┬──────────────────────────────┬───────────►
    └─ PAD ──┬─ BLAnk ◄─────┬─┘   └─ OUTput is ──┬─ CHAnges ◄──┬─┘
             ├─ NULl ───────┤                    ├─ HIStory ───┤
             └─ 'pad-char' ─┘                    └─ NEW ───────┘

 ►──┬──────────────────────────────┬───┬─────────────────────┬───────────────►
    └─ FORmat is ──┬─ DISplay ◄──┬─┘   └─ SIZe is file-size ─┘
                   ├─ FILe ──────┤
                   ├─ IEBupdte───┤
                   └─ PDM ───────┘

 ►──┬──────────────────────────┬─────────────────────────────────────────────►◄
    └─ TITle is 'user-title' ──┘

A description of the syntax clauses follows:

• COLUMN
Specifies the columns to compare from and thru. If omitted, columns 1-72 are used.

• OUTPUT
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Specifies which records are to be output. The default is CHANGES only. The options are: HISTORY (shows the
existing member together with both inserts and deletes), and NEW (shows the new member, highlighting inserts only).

• FORMAT
Specifies the output format. The default is DISPLAY that writes the output to file NDVRLST. The syntax listing is
produced first, followed by the original output file in report format - with carriage control and page headings. The FILE
option (i.e., BROWSE) writes the data to DDname NDVRPCH without page headings.

• PAD
PAD is applicable to variable length records only. The default is BLANK (which pads short records with blanks up to
the compare length). The options are NULL (which pads with binary zeros) or "x" (which pads with the specified single
character).

• SIZE
Specifies a file-size estimate for the sort. By default, this option is ignored.

• TITLE
Appears before the first data line as a line of asterisks, followed by the title string and another line of asterisks. Useful if
FORMAT=FILE.

Input Parameters

Specify PARM values as described below. Separate the values using a single comma, leaving no spaces between the
values.

• output-format
Two-character code that indicates the type of comparison information you want reported (character 1) and the format
of the output file (character 2). The default is CD.

Specify the first character (type of information you want) as follows:

Code Meaning
C Print only the changes between the two files; that is, those lines

inserted from file 2 and those lines deleted from file 1.
A modification to a line of code displays as an insert of the
modified line(s) immediately followed by a delete of the old line(s).

H Print a history of both files including:
Inserts. Any lines that were in file-2 but are not in file-1,
highlighting those lines with %INSERT to the far left: % allows you
to scan for changes easily; INSERT indicates that the line was
new in file-2.
Deletes. Any lines that were in file-1 but are not in file-2,
highlighting those lines with %DELETE to the far left: % allows
you to scan for changes easily; DELETE indicates that the line is
not in file-2.
Equals. Any lines that were equal in file-1 and in file-2. These lines
display with blanks in the far left.

B Print (browse) the contents of file-2, highlighting only the
statements inserted relative to file-1 with %INSERT in the far left.

Specify the second character (output format) as follows:

Code Meaning
F The output file is in browse format and does not have any

ASA characters or headers. The output is written to DDname
NDVRPCH.
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D The output file is formatted for print, and includes ASA characters
and headers. The output is written to DDname NDVRLST.

• from
Starting character for the compare. NDVRCOMP begins its search at this position, within both files. The default is 1.

• thru
Ending character for the compare. NDVRCOMP ends its search with this position, within both files. For variable-length
records, if the record in one file is longer than that in the other, and the thru character extends beyond the end of the
record, NDVRCOMP pads according to the pad-char specification before performing the compare.
The default thru specification is 72.

• rec-count
Largest number of records in either file. The default is 10000. Estimate high when specifying this value.

• pad-char
Pad character used for variable-length records, as described for the thru parameter above. Specify this as follows.
(The default is BLANK.)

Code Pad with:
BLANK Blanks.
NULL Null values (binary zeros).
nnn The hexadecimal equivalent of nnn, where nnn is a 1-3 character

decimal value. Specify 64 to pad with X'40', 255 to pad with X'FF',
and so forth.

Sample Outputs

The following report is returned when you specify output-format code CD (Changes Report). It shows only the changes
between the two files: that is, those lines that are in file-2 but not in file-1 (marked with %INSERT), or those lines that are
missing from file-2 that were in file-1 (marked with %DELETE).

volser                               CA, INC.                          DATE      TIME     PAGE
nn.n                        C A - E N D E V O R / D B                mm/dd/
yy  15:06:59  00001
NDVRCOMP                               FILE COMPARE UTILITY
   COMPARE COLUMN 1 TO 72
   RECORD TYPE FIXED  LENGTH 80
   PAD = BLANK
   OUTPUT = CHANGES
   FORMAT = DISPLAY
   SIZE = 250
   .
 INSERT        ADD MODULE NAME IDMS-STATUS VERSION 2 LANGUAGE IS COBOL            000001
 DELETE        ADD MODULE NAME IDMS-STATUS VERSION 1 LANGUAGE IS COBOL            000001
 INSERT                IF DB-STATUS-OK GO TO IDMS-STATUS-EXIT.                    000007
 DELETE                IF DB-STATUS-OK GO TO ISABEX.                              000007
 INSERT                IF ERROR-STATUS = '0295' OR '0895' OR '0995' OR '1295'     000009
 INSERT                   DISPLAY 'CA-ENDEVOR/DB AUTHORIZATION ERROR'             000010
 INSERT                       UPON CONSOLE                                        000011
 INSERT                   GO TO IDMS-STATUS-EXIT.                                 000012
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 INSERT                DISPLAY                                                    000013
 INSERT                   'PROGRAM ' PROGRAM-NAME ' ABORTING WITH '               000014
 INSERT                   'ERROR STATUS ' ERROR-STATUS                            000015
 INSERT                   ' - NOTIFY DATABASE ADMINISTRATION GROUP'               000016
 INSERT                   UPON CONSOLE.                                           000017
 DELETE                DISPLAY '**************************'                       000009
 DELETE                        ' ABORTING - ' PROGRAM-NAME                        000010
 DELETE                        ', '           ERROR-STATUS                        000011
 DELETE                        ', '           ERROR-RECORD                        000012
 DELETE                        ' **** RECOVER IDMS ****'                          000013
 DELETE                        UPON CONSOLE.                                      000014
 INSERT        IDMS-STATUS-EXIT.                                                  000028
 INSERT            EXIT.                                                          000029
 DELETE        ISABEX. EXIT.                                                      000025
%****** RECORDS: FILE 1 = 00026  FILE 2 = 00030  INSERTS = 00013  DELETES = 00009 ******

The following report is returned when you specify output-format code HD (History Report). It lists the contents of file-2,
highlighting inserts from file-2 and deletes from file-1.

volser                                 CA, INC.                         DATE      TIME     PAGE
nn.n                         C A - E N D E V O R / D B                mm/dd/
yy  15:08:14  00001
NDVRCOMP                               FILE COMPARE UTILITY
   COMPARE COLUMN 1 TO 72
   RECORD TYPE FIXED  LENGTH 80
   PAD = BLANK
   OUTPUT = HISTORY
   FORMAT = DISPLAY
   SIZE = 250
   .
%INSERT        ADD MODULE NAME IDMS-STATUS VERSION 2 LANGUAGE IS COBOL            000001
%DELETE        ADD MODULE NAME IDMS-STATUS VERSION 1 LANGUAGE IS COBOL            000001
               MODULE SOURCE                                                      000002
              ******************************************************************  000003
               IDMS-STATUS                                              SECTION.  000004
              ******************************************************************  000005
               IDMS-STATUS-PARAGRAPH.                                             000006
%INSERT                IF DB-STATUS-OK GO TO IDMS-STATUS-EXIT.                    000007
%DELETE                IF DB-STATUS-OK GO TO ISABEX.                              000007
                       PERFORM IDMS-ABORT.                                        000008
%INSERT                IF ERROR-STATUS = '0295' OR '0895' OR '0995' OR '1295'     000009
%INSERT                   DISPLAY 'CA-ENDEVOR/DB AUTHORIZATION ERROR'             000010
%INSERT                       UPON CONSOLE                                        000011
%INSERT                   GO TO IDMS-STATUS-EXIT.                                 000012
%INSERT                DISPLAY                                                    000013
%INSERT                   'PROGRAM ' PROGRAM-NAME ' ABORTING WITH '               000014
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%INSERT                   'ERROR STATUS ' ERROR-STATUS                            000015
%INSERT                   ' - NOTIFY DATABASE ADMINISTRATION GROUP'               000016
%INSERT                   UPON CONSOLE.                                           000017
%DELETE                DISPLAY '**************************'                       000009
%DELETE                        ' ABORTING - ' PROGRAM-NAME                        000010
%DELETE                        ', '           ERROR-STATUS                        000011
%DELETE                        ', '           ERROR-RECORD                        000012
%DELETE                        ' **** RECOVER IDMS ****'                          000013
%DELETE                        UPON CONSOLE.                                      000014
                       DISPLAY 'PROGRAM NAME ------ ' PROGRAM-NAME.               000018
                       DISPLAY 'ERROR STATUS ------ ' ERROR-STATUS.               000019
                       DISPLAY 'ERROR RECORD ------ ' ERROR-RECORD.               000020
                       DISPLAY 'ERROR SET --------- ' ERROR-SET.                  000021
                       DISPLAY 'ERROR AREA -------- ' ERROR-AREA.                 000022
                       DISPLAY 'LAST GOOD RECORD -- ' RECORD-NAME.                000023
                       DISPLAY 'LAST GOOD AREA ---- ' AREA-NAME.                  000024
                       DISPLAY 'DML SEQUENCE ------ ' DML-SEQUENCE.               000025
                       ROLLBACK.                                                  000026
                       CALL 'ABORT'.                                              000027
%INSERT        IDMS-STATUS-EXIT.                                                  000028
%INSERT            EXIT.                                                          000029
%DELETE        ISABEX. EXIT.                                                      000025
               MSEND.                                                             000030
%****** RECORDS: FILE 1 = 00026  FILE 2 = 00030  INSERTS = 00013  DELETES = 00009 ******

Return Codes

The COND CODE values below can be returned by NDVRCOMP. Code 3007 is the expected result. Other values might
be returned, indicating a problem with the sort. If this happens, rerun the job to obtain the sort messages, specifying //
SYSOUT DD SYSOUT=*.

Return Code Meaning
3000 The input files are identical for the columns compared. No reports

were produced.
3001 An input or output file could not be opened. Ensure that the DD

statements are correct for all files and try again.
3002 The number of records in one or both of the input files exceeds the

maximum count specified by the rec-count parameter. Increase
the count and try again. It is better to estimate high rather than
low.

3003 The LRECL for an input file exceeded 256 (260 for variable-
length). You cannot use this file as input.

3005 The record format for an input file is Undefined. The record must
specify either Fixed or Variable.

3006 An input parameter is missing or invalid (e.g., thru > from). Check
your syntax with the parameter descriptions above, correct the
problem, and resubmit the job.
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3007 NDVRCOMP completed its compare successfully, and found
differences between the files. This is the standard return code.

Running the Comparator in Migration Mode
To run a compare in migration mode, the utility program NDVRDCMP is executed. NDVRDCMP accepts as input the
standard source files extracted by the NDVRDLVR program (See Section8 for details on NDVRDLVR).

The contents of the incoming files are compared with the contents of the target dictionary on an entity-by-entity, line-by-
line basis. The output reports of changes is identical to the stand-alone utility display. The target dictionary is considered
file-1, and the input files produced by NDVRDLVR comprise file-2. When an entity exists in the incoming file, but does not
exist in the target system, no compare is attempted. However, the summary report following the execution will reflect this
condition. Similarly, when the incoming entity and the entity at the target system are identical, no report is produced.

NDVRDCMP Command Syntax
Contents

Through the use of an input command file it is possible to limit a compare run to specific entity types and/or vary the
output report format. NDVRDCMP will parse the input files for only the type(s) specified.

►►────── SIGnon ──┬─────────────────────────────────┬────────────────────────►
                  ├─ DBNAme ──────┬── is dictname ──┘
                  └─ DICtName ────┘

 ►────┬─────────────────────────┬───┬──────────────────────────┬─────────────►◄
      └─ USEr name is user-id ──┘   └─ PASsword is password ───┘

►►────┬─────────────────────────────────────────────┬────────────────────────►◄
      └─ REPort CHAnges ─┬─ ONLy ◄─────────┬─ . ────┘
                         └─ And DETails ───┘

►►────┬──────────────────────────────────────────────────┬───────────────────►◄
      └─ COMpare TYPes is ─┬─ ALL ◄──────────────┬─ . ───┘
                           ├─ type ──────────────┤
                           │     ┌─── , ───┐     │ 
                           └─ ( ─▼─ type ──┴─ ) ─┘

►►─┬────────────────────────────────────────────────────────────────────┬────►◄
   │ ┌───────────────────────────────────────────────────────────────┐  │
   └─▼─ SET TARget ─┬── IDMsdddl SESsion ─┬─ OPTions options ──── . ─┴──┘
                    ├── IDMsdddl RECord ──┤
                    ├── IDMsdddl ELEment ─┤
                    ├── SCHema ───────────┤
                    └── SUBschema ────────┘
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The option text referred to in the syntax above identifies option values that are not validated by CA Endevor/DB. When
the option values are specified, CA Endevor/DB simply inserts them into the appropriate CA compiler command. Also, if a
SET OPTIONS command is repeated, only the last one specified will be used.

• SIGNON
The SIGNON command is fed directly to the IDMSDDDL and other CA utility programs, and is used to identify the
dictionary, CA IDMS user and password which will be used to extract entity definitions. Note that this is CA IDMS
SIGNON and it specifies an CA IDMS user, not an CA Endevor/DB user. The SIGNON commands processed by
all other CA Endevor/DB utilities are CA Endevor/DB SIGNON commands - this implementation is unique to the
NDVRDCMP program.

• REPORT
The REPORT command is optionally used to vary the printed results in the NDVRLST file.

Option Meaning
CHANGES ONLY Only the inserted and deleted lines will display (same as stand-

alone option C as described above). This is the default setting.
CHANGES AND DETAILS The contents of the target dictionary for each entity are displayed

with the inserted and deleted lines in context (same as the stand-
alone option H as described above).

• COMPARE
The COMPARE command is optionally used to limit the compare to specified entity types.

Option Meaning
TYPES = ALL All the entities contained in the input files under dd statement

NDVRSRC are compared to the target dictionary. This is the
default setting.

TYPES = (type, ...) A single entity type or list of entity types can also be specified. The
allowable types are:
SCHEMA
SUBSCHEMA
PROGRAM
PROCESS
FILE
ELEMENT
QFILE
TABLE
MODULE
MESSAGE
RECORD
MAP
For example, when COMPARE TYPES = (MAP, SUBSCHEMA). is
coded, only the Maps and Subschema from the input files will be
compared to the target dictionary.

• SET TARGET IDMSDDDL SESSION OPTIONS

NOTE
To accurately compare the differences between the source and target dictionaries, this set of options must be
identical to the 'SET SOURCE IDMSDDDL SESSION OPTIONS' specified for NDVRDLVR in Section8.
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This command allows changes to the default session options used by CA Endevor/DB for the target dictionary.
CA Endevor/DB sets the following target IDMSDDDL session options:

SET SESSIONS OPTIONS

QUOTE IS ' DEFAULT IS ON INPUT 1 THRU 72 OUTPUT 80.

These options can be overridden or added to by specifying the SET TARGET IDMSDDDL SESSION OPTIONS
command. For example, the command:

SET TARGET IDMSDDDL SESSION OPTIONS

REGISTRATION NO OVERRIDE.

will cause a second SET SESSION OPTIONS command to be used, which will turn off entity occurrence security.
Refer to the CA IDMS IDD DDDL Reference section for a full discussion of IDD session options.

• SET TARGET IDMSDDDL RECORD OPTIONS

NOTE
To accurately compare the differences between the source and target dictionaries, this set of options must be
identical to the 'SET SOURCE IDMSDDDL RECORD OPTIONS' specified for NDVRDLVR in Section8.

This command allows changes to the default punch record options specified by CA Endevor/DB when punching record
definitions from the target dictionary. The following options are set by default when punching record definitions from the
target dictionary.

PUNCH RECORD record-name VERSION version-nr ALSO

 WITH FILES ELEMENTS SUBORDINATE ELEMENTS.

Note that the 'ALSO WITH' indicates that these options are to be added to the target IDD session options.
The punch record options can be overridden by specifying the SET SOURCE IDMSDDDL RECORD OPTIONS
command. If you specify any options here, you must specify them all. The option text specified must begin with the
'ALSO WITH' or 'WITHOUT' or 'WITH' text. For example, the command:

SET TARGET IDMSDDDL RECORD OPTIONS

ALSO WITH OLQ HEADERS.

includes OLQ headers in the punched record output.
With this command, the following punch record command is issued:

PUNCH RECORD record-name VERSION version-nr ALSO

 WITH OLQ HEADERS.

Refer to the CA IDMS IDD DDDL Reference section for a full discussion of DDDL PUNCH RECORD options.
• SET TARGET IDMSDDDL ELEMENT OPTIONS

 222



 Administrating

NOTE
To accurately compare the differences between the source and target dictionaries, this set of options must be
identical to the 'SET SOURCE IDMSDDDL ELEMENT OPTIONS' specified for NDVRDLVR in Section8.

This command allows changes to the default options specified by CA Endevor/DB when punching element definitions
from the target dictionary. The following options are set by default when punching element definitions from the target
dictionary:

Punch element element-name version version-nr.

These punch element options can be overridden by specifying the SET TARGET IDMSDDDL ELEMENT OPTIONS
command. If you specify any options here, you must specify them all. The options text specified must begin with the
'ALSO WITH' or 'WITH' or 'WITHOUT' text. For example, the command:

SET TARGET IDMSDDDL ELEMENT OPTIONS ALSO WITH

subordinate elements SYNONYMS ATTRIBUTES.

will include subordinate elements, element synonyms, and attributes in the punched element output.
With this command, the following punch element command is issued:

PUNCH ELEMENT element-name VERSION version-nr

ALSO WITH SUBORDINATE ELEMENTS SYNONYMS ATTRIBUTES.

Refer to the CA IDMS IDD DDDL Reference section for a full discussion of DDDL PUNCH ELEMENT options.
• SET TARGET SCHEMA OPTIONS

NOTE
To accurately compare the differences between the source and target dictionaries, this set of options must be
identical to the 'SET SOURCE IDMSDDDL SCHEMA OPTIONS' specified for NDVRDLVR in Section8.

This command allows changes to the default options specified by CA Endevor/DB when punching schema definitions
from the target dictionary.
The following options are set by default when punching schema definitions from the target dictionary:

PUNCH SCHEMA schema-id VERSION version-nr.

These punch schema options can be overridden by specifying the SET TARGET SCHEMA OPTIONS command. If
you specify any options here, you must specify them all. The options text specified must begin with 'ALSO WITH' or
'WITHOUT' or 'WITH' text. For example, the command:

SET TARGET SCHEMA OPTIONS ALSO WITH HISTORY.

includes all history information for the schema.
With this command, the following punch schema command is issued:

PUNCH SCHEMA schema-id VERSION version-nr ALSO WITH HISTORY.
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Refer to the CA IDMS Database Administering section for a full discussion of PUNCH SCHEMA options.
• SET TARGET SUBSCHEMA OPTIONS

To accurately compare the differences between the source and target dictionaries, this set of options must be identical
to the 'SET SOURCE IDMSDDDL SUBSCHEMA OPTIONS' specified for NDVRDLVR in Section8.
This command allows changes to the default options specified by CA Endevor/DB when punching subschema
definitions from the target dictionary.
The following options are set by default when punching subschema definitions from the target dictionary:

PUNCH SUBSCHEMA subschema-id.

These punch subschema options can be overridden by specifying the SET TARGET SUBSCHEMA OPTIONS
command. If you specify any options here, you must specify them all. The options text specified must begin with the
'ALSO WITH' or 'WITHOUT' or 'WITH' text. For example, the command:

SET TARGET SUBSCHEMA OPTIONS ALSO WITH HISTORY.

will include the date and time the subschema was created or last modified.
With this command, the following punch subschema command is issued:

PUNCH SUBSCHEMA subschema-id ALSO WITH HISTORY.

Refer to the CA IDMS Database Administering section for a full discussion of PUNCH SUBSCHEMA options.

JCL

Use the JCL below to run NDVRDCMP. It is contained in member SAMPDCMP on the CA Endevor/DB installation media
JCL library:

NDVRDCMP Inputs
The NDVRDCMP input file (NDVRSRC) may either be constructed using NDVRDLVR or built manually.

• If you wish to use the NDVRDLVR files, simply run NDVRDLVR and then specify the NDVRDUPD, NDVRCUPD,
NDVRUUPD and NDVRMUPD files as the input to NDVRDCMP.

• If you wish to construct the NDVRSRC file for NDVRDCMP manually, you must use one or more of the following CA
IDMS utilities:
– RHDCMPUT. Used to produce MAP and PANEL source.
– IDMSCHEM. Used to produce Schema source.
– IDMSUBSC. Used to produce Subschema source.
– IDMSDDDL. Used to produce source for all other entity types.

When you run these CA IDMS compilers, you must instruct them to output entity source via PUNCH commands
(PROCESS TERSE in the case of RHDCMPUT). Note that NDVRDCMP depends critically on the exact PUNCH
command options used by IDMSDDDL, IDMSCHEM and IDMSUBSC.

For RHDCMPUT, use the following commands:

PROCESS=TERSE}

mapname VERSION=nnnn
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For IDMSCHEM, use the following commands:

SET OPTIONS QUOTE IS 'OUTPUT 80 DISPLAY AS SYNTAX VERB ADD.

PUNCH SCHEMA schema VERSION nnnn.

For IDMSUBSC, use the following commands:

SET OPTIONS QUOTE IS 'OUTPUT 80 DISPLAY AS SYNTAX VERB ADD.

PUNCH SUBSCHEMA subschema SCHEMA schema VERSION nnnn.

For IDMSDDDL, use the following commands:

SET OPTIONS QUOTE IS 'OUTPUT 80 DISPLAY AS SYNTAX VERB REPLACE WITH ALL.

    

PUNCH PROGRAM program VERSION nnnn ALSO WITH ENTRY POINTS TASKS.

PUNCH TABLE table VERSION nnnn.

PUNCH QFILE qfile VERSION nnnn.

PUNCH MESSAGE message.

PUNCH PROCESS process VERSION nnnn.

PUNCH MODULE module VERSION nnnn LANGUAGE language.

PUNCH RECORD record VERSION nnnn ALSO WITH FILES ELEMENTS SUBORDINATE ELEMENTS.
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PUNCH ELEMENT element VERSION nnnn.

The PUNCH processing produces sequential data sets, which may then be used directly as input to NDVRDCMP.

NDVRDCMP Outputs
Contents

NDVRDCMP produces a 4-part output report in ddname NDVRLST. The output report comprises:

• An Input Command Listing
• An Entity Comparison Listing
• An Entity Comparison Index
• A Processing Summary

NDVRDCMP - Input Command Listing

The Input Command Listing echoes the user-supplied syntax contained in the NDVRIPT file.

volser                                   CA, INC.                          DATE      TIME     PAGE
nn.n                           C A - E N D E V O R / D B                 mm/dd/
yy  15:34:35  00001
INPUT COMMAND LISTING               MIGRATION COMPARISON PROCESSOR
   SIGNON USER DBADMIN PASSWORD ???????? DBNAME TGTNDVR.
   REPORT CHANGES ONLY.
   COMPARE TYPES = (SCHEMA, SUBSCHEMA, PROGRAM, PROCESS, QFILE, TABLE,
                    MODULE, MESSAGE, FILE, MAP).

NDVRDCMP - Entity Comparison Listing

The Entity Comparison Listing displays the results of each unequal entity comparison requested. A display of changes
only, or of the entire target dictionary entity with inserted and deleted statements embedded within will be produced.
Output formats are varied with the REPORT statement. In this listing the target dictionary is considered file-1 and the
incoming source statements comprise file-2. Modified statements show as inserts followed by deletes.

volser                                               CA, INC.                              DATE      TIME     PAGE
nn.n                                        C A - E N D E V O R / D B                    mm/
dd/yy  15:35:59  00002
ENTITY COMPARISON LISTING                        MIGRATION COMPARISON PROCESSOR
***********************************************************************************************************************************
*                                                                                                                                 *
*  TABLE            ADSCSELB                                      VER  100     - COMPARISON ("INSERT" AND "DELETE" MARK CHANGES)  *
*                                                                                                                                 *
***********************************************************************************************************************************
 DELETE          GENERATE
 DELETE          .
%****** RECORDS: FILE 1 = 00011  FILE 2 = 00009  INSERTS = 00000  DELETES = 00002  IGNORED = 00000 ******
***********************************************************************************************************************************
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*                                                                                                                                 *
*  TABLE            TESTCODE                                      VER    1     - COMPARISON ("INSERT" AND "DELETE" MARK CHANGES)  *
*                                                                                                                                 *
***********************************************************************************************************************************
 INSERT          TABLE IS SORTED
 INSERT          DUPLICATES ARE NOT ALLOWED
 DELETE          TABLE IS UNSORTED
 DELETE          GENERATE
 DELETE          .
%****** RECORDS: FILE 1 = 00013  FILE 2 = 00012  INSERTS = 00002  DELETES = 00003  IGNORED = 00000 ******
***********************************************************************************************************************************
*                                                                                                                                 *
*  TABLE            TESTEDIT                                      VER    1     - COMPARISON ("INSERT" AND "DELETE" MARK CHANGES)  *
*                                                                                                                                 *
***********************************************************************************************************************************
 DELETE          GENERATE
 DELETE          .
%****** RECORDS: FILE 1 = 00011  FILE 2 = 00009  INSERTS = 00000  DELETES = 00002  IGNORED = 00000 ******

NDVRDCMP - Index to Entity Listing

The Index to Entity Listing displays the result of each comparison in alphabetical sequence by entity name. If there is
a difference between the source and target entities, a page number will be found in the right-hand column. Detailed
comparison results will be found on the page number indicated in the Entity Comparison Listing as shown above. When
an entity appears more than once in the input entity file produced by NDVRDLVR (as when an element is contained in
more than one migrating record), it may appear more than once in the comparison listing.

volser                                               CA, INC.                              DATE      TIME     PAGE
nn.n                                        C A - E N D E V O R / D B                    mm/
dd/yy  15:40:44  00003
INDEX TO ENTITY LISTING                          MIGRATION COMPARISON PROCESSOR
TABLE            ADSCSELB                                  VER  100 SOURCE IS DIFFERENT THAN TARGET ...........................    2
PROGRAM          AUTODIAG                                  VER  100 SOURCE AND TARGET IDENTICAL (NOT LISTED)
MODULE           AUTOUSER-FLD-
HELP                HELP     VER  100 SOURCE AND TARGET IDENTICAL (NOT LISTED)
MODULE           AUTOUSER-MAP-
HELP                HELP     VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
MODULE           AUTOUSER-MAP-
HELP                HELP     VER  100 SOURCE AND TARGET IDENTICAL (NOT LISTED)
FILE             CUSTOMER-
FILE                             VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
MESSAGE          DC601086                                  VER    0 SOURCE AND TARGET IDENTICAL (NOT LISTED)
PROGRAM          EMPINQ                                    VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
MODULE           MAP-FIELD-
HELP                   HELP     VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
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FILE             ORDER-
FILE                                VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
PROGRAM          PRANDEM1                                  VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
FILE             RPTFILE                                   VER    1 SOURCE AND TARGET IDENTICAL (NOT LISTED)
TABLE            TESTCODE                                  VER    1 SOURCE IS DIFFERENT THAN TARGET ...........................    2
TABLE            TESTEDIT                                  VER    1 SOURCE IS DIFFERENT THAN TARGET ...........................    2
MAP              EMPMAPP1                                  VER    1 NOT AT TARGET, NEW ENTITY COMING FROM SOURCE (NOT LISTED)
MAP              EMPMAPP2                                  VER    1 NOT AT TARGET, NEW ENTITY COMING FROM SOURCE (NOT LISTED)
SCHEMA           EMPSCHM                                   VER  100 SOURCE AND TARGET IDENTICAL (NOT LISTED)
SUBSCHEMA        EMPSS01                          EMPSCHM  VER  100 SOURCE AND TARGET IDENTICAL (NOT LISTED)
MAP              EMPMAP01                                  VER    2 NOT AT TARGET, NEW ENTITY COMING FROM SOURCE (NOT LISTED)
MAP              EMPMAP02                                  VER    1 NOT AT TARGET, NEW ENTITY COMING FROM SOURCE (NOT LISTED)

NDVRDCMP - Processing Summary

The Processing Summary displays end-of-job statistics that reflect the results of the comparison run.

volser                                   CA, INC.                            DATE      TIME     PAGE
nn.n                           C A - E N D E V O R / D B                   mm/dd/
yy  15:40:44  00004
PROCESSING SUMMARY                  MIGRATION COMPARISON PROCESSOR
NDVRDCMP: I001 COMPARISON PROCESSING COMPLETED
                                                  NEW FROM         CHANGED AT
          ENTITY TYPE         PROCESSED            SOURCE            SOURCE
          FILES                       3                 0                 0
          MAPS                        4                 4                 0
          MESSAGES                    1                 0                 0
          MODULES                     4                 0                 0
          PROGRAMS                    3                 0                 0
          SCHEMAS                     1                 0                 0
          SUBSCHEMAS                  1                 0                 0
          TABLES                      3                 0                 3
          TOTAL                      20                 4                 3

The JCL Converter
CA Endevor/DB's JCL Converter converts JCL that executes dictionary update utilities to use CA Endevor/DB's
NDVRBOOK program. NDVRBOOK assigns the dictionary updates to a particular user or CCID. Typically, the JCL
Converter is employed as a conversion aid to tailor vendor-supplied sets of JCL or old jobstreams used at a shop prior to
the installation of CA Endevor/DB. It is a valuable tool when applying maintenance releases of vendor software.

The JCL Converter can convert JCL to execute against a monitored dictionary. It will dynamically determine the type of
JCL that it is converting and build the appropriate control statements for that environment. Additionally, it will accept input
"SEARCH FOR/REPLACE WITH" commands to replace blocks of JCL statements. Typically, these commands are used
to replace JOBLIB or STEPLIB statements to include CA Endevor/DB's load libraries. These "SEARCH FOR/REPLACE
WITH" commands can, however, be used against any blocks of statements.
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Why JCL Needs To Be Converted
When a dictionary is monitored by CA Endevor/DB, dictionary updates are identified and assigned to users and/or CCIDs.
When executing batch dictionary updates, CA Endevor/DB's NDVRBOOK program identifies the CA Endevor/DB user
and/or CCIDs to validate and assign the updates. Instead of specifying the dictionary update utility on the EXEC statement
in your JCL, specify NDVRBOOK. An input NDVRIPT file contains control statements for NDVRBOOK, specifying the
particular user to whom the updates are to be credited and the dictionary update utility to invoke. When executed,
NDVRBOOK passes this user identification to CA Endevor/DB's Security System/Change Monitor and then loads and
passes control to the dictionary update utility. The subsequent dictionary updates are assigned to the user and/or CCIDs
specified to NDVRBOOK.

Use the JCL, following, to run NDVRRJCL. It is contained in member SAMPRJCL on the CA Endevor/DB installation
media JCL library:

//JOBNAME    JOB  YOUR.JOBCARD.INFORMATION

//JOBLIB      DD  DISP=SHR,DSN=ndvrdb.loadlib

//*

//*********************************************************************

//*

//*    JOB:            SAMPRJCL

//*

//*    PURPOSE:    CONVERT  JCL  TO  USE  NDVRBOOK.

//*

//*    STEP:          FUNCTION:

//*    =====         =========

//*

//*    GORJCL        CONVERTS  JCL  TO  EXECUTE  NDVRBOOK WITH  INSTRUCTIONS  AS

//*                  TO  THE  PROGRAM TO  EXECUTE  AND  THE  USER  TO  ASSIGN  CHANGE

//*                  LOG  ENTRIES  TO.

//*

//*********************************************************************

//*

//GORJCL      EXEC  PGM=NDVRRJCL,REGION=640K

//NDVRJCLI  DD  DISP=SHR,DSN=your.input.jcl.dataset

//NDVRJCLO  DD  DISP=OLD,DSN=your.output.jcl.dataset

//NDVRLST    DD  SYSOUT=*

//NDVRERR    DD  SYSOUT=*

//SYSUDUMP  DD  DUMMY

//NDVRIPT    DD  DATA,DLM='##' 

   CONVERT  JOBSTREAM

     USER  = youruserid  PASSWORD  = yourpswd

           DICTNAME  userdict.

*+  PUT  YOUR  SEARCH  FOR  COMMANDS HERE.      +*

##

/*

Security Menu Mask Definitions
Security Class definitions allow the tailoring of menu screens. The following table defines the menu items that correspond
to the rows and columns on the Security Class Detail screen. An N in all subfunctions for a category causes the
suppression of that category on the main menu screen. Conversely, a Y next to any subfunction causes that category to
appear on the main menu screen.
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Mask Values

Main Menu Category Subfunction Meaning
1 Signin/Signout Browse entities signed out.

Signout entities
Signin entities

2 Authorization Browse preauthorizations
Add preauthorizations
Delete preauthorizations

3 Lock/Unlock Browse locked users
Lock users
Unlock users
Browse locked CCIDs
Lock CCIDs
Unlock CCIDs
Browse locked dictionaries
Lock dictionaries
Unlock dictionaries

4 Entity Browse entity descriptors
Add a new entity descriptor
Modify entity descriptors
Delete entity descriptors
Browse entity change history
Browse entity status history

5 CCID Browse CCID descriptors
Add a CCID descriptor
Modify CCID descriptors
Delete CCID descriptors
Browse CCID/change associations
Add CCID/change associations
Modify CCID/change associations
Delete CCID/change associations
Browse entity status for CCID

6 Status Browse status descriptors
Add a status descriptor
Modify status descriptors
Delete status descriptors
Browse status/entity associations
Add a status/entity association
Modify status/entity associations
Delete status/entity associations
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7 User Browse user descriptors
Add a user descriptor
Modify user descriptors
Delete user descriptors
Browse user/change associations
Add a user/change association
Modify user/change associations
Delete user/change associations

8 Dictionary Browse dictionary descriptors
Modify dictionary descriptors
Delete dictionary descriptors
Browse change log entries
Modify change log entries
Delete change log entries

9 Management Group Browse management groups
Add a management group
Modify management groups
Delete management groups
Browse MGRP/CCID associations
Add a MGRP/CCID association
Modify MGRP/CCID associations
Delete MGRP/CCID associations

10 Control Browse CCDB descriptor records
Modify CCDB descriptor records
Browse security descriptors
Add a security descriptor
Modify security descriptors
Delete security descriptors
Browse monitor dict. stat blocks
Modify monitor dict. stat blocks

Online/Batch Control Flags
The Y/N flags on the Security Class Detail screen (described in Section4) control a user's ability to use Batch front end
commands and command options. PUNCH mode is the CA Endevor/DB Batch equivalent of Browse actions in the CA
Endevor/DB Online front end.

The full breakdown of MENU flags and the Online and Batch functions that they control is as follows:

Online Function Batch Function

 

 

Main Menu Subfunction Menu Option Command Mode
Signin/ Signout Functions Browse Entities Signed

Out
1 Signin and Signout Punch

 Signout Entities 2 Signout Process
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 Signin Entities 3 Signin Process
Preauthor- ization
Functions

Browse Preauthor-
izations

1 Add Preauthor- ization Punch

   Modify Preauthor- ization Punch
   Delete Preauthor- ization Punch
 Add Preauthor- ization 2 Add Preauthor- ization Process
 Delete Preauthor-

izations
3 Delete Preauthor- ization Process

 Modify Preauthor-
izations

4 Modify Preauthor- ization Process

Lock Functions Browse Locked Users 1  - - - - -
 Lock Users 2  - - - - -
 Unlock Users 3  - - - - -
 Browse Locked CCIDs 4  - - - - -
 Lock CCIDs 5  - - - - -
 Unlock CCIDs 6  - - - - -
 Browse Dictionaries 7  - - - - -
 Lock Dictionaries 8  - - - - -
 Unlock Dictionaries 9  - - - - -
Entity Functions Browse Entity Descriptors 1 Add Entity Punch
   Modify Entity Punch
   Delete Entity Punch
 Add New Entity

Descriptor
2 Add Entity Process

 Modify Entity Descriptors 3 Modify Entity Process
 Delete Entity Descriptors 4 Delete Entity Process
 Browse Entity Change

History
5  - - - - -

 Browse Entity Status
History

6  - - - - -

CCID Processing Browse CCID Descriptors 1 Add CCID Punch
   Modify CCID Punch
   Delete CCID Punch
 Add CCID Descriptor 2 Add CCID Process
 Modify CCID Descriptors 3 Modify CCID Process
 Delete CCID Descriptors 4 Delete CCID Process
 Browse CCID/ Change

Associations
5  - - - - -

 Add CCID/ Change
Association

6  - - - - -

 Modify CCID/ Change
Association

7  - - - - -

 Delete CCID/ Change
Association

8  - - - - -
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 Browse Entity Status for
CCID

9  - - - - -

Status Processing Browse Status
Descriptors

1 Add Status Punch

   Modify Status Punch
   Delete Status Punch
 Add Status Descriptor 2 Add Status Process
 Modify Status Descriptors 3 Modify Status Process
 Delete Status Descriptors 4 Delete Status Process
 Browse Status/ Entity

Associations
5 Add Entity/ STATUS

clause
Punch

 Add Status/ Entity
Associat- ions

6 Add Entity/ STATUS
clause

Process

 Modify Status/ Entity
Associations

7 Modify Entity/ STATUS
clause

Process

 Delete Status/ Entity
Associations

8 Delete Entity/ STATUS
clause

Process

User Processing Browse User
Descriptions

1 Add User Punch

   Modify User Punch
   Delete User Punch
 Add User Description 2 Add User Process
 Modify User Descriptions 3 Modify User Process
 Delete User Descriptions 4 Delete User Process
 Browse User/ Change

Associations
5  - - - - -

 Add User/ Change
Association

6  - - - - -

 Modify User/ Change
Associations

7  - - - - -

 Delete User/ Change
Associations

8  - - - - -

Dictionary Processing Browse Dictionary
Descriptors

1 Modify Dictionary Punch

 Modify Dictionary
Descriptors

2 Modify Dictionary Process

 Delete Dictionary
Descriptors

3  - - - - -

 Browse Change Log
Entries

4  - - - - -

 Modify Change Log
Entries

5  - - - - -

 Delete Change Log
Entries

6  - - - - -

Management Group
Processing

Browse Management
Groups

1 Add Management Group Punch
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   Modify Management
Group

Punch

   Delete Management
Group

Punch

 Add Management Group 2 Add Management Group Process
 Modify Management

Groups
3 Modify Management

Groups
Process

 Delete Management
Groups

4 Delete Management
Groups

Process

 Browse Mgrp/ CCID
Associations

5 Add Mgmt Grp/ CCID
clause

Punch

 Add Mgrp/ CCID
Association

6 Add Mgmt Grp/ CCID
clause

Process

   Modify Mgmt Grp/ CCID
clause

Process

 Modify Mgrp/ CCID
Associations

7 Modify Mgmt Grp/ CCID
clause

Process

 Delete Mgrp/ CCID
Associations

8 Modify Mgmt Grp/ CCID
clause

Process

Control Functions Browse CCDB Descriptor
Record

1  - - - - -

 Modify CCDB Descriptor
Record

2  - - - - -

 Browse Security
Descriptors

3 Add Security Class Punch

   Modify Security Class Punch
   Delete Security Class Punch
 Add Security Descriptor 4 Add Security Class Process
 Modify Security

Descriptors
5 Modify Security Class Process

 Delete Security
Descriptors

6 Delete Security Class Process

 Browse Monitor Dict Stat
Blocks

7  - - - - -

 Modify Monitor Dict Stat
Blocks

8  - - - - -

CA Endevor/DB Signon and Return to CA
IDMS

1  - - - - -

Signon Functions Signon and Go To
Function Menu

2 Signon  

Administrating CA IDMS Database
This section is intended for anyone who is responsible for administering one or more CA IDMS database and for those
whose responsibility lies in administering a portion of the database, such as database definition.
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CA IDMS Environment (Database Administration)
CA IDMS provides both database and data communications services for the development and execution of applications
in multi- and single-user environments. Development, production, and end-user systems coexist in the CA IDMS
environment.

Components

CA IDMS includes the following components:

• Database management system
• CA IDMS/DC or CA IDMS UCF (DC/UCF)
• Dictionaries
• Physical database definition
• Logical database definition

Types of Operation

The CA IDMS environment supports three types of operation:

• Multiuser—Implemented through CA IDMS/DC or CA IDMS UCF central version
• Single-user—Implemented through local mode
• Data Sharing—Implemented as two or more CA IDMS/DC or CA IDMS UCF central versions operating cooperatively

through coupling facility services

Online programs always access the database using central version services. Batch programs can access the database
either under central version or in local mode. Batch or online TP-monitor programs other than CA IDMS/DC running in
another address space communicate with central version through facilities that are provided by CA IDMS.

Multiuser Environment

 Central Version 

In a multiuser environment, you use the services of the CA IDMS/DC or CA IDMS UCF central version to access the
database. When two or more users attempt to access or update the database simultaneously, the DBMS, which is part of
the DC/UCF system, controls and coordinates access to the database.

Central version operations provide greater concurrency and recovery services than local mode operations.

Under central version:

• The DBMS ensures the integrity of the database by controlling concurrent access through locks that are placed on
areas and table rows or record occurrences.

• The DBMS performs automatic recovery operations for programs that end abnormally

Requesting Central Version Services

Application programs executing within the following environments can make database requests of the central version:

• Batch address spaces
• CA IDMS/DC and CA IDMS UCF (DC/UCF) systems
• Other teleprocessing monitors

An application program executing within the DC/UCF environment can take advantage of the single region architecture
of CA IDMS. Because the database and data communications services operate within a single address space, database
requests do not need to be transferred across address spaces.
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Single-user Environment

Local Mode

In local mode, the DBMS, which is loaded at program execution time, handles requests for database services, but does
not support requests from multiple users.

A batch program that runs in local mode executes entirely in its own address space.

Local mode:

• Reduces system overhead for long-running batch jobs that tend to monopolize a database area
• Controls access from concurrently executing local mode applications and central version applications through physical

locks on the area. Only one address space can update an area at one time.

Recovery in the event of abnormal termination is accomplished through manual recovery operations.

Data Sharing Environment

A data sharing environment is one in which multiple central versions operate cooperatively through the coupling facility
services of IBM's parallel sysplex architecture. Each CA IDMS/DC or CA IDMS UCF system that is to participate in a data
sharing environment must be a member of a data sharing group. There can be any number of data sharing groups within
a sysplex, but a central version can belong to only one group at a time.

The primary advantage of data sharing is that more than one central version can update a database concurrently. In fact,
every member of a data sharing group can simultaneously update one or more databases. This enables more than one
central version to service a given type of transaction, thereby providing both increased transaction throughput and fault
tolerance in the event of failure.
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The following diagram illustrates a data sharing group. It consists of four members (CUST01, CUST02, CUST03, and
CUST04), each of which share update access to the same set of databases (Inventory, Customer, and Financial).

  

CA IDMS/DC and CA IDMS UCF
The CA IDMS/DC system is central to the CA IDMS multiuser operating environment. CA IDMS/DC (or CA IDMS UCF)
controls:

• Task management
• Terminal communications
• Scratch and queue management
• Storage and program management

Defining the System

You define the CA IDMS/DC or CA IDMS UCF system in the system dictionary through a process called system
generation using the system generation compiler. The system definition includes:

• Definitions for system resources, programs, tasks, logs, and statistical reporting.
• Teleprocessing component definitions

NOTE
For more information about CA IDMS/DC and CA IDMS UCF, see Using System Generation.

CA IDMS/DB Components
CA IDMS/DB includes the following components:
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Database Management System

The database management system makes it possible to access the data in your database. It ensures that the data is
consistent and coordinates access to data using locks. The DBMS provides data integrity through automatic recovery
services and has various tuning options such as clustering, linked lists, and data compression.

Dictionaries

What is a Dictionary

To support the runtime environment, certain information is required to define and control that environment. This
information is stored in dictionaries.

A dictionary is a special CA IDMS defined database that holds definitions of:

• Other databases
• CA IDMS/DC or CA IDMS UCF systems
• User-written applications

The two kinds of dictionaries that are used in the CA IDMS environment are system dictionaries and application
dictionaries.

System Dictionary

The system dictionary contains DC/UCF system definitions and physical database definitions.

There can be only one system dictionary in a runtime environment.

Application Dictionary

An application dictionary contains application definitions and logical database definitions. This includes records,
relationships, areas, schemas, subschemas, maps, and dialogs.

There can be zero, one, or more application dictionaries in a runtime environment.

NOTE
For more information about defining and maintaining dictionaries, see Dictionaries and Runtime Environments.

Physical Database Definition

In addition to defining the logical components of the database, you define the physical characteristics of the data and the
environment in which it is accessed. This is called the physical database definition.

The physical database definition includes the following:

• Segments, areas, and files that will hold the data
• Buffers that are used in retrieving and storing data
• Journal files that are used for recovery

The physical database definition is stored in the system dictionary, since it represents all data accessible through the
runtime environment.

Logical Database Definition

The logical database definition identifies the user's view of the data.

The logical database definition includes:
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• Definition of records, tables, and views
• Definitions of relationships between these entities
• Specification of integrity rules
• Specification of indexes and other access keys

Logical database definitions reside in the application dictionary.

Security (Database Administration)
Access to CA IDMS databases and the DC/UCF runtime environment is controlled through a common security facility.
This security facility allows access to be controlled using CA IDMS internal security services or external security
packages, such as CA ACF2, CA Top Secret, or RACF.

NOTE

For more information, see Administrating Security for IDMS.

Getting Started (Database Administration)
Before you can define, load, and access a database, you must have an operational CA IDMS environment.

Installation

To create an operational CA IDMS environment, you install CA IDMS from an integrated installation media supplied
by CA. The media contains the programs and files that are required to install all purchased CA IDMS system software
products under each supported operating system.

NOTE

For information about installation procedures, see the section for your operating system in Installing.

Runtime Components

The CA IDMS runtime environment that you install includes the following components:

• Program libraries containing the CA IDMS/DB and CA IDMS/DC or CA IDMS UCF products
• System dictionary
• Application dictionary
• Sample database
• CA IDMS/DC or CA IDMS UCF system. This system is a starter system which you can modify to meet the needs of

your environment.

Prepare the Production Environment

Once you have a DC/UCF system, you can prepare your production environment. The process is as follows:

1. Design the database
2. Define the database
3. Load the database
4. Develop and test applications
5. Establish the production environment

At each step you must:

• Establish and enforce naming conventions for entities such as schemas, database areas, records or tables, and
application modules.
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A set of standardized naming conventions that suit your corporate needs will save much time and confusion and will
help to ensure an efficient and effective CA IDMS environment.

• Implement security measures to protect entities such as the database, data dictionary, and DC/UCF system from
unauthorized access.

Design the Database

Designing a database involves the following activities:

1. Develop a design for the database
2. Decide on an implementation for that logical design

Database design is the process of determining the fundamental data entities that are needed to support the corporation
business.

During the initial design stage, you gather information about the business functions performed at your corporation.
Through analysis of these functions, you identify the types of data that are manipulated by the functions and determine the
relationships among the data types. Using data modeling techniques, you then create a diagram that serves as a logical
model of the corporate data resource.

Once the initial design is complete, you enhance that design to meet specific application performance and processing
requirements.

During this stage, you determine indexes and other access keys used to meet required performance goals and design
structures to optimize storage resources.

NOTE

For complete database design steps, See Administrating Database Design.

Define the Database

At this point, you must decide on the logical definition language and translate the design into CA IDMS structures
appropriate to that implementation. If you choose SQL, you must:

1. Define the physical database
2. Format the operating system files
3. Define the logical database

If you do not choose SQL, you can define the logical database either before or after defining the physical database and
formatting the operating system files.

Define the Physical Database

To put the database design into effect, you set up the physical database environment. This involves identifying and sizing:

• Buffers
• Areas
• Database files
• Journal files

There is a common language that is used for these definitions regardless of the logical definition language chosen.

NOTE
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• For general information about defining the physical database, see Defining Physical Databases.
• For more information about defining the physical database, see Defining Segments, Files, and Areas and

Defining, Generating, and Punching a DMCL.
• For more information about sizing the database, see Administrating Database Design.
• For more information about formatting operating system files, see Allocating and Formatting Files.

Define the Logical Database

Defining the logical database involves defining the data structures, such as tables and indexes, which are identified during
the database design process. To produce this definition, you use either SQL or non-SQL statements.

NOTE

• For more information about defining a logical database using SQL, see Defining a Database Using SQL.
• For more information about defining a logical database using Non-SQL, see Defining a Database Using Non-

SQL.

Load the Database

After the physical and logical database definition is complete, you load data into the database. This data may come from
another database or from sequential files.

NOTE

• For more information about loading the database for non-SQL defined databases, see Loading a Non-SQL
Defined Database.

• For more information about loading the database for SQL defined databases, see Loading an SQL-Defined
Database.

Develop and Test Applications

After you have loaded the data into the database, you can continue to develop and test applications.

Establish the Production Environment

When you have completed development and testing of your applications, you need to establish the production
environment.

Create Test and Production Configurations

You can set up separate configurations for test and production applications by creating:

• Two systems, two dictionaries, two databases
• One system, two dictionaries, two databases

To isolate the production environment from the impact of the test environment, the first approach is recommended.

 

Tools for Database Definition and Maintenance
You can define and maintain your database using various facilities.

Command Facility

The command facility is a tool that is used to enter:
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• Physical database definition and maintenance statements
• SQL logical database definition and maintenance statements
• Utility statements

The command facility can be run in either online or batch mode.

NOTE
For more information about the command facility, see Using Common Facilities.

Schema, Subschema, and DDDL Compilers

The batch and online schema, subschema, and data dictionary definition language (DDDL) compilers are used to define
and maintain the logical definition of non-SQL databases:

• Schema compiler -- Used to create a complete logical non-SQL database definition
• Subschema compiler -- Used to create a subset view of the logical database definition for use with application

programs.
• DDDL compiler -- Used to create record and element definitions in the dictionary.

Utilities

You use utilities to perform maintenance operations on the database. Most utilities are executed as statements through
the command facility; however, some are standalone programs.

NOTE
For more information about utilities, see Utilities.

Defining Physical Databases
A physical database is a collection of data that resides in operating system files. CA IDMS/DB uses information provided
at runtime to determine how to map the logical representation of the database to one of perhaps many physical
implementations of the database.

 

The definition of a physical database is represented as a segment. A segment defines the areas (that is, logical files) and
physical files that contain the data in the database. For CA IDMS/DB to access the segment at runtime, the segment must
be added to the definition of a DMCL.

What is a DMCL?

A DMCL is a collection of segment definitions that can be accessed in a single execution of CA IDMS/DB. A DMCL exists
as a load module in a load library and is used at runtime to determine where data required by an application is physically
stored.

A DMCL also performs the following tasks:

• Assigns buffer space needed for processing the data
• Describes a buffer and files for journaling database activity
• Identifies a database name table, which CA IDMS/DB uses at runtime to map a logical database definition to a physical

database definition
• Specifies data sharing-related attributes
• Identifies the areas of the database to be shared across members of a data sharing group
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In most cases, you will need only one DMCL per configuration. For example, if you maintain separate test and production
configurations, each would have its own DMCL. All applications that run under the central version use a single DMCL as
specified in the system startup parameters. Applications that run in local mode can also use this DMCL.

Under local mode, you may want to use a DMCL tailored for particular applications, such as loading a database. You
can specify the name of the DMCL for use in local mode in the SYSIDMS parameter file. If you do not specify a DMCL
explicitly, CA IDMS/DB assumes the DMCL is named IDMSDMCL.

Segments

Represent a Physical Database

A segment represents a physical database usually defined by a single schema. It describes the collection of areas and
files containing the data of the database. One logical definition (schema) can be associated with one or more physical
definitions (segments). Each of these segments contains areas and files.

Following is an illustration of a physical database:

Areas Define Range of Database Pages

An area is a logical file divided into database pages. A database page represents a logical file block.

Database Pages Physically Stored in Files

You assign an area's pages to one or more physical disk files that exist on direct access volumes. At runtime, CA IDMS/
DB maps a page in an area to one or more blocks in a file; the way CA IDMS/DB maps a database page to a physical file
depends on the file's access method.
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DMCLs

DMCL Contains Segments

A DMCL contains one or more segments. These may include:

• Segments that define the system dictionary
• Segments that define one or more application dictionaries
• Segments that define one or more user databases

DMCL Used at Runtime

A DMCL is the structure used by CA IDMS/DB at runtime to access physical database definitions. It must exist as a load
module in a load library.

Buffers Reserve Space in Memory

A DMCL also defines two types of buffers:

• Database buffers, which hold database pages in use by CA IDMS/DB
• A journal buffer which holds journal blocks used to log database activity prior to being written to the journal file

Journal Files

Depending on your runtime environment, your DMCL will contain one of the following designations for journaling:

Environment Journaling entities
Central version
Local mode (without journaling)

2 or more disk journals
1 archive journal

Local mode (with journaling) 1 tape journal

Data Sharing Attributes

A DMCL used by a central version that is a member of a data sharing group also specifies attributes that are related to
data sharing. These attributes include such things as the maximum number of members that can belong to the group and
the action that should be taken if the coupling facility fails. These attributes are ignored by central versions that are not
members of a data sharing group and by CA IDMS running in a local mode environment.

Database Name Tables

Maps Logical Definition to Physical

A database name table is an entity associated with a DMCL that is used to map the logical database definition to one or
more segments in the DMCL.

Contents of a Database Name Table

The definition of a database name table includes one or more database names. Each database name identifies the
segments to be accessed as part of the logical database. A database name table may also include one or more database
group declarations.

Group Names for Dynamic Routing

In a parallel sysplex environment, a database name table may also define database groups (DBGROUPs) which
represent collections of central versions to which requests can be dynamically routed. A database request can be serviced
on any central version whose database name table includes the database group to which the request is directed.

Database Name Table Used at Runtime

A database name table is used by CA IDMS/DB at runtime to access physical database definitions. It must exist as a load
module in a load library.
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Separating Logical and Physical Database Definitions
Under CA IDMS/DB, you create a logical database definition (a schema) that contains no reference to how the data is
physically stored and accessed at runtime. The physical database definition contains that information.

Advantages

The advantages of separating the logical database definition from its physical implementation are the following:

• You do not have to modify your schemas because of changes made to the physical description of a database.
• One logical database definition can have multiple physical implementations.

Defining Segments, Files, and Areas
A segment represents a physical database. It describes the physical implementation of a database whose logical contents
are usually represented by a single schema. Associated with a segment are the areas and files that contain the data in the
database.

Segments

The definition of a segment includes these attributes:

• What type of segment it is; that is, whether the segment definition describes the physical implementation of a non-SQL
defined database or an SQL defined database

• Page groups and the maximum number of records or rows that can be stored on a database page; these two
parameters determine how many pages the database can contain and the db-key format that describes the location of
records or rows in the database

• For SQL-defined databases:
– Optionally, the name of the schema for which this segment is reserved
– Optionally, the synchronization stamp level

Example

create segment prodseg

  for sql

  for schema prodschm

  stamp by area;

NOTE
Segment must be added to DMCL Definition.

Before CA IDMS/DB can use a segment at runtime, you must add the segment to a DMCL, which in turn must exist as a
load module in a load library.

Files

Database Files Contain Data

A CA IDMS database is stored on one or more disk files on direct access volumes. Database files contain data CA IDMS/
DB accesses on behalf of applications.

What a File Defines
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The definition of a file includes:

• The name of the file being defined. Within a DMCL, the name of the file must be a unique combination of the segment
with which the file is associated and the file identifier.

• The type of file (that is, database or native VSAM) and the access method CA IDMS/DB is to use.
• Optionally, the data set name (or other operating system specific information) that CA IDMS/DB can use to locate the

file rather than using information specified in a JCL statement.
• The external name or label in z/VSE to be used to identify the file. CA IDMS/DB searches the execution JCL for an

external file name that matches the specified name and, if found, uses the JCL information to locate the dataset. If you
do not specify information on the dataset in the FILE statement, you must include an external file name.

Example

create file emp_demo1

  assign to empfile;

For more information on file access methods and creating files, see Allocating and Formatting Files.

Areas

The following section Discusses related areas of database segment.

Range of Database Pages

An area is a contiguous range of database pages. Each page maps to one or more blocks in a file associated with the
area.

Related Areas Generally Share Same Segment

Areas that contain related information are usually defined within the same segment. For example, the Commonweather
database has three areas within one segment: one for employee information (EMP-DEMO-REGION), one for
organizational information (ORG-DEMO-REGION), and one for benefits information (INS-DEMO-REGION).

An Area Maps to Files

Each area can map to one or more physical files. In turn, one file can contain the pages of one or more areas.

What an Area Defines

When you define an area, you assign the following attributes:

• The area's initial page range and pages reserved for future expansion
• The size of each page in the area and, optionally, a cushion reserved for expansion of variable-length records, internal

index records, and compressed records and rows
• Optionally, for SQL-defined databases, whether to maintain a synchronization stamp for each table in the area or a

single stamp for the entire area
• Optionally, for non-SQL defined databases, symbolic parameter values
• The file or files that contain the area's pages

NOTE
For more information on sizing areas and planning their use, see the Administrating section.

Planning
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Segment Boundaries

Note the following section about segment boundaries.

One Schema One Segment

Typically one segment contains the data described by one schema. However, other factors need to be considered when
deciding how data should be separated into segments.

Non-SQL Defined Data

Place all areas defined by a single schema in one segment unless:

• One or more areas are shared across multiple physical implementations. For example, if employee information is
segmented by region but insurance information is corporate-wide, area(s) containing the insurance information must
be placed in their own segment even though they are described in the same schema as the employee information.

• Areas defined by the schema are managed as separate units. For example, the insurance area(s) might have a
different backup cycle than the employee area(s) and separating them into different segments allows operations to be
performed by segment.

If areas described by a single schema are separated into different segments, it is strongly recommended that no set
crosses the segment boundary (no set should have an owner in one segment and a member in another). This is advisable
because it will allow you to perform maintenance operations (such as reorganization) on a segment independently of other
segments. If a set crosses a segment boundary, you may need to define a new segment that includes all impacted areas
or create a database name that includes all impacted segments and whose name is the same as the segment on which
the operation is being performed.

SQL Defined Data

Each table is associated directly with an area in which its data rows are stored. Restrictions about where the rows of a
given table can be stored are imposed by security and the DBA when defining a segment.

A segment can be reserved for tables from a specific schema by specifying the FOR SCHEMA clause on the segment
definition within the application dictionary in which the tables will be defined. By specifying the FOR SCHEMA clause,
the DBA ensures that only tables associated with the named schema will be stored in the segment. This can be useful in
ensuring that only related production data is stored in a given segment.

In an information center or development environment in which schemas are owned by individuals, it is likely that tables
from multiple schemas will reside in a single segment. Segmentation might be related more to group affiliation than to
schema association.

Mapping Areas to Files

One area can be stored in multiple files and a single file can contain many areas. Typically, there is a one-to-one
correspondence between an area and a file unless:

• The resulting file would be larger than a single disk device, in which case multiple files are used to contain the area
• VSAM is being used as the underlying access method and the area is larger than 4Gb, in which case the area must be

mapped to multiple files
• There are a number of small, non-volatile areas, in which case multiple areas may be contained in a single file

NOTE
For more information on mapping areas to files, see the Administrating section.

Page Ranges

Areas are made up of contiguously numbered pages. The low and high page numbers assigned to an area define its page
range. The page range of an area:
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• Must not overlap that of any other area in the same segment
• Must not overlap that of any other area in a segment included in the same DMCL if the two segments have the same

page group

When an area is defined, pages can be reserved for future expansion by using the MAXIMUM SPACE clause. If specified,
CA IDMS ensures that no other area included in the same DMCL has a page range that overlaps both the currently
allocated and the reserved space. By reserving additional pages, you are assured of being able to extend the area's page
range without unloading and reloading the data.

Page Groups

Definition

A page group is an attribute of a segment. It uniquely identifies a collection of page ranges. For example, page 30,002 of
page group 0 is different than page 30,002 of page group 1. The following diagram shows how page groups allow areas to
be defined with the same or overlapping page ranges:

     PAGE GROUP 0                    PAGE GROUP 1

┌───────────────────────┐         ┌───────────────────────┐

│ AREA EMP-AREA         │         │ AREA ORDER-AREA       │

│   PAGES 30000 to 30500│         │   PAGES 30000 to 30500│

└───────────┬───────────┘         └───────────┬───────────┘

            │                                 │

            │                                 │

            ▼                                 ▼

     PAGE 30,002 of                    PAGE 30,002 of

       PAGE GROUP 0                      PAGE GROUP 1

When to Use Page Groups

The default page group, 0, allows you to use up to 16,777,214 database pages containing up to 255 records/rows per
page. Typically, you use page groups if your database environment requires more than 16,777,214 database pages; for
example, if you access multiple, large databases within a single DMCL. By using page groups, you can include areas with
the same page range in a single DMCL.

Mixed Page Groups

You may define a database with a mix of page groups; however, you may not define a database in which a chain set
crosses a page group boundary. For SQL-defined databases, neither indexes nor referential constraints may cross a page
group boundary.

Page Groups and Run Units
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By default, a run unit can access data from only one page group at a time. This restriction can be overcome by specifying
the MIXED PAGE GROUP option on the DBNAME statement that defines the database, but using this option has
implications for programs accessing the database.

SQL sessions can access data in mixed page groups without any restrictions or special considerations.

NOTE
For more information on using mixed page groups, see the Section“Defining a Database Name Table”.

Page Groups and Dictionaries

There are special rules about mixed page groups and dictionaries.

NOTE
For more information, see the Chapters “Defining a Database Name Table” and “Dictionaries and Runtime
Environments”.

Records Per Page

Maximum Records Per Page Affect Database Page Count

When defining a segment, you can specify the maximum number of record occurrences or rows that can be stored on
a database page. The value you assign determines the db-key format, which in turn, affects the highest allowable page
number that can be assigned to areas associated with the segment.

What Value Should You Use?

In most cases, use the default number of records per page, 255. This value accommodates a database with page
numbers up to 16,777,214. Otherwise, choose:

• A larger value if your database contains very small records and your page size is large.
• A smaller value if your database contains very large records or you need more than 16,777,214 pages in a single

database

Maximum Records Per Page Restrictions

You may define a database that has different maximum records per page for its component segments; however, you
may not define a database in which components of a set, index, or referential constraint reside in areas with different
maximums.

Maximum Records Per Page and Transactions

The same considerations that apply to page groups also apply to maximum records per page:

• All data accessed in a run unit must have the same maximum number of records per page, unless the MIXED PAGE
GROUP BINDS option is specified on the DBNAME statement that defines the database being accessed.

• SQL transactions have no limitations in this regard.

NOTE
For more information on mixing maximum records per page, see Section6, “Defining a Database Name Table".

Maximum Records Per Page and Dictionaries

There are special rules regarding dictionaries and maximum number of records per page.

NOTE
For more information, see Section6, “Defining a Database Name Table” and Section25, “Dictionaries and
Runtime Environments”.
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Page Reserve

Page reserve is the amount of space on a page that is used only for the expansion of existing records or rows. It is never
used for storing new occurrences.

Specifying a page reserve as part of an area definition is useful if the area contains:

• Indexes
• Variable length records
• Compressed records or rows

The page reserve for an area can also be specified as an area override within a DMCL definition. Specifying it at the
DMCL level allows tailoring the page reserve for particular types of processing, such as database loading or index
building. By specifying a page reserve during these types of operations and then reducing or removing it altogether, you
ensure that each page will contain free space for both new record occurrences or rows and the expansion of variable
length objects.

Resolving Symbolic Parameters

Areas Resolve Schema-defined Symbols

If you defined a non-SQL schema using symbolic names for subareas, VIA-record displacement, or index attributes, you
must assign values to the symbolic parameters in the physical definition of the areas.

An Example of Symbolics

The following schema definition of EMPSCHM illustrates the use of a subarea symbolic. The EMPLOYEE record is stored
in the EMP-SUBAREA portion of the EMP-DEMO-REGION area.

add schema empschm.                                          ─┐

   add area emp-demo-region.                                  │

   add record employee                                        │ Logical

     location mode is calc using id-0415                      │ definition

     within area emp-demo-region                              │

        subarea emp-subarea.                                 ─┘

Subarea EMP-SUBAREA can be assigned different page ranges in different physical databases. For example, in segment
TEST1, EMP-SUBAREA maps to pages 2002 through 2051; in segment TEST2, EMP-SUBAREA maps to pages 5002
through 7000:

create area test1.emp-demo-region                            ─┐

   primary space 100                                          │

   from page 2001                                             │

   subarea emp-subarea offset 1 for 50 percent  ◄───────┐     │
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      .                                                 │     │ Physical

      .                                                 │     │ definition

create area test2.emp-demo-region                       │     │

   primary space 2000                                   │     │

   from page 5001                                       │     │

   subarea emp-subarea offset 1 for 100 percent  ◄──────┘    ─┘

      .

      .

Percent Specification and Area Expansion

To allow subarea page ranges to expand in proportion to increases in the area's page range, use an OFFSET
specification with a percentage value in the FOR parameter. For example, the default of OFFSET 0 FOR 100 PERCENT
indicates that the subarea is the entire area regardless of future expansion.

Synchronization Stamps

Table and Area Level Stamps

For SQL segments, you can specify whether synchronization stamps are to be maintained at the table or area level.

The synchronization stamp is used to make sure that the logical database definition in the access module corresponds to
the current logical database definition in the dictionary.

NOTE
The synchronization stamp specification in the area definition included in the DMCL must be the same as that in
the application dictionary in which the tables are defined.

At runtime, if the runtime system finds that the stamps in the access module and the database are not in sync, the access
module is automatically recreated (if that option has been selected) or an error message is issued.
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If you specify that the stamp is to be maintained at the table level, the stamp will be updated for an individual table when
the definition of the table or any associated CALC, index, or constraint definition is modified.

If you specify that the stamp is to be maintained at the area level, the stamp will be updated when the definition of any
table (or any associated CALC, index, or constraint definition) in the area is modified.

Which Type of Synchronization Stamp to Use

If changes to the logical structure of your database are rare (generally the case for databases in production), use area
level synchronization stamps because they incur less overhead at runtime to validate. If your logical database definition
changes frequently, as in a test or information center environment, choose table level synchronization stamps because a
change in the definition of one table has no impact on the stamp value of other tables.

Specifying Data Set Name Information

Specifying a Data Set Name

When you access a file, you must provide information to the operating system to locate the file on disk storage. You can
specify this information in one of two ways:

• In the JCL used to execute your local mode or central version system
• For z/OS and z/VM operating systems and for z/VSE with DYNAM/D, by supplying dataset information in the FILE

statement

Reasons to Specify Dataset Information on the FILE Statement

The advantages of specifying the data set name or other operating system information on the FILE statement are:

• You can specify fewer statements in the system execution JCL.
• If you change the location of a file, only its definition needs changing and not every set of execution JCL.
• By not supplying an external file name (a ddname), you can ensure that only the correct file is accessed, since the

dataset name cannot be overridden in the execution JCL.
• In a z/OS operating system, you can access more files if dynamic allocation is used to reference them.

Controlling the Use of Dynamic Allocation in Local Mode

By default, data set information included on the FILE statement will be used in both central version and local mode
environments to dynamically allocate a data set unless the identifying information is overridden through a JCL statement.

A site may control whether dynamic allocation is used by default for local mode operations and the default
behavior can be overridden for an individual job step. Both of these actions are effected through the use of the
LOCAL_DYNAMIC_ALLOCATION SYSIDMS parameter. The default behavior can be established by compiling a
SYSIDMS options module and it can be overridden by specifying a LOCAL_DYNAMIC_ALLOCATION parameter in the
SYSIDMS file associated with the job step.

NOTE
For more information on the SYSIDMS parameter file, see the Using section.

Procedure for Defining Segments
Steps

Action Statement
Define a segment CREATE SEGMENT
Define one or more files to be associated with the segment CREATE FILE
Define one or more areas to be associated with the segment CREATE AREA

 252



 Administrating

If the segment is an SQL segment, add its definition and minimally
the definition of its associated areas to the application dictionary
that will contain the definitions of the SQL-defined database

CREATE SEGMENT, CREATE AREA

Add the segment to an existing DMCL definition ALTER DMCL with the ADD SEGMENT clause
Make the DMCL available to your runtime environment See Section5, “Defining, Generating, and Punching a DMCL"

NOTE
When copying an SQL segment definition to the application dictionary, you do not need to define the files.

Example of a Non-SQL Segment Definition

The following example creates a segment for a non-SQL defined database. The statements in the example define the
segment and its associated files and areas. The characteristics of the segment are:

• Segment EMPSEG -- By default, CA IDMS/DB assigns these values:
– Page group: 0
– Maximum records per page: 255

• File EMPDEMO1 -- EMPDEMO1 is a non-VSAM file with a dataset name of CORP.SYSPUB.EMPFILE1. It will be
accessed using a ddname of EMPFILE1 unless overridden by a DMCL parameter

• Area EMPAREA -- Area EMPAREA has the following attributes:
– 2000 pages, starting on page 990001 and ending on page 992000. These pages will be used to store record

occurrences assigned to the area. The definition does not provide for future expansion of the area because it does
not specify a MAXIMUM SPACE clause.

– Pages size of 6000 bytes.
– A symbolic subarea, CALC-RANGE, which starts at page 990002 and extends for the remainder of the area.
– A symbolic index, EMP-LNAME-NDX, which is a sorted index based on an index key of 10 characters and

estimated entry count of 10,000
– An association with file EMPDEMO1 that, by default, contains the entire area, beginning on block 1 of the file.

create segment empseg;

create file empseg.empdemo1

   assign to empfile1

   dsname 'corp.syspub.empfile1'

   disp shr;

add area empseg.emparea

   primary space 2000 pages

       from page 990001

   page size 6000 characters
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   subarea calc-range offset 1 for 100 percent

   symbolic index emp-lname-ndx

       based on sorted key length 10 for 10000 records

   within file empdemo1;

Example of an SQL Segment Definition

The following example defines a segment and its associated areas and files for an SQL-defined database. The
characteristics of the segment are:

• Segment PRODSEG -- This segment has the following characteristics:
– Is associated with SQL-schema PRODSCHM; that is, the areas in segment PRODSEG are reserved for tables in

schema PRODSCHM
– Maintains synchronization stamps at the area level (rather than the table level)
– By default, belongs to page group 0 and contains up to a maximum of 255 rows per database page
You must define the segment in both the application dictionary that will contain the schema and table definitions and in
the system dictionary.

• Files EMP_DEMO1 and PROJ_DEMO1 -- Both files are VSAM database files. At runtime, CA IDMS/DB looks in the
JCL for a file specification with a matching ddname.

• Areas EMP_AREA and PROJ_AREA -- The definitions of both areas allow for future expansion by using the
MAXIMUM SPACE clause.
For example, area EMP_AREA contains 1500 pages beginning on page 80001 and ending on page 81500. The
first 1000 pages are the initial allocation. The remaining 500 pages are reserved for future expansion of the area.
Additionally, the synchronization stamp for area EMP_AREA is by table, overriding the specification made at the
segment level.

create segment prodseg

   for sql

   for schema prodschm

   stamp by area;

create file emp_demo1

   assign to empfile

   vsam;

create file proj_demo1

   assign to projfile
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   vsam;

create area emp_area

   primary space 1000 pages

       from page 80001

   maximum space 1500 pages

   page size 6000 characters

   stamp by table

   within file emp_demo1;

create area proj_area

   primary space 1000 pages

       from page 82001

   maximum space 1500 pages

   page size 6000 characters

   within file proj_demo1;

Defining, Generating, and Punching a DMCL
The DMCL is the runtime component that describes one or more physical databases. The DMCL:

• Designates which physical databases are accessible at runtime
• Describes the files used to journal database activities
• Specifies buffers for database and journal files
• Designates which areas are to be shared across members of a data sharing group
• Specifies attributes that affect data sharing operations

What a DMCL Contains

A DMCL contains the following component definitions:

Component Function
Database buffers Hold database pages in memory while CA IDMS/DB accesses

information on the pages.
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Journal buffer Maintains information to be written to journal files, which are used
for recovery operations. One and only one journal buffer must be
defined for a DMCL.

Journal files Log database activity. You can define either disk and archive
journal files or a tape journal file.

Segments Contain the areas of the database and the files to which those
areas map.

DMCL Area/File Overrides

A DMCL definition can also override area and file definitions in the segments added to the DMCL.

Designating Areas as Shared

The DMCL indicates which areas are eligible to be shared for update across members of a data sharing group. Sharability
can be specified for an entire segment or for an individual area through an area override.

DMCL Identifies Database Name Table

A DMCL also identifies the database name table to be used at runtime. The database name table provides logical names
for one or more segments associated with the DMCL.

Order of Component Definition

To define a DMCL and its components, issue the following statements in the listed order:

1. CREATE DMCL
2. CREATE BUFFER
3. CREATE JOURNAL BUFFER
4. Either:

– CREATE DISK JOURNAL
– CREATE ARCHIVE JOURNAL

5. Or
– CREATE TAPE JOURNAL

6. ALTER DMCL, adding segments and optionally, any area and file overrides

DMCL Used Under the Central Version

All applications that execute under the central version use a single DMCL.

DMCL Used in Local Mode

An application that uses local mode database services may use the same DMCL used under the central version or a
DMCL tailored for local mode operations. You can define as many local DMCLs as you wish. However, generally a local
mode DMCL should be created only for the following reasons:

• To execute a local mode update application with journaling activated
• To reduce core requirements in your local mode address space by reducing the number of segments in the DMCL
• To use a different page reserve or buffer size for special processing such as load operations

Differences Between Central Version and Local Mode DMCLs

 256



 Administrating

The table below highlights the main differences between a DMCL used under the central version and a DMCL used only
in local mode:

Component DMCL used under CV and in local mode Local mode-only DMCL
Buffer size Typically large for central version

operations to accommodate concurrent
processing and small for local mode
operations to accommodate 1 application

Typically small, to accommodate 1
application

Journal files 2 or more disk journal files and 1 or more
archive files

1 tape journal file

DMCL Defined in Shared and Memory Cache

Shared cache can only be used under the central version, but not for local mode processing. 

Memory cache can be used for both central version and local mode processing. 

NOTE

Under the central version, if both shared and memory cache are specified, shared cache is chosen. If the shared
cache open fails, no attempt is made to open memory cache.

DMCLs Used for Data Sharing

In a data sharing environment, more than one central version may share the same DMCL. If all members of a data sharing
group are identical with respect to the data that they access, then they should share the same DMCL. This type of group
is referred to as a homogeneous group.

If members of a group share access to only a subset of data, they may use different DMCLs. This type of group is referred
to as a heterogeneous group.

The choice of whether members of a data sharing group use the same DMCL is a matter of convenience and does not
affect the operation of the group. However, if different DMCLs are used, they should all specify the same data sharing
attributes.

Stored as a Load Module

Because the DMCL is a runtime component, its definition must be generated and stored as a load module, and then
punched and link-edited to a load library.

Identifying the DMCL to the Runtime System

You must identify the DMCL to be used in the runtime system:

• Under the central version, specify the name of the DMCL to be used as a startup parameter for the DC/UCF system.
See the Administrating section for information on startup parameters.

• In local mode, if the name of the DMCL is not IDMSDMCL, specify the name in the SYSIDMS parameter file.

Data Sharing Attributes
What Attributes Can Be Specified?

The following data sharing-related attributes can be specified in a DMCL:

• The maximum number of members that can belong to the data sharing group
• The number of entries in the group's lock structure
• The default shared cache structure for the member using this DMCL
• The action that should be taken in response to a coupling facility failure

Group Membership
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A DC/UCF system is specified to be a member of a data sharing group through parameters in the SYSIDMS file in the
system's startup JCL. The system belongs to the specified group from the time it begins execution until it is shutdown. If
the system abends, it remains a group member until it is restarted and terminated normally.

Specifying the Maximum Number of Members

The DMCL of each group member specifies the maximum number of members that can belong to the group at one time.
The maximum number of members should be large enough to accommodate all anticipated systems, but since the value
affects the size of the lock structure, it should not be larger than necessary.

What is a Lock Structure?

A lock structure is an object that resides in a coupling facility. It contains global locks that are used to control inter-member
access to shared resources such as database areas and record occurrences.

Part of a lock structure is a table whose entries represent hash values. You specify the number of entries in this table as
one of the data sharing attributes in the DMCL. The more entries in this table, the less likelihood there is that multiple
resources will hash to the same table entry, a situation that increases locking overhead. However, the more entries in this
table, the larger the lock structure needed to contain it.

Specifying the Number of Lock Table Entries

The value that you specify for the number of lock table entries should be at least as large as the highest SYSLOCKs value
specified in the system definition of any member in the group. Performance may be improved by specifying an even larger
value.

NOTE
For more information on sizing a lock structure, see the Administrating section.

Conflicting Group Attributes

Since the DMCL used by each member of a data sharing group specifies the maximum number of group members and
the number of lock table entries, it is possible that the values specified by different members conflict. The first member
to start determines the effective values and those values remain unchanged until all members of the group terminate
normally. You can determine which values are in effect by issuing a DCMT DISPLAY DATA SHARING command.

What Is a Shared Cache?

A shared cache is a structure that resides in a coupling facility. It is used to contain database pages and acts as a global
buffer pool shared across central versions. The use of a shared cache reduces the number of I/Os to the database.

In order to share update access to data, all files associated with a shared area must be assigned to a cache structure.
One means of doing this is to specify a default shared cache for the DMCL and override the default as necessary for
individual segments and files.

NOTE
For more information on the use of shared cache, see the Administrating section.

Coupling Facility Failures

In order to share update access to data, the coupling facility must be available to control access to shared resources. You
may specify what action a member is to take in the event that a coupling facility structure becomes unavailable while a
DC/UCF system is executing. You may direct the system to:

• Abend as soon as it detects a failure in a critical coupling facility structure
• Remain active but abend tasks that request access to shared resources

By directing the system to remain active, it can service transactions that do not access shared data. However, you will
not be able to shut down the system normally since it will be unable to successfully disconnect from one or more coupling
facility structures.
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NOTE
For more information on dealing with coupling facility failures, see the Administrating section.

Database Buffers
What Is a Database Buffer?

A database buffer is space allocated in memory to hold database pages while CA IDMS/DB accesses information on
those pages. A buffer is divided into pages. If information on the page is updated, CA IDMS/DB writes the altered page
back to the database when that buffer page is needed or when the transaction ends.

CA IDMS/DB Acquires Space When It Opens Associated File

CA IDMS/DB acquires a buffer when it first opens a file associated with the buffer. If, during execution of the runtime
system, CA IDMS/DB opens no files associated with the buffer, CA IDMS/DB does not acquire space for that buffer.

CA IDMS/DB Searches Buffers Before Files

To satisfy a program's request for data, CA IDMS/DB first searches the buffers to see if the requested page already
resides in main memory. If the page is there, CA IDMS/DB uses the in-core copy and avoids an I/O. If it isn't, CA IDMS/DB
searches the database files for the requested page.

Every File Must Be Associated with a Buffer

A database buffer must be defined to a DMCL before you can add segments to the DMCL definition. Each file contained
in the segments added to the DMCL must be associated with a buffer. You can associate a file with a buffer in one of three
ways:

• By naming the buffer in a file override added to the DMCL definition
• By naming the buffer when adding a segment to the DMCL definition
• By using the default buffer defined to the DMCL

The page size of the buffer must be greater than or equal to the block size or (in the case of VSAM) control interval of all
files associated with the buffer.

What a Database Buffer Defines

The definition of a database buffer includes these attributes:

• The buffer's page size
• The number of pages in the buffer
• How CA IDMS/DB acquires storage for the buffer
• Attributes for native VSAM files

When to Define a Database Buffer

You define a database buffer when:

• You are defining a DMCL for the first time. The DMCL must have at least one database buffer.
• You have modified the database by adding another file and the anticipated use of this file indicates that another buffer

will minimize contention among transactions.
• Monitoring and tuning operations indicate the need for another buffer.

Journal Buffers and Journal Files
This article contains information about journal buffers and journal files.

Logs Database Activity
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Journaling logs database activity on journal files. The following table describes the type of information CA IDMS/DB writes
to a journal:

Type of information Description
Database images Contain before and after images of modified records and rows
Checkpoints Describe a transaction event such as a COMMIT or ROLLBACK

NOTE
For more information on the journal records, see Section19, "Journaling Procedures".

How Do You Use Journal Files?

You use the journal files to recover the database following a system or transaction failure. Typically, journaling occurs for
applications that execute under the central version because CA IDMS/DB uses the journals for automatic rollback and
warmstart. Journaling is less common for applications that execute in local mode, but may be used for applications that
update a large database.

NOTE
For more information about journaling procedures under the central version and in local mode, see Section19,
"Journaling Procedures". Backup and recovery are discussed fully in 21.2, "Backup Procedures".

Journaling Entities

To log information about database activity, CA IDMS/DB requires the following journal entities in a DMCL:

• A journal buffer, which allocates space in memory to hold journal pages containing information about database activity.
Each DMCL contains only one journal buffer.

• Journal files, to which CA IDMS/DB writes the journal pages.

When CA IDMS/DB Writes a Journal Page

CA IDMS/DB writes a journal page to the active journal file when one of the following conditions exist:

• The page in the journal buffer is full
• An update transaction terminates. A transaction terminates when the application program issues a COMMIT, COMMIT

WORK, ROLLBACK, ROLLBACK WORK or FINISH statement or similar task-level statement, or when the application
program aborts.

• The journal page contains before images for records or rows on a database page which must be written to the
database.

Types of Journal Files

Type Medium
Disk journal file Disk
Archive journal file Sequential tape or disk file (1)
Tape journal file Sequential tape or disk file (1)

Note: (1) To be used for manual recovery, journal files on disk must be copied to tape.

Files You Choose Depend on the Runtime Environment
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The type of journal files you define to a DMCL depends on whether the DMCL is used under the central version or to
journal updates made by a local mode application. The following table displays a typical journaling configuration:

Type of configuration Description
Under the central version Define:

2 or more disk journals
1 or more archive journals

In local mode Define 1 tape journal

A DMCL defined with disk and archive journals can be used in local mode provided journaling is not necessary. Only a
DMCL defined with a tape journal file can be used to journal in local mode.

Multiple Archive Files

You can define more than one archive journal. When CA IDMS/DB offloads a disk journal, journal images are written to
each archive file, thereby reducing the risk of unreadable archive journal files.

Sizing Journal Buffers

What the Journal Buffer Defines

The definition of a journal buffer defines how many pages it contains and how large the pages should be.

Buffer Page Size

The journal buffer page size determines the block size for the disk or tape journal files that are specified for the DMCL.
Use the following criteria to select a size for the journal buffer pages:

• If possible, the page size should be at least twice the size of the longest database record occurrence
• The page size should approximate an optimal page size for the device type in which non-VSAM disk journal files reside
• For tape journal files, the buffer page size should be as large as possible
• For VSAM disk journal files, the journal buffer page size must match the rounded up CI size. IBM rounds up the

specified CI size when the defined size is not a supported size. The journal buffer page size must match this rounded
up size. The VSAM RECSZ should be 8 bytes less. CA IDMS automatically makes the internal journal block size 8
bytes less than the CI size. 

NOTE
For more information about valid ranges for each operating system, see the JOURNAL BUFFER statement in
Section7, “Physical Database DDL Statements”.

Number of Buffer Pages

The higher the number of buffer pages, the more likely that a journal block is found in memory eliminating the need for a
disk access. Because a central version reads journal blocks primarily during rollback operations, increasing the number of
journal buffer pages reduces the number of I/Os and the amount of time that is required roll out database changes.

You should minimally allocate five journal buffer pages. If you have the storage, increase this number significantly in a
volatile system in which rollbacks occur frequently.

Sizing Journal Files

Disk Journal Attributes

When you define disk journal files consider the following topics:

• How many disk journal files to define
• The number of blocks in each disk journal
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Number of Disk Journals

For optimal journal processing, you should define at least three disk journal files. When one file is full, CA IDMS/DB can
immediately write to another file. While CA IDMS/DB writes to the alternate file, you can offload the full disk journal file to
an archive file using the ARCHIVE JOURNAL utility statement. If CA IDMS/DB fills the second file, it can swap to a third
file even if the ARCHIVE JOURNAL utility is still offloading the first file.

Batch Update Jobs May Require Added Files

You may need to increase the number of disk journal files when you run a batch program that updates a large volume
of data. An added disk journal can prevent a situation in which the offload utility fails to complete its task before the
remaining disk journal files fill.

Place Files to Avoid Offload Contention

To reduce contention during offload operations, you should:

• Place the disk journals on disk packs that do not contain database or dictionary files
• Assign each disk journal to a different volume and channel

Disk Journal File Size

The size of a disk journal file affects:

• How often the disk journal gets offloaded to the archive journal and the amount of time that is required to accomplish
the offload. A small disk journal size means a greater number of archive tapes to maintain because the last database
backup. A large disk journal size means CA IDMS/DB needs more time to offload the disk journal to an archive file.

• The risk of losing data due to an I/O error on a journal file. A smaller file reduces the potential data loss while a larger
one increases it.

• The amount of time that is required to perform a warmstart following a system failure. If the disk journal files are large,
it may take longer for CA IDMS/DB to read through the journal in use at the time of the system failure.

NOTE
You can enhance warmstart performance by using the FRAGMENT INTERVAL options of the SYSTEM
system generation statement or of the DCMT VARY JOURNAL command.

Adding Segments to the DMCL
Contents

Required Segments

Segments Required for Central Version

The DMCL used under the central version must contain physical descriptions of all segments to be accessed under the
central version. The segments include those defining:

• The system dictionary
• The user catalog
• Additional system areas required for central version operations:

– DDLDCLOG
– DDLDCRUN
– DDLDCSCR
– SYSMSG.DDLDCMSG

• One or more application dictionaries
• One or more user databases
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The user catalog may not be required depending on your security implementation.

NOTE
For more information, see the CA IDMS Security Administering section.

Each central version must have its own DDLDCLOG system area and if used, its own DDLDCSCR area. In a non-data
sharing environment, each central version must also have its own DDLDCRUN system area. In a non data-sharing
environment, only one central version can update an area at a time. In a data-sharing environment, all areas except
DDLDCLOG and DDLDCSCR can be shared and updated simultaneously by multiple central versions.

Segments Required for Local Mode

The DMCL used in local mode contains all segments to be accessed by the application. Generally these segments
include:

• The system dictionary
• The user catalog
• The message area, SYSMSG.DDLDCMSG
• All user databases to be accessed by the application
• For applications using SQL:

– A local mode scratch area, DDLOCSCR, or a system scratch area, DDLDCSCR, unless scratch in memory is in
effect

– The application dictionary containing the table definitions
• For applications using non-SQL DML:

– The application dictionary containing the subschema load module

The system dictionary and user catalog may not be required, depending on how security is implemented in your
environment.

NOTE
For more information, see the CA IDMS Security Administering section.

Subschema load modules can be loaded from a load library instead of a dictionary. A warning message may be written to
the job log if the segment containing the load area (DDLDCLOD) for the default dictionary is not included in the DMCL.

File Limitations

Although any number of segments can be added to a DMCL, z/OS places a limit on the number of files that can be
accessed within a single job step. This is a runtime restriction, since the DMCL can contain the definition of any number of
files; however the number that can be accessed concurrently is limited.

Normally a z/OS job step can access up to 3,273 files. CA IDMS has extended this limit for a CV, to allow up to 10,000
files to be accessed using dynamic allocation and 3,273 files to be accessed using DD statements.

NOTE
Since the maximum number of DD statements that can be associated with a job step is 3273, if the number of
database files in a DMCL is close to or exceeds this limit, dynamic allocation should be used for all database
files so that the limit will not prevent the use of DD statements to override dynamically allocated files when
necessary.

Increasing the number of files beyond the 3273 limit has implications for manual recovery, since the increased limit is
supported only for CVs and not local mode batch jobs such as utility executions. To perform manual recovery, it may be
necessary to execute the ROLLBACK or ROLLFORWARD utility statement multiple times, recovering a subset of the
areas or segments in each execution.

NOTE
For more information on the impact on recovery, see 21.2, “Backup Procedures".
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Area Status

Type of Access

When a DC/UCF system first accesses an area, the type of access is determined by the area status specifications within
the DMCL. The choices for area status are:

• Update -- indicating that database transactions executing under the central version can retrieve and update data within
the area; local mode transactions and other central versions can retrieve from but not update the area.

• Retrieval -- indicating that database transactions executing under the central version can retrieve but not update data
in the area; a local mode transaction or another central version can update the area.

• Transient retrieval -- similar to retrieval except that record (row) locks are not maintained for transactions executing
within the central version.

• Offline -- indicating that database transactions executing under the central version can neither retrieve nor update data
in the area.

The status of an area can be changed dynamically using DCMT VARY AREA and VARY SEGMENT commands.

Retrieval Versus Transient Retrieval

Because locks are not maintained for records or rows in areas whose status is transient retrieval, less CPU (and
potentially less storage) may be consumed by a transaction than if the area status were retrieval. (SQL transactions using
an isolation level of transient retrieval and non-SQL transactions in a system with a sysgen specification of no retrieval
locking are the exceptions.) However, an area whose status is transient retrieval must be varied offline before it can be
varied to another status such as update.

To vary an area offline, all concurrently executing transactions must be terminated and all notify locks released. During
the time it takes to achieve this quiesce point, new transactions will not be allowed to access the area. If this causes
unacceptable processing delays the use of transient retrieval should be avoided.

Permanent Area Status

The status of an area can be changed at run time using a DCMT VARY AREA or VARY SEGMENT command. In addition
to establishing a new area status, that status can also be declared as "permanent." A permanent area status remains
in effect until changed by a subsequent DCMT command or until the DC/UCF system's SYSTRK or journal files are
initialized. A permanent area status survives system shutdowns and abnormal terminations.

Status After System Termination

Unless a permanent area status has been established through a DCMT command, the ON STARTUP and ON
WARMSTART parameters determine the status of an area when a DC/UCF system starts up. The first time a DC/UCF
system is started or whenever it is restarted after a normal shutdown, the status of an area is established from the ON
STARTUP specification. If the system is restarted following an abnormal termination, the status of an area is established
from the ON WARMSTART specification. If the warmstart option is MAINTAIN CURRENT STATUS, the area status is set
to what it was at the time of the abnormal termination.

Sharing Update Access to Data

What Is a Shared Area?

A shared area is an area that has been designated as shared. The sharability state of an area has meaning only for a
central version that is a member of a data sharing group. An area that has been designated as shared can be updated
concurrently by any member of the data sharing group that has access to the area in update. Only one group can have
update access to an area at a time.

Designating an Area as Shared

You designate an area as shared by specifying the DATA SHARING YES clause when adding the segment to the DMCL
or on a subsequent area override. The sharability state of an area can be changed at runtime by issuing a DCMT VARY
SEGMENT or VARY AREA command, provided that the area's status is offline.
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Shared Area Requirements

To share update access to an area, the following criteria must be met:

• All of the area's files must have an associated shared cache
• The area's characteristics must be identical in all members of the data sharing group that are to share access. These

characteristics include:
– Page range, page group, and number of records per page
– Segment and area names
– Page size
– File mappings
– IDMS file names
– DSNAME and VOLSER of the associated disk files

• Within a data sharing group, no two shared areas can have overlapping page ranges within a page group
• Within a data sharing group, the combination of DSNAME and VOLSER must be unique for all IDMS files associated

with shared areas
• A shared area cannot be native VSAM
• A shared area cannot be part of a dictionary controlled by CA Endevor/DB

If these conditions are not satisfied, you must alter your DMCL and segment definitions before declaring the area to be
shared. Failure to do so will mean that one or more members of the group will be unable to access the area.

These conditions are waived on any CA IDMS system that is accessing the area in a transient retrieval mode regardless
of whether the area has been designated as shared.

Area Overrides

The following information can be specified or overridden at the area level:

• Page reserve
• Central version area status
• Sharability state of an area

Overriding Page Reserve

Page reserve is space allocated on a database page for the expansion of variable-length records, bottom-level (SR8)
index records, and compressed record occurrences or rows. Certain types of processing may benefit from tailored page
reserves. For example, you may want to increase page reserve during an index load, after which, you reduce the page
reserve.

To change the page reserve assigned to an area for a particular DMCL, override the area's definition:

create segment prodemp;

create area emp-area

   primary space 50 pages

   page size 1000 characters

   page reserve 0 characters
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 .

 .

 .

alter dmcl idmsdmcl

   add segment prodemp

   add area prodemp.emp-area

        page reserve 250 characters;

After loading the index, drop the area's page reserve by dropping the area override from the DMCL definition:

alter dmcl idmsdmcl

   drop area prodemp.emp-area;

File Overrides

The following information can be specified or overridden at the file level:

• External file name (DDNAME)
• Dataset disposition for dynamic allocation
• Dataspace usage
• Buffer association
• Shared cache association

Overriding the External File Name

If your DMCL contains files defined with duplicate external file names, use the file override clause to resolve the conflict.

Dataspace Usage

Use file overrides to indicate that a file is to reside in a dataspace. If a dataspace is used, whenever a page is read from
disk it will be cached in the dataspace. All future reads will receive a copy of the page in the dataspace, thus reducing I/O
requests. The page will remain in the dataspace until the file is closed.

The DCMT VARY FILE command allows the dataspace specification to be changed dynamically while the system is
running.

Shared Cache Association

You can associate a shared cache with a file either through a file override or by specifying a default shared cache for the
file's segment. The latter is then used for all files within the segment, unless a file override specifies a different shared
cache.

A default shared cache can also be specified for the DMCL. This is used only in a data sharing environment for file's
whose associated area is designated as shared and for which no cache has otherwise been assigned.

NOTE
For more information on using shared cache, see the Administrating section.
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Procedure for Defining a DMCL
Steps for Defining the Central Version DMCL

To create a DMCL for use under the central version, follow these steps:

Action Statement
Create the DMCL CREATE DMCL
Create one or more database buffers CREATE BUFFER
Create 1 journal buffer CREATE JOURNAL BUFFER
Create 2 or more disk journal files CREATE DISK JOURNAL
Create 1 or more archive journal files CREATE ARCHIVE JOURNAL
Add all segments to be used under the central version or in local
mode

ALTER DMCL with the ADD SEGMENT clause

Optionally, override file or area definitions contained in segments
associated with the DMCL

ALTER DMCL with the ADD FILE or ADD AREA clauses

Associate a database name table with the DMCL ALTER DMCL with the DBTABLE clause

Example

The following example creates a DMCL to be used under the central version and in local mode. The DMCL defines
one large buffer. For applications run locally, the buffer contains 100 4096-byte pages. Under the central version, the
buffer initially contains 500 pages; you can increase the number of pages to 1500 dynamically by issuing a DCMT VARY
BUFFER command.

create dmcl proddmcl dbtable proddbs;

create buffer big_buffer

   page size 4096

   local mode buffer pages 100

      opsys storage

   central version mode buffer

      initial pages 500

      maximum pages 1500

      opsys storage;

create journal buffer jrnlbuff

   page size 4096
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   buffer pages 3;

create disk journal diskjnl1

   file size 1000

   assign to sysjnl1;

create disk journal diskjnl2

   file size 1000

   assign to sysjnl2;

create disk journal diskjnl3

   file size 1000

   assign to sysjnl3;

create archive journal archjrnl

   block size 16000

   assign to sysajnl1;

alter dmcl proddmcl

   default buffer big_buffer

   add segment system

   add segment defdict

   add segment empdict

   ...

   add segment empseg;
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Steps for Defining a Local Mode DMCL

To create a DMCL for local mode only, follow the same steps as in defining a DMCL for central version use, except define
a tape journal file instead of disk and archive journal files.

create dmcl idmsdmcl dbtable proddbs;

create buffer locl_buffer

   page size 16000

   local mode buffer pages 100

      opsys storage;

create journal buffer jrnlbuff

   page size 4096

   buffer pages 3;

create tape journal tapejnl1

   assign to tapejrnl;

alter dmcl idmsdmcl

   default buffer locl_buffer

   add segment defdict

   add segment catdict

   add segment empdict

   ...

   add segment empseg;
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Making the DMCL Accessible to the Runtime Environment
Contents

Generate the DMCL Load Module

Generate the DMCL load module by issuing a GENERATE statement. Optionally, identify the operating system under
which the DMCL will be used. For example, you can define a DMCL on a z/OS operating system that will be used under z/
VM:

generate dmcl idmsdmcl for vm;

Punch the DMCL

Punch the DMCL load module using the PUNCH DMCL LOAD MODULE utility statement:

punch dmcl load module idmsdmcl;

Link-edit the DMCL

Link-edit the resulting object module to a load library using the linkage-editor for your operating system. The name
under which you link the DMCL is the name by which the DMCL is known at runtime. Therefore, you can define different
DMCLs and link them all with the same name provided they reside in different load libraries. This can be an advantage for
local mode operations since the default DMCL used at runtime is IDMSDMCL, unless a SYSIDMS parameter is used to
override the default.

Identify the DMCL to the Runtime System

Identify the DMCL to the runtime system:

• Under the central version, specify the DMCL name in the startup parameters for the DC/UCF system
• If the name of the DMCL to be used in local mode is not IDMSDMCL, identify the local mode DMCL in the SYSIDMS

parameter file.

Defining a Database Name Table
A database name table is used to:

• Group multiple segments under one name for processing as a single database or dictionary
• Group multiple segments under one name for maintenance operations
• Define a default dictionary for both online and local mode processing
• Identify the database to be accessed by a rununit when no database name is provided by the application or its runtime

environment
• Identify the database groups to which database requests can be dynamically routed in a parallel sysplex environment

Contents of a Database Name Table

A database name table contains the definition of one or more database names defined with a CREATE DBNAME
statement. Database names group segments together for processing as a single database or dictionary. Each database
name definition consists of its name and the identification of one or more segments containing data required by
applications accessing the named database. Additional options associated with a database name influence the
processing of non-SQL applications. These options permit:
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• Translating subschema names at runtime
• Restricting access to specified subschemas
• Binding a run unit to areas with a mixture of page groups and maximum records per page values

A database name table also includes a set of DBTABLE mapping rules used to identify the database or dictionary to be
accessed if none is specified at runtime. These rules identify the database name to be accessed when a rununit binds to
a given subschema. Every database name table must include at least one DBTABLE mapping rule to identify the default
dictionary.

In a parallel sysplex environment, a database name table may also define one or more database groups defined with a
CREATE DBGROUP statement. A database group represents a named collection of central versions that can service a
given set of database requests. Any central version whose database name table includes the database group to which a
request is directed is a member of that group and is eligible to service that request. The request will be dynamically routed
to one of the CVs in the database group based on CPU availability.

NOTE
For more information on DBGROUPs and dynamic routing, see the Administrating section.

Grouping Segments Together

The purpose of a database name is to group multiple segments together for use as a single database. Segment grouping
is primarily used for defining dictionaries and non-SQL defined databases. The following example illustrates how database
names can be used for defining test and production employee databases.

Each database name consists of two segments, one containing employee data and one containing project data. The
production database EMPDB, contains segments EMPSEG and PROJSEG; the test database TESTDB, contains
segments TEMPSEG and TPROSEG.

         Database name table ALLDBS

         ┌─────────────────────────────────────────────┐

         │    ┌──────────────────────────────────┐     │

         │    │Database name EMPDB               │     │

         │    │                                  │     │

         │    │     Segment EMPSEG               │     │

         │    │     Segment PROJSEG              │     │

         │    │                                  │     │

         │    └──────────────────────────────────┘     │

         │                                             │

         │    ┌──────────────────────────────────┐     │

         │    │Database name TESTDB              │     │
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         │    │                                  │     │

         │    │     Segment TEMPSEG              │     │

         │    │     Segment TPROSEG              │     │

         │    │                                  │     │

         │    └──────────────────────────────────┘     │

         └─────────────────────────────────────────────┘

Utility Use Only Database Names

Database names can also be created simply as a means of referring to a group of segments even though no application
will ever access the segments together. Creating such database names can simplify administration since certain
commands, such as DCMT QUIESCE, can operate by DBNAME. In order to avoid warning messages caused by such
arbitrary groups of segments, you can specify FOR UTILITY USE ONLY when defining the DBNAME.

NOTE
For more information on the types of warnings that may be reported, see 6.2.6, “Conflicting Names” and 6.2.7,
“Mixed Page Groups and Maximum Records Per Page”.

Planning a Database Name Table
Contents

 

SQL Considerations

Connecting an SQL Session

Most SQL applications will connect to the dictionary containing the definitions of the tables to be accessed. If the
dictionary is composed of a single segment, no database name is required. If the dictionary is composed of multiple
segments, then a database name must be created to identify all segments that make up the dictionary.

The following example shows a dictionary definition composed of three segments: a DDLDML component (testdict), a
catalog component (testcat), and a message component (sysmsg):

 .

 .

 .

create dbname testdict

  add segment testdict

  add segment testcat
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  add segment sysmsg;

NOTE
For more information on defining dictionaries, see Section25, "Dictionaries and Runtime Environments".

Accessing Data through a Referencing Schema

If the SQL application accesses data through a referencing schema, the database name to which the SQL session
connects may also need to include the segments containing the data to be accessed. Referencing schemas are used to
provide SQL access to non-SQL defined databases and to enable different instances of an SQL-defined database to be
accessed using the same table names.

When a referencing schema is defined, you can associate it with a specific database. If the referencing schema is not
associated with a specific database (because its DBNAME is null), then you must include the segments containing the
data to be accessed in the database name to which the SQL session connects.

In the following example, the SQL schema definition representing a non-SQL defined database does not include a
DBNAME specification:

create schema empsql

  for nonsql schema empschm;

For CA IDMS to know where the non-SQL defined data is located, you must define a database name that includes both
the dictionary segments and the non-SQL segments containing the data. The segment TESTCAT is the segment in
which the EMPSQL schema resides. The segment TESTDICT contains the non-SQL schema EMPSCHM. The segment
EMPSEG is the non-SQL segment containing the data described by schema EMPSCHM.

 .

 .

 .

create dbname abc

   add segment testdict

   add segment testcat

   add segment sysmsg

   add segment empseg

Non-SQL Considerations

Identifying Segments
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When binding a rununit, the runtime system must determine which segment (or segments) contain the data to be
accessed. Although the subschema identifies the areas, there may be several areas with the same name in the DMCL. To
determine which area to access, the runtime system must qualify the area name with the name of a segment.

To determine the segments to be accessed, the name of a segment or database must be provided at runtime. This name
can be specified in any of the following ways:

• By the application, using the DBNAME parameter on the BIND RUNUNIT statement
• From the DBNAME session attribute. Session attributes are established through user or system profiles, DCUF SET

commands in DC/UCF or SYSIDMS parameters in batch
• From the DBNAME value in a SYSCTL file or an IDMSOPTI module linked with the application
• From the database name table through the use of DBTABLE mapping rules

Accessing a Single Segment

If all areas to be accessed are within one segment, the name of the segment can be specified at runtime using one
of the above techniques. For example, the EMPLOAD program executed during CA IDMS installation only requires
access to areas in the EMPDEMO segment. The SYSIDMS parameter file in the execution job stream specifies
DBNAME=EMPDEMO, identifying the segment to be accessed. No special DBNAME entry is required.

Accessing Multiple Segments

If the application needs access to areas within multiple segments, those segments must be grouped together as a single
database whose name is provided at runtime. When the bind takes place, CA IDMS locates the definition of the database
in the database name table. It then searches the segments associated with that database name for a match on each area
named in the subschema.

The installation process again provides an example of using a DBNAME to group segments together as one database.
The system dictionary is the dictionary used to contain both physical database definitions (DMCLs, SEGMENTs, and so
on) and the DC/UCF system definition. The logical name of this dictionary must be SYSTEM, since components of the
runtime system access it under this name. However, it is composed of multiple segments:

• The CATSYS segment containing the DDLCAT, DDLCATX and DDLCATLOD areas
• The SYSTEM segment containing the DDLDML, DDLDCLOD and other system runtime areas
• The SYSMSG segment containing the messages issued by the runtime system

To treat all of these segments as a single database for processing by tools such as IDD and the command facility, the
database name table contains a database name called SYSTEM which includes all three segments.

Using DBTABLE Mappings

When binding a rununit, if no segment or database name is explicitly established, CA IDMS searches the list of DBTABLE
mapping rules in the database name table looking for one in which the "from-subschema" matches the name of the
subschema specified on the bind. If a match is found, the database to be accessed is determined from the DBNAME
specified in the DBTABLE mapping rule. If no match is found (and therefore no segment names can be established), the
bind will fail with an error status of 1491.

To ensure that rununits will bind successfully, you must specify DBTABLE mappings for all rununits that bind without
establishing a DBNAME. For example, if all rununits binding to a subschema whose name begins with INS are to access
the insurance database INSDB then specify the following DBTABLE mapping:

alter dbtable alldbs

  subschema ins????? maps to ins????? dbname insdb;

Using Subschema Mappings
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When defining a database name, you can specify subschema mapping rules that change the name of the subschema
specified by the application at the time a rununit is bound. This feature allows an application program to be compiled
against one subschema but execute using a different subschema. This can be useful when:

• The two subschemas are derived from different schemas (for example, test and production schemas)
• The two subschemas are derived from different versions of the same schema (a change was made to the schema and

new subschemas created)

For example, two schemas, EMPSCHM and TEMPSCHM define the production and test versions of the same database.
Separate schemas are maintained so that changes can be made to the test version without impacting production.
Each schema has a set of subschemas: EMPPxxxx are production subschemas and EMPTxxxx are test subschemas.
Programs are compiled against the test subschemas and copied into the production libraries when ready. The following
subschema mapping rule ensures that rununits use production subschemas when binding to the production (EMPDB)
database:

    create dbname alldbs.empdb

      subschema empt???? maps to empp????

.

.

.

Additional Segments

In your database name definition, you must identify the segments containing the data to be accessed by applications
binding to that database. If all applications specify a DBNAME on the BIND RUNUNIT statement, then only segments
accessed by those rununits need to be included in the database name. If, on the other hand, the database name is
specified externally (for example by using a DCUF command), then you may need to include additional segments within
your database name definition or use subschema mapping rules to ensure that rununits bind successfully.

To illustrate this, assume that an application requires access to both employee and project data in segments EMPSEG
and PROJSEG respectively. To satisfy this application, a database name of EMPDB is created:

create dbname alldbs.empdb

  include segment empseg

  include segment projseg;

Instead of specifying EMPDB within the application, the user issues a DCUF SET DBNAME command to establish
EMPDB as the DBNAME session attribute. Because this session attribute applies to all rununits initiated on behalf of the
user, to satisfy another rununit accessing insurance information, either:

• Include the insurance segment in the EMPDB database name
or

• Use subschema mapping rules on the DBNAME statement for EMPDB to redirect the insurance rununit to a different
database name:
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alter dbname alldbs.empdb

  subschema empt???? maps to empp????

  subschema ???????? uses dbtable mapping;

In addition to changing the name of employee subschemas, these parameters have the effect of treating rununits binding
to other subschemas, as if no DBNAME were specified; instead, the database name is selected using the DBTABLE
mapping rules.

Restricting Subschema Names

Determines Valid Subschemas

You can request that the subschema name bound by an application be present in the database name table in order for
the application to execute using the subschema. You can use this feature to prevent access to the database from an
unauthorized subschema.

To request this feature, specify MATCH ON SUBSCHEMA REQUIRED on the DBNAME statement.

NOTE
You can also achieve the same or better protection using rununit security documented in CA IDMS Security
Administering section.

Application Dictionaries

Database Name Required

In most cases, each application dictionary will require a separate database name definition. The only time a database
name definition is not required for a dictionary is if all areas other than the system message area are in one segment.

NOTE
For more information on defining dictionaries, see Section25, “Dictionaries and Runtime Environments".

Sharing Areas

If areas are shared between dictionaries, place those areas in separate segments and include the segment in all
appropriate database names. For example, if two or more dictionaries share the same DDLDCLOD area, then place the
load area in its own segment and define a database name for each dictionary including in each the segment that contains
the shared load area.

Mixed Page Groups

If your dictionaries have different page groups (or maximum records per page), they cannot share areas. This also applies
to the system message area, which can be included only in dictionaries with the same page group.

NOTE
All of the AREAS in a dictionary subschema (for example, IDMSNWKA, IDMSNWKG, and so on) must be in the
same PAGE GROUP. A BIND for such a subschema containing AREAS that map to different PAGE GROUPS
is not supported and will result in the task being abended with error messages DB347030 and DC208001 and
abend code 5007.

Defining the Default Dictionary

What Is a Default Dictionary?
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The default dictionary is the dictionary accessed by SQL applications, CA IDMS tools and other runtime components
when none is specified through other means. For example, if the DDDL compiler is executed in batch and a dictionary is
neither specified on a SIGNON statement nor a SYSIDMS parameter, the default dictionary is accessed.

Defining a Default Dictionary

The default dictionary is defined using a DBNAME statement and is identified as the default by a DBTABLE mapping rule.

By convention, the default dictionary is identified (using DBTABLE mapping rules) as the database name to which the
IDMSNWKL subschema maps. Since all subschemas whose names begin with "IDMSNWK" are typically mapped in
the same way, the DBTABLE mapping rule defining the default dictionary usually specifies IDMSNWK? as a subschema
name.

The following statements define TESTDICT, which is comprised of segments TESTDICT and SYSMSG, as the default
dictionary for the ALLDBS database name table:

  create dbtable alldbs

    subschema idmsnwk? maps to idmsnwk? dbname testdict

.

.

.

  create dbname alldbs.testdict

    segment testdict

    segment sysmsg;

Every database name table must have a default dictionary specification.

Conflicting Names

Area Names

If you have database areas with conflicting names, you must define separate database names for each set of conflicting
areas. This means that if two segments have an identically named area, they cannot be included within the same
database name. Areas that must be shared across databases (for example, areas containing corporate-wide insurance
information) should be placed in their own segment so that they can be included in multiple database names without
causing conflicts.

Segment and Database Names

If a DMCL includes a segment with the same name as a database in the associated database name table, then that
database name must include the segment of the same name. For example, if a DMCL contains a segment named
EMPDB and its associated database name table contains a database name called EMPDB, then the segment EMPDB
must be included in the database named EMPDB. This ensures that applications accessing EMPDB will always access
the same data.

Checking for Conflicts
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Both of the above conditions are checked by the runtime system. If a name conflict is detected, the database name is
flagged in error and no application will be able to access it. To detect conflicts before placing a new DMCL or database
name table into production, use the DMCL option of the IDMSLOOK utility.

To eliminate warning messages for database names created only for administrative convenience, you can designate them
for utility use only.

Mixed Page Groups and Maximum Records Per Page

What Is Allowed?

SQL access to data in mixed page groups and with different maximum records per page is always allowed. However, by
default, CA IDMS does not support the ability to access data in areas with different page groups or maximum records per
page from a run unit. Therefore, if you need to access a database which exceeds the size limits of a single page group
or which uses different record maximums from a single run unit, you must indicate this by specifying the MIXED PAGE
GROUP BINDS ALLOWED option on the DBNAME statement that defines the database.

What Happens When Binding a Run Unit?

If an application program binds a run unit to a database that includes segments with a mix of page groups or maximum
records per page, the bind may or may not succeed depending on the MIXED PAGE GROUP option specified on the
database's DBNAME statement:

• MIXED PAGE GROUP BINDS ALLOWED -- The bind will succeed regardless of what areas are included in the
subschema.

• MIXED PAGE GROUP BINDS NOT ALLOWED -- The bind will succeed only if all areas in the subschema are in the
same page group and have the same maximum records per page.

Detecting Potential Problems

You can detect potential problems ahead of time by using the IDMSLOOK utility (or the LOOK system task). The DMCL
option will warn you if you have mixed page groups or maximum records per page within any of your database names.
The BIND option will indicate whether a bind run unit will succeed for a specified subschema and database.

To eliminate warning messages for database names created only for administrative convenience, you can designate them
for utility use only.

Application Program Considerations

Special care must be taken in navigational-DML application programs that access data with a mix of page groups or
maximum records per page. If the application program retrieves a record by dbkey then it must do one of the following:

• Specify on the DML command the name of the record that it is trying to retrieve
• Specify on the DML command the page group and maximum records per page of the record that it is trying to retrieve
• Ensure that the current page group and maximum records per page are correct for the record that it is trying to

retrieve. The current page group and record maximum are those associated with the dbkey that is current of run unit.

Failure to take one of these actions may lead to the inability to retrieve any record or the retrieval of unintended records.

Identifying Potential Problem Programs

Numbered exit, Exit 34, is provided for use with the MIXED PAGE GROUP BINDS ALLOWED option. You can use this
exit to help identify applications that may require modification to function correctly when mixed page group support is
enabled.

NOTE
For more information on Exit 34, see the Administrating section.

Dictionary Considerations
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MIXED PAGE GROUP BINDS ALLOWED cannot be specified for dictionaries. When defining a dictionary with a mixture
of page groups or maximum records per page, the following rules must be observed:

• The DDLDML and DDLDCLOD areas must be in the same page group and have the same maximum records per
page. The DDLDCMSG area (if included in the DBNAME) must also have the same page group and record maximum.

• The DDLCAT, DDLCATX, and DDLCATLOD areas must be in the same page group and have the same maximum
records per page.

• These two area sets may be in different page groups.
• Dictionaries that share load areas must be in the same page group.

If you define a dictionary with a mixture of page groups or maximum records per page, certain utility functions such as
UNLOAD can only be performed by segment or individual area, rather than for the dictionary as a whole.

Sharing Database Name Tables

One Database Name Table Per Environment

In most cases only one database name table is needed for each of your runtime environments. This means that all
DMCLs defined in a system dictionary normally specify the same database name table in their DBTABLE clause. The
database name table used at runtime is the one identified in the DMCL being used.

Missing Segments

Since multiple DMCLs are associated with the same database name table, it is possible (in fact likely) that a segment
included in a database name is not included in the DMCL being used. This is a normal condition and will result in an error
only if an application attempts to access data from the missing segment.

Defining and Generating the Database Name Table
Contents

Steps to Follow

Define and generate the database name table using the steps listed as follows.

The database name table must exist as a module in a load library in order to be usable by the runtime system. The name
of the load module assigned in the link-edit must match the name specified in the DMCL.

Action Statement
Create the database name table, adding DBTABLE mappings to
define a default dictionary and for non-SQL applications binding
without a DBNAME

CREATE DBTABLE

Create the database names, adding the segments and
subschema mappings required by your applications

CREATE DBNAME

Generate the database name table GENERATE DBTABLE
Associate the database name table with a DMCL ALTER DMCL
Punch the database name table load module and link-edit it to a
load library

PUNCH DBTABLE LOAD MODULE

Example

The example below defines a basic database name table that is suitable if all non-dictionary segments in your runtime
environment are in the same page group and have unique area names.

It has the following characteristics:
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• A database name for each of the following dictionaries: an application dictionary called DEFDICT, the system
dictionary called SYSTEM and the SYSDIRL dictionary containing report definitions and dictionary schemas.

• A DBTABLE mapping rule identifying DEFDICT as the default dictionary
• A database name called DEFDB that includes all non-SQL defined segments (other than those related to a dictionary)
• A DBTABLE mapping rule identifying DEFDB as the database to be accessed by all non-SQL applications that do not

specify a DBNAME

       create dbtable alldbs

        subschema idmsnwk? maps to idmsnwk? dbname defdict

        subschema ???????? maps to ???????? dbname defdb;

       create dbname system

        segment catsys

        segment system

        segment sysmsg;

       create dbname defdict

        segment defdict

        segment defcat    ◄-- for SQL users

        segment sysmsg;

       create dbname defdb

        segment user-segment1

        segment user-segment2

 .

 .

 .

       generate dbtable alldbs;

Physical Database DDL Statements
Physical Database Description Statements
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The following table summarizes the statements described in this section in order by verb. The statement descriptions are
arranged in alphabetic order by noun.

Statement Purpose
ALTER ARCHIVE JOURNAL Modifies the definition of an archive journal file
ALTER AREA Modifies the definition of an area
ALTER BUFFER Modifies the definition of a database buffer
ALTER DBGROUP Modifies a database group within a database name table
ALTER DBNAME Modifies an entry in the database name table
ALTER DBTABLE Modifies a database name table definition
ALTER DISK JOURNAL Modifies the definition of a disk journal file
ALTER DMCL Modifies a DMCL definition
ALTER FILE Modifies the definition of a database file
ALTER JOURNAL BUFFER Modifies the definition of a journal buffer
ALTER SEGMENT Modifies the definition of a segment
ALTER TAPE JOURNAL Modifies the definition of a tape journal file
CREATE ARCHIVE JOURNAL Defines an archive journal file
CREATE AREA Defines an area
CREATE BUFFER Defines a database buffer
CREATE DBGROUP Adds a database group to a database name table
CREATE DBNAME Adds an entry to the database name table
CREATE DBTABLE Creates a database name table
CREATE DISK JOURNAL Defines a disk journal file
CREATE DMCL Defines a DMCL
CREATE FILE Defines a database file
CREATE JOURNAL BUFFER Defines a journal buffer
CREATE SEGMENT Defines a segment
CREATE TAPE JOURNAL Defines a tape journal file
DISPLAY ARCHIVE JOURNAL Displays the definition of an archive journal file
DISPLAY AREA Displays the definition of an area
DISPLAY BUFFER Displays the definition of a database buffer
DISPLAY DISK JOURNAL Displays the definition of a disk journal file
DISPLAY DMCL Displays a DMCL definition
DISPLAY FILE Displays the definition of a database file
DISPLAY JOURNAL BUFFER Displays the definition of a journal buffer
DISPLAY SEGMENT Displays the definition of a segment
DISPLAY TAPE JOURNAL Displays the definition of a tape journal file
DROP ARCHIVE JOURNAL Deletes the definition of an archive journal file
DROP AREA Deletes the definition of an area
DROP BUFFER Deletes the definition of a database buffer
DROP DBGROUP Deletes a database group from the database name table
DROP DBNAME Deletes an entry from the database name table
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DROP DBTABLE Deletes the definition of a database name table
DROP DISK JOURNAL Deletes the definition of a disk journal file
DROP DMCL Deletes a DMCL definition
DROP FILE Deletes the definition of a database file
DROP JOURNAL BUFFER Deletes the definition of a journal buffer
DROP SEGMENT Deletes the definition of a segment
DROP TAPE JOURNAL Deletes the definition of a tape journal file
GENERATE DBTABLE Generates a database name table load module
GENERATE DMCL Generates a DMCL load module
PUNCH ARCHIVE JOURNAL Punches the definition of an archive journal file
PUNCH AREA Punches the definition of an area
PUNCH BUFFER Punches the definition of a database buffer
PUNCH DISK JOURNAL Punches the definition of a disk journal file
PUNCH DMCL Punches a DMCL definition
PUNCH FILE Punches the definition of a database file
PUNCH JOURNAL BUFFER Punches the definition of a journal buffer
PUNCH SEGMENT Punches the definition of a segment
PUNCH TAPE JOURNAL Punches the definition of a tape journal file

For more information, see the following topics:

Components of a Physical DDL Statement
Keywords, Values, and Separators

Physical DDL statements consist of:

• Keywords
• User-supplied values that:

– Identify specific occurrences of entities (for example, the EMP_BUFF database buffer)
– Specify data values (for example, 983 or 'Boston')

• Separators that separate keywords and user-supplied values from one another. A separator can be a space, a
comment, or a new-line character (for example, [Enter]).

Where Separators Are Not Required

Separators are not required before or after a character string literal or any of the following symbols:

Symbols Description
: Colon
, Comma
. Period
; Semicolon

Clauses in Syntax Statements Are Not Positional

The clauses in the syntax statements that appear in this section are not positional. That is, you can code the clauses in
any order.
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Verb Synonyms

The following table summarizes synonyms for the verbs CREATE, ALTER, DROP, and ADD:

Verb Synonym
CREATE ADD
ALTER MODIFY, MOD
DROP DELETE, DEL when part of the main syntax statement EXCLUDE,

EXC when part of a clause
ADD INCLUDE, INC

DDL Statement Naming Conventions
Contents

Valid Characters

A physical DDL entity name consists of a combination of:

• Upper case letters (A through Z)
• Digits (0 through 9)
• At sign (@)
• Dollar sign ($)
• Pound sign (#)
• Hyphen (-) or underscore (_), but not both; do not use a hyphen or underscore when naming the following entities:

– DBNAME
– DBTABLE
– DMCL
– SEGMENT

The first character of an identifier must be a letter, @, $, or #. If you like, you can enclose the identifier in double quotes
(").

Qualifying Entity Names

Names for some entities can be qualified by names of other entities. For example, a database buffer can be qualified by
the name of the DMCL with which it is associated.

To qualify an entity, specify the qualifier first, followed by a period (.), followed by the name of the entity you are
qualifying. For example, the following qualified identifier identifies the EMP_BUFF database buffer associated with DMCL
IDMSDMCL:

idmsdmcl.emp_buff

Number of Characters
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The following table summarizes how long each entity name can be:

Maximum Length Physical Database Entity
18 ARCHIVE JOURNAL

AREA
BUFFER
DISK JOURNAL
FILE
JOURNAL BUFFER
TAPE JOURNAL

8 DBNAME
DBTABLE
DMCL
SEGMENT

Using Lowercase Letters in Identifiers

Some physical DDL statements contain references to SQL entities. For example, you can specify the name of an SQL
schema on a SEGMENT statement. If the schema name is case sensitive, enclose it in double quotes:

for sql schema "Devschm"

If you code other physical DDL entities in lower case letters, CA IDMS/DB automatically converts them to upper case.

Keywords as Identifiers

Why Avoid Keywords as Identifiers

The use of keywords as identifiers can cause ambiguity in some circumstances. You should therefore avoid using
keywords as identifiers.

If you must use a keyword as an identifier, enclose the identifier in double quotation marks to prevent possible ambiguity.

NOTE
For information on submitting physical DDL statements to the command facility, see the Using section.

Entity Currency

Entities That Establish Currency

The DMCL, SEGMENT, and DBTABLE entities establish currency for associated entities, as shown in the following table:

Current Entity Associated Entities
DMCL ARCHIVE JOURNAL

BUFFER
DISK JOURNAL
JOURNAL BUFFER
TAPE JOURNAL

SEGMENT AREA
FILE

DBTABLE DBNAME
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How Is Currency Established?

Currency is established when you:

• Perform a CREATE or ALTER operation on a DMCL, SEGMENT, or DBTABLE entity occurrence
• Fully qualify the name of an entity associated with a DMCL, segment, or database name table on a CREATE, ALTER,

or DROP statement

Subsequent operations on associated entities are applied to that particular DMCL, segment, or database name table. The
following example establishes IDMSDMCL as the current DMCL occurrence. The database buffer statement that follows
implicitly associates the named buffer with IDMSDMCL:

alter dmcl idmsdmcl;

create buffer index_buffer

  page size 1076

  local mode buffer pages 10

  central version buffer

    initial pages 100

    maximum pages 500;

Use Fully-qualified Names if Currency Not Established

If you don't establish currency on a DMCL, segment, or database name table before operating on an associated entity,
you must qualify the name of the associated entity with the name of the DMCL, segment, or database name table. In the
following example, the BUFFER statement must qualify the named buffer with the name of the DMCL because DMCL
currency was not first established:

create buffer idmsdmcl.index_buffer

  page size 1076

  local mode buffer pages 10

 .

 .

 .

Once this statement is executed, IDMSDMCL is established as the current DMCL.
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Generic DISPLAY/PUNCH Statement
The DISPLAY and PUNCH operations produce as output the DDL statements that describe the named entity. DISPLAY
and PUNCH operations do not update the entity description.

The location of the output depends on which verb is used and whether you are using the online or the batch command
facility:

• DISPLAY displays online output at the terminal and lists batch output in the command facility's activity listing.
• PUNCH writes the output to the system punch file. All punched output is also listed in the command facility's activity

listing.

Syntax

Display and punch statements share common clauses. Syntax descriptions for these common clauses appear below.
Deviations from these descriptions for particular entities appear in the syntax description for that entity.

►►─┬─ DISplay ─┬─ entity-type-name entity-occurrence-name ────────────────────►

   └─ PUNch ───┘

 

   ┌─────────────────────────────────────────────────┐

 ►─▼─┬─────────────────────────────────────────────┬─┴────────────────────────►

     │               ┌───────────────────────────┐ │

     ├─ WITh ──────┬─▼─── entity-option-keyword ─┴─┘

     └─ WITHOut ───┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ────┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄
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   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

Parameters

 

• entity-type-name
Identifies the type of entity to display or punch.

• entity-occurrence-name
Specifies the name of the entity occurrence to display or punch. If there is no current associated entity, entity-
occurrence-name must be the fully qualified name of an existing occurrence of the specified entity type. For example,
to display an area, you must either qualify the area with the name of its associated segment or obtain currency on that
segment before issuing the DISPLAY AREA statements.

• WITh
Displays or punches only the parts of the entity description specified by entity-option-keyword in addition to parts that
are always included, such as the entity occurrence name.

• WITHOut
Does not display or punch the specified options. Other options in effect through the WITH clause in the current
DISPLAY statement are displayed.

• entity-option-keyword
Specifies options to display or punch. Entity-option-keyword differs for each entity. See the description of a particular
entity for more information.

• VERB
Specifies the verb with which the entity statement is to be displayed or punched. For example, if VERB CREATE is
specified, the output of the DISPLAY/PUNCH statement is a CREATE statement. If VERB DROP is specified, the
output is a DROP statement, and so on. If this clause is not coded, the verb used is the one shown as the default in the
syntax diagram for the specific entity being displayed.

• AS COMments
Outputs physical database syntax as comments with the characters *+ preceding the text of the statement. AS
COMMENTS is the default.

• AS SYNtax
Outputs physical database syntax which can be edited and resubmitted to the command facility.

Usage

 

• Code Only One WITH Clause
Only one WITH clause is permitted per DISPLAY/PUNCH operation; if more than one WITH clause is specified, the
compiler applies only the options specified in the last one.

Examples

Including All Display Options Except One

This example produces a display of all options, except the journal buffer's history:

display journal buffer idmsdmcl.jrnl_buffer

         with all
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         without history;

DISPLAY/PUNCH ALL Statement
The DISPLAY/PUNCH ALL statement displays all occurrences of a physical database entity.

Syntax

►►─┬─ DISplay ─┬─┬── ALL ──────────────────────────┬─ entity-type ────────────►

   └─ PUNch ───┘ └─┬─ FIRst ─┬──┬────────────────┬─┘

                   └─ LASt ──┘  ├─ 1 ◄───────────┤

                                └─ entity-count ─┘

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ WHEre conditional-expression ─┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERB ─┬─ DISplay ◄──┬─┘

            ├─ PUNch  ────┤

            ├─ CREate ────┤

            ├─ ALter  ────┤

            └─ DROp   ────┘

 

 ►─┬──────────────────────────────────────┬───────────────────────────────────►◄

   └─ AS ─┬─ COMments ─┬──┬─────────────┬─┘

          └─ SYNtax ───┘  └─ RECursive ─┘

Expansion of conditional-expression
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►►─┬─ mask-comparison ────────────────────────┬───────────────────────────────►

   ├─ value-comparison ───────────────────────┤

   └─┬───────┬─ ( ─┬─ mask-comparison ──┬─ ) ─┘

     └─ NOT ─┘     └─ value-comparison ─┘

 

 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄

   │ ┌────────────────────────────────────────────────────────┐ │

   └─▼─┬─ AND ─┬─┬─ mask-comparison ────────────────────────┬─┴─┘

       └─ OR ──┘ ├─ value-comparison ───────────────────────┤

                 └─┬───────┬─ ( ─┬─ mask-comparison ──┬─ ) ─┘

                   └─ NOT ─┘     └─ value-comparison ─┘

Expansion of mask-comparison

►►─── entity-option-keyword ──────────────────────────────────────────────────►

 

 ►─┬─ CONTAINs ─┬─ 'mask-value' ──────────────────────────────────────────────►◄

   └─ MATCHES ──┘

Expansion of value-comparison

►►─┬─ 'character-string-literal' ─┬───────────────────────────────────────────►

   ├─ numeric-literal ────────────┤

   └─ entity-option-keyword ──────┘

 

 ►─┬─ IS ─┬───────┬─────────┬─┬─ 'character-string-literal' ─┬────────────────►◄

   │      └─ NOT ─┘         │ ├─ numeric-literal ────────────┤

   ├─ NE ───────────────────┤ └─ entity-option-keyword ──────┘
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   └─┬───────┬─┬─┬─ EQ ─┬─┬─┘

     └─ NOT ─┘ │ └─ = ──┘ │

               ├─┬─ GT ─┬─┤

               │ └─ > ──┘ │

               ├─┬─ LT ─┬─┤

               │ └─ < ──┘ │

               ├─ GE ─────┤

               └─ LE ─────┘

Parameters

 

• ALL
Lists all occurrences of the requested entity type that the current user is authorized to display.
Online users: With a large number of entity occurrences, ALL may slow response time.

• FIRst
Lists the first occurrence of the named entity type.

• LASt
Lists the last occurrence of the named entity type.

• entity-count
Specifies the number of occurrences of the named entity type to list. 1 is the default.

• entity-type
Identifies the entity type that is the object of the DISPLAY/PUNCH ALL request. Valid physical database entity-type
values appear in the table under "Usage" below.

• WHEre conditional-expression
Specifies criteria to be used by the compiler in selecting occurrences of the requested entity type.
The outcome of a test for the condition determines which occurrences of the named entity type the schema or
subschema compiler selects for display.

• mask-comparison
Compares an entity type operand with a mask value.

• entity-option-keyword
Identifies the left operand as a syntax option associated with the named entity type. The table located in the "Usage"
section lists valid options for each entity type.

• CONTAINs
Searches the left operand for an occurrence of the right operand. The length of the right operand must be less than or
equal to the length of the left operand. If the right operand is not contained entirely in the left operand, the outcome of
the condition is false.

• MATCHES
Compares the left operand with the right operand one character at a time, beginning with the leftmost character in each
operand. When a character in the left operand does not match a character in the right operand, the outcome of the
condition is false.

• 'mask-value'
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Identifies the right operand as a character string; the specified value must be enclosed in quotation marks. Mask-value
can contain the following special characters:

Special Character Description
@ Matches any alphabetic character in entity-option-keyword.
# Matches any numeric character in entity-option-keyword.
* Matches any character in entity-option-keyword.

• value-comparison
Compares values contained in the left and right operands based on the specified comparison operator.

• 'character-string-literal'
Identifies a character string enclosed in quotes.

• numeric-literal
Identifies a numeric value.

• entity-option-keyword
Identifies a syntax option associated with the named entity type; valid options for each entity type are listed in the table
presented under "Usage" below.

• IS
Specifies that the left operand must equal the right operand for the condition to be true.

• NE
Specifies that the left operand must not equal the right operand for the condition to be true.

• EQ/=
Specifies that the left operand must equal the right operand for the condition to be true.

• GT/>
Specifies that the left operand must be greater than the right operand for the condition to be true.

• LT/<
Specifies that the left operand must be less than the right operand for the condition to be true.

• GE
Specifies that the left operand must be greater than or equal to the right operand for the condition to be true.

• LE
Specifies that the left operand must be less than or equal to the right operand for the condition to be true.

• NOT
Specifies that the opposite of the condition fulfills the test requirements. If NOT is specified, the condition must be
enclosed in parentheses.

• AND
Indicates the expression is true only if the outcome of both test conditions is true.

• OR
Indicates the expression is true if the outcome of either one or both test conditions is true.

• RECursive
Appends “AS SYNTAX.” or “AS COMMENT.” to each generated line of output.

NOTE
For descriptions of the remaining DISPLAY parameters, see Generic DISPLAY/PUNCH Statement.

Usage

Output Contains Only Enough Information to Display/Punch Entity

Output produced by DISPLAY or PUNCH ALL consists only of the information necessary to execute a DISPLAY/
PUNCH request for each entity occurrence. For example, DMCL occurrences are displayed with their name, and
AREA occurrences with their fully qualified name (that is, segmentname.areaname). In an online session, the user can
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execute the displayed statements by pressing Enter. This two-step process allows the user to scan the names of entity
occurrences before submitting the generated statements for execution.

Valid Entity Option Keywords for Conditional Expressions

The following table lists entity type options that you can specify in a conditional expression.

Entity Type Option
ARCHIVE
JOURNALS
DISK JOURNALS
TAPE JOURNALS

FULl <entity-type> NAMe
<entity-type> JOUrnal name
NAMe
DMCl name
DDName
ACCess method
DATASPACE
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated

JOURNAL
BUFFERS
BUFFERS

FULl <entity-type> NAMe
journal BUFfer name
NAMe
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated
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DBNAMES
DBGROUPS

FULl <entity-type> NAMe
DBName <entity-type>
NAMe
DBTable name
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated

DBTABLES DBTable name
NAMe
CV system
SYStem
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated
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DMCLs DMCl name
NAMe
DBTable name
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated

FILES FULl file NAMe
FILe name
file NAMe
SEGment name
DDName
DSName
ACCess method
z/VM USEr id
z/VM virtual ADDress
SET name
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated
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PHYSICAL
AREAS

FULl physical area NAMe
physical AREa name
NAMe
SEGment name
PAGe GROup
area TYPe
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated

SEGMENTS SEGment name
NAMe
PAGe GROup
segment TYPe
PREpared by
CREated by
REVised by
LAST UPDated by
DATE LASt CRItical CHAnge
MONth LASt CRItical CHAnge
DAY LASt CRItical CHAnge
YEAr LASt CRItical CHAnge
DATE last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATE CREated
MONth CREated
DAY CREated
YEAr CREated

Default Order of Precedence Applied to Logical Operators

Conditional expressions can contain a single condition, or two or more conditions combined with the logical operators
AND or OR. The logical operator NOT specifies the opposite of the condition. The compiler evaluates operators in a
conditional expression 1 at a time, from left to right, in order of precedence. The default order of precedence is as follows:
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• MATCHES or CONTAINS keywords
• EQ, NE, GT, LT, GE, LE operators
• NOT
• AND
• OR

If parentheses are used to override the default order of precedence, the compiler evaluates the expression within the
innermost parentheses first.

Date Selection Criteria

Date selection in these WHERE clause options:

• DATE CREATED
• DATE LAST UPDATED
• DATE LAST CRITICAL CHANGE

may be specified as a value-comparison string in the form 'MM/DD/YY' or 'CCYY-MM-DD' in the right-hand side of
the conditional expression and will be interpreted by the extraction in CCMMDDYY form to accurately determine the
relationship of dates. For example, these DISPLAY ALL statements:

DISPLAY ALL SEGMENTS

        WHERE DATE CREATED > '01/01/96';

 

DISPLAY ALL DMCLS

        WHERE DATE LAST CRITICAL CHANGE < '1996-07-14';

establishes a search criteria to identify the occurrences whose date values (which are also evaluated in CCYYMMDD
form) meet the requirements of the specified string. The DISPLAY ALL process determines that the date '01/01/96' is
greater than the date '12/31/95'.

Alternately, you may specify the value-comparison string on either side of the conditional expression in the form
'CCYYMMDD' to achieve the same results.

You can substitute day, month, or year for each of these WHERE clause options. For example, this DISPLAY ALL
statement specifies a search condition which is based on month and year.

DISPLAY ALL AREAS WHERE MONTH CREATED = '01'

                    AND YEAR  CREATED > '95';

Example

The following example displays all AREAS created since June 1, 1986:

display all AREAS where date created > '1986-06-01'
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    as syntax;

ARCHIVE JOURNAL Statements
The ARCHIVE JOURNAL statements create, alter, drop, display, or punch the definition of an archive journal file in the
dictionary.

Authorization

• To create, alter, or drop an archive journal, you must have the following privileges:
– DBADMIN on the dictionary in which the archive journal definition resides
– ALTER on the DMCL with which the archive journal is associated

• To display or punch the archive journal, you must have the DISPLAY privilege on the DMCL with which the archive
journal is associated or DBADMIN on the dictionary in which the archive journal definition resides.

Syntax

CREATE/ALTER ARCHIVE JOURNAL

►►─┬─ CREATE ─┬─ ARCHIVE JOURNAL ─┬──────────────┬─ journal-file-name ────────►

   └─ ALTER ──┘                   └─ dmcl-name. ─┘

 

 ►─┬─────────────────────────────────────────┬────────────────────────────────►

   └─ BLOCK SIZE character-count characters ─┘

 

 ►─┬─────────────────────────────┬────────────────────────────────────────────►◄

   └─ ASSIGN TO ─┬─ ddname ────┬─┘

                 └─ filename ──┘

DROP ARCHIVE JOURNAL

►►── DROP ARCHIVE JOURNAL ─┬──────────────┬─ journal-file-name ───────────────►◄

                           └─ dmcl-name. ─┘

DISPLAY/PUNCH ARCHIVE JOURNAL

►►─┬─ DISplay ─┬─ ARCHIVE JOURNAL ─┬──────────────┬─ journal-file-name ───────►
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   └─ PUNch ───┘                   └─ dmcl-name. ─┘

 

   ┌───────────────────────────────────────┐

 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ DETails ──┬─┴──┘

     └─ WITHOut ───┘   ├─ HIStory ──┤

                       ├─ ALL ◄─────┤

                       └─ NONe ─────┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

 

Parameters

 

• dmcl-name
Identifies the DMCL with which the archive journal file is associated. Dmcl-name must name an existing DMCL defined
to the dictionary. If you don't specify a DMCL name, you must first establish a current DMCL as described in Entity
7.3.3, “Entity Currency" earlier in this section.

• journal-file-name
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Specifies the name of the archive file. Journal-file-name must be a 1- through 18-character name that follows the
conventions described in 7.3, "Naming Conventions".
Journal-file-name must be unique within the DMCL.

• BLOCK SIZE character-count
Specifies the number of characters in each block of the archive journal file. This clause is required on a CREATE
statement.
The value of character-count depends on the operating system:

Operating System Block Size Range (in bytes) Comments
z/OS 512 - 327641 Must be greater than or equal to the journal

buffer page size and should be sized for
efficient tape file storage and access.

z/VSE 512 - 32764 Same as for z/OS.
z/VM 4096  

NOTE
Maximum for an IBM 3380 device is 32760.

• ASSIGN TO
Associates the archive journal file with an external file name. This clause is required on a CREATE statement. The
external file name must be unique within the DMCL.

• ddname
Specifies the external name for the file under z/OS or z/VM. ddname must be a 1- through 8-character value that
follows operating system conventions for ddnames.

• filename
Specifies the external name for the file under z/VSE. Filename must be a 1- through 7-character value that follows
operating system conventions for filenames.

• DETails
Displays or punches details about the archive journal.

• HIStory
Displays or punches:
– The user who defined the archive journal
– The user who last updated the archive journal
– The date the archive journal was created
– The date the archive journal was last updated

• ALL
Displays or punches all information on the archive journal. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the archive journal.

Usage

Archive Journal File Requirement

You must define an archive journal if you are journaling to disk files. When a disk journal file is full, you offload the disk
journal to the archive journal. While the offload occurs, CA IDMS/DB journals to another disk journal.

Using Multiple Archive Journals as Backup

You can define multiple archive journals associated with one DMCL. When you invoke the ARCHIVE JOURNAL utility
statement to offload a disk journal file, CA IDMS/DB writes the contents of the disk journal to each archive file associated
with the DMCL. Therefore, if during the course of manual recovery, an archive file is unreadable, you can attempt recovery
using an alternate archive journal file.
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Incompatibility of Tape and Archive Journal Files

You cannot include the definition of a tape journal file in the DMCL if you include the definition of disk and archive journal
files.

Archive Journal Block Size

When a DMCL is generated, the block size associated with an archive journal is checked to ensure it is not less than the
block size of the disk journals. Since the block size of the disk journals is derived from the page size of the journal buffer,
if the archive journal's block size is less than the page size of the journal buffer, the page size of the journal buffer is used
and a warning message issued.

Examples

Defining an Archive Journal File

The following CREATE ARCHIVE JOURNAL statement defines the archive journal file SYSJRNL:

create archive journal idmsdmcl.sysjrnl

   block size 19068 characters

   assign to sysjrnl;

Changing the Block Size

The following ALTER ARCHIVE JOURNAL statement changes the block size of the archive journal file SYSJRNL to
32,670 characters:

alter archive journal idmsdmcl.sysjrnl

   block size 32670 characters;

Dropping an Archive Journal File

The following DROP ARCHIVE JOURNAL statement deletes the definition of the archive journal file SYSJRNL from the
dictionary:

drop archive journal idmsdmcl.sysjrnl;

AREA Statements
The AREA statements create, alter, delete, display, or punch the definition of an area in the dictionary.

Authorization

• To create, alter, or drop an area, you must have the following privileges:
– DBADMIN on the dictionary in which the area definition resides
– ALTER on the segment with which the area is associated

• To display or punch an area, you must have DISPLAY privilege on the segment with which the area is associated or
DBADMIN on the dictionary in which the area definition resides
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Syntax

CREATE/ALTER AREA

►►─┬─ CREATE ─┬─ physical AREA ─┬─────────────────┬─ area-name ───────────────►
   └─ ALTER ──┘                 └─ segment-name. ─┘

 ►─┬──────────────────────────────────────────┬───────────────────────────────►
   ├─ initial-page-range-specification ───────┤
   └─ EXTEND SPACE extend-page-count pages ───┘

 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   └─ PAGE SIZE character-count characters ──┘

 ►─┬────────────────────────────────────────────────────────────────┬─────────►
   └─ PAGE RESERVE size ─┬─ 0 ◄──────────────────────┬─ characters ─┘
                         └─ reserve-character-count ─┘

 ►─┬──────────────────────────────────────────────────────────┬───────────────►
   └─ ORIGINAL PAGE SIZE original-character-count characters ─┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ STAMP BY ─┬─ TABLE ─┬─┘
                └─ AREA ──┘

 ►─┬──────────────────────────────────┬───────────────────────────────────────►
   └──── TIMESTAMP timestamp-value ───┘

 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   │ ┌────────────────────────────┐ │
   └─▼── symbol-specification ────┴─┘

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄
   │ ┌─────────────────────────────┐ │
   └─▼────file-specification  ─────┴─┘

DROP AREA

►►── DROP physical AREA ─┬─────────────────┬─ area-name ──────────────────────►◄
                         └─ segment-name. ─┘

initial_page

►►─── PRIMARY SPACE primary-page-count pages FROM page start-page ────────────►
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 ►─┬──────────────────────────────────────┬───────────────────────────────────►◄
   └─ MAXIMUM SPACE max-page-count pages ─┘

symbol_specification

►►─┬───────────────┬──────────────────────────────────────────────────────────►
   ├─┬─ ADD ◄────┬─┤
   │ └─ INClude ─┘ │
   └─┬─ DROP ────┬─┘
     └─ EXClude ─┘

 ►─┬─ SUBAREA symbolic-subarea-name ─┬─────────────────────────┬────────────┬─►◄
   │                                 └─ subarea-specification ─┘            │
   ├─ SYMBOLIC DISPLACEMENT symbolic-displacement-name ─┬──────────────────┬┤
   │                                                    └─ page-cnt pages ─┘│
   └─ SYMBOLIC INDEX symbolic-index-name ─┬───────────────────────┬─────────┘
                                          └─ index-specification ─┘

subarea_specification

►►─┬─ FROM page start-page THRU page end-page ───────────────────────────┬────►◄
   ├─ SPACE subarea-page-count pages FROM page subarea-start-page ───────┤
   └─ OFFSET ─┬─ 0 ◄──────────────────────┬─ FOR ─┬─ 100 PERCENT ◄─────┬─┘
              ├─ offset-page-count PAGEs ─┤       ├─ percent PERCENT ──┤
              └─ offset-percent PERCENT ──┘       └─ page-count PAGEs ─┘

index_specification

►►─┬ BLOCK CONTAINS key-count keys ─┬───────────────────────────────┬───────┬─►◄
   │                                └ DISPLACEMENT page-count pages ┘       │
   └ BASED ON ─┬──────────┬─ KEY LENGTH key-length ┌───────────────────────┬┘
               ├ SORTED ◄─┤                        └ FOR index-cnt RECORDS─┘
               └ UNSORTED ┘

file_specification

►►─┬───────────────┬─┬─ FILE file-name ──────────────────┬────────────────────►
   ├─┬─ ADD ◄────┬─┤ └─ PATH FILE native-vsam-file-name ─┘
   │ ├─ WITHIN ──┤ │
   │ └─ INClude ─┘ │
   └─┬─ REMOVE ──┬─┘
     ├─ DROP ────┤
     └─ EXClude ─┘

 ►─┬───────────────────────────────────────────────────────┬──────────────────►◄
   └─ FROM start-block ─┬─ THRU end-block ───────────────┬─┘
                        └─ FOR ─┬─ ALL blocks ─────────┬─┘
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                                └─ block-count blocks ─┘

DISPLAY/PUNCH AREA

►►─┬─ DISplay ─┬─ AREA ─┬─────────────────┬─ area-name ───────────────────────►
   └─ PUNch ───┘        └─ segment-name. ─┘

   ┌───────────────────────────────────────┐
 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►
     │               ┌────────────────┐  │
     ├─ WITh ──────┬─▼─┬─ FILes ────┬─┴──┘
     └─ WITHOut ───┘   ├─ SYMbols ──┤
                       ├─ DETails ──┤
                       ├─ HIStory ──┤
                       ├─ ALL ◄─────┤
                       └─ NONe ─────┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ VERb ─┬─ DISplay ───┬─┘
            ├─ PUNch ─────┤
            ├─ CREate ◄───┤
            ├─ ALTer ─────┤
            └─ DROp ──────┘

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄
   └─ AS ─┬─ COMments ◄──┬─┘
          └─ SYNtax ─────┘

Parameters

CREATE/ALTER AREA

• segment-name
Specifies the segment associated with the area. Segment-name must identify a segment defined in the dictionary.
If you do not specify a segment name when you issue an AREA statement, you must first establish a current segment
as described in “Entity Currency" at "DDL Statement Naming Conventions."

• area-name
Specifies the name of the area. Area-name must be a 1- through 18-character name that follows the conventions
described in "DDL Statement Naming Conventions."
Area-name must be unique within the segment associated with the area.

WARNING

If the area is associated with an SQL segment in an application dictionary, you must drop any tables or
indexes associated with the area before you attempt to delete the area by issuing a DROP AREA statement.

If the area is associated with a non-SQL segment, the name of the area must be the same as the area
defined in the non-SQL schema.

• initial-page-range-specification
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Specifies the initial page range assigned to the area. This clause is required on a CREATE statement.
Native VSAM: For special considerations that apply to the page ranges of native VSAM data sets, see "Usage" below.
Expansion of  initial-page-range-specification
– PRIMARY SPACE primary-page-count

Specifies the initial number of pages to be included in the area. Primary-page-count must be an integer in the
range 2 through the maximum number of pages determined by the MAXIMUM RECORDS clause of the SEGMENT
statement. The upper limit is 1,073,741,821.

WARNING
This parameter establishes the default CALC page range of the area and should not be specified with new
values on an ALTER AREA request unless the area is empty or is to be reloaded using the RELOAD or
REORG utilities.

– FROM page start-page
Specifies the page number of the first page in the area. Start-page must be an integer in the range 1 through the
maximum number of pages determined by the MAXIMUM RECORDS clause of the SEGMENT statement. The
upper limit is 1,073,741,821.

– MAXIMUM SPACE max-page-count pages
Specifies the largest number of pages that can be included in the area. Max-page-count must be:
• An integer in the range 2 through the maximum number of pages determined by the MAXIMUM RECORDS

clause of the SEGMENT statement; the upper limit is 1,073,741,821.
• Greater than or equal to the primary page count for the area
The default maximum number of pages is the area's primary page count.
Native VSAM: If specified, MAXIMUM SPACE must equal the primary page count.

• EXTEND SPACE extend-page-count
On an ALTER AREA statement, specifies a number of pages to be added to the area. The new pages are numbered
starting after the last page currently in the area.
Extend-page-count must be an integer in the range 1 through the maximum number of pages determined by the
MAXIMUM RECORDS clause of the SEGMENT statement. The upper limit is 1,073,741,818. The number of new
pages plus the number of existing pages cannot exceed the maximum number of pages allowed for the area.
When you add pages to an area, you must also associate the added pages with either:
– One or more additional files
– File blocks beginning at the end of the last file with which the area is associated
Added pages are automatically associated with file blocks, by specifying the 'WITHIN FILE'-clause without the 'FROM'-
clause for the <file-name> (if only 1 file is associated with the area) or for the last <file-name> (if more than 1 file is
associated with the area). All other changes in the assignment of file blocks require first an EXCLUDE of the <file-
name(s)>, followed by a new 'WITHIN FILE <file-name> FROM'-clause.

WARNING
When specifying an EXTEND SPACE parameter, do not specify a PRIMARY SPACE parameter which alters
the original page range of the area.

Native VSAM: Do not specify the EXTEND SPACE clause. For special considerations that apply to EXTEND SPACE
see Usage, below.

NOTE
This parameter is not valid on the CREATE AREA statement.

• PAGE SIZE character-count
Specifies the number of characters in each page of the area. This clause is required on a CREATE statement.
Character-count must be a multiple of 4 in the range 48 through 32,764 and must be at least 40 bytes larger than the
largest fixed-length record or uncompressed row in the area. Some operating systems may not support a page size of
32764 characters. Check your operating system limitations.
Native VSAM: Do not specify the PAGE SIZE clause.

• PAGE RESERVE SIZE reserve-character-count
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Specifies the number of characters to be reserved on each page to accommodate increases in the length of records or
rows stored on the page. Reserved space will be used for:
– SR8 index records, which vary in length at the bottom level of the index. The length of a bottom-level SR8 record

can change due to any operation that updates an indexed record. Reserved space is not available for new SR8
records.

– Variable-length records that expand during DML MODIFY operations.
– Compressed rows or records whose physical length increases due to a change in the data values.
Reserve-character-count must be either 0 or:
– A multiple of 4 in the range 48 through 32,716
– Less than or equal to the size of a page in the area minus 48
The default is 0.
Native VSAM: Do not specify this clause.

• ORIGINAL PAGE SIZE original-character-count
Specifies the page size of the area when it was last formatted. This clause must be specified the first time the page
size of an area is increased using the EXPAND PAGE utility statement, and should not be specified again unless you
reformat the area using the new specification.
Original-character-count must be a multiple of 4 in the range 48 through 32764 and cannot be greater than the value
specified for the PAGE SIZE clause. The default on a CREATE AREA statement is the value specified for the PAGE
SIZE clause.
Native VSAM: Do not specify this clause.

• STAMP BY TABLE
On a CREATE AREA statement, directs CA IDMS/DB to update the synchronization stamp for an individual table in
the area when the definition of the table or any associated CALC key, index, or referential constraint is modified. This
clause is valid only for areas that are associated with an SQL segment.
STAMP BY TABLE overrides the synchronization stamp specification defined for the segment with which the area is
associated.

NOTE
This parameter is not valid on the ALTER AREA statement.

• STAMP BY AREA
On a CREATE AREA statement, directs CA IDMS/DB to maintain a synchronization stamp for the area as a whole in
addition to the synchronization stamps for individual tables. CA IDMS/DB updates the stamps for both the individual
table and the whole area when the definition of any table in the area or any associated CALC key, index, or referential
constraint is modified. Maintaining stamps at the area level allows validation of access modules by area rather than by
individual table. However, a change to a table within the area requires that an access module that references any table
within the area be recompiled.
STAMP BY AREA overrides the synchronization stamp specification defined for the segment with which the area is
associated.
This clause is valid only for areas that are associated with an SQL segment.

NOTE
This parameter is not valid on the ALTER AREA statement.

• TIMESTAMP timestamp-value
Specifies the value of the synchronization stamp to be assigned to the area. Timestamp-value must be a valid external
representation of a timestamp. This clause is valid only for areas associated with an SQL segment and for which area-
level stamping is in effect.

• symbol-specification :pd
Expansion of symbol-specification
– ADD

For areas associated with non-SQL segments, specifies a value for a symbolic parameter defined in a non-SQL
schema definition. ADD is the default. INClude is a synonym.
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NOTE
If the symbolic parameter is already defined to the area, CA IDMS/DB updates its value.

– DROP
For areas associated with non-SQL segments, removes the symbolic parameter.
To drop a symbolic parameter, specify only the name of the symbol to be dropped. Optional clauses, such as
subarea-specification, are not allowed. EXClude is a synonym.

– SUBAREA symbolic-subarea-name
Names a symbolic parameter that represents a subdivision of the area's page range. Symbolic-subarea-name is a
1- to 18-character name that follows the conventions described in DDL Statement Naming Conventions. Symbolic-
subarea-name must be unique within the subareas defined for the area.

– subarea-specification
Specifies an actual page range for the subarea or a relative page range for the subarea based upon the total
number of pages defined for the area. If you do not specify an actual or relative page range for the subarea, the
default is the page range of the area expressed as this offset specification:
offset 0 pages for 100 percent

Expansion of subarea-specification
• FROM page start-page

Specifies the starting page for the subarea. Start-page must be an integer in the range 1 through the high page
number of the area.
• THRU page end-page

Specifies the last page for the subarea. End-page must be an integer:
• Within the page range defined for the area
• Greater than the value specified for start-page

• SPACE subarea-page-count pages
Specifies the number of pages to be included in the subarea. Subarea-page-count is an integer in the range 1
through the number of pages in the area.
• FROM page subarea-start-page

Specifies the first page of the subarea. Subarea-start-page must be an integer in the range 1 through the high
page number of the area.

• OFFSET
Specifies a relative page range for the subarea, in terms of either a percentage of the area or a displacement
relative to the first page of the area. The assigned relative page range must fall within the page range for the
area.

• offset-page-count PAGEs
Determines the first page of the subarea within the area. CA IDMS/DB uses the calculation below to determine
the relative page number:
first subarea page = (LPN + offset-page-count)

     where LPN = the lowest page number in the area

Offset-page-count must be an integer in the range 0 through the number of pages in the area minus 1.
• offset-percent PERcent

Determines the first page of the subarea within the area based on the lowest page number of the area and the
total number of pages in the area:
first subarea page = (LPN + (PPC * offset-percent * .01))

     where LPN = the lowest page number in the area
       and PPC = the primary page count

 306



 Administrating

Offset-percent must be an integer in the range 0 through 100.
• FOR page-count PAGEs

Determines the last page of the subarea within the area based on the first page of the subarea:
last subarea page = (FSP + page-count - 1)

     where FSP = the first subarea page
                 (determined by calculations above)

The calculated page must not exceed the highest page number in the area.
• FOR percent PERcent

Determines the last page of the subarea within the area based on the first page of the subarea and the total
number of pages in the area:
last subarea page = (FSP + (TNP * percent * .01) - 1)

     where FSP = the first page in the subarea
                 (determined by calculations above)
       and TNP = the total number of pages in the area

Percent must be an integer in the range 1 through 100. The default is 100. If percent causes the calculated
last page of the subarea to be greater than the highest page number in the area, the compiler ignores the
excessive page numbers, and CA IDMS/DB will store the record occurrences up to and including the last
page in the area.

– SYMBOLIC DISPLACEMENT symbolic-displacement-name
Names a symbolic parameter that represents the displacement of member records that participate in a VIA set
from the owner record of the set. Symbolic-displacement-name is a 1- to 18-character name that follows the
conventions described in DDL Statement Naming Conventions. Symbolic-displacement-name must be unique
within the symbolic displacement names defined to the area.

– page-cnt-pages
Specifies how many pages separate the member record of a VIA set from the owner record. Page-cnt-pages is an
integer in the range 0- through 32767.

– SYMBOLIC INDEX symbolic-index-name
Names a symbolic parameter that represents index characteristics. Symbolic-index-name is a 1- to 18-character
name that follows the conventions described in DDL Statement Naming Conventions. Symbolic-index-name must
be unique within the symbolic index names defined to the area.

– index-specification
Specifies either:
• The values that represent the number of entries in an SR8 record and the displacement of bottom-level SR8

records from the remainder of the index.
• The values that are used to calculate the number of SR8 entries and the displacement.
Expansion of index-specification
• BLOCK CONTAINS key-count keys

Specifies the maximum number of entries in each internal index record (SR8 system record). Key-count must be
an integer in the range 3 through 8180.
DISPLACEMENT page-count pages
Indicates the number of pages bottom-level SR8 records are displaced from the top of the index. Page-count
must be either 0 or an integer in the range 3 through 32,767. The default is 0, which means bottom-level index
records are not displaced.
BASED ON KEY LENGTH key-length
Calculates the size of the index block and displacement based upon the length of the key fields and the number
of entries in the index. Specify key-length as:
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• 0, for unsorted indexes
• 0, for indexes sorted by db-key
• An integer in the range 1 through 256 for other indexes
SORTED
Indicates that the index keys are sorted.
UNSORTED
Indicates that the index keys are not sorted.
FOR index-cnt RECORDS
Specifies an estimated number of record occurrences to be indexed. Index-cnt is an integer in the range 0
through 2,147,483,647. The default is 1000. For more information, see Usage, below.

• file-specification
Specifies the file(s) to which pages in the area map. An area can map to one or more files.
Expansion of file-specification
– ADD FILE file-name

Associates the area with the named database file or native VSAM file that has an access method of KSDS, ESDS
or RRDS. WITHIN and INClude are synonyms. File-name must identify a file that:
• Is associated with the same segment as the area
• Is not defined with PATH as an access method
Native VSAM: Native VSAM files with access method KSDS, ESDS, or RRDS must map to one and only one area.
Likewise, the area must map to one and only one native VSAM file and PATH file.

NOTE

You can associate an area with 1 through 32,767 files. Pages in the area are mapped consecutively to
blocks in the first file named, then to blocks in the second file named, and so on. If any files are associated
with the area, you must identify enough file blocks to accommodate all the pages in the area.

• – DROP FILE file-name
Dissociates the area from the named file. REMOVE and EXClude are synonyms. File-name must identify a
database file previously associated with the area.
If you dissociate a file from an area, you must identify enough additional file blocks in the same ALTER AREA
statement to accommodate the pages that no longer map to the file, unless all files are dissociated from the area.

– PATH FILE native-vsam-file-name
Identifies a native-VSAM PATH file for the area. Native-vsam-file-name is a 1- to 18-character name of a PATH file
defined to the segment. The following restrictions apply:
• The access method defined for native-vsam-file-name on a CREATE/ALTER FILE statement must be PATH.
• The file cannot map to any other areas
• The area must map to a file whose access method is KSDS or ESDS

– FROM start-block
Specifies the number of the first block in the named file to be associated with the area. Start-block must be an
integer in the range 1 through 2,147,483,646. The default depends on the verb:
• For CREATE AREA, the default is 1
• For ALTER AREA without the EXTEND SPACE clause, the default is 1
• For ALTER AREA with the EXTEND SPACE clause, the default is the current high block number of the file plus 1

– THRU end-block
Specifies the number of the last block in the named file to be associated with the area. End-block must be an
integer in the range 2 through 2,147,483,647.

– FOR ALL
Specifies that blocks in the named file are to be associated with the area for the entire page range of the area, or, if
specified for an ALTER AREA with an EXTEND SPACE clause, for the number of pages in the extended space.

– FOR block-count blocks
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Specifies the number of blocks in the named file to be associated with the area. Block-count must be an integer in
the range 2 through 2,147,483,647.

DROP AREA

• segment-name
Specifies the segment associated with the area.

• area-name
Specifies the name of the area.

DISPLAY/PUNCH AREA

• FILes
Displays or punches information on all files to which the area is mapped.

• SYMbols
Displays or punches information on all symbols defined to the area.

• DETails
Displays or punches details about the area.

• HIStory
Displays or punches:
– The user who defined the area
– The user who last updated the area
– The date the area was created
– The date the area was last updated

• ALL
Displays or punches all information on the area. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the area.

NOTE

For more information about DISPLAY/PUNCH, see Generic DISPLAY/PUNCH Statement.

Usage

Unique Page Range

The range of pages reserved for an area is defined by the FROM PAGE parameter in conjunction with the MAXIMUM
SPACE parameter (or the PRIMARY SPACE parameter if you do not specify MAXIMUM SPACE). This page range must
not overlap the page range for:

• Any other area contained in the segment
• Any other area in a DMCL in which the area's segment is included if the page groups are the same

Contiguity of Page Ranges

Page ranges within a segment can be, but do not have to be, contiguous with one another.

Page Range Limits Depend on Maximum Number of Records Per Page

The highest page number for an area depends on the maximum number of records or rows that can fit on a single page.
Use the table provided under "Usage" in SEGMENT Statements to determine the highest page number.

Page Ranges for CALC Records

The last page of a subarea that can be used to store CALC record occurrences depends on the type of offset
specification:
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• For page offsets, the last page of the CALC range is the last page of the subarea.
• For percentage offsets, this calculation is used to determine the last page of the CALC range:

calc-lastpage-of-subarea =
    firstpage-of-subarea + percent * primary-page-count * .01

Copying an Extended Area Into a New Segment

It may become necessary to copy the definition of an area that was extended into a new segment. If you issue a DISPLAY
command for the original area definition, the PRIMARY SPACE parameter for the area is generated with the total number
of pages defined to the area due to any previous EXTEND SPACE operations. Information regarding the original number
of pages defined to the area is generated as a comment.

When using DISPLAY to add the area to a new segment definition, the area primary space is defined with the total
number of pages assigned to the extended area and does not carry forward the extended condition of the area. If this new
definition is used against a copy of the original area, the page range for CALC records in the new definition is different
than that used in the original area. This causes  NOT FOUND errors when attempting to access CALC records when
using their CALC keys.

NOTE

To properly copy an extended area definition to a new segment, it is necessary to code the PRIMARY SPACE
using the area original page range on the creation of the area within the new segment. Following the creation,
you must perform an EXTEND SPACE procedure on the new area definition for the total number of pages in the
extended portion of the original area.

What Happens to Offsets When You Expand an Area

When you expand an area by using the EXTEND SPACE clause on the ALTER AREA command, the following occurs to
the first page, last page, and CALC last page of a subarea:

• The first page does not change
• The last page changes if you specified a percentage offset; CA IDMS/DB allows CALC overflow records and records

with other location modes to be stored in the expanded space
• The last page of the CALC range does not change; that is, CALC records continue to target to the original page range

assigned to the subarea

NOTE
You must exercise care when expanding an area containing subarea definitions that use offset percentages
because subareas can overlap after the EXTEND SPACE is performed. For example:

Given the following subarea allocations for an area containg 1000 pages, the page ranges are as follows:

    Definition                LoPage     HiPage
SUB1 OFFSET  0% FOR 25%          1         250
SUB2 OFFSET 25% FOR 25%        251         500
SUB3 OFFSET 50% FOR 25%        501         750
SUB4 OFFSET 75% FOR 25%        751        1000

If an EXTEND SPACE is executed, and 1000 more pages are added to the area, the allocations are as follows:

Sub Area        LoPage        HiPage
  SUB1             1            500
  SUB2           251            750
  SUB3           501           1000
  SUB4           751           1250
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You can see that adding 1000 pages to the area did not significantly increase the space available in which to store
records, nor did the additional space get used by any areas mapped to defined subarea definitions -- only SUB4 benefits
by the additional pages.

Percentage Offsets Most Flexible

Percentage offset specifications are the most flexible in terms of database maintenance. As the database grows and must
eventually be expanded, the areas of the database must also be expanded. If you use percentage offsets, CA IDMS/DB
automatically assigns record occurrences to the appropriate percentage of the new area.

Page Range for RRDS Native VSAM Areas

CA IDMS/DB constructs the db-key for a record in an RRDS native VSAM area in the following manner:

dbkey = low-dbkey-of-area + relative-record-number

Therefore, for an RRDS file, the number of pages specified by the page range must be calculated as follows (rounded up
to the next integer):

number-of-pages =
 (number-of-vsam-records-in-file + 1) / (maximum-records-per-page + 1)

NOTE
Maximum-records-per-page is specified on the CREATE SEGMENT statement and determines the format of the
database keys for records in areas that are contained in the segment.

Page Range for KSDS Native VSAM Areas

CA IDMS/DB constructs the db-key for a record in a KSDS native VSAM area by randomizing the record's prime key to a
database key in the database key range for the area. Therefore, for a KSDS file, a rule-of-thumb for calculating the page
range is as follows (rounded up to the next integer):

number-of-pages = number-of-vsam-records-in-file / x

where x =  10 if number-of-vsam-records-in-file < 100,000
           100 if number-of-vsam-records-in-file > 100,000

The idea is to specify a page range that minimizes the probability of constructing duplicate keys without specifying an
excessive number of pages for the area.

Page Range for ESDS Native VSAM Areas

CA IDMS/DB constructs the db-key for a record in an ESDS native VSAM area in the following manner:

dbkey = low-dbkey-of-area + relative-byte-address

Therefore, for an ESDS file, the number of pages specified by the page range must be calculated as follows (rounded up
to the next integer):

number-of-pages = total-bytes-in-file / (maximum-records-per-page + 1)

NOTE
Maximum-records-per-page is specified on the CREATE SEGMENT statement and determines the format of the
database keys for records in areas that are contained in the segment.

Physical Device Blocking

A database page is a fixed block. As a general rule, you should use pages that are an even fraction of the track size.
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The following table lists the optimal page sizes by device type for five IBM disk drives. Manufacturers of other brands of
direct access storage devices (DASD) should be able to provide similar information for their own equipment.

Per track 3330 3340 3350 3375 3380 3390
1 13028 8368 19068 32764 32764 32764
2 6444 4100 9440 17600 23476 27996
3 4252 2676 6232 11616 15476 18452
4 3156 1964 4628 8608 11476 13680
5 2496 1540 3664 6816 9076 10796
6 2056 1252 3020 5600 7476 8904
7 1744 1052 2564 4736 6356 7548
8 1508 896 2220 4096 5492 6516
9 1324 780 1952 3616 4820 5724
10 1180 684 1740 3200 4276 5064
11 1060 608 1564 2880 3860 4564
12 960 544 1416 2592 3476 4136
13 876 488 1296 2368 3188 3768
14 804 440 1180 2176 2932 3440
15 740 400 1096 2016 2676 3172

Notes:
The bytes per page for FBA devices must be a multiple of 512.
On z/VM, the size of a database page must be less than or equal to 4096 bytes.For VSAM database files the character-
count must be at least 8 bytes larger than the page size.

Synchronization Stamps

If you expect frequent changes to the definitions of SQL tables, you should maintain synchronization stamps at the table
level. If you do not expect frequent changes, you should maintain stamps at the area level.

Specifying a Synchronization Stamp Value

When defining or altering an area for which area-level stamping is in effect, you can specify an explicit value for its
synchronization stamp. This allows you to create databases that have identical physical attributes and can therefore be
accessed through a single schema definition.

Since an area's synchronization stamp is updated each time any DDL statement affecting the area is issued, the
synchronization stamp must be set after issuing the SQL DDL statements that define the database.

Care should be exercised when specifying a specific timestamp, since its purpose is to enable the detection of
discrepancies between an entity and its definition. If explicitly specified, the timestamp should always be set to a new
value following a definitional change so that the change is detectable to the run time system.

Contiguity of File Blocks

Block ranges within a file associated with more than one area must be contiguous.

To specify that all pages of the area map to all pages of the file, specify:

...from 1 for all

on the file specification.
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If the file has multiple areas associated with it, the block range will overlap if both of the areas map to the file having this
specification. You can map the first area using "FROM 1 FOR ALL", but you must map the second area "FROM last-block-
of-the-file+1 FOR ALL".

Device Types or Access Methods May Limit the Number of File Blocks

Device types or access methods may further restrict the number of blocks allowed in a file. For example, a maximum of
65,535 tracks can be addressed in BDAM files.

NOTE
For more information on device types and access methods, see Allocating and Formatting Files.

Native VSAM File Restrictions

An area that maps to native VSAM files has the following restrictions:

• A native VSAM file defined with an access method RRDS, KSDS, or ESDS can map to one and only one area
• An area that maps to a native VSAM file must map to one and only one file
• If an area is associated with one or more files defined with PATH as an access method, then:

– The area must map to either an ESDS or KSDS file
– The PATH file must not be associated with any other area

Index Calculations

The following algorithms are used to calculate BLOCK CONTAINS key-count and the DISPLACEMENT page-count
values for symbolic index parameters when the BASED ON clause is specified.

Index block:

Step 1:  Assuming 3 SR8's per page, compute the following:

         The maximum size of the variable portion of an SR8:
            ( (Page size - Page reserve - 32) / 3 ) - 40 = SR8-vsize

         The maximum number of entries in an SR8:
                Sorted index:  (SR8-vsize / ( 8 + Keylen) ) - 2
              Unsorted index:  (SR8-vsize / 4 ) - 1

         If the number of SR8 entries is less than 3, set it to 3; if
         greater than 8180, set it to 8180.

Step 2:  Establish the number of index entries:  Use the FOR index-cnt
         value, if specified, or 1000.

Step 3:  Estimate the number of entries per SR8 for a 3-level index:
         Find the first entry in the following table whose Number of
         Entries column is greater than or equal to the value established
         in Step 2.
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               Number of        Number of
               entries          SR8 entries

                   1,000           10
                  15,625           25
                 125,000           50
                 512,000           80
               1,000,000          100
               2,000,376          126
               3,375,000          150
               5,359,375          175
               8,000,000          200
              15,625,000          250
                 -1              8180

Step 4:   Determine the INDEX BLOCK value:  Use the lesser of the Number
          of SR8 entries from the table and the value from Step 1 as the
          INDEX BLOCK (IBC) value in the remaining calculations.

Displacement:

For unsorted indexes, the displacement is set to 0; for sorted indexes, it is calculated as follows:

Step 1:  Calculate the number of bottom level and higher level SR8s:

                Set N             = #-of-entries
                High-level-SR8s   = 0
                Bottom-level-SR8s = 1

                Repeat

                  N = (N + IBC - 1) / IBC (truncate)

                  If N = 1, exit

                  If High-level-SR8s = 0,
                        High-level-SR8s    = 1
                        Bottom-level-SR8s  = N
                  Else High-level-SR8s = High-level-SR8s + N

          Set Total-SR8s = High-level-SR8s + Bottom-level-SR8s
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Step 2:   Determine the number of SR8s per page:

                Calculate size of an SR8:

                        SR8-size = 32 + (IBC + 1) * (keylen + 8)

                Calculate number of SR8s per page:

                        (Page-size - Page-reserve - 32) / (SR8-size + 8)

Step 3:   Establish the INDEX DISPLACEMENT:

                If Number of Higher Level SR8s is less than 2, set
                the DISPLACEMENT = High-level-SR8s.  (For a one or
                two-level index, displacement will be 0 or 1
                respectively.)

                If Number of Higher Level SR8s is greater than 1,
                compute the displacement:

                  (High-level-SR8s + SR8s-per-page - 1)
                  -------------------------------------  + 1 (truncate)
                            SR8s-per-page

                If the calculate displacement is greater than the number
                of pages in the area containing the index, then:

                  Displacement = Number of pages in area / 2

Examples

Mapping to a Single File

The CREATE AREA statement below defines an area that has only one associated file. All 100 pages in the area will map
to the first available 100 blocks in the file.

create area demoseg.emp_space
   primary space 100 pages
   page size 4276
   within file demoseg.emp_file;
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Mapping to Two Files

The CREATE AREA statement below defines an area that maps to two files. The first 500 pages in the area map to the
first 500 blocks in the PUB_FILE_1 file. The second 500 pages in the area map to 500 blocks of the PUB_FILE_2 file,
starting at block number 1001.

create area salesseg.sales_space
   primary space 1000 pages
   from page 85001
   maximum space 1500 pages
   page size 3820 characters
   page reserve size 800 characters
   within file pub_file_1
      from 1 for 500
   within file pub_file_2
      from 1 for 500;

Adding Pages to an Area

The ALTER AREA statement below adds 200 pages to the SALES_SPACE area. The new pages are mapped to the
PUB_FILE_3 file.

alter area salesseg.sales_space
   extend space 200 pages
   within file pub_file_3
   from 1 thru 200;

Dropping an Area

The following DROP AREA statement deletes the definition of the SALES_SPACE area from the dictionary. If SALESSEG
is defined as an SQL segment, then you must first drop all tables and indexes associated with the area:

drop area salesseg.sales_space;

BUFFER Statements
 

The BUFFER statements create, alter, drop, display, or punch the definition of a database buffer in the dictionary. You
must define at least one database buffer for a DMCL.

Authorization

• To create, alter, or drop a database buffer, you must have the following privileges:
– DBADMIN on the dictionary in which the database buffer definition resides
– ALTER on the DMCL with which the database buffer is associated

• To display or punch the database buffer, you must have DISPLAY privilege on the DMCL with which the database
buffer is associated or DBADMIN on the dictionary in which the buffer definition resides

BUFFER Statement Syntax

CREATE/ALTER BUFFER

►►─┬── CREATE ─┬─ BUFFER ─┬──────────────┬─ database-buffer-name ─────────────►
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   └── ALTER ──┘          └─ dmcl-name. ─┘

 

 ►─┬────────────────────────────────────────┬─────────────────────────────────►

   └─ PAGE SIZE character-count characters ─┘

 

 ►─┬──────────────────────────────────────────────────────────────────────┬───►

   └─ NATIVE VSAM ─┬─ LSR KEYLEN lsr-key-length ──┬─ STRNO string-number ─┘

                   └─ NSR BUFNI nsr-buffer-count ─┘

 

 ►─┬───────────────────────────────────────────────────────────────────────┬──►

   └─ LOCAL MODE BUFFER PAGES local-mode-page-count ─┬───────────────────┬─┘

                                                     ├─ OPSYS storage ◄──┤

                                                     └─ IDMS storage ────┘

 

 ►──┬────────────────────────────────────────────────────────────┬────────────►◄

    └┬─ CENTRAL VERSION ─┬─ MODE BUFFER ─┬─────────────────────┬─┘

     └─ CV ──────────────┘               └─ cv-buffer-options ─┘

DROP BUFFER

►►─── DROP BUFFER ─┬──────────────┬─ database-buffer-name ────────────────────►◄

                   └─ dmcl-name. ─┘

DISPLAY/PUNCH BUFFER

►►─┬─ DISplay ─┬─ BUFFER ─┬──────────────┬─ database-buffer-name ─────────────►

   └─ PUNch ───┘          └─ dmcl-name. ─┘
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   ┌───────────────────────────────────────┐

 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ DETails ──┬─┴──┘

     └─ WITHOut ───┘   ├─ HIStory ──┤

                       ├─ ALL ◄─────┤

                       └─ NONe ─────┘

 

 ►─┬──────────────────────────┬───────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬───┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

Expansion of cv-buffer-options

►►─┬────────────────────────────────────┬─────────────────────────────────────►

   └─ INITIAL PAGES initial-page-count ─┘

 

 ►─┬────────────────────────────────────┬─────────────────────────────────────►

   └─ MAXIMUM PAGES maximum-page-count ─┘
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 ►─┬──────────────────────┬───────────────────────────────────────────────────►◄

   └┬─ OPSYS storage ◄──┬─┘

    └─ IDMS storage ────┘

 

BUFFER Statement Parameters

• dmcl-name
Identifies the DMCL with which the database buffer is associated. Dmcl-name must name an existing DMCL defined
to the dictionary. If you don't specify a DMCL name, you must establish a current DMCL as described in 7.3.3, “Entity
Currency".

• database-buffer-name
Specifies the name of the buffer being created. Database-buffer-name must be a 1- through 18-character name that
follows the conventions described in 7.3, “Naming Conventions".
Database-buffer-name must be unique among the database and journal buffer names within the DMCL. From 1 to
32,767 database buffers can be defined to a single DMCL.

• PAGE SIZE character-count
Specifies the number of characters in each page of the buffer. This clause is required on a CREATE statement. The
buffer page size determines the size of the largest database page or VSAM control interval that can be written to the
buffer.
The value of character-count depends on the type of buffer being defined:

File Buffer Type Valid Page Sizes (in bytes)
VSAM database file  48 - 32764; multiple of 4 1 2
Native VSAM file3 LSR 512, 1024, 2048, or multiple of 4096 up to

28672
 NSR 512 - 8192; multiple of 512

8193 - 30720; multiple of 2048

NOTE
For VSAM database files, character-count must be at least 8 bytes larger than the size of the database page.

NOTE
For native VSAM files, the PAGE SIZE clause must be greater than or equal to the largest control interval of a
file that maps to the buffer.

• NATIVE VSAM
Specifies a buffer for use with native VSAM data sets.

• LSR KEYLEN lsr-key-length
Specifies an LSR (local shared resource) buffer. Only one is allowed per DMCL.
Lsr-key-length specifies the maximum key length for all native VSAM files using the buffer, where lsr-key-length-n is an
integer in the range 1 through 255.

• NSR BUFNI index-buffer-count
Specifies an NSR (nonshared resource) buffer. Any number of these are allowed.
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Index-buffer-count specifies the number of index buffers VSAM uses to transfer the contents of index entries between
main memory and auxiliary storage. It is an integer in the range string-number through 32767.

• STRNO string-number
Specifies the maximum number of concurrent requests permitted against all areas associated with files that are
assigned to the buffer, where string-number is an integer in the range 1 through 255.

• LOCAL MODE BUFFER PAGES local-mode-page-count
Specifies the number of pages to be included in the buffer when the database is used in local mode. Valid values for
local-mode-page-count appear as follows:

Buffer Type Valid Values
Non-native VSAM buffers 3 to 16,777,2141; default 3
Native VSAM buffers 2 to 256; must be greater than the value assigned to STRNO in

the NATIVE VSAM clause above

NOTE
The practical upper limit depends on the amount of available storage.

NOTE
Native VSAM For native VSAM data sets, the buffer page count specifies the number of pages in the buffer
used to transfer data between memory and auxiliary storage. For LSR buffers, the page count specifies the
number of pages used to transfer both data and index entries.

• OPSYS storage
Places the buffer in a contiguous block of storage acquired from the operating system. The storage is acquired above
the 16-megabyte line in operating systems that support extended addressing. If sufficient storage is not available,
storage is acquired as IDMS storage. OPSYS STORAGE is the default.

• IDMS storage
Acquires a discrete piece of storage for each buffer page. If the operating system supports extended addressing, the
storage will be acquired above the 16-megabyte line.
Native VSAM: Do not specify this clause.

• CENTRAL VERSION MODE BUFFER
Specifies page counts for the buffer when the database is used under the central version.

• cv-buffer-options
Specifies options for the buffer used under the central version.

• INITIAL PAGES initial-page-count
Specifies the initial number of pages to be allocated for the buffer. Initial-page-count is an integer. Valid values appear
as follows:

Buffer Type Valid Values
Non-native VSAM buffers 3 to 16,777,2141; default 3
Native VSAM buffers 2 to 256; must be greater than the value assigned to STRNO in

the NATIVE VSAM clause above

NOTE
The practical upper limit depends on the amount of available storage.

NOTE
Native VSAM: For native VSAM data sets, the buffer page count specifies the number of pages in the buffer
used to transfer data between memory and auxiliary storage. For LSR buffers, the page count specifies the
number of pages used to transfer both data and index entries.

• MAXIMUM PAGES maximum-page-count
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Specifies the largest number of pages that can be allocated for the buffer. Maximum-page-count is an integer in the
range 3 to 16,777,214. It must be greater than or equal to the number specified in the INITIAL PAGES parameter. The
default is the initial number of pages included in the buffer.
Native VSAM: Do not specify this clause.

• OPSYS storage
Places the buffer in contiguous storage acquired from the operating system. OPSYS STORAGE is the default.
The storage is acquired above the 16-megabyte line in operating systems which support extended addressing. If
sufficient storage is not available, storage is acquired as IDMS storage.

• IDMS storage
Requests a discrete piece of storage for each buffer page from the DC/UCF storage pool. If the DC/UCF system
contains a storage pool above the 16-megabyte line, then storage for the buffer is acquired above the 16-megabyte
line.
Native VSAM: Do not specify this clause.

• DETails
Displays or punches details about the database buffer.

• HIStory
Displays or punches:
– The user who defined the database buffer
– The user who last updated the database buffer
– The date the database buffer was created
– The date the database buffer was last updated

• ALL
Displays or punches all information on the database buffer. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the database buffer.

BUFFER Statement Usage

Buffer Storage Not Acquired Until Needed

CA IDMS/DB does not acquire storage for a buffer until it opens a file associated with the buffer.

Buffer Page Count Under the Central Version

When you start up a DC/UCF system, the number of pages in a given buffer is the number specified in the INITIAL
PAGES parameter in the buffer definition. If the initial number of pages is lower than the number specified in the
MAXIMUM PAGES parameter, you can use the DCMT VARY BUFFER command to increase the number of pages in the
buffer up to the specified maximum.

How CA IDMS/DB Acquires Storage for a Buffer

The OPSYS and IDMS parameters tell CA IDMS/DB how to acquire storage for the buffer. In response to the OPSYS
parameter, CA IDMS/DB issues a request to the operating system for a contiguous block of storage for the buffer pages.
In response to the IDMS parameter, CA IDMS/DB issues requests to the DC/UCF system for storage equal to the size of
a buffer page until all the required pages are acquired. For both OPSYS and IDMS, CA IDMS/DB acquires the storage
above the 16-megabyte line, if possible.

Dropping a Buffer with Associated Files

Before you delete the definition of a buffer, use the ALTER DMCL statement to change the buffer specification for files
associated with the buffer.

Reducing the number of physical I/Os

Reduce the number of physical I/Os by increasing the size of Database Buffers and/or implementing CA IDMS features
such as Buffers above the BAR.
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BUFFER Statement Examples

Defining the Default Buffer

The CREATE BUFFER statement below defines a buffer for DMCL IDMSDMCL. The buffer can be used in both local
mode and under the central version.

create buffer idmsdmcl.index_buffer

   page size 4276

   local mode buffer pages 15

   central version mode buffer

      initial pages 100

      maximum pages 500;

Modifying the Page Count for Use Under the Central Version

The following ALTER BUFFER statement modifies both the initial page count and the maximum page count of the
INDEX_BUFFER buffer:

alter buffer idmsdmcl.index_buffer

   central version mode buffer

      initial pages 150

      maximum pages 300;

Dropping a Database Buffer

The following DROP BUFFER statement deletes the definition of the INDEX_BUFFER buffer from the dictionary:

drop buffer idmsdmcl.index_buffer;

DBGROUP Statements
The DBGROUP statements create, alter, drop, display, or punch a database group definition.

Authorization

To create, alter, or drop a database group, you must have the following privileges:

• DBADMIN on the dictionary in which the database group definition resides
• ALTER on the database name table in which the database group resides
• CREATE, ALTER, or DROP, respectively, on the database group specified on the DBGROUP statement
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To display or punch a database group, you must hold DISPLAY on the DBGROUP specified in the DBGROUP statement
or DBADMIN on the dictionary in which the database name table resides.

Syntax

CREATE/ALTER DBGROUP

►►─┬─ CREATE ─┬─ DBGROUP ─┬─────────────────┬─ dbgroup-name ──────────────────►

   └─ ALTER ──┘           └─ dbtable-name. ─┘

 

 ►─┬─────────────┬────────────────────────────────────────────────────────────►◄

   ├─ ENABLED ◄──┤

   └─ DISABLED ──┘

DROP DBGROUP

►►─── DROP DBGROUP ─┬─────────────────┬─ dbgroup-name ────────────────────────►◄

                    └─ dbtable-name. ─┘

DISPLAY/PUNCH DBGROUP

►►─┬─ DISplay ─┬─ DBGROUP ─┬─────────────────┬─ dbgroup-name ─────────────────►

   └─ PUNch ───┘           └─ dbtable-name. ─┘

 

   ┌────────────────────────────────────┐

 ►─▼─┬────────────────────────────────┬─┴─────────────────────────────────────►

     │              ┌───────────────┐ │

     ├─ WITh ─────┬─▼─┬─ ALL ◄────┬─┴─┘

     └─ WITHOut ──┘   ├─ NONe ────┤

                      ├─ DETails ─┤

                      └─ HIStory ─┘
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 ►─┬───────────────────────┬──────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ──┬─┘

            ├─ PUNch ────┤

            ├─ CREate ◄──┤

            ├─ ALTer ────┤

            └─ DROp ─────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

Parameters

 

• dbtable-name
Identifies a database name table defined to the dictionary. You must specify the database name table if you have not
established a current database name table as described in 7.3.3, “Entity Currency" earlier in this section.

• dbgroup-name
Specifies a unique database group in the database name table. Dbgroup-name is a 1-8-character value that follows
the conventions described in 7.3, “Naming Conventions" earlier in this section.

• ENABLED/NOT ENABLED
Specifies whether or not an IDMS system using this database name table will become a member of the database
group when the system is started. If the system is not a member of the group, it cannot service database requests
directed to the specified group.
Once the system is active, group membership status can be changed by issuing a DCMT VARY DBGROUP statement.

• DETails
Displays or punches details about the database group.

• HIStory
Displays or punches:
– The user who defined the database group
– The user who last updated the database group
– The date the database group was created
– The date the database group was last updated

• ALL
Displays or punches all information on the database group. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the database group.
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Usage

What the DBGROUP Statement Does

Each DBGROUP statement defines a database group entry in the database name table. Each DBGROUP statement
defines a database group that may be specified in place of a nodename for dynamic routing purposes.

Examples

Defining a Database Group

This example defines two database groups, one representing all CVs that can service customer-related transactions
(CUSTGRP) and another that can service finance-related transactions (FINGRP). Both groups have been included in
the database name table called CUSTDBT, while only FINGRP has been included in the database name table called
CORPDBT.

create dbgroup custdbt.custgrp;

 

create dbgroup custdbt.fingrp;

 

create dbgroup corpdbt.fingrp;

DBNAME Statements
The DBNAME statements create, alter, drop, display, or punch a database name definition.

Authorization

To create, alter, or drop a database name, you must have the following privileges:

• DBADMIN on the dictionary in which the database name definition resides
• ALTER on the database name table in which the database name resides
• CREATE, ALTER, or DROP, respectively, on the database name specified on the DBNAME statement

To display or punch a database name, you must hold DISPLAY on the DBNAME specified in the DBNAME statement or
DBADMIN on the dictionary in which the database name table resides.

Syntax

CREATE/ALTER DBNAME

►►─┬─ CREATE ─┬─ DBNAME ─┬─────────────────┬─ db-name ────────────────────────►

   └─ ALTER ──┘          └─ dbtable-name. ─┘

 

 ►──┬────────────────────────┬────────────────────────────────────────────────►
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    ├─ FOR GENERAL USE ◄─────┤

    └─ FOR UTILITY USE ONLY ─┘

 ►─┬───────────────────────────────────────────────────────────────────┬──────►

   └─ MIXED PAGE GROUP BINDS ─┬─ NOT ALLOWED ◄──────────────────────┬──┘

                              └─ ALLOWED ─┬───────────────────────┬─┘

                                          └─ VERIFY ─┬─ ON ─────┬─┘

                                                     └─ OFF ◄───┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   └─ MATCH ON SUBSCHEMA ─┬─ OPTIONAL ◄──┬─┘

                          └─ REQUIRED ───┘

 ►─┬───────────────────────────────────────────────┬──────────────────────────►

   │ ┌──────────────────────────────────────────┐  │

   └─▼─┬───────────────┬─ SEGMENT segment-name ─┴──┘

       ├─┬─ ADD ◄────┬─┤

       │ └─ INClude ─┘ │

       └─┬─ DROP ────┬─┘

         └─ EXClude ─┘

 

 ►─┬───────────────────────────────────────────────────────────────────┬──────►

   │ ┌───────────────────────────────────────────────────────────────┐ │

   └─▼─┬─────────┬─ SUBSCHEMA ssc-name-1 ─┬─ MAPS TO ssc-name-2 ───┬─┴─┘

       ├ ADD ◄───┤                        └─ USES DBTABLE MAPPING ─┘

       └ INClude ┘
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 ►─┬──────────────────────────────────────────────┬───────────────────────────►◄

   │ ┌──────────────────────────────────────────┐ │

   └─▼─┬ DROP ───┬─ SUBSCHEMA ─┬─ ssc-name-1 ─┬─┴─┘

       └ EXClude ┘             └─ ALL ────────┘

DROP DBNAME

►►── DROP DBNAME ─┬─────────────────┬─ db-name ───────────────────────────────►◄

                  └─ dbtable-name. ─┘

DISPLAY/PUNCH DBNAME

►►─┬─ DISplay ─┬─ DBNAME ─┬─────────────────┬─ db-name ───────────────────────►

   └─ PUNch ───┘          └─ dbtable-name. ─┘

 

   ┌───────────────────────────────────────┐

 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ ALL ◄─────┬─┴──┘

     └─ WITHOut ───┘   ├─ NONe ─────┤

                       ├─ DETails ──┤

                       └─ HIStory ──┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘
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 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

Parameters

 

• dbtable-name
Identifies a database name table defined to the dictionary. You must specify the database name table if you have not
established a current database name table as described in 7.3.3, "Entity Currency" earlier in this section.

• db-name
Specifies a unique database name in the database name table. Db-name is a 1- to 8-character value that follows the
conventions described in 7.3, "Naming Conventions". It cannot be the reserved keyword '*DEFAULT'.

• FOR GENERAL USE
Specifies that the database name is intended for use by application programs.

• FOR UTILITY USE ONLY
Specifies that the database name is intended for administrative purposes only.

• MIXED PAGE GROUP BINDS ALLOWED|NOT ALLOWED
Specifying MIXED PAGE GROUP BINDS ALLOWED on a DBNAME statement allows a rununit accessing the
DBNAME to bind to areas with a mixture of page group and radix values. If not explicitly specified, a rununit binding
to a DBNAME whose segments have different page groups will fail if the subschema being used includes areas with
different page groups. The default is NOT ALLOWED.

NOTE
This option applies only to non-SQL-defined databases. Mixedpage group access is always ALLOWED for
SQL-defined databases.

• VERIFY ON|OFF
Specifies whether or not a check will be made at bind rununit time to ensure that no chain sets included in the
subschema cross page group boundaries. If VERIFY OFF is specified, it is your responsibility to ensure that this
condition is met. The default for VERIFY is OFF.
Notes:
– This option applies only to non-SQL-defined databases. The VERIFY option is always off for SQL-defined

databases.
– A runtime check is always performed for update operations to SQL-defined databases to ensure that the referenced

and referencing tables are in the same page group and have the same number of records per page. The VERIFY
option setting does not control this runtime check.

• MATCH ON SUBSCHEMA OPTIONAL
Specifies that the subschema name passed with the BIND RUN-UNIT statement does not have to be present in the
database name definition. OPTIONAL is the default.

• MATCH ON SUBSCHEMA REQUIRED
Specifies that the subschema name passed with the BIND RUN-UNIT statement must be present in the database
name definition. If the subschema name is not present, the bind is rejected.

• ADD SEGMENT
Associates a segment with the database name. ADD is the default. You have to add at least one segment to a
database name definition.

• DROP SEGMENT

 328



 Administrating

Disassociates a segment from the database name.
• segment-name

Identifies a segment to be added to or dropped from the database name definition.
• ADD SUBSCHEMA

Adds or updates a subschema mapping associated with the database name. This clause either maps the subschema
name passed in a BIND RUN-UNIT statement to the name of a corresponding subschema that CA IDMS/DB will use
to access the database or it specifies that the subschema mappings associated with the DBTABLE statement are to be
used in determining the database name to be accessed.

NOTE
New subschema mappings are added at the end of all existing mappings associated with the database
name.

• ssc-name-1
Specifies the name of a subschema passed in a BIND RUN-UNIT statement. You can use wildcards to specify the
subschema name as described below under "Usage".

• ssc-name-2
Specifies the name of a subschema to which CA IDMS/DB maps the subschema named in the BIND RUN-UNIT
statement. You can use wildcards to specify the subschema name as described below under "Usage".

• USES DBTABLE MAPPING
Selects an alternate database name using the subschema name passed on the BIND RUN-UNIT statement and the
subschema mapping rules associated with the DBTABLE statement.

• DROP SUBSCHEMA
Remove a subschema mapping from the database name definition. Ssc-name-1 must be the same as that specified in
a subschema mapping associated with the database name.

• ALL
Removes all subschema mappings from the database name definition. This can be useful when the subschema
mappings must be reordered. You can drop all mappings and then re-add them in a different order.

• DETails
Displays or punches details about the database name.

• HIStory
Displays or punches:
– The user who defined the database name
– The user who last updated the database name
– The date the database name was created
– The date the database name was last updated

• ALL
Displays or punches all information on the database name. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the database name.

Usage

What the DBNAME Statement Does

Each DBNAME statement defines an entry in the database name table. Each DBNAME statement defines a database
name that may be specified in a BIND RUN-UNIT or SQL CONNECT statement unless FOR FOR UTILITY USE ONLY is
specified. If UTILITY USE ONLY is specified, the database name can only be used for administrative purposes.

Restrictions on Names

The following restrictions apply to database name definitions:
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• The database name must be different from any segment included in a DMCL associated with the database name table
unless the segment is included in the database name definition.

• The names of all areas associated with segments added to the database name definition must be unique unless FOR
UTILITY USE ONLY is specified. For example, you cannot have an area named EMP_AREA in segments EMPSEG
and PROJSEG if both segments are included in a database name definition.

These restrictions are checked at runtime. If violated, the database name is marked in error and no transaction will be
allowed to access it.

Using Wildcards for Mapping Subschemas

When you specify a subschema name, you can use a question mark (?) to indicate any character. Each question mark in
ssc-name-1 will match any character in the corresponding position of a subschema name passed on the BIND RUN-UNIT
statement. For example, an ssc-name-1 of EMP??T? will match all 7-character subschema names beginning with EMP
and having a "T" as the sixth character.

Each question mark in ssc-name-2 will preserve the character in the corresponding position of the subschema name
passed on the BIND. For example, an ssc-name-2 of EMP??P? will replace the first three characters and the sixth
character of the subschema name passed on the bind statement with "EMP" and "P" respectively. The remaining
characters of the subschema name remain unchanged. If ssc-name-2 is ????????, the subschema name passed on the
bind statement remains unchanged.

Mapping Sequence Is Important if Using Wildcards

Subschema mappings are searched from top to bottom until a match is found on ssc-name-1. Therefore, you should list
the most specific subschema mapping first and the least specific last. For example:

add subschema emp???? maps to emp????

 .

 .

 .

add subschema ???????? maps uses dbtable mapping

Examples

Defining a Database Name

This example defines a production database (EMPDB) and a test database (TESTDB) as entries in database name table
ALLDBS. EMPDB contains two segments: EMPSEG containing employee information and PROJSEG containing project
information. Similarly, TESTDB contains two segments, TEMPSEG and TPROJSEG containing test employee and project
data.

create dbname alldbs.empdb

  add segment empseg

  add segment projseg;
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create dbname alldbs.testdb

  add segment tempseg

  add segment tprojseg;

Using Wildcards to Map Subschemas

In this example, the database name TESTDB is changed to map any subschema name beginning with PROD to a
subschema name beginning with TEST. The last 4 characters of the subschema name remain unchanged.

alter dbname alldbs.testdb

  add subschema prod???? maps to test????;

DBTABLE Statements
The DBTABLE statements perform the following tasks:

• Creates, alters, drops, displays, or punches a database name table definition in the dictionary
• Generates or deletes a database name table load module in the DDLCATLOD area of the dictionary

Authorization

• To create, alter, drop, or generate a database name table, you must have the following privileges:
– DBADMIN on the dictionary in which the database name definition resides
– CREATE (for creating), ALTER (for altering or generating), or DROP (for dropping) on the database name table

• To delete the database name table load module, you must have USE authority on the named load module.
• To display or punch the database name table, you must hold DISPLAY privilege on the database name table, or

DBADMIN on the dictionary in which the database name table definition resides.

Syntax

CREATE/ALTER DBTABLE

 ►►─┬─ CREATE ─┬─ DBTABLE dbtable-name ────────────────────────────────────────►   
    └─ ALTER ──┘

►─┬────────────────────────────────────────────────────────────────────────┬─►  
  │ ┌─────────────────────────────────────────────────────────────────────┐│   
  └─▼─┬─────────┬─ SUBSCHEMA ssc-name-1 MAPS TO ssc-name-2 DBNAME db-name ┴┘
      ├ ADD ◄───┤     
      └ INClude ┘

►─┬────────────────────────────────────────────────┬─────────────────────────►◄   
  │ ┌───────────────────────────────────────────┐  │ 
  └─▼─┬─ DROP ───┬─ SUBSCHEMA ─┬─ ssc-name-1 ─┬─┴──┘      
      └─ EXClude ┘             └─ ALL ────────┘
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DROP DBTABLE

 

►►── DROP DBTABLE dbtable-name ───────────────────────────────────────────────►◄  

 

GENERATE DBTABLE

 

►►─── GENerate DBTABLE dbtable-name ──────────────────────────────────────────►

 

DELETE DBTABLE LOAD MODULE

 

 ►►─┬─ DELete ─┬─ DBTABLE LOAD MODULE dbtable-load-module-name ────────────────►  
    └─ DROP ───┘ 

 ►─┬─────────────┬────────────────────────────────────────────────────────────►◄   
   └─ PERMANENT ─┘

 

DISPLAY/PUNCH DBTABLE

 

►►─┬─ DISplay ─┬─ DBTABLE dbtable-name ───────────────────────────────────────►   
   └─ PUNch ───┘

  ┌───────────────────────────────────────┐ 
►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►   
    │               ┌────────────────┐  │    
    ├─ WITh ──────┬─▼─┬─ ALL ◄─────┬─┴──┘

    └─ WITHOut ───┘   ├─ NONe ─────┤     
                      ├─ DETails ──┤  
                      └─ HIStory ──┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►   
   └─ VERb ─┬─ DISplay ───┬─┘
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            ├─ PUNch ─────┤            
            ├─ CREate ◄───┤     
            ├─ ALTer ─────┤ 
            └─ DROp ──────┘

►─┬───────────────────────┬──────────────────────────────────────────────────►◄   
  └─ AS ─┬─ COMments ◄──┬─┘          
         └─ SYNtax ─────┘

 Parameters

• dbtable-name
Specifies the name of a database name table. Database-name-table is a 1- to 8-character value that assigns a unique
name to the database name table within the dictionary.

• ADD SUBSCHEMA
Identifies the database to be accessed by adding or updating a DBTABLE mapping that maps the name of the
subschema specified in a BIND RUN-UNIT statement to a corresponding subschema and its associated database
name definition. ADD is the default.
New DBTABLE mappings are added at the end of all existing mappings associated with the database name table.
See "Usage" below for information on using this clause.

• ssc-name-1
Specifies a 1- to 8-character name of a subschema passed on a BIND RUN-UNIT statement. You can use wildcards to
specify the subschema name as described below under "Usage".

• ssc-name-2
Specifies a 1- to 8-character name of a subschema to which CA IDMS/DB maps the subschema named on a BIND
RUN-UNIT statement. You can use wildcards to specify the subschema name as described in the "Usage" topic in this
section.

• db-name
Identifies the database to be accessed. Db-name is a 1- to 8-character value that identifies a database name definition
in the database name table. See the "Usage" topic in this section for information on how CA IDMS/DB uses this
database name at runtime.

• DROP SUBSCHEMA
Drops a DBTABLE mapping from the database name table. The name specified in ssc-name-1 must be the same as
that in a subschema mapping associated with the database name table.

• ALL
Removes all DBTABLE mappings from the database name table. This can be useful when the mappings must be
reordered. You can drop all mappings and then re-add them in a different sequence.

• dbtable-load-module-name
Specifies the name of the database name table load module to delete from the DDLCATLOD area.

• PERMANENT
Physically erases the database name table load module. By default, IDMS/DB logically erases the database name
table load module and physically erases it upon system startup.

• DETails
Displays or punches details about the database name table.

• HIStory
Displays or punches:
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– The user who defined the database name table
– The user who last updated the database name table
– The date the database name table was created
– The date the database name table was last updated

• ALL
Displays or punches all information on the database name table. ALL is the default action for a DISPLAY or PUNCH
verb.

• NONe
Displays or punches the name of the database name table.

Usage

Identify Database Name Table in DMCL

To use the database name table at runtime, you must associate the database name table with the DMCL used at run time.

DBTABLE Mappings Identify Database Names

The primary function of the DBTABLE mappings specified on the DBTABLE statement is to identify the database name
to access when none is provided on a BIND RUN-UNIT statement. The subschema mappings are searched for a match
on the subschema name passed on the bind. The first subschema mapping with a matching ssc-name-1 determines the
database name to be accessed.

The DBTABLE mappings can also be used if the definition of the database name provided on the bind contains a
subschema mapping with the USES DBTABLE MAPPING clause. This clause directs CA IDMS/DB to ignore the database
name provided on the bind and to select another database name by using the DBTABLE mappings.

Using Wildcards for Mapping Subschemas

When you specify a subschema name, you can use a question mark (?) to indicate any character. Each question mark in
ssc-name-1 will match any character in the corresponding position of a subschema name passed on the BIND RUN-UNIT
statement. For example, an ssc-name-1 of EMP??T? will match all 7-character subschema names beginning with EMP
and having a "T" as the sixth character.

Each question mark in ssc-name-2 will preserve the character in the corresponding position of the subschema name
passed on the BIND. For example, an ssc-name-2 of EMP??P? will replace the first three characters and the sixth
character of the subschema name passed on the bind statement with "EMP" and "P" respectively. The remaining
characters of the subschema name remain unchanged. If ssc-name-2 is ????????, the subschema name passed on the
bind statement remains unchanged.

Mapping Sequence Is Important if Using Wildcards

DBTABLE mappings are searched from top to bottom until a match is found on ssc-name-1. Therefore, you should list the
most specific mapping first and the least specific mapping last. For example:

add subschema emp????? maps to emp????? dbname empdb

 .

 .

 .

add subschema ???????? maps to ???????? dbname defdb
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Generate Creates a Database Name Table Load Module

The GENERATE DBTABLE statement creates and stores a database name table load module. To make a database name
table available to CA IDMS/DB you must punch the load module as an object deck and link edit it into the appropriate load
library.

To punch a database name table load module as an object deck, use the PUNCH DBTABLE LOAD MODULE utility
statement.

Regenerate the Database Name Table Following Changes

You must regenerate the database name table following any additions, changes, or deletions by issuing a GENERATE
DBTABLE statement.

Defining the Default Dictionary

One of the primary functions of a database name table is to identify the default dictionary. A default dictionary is the
dictionary accessed when you don't specify a dictionary explicitly. It is defined as the database name to which the
IDMSNWKL subschema maps. Typically, it is specified using a subschema mapping statement such as:

subschema idmsnwk? maps to idmsnwk? dbname defdict

You must define a default dictionary in every database name table you create.

Examples

Defining a Database Name Table

The following statement creates the ALLDBS database name table. It illustrates the use of DBTABLE mappings to select a
database name for processing. All run units binding with a subschema name beginning with CUST will access CUSTDB;
those with names beginning with EMP will access the EMPDB; all others will access DEFDB.

create dbtable alldbs

   subschema emp????? maps to emp????? dbname empdb

   subschema cust???? maps to cust???? dbname custdb

   subschema ???????? maps to ???????? dbname defdb;

Generating a Database Name Table

The following example generates a load module for database name table ALLDBS:

generate dbtable alldbs;

Identifying the Default Dictionary

This example identifies TESTDICT as the default dictionary. The DBTABLE mapping maps all IDMSNTWK subschemas
to dictionary TESTDICT. The dictionary contains segments for the base definition areas, catalog areas and the system
message area:
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create dbtable alldbs

  add subschema idmsnwk? maps to idmsnwk? dbname testdict;

 .

 .

 .

create dbname alldbs.testdict

  add segment testdict

  add segment catseg

  add segment sysmsg;

DISK JOURNAL Statements
 

The DISK JOURNAL statements create, alter, drop, display, or punch the definition of a disk journal file from the dictionary.

Authorization

• To create, alter, or drop a disk journal file, you must have the following privileges:
– DBADMIN on the dictionary in which the disk journal file definition resides
– ALTER on the DMCL with which the disk journal file is associated

• To display or punch a disk journal file, you must have DISPLAY privilege on the DMCL with which the disk journal file is
associated or DBADMIN on the dictionary in which the disk journal file definition resides.

Syntax

CREATE/ALTER DISK JOURNAL

►►─┬─ CREATE ─┬─ DISK JOURNAL ─┬──────────────┬─ journal-file-name ───────────►

   └─ ALTER ──┘                └─ dmcl-name. ─┘

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ FILE SIZE block-count blocks ─┘

 

 ►─┬───────────────────────────────┬──────────────────────────────────────────►
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   └ ASSIGN TO ─┬─ ddname ─────────┤

                ├─ filename ───────┤

                └─ NULL ───────────┘

 

 ►─┬────────────────────┬─────────────────────────────────────────────────────►

   └┬─┬─ NONVSAM ◄──┬─┬─┘

    │ └─ BDAM ──────┘ │

    └─ VSAM ──────────┘

 ►─┬─────────────────────────────┬────────────────────────────────────────────►

   └─ DSNAME ─┬ 'data-set-name' ─┤

              └─ NULL ◄──────────┘

 

 ►─┬─────────────────┬────────────────────────────────────────────────────────►

   └─ DISP ─ SHR ◄───┘

 

 ►─┬──────────────────────────────────────────┬───────────────────────────────►

   └─ VM VIRTUAL ADDRESS ─┬─ virtual-address ─┤

                          └─ NULL  ◄──────────┘

 

 ►─┬───────────────────────────┬──────────────────────────────────────────────►◄

   └─ VM USERID ─┬ vm-user-id ─┤

                 └─ NULL ◄─────┘

DROP DISK JOURNAL

►►── DROP DISK JOURNAL ─┬──────────────┬─ journal-file-name ──────────────────►◄

                        └─ dmcl-name. ─┘
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DISPLAY/PUNCH DISK JOURNAL

►►─┬─ DISplay ─┬─ DISK JOURNAL ─┬──────────────┬─ journal-file-name ──────────►

   └─ PUNch ───┘                └─ dmcl-name. ─┘

 

   ┌───────────────────────────────────────┐

 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ DETails ──┬─┴──┘

     └─ WITHOut ───┘   ├─ HIStory ──┤

                       ├─ ALL ◄─────┤

                       └─ NONe ─────┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

 

Parameters
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• dmcl-name
Identifies the DMCL with which the disk journal file is associated. Dmcl-name must name an existing DMCL defined
to the dictionary. If you don't specify a DMCL name, you must establish a current DMCL as described in 7.3.3, "Entity
Currency" earlier in this section.

• journal-file-name
Specifies the name of the journal file. Journal-file-name must be a 1- through 18-character name that follows the
conventions described in 7.3, "Naming Conventions".
Journal-file-name must be unique among the disk and archive journal file names within the DMCL definition.

• FILE SIZE block-count
Specifies the number of blocks in the journal file. This clause is required on a CREATE statement. Block-count is an
integer in the range 9 through 2,147,483,647.

• ASSIGN TO
Specifies an external file name. Every external file name in a DMCL definition must be unique. In z/VSE without
DYNAM/D, an external file name must be specified. In other environments, if the external file name is not specified, a
data set name or VM virtual address must be specified.

• ddname
(z/OS and z/VM systems only) Specifies the external name for the file. ddname must be a 1- through 8-character value
that follows operating system conventions for ddnames.

• filename
(z/VSE systems only) Specifies the external name for the file. filename must be a 1- through 7-character value that
follows operating system conventions for file names.

• NULL
Sets the external file name to blanks. It is equivalent to not specifying an external file name for a file. This option is not
valid under z/VSE unless DYNAM/D is being used.

• NONVSAM
Identifies the access method for the journal file as BDAM, or DAM. BDAM is a synonym for NONVSAM. NONVSAM is
the default.
The access method you specify must be the same for all disk journal files associated with the DMCL.

• VSAM
Identifies the access method for the journal file as VSAM. The access method you specify must be the same for all
disk journal files associated with the DMCL.

• DSNAME data-set-name
Specifies the name of the data set to be used when dynamically allocating the journal file for z/OS, z/VSE, and OS-
format data sets under z/VM.
data-set-name must conform to host operating system rules for forming data set names.
A data-set-name that includes embedded periods must be enclosed in single or double quotation marks.
Under z/VM, the DSNAME parameter or VM VIRTUAL ADDRESS and USERID parameters, or both can be specified.

• NULL
Sets the data set name to blanks. This is equivalent to not specifying a data set name for a file.

• DISP
(z/OS and z/VM systems only) Specifies the disposition to be assigned when the file is dynamically allocated.

• SHR
Indicates that the data set used for the file is available to a DC/UCF system and multiple local mode applications at a
time.
Under z/VM, DISP SHR causes a link with an access mode of multiple read (MR).
SHR is the default when you do not include the DISP parameter in a CREATE JOURNAL FILE statement.

• VM VIRTUAL ADDRESS 'virtual-address'
(z/VM systems only) Specifies the virtual address of the minidisk used for the journal file. virtual-address is a
hexadecimal value in the range X'01' to X'FFFF'.

• NULL
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Sets the virtual address to blanks. On CREATE statements, this is equivalent to not specifying a virtual address for a
file. On ALTER statements, it removes any previous virtual address specification for the file.

• VM USERID vm-user-id
(z/VM systems only) Identifies the owner of the minidisk used for the journal file. vm-user-id is a 1- to 8-character
value.
A user ID for an OS-format data set must be specified. The user ID is optional for CMS-format files.
If a user ID is not specified for a CMS-format file, CA IDMS assumes that the owner of the minidisk is the user ID of the
virtual machine in which it is running.

• NULL
On CREATE statements, this is equivalent to not specifying a minidisk owner for a file. On ALTER statements,
removes any previous minidisk owner specification for the file.

• DETails
Displays or punches details about the disk journal.

• HIStory
Displays or punches:
– The user who defined the disk journal
– The user who last updated the disk journal
– The date the disk journal was created
– The date the disk journal was last updated

• ALL
Displays or punches all information on the disk journal. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the disk journal.

Usage

Define Two or More Disk Journal Files

You must define at least two disk journal files when you journal to disk. When one journal file is full, CA IDMS/DB switches
to another one. You must use an ARCHIVE JOURNAL utility statement to offload the full journal file.

Dynamic Allocation of Journal Files

Dynamic allocation of files is operating system and file-type dependent. For more information on dynamic file allocation in
various operating systems, see 7.14.3, “Usage".

Archive Journal File Requirement

When you journal to disk journal files, you must also define at least one archive journal file to which CA IDMS/DB offloads
the contents of a disk journal when it is full.

Incompatibility of Tape and Disk Journal Files

You cannot include the definition of a tape journal file in the DMCL if you include the definitions of disk and archive journal
files.

Disk Journaling Used Under the Central Version

To take advantage of the automatic recovery and warmstart capabilities offered under the central version, you must
journal to disk.

Disk Journals in Local Mode

A DMCL containing disk journals can be used in local mode but no journaling of database activity is performed. To journal
in local mode, use a DMCL that defines a tape journal file instead.

Block size of Disk Journal File
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The block size of a disk journal file is determined by the page size of the journal buffer. For VSAM disk journals, the page
size of the journal buffer must be the control interval size of the disk journal.

The block size or control interval of the disk journal file must not be larger than the block size of the archive journal file.

Dataspaces Not Supported

The use of dataspaces for journal files is not supported.

Examples

Defining a Disk Journal File

The following CREATE DISK JOURNAL statement defines the disk journal file SYSJRNL1:

create disk journal idmsdmcl.sysjrnl1

   file size 1000 blocks

   assign to sysjrnl1;

Dropping a Disk Journal File

The following DROP DISK JOURNAL statement deletes the definition of the disk journal file TMPJRNL1 from the
dictionary:

drop disk journal idmsdmcl.tmpjrnl1;

More Information

 

• On the procedure for defining disk journals, see Section5, "Defining, Generating, and Punching a DMCL".
• On journaling procedures, such as offloading, see Section19, “Journaling Procedures".
• On defining archive journal files, see 7.6, "ARCHIVE JOURNAL Statements".

DMCL Statement
DMCL statements perform the following tasks:

• Create, alters, or deletes the definition of a DMCL in the dictionary
• Generate a DMCL load module and stores it in the DDLCATLOD area of the dictionary
• Delete a DMCL load module from the DDLCATLOD area of the dictionary
• Display or punches the definition of a DMCL in the dictionary

This topic contains the following information on DMCL statements:

  

Authorization

• To create, alter, drop or generate a DMCL, you must have the following privileges:
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– DBADMIN on the dictionary in which the DMCL definition resides
– CREATE (for creating), ALTER (for altering and generating), or DROP (for dropping) privilege on the named DMCL
– To alter a DMCL you must have USE authorization on any dbtable including the DMCL

• To display or punch a DMCL definition, you must have DISPLAY privilege on the named DMCL or DBADMIN authority
on the dictionary in which the DMCL definition resides

• To associate a database name table with a DMCL, you must have USE privilege for the named database name table

Syntax

CREATE/DROP DMCL
►►──┬─ CREATE ─┬─ DMCL dmcl-name ─────────────────────────────────────────────►◄
    └─ DROP ───┘ 

ALTER DMCL
►►── ALTER DMCL dmcl-name ────────────────────────────────────────────────────►
 ►──┬────────────────────────────────────────────┬────────────────────────────►
    └─ DEFAULT BUFFER ─┬─ default-buffer-name ─┬─┘
                       └─ NULL ◄───────────────┘
 ►──┬──────────────────────────────┬──────────────────────────────────────────►
    └─ DBTABLE ─┬─ dbtable-name ─┬─┘
                └─ NULL ◄────────┘
 ►──┬────────────────────────────────────────┬────────────────────────────────►
    │ ┌────────────────────────────────────┐ │
    └─▼-─┬─ segment-specification ───────┬─┴─┘
         ├─ file-override-specification ─┤
         └─ area-override-specification ─┘
 ►──┬────────────────────────────────────────────────┬────────────────────────►
    └─ DATA SHARING ─┬─ NO ──────────────────────────┤
                     │ ┌───────────────────────────┐ │
                     └─▼─ data-sharing-attributes ─┴─┘
 ►───┬────────────────────────────────────────────────────────────────────────►
     └─ MEMORY CACHE ─┬──────────────────────────────┬────────────────────────►
                      └─ LOCATION ─┬─ ANYWHERE ◄───┬─┘
                                   └─ 64 BIT ONLY ─┘
 ►────────────────────────────────────────────────────────┬───────────────────►◄
 ►────────────────────┬──────────────────────────────────┬┘
                      └─ STORAGE LIMIT ─┬─ OPSYS ◄──────┬┘
                                        └─ nnn ─┬─ MB ─┬┘
                                                ├─ GB ─┤
                                                ├─ TB ─┤
                                                ├─ PB ─┤
                                                └─ EB ─┘

GENERATE DMCL
►►── GENERATE DMCL dmcl-name ─────────────────────────────────────────────────►
 ►─┬────────────────────┬─────────────────────────────────────────────────────►◄
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   └─ FOR ─┬─ MVS ◄───┬─┘
           ├─ VSE ────┤
           └─ VM ─────┘

DELETE DMCL LOAD MODULE
►►─┬─ DELete ─┬─ DMCL LOAD MODULE dmcl-load-module-name ─────────────────────►
   └─ DROP ───┘
 ►─┬─────────────┬───────────────────────────────────────────────────────────►◄
   └─ PERMANENT ─┘

DISPLAY/PUNCH DMCL
►►─┬─ DISplay ─┬─ DMCL dmcl-name ─────────────────────────────────────────────►
   └─ PUNch ───┘
   ┌───────────────────────────────────────┐
 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►
     │               ┌────────────────┐  │
     ├─ WITh ──────┬─▼─┬─ AREas ────┬─┴──┘
     └─ WITHOut ───┘   ├─ BUFfers ──┤
                       ├─ FILes ────┤
                       ├─ JOUrnals ─┤
                       ├─ SEGments ─┤
                       ├─ DETails ──┤
                       ├─ HIStory ──┤
                       ├─ ALL ◄─────┤
                       └─ NONe ─────┘

 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ VERb ─┬─ DISplay ───┬───┘
            ├─ PUNch ─────┤
            ├─ CREate ◄───┤
            ├─ ALTer ─────┤
            └─ DROp ──────┘
 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄
   └─ AS ─┬─ COMments ◄──┬─┘
          └─ SYNtax ─────┘

Expansion of data-sharing-attributes 
►►─┬─ LOCK ENTRIES lock-entry-count ───────────┬──────────────────────────────►◄
   ├─ MEMBERS member-count ────────────────────┤
   ├─ DEFAULT SHARED CACHE default-cache-name ─┤
   └─ CONNECTIVITY LOSS ─┬─ ABEND ─────┬───────┘
                         └─ NOABEND ◄──┘

Expansion of segment-specification 
►►─┬───────────────┬─ SEGMENT segment-name ───────────────────────────────────►
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   ├─┬─ ADD ◄────┬─┤
   │ └─ INClude ─┘ │
   └─┬─ DROP ────┬─┘
     └─ EXClude ─┘
 ►─┬─────────────────────────────────────────────┬────────────────────────────►
   └─ DEFAULT BUFFER ─┬─ database-buffer-name ─┬─┘
                      └─ NULL ─────────────────┘
 ►─┬──────────────────────────────────────────────────────┬───────────────────►
   └─ ON STARTUP SET STATUS TO ─┬─ UPDATE ◄─────────────┬─┘
                                ├─ RETRIEVAL ───────────┤
                                ├─ TRANSIENT RETRIEVAL ─┤
                                └─ OFFLINE ─────────────┘
 ►─┬──────────────────────────────────────────────────────────────┬───────────►
   └─ ON WARMSTART ─┬─ MAINTAIN CURRENT STATUS ◄────────────────┬─┘
                    └─ SET STATUS TO ─┬─ UPDATE ──────────────┬─┘
                                      ├─ RETRIEVAL ───────────┤
                                      ├─ TRANSIENT RETRIEVAL ─┤
                                      └─ OFFLINE ─────────────┘
 ►─┬─────────────────────────────────────────────────┬────────────────────────►
   └─ DEFAULT SHARED CACHE ─┬─ default-cache-name ─┬─┘
                            └─ NULL ◄──────────────┘
 ►─┬───────────────────────────┬──────────────────────────────────────────────►◄
   └─ DATA SHARING ─┬─ NO ◄──┬─┘
                    └─ YES ──┘

Expansion of file-override-specification 
►►─┬───────────────┬─ FILE segment-name.file-name ────────────────────────────►
   ├─┬─ ADD ◄────┬─┤
   │ └─ INClude ─┘ │
   └─┬─ DROP ────┬─┘
     └─ EXClude ─┘
 ►─┬──────────────────────────────────────┬───────────────────────────────────►
   └─ BUFFER ───┬ database-buffer-name ──┬┘
                └─ DEFAULT ◄─────────────┘
 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ ASSIGN TO ─┬─ ddname ────┬─┘
                 ├─ filename ──┤
                 ├─ DEFAULT ◄──┤
                 └─ NULL ──────┘
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─── DISP ─┬─ SHR ───────┬──────┘
              └─ OLD ───────┘
 ►─┬──────────────────────────────────────────────────────────────────┬───────►
   └─ MEMORY CACHE ┬──NO ◄─────────────────────────────────────────┬──┘
                   └─ YES ─┬───────────────────────────────────┬───┘ 
                           └── STORAGE LIMIT NN ┬──────────┬───┘
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                                                └─ PERCENT ┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ DATASPACE ─┬─ NO ◄──┬─┘
                 └─ YES ──┘
 ►─┬──────────────────────────────────┬───────────────────────────────────────►◄
   └─ SHARED CACHE ─┬─ cache-name ──┬─┘
                    ├─ NULL ────────┤
                    └─ DEFAULT ◄────┘

Expansion of area-override-specification 
►►─┬───────────────┬─ physical AREA segment-name.area-name ──────────────────►
   ├─┬─ ADD ◄────┬─┤
   │ └─ INClude ─┘ │
   └─┬─ DROP ────┬─┘
     └─ EXClude ─┘
 ►─┬──────────────────────────────────────────────────────────────────┬──────►
   └─ MEMORY CACHE ┬──NO ◄───────────────────────────────────────┬────┘
                   └─ YES ─┬───────────────────────────────────┬─┘
                           └── STORAGE LIMIT NN ┬──────────┬───┘
                                                └─ PERCENT ┘
 ►─┬────────────────────────────────────────────────────────┬────────────────►
   └─ PAGE RESERVE size reserve-character-count characters ─┘
 ►─┬──────────────────────────────────────────────────────┬──────────────────►
   └─ ON STARTUP SET STATUS TO ─┬─ UPDATE ◄─────────────┬─┘
                                ├─ RETRIEVAL ───────────┤
                                ├─ TRANSIENT RETRIEVAL ─┤
                                └─ OFFLINE ─────────────┘
 ►─┬──────────────────────────────────────────────────────────────┬──────────►
   └─ ON WARMSTART ─┬─ MAINTAIN CURRENT STATUS ◄────────────────┬─┘
                    └─ SET STATUS TO ─┬─ UPDATE ──────────────┬─┘
                                      ├─ RETRIEVAL ───────────┤
                                      ├─ TRANSIENT RETRIEVAL ─┤
                                      └─ OFFLINE ─────────────┘
 ►─┬─────────────────────────────────┬───────────────────────────────────────►◄
   └─ DATA SHARING ─┬─ NO ────────┬──┘
                    ├─ YES ───────┤
                    └─ DEFAULT ◄──┘

Parameters

CREATE/DROP DMCL

•   dmcl-name 
Names the DMCL. Dmcl-name is a 1- to 8-character name assigned according to naming conventions described in
7.3, "Naming Conventions".
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ALTER DMCL

•  DEFAULT BUFFER  buffer-name 
Specifies the default buffer for the DMCL. Buffer-name must identify a database buffer defined in the dictionary and
associated with the DMCL.
The default buffer is used for all files, unless overridden at the segment or file level.
Native VSAM: For more information about assigning buffers for native VSAM files, see the "Usage" topic in this
section.

• –  NULL
On an ALTER DMCL statement, removes the named buffer as the default buffer for the DMCL.

•  DBTABLE dbtable-name 
Specifies the name of the database name table to be used with the DMCL at runtime.

• –  NULL
Disassociates the database name table from the DMCL.

•  DATA SHARING data-sharing-attribute 
Specifies or removes attributes associated with data sharing operations.
–  NO—Removes data sharing-related information from the DMCL
–   data-sharing-attribute —Adds or changes the specified data sharing attribute
Data sharing attributes apply to any DC/UCF system that uses this DMCL and is a member of a data sharing group. If
data sharing attributes are not included in the DMCL of a CA IDMS system that becomes a member of a data sharing
group, the following defaults will be used:
– lock-entry-count: 4096
– member-count: 7
– default-cache-name: null
– connectivity loss: NOABEND 

 Expansion of data-sharing-attributes  

•  LOCK ENTRIES lock-entry-count 
Specifies the number of lock table entries that will be allocated within the coupling facility lock structure. The value
specified must be in the range 4096 through 1,073,741,824. The number of lock entries will be rounded up to a power
of 2.
–  MEMBERS member-count 

Specifies the maximum number of CA IDMS systems that can be members of the system's data sharing group. The
value specified must be in the range 7 through 247.

–  DEFAULT SHARED CACHE default-cache-name 
Specifies the default shared cache for any system using this DMCL. Default-cache-name must identify an XES
cache structure defined to a coupling facility accessible to the CA IDMS system.
The default shared cache for a system is used at runtime for any file whose area is designated as shared, if the file
does not have an assigned cache. This value has no affect on files that are not associated with a shared area.

–  ON CONNECTIVITY LOSS
Specifies what action the CA IDMS system is to take when either a loss in connectivity to or a failure of a critical
coupling facility structure associated with a data sharing group is detected.
•  ABEND—Specifies that the CA IDMS system is to abnormally terminate immediately.
•  NOABEND—Specifies that the CA IDMS is to remain active in order to service non-data sharing-related

requests.
NOABEND is the default if ON CONNECTIVITY LOSS is not specified.

  

•  MEMORY CACHE
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Indicates global options for caching files in memory.

NOTE

 For more information about operating-specific considerations in using memory cache and 64-bit storage, see
the CA IDMS System Operations Guide.

–  LOCATION
Indicates where to allocate the storage for memory cache:
•  ANYWHERE

Memory cache storage is allocated from 64-bit storage; if no or not enough 64-bit storage is available, dataspace
storage is acquired.

•  64 BIT ONLY
Memory cache storage is allocated from 64-bit storage; if no or not enough 64-bit storage is available, memory
caching fails.

–  STORAGE LIMIT
Controls the amount of storage used for memory caching:
•  OPSYS

Memory cache storage can be acquired until the operating system limit is reached. For 64-bit storage, the
operating system limit is set through the MEMLIMIT parameter; for dataspace storage, the limit is optionally
imposed by an operating system exit.

•  nnn MB, GB, TB, PB, EB
CA IDMS controls the amount of memory cache storage if the value specified is smaller than the operating
system limit. nnn must be a positive value between 1 and 32767. MB, GB, TB, PB, EB indicate the unit in which
nnn is expressed. The abbreviations stand for Mega Byte (2**20), Giga Byte (2**30), Tera Byte (2**40), Peta
Byte (2**50), and Exa Byte (2**60).

 Expansion of   segment-specification 
On an ALTER DMCL statement, specifies the name of a segment to be added to the DMCL, or identifies a segment in the
DMCL to be altered or removed.

•  ADD
Adds the named segment to the DMCL definition or alters its attributes.

•  DROP
Drops the named segment from the DMCL definition.

•  SEGMENT segment-name 
Identifies the segment. Segment-name is a 1- to 8-character value that identifies a segment defined to the dictionary.

•  DEFAULT BUFFER buffer-name 
Specifies the buffer to be used by files associated with the segment. Buffer-name must identify a buffer associated with
the DMCL. Unless overridden by a file override clause, all files associated with the segment will use the named buffer.
Native VSAM: For information about assigning buffers for native VSAM files, see the "Usage" topic in this section.

•  NULL
Removes the default buffer associated with the segment.

•  ON STARTUP SET STATUS TO
Specifies the default startup status for areas associated with the segment. The startup status determines how CA
IDMS/DB accesses an area when the DC/UCF system is started after an orderly shutdown.
The status of an area determines the ready modes in which programs executing under the central version can obtain
access to the area.

•  UPDATE
Sets the status of the area to update and places an external lock on the area.
When the status of an area is update, transactions executing under the central version can obtain access to the area in
any ready mode.
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ON STARTUP SET STATUS TO UPDATE is the default when you do not include the ON STARTUP parameter in a
CREATE SEGMENT statement.

•  RETRIEVAL
Sets the status of the area to retrieval.
When the status of an area is retrieval, transactions executing under the central version can obtain access to the area
in retrieval modes only (that is, transient retrieval, shared retrieval, protected retrieval, and exclusive retrieval).

•  TRANSIENT RETRIEVAL
Sets the status of the area to transient retrieval.
When the status of an area is transient retrieval, transactions executing under the central version can obtain access to
the area only in retrieval ready modes, and regardless of the ready mode, no record or row locks will be acquired.

•  OFFLINE
Places the area offline.
When the status of an area is offline, transactions executing under the central version cannot obtain access to the area
in any ready mode.

•  ON WARMSTART
Specifies the default warmstart status for areas associated with the segment. The warmstart status determines how
CA IDMS/DB accesses an area when the DC/UCF system is started up after an abnormal termination.

•  MAINTAIN CURRENT STATUS
Sets the area status to that in effect at the time the DC/UCF system was abnormally terminated.
ON WARMSTART MAINTAIN CURRENT STATUS is the default when you do not include the ON WARMSTART
parameter in a CREATE SEGMENT statement.

•  DEFAULT SHARED CACHE
Specifies or removes the default shared cache for a segment.
–   default-cache-name —Specifies the name of the shared cache to be used for files associated with the segment.

Default-cache-name must identify an XES cache structure defined to a coupling facility accessible to the CA IDMS
system.

–  NULL—Removes the default shared cache from the segment.
NULL is the default if DEFAULT SHARED CACHE is not specified.
The value established at the segment level may be overridden at the file level.

•  DATA SHARING
Specifies whether or not areas associated with the segment are eligible to be concurrently updated by CA IDMS
systems that are members of a data sharing group.
–  YES—Specifies that concurrent update is allowed.
–  NO—Specifies that concurrent update is not allowed.
NO is the default if DATA SHARING is not specified.
The value established at the segment level may be overridden for individual areas within the segment.

 Expansion of file-override-specification 
On an ALTER DMCL statement, specifies override attributes for a file in a segment that has been added to the DMCL.

•  ADD
Adds or modifies file override information in the DMCL. ADD is the default.

•  DROP
Drops file override information from the DMCL.

NOTE

 This parameter does not drop file definitions from the DMCL.
•   segment-name.file-name 

Identifies the file whose attributes are being overridden. Segment-name must identify a segment included in the DMCL.
File-name must identify a file in the named segment.

•  BUFFER buffer-name 
Specifies the buffer for the file. Buffer-name must identify a buffer associated with the DMCL.
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If no buffer is specified on a file override, the default buffer for the segment is used.
Native VSAM: For information about assigning buffers for native VSAM files, see the "Usage" topic in this section.

•  DEFAULT
Specifies that the file is to use the segment's default buffer. If the segment lacks a default buffer assignment, the
default buffer is the default buffer assigned to the DMCL. DEFAULT is the default.

•  ASSIGN TO
Associates the database file with an external file name that overrides the external file name assigned on a CREATE or
ALTER FILE statement. All external file names in a DMCL definition must be unique.

•   ddname 
Specifies the external name for the file under z/OS or z/VM. Ddname must be a 1- through 8-character value that
follows operating system conventions for ddnames.

•   filename 
Specifies the external name for the file under z/VSE. Filename must be a 1- through 7-character value that follows
operating system conventions for filenames.

•  DEFAULT
Removes the external file name override assigned to the file and re-assigns the external file name specified on a
CREATE or ALTER FILE statement.

•  NULL
Removes any external file name for the file. If you specify NULL, you must specify the data set name on the DSNAME
clause and/or z/VM VIRTUAL ADDRESS clause of the FILE statement. This option is not valid under z/VSE unless
DYNAM/D is being used.

•  DISP
For z/OS and z/VM systems, specifies the disposition to be assigned when the file is dynamically allocated.

•  SHR
Indicates that the data set specified on the DSNAME parameter will be available to multiple DC/UCF systems and local
mode transactions at a time.
Under z/VM, DISP SHR causes a link with an access mode of multiple read (MR).

•  OLD
Indicates that the data set specified on the DSNAME parameter will be available to only one DC/UCF system or local
mode transaction at a time.
Under z/VM, DISP OLD causes a link with an access mode of multiple write (MW).

• MEMORY CACHE Specifies whether or not to cache the file in memory.
Note: When specified on the area override statement, this option applies to all files in the area. When specified on both
the area and file override, the file override is used.
– NO  Specifies not to cache the file in memory. Note: This is the default for SYSTRK files and cannot be changed.
– YES  Specifies to limit the amount of 64-bit storage allocated for a given file to a percentage of a total file size,

instead of allocating storage for the entire file.
• STORAGE LIMIT NN PERCENT Specifies, in percentage, how much of the area's file to cache in memory.

Limit: 0 through 100
• The value 0 or 100 specifies to cache the entire file in memory
•  The values 1 to 99 specify to limit the amount of 64-bit storage allocated for a given file to a percentage of a

total file size, instead of allocating storage for the entire file.
NOTE

 For more information about operating-system specific considerations in using memory cache and 64-bit
storage, see the CA IDMS System Operations Guide.

•  DATASPACE NO
Same as MEMORY CACHE NO. This syntax is provided for upward compatibility only.

•  DATASPACE YES
Same as MEMORY CACHE YES. This syntax is provided for upward compatibility only.

•  SHARED CACHE
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Specifies or removes the shared cache for a file.
–  cache-name—Specifies the name of the shared cache to be used for the file. Cache-name must identify an XES

cache structure defined to a coupling facility accessible to the CA IDMS system.
–  NULL—Removes the shared cache assigned to the file.
–  DEFAULT—Specifies that the default cache specified for the segment will be used for the file.
DEFAULT is the default if SHARED CACHE is not specified.

 Expansion of area-override-specification
On an ALTER DMCL statement, specifies override attributes for an area in a segment that has been added to the DMCL.

•  ADD 
Adds or modifies area override information in the DMCL. ADD is the default.

•  DROP
Drops area override information from the DMCL.

NOTE

 This parameter does not drop area definitions from the DMCL.
•   segment-name.area-name 

Identifies the area whose attributes are being overridden. Segment-name must identify a segment included in the
DMCL. Area-name must identify an area in the named segment.

• MEMORY CACHE Specifies whether or not to cache the file in memory.
Note: When specified on the area override statement, this option applies to all files in the area. When specified on both
the area and file override, the file override is used.
– NO  Specifies not to cache the file in memory. Note: This is the default for SYSTRK files and cannot be changed.
– YES  Specifies to limit the amount of 64-bit storage allocated for a given file to a percentage of a total file size,

instead of allocating storage for the entire file.
• STORAGE LIMIT NN PERCENT Specifies, in percentage, how much of the area's file to cache in memory.

Limit: 0 through 100
• The value 0 or 100 specifies to cache the entire file in memory
•  The values 1 to 99 specify to limit the amount of 64-bit storage allocated for a given file to a percentage of a

total file size, instead of allocating storage for the entire file.
NOTE

 For more information about operating-system specific considerations in using memory cache and 64-bit
storage, see the CA IDMS System Operations Guide.

•  PAGE RESERVE SIZE reserve-character-count 
Specifies the number of bytes to be reserved on each page to accommodate increases in the length of record
occurrences or rows stored on the page. This clause overrides the value specified in the PAGE RESERVE SIZE clause
of a CREATE or ALTER AREA statement.
Reserve-character-count must be either 0 or a multiple of 4 in the range 48 through 32,716 and must be less than or
equal to the area's page size. The default is 0.
Native VSAM: For areas defined for native VSAM files, reserve-character-count must be 0.

•  ON STARTUP SET STATUS TO
Specifies a startup status for the area that overrides the startup status specified for the segment with which the area is
associated. See above for a description of this clause and its options.

•  ON WARMSTART
Specifies a warmstart status for the area that overrides the warmstart status specified for the segment with which the
area is associated. See above for a description of this clause and its options.

•  DATA SHARING
Specifies whether or not the area is eligible to be concurrently updated by CA IDMS systems that are members of a
data sharing group.
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–  YES—Specifies that concurrent update is allowed.
–  NO—Specifies that concurrent update is not allowed.
–  DEFAULT—Specifies that the data sharing attribute of the segment will apply to the area.
DEFAULT is the default if DATA SHARING is not specified.

•  FOR
Specifies the operating system for which the DMCL is being generated. If not specified, the default is the operating
system in which the GENERATE statement is executed.

•  MVS
Generates a DMCL load module for the z/OS operating system.

•  VSE
Generates a DMCL load module for the z/VSE operating system.

•  VM
Generates a DMCL load module for the z/VM operating system.

•   dmcl-load-module-name 
Specifies the name of the DMCL load module to delete from the DDLCATLOD area.

•  PERMANENT
Physically erases the DMCL load module. By default, CA IDMS/DB logically erases the DMCL load module and
physically erases it upon system startup.

•  AREas
On DISPLAY/PUNCH requests, identifies all database areas defined to the DMCL which have override specifications.

•  BUFfers
On DISPLAY/PUNCH requests, identifies all database buffers and journal buffers associated with the DMCL.

•  FILes
On DISPLAY/PUNCH requests, identifies all files defined to the DMCL which have override specifications.

•  JOUrnals
On DISPLAY/PUNCH requests, identifies all disk, tape, and archive journal files associated with the DMCL.

•  SEGments
On DISPLAY/PUNCH requests, identifies all segments contained in the DMCL.

•  DETails
Displays or punches details about the DMCL.

•  HIStory
Displays or punches:
– The user who defined the DMCL
– The user who last updated the DMCL
– The date the DMCL was created
– The date the DMCL was last updated

•  ALL
Displays or punches all information about the DMCL. ALL is the default action for a DISPLAY or PUNCH verb.

•  NONe
Displays or punches the name of the DMCL.

Usage

 Ordering Definitions 

You must define one or more database buffers for the DMCL before you add segments.

Assigning Buffers for Native VSAM Files

The following restrictions apply to buffers assigned to native VSAM files:
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• If the buffer is defined as NSR, all files using it must be associated with a single area.
• If the file access method is KSDS, ESDS, PATH, or RRDS, then the associated buffer must be defined as NSR or LSR.

Likewise, if the buffer is defined as NSR or LSR, only KSDS, ESDS, PATH, and RRDS files can use it
• All PATH files associated with an area mapped to a KSDS or ESDS file must use the same buffer as the KSDS or

ESDS file.

Assigning Buffers for Other Files

The page size of the buffer must be greater than or equal to the page size of all areas whose files are assigned to the
buffer. If the file's access method is VSAM, the page size of the buffer must be greater than or equal to the file's control
interval size.

External File Name

All non-blank external file names, including those for both database and journal files, must be unique within a DMCL. If
necessary, use file overrides to assign unique names.

An external file name must be specified unless dynamic allocation will be used to access the file.

NOTE

  For more information about dynamic file allocation in various operating systems, see 7.14.3, “Usage".

Archive Journal Block Size

Upon generation, the block size associated with an archive journal is checked to ensure it is not less than the block size
of the disk journals. Since the block size of the disk journals is derived from the page size of the journal buffer, if the
archive journal's block size is less than the page size of the journal buffer, the page size of the journal buffer is used and a
warning message issued.

Caching Files in Memory

You can reduce retrieval I/O operations by caching a file in memory using the MEMORY CACHE clause of the file override
specification. File caching is not supported for native VSAM files.

NOTE

 For more information about using memory caching, see Reducing I/O.

Dataspace Versus Memory Cache

The MEMORY CACHE clause replaces the use of the DATASPACE clause. The latter is still accepted for upward
compatibility, but is no longer generated on displays.

Controlling Memory Cache

Use the DMCL-wide MEMORY CACHE options to control where and how much memory cache storage can be allocated.

Insufficient Storage for Memory Cache

If MEMORY CACHE YES is specified for a file, and not enough storage is available to cache the file in memory,
processing continues as if MEMORY CACHE NO was specified.

Dynamically Changing Memory Cache Specification

The MEMORY CACHE specification can be changed dynamically:
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• Use DCMT VARY DMCL to change DMCL-wide MEMORY CACHE options
• Use DCMT VARY FILE to change the MEMORY CACHE specification for a file.

NOTE

  For more information about DCMT VARY DMCL and DCMT VARY FILE, see the CA IDMS System Tasks and
Operator Commands Guide.

Specifying Data Sharing Attributes

Each data sharing group has an associated coupling facility lock structure. The first CA IDMS system to become a
member of the group, establishes the attributes of the lock structure. These attributes remain in effect until all members
of the group have terminated normally. As long as any CA IDMS system is either active or has failed and not yet been
restarted, the existing lock structure attributes remain in effect. Lock structure attributes include the number of lock entries
and the maximum number of members. Both of these attributes affect the size requirements for the lock structure and
should be chosen carefully.

NOTE

  For more information about specifying data sharing attributes, see 24.4, “Reducing I/O”. Also see the CA IDMS
System Operations Guide.

Examples

Creating a DMCL

The following statement creates DMCL IDMSDMCL:

create dmcl idmsdmcl;

Assigning Buffers

The following statement assigns buffers to files associated with the DMCL:

• File INDX_FILE in segment EMPSEG uses INDX_BUFF as its buffer
• All other files in segment EMPSEG use EMP_BUFF as their buffer
• All files in other segments in the DMCL use the default buffer

alter dmcl idmsdmcl
     default buffer def_buff
     add segment projseg
     add segment empseg
         default buffer emp_buff
         file empseg.indx_file
         buffer indx_buff
     add segment payseg;

More Information

NOTE

 More Information: 
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•  Defining, Generating, and Punching a DMCL 
•  Modifying Physical Database Definitions  
•  Reducing I/O 
•  CA IDMS System Operations Guide 

FILE Statements
The FILE statements create, alter, drop, display, or punch the definition of a database file in the dictionary.

Authorization

• To create, alter, or drop a database file, you must have the following privileges:
– DBADMIN on the dictionary in which the file definition resides
– ALTER privilege on the segment with which the file is associated

• To display or punch a file definition, you must have DISPLAY privilege on the segment with which the file is associated
or DBADMIN on the dictionary in which the file definition resides.

Syntax

CREATE/ALTER FILE

►►─┬─ CREATE ─┬─ FILE ─┬─────────────────┬─ file-name ────────────────────────►

   └─ ALTER ──┘        └─ segment-name. ─┘

 

 ►─┬─────────────────────────────┬────────────────────────────────────────────►

   └─ ASSIGN TO ─┬─ ddname ────┬─┘

                 ├─ filename ──┤

                 └─ NULL ──────┘

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ DSNAME ─┬─ 'data-set-name' ─┬─┘

              └─ NULL ◄───────────┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └── DISP ─┬─ SHR ◄──┬─────┘

             └─ OLD ───┘
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 ►─┬───────────────────────────────────────────────┬──────────────────────────►

   └─ VM VIRTUAL ADDRESS ─┬─ 'virtual-address' ─┬──┘

                          └─ NULL ──────────────┘

 

 ►─┬──────────────────────────────┬───────────────────────────────────────────►

   └─ VM USERID ─┬─ vm-user-id ─┬─┘

                 └─ NULL ───────┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►◄

   ├─┬─ NONVSAM ◄──┬──────────────────────────────────┤

   │ └─ BDAM ──────┘                                  │

   ├─ VSAM ───────────────────────────────────────────┤

   ├─ ESDS ───────────────────────────────────────────┤

   ├─ RRDS ───────────────────────────────────────────┤

   └─┬─ KSDS ─┬─┬────────────┬─┬────────────────────┬─┘

     └─ PATH ─┘ └─ FOR CALC ─┘ └─ FOR SET set-name ─┘

DROP FILE

►►── DROP FILE ─┬─────────────────┬─ file-name ───────────────────────────────►◄

                └─ segment-name. ─┘

DISPLAY/PUNCH FILE

►►─┬─ DISplay ─┬─ FILE ─┬─────────────────┬─ file-name ───────────────────────►

   └─ PUNch ───┘        └─ segment-name. ─┘

 

   ┌───────────────────────────────────────┐
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 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ AREas ────┬─┴──┘

     └─ WITHOut ───┘   ├─ DETails ──┤

                       ├─ HIStory ──┤

                       ├─ ALL ◄─────┤

                       └─ NONe ─────┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

         └─ SYNtax ─────┘

 

Parameters

• segment-name
Specifies the segment associated with the file. Segment-name must identify an existing segment defined to the
dictionary.
If you do not specify the segment name, you must establish a current segment as described in "Entity Currency."

• file-name
Specifies the name of the file. File-name must be a 1- through 18-character name that follows the naming conventions.
File-name must be unique within the segment associated with the file.

• ASSIGN TO
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Specifies an external file name. Every external file name in a DMCL definition must be unique. If you do not specify an
ASSIGN TO clause, you must do one of two things:
– Specify the external file name in a file override clause in every DMCL in which the segment is included
– Specify DSNAME or VM VIRTUAL ADDRESS parameter
In z/VSE without DYNAM/D, every file must have an external file name. In other environments, if the external file name
is not specified, a data set name or VM virtual address must be specified.

• ddname
Specifies the external name for the file under z/OS or z/VM. Ddname must be a 1- through 8-character value that
follows operating system conventions for ddnames.

• filename
Specifies the external name for the file under z/VSE. Filename must be a 1- through 7-character value that follows
operating system conventions for filenames.

• NULL
Sets the external file name to blanks. This is equivalent to not specifying an external file name for a file. This option is
not valid under z/VSE unless DYNAM/D is being used.

• DSNAME data-set-name
For z/OS and z/VSE and OS-format data sets under z/VM, specifies the name of the data set to be used when
dynamically allocating the file. You must include this parameter if the file has no external file name assigned.
Data-set-name must conform to host operating system rules for forming data set names.
A data set name that includes embedded periods must be enclosed in single or double quotation marks.
Under z/VM, you can specify the DSNAME parameter or VM VIRTUAL ADDRESS and USERID parameters, or both.

NOTE
For more information on allocating files dynamically under z/VSE and z/VM, see the "Usage" topic in this
section.

• NULL
In ALTER statements, removes any previous data-set name specification for the file.

• DISP
For z/OS and z/VM systems, specifies the disposition to be assigned when the file is dynamically allocated.

• OLD
Indicates that the data set used for the file will be available to only one DC/UCF system or local mode application at a
time.
Under z/VM, DISP OLD causes a link with an access mode of multiple write (MW).

• SHR
Indicates that the data set used for the file will be available to multiple DC/UCF systems and local mode applications at
the same time.
Under z/VM, DISP SHR causes a link with an access mode of multiple read (MR).
SHR is the default when you do not include the DISP parameter in a CREATE FILE statement.

• VM VIRTUAL ADDRESS 'virtual-address'
For z/VM systems, specifies the virtual address of the minidisk to be used for the file. Virtual-address is a hexadecimal
value in the range X'0001' to X'FFFF' with all four digits specified.

• VM VIRTUAL ADDRESS NULL
On ALTER statements, removes any previous virtual address specification for the file.

• VM USERID vm-user-id
For z/VM systems only, identifies the owner of the minidisk to be used for the file. Vm-user-id is a 1- to 8-character
value.
You must specify a user ID for an OS-format data set. The user ID is optional for CMS-format files.
If you do not specify a user ID for a CMS-format file, CA IDMS/DB assumes that the owner of the minidisk is the user
ID of the virtual machine in which CA IDMS/DB is running.

• NULL
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Removes any previous minidisk owner specification for the file.
• NONVSAM

Identifies the access method for the file as BDAM, or DAM. BDAM is a synonym for NONVSAM. NONVSAM is the
default file access method.

• VSAM
Identifies the access method for the file as VSAM.
Specify VSAM for VSAM database files.

• ESDS
Identifies the structure of a native VSAM file to be accessed by CA IDMS/DB as ESDS (entry-sequenced data set).

• RRDS
Identifies the structure of a native VSAM file to be accessed by CA IDMS/DB as RRDS (relative-record data set).

• KSDS
Identifies the structure of a native VSAM file to be accessed by CA IDMS/DB as KSDS (key-sequenced data set).

• PATH
Identifies a native VSAM path (alternate index) on ESDS or KSDS native VSAM files.

• FOR CALC
Specifies that CALC access to records in the area associated with the file is to be translated into either primary key
access (for a KSDS file) or alternate index access (for a PATH file). Only 1 file (KSDS or PATH) associated with an
area may contain the FOR CALC clause.

• FOR SET set-name
Indicates that set access for the named set is to be translated into either primary key access (for KSDS file) or
alternate index access (for a path file). Set-name is the name of a set defined by a schema SET statement with the
VSAM INDEX clause. A given set-name can be specified in only one FOR SET clause for files within a segment.

• AREas
Displays or punches all areas with which the file is associated.

• DETails
Displays or punches details about the file.

• HIStory
Displays or punches:
– The user who defined the file
– The user who last updated the file
– The date the file was created
– The date the file was last updated

• ALL
Displays or punches all information on the file. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the file.

Usage

Dynamic File Allocation Under z/VSE without DYNAM/D

Under z/VSE without DYNAM/D, dynamic file allocation is used only when moving a file to another location while CV
remains active. It is not used when a file is initially opened. To open files, CA IDMS/DB requires the external filename,
DLBL, and EXTENT for every file defined in the DMCL. Specifying a DSNAME as part of the file's definition is optional and
does not affect how a file is opened.

To move a file to a new location while CV remains active, follow this procedure:

1. Deallocate the file using the DCMT VARY FILE command DEALLOCATE option
2. Add or replace the DLBL and EXTENT information in the SYSTEM standard label group using z/VSE batch facilities
3. Re-allocate the file using the DCMT VARY FILE command ALLOCATE option
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4. Open the file using the DCMT VARY FILE command OPEN option

WARNING
Be careful when you replace the DLBL and EXTENT information in the SYSTEM standard label group. The
DLBL and EXTENT information affects all other jobs in the z/VSE system that try to open or close database files
with the same filename.

Dynamic File Allocation under z/VSE with DYNAM/D

If using DYNAM/D in z/VSE, the functionality related to dynamic file allocation is similar to that provided in z/OS. If a
DSNAME is specified as part of the file's definition and no matching external file name is defined in a label group, CA
IDMS/DB (in conjunction with DYNAM/D) dynamically allocates the file by creating label and extent information during the
open process.

Dynamic File Allocation Under z/VM

If a dynamically allocated file under z/VM is:

• An OS-format data set, the CREATE FILE statement must include the DSNAME, VIRTUAL ADDRESS, and USERID
parameters

• A CMS-format file:
– The file must be a reserved file
– The CREATE FILE statement must include the VIRTUAL ADDRESS parameter

Dropping a File with Associated Areas

Before you delete the definition of a file, use the ALTER AREA statement to:

• Dissociate the file from any areas with pages that map to the file
• Map the dissociated area pages to one or more other files

Examples

Defining a Preallocated File

The CREATE FILE statement below defines the database file INS_FILE. The file must be defined in the JCL used to
execute CA IDMS/DB because no dynamic allocation information was provided.

create file demoseg.ins_file

   assign to insfile;

Defining File to Be Dynamically Allocated

The CREATE FILE statement below defines a database file to be allocated dynamically under z/OS. Since a ddname was
specified, execution JCL can be used to override the dataset name at runtime.

create file syspub.public4

   assign to syspub04

   dsname 'corp.syspub.public4';

Dropping a Database File
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The following DROP FILE statement deletes the definition of the INS_FILE file from the dictionary and from all DMCLs
with which it is associated:

drop file demoseg.ins_file;

JOURNAL BUFFER Statements
The JOURNAL BUFFER statements create, alter, drop, display, or punch the definition of a journal buffer in the dictionary.
For each DMCL, you must define one and only one journal buffer.

This article contains the following information:

Authorization

• To create, alter, or drop a journal buffer, you must have the following privileges:
– DBADMIN on the dictionary in which the journal buffer definition resides
– ALTER privilege on the DMCL with which the journal buffer is associated

• To display or punch a journal buffer, you must have DISPLAY privilege on the DMCL with which the journal buffer is
associated or DBADMIN on the dictionary in which the journal buffer definition resides

Syntax

CREATE/ALTER JOURNAL BUFFER

►►─┬─ CREATE ─┬─ JOURNAL BUFFER ─┬──────────────┬─ journal-buffer-name ───────►

   └─ ALTER ──┘                  └─ dmcl-name. ─┘

 ►─┬────────────────────────────────────────┬─────────────────────────────────►

   └─ PAGE SIZE character-count characters ─┘

 ►─┬───────────────────────────┬──────────────────────────────────────────────►◄

   └─ BUFFER PAGES page-count ─┘

DROP JOURNAL BUFFER
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►►── DROP JOURNAL BUFFER ─┬──────────────┬─ journal-buffer-name ──────────────►◄

                          └─ dmcl-name. ─┘

DISPLAY/PUNCH JOURNAL BUFFER

►►─┬─ DISplay ─┬─ JOURNAL BUFFER ─┬──────────────┬─ journal-buffer-name ──────►

   └─ PUNch ───┘                  └─ dmcl-name. ─┘

   ┌───────────────────────────────────────┐

 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ DETails ──┬─┴──┘

     └─ WITHOut ───┘   ├─ HIStory ──┤

                       ├─ ALL ◄─────┤

                       └─ NONe ─────┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤

            ├─ ALTer ─────┤

            └─ DROp ──────┘

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘
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          └─ SYNtax ─────┘

Parameters

• dmcl-name
Identifies the DMCL with which the journal buffer is associated. Dmcl-name must name an existing DMCL defined to
the dictionary. If you don't specify a DMCL name, you must establish a current DMCL as described in 7.3.3, "Entity
Currency" earlier in this section.

• journal-buffer-name
Specifies the name of the journal buffer. Journal-buffer-name must be a 1- through 18-character name that follows the
conventions described in 7.3, "Naming Conventions".

• PAGE SIZE character-count
Specifies the number of bytes in each page of the buffer. This clause is required on a CREATE statement. The buffer
page size determines the block size for all disk or tape journal files defined in the DMCL. 
For VSAM disk journal files, the page size must match the rounded up CI size. IBM rounds up the specified CI size
if the defined size is not a supported size. The journal buffer page size must match this rounded up size. The VSAM
RECSZ should be 8 bytes less. CA IDMS automatically makes the internal journal block size 8 bytes less than the CI
size. 
If a page is smaller than 256 bytes, then no data storage is possible. We recommend that a minimum page size of 512
bytes or larger be used.
The value of character-count depends upon the operating system:  

System Valid page sizes (in bytes)
z/OS and z/VSE 208 - 32764; multiple of 4. Page size cannot be greater than the

maximum block size for the disk device.
z/VM 4096

• BUFFER PAGES page-count
Specifies the number of pages to be included in the buffer. This clause is required on a CREATE statement. Page-
count must be an integer in the range 1 through 32,767.

• DETails
Displays or punches details about the journal buffer.

• HIStory
Displays or punches:
– The user who defined the journal buffer
– The user who last updated the journal buffer
– The date the journal buffer was created
– The date the journal buffer was last updated

• ALL
Displays or punches all information on the journal buffer. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the journal buffer.

Usage

Dropping the Journal Buffer

If you drop the journal buffer associated with a DMCL, be sure to define a new journal buffer before you regenerate the
DMCL load module.
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Examples

Defining a Journal Buffer

The following CREATE JOURNAL BUFFER statement defines the journal buffer JRNL_BUFF with 3 pages:

create journal buffer idmsdmcl.jrnl_buff

   page size 2932 characters

   buffer pages 3;

Modifying the Page Size of a Journal Buffer

The following ALTER BUFFER statement changes the page size of journal buffer JRNL_BUFF to 4,352 characters:

alter journal buffer idmsdmcl.jrnl_buff

   page size 4352 characters;

Dropping a Journal Buffer

The following DROP JOURNAL BUFFER statement deletes the definition of journal buffer JRNL_BUFF from the
dictionary:

drop journal buffer idmsdmcl.jrnl_buff;

For more information, see the following topics:

SEGMENT Statements
The SEGMENT statements create, alter, drop, display, or punch the definition of a segment in the dictionary.

 

Authorization 

• To create, alter, or drop a segment, you must have the following privileges:
– DBADMIN on the dictionary in which the segment definition resides
– CREATE (for creating), ALTER (for altering), or DROP (for dropping) on the named segment

• To display or punch a segment, you must have DISPLAY privilege on the named segment or DBADMIN on the
dictionary in which the segment definition resides

Syntax

CREATE/ALTER SEGMENT 

►►─┬─ CREATE ─┬─ SEGMENT segment-name ────────────────────────────────────────►
   └─ ALTER ──┘
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 ►──┬──────────────────────┬──────────────────────────────────────────────────►
    └─ FOR ─┬─ NONSQL ◄──┬─┘
            └─ SQL ──────┘

 ►──┬──────────────────────────────────────┬──────────────────────────────────►
    └─ PAGE GROUP ─┬─ page-group-number ─┬─┘
                   └─ 0 ◄────────────────┘
 ►──┬───────────────────────────────────────────────────────┬─────────────────►
    └─ MAXIMUM RECORDS PER PAGE ─┬─ maximum-record-count ─┬─┘
                                 └─ 255 ◄─────────────────┘

 ►──┬────────────────────────────────────┬────────────────────────────────────►
    └─ FOR SCHEMA ─┬─ sql-schema-name ─┬─┘
                   └─ NULL ────────────┘

 ►──┬──────────────────────────┬──────────────────────────────────────────────►◄
    └─ STAMP BY ─┬─ TABLE ◄──┬─┘
                 └─ AREA ────┘

DROP SEGMENT 

►►── DROP SEGMENT segment-name ───────────────────────────────────────────────►◄

DISPLAY/PUNCH SEGMENT 

►►─┬─ DISplay ─┬─ SEGMENT segment-name ───────────────────────────────────────►
   └─ PUNch ───┘

   ┌───────────────────────────────────────┐
 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►
     │               ┌────────────────┐  │
     ├─ WITh ──────┬─▼─┬─ AREas ────┬─┴──┘
     └─ WITHOut ───┘   ├─ DMCls ────┤
                       ├─ FILes ────┤
                       ├─ SYMbols ──┤
                       ├─ DETails ──┤
                       ├─ HIStory ──┤
                       ├─ ALL ◄─────┤
                       └─ NONe ─────┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ VERb ─┬─ DISplay ───┬─┘
            ├─ PUNch ─────┤
            ├─ CREate ◄───┤
            ├─ ALTer ─────┤
            └─ DROp ──────┘

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄
   └─ AS ─┬─ COMments ◄──┬─┘
          └─ SYNtax ─────┘

 364



 Administrating

 

Parameters

 

• segment-name 
Specifies the name of the segment. Segment-name must be a 1- through 8-character name that follows the
conventions described in 7.3, "Naming Conventions".
Segment-name must be unique within the dictionary.

WARNING
 If the segment is an SQL segment in an application dictionary, you must dissociate any tables, indexes,
and referential constraints associated with the segment's areas before you attempt to delete the segment by
issuing a DROP SEGMENT statement.

• FOR NONSQL
Indicates that the segment contains data defined by a non-SQL schema. FOR NONSQL is the default. Valid on
CREATE operation only.

• FOR SQL
Indicates that the segment contains data defined by an SQL schema. Valid on CREATE operation only.

• PAGE GROUP page-group-number 
Specifies the page group of the segment's areas. Page-group-number is an integer in the range 0 through 32767. The
default is 0.

• MAXIMUM RECORDS PER PAGE maximum-record-count 
On a CREATE statement, specifies the maximum number of record occurrences that can be stored on a single page of
the segment's areas. Maximum-record-count is an integer in the range 3 through 2727. The default is 255.

• FOR SCHEMA sql-schema-name 
Reserves areas associated with the segment for tables and indexes in the named SQL schema. Sql-schema-
name must identify an SQL schema defined in the dictionary or a warning will be issued.
If the segment already contains tables and indexes from other SQL schemas, CA IDMS/DB does not prevent access to
them, however, no new ones can be defined.

• FOR SCHEMA NULL
On an ALTER statement, removes any previous SQL schema restriction for the segment.

• STAMP BY TABLE
For SQL segments only, maintains synchronization stamps at the table level. BY TABLE is the default.
When maintaining stamps at the table level, CA IDMS/DB updates the stamp for an individual table when the definition
of the table or any associated calc, index, or constraint is modified.
This clause is ignored for segments defined as non-SQL.

• STAMP BY AREA
For SQL segments only, maintains a synchronization stamp at the area level in addition to the stamps maintained for
individual tables. When maintaining stamps at the area level, CA IDMS/DB updates the stamps for both the individual
table and its area when the definition of any table in the area (or any associated calc, index, or constraint) is modified.
Maintaining stamps at the area level allows validation of access modules by area rather than by individual
table. However, a change to a table within the area requires that an access module that references any table within the
area be recompiled.
This clause is ignored for segments defined as non-SQL.

• AREas
Displays or punches information on all areas contained in the segment.

• DMCLS
Displays or punches information on all DMCLS in which the segment is included.

• FILes
Displays or punches information on all files contained in the segment.

• SYMbols
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Displays or punches information on all symbols defined to areas contained in the segment.
• DETails

Displays or punches details about the segment.
• HIStory

Displays or punches:
– The user who defined the segment
– The user who last updated the segment
– The date the segment was created
– The date the segment was last updated

• ALL
Displays or punches all information on the segment. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the segment.

Usage

Assigning Page Groups 

When you assign a segment to a page group, keep these restrictions in mind:

• For non-SQL defined databases, all data accessed within a run unit must be in the same page group and have the
same maximum number of records per page unless you specify the MIXED PAGE GROUP BINDS ALLOWED option

• When adding segments to a DMCL, areas within a page group must have unique, non-overlapping page ranges

CA IDMS/DB Rounds Up the Maximum Record Count 

CA IDMS/DB may change the maximum number of records or rows that can be stored on a single page. CA IDMS/DB
rounds the value to the next higher power of 2 less 1 to arrive at the actual number of records per page. (This is the
largest number that can be represented in the same number of bits.) The following table shows the actual maximum
records per page resulting from values specified for maximum-record-count.

Value specified in MAXIMUM RECORDS
clause 

Actual maximum records per page High allowable page number 

3 3 1,073,741,822
4 - 7 7 536,870,910
8 - 15 15 268,435,454
16 - 31 31 134,217,726
32 - 63 63 67,108,862
64 - 127 127 33,554,430
128 - 255 255 16,777,214
256 - 511 511 8,388,606
512 - 1,023 1,023 4,194,302
1,024 - 2,047 2,047 2,097,150
2,048 - 2,727 2,7271 1,048,574

NOTE
 Although a 12-bit line number would theoretically accommodate 4,095 records per page, only 2,727 4-byte
record occurrences can actually be stored on the largest possible page.

MAXIMUM RECORDS Clause Determines the Db-Key Format 
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Because the MAXIMUM RECORDS PER PAGE clause determines the number of bits required for a line number, it also
determines the format of database keys for the segment. A database key is a 32-bit field, made up of 2 values:

• The number of the page on which a record occurrence or row resides
• The record's or row's line number within that page

Maximum-record-count determines the number of bits required to store a line number (minimum 2 bits; maximum 12); the
remaining bits become the page-number portion of the database key. Consequently, maximum-record-count and the page
numbers assigned to schema areas are dependent upon one another, as is shown in the table above.

In most cases, maximum-record-count can be left to default to 255; this accommodates a database with page numbers up
to 16,777,214.

NOTE
 The number specified in the MAXIMUM RECORDS clause indicates the maximum number of records that the
run-time system will place on a single page. The actual number of records on a given page depends on the page
size specified on the AREA statement and the sizes of individual records or rows placed on the page.

NOTE
 For information on how the MAXIMUM RECORDS clause and the area's page size affect the number of records
or rows on a page, see the presentation of space management in Space Management.

Examples

Defining a Segment 

The following CREATE SEGMENT statement defines the SALESSEG segment:

create segment salesseg
   for sql
   for schema saleschm
   stamp by area;

Dropping a Segment 

The following DROP SEGMENT statement deletes the definition of the segment SALESSEG from the dictionary:

drop segment salesseg;

TAPE JOURNAL Statements
The TAPE JOURNAL statements create, alter, drop, display, or punch the definition of a tape journal file in the dictionary.
You can define only one tape journal file for any given DMCL.

Authorization

• To create, alter, or drop a tape journal file, you must have the following privileges:
– DBADMIN on the dictionary in which the tape journal definition resides
– ALTER privilege on the DMCL with which the tape journal file is associated

• To display or punch a tape journal file definition, you must have DISPLAY privilege on the DMCL with which the tape
journal file is associated or DBADMIN on the dictionary in which the tape journal definition resides.

Syntax

CREATE/ALTER TAPE JOURNAL
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►►─┬─ CREATE ─┬─ TAPE JOURNAL ─┬──────────────┬─ journal-file-name ───────────►

   └─ ALTER ──┘                └─ dmcl-name. ─┘

 

 ►─┬─────────────────────────────┬────────────────────────────────────────────►◄

   └─ ASSIGN TO ─┬─ ddname ────┬─┘

                 └─ filename ──┘

DROP TAPE JOURNAL

►►── DROP TAPE JOURNAL ─┬──────────────┬─ journal-file-name ──────────────────►◄

                        └─ dmcl-name. ─┘

DISPLAY/PUNCH TAPE JOURNAL

►►─┬─ DISplay ─┬─ TAPE JOURNAL ─┬──────────────┬─ journal-file-name ──────────►

   └─ PUNch ───┘                └─ dmcl-name. ─┘

 

   ┌───────────────────────────────────────┐

 ►─▼─┬───────────────────────────────────┬─┴──────────────────────────────────►

     │               ┌────────────────┐  │

     ├─ WITh ──────┬─▼─┬─ DETails ──┬─┴──┘

     └─ WITHOut ───┘   ├─ HIStory ──┤

                       ├─ ALL ◄─────┤

                       └─ NONe ─────┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ VERb ─┬─ DISplay ───┬─┘

            ├─ PUNch ─────┤

            ├─ CREate ◄───┤
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            ├─ ALTer ─────┤

            └─ DROp ──────┘

 

 ►─┬───────────────────────┬──────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ◄──┬─┘

          └─ SYNtax ─────┘

 

Parameters

• dmcl-name
Identifies the DMCL with which the tape journal file is associated. Dmcl-name must name an existing DMCL defined
to the dictionary. If you don't specify a DMCL name, you must establish a current DMCL as described in 7.3.3, "Entity
Currency".

• journal-file-name
Specifies the name of the tape journal file. Journal-file-name must be a 1- through 18-character name that follows the
conventions described in 7.3, "Naming Conventions".

• ASSIGN TO
Associates the tape journal file with an external file name. This clause is required on a CREATE statement. Each
external file name defined to a DMCL must be unique.

• ddname
Specifies the external name for the file under z/OS or z/VM. Ddname must be a 1- through 8-character value that
follows operating system conventions for ddnames.

• filename
Specifies the external name for the file under z/VSE. Filename must have the following format: SYSnnn where nnn is a
3-digit number.

• DETails
Displays or punches details about the tape journal.

• HIStory
Displays or punches:
– The user who defined the tape journal
– The user who last updated the tape journal
– The date the tape journal was created
– The date the tape journal was last updated

• ALL
Displays or punches all information on the tape journal. ALL is the default action for a DISPLAY or PUNCH verb.

• NONe
Displays or punches the name of the tape journal.

Usage

Mutually Exclusive Journal Definitions

A DMCL must contain the definitions of either disk and archive journal files or a tape journal file. You cannot include the
definition of disk and archive journal files in the DMCL if you include the definition of a tape journal file.
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Journal File Block Size

The block size of a tape journal file is determined by the page size of the journal buffer associated with the DMCL.

Journaling in Local Mode

If you want to use journaling facilities for a local mode application, the application must use a DMCL in which a tape
journal is defined.

Examples

Defining a Tape Journal File

The following CREATE TAPE JOURNAL statement defines the tape journal file TAPEJRNL:

create tape journal locdmcl.tapejrnl

   assign to sysjrnl;

Changing the External File Name

The following ALTER TAPE JOURNAL statement changes the external file name assigned to tape journal file, TAPEJRNL:

alter tape journal locdmcl.tapejrnl

   assign to sysjrnl1;

Dropping a Tape Journal File

The following DROP TAPE JOURNAL statement deletes the definition of the tape journal file TAPEJRNL from the
dictionary:

drop tape journal locdmcl.tapejrnl;

Summary of Physical Database Limits
Data Limits

The following table summarizes the maximum values allowed for physical database definitions:

Item Maximum allowed
Pages in a data buffer 16,777,214
Bytes in a database buffer page 32,764; multiple of 4
Journal buffer pages associated with a database 32,767
Bytes in a journal buffer page 32,768; multiple of 4
Files in a database 32,767
Files associated with an area 32,767
Areas associated with a file 32,767
Pages associated with an area 1,073,741,822
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Bytes in a database page 32,764; multiple of 4
Blocks in a disk journal file 999,999
Bytes in an archive journal block 32,768

Defining a Database Using SQL
This section contains procedures for defining the logical components of an SQL-defined database (the last step in the list).

Steps to Define a Database

To use SQL to define your database, follow these steps:

1. Design and size the database using information provided in the Administrating section document.
2. Define in the system dictionary the segments that represent the physical database. Include the segments in your

DMCL, and generate, punch, and link edit the DMCL.

NOTE
For more information on the physical database, see Section4, “Defining Segments, Files, and Areas".

3. Create and format the operating system files that will contain the table's rows. These files must be accessible to the
runtime environment before you define your tables.

4. Copy the segment definition from the system dictionary into the application dictionary in which you wish to define your
tables.
The segment and area names you use in the logical definition must match those defined in the physical definition in
the system dictionary. The stamp level, which tells CA IDMS/DB to check the date and time of definition at either the
area level or table level, must also match in both definitions. It is recommended that the page range and page size of
areas match in both definitions since this information is used for optimization and index sizing. It is not necessary to
define the files in the application dictionary.

5. Enter SQL data description (DDL) statements to do the following, in this order:
– Create the schema
– Create tables
– Create CALC keys
– Create indexes
– Create referential constraints
– Drop unneeded default indexes
– Create views

For complete SQL DDL syntax, see the CA IDMS SQL Reference section. For design decisions, see the Administrating
section document.

Executing SQL Data Description Statements
Tool for Entering SQL DDL Statements

You enter SQL data description language statements using the online or batch command facility. The command facility
performs the following functions:

• Accepts as input SQL data description language (DDL) statements
• Updates the application dictionary with definitions
• Updates the database to reflect the definitions

NOTE
See the CA IDMS SQL Administrating section for syntax. See the Using section document for information on
submitting SQL statements using the command facility.
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Identifying the Dictionary

When you use the command facility, you must identify the application dictionary to be updated by either:

• Explicitly connecting to a dictionary
• Establishing a default dictionary

Executing DDL Statements Programmatically

You can embed SQL DDL statements in an application program. No cursors can be open when you execute embedded
DDL statements.

NOTE
See the CA IDMS SQL Administrating section document for information on embedding SQL statements in an
application program.

Local Mode

It is recommended that SQL statements not be executed in local mode. If a local mode error is encountered in the
execution of a DDL statement, the dictionary is left in an unpredictable state and must be manually recovered. To avoid
this, execute SQL DDL statements only under the central version.

Creating a Schema
You create a schema by issuing a CREATE SCHEMA statement.

Things You Can Specify

1. Schema name
2. Optionally a default area
3. Optionally a reference to another schema, either an SQL or non-SQL schema

Considerations

• The default area specified in the CREATE SCHEMA statement must be defined to the application dictionary in which
the schema is being defined. The default area is used to contain table rows if no area is specified as part of the table
definition.

• If reference is made to another schema, the schema containing the reference is called a referencing schema and the
schema that it refers to is a referenced schema. A referencing schema cannot contain table or view definitions.
– You can reference a non-SQL schema to enable SQL access to a non-SQL defined database.
– You can reference an SQL schema to allow identical SQL defined databases to be accessed through a single

schema definition. The referenced schema must not be itself a referencing schema nor contain tables that reference
or are referenced by tables in other schemas. For other considerations associated with referencing SQL schemas,
see the CA IDMS SQL Reference section.

• A referencing schema can be bound to a specific database instance or unbound by not specifying a DBNAME as
part of the referencing schema definition. Accessing tables through an unbound referencing schema allows runtime
determination of the database instance to be accessed based on the database to which an SQL session connects.
Therefore, the same table name (and access modules) can be used to access different database instances by
connecting to different database names. Each database name definition must include the appropriate database
segments to be accessed.

• The owner of the schema being created (and, therefore, all tables and views within the schema) is the user issuing the
CREATE SCHEMA statement. To reassign ownership to another authorization ID, use the TRANSFER OWNERSHIP
statement, as described in the CA IDMS SQL Reference section.

Examples

 372



 Administrating

In the following example, the schema PROD is defined. The default area for the schema is PROD_AREA. Rows in tables
associated with this schema will be stored in PROD_AREA unless an area name is explicitly coded in the CREATE
TABLE statement.

create schema prod

   default area prod_area;

In the following example, the schema WINDOW is defined and associated with the non-SQL defined schema SCHED.
Programs using SQL data manipulation language statements can access data in the non-SQL database by using the
schema WINDOW.

create schema window

    for nonsql schema sched;

In the following example, the schemas HRTEST1 and HRTEST2 are defined as referencing schemas for SQL schema
HRTEST0. References to tables in HRTEST1 will access data in the HRTEST1 database while those in HRTEST2 will
access data in the HRTEST2 database. These databases contain identically-defined base tables as described by the
HRTEST0 schema.

create schema hrtest1

   for sql schema hrtest0 dbname hrtest1;

create schema hrtest2

   for sql schema hrtest0 dbname hrtest2;

In the following example, the schema HRTEST is also defined as a referencing schema for SQL schema HRTEST0;
however, HRTEST is not associated with any specific database instance. Consequently, the data that is accessed through
references to HRTEST tables will be determined at runtime by the database to which the SQL session connects.

create schema hrtest

   for sql schema hrtest0;

Creating a Table
You create a table by issuing the CREATE TABLE statement and adding appropriate clauses to describe each column
associated with the table.
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Things You Can Specify

1. Table name, using a schema qualifier unless you have specified a default schema name in the SET SESSION
statement

NOTE
For more information on session management statements, see the CA IDMS SQL Reference section.

2. Column names
3. Data type for each column
4. Optionally a default value and a null specification for each column
5. Optionally a check constraint to limit the values allowed in a column or columns
6. An area in which the table's rows will be stored (unless you want them stored in the default area for the schema)
7. Data compression
8. An estimate of the number of rows for the table
9. Physical attributes, including a table ID number and a synchronization timestamp.

Specifying Physical Attributes

When defining or altering a table, you can specify physical attributes that are normally generated automatically. Specifying
explicit values for this information, allows you to create tables that have identical physical attributes and can therefore be
accessed through a single schema definition.

Since a table's synchronization stamp is updated each time an associated index, calc key or referential constraint is
added or removed, the synchronization stamp must be set after adding or removing these associated entities.

Care should be exercised when specifying a specific timestamp, since its purpose is to enable the detection of
discrepancies between a table and its definition. If explicitly specified, the timestamp should always be set to a new value
following a definitional change so that the change is detectable to the run time system.

Compressing

The COMPRESS option in the table definition statement specifies that data be compressed when it is stored in the
database and decompressed when it is retrieved from the database.

To use the COMPRESS option, you must have CA IDMS Presspack installed at your site.

NOTE
See the CA IDMS Presspack Using section for information on CA IDMS Presspack.

Estimated rows

When you create a new table, it is useful to specify the number of rows you expect to be stored in the table. CA IDMS/DB
uses this information to:

• Optimize host language statements that reference the table and are compiled before the table is loaded and the
UPDATE STATISTICS statement has been executed for it

• Calculate index characteristics

Example

In the following example, the EMPLOYEE table is defined and associated with the PROD schema. The table includes 15
columns. The check parameter restricts the values that can be inserted in the EMP_ID and STATUS columns. The data in
this table will be stored in the EMP.EMPREG area and the expected number of rows for the table is 500.

create table prod.employee

                  (emp_id            unsigned numeric      not null,
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                   manager_id        unsigned numeric              ,

                   emp_fname         char(20)              not null,

                   emp_lname         char(20)              not null,

                   dept_id           unsigned numeric      not null,

                   street            char(40)                      ,

                   city              char(20)              not null,

                   state             char(02)              not null,

                   zip_code          char(09)              not null,

                   phone             char(10)                      ,

                   status            char                  not null,

                   ss_number         unsigned decimal(9,0) not null,

                   start_date        date                  not null,

                   termination_date  date                          ,

                   birth_date        date                          ,

         check ( (emp_id between 0 and 8999) and

                 (status in ('A', 'S', 'L', 'T') ) )

         in emp.empreg

         estimated rows 500;

Defining a CALC Key
You create a CALC key by issuing the CREATE CALC statement and specifying a CALC key column.

Things You Can Specify

1. Whether the CALC key is unique
2. Name of the table associated with this CALC key
3. Name of the column or columns that make up the CALC key

Considerations
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• You can define only one CALC key for a table.
• The table must be empty when you define a CALC key for it.
• You must specify NOT NULL for the column(s) on which the CALC key is placed if you use the UNIQUE option.
• The table cannot be the referencing table in a clustered referential constraint.
• The table cannot have a clustered index defined on it.

Examples

In the following example, a unique CALC key is defined on the EMPLOYEE table. The CALC key consists of one column,
EMP_ID.

create unique calc key on prod.employee(emp_id);

In the following example, a unique multi-column CALC key is defined on the BENEFITS table. The CALC key consists of
two columns, EMP_ID and FISCAL_YEAR.

create unique calc key on test.benefits(emp_id, fiscal_year);

Defining an Index
You define an index by issuing the CREATE INDEX statement.

Things You Can Specify

1. Whether the index is unique
2. Name of the index
3. Name of the table on which the index is defined
4. Name of the column or columns that make up the index key
5. The sequencing options for the index
6. Optionally, the area in which the index will be stored
7. Optionally, physical characteristics of the index
8. Optionally, physical attributes, including an index ID

Considerations

• CA IDMS/DB will automatically determine the physical characteristics of the index based on the estimated (or actual)
number of rows in the table. However, you may choose to supply this information yourself.

• Index names must be unique for all indexes defined on a table
• An index must be in the same page group as the table on which it is defined.

Specifying Physical Attributes

When creating an index, you can specify physical attributes that are normally generated automatically. Specifying
explicit values for this information allows you to create and maintain tables that have identical physical attributes and can
therefore be accessed through a single schema definition.

Example

In this example, an index has been created on the employee table. The keys in the index are LAST_NAME,
FIRST_NAME. The index does not require that the last name/first name combination be unique. The index will be located
physically in a separate area from the data in the table.
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create index em_name_ndx on prod.employee (last_name, first_name)

    in emp.empreg1;

Defining a Referential Constraint
You create a referential constraint by issuing the CREATE CONSTRAINT statement and specifying the referenced and
referencing tables and columns.

Things You Can Specify

1. Name of the constraint
2. The referencing table and column(s)
3. The referenced table and column(s)
4. Whether the referential constraint is linked or unlinked (the default)
5. Options such as clustered (ORDER BY) or indexed (INDEX)

Considerations

• The referenced column values of each row in the referenced table must be unique in the database. Therefore, ensure
that either a unique CALC key or a unique index key is defined on the referenced columns.

• The datatype of a referencing column must be the same as its referenced column.
• If you specify an unlinked referential constraint:

– The referencing table must have a CALC key or index defined on the referencing columns.
– The order of the columns must be the same as the unique CALC key or index on the referenced columns.
– If using an index on the referencing columns, the index can contain columns in addition to the referencing columns.

The referencing columns must precede any additional columns in the index key.
• If you are defining a self-referencing constraint, it must be unlinked.
• Referential constraints (linked and unlinked) may not cross page group boundaries, meaning that the areas in which

the referenced and referencing tables reside must have the same page group.

Example - Linked Referential Constraint

In this example, a linked referential constraint has been created to ensure that the employee ID in the benefits table is a
valid ID by checking it against the employee IDs in the employee table. The referential constraint is indexed and ordered
by the fiscal year.

create constraint emp_benefits

   benefits (emp_id)

   references employee (emp_id)

   linked index

     order by (fiscal_year desc);

Example - Unlinked Referential Constraint
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In this example, an unlinked referential constraint has been created to ensure that an employee's manager is a valid
employee. Since this is a self-referencing constraint (both columns being in the same table), it must be unlinked.
UNLINKED is the default.

create constraint manager_emp

   employee (manager_id)

   references employee(emp_id);

Dropping a Default Index
You add or drop a default index by issuing an ALTER TABLE statement on the table whose default index you want to drop.

Things You Can Specify

• Use the ADD DEFAULT INDEX parameter to create a default index for the named table.

NOTE
The table must not already have a default index associated with it.

• Use the CASCADE parameter to drop all indexes in which the named column is an indexed column following entities.

NOTE
If CASCADE is not specified, the column must not participate in a referential constraint or index, or be named
in a view.

Considerations

It may not always be appropriate to drop a default index.

NOTE
See the Database Design Guide document for complete information on retaining or dropping default indexes,
and see the SQL Reference section for complete information on ALTER TABLE.

Example

In the following example, the default index is dropped from the EMPLOYEE table .

alter table prod.employee

      drop default index;

Creating a View
You create a view by issuing the CREATE VIEW statement and specifying the view column names, the table(s) and
column(s) from which the view is derived, and data restrictions, if any.

Things You Can Specify

1. Name of a view, using a schema qualifier unless you have specified a default schema name in the SET SESSION
statement

NOTE
For more information on session management statements, see the CA IDMS SQL Reference section.
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2. A column list if there are computations or duplicate column names in the result table of the view definition
3. An appropriate SQL select statement

NOTE
For a complete discussion of SQL select statements, see the CA IDMS SQL Reference section.

4. A check option to ensure that only data values that satisfy the SELECT statement are inserted or updated through the
view.

5. Physical attributes, including a synchronization stamp.

Specifying Physical Attributes

When creating a view, you can specify physical attributes that are normally generated automatically. Specifying explicit
values for this information allows you to create and maintain views that have identical attributes and can therefore be
accessed through a single schema definition.

Care should be exercised when specifying a specific timestamp, since its purpose is to enable the detection of
discrepancies between a view and its definition. If explicitly specified, the timestamp should always be set to a new value
following a definitional change so that the change is detectable to the run time system.

Considerations

• You cannot define an index on a view
• Updatable views are syntactically valid anywhere in SQL DML statements that tables are; a view is updatable when the

SELECT statement references only one table and when the view projects no computed values
• If the WHERE clause of the SELECT statement contains a subquery, you cannot use the check option
• Avoid using an asterisk (*) in the SELECT statement of your view. If a column is added to the underlying table, the view

becomes invalid and must be dropped and recreated.

Example - Single Table View

In the following example, a simple view is defined on the EMPLOYEE table.

create view prod.emp_home_phone

   as select emp_id, emp_lname, emp_fname, phone

      from prod.employee;

Example - Updatable View

In the following example, a view is defined with the check option to restrict rows that can be updated and inserted.
Using the view, the value of DEPT_ID cannot be changed to something other than 'SALES', and new rows must have a
DEPT_ID of 'SALES'.

create view hr.sales_employee

   as select emp_id, emp_lname, emp_fname, dept_id, emp_ssno

      from prod.employee

      where dept_id = 'SALES'

   with check option;
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Example - Nonupdatable View

In the following example, a view is defined with three columns derived from two tables. Since the third column includes
both aggregate functions and an arithmetic operation, the CREATE VIEW statement must specify names for the columns
in the view.

This view is nonupdatable because the SELECT references more than one table and because the view projects computed
values.

create view prod.emp_vacation

   (emp_id, dept_id, vac_time)

   as select e.emp_id, dept_id, sum(vac_accrued) - sum(vac_taken)

      from prod.employee e, prod.benefits b

      where e.emp_id = b.emp_id

      group by dept_id, e.emp_id;

NOTE
For more information on SQL syntax, see the CA IDMS SQL Reference section.

Defining a Database Using Non-SQL
This section provides information on Step 4, defining the logical components (schema, subschema) of the database.

Steps to Define a Database

To use non-SQL methods to define your database, follow these steps:

1. Design and size the database using information provided in the Administrating section document.
2. Define in the system dictionary the segments that represent the physical database. Include the segments in your

DMCL, and generate, punch, and link edit the DMCL. For more information on the physical database, see Section4,
“Defining Segments, Files, and Areas". 
Note: You can defer this step until after you define the schema and subschema.

3. Allocate and format the operating system files as described in Allocating and Formatting Files.
Note: You can defer this step until after you define the schema and subschema. 

4. Define a schema and one or more subschemas.

For more information, see the following topics:

Schemas and Subschemas
CA IDMS/DB needs descriptions of databases to manage those databases. To satisfy this requirement, the database
administrator defines two logical components of the non-SQL database:

• Schema
The schema is a complete description of a database, including the names and descriptions of all areas, records,
elements, and sets. The major purpose of the schema is to provide definitions from which to generate subschemas.

• Subschema
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A subschema provides a view of the database as seen by an application program. This view is often a subset of the
complete schema definition. A subschema is used at runtime to provide the DBMS with a description of those portions
of the database that are accessible to the application program.
The subschema can restrict access to the database in the following ways:
– The subschema identifies the areas, records, elements, and sets which are accessible.
– The subschema identifies the Data Manipulation Language (DML) functions which can be performed.

Subschemas also allow you to define logical records. Logical records are a view of one or more base records and a set of
operations performed on those records.

Other entities defined within the process of schema and subschema definition are records, sets, areas, indexes, and
CALC keys.

NOTE
For a complete discussion of non-SQL database components and how to decide which components and options
you will use in your database, see the Administrating section.

Storing Schema and Subschema Source

Source descriptions for schemas and subschemas are kept in the DDLDML area of the dictionary.

Many software components need database descriptions that are not in object form. For example, DML compilers need
a source from which they can generate record descriptions within user-written programs; the IDMSRPTS utility needs a
source from which it can produce database reports, and so on. Source descriptions provide a form that is readable by the
software when performing these non-DBMS functions.

Load Modules are Maintained for Subschemas

Load modules are maintained for subschemas. Subschema load modules are kept in the DDLDCLOD area of the
dictionary and, optionally, in a load library. Load modules consist of machine-readable code that CA IDMS/DB uses at
runtime to transfer data between the program and the database.

Reporting on Schema and Subschema Definitions http://wiki-dev.ca.com/display/IDMS/Reporting+on+Schema+and
+Subschema+Definitions

There are two methods of obtaining a report on a schema or subschema:

• Running the IDMSRPTS utility program
• Running the schema or subschema compiler in batch mode to produce an activity listing

Schema and Subschema Compilers
This article describes the Schema and Subschema Compilers and includes the following topics:

Schema Compiler

The schema compiler, IDMSCHEM, performs the following functions:

• Accepts as input DDL statements that describe the areas, records, elements, and sets of the database
• Evaluates the syntax and logic of the input
• Places source descriptions of the schema and its components into the dictionary
• Produces a list of the compiler's activities

Subschema Compiler

The subschema compiler, IDMSUBSC, performs the following functions:

• Accepts as input DDL statements that describe the subschema as follows:

 381

http://wiki-dev.ca.com/display/IDMS/Reporting+on+Schema+and+Subschema+Definitions
http://wiki-dev.ca.com/display/IDMS/Reporting+on+Schema+and+Subschema+Definitions


 Administrating

– Identifies selected areas, records, elements, and sets of the database
– Defines logical records
– Places restrictions on allowable DML verbs

• Validates the syntax and logic of the input
• Places a source description of the subschema into the dictionary
• Generates a subschema load module and places it into the dictionary
• Produces a list of the compiler's activities

You can define any number of subschemas for each schema. One subschema might include all areas, records, and
sets in the schema while another might contain only those areas, records, and sets needed for a program accessing the
database. Usually you define one subschema for each group of similar applications that access the database.

Additional Functions of the Compilers

In addition to the functions stated above, SCHEMA and SUBSCHEMA statements can:

• Add, modify, delete, display, or punch a schema or subschema description
• Secure the schema or subschema definition
• Authorize users to issue specific verbs against the schema or subschema definition

NOTE
For more information on using the schema and subschema compilers, see Section10, “Using the Schema and
Subschema Compilers”.

Defining a Schema

Order of Schema Component Definition

When you add a new schema to the dictionary, you must submit the ADD SCHEMA statement first. Although you can
add most statements in any order, cross references to nonexistent components generate error messages. To avoid error
messages, submit statements in this order:

1. SCHEMA statement
2. AREA statements
3. RECORD statements (and associated ELEMENT substatements)
4. SET statements
5. VALIDATE statement

NOTE
If VALIDATE is not executed successfully, the schema cannot be used by other software components.
(Subschemas cannot be defined and utilities that require the schema name as input cannot be executed.)

SCHEMA Statement

The SCHEMA statement performs the following:

• Identifies the schema
• Secures the schema definition
• Establishes schema currency

When you issue an ADD SCHEMA statement, a new schema description is created in the dictionary. Default values
established through the SET OPTIONS statement (see 11.5, “SET OPTIONS Statement”) can be used to supplement the
user-supplied description.
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ADD also sets the schema's status to IN ERROR. A VALIDATE statement must set the status to VALID before a
subschema or CA IDMS/DB utility can reference the schema.

Procedure

1. Name the schema
2. Optionally add descriptive information
3. Optionally specify automatic record ID assignment
4. Optionally identify the schema that this schema is derived from
5. Optionally provide security information
6. Optionally provide comments and user-defined attributes

Examples

The following example shows the minimum SCHEMA statement required to establish a database.

add schema name is sampschm.

The following example shows a complete SCHEMA statement.

add schema name is empschm version is 1

    assign record ids from 3000

    derived from schema oldschm version is 1

    include user is kla registered for all

    public access is allowed for display

    include status is production

    comments 'this schema is based on a former employee schema'

            -'used before the addition of the new divisions'.

AREA Statements

AREA statements identify an area of the database. Depending on the verb and options coded, the AREA statement can
also:

• Add, modify, delete, display, or punch the area description
• Determine which (if any) database procedures will be executed when the area is accessed at runtime

The schema compiler applies AREA statements to the current schema. See 9.7, “Establishing Schema and Subschema
Currency”.

The ADD AREA statement causes CA IDMS/DB to create a new area description in the dictionary and associates it with
the current schema.

Procedure

1. Name the area

 383



 Administrating

2. Optionally specify database procedures to be called

NOTE
You can copy an area description from another schema

Example

The following example shows an AREA statement including calls to database procedures:

add area name is org-demo-region

    call secdbproc before ready for exclusive update

    call chkdbproc before rollback.

• SAME AS
SAME AS copies an entire area description including database procedure information from an area in another schema
into the current schema. The SAME AS clause must precede all other optional clauses.

RECORD Statements

RECORD statements identify a non-SQL database record type. Depending on the verb, options, and substatements
coded, the RECORD statements can also:

• Add, modify, delete, display, or punch the record description
• Assign the record type to an area
• Determine which (if any) database procedures will be executed when occurrences of the record type are accessed at

runtime
• Create a dictionary description of the record, including its synonyms, elements, and element synonyms or associate

the record with an existing structure

The schema compiler applies RECORD statements to the current schema.

The ADD RECORD statement creates a new schema record description in the dictionary and associates it with the current
schema.

Unless the SHARE clause is used, ADD RECORD creates a record structure for the schema record. The record
structure's name is the same as that of the schema record. The structure is automatically assigned a version number,
which distinguishes the record from others that have the same name in the dictionary. The schema compiler uses NEXT
HIGHEST when assigning record version numbers.

NOTE
It is better to use the SHARE clause rather than define the record structure in the schema. The SHARE clause
allows you to maintain control of the record versions stored in the dictionary.

SHARE

The SHARE STRUCTURE and SHARE DESCRIPTION clauses allow the schema to share the structure of either a
dictionary record (IDD record) or a record that belongs to another schema.

The SHARE clause connects an existing record structure to the schema record. The schema record shares the dictionary
description of an existing record, including its synonyms, elements, and element synonyms. The SHARE clause does not
create a new record structure.

Note the following considerations about using SHARE:
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• All schema records that share a single structure must have the same name
• Any number of schema records can share a single structure
• The structure is shared equally among the records; no single schema owns the structure
• The SHARE clause must precede any RECORD SYNONYM clauses. Synonyms are assigned to the structure and are

therefore available to all schema records that share the structure.
• The schema compiler does not allow modification of a shared structure except to include record synonyms.

Nonstructural information (record ID, location mode, and so on) is maintained separately for each schema record and
can be modified.

• The SHARE clause and ELEMENT substatements (14.5, “Element Substatement”) are mutually exclusive. Use
SHARE to connect the record to an existing structure; use ELEMENT substatements to create a new structure for the
schema record.
Do not use ELEMENT substatements for any schema record that shares a structure. Once SHAREd, a schema record
should always be maintained through SHARE clauses.

Both SHARE STRUCTURE and SHARE DESCRIPTION cause the schema record to share the structure of an existing
record.

Two Schemas Sharing One Record Structure

The following diagram shows two schemas sharing the structure of the EMPLOYEE record.

SHARE STRUCTURE

When using SHARE STRUCTURE, you must supply the appropriate:

• Record ID
• Location mode
• VSAM type
• Area association
• Minimum root
• Minimum fragment
• CALL clauses

Example

The following example shows a RECORD statement for SKILL which shares the structure of the SKILL record in the
schema OTHRSCHM.

add record name is skill
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  share structure of record skill

     of schema othrschm

  location mode is calc using skill-code

     duplicates are not allowed

  within area org-demo-region

  minimum root length is control length

  minimum fragment length is record length

  call idmscomp before store

  call idmscomp before modify

  call idmsdcom after get.

SHARE DESCRIPTION

SHARE DESCRIPTION allows the schema record to share the structure of a record that belongs to another schema.
Unlike SHARE STRUCTURE, SHARE DESCRIPTION copies the entire record description (record ID, location mode,
etc.) from the owning schema to the schema record named as the object of the ADD statement. You do not have to add
anything.

Example

In the following example, the SKILL record in the current schema shares the structure of the SKILL record in EMPSCHM
(version 1). Each record has its own copy of nonstructural information.

add record name is skill

  share description of record skill

    of schema empschm version 1.

COPY ELEMENTS

The COPY ELEMENTS substatement uses the structure of an existing record type to generate new element descriptions
for the record type. (The SHARE clause of the RECORD statement does not generate new element descriptions; it uses
existing ones.)

Separate Record Structures with Identical Elements
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The COPY ELEMENTS substatement requests that all elements from a record description already stored in the dictionary
be included in the new record structure. The record description may have been stored through another schema or through
the IDD DDDL compiler. COPY ELEMENTS can be used in place of ELEMENT substatements (see below) to define all
of the record's elements or only some of them. When COPY ELEMENTS supplies some of the record's elements, use
ELEMENT substatements to supply the rest.

SHARE and COPY ELEMENTS

The differences between SHARE STRUCTURE, SHARE DESCRIPTION, and COPY ELEMENTS are as follows:

SHARE DESCRIPTION SHARE STRUCTURE COPY ELEMENTS
Shares the structure of another schema
record

Shares the structure of either a dictionary
record (IDD record) or another schema
record

Creates new element descriptions based
on existing record structures

Uses existing element descriptions Uses existing element descriptions Creates new element descriptions

 387



 Administrating

Copies the nonstructural part of the existing
schema record:
Record ID
Location mode
VSAM type
Area
Minimum root length
Minimum fragment length
Database procedures

Does not copy nonstructural information Does not copy any record information

ELEMENT Substatements

The ELEMENT substatements identify the element of a schema record. Because elements cannot exist in a database
except as components of a record, schema elements are considered subordinate to schema records. Consequently, all
ELEMENT substatements for a single record must immediately follow the RECORD statement in a single execution of the
schema compiler.

The ELEMENT substatement uses COBOL-like syntax to describe elements. Additional clauses provide CA IDMS/DB-
specific information and documentational entries.

The ELEMENT substatement associates an element with the record and, if the element does not already exist, adds the
element description to the dictionary. The element descriptions cannot be modified individually or deleted using these
substatements. To change element descriptions, modify the record description and respecify all of the record's elements.

The minimum ELEMENT substatement required for the element to be a valid schema component depends on whether the
element is a group or elementary item:

Item Required
Group item Level

Name
Elementary item Level number

Name
Picture (or usage)

Example

Minimal ELEMENT substatements are shown below:

02 claim-date.

   03 claim-year   pic 99.

   03 claim-month  pic 99.

   03 claim-day    pic 99.

Mixing ELEMENT and COPY ELEMENTS Substatements

You can mix ELEMENT and COPY ELEMENTS substatements in any sequence necessary to describe the structure of
the record. However, because the level number of copied elements are the same as those in the base record, you should
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take care in mixing elements of different levels. To mix ELEMENT and COPY ELEMENTS substatements and to change
the level numbers within the record, follow these steps:

1. Code ELEMENT and COPY ELEMENTS substatements to put the elements into their appropriate positions in the
record structure

2. Online, issue a DISPLAY RECORD with AS SYNTAX and VERB MODIFY for the record; in batch mode, code PUNCH
instead of DISPLAY.

3. Change the affected level numbers only. Do not erase unaffected elements; all elements for a single record must
always be presented together.

4. Submit the new statement to the compiler

Example

In the following example, the structure of NEW-COVERAGE is generated by copying elements from the COVERAGE
record and the IDD-built CARRIER-DETAIL record, and by coding new element descriptions in line:

add record name is new-coverage

  location mode is via emp-coverage set

  within emp-demo-region area

  copy elements from record coverage

    of schema empschm version 1.

  02 cov-carried-id   pic 99.

  02 cov-carrier-name pic x(20).

  copy elements from record carrier-detail.

The result of the above activity is as follows:

01 new-coverage

   02 cov-select-date.

      03 cov-select-year    pic 99

      03 cov-select-month   pic 99

      03 cov-select-day     pic 99

   02 cov-termin-date.

      03 cov-termin-year    pic 99

      03 cov-termin-month   pic 99
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      03 cov-termin-day     pic 99

   02 cov-type              pic x.

   02 cov-insplan-code      pic xxx.

   02 cov-carrier-id        pic 99.

   02 cov-carrier-name      pic x(20).

   02 cov-carr-no-of-claims pic 99 comp.

   02 cov-carr-claims-processed

                        occurs 0 to 100

                        depending on

                        cov-carr-no-of-claims

      03 cov-carr-payment   pic x.

         88 prompt          value '9'.

         88 over-30-days    value '4'.

         88 over-60-days    value '1'.

      03 cov-carr-courtesy  pic x.

      03 cov-carr-check     pic x.

         88 cleared         value 'C'.

         88 bounced         value 'B'.

Procedure

1. Name the record
2. Identify where the structure of the record is to come from:

– Structure shared with an existing record structure
– Structure defined in this schema

3. Optionally specify the record ID
4. Specify the location mode for the record
5. Specify the area where record occurrences will be stored; optionally specify a subarea
6. Optionally specify minimum root and fragment information for variable length records
7. Optionally specify database procedures to be called
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NOTE
If you specified in the SCHEMA statement that record IDs were to be set up automatically, you can still override
the ID in the RECORD statement.

Example

The following example defines a schema record which has the same description as another record in schema
DEMOSCHM. The employee record will be stored CALC based on the EMP-ID element with a portion of the EMP-DEMO-
REGION area. The portion of the area is defined with the SUBAREA clause. The subarea name is actually defined in the
DMCL and resolved at runtime.

add record name is employee

   share structure of record emp version is 10 of schema demoschm

   location mode is calc using (emp-id) duplicates are not allowed

   within area emp-demo-region

         subarea low-pages

   call idmscomp before store

   call idmscomp before modify

   call idmsdcom after get.

SET Statements

The SET statements identify and describe a set. Depending on the verb, the SET statements can add, modify, delete,
display, or punch the set description (see 14.7, “SET Statement").

Note that if a set's owner record is deleted, the set is automatically deleted. Additionally, the deleted record and set are
deleted from all subschema descriptions associated with the current schema. However, if the member record is deleted,
the set remains. To delete the set (if it has no other member records), use the DELETE SET statement.

The schema compiler applies SET statements to the current schema.

The ADD SET statement creates a new set description in the dictionary and associates it with the current schema.

Procedure

1. Name the set
2. Specify order
3. Specify the mode
4. Specify owner and members
5. Specify set options

NOTE

• If you intend to have prior pointers, do not forget to specify MODE IS CHAIN LINKED TO PRIOR.
• If you are creating a system-owned index, the owner is SYSTEM.

Example
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The following example shows a SET statement.

add set name is insplan-rider

  order is last

  mode is chain

  owner is insplan

  member is rider

  mandatory automatic.

• SAME AS
The SAME AS clause copies an entire set description including order, mode, owner, and members from a set in
another schema into the current schema. SAME AS must precede all other optional clauses.

VALIDATE

Schema Status

CA IDMS/DB requires that a valid schema reside in the dictionary before any other activity involving the database can
begin. Each schema in the dictionary carries a status of either IN ERROR or VALID as follows:

Status Indicates... Status set by...
IN ERROR The schema was not processed by an

error-free VALIDATE statement and
prevents other CA IDMS/DB software
(subschema compiler and utilities) from
using the schema

After the execution of an ADD SCHEMA or
MODIFY SCHEMA statement

VALID The schema is usable by other CA IDMS/
DB software

After error-free execution of the VALIDATE
statement

Only the schema compiler updates the status.

Verification

VALIDATE causes the schema compiler to verify the relationships among all components of the schema that is current for
update. Based on this verification, the schema compiler takes one of the following actions:

Result Compiler action
No errors found Compiler sets schema status to VALID
Errors found Compiler issues messages indicating the exact nature of each

error

Other Results of VALIDATE

In addition to the verification, VALIDATE causes the schema compiler to resolve pointer positions for which AUTO was
specified in set description statements.
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The VALIDATE statement can be used at any time to verify the relationships of schema components. For example, if
you have not yet defined sets, but want to verify the schema's record structures, you can use VALIDATE. In this case,
however, you should anticipate a warning for those records whose location mode is VIA an undefined set.

Procedure

Issue the VALIDATE statement:

validate.

Defining a Subschema
Contents

The subschema copies its logical database definitions from the schema. You must define a valid schema and store it in
the dictionary before you can create a subschema.

Order of Subschema Component Definition

When you add a new subschema to the dictionary, you must submit the ADD SUBSCHEMA statement first. Although you
can add most statements in any order, cross references to nonexistent components generate error messages. To avoid
error messages, submit statements in this order:

• SUBSCHEMA statement
• AREA statements
• RECORD statements
• SET statements
• LOGICAL RECORD statements
• PATH-GROUP statements
• VALIDATE statement
• GENERATE statement

Subschema Statement

What It Does

The SUBSCHEMA statement:

• Identifies the subschema
• Associates it with a schema
• Secures the subschema definition
• Establishes subschema currency

Once a specific subschema becomes current, the subschema compiler applies subsequent statements to that
subschema.

Procedure

1. Name the subschema
2. Name the schema from which this subschema is derived
3. Optionally provide a description
4. Specify the usage
5. Optionally include security information
6. Optionally include comments
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NOTE
Be explicit about the usage mode for your subschema. Specify either LR or DML; only in cases where both LRF
and DML are used should you specify MIXED (for more information, see the Administrating section document).

Example

The following example shows the definition of the subschema EMPSS01.

add subschema name is empss01

    of schema name is empschm version is 1

    description is 'subschema for adding/modifying employees'

    public access is allowed for all

    usage is lr.

AREA Statements

AREA statements identify areas to be included in this subschema. The area descriptions are copied from the schema area
descriptions. Depending on the verb and options coded, the AREA statements can also:

• Determine the usage modes in which programs using the subschema can ready the area
• Determine the default usage mode for programs that do not issue READY statements
• Modify, delete, display, or punch a subschema area

The subschema compiler applies AREA statements to the current subschema.

Procedure

1. Name the area
2. Optionally specify usage modes that are not allowed
3. Optionally specify default usage mode for the area

NOTE
The default for usage modes is that the mode is allowed. Specify those usage modes you do not want allowed.

Example

The following example shows the definition of the area ORG-DEMO-REGION being copied into the current subschema.

add area org-demo-region

  exclusive update is not allowed

  default usage is shared update.

RECORD Statements

RECORD statements identify records to be included in this subschema. The record descriptions are copies from the
schema descriptions. Depending on the verb and options coded, the RECORD statements can also:
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• Specify which record elements can be accessed through the subschema
• Specify which DML verbs can be issued against the record
• Specify the order in which record descriptions occur within the subschema
• Modify, delete, display, or punch a subschema record description

The subschema compiler applies RECORD statements to the current subschema.

Procedure

1. Name the record
2. Optionally identify the elements that can be accessed through the subschema
3. Specify which DML verbs will not be allowed

NOTE

• A simple ADD RECORD statement copies a record in its entirety includingall its elements from the schema description
into the subschema definition.

• You can change the order of the elements from that specified in the schema.
• You can add additional security and control by restricting the DML commands that programs using this subschema can

issue against each record.

Example

The following example shows the definition of the record SKILL being copied into the current subschema.

add record skill

  store is not allowed

  erase is not allowed.

SET Statements

SET statements identify sets to be included in this subschema. The set description is copied from the schema description.
Depending on the verb, the SET statements can also:

• Determine which DML verbs can be issued against the set
• Modify, delete, display, or punch a subschema set description

The subschema compiler applies SET statements to the current subschema.

Procedure

1. Name the set
2. Optionally specify which DML verbs will not be allowed

NOTE

• If the set's owner record is deleted, either from theschema or from the subschema, the set is automatically deleted
from the subschema.

• If the set's member record is deleted, either from the schema or from the subschema, the set remains in the
subschema.

• If a set is added to the subschema, the owner of the set must also be added to the subschema
• If one or more sets associated with a record is not included in the subschema, certain update operations on the record

are prohibited, as follows:
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– If a set in which the record is an owner is missing, the record cannot be erased
– If a set in which the record is a member is missing, the record cannot be erased and:

• If the set has a membership of AUTOMATIC, the record cannot be stored
• If the set is sorted, the record cannot be modified

Example

The following example shows the definition of the set SKILL-EXPERTISE being copied into the current subschema.

add set name is skill-expertise.

LOGICAL RECORD Statements

LOGICAL RECORD statements define a logical record that programs using the subschema can access.

A logical record is defined by naming the logical record and all the subschema records that participate in it; these
subschema records are known as logical-record elements. The records must participate in the subschema (through ADD
RECORD statements) before they can be named as logical record elements in the LOGICAL RECORD statement.

When a DML processor copies a logical-record description into a program, each logical-record element is subordinate
to the logical record itself. The sequence of logical-record elements in the copied description is the same as that in DDL
LOGICAL RECORD statement. If a subschema record occurs more than once in a single logical record, the additional
occurrences must be assigned unique identifiers called roles.

The subschema compiler applies LOGICAL RECORD statements to the current subschema.

NOTE
For more information on creating logical records, refer to the Administrating section document.

Procedure

1. Name the logical record
2. Name the records that are components of this logical record
3. Optionally specify error information
4. Optionally include comments

Example

The following example shows the definition of the logical records MANAGER-STAFF and DEPT-ROSTER.

add lr name is manager-staff

  elements are employee

               structure

               employee role name is staff.

add lr name is dept-roster

  elements are department

               employee role name is staff.
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PATH-GROUP Statements

PATH-GROUP statements define paths for a specific logical record. At runtime, LRF services program requests by
following one of the paths to access the logical record.

For each logical record, at least one path group, and at most four (one for each DML verb that can be used to access
the logical record), must be defined. A path group can contain any number of paths. Which path LRF uses at runtime is
determined by selection criteria, both in the path group and in the program requesting LRF services.

NOTE
For more information on logical records and path groups, see the Administrating section document.

The subschema compiler applies PATH-GROUP statements to the current subschema.

Procedure

1. Name the type of path group
2. Add appropriate DML statements

Example

add path-group name is store emp-pers-data

  select

    find first department

       where calckey eq dept-id-0410 of lr

       on 0326 return no-dept

       on 0000 next

    find first office

       where calckey eq office-code-0450 of lr

       on 0326 return no-office

       on 0000 next

    find first employee

       where calckey eq emp-id-0415 of lr

       on 0000 return emp-exists

       on 0326 next

    store employee

       on 0000 next
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Subschema Validation and Generation

After you describe the subschema, the dictionary contains the subschema description, but no subschema load module yet
exists in the load area of the dictionary. A load module can be generated only from a valid subschema description.

Subschema Status

Each subschema description in the dictionary carries a status of either IN ERROR or VALID as follows:

Status Indicates... Status set by...
IN ERROR The subschema has been added or

modified but has not been validated. This
status prevents the generation of a load
module for the subschema.

An ADD SUBSCHEMA or MODIFY
SUBSCHEMA statement
Any schema modification that affects the
subschema (for example, deletion of a set)

VALID The subschema has been validated and
load modules can be generated

The error-free execution of a VALIDATE or
GENERATEstatement
The error-free execution of a schema
compiler REGENERATE statement.

You can validate the subschema and generate the load module in a single step (using the GENERATE statement) or you
can validate the subschema at any time without generating a load module (using the VALIDATE statement).

VALIDATE

The VALIDATE statement instructs the subschema compiler to verify the relationships among all components of the
subschema. Based on this verification, the compiler takes one of the following actions:

Result Compiler action
No errors found Compiler sets subschema status to VALID
Errors found Compiler issues messages indicating the exact nature of each

error

You usually use VALIDATE for dry runs of the subschema compiler since it causes the compiler to check the components
but not to create subschema load modules.

Procedure

Issue the VALIDATE statement:

validate.

GENERATE

The GENERATE statement instructs the compiler to create subschema tables for the subschema that is current and to
store them as a load module in the dictionary load area. For GENERATE to produce the new subschema load module,
the current subschema must be valid. So, if a VALIDATE statement has not been specified for the subschema, the
GENERATE statement causes the compiler to perform validation before creating the subschema tables.

Procedure

1. Issue the GENERATE statement, as follows:

generate.
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Security Checking
Contents

The schema and subschema compilers maintain security to ensure that no unauthorized person uses the compilers to
perform secured operations. The compilers perform security checking operations when:

• The verb is SIGNON, VALIDATE, or GENERATE
• The SET OPTIONS statement contains REGISTRATION OVERRIDE
• The component type is SCHEMA
• The component type is SUBSCHEMA
• The statement is the first statement of the session

In any of the above cases, the compiler determines whether the requested operation is secured. If the operation is not
secured, the compiler bypasses the security check and begins processing the statement. If the operation is secured,
the compiler checks the user's description in the dictionary to determine whether the user is authorized to perform an
operation. If the user is authorized, the compiler processes the input statement; if not, the compiler issues an error
message.

Types of Security Checked

The compilers check four kinds of security:

• Compiler security
• Registration override security
• Verb security
• Component security

Each kind of security is presented separately below; each topic includes the following kinds of information:

• When security is checked
• How security is turned on or off
• How the compiler determines who the issuing user is
• What constitutes an authorized user

Checking Compiler Security

The schema and subschema compilers check compiler security:

• When SIGNON is issued
• When the first statement of the session is issued (implicit SIGNON)

Compiler security is turned on or off through the IDD DDDL statement, SET OPTIONS FOR DICTIONARY SECURITY
FOR IDMS IS ON/OFF.

NOTE
This IDD DDDL statement also turns verb security on or off; compiler and verb security cannot be set
independently.

Determining Who is Issuing the Statement

To determine who is issuing the statement, the compiler looks at the user name specified in the SIGNON statement. If the
SIGNON statement is not issued or does not include the USER clause, the user name defaults as described in the SET
OPTIONS presentation under Section10, “Using the Schema and Subschema Compilers”.
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An authorized user, for this function, is one whose description in the dictionary includes authority to use the compiler.
Compiler authority is assigned through one of the following IDD DDDL USER statements (use MODIFY for existing user
descriptions):

Statement Action
ADD USER NAME IS user-name
AUTHORITY FOR any verb
IS ALL.

Assigns authority to use both compilers

ADD USER NAME IS user-name
AUTHORITY FOR any verb
IS IDMS.

Assigns authority to use both compilers

ADD USER NAME IS user-name
AUTHORITY FOR any verb
IS SCHEMA.

Assigns authority to use the schema compiler only

ADD USER NAME IS user-name
AUTHORITY FOR any verb
IS SUBSCHEMA.

Assigns authority to use the subschema compiler only

Checking Registration Override Security

The schema and subschema compilers check registration override security when they encounter a SET OPTIONS
statement containing a REGISTRATION OVERRIDE clause.

Unlike the other kinds of security, this one cannot be turned on or off; that is, the compiler always checks for an authorized
user when it encounters a REGISTRATION OVERRIDE clause.

Determining Who is Issuing the Statement

To determine who is issuing the REGISTRATION OVERRIDE clause, the compiler looks at the PREPARED BY and
REVISED BY user names in the SET OPTIONS statement. If the SET OPTIONS statement does not include either
clause, or if user signon override is not allowed, the user name defaults as described in the SET OPTIONS presentation
under Section10, “Using the Schema and Subschema Compilers”.

An authorized user for the REGISTRATION OVERRIDE clause is one whose description in the dictionary includes all
authorities. All authorities are assigned through the following IDD DDDL USER statement (use MODIFY for existing user
descriptions):

ADD USER NAME IS user-name

  AUTHORITY IS ALL.

Checking Verb Security

The schema and subschema compilers check verb security whenever a SCHEMA statement (schema compiler only) or
SUBSCHEMA statement (subschema compiler only) is issued. Note that verb security is not checked for each component
of a schema or subschema. Once a user passes security for a schema or a subschema, all of its components are
available to the user.

Turning Verb Security On or Off

Verb security is turned on or off through the IDD DDDL statement, SET OPTIONS FOR DICTIONARY SECURITY FOR
IDMS IS ON/OFF.
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NOTE
This IDD DDDL statement also turns compiler security on or off; verb security and compiler security cannot be
set independently.

Determining Who is Issuing the Statement

To determine who is issuing the SCHEMA or SUBSCHEMA statement, the compiler looks at four areas; if any area
contains the name of an authorized user, security is satisfied and the compiler processes the request:

• The SCHEMA or SUBSCHEMA statement PREPARED BY clause
• The SCHEMA or SUBSCHEMA statement REVISED BY clause
• The current session option for PREPARED BY
• The current session option for REVISED BY

NOTE
If user signon override is not allowed, the user issuing the statement is always assumed to be the user known to
the execution environment. PREPARED BY and REVISED BY user specifications are ignored.

An authorized user, for this function, is one whose description in the dictionary includes authority to issue the verb
specified in the SCHEMA or SUBSCHEMA statement, in conjunction with the authority to use the compiler. Verb authority
is assigned through IDD DDDL USER statements, such as those in the following examples:

ADD USER NAME IS KCO                 assigns authority to use all

    AUTHORITY FOR UPDATE             verbs in each DDL compiler

      IS IDMS.

ADD USER NAME IS BAC                 assigns authority to use MODIFY,

    AUTHORITY FOR MODIFY             DISPLAY, and PUNCH in each DDL

      IS IDMS.                       compiler

ADD USER NAME IS TWG                 assigns authority to use DELETE,

    AUTHORITY FOR DELETE             DISPLAY, and PUNCH in the schema

      IS SCHEMA.                     compiler only

ADD USER NAME IS JFD                 assigns authority to use DISPLAY

    AUTHORITY FOR DISPLAY            and PUNCH in the schema compiler

      IS SCHEMA.                     only
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While schema authority only allows the user to access the schema compiler, any subschema updates resulting from
authorized schema updates are allowed (for example, deleting a set from the schema causes the set to be deleted from
the subschemas associated with that schema).

NOTE
For more information on assigning verb authority, see the CA IDMS IDD DDDL Reference section.

Checking Component Security

The schema compiler checks the security of a specific schema whenever a SCHEMA statement (other than ADD
SCHEMA) is issued for that schema; the subschema compiler checks security of a specific subschema whenever a
SUBSCHEMA statement (other than ADD SUBSCHEMA) is issued for that subschema. Note that this security is not
checked for each component of a schema or subschema. Once a user passes security for a schema or a subschema,
all of its components are available to the user. Component security applies to every existing schema and subschema,
regardless of whether compiler security is on.

PUBLIC ACCESS Clause

Security for a specific schema or subschema is set through the PUBLIC ACCESS clause of the SCHEMA or
SUBSCHEMA statement. A schema or subschema is said to be unsecured if PUBLIC ACCESS IS ALLOWED FOR ALL is
in effect; any other public access specification places some level of security on the schema or subschema.

Examples

The following examples show how component security is set:

MOD SCHEMA EMPSCHM                      turns off security for EMPSCHM

    PUBLIC ACCESS IS ALLOWED

      FOR ALL.

MOD SUBSCHEMA EMPSS01                   turns on security for all verbs

    OF SCHEMA EMPSCHM                   issued against EMPSS01

    USER IS JFD

      REGISTERED FOR ALL

    PUBLIC ACCESS IS ALLOWED

      FOR NONE.

MOD SUBSCHEMA EMPSS02                   turns off security for DISPLAY

    OF SCHEMA EMPSCHM                   EMPSS02 and PUNCH EMPSS02;

    USER IS LSB                         turns on security for all other
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      REGISTERED FOR ALL                verbs issued against EMPSS02

    PUBLIC ACCESS IS ALLOWED

      FOR DISPLAY.

Authorized Users

An authorized user for a specific schema or subschema is one whose association with the schema or subschema includes
the verb used in the SCHEMA or SUBSCHEMA statement being processed. This authority is assigned through the
REGISTERED FOR subclause of the USER clause in a previously-issued SCHEMA or SUBSCHEMA statement, as
shown in the following examples:

ADD SUBSCHEMA NAME IS EMPSS01           assigns authority to KCO to

    USER NAME IS KCO                    use all verbs against EMPSS01

      REGISTERED FOR ALL.

ADD SUBSCHEMA NAME IS EMPSS02           assigns authority to WXE to

    USER NAME IS WXE                    access EMPSS02 with only those

      REGISTERED FOR PUBLIC ACCESS.     verbs specified in EMPSS02's

                                        PUBLIC ACCESS clause

ADD SCHEMA NAME IS EMPSCHM              assigns authority to ILI to

    USER NAME IS ILI                    DISPLAY and PUNCH EMPSCHM

      REGISTERED FOR DISPLAY.

NOTE
For more information on PUBLIC ACCESS and USER clauses, see "SCHEMA statement" in "SCHEMA
statement" in Section14, “Schema Statements".

Establishing Schema and Subschema Currency
You establish schema or subschema currency when you enter a SCHEMA or SUBSCHEMA statement. Once a specific
schema or subschema becomes current, subsequent statements are applied to that schema or subschema.
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There are two types of currency: update and display.

Type of Currency Set by... Allows...
Update ADD SCHEMA/SUBSCHEMA

or
MODIFY SCHEMA/SUBSCHEMA

All operations against components

Display Any schema or subschema statement
(except DELETE)

Schema or subschema components to be
displayed and punched

Example of Changes in Currency

The following example shows schema currency changes. Note that DISPLAY does not cancel update currency when the
displayed schema was previously current for update.

EMPSCHM is current for display only; schema components cannot be modified.

dis schema empschm.

  dis area emp-demo-region.

  dis rec employee.

EMPSCHM is current for update and display; schema components can be added, modified, deleted, displayed, and
punched.

mod schema empschm.

  del set ooak-skill.

  del set ooak-job.

  dis record job.

DEMOSCHM is current for both update and display; EMPSCHM has lost all currency.

mod schema demoschm.

  del set order-oremark.

  dis rec oremark.

DEMOSCHM remains current for both update and display; DISPLAY does not cancel update currency (for the same
schema).

dis schema demoschm.

  del set product-item.
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  del rec product.

  dis rec item.

EMPSCHM is current for display only; DEMOSCHM loses all currency; no schema is current for update.

dis schema empschm.

  dis area org-demo-region.

  dis set dept-employee.

  dis rec dept.

Using the Schema and Subschema Compilers
This section describes how to use the schema and subschema compilers, specifically, how to:

• Submit statements to the schema and subschema compilers
• Compile in batch and online environments
• Store a subschema load module
• Get a listing of a schema or subschema definition

The following information on the compiling environment is provided where appropriate. 

Online Compiling Schema DDL Statements
You can use an online session to input source DDL statements that create, modify, delete, or display schema and
subschema definitions. For more information on the batch alternative, see Batch Compiling Schema DDL Statements.

An online session begins when the user signs on to the compiler, continues through any number of DDL operations, and
ends when the user signs off from or otherwise terminates the compiler.

Starting a Session

To start an online session, do the following:

1. Sign on to the host TP monitor according to site-standard conventions.
2. Enter the task code for the compiler according to site-standard conventions. Task codes are SCHEMA for the schema

compiler, SSC for the subschema compiler. A line identifying the compiler appears at the top of the screen.
3. Optionally, enter the SIGNON statement in the input/output area of the screen.
4. Optionally, enter the SET OPTIONS statement after the SIGNON statement to establish processing options for this

session.

NOTE
For more information on SIGNON, SET OPTIONS, and other compiler-directive statements, see Schema
Compiler-Directive Statements.

Submitting Statements

After you are signed on, you can enter ADD, MODIFY, DELETE, DISPLAY, and PUNCH statements, see Operations on
Entities.
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NOTE
For more information on schema statements, see Schema Statements. For more information on subschema
statements, see Subschema Statements.

Ending a Session

To end an online session, do the following:

1. Enter SIGNOFF in the input/output area, then press [Enter]. This erases the work file, terminates the full-screen editor,
erases the session options, and displays a transaction summary.

2. Press [Clear]. This returns control to the system.

NOTE
To end a session and return control to the system without receiving a transaction summary, enter the END
command on the top line of the screen instead of using SIGNOFF.

Recovering a Session

If the Compiler Abends

If the schema or subschema compiler terminates abnormally and you want to resume at the point before which you
entered the last statement, enter the compiler's task code.

All updates made to the dictionary remain intact. Text changes made to the last screen are applied to your work file.

If the DC/UCF System Abends

If your system terminates abnormally, the work file and all session options are lost. Enter the compiler's task code to begin
a new session.

Batch Compiling Schema DDL Statements
You can use a batch stream to input source DDL statements that create, modify, delete, or display schema and
subschema definitions.

The following are the batch programs you use to compile source DDL statements for non-SQL databases:

• IDMSCHEM (batch program for schema compiling)
• IDMSUBSC (batch program for subschema compiling)

Running either of these programs in batch mode produces an activity listing, see Schema and Subschema Listings.

NOTE
For the JCL you need to run these compile programs under the central version or in local mode, see Batch
Compiler Execution JCL.

Coding DDL Schema and Subschema Statements
Contents

This section describes how to submit logical DDL statements to the schema and subschema compilers. It describes
common components of the DDL syntax, statement delimiters, symbols recognized as comments by the compilers, and
input format.

Statement Components

Five Components
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Most DDL statements consist of five components, in the following order (exceptions are presented later):

1. Verb (required) designates the specific operation to be performed by the statement: ADD, MODIFY, REPLACE,
DELETE, DISPLAY, or PUNCH. Acceptable verb synonyms are shown in the following table.

Verb Synonym
ADD CREATE
MODIFY ALTER
DELETE DROP

1. Entity type (required) identifies the type of data in the dictionary that the selected operation will affect: SCHEMA,
AREA, RECORD, SET, SUBSCHEMA, LOGICAL RECORD, or PATH-GROUP.

2. Entity occurrence name (required) identifies a specific instance of the named entity type.
3. Optional clauses provide qualifying data for each component occurrence. Optional clauses can be specified in any

order, unless individual clause explanations state otherwise.
4. Period (required) signifies the end of the statement. The period can immediately follow the last word in the statement,

can be separated from the last word by blanks, or can appear on a separate line.
If you specify the SEMICOLON ALTERNATE clause of the SET OPTIONS compiler-directive statement, both the
period (.) and the semicolon (;) will be recognized as statement terminators.

Example Statement

The following example illustrates the parts of the typical DDL statement:

ADD    SCHEMA      EMPSCHM    MEMO DATE IS 04/30/92       .

 ▲        ▲           ▲       ▲                   ▲       ▲

 │        │           │       └───────────────────┘       │

verb   entity      entity       optional clause      terminating

        type     occurrence                             period

                    name

Statement Exceptions

Exceptions to the syntax format rule stated above are clearly indicated in both the syntax layouts and the syntax
explanations of the individual statements. Exceptions include the following:

• DELETE operations, which must not contain optional clauses (other than those needed to uniquely qualify the entity,
such as VERSION, or satisfy security requirements, that is, PREPARED BY)

• VALIDATE, GENERATE, and REGENERATE, which do not name entities
• Carriage control statements (for compiler listings)
• Compiler-directive statements

Delimiting Statements

Required Delimiters

One or more blanks must be used as delimiters between words and clauses.
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Optional Delimiters

Commas (,) and colons (:), are treated as blanks by the compilers and can be used as delimiters between words and
clauses to enhance readability. You can also use a semicolon (;) as a delimiter if the SET OPTIONS statement does not
set the SEMICOLON ALTERNATE END OF SENTENCE to ON.

End of Statement Delimiter

A period (.) signifies the end of the statement. You can also designate a semicolon (;) as an alternative statement
terminator by specifying ON in the SEMICOLON ALTERNATE clause of the SET OPTIONS statement.

Compiler Comments

You can use the following symbols to begin a comment:

Symbol Column
*+ (asterisk, plus) Any
-- (hyphen, hyphen) Any
* (asterisk) 1

CA IDMS/DB treats all remaining text on the input line as a comment.

Significance of *

An asterisk as the first nonblank character of the input line identifies the line as a compiler comment: lines beginning with
an asterisk are ignored by the compiler.

Significance of *+

The combination of the asterisk and the plus sign in columns one and two of an input line identifies the line both as a
comment line (because of the asterisk) and as a line not to be redisplayed.

NOTE
For more information on the compiler's ability to redisplay input, see the ECHO and LIST options in 11.5, “SET
OPTIONS Statement".

Comment Lines in Messages and DISPLAY Output

The DDL compilers generate lines beginning with the *+ combination, as follows:

• Messages -- All informational, warning, and error messages displayed by the compilers are preceded by *+.
• DISPLAY output -- All output lines generated by a DISPLAY AS COMMENTS statement are preceded by *+. For

DISPLAY AS SYNTAX, lines which contain information not directly associated with syntax statements are preceded by
*+.

Example

In this example, the schema compiler ignores the WITHIN AREA clause when it processes the ADD RECORD statement:

ADD RECORD NAME IS EMPLOYEE

  LOCATION MODE IS CALC

    USING (ID-0415)

    DUPLICATES ARE NOT ALLOWED
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  *+ WITHIN AREA EMP-DEMO-REGION .

Input Format

80-character Input

You can code statements in columns 1 through 80, or you can limit the input range using the INPUT COLUMNS clause of
the SET OPTIONS statement. The maximum range is 1 through 80. The minimum number allowed between low and high
columns is 10. The default depends on the mode in which the compiler is used:

• Online default -- 1 through 79 in 3270 full-screen mode; 1 through 80 for line devices
• Batch default -- 1 through 72

Multiline Input

DDL statements can be coded as multiple-line input. The four required statement components (verb, entity type, entity
occurrence, and period) and most optional clauses can be continued from one line to the next, as long as words are not
split (including user-supplied names in quotes). No continuation character is required.

Three examples of acceptable subschema DDL input are shown as follows:

• Single line input:

add subschema name is empss01 schema is empschm.

• Multiline input:

add subschema name is empss01

    schema is empschm.

• Multiple statements per line:

signon user is msk. dis schema demoschm with none.

dis area demoxarea. dis rec employee. dis set dept-employee.

Error Handling

An error is any condition that prevents the compiler from performing the requested operation. The user errors detected by
the schema and subschema compilers fall into two major categories:

• Syntax errors
• Logic errors

The compilers check for both kinds of errors at the same time.

Syntax Errors

Syntax errors are those caused when you violate a clause's format rules (such as a misspelled keyword).

When you submit a statement as input, the compiler examines the statement, word by word, expecting specific
combinations of keywords and expressions. This process is known as parsing the syntax.
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The compiler expects a sentence to begin with a verb and end with a period. Words that can follow the verb vary,
depending on the verb; words that can follow a component name vary, depending on the component type; and so on. If
the compiler parses a clause or subclause successfully (that is, if keywords and expressions fall in the expected order),
the compiler attempts to apply that clause. If not, the compiler processes the error.

Logic Errors

Logic errors are those caused when a syntactically correct clause requests an operation that is not practicable (such as a
request to modify a nonexistent component).

When the DDL compiler attempts to satisfy a specific request, it may find that the request is not logical. When trying to
determine the cause of a logic error, you should consider the following possibilities:

• Sentence -- Logical errors can be caused by illogic of the sentence itself (for example, an attempt to modify a
nonexistent component)

• Clause -- Because the compiler examines each clause individually, logic errors can occur in individual clauses.
• Combination of sentence and clause -- Logic errors can be caused by an illogical combination of otherwise correct

clauses or statements, such as a SUBSCHEMA statement whose usage is DML followed by a LOGICAL RECORD
statement.

Some logic errors are not detected when the statement is processed. Check for interdependence of components occurs
when the VALIDATE statement is executed.

Example of a Logic Error

The following example shows a logic error. The first statement contains no errors; the second statement attempts to
assign a record ID already assigned to a record. The compiler actions caused by the partially correct statement are shown
at right.

add record department

  record id is 410

  location mode is calc using dept-id

    duplicates not allowed

  02 dept-id    pic x(4).

add record employee   ◄──────────────────── Puts record in dictionary

  record id is 410    ◄──────────────────── Produces error messages

  location mode is calc using emp-id  ◄──── Assigns location mode and

     duplicates not allowed                    duplicates option to record

  02 emp-id    pic 9(4).  ◄──────────────── Associates elements with

                                               the record
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After the processing is complete, the dictionary contains a partial description of the EMPLOYEE record. To complete the
description, you should issue the following statement:

modify record employee record id is 411.

You can specify any record ID other than 410. Because the location mode and elements already are part of the record
description in the dictionary, you would not need to recode them.

FORWARD SPACING Message

The message FORWARD SPACING TO NEXT PERIOD indicates that the compiler cannot continue processing the
statement. For example, if the compiler detects an invalid password, the compiler must reject all clauses in the statement.
To resume processing, the compiler searches for the end of the statement (the period) and begins with the next keyword.
This message is issued when the compiler is checking either identification or security at the beginning of the statement.
Consequently, no partial updates occur when this message is issued.

More Information about Messages

For detailed information on error/status messages, see the CA IDMS Messages section document.

Coding Keywords, Variables, and Comment Text
Contents

A DDL input statement contains keywords and variables. This section provides rules for:

• Coding keywords
• Forming entity-occurrence names
• Using quotes in user-supplied names
• Coding comments in schema and subschema descriptions

Coding Keywords

Keywords are predefined names or special characters that appear in syntax diagrams. Required letters appear in
uppercase. Optional letters are in lowercase.

Abbreviations

Keywords can be spelled in full, or they can be abbreviated to a minimum of three characters if no other word in the same
syntactical position can be abbreviated identically. The keywords ELEMENT and VERSION are exceptions to the three-
character minimum requirement and can be abbreviated to EL and V, respectively.

Coding Entity-Occurrence Names

An entity-occurrence name is the name you provide to a schema or subschema entity, such as the schema itself, a
schema area, and a schema record.

Valid Characters

The following are valid characters to include in entity-occurrence names:

• Letters (A through Z)

 411



 Administrating

Lowercase letters in entity names are translated to uppercase.
• Digits (0 through 9)
• At sign (@)
• Dollar sign ($)
• Pound sign (#)
• Hyphen (-)

The first character of an identifier must be a letter, @, $, or #. A hyphen cannot be the last character and cannot follow
another hyphen.

NOTE
Element name can also begin with a digit (0 through 9).

Program Language Restrictions

Because the DDL compilers cannot anticipate which programming languages will use which records and elements, the
user is responsible for ensuring that record and element names follow the character set and word length rules and do not
duplicate any of the reserved words of the specific compiler or assembler.

Maximum Length

The maximum length of an entity-occurrence name depends on the entity. Syntax rules for each entity indicate length
restrictions.

Avoid Using Keywords

Keywords recognized by a DML processor may inhibit the processor's operation when used as entity-occurrence names.
Keywords will pass successfully through the processor under some conditions, but not under others. Consequently, avoid
using keywords as entity-occurrence names.

Coding User-Supplied Values

A user-supplied value is any text value, except an entity-occurrence name, that you supply in a DDL statement.
For example, your user ID and password are user-supplied values. So are character-string literals used in Boolean
expressions and descriptive text for schema and subschema entities.

Lowercase letters are retained in user-supplied values which are enclosed in quotes (such as comments). In values not
enclosed in quotes, lowercase letters are translated to uppercase.

Using Quotes for Special Characters

The coding rules listed for entity-occurrence names apply to user-supplied values. In addition, you can use quotation
marks in order to use special characters. The DDL compilers treat these characters as special characters :

• Comma (,)
• Period (.)
• Semicolon (;)
• Apostrophe (')
• Parenthesis ( ( and ) )
• Colon (:)
• The quote character (' or ")

Default Quotation Mark

The single quotation mark (') is the default quote character established during installation. You can specify the double
quotation mark (") as the quote character by means of the SET OPTIONS statement.

Embedding the Quote Character
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When the quote character is to be embedded in a user-supplied name, it must appear twice for each occurrence in
the original name. For example, the name MARY'S PROGRAM should be input as 'MARY''S PROGRAM' if the single
quotation mark (') has been designated as the quote character, and as "MARY'S PROGRAM" if the double quotation mark
(") has been designated as the quote character.

Code the Closing Quote

If the closing quote is omitted from a quoted literal, the literal is interpreted as including everything to the end of the input
column range.

Nullifying Existing Values

Two quote characters with no space between them is a null string. Null strings can be used for nulling out existing values.
Note that the null string does not null lines of comment text in COMMENTS clauses; it creates one blank line.

Coding Comment Text

You can add comments to SCHEMA, SUBSCHEMA, RECORD element substatement, and LOGICAL record definitions in
the COMMENTS clause. Rules for coding comment-text appear next.

Text Can Be Any Length

Text can extend to any length. Code as many lines as are necessary to document the entity.

Use Quotes on Each Line

A quote must precede the text of each line; ending quotes on each line are optional. When COMMENTS is the last clause
in the statement and the terminating quote (at the end of the last line) is omitted, code the period on a separate line;
otherwise, the compiler treats the period as part of the comment.

Multiline Input

When text extends beyond the first line of input, each subsequent line must begin with a character indicating either
continuation or concatenation, as follows:

Line type Symbol Meaning
Continuation Hyphen (-) Compilers treat the new line as a

continuation of comment text
Concatenation Plus (+) Compilers append the new line to the

preceding line of comment text; any number
of text lines can be concatenated, provided
that their combined length does not exceed
80 bytes

Examples

The following example of the SUBSCHEMA statement compares valid omissions of a terminating quote with an invalid
omission. In the third statement, the subschema compiler assumes that the period is part of the comment and that ADD
RECORD was meant to be a clause of the SUBSCHEMA statement; because this is not valid syntax, the compiler flags
ADD RECORD as an error.

• Valid:

  modify subschema name is empss01

     usage is dml

     comments 'This subschema is used only in emergencies
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     .

  modify subschema name is empss02

     comments 'This subschema will be obsolete by August.

           usage is dml.

• Invalid:

  modify subschema name is empss03

     comments 'This subschema will be obsolete by August.

  add record name is employee.

The following example illustrates continuation and concatenation:

• As input:

  add subschema name is empss01

    comments 'Includes the entire '

    + 'employee '

    + 'database.'

    - 'Ron and Jan '

    + 'are responsible for this subschema.'.

• As output of DISPLAY or PUNCH:

  ADD SUBSCHEMA NAME IS EMPSS01

      COMMENTS 'INCLUDES THE ENTIRE EMPLOYEE DATABASE.'

      - 'RON AND JAN ARE RESPONSIBLE FOR THIS SUBSCHEMA.'.

Output From the Compilers
Contents

This section describes the source code, load modules, and hardcopy listings created by the schema and subschema
compilers.
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Source Code and Load Modules

Schema Definition

The schema compiler creates and maintains schemas in the DDLDML area of the dictionary in source form only; no
schema load module ever exists. The schema is not used at runtime.

The dictionary can contain any number of schemas to define different versions of one database or to define several
independent databases.

A schema is identified by a name and version number, the combination of which must be unique.

Subschema Definition

The subschema compiler creates subschemas in source and load module forms in the dictionary. Source is stored in the
DDLDML area. Load modules are stored in the DDLDCLOD area.

Storing a Subschema Load Module in a Load Library

Optionally, you can store a subschema load module in a load library. To do this, perform the following steps:

1. Punch the load module using the subschema or DDDL compiler  -- Submit the PUNCH LOAD MODULE statement to
obtain an object deck of the subschema.

2. Link edit the object deck into the load library  -- Execute the operating system's linkage editor, using as input the object
deck produced by the PUNCH LOAD MODULE statement.

Load Modules at Runtime

At runtime, the subschema load module can reside in either the dictionary load area or a load library. If it resides in both
places, CA IDMS/DB uses the first one it finds based on the loadlist and dictionary established for your session.

If you are using CA OLQ, you must keep the subschemas being accessed by CA OLQ in the dictionary load area.

NOTE
For more information on loading, see the CA IDMS Administrating section document.

Schema and Subschema Listings

Running the schema and subschema batch compile programs produces hardcopy listings, as follows:

• IDMSCHEM produces the Schema Compiler Activity List
• IDMSUBSC produces the Subschema Compiler Activity List

Contents of a Listing

The Schema Compiler Activity List and the Subschema Compiler Activity List each contain the following information:

• Heading -- The top of each page of the listing contains the name of the software component (IDMSCHEM or
IDMSUBSC), release number, name of the listing, date, time, and page number.

• Input listing -- The body of the printout contains a line for each line of source code you entered. Column 1 shows the
compiler-assigned line number. Column 10 shows the text of schema source code.

• Warning and error messages -- These messages are interspersed in the body of the report, as needed. See the CA
IDMS Messages section for descriptions of the compiler messages.

• Transaction summary -- The transaction summary indicates the number of schemas/subschemas compiled and the
number of error and warning messages issued

Format-Control Statements for Listings

You can use the SKIP and EJECT statements to format the schema and subschema listings.

SKIP

Use the SKIP1/2/3 statement to insert 1, 2, or 3 blank lines after the line on which you entered the statement.
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Do not use a terminating period with SKIP and leave no space between SKIP and the number you specify. For example,
code SKIP2, not SKIP 2.

EJECT

Use the EJECT statement to force a new page. Printing on the new page begins with the statement following the EJECT
statement.

Do not use a terminating period with EJECT.

Schema Compiler-Directive Statements
Compiler-directive statements are any statements you issue to the schema or subschema compiler that do not produce
schema or subschema definitions. The following table describes the compiler-directive statements presented in this
section:

Purpose Statement Description
Signon SIGNON Identifies the user and the environment in

which the compiler is to execute.
Signoff SIGNOFF Terminates the compiler.
Set compiler default values SET OPTIONS Establishes defaults for execution of the

compiler.
Include module source INCLUDE Instructs the compiler to use as input the

code found in a dictionary source module.
Display all entity occurrences DISPLAY/PUNCH ALL Displays or punches all occurrences of a

schema or subschema entity.
Display IDD definitions DISPLAY/PUNCH IDD Displays or punches the definition of an

entity occurrence.

The DBA can issue these statements, including SIGNON and SIGNOFF, either online or in batch mode. Compiler-
directive statements are described in alphabetical order.

DISPLAY/PUNCH ALL Statements
The DISPLAY/PUNCH ALL statement displays all occurrences of an entity related to the schema or subschema compiler
from which the statement is issued.

Syntax

►►─┬─ DISplay ─┬─┬── ALL ──────────────────────────┬─ entity-type ────────────►

   └─ PUNch ───┘ └─┬─ FIRst ─┬──┬────────────────┬─┘

                   ├─ LASt ──┤  ├─ 1 ◄───────────┤

                   ├─ NEXt ──┤  └─ entity-count ─┘

                   └─ PRIor ─┘
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 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ WHEre conditional-expression ─┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD     ─┬─┘

            ├─ MODify ──┤

            ├─ REPlace ─┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Expansion of conditional-expression

►►─┬─ mask-comparison ────────────────────────┬───────────────────────────────►

   ├─ value-comparison ───────────────────────┤

   └─┬───────┬─ ( ─┬─ mask-comparison ──┬─ ) ─┘
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     └─ NOT ─┘     └─ value-comparison ─┘

 

 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄

   │ ┌────────────────────────────────────────────────────────┐ │

   └─▼─┬─ AND ─┬─┬─ mask-comparison ────────────────────────┬─┴─┘

       └─ OR ──┘ ├─ value-comparison ───────────────────────┤

                 └─┬───────┬─ ( ─┬─ mask-comparison ──┬─ ) ─┘

                   └─ NOT ─┘     └─ value-comparison ─┘

Expansion of mask-comparison

►►─── entity-option-keyword ──────────────────────────────────────────────────►

 

 ►─┬─ CONTAINs ─┬─ 'mask-value' ──────────────────────────────────────────────►◄

   └─ MATCHES ──┘

Expansion of value-comparison

►►─┬─ 'character-string-literal' ─┬───────────────────────────────────────────►

   ├─ numeric-literal ────────────┤

   └─ entity-option-keyword ──────┘

 

 ►─┬─ IS ─┬───────┬─────────┬─┬─ 'character-string-literal' ─┬────────────────►◄

   │      └─ NOT ─┘         │ ├─ numeric-literal ────────────┤

   ├─ NE ───────────────────┤ └─ entity-option-keyword ──────┘

   └─┬───────┬─┬─┬─ EQ ─┬─┬─┘

     └─ NOT ─┘ │ └─ = ──┘ │

               ├─┬─ GT ─┬─┤
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               │ └─ > ──┘ │

               ├─┬─ LT ─┬─┤

               │ └─ < ──┘ │

               ├─ GE ─────┤

               └─ LE ─────┘

Parameters

 

• ALL
Lists all occurrences of the requested entity type that the current user is authorized to display.
Online users: With a large number of entity occurrences, ALL may slow response time.

• FIRst
Lists the first occurrence of the named entity type.

• LASt
Lists the last occurrence of the named entity type.

• NEXt
Lists the next occurrence of the named entity type.

• PRIor
Lists the prior occurrence of the named entity type.

• entity-count
Specifies the number of occurrences of the named entity type to list. 1 is the default.

• entity-type
Identifies the entity type or entity synonym that is the object of the DISPLAY/PUNCH ALL request. Valid values for
each compiler appear in the table under "Usage" in this section.

• WHEre conditional-expression
Specifies criteria to be used by the compiler in selecting occurrences of the requested entity type.
The outcome of a test for the condition determines which occurrences of the named entity type the schema or
subschema compiler selects for display.

• mask-comparison
Compares an entity type operand with a mask value.

• entity-option-keyword
Identifies the left operand as a syntax option associated with the named entity type. The table in the "Usage" section
lists valid options for each entity type.

• CONTAINs
Searches the left operand for an occurrence of the right operand. The length of the right operand must be less than or
equal to the length of the left operand. If the right operand is not contained entirely in the left operand, the outcome of
the condition is false.

• MATCHES
Compares the left operand with the right operand one character at a time, beginning with the leftmost character in each
operand. When a character in the left operand does not match a character in the right operand, the outcome of the
condition is false.

• 'mask-value'

 419



 Administrating

Identifies the right operand as a character string; the specified value must be enclosed in quotation marks. Mask-value
can contain the following special characters:

Special Characters Description
@ Matches any alphabetic character in entity-option-keyword.
# Matches any numeric character in entity-option-keyword.
* Matches any character in entity-option-keyword.

• value-comparison
Compares values contained in the left and right operands based on the specified comparison operator.

• 'character-string-literal'
Identifies a character string enclosed in quotes.

• numeric-literal
Identifies a numeric value.

• entity-option-keyword
Identifies a syntax option associated with the named entity type; valid options for each entity type are listed in the table
presented in the "Usage" section.

• IS
Specifies that the left operand must equal the right operand for the condition to be true.

• NE
Specifies that the left operand must not equal the right operand for the condition to be true.

• EQ/=
Specifies that the left operand must equal the right operand for the condition to be true.

• GT/>
Specifies that the left operand must be greater than the right operand for the condition to be true.

• LT/<
Specifies that the left operand must be less than the right operand for the condition to be true.

• GE
Specifies that the left operand must be greater than or equal to the right operand for the condition to be true.

• LE
Specifies that the left operand must be less than or equal to the right operand for the condition to be true.

• NOT
Specifies that the opposite of the condition fulfills the test requirements. If NOT is specified, the condition must be
enclosed in parentheses.

• AND
Indicates the expression is true only if the outcome of both test conditions is true.

• OR
Indicates the expression is true if the outcome of either one or both test conditions is true.

NOTE
For descriptions of the remaining DISPLAY parameters, see 12.5, “DISPLAY/PUNCH Operations".

Usage

Limiting the Number of Records Read

You can limit the number of entity occurrences CA IDMS/DB reads for a DISPLAY ALL request by setting two options in
the SET OPTIONS statement:
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• DISPLAY ALL LIMIT IS ON activates interrupt processing.
• INTERRUPT COUNT IS interrupt-count terminates the DISPLAY ALL request when the number of occurrences read

exceeds the interrupt limit, whether or not the occurrences meet the criteria of an associated WHERE clause. If you set
the interrupt count to NULL, CA IDMS/DB will reject DISPLAY ALL requests.

Type of Display Depends on Compiler and Entity

The compilers display the entity occurrences as syntax or as comments depending on the entity type requested and the
compiler in which the DISPLAY/PUNCH ALL statement is issued, as shown in the following table

NOTE
C means display as comments; S means display as syntax, if requested.

Entity type Compiler Schema Compiler Subschema
ATTRIBUTES C C
CLASSES C C
ELEMENTS C  
ELEMENT SYNONYMS C  
LOAD MODULES  S
RECORDS C  
RECORD SYNONYMS C  
SCHEMAS S C
SUBSCHEMAS C S
USERS C C

Output Contains Only Enough Information to Display/Punch Entity

Output produced by DISPLAY or PUNCH ALL consists only of the information necessary to execute a DISPLAY/PUNCH
request for each entity occurrence. For example, RECORD occurrences are displayed with their name and version, and
ATTRIBUTE occurrences with their name and class. In an online session, the user can execute the displayed statements
by pressing [Enter]. This two-step process allows the user to scan the names of entity occurrences related to the compiler
in which the statement is issued.

Valid Entity Option Keywords for Conditional Expressions

Entity type Option Entity type Option
ATTribute
User-defined
entity

Entity-type name
PREpared by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated
CLAss name

CLAss Entity-type name
PREpared by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated
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ELement
RECord
USEr

Entity-type name
Version
PREpared by
REVised by
DATe last UPDated
DATe CREated
DEScription
FULl name
(users only)

ELement SYNonym ELement SYNonyn name
ELement NAMe
Version
PREpared by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated
DEScription

RECord SYNonym SYNonym NAMe
RECord NAMe
Version
PREfix
SUFfix
VIEw id
PREpared by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated
DEScription

SUBschema Entity-type name
PREpared by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated
DEScription
SCHema NAMe
SCHema Version

SCHema Entity-type name
PREpared by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated
DATe COMpiled
MONth COMpiled
DAY COMpiled
YEAr COMpiled
DEScription

LOAd module Entity-type name
Version
DATe COMpiled
MONth COMpiled
DAY COMpiled
YEAr COMpiled

Default Order of Precedence Applied to Logical Operators
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Conditional expressions can contain a single condition, or two or more conditions combined with the logical operators
AND or OR. The logical operator NOT specifies the opposite of the condition. The compiler evaluates operators in a
conditional expression 1 at a time, from left to right, in order of precedence. The default order of precedence is as follows:

• MATCHES or CONTAINS keywords
• EQ, NE, GT, LT, GE, LE operators
• NOT
• AND
• OR

If parentheses are used to override the default order of precedence, the compiler evaluates the expression within the
innermost parentheses first.

Example

The following example displays all records prepared by user JKD since June 1, 1986:

display all records

  where prepared by eq 'jkd' and

  year created ge '86' and

  month created ge '06' as syntax.

DISPLAY/PUNCH IDD Statement
Contents

The DISPLAY/PUNCH IDD statement displays the dictionary definition of an entity occurrence related to the schema or
subschema compiler. The output is displayed as comments.

The following table lists the entity definitions that the schema and subschema compilers display:

Entity Type Schema Compiler Subschema Compiler
ATTRIBUTE X X
CLASS X X
ELEMENT X  
ELEMENT SYNONYM X  
RECORD X  
RECORD SYNONYM X  
USER X X
LOAD MODULE  X

Syntax

►►─┬─ DISplay ─┬─ IDD entity-type name is entity-occurrence-name ─────────────►
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   └─ PUNch ───┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ version-specification ─┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘

 ►─┬─────────────────────────────────────────────┬────────────────────────────►

   │                 ┌─────────────────────────┐ │

   └─┬─ WITh ──────┬─▼- entity-option-keyword ─┴─┘

     ├─ ALSo WITh ─┤

     └─ WITHOut ───┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ REPlace ─┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘
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Parameters

 

• DISPLAY/PUNCH IDD
Lists or punches an IDD definition as comments.

• entity-type
Specifies one of the entity types listed in the previous table.

• entity-occurrence-name
Names an existing occurrence of the specified entity type.

NOTE
For descriptions of the remaining parameters, see 12.5, “DISPLAY/PUNCH Operations”.

Example

In the following example, the dictionary definition of version 100 of the DEPARTMENT record is requested from the
schema compiler.

display idd record department version 100.

NOTE
For more information on DISPLAY/PUNCH syntax options, see Section12, “Operations on Entities".

The SET OPTIONS Statement
 

The SET OPTIONS statement allows a user to establish the following processing options for an individual session:

• Identification of the user who is adding, modifying, deleting, punching, or displaying component descriptions
• Quote character
• Decimal point character
• Characters for delimiting an input file
• Disposition of ADD statements issued for existing components
• Starting and incremental line numbers for record elements and for lines of comment text
• Compiler output format
• Conventions for specifying version numbers for schemas, records, and programs named in DDL statements
• Destination of punched descriptions
• Format of displayed or punched descriptions (syntax or comments)
• Information to be included in displayed or punched descriptions
• Automatic subschema load module deletion

Syntax

SET OPTIONS Statement

►►─── SET OPTions for session ────────────────────────────────────────────────►
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 ►─┬─────────────────────────────────┬────────────────────────────────────────►

   └─ DECimal-point is ─┬─ COMma ──┬─┘

                        └─ PERiod ─┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ DEFault is ─┬─ ON ──┬─┘

                  └─ OFF ─┘

 ►─┬────────────────────────────────────────────────────────┬─────────────────►

   └─ DEFault for EXIsting Version is ─┬─ version-number ─┬─┘

                                       ├─ HIGhest ────────┤

                                       └─ LOWest ─────────┘

 

 ►─┬───────────────────────────────────────────────────────┬──────────────────►

   └─ DEFault for NEW Version is ─┬─ version-number ─────┬─┘

                                  └─ NEXt ─┬─ HIGhest ◄──┤

                                           └─ LOWest ────┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ DELete is ─┬─ ON ────┬─┘

                 └─ OFF ◄──┘

 ►─┬────────────────────────────────────┬─────────────────────────────────────►

   └─ DISplay ALL LIMit is ─┬─ ON ────┬─┘

                            └─ OFF ◄──┘

 

 ►─┬───────────┬──────────────────────────────────────────────────────────────►
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   ├─ ECHo ────┤

   └─ NO ECHo ─┘

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ EOF is ─┬─ /* ◄─────────────┬─┘

              ├─ 'eof-indicator' ─┤

              └─ OFF ─────────────┘

 ►─┬─────────────┬────────────────────────────────────────────────────────────►

   ├─ HEAder ────┤

   └─ NO HEAder ─┘

 

 ►─┬────────────────────────────────────────────────────────────────┬─────────►

   └─ INPut columns are start-column-number THRu end-column-number ─┘

 

 ►─┬────────────────────────────────────────────┬─────────────────────────────►

   └─ INTerrupt COUnt is ─┬─ interrupt-count ─┬─┘

                          └─ NULl ◄───────────┘

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ LINes per page is line-count ─┘

 ►─┬───────────┬──────────────────────────────────────────────────────────────►

   ├─ LISt ────┤

   └─ NO LISt ─┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►
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   └─ OUTput line size is ─┬─ 80 ──┬─┘

                           └─ 132 ─┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ user-specification ─┘

 

 ►─┬─────────────┬────────────────────────────────────────────────────────────►

   ├─ PROmpt ────┤

   └─ NO PROmpt ─┘

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   └─ PUNch TO ─┬─ module-specification ─┬─┘

                └─ SYSpch ───────────────┘

 

 ►─┬────────────────────┬─────────────────────────────────────────────────────►

   └─ QUOte is ─┬─ ' ─┬─┘

                └─ " ─┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ REGistration OVErride ─┘

 ►─┬──────────────────────────────────────────────────────┬───────────────────►

   └─ SEMicolon alternate end of sentence is ─┬─ ON ────┬─┘

                                              └─ OFF ◄──┘

 

 ►─┬───────────────────────────────┬──────────────────────────────────────────►

   └─ SEQuence is sequence-number ─┘
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 ►─┬─────────────────────────────────────────────────┬────────────────────────►

   └─ USEr signon OVErride is ─┬─┬─ ALLowed ◄──┬───┬─┘

                               │ └─ ON ────────┘   │

                               └─┬─ NOT ALLowed ─┬─┘

                                 └─ OFF ─────────┘

 

 ►─┬───────────────────────────────┬──────────────────────────────────────────►◄

   │ ┌───────────────────────────┐ │

   └─▼- DISplay display-options ─┴─┘

DISPLAY/PUNCH OPTIONS Statement

►►─┬─ DISplay ─┬─ OPTions ─┬────────────────────────┬─────────────────────────►

   └─ PUNch ───┘           └─ for ─┬─ SESsion ◄───┬─┘

                                   └─ DICtionary ─┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─┬─ WITh ────┬─ DETails ─┘

     └─ WITHOut ─┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘
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          └─ SYSpch ───────────────┘

 

Expansion for display-options

►►─┬─────────────────────────────────────────────────────┬────────────────────►

   │                 ┌─────────────────────────────────┐ │

   └─┬─ WITh ◄─────┬─▼─┬─ ALL COMment TYPes ─────────┬─┴─┘

     ├─ ALSo WITh ─┤   ├─ AREas ─────────────────────┤

     └─ WITHOut ───┘   ├─ ATTributes ────────────────┤

                       ├─ COMments ──────────────────┤

                       ├─ CULprit headers ───────────┤

                       ├─ DEFinitions ───────────────┤

                       ├─ DETails ───────────────────┤

                       ├─ ELements ──────────────────┤

                       ├─ HIStory ───────────────────┤

                       ├─ LRS ───────────────────────┤

                       ├─ OLQ headers ───────────────┤

                       ├─ PATh-groups ───────────────┤

                       ├─ PROgrams ──────────────────┤

                       ├─ RECords ───────────────────┤

                       ├─ SCHemas ───────────────────┤

                       ├─ SETs ──────────────────────┤

                       ├─ SHAred structures ─────────┤

                       ├─ SUBschemas ────────────────┤

                       ├─ SYMbols ───────────────────┤

                       ├─ SYNonyms ──────────────────┤
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                       ├─┬─ USEr DEFINED COMments ─┬─┤

                       │ └─ UDCS ──────────────────┘ │

                       ├─ USErs ─────────────────────┤

                       ├─ ALL ◄──────────────────────┤

                       └─ NONE ──────────────────────┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

Parameters

 

• SET OPTions for session
Establishes the defaults that govern a single session. All other executions of the compiler are unaffected by the options
specified in this statement.

• DECimal-point is COMma
Designates a comma as the character that represents a decimal point in DDL source statements.
When DECIMAL-POINT IS COMMA is in effect, a comma (,) is interpreted as a decimal point, and a period (.) is
interpreted as an insertion character.

• DECimal-point is PERiod
Designates a period as the character that represents a decimal point in DDL source statements.
When DECIMAL-POINT IS PERIOD is in effect, a period is interpreted as a decimal point, and a comma is interpreted
as an insertion character.

• DEFault is ON

 431



 Administrating

Specifies that the compiler will accept ADD statements that identify established components and will interpret them as
MODIFY statements. A warning message is issued when this occurs.

• DEFault is OFF
Specifies that the compiler will not accept ADD statements that identify established components. The compiler issues
an error message and terminates processing of the statement in error.

• DEFault for EXIsting Version is
Establishes a default version number for existing schemas, records, programs, and source modules named in DDL
statements. If a statement identifies an existing schema, record, or program without a version number, the compiler
treats the statement as though it were coded with a VERSION clause in the format specified in the DEFAULT FOR
EXISTING VERSION option. Version numbers must fall within the range 1 through 9999, whether specified explicitly or
in relation to existing versions.

• version-number
Specifies an explicit version number and must be an unsigned integer in the range 1 through 9999. If a subsequent
DDL statement references an existing schema, record, or program without including a version number, the compiler
selects the version number specified by version-number.

• HIGhest
Specifies the highest existing version number for the named schema, record, or program. If a subsequent DDL
statement references an existing schema, record, or program without including a version number, the compiler selects
the highest existing version number for that schema, record, or program.

• LOWest
Specifies the lowest existing version number for the named schema, record, or program. If a subsequent DDL
statement references an existing schema, record, or program without including a version number, the compiler selects
the lowest existing version number for that schema, record, or program.

• DEFault for NEW Version is
Establishes a default version number for schemas being added to the dictionary. If an ADD SCHEMA statement names
a schema without a version number, the compiler treats the statement as though it were coded with a VERSION clause
in the format specified in the DEFAULT FOR NEW VERSION option. Version numbers must fall within the range 1
through 9999, whether specified explicitly or in relation to existing versions.

• version-number
Specifies an explicit version number and must be an unsigned integer in the range 1 through 9999. If a subsequent
ADD SCHEMA statement names a schema without including a version number, the compiler assigns the version
number specified by version-number.

• next HIGhest
Specifies the highest version number assigned to schema-name plus one. If a subsequent ADD SCHEMA statement
names a schema without including a version number, the compiler assigns the highest existing version number for that
schema name plus one.

• next LOWest
Specifies the lowest version number assigned to schema-name minus one. If a subsequent ADD SCHEMA statement
names a schema without including a version number, the compiler assigns the lowest existing version number for that
schema name minus one.

• DELete is ON
Turns on an option to automatically delete version 1 of a subschema load module when the subschema is deleted.

• DELete is OFF
Turns off an option to automatically delete version 1 of a subschema load module when the subschema is deleted.
OFF is the default.

• DISplay ALL LIMit is ON
Limits the number of entity occurrences read for a DISPLAY ALL request by the value specified in the INTERRUPT
COUNT clause.

• DISPLAY ALL LIMit is OFF
Does not limit the number of entity occurrences read for a DISPLAY ALL request. OFF is the default.

• ECHo
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Specifies that the compiler lists every line it reads (note that lines beginning with *+ are not echoed). Online, input is
redisplayed; in batch mode, input appears in the compiler's activity listing.

• NO ECHo
Specifies the compiler does not list input lines, whether or not a line contains an error. This option is intended for
commands that are submitted 1 line at a time (for example, under TSO local, z/VM local, or from a hard-copy terminal).

• EOF is
Designates the 2-character logical end-of-file indicator to be honored by the compiler. When the compiler encounters
the indicator coded in the first 2 columns of the input range, it recognizes only the DDL statements that precede the
indicator and does not process DDL statements that follow it.

• /*
Is the default end-of-file indicator.

• 'eof-indicator'
Is a 2-character value enclosed in quotes.

• OFF
Specifies that there is no active end-of-file indicator.

• HEAder
(Batch only) Specifies that a heading line identifying the compiler is to appear on the compiler activity listing.

• NO HEAder
(Batch only) Specifies that no heading line identifying the compiler is to appear on the compiler activity listing.

• INPut columns are
Specifies the input range. The compiler reads, in subsequent input lines, only those columns that fall between start-
column-number and end-column-number, inclusive; all other columns are ignored. Start-column-number and end-
column-number must be at least 10 columns apart. The default and maximum ranges depend on the mode in which
the compiler is used:
– Online:

• Full-screen mode (default and maximum) -- 1 through 79
• Line device (default and maximum) -- 1 through 80

– Batch:
• Default -- 1 through 72
• Maximum -- 1 through 80

• INTerrupt COUnt is interrupt-count
Specifies the number of entity occurrences CA IDMS/DB will read for a DISPLAY ALL request when you specify
DISPLAY ALL LIMIT IS ON. Interrupt-count is an integer in the range 0 through 32768.

• INTerrupt COUnt is NULL
Sets to 0 (zero) the number of entity occurrences CA IDMS/DB will read for a DISPLAY ALL request when you specify
DISPLAY ALL LIMIT IS ON. If you attempt to issue a DISPLAY ALL statement when the interrupt count is null (0), CA
IDMS/DB will reject the command. NULL is the default.

• LISt
Specifies that the compiler lists every line it reads. LIST performs the same function as ECHO.

• NO LISt
Specifies that the compiler lists only lines containing errors.

• LINes per page is line-count
Establishes the number of lines per page for a terminal display or batch activity listing. Line-count is an integer in the
range 10 through 60. The default is 60.

• OUTput line size is
Specifies the width of the terminal display or batch activity listing. The online default is 80; the batch default is 132.
Note that with an output line size of 80, error messages do not provide the line numbers of lines in error; the error
message, however, will immediately follow the line in error.

• user-specification
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Establishes the default user for the user-specification clause in the SCHEMA and SUBSCHEMA statements and can
be overridden in those statements.

NOTE
Expanded syntax for user-specification is presented in Section13, “Parameter Expansions”.

If this clause is not used, user-id defaults to the user ID known to the DC/UCF system (online compiler) or the user ID
known to the batch environment (batch compiler).

• PROmpt
Indicates that the compiler will prompt the user for each new line of input when entering DDL source statements line by
line (rather than in full-screen mode), as shown in the following example:

ENTER

Note that this option is operational in batch execution, where PROMPT causes the prompt to precede each statement
in the compiler's activity listing.

• NO PROmpt
Indicates that the compiler will not prompt the user for each new line of input when entering DDL source statements
line by line (rather than in full-screen mode).

• PUNch TO module-specification
Specifies that punched output will be directed to the named module in the dictionary. The user can override this default
in individual PUNCH statements.

NOTE
Expanded syntax for module-specification is presented in Section13, “Parameter Expansions”.

• PUNCH to SYSpch
Specifies that punched output will be directed to the system punch file. SYSPCH is the default destination established
during installation. The user can override this default in individual PUNCH statements.

• QUOte is '/"
Designates a single (') or double (") quote as the quote character in effect for the session. Once set, the selected
character must be used in DDL source statements wherever a quotation mark is required.

• REGistration OVErride
Turns off schema or subschema security for the session. The user who specifies REGISTRATION OVERRIDE can
modify, delete, display, and punch all schemas and subschemas, even those whose accessibility otherwise is limited
by a PUBLIC ACCESS clause.

• SEMicolon alternate end of sentence is ON/OFF
Designates that the schema and subschema compilers will (ON) or will not (OFF) recognize both a semicolon and
period as an end of statement terminator. OFF, the default, indicates that the compilers will treat a semicolon as a
blank character.

• SEQuence is sequence-number
Specifies the starting and incremental value for the line numbers to be assigned to record elements and to lines of
comment text. Sequence-number must be a 1- to 5-digit unsigned integer.
Sequence numbers assigned to record elements are insignificant within the schema compiler itself; however, you can
refer to an element by its sequence number when using IDD to modify a record description.

• USEr signon OVErride is
Indicates whether CA IDMS/DB will allow users to specify a different user ID in a SIGNON statement from the one
known to the environment in which the compiler is executing (the DC/UCF system for online, the batch environment for
batch).

• ALLowed
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Users may sign on to the compiler with a different user ID from the ID known to the execution environment and user-
specification clauses may be used to override the default user ID. ALLOWED is the default. ON is a synonym for
ALLOWED.

• NOT ALLowed
CA IDMS/DB will not allow the user ID to be changed. Users who are already known to the environment cannot specify
a different user ID in the SIGNON statement. Additionally, user-specification clauses cannot be used to change the
default user ID. OFF is a synonym for NOT ALLOWED.

• DISplay display-options
Sets the defaults that govern the output produced by subsequent DISPLAY or PUNCH statements. The defaults
established with this clause can be overridden in individual DISPLAY and PUNCH statements.

• WITh
Instructs the compiler to include the specified types of information in output produced by DISPLAY/PUNCH statements.

• ALSo WITH
Instructs the compiler to include the specified types of information in output produced by DISPLAY/PUNCH statements
in addition to those currently in effect (either through the SET OPTIONS statement or as set in the individual DISPLAY
or PUNCH statement).

• WITHOut
Instructs the compiler to exclude the specified types of information in output produced by DISPLAY/PUNCH
statements.

• ALL COMment TYPes
Displays or punches all comment entries (COMMENT, CULPRIT HEADERS, OLQ HEADERS, DEFINITIONS)
associated with the schema or subschema.

• AREas
Displays or punches all areas in the schema or subschema.

• ATTributes
Displays or punches all attributes, and their respective classes, associated with the schema or the subschema.

• COMments
Displays or punches comments associated with the schema, schema record, subschema, or logical record.

• CULprit headers
Displays or punches all CA Culprit headers for schema elements, when schema record elements are displayed.

• DEFinitions
Displays or punches all definitions associated with the subschema.

• DETails
Displays or punches details of the component. The details vary depending on the component; they are presented with
the syntax for each schema and subschema statement.

• ELements
When records for the schema are displayed, displays or punches all elements in COBOL format; when records in the
subschema are displayed, all elements included in the subschema definition of the record.

• HIStory
Displays or punches the date and time that the schema or subschema was created and/or last modified and the name
of the user who created or last modified the schema or subschema.

• LRS
Displays or punches all logical records in the subschema.

• OLQ headers
Displays or punches all CA OLQ headers for schema elements, when schema record elements are displayed.

• PATh-groups
Displays or punches all logical-record path groups in the subschema.

• PROgrams
Displays or punches all programs associated with the subschema.

• RECords
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Displays or punches all database records and elements in the schema or subschema.
• SCHemas

Displays or punches the schema related to the displayed or punched schema through the DERIVED FROM option of
the SCHEMA statement.

• SETs
Displays or punches all sets in the schema or subschema.

• SHAred structures
Displays or punches the SHARE STRUCTURE clause of a schema record as syntax and the record's elements as
comments.

• SUBschemas
Displays or punches all subschemas related to the displayed or punched schema.

• SYMbols
Displays or punches all symbols associated with the schema.

• SYNonyms
When records for the schema are displayed, displays or punches all record synonyms associated with the schema;
when record elements also are displayed, the record and element synonyms associated with the schema.

• USEr DEFINED COMments/(UDCS)
Displays or punches all user-defined comment keys associated with the schema and subschema.

• USErs
Displays or punches all users associated with the schema or subschema.

• ALL
Displays or punches all the information associated with the displayed component. WITH ALL is the default for the
DISPLAY clause of the SET OPTIONS statement.

• NONE
Displays or punches only the information that uniquely identifies the component: component name; component
version, if any; and, for subschemas only, the name and version of the associated schema. Note that NONE is
meaningful only when WITH is specified.

• VERB
Sets the default for the verb with which the statements are to be produced as the output of DISPLAY and PUNCH
statements. For example, if VERB ADD is specified, the output of a later DISPLAY RECORD statement is an ADD
RECORD statement; if VERB DELETE is specified, the output of a later DISPLAY RECORD statement is a DELETE
RECORD statement; and so on.
The user can override this default in individual DISPLAY and PUNCH statements.

• AS COMments
Instructs the compiler to list output produced by a DISPLAY or PUNCH statement in comment format (each line begins
with the characters *+). These comment characters specify that the line is not to be redisplayed as a function of the
ECHO or LIST options.

• AS SYNtax
Instructs the compiler to list output produced by a DISPLAY or PUNCH statement in syntax format. Display output AS
SYNTAX when you plan to resubmit some or all of the displayed statements to the compiler (for example, when using
an existing component description as a template for a new component).

• for SESsion
Displays or punches the current options in effect for the session, whether defaulted from installation, set in the
dictionary by IDD, or set for the session with the DDL compiler SET OPTIONS statement. FOR SESSION is the
default.

• for DICtionary
Displays or punches the current options for the dictionary. These options default across sessions. The display does not
list options that are only in effect for the session. Dictionary options are set with SET OPTIONS FOR DICTIONARY in
the IDD DDDL compiler.

• WITh DETails
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Specifies that the session or dictionary options are displayed. WITH must be specified to display the options if SET
OPTIONS FOR SESSION DISPLAY WITHOUT DETAILS was specified.

• WITHOut DETails
Specifies that the session or dictionary options are not displayed.

Usage

Schema and Subschema Tasks Performed by DELETE IS ON

In the subschema compiler, DELETE IS ON performs the following tasks:

• Deletes version 1 of the subschema load module from the load area of the dictionary when you issue a DELETE
SUBSCHEMA command.

NOTE
If the subschema load module has a version number other than 1, the load module must be explicitly deleted
using the DELETE LOAD MODULE command. For more information on this command, see Section15,
“Subschema Statements".

• Erases the PROG-051 dictionary record occurrence associated with the subschema load module, provided the
program was built by the subschema compiler and does not participate in any other entity relationships.

In the schema compiler, DELETE IS ON performs the same tasks described above for each subschema associated with
the schema named in the DELETE SCHEMA command.

Order of Precedence Applied to the LIST and ECHO Options

The LIST and ECHO options have similar functions; the compiler uses the following order of precedence in determining
which options will take effect:

1. NO ECHO
2. NO LIST
3. ECHO
4. LIST

This precedence is interpreted as follows: If NO ECHO is set, the setting of LIST or NO LIST is immaterial; if ECHO and
NO LIST both are set, NO LIST takes precedence; and so on.

AUTHORITY FOR ALL Required

Only users whose dictionary description specifies AUTHORITY FOR ALL can specify REGISTRATION OVERRIDE or
change the following SET OPTIONS settings:

• SIGNON OVERRIDE
• DISPLAY ALL LIMIT
• INTERRUPT COUNT

Other options can be changed by any user holding the necessary authority to use the compiler.

Overriding SET OPTIONS Defaults on Individual Statements

The SET OPTIONS defaults established for user identification, the destination and format of displayed and punched text,
and version assignment can be overridden in individual component statements. Other compiler processing options cannot
be so overridden and remain in effect until they are reset, either explicitly (by a subsequent SET OPTIONS statement) or
automatically.

Options Reset at the Start of Each Session

All options are reset at the beginning of each session:
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• In batch mode, each time the compiler is executed.
• Online, with the first DDL statement issued upon returning to the compiler after either a normal session termination

(SIGNOFF) or an abnormal termination of the DC/UCF system. A SIGNON statement that follows session initiation
and precedes a SIGNOFF statement (or, in batch mode, the end of the input file) does not begin a new session and,
therefore, does not reset all options.

Some Options Reset by the SIGNON Statement

The compiler automatically resets some options to their defaults each time a SIGNON statement is issued. The following
table shows which options are reset by the SIGNON statement, which can be changed by the IDD DDDL SET OPTIONS
FOR DICTIONARY statement, and the defaults established at installation:

DISPLAY/PUNCH Options Valid for Each Compiler

Not all options available for the DISPLAY WITH/ALSO WITH/WITHOUT clause affect all DISPLAY or PUNCH statements.
The options that can be specified in this clause apply to DISPLAY or PUNCH statements for specific components, as
shown in the following table:

DISPLAY option Compiler Schema Compiler Subschema
ALL X X
ALL COMMENT TYPES X X
AREAS X X
ATTRIBUTES X X
COMMENTS X X
CULPRIT™ HEADERS X  
DETAILS X X
DEFINITIONS  X
ELEMENTS X X
HISTORY X X
LRS  X
NONE X X
OLQ HEADERS X  
PATH-GROUPS  X
PROGRAMS  X
RECORDS X X
SCHEMAS X  
SETS X X
SHARED STRUCTURES X  
SUBSCHEMAS X  
SYNONYMS X  
USERS X X
USER DEFINED COMMENTS  X

Default DISPLAY/PUNCH WITH/WITHOUT DETAILS

The default for WITH/WITHOUT DETAILS on the DISPLAY/PUNCH OPTIONS statement is specified at the session level
in the SET OPTIONS statement.
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Examples

Sample SET OPTIONS Statement

In this example, the compiler has been instructed to list DISPLAY/PUNCH output in syntax format; each line of input is to
be listed; and subsequent input must be specified in the range of columns 2 through 65.

set options for session

    display as syntax

    list

    input columns are 2 thru 65.

Setting the End-Of-File Indicator

The following example establishes // as the end-of-file indicator for the current compiler session:

set options for session

     eof is '//'.

More Information

 

• For more information on modules, see the CA IDMS IDD DDDL Reference section.
• For more information on assigning authority to users, see the CA IDMS IDD DDDL Reference section.
• For more information on DISPLAY/PUNCH statement options, see 12.5, “DISPLAY/PUNCH Operations”.

SIGNON Statement
The SIGNON statement permits users to identify themselves to the compiler and to describe the environment in which the
compiler is to execute.

This article describes the following information:

Authorization

If IDMS SECURITY is ON in the dictionary, you must already be assigned the appropriate authority (IDMS, SCHEMA, or
SUBSCHEMA) through the AUTHORITY clause of the IDD DDDL USER statement.

NOTE
For more information on the DDDL USER statement, see IDD DDDL Reference.

Syntax

►►─── SIGnon ─────────────────────────────────────────────────────────────────►
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 ►─┬───────────────────────────────────────────────────────────────────┬──────►

   └─ USEr name ─┬─ is ─┬─ user-id ─┬────────────────────────────────┬─┘

                 └─ = ──┘           └─ PASsword ─┬─ is ─┬─ password ─┘

                                                 └─ = ──┘

 

 ►─┬──────────────────────────────────────────────────────┬───────────────────►

   └─┬─ DICtionary name ─┬─┬─ is ─┬─┬─ dictionary-name ─┬─┘

     ├─ DICTName ────────┤ └─ = ──┘ └─ ' ' ─────────────┘

     └─ DBName ──────────┘

 ►─┬──────────────────────────────────────────┬───────────────────────────────►

   └─┬─ NODe name ─┬─┬─ is ─┬─┬─ nodename ─┬──┘

     └─ NODEName ──┘ └─ = ──┘ └─ ' ' ──────┘

 

 ►─┬───────────────────────────────────────────────────────────────────┬──────►◄

   └─ USAge mode ─┬─ is ─┬─┬─ UPDate ◄──────────┬─ for ─┬─ ALL ◄─────┬─┘

                  └─ = ──┘ ├─ PROtected UPDate ─┤       ├─ DDLDML ───┤

                           └─ RETrieval ────────┘       ├─ DDLDCLOD ─┤

                                                        └─ DDLDCMSG ─┘

Parameters

• USEr name is user-id
Specifies the ID of the user signing on to the compiler. If the SECURITY clause of the dictionary (DDDL) SET
OPTIONS statement specifies that security for IDMS is on, user-id must be the ID of a user authorized (in the DDDL
USER clause) for schema or subschema compiler access. User-id must be a 1- to 32-character value and must be
enclosed in quotation marks if it contains embedded blanks or delimiters.

• PASsword is password
Specifies the password of the user signing on to the compiler.

• DICtionary name is dictionary-name
Specifies the dictionary to be accessed by the compiler. If dictionary-name is blanks enclosed by quotes, it indicates
the default dictionary for the local mode runtime environment or the target node if running under the central version.

• NODe name is nodename
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Specifies the name of the node that controls the dictionary to be accessed. Nodename identifies a node in the
network. If nodename is blanks enclosed in quotes, it indicates the local node (the node at which the online compiler is
executing or the DC/UCF system accessed by the batch compiler running under the central version).

• USAge mode is
Specifies the manner in which the compiler can access dictionary areas. This clause overrides the usage mode
defined during system generation by means of the IDD statement (see Administrating Security for IDMS).

• UPDate
Specifies that the current user and all other users can update the dictionary concurrently. The compiler automatically
prevents deadlock conditions or situations in which users must wait for commands issued by other users to be
processed. This is the default, unless overridden during system generation.

• PROtected UPDate
Specifies that only the current user can update the dictionary. Other users are restricted to performing retrieval
operations. During an online session, the current user has exclusive control for update only if the DDDL compiler has
been invoked. Between terminal interactions, the areas can be updated by other users.

• RETrieval
Specifies that the current user can only perform retrieval operations against the dictionary. This usage mode does not
restrict other users from accessing the dictionary in update or protected update mode.

• for ALL
Indicates that the usage mode applies to all areas. ALL is the default.

• for DDLDML
Indicates that the usage mode applies only to the DDLDML area.

• for DDLDCLOD
Indicates that the usage mode applies only to the DDLDCLOD area.

• for DDLDCMSG
Indicates that the usage mode applies only to the DDLDCMSG area.

Usage

When to Specify USER and PASSWORD in SIGNON

If you are identified to the environment in which the compiler is executing and you do not hold the necessary authorities
to perform the intended actions, you must use the USER clause of SIGNON. In this case, you would specify the ID of a
user who holds the necessary authorities (providing USER SIGNON OVERRIDE IS ALLOWED is specified in the SET
OPTIONS statement). If the user ID you specify has been assigned a password in the dictionary being accessed, you
must also supply that password in the SIGNON statement.

If you are not identified to the execution environment and IDMS SECURITY is ON, you must use the USER parameter
of SIGNON. In this case, the user ID and password you specify are verified by the central security facility. If verified, you
will be known to both the execution environment and the compiler. The user ID must hold the appropriate SCHEMA or
SUBSCHEMA authority in the dictionary you are accessing as well as the authority to sign on to the DC/UCF system (if
you are executing online). If the user ID you specify has been assigned a password in the central security facility, that
password must be specified in the SIGNON statement.

In all other cases, the USER parameter is not required and should not be specified.

Identifying the Dictionary to be Accessed

The DICTIONARY and NODENAME clauses together identify the dictionary to be accessed by the compiler. If only one is
specified, the other is derived.

Dictionary-name, if specified, must identify a DBNAME or segment accessible at the target node or local mode runtime
environment. If dictionary-name is not specified, but nodename is specified, then the dictionary is the default dictionary at
the specified node.
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In local mode, nodename has no meaning and is ignored. When running under the central version, nodename, if
specified, identifies the node at which the target dictionary resides. If not specified, the location of the dictionary is
determined from the resource table associated with the local DC/UCF system.

If neither dictionary name nor nodename is specified, they will be established from:

• The TCF specification, if running under TCF
• Session attributes as established by DCUF, SYSIDMS, system or user profiles
• The default dictionary associated with the local runtime environment.

User ID Used in Subsequent DDL Statements

User-id becomes the value assigned in the PREPARED BY and REVISED BY clauses (user-specification clause) in
subsequent DDL statements, replacing any user named during system signon; this value can be overridden with the SET
OPTIONS statement, described in this section.

NOTE

More Information:

• For more information on the transfer control facility (TCF), see Using Transfer Control Facility (TCF).
• For more information on DCUF statements, see CA IDMS System Tasks and Operator Commands.
• For more information on dictionary security, see IDD DDDL Reference.
• For more information on central security, see CA IDMS Security Administering.

Operations on Entities
This section describes the following operations:

ADD Operations
ADD (or the synonym CREATE) does the following:

• Adds schema and subschema entity definitions to the dictionary
• Associates entities with the current schema or subschema

If the Entity Already Exists

If the entity already exists in the dictionary, the response of the compiler depends on the value associated with the
DEFAULT clause of the SET OPTIONS statement:

• If DEFAULT IS ON is specified, the compiler interprets the ADD as a MODIFY
• If DEFAULT IS OFF is specified, the compiler issues an error message and terminates processing of the statement.

Defaults

You can explicitly code all characteristics of the added entity or accept one or more default characteristics. Default
characteristics are established:

• As dictionary options (using the SET OPTIONS statement)
• As session options (using the SET OPTIONS statement)

The syntax statements identify all default values.

Establishes Update Currency

ADD SCHEMA and ADD SUBSCHEMA statements establish update currency for the specified schema or subschema.
Schema or subschema entities can be updated once update currency is established.
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NOTE
For a discussion of currency, see 9.7, “Establishing Schema and Subschema Currency”.

Use VALIDATE After ADD

ADD also sets the schema's or subschema's status to IN ERROR. A VALIDATE statement must set the status to VALID
before the schema or subschema becomes a usable component.

MODIFY Operations
MODIFY (or the synonym ALTER) does the following:

• Changes schema and subschema component entity definitions in the dictionary
• Associates component entities with the current schema or subschema

All clauses valid for ADD operations are also valid for MODIFY operations.

Explicitly Code All Changes

All changes to the existing definition must be explicitly coded. Default values apply to ADD operations only.

Establishes Update Currency

MODIFY SCHEMA and MODIFY SUBSCHEMA statements establish update currency for the specified schema or
subschema. Schema or subschema component entities can be updated once update currency is established.

NOTE
For a discussion of currency, see 9.7, “Establishing Schema and Subschema Currency”.

Use VALIDATE After MODIFY

MODIFY also sets the schema's or subschema's status to IN ERROR. A VALIDATE statement must set the status to
VALID before the schema or subschema becomes a usable component.

DELETE Operations
DELETE (or the synonym DROP) functions differently for schema and subschema entities. For example, specifying
DELETE for a schema area deletes the named area from the dictionary. Specifying DELETE for a subschema area
disassociates the named area from the subschema description.

Syntax Presentations Describe Actions

You can find a description of DELETE actions in the detailed syntax descriptions provided for each schema and
subschema entity.

VALIDATE Operations
VALIDATE operations cause the schema or subschema compiler to verify the relationships among all components of the
schema or subschema that is current for update. Based on this verification, the compiler sets the status to:

• IN ERROR, if it detects errors
or

• VALID, if it detects no errors

If an error is detected, messages indicate the nature of the error.

Schema and Subschema Status Conditions

The schema or subschema definition in the dictionary carries a status of either IN ERROR or VALID:
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• A status of IN ERROR indicates that the definition was not processed by an error-free VALIDATE statement. IN
ERROR prevents other CA IDMS/DB software components (for example, a language precompiler) from using the
schema or subschema. The schema compiler sets the status to IN ERROR following a successful execution of
an ADD or MODIFY SCHEMA statement. Likewise, the subschema compiler does so following ADD or MODIFY
SUBSCHEMA.

• A status of VALID indicates that the schema or subschema is usable by other CA IDMS/DB software components.
The schema compiler sets the schema's status to VALID after the error-free execution of the VALIDATE statement.
Likewise, the subschema compiler does so following the VALIDATE statement or the GENERATE statement.

Use VALIDATE at Any Time During Definition

You can use VALIDATE at any time to verify the relationships of schema or subschema components. For example, you
can use VALIDATE when you have not yet defined schema sets, but want to verify the schema's record structures.
However, expect a warning for any records whose location mode is VIA an undefined set.

DISPLAY/PUNCH Operations
Contents

DISPLAY and PUNCH produce as output the DDL statements that describe the named entity. DISPLAY and PUNCH do
not update the entity description.

The location of the output depends on which verb is used and whether the compiler is operating in a batch or online mode:

• DISPLAY displays online output at the terminal and lists batch output in the compiler's activity listing.
• PUNCH writes the output to the system punch file or to a module in the dictionary. All punched output is also listed in

the compiler's activity listing.

Syntax

The following syntax diagram shows the DISPLAY/PUNCH clauses that are common to all DDL entities. Any exceptions
are noted in the syntax description for each entity.

NOTE
For DISPLAY ALL syntax, see Section11, “Compiler-Directive Statements”.

►►─┬─ DISplay ─┬─ entity-type-name entity-occurrence-name ────────────────────►

   └─ PUNch ───┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ version-specification ─┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘
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 ►─┬───────────────────────────────────────────────────┬──────────────────────►

   │ ┌───────────────────────────────────────────────┐ │

   │ │                 ┌───────────────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼ ── entity-option-keyword ─┴─┴─┘

       ├─ ALSo WITh ─┤

       └─ WITHOut ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

Parameters

 

• entity-type-name
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Identifies the type of entity to display or punch.
• entity-occurrence-name

Specifies the name of the entity occurrence to display or punch. Entity-occurrence-name must be the name of an
existing occurrence of the specified entity type.

• version-specification
Optionally, qualifies the named entity occurrence with a version number. The default is the current session option.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

• PREpared by user-id
Identifies the user who is punching or displaying the entity description. User-id can be any 1- to 32-character value; if
the value includes spaces or delimiters, it must be enclosed in quotes. The default is the current session option.
If SIGNON OVERRIDE is not allowed, the PREPARED BY clause is ignored and the user is identified as the user
known to the runtime.

• PASsword is password
Supplies the user's password. If user-id is assigned a password in the dictionary (through the IDD DDDL compiler),
password must be that password; if not, the PASSWORD clause is invalid. The default password is the current session
option.

• WITh
Displays or punches only the parts of the entity description specified by entity-option-keyword in addition to parts that
always are included such as the entity occurrence name and version. WITH overrides the session defaults specified on
the SET OPTIONS statement.

• ALSo WITh
Displays or punches the parts of the entity description specified by entity-option-keyword in addition to those already in
effect (through the SET OPTIONS statement or through the WITH clause in the current DISPLAY statement).

• WITHOut
Does not display or punch the specified options. Other options in effect (through the SET OPTIONS statement or
through WITH or ALSO WITH in the current DISPLAY statement) are displayed.

• entity-option-keyword
Specifies options to display or punch. Entity-option-keyword differs for each entity. See the description of a particular
entity for more information.

• TO
For PUNCH operations only, specifies the destination of punched output. The default is the current session option.

• module-specification
For PUNCH operations only, directs output to the named module in the dictionary.

NOTE
Expanded syntax for module-specification is presented in Section13, “Parameter Expansions".

• SYSpch
For PUNCH operations only, directs output to the SYSPCH system punch file

• VERB
Specifies the verb with which the entity statement is to be displayed or punched. For example, if VERB ADD is
specified, the output of the DISPLAY/PUNCH statement is an ADD statement; if VERB DELETE is specified, the output
is a DELETE statement; and so on. If this clause is not coded, the compiler uses the current session option.

• AS COMments
Outputs DDL syntax as compiler comments, with *+ preceding the text of the statement. The default is the current
session option.

• AS SYNtax
Outputs DDL syntax which can be edited and resubmitted to the schema or subschema compiler. The default is the
current session option.
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Usage

Defaults Determined by SET OPTIONS

DISPLAY and PUNCH default options are determined by the SET OPTIONS statement.

Security Enforcement

If either the compiler or the entity being displayed or punched is secured, the compiler rejects the operation unless the
user issuing the statement holds the necessary authority. The user issuing the statement is established by:

• The PREPARED BY clause of the DISPLAY/PUNCH statement
• The user-specification in the SET OPTIONS statement
• The user identified in a compiler SIGNON statement
• The user known to the runtime environment in which the compiler is executing

One WITH Clause Per DISPLAY/PUNCH

Only one WITH clause is permitted per DISPLAY/PUNCH operation; if you specify more than one, the compiler applies
only the options specified in the last one. To add additional options, use the ALSO WITH option.

Examples

In the following example, the DISPLAY statement includes all current defaults except the schema history.

display schema name is empschm

        without history.

In the following example, the DISPLAY statement specifies all options (except schema history), whether or not they are
included in the current defaults.

display schema name is empschm

         with all

         without history.

More Information

 

• For more information on statement syntax, see Section14, “Schema Statements” and Section15, “Subschema
Statements”.

• For more information on compiler comments, see Section10, “Using the Schema and Subschema Compilers”.
• For more information on the SET OPTIONS statement and SET OPTIONS session value for user-specification, see

Section11, “Compiler-Directive Statements”.

Parameter Expansions
This section describes the following expansions for syntax parameters. In a syntax diagram, an expansion is indicated by
an underlined and italicized variable:
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Expansion of boolean-expression
Each FIND/OBTAIN command in a PATH-GROUP statement can include a WHERE clause that specifies boolean
selection criteria to be applied to database record occurrences.

The boolean expression can specify as many comparisons as are required to specify the criteria to be applied to the
database record. Individual comparisons must be connected by the boolean operators AND, OR, and NOT.

Syntax

Expansion of  boolean-expression

►►─┬───────┬─ comparison ─────────────────────────────────────────────────────►

   └─ NOT ─┘

 

 ►─┬───────────────────────────────────────┬───────────────────────────────────►◄

   │ ┌───────────────────────────────────┐ │

   └─▼─┬─ AND ─┬─┬───────┬─ comparison ──┴─┘

       └─ OR ──┘ └─ NOT ─┘

Expansion of  comparison

►►─┬─ 'character-string-literal' ──────┬──────────────────────────────────────►

   ├─ numeric-literal ─────────────────┤

   ├─ arithmetic-expression ───────────┤

   ├─ db-record-field ────────────────┤

   └─ lr-field OF LR ─────────────────┘

 

 ►─┬─┬─ EQ ─┬───┬─┬─ 'character-string-literal' ──────┬───────────────────────►◄

   │ ├─ IS ─┤   │ ├─ numeric-literal ─────────────────┤

   │ └─ = ──┘   │ ├─ arithmetic-expression ───────────┤
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   ├─ NE ───────┤ ├─ db-record-field ─────────────────┤

   ├─┬─ GT ─┬───┤ └─ lr-field OF LR ──────────────────┘

   │ └─ > ──┘   │

   ├─┬─ LT ─┬───┤

   │ └─ < ──┘   │

   ├─ GE ───────┤

   ├─ LE ───────┤

   ├─ CONTAINS ─┤

   └─ MATCHES ──┘

Parameters

• NOT
Specifies that the opposite of the condition fulfills the test requirements.

• comparison
• 'character-string-literal'

An alphanumeric literal enclosed in single quotes.
• numeric-literal

A numeric literal that can be preceded by a minus sign. In numeric literals, if the current decimal point default is a
comma, a period (.) is interpreted as an insertion character, and a comma (,) is interpreted as a decimal point.

• arithmetic-expression
An arithmetic expression specified as a minus sign (-), as a simple arithmetic operation, or as a compound arithmetic
operation. Arithmetic operators permitted in an arithmetic expression are +, -, *, and /. Operands can be a numeric
literal, logical-record field, or database field.

• db-record-field
A data field that participates in the database record named in the path DML command. The field can occur in a record
that is accessed but that does not participate in a logical record.

• lr-field of LR
Specifies a data field that participates in the logical record. The OF LR entry is required; it indicates that the value of
the named field has been placed in the logical record's variable-storage location by a previous path DML command.

• EQ/IS/=
Indicates that the value of the left operand must equal the value of the right operand for the boolean expression to be
true. EQ, IS, and = are synonymous.

• NE
Indicates that the value of the left operand must not equal the value of the right operand for the boolean expression to
be true.

• GT/>
Indicates that the value of the left operand must be greater than the value of the right operand for the boolean
expression to be true. GT and > are synonymous.

• LT/<
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Indicates that the value of the left operand must be less than the value of the right operand for the boolean expression
to be true. LT and < are synonymous.

• GE
Indicates that the value of the left operand must be greater than or equal to the value of the right operand for the
boolean expression to be true.

• LE
Indicates that the value of the left operand must be less than or equal to the value of the right operand for the boolean
expression to be true.

• CONTAINS
Indicates that the value of the right operand is contained in the value of the left operand. The value of the right operand
must not be longer than the value of the left operand. Note that each operand included with the CONTAINS operator
can be a logical-record field name, database record field name, or alphanumeric literal. The fields must be defined as
alphanumeric or unsigned zoned decimal values and must be an elementary item.

• MATCHES
Indicates that each character in the left operand matches a corresponding character in the right operand (the mask).
When MATCHES is specified, CA IDMS/DB compares the left operand with the mask, one character at a time, moving
from left to right. The result of the match is either true or false: the result is false if CA IDMS/DB encounters a character
in the left operand that does not match the corresponding character in the mask; the result is true if CA IDMS/DB
reaches the end of the mask before encountering a character in the left operand that does not match a mask character.
Three special characters can be used in the mask to perform pattern matching, as follows:

Special Characters Description
@ Matches any alphabetic character
# Matches any numeric character
* Matches any alphabetic or numeric character

Note that each operand included with the MATCHES operator can be a logical-record field name, database record field
name, or alphanumeric literal. The fields must be defined as alphanumeric or unsigned zoned decimal values and must be
elementary items.

• AND
Indicates the expression is true only if the outcome of both test conditions is true.

• OR
Indicates the expression is true if the outcome of either one or both test conditions is true.

Usage

Order of Evaluation

When CA IDMS/DB encounters a boolean expression, it evaluates all operators in the entire boolean expression.
Operators are evaluated one at a time, beginning with the operator of the highest precedence. Operators in arithmetic
expressions are assigned the highest precedence, followed by comparison operators and boolean operators, respectively.
The default order of precedence is shown, following:

1. Unary minus in an arithmetic expression (highest precedence)
2. Multiplication and division in an arithmetic expression
3. Addition and subtraction in an arithmetic expression
4. MATCHES and CONTAINS comparison operators
5. EQ, NE, GT, LT, GE, LE comparison operators
6. NOT boolean operator
7. AND boolean operator
8. OR boolean operator (lowest precedence)
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Operations of equal precedence are evaluated left to right.

Use Parentheses to Override Default Precedence of Operators

You can use parentheses to override the default precedence of operators and to clarify multiple-comparison boolean
expressions. The expression in the innermost parentheses is evaluated first. The keyword NOT can precede a
parenthetical expression to negate the result.

Expansion of db-record-field
Contents

Db-record-field specifies a data field that participates in the database record named in a PATH GROUP statement.

Syntax

Expansion of db-record-field

►►─── database-record-field-name ─────────────────────────────────────────────►

 

 ►─┬─────────────────────────────┬────────────────────────────────────────────►

   │ ┌─────────────────────────┐ │

   └─▼─ OF group-element-name ─┴─┘

 

 ►─┬───────────────────────────┬──────────────────────────────────────────────►◄

   └─ OF database-record-name ─┘

Parameters

 

• database-record-field-name
Specifies a data field that participates in the database record named in the path command. If data-record-field-name is
not unique within the database record named in the path command, at least one of the optional clauses is required.

• OF group-element-name
Uniquely identifies the named database field. Group-element-name names the group element that contains the field.
A maximum of 15 different OF group-element-name qualifiers can be specified to identify a maximum of 15 levels of
group elements.

• OF database-record-name
Names the database record that contains the field.

Usage

Qualify IDD-Created Synonyms
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Note that, although the schema compiler does not allow duplicate elements within a single database record, record
synonyms created with IDD can contain such duplicates. Thus, inclusion of such IDD-created synonyms in the subschema
can necessitate qualification by group element.

Duplicate Element Names in Records Not Recommended

Using duplicate element names in records is not generally recommended because qualification by group element is not
supported by CA OLQ, CA Culprit, or navigational DML statements.

Expansion of lr-field
Contents

Lr-field specifies a data field that participates in the logical record named in a PATH GROUP statement.

Syntax

Expansion of lr-field

►►─── logical-record-field-name ──────────────────────────────────────────────►

 

 ►─┬─────────────────────────────┬────────────────────────────────────────────►

   │ ┌─────────────────────────┐ │

   └─▼─ OF group-element-name ─┴─┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►◄

   └─ OF lr-element-name ─┘

Parameters

 

• logical-record-field-name
Specifies a data field that participates in the logical record. If logical-record-field-name is not unique within the logical
record, code at least one of the optional clauses.

• OF group-element-name
Uniquely identifies the named database field. Group-element-name names the group element that contains the field.
A maximum of 15 different OF group-element-name qualifiers can be specified to identify up to 15 levels of group
elements.

• OF lr-element-name
Names the logical-record element (database or IDD record) that contains the logical-record field. Lr-element-name can
be a database record name, an IDD record name, or a role name. If the logical record element containing the logical
record field is a record to which a role name has been assigned, lr-element-name must be the role name.
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Usage

Coding Subscripts for Multiply-Occurring Fields

Code subscripts for multiply-occurring fields after all other qualifiers, including the OF LR and OF REQUEST clauses. For
example, to refer to the second occurrence of logical-record-field-name, which is defined as occurring three times and
which contains a db-key, code the WHERE clause of find-obtain-dbkey-clause as follows:

WHERE DBKEY = logical-record-field-name OF LR (2)

Expansion of module-specification
Contents

Module-specification specifies that punched output will be directed to the named module in the dictionary. The named
module must exist in the dictionary; the PUNCH function will not create a new module.

Syntax

Expansion of module-specification

►►─── MODule module-name ─────────────────────────────────────────────────────►

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ version-specification ─┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ LANguage is language ─┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►◄

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘

Parameters

• MODule module-name
Specifies the name of an existing module in the dictionary.

• version-specification
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Qualifies the named module with a version number. The version number defaults to the current session option for
existing versions.

NOTE
Expanded syntax for version-specification is presented in this section.

• LANguage is language
Identifies the language with which the module is associated in the dictionary. If multiple modules with the same name
and version number exist in the dictionary, the LANGUAGE clause is required; if the module is not associated with any
language, this clause is invalid.

• PREpared by user-id
Identifies the user who is updating the module. User-id can be any 1- to 32-character value; if the value includes
spaces or delimiters, it must be enclosed in quotes. The default is the current session option.

• PASsword is password
Supplies the user's password. If user-id is assigned a password in the dictionary (through the IDD DDDL compiler),
password must be that password; if not, the PASSWORD clause is invalid. The default is the current session option.

Usage

Source Statements Appended to End of Module Source

If the module already contains source statements, the compiler places the punched output at the end of the existing
module source; if module source does not exist, the compiler automatically generates a header, which is followed by the
punched output. The header contains the date and time that the initial module source was created.

Use PREPARED BY When Compiler Checks Security

PREPARED BY is used when the compiler checks security. If the module is secured, the compiler rejects the operation
unless it finds the name and password of an authorized user in one of the following places:

• The PREPARED BY clause of the module specification
• The PREPARED BY clause of the PUNCH statement
• The user identified in the SET options user-specification
• The user identified in the signon statement
• The user known to the runtime environment in which the compiler is executing

More Information

• For more information on defining modules, see the CA IDMS IDD DDDL Reference section.
• For more information on security, see the CA IDMS IDD DDDL Reference section.

Expansion of user-specification
Contents

User-specification identifies the user creating or using the schema entity, subschema entity, or SET OPTIONS statement.
This is the user that must hold the authority to perform the operation.

Syntax

Expansion of user-specification

►►─┬ PREpared ─┬─ by user-id ─┬───────────────────────┬───────────────────────►◄

   └ REVised ──┘              └ PASsword is password ─┘
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Parameters

 

• PREpared/REVised by user-id
Identifies the user. User-id can be any 1- to 32-character value; if the value includes spaces or delimiters, it must be
enclosed in site-standard quotes.

• PASsword is password
Supplies the user's password. If user-id is assigned a password in the dictionary (through the IDD DDDL compiler),
password must be that password; if not, the PASSWORD clause is invalid.

Usage

Default User-ID

If user-specification is omitted from a DDL statement, the user issuing the statement is identified as:

• The user specified in the SET OPTIONS statement
• The user specified in the SIGNON statement
• The user known to the DC/UCF system executing the online compiler or the user known to the batch environment, if

executing the batch compiler.

Ignored if SIGNON OVERRIDE NOT ALLOWED

If SIGNON OVERRIDE is not allowed, user-specification is ignored and authorization checking is done using the user-id
known to the runtime environment.

Expansion of user-options-specification
Contents

User-options-specification associates a user with a schema or subschema for security or documentation purposes.

Syntax

Expansion of user-options-specification

►►─┬────────────────────────────────────────┬─────────────────────────────────►

   └─ REGistered for ─┬─ DELete ──────────┬─┘

                      ├─ DISplay ─────────┤

                      ├─ MODify ──────────┤

                      ├─ UPDate ──────────┤

                      ├─ PUBlic ACCess ◄──┤

                      └─ ALL ─────────────┘
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 ►─┬───────────────────────────────────────────────────────────────┬──────────►

   └─ RESponsible for ─┬─ CREation ─┬─┬──────────────────────────┬─┘

                       ├─ UPDate ───┤ │ ┌──────────────────────┐ │

                       ├─ DELetion ─┤ └─▼─ AND ─┬─ CREation ─┬─┴─┘

                       └─ NONe ◄────┘           ├─ UPDate ───┤

                                                └─ DELetion ─┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄

   └─ TEXt is user-text ─┘

Parameters

 

• REGistered for
Authorizes the user to perform the specified types of operations on the schema.

• DELete
Allows the user to perform DELETE, DISPLAY, and PUNCH operations only.

• DISplay
Allows the user to perform DISPLAY and PUNCH operations only.

• MODify
Allows the user to perform MODIFY, DISPLAY, and PUNCH operations only.

• UPDate
Allows the user to perform all basic operations: MODIFY, DELETE, DISPLAY, and PUNCH. Unlike ALL, UPDATE
neither changes public access nor allows the associated user to change public access.

• PUBlic ACCess
Allows the user to perform only those operations, on the schema or subschema, that are available to all users who can
sign on to the schema or subschema compiler. PUBLIC ACCESS is the default.

• ALL
Allows the user to perform all basic operations: MODIFY, DELETE, DISPLAY, and PUNCH. Additionally, ALL allows the
user to issue the PUBLIC ACCESS clause (described in the SCHEMA or SUBSCHEMA statement), thus enabling the
user to change security for the schema. If user-id is the first user to have this capability, ALL changes public access to
NONE.

• RESponsible for
Documents a user's responsibility for the schema. It has no effect on the user's authority to access the schema or
subschema. Specify any or all of the following options:
– CREATION
– UPDATE
– DELETION
– NONE (default)

• TEXt is user-text
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Allows further documentation of the user's association with the schema or subschema. User-text is 1 through 40
characters of text; if it contains spaces or delimiters, it must be enclosed in site-standard quotes.

NOTE
For more information on the PUBLIC ACCESS authority, see the SCHEMA and SUBSCHEMA statements.

Expansion of version-specification
Contents

Version-specification explicitly qualifies an entity with a version number. If you don't specify a version, the default is the
current session option for existing versions.

Syntax

Expansion of version-specification

►►─── Version is ─┬─ version-number ─┬────────────────────────────────────────►◄

                  ├─ HIGhest ────────┤

                  └─ LOWest ─────────┘

NOTE
NEXT HIGHEST and NEXT LOWEST are options in the VERSION clause of ADD SCHEMA.

Parameters

 

• version-number
Specifies an explicit version number and must be an unsigned integer in the range 1 through 9999.

• HIGhest
Specifies the highest version number assigned to the named entity.

• LOWest
Specifies the lowest version number assigned to the named entity.

• NEXt HIGhest/NEXt LOWest
Establishes the version number of a new schema as the next higher or next lower version with respect to existing
schemas with the same name.

Examples

The following ADD SCHEMA statement would assign version 6 to the new schema EMPSCHEM, if version 5 of
EMPSCHEM already exists.

add schema empschem version next highest.

The following is an example of modifying the lowest version. If versions 2, 7, and 11 of schema SOFSCHEM exist in the
dictionary, the following statement would cause version 2 of SOFSCHEM to be modified:
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modify schema sofschem version is lowest.

Schema Statements
This section describes SCHEMA statements. Syntax, parameter descriptions, usage information, and examples are
presented for each statement. Statements are presented in the order in which you use them when you are defining a
schema.

The SCHEMA statements identify the schema as a whole, and establish schema currency. In addition, SCHEMA
statements can:

• Add, modify, delete, display, or punch a schema description
• Establish security for the schema
• Authorize users to issue specific verbs against the schema

Syntax order

ADD/MODIFY syntax is presented first, followed by DELETE syntax. DISPLAY/PUNCH syntax is presented last.

Expansion variables

Diagrams for expansion variables (indicated by underscore and italics) are shown at the end of the current syntax
diagram. Expansions for common clauses are handled in a separate section, and those expansions are referenced in the
parameter description.  

Syntax

Syntax: ADD/MODIFY SCHEMA statement

►►─┬─ ADD ────┬─ SCHema name is schema-name ──────────────────────────────────►

   └─ MODify ─┘

 

 ►─┬─────────────────────────────────────────┬────────────────────────────────►

   └─ Version is ─┬─ version-number ───────┬─┘

                  ├─ NEXt ─┬─ HIGhest ◄──┬─┤

                  │        └─ LOWest ────┘ │

                  ├─ HIGhest ──────────────┤

                  └─ LOWest ───────────────┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ user-specification ────┘
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 ►─┬──────────────────────────────────────────┬───────────────────────────────►

   └─ schema DEScription is description-text ─┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ MEMo DATe is mm/dd/yy ─┘

 

 ►─┬─────────────────────────────────────────────────┬────────────────────────►

   └─ ASSign RECord IDS from ─┬─ 1001 ◄────────────┬─┘

                              └─ record-id-number ─┘

 ►─┬────────────────────────────────────────────────────────────────────────┬─►

   └─ DERived from SCHema is ─┬─ old-schema-name ┬───────────────────────┬─┬┘

                              │                  └ version-specification ┘ │

                              └─ NULl ◄────────────────────────────────────┘

 

 ►─┬───────────────────────────────────────────────────────────────────────┬──►

   │ ┌───────────────────────────────────────────────────────────────────┐ │

   └─▼─┬─ INClude ◄──┬─ USEr is user-id ─┬──────────────────────────────┬┴─┘

       └─ EXClude ───┘                   └─ user-options-specification ─┘

 

 ►─┬──────────────────────────────────────────────┬───────────────────────────►

   └─ PUBlic ACCess is allowed for ─┬─ DELete ──┬─┘

                                    ├─ DISplay ─┤

                                    ├─ MODify ──┤

                                    ├─ UPDate ──┤

                                    ├─ ALL ◄────┤
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                                    └─ NONe ────┘

 ►─┬────────────────────────────────────────────────────────────────────────┬─►

   │ ┌────────────────────────────────────────────────────────────────────┐ │

   └─▼─┬─────────────┬─ class-name is attribute-name ┬───────────────────┬┴─┘

       ├─ INClude ◄──┤                               └ TEXT is user-text ┘

       └─ EXClude ───┘

 

 ►─┬──────────────────────────────────────────────────────────────────────────►

   │  ┌───────────────────────────────────────────────────────────────────────

   └──▼─┬─────────────┬─ USER DEFINED COMMENT is comment-key ─────────────────

        ├─ INClude ◄──┤

        └─ EXClude ───┘

─►────────────────────────────┬───────────────────────────────────────────────►

  ──────────────────────────┐ │

  ──┬─────────────────────┬─┴─┘

    └─ TEXt is user-text ─┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►◄

   └─┬─ COMments ────┬──┬─ comment-text ─┬─┘

     └─ comment-key ─┘  └─ NULl ─────────┘

Syntax: DELETE SCHEMA

►►─── DELete SCHema name is schema-name ─┬─────────────────────────┬──────────►

                                         └─ version-specification ─┘
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 ►─┬──────────────────────┬───────────────────────────────────────────────────►◄

   └─ user-specification ─┘

Syntax: DISPLAY/PUNCH SCHEMA

►►─┬─ DISplay ─┬─ SCHema name is schema-name ─────────────────────────────────►

   └─ PUNch ───┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ version-specification ─┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘

 ►─┬─────────────────────────────────────────────────┬────────────────────────►

   │ ┌─────────────────────────────────────────────┐ │

   │ │                 ┌─────────────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ ALL COMment TYPes ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ AREas ─────────────┤

       └─ WITHOut ───┘   ├─ ATTributes ────────┤

                         ├─ COMments ──────────┤

                         ├─ CULprit headers ───┤

                         ├─ DETails ───────────┤

                         ├─ ELements ──────────┤

                         ├─ HIStory ───────────┤

                         ├─ OLQ headers ───────┤

                         ├─ RECords ───────────┤
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                         ├─ SCHemas ───────────┤

                         ├─ SETs ──────────────┤

                         ├─ SHAred structures ─┤

                         ├─ SUBSChemas ────────┤

                         ├─ SYNonyms ──────────┤

                         ├─ USErs ─────────────┤

                         ├─ ALL ───────────────┤

                         └─ NONe ──────────────┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────────┬────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ────┬──┘

          └─ SYSpch ──────────────────┘

Parameters

 

• SCHema name is schema-name
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Identifies the schema. Schema-name must be a 1- to 8-character value. Schema-name must not be the same as any
components or synonyms within the schema.

• Version is
Qualifies the schema with a version number, which distinguishes this schema from others that have the same
name. Version-number specifies an explicit version number and must be an unsigned integer in the range 1 through
9999. On an ADD operation, the default is the session default for new versions; on other operations, the default is the
session default for existing versions.
– NEXt HIGhest

On an ADD operation, specifies the highest version number assigned to schema-name plus 1. For example, if
versions 3, 5, and 8 of schema CULSCHEM exist in the dictionary, NEXT HIGHEST would define in version 9 of
CULSCHEM.

– NEXt LOWest
On an ADD operation, specifies the lowest version number assigned to schema-name minus 1. For example,
if versions 3, 5, and 8 of schema CULSCHEM exist in the dictionary, NEXT LOWEST would define version 2 of
CULSCHEM.

– HIGhest
On MODIFY and DELETE operations, specifies the highest version number assigned to schema-name. For
example, if versions 2, 7, and 11 of schema SOFSCHEM exist in the dictionary, HIGHEST would indicate version 11
of SOFSCHM.

– LOWest
On MODIFY and DELETE operations, specifies the lowest version number assigned to schema-name. For
example, if versions 2, 7, and 11 of schema SOFSCHEM exist in the dictionary, LOWEST would indicate version 2
of SOFSCHM.

• user-specification
Identifies the user accessing the schema description. If SIGNON OVERRIDE is not allowed, user-specification is
ignored and the user id identified as the user known to the runtime environment.

NOTE
Expanded syntax for user-specification is presented in Section13, "Parameter Expansions”.

• schema DEScription is description-text
Optionally specifies a name that is more descriptive than the 8-character schema name required by CA IDMS/DB,
but can be used to store any type of information. This clause is purely documentational. Description-text is a 1- to 40-
character alphanumeric field; if it contains spaces or delimiters, it must be enclosed in site-standard quotes.

• MEMo DATe is mm/dd/yy
Specifies any date the user wishes to supply; it is purely documentational. Note that the time and date of schema
creation and last revision are maintained automatically, apart from MEMO DATE, by the schema compiler.

• ASSign RECord IDS from record-id-number
Specifies the number that the schema compiler will use as a base for numbering schema records. Record-id-
number must be an unsigned integer in the range 10 through 9999; it defaults to 1001. Record-id-number is assigned
to the first record in the schema that specifies RECORD ID IS AUTO. the compiler assigns record-id-number to that
record.

NOTE
For more information on assigning IDs for subsequent records, see the description of RECORD ID IS AUTO
under 14.4, “RECORD Statement”.

• DERived from SCHema is old-schema-name
Associates the current schema with another schema (old-schema-name). This clause is purely informational.

• DERived from SCHema is NULl
Dissolves such an association between the current schema and another. It is purely documentational.

• INClude USEr is user-id
Associates a user with the schema description. User-id must be the name of a user as defined in the dictionary.

• user-options-specification
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Specifies options available to a user associated with the schema.

NOTE
Expanded syntax for user-options-specification is presented in Section13, "Parameter Expansions”.

• EXClude USEr is user-id
Disassociates a user from the current schema. User-id must be the ID of a user as defined in the dictionary.

• PUBlic ACCess is allowed for
For the current schema and its components, specifies which operations are available for public access (that is, to all
users who can sign on to the schema compiler). When coded, the keyword ALLOWED can be abbreviated to no fewer
than 4 characters (ALLO).

• DELete
Allows all users to DELETE, DISPLAY, and PUNCH the schema and its components.

• DISplay
Allows all users to DISPLAY and PUNCH the schema and its components.

• MODify
Allows all users to MODIFY, DISPLAY, and PUNCH the schema and its components.

• UPDate
Allows all users to ADD, MODIFY, DELETE, DISPLAY, and PUNCH the schema and its components. Unlike ALL,
UPDATE does not allow users to change the schema's PUBLIC ACCESS specification.

• ALL
Allows all users to ADD, MODIFY, DELETE, DISPLAY, and PUNCH the schema and its components. Additionally, ALL
allows users to change the schema's PUBLIC ACCESS specification, thus enabling them to change security for the
schema. ALL is the default.

• NONe
Prohibits all users, except those explicitly associated with the schema, from accessing it in any way.

• INClude class-name is attribute-name
Classifies the schema for documentational purposes by associating an attribute with the schema. INCLUDE is the
default.
Class-name must be the name of a class as defined in the dictionary through the IDD DDDL compiler. If the dictionary
entry for the class specifies that attributes must be added manually, attribute-name must be the name of an attribute
already associated with class-name; if not, attribute-name can be any 1- to 40-character value, enclosed in site-
standard quotes if it contains spaces or delimiters.

NOTE
See the CA IDMS IDD DDDL Reference section for instruction in defining classes and attributes.

• TEXT is user-text
Supplies additional documentation of the assignment of a specific attribute to the schema. User-text is 1 to 40
characters of text; if it contains spaces or delimiters, it must be enclosed in site-standard quotes.

• EXClude class-name is attribute-name
Disassociates an attribute from the schema. Class-name must be the name of a class for which an attribute is already
associated with the schema; attribute-name names the attribute to be disassociated from the schema.

• INClude/EXClude USER DEFINED COMMENT is comment-key
Identifies a type of comment to be associated with (INCLUDE) or disassociated from (EXCLUDE) the schema.
INCLUDE is the default. Comment-key must identify an existing user-defined comment type. Values that contain
embedded blanks or special characters or that duplicate a keyword from the DDL syntax must be enclosed in site-
standard quote characters. Comment text is assigned to the comment-key using the COMMENTS clause.

• COMments/comment-key is comment-text/NULl
Updates or removes schema comments. Comment-key is the value assigned in the USER DEFINED COMMENTS
clause of the IDD DDDL MODIFY ENTITY statement. NULl removes comment text from the current schema.

NOTE
Coding rules for comment-text are presented in 10.5.4, “Coding Comment Text”.

• ALL COMment TYPes
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Displays and punches all information from the categories COMMENTS, CULPRIT HEADERS, and OLQ HEADERS.
• AREas

Displays and punches all areas in the schema.
• ATTributes

Displays and punches all attributes, and their respective classes, associated with the schema.
• COMments

Displays and punches all comments associated with the schema through the COMMENTS clause of the ADD or
MODIFY SCHEMA statement; when RECORDS and ELEMENTS are also specified, all COMMENTS associated with
the record elements.

• CULprit headers
When RECORDS and ELEMENTS are also specified, displays and punches all CULPRIT HEADERS specified for the
record elements.

• DETails
Displays and punches information specified previously in the following clauses:
– SCHEMA DESCRIPTION
– MEMO DATE
– ASSIGN RECORD IDS FROM
– PUBLIC ACCESS

• ELements
When RECORDS is also specified, displays and punches all elements contained within the records.

• HIStory
Displays and punches creation and revision information:
– Creation -- The date and time the schema was added to the dictionary and the user who added it (also known as

the prepared-by user)
– Revision -- The date and time the schema was last modified and the user who modified it (also known as the

revised-by user)
• OLQ headers

When RECORDS and ELEMENTS are also specified, displays and punches all OLQ HEADERS specified for the
record elements.

• RECords
Displays and punches all records in the schema, without their associated elements.

• SCHemas
Displays and punches the schema associated with the current schema through the DERIVED FROM SCHEMA clause.

• SETs
Displays and punches all sets in the schema.

• SHAred structures
When RECORDS and DETAILS are also specified, WITH SHARED STRUCTURES displays the SHARE
STRUCTURE clause of the record definition as syntax, and the record's elements as comments. WITHOUT SHARED
STRUCTURES displays a clause, USES STRUCTURE OF RECORD, as comments, and the record's elements as
syntax.

• SUBSChemas
Displays and punches all subschemas associated with the schema.

• SYNonyms
When RECORDS is also specified, displays and punches the record synonyms associated with the schema; when
RECORDS and ELEMENTS are also specified, displays and punches the record and element synonyms associated
with the schema.

• USErs
Displays and punches all users associated with the schema.

• ALL
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Displays and punches the entire schema description.
• NONe

Displays and punches only the schema name and version number.

Usage

Effect of ADD on Schema

ADD creates a new schema description in the dictionary. Default values established through the SET OPTIONS statement
can be used to supplement the user-supplied description.

ADD also sets the schema's status to IN ERROR. A VALIDATE statement must set the status to VALID before a
subschema or CA IDMS/DB utility can reference the schema.

Effect of MODIFY on Schema

MODIFY modifies an existing schema description in the data dictionary. This verb also sets the schema's status to IN
ERROR. A VALIDATE statement must set the status to VALID before a subschema or CA IDMS/DB utility can reference
the schema.

Effect of DELETE on Schema

DELETE deletes an existing schema description and its associated subschema descriptions from the dictionary.

If the SET OPTIONS statement specifies DELETE IS ON, the schema compiler also:

• Logically deletes version 1 of all subschema load modules associated with the schema from the load area of the
dictionary (load modules qualified by another version number must be explicitly deleted).

• Automatically erases version 1 of any PROG-051 dictionary record occurrence associated with the subschema load
module, provided the record was built by the subschema compiler and is not related to any other entity type in the
dictionary.

SCHEMA statement defaults

The schema compiler defaults to supply this information on the schema:

• Version-number defaults to the current session option for new versions.
• The record ID assignment begins with 1001.

ADD interpreted as MODIFY

If, on an ADD operation, a schema of the same name and version already exists in the dictionary, the action taken by the
schema compiler varies depending on the session option for DEFAULT:

• If DEFAULT IS ON was specified, the schema compiler interprets the ADD as a MODIFY for the named schema.
• If DEFAULT IS OFF was specified, the schema compiler issues an error message and terminates processing of the

ADD SCHEMA statement. Note that, in this case, schema currency will be null for subsequent statements.

Security enforcement

If either authority for SCHEMA is on or the schema being operated on is secured in the dictionary, the user issuing
the schema statement must hold the necessary authority to perform the operation. The user issuing the statement is
established by:

• user-specification in the SCHEMA statement
• user-specification in the SET OPTIONS statement
• The user identified in a compiler SIGNON statement
• The user known to the runtime environment in which the compiler is executing

If SIGNON OVERRIDE is not allowed, the user is always the one known to the runtime environment.

USER DEFINED COMMENTS clause
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To associate a user-defined comment with a schema:

1. Specify a comment-key in the USER DEFINED COMMENTS clause
2. Associate comment-text with the key in the COMMENTS clause

If a COMMENTS clause appears in a MODIFY statement, the compiler edits or removes existing comment text.

To remove user-defined comments:

1. Specify NULL in a COMMENTS clause
2. Specify EXCLUDE in a USER DEFINED COMMENTS clause

Use DISPLAY ALL to list all schema names

To list the names of all schemas, issue a DISPLAY ALL statement.

Examples

Minimum SCHEMA statement

The following example supplies the minimum SCHEMA statement required for the purpose of later establishing a
functional database:

add schema name is sampschm.

Using the TEXT clause to document schema revisions

In the following example, the DBA documents schema revisions and the purposes for those revisions; note that the DBA
first defined REVISION NUMBER as a class in the dictionary with auto attributes.

modify schema name is culschem  version 6

    revision number is '6.5'

        text is 'accommodate new billing procedures'.

NOTE
For more information on the DISPLAY ALL statement, see Section11, “Compiler-Directive Statements".

AREA Statement

The AREA statements identify a logical area of the database. Depending on the verb and options coded, the AREA
statements can also:

• Add, modify, delete, display, or punch the area description
• Determine which (if any) database procedures will be executed when the area is accessed at runtime

The schema compiler applies AREA statements to the current schema. For an explanation of schema currency, see
Establishing Schema and Subschema Currency.

Syntax

Syntax: ADD/MODIFY AREA
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►►─┬─ ADD ────┬─ AREa name is area-name ──────────────────────────────────────►

   └─ MODify ─┘

 

 ►─┬──────────────────────────────────────────────────────────────────────────►─

   └─ SAMe AS area base-area-name ────────────────────────────────────────────

 

─►────────────────────────────────────────────────────────────┬───────────────►

  ─── of SCHema base-schema-name ─┬─────────────────────────┬─┘

                                  └─ version-specification ─┘

 ►─┬───────────────────────────────────────────────────────────────────────┬──►

   │ ┌───────────────────────────────────────────────────────────────────┐ │

   └─▼─ CALl procedure-name ─┬─ BEFore ──────────┬─┬───────────────────┬─┴─┘

                             ├─ AFTer ───────────┤ └─ function-option ─┘

                             └─ on ERRor during ─┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ EXClude ALL CALls ─┘

 

 ►─┬──────────────────────────────────────────┬───────────────────────────────►◄

   └─ ESTimated PAGes ─┬─ are ─┬─ page-count ─┘

                       └─ is ──┘

Expansion of function-option

►►─┬─ REAdy ─┬───────────────────────────────────────┬─┬──────────────────────►◄

   │         └─ for ─┬─ EXCLUSive ─┬─ UPDate ────┬─┬─┘ │

   │                 │             └─ RETrieval ─┘ │   │
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   │                 ├─ PROtected ─┬─ UPDate ────┬─┤   │

   │                 │             └─ RETrieval ─┘ │   │

   │                 ├─ SHAred ─┬─ UPDate ────┬────┤   │

   │                 │          └─ RETrieval ─┘    │   │

   │                 ├─ UPDate ────────────────────┤   │

   │                 └─ RETrieval ─────────────────┘   │

   ├─ FINish ──────────────────────────────────────────┤

   ├─ COMmit ──────────────────────────────────────────┤

   └─ ROLlback ────────────────────────────────────────┘

Syntax: DELETE AREA

►►─── DELete AREa name is area-name ──────────────────────────────────────────►◄

Syntax: DISPLAY/PUNCH AREA

►►─┬─ DISplay ─┬─ AREa name is area-name ─────────────────────────────────────►

   └─ PUNch ───┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   │ ┌───────────────────────────────────┐ │

   │ │                 ┌───────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ ALL ─────┤

       └─ WITHOut ───┘   └─ NONE ────┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘
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            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

• AREa name is area-name
Identifies the area description. Area-name is a 1- to 16-character name that is the same as a physical area name.
Apply the following considerations when selecting area names:
– Area-name must not be the same as the schema name or the name of any other component (including synonyms)

within the schema.
– Because area-name will be copied into DML programs, it must not be the name of a keyword known to either the

DML precompiler or the host programming language.
• SAMe AS area base-area-name

Copies the entire area description from an area in another schema into the current schema. Base-area-name must
identify an existing area.

• of base-schema-name
Identifies the schema that contains base-area-name. The base schema must have a status of VALID (see the
VALIDATE statement in this section).

• version-specification
Qualifies the schema that contains base-area-name with a version number. The default version for existing schemas
is the current session option. Expanded syntax for version-specification is presented in Expansion of version-
specification.
If the highest version of base-schema-name does not contain base-area-name, the schema compiler issues an error
message; the compiler does not search for the highest schema version that contains base-area-name. Likewise, if
the lowest version number assigned to base-schema-name does not contain base-area-name, the schema compiler
issues an error message; the compiler does not search for the lowest schema version that contains base-area-name.
SAME AS AREA must not be specified for an area to which database procedures already are assigned. Consequently,
placement of the SAME AS AREA clause is restricted as follows:
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– ADD operation -- When used in an ADD operation, SAME AS AREA must precede all other optional clauses.
– MODIFY operation -- SAME AS AREA cannot be used in a MODIFY operation unless the area was added with no

optional clauses.
As stated earlier, SAME AS AREA copies all information from the copied area to the new area description; the schema
compiler treats all subsequent clauses as MODIFY operations.

• CALl procedure-name
Requests that a system-provided or user-defined database procedure be called at specified times during runtime
processing.
Procedure-name is the CSECT name or entry point of an existing procedure. If, at runtime, the procedure is link edited
alone for dynamic loading, procedure-name must also be the load library member name.

• BEFore
Calls a database procedure before a runtime READY, FINISH, COMMIT, or ROLLBACK function is performed against
the area.

• AFTer
Calls a database procedure after a runtime READY, FINISH, COMMIT, or ROLLBACK function is performed against
the area.

• on ERRor during
Calls a database procedure when an error occurs during a runtime READY, FINISH, COMMIT, or ROLLBACK function
performed against the area. The DBMS detects an error when the error status is not 0000.

• function-option
Specifies the database function that invokes the database procedure. If no function is specified, the procedure is called
for every DML function performed against the area.

• REAdy
Invokes the database procedure when the runtime system encounters a READY statement.

• EXCLUSive
Invokes the database procedure for those runtime READY statements that include either the EXCLUSIVE UPDATE or
EXCLUSIVE RETRIEVAL usage mode.

• EXCLUSive UPDate
Invokes the database procedure for those runtime READY statements that include the EXCLUSIVE UPDATE usage
mode.

• EXCLUSive RETrieval
Invokes the database procedure for those runtime READY statements that include the EXCLUSIVE RETRIEVAL
usage mode.

• PROtected
Invokes the database procedure for those runtime READY statements that include either the PROTECTED UPDATE
or PROTECTED RETRIEVAL usage mode.

• PROtected UPDate
Invokes the database procedure for those runtime READY statements that include the PROTECTED UPDATE usage
mode.

• PROTected RETrieval
Invokes the database procedure for those runtime READY statements that include the PROTECTED RETRIEVAL
usage mode.

• SHAred
Invokes the database procedure for those runtime READY statements that include either the SHARED UPDATE or
SHARED RETRIEVAL usage mode.

• SHAred UPDate
Invokes the database procedure for those runtime READY statements that include the SHARED RETRIEVAL usage
mode.

• SHAred RETrieval
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Invokes the database procedure for those runtime READY statements that include the SHARED RETRIEVAL usage
mode.

• UPDate
Invokes the database procedure for those runtime READY statements that include any UPDATE usage mode.

• RETrieval
Invokes the database procedure for those runtime READY statements that include any RETRIEVAL usage mode.

• FINish
Invokes the database procedure when the runtime system encounters a FINISH statement.

• COMmit
Invokes the database procedure when the runtime system encounters a COMMIT statement.

• ROLlback
Invokes the database procedure when the runtime system encounters a ROLLBACK statement.

• EXClude ALL CALls
Negates any previously assigned CALL clauses for the area.

• ESTimated pages is page-count
Specifies an estimated page count for the area. Page-number is an integer in the range 0 through 1073741822. The
default is 0.
Code this option if your transaction performs SQL against a non-SQL database. The value you enter helps the SQL
optimizer determine the best way to retrieve records; for example, using an area sweep, an index, and so on.

• DETails
Displays or punches with the following information on the area:
– All database procedures assigned to the area
– The type and name of each symbol associated with the area

• ALL
Displays or punches the entire area description.

• NONe
Displays or punches only the area name.

Usage

DELETE Deletes Area From Subschemas Associated With Schema

DELETE AREA deletes the named area description from the data dictionary. Consequently, the area is removed not only
from the current schema, but also from the descriptions of all subschemas associated with the current schema.

SAME AS AREA clause saves coding time

Because SAME AS AREA copies an existing description, it can relieve the DBA of a considerable amount of coding,
particularly when many database procedure calls are common across schemas. For an example of assigning database
procedures to areas, see the CALL clause, later in this discussion.

You can code multiple CALL statements

Any number of CALL statements for as many DML functions as desired can be specified for an area, as shown in the
following example:

add area name is ins-prod-region

    same as area ins-demo-region of schema empschm version 1

    call excrash before ready for exclusive

    call securchk before ready for protected update
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    call updimsg on error during ready for update

    call countall after finish

    call securlog after ready for update.

If more than one BEFORE, AFTER, or ON ERROR procedure is specified for the same function, the procedures are
executed in the order specified.

Must respecify all calls to change one call

To change database procedures for an area, all calls must be respecified. For example, to remove CALL SECURLOG
from the above specification, code the following:

mod area name is ins-prod-region

    call countall after finish

    call securchk before ready for update.

    call updimsg on error during ready for update

    call excrash before ready for exclusive.

Calls needed for IDMSCOMP compression

If any record in the area uses IDMSCOMP and IDMSDCOM for compression and decompression, the area should have
the following database procedure specifications:

call idmscomp before finish

call idmsdcom before finish

This ensures that the work areas used by the compression and decompression routines are freed when a rununit
terminates.

Examples

Sample Minimum AREA Statement

The following example supplies the minimum AREA statement required for the area to be a valid schema component:

add area name is emp-demo-region.

Copying an area from another schema
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In the following example, the statement creates the EMP-PROD-REGION area, which is identical to EMP-DEMO-REGION
and associates the new area with the current schema:

add area name is emp-prod-region

    same as area emp-demo-region

         of schema empschm version is 1.

NOTE
For more information on database procedures, see Section16, “Writing Database Procedures”.

RECORD Statement
The RECORD statements identify a database record type. Depending on the verb, options, and sub-statements coded,
the RECORD statements can also:

• Add, modify, delete, display, or punch the record description
• Assign the record to a database area
• Determine which (if any) database procedures will be executed when occurrences of the record are accessed at

runtime
• Create a record structure, that is, a dictionary description of the record, including its synonyms, elements, and element

synonyms; associate the record with an existing structure

The schema compiler applies RECORD statements to the current schema.

NOTE
For an explanation of schema currency, see Establishing Schema and Subschema Currency.

RECORD Statement Syntax

Syntax ADD/MODIFY RECORD

►►─┬─ ADD ────┬─ RECord name is record-name ──────────────────────────────────►

   └─ MODify ─┘

 

 ►─┬─────────────────────────────────────────┬────────────────────────────────►

   └─ SHAre ─┬─ record-structure-option ───┬─┘

             └─ record-description-option ─┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   └─ RECord ID is ─┬─ record-id-number ─┬─┘
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                    └─ AUTo ─────────────┘

 

 ►─┬────────────────────────────────────────────────────┬─────────────────────►

   │ ┌────────────────────────────────────────────────┐ │

   └─▼─┬─────────────┬─ record-synonym-specification ─┴─┘

       ├─ INClude ◄──┤

       └─ EXClude ───┘

 

 ►─┬───────────────────────────────────────────────────────────────────────┬──►

   └─ LOCation MODe is ┬ calc-location-mode-specification ────────────────┬┘

                       ├ DIRect ──────────────────────────────────────────┤

                       ├ VIA set-name set ┬─────────────────────────────┬─┤

                       │                  └ displacement-specification ─┘ │

                       ├ VSAm ────────────────────────────────────────────┤

                       └ vsam-calc-location-mode-specification ───────────┘

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   └─ WIThin AREa area-name ─┬─────────────────────────────────┬─┘

                             ├─ SUBarea symbolic-subarea-name ─┤

                             └─ offset-expression ─────────────┘

 

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   └─ VSAm TYPe is ─┬─┬─ FIXed ────┬─ LENgth ─┬─ SPAnned ────┬─┬─┘

                    │ └─ VARiable ─┘          └─ NONSPAnned ─┘ │

                    └─ NULl ───────────────────────────────────┘
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 ►─┬───────────────────────────────────────────────────────┬──────────────────►

   └─ MINimum ROOT length is ─┬─ root-length characters ─┬─┘

                              ├─ CONtrol length ─────────┤

                              ├─ RECord length ──────────┤

                              └─ NULl ───────────────────┘

 

 ►─┬───────────────────────────────────────────────────────────────┬──────────►

   └─ MINimum FRAgment length is ─┬─ fragment-length characters ─┬─┘

                                  ├─ RECord length ──────────────┤

                                  └─ NULl ───────────────────────┘

    ┌───────────────────────────────────────────────────────────────────────┐

 ►──▼─┬───────────────────────────────────────────────────────────────────┬─┴─►

      └─ DCTable name ─┬ BUILTIN ─────┬─┬────────────────────────────────┬┘

                       └ dctable-name ┘ └ is used FOR ─┬─ COMpression ───┤

                                                       ├─ DECOMpression ─┤

                                                       └─ BOTh ◄─────────┘

 

 ►─┬─────────────────────────────────────────────────────────────────┬────────►

   └─ PROcedure name procedure-name is used FOR ─┬─ COMpression ───┬─┘

                                                 └─ DECOMpression ─┘

 

 ►─┬──────────────────────────────────────────────────────────────────┬───────►

   │ ┌──────────────────────────────────────────────────────────────┐ │

   └─▼─ CALl procedure-name ─┬─ BEFore ──────────┬─┬──────────────┬─┴─┘

                             ├─ AFTer ───────────┤ ├─ CONnect ────┤
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                             └─ on ERRor during ─┘ ├─ DISCONnect ─┤

                                                   ├─ ERAse ──────┤

                                                   ├─ FINd ───────┤

                                                   ├─ GET ────────┤

                                                   ├─ MODify ─────┤

                                                   └─ STOre ──────┘

 

 ►─┬──────────────────────────────────────────┬───────────────────────────────►

   └─ estimated OCCurrences are record-count ─┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄

   └─ EXClude ALL CALls ─┘

Expansion of record-structure-option

►►─── STRucture of record shared-record-name ─────────────────────────────────►

 

 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄

   ├─ version-specification ────────────────────────────────────┤

   └─ of SCHema shared-schema-name ─┬─────────────────────────┬─┘

                                    └─ version-specification ─┘

Expansion of record-description-option

►►─── DEScription of record shared-record-name ───────────────────────────────►

 

 ►─── of SCHema shared-schema-name ───────────────────────────────────────────►
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 ►─┬─────────────────────────┬────────────────────────────────────────────────►◄

   └─ version-specification ─┘

Expansion of record-synonym-specification

►►─── RECord ─┬─ SYNonym name ─┬──────────────────────────────────────────────►

              └─ name SYNonym ─┘

 

 ►─┬─ IS record-synonym-name FOR language language ─┬─────────────────────────►◄

   └─ FOR language language IS record-synonym-name ─┘

Expansion of calc-location-mode-specification

►►─── CALc USIng ─┬─ calc-element-name ─────────────┬─────────────────────────►

                  │     ┌─────────────────────┐     │

                  └─ ( ─▼─ calc-element-name ─┴─ ) ─┘

 

 ►─── DUPlicates are ─┬─ FIRst ───────┬───────────────────────────────────────►◄

                      ├─ LASt ────────┤

                      ├─ by DBKey ────┤

                      └─ NOT allowed ─┘

Expansion of displacement-specification

►►── DISplacement ─┬──USIng symbolic-displacement-name ─┬─────────────────────►◄

                   └─ page-count pages ─────────────────┘

Expansion of vsam-calc-location-mode-specification

►►─── VSAm CALc USIng calc-element-name ──────────────────────────────────────►
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 ►─── DUPlicates are ─┬─ UNORDered ───┬───────────────────────────────────────►◄

                      └─ NOT allowed ─┘

Expansion of offset-expression

►►── OFFset ─┬─ 0 ◄──────────────────────┬── for ─┬─ 100 PERcent ◄─────┬──────►◄

             ├─ offset-page-count PAGes ─┤        ├─ percent PERcent ──┤

             └─ offset-percent PERcent ──┘        └─ page-count PAGes ─┘

Syntax: DELETE RECORD

►►─── DELete RECord name is record-name ──────────────────────────────────────►◄

Syntax: DISPLAY/PUNCH RECORD

►►─┬─ DISplay ─┬─ RECord name is record-name ─────────────────────────────────►

   └─ PUNch ───┘

 

 ►─┬─────────────────────────────────────────────────┬────────────────────────►

   │ ┌─────────────────────────────────────────────┐ │

   │ │                 ┌─────────────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ ALL COMment TYPes ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ AREas ─────────────┤

       └─ WITHOut ───┘   ├─ COMments ──────────┤

                         ├─ CULprit headers ───┤

                         ├─ DETails ───────────┤

                         ├─ ELements ──────────┤

                         ├─ OLQ headers ───────┤

                         ├─ SHAred structures ─┤

                         ├─ SYNonyms ──────────┤
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                         ├─ ALL ───────────────┤

                         └─ NONe ──────────────┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬────────────────────────────────────┬─────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ────┬─┘

          └─ SYSpch ──────────────────┘

RECORD Statement Parameters

• RECord name is record-name
Identifies the database record description to be added, modified, or deleted. Record-name must be a 1- to 16-
character name. The first character must be A through Z (alphabetic), #, $, or @ (international symbols). The
remaining characters can be alphabetic or international symbols, 0 through 9, or the hyphen (except as the last
character or following another hyphen). Record-name must not be the same as the schema name or the name of any
other component (including synonyms) within the schema.

• SHAre
Connects an existing record structure to the schema record. That is, the schema record shares the dictionary
description of an existing record, including its synonyms, elements, and element synonyms. Note that, unlike the
COPY ELEMENTS substatement the SHARE clause does not create a new record structure.

NOTE
For more information on contrasting SHARE and COPY ELEMENTS, see "Usage" in this section.

The following considerations apply to the sharing of record structures:
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– All schema records that share a single structure must have the same name.
– Any number of identically named records can share a single structure.
– The structure is shared equally among the records; that is, no single record owns the structure.
– When coded, the SHARE clause must precede any RECORD SYNONYM clauses. Synonyms are assigned to the

structure and are therefore available to all schema records that share the structure.
– The schema compiler does not allow modification of a shared structure, except to include record synonyms.

Nonstructural information (record ID, location mode, and so on) is maintained separately for each schema record
and can be modified.

– The SHARE clause and ELEMENT substatements are mutually exclusive. Use SHARE to connect the record to an
existing structure; use ELEMENT substatements to create a new structure for the schema record.

– Do not use ELEMENT substatements for any schema record that shares a structure. Once SHAREd, a schema
record should always be maintained through SHARE clauses.

• record-structure-option
Allows the schema record to share the structure of either a dictionary record (IDD record) or a record that belongs
to another schema. The DBA must supply the appropriate RECORD ID, LOCATION MODE, VSAM TYPE, WITHIN
AREA, MINIMUM ROOT, MINIMUM FRAGMENT, and CALL clauses, as shown in the following example:

add record name is skill

    share structure of record skill

        of schema othrschm

    location mode is calc using skill-code

        duplicates are not allowed

    within area org-demo-region

    minimum root length is control length

    minimum fragment length is record length

    call idmscomp before store

    call idmscomp before modify

    call idmsdcom after get.

• shared-record-name
Identifies an existing record. While it can be either a primary name or a synonym, shared-record-name must be the
same as record-name (the object of the ADD or MODIFY).

• of SCHema shared-schema-name
Names the schema associated with shared-record-name. Shared-schema-name must be the name of a schema,
already defined in the dictionary, in which shared-record-name participates. The schema must have a status of VALID
(see the VALIDATE statement in this section).

• version-specification
Uniquely qualifies shared-schema-name with a version number. The default for existing versions is the current session
option.
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NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions”.

• record-description-option
Allows the schema record to share the structure of a record that belongs to another schema. Unlike SHARE
STRUCTURE, SHARE DESCRIPTION copies the remainder of shared-record-name's description (record ID, location
mode, and so forth) to the schema record named as the object of the ADD or MODIFY (record-name). In the following
example, the SKILL record in the current schema shares the structure of the SKILL record in EMPSCHM (version 1);
each record has its own copy of nonstructural information:

add record name is skill

    share description of record skill

        of schema empschm version 1.

SHARE DESCRIPTION is not valid if record-name already has nonstructural specifications.
• shared-record-name

Identifies an existing record. While it can be either a primary name or a synonym, shared-record-name must be the
same as record-name (named as the object of the ADD or MODIFY). Shared-record-name must be qualified with the
name of the schema to which it belongs.

• version-specification
Uniquely qualifies dictionary records specified for shared-record-name. The default is the session option.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions”.

• of SCHema shared-schema-name
Names the schema associated with shared-record-name. This clause is required.
Shared-schema-name must be the name of a schema, already defined in the dictionary, in which shared-record-name
participates. The schema must have a status of VALID (see 14.8, “VALIDATE Statement”)

• version-specification
Uniquely qualifies shared-schema-name with a version number. The default for existing versions is the current session
option.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions”.

• RECord ID is
Assigns a number that uniquely identifies each schema record type. Record IDs are used internally only by CA IDMS/
DB software: user-written code never refers to record IDs.

WARNING
Do not change record IDs for existing databases. Use the RECORD ID clause only when adding new records
or when changing records in a schema for which a database is not yet defined.

• record-id-number
Specifies an absolute record ID; it must be an unsigned integer in the range 10 through 9999. Record IDs can be
duplicated across areas in the schema, however, record IDs must be unique for all records within one area

• AUTo
For ADD operations only, indicates that the compiler automatically assigns the record ID. If the record is the first in
the schema to be assigned a record ID, AUTO assigns the value specified in the ASSIGN RECORD IDS clause in the
SCHEMA statement; otherwise, AUTO assigns a value 1 greater than the highest record ID in the schema, until 9999
is reached. When 9999 is reached, the AUTO attribute assigns the highest unused record ID.
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The compiler assigns the ID when the ADD RECORD statement is processed; subsequent displays of the record show
the actual ID, rather than the word AUTO.

• INClude record-synonym-specification
Identifies a record synonym to be associated with the primary record name. A synonym is an alternate name for a
record. You can associate more than one record synonym with a record.

• record-synonym-name
Names the record synonym. Record-synonym-name must follow the rules for the host language with which the
synonym is being used and must follow the rules specified above for record names. Record synonyms that will be
copied into a subschema or used with OLQ must not exceed 16 characters.

• language
Specifies the host language with which the record synonym will be used. Valid values are any of the languages defined
in the dictionary, including those defined when CA IDMS/DB is installed: COBOL, PL/I, ASSEMBLER, OLQ, SQL, and
CULPRIT. A single synonym may be associated with any number of languages. A record may have only one record
synonym associated with language SQL.
You can specify the language variable before or after the record-synonym-name variable.

• EXClude record-synonym-specification
Disassociates the named record synonym from the record, provided it is not associated with any other schemas,
subschemas, maps, or logical records. If you specify the optional FOR LANGUAGE clause, CA IDMS/DB
disassociates the record synonym from the named language.

• LOCation MODe is
Defines the technique that CA IDMS/DB will use to physically store occurrences of the record type. Each record type
must be assigned only one location mode. Note, however, that a record type's location mode does not restrict retrieval
of record occurrences to a single technique.

• calc-location-mode-specification
Specifies that occurrences of the record are to be stored on or near a page that CA IDMS/DB calculates from values in
the record element(s) defined by calc-elecalc-element-name (the record's CALC key).

• calc-element-name
Names any elementary or group data element defined as a record element (see 14.5, “Element Substatement"), with
the following restrictions:
– No element named FILLER can be used in the CALC key.
– No repeating element (that is, one defined with an OCCURS clause) and no element subordinate to a repeating

element can be used in the CALC key.
Multiple calc-element-name values can be coded, forming a compound CALC control element and thereby allowing
record placement to be keyed on more than one element within the record. The element names that form the CALC
control element need not be contiguous within the member record. The combined lengths of the elements (as defined
in the PICTURE and USAGE clauses of the ELEMENT substatement) must not exceed 256 bytes.
If the calc key is to be referenced as a primary key in a set definition, calc-element-name must not identify a group
element.

• DUPlicates are
Specifies whether occurrences of a record type with duplicate CALC key values are allowed and, if allowed, how they
are logically positioned relative to the duplicate record already stored.

• FIRst
Logically positions record occurrences with a duplicate CALC key before the duplicate record already stored.

• LASt
Logically positions record occurrences with a duplicate CALC key after the duplicate record already stored.

• by DBKey
Logically positions record(s) occurrences with a duplicate CALC key according to the db-key.

• NOT allowed
Indicates that record occurrences with duplicate CALC keys are not allowed.

• DIRect
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Specifies that occurrences of the record are to be stored on or near a page specified at runtime by the user program.
• VIA set-name set

Specifies that occurrences of the record are to be stored relative to their owner in a specific set:
– If the member and owner records are assigned to the same page range, the member record occurrences are

clustered as close as possible to the owner record.
– If the member and owner records are assigned to different page ranges, the member record occurrences are

clustered at locations, within their page range, proportional to the location of the owner within its page range.
– If set-name is a system-owned indexed set, CA IDMS/DB will attempt to store the member record in physical

sequential order.
Set-name specifies the name of a set in which the record type participates as a member. In most cases, records are
defined before sets, so set-name need not identify an existing set. However, until the set is defined, the VALIDATE
statement will detect errors in the schema.

• displacement-specification
Specifies how far away member records are stored from the owner record.

• DISplacement USIng symbolic-displacement-name
Names a symbol used to represent the displacement. The symbol is assigned a value in a corresponding physical area
definition.

• DISplacement page-count pages
Specifies how far away member records cluster from the owner record when the member and owner record
occurrences are assigned to the same page range. The member records cluster starting at the page on which the
owner record resides plus page-count pages (wrapping around to the beginning of the page range if necessary).
Page-count must be an unsigned integer in the range 0 through 32,767. If page-count exceeds the number of pages in
the record page range, the displacement wraps around to the beginning of the page range.

• VSAm
Specifies that the record is a native VSAM record for which CALC access is required.

• vsam-calc-location-mode-specification
Specifies the CALC key used to access occurrences of the record type from a native VSAM file.

• USIng calc-element-name
Names the element representing the key of a native VSAM file. For KSDS files, calc-element-name identifies the
primary key; for PATH files, it identifies an alternate index on a KSDS or ESDS file. It also must be defined through an
ELEMENT substatement, with the same restrictions as those for the CALC element in the CALC USING clause above.

• DUPlicates are
Specifies whether native VSAM record occurrences are allowed to have duplicate CALC keys and if allowed. The
DUPLICATES option must correspond to the duplicates option specified when the file was defined to VSAM.

• UNORDered
Indicates that CA IDMS/DB stores record occurrences with duplicate CALC keys and always retrieves the duplicate
record occurrences in the order in which they were stored (whether retrieving forward or backward through the area).

• NOT allowed
Indicates that CA IDMS/DB does not store record occurrences with duplicate CALC keys.

• WIThin AREa area-name
Identifies the area in which occurrences of the record type will be located. Area-name must name an area associated
with the current schema.

• SUBAREA symbolic-subarea-name
Names a symbol used to represent a page range (a subarea). Within the physical area definition, the symbolic subarea
is assigned the actual range of pages. in which CA IDMS/DB will store occurrences of the record type.

• offset-expression
Specifies a relative range of pages, in terms of either a percentage of the physical area or a number of pages in which
CA IDMS/DB will store occurrences of the record type. By default, CA IDMS/DB uses the entire physical area.

• offset-page-count PAGES
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Determines the lowest page that CA IDMS/DB should use as the first page to store occurrences of the record type. CA
IDMS/DB calculates the actual page, using the formula shown next, when you generate the DMCL that contains the
physical area:

record's lopage = (LPN + offset-page-count)

 

     where LPN = the lowest page number in the physical area

Offset-page-count must be an integer in the range 0 through the number of pages in physical-area-name minus 1.
• offset-percent PERcent

Determines the first page in which CA IDMS/DB will store occurrences of the record type based on the initial page
range of the physical area:

record's lopage = (LPN + (INP * offset-percent * .01))

 

     where LPN = the lowest page number in the physical area

       and INP = the initial number of pages in the physical area

Offset-percent must be an integer in the range 0 through 100.
• FOR page-count PAGes

Determines the last page in which CA IDMS/DB will store occurrences of the record type based on record's low page.

record's hipage = (RLP + page-count - 1)

 

     where RLP = the first page in which occurrences of the

                 record will be stored

The calculated page must not exceed the highest page number in the physical area.
• FOR percent PERcent

Determines the last page in which CA IDMS/DB will store occurrences of the record type based on the record's low
page and the total number of pages in the physical area:

record's hipage = (RLP + (TNP * percent * .01) - 1)

 

     where RLP = the first page in which occurrences of the record

                 will be stored

       and TNP = the total number of pages in the physical area

 485



 Administrating

Percent must be an integer in the range 1 through 100. The default is 100. If percent causes the calculated high page
to be greater than the highest page number in the physical area, CA IDMS/DB will ignore the excessive page numbers
and will store the record occurrences up to and including the last page in the physical area. The following example is
valid and causes EMPLOYEE records to be stored over the last 3/4ths of the area:

add record name is employee

    within area emp-demo-region

        offset 25 percent for 100 percent.

• VSAm TYPe is
Identifies the record as a native VSAM data record and removes or supplies information on how the file containing
the record was defined to VSAM. Unless NULL is specified, the options must match those of the VSAM file being
described.
For a schema definition to be valid, VSAM TYPE must be supplied for all native VSAM records; this clause is valid only
for those records.

• FIXed LENgth
Specifies a fixed length record.

• VARiable LENgth
Specifies a variable length record.

• SPAnned
Specifies that occurrences of the record can span VSAM control intervals.

• NONSPAnned
Specifies that occurrences of the record cannot span VSAM control intervals.

• NULl
Removes information previously specified in a VSAM TYPE clause.

• MINimum ROOT length is
Specifies (or removes the specification for) the minimum portion of a variable-length record that can be stored
on a database page. During DML STORE operations, if CA IDMS/DB cannot find a page with enough space to
accommodate the minimum root, it will not store the record.

• root-length characters
Specifies that the initial portion of the record must be the specified number of bytes (characters). Root-length must
include all CALC, index, and sort control elements. It must be an unsigned integer; if it is not a multiple of 4, the
compiler will make it so by rounding up.

• CONtrol length
Specifies that the initial portion of the record must include all bytes up to and including the last CALC, index, or
sort control element. If the record contains an element defined with an OCCURS DEPENDING ON clause, or if a
PROCEDURE NAME or DCTABLE clause is used to indicate compression, CONTROL LENGTH is the default.

• RECord length
Specifies that the initial portion of the record must be the entire record (that is, the record is not to be fragmented).

• NULl
Removes information previously specified in a MINIMUM ROOT LENGTH clause.

• MINimum FRAgment length is
Either specifies the minimum length of subsequent segments (fragments) of a variable-length record or removes such
specification (NULL). During DML STORE and MODIFY operations, if CA IDMS/DB cannot find a page with enough
space to accommodate the specified portion of the record, it will not store or modify the record.

• fragment-length characters
Specifies that subsequent portions of the record must include at least fragment-length bytes (an exception is the last
fragment, which can be smaller). Fragment-length must be an unsigned integer; if it is not a multiple of 4, the compiler
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will make it so by rounding up. If the record contains an element defined with an OCCURS DEPENDING ON clause,
the default is 4.
If the record does not contain an OCCURS DEPENDING ON clause but does contain either a PROCEDURE NAME or
a DCTABLE clause (indicating that it is compressed), the default is 40, or (record-length - control-length), whichever is
smaller.

• RECord length
Specifies that subsequent portions of the record must include the remainder of the record. No more than one fragment
will ever be created.

• NULl
Removes information previously specified in a MINIMUM FRAGMENT LENGTH clause.

• DCTable name
For sites that have installed CA IDMS Presspack, specifies the name of a Data Characteristic Table (DCT). A DCT
establishes the best way to compress or decompress records, based upon statistics created by the IDMSPASS utility.
This parameter is repeatable so you can specify one DCT for compression and another for decompression.

• BUILTIN
Specifies the name of a DCT supplied with CA IDMS Presspack that contains generic information that can be used to
compress or decompress any record or set of records.

• dctable-name
Specifies the name of a customized DCT. Dctable-name is a 1- to 8-character name of a customized DCT created by
IDMSPASS.

• is used FOR COMPression
Specifies that the named DCT is used to compress records.

• is used FOR DECOMpression
Specifies that the named DCT is used to decompress records.

• is used FOR BOTh
Specifies that the named DCT is used to compress and decompress records. BOTH is the default.

• PROcedure name procedure-name
Specifies the name of a standard compression or decompression procedure. Procedure-name is the name of a
system-provided or user-defined database record compression or decompression procedure. It must be the CSECT
name or entry point of an existing procedure. If, at runtime, the procedure is link edited alone for dynamic loading,
procedure-name must also be the load library member name.

• is used FOR COMpression
Specifies that the procedure compresses the record.

• is used FOR DECOMpression
Specifies that the procedure decompresses the record.

• CALl procedure-name
Specifies the name of a system-provided or user-defined database procedure to be called when the runtime system
performs the specified DML function against the record. If no function is specified, the procedure is called for every
DML function performed against the record.
Procedure-name is the CSECT name or entry point of an existing procedure. If, at runtime, the procedure is link edited
alone for dynamic loading, procedure-name must also be the load library member name.
If multiple procedures are called for the same function, the procedures are invoked in the order specified.

• BEFore
Calls the procedure before the DML function is performed against the record.

• AFTer
Calls the procedure after the DML function is performed against the record.

• on ERRor during
Calls the procedure when a runtime error occurs during the processing of a DML function against the record. A runtime
error exists when the error status is not equal to 0000.

• CONnect
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Calls the database procedure in response to a CONNECT function.
• DISCONnect

Calls the database procedure in response to a DISCONNECT function.
• ERAse

Calls the database procedure in response to an ERASE function.
• FINd

Calls the database procedure in response to a FIND function. To call a database procedure in response to OBTAIN,
code this option and the GET option.

• GET
Calls the database procedure in response to a GET function. To call a database procedure in response to OBTAIN,
code this option and the FIND option.

• MODify
Calls the database procedure in response to a MODIFY function.

• STOre
Calls the database procedure in response to a STORE function.

• estimated OCCurrences are record-count
Specifies an estimated number of record occurrences. CA IDMS/DB uses this value to optimize SQL access to the
record. Record-count is an integer in the range 0 to 2,147,483,647. The default is 0.

• EXClude ALL CALls
Negates any previously assigned CALL clauses for the record.

• ALL COMment TYPes
Displays and punches all information from the categories COMMENTS, CULPRIT HEADERS, and OLQ HEADERS.

• AREas
Displays and punches the WITHIN AREA clause of the RECORD statement.

• COMments
When ELEMENTS is also specified, displays and punches all comments associated with the record elements through
the COMMENTS clause of the ELEMENT substatement.

• CULprit headers
When ELEMENTS is also specified, displays and punches all CULPRIT HEADERS specified for the record elements.

• DETails
Displays and punches the following information on the record:
– The record ID
– The name and version number of the record whose structure was used to create the schema record
– The record's location mode
– The record's VSAM TYPE specification, if any
– The record's MINIMUM ROOT specification
– The record's MINIMUM FRAGMENT specification
– All database procedures assigned to the record

• ELements
Displays and punches all elements associated with the record.

• OLQ headers
When ELEMENTS is also specified, displays and punches all OLQ HEADERS specified for the record elements.

• SHAred structures
When DETAILS is also specified, displays and punches the SHARE STRUCTURE clause of the RECORD statement
as syntax and the record's elements as comments; WITHOUT SHARED STRUCTURES displays the USES
STRUCTURE clause as comments and the record's elements as syntax.

• SYNonyms
Displays and punches the record's synonyms; when ELEMENTS is also specified, the record and element synonyms.

• ALL
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Displays and punches the entire record description
• NONe

Displays and punches only the record name

RECORD Statement Usage

Effect of ADD On Records

ADD creates a new schema record description in the data dictionary and associates it with the current schema. The
record is known as a schema record.

Unless the SHARE clause is used, ADD also creates a record structure for the schema record. The record structure's
name is the same as that of the schema record. The structure is automatically assigned a version number, which
distinguishes the record from others that have the same name in the dictionary. The schema compiler uses NEXT
HIGHEST when assigning record version numbers.

Effect of MODIFY on records

MODIFY modifies an existing schema record in the dictionary. All clauses associated with an ADD operation can be
specified for MODIFY operations.

NOTE
IDD DDDL Reference  provides instruction for replacing record elements in schema-owned records under the
RECORD entity type discussion. IDD can be used to include documentary information on the record or to modify
record elements.

MODIFY operations that affect the record structure

MODIFY operations that use the SHARE clause or ELEMENT substatements affect the record structure. The following
considerations apply to such MODIFY operations:

• The SHARE clause and the ELEMENT substatements disassociate the schema record from its existing structure, then
associate the record with the specified structure. A schema record's structure is never modified.
If the disassociated structure becomes unused as a result of the MODIFY operation, the schema compiler deletes the
structure from the dictionary unless it is used in any of the following ways:
– Participates in a map
– Participates in another schema
– Participates in a subschema logical record
– Is owned by IDD
The schema compiler assigns the version number of the unused record to the rebuilt record.

• The schema compiler associates the new record structure with the source of all subschemas that use the record.
Subschema load modules, however, must be updated explicitly with a schema REGENERATE or subschema
GENERATE statement.

NOTE
When a MODIFY operation affects the structure of an existing record, the schema compiler attempts to
recreate all partial views of the record, in addition to full views. Subschema views are recreated without view
IDs. When a MODIFY operation affects a record used as a logical record element, the logical record must be
modified (through the subschema compiler) before the subschema load module can be generated.

Effect of DELETE on records

DELETE operations cause the schema compiler to:
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• Remove the named record from both the current schema and the schema's associated subschema descriptions.
• If the DELETE operation causes the record structure to become unused (as described above), delete that structure

from the dictionary.
• Delete all sets that the record owns, thus removing such sets from both the current schema and the schema's

associated subschema descriptions.
• Remove set membership specifications for all sets in which the record is a member. To delete such a set (if it has no

other member records), use the DELETE SET statement.

Defaults supplied on an ADD RECORD statement

The schema compiler defaults supply the following information:

• Record ID is automatically assigned by the compiler
• Record fragmentation (variable-length records only) defaults to a minimum root length of CONTROL LENGTH and to a

minimum fragment length of four bytes

Schema record must have at least one element

Every valid schema record must have at least one element (defined in an element substatement) associated with it.

Name records with conventions of programming language in mind

When naming schema records, be sure that the selected names conflict neither with the naming conventions of the
programming language(s) that will be used with the CA IDMS Data Manipulation Language (DML) nor with the DML
precompilers themselves. As a rule, schema records should bear names that coincide with the language used most often;
define record synonyms to accommodate other languages. In addition to the record naming rules stated above, consider
the following points when selecting names (or synonyms) for schema records:

• Assembler names should not exceed eight bytes in length and should not contain hyphens. When the Assembler DML
precompiler (IDMSDMLA) generates a DC or DSECT from a schema record description, it uses the record name as
the DC or DSECT name. If the record name exceeds eight bytes in length, IDMSDMLA truncates it, possibly causing
duplicate names to appear in the program.

• COBOL names must not contain the characters #, $, or @.
• PL/I naming conventions coincide with valid CA IDMS/DB schema record names. When the PL/I DML precompiler

(IDMSDMLP) generates data field declarations from schema record descriptions, it automatically changes hyphens in
the record names to underscores.

Record name for SQL access

If using SQL to access a non-SQL defined database, each record in the non-SQL schema is accessed as a table. The
name of the table is always the schema record name (i.e., the object of an ADD RECORD statement). A record synonym
for language SQL, if defined, is not used as the SQL table name although element synonyms for language SQL are used
as column names.

Only one record synonym for language SQL may be defined for a record.

NOTE
For more information, see the CA IDMS SQL Reference section.

Considerations for using record synonyms

Record synonyms are language-dependent: each DML precompiler automatically includes the synonym, if any, associated
with the compiler-specific programming language (unless instructed otherwise, through a manual COPY or INCLUDE
statement).

The following considerations apply when using record synonyms:
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• Internally, the schema compiler uniquely identifies record synonyms by assigning version numbers to them.
• The subschema compiler can use any record synonym assigned to a schema record type.
• Record names and synonyms must be unique within a schema. If different schema records have identical synonyms

(with different version numbers) in the dictionary, only one such record synonym can be copied into a given schema.
Subschemas are independent of this restriction.

• Only one record synonym with a language of SQL may exist for a record. This synonym is used when you use SQL to
access a non-SQL defined database.

• If a synonym of a schema record is associated with the language of a program being precompiled, the precompiler
copies that synonym instead of the schema's primary record (unless instructed otherwise, through a manual COPY or
INCLUDE statement).

• If the record copied into a program by a DML precompiler is a synonym of a schema record, the DML precompiler
treats the synonym as if it were the schema record (for example, in the BIND statement).

When to use area page counts

Use area page counts (for example, the OFFSET page-count clause) under these conditions:

• For records accessed by an area sweep (for example, DIRECT records)
• To exclude an area's SMP page (if the area has only 1), from the CALC algorithm

Differences between SHARE STRUCTURE/DESCRIPTION clauses

Both SHARE STRUCTURE and SHARE DESCRIPTION cause the schema record to share the structure of an existing
record. The differences between the two are:

• SHARE DESCRIPTION shares the structure of another schema record; SHARE STRUCTURE shares the structure of
either a dictionary record (IDD record) or another schema record.

• SHARE DESCRIPTION additionally copies the nonstructural part of the existing schema record; SHARE STRUCTURE
does not. The nonstructural part is the record ID, location mode, VSAM type, area, minimum root length, minimum
fragment length, and database procedures associated with the schema record.

SHARE DESCRIPTION must appear first

SHARE DESCRIPTION must be the first clause in the ADD or MODIFY RECORD statement. Any clauses that follow
SHARE DESCRIPTION are applied to the record description as modifications. Thus, the DBA can share the description
of a record that is similar to the one needed, and code only those clauses that represent differences between the two
records. For this usage, select as shared-record-name a record whose structure is identical to that needed: while the
descriptive part of the record can be changed directly, the structural part cannot.

Percentage offsets provide most flexibility

Of the page limiting options, OFFSET with percentage specifications is the most flexible. As a database grows and must
eventually be expanded, the physical areas of the database must also be expanded. If the DBA originally expresses
a record type's page range as a percentage of a physical area, the schema compiler "remembers" the percentage.
Consequently, when the physical area is later expanded, the DBA need not respecify the record's page range; the schema
compiler will automatically assign the record type to the appropriate percentage of the new physical area.

MINIMUM ROOT/FRAGMENT clauses can apply to fixed-length records

The MINIMUM ROOT LENGTH and MINIMUM FRAGMENT LENGTH clauses also apply to fixed-length records if those
records are being processed by the compression (IDMSCOMP) and decompression (IDMSDCOM) procedures or IDMS/
Presspack. The schema compiler automatically generates these clauses in response to a PROCEDURE NAME or
DCTABLE NAME clause.
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The MINIMUM ROOT LENGTH and MINIMUM FRAGMENT LENGTH clauses are allowable, but not functional, for native
VSAM records.

Storing variable-length records

CA IDMS/DB never stores a variable-length record on a page unless sufficient space exists for the minimum root, and it
never stores fragments smaller than the specified minimum, except for the last fragment. If MINIMUM ROOT LENGTH
IS RECORD LENGTH is specified and a record occurrence is larger than page size minus 40, CA IDMS/DB returns an
error-status code of 1211 (on a STORE) or 0811 (on a MODIFY). The same is true if MINIMUM FRAGMENT LENGTH IS
RECORD LENGTH is specified and a record fragment is larger than page size minus 40.

Modifying the record size can cause fragmentation

Increasing the size of the record occurrence with a runtime MODIFY operation can necessitate fragmentation even though
fragmentation was not specified in the schema. For example, if MINIMUM ROOT LENGTH IS RECORD LENGTH, CA
IDMS/DB stores the current length of the record without fragmentation. However, if a record occurrence is later modified
to a length that exceeds available page space, it may be fragmented at that time. Similarly, if MINIMUM FRAGMENT
LENGTH IS RECORD LENGTH is specified, no occurrence of the record is fragmented more than once (root plus 1
fragment) upon storage, but an occurrence can be further fragmented if its length is increased as a result of modification.

Considerations for variable-length/-compressed records

For variable and variable-compressed record types, both the MINIMUM ROOT LENGTH and MINIMUM FRAGMENT
LENGTH clauses can be omitted and the defaults taken; CA IDMS/DB recognizes the record as variable from the
OCCURS DEPENDING ON clause in a record element description (see 14.5, “Element Substatement”).

NOTE
The best practice is to always include both the MINIMUM ROOT LENGTH and MINIMUM FRAGMENT LENGTH
clauses in the description of all variable-length records if you specify CALL statements for record compression
and decompression.

Considerations for fixed-compressed record types

For fixed-compressed record types, MINIMUM ROOT LENGTH IS CONTROL LENGTH must be specified explicitly
if you use CALL statements to specify IDMSCOMP and IDMSDCOM for compression and decompression. This will
ensure the proper result from the IDMSCOMP and IDMSDCOM procedures. If neither of the two clauses is specified, the
compression procedures will compress data; however, the record will consume its full, fixed length in storage.

MINIMUM ROOT and MINIMUM FRAGMENT examples

EXAMPLE 1:                   CALC and sort control items

                             │    │

                             ▼    ▼

ADD RECORD NAME IS SKILL     ┌─┬────┬────────────────────────────┐

  LOCATION MODE IS CALC      └─┴────┴────────────────────────────┘ Total record

     USING SKILL-CODE                      ┌─┐ ┌─────────────┐     length:

  DUPLICATES NOT ALLOWED                   └─┘ └─────────────┘     76 bytes
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  WITHIN ORG-DEMO-REGION AREA               ▲         ▲

  MINIMUM ROOT LENGTH IS CONTROL LENGTH     │         │

  MINIMUM FRAGMENT LENGTH IS RECORD LENGTH. │         │

                                      ┌─────┘         │

                                      │               │

                                   Minimum root     Minimum fragment

 

 

 

                                         Total record length: 900 bytes

 EXAMPLE 2:                        ┌───────────────────────────────────────────┐

                                   └───────────────────────────────────────────┘

                                   ┌──────────────┐ ┌─────────────┐ ┌──────────┐

 ADD RECORD NAME IS DENTAL-CLAIM   └──────────────┘ └─────────────┘ └──────────┘

    LOCATION MODE IS VIA           ┌──────────────┐ ┌─────────────┐ ┌──────────┐

      COVERAGE-CLAIMS SET          └──────────────┘ └─────────────┘ └──────────┘

    WITHIN INS-DEMO-REGION AREA    ┌──────────────┐ ┌─────────────┐ ┌──────────┐

    MINIMUM ROOT LENGTH IS 0       └──────────────┘ └─────────────┘ └──────────┘

    MINIMUM FRAGMENT LENGTH IS 80. ┌──────────────┐ ┌─────────────┐ ┌───┐

                                   └──────────────┘ └─────────────┘ └───┘

                                                     Minimum fragments

Minimum root and fragment lengths assigned to compressed records

The schema compiler assigns the following minimum root and fragment lengths to the record definition when it processes
a DCTABLE clause or a PROCEDURE NAME clause:
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• MINIMUM ROOT LENGTH IS CONTROL LENGTH
• MINIMUM FRAGMENT LENGTH IS 4 for variable compressed records
• MINIMUM FRAGMENT LENGTH IS the lesser of 40 and (record-length - control-length) for fixed compressed records

You can override the defaults by explicitly coding the MINIMUM ROOT and MINIMUM FRAGMENT clauses.

Respecify procedure statements if procedure is updated/deleted

If you want to add, modify, or delete a DCT, a standard compression or decompression procedure or other CALL
procedures for a record, all DCTABLE, PROCEDURE, and CALL clauses must be respecified when you modify the
record.

Area procedures needed for IDMSCOMP compression

If any record in the area uses IDMSCOMP and IDMSDCOM for compression and decompression, the area should have
the following database procedure specifications:

CALL IDMSCOMP BEFORE FINISH.

CALL IDMSCOMP BEFORE ROLLBACK.

CALL IDMSDCOM BEFORE FINISH.

CALL IDMSDCOM BEFORE ROLLBACK.

This ensures that the work areas used by the compression and decompression routines are freed when a rununit
terminates.

Implied CALL statements generated by PROCEDURE NAME

The PROCEDURE NAME clause generates the equivalent of the following CALL statements, depending on whether the
clause specifies COMPRESSION or DECOMPRESSION:

Procedure CALL statements
COMPRESSION CALL procedure-name BEFORE MODIFY

CALL procedure-name BEFORE STORE
DECOMPRESSION CALL procedure-name AFTER GET

Code as many CALL clauses as necessary

Any number of CALL clauses for as many DML functions as necessary can be specified for a record, as shown in the
following example. If more than one BEFORE, AFTER, or ERROR procedure is specified for the same function, the
procedures are executed in the order specified.

add record name is insurance-plan

    location mode is calc using code

        duplicates are not allowed

    within area ins-demo-region
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    call inrecs after get

    call error-check after get.

Examples

Minimum RECORD statement for an uncompressed record

The following example supplies the minimum RECORD statement required for an uncompressed record to be a valid
schema component:

add record name is employee

    location mode is calc using emp-id

        duplicates are not allowed

    within area emp-demo-region.

    02  emp-id pic xxxx.

Minimum RECORD statement for a fixed-length compressed record

The following example supplies the minimum RECORD statement required for a fixed-length, compressed record to be a
valid schema component:

add record name is job

    location mode is calc using job-id

        duplicates are not allowed

    within area org-demo-region

    procedure name idmscomp is used for compression

    procedure name idmsdcom is used for decompression

    02  job-id pic xxxx.

The above example specifies procedures to call to compress and decompress the JOB record. By default, the schema
compiler supplies a minimum root length and fragment length for the record. Note that you can also compress and
decompress a record by using CA IDMS Presspack.
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Specifying a record synonym

The following example specifies a synonym for a record named DENTAL-CLAIM to be used by an Assembler program (for
which record names must not be longer than eight characters):

add record name is dental-claim

    location mode is via coverage-claims set

    within ins-demo-region area

    record synonym name for assembler is dntlclm.

Specifying an area percentage offset

Logical area, EMP-DEMO-REGION, has been defined to physical areas within the PROD and TEST segments.
PROD.EMP-DEMO-REGION contains 1000 pages, numbered 1 through 1000, with an additional 500 pages (1001
through 1500) reserved for extending the physical area. TEST.EMP-DEMO-REGION contains 100 pages, numbered 1501
through 1600.

Record EMPLOYEE is defined to EMP-DEMO-REGION as follows:

add record name is employee

  within area emp-demo-region

  offset 25 percent for 75 percent.

Using the percentage offset specified for the EMPLOYEE record, the runtime system calculates the low and high pages
for the record in the initial page range of PROD.EMP-DEMO-REGION:

• Low page is 251 (1 + (1000 * 25 * .01))
• High page is 1000 (251 + (1000 * 75 * .01) -1).

For TEST.EMP-DEMO-REGION, the first and last usable page is:

• Low page is 1526 (1501 + (100 * 25 * .01)
• High page is 1600 (1526 + (100 * 75 * .01) -1).

When you extend PROD.EMP-DEMO-REGION by 500 pages (page 1 through 1500) using the percentage offsets
specified for the EMPLOYEE record, the runtime system calculates the record's low and high pages in the extended page
range:

• Low page is 251 (1 + (1000 * 25 * .01)).
• High page is 1375 (251 + (1500 * 75 * .01) - 1).

CA IDMS/DB will store occurrences of the EMPLOYEE record on pages numbered 251 through 1375 in the PROD.EMP-
DEMO-REGION area. If the record's location mode is CALC, the record will continue to target to its initial page range of
251 through 1000 and overflow, if necessary, into the extended pages 1001 through 1375.
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Specifying a relative page offset for an area

In the following example, physical area ORG-DEMO-REGION in segment PROD contains 240 pages, numbered from
2001 through 2240. The schema description of the DEPARTMENT record is:

add record name is department

    within area org-demo-region

        offset 2 pages for 238 pages.

Using the offset specified for the DEPARTMENT record, the runtime system calculates the low and high pages for the
record as:

• The low page is 2003 (2001 + 2).
• The high page is 2240 (2003 + 238 - 1).

CA IDMS/DB will store occurrences of the DEPARTMENT record on pages numbered 2003 through 2240 in the
PROD.ORG-DEMO-REGION area.

Modifying a record by adding new routines

In the next example, schema record EMPREC is modified by adding two routines to handle errors that occur when a
record is obtained or stored. The code must respecify the PROCEDURE name clauses for the standard compression and
decompression routines because of the new CALL clauses.

modify record name is emprec

  procedure name is idmscomp is used for compression

  procedure name is idmsdcom is used for decompression

  call errrtn on error during store

  call errget on error during get.

NOTE

More Information:

• Writing Database Procedures
• Record Storage and Deletion
• Using Presspack

Element Substatement
Contents

The element substatement associates an element with the record and, if the element does not already exist, adds the
element description to the dictionary. Schema element descriptions cannot be modified or deleted. To change element
descriptions, modify the record description and respecify all of the record's elements.
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Syntax

Element substatement

►►─── level-number  element-name ─────────────────────────────────────────────►

 

 ►─┬───────────────────────────────┬──────────────────────────────────────────►

   └─ REDefines base-element-name ─┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ PICture is picture ─┘

 

 ►─┬──────────────────────────────────────────────────────────────────────────►

   │┌─────────────────────────────────────────────┐

   └▼─┬─ VALue is ───┬─┬─  .───┬─ initial-value ──┴───────────────────────────►

      └─ VALues are ─┘ └─ ALL ─┘

 ►─┬──────────────────────────────────────────────────────────────────────────►

   │┌────────────────────────────────────────────────────────────────────────

   └▼─┬─ VALue is ───┬─────  .──────────────────────────────────────────────────

      └─ VALues are ─┘

 

─►──────────────────────────────────────────────────────────────────────────┬─►

   ───────────────────────────────────────────────────────────────────────┐ │

   ──┬─┬────────┬─ condition-value ─────────────────────────────────────┬─┴─┘

     │ └─ ALL ──┘                                                       │

     │  ┌──────────────────────────────────────────────────────────┐    │

     └ (▼ ┬─────┬ condition-value ┬───────────────────────────────┬┴ ) ─┘
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          └ ALL ┘                 └ THRu ─┬─────┬ condition-value ┘

                                          └ ALL ┘

 ►─┬──────────────────────────────────────┬───────────────────────────────────►

   └─ USAge is ─┬─ BIT ─────────────────┬─┘

                ├─┬─ COMPUTATIONAL ─┬───┤

                │ ├─ COMp ──────────┤   │

                │ └─ BINary ────────┘   │

                ├─┬─ COMPUTATIONAL-1 ─┬─┤

                │ ├─ COMP-1 ──────────┤ │

                │ └─ SHOrt-point ─────┘ │

                ├─┬─ COMPUTATIONAL-2 ─┬─┤

                │ ├─ COMP-2 ──────────┤ │

                │ └─ LONg-point ──────┘ │

                ├─┬─ COMPUTATIONAL-3 ─┬─┤

                │ ├─ COMP-3 ──────────┤ │

                │ └─ PACked ──────────┘ │

                ├─┬─ COMPUTATIONAL-4 ─┬─┤

                │ └─ COMP-4 ──────────┘ │

                ├─ CONdition-name ──────┤

                ├─ DISplay ─────────────┤

                ├─ DISplay-1 ───────────┤

                └─ POInter ─────────────┘

 ►─┬────────────────────────────┬─────────────────────────────────────────────►

   └─ SYNChronized ─┬─────────┬─┘

                    ├─ LEFt ──┤
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                    └─ RIGht ─┘

 

 ►─┬──────────────────────────────────────────────────────────────────────────►─

   └─ OCCurs ─────────────────────────────────────────────────────────────────

 

─►──────────────────────────────────────────────────────────────────────────┬─►

  ─┬─ occurrence-count times ──────────────────────────────────────────────┬┘

   └─┬─ occurrence-count ──────┬─ times DEPending on control-element-name ─┘

     └─ 0 TO occurrence-count ─┘

 

 ►─┬─────────────────┬────────────────────────────────────────────────────────►

   └─ JUStify RIGht ─┘

 ►─┬───────────────────┬──────────────────────────────────────────────────────►

   └─ BLAnk when ZERo ─┘

 

 ►─┬───────────────────────────────────────────────────┬──────────────────────►

   └─ SIGn is ─┬─ LEAding ──┬─┬──────────────────────┬─┘

               └─ TRAiling ─┘ └─ SEParate character ─┘

 

 ►─┬─────────────────────────────────────┬────────────────────────────────────►

   │ ┌─────────────────────────────────┐ │

   └─▼─ element-synonym-specification ─┴─┘

 

 ►─┬─────────────────────────────────────────┬────────────────────────────────►

   └─ INDexed BY ─┬─ index-name ─────────────┤
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                  │     ┌──────────────┐     │

                  └─ ( ─▼─ index-name ─┴─ ) ─┘

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   ├─ INDex KEY is ─┬─ index-name ─┬─ ASCending ──┬────────────┬─┤

   │                │              └─ DEScending ─┘            │ │

   │                │     ┌───────────────────────────────┐    │ │

   │                └─ ( ─▼─ index-name ─┬─ ASCending ──┬─┴─) ─┘ │

   │                                     └─ DEScending ─┘        │

   └─┬─ ASCending ──┬─ key is ─┬─ index-name ───────────┬────────┘

     └─ DEScending ─┘          │    ┌──────────────┐    │

                               └─( ─▼─ index-name ─┴ ) ─┘

 

 ►─┬────────────────────────────────────────────────────────────────────────┬─►

   │ ┌────────────────────────────────────────────────────────────────────┐ │

   │ │                                   ┌──────────────────────────┐     │ │

   └─▼─ EDIt ─┬───────────┬─ TABle is ( ─▼─ 'value'─┬───────────────┴┬ ) ─┴─┘

              ├─ VALid ◄──┤                         └─ THRu 'value' ─┘

              └─ INValid ─┘

 ►─┬────────────────────────────────────────────────────────────────┬─────────►

   │ ┌────────────────────────────────────────────────────────────┐ │

   │ │                    ┌─────────────────────────────────┐     │ │

   └─▼─ CODe TABle is  ( ─▼─ 'encode-value' 'decode-value' ─┴─ ) ─┴─┘

 

 ►─┬───────────────────────────────┬──────────────────────────────────────────►

   └─ EXTernal PICture is picture ─┘
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 ►─┬──────────────────────────────────────────────────┬───────────────────────►◄

   │┌───────────────────────────────────────────────┐ │

   └▼─┬─ OLQ header ─────┬─ is ─┬─ 'comment-text'─┬─┴─┘

      ├─ CULprit header ─┤      └─ NULl ──────────┘

      ├─ COMments ───────┤

      ├─ DEFinitions ────┤

      └─ comment-key ────┘

Expansion of element-synonym-specification

►►─── element ─┬─ SYNonym name ─┬─────────────────────────────────────────────►

               └─ name SYNonym ─┘

 

 ►─── FOR language language is synonym-name ──────────────────────────────────►◄

Parameters

 

• level-number
Indicates the level within the record to be occupied by the element. The level number must be an unsigned integer
in the range 02 through 49, or 88. Level 88 applies to records used with CA ADS or COBOL only. Note that the
highest level (01) in any record description is assigned by CA IDMS/DB to the record itself. The COBOL and PL/I
DML precompilers can be directed to change the level numbers when the record is copied into a program (see the
language-specific CA IDMS DML reference).

• element-name
Identifies the element to be added to the record description. Element-name must be a 1- to 32-character name. The
first character must be A through Z (alphabetic), digit (0 through 9), #, $, or @ (international symbols). The hyphen can
also be used except as the first or last character, or following another hyphen. Element-name must not be the same
as the schema name or the name of any other component (including synonyms) within the schema, with the following
exceptions:
– An element name or synonym can be duplicated within a schema, but must be unique within the record.
– The special element name FILLER, which can be used on as many levels and as many times as appropriate,

describes an element without naming it. A FILLER element must not be the object of a REDEFINES clause (a
FILLER element can, however, redefine another element).

• REDefines base-element-name
Specifies an alternative description for a previously defined place within the record structure. At runtime, when a
program's storage is allocated, the redefining element description will not be allocated new storage space but will,
instead, be assigned the same storage as base-element-name. Base-element-name must be the name of a preceding
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element of the same level within the record structure. When used, the REDEFINES clause must adhere to the
following rules:
– The element containing the REDEFINES clause must not be longer than the base element. Subordinate elements

can vary in size, as necessary, within the redefining element or the base element.
– The redefining element cannot be a CALC, sort control, or foreign key element; the base element can be.
– Neither the redefining element nor the base element can be a level-88 description.
– No intervening element (of the same or lower level number) that assigns space can exist between the base element

and the redefining element. Other redefining elements, however, are allowed. When an element is redefined more
than once, the redefining elements must refer to the name of the base element.

– Neither the redefining element nor its subordinate elements can contain a VALUE clause, except subordinate
level-88 elements.

– Elements subordinate to the redefining element can contain REDEFINES clauses.
– Neither the base or redefining element nor their subordinate elements can contain OCCURS DEPENDING ON

clauses.
– Elements to which the base and redefining elements are subordinate can contain OCCURS clauses (without

DEPENDING ON). The base element cannot contain an OCCURS clause, but its subordinate elements can. The
redefining element and its subordinate elements can contain OCCURS clauses.

• PICture is picture
Describes an element by depicting the element's length and data type. PICTURE is not valid for level-88 elements or
for elements whose usage is COMPUTATIONAL-1, COMPUTATIONAL-2, or POINTER; For other types of elements,
specify picture as a 1- to 30-character value that includes only those characters specific to the element's data
type. The schema compiler's PICTURE specifications are similar to those for COBOL. See the "Usage" topic for a
description of PICTURE specifications for valid data types.

• VALue is/VALues are
Assigns an initial value or a list of values to an element description in the application program's main storage at
program runtime, or it assigns a conditional value or a list of conditional values to a COBOL condition name (level-88
element). All level-88 element descriptions must include the VALUE clause. Enclose listed values in parentheses.
The VALUE clause has no effect on the database directly; the DBA is encouraged not to include initial-value in the data
descriptions except as background or null values for use in main storage.
The VALUE clause is prohibited for the following:
– COMP-1, COMP-2, and BIT element descriptions
– An element description containing a REDEFINES clause or an element description subordinate to one containing a

REDEFINES clause
– An element description containing an OCCURS clause or an element description subordinate to one containing an

OCCURS clause
– An element description of an external floating point number

• ALL
Instructs CA IDMS/DB to fill the element description with repetitions of initial-value. For example, PIC X(5) VALUE ALL
'*' is the same as PIC X(5) VALUE '*****'.

• initial-value
Specifies the initial value assigned to the element at runtime as follows:
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– Character string literal -- For alphanumeric elements only: a string of characters enclosed in site-standard quote
characters. The character string (including quotes) must not exceed the size of the element as defined in the
PICTURE clause or 34 bytes, whichever is shorter.

– Numeric literal -- For numeric elements only: a string of 1 to 18 numeric characters, optionally preceded by a plus
sign (default) or minus sign and optionally containing a decimal point (use the appropriate decimal point character
as required by the session option for DECIMAL-POINT).

– Figurative constant -- For alphanumeric and numeric elements: ZERO, ZEROS, and ZEROES. For alphanumeric
elements only: SPACE, SPACES, HIGH-VALUE, HIGH-VALUES, LOW-VALUE, LOW-VALUES, and ALL. ALL is
used in conjunction with and indicates repeated occurrences of a nonnumeric literal.

• condition-value
Assigns a conditional value to a COBOL condition name (level-88 element). Coding rules specified for initial-value
above also apply to condition-value. Condition-value must conform to the picture for the element that occupies storage.

• THRu condition-value
Specifies a range of valid condition values for COBOL condition names (level 88). When THRU is used, the
first condition-value assigns the first of a range of values that the condition name will represent at runtime; the
second condition-value assigns the ending value of the range. To list values or ranges of values, enclose the list in
parentheses.

• USAge is
Specifies the storage format of data elements. USAGE defaults to CONDITION-NAME for level-88 elements and to
DISPLAY for all others.

• BIT
Values are stored as bits containing 0s or 1s. Bit elements must always be described in multiples of 8. (CA IDMS/DB
does not provide slack bits.) The multiples of 8, however, can range over adjacent elements. For example, five bits can
be described in one element and three in the next.

• COMPUTATIONAL/COMp/BINary
Numeric values are stored in binary format with the following space requirements:
– 1 to 4 decimal digits require 2 bytes (1 halfword).
– 5 to 9 decimal digits require 4 bytes (1 fullword).
– 10 to 18 decimal digits require 8 bytes (1 doubleword).

• COMPUTATIONAL-1/COMP-1/SHOrt-point
Numeric values are stored in internal floating point (short precision) format, requiring 4 bytes. Do not code a PICTURE
clause with this usage.

NOTE
VS2 COBOL does not support COMPUTATIONAL-1.

• COMPUTATIONAL-2/COMP-2/LONg-point
Numeric values are stored in internal floating point (long precision) format, requiring 8 bytes. Do not code a PICTURE
clause with this usage.

NOTE
VS2 COBOL does not support COMPUTATIONAL-2.

• COMPUTATIONAL-3/COMP-3/PACked
Numeric values are stored in packed decimal format, requiring a half byte for each decimal digit plus a half byte for a
sign, rounded up to the next full byte.

• CONdition-name
The element does not occupy storage. CONDITION-NAME is assumed if level 88 is specified for the element. Note
that CONDITION-NAME can be used in CA ADS dialogs and COBOL programs only. Do not code a PICTURE clause
with this usage.

• DISplay
Values are stored 1 character to a byte, according to EBCDIC conventions.

• DISplay-1
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One character occupies 2 bytes. DISPLAY-1 must be specified for double-byte character string (DBCS) data items.
• POInter

Values are stored as fullwords. POINTER is used for elements that are to be used as address constants. Do not code
a PICTURE clause with this usage.

• SYNChronized
Documents the following alignments for usages of COMP, COMP-1, and COMP-2:
– COMP -- Halfword (1 to 4 decimal digits) or fullword (5 to 18 decimal digits) alignment
– COMP-1 -- Fullword alignment
– COMP-2 -- Doubleword alignment
The SYNCHRONIZED specification does not force alignment, but rather documents user-imposed alignment. If
synchronized is specified, filler elements must be used to align numeric data according to the above rules.

• OCCurs occurrence-count times
Specifies the number of times that the element is to be repeated. Occurrence-count must be an unsigned integer in
the range 1 through 32,767. Individual occurrences of the element are referenced in application programs by placing a
subscript after the element name.
Observe the following rules when using the OCCURS clause:
– An element containing an OCCURS clause cannot be a CALC, sort control, or foreign key element, nor can an

element subordinate to an element containing an OCCURS clause be a CALC, sort control, or foreign key element.
– Neither an element containing an OCCURS clause nor an element subordinate to an element containing an

OCCURS clause can contain a VALUE clause.
– OCCURS clauses can be nested no more than three deep for use in COBOL programs. Otherwise, any depth of

nesting is permissible.
• occurrence-count times DEPending on control-element-name

Defines a control element within the record that determines the actual number of times the COBOL element will occur.
Occurrence-count must be an integer in the range 1 through 32,767. Control-element-name must identify an
elementary data element that precedes the element being defined in the record. It must be defined as a signed
computational element with a picture in the range S9 through S9(9) or 9 through 9(9). Runtime values of control-
element-name must be in the range 0 through 32,767 (but not exceeding occurrence-count).
Individual OCCURS DEPENDING ON elements are referenced in the same fashion as individual OCCURS elements.
Observe the same rules as for the OCCURS clause with the following additions:
– Only one OCCURS DEPENDING ON clause can appear in a record description. The group or elementary item

description containing the clause must be the last one in the record description (that is, no element description with
the same or lower level number can follow an OCCURS DEPENDING ON element).

– Control-element-name cannot contain an OCCURS or REDEFINES clause, nor can it be subordinate to elements
that do.

– The element containing an OCCURS DEPENDING ON clause can have subordinate elements that contain
OCCURS clauses.

• 0 to occurrence-count times DEPending on control-element-name
Indicates that the multiply-occurring group occurs from 0 to occurrence-count times depending on the value of the
control-element. Rules for occurrence-count and control-element-name appear above.

• JUStify RIGht
Specifies that when the element's runtime value is not as long as the element's picture allows, the value will occupy the
rightmost positions of the element. JUSTIFY RIGHT is valid for alphanumeric or alphabetic elements only (group item
or one whose PICTURE is specified with Xs or As).

• BLAnk when ZERo
Specifies that when the element's runtime value is zero, the value will be changed to spaces.

• SIGn is LEAding
Specifies that the sign of a numeric field is to appear in the leading position. This clause is valid for numeric display
elements only.

• SIGn is TRAiling
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Specifies that the sign of a numeric field is to appear in the trailing position. This clause is valid for numeric display
elements only.

• SEParate character
Causes the sign of a numeric field to appear as a separate byte. This clause is valid for numeric display elements only.

• element-synonym-specification
Associates a synonym (alternative name) with the element specified in the ELEMENT substatement. These synonyms
are language dependent: each DML precompiler will automatically include the synonym associated with the compiler-
specific programming language.

• language
Specifies the host language with which the synonym will be used. Valid values are any languages associated with the
record's synonyms.

• synonym-name
Specifies the name of the synonym to be associated with the primary element name; it must be specified according
to the rules for the host language with which the synonym is being used and must follow the rules specified above for
element names.

• INDexed BY index-name
Defines an index to be used at runtime for a multiply-occurring element (that is, one whose definition contains an
OCCURS or OCCURS DEPENDING ON clause). This index is used in COBOL SET and SEARCH operations, and is
therefore used as a subscript when accessing the associated OCCURS or OCCURS DEPENDING ON element.
Index-name must be a 1- to 30-character name; the characters can be A through Z (at least one), 0 through 9, or the
hyphen (except as the first or last character or following another hyphen). It cannot duplicate any element named in the
schema. Index-name is implicitly defined as a fullword binary item.
You can specify more than one index by creating a list of names enclosed in parentheses.

• INDex KEY is index-name
Specifies one or more record-specified index keys for a multiply-occurring group record element or a subordinate
record element. Index-name identifies an elementary element that is subordinate to the associated element. It must be
the primary name of the subordinate element; it cannot be a synonym.
You can specify more than one index key by creating a list enclosed in parentheses. Each key can be either ascending
or descending.
Note that the INDEX KEY clause allows a mixed collating sequence (that is, a mixture of ascending and descending
keys); the ASCENDING/DESCENDING KEY IS clause does not.

• ASCending
Sorts the designated key in ascending order.

• DEScending
Sorts the designated key in descending order.

• ASCending/DEScending KEY is index-name
Specifies one or more record-specific index keys for the multiply-occurring group element or subordinate element.
Index-name must be the primary name of an element that is subordinate to the named group element. ASCENDING
and DESCENDING sorts the subordinate elements within a multiply-occurring field in ascending or descending order,
respectively.
You can specify more than one index key by creating a list enclosed in parentheses.

• EDIT TABle is
Specifies an edit table associated with the record element. An edit table contains a list of valid or invalid values for the
record element used by the DC/UCF mapping facility.

• VALid
Indicates the edit table contains valid values for the record element. VALID is the default.

• INValid
Indicates the edit table contains invalid values for the record element.

• 'value'
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Specifies a value for the edit table. Value is a 1- to 34-character value enclosed in quotes. Separate one value from
another with a blank or comma; for example, ('A' 'E' 'G' THRU 'M' 'X').

• THRu 'value'
Specifies a range of values for the edit table.

• CODe TABle is
Specifies a translation table to be associated with the record element; for example, a record element containing state
abbreviations could have a code table that identifies the name of the state:

code table is ('ak' 'alaska' 'al' 'alabama' 'ar' 'arkansas'...)

Code tables are used by the DC/UCF mapping facility.
• 'encode-value'

Identifies the value to be translated. Encode-value is a 1- to 34-character value enclosed in quotes.
• 'decode-value'

Identifies the translated value. Decode-value is a 1- to 64-character value enclosed in quotes. Null values ('') and NOT
FOUND are also valid.

• EXTernal PICture is picture
Defines the display format for record-element data. The picture is available to all map fields that use the record
element.

• OLQ header
Defines one or more column headers to be used in place of the element name in CA OLQ reports.

• CULprit header
Defines one or more column headers to be used in place of the element name in CA Culprit reports.

• COMments
Defines comments to be associated with the element description.

• DEFinitions
Defines a description of use or purpose for the record element

• comment-key
Defines a user-supplied name to be associated with comments about the record element. If comment-key contains
embedded blanks or delimiters, enclose it in quotes.

• comment-text
Specifies text associated with headings, definitions, or comments. Comment-text can be any length; nonnumeric
literals must be enclosed in quotes. Note, however, that when coding headers, the rules for header definition must be
applied to comment-text. See the CA OLQ Reference section or the CA Culprit for further details.
Comment-text can be continued for any number of lines. To continue a header or comment to the next line, code a
hyphen in the next line, and code a quote followed by the text of the continued comment after the hyphen. Code a
closing quote after the text of the final line.
Comments appear in schema source listings and subschema dictionary listings, and in DML listings when the
SCHEMA-COMMENTS option is specified to the DML precompiler.

• NULl
Removes text associated with headings, definitions, or comments.

Usage

Naming Elements

When naming schema element types, be sure that the selected names conflict neither with the naming conventions of
the programming language(s) that will be used with the CA IDMS Data Manipulation Language (DML) nor with the DML
precompilers themselves. As a rule, schema element types should bear names that coincide with the language used most
often; use element synonyms to accommodate other languages (see the ELEMENT SYNONYM NAME clause later). In
addition to the element naming rules stated above, consider the following points when selecting names (or synonyms) for
schema element types:
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• Assembler names should not exceed eight bytes in length and should not contain hyphens. When the Assembler DML
precompiler (IDMSDMLA) generates a DC or DSECT from a schema element description, it uses the element name as
the DC or DSECT name. If the element name exceeds eight bytes in length, IDMSDMLA truncates it, possibly causing
duplicate names to appear in the program.

• COBOL requires names that do not exceed 30 bytes in length and do not contain the characters #, $, or @. When the
COBOL DML precompiler (IDMSDMLC) generates a field description from a schema element description, it uses the
element name as the field name. If the element name exceeds 30 bytes in length, IDMSDMLC truncates it, possibly
causing duplicate names to appear in the program.

• PL/I requires names that do not exceed 31 bytes in length and do not contain hyphens. When the PL/I DML
precompiler (IDMSDMLP) generates a data field declaration from a schema element description, it changes hyphens in
the element name to underscores. If the element name exceeds 31 bytes in length, IDMSDMLP truncates it, possibly
causing duplicate names to appear in the program.

SQL synonyms

When using SQL to access a non-SQL defined database, each record in the non-SQL schema is accessed as a table.
The name of a column of the table is either:

• The element synonym for language SQL, if one exists
• The element name within the schema record

In either case, hyphens within the name are converted to underscores so that it does not have to be enclosed in quotes
within SQL statements.

Elements which occur a fixed number of times within the record have a suffix appended to their name to distinguish
occurrences. The suffix is composed of occurrence numbers for each level of nested occurs. For example, if element
QUARTERLY-QUOTA occurs 4 times, the corresponding column names are:

• QUARTERLY_QUOTA_1
• QUARTERLY_QUOTA_2
• QUARTERLY_QUOTA_3
• QUARTERLY_QUOTA_4

If QUARTERLY_QUOTA is a sub-element within element ANNUAL- SALES which occurs 3 times, the corresponding
column names would be:

• QUARTERLY_QUOTA_1_1...QUARTERLY_QUOTA_1_4
• QUARTERLY_QUOTA_2_1...QUARTERLY_QUOTA_2_4
• QUARTERLY_QUOTA_3_1...QUARTERLY_QUOTA_3_4

Since column names are restricted to 32 characters, it may be necessary to define an SQL synonym for a multiply
occurring element so that CA IDMS/DB can append the required suffix.

Function of element level numbers

The function of level numbers 02 through 49 is to create a hierarchy among the element descriptions for a record so
that a programmer can, with a single reference, access elements discretely or in groups. The technique is to follow an
element description of one level with element description(s) of a higher numbered level. For example, a level 03 element
is subordinate to a level 02 element.

Group items and elementary items

A group item contains two or more subordinate elements. A DML reference to a group item gains access to all
subordinate items. A subordinate item can, in turn, be a group item, with nesting permitted until level 49 is reached (unless
otherwise excepted). An item description that has no subordinate items is called an elementary item.

The following example outlines the element descriptions for the EMPLOYEE record:
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02 EMP-ID...                   elementary item

02 EMP-NAME...                 group item

   03 EMP-FNAME...             elementary items subordinate

   03 EMP-LNAME...               to EMP-NAME

02 EMP-SEX...                  elementary item

02 EMP-ADDRESS...              group item

   03 EMP-STREET...            elementary items subordinate

   03 EMP-CITY...                   to EMP-ADDRESS

   03 EMP-STATE...

   03 EMP-ZIP...               group item subordinate to

                                     EMP-ADDRESS

      04 EMP-ZIP-FIRST-5...    elementary items subordinate

      04 EMP-ZIP-LAST-4...           to EMP-ZIP

Minimum element substatements

The minimum element substatement required for the element to be a valid schema component depends on whether the
element is a group or elementary item:

• Group items require level number and name only.
• Elementary items require level number, name, and picture (or usage, where the item's usage prohibits picture

specification).

PICTURE formats for alphanumeric data

Alphanumeric data is described by the following characters:

• X -- The character X represents one alphanumeric character. Note, however, that if USAGE IS BIT (see the USAGE
clause in this section), X represents one bit.

• (n) -- An integer in parentheses can be placed after an X to represent n repetitions of the alphanumeric character (for
example, X(4) means XXXX).

PICTURE formats for alphabetic data

Alphabetic data is described by the following characters:

• A -- The character A represents one alphabetic character (A through Z and space only).
• (n) -- An integer in parentheses can be placed after an A to represent n repetitions of the alphabetic character (for

example, A(4) means AAAA).

PICTURE formats for DBCS edited data
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For DBCS edited data, the PICTURE character string can contain these symbols:

Symbols Description
G Each G represents a single DBCS character position (two bytes).

When you use this picture, the element USAGE clause must
specify DISPLAY-1. Any associated VALUE clause must specify a
GRAPHIC literal or the figurative constant SPACES.

B Each B represents the position used for a space character.

In the following example, the DBCS value represents a string of up to five characters. So and si represent the shift-out and
shift-in characters, respectively:

02 zip-code pic g(5)  usage display-1

            value g'sodbcs-valuesi'.

PICTURE formats for fixed decimal data

Fixed decimal data is described by the following characters:

• 9 -- The character 9 represents one numeric character.
• (n) -- An integer in parentheses can be placed after a 9 to represent n repetitions of the numeric character (for

example, 9(4) means 9999).
• V -- The character V represents an assumed decimal point. No more than one V can appear in an element picture. If

the V is omitted and P is not used, the assumed decimal point is after the rightmost 9.
• P -- The character P represents an assumed zero. Any number of Ps can be placed in the leftmost or rightmost (but

not both) positions of an element picture. An assumed decimal point is automatically placed before the first P when the
Ps are leftmost and after the last P when the Ps are rightmost.

• S -- The character S indicates that the number is maintained as either positive or negative. When used, the S must
be the first character in the element picture. When the S is omitted, values for the element description are considered
positive.

PICTURE formats for external floating point data

External floating point data is described in two parts: the mantissa, which represents the decimal part (fractional part)
of the element, and the exponent, which represents the power of 10 to which the base of one (1) must be raised before
being multiplied by the mantissa to determine the element's actual value.

Syntax for the floating point picture is shown next:

►►─┬─ + ─┬─ mantissa E ─┬─ + ─┬─ exponent ────────────────────────────────────►◄

   └─ - ─┘              └─ - ─┘

Symbol Description
+/- The plus sign or the minus sign indicates whether the mantissa is

positive or negative.

 510



 Administrating

mantissa The numeric part of the mantissa is described by the following
characters: 9, which represents one numeric character; (n),
following a 9, which represents n repetitions of the numeric
character; and V, which represents an assumed decimal point.
At least one 9 is required. No more than one V can appear in the
mantissa; if the V is omitted, the assumed decimal point is after
the rightmost 9.

E The character E signifies the beginning of the exponential portion
of the picture.

+/- The plus sign or the minus sign indicates whether the exponent is
positive or negative.

exponent The numeric part of the exponent is described by the following
characters: 9, which represents one numeric character; and
(n), following a 9, which represents n repetitions of the numeric
character.
At least one 9 is required; no more than two 9s (or the equivalent
9(2)) can be coded.

PICTURE formats for numeric edited data

Numeric edited data is described by using the numeric data characters described above, along with the following editing
characters:

Z        +      ,

B        CR     -

0        DB     *

$        .

These characters represent edit symbols used in reporting data; quotes are not required. For the individual interpretations
of these symbols, refer to the appropriate programming language manual.

Note that if the current decimal point default is DECIMAL-POINT IS COMMA, a period (.) is interpreted as an insertion
character and a comma (,) is interpreted as a decimal point.

Data formats described only in elementary items

The actual formats of data can be described only in elementary items. Consequently, the PICTURE, USAGE (except
BIT), SYNCHRONIZED, BLANK WHEN ZERO, and SIGN clauses are prohibited in group element descriptions. During
programming operations, however, data is accessible not only through its elementary item description, but also through all
group items under which it falls. The element EMP-ADDRESS, for example, could be referred to directly in a program.

COBOL condition names

The function of level number 88 is to assign COBOL condition names to specific runtime values of an element. A level 88
element does not occupy storage at runtime: it merely provides a name for a particular value that the preceding element's
(level 02 through 49) runtime storage may contain. The name of the level-88 element is known as a condition name.
A level-88 ELEMENT substatement must immediately follow either the substatement describing the element for which
the level-88 element provides a condition name or another level 88 ELEMENT substatement. The following example
illustrates the description of a level-88 element; see the presentation of the VALUE clause for further details:
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add record name is expertise

    .

    .

    .

    02 skill-level-0425     picture is xx.

       88 expert-0425       usage is condition-name

                            value is '04'.

       88 proficient-0425   usage is condition-name

                            value is '04'.

       88 competent-0425    usage is condition-name

                            value is '04'.

       88 elementary-0425   usage is condition-name

                            value is '04'.

Usage clause restrictions for PICTURE clause data types

Alphanumeric, alphabetic, external floating point, and numeric edited descriptions must always have a usage of DISPLAY.
Fixed decimal element descriptions can have a usage of DISPLAY, COMP, COMP-3, or COMP-4.

The exact runtime characteristics of an element depend not only on the PICTURE specification, but also on other
specifications for the element's format, such as USAGE. The following table illustrates several PICTURE specifications in
combination with VALUE specifications.

Usage Picture Sample Value Storage Requirements
DISPLAY X(5) T0241 5 bytes
 X(10) JUNE 10 bytes -- Padded on right with

blanks
 9(7) 2376600 7 bytes
 9(10) 2376600 10 bytes -- Padded on left with

zeros
 9(7)V99 2376600.59 9 bytes -- Assumed decimal

point requires no space
 9(5)PP 2376600 5 bytes -- Assumed zeros

require no space
 +99E-9 .0000059 6 bytes

 512



 Administrating

DISPLAY-1 G(5) DBCS
character
string

10 bytes

COMP 9(4) 2376 2 bytes
 9(7)V99 2376600.59 4 bytes
COMP-1 none 2376600.59 4 bytes
COMP-2 none 2376600.59 8 bytes
COMP-3 9(7) 2376600 4 bytes
 9(7)V99 2376600.59 5 bytes
BIT X 1 1 byte
 X(7) FILLER  

How the COBOL DML precompiler handles bit elements

When a COBOL program copies a record that contains a bit element, the DML precompiler does the following:

• If the bit element starts on a byte boundary, it assigns a usage of DISPLAY and a picture of X(n); n is the number of
bytes before the next bit item that starts on a byte boundary.

• If the bit element does not start on a byte boundary, it is not reflected in the COBOL program.

Element storage characteristics due to usage and picture

The following table illustrates how values are stored with different usages.

Usage Alphanumeric Value Internal Representation in hexadecimal
DISPLAY BILL BALL C2 C9 D3 D3 40 C2 C1 D3 D3
DISPLAY 4857964 F4 F8 F5 F7 F9 F6 F4
COMP 4857964 00 4A 20 6C
COMP-1 4857964 40 4A 20 6C
COMP-2 4857964 40 00 00 00 00 4A 20 6C
COMP-3 4857964 48 57 96 4C
BIT B'11110000' F0
POINTER 4857964 00 4A 20 6C

OCCURS DEPENDING ON creates variable-length records

The OCCURS DEPENDING ON clause makes a record variable in length. If the MINIMUM ROOT LENGTH and/or
MINIMUM FRAGMENT LENGTH clauses are not included in the record description, the defaults (CONTROL LENGTH
and four bytes) are assigned. The total space required in main storage for a variable-length record is:

main storage space = F + (V * M)

 

    where F = the length of the record's fixed

              portion

          V = the length of one occurrence of
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              the record's variable portion

          M = the maximum number of times the control element

              can occur

For example, the total main storage required for the ABRIDGED-DENTAL-CLAIM record described next under "Examples"
is 20 + 15 + 2 + 9 + 2 + ((2 + 2 + 2 + 2) * 10) = 128 bytes. The actual size of a specific occurrence of the record (data
portion) as stored in the database, however, is as follows:

database storage space = F + (V * C)

 

    where F = the length of the record's fixed

              portion

          V = the length of one occurrence of

              the record's variable portion

          C = the value of the control element

              in the specific record occurrence.

A value of 2 for DC-NUMBER-OF-PROCEDURES, for example, indicates two DC-DENTIST elements and a record length
of 20 + 15 + 2 + 9 + 2 + ((2 + 2 + 2 + 2) * 2) = 64 bytes.

SQL Considerations

If you intend to use SQL to access the data described by a non-SQL schema record, consider the following when
designing your record elements:

• Group elements are not visible as columns in SQL, but elementary items within group elements are
• Fillers, condition names, redefining elements and elements subordinate to redefining elements are not visible as

columns
• Elements containing an OCCURS DEPENDING ON clause and elements subordinate to such an element are not

visible as columns
• The datatype of a column is derived from the picture and usage of the corresponding element as follows:

Picture and Usage Data Type
PIC X(n) usage DISPLAY CHAR(n)
PIC A(n) usage DISPLAY CHAR(n)
Numeric edited1 CHAR(l), l=byte length
External floating point2 CHAR(l), l=byte length
PIC G(n) usage DISPLAY GRAPHIC(n)
PIC S9(t)V9(s) usage DISPLAY NUMERIC(t+s,s)
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PIC SP..9(p) usage DISPLAY3 NUMERIC(p,p)
PIC S9(p)P.. usage DISPLAY3 NUMERIC(p,0)
PIC 9(t)V9(s) usage DISPLAY UNSIGNED NUMERIC(t+s,s)
PIC P..9(p) usage DISPLAY3 UNSIGNED NUMERIC(p,p)
PIC 9(p)P.. usage DISPLAY3 UNSIGNED NUMERIC(p,0)
PIC S9(t)V9(s) usage COMP-3 DECIMAL(t+s,s)
PIC SP..9(p) usage COMP-33 DECIMAL(p,p)
PIC S9(p)P.. usage COMP-33 DECIMAL(p,0)
PIC 9(t)V9(s) usage COMP-3 UNSIGNED DECIMAL(t+s,s)
PIC P..9(p) usage COMP-33 UNSIGNED DECIMAL(p,p)
PIC 9(p)P.. usage COMP-33 UNSIGNED DECIMAL(p,0)
PIC S9(n), n<5 usage COMP4 SMALLINT
PIC S9(n), 4<n<10 usage COMP4 INTEGER
PIC S9(n), 9<n usage COMP4 LONGINT
PIC 9(n) usage COMP4 BINARY(l), l=byte length
PIC X(n) usage BIT BINARY(l), l=byte length
USAGE POINTER BINARY(4)
USAGE COMP-1 REAL
USAGE COMP-2 DOUBLE PRECISION

NOTE
1. Numeric edited includes any element whose usage is DISPLAY and:

Whose picture contains any of the editing symbols: + - Z B 0 $ CR DB . , *

• Whose picture clause contains only the symbols: 9 (n) V S P but whose element description also includes the SIGN
LEADING or SEPARATE CHARACTER specification

NOTE
2. External floating point includes any element whose usage is DISPLAY and whose picture is: +/- mantissa E
+/- exponent

NOTE
3. The scaling character "P" in a picture clause is ignored in value representations of associated columns. This
has the effect of representing values of such columns as a power of 10 greater than or smaller than their actual
value. For example, if an element is described as PIC S9(5)PPP, a value of 123000 will be represented in SQL
as 123. If an element is described as PIC SPPP9(5), a value of .000123 will be represented in SQL as .123.

NOTE
4. Computational elements also include those whose USAGE is BINARY and COMP-4. If the picture of a
computational item includes an implied decimal point, it is ignored in determining the data type of the column.
This has the effect of representing values of such columns as a power of 10 greater than their actual values. For
example, if an element is described as PIC S9(5)V99 USAGE COMP, a value of 123.56 will be represented in
SQL as 12345.

NOTE
Elements whose usage is BIT are not represented by columns except as noted:

Group elements in which all subordinate elements have a usage of BIT and which start on a byte boundary are
represented by columns with a data type of BINARY. The length of the column is the length in bytes from the start of the
group element to the start of the next element at the same level which begins on a byte boundary. If groups are nested
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within groups, the group element with the lowest level number in which all subordinate elements are bits is the element
represented by a column. Intervening and subordinate elements are not represented by columns.

• BIT elements occurring a fixed number of times and beginning on a byte boundary are represented by columns with
a data type of BINARY. The length of the column is the length in bytes from the start of the element to the start of the
next element at the same level which also begins on a byte boundary. Intervening elements are not represented by
columns.

• Other BIT elements which begin on a byte boundary are represented by columns with a data type of BINARY. The
length of the column is the length in bytes from the start of the element to the start of the next element at the same
level which also begins on a byte boundary. Intervening elements are not represented by columns.

Examples

Minimum element substatement

Minimal ELEMENT substatements are illustrated next:

02  claim-date.

    03  claim-year   picture 99.

    03  claim-month  picture 99.

    03  claim-day    picture 99.

A valid element description also requires usage information. In the above example, the schema compiler defaults to
assign USAGE IS DISPLAY to each element.

Redefining the same element storage area

In the following example, one record type holds data relating to four different types of facilities and, accordingly, requires
four definitions of the same storage area:

modify record name is facility.

   02 fc-id                      pic x(4).

   02 fc-lunchroom.

      03 fc-l1-length            pic 99.

      03 fc-l1-width             pic 99.

      03 fc-l1-tables            pic 99.

      03 fc-l1-seats             pic 9(4).

      03 fc-l1-pots              pic 99.

   02 fc-lounge                  redefines fc-lunchroom.
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      03 fc-l2-chairs            pic 99.

      03 fc-l2-ashtrays          pic 99.

      03 fc-l2-tables            pic 99.

      03 filler                  pic 9(6).

   02 fc-emp-library             redefines fc-lunchroom.

      03 fc-l3-desks             pic 99.

      03 fc-l3-tables            pic 99.

      03 fc-l3-bookcases         pic 99.

      03 fc-l3-mag-racks         pic 99.

      03 filler                  pic 9(4).

   02 fc-hallway                 redefines fc-lunchroom.

      03 fc-h-length             pic 99.

      03 fc-h-width              pic 99.

      03 filler                  pic 9(8).

Base-element-name cannot contain OCCURS clause

In the following example, any element except EXP-SKILL-DATE-N can contain an OCCURS clause:

05  exp-skill-date.

    10  exp-skill-date-n.

        15  exp-skill-year-n    pic 99.

        15  exp-skill-month-n   pic 99.

        15  exp-skill-day-n     pic 99.

    10  exp-skill-date-x  redefines exp-skill-date-n.

        15  exp-skill-year-x    pic 99.

        15  exp-skill-month-x   pic 99.

        15  exp-skill-day-x     pic 99.
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Group elements have implied pictures

In this example, group elements, COV-SELECT-DATE and COV-TERMIN-DATE have implied pictures of X(6). Group
elements have implied pictures of X(n), where n equals the total number of bytes required by all subordinate elements.

modify record name is coverage.

   02 cov-select-date.

      02 cov-select-year      pic 99.

      02 cov-select-month     pic 99.

      02 cov-select-day       pic 99.

   02 cov-termin-date.

      02 cov-termin-year      pic 99.

      02 cov-termin-month     pic 99.

      02 cov-termin-day       pic 99.

   02 cov-type                pic x.

   02 cov-insplan-code        pic xxx.

Assigning condition values to level-88 elements

These two examples show different ways of assigning condition values for the same record definition:

• Example 1:

modify record name is structure.

   02 struct-code                 pic xx.

      88 president                value 'a1'.

      88 sr-vice-president        value 'a2'.

      88 vice-president           value 'a3'.

      88 sr-manager               value 'b1'.

      88 mid-manager              value 'b2'.

      88 lower-manager            value 'b3'.
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      88 supervisor               value 'c1'.

      88 senior                   value 'd1'.

      88 regular                  value 'd2'.

      88 trainee                  value 'd3'.

   02 struct-effective-date.

      03 struct-effect-year       pic 99.

      03 struct-effect-month      pic 99.

      03 struct-effect-day        pic 99.

• Example 2:

modify record name is structure.

   02 struct-code                 pic xx.

      88 president                value 'a1'.

      88 vice-presidents          value ('a2' 'a3').

      88 managers                 value 'b1' thru 'b3'.

      88 supervisor               value 'c1'.

      88 technicians              value ('d1' 'd2' 'd3').

   02 struct-effective-date.

      03 struct-effect-year       pic 99.

      03 struct-effect-month      pic 99.

      03 struct-effect-day        pic 99.

In a COBOL program using this record description, the following statements have the same meaning:

if president then perform 0500-bigwig.

 

if struct-code = 'a1' then perform 0500-bigwig.
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Variable-length record description

The following example describes a variable number of DC-DENTIST-CHARGES elements within the ABRIDGED-
DENTAL-CLAIM record type:

modify record name is abridged-dental-claim.

   02  dc-dentist-address.

       03  dc-dent-street        pic x(20).

       03  dc-dent-city          pic x(15).

       03  dc-dent-state         pic xx.

       03  dc-dent-zip           pic x(9).

   02  dc-number-of-procedures   pic 99  comp.

   02  dc-dentist-charges      occurs 0 to 10 times

                               depending on

                               dc-number-of-procedures.

       03  dc-tooth-number       pic 99.

       03  dc-service-date.

           03  dc-serv-year      pic 99.

           03  dc-serv-month     pic 99.

           03  dc-serv-day       pic 99.

Repeating group items

The following example defines eight occurrences of the DC-CLAIM-DATE element:

02 dc-claim-date            occurs 8 times.

   03 dc-claim-year         pic 99.

   03 dc-claim-month        pic 99.

   03 dc-claim-day          pic 99.
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The total length of all DC-CLAIM-DATE elements is 8 * (2 + 2 + 2) = 48 bytes. To reference the second DC-CLAIM-
DATE element, the programmer can code DC-CLAIM-DATE(2) or DC-CLAIM- DATE(subscript), where subscript is an
elementary item that contains the value 2. To reference only the DC-CLAIM-MONTH element of the second DC-CLAIM-
DATE element, the programmer can code DC-CLAIM-MONTH(2) or DC-CLAIM-MONTH(subscript).

The previous example can be expanded as follows to include a second level of multiply-occurring elements:

02 dc-claim-date            occurs 8 times.

   03 dc-claim-year         pic 99.

   03 dc-claim-month        pic 99.

   03 dc-claim-day          pic 99.

   03 dc-claim-time         occurs 6 times.

      05 dc-claim-hour      pic 9.

      05 dc-claim-am-or-pm  pic xxxx.

The total length of the DC-CLAIM-DATE element now is 8 * ((2 + 2 + 2) + (6 * (1 + 4))) = 288 bytes. To refer to the fourth
DC-CLAIM-TIME element subordinate to the second DC-CLAIM-DATE element, the programmer can code DC-CLAIM-
TIME(2,4) or DC-CLAIM-TIME(subscript-1, subscript-2), where subscript-1 is an elementary item that contains the value 2
and subscript-2 is an elementary item that contains the value 4.

Indexing a multiply-occurring element

In the following example, the DC-DENTIST-CHARGES element defines an index named DCX:

02  dentist-charges-0405

    occurs 0 to 10 times

    depending on number-of-procedures-0405

    indexed by dcx.

Associating comments with element descriptions

The following example illustrates the use of element comments in the COVERAGE record:

modify record name is coverage.

   02 cov-select-date.

      02 cov-select-year      pic 99.

      02 cov-select-month     pic 99.
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      02 cov-select-day       pic 99.

   02 cov-termin-date.

      02 cov-termin-year      pic 99.

      02 cov-termin-month     pic 99.

      02 cov-termin-day       pic 99.

   02 cov-type                pic x.

      comments 'this is the type assigned to the coverage by

      -        'our company''s insurance professionals'.

   02 cov-insplan-code        pic xxx.

      comments 'this is the code assigned to the coverage by

      -        'the insurance company'.

More Information

 

• For more information on mixing element substatements with the COPY ELEMENTS substatements, see "Usage"
under COPY ELEMENTS.

• For more information on code tables and external pictures, see the CA IDMS Reference section.

COPY ELEMENTS Substatement
Contents

The COPY ELEMENTS substatement requests inclusion of all elements from a record description already stored in the
dictionary. The record description may have been stored through another schema or the IDD DDDL compiler. COPY
ELEMENTS can be used in place of ELEMENT substatements to define all of the record's elements or only some of them.
When COPY ELEMENTS supplies some of the record's elements, use ELEMENT substatements to supply the rest.

Unlike the SHARE clause of the RECORD statement, COPY ELEMENTS generates a new copy of the record structure for
record-name (the object of the ADD or MODIFY).

Syntax

COPY ELEMENTS substatement

►►─── COPy ELements from record base-record-name ─────────────────────────────►
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 ►─┬──────────────────────────────────────────────────────────┬───────────────►◄

   ├─ version-specification ──────────────────────────────────┤

   └─ of SCHema base-schema-name ─┬─────────────────────────┬─┘

                                  └─ version-specification ─┘

Parameters

 

• COPy ELements from record base-record-name
Identifies the record whose structure is to be copied into the description of record-name (the object of the ADD or
MODIFY). Copied elements have the same level numbers in record-name that they have in the base record.
Base-record-name must identify a record already defined in the dictionary and can be a primary name or a synonym
(as described under "RECORD statements," in this section).

• version-specification
Uniquely qualifies base-record-name with a version number. The default is the current session option for existing
versions.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

• of SCHema base-schema-name
Qualifies descriptions of records that participate in a schema. Base-schema-name must be the name of a schema,
already defined in the dictionary, in which base-record-name participates.

• version-specification
Uniquely qualifies base-schema-name with a version number. The default is the current session option for existing
versions.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

Usage

Mixing Element and COPY ELEMENTS Substatements

Element and COPY ELEMENTS substatements can be mixed in any sequence necessary to describe the structure of the
record. However, because the level numbers of copied elements are the same as those in the base record, you should
exercise care in mixing elements of different levels. To mix element and COPY ELEMENTS substatements and to change
the level numbers within the record, do the following:

1. Code ELEMENT and COPY ELEMENTS substatements to place the elements into their appropriate positions, as
shown in the example that follows this discussion.

2. Online, issue a DISPLAY RECORD with AS SYNTAX and VERB MODIFY for the record; in batch mode, code PUNCH
instead of DISPLAY.

3. Change the affected level numbers only. Do not erase unaffected elements: all elements for a single record must
always be presented together.

4. Submit the new statement to the compiler.
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Examples

In the following example, the structure of NEW-COVERAGE is generated by copying elements from the COVERAGE
record and the DDDL-built CARRIER-DETAIL record, and by coding new element descriptions in line.

add record name is new-coverage

    location mode is via emp-coverage set

    within emp-demo-region area.

    copy elements from record coverage

        of schema empschm version 1.

    02  cov-carrier-id          pic 99.

    02  cov-carrier-name        pic x(20).

    copy elements from record carrier-detail.

The previous example effectively produces a new record description, NEW-COVERAGE, that has the following structure:

01 new-coverage.

   02 cov-select-date.

      03 cov-select-year   pic 99.

      03 cov-select-month  pic 99.

      03 cov-select-day    pic 99.

   02 cov-termin-date.

      03 cov-termin-year   pic 99.

      03 cov-termin-month  pic 99.

      03 cov-termin-day    pic 99.

   02 cov-type             pic x.

   02 cov-insplan-code     pic xxx.

   02 cov-carrier-id       pic 99.

   02 cov-carrier-name     pic x(20).
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   02 cov-carr-no-of-claims

                           pic 99 comp.

   02 cov-carr-claims-processed

                 occurs 0 to 100

                 depending on

                 cov-carr-no-of-claims.

      03 cov-carr-payment  pic x.

        88 prompt          value '9'.

        88 over-30-days    value '4'.

        88 over-60-days    value '1'.

      03 cov-carr-courtesy pic x.

      03 cov-carr-check    pic x.

         88 cleared        value 'c'.

         88 bounced        value 'b'.

SET Statement for Schema

The SET statements identify and describe a set. Depending on the verb, the SET statements can add, modify, delete,
display, or punch the set description.

The schema compiler applies SET statements to the current schema.

NOTE
The parameters used in the following syntax diagrams are described in sections below the syntax diagrams.

Syntax

ADD/MODIFY SET statement

►►─┬─ ADD ────┬─ SET name is set-name ────────────────────────────────────────►
   └─ MODify ─┘

 ►─┬──────────────────────────────────────────────────────────────────────────►─
   └─ SAMe AS SET base-set-name ──────────────────────────────────────────────

─►────────────────────────────────────────────────────────────┬───────────────►
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  ─── of SCHema base-schema-name ─┬─────────────────────────┬─┘
                                  └─ version-specification ─┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ORDer is ─┬─ FIRst ──┬─┘
                ├─ LASt ───┤
                ├─ NEXt ───┤
                ├─ PRIor ──┤
                └─ SORted ─┘
 ►─┬──────────────────────────────────────────────────────┬───────────────────►
   └─ MODe is ─┬─ CHAin ─┬───────────────────┬──────────┬─┘
               │         └─ LINked to PRIor ─┘          │
               ├─ VSAm INDex ───────────────────────────┤
               └─ INDex indexed-set-mode-specification ─┘

 ►─┬───────────────────────────────────────────────────┬──────────────────────►
   ├─ OWNer is record-name ─┬────────────────────────┬─┤
   │                        └─ owner-record-options ─┘ │
   └─ OWNer is SYStem ─┬──────────────────────┬────────┘
                       └─ area-specification ─┘

 ►─┬────────────────────────────────────────────────────────────────────────┬─►◄
   │ ┌────────────────────────────────────────────────────────────────────┐ │
   └─▼─┬─────────────┬─ MEMber is record-name ─┬─────────────────────────┬┴─┘
       ├─ INClude ◄──┤                         └─ member-record-options ─┘
       └─ EXClude ───┘

indexed_set

►►─┬─ USIng symbolic-index-name ────────────────────────────────────────────┬─►◄
   └─ BLOck CONtains key-count keys ─┬────────────────────────────────────┬─┘
                                     └─ DISplacement is ─┬─ 0 ◄─────────┬─┘
                                                         └─ page-count ─┘

owner_record

►►─┬──────────────────────────────────────────────────────┬───────────────────►
   └─ NEXt dbkey POSition is ───┬─ next-dbkey-position ─┬─┘
                                └─ AUTo ────────────────┘

 ►─┬──────────────────────────────────────────────────────┬───────────────────►
   └─ PRIor dbkey POSition is ─┬─ prior-dbkey-position ─┬─┘
                               └─ AUTo ─────────────────┘

 ►─┬────────────────────────────────────────────────┬─────────────────────────►◄
   └─ PRImary KEY is ─┬─ system-owned-index-name ─┬─┘
                      ├─ CALc ────────────────────┤
                      └─ NULl ────────────────────┘
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area_specification

►►─── WIThin AREa area-name ──────────────────────────────────────────────────►

 ►─┬─────────────────────────────────────────────────────────────────────┬────►◄
   ├─ SUBarea symbolic-subarea-name ─────────────────────────────────────┤
   └─ OFFset ─┬─ 0 ◄──────────────────────┬── for ─┬─ 100 PERcent ◄─────┬┘
              ├─ offset-page-count PAGes ─┤        ├─ percent PERcent ──┤
              └─ offset-percent PERcent ──┘        └─ page-count PAGes ─┘

member_record

►►─┬────────────────────────────────────────────────────────┬─────────────────►
   └─ INDex dbkey POSition is ─┬─ OMItted ────────────────┬─┘
                               ├─ index-dbkey-position ───┤
                               └─ AUTo ───────────────────┘

 ►─┬────────────────────────────────────────────────────┬─────────────────────►
   └─ NEXt dbkey POSition is ─┬─ next-dbkey-position ─┬─┘
                              └─ AUTo ────────────────┘

 ►─┬──────────────────────────────────────────────────────┬───────────────────►
   └─ PRIor dbkey POSition is ─┬─ prior-dbkey-position ─┬─┘
                               └─ AUTo ─────────────────┘
 ►─┬────────────────────────────────────────────────────────────────────────┬─►
   └─ LINked to OWNer ─┬──────────────────────────────────────────────────┬─┘
                       └─ OWNer dbkey POSition is ┬ owner-dbkey-position ┬┘
                                                  └ AUTo ────────────────┘

 ►──┬───────────────────────────────────────────────────────────────────────┬─►
    └─ FOReign KEY is ─┬──────────────────────────────────────────────────┬─┘
                       ├─ element-name ──────┬────────────┬─────────────┬─┘
                       │                     └─ NULlable ─┘             │
                       │                                                │
                       │      ┌────────────────────────────────┐        │
                       │      ▼                                │        │
                       ├─  ( ── element-name ──┬────────────┬──┴── ) ───┤
                       │                       └─ NULlable ─┘           │
                       └─ NULl ─────────────────────────────────────────┘

 ►─┬─ MANdatory ──┬──┬─ AUTomatic ──┬─────────────────────────────────────────►
   └─ OPTional ───┘  └─ MANual ─────┘

 ►─┬──────────────────┬───────────────────────────────────────────────────────►◄
   └─ key-expression ─┘

key_expression

►►─┬──────────────┬─ KEY is ──────────────────────────────────────────────────►
   ├─ ASCending ──┤
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   └─ DEScending ─┘

 ►─┬─ sort-element-name ─┬───────────────┬───────────────┬────────────────────►
   │                     ├─ ASCENDING ◄──┤               │
   │                     └─ DEScending ──┘               │
   │     ┌─────────────────────────────────────────┐     │
   ├─ ( ─▼─ ( sort-element-name ─┬───────────────┬─┴─ ) ─┤
   │                             ├─ ASCending ◄──┤       │
   │                             └─ DEScending ──┘       │
   └─ DBKey ─┬───────────────┬───────────────────────────┘
             ├─ ASCending ◄──┤
             └─ DEScending ──┘
 ►─┬────────────────────┬─┬────────────────┬──────────────────────────────────►
   └─ NATural sequence ─┘ ├─ COMpressed ───┤
                          └─ UNCOMpressed ─┘

 ►─┬────────────────────────────────────┬─────────────────────────────────────►◄
   └─ DUPlicates are ─┬─ FIRst ───────┬─┘
                      ├─ LASt ────────┤
                      ├─ UNORDered ───┤
                      ├─ NOT allowed ─┤
                      └─ by DBKey ────┘

DELETE SET statement

►►─── DELete SET name is set-name ────────────────────────────────────────────►◄

DISPLAY/PUNCH SET statement

►►─┬─ DISplay ─┬─ SET name is set-name ───────────────────────────────────────►
   └─ PUNch ───┘

 ►─┬───────────────────────────────────────┬──────────────────────────────────►
   │ ┌───────────────────────────────────┐ │
   │ │                 ┌───────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ─┬─┴─┴─┘
       ├─ ALSo WITh ─┤   ├─ ALL ─────┤
       └─ WITHOut ───┘   └─ NONe ────┘
 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ VERB ─┬─ ADD ─────┬─┘
            ├─ MODify ──┤
            ├─ DELete ──┤
            ├─ DISplay ─┤
            └─ PUNch ───┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ AS ─┬─ COMments ─┬─┘
          └─ SYNtax ───┘
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 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄
   └─ TO ─┬─ module-specification ─┬─┘
          └─ SYSpch ───────────────┘

Parameters

ADD/MODIFY SET Statement

• SET name is set-name
Identifies the database set description. Set-name must be a 1- to 16- character name. Apply the following
considerations when selecting set names:
– Set-name must not be the same as the schema name or the name of any other component (including synonyms)

within the schema.
– Because set-name is copied into DML programs, it must not be the name of a keyword that is known to either the

DML precompiler or the host programming language.
• SAMe AS SET base-set-name

Copies the entire set description (order, mode, owner, and members) from base-set-name of another schema into the
description set-name (the object of the ADD or MODIFY). Base-set-name must identify an existing set.
– of SCHema base-schema-name

Identifies the schema that contains base-set-name. The base schema must have a status of VALID.
– version-specification

Uniquely qualifies the schema with a version number. The default is the current session option for existing versions.
If the schema version that corresponds to HIGHEST or LOWEST does not contain base-set-name, the schema
compiler issues an error message.

• ORDer is
Specifies the logical order of adding new member record occurrences to a set occurrence at runtime.
– FIRst

Positions the new record immediately after the owner record, becoming the first member in the set (a LIFO stack).
– LASt

Positions the new record immediately before the owner record, becoming the last member in the set (a FIFO stack).
If MODE IS CHAIN is also coded, include LINKED TO PRIOR in the MODE clause.

– NEXt
Positions the new record immediately after the current of set.

– PRIor
Positions the new record immediately before the current of set. If MODE IS CHAIN is also coded, include LINKED
TO PRIOR in the MODE clause.

– SORted
Positions the new record according to the value of one or more of its data elements (called a sort control element)
relative to the values of the same elements in other member records of the same type. ORDER IS SORTED must
be specified for native VSAM sets.

• MODe is
Specifies the characteristic of the set that tells CA IDMS/DB how pointers are to be maintained at runtime.
– CHAin

Links each record in the set to the next record (establishes the NEXT pointer for the set) and is mandatory for all set
types except indexed sets and native VSAM sets.
• LINked to PRIor

Specifies that each record in a chained set will be chained to the prior record (establishes the PRIOR pointer for
the set) and to the next record. LINKED TO PRIOR is required if LAST or PRIOR was specified in the ORDER
clause.
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When using LINKED TO PRIOR and assigning pointers manually (see the OWNER and MEMBER clauses,
later), be sure to code the PRIOR DBKEY POSITION clause of the OWNER and MEMBER clauses.

– VSAm INDex
Identifies the set as a native VSAM set representing either a primary index on a KSDS file or an alternate index
on an ESDS or KSDS file. Each VSAM set must be represented by a KSDS or PATH file in the physical database
definition.
VSAM sets can have, as members, only records whose location mode is VSAM OR VSAM CALC; owner records
are not specified for VSAM sets.

– INDex indexed-set-mode-specification
Identifies the set as an indexed set. This option is not valid for multiple-member sets.

Expansion of   indexed-set-mode-specification
– USIng symbolic-index-name

Specifies the name of a symbol representing the index. The symbolic index is assigned values in a corresponding
physical area definition that identify either:
• The number of entries in each bottom-level index (SR8) record and, optionally, the displacement of the bottom-

level index records from their owners
• The values that are required by CA IDMS/DB to calculate the number of entries in each bottom-level (SR8)

record and its displacement from its owner
– BLOck contains key-count keys
– Establishes the number of entries in each bottom-level index record (SR8 system record). Key-count must be an

unsigned integer in the range 3 through 8180. For the rationale used in determining a value for key-count, see
Allocating Space for Indexes.
• DISplacement is page-count pages

Indicates how far away from their owners the bottom level index records are to be stored.
Default: 0
Limits: Unsigned integer 0 to 32,767

• OWNer is record-name
Identifies the record type that owns the set; record-name must name a record that is associated with the current
schema. This format of the OWNER clause is required for:
– Chained sets
– Indexed sets in which the owner is a user-defined record (see also the OWNER IS SYSTEM clause)
It is not allowed for native VSAM sets.
– owner-record-options

Identifies the positions within the owner record's prefix to be used for next and prior (if any) pointers of the set being
described and optionally identifies the owner record's primary key.
The defaults for next and prior pointer positions depend on the set's mode.
Default:  Following are the defaults for each set mode:

– MODE IS CHAIN causes a default of NEXT DBKEY POSITION IS AUTO; the LINKED TO PRIOR clause causes a
default of PRIOR DBKEY POSITION IS AUTO.

– MODE IS VSAM is not applicable to next and prior set pointers.
– MODE IS INDEX causes defaults of NEXT DBKEY POSITION IS AUTO and PRIOR DBKEY POSITION IS AUTO,

unless OWNER IS SYSTEM is also coded.
Expansion of owner-record-options
– next-dbkey-position

Represents the sequential position of the NEXT set pointer within the owner record's prefix.
Limits: Whole integer 1 to 8180

– prior-dbkey-position
Represents the sequential position of the PRIOR set pointer within the owner record's prefix; it must be a whole
integer in the range 1 through 8180.
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When assigning pointer positions manually, remember to specify a prior db-key position if either of these conditions
is true:
• LINKED TO PRIOR is specified in the MODE clause.
• INDEX is specified in the MODE clause and OWNER IS SYSTEM is not specified.

– AUTo
Causes the schema compiler to automatically assign a set pointer position within the owner record's prefix when
the schema description is validated. Until the schema description is validated, a DISPLAY or PUNCH of the set
indicates AUTO for pointer positions; after the schema description has been validated, DISPLAY or PUNCH
indicates the sequential pointer positions that the validation resolved (see VALIDATE Statement).

– PRImary KEY is
For SQL access against a non-SQL defined database, defines a primary key field in the owner record.
• system-owned-index-name

Identifies a system-owned index as the primary key. To use this specification, the owner record must be a
member of the named index and the named index must be a mandatory automatic set that is defined, as
duplicates not allowed. No elements that are named as the keys for the system-owned index can be group
elements.

• CALc
Identifies the primary key as the owner record's CALC key. To use this specification, the owner record must be
stored with a location mode of CALC in which duplicates are not allowed. The CALC key must not contain a
group element.

• NULl
Removes the primary key from the set and all foreign keys that are associated with the primary key.

• OWNer is SYStem
Specifies that the indexed set being described is owned by an internal owner record (SR7 system record). A single
occurrence of the SR7 record type owns the set containing all member occurrences (identified in the MEMBER clause,
shown next). OWNER IS SYSTEM establishes a relationship that is functionally, though not internally, the same as that
of a one-of-a-kind (OOAK) record to its set members.
OWNER IS SYSTEM is not valid in the following instances:
– If the set mode is CHAIN
– If the set mode is VSAM INDEX
– area-specification

Specifies the area in which the owner record (SR7) and the index structure is to reside. If this clause is not coded,
the owner record and index structure is stored in the same area as the member record (specified in the MEMBER
clause).

Expansion of area-specification
– WIThin AREa area-name

Specifies the name of the area. Area-name must be the name of an area that is already defined as part of the
current schema.
Defaults for the WITHIN AREA clause are as follows:
• If WITHIN AREA is coded without SUBAREA or OFFSET, the SR7 owner record is stored within the named

area's page range.
• If WITHIN AREA is not coded, CA IDMS/DB places the owner record in the same area and page range as the

set member (in the MEMBER clause).
– SUBarea symbolic-subarea-name

Names a symbol representing a page range (or subarea). Within the physical area definition, the symbolic subarea
is assigned the actual range of pages in which CA IDMS/DB stores the system-owned index structure.

– OFFset
Specifies a relative range of pages in the physical area, in terms of either a percentage of the area or a number of
pages, in which CA IDMS/DB stores the owner record and the index structure.
• offset-page-count PAGes

 531



 Administrating

Determines the first page in which CA IDMS/DB stores the owner record based on the lowest page number of
the area:
record lopage = (LPN + offset-page-count)

     where LPN = the lowest page number in the physical area

Limits:  An integer in the range 0 through the number of pages in physical-area-name minus 1.
• offset-percent PERcent

Determines the first page in which CA IDMS/DB stores the owner record based on the initial page range of the
physical area:
record's lopage = (LPN + (INP * offset-percent * .01))

     where LPN = the lowest page number in the physical area
       and INP = the initial number of pages in the physical area

Limits:  0 to 100.
• FOR page-count PAGes

Determines the last page in which CA IDMS/DB stores the owner record based on the record's low page:
record's hipage = (RLP + page-count - 1)

     where RLP = the first page in which the SR7 can be stored

The calculated page must not exceed the highest page number in the physical area.
• FOR percent PERcent

Determines the last page in which CA IDMS/DB stores the owner record based on the record's low page and the
total number of pages in the physical area:
record's hipage = (RLP + (TNP * percent * .01) - 1)

     where RLP = the first page in which the SR7 can be stored
       and TNP = the total number of pages in the physical area

If percent causes the calculated high page to be greater than the highest page number in the physical area, CA
IDMS/DB ignores the excessive page numbers, and stores the record occurrences up to and including the last
page in the physical area.
Default: 100
Limits: 1 to 100

• INClude MEMber is record-name
Identifies a record type that is to participate as a member of the set. Record-name must name a record that is
associated with the current schema. Code as many MEMBER clauses as are necessary to declare all of the set's
member record types (note that indexed sets and native VSAM sets must include only one member record type).

• EXClude MEMber is record-name
Identifies a record type that is no longer to participate as a member of the set. Record-name must name a record type
that was previously included in the set definition. Additional options of the MEMBER clause are invalid.
– member-record-options

Specifies additional information about set members in order to maintain the set at runtime.
Expansion of   member-record-options
– AUTo

Causes the schema compiler to automatically assign a set pointer position within the member record's prefix when
the schema description is validated. Until the schema description is validated, a DISPLAY or PUNCH of the set
indicates AUTO for pointer positions; after the schema description is validated, DISPLAY or PUNCH indicates the
pointer positions that the validation resolved.
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Default:  Defaults assigned by the schema compiler depend on the set mode that is specified for the set as shown
in the following table:

Mode Defaults

MODE IS CHAIN Causes a default of NEXT DBKEY POSITION IS AUTO;
the LINKED TO PRIOR clause causes a default of PRIOR
DBKEY POSITION IS AUTO.

MODE IS INDEX Causes a default of INDEX DBKEY POSITION IS
AUTO. (Note that if the DBA codes NEXT or PRIOR, the
schema compiler accepts the statement, but changes the
specification to INDEX.)

MODE IS VSAM Is not applicable to next and prior set pointers.

– OMItted
Indicates no pointer is maintained in the member record for the index. For a system-owned index, this means that
there are no index pointers in the member records. If you use this option for a system-owned index, you must also
specify the MANDATORY AUTOMATIC set options.

– index-dbkey-position
Assigns the sequential position of the index set pointer within the member record's prefix. Index-dbkey-position
must be an integer in the range 1 through 8180. The default for the index pointer position depends on the set mode
as shown in the table under the "Usage" topic
When assigning pointer positions manually, remember to specify this value if the set is an indexed set.

– next-dbkey-position
Assigns the sequential position of the next set pointer within the member record's prefix. Next-dbkey-position must
be an integer in the range 1 through 8180. The default for the next pointer position depends on the set mode as
shown in the table under the "Usage" topic.

– prior-dbkey-position
Assigns the sequential position of the prior set pointer within the member record's prefix. Prior-dbkey-position must
be an integer in the range 1 through 8180. The default for the prior pointer position depends on the set mode as
shown in the table under the "Usage" topic. Remember to specify this value if LINKED TO PRIOR is specified in the
MODE clause.

– LINked to OWNer
Links each member record of the named type in the set to the owner record.
• OWNer dbkey POSition is owner-dbkey-position

Assigns the owner pointer position manually. Owner-dbkey-position represents a relative position in the member
record's prefix to be used for storing the database key of the owner record of the set; it must be an unsigned
integer in the range 1 through 8180. Do not specify this clause for:

• Indexed sets whose owner is SYSTEM
• Native VSAM sets
• OWNer dbkey POSition is AUTo

Causes the schema compiler to automatically assign the owner pointer position within the member record's prefix
when the schema is validated. AUTO is the default.
Until the schema description is validated, a DISPLAY or PUNCH of the set indicates AUTO for the pointer
position; after validation, these statements indicate the actual sequential pointer position.

– FOReign KEY is
For SQL access against a non-SQL defined database, identifies or removes a foreign key in the member record.
• NULl

Removes a previously defined foreign key from the member record; if specified, the owner record must be
defined without a primary key.

• element-name
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Identifies an element or a list of elements enclosed in parentheses that identify the foreign key. The elements
cannot be group elements and must match the data type and length of the corresponding element in the primary
key.

• NULlable
Indicates that the foreign key element can contain NULL values. To use this specification, the following rules
apply:

• The membership option of the member record cannot be mandatory automatic
• The foreign key element cannot be a control key or subordinate to a control key in any sorted set
• The foreign key element cannot be a CALC key
• The foreign key element must be defined as NULLABLE in all primary/foreign key sets in which it is named

– MANdatory
Specifies that occurrences of this record type cannot be disconnected from the set other than through an ERASE
function. MANDATORY must be specified for native VSAM sets and index sets in which the index db-key position is
omitted.

– OPTional
Specifies that occurrences of this record type can be disconnected from the set without being erased. Either
MANDATORY or OPTIONAL must be specified when including a member into a set.
AUTomatic
Specifies that occurrences of this record type are connected implicitly to the set as part of the STORE function.
AUTOMATIC must be specified for native VSAM sets and index sets in which the index db-key position is omitted.

– MANual
Specifies that occurrences of this record type are connected to the set only when the CONNECT function is issued.
Either AUTOMATIC or MANUAL must be specified when including a member into a set.

– key-expression
Identifies a sorted set. This clause is required if SORTED is specified in the ORDER statement and is invalid for
other set orders.

NOTE
In a multiple-member set, record occurrences are maintained in order within their record type, but are
maintained in no predictable order with respect to records of other types within the set.

Expansion of   key-expression
– sort-element-name

Identifies the member record element(s) on whose values the set is to be sorted (that is, the sort control element).
Sort-element-name specifies the name of a group or elementary data item that is defined in an element description
statement for the named member record type, with the following restrictions:
• No element that is named FILLER can be used in the sort control element.
• No element that redefines another element or is subordinate to an element that redefines another element can

be used in the sort control element.
• No repeating element (that is, one defined with an OCCURS clause) and no element subordinate to a repeating

element can be used in the sort control element.
• No element exceeding 256 bytes can be used in the sort control element.
Multiple sort-element-name values (each with its own order) can be coded, forming a compound sort control
element and thereby allowing the member records to be sorted on more than one element within the record. The
element names that make up the sort control element need not be contiguous within the member record. Note,
however, that the combined lengths of the elements (as defined in the PICTURE and USAGE clauses of the
ELEMENT substatement) must not exceed 256 bytes. Do not code multiple sort-element-names for native VSAM
sets.

– DBKey
For indexed sets only, specifies that the member record's database key is the set control element. Duplicates are
not allowed.
• ASCending
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Sorts the specified sort-element or database key in ascending order. ASCENDING is the default. ASCENDING
must be specified for native VSAM sets.
Note that if you specify ASCENDING before the KEY keyword, you cannot specify ASCENDING or
DESCENDING anywhere else in key-expression.

• DEScending
Sorts the specified sort-element or database key in descending order.
Note that if you specify DESCENDING before the KEY keyword, you cannot specify ASCENDING or
DESCENDING anywhere else in key-expression.

– NATural sequence
Indicates that the values of the key fields are sorted and evaluated with negative values before positive values.
By default, CA IDMS/DB sorts and evaluates the key fields using a standard collating sequence, which sorts
information according to its hexadecimal representation.
Even if NATURAL SEQUENCE is specified, the schema compiler may use a standard sort sequence if an element
in the sort key is a group element. If the data types of the elements subordinate to the group do not affect the
natural sort sequence, CA IDMS/DB uses the natural sequence. Otherwise, it uses the standard sort sequence and
issues a warning message.

NOTE
If STANDARD SEQUENCE is assumed and the CONTROL FIELDS allow NATURAL SEQUENCE,
NATURAL SEQUENCE will be selected. Control fields that are display will be set to NATURAL
SEQUENCE.

• UNCOMpressed
Applies to sorted indexed sets only and specifies that similar index entries are maintained in their entirety.

• COMpressed
Applies to sorted indexed sets only and specifies that similar index entries are maintained in compressed form.
COMPRESSED saves index space by compressing repeated characters and by causing like index entries to
be stored in part: the initial like portion of the entry is stored once for all similar entries and only the different
remaining portions are stored for each entry.

– DUPlicates are
Specifies how CA IDMS/DB handles a record occurrence whose sort key duplicates an existing occurrence's sort
key.
• FIRst

Logically positions record occurrences before the occurrence(s) with the duplicated sort key. FIRST is not valid
for native VSAM sets.

• LASt
Logically positions record occurrences after the occurrence(s) with the duplicated sort key. LAST is not valid for
native VSAM sets.

• NOT allowed
Does not allow record occurrences with duplicate sort keys.

• UNORDered
For native VSAM only, retrieves record occurrences in the order in which they were stored, regardless of the
direction in which the set is being searched.

• by DBkey
For MODE IS INDEX sets only, sorts record occurrences with duplicate key values by db-key.

DELETE SET Statement

• SET name is set-name
Identifies the database set description. Set-name must be a 1- to 16- character name.

DISPLAY/PUNCH SET Statement

• DETails
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Displays or punches the entire set description.
• ALL

Displays or punches the entire set description.
• NONe

Displays or punches only the set name.

NOTE

For more information about DISPLAY/PUNCH, see Generic DISPLAY/PUNCH Statement and Expansion of
module specification.

Usage

Set Automatically Deleted if Owner Record is Deleted

If a set's owner record is deleted (by a DELETE RECORD statement), the set is automatically deleted. Additionally, the
deleted record and set are deleted from all subschema descriptions that are associated with the current schema. But if a
set's member record is deleted (by a DELETE RECORD statement), the set remains.

Explicitly deleting a set

To delete the set (if it has no other member records), use the DELETE SET statement. DELETE deletes the named set
description from the data dictionary. Consequently, the set is removed not only from the current schema, but also from the
descriptions of all subschemas associated with the current schema. No optional clauses are valid for DELETE operations.

Default automatic pointer assignments for owner records

A valid set description requires pointer positions for the owner record and for each member record.

The defaults for the owner pointer positions depend on the set's mode specification as shown in the following table.
Positions for which "none" is indicated have no default and must not be specified; there is no such pointer position for
these modes.

Set mode NEXT PRIOR
CHAIN (without LINKED TO PRIOR) AUTO none
CHAIN (with LINKED TO PRIOR) AUTO AUTO
VSAM none none
INDEX (with user-defined record type as
owner)

AUTO AUTO

INDEX (with SYSTEM as owner) none none

Default automatic pointer assignments for member records

A valid set description requires pointer positions for the owner record and for each member record. The defaults for the
member record pointer positions depend on the set's mode specification as shown in the following table. Positions for
which "none" is indicated have no default and must not be coded; these modes have no such pointer position.

Set mode NEXT PRIOR INDEX
CHAIN
(without LINKED TO PRIOR)

AUTO none none

CHAIN
(with LINKED TO PRIOR)

AUTO AUTO none

VSAM none none none
INDEX none none AUTO
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Unlinked indexes

An unlinked index is a system-owned index in which there are no index pointers in the member records. You specify an
unlinked index by using the OMITTED option on the INDEX DBKEY POSITION clause of the MEMBER RECORD clause.
Unlinked indexes provide the following advantages:

• You can load and rebuild unlinked indexes faster
• You can add or remove an unlinked index without restructuring the database, provided the control length of a

compressed or variable length member record is not changed

However, unlinked indexes may increase processing overhead. For more considerations about unlinked indexes, see
Non-SQL Tuning Options.

The set options for an unlinked index must be MANDATORY AUTOMATIC.

Pointer positions in a record

For a given record, each position must be assigned to only one set pointer, and the positions within the record must be
contiguous.

SAME AS SET clause reduces coding

Because SAME AS SET copies an existing description, it can relieve the DBA of a considerable amount of coding. The
DBA can create a base set description with SAME AS SET and code additional clauses to alter the description of the new
set as desired.

Restrictions for SAME AS SET clause

SAME AS SET must not be specified for a set to which order, mode, owner, or member already is assigned.
Consequently, placement of the SAME AS SET clause is restricted as follows:

• ADD operation -- When used in an ADD operation, SAME AS SET must precede all other optional clauses.
• MODIFY operation -- SAME AS SET cannot be used in a MODIFY operation unless the set was added with no

optional clauses.

Don't change set pointers for existing databases

Do not change set pointers for existing databases. Use the NEXT DBKEY POSITION, PRIOR DBKEY POSITION, INDEX
DBKEY POSITION only when adding new sets or when changing sets in a schema for which a database is not yet
defined. If you must change set pointers, for example, because a set is deleted, you must restructure your database.

Determine pointer positions before assigning pointers

For a given record, each position must be assigned to only one set pointer, and the positions within the record must
be contiguous. When assigning positions manually, determine the pointer positions for all sets in the schema before
coding set descriptions. This avoids any conflicts (such as attempting to use the same position twice) and speeds up the
mechanical process of adding set descriptions to the schema description.

Percentage offsets assist database maintenance

Of the page limiting options, OFFSET with percentage specifications is the most flexible. As a database grows and must
eventually be expanded, the physical areas of the database must also be expanded. If the DBA originally expressed the
owner record's page range as a percentage of an area, the range need not be respecified to fit the new physical area
description; the runtime system automatically assigns the owner record to the same relative position in the new physical
area.

Foreign keys and control length

The specification of a foreign key does not affect the control length of the member record. Foreign key elements may
occur beyond the last control key even if the record is compressed or variable in length. However, if a foreign key element
does begin after the control length and the record has a database procedure which changes the value of the foreign key
field on a store or modify (for example, to convert it to upper case), then you should not use SQL INSERT statements to
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store new occurrences, nor SQL UPDATE statements to change the value of the foreign key. If you use these statements,
the value of the foreign key field before the procedure is executed is used to validate the primary/foreign key relationship.
This may cause the update to fail on a referential constraint violation or it may cause the member record to be associated
with an incorrect owner.

Primary/Foreign key usage

Defining primary and foreign keys for network sets allows SQL to treat sets as referential constraints between network
records. Incorporating a foreign key into the member record of a set and identifying the primary and foreign keys in the
SET definition statement allows standard application development tools that use JDBC and ODBC metadata functions to
discover the relationship between the network records in a set relationship. This also enables the use of standard SQL
statements to INSERT, UPDATE, and DELETE rows in the owner and member records, and eliminates the need for SQL
syntax extensions and table procedures.

Records which participate in a set that is defined with primary/foreign keys cannot be referenced in SQL statements which
use a virtual key schema and if done, results in an error.

Mixed page groups

Chained sets may not cross page group boundaries regardless of the MIXED PAGE GROUP BINDS ALLOWED option
setting.

Examples

Minimum SET statement

The following example supplies the minimum SET statement that is required for the set to be a valid schema component:

add set name is insplan-rider
  order is last
  mode is chain
  owner is insplan
  member is rider
  mandatory automatic.

Defining a chained set

The following example specifies that new records in the COVERAGE-CLAIMS set are added immediately before the
owner record, and that both next linkages (required) and prior linkages (optional) are used:

add set name is coverage-claims
  order is last
  mode is chain linked to prior
  .
  .
  .

Defining an indexed set

The following example identifies INDEX-JOB-TITLE as an indexed set; each of the set's bottom-level internal index
records will contain 50 entries.

add set name is index-job-title
  order is sorted
  mode is index block contains 50 keys
  .
  .
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  .

Using SAME AS SET to reduce coding

As stated earlier, SAME AS SET copies all information from the copied set to the new set description; the schema
compiler treats all subsequent clauses as MODIFY operations. In the following example, the MODE clause is treated as
though the statement were a MODIFY SET statement; the statement creates the EMP-POSITION set, which is identical to
EMP-POS set, except for its mode, and associates the new set with the current schema.

add set name is emp-position
  same as set emp-pos of schema testschm version is 1
  mode is chain linked to prior.

Calculating the page range of owner records

In the following example, physical area EMP-DEMO-REGION contains 1000 pages, numbered from 1 through 1000. At
runtime, CA IDMS/DB will use the offset specified for the system owner record and store the record on pages 51 ((1000 *
5 * .01) + 1) through 1000.

... owner is system
      within area emp-demo-region
        offset 5 percent for 95 percent.

In the following example, ORG-DEMO-REGION contains 240 pages, numbered from 2001 through 2240. At runtime, CA
IDMS/DB will store the owner record on pages 2041 (2001 + 40) through 2240.

... owner is system
      within area org-demo-region
        offset 40 pages for 200 pages.

Manually setting pointer positions

The following MEMBER clause example establishes the EMPOSITION record as a member of the JOB-POSITION
set. EMPOSITION has NEXT and PRIOR pointers for this set in positions 1 and 2 of the record prefix; owner linkage is
maintained, with the OWNER pointer in position 3 of the record prefix. Runtime operations for EMPOSITION are governed
by the OPTIONAL disconnect and MANUAL connect option.

add set name is job-position
  order is next
  mode is chain linked to prior
  owner is job
    next dbkey position is 1
    prior dbkey position is 2
  member is emposition
    next dbkey position is 1
    prior dbkey position is 2
    linked to owner
      owner dbkey position is 3
    optional manual.

Examples of sorted sets

The following example illustrates two sorted sets:

add set name is ooak-skill
  order is sorted
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  mode is chain linked to prior
  owner is ooak
    next dbkey position is 1
    prior dbkey position is 2
  member is skill
    next dbkey position is 1
    prior dbkey position is 2
    optional automatic
    key is skill-name ascending
      duplicates not allowed.

add set name is emp-expertise
  order is sorted
  mode is chain linked to prior
  owner is employee
    next dbkey position is 10
    prior dbkey position is 11
  member is expertise
    next dbkey position is 4
    prior dbkey position is 5
    linked to owner
    owner dbkey position is 6
    mandatory automatic
    key is emp-expertise ascending
      duplicates first.

Examples of indexed sets

The following example defines sets similar to those in the previous example. in this example the sets are implemented as
indexed sets:

add set name is ooak-skill
  order is sorted
  mode is index
    block contains 70 keys
  owner is system
  member is skill
    index dbkey position is 1
    optional automatic
    key is skill-name ascending
      compressed
      duplicates not allowed.

add set name is emp-expertise
  order is sorted
  mode is index
    block contains 50 keys
  owner is employee
    next dbkey position is 10
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    prior dbkey position is 11
  member is expertise
    index dbkey position is 4
    linked to owner
      owner dbkey position is 5
    mandatory automatic
    key is emp-expertise ascending
      duplicates first.

Example of a multiple-member set

The following example illustrates a set with three member record types; the db-key position specification defaults to
AUTO:

add set name is coverage-claims
  order is last linked to prior
  mode is chain
  owner is coverage
  member is hospital-claim
    mandatory automatic
  member is non-hosp-claim
    mandatory automatic
  member is dental-claim
    mandatory automatic.

Primary/Foreign key usage:

Defining primary and foreign keys for network sets allows SQL to treat sets as referential constraints between network
records. Incorporating a foreign key into the member record of a set and identifying the primary and foreign keys in the
SET definition statement, allows standard application development tools that use JDBC and ODBC metadata functions,
to discover the relationship between the network records in a set relationship. This also enables the use of standard SQL
statements to INSERT, UPDATE, and DELETE rows in the owner and member records and eliminates the need for SQL
syntax extensions and table procedures. If the department ID is defined in the EMPLOYEE record as DEPT-ID-4015, the
following example shows how the DEPT-EMPLOYEE set can be defined as a referential set.

add set name is dept-employee
  .
  .
  .
  owner is department
  .
  .
  .
    primary key is calc
  member is employee
  .
  .
  .
    foreign key is dep-id-0415
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NOTE

• The virtual foreign key feature is an alternative to defining a referential set. For more information, see
"Accessing Network-Defined Databases" in the CA IDMS Reference documentation.

• For more information about pointer positioning, system-owned index sets and system record types, and how
CA IDMS/DB compresses index entries, see "Administrating Database Design."

VALIDATE Statement for Schema
The VALIDATE statement verifies the relationships among all components of the schema that is current for update and
sets the status of the schema to VALID (if no errors exist) or IN ERROR (if errors exist). CA IDMS/DB requires that a valid
schema resides in the dictionary before any other activity involving the database can begin.

Only the schema compiler updates the status.

Syntax

►►─── VALIDATE ───────────────────────────────────────────────────────────────►◄

Usage

Effect of VALIDATE on schema

When the schema compiler validates the schema, it takes one of the following actions:

• If it finds no errors, the compiler sets the schema status to VALID. VALID indicates that the schema is usable by other
CA IDMS/DB software.

• If it finds errors, the compiler sets the schema status to IN ERROR and issues messages indicating the exact nature of
each error. The DBA uses these messages to determine what changes must be made for the schema to be valid. As
long as the status is IN ERROR, other CA IDMS/DB software (such as the subschema compiler and utilities) cannot
use the schema.

Must validate the schema following ADD and MODIFY

The schema compiler sets the schema status to IN ERROR after the successful execution of an ADD SCHEMA or
MODIFY SCHEMA statement. You must validate the schema to make it available to other CA IDMS/DB software.

VALIDATE resolves pointers

In addition to the verification described above, VALIDATE causes the schema compiler to resolve the pointer positions for
which AUTO was specified in set description statements.

VALIDATE can be used at any time during schema definition

The VALIDATE statement can be used at any time to verify the relationships of schema components. For example, if
the DBA has not yet defined sets but wants to verify the schema record structures, VALIDATE can be used. In this case,
however, the DBA should anticipate a warning for records whose location mode is VIA an undefined set.

REGENERATE Statement
Contents

The REGENERATE statement regenerates subschema load modules following changes to the schema that is current for
update.
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Syntax

►►─── REGenerate ─┬─ AFFected ─┬─ SUBSChemas ─────────────────────────────────►

                  └─ ALL ──────┘

 

 ►─┬─────────────────────────────────────────┬────────────────────────────────►◄

   └─ as LOAd MODule Version version-number ─┘

Parameters

 

• AFFected
Instructs the schema compiler to regenerate only those subschemas that have been affected by the schema
modification.

• ALL
Instructs the schema compiler to regenerate all subschemas associated with the current schema.

• as LOAd MODule Version version-number
Specifies the version number to be assigned to the subschema load modules. Version-number must be an unsigned
integer in the range 1 through 9999. The default is 1.

NOTE
Unlike other version numbers, the load module version number does not default to the current session
option.

Usage

Effect of REGENERATE on Subschemas

In response to the REGENERATE statement, the schema compiler identifies each subschema that must be regenerated
and verifies the relationships among the components of each identified subschema. Based on this verification, the schema
compiler takes one of the following actions:

• If it finds no errors, the compiler invokes the subschema compiler to create subschema tables and store the tables as a
load module in the dictionary load area (DDLDCLOD). The subschema is marked as VALID.

• If it finds errors, the compiler issues messages indicating the name of the invalid subschema and the exact nature of
each error and marks the subschema IN ERROR. The DBA uses these messages to determine what changes must
be made for the subschema to be valid and uses the subschema compiler to make any necessary changes to the
subschema.

Using the subschema compiler to regenerate subschemas

Alternatively, after modifying and validating a schema, the DBA can use the subschema compiler (IDMSUBSC) to validate
and regenerate subschemas. To regenerate subschemas, use either the schema compiler or the subschema compiler:
using both causes needless duplication of processing. Note that if a subschema requires changes in addition to those
necessitated by changes in the schema, the DBA need not use REGENERATE. The DBA can, after validating the
schema, use the subschema compiler both to make the additional changes and to generate the new subschema load
module.
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Subschema Statements
This section describes SUBSCHEMA statements. Syntax, parameter descriptions, usage information, and examples are
presented for each statement.

The SUBSCHEMA statements identify the subschema as a whole, and establish subschema currency,  see Establishing
Schema and Subschema Currency. In addition to the functions stated above, SUBSCHEMA statements can:

• Add, modify, delete, display, or punch a subschema description
• Establish security for the subschema
• Authorize users to issue specific verbs against the subschema

Syntax Order

ADD/MODIFY syntax is presented first, followed by DELETE syntax. DISPLAY/PUNCH syntax is presented last.

Expansion Variables

Diagrams for expansion variables (indicated by underscore and italics) are shown at the end of the current syntax
diagram. Expansions for common clauses are handled in a separate section, and those expansions are referenced in the
parameter description.  

Syntax

Syntax: ADD/MODIFY SUBSCHEMA

►►─┬─ ADD ────┬─ SUBschema name is subschema-name ────────────────────────────►

   └─ MODify ─┘

 

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   └─ of SCHema name is schema-name ─┬─────────────────────────┬─┘

                                     └─ version-specification ─┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ user-specification ─┘

 ►─┬─────────────────────────────────────────────┬────────────────────────────►

   └─ subschema DEScription is description-text ─┘

 

 ►─┬──────────────────────────────────────────────────────┬───────────────────►

   └─┬─ PROgram REGistration REQuired ─┬─ is ─┬─ ON ────┬─┘
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     └─ AUThorization ─────────────────┘      └─ OFF ◄──┘

 

 ►─┬──────────────────────────┬───────────────────────────────────────────────►

   └─ USAge is ─┬─ DML ─────┬─┘

                ├─ LR ──────┤

                └─ MIXed ◄──┘

 

 ►─┬─────────────────────────────────────────┬────────────────────────────────►

   │ ┌─────────────────────────────────────┐ │

   └─▼- statistics-transfer-specification ─┴─┘

 ►─┬──────────────────────────────┬───────────────────────────────────────────►

   └─ LR CURrency ─┬─ RESet ◄───┬─┘

                   └─ NO RESet ─┘

 

 ►─┬───────────────────────────────────────────────────────────────────────┬──►

   │ ┌───────────────────────────────────────────────────────────────────┐ │

   └─▼─┬─────────────┬─ USEr is user-id ─┬──────────────────────────────┬┴─┘

       ├─ INClude ◄──┤                   └─ user-options-specification ─┘

       └─ EXClude ───┘

 

 ►─┬──────────────────────────────────────────────┬───────────────────────────►

   └─ PUBlic ACCess is allowed for ─┬─ DELete ──┬─┘

                                    ├─ DISplay ─┤

                                    ├─ MODify ──┤

                                    ├─ UPDate ──┤
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                                    ├─ ALL ◄────┤

                                    └─ NONe ────┘

 ►─┬────────────────────────────────────────────────────────────────────────┬─►

   │ ┌────────────────────────────────────────────────────────────────────┐ │

   └─▼─┬─────────────┬─ class-name is attribute-name ┬───────────────────┬┴─┘

       ├─ INClude ◄──┤                               └ TEXT is user-text ┘

       └─ EXClude ───┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►◄

   └─┬─ COMments ────┬──┬─ comment-text ─┬─┘

     └─ comment-key ─┘  └─ NULl ─────────┘

Expansion of statistics-transfer-specification

►►─── TRAnsfer statistics to SUBschema name subschema-name ───────────────────►

 

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   └─ of SCHema name is schema-name ─┬─────────────────────────┬─┘

                                     └─ version-specification ─┘

 

 ►─┬────────────────────────────────────────────────────────────────┬─────────►◄

   └─ FOR PROgram name is program-name ─┬─────────────────────────┬─┘

                                        └─ version-specification ─┘

Syntax: DELETE SUBSCHEMA

►►─── DELete SUBschema name is subschema-name ────────────────────────────────►
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 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   └─ of SCHema name is schema-name ─┬─────────────────────────┬─┘

                                     └─ version-specification ─┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►◄

   └─ user-specification ─┘

Syntax: DISPLAY/PUNCH SUBSCHEMA

►►─┬─ DISplay ─┬─ SUBschema name is subschema-name ───────────────────────────►

   └─ PUNch ───┘

 

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   └─ of SCHema name is schema-name ─┬─────────────────────────┬─┘

                                     └─ version-specification ─┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘

 ►─┬─────────────────────────────────────────────────────────┬────────────────►

   │ ┌─────────────────────────────────────────────────────┐ │

   │ │                 ┌─────────────────────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ ALL COMment TYPes ─────────┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ AREas ─────────────────────┤

       └─ WITHOut ───┘   ├─ ATTributes ────────────────┤

                         ├─ COMments ──────────────────┤
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                         ├─ DEFinitions ───────────────┤

                         ├─ DETails ───────────────────┤

                         ├─ ELements ──────────────────┤

                         ├─ HIStory ───────────────────┤

                         ├─ LRS ───────────────────────┤

                         ├─ PATh-groups ───────────────┤

                         ├─ PROgrams ──────────────────┤

                         ├─ RECords ───────────────────┤

                         ├─ SETs ──────────────────────┤

                         ├─┬─ USEr DEFINED COMments ─┬─┤

                         │ └─ UDCs ──────────────────┘ │

                         ├─ USErs ─────────────────────┤

                         ├─ ALL ───────────────────────┤

                         └─ NONe ──────────────────────┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘
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 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• SUBschema name is subschema-name
Identifies the subschema description to the dictionary. Subschema-name specifies the name of the subschema.
Subschema-name must be a 1- to 8-character alphanumeric value.

• of SCHema name is schema-name
Associates the subschema with a previously compiled schema. Schema-name is the name of a valid schema for which
the named subschema represents a program view. This clause is required for ADD operations; it is required for all
other operations if the subschema name is not unique in the dictionary.

• version-specification
Specifies the version number of the schema. The version number defaults to the current session option for existing
versions.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

• user-specification
Identifies the user using the subschema description.

NOTE
Expanded syntax for user-specification is presented in Section13, “Parameter Expansions".

• subschema DEScription is description-text
Optionally specifies a name that is more descriptive than the 8-character subschema name required by CA IDMS/
DB, but can be used to store any type of information; SUBSCHEMA DESCRIPTION is purely documentational.
Description-text is a 1- to 40-character alphanumeric field; if it contains spaces or delimiters, it must be enclosed in
quotes.
For CA OLQ users, the descriptive information appears on the CA OLQ screen to select subschemas.

• PROgram REGistration REQuired/AUThorization is ON
Specifies that programs must be registered with the named subschema in order to be compiled against the
subschema. AUTHORIZATION is a synonym for PROGRAM REGISTRATION REQUIRED.
To register a program with a subschema, use the IDD DDDL PROGRAM statement. A program naming the subschema
is not eligible for compilation by the DML precompilers unless it is registered with the subschema.

• PROgram REGistration REQuired/AUThorization is OFF
Specifies that programs do not have to be registered with the named subschema to be compiled against the
subschema. AUTHORIZATION is a synonym for PROGRAM REGISTRATION REQUIRED. OFF is the default. Any
program naming the subschema can be compiled by the DML precompilers.

• USAge is DML
Specifies that programs using the subschema can access database records only. Attempts to access logical records
will result in the return of an error-status code of 2010 to the requesting program.

• USAge is LR
Specifies that programs using the subschema can access logical records only. Attempts to access database records
will result in the return of an error-status code of nn10 to the requesting program.

• USAge is MIXed
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Specifies that programs using the subschema can access both database records and logical records. MIXED is the
default.

• statistics-transfer-specification
Transfers compile-time program statistics from the current subschema to another subschema. Statistics can be
transferred for all programs associated with the current subschema or for a specific program. Statistics can be viewed
in standard dictionary (DREPORTs) activity reports (see the CA IDMS Reporting section), as follows:
– Area statistics by area and by program
– Set statistics by set and by program
– Record statistics by record and by program
– Logical record statistics by logical record and by program

• TRAnsfer statistics to SUBschema name subschema-name
Identifies the subschema to receive the transferred statistics.

• of SCHema name is schema-name
Identifies the schema with which the subschema receiving the transferred statistics is associated; this clause is
required if subschema-name is not unique.

• version-specification
Uniquely qualifies schema-name with a version number. The default is the current session option for existing versions.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

• FOR PROgram name is program-name
Identifies a program for which statistics have been collected under the current subschema. The statistics for and
registration of the named program are transferred to the subschema named in the TRANSFER STATISTICS clause. If
this clause is omitted, the statistics for all programs associated with the subschema will be transferred.

• version-specification
Uniquely qualifies program-name with a version number. The default is the current session option for existing versions.

NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

• LR CURrency RESet
For subschemas containing logical-record definitions, specifies that the CA IDMS Logical Record Facility (LRF) is to
reset currency and restore the logical record's program variable storage area before iterating a path. RESET is the
default.
LRF sets the currency to that which existed at the termination of the previous execution of the path and restores the
logical record's variable storage area with the records obtained during the previous execution of the path. LRF resets
currency by issuing FINDs by DBKEY for all logical-record elements previously located up to, but not including, that
element at which iteration is to commence. LRF restores storage by additionally issuing GETs for those elements
retrieved as well as located during the previous execution of the path.

• LR CURrency NO RESet
Specifies that LRF is not to reset currency or restore variable storage.

• INClude USEr is user-id
Associates a user with the subschema description. User-id must be the name of a user as defined in the dictionary.

• user-options-specification
Registers the user to access the subschema description, places security on the subschema description, and
documents the user's association with the subschema. The options available with this clause are valid for INCLUDE
only.

NOTE
Expanded syntax for user-options-specification is presented in Section13, “Parameter Expansions".

• PUBlic ACCess is allowed for
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Specifies which operations are available, for the current subschema and its components, for public access (that is, to
all users who can sign on to the subschema compiler. When coded, the keyword ALLOWED can be abbreviated to no
fewer than four characters (ALLO).

• DELete
Allows unregistered users to DELETE, DISPLAY, and PUNCH the subschema and its components.

• DISplay
Allows unregistered users to DISPLAY and PUNCH the subschema and its components.

• MODify
Allows unregistered users to MODIFY, DISPLAY, and PUNCH the subschema and its components.

• UPDate
Allows unregistered users to ADD, MODIFY, DELETE, DISPLAY, and PUNCH the subschema and its components.
Unlike ALL, UPDATE does not allow unregistered users to change the subschema's PUBLIC ACCESS specification.

• ALL
Allows unregistered users to ADD, MODIFY, DELETE, DISPLAY, and PUNCH the subschema and its components.
Additionally, ALL allows all users to change the subschema's PUBLIC ACCESS specification, thus enabling them to
change security for the subschema.

• NONe
Prohibits unregistered users from accessing the subschema.

• INClude class-name is attribute-name
Provides a way for the DBA to classify the subschema for documentational purposes by associating an attribute with
the subschema.
Class-name must be the name of a class as defined in the dictionary through the IDD DDDL compiler. If the dictionary
entry for the class specifies that attributes must be added manually, attribute-name must be the name of an attribute
already associated with class-name; if not, attribute-name can be any 1- to 40-character value, enclosed in quotes if it
contains spaces or delimiters.

NOTE
For instruction in defining classes and attributes, see the CA IDMS IDD DDDL Reference section.

• EXClude class-name is attribute-name
Dissociates an attribute with the subschema. Class-name must be the name of a class for which an attribute already is
associated with the subschema; attribute-name names the attribute in order to be dissociated from the subschema.

• TEXT is user-text
On INCLUDE class-name operations, supplies additional documentation of the assignment of a specific attribute to the
subschema. User-text is 1 to 40 characters of text; if it contains spaces or delimiters, it must be enclosed in quotes.

• COMments/comment-key is comment-text/NULl
Provides a way for the DBA to maintain comments about the subschema. Comment-key is the value assigned in the
USER DEFINED COMMENTS clause of the IDD DDDL MODIFY ENTITY statement. NULl disassociates text from the
current subschema.

NOTE
Coding rules for comment-text are presented in 10.5.4, "Coding Comment Text".

• ALL COMment TYPes
Displays and punches all comment entries (COMMENTS, DEFINITIONS, ELEMENT DEFINITIONS, CULPRIT
HEADERS, OLQ HEADERS, REMARKS, and user-defined comment keys) associated with the requested subschema.

• AREas
Displays and punches all areas included in the subschema.

• ATTributes
Displays and punches all classes and attributes assigned to the subschema.

• COMments
Displays and punches all COMMENTS clauses included both in the SUBSCHEMA statement and in all logical-record
definitions in the subschema.

• DEFinitions
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Displays and punches all definitions associated with the subschema.
• DETails

Displays and punches the following information on the subschema:
– The AUTHORIZATION clause specified for the subschema
– The USAGE clause specified for the subschema
– The LR CURRENCY clause specified for the subschema

• ELements
Displays and punches the following information:
– When LRS and DETAILS are also specified, database records contained in a logical record definition
– When RECORDS and DETAILS are also specified, elements (fields) previously specified in a subschema record

definition
• HIStory

Displays and punches the date and time that the subschema was created or last modified.
• LRS

Displays and punches all logical records included in the subschema.
• PATh-groups

Displays and punches all logical-record path groups included in the subschema.
• PROgrams

Displays and punches all programs associated with the subschema.
• RECords

Displays and punches all database records included in the subschema.
• SETs

Displays and punches all sets included in the subschema.
• USEr DEFINED COMments/UCDS

For subschema with user-defined comment keys only, displays and punches all user-defined comment keys
associated with the requested subschema.

• USErs
Displays and punches all users associated with the subschema, including the REGISTRATION, RESPONSIBILITY,
and PUBLIC ACCESS clauses.

• ALL
Displays and punches the entire subschema description.

• NONe
Displays and punches only the subschema name and associated schema name and version number.

Usage

Effect of ADD on Subschema

ADD creates a new subschema source description in the dictionary. Default values established through the SET
OPTIONS statement can be used to supplement the user-supplied description.

ADD also sets the subschema's status to IN ERROR. The status must be set to VALID before a subschema load module
can be generated; a load module must be generated before programs can use the subschema to access the database.

Effect of MODIFY on Subschema

MODIFY modifies an existing subschema source description in the dictionary. All clauses associated with an ADD
operation can be specified for MODIFY operations.

MODIFY also sets the subschema's status to IN ERROR. The status must be set to VALID before a subschema load
module can be generated. Note, that if modification involves the following changes, and if the subschema already has a
load module, a new load module need not be produced:
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• Documentation
• Program registration
• Statistics transfer
• Users included or excluded
• Public access

Effect of DELETE on Subschema

DELETE deletes an existing subschema source description from the dictionary. The subschema load module (if any)
remains intact, unless the SET OPTION statement specifies DELETE IS ON, in which case the subschema compiler:

• Logically deletes version 1 of the subschema load module from the load area of the dictionary (load modules qualified
by another version number must be explicitly deleted).

• Automatically erases version 1 of any PROG-051 dictionary record occurrence associated with the subschema load
module, provided the record was built by the subschema compiler and is not related to any other entity type in the
dictionary.

SUBSCHEMA Statement Defines Its Use by Program

The SUBSCHEMA statement defines the following information on its use by programs:

• Program authorization -- The SUBSCHEMA statement specifies whether programs using the subschema must be
registered with the subschema (by means of the IDD DDDL compiler) in the dictionary in order to be eligible for
compilation by the CA IDMS Data Manipulation Language (DML) precompilers.

• DML usage -- The SUBSCHEMA statement specifies whether programs using the subschema can issue only DML
requests, only logical-record DML requests, or both.

The SUBSCHEMA statement can also be used to transfer the statistics (such as database access statistics) for the
named subschema to another subschema.

ADD Interpreted as MODIFY

If, on an ADD operation, a subschema of the same name within the same schema already exists in the dictionary, the
action taken by the subschema compiler varies depending on the current session option for DEFAULT:

• If DEFAULT IS ON is specified, the subschema compiler interprets the ADD as a MODIFY for the named subschema.
• If DEFAULT IS OFF is specified, the subschema compiler issues an error message and terminates processing of the

ADD SUBSCHEMA statement. Note that, in this case, subschema currency will be null for subsequent statements.

User-Specification Required for Secured Subschemas

If the user-specification clause is not used, user-id and password default to the current session options.

User-specification is used when the subschema compiler checks security. If either the subschema compiler or the specific
subschema is secured, the compiler rejects the operation unless it finds the name and password of an authorized user in
one of the following places:

• The SUBSCHEMA statement
• The current session value

NOTE
For a detailed description of security, see the CA IDMS Security Administering section.

Transferring Statistics for Some, But Not All, Programs

To transfer statistics for multiple (but not all) programs, repeat the TRANSFER STATISTICS clause for each program. To
transfer statistics for all programs registered with the subschema, include a single TRANSFER STATISTICS clause that
does not specify a program name.

Existing User Registration Replaced by New One
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When modifying a user's registration, the option specified in the REGISTERED FOR clause replaces the previous
specification. In the following example, the second REGISTERED FOR clause removes BARBER's ability to delete
subschema empss01.

add subschema empss01

    user is barber

    registered for update.

 

mod subschema empss01

    user is barber

    registered for modify.

Existing User Responsibility Replaced by New One

When modifying a user's responsibility documentation, the option specified in the RESPONSIBLE FOR clause replaces
the previous specification. In the following example, the second RESPONSIBLE FOR clause removes CREATE from
BAKER's documentation of responsibilities.

add subschema empss02

    user is baker

    responsible for creation and update.

 

mod subschema empss02

    user is baker

    responsible for update.

Registered Users Can Perform Non-Public Access Operations

To perform any operation not available for public access, the user must be registered for that operation in the current
subschema. Registered users can also perform operations available for public access.

At Least One User Must Be Registered for ALL

When a subschema is added to the dictionary, public access defaults to ALL and cannot be changed until at least one
user is registered for ALL operations. The first registration of a user for ALL operations changes public access to NONE.
Note that the last user with ALL registration cannot be excluded from the subschema description until public access
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is changed to ALL. Thus the subschema compiler ensures that no inaccessible subschema description exists in the
dictionary. The following example illustrates the various stages of public access:

add subschema empss01.

Public access defaults to all.

mod subschema empss01.

    user is mjj

      registered for all

    public access is modify.

Public access changes from NONE to MODIFY with PUBLIC ACCESS is MODIFY.

mod subschema empss01.

    exclude user mjj.

This statement is not possible. Public access must first be changed to all.

Assigning Text to a Comment Key

Before entering comment-text for a comment-key in the COMMENTS clause, the comment key must have been
previously defined in the USER DEFINED COMMENTS clause of the IDD DDDL MODIFY ENTITY statement.

Before specifying EXCLUDE in the USER DEFINED COMMENTS clause of an IDD DDDL MODIFY ENTITY statement,
you must first specify NULL for the comment key in the SUBSCHEMA COMMENTS clause.

Examples

Minimum SUBSCHEMA Statement

The following example supplies the minimum SUBSCHEMA statement required for the purpose of later establishing a
functional subschema:

add subschema name is dehss01

  of schema empschm version 100.

Securing the subschema for LRF Usage

This example modifies subschema DEHSS01 so that any program that uses the subschema must first be registered. It
also designates that these programs can access logical records only.

mod subschema dehss01
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   program registration is on

   usage is lr .

Registering a User For All Operations

This example indicates user DEH has authority to perform all basic entity operations and to issue the PUBLIC ACCESS
clause. All other users are allowed to display or punch the subschema.

mod subschema dehss01

   include user deh

       registered for all

   public access is allowed for display.

Documenting Subschema Revisions

In the following example, the DBA documents subschema revisions and the purpose of those revisions; note that the DBA
first defined revision number as a class in the dictionary:

modify subschema name is culss01

    prepared by dba  password is tennis

    revision number is '6.5'

        text is 'accommodate new billing restrictions'.

NOTE
For more information on when to specify LR CURRENCY RESET or NO RESET, see the Administrating section.

The AREA Statements

The AREA statements identify a subschema area. Depending on the verb and options coded, the AREA statements can
also:

• Copy an area description from the schema with which the current subschema is associated
• Determine the usage modes in which programs using the current subschema can ready the area
• Determine the default usage mode for programs that do not issue READY statements
• Delete an area from the subschema
• Display or punch a subschema area

The subschema compiler applies AREA statements to the current subschema.
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Syntax

Syntax: ADD/MODIFY AREA

►►─┬─ ADD ────┬─ AREa name is area-name ──────────────────────────────────────►

   └─ MODify ─┘

 

 ►─┬─────────────────────────────────────────────────────────────┬────────────►

   │ ┌─────────────────────────────────────────────────────────┐ │

   └─▼─┬─────────────┬──┬─ UPDate ────┬─ is ─┬─ ALLowed ◄────┬─┴─┘

       ├─ EXClusive ─┤  └─ RETrieval ─┘      └─ NOT ALLowed ─┘

       ├─ PROtected ─┤

       └─ SHAred ────┘

 

 ►─┬──────────────────────────────────────────────────────────────────────┬───►◄

   └─ DEFault USAge is ─┬─┬─────────────┬──┬─ UPDate ────┬──┬─────────┬─┬─┘

                        │ ├─ EXClusive ─┤  └─ RETrieval ─┘  └─ FORce ─┘ │

                        │ ├─ PROtected ─┤                               │

                        │ └─ SHAred ────┘                               │

                        └─ NULl ◄───────────────────────────────────────┘

Syntax: DELETE AREA

►►─── DELete AREa name is area-name ──────────────────────────────────────────►◄

Syntax: DISPLAY/PUNCH AREA

►►─┬─ DISplay ─┬─ AREa name is area-name ─────────────────────────────────────►

   └─ PUNch ───┘
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 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   │ ┌───────────────────────────────────┐ │

   │ │                 ┌───────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ ALL ─────┤

       └─ WITHOut ───┘   └─ NONe ────┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• AREa name is area-name
Identifies an area description. Area-name must be the name of an area defined in the schema with which the current
subschema is associated.

• UPDate
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Specifies an area ready mode of UPDATE. Run units can ready the area for shared update, protected update, or
exclusive update.

• RETrieval
Specifies an area ready mode of RETRIEVAL. Run units can ready the area for shared retrieval, protected retrieval, or
exclusive retrieval.

• EXClusive
Specifies an area ready mode of EXCLUSIVE UPDATE or EXCLUSIVE RETRIEVAL.

• PROtected
Specifies an area ready mode of PROTECTED UPDATE or PROTECTED RETRIEVAL.

• SHAred
Specifies an area ready mode of SHARED UPDATE or SHARED RETRIEVAL.

• is ALLowed
Specifies that run units using the current subschema can ready the area in the specified ready mode. ALLOWED is the
default.

• is NOT ALLowed
Specifies that run units using the current subschema cannot ready the area in the specified ready mode.

• DEFault USAge is
Specifies the default ready mode, if any, in which the named area is to be readied for programs using the current
subschema.

• UPDate
Specifies the default ready mode is UPDATE. The area can be readied in SHARED UPDATE, EXCLUSIVE UPDATE,
or PROTECTED update.

• RETrieval
Specifies the default ready mode is RETRIEVAL. The area can be readied in SHARED RETRIEVAL, EXCLUSIVE
RETRIEVAL, or PROTECTED RETRIEVAL.

• EXClusive
Specifies the default ready mode is either EXCLUSIVE UPDATE or EXCLUSIVE RETRIEVAL.

• PROtected
Specifies the default ready mode is either PROTECTED UPDATE or PROTECTED RETRIEVAL.

• SHAred
Specifies the default ready mode is either SHARED UPDATE or SHARED RETRIEVAL.

• FORce
Specifies that the area is automatically readied even if explicit READY statements for other areas have already been
issued. If this parameter is omitted, then automatic ready is disabled after any explicit READY statement.

NOTE
For more information on FORCE, see the Usage section.

• NULl
Specifies that programs accessing this area must issue an explicit READY statement for the area. NULL is the default.

• DETails
Displays and punches the ready modes in which the area can or cannot be readied and the default ready mode in
which the area will be readied for programs using the current subschema.

• ALL
Displays and punches the entire area description.

• NONe
Displays and punches only the name of the area.

Usage

Effect of ADD on Areas

ADD copies the area description from the schema description into the subschema description.
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Effect of DELETE on Areas

DELETE removes the area from the current subschema description in the dictionary; the area remains associated with the
schema.

AREA Statement Determines How Programs Can Ready the Area

ADD and MODIFY AREA operations can restrict the ready modes in which programs using the current subschema can
ready the area, and can specify a default ready mode in which the area will be readied for programs using the current
subschema.

The UPDATE (RETRIEVAL) IS ALLOWED clause can be repeated for as many different ready modes as required.

Specify Default Ready Mode for All Subschema Areas or use the FORCE Option

If a program issues an explicit READY for one area, it must issue an explicit READY for all areas to be accessed unless
the areas use the default usage mode with the FORCE option. The automatic READY mechanism is turned off as soon as
one area is readied explicitly by a program and then only areas using the default usage option FORCE are automatically
readied.

Considerations for Using the FORCE Option with ADS Dialogs

The FORCE option is provided to allow application changes to be deferred when a record in an index set is moved to
a different area. This type of change might be done to implement a Mixed Page Group Index Set. When the FORCE
option is used on an AREA referenced by ADS dialogs having extended run units, those dialogs must be modified in some
manner, as indicated in the scenarios and workarounds outlined below.

Three types of issues can occur with respect to the use of the FORCE option with areas that ADS dialogs access using an
extended run unit:

1. Negative impact on performance
Most ADS dialogs READY all areas for RETRIEVAL, therefore the default usage modes are often defined as
RETRIEVAL. However, UPDATE dialogs require one or more areas to be readied for UPDATE. In cases where a
new area is defined using the FORCE option and the subschema is referenced in one or more UPDATE dialogs,
the RETRIEVAL/UPDATE clause for the new area must be set to UPDATE to allow updating the index set. Applying
this setting changes all RETRIEVAL dialogs which reference that subschema area to UPDATE, which can cause
degradation in performance, or in some cases may cause deadlocks to occur due to increased locking.
Workaround
Identify the dialogs that UPDATE the index (there should not be too many). Change the UPDATE dialogs by one of the
two following methods:
– Add a READY UPDATE statement in the process code (instead of using the Area FORCE option).
– Use a new tailored subschema that readies the new area using the FORCE and UPDATE options.
This workaround only functions if the run units are not extended.

2. Abends in dialogs using extended run units.
This issue can occur in situations such as this example:
An update dialog readies one area for UPDATE and another for RETRIEVAL. This dialog then LINKs to a dialog that
does not ready the second area, but also readies the first area for UPDATE to allow updates to an indexed set that the
upper-level dialog does not use. For efficiency, ADS keeps the run unit open through both dialogs. If one record of the
indexed set is moved from the UPDATE area to the RETRIEVAL area, the lower-level dialog needs UPDATE access to
the new area.
As the run unit is rebound only when the dialogs are recompiled, the second run unit does not have UPDATE access
to the second area. ERROR-STATUS abends such as 0801 and 1209 can occur.
Workaround
Change the subschema to ready its second area for UPDATE using the FORCE option. Be aware that doing so can
cause the locking problems described in the preceding issue.
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NOTE
Using a tailored subschema for the lower-level dialog is not an option because the run unit would no longer
be extended.

3. Incomplete recovery after an abend of an extended run unit
When two dialogs use the same subschema with extendable attributes, the run unit is extended if one dialog LINKs
to the other. When an indexed set is modified to span page groups, then neither of these dialogs is able to access the
new area unless the dialogs are recompiled or the subschema is modified to FORCE a READY for the new area.
Problems can occur in the situation when a subschema is changed to add a new area using the FORCE and UPDATE
options. When a lower-level dialog in an extended run unit is recompiled, its RAT (READY AREA TABLE) is changed
to access the new area and the run unit from the higher-level dialog will no longer be extended. In normal situations,
the dialog performs as before, except that multiple run units are bound and finished during each execution of the
transaction. If an abend occurs, only part of the transaction is rolled back because multiple run units were bound.
Workaround
Recompile all dialogs in the run unit thread if the FORCE option is used on an AREA referenced by ADS dialogs
having extended run units.

Example

This example adds area EMP-DEMO-REGION to the current subschema. EMP-DEMO-REGION can be readied for
SHARED UPDATE or SHARED RETRIEVAL. The default ready mode is SHARED RETRIEVAL.

add area name is emp-demo-region

   shared update is allowed

   default usage is shared retrieval.

NOTE
For more information on area ready modes and ready options, see the CA IDMS Navigational DML
Administrating section.

The RECORD Statements
 

The RECORD statements identify a subschema record. Depending on the verb and options coded, the RECORD
statements can also:

• Copy a record description from the schema with which the current subschema is associated
• Define a subschema view of the record; a subschema view determines:

– Which record elements can be accessed through the subschema
– Which DML verbs can be issued against the record

• Establish a priority, within the subschema, for the record
• Delete a record from the subschema
• Display or punch a subschema record description

The subschema compiler applies RECORD statements to the current subschema.

Contents
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Syntax

Syntax: ADD/MODIFY RECORD

►►─┬─ ADD ────┬─ RECord name is database-record-name ─────────────────────────►

   └─ MODify ─┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VIEw ID is view-id ─┘

 

 ►─┬─────────────────────────────────────────────┬────────────────────────────►

   │ ┌─────────────────────────────────────────┐ │

   └─▼─┬─ CONnect ────┬─ is ─┬─ ALLowed ◄────┬─┴─┘

       ├─ DISconnect ─┤      └─ NOT ALLowed ─┘

       ├─ ERAse ──────┤

       ├─ FINd ───────┤

       ├─ GET ────────┤

       ├─ KEEp ───────┤

       ├─ MODify ─────┤

       └─ STOre ──────┘

 

 ►─┬─────────────────────────────────────┬────────────────────────────────────►

   │                  ┌──────────────┐   │

   └─ ELements are ─┬─▼- field-name ─┴─┬─┘

                    └─ ALL ────────────┘

 

 ►─┬─────────────────────────────────────┬────────────────────────────────────►◄
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   └─ PRIority is ─┬─ record-priority ─┬─┘

                   └─ NULl ────────────┘

Syntax: DELETE RECORD

►►─── DELete RECord name is database-record-name ─────────────────────────────►◄

Syntax: DISPLAY/PUNCH RECORD

►►─┬─ DISplay ─┬─ RECord name is database-record-name ────────────────────────►

   └─ PUNch ───┘

 

 ►─┬────────────────────────────────────────┬─────────────────────────────────►

   │ ┌────────────────────────────────────┐ │

   │ │                 ┌────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ──┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ ELements ─┤

       └─ WITHOut ───┘   ├─ ALL ──────┤

                         └─ NONe ─────┘

 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘
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          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• RECord name is database-record-name
Names a database record described in the schema with which the current subschema is associated. Database-record-
name can be a record synonym of a schema record, in which case it must not exceed 16 characters.

• VIEw ID is view-id
Copies a predefined view of the record description into the subschema, or it defines a view being created by the
current subschema for this record description.
If view-id exists in the dictionary, that view is copied into the subschema. In this case, view-id must be the identifier of a
database record placed in the dictionary by previous execution of the subschema compiler for another subschema, or
by the IDD DDDL compiler (via DDDL RECORD entity-type syntax). If view-id does not already exist in the dictionary, it
defines a new view of database-record-name in the dictionary, and it can subsequently be used for another subschema
compiled under any schema that copies the same database record.
View-id must be a 1- to 32-character alphanumeric value. Additionally, it must be unique for the record, but need not be
unique among all records defined in the dictionary.

• CONnect
Specifies that programs using the current subschema can or cannot issue CONNECT commands against database-
record-name.

• DISconnect
Specifies that programs using the current subschema can or cannot issue DISCONNECT commands against
database-record-name.

• ERAse
Specifies that programs using the current subschema can or cannot issue ERASE commands against database-
record-name.

• FINd
Specifies that programs using the current subschema can or cannot issue FIND commands against database-record-
name.

• GET
Specifies that programs using the current subschema can or cannot issue GET commands against database-record-
name.

• KEEp
Specifies that programs using the current subschema can or cannot issue KEEP commands against database-record-
name.

• MODify
Specifies that programs using the current subschema can or cannot issue MODIFY commands against database-
record-name.

• STOre
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Specifies that programs using the current subschema can or cannot issue STORE commands against database-
record-name.

• is ALLowed
Specifies that the program using the current subschema can issue the specified DML function against the database
record. ALLOWED is the default.

• is NOT ALLowed
Specifies that the program using the current subschema cannot issue the specified DML function against the database
record.

• ELements are field-name
Identifies the schema-defined fields to be included in the subschema description of database-record-name. Field-name
must identify a field defined for database-record-name in the schema associated with the current subschema. (This is
also true if database-record-name is a synonym.)

NOTE
For more information on using this clause, see "Usage" in this section.

• ELements are ALL
Includes all schema-defined fields to be in the subschema description of database-record-name.

• PRIority is record-priority
Specifies a priority to be assigned to the record in the runtime subschema tables. The PRIORITY clause is used to
sequence record descriptions according to their priority in the subschema tables. For example, heavily-used records
should receive a higher priority than less-frequently used records.
Record-priority is an unsigned integer in the range 0 through 9999, where 0 represents the lowest priority and 9999
represents the highest priority. If the PRIORITY clause is not included for a record, the record's sequence in the
runtime subschema tables will correspond to that in which it was included in the current subschema. Records with the
same priority are organized in the order included, within priority.

• PRIority is NULl
Specifies that this record description is to be assigned no priority (that is, it will be placed at the end of the subschema
tables).

• DETails
Displays and punches the elements, access restrictions, view, and priority defined in the subschema record
description. Note that only those elements previously specified in a subschema RECORD statement are displayed.

• ELements
When DETAILS is also specified, displays and punches the elements specified in the ELEMENTS ARE clause of the
subschema record definition.

• ALL
Displays and punches the entire record description.

• NONe
Displays and punches only the name of the record.

Usage

Effect of ADD on Records

ADD copies the record description from the schema description into the subschema. The record can be copied into the
subschema with its primary name or with any of its synonyms.

NOTE
A record description can be copied only once into a subschema, regardless of the number of record synonyms
that exist for that record.

The following illustrates the use of the ADD RECORD statement. The left-hand side illustrates the original schema record
description. The right-hand side illustrates a subschema record description, a subset of the schema.
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SCHEMA                                       SUBSCHEMA

 

ADD RECORD NAME IS EMPOSITION             ADD RECORD NAME IS EMPOSITION

   LOCATION MODE IS VIA EMP-POSITION SET       STORE IS NOT ALLOWED

   WITHIN EMP-DEMO-REGION AREA.                ERASE IS NOT ALLOWED

   02 POS-START-DATE.                          ELEMENTS ARE

      03 POS-START-YEAR   PIC 99.                  POS-FINISH-DATE

      03 POS-START-MONTH  PIC 99.                  POS-START-DATE.

      03 POS-START-DAY    PIC 99.            ┌───────────────┬────────────────┐

   02 POS-FINISH-DATE.                       │POS-FINISH-DATE│ POS-START-DATE │

      03 POS-FINISH-YEAR  PIC 99.            └───────────────┴────────────────┘

      03 POS-FINISH-MONTH PIC 99.

      03 POS-FINISH-DAY   PIC 99.

   02 POS-SALARY-GRADE    PIC 99.

   02 POS-SALARY-AMOUNT   PIC S9(7)V99 COMP-3.

   02 POS-BONUS-PERCENT   PIC S999 COMP-3.

   02 POS-COMM-PERCENT    PIC S999 COMP-3.

   02 POS-OVERTIME-RATE   PIC S999 COMP-3.

   ┌──────────────┬───────────────┬──┬─────────────┐

   │POS-START-DATE│POS-FINISH-DATE│  │             │

   ├─────┬─────┬──┴─┬─────────────┴──┴─────────────┘

   │     │     │    │               ▲       ▲

   └─────┴─────┴────┘   POS-SALARY-GRADE    │

      ▲     ▲     ▲     POS-SALARY-AMOUNT -─┘

      │     │     └──── POS-OVERTIME-RATE
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      │     └────────── POS-COMM-PERCENT

      └──────────────── POS-BONUS-PERCENT

Effect of DELETE on Records

DELETE removes the record from the current subschema description in the dictionary; the record remains associated with
the schema.

How DELETE RECORD Affects Set Definitions

If the record owns a subschema set, DELETE RECORD deletes the set. If the record is a member of a subschema set,
DELETE RECORD has no effect on the set.

The subschema DELETE RECORD statement does not affect the schema description of sets.

How ELEMENTS and VIEW ID Clauses Determine the Record Description

The combination of the ELEMENTS clause specification and the VIEW ID clause specification determines which fields are
copied into the subschema description of database-record-name. The following table lists the possible combinations of the
ELEMENTS clause and VIEW ID clause specifications and the resulting subschema view of the record.

 No VIEW ID Clause VIEW ID Clause
No ELEMENTS Clause All schema-defined fields Fields defined for record identified by view

ID
ELEMENTS ARE ALL All schema-defined fields All schema-defined fields; new view ID

created
ELEMENTS ARE field name Schema-defined fields named in

ELEMENTS clause
Schema-defined fields named in
ELEMENTS clause; new view ID created

NOTE
When the ELEMENTS clause is used for a view ID associated with other subschemas, the subschema compiler
ignores the VIEW ID clause, creating a new subschema view with a null ID.

Considerations Specifying Fields in the ELEMENTS Clause

The following considerations apply to copying schema-defined fields into the subschema description of the record:

• Schema-defined fields can be named in any order in the ELEMENTS clause; the order in which they are named is the
order in which they will participate in the subschema view of the record.

• If a group field is included in the subschema record description, all of its subordinate fields will be included and will
retain their schema-defined order.

• FILLER fields cannot be included in the subschema record description, except as automatically included under groups.
• Redefining fields (or their subordinate fields) cannot be included in the subschema record description. Note, however,

that if a redefined field is included, all redefining fields (and their subordinate fields) for that field will be included in the
record description.

• Individual fields subordinate to an OCCURS field cannot be included in the record description. The OCCURS field itself
must be included, in which case all fields subordinate to it will automatically be included as well.

• If an OCCURS DEPENDING ON field is included, the field on which that field depends must also be included in the
record description.

• If an OCCURS DEPENDING ON field is included, it must be named last in the ELEMENTS clause.
• All fields named in the ELEMENTS clause must have the same level number.
• Bit fields cannot be included in the ELEMENTS clause.

PRIORITY Clause Can Optimize Use of Subschema Tables at Runtime
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The PRIORITY clause permits the DBA to optimize runtime use of the subschema tables when a frequently used
subschema includes many record types, of which only a few are used heavily. Those records used most heavily should
be assigned high priorities. The PRIORITY clause is useful primarily in subschemas in which only a few record types are
accessed frequently.

Example

This example adds a view of schema record EMPLOYEE to the current subschema. The view includes the employee
ID and employee name. Programs accessing the EMPLOYEE record through the current subschema will not be able to
access other elements defined for the EMPLOYEE record.

add record name is employee

   view id is dehview

   elements are emp-id-0415

                emp-name-0415 .

SET Statement for Subschema
 

The SET statements identify a subschema set. Depending on the verb, the SET statements can also:

• Copy a set description from the schema
• Determine which DML verbs can be issued against the set
• Delete a set description from the subschema
• Display or punch a subschema set description

The subschema compiler applies SET statements to the current subschema. For an explanation of subschema currency,
see Establishing Schema and Subschema Currency.

Syntax

Syntax: ADD/MODIFY SET

►►─┬─ ADD ────┬─ SET name is set-name ────────────────────────────────────────►

   └─ MODify ─┘

 

 ►─┬─────────────────────────────────────────────┬────────────────────────────►◄

   │ ┌─────────────────────────────────────────┐ │

   └─▼─┬─ CONnect ────┬─ is ─┬─ ALLowed ◄────┬─┴─┘

       ├─ DISconnect ─┤      └─ NOT ALLowed ─┘
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       ├─ FINd ───────┤

       └─ KEEp ───────┘

Syntax: DELETE SET

►►─── DELete SET name is set-name ────────────────────────────────────────────►◄

Syntax: DISPLAY/PUNCH SET

►►─┬─ DISplay ─┬─ SET name is set-name ───────────────────────────────────────►

   └─ PUNch ───┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   │ ┌───────────────────────────────────┐ │

   │ │                 ┌───────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ ALL ─────┤

       └─ WITHOut ───┘   └─ NONe ────┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘
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 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• SET name is set-name
Identifies a set defined in the schema associated with the current subschema.

• CONnect
Specifies that programs using the current subschema can or cannot issue CONNECT commands against set-name.

• DISconnect
Specifies that programs using the current subschema can or cannot issue DISCONNECT commands against set-
name.

• FINd
Specifies that programs using the current subschema can or cannot issue FIND commands against set-name.

• KEEp
Specifies that programs using the current subschema can or cannot issue KEEP commands against set-name.

• is ALLowed
Specifies that the program using the current subschema can issue the specified DML function against the set.
ALLOWED is the default. This clause can be repeated for as many operations as required.

• is NOT ALLowed
Specifies that the program using the current subschema cannot issue the specified DML function against the set. This
clause can be repeated for as many operations as required.

• DETails
Displays and punches access restrictions defined for the set priority defined in the record description.

• ALL
Displays and punches the entire set description.

• NONe
Displays and punches only the name of the set.

Usage

Effect of ADD on Sets

ADD copies the set description from the schema description into the subschema description.

Before a set can be added to the subschema, the record that owns that set must be present in the subschema. Note,
however, that system-owned indexed sets and sets based on native VSAM data sets) are excluded from this rule, since
the owner record is not specified in the subschema.

For a set to be a valid subschema component, at least one member record must be present in the subschema.

Effect of MODIFY on Sets

MODIFY modifies some aspect of the set's participation in the subschema. All clauses associated with an ADD operation
can be specified for MODIFY operations.
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Effect of DELETE on Sets

DELETE removes the set from the current subschema description in the dictionary; the set remains associated with the
schema.

Set Automatically Deleted When Owner Record Deleted

If the set's owner record is deleted, either from the schema or from the subschema, the set is automatically deleted from
the subschema.

Explicitly Delete Set After Deleting Member Records

If the set's member record is deleted, either from the schema or from the subschema, the set remains in the subschema.
To delete the set, delete all the member records associated with the set before issuing the DELETE SET statement.

Example

In the following example, an attempt is made to add the DEPT-EMPLOYEE set to the current subschema. The
subschema compiler returns error messages indicating that the owner of the set (the DEPARTMENT record) has not been
added to the subschema:

add set name is dept-employee.

Produces these messages:

*+ E DC643023  OWNER OF SET NOT IN SUBSCHEMA

*+ W DC601017  FORWARD SPACING TO NEXT PERIOD

LOGICAL RECORD Statement
Contents

The LOGICAL RECORD statements define a logical record that programs using the current subschema can access.
Depending on the verb, the LOGICAL RECORD statements can also modify, delete, display, or punch a logical-record
description.

A logical record is defined by naming the logical record and all the subschema records that participate in it; these
subschema records are known as logical-record elements. The records must participate in the subschema (through ADD
RECORD statements) before they can be named as logical record elements in the LOGICAL RECORD statement.

NOTE
IDD work records used as logical-record elements do not need a subschema ADD RECORD statement.

The subschema compiler applies LOGICAL RECORD statements to the current subschema.

Syntax

ADD/MODIFY LOGICAL RECORD

►►─┬─ ADD ────┬─┬─ LOGical RECord ─┬─ name is logical-record-name ────────────►

   └─ MODify ─┘ └─ LR ─────────────┘
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 ►─┬─────────────────────────────────────────────────────────┬────────────────►

   │                ┌──────────────────────────────────────┐ │

   └─ ELements are -▼─┬─ subschema-record-specification ─┬─┴─┘

                      └─ idd-record-specification ───────┘

 ►─┬───────────────────────────────┬──────────────────────────────────────────►

   └─ ON LR-ERROR ─┬─ CLEar ─────┬─┘

                   └─ NOClear ◄──┘

 

 ►─┬───────────────────────────────────┬──────────────────────────────────────►

   └─ ON LR-NOT-FOUND ─┬─ CLEar ─────┬─┘

                       └─ NOClear ◄──┘

 

 ►─┬─────────────────────────┬────────────────────────────────────────────────►◄

   └─ COMments comment-text ─┘

Expansion of subschema-record-specification

►►─── subschema-record-name ─┬──────────────────────────┬─────────────────────►◄

                             └─ ROLe name is role-name ─┘

Expansion of idd-record-specification

►►─── idd-record-name ────────────────────────────────────────────────────────►

 

 ►─── version-specification ──────────────────────────────────────────────────►

 

 ►─┬──────────────────────────┬───────────────────────────────────────────────►◄
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   └─ ROLe name is role-name ─┘

Syntax: DELETE LOGICAL RECORD

►►─── DELete ─┬─ LOGical RECord ─┬─ name is logical-record-name ──────────────►◄

              └─ LR ─────────────┘

Syntax: DISPLAY/PUNCH LOGICAL RECORD

►►─┬─ DISplay ─┬─┬─ LOGical RECord ─┬─ name is logical-record-name ───────────►

   └─ PUNch ───┘ └─ LR ─────────────┘

 

 ►─┬────────────────────────────────────────┬─────────────────────────────────►

   │ ┌────────────────────────────────────┐ │

   │ │                 ┌────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ COMments ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ DETails ──┤

       └─ WITHOut ───┘   ├─ ALL ──────┤

                         └─ NONe ─────┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘
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          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• LOGical RECord/LR name is logical-record-name
Names a logical record. For ADD operations, logical-record-name must uniquely identify a logical record in the current
subschema.
Logical-record-name cannot duplicate the name of a database record described in the same subschema. Note that
synonyms cannot be defined for logical records; logical records with different names (such as names for COBOL
versus those for Assembler) must be defined in different subschemas.
Logical-record-name must be a 1- to 16- character name. Note that LOGICAL RECORD and LR are synonymous.
When naming logical records, be sure that the selected names do not conflict with the CA IDMS Data Manipulation
Language precompiler with which the logical records will be used.

• ELements are
Identifies either a subschema record described in the current subschema or a record described in the dictionary, but
not in the schema that owns the current subschema. Multiple subschema and dictionary records can be defined as
elements of a logical record.
All elements named in the ELEMENTS clause of the DDL RECORD statement or the DDDL RECORD statement are
included in the logical record.

• subschema-record-specification
Identifies a record described in the current subschema and optionally assigns a unique ID to a logical record element
that occurs more than once in the logical record description.

• subschema-record-name
Identifies the name of a subschema record described in the current subschema.

• ROLe name is role-name
Assigns a unique ID to a logical-record element that occurs more than once in a single logical record; it can also be
used for logical-record elements that occur only once in the logical record.
Role-name is a 1- to 16-character name. Role-name cannot be the name of a record or record synonym defined in the
schema that owns the current subschema, or the name of a logical record used in the subschema.
Each role name can be assigned to only one record type per subschema; it can be assigned to that record type in any
number of LOGICAL RECORD statements.

• idd-record-specification
Identifies a record described in the dictionary, but cannot be the name of a record or record synonym defined in the
schema that owns the current subschema. IDD records commonly are included in logical records to introduce work
fields into the logical-record path logic.

• idd-record-name
Names the dictionary record.

• version-specification
Qualifies the dictionary record with a version number. This clause is required for dictionary records. The version
number defaults to the current session option for existing versions.
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NOTE
Expanded syntax for version-specification is presented in Section13, “Parameter Expansions".

• ROLe name is role-name
Assigns a unique ID to a logical-record element that occurs more than once is a single logical record. The syntax rules
that appear above apply, with one exception: for dictionary records, role-name can be up to 32 characters long.

• ON LR-ERROR CLEar
Indicates that variable-storage allocated to the logical record in the program gets set to low values if a program request
for access to the named logical record results in the return of the LR-ERROR path status.

• ON LR-ERROR NOClear
Indicates that variable-storage allocated to the logical record in the program does not get set to low values if a program
request for access to the named logical record results in the return of the LR-ERROR path status. NOCLEAR is the
default.

• ON LR-NOT-FOUND CLEar
Indicates that variable-storage allocated to the logical record in the program gets set to low values if a program request
for access to the named logical record results in the return of the LR-NOT-FOUND path status.

• ON LR-NOT-FOUND NOClear
Indicates that variable-storage allocated to the logical record in the program does not get set to low values if a program
request for access to the named logical record results in the return of the LR-NOT-FOUND path status. NOCLEAR is
the default.

• COMments comment-text
Permits documentational entries for the named logical record.

NOTE
For rules on coding comment-text, see 10.5.4, "Coding Comment Text".

• COMments
Displays and punches all comment text included in the logical-record definition.

• DETails
Displays and punches the following information on the logical record:
– All subschema records that participate as elements in the logical record
– The ON LR-ERROR clause specified for the logical record
– The ON LR-NOT-FOUND clause specified for the logical record

• ALL
Displays and punches the entire logical-record description.

• NONe
Displays and punches only the name of the logical record.

Usage

Sequence of LR Elements in Program Storage Same as DDL Sequence

When a DML precompiler copies a logical-record description into a program's description of variable storage, each
logical-record element is subordinate to the logical record itself. The sequence of logical-record elements in the copied
description is the same as that in DDL LOGICAL RECORD statement. If a subschema record occurs more than once in a
single logical record, the additional occurrences must be assigned unique IDs, called roles.

Must Modify Logical Record if Records Used in Logical Record Change

If any record used as a logical-record element is modified (through the schema compiler or the IDD DDDL compiler), the
logical record must also be modified (through the subschema compiler) before the subschema load module is generated.

Must Use Role Names in PATH-GROUP Syntax

Once a role name has been assigned, that name must be used whenever PATH-GROUP syntax requires a logical-record
element name.
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Document All Logical Record Definitions

The following information should be included as COMMENTS for every logical record defined in the subschema:

• The DML verbs that a program using the subschema can issue in connection with logical-record-name
• The selection criteria that a program can include with each permitted logical-record DML verb
• The DBA-defined path statuses that can be returned for each permitted DML verb
• The sequence in which data is returned to the program

Examples

Adding Logical Record Elements

This example adds two subschema records to a newly created logical record:

add lr name is dehlr

    elements are employee department.

Using Role Names

The following examples compare a valid way to use a role name more than once with an invalid one:

VALID

 

    add lr name is manager-staff

        elements are employee

                     structure

                     employee role name is staff.

    add lr name is dept-roster

        elements are department

                     employee role name is staff.

 

INVALID

 

    add lr name is emp-hosp-claims

        elements are employee
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                     coverage

                     hospital-claim role name is claim.

    add lr name is emp-dental-claims

        elements are employee

                     coverage

                     dental-claim role name is claim.

NOTE
For more information on logical record path statuses (LR-ERROR and LR-NOT-FOUND), see the Administrating
section.

PATH-GROUP Statement
Contents

The PATH-GROUP statements define, modify, delete, display, or punch processing paths for a specific logical record. At
runtime, LRF services program requests by following one of the paths to access the logical record.

For each logical record, at least one path group, and at most four (one for each DML verb that can access the logical
record), must be defined. A path group can contain any number of paths. Which path LRF uses at runtime is determined
by selection criteria, both in the path group and in the program requesting LRF's services.

The subschema compiler applies PATH-GROUP statements to the current subschema.

Syntax

Syntax: ADD/MODIFY PATH-GROUP

►►─┬─ ADD ────┬─ PATh-group name is ─┬─ ERAse ──┬─ logical-record-name ───────►

   └─ MODify ─┘                      ├─ MODify ─┤

                                     ├─ OBTain ─┤

                                     └─ STOre ──┘

 

 ►─┬──────────────────────────────────────────────────────────────┬───────────►◄

   │ ┌──────────────────────────────────────────────────────────┐ │

   │ │                 ┌──────────────────────────────────────┐ │ │

   └─▼- select-clause -▼─┬─ compute-clause ─────────────────┬─┴─┴─┘
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                         ├─ connect-clause ─────────────────┤

                         ├─ disconnect-clause ──────────────┤

                         ├─ erase-clause ───────────────────┤

                         ├─ evaluate-clause ────────────────┤

                         ├─ find-obtain-calckey-clause ─────┤

                         ├─ find-obtain-current-clause ─────┤

                         ├─ find-obtain-dbkey-clause ───────┤

                         ├─ find-obtain-index-clause ───────┤

                         ├─ find-obtain-owner-clause ───────┤

                         ├─ find-obtain-set-or-area-clause ─┤

                         ├─ find-obtain-sortkey-clause ─────┤

                         ├─ get-clause ─────────────────────┤

                         ├─ if-empty-clause ────────────────┤

                         ├─ if-member-clause ───────────────┤

                         ├─ keep-clause ────────────────────┤

                         ├─ modify-clause ──────────────────┤

                         ├─ on-error-clause ────────────────┤

                         └─ store-clause ───────────────────┘

Expansion of select-clause

►►─── SELect ─────────────────────────────────────────────────────────────────►

 

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─ USIng INDex indexed-set-name ─┘

 

 ►─┬─────────────────────────────────────┬────────────────────────────────────►◄
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   └─ for ─┬─ ELement lr-element-name ─┬─┘

           ├─ FIEldname lr-field ──────┤

           ├─ FIELDNAME-EQ lr-field ───┤

           └─ KEYword keyword ─────────┘

Expansion of compute-clause

►►─── COMpute lr-field OF LR = ─┬─ 'character-string-literal' ─┬──────────────►◄

                                ├─ numeric-literal ────────────┤

                                ├─ arithmetic-expression ──────┤

                                └─ lr-field OF LR ─────────────┘

Expansion of connect-clause

►►─── CONnect database-record-name TO set-name ───────────────────────────────►◄

Expansion of disconnect-clause

►►─── DISconnect database-record-name FROM set-name ──────────────────────────►◄

Expansion of erase-clause

►►─── ERAse database-record-name ─────────────────────────────────────────────►

 

 ►─┬───────────────────────────┬──────────────────────────────────────────────►◄

   └─┬─ PERmanent ─┬─ MEMbers ─┘

     ├─ SELECTIVE ─┤

     └─ ALL ───────┘

Expansion of evaluate-clause

►►─┬───────────────────────────────┬──────────────────────────────────────────►◄
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   └─ EVALuate boolean-expression ─┘

Expansion of find-obtain-calckey-clause

►►─┬─ FINd ───┬─┬────────────────────────┬────────────────────────────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘

 

 ►─┬───────────┬─ database-record-name ───────────────────────────────────────►

   ├─ FIRst ◄─ ─┤

   ├─ NEXt ────┤

   └─ EACh ────┘

 

 ►─── WHEre CALckey ─┬─ EQ ─┬─┬─ 'character-string-literal' ─┬────────────────►

                     ├─ IS ─┤ ├─ numeric-literal ────────────┤

                     └─ = ──┘ ├─ arithmetic-expression ──────┤

                              └─ lr-field ─┬─ OF LR ──────┬──┘

                                           └─ OF REQUEST ─┘

 

 ►─┬──────────────────────────┬───────────────────────────────────────────────►◄

   └─ AND boolean-expression ─┘

Expansion of find-obtain-current-clause

►►─┬─ FINd ───┬─┬────────────────────────┬────────────────────────────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘
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 ►──── CURrent ─┬─ database-record-name ─┬────────────────────────────────────►

                ├─ WIThin set-name ──────┤

                └─ WIThin area-name ─────┘

 

 ►─┬────────────────────────────┬─────────────────────────────────────────────►◄

   └─ WHEre boolean-expression ─┘

Expansion of find-obtain-dbkey-clause

►►─┬─ FINd ───┬─┬────────────────────────┬─ database-record-name ─────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘

 

 ►─── WHEre DBkey ─┬─ EQ ─┬─┬─ numeric-literal ───────────┬───────────────────►

                   ├─ IS ─┤ ├─ arithmetic-expression ─────┤

                   └─ = ──┘ └─ lr-field ─┬─ OF LR ──────┬─┘

                                         └─ OF REQUEST ─┘

 

 ►─┬──────────────────────────┬───────────────────────────────────────────────►◄

   └─ AND boolean-expression ─┘

Expansion of find-obtain-index-clause

►►─┬─ FINd ───┬─┬────────────────────────┬────────────────────────────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘

 

 ►─── EACh database-record-name ──────────────────────────────────────────────►
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 ►─── USIng ─┬─ INDex ────────────┬───────────────────────────────────────────►

             └─ indexed-set-name ─┘

 

 ►─┬────────────────────────────┬─────────────────────────────────────────────►◄

   └─ WHEre boolean-expression ─┘

Expansion of find-obtain-owner-clause

►►─┬─ FINd ───┬─┬────────────────────────┬────────────────────────────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘

 

 ►─── OWNer ─┬────────────────────────┬───────────────────────────────────────►

             └─ database-record-name ─┘

 

 ►─── WIThin set-name ────────────────────────────────────────────────────────►

 

 ►─┬────────────────────────────┬─────────────────────────────────────────────►◄

   └─ WHEre boolean-expression ─┘

Expansion of find-obtain-set-or-area-clause

►►─┬─ FINd ───┬─┬────────────────────────┬────────────────────────────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘

 

 ►─┬─ FIRst ──────┬─ database-record-name ────────────────────────────────────►
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   ├─ LASt ───────┤

   ├─ NEXt ───────┤

   ├─ PRIor ──────┤

   ├─ EACh ───────┤

   └─ EACh PRIor ─┘

 

 ►─── WIThin ─┬─ set-name ──┬─────────────────────────────────────────────────►

              └─ area-name ─┘

 

 ►─┬────────────────────────────┬─────────────────────────────────────────────►◄

   └─ WHEre boolean-expression ─┘

Expansion of find-obtain-sortkey-clause

►►─┬─ FINd ───┬─┬────────────────────────┬────────────────────────────────────►

   └─ OBTain ─┘ └─ KEEp ─┬─────────────┬─┘

                         └─ EXClusive ─┘

 

 ►─┬───────────┬─ database-record-name ───────────────────────────────────────►

   ├─ FIRst ◄──┤

   └─ EACh ────┘

 

 ►─── WIThin set-name ────────────────────────────────────────────────────────►

 

 ►─── WHEre SORtkey ─┬─ EQ ─┬─┬─ 'character-string-literal' ─┬────────────────►

                     ├─ IS ─┤ ├─ numeric-literal ────────────┤

                     └─ = ──┘ ├─ arithmetic-expression ──────┤
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                              └─ lr-field ─┬─ OF LR ──────┬──┘

                                           └─ OF REQUEST ─┘

 

 ►─┬──────────────────────────┬───────────────────────────────────────────────►◄

   └─ AND boolean-expression ─┘

Expansion of get-clause

►►─── GET database-record-name ───────────────────────────────────────────────►◄

Expansion of if-empty-clause

►►─── IF set-name is ─┬───────┬─ EMPty ───────────────────────────────────────►◄

                      └─ NOT ─┘

Expansion of if-member-clause

►►─── IF ─┬───────┬─ set-name MEMber ─────────────────────────────────────────►◄

          └─ NOT ─┘

Expansion of keep-clause

►►─── KEEp ─┬─────────────┬─ CURrent ─┬─ database-record-name ─┬──────────────►◄

            └─ EXClusive ─┘           ├─ WIThin set-name ──────┤

                                      └─ WIThin area-name ─────┘

Expansion of modify-clause

►►─── MODify database-record-name ────────────────────────────────────────────►◄

Expansion of on-error-clause

►►─── ON idms-error-status ─┬─ DO nested-block END ────────────┬──────────────►◄

                            ├─ ITErate ────────────────────────┤
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                            ├─ NEXt ───────────────────────────┤

                            └─┬─────────┬─ RETurn path-status ─┘

                              └─ CLEar ─┘

Expansion of store-clause

►►─── STOre database-record-name ─────────────────────────────────────────────►◄

Syntax: DELETE PATH-GROUP

►►─── DELete PATh-group name is ─┬─ ERAse ──┬─ logical-record-name ───────────►◄

                                 ├─ MODify ─┤

                                 ├─ OBTain ─┤

                                 └─ STOre ──┘

Syntax: DISPLAY/PUNCH PATH-GROUP

►►─┬─ DISplay ─┬─ PATh-group-name is ─┬─ ERAse ──┬─ logical-record-name ──────►

   └─ PUNch ───┘                      ├─ MODify ─┤

                                      ├─ OBTain ─┤

                                      └─ STOre ──┘

 

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   │ ┌───────────────────────────────────┐ │

   │ │                 ┌───────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ ALL ─────┤

       └─ WITHOut ───┘   └─ NONe ────┘
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 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ AS ─┬─ COMments ─┬─┘

          └─ SYNtax ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• PATh-group name is ERAse logical-record-name
Specifies an ERASE path-group for which the subsequent path definitions are available to service program requests.
Logical-record-name must be the name of a logical record defined for the current subschema.

• PATh-group name is MODify logical-record-name
Specifies a MODIFY path-group for which the subsequent path definitions are available to service program requests.
Logical-record-name must be the name of a logical record defined for the current subschema.

• PATh-group name is OBTain logical-record-name
Specifies an OBTAIN path-group for which the subsequent path definitions are available to service program requests.
Logical-record-name must be the name of a logical record defined for the current subschema.

• PATh-group name is STOre logical-record-name
Specifies a STORE path-group for which the subsequent path definitions are available to service program requests.
Logical-record-name must be the name of a logical record defined for the current subschema.

• select-clause
Delimits paths within a path group. Thus, at least one SELECT clause must precede the database commands that
constitute a path definition.
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Multiple paths can be defined for a single path group; LRF executes only one path per program request. LRF chooses
that path based on the selectors coded in the FOR options of the multiple SELECT clauses. The first SELECT clause
whose selectors match those of the program request is the path that LRF executes.

• USIng INDex indexed-set-name
Identifies the indexed set (if any) that LRF uses when executing a database command specified using the find-obtain-
index-clause (described later). Indexed-set-name must be a sorted indexed set included in the current subschema.
When coded, the USING INDEX clause must precede the FOR clause(s) of the SELECT clause.

• for
Identifies selectors to be used as the basis of path selection to service logical-record requests. For a path to be
chosen, the WHERE clause of the program DML request must supply information that matches all selectors specified
in any one of the path's SELECT clauses.
A SELECT clause can contain any number of selectors, including zero. A SELECT clause with no selectors will always
cause the path to be selected. Four types of selectors can be included in the SELECT clause, in any combination:
KEYWORD, FIELDNAME-EQ, FIELDNAME, and ELEMENT.

• ELement lr-element-name
Specifies that the WHERE clause of a request to be serviced by the path must reference a field in the named logical-
record element (database record) in any manner.

• FIEldname lr-field
Specifies that a request to be serviced by the path must reference the named logical-record field (in any manner).
The optional qualifier OF lr-element-name names the logical-record element that contains the logical-record field. This
qualifier is required if lr-field-name is not unique within the subschema.

NOTE
Expanded syntax for lr-field is presented in Section13, “Parameter Expansions”.

• FIELDNAME-EQ lr-field
Specifies that the WHERE clause of a request to be serviced by the path must reference the named logical-record field
in a logically conjunctive single-value equality comparison. For example, LRF will service the following requests:

where fieldname eq 123

where fieldname eq 123 and ...

The following requests will not be serviced:

where lr-field-name eq 12 / 3

where lr-field-name eq 123 or ...

The optional qualifier OF lr-element-name names the logical-record element that contains the logical-record field. This
qualifier is required if lr-field-name is not unique within the subschema. FIELDNAME-EQ selectors are intended for
paths that utilize CALCKEY, SORTKEY, or DBKEY access. Therefore, the named field is usually qualified with an OF
REQUEST clause in a path DML statement, but not in the SELECT statement

NOTE
Expanded syntax for lr-field is presented in Section13, “Parameter Expansions”.

• KEYword keyword
Specifies that the WHERE clause of a request to be serviced by the path must include the named keyword in an
affirmative and logically conjunctive manner. For example, LRF will service the following types of requests:

where keyword

where keyword and ...
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The following types of requests will not be serviced:

where not keyword

where keyword or ...

• compute-clause
Sets the value of the left operand (lr-field-name) to equal the value represented by the right operand. Note that all
named fields used with COMPUTE must be fields within the logical record named in the PATH-GROUP statement.

• lr-field OF LR
In the left operand, lr-field names the receiving data field. If logical-record-field-name occurs more than once within the
logical record, it must be qualified by OF lr-element-name. Lr-element-name must identify the logical-record element
containing the data field, as follows:
– If the logical-record element was assigned a role name in the LOGICAL RECORD statement, lr-element-name must

specify that role name.
– If the logical-record element was not assigned a role name in the LOGICAL RECORD statement, lr-element-name

must specify the logical-record element name.

NOTE
Expanded syntax for lr-field is presented in Section13, “Parameter Expansions”.

• 'character-string-literal'
Specifies an alphanumeric literal enclosed in single quotes.

• numeric-literal
Specifies a numeric literal as the right operand. A minus sign (-) can precede the numeric literal.

• arithmetic-expression
Specifies either a simple arithmetic expression (containing only 1 operator) or a compound arithmetic expression
(containing multiple operators). Arithmetic operators permitted in an arithmetic expression are +, -, *, and /. Operands
can be numeric literals (without quotes) and logical-record field names.

• lr-field OF LR
In the right operand, specifies a data field that participates in the current logical record. Rules for qualifying this name
are the same as those for qualifying the left operand.

• connect-clause
Establishes the current occurrence of the named database record as a member of the current occurrence of the
named set.

• database-record-name
Names the type of record to be connected. Database-record-name must be included in the current subschema.

• set-name
Names the set to which the database record will be connected. Set-name must be included in the current subschema.

• disconnect-clause
Disconnects the current occurrence of the named database record from the current occurrence of the named set.

• database-record-name
Names the type of record to be disconnected. Database-record-name must be included in the current subschema.

• set-name
Names the set from which the database record will be disconnected. Set-name must be included in the current
subschema.

• erase-clause
Erases the current occurrence of the named database record.

• database-record-name
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Specifies the type of record to be erased. Database-record-name must be included in the current subschema.
• PERmanent MEMbers

Erases the specified record and its mandatory set members. Optional member records are disconnected but not
erased. All erased mandatory members that, in turn, own set occurrences are treated as if ERASE PERMANENT
commands had been issued for those erased records (that is, all mandatory members of the erased records' sets are
also erased). This process continues through the database structure until all mandatory records in the sequence have
been treated.

• SELECTIVE MEMbers
Erases the specified record and its mandatory set members. Optional member records are erased only if they do not
currently participate as members in other set occurrences. All erased records that, in turn, own set occurrences are
treated as if ERASE SELECTIVE commands had been issued for those erased records.

• ALL MEMbers
Erases the specified record and all of its mandatory and optional set members. All erased records that, in turn, own set
occurrences are treated as if ERASE ALL commands had been issued for those erased records.

• evaluate-clause
Determines whether the specified boolean expression is true or false, allowing specific PATH-GROUP logic to be
performed based on the outcome of the evaluation.
If the expression is true, CA IDMS/DB returns an error status of 0000. If the expression is false, CA IDMS/DB returns
an error status of 2001. The error status can be checked with the ON clause, thus allowing conditional processing. Use
of EVALUATE implies ON 0000 NEXT and ON 2001 ITERATE.

• boolean-expression
Specifies a boolean expression. In EVALUATE, comparisons within the boolean expression must specify logical-
record-field-name OF LR.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-calckey-clause
Specifies that a database record is to be located or obtained by means of its CALC key.

• FINd
Finds (locates) the named database record.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
Places a shared lock on the record occurrence.

• EXClusive
Places an exclusive lock on the record occurrence.

• FIRst
Specifies that the first record occurrence encountered containing the indicated CALC-key value is to be accessed.
FIRST is the default.

• NEXt
Specifies that a record occurrence containing the same CALC-key value as the current record of the specified record
type is to be accessed. NEXT assumes previous retrieval of a record containing the specified CALC-key value and
accesses a record containing a duplicate CALC key.

• EACh
Specifies that each record containing the indicated CALC-key value is to be accessed. EACH indicates that this FIND/
OBTAIN command can be iterated.
Every time the command is iterated, LRF retrieves another occurrence of the named record that contains the specified
CALC key. This iteration permits LRF to access all records that contain that CALC key.

• database-record-name
Specifies the type of record to be accessed. Database-record-name must be a record whose location mode is CALC.

• WHEre CALCkey EQ/IS/=
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Specifies the CALC-key value to be used when accessing the database record.
• 'character-string-literal'

Specifies an alphanumeric literal enclosed in single quotes.
• numeric-literal

Specifies a numeric value to be used as the CALC key.
• arithmetic-expression

Specifies an arithmetic expression whose result is to be used as the CALC key. The expression can be designated as
a simple arithmetic operation or as a compound arithmetic operation. Arithmetic operators permitted in an arithmetic
expression are +, -, *, and /. Operands can be literals, logical-record fields, or database fields.

• lr-field
Specifies that the CALC-key value to be used is in the named logical-record field. If the database record's CALC key
is made up of noncontiguous fields, logical-record-field-name must be the same size as the total length of all fields in
the CALC key. To accomplish this, define an IDD record type that contains logical-record-field-name and name the IDD
record as an element of the logical record.

NOTE
Expanded syntax for lr-field is presented in Section13, “Parameter Expansions”.

• OF LR
Specifies that the CALC-key value to be used is in the named logical-record field in program variable storage. The path
DML statement must initialize the field to the appropriate value before the FIND/OBTAIN request is issued. Note that
LRF uses the contents of the named field, even if the request's WHERE clause also specifies a CALC-key value.

• OF REQUEST
Specifies that the CALC-key value is passed in the request's WHERE clause. Logical-record-field-name is equated
in the WHERE clause to a literal value, a program variable, or the value of a logical-record field. Note that if OF
REQUEST is specified, logical-record-field-name should also be named in a SELECT FOR FIELDNAME-EQ clause in
the path containing this FIND/OBTAIN command.

• AND boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-current-clause
Specifies that the database record that is current of the named record type, set, or area is to be located or obtained.

• FINd
Finds (locates) the named database record.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
Places a shared lock on the record occurrence.

• EXClusive
Places an exclusive lock on the record occurrence.

• database-record-name
Specifies the type of record to be accessed. Database-record-name must be included in the current subschema.

• WIThin set-name
Specifies the database record occurrence that is current of the named set. Set-name must be included in the current
subschema.

• WIThin area-name
Specifies the database record occurrence that is current of the named area. Area-name must be included in the
current subschema.

• WHEre boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed.
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NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-dbkey-clause
Specifies that a database record is to be located or obtained by means of its db-key.

• FINd
Finds (locates) the named database record.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
Places a shared lock on the record occurrence.

• EXClusive
Places an exclusive lock on the record occurrence.

• database-record-name
Specifies the type of record to be accessed.

• number-literal
Specifies a literal value to be used as the db-key. Numeric-literal must be a 1- to 10-digit unsigned numeric value.

• arithmetic-expression
Specifies an arithmetic expression whose result is to be used as the db-key. The expression can be designated as
a simple arithmetic operation or as a compound arithmetic operation. Arithmetic operators permitted in an arithmetic
expression are +, -, *, and /. Operands can be a literal, logical-record field, and database field.

• lr-field
Specifies that the value in the named field is to be used as the db-key. Logical-record-field-name must be a full binary
field or a 4-byte packed (COMP-3) field.

NOTE
Expanded syntax for lr-field is presented in Section13, “Parameter Expansions”.

• OF LR
Specifies that the db-key value to be used is in the named logical-record field in program variable storage. The path
DML statement must initialize the field to the appropriate value before the FIND/OBTAIN request is issued. The value
of the named field is a fullword binary value; if the field is a packed data field, CA IDMS/DB converts its value to binary.
Note that LRF uses the contents of the named field, even if the request's WHERE clause also specifies a db-key value.

• OF REQUEST
Specifies that the db-key value is passed in the request's WHERE clause. Logical-record-field-name is equated in
the WHERE clause to a literal value, to a fullword binary field, or to a logical-record field that contains a fullword
binary value (if the field is a packed data field, CA IDMS/DB converts its value to binary). Note that if OF REQUEST
is specified, logical-record-field-name should also be named in a SELECT FOR FIELDNAME-EQ clause in the path
containing this FIND/OBTAIN command.

• AND boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-index-clause
Specifies that a database record is to be located or obtained on the basis of its membership within a sorted indexed
set.

• FINd
Finds (locates) the named database record. In this clause, FIND searches the index and thus does not establish
currency for database-record-name. To establish such currency, use OBTAIN.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
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Places a shared lock on the record occurrence.
• EXClusive

Places an exclusive lock on the record occurrence.
• EACh database-record-name

Specifies that each member of the indexed set is to be accessed.
EACH specifies that each member of the indexed set is to be accessed. EACH indicates that this FIND/OBTAIN
command can be iterated. Every time the command is iterated, LRF retrieves another occurrence of the named record
via the index. This iteration permits LRF to access all records in the indexed set.
Database-record-name specifies the type of record to be accessed. It must name a record defined as a member of the
named set.

• USIng INDex
Indicates that the set used for retrieval is the set named in the USING INDEX clause of the SELECT clause that
caused the path to be selected. That is, the set name coded in the SELECT clause replaces the word INDEX when
LRF interprets the DML command.
In the following example, a program request that includes a reference to EMP-NAME causes LRF to interpret the path
DML command as OBTAIN EACH EMPLOYEE USING IND-EMP-NAME. A program request that includes a reference
to EMP-ZIP-CODE causes LRF to interpret the command as OBTAIN EACH EMPLOYEE USING IND-EMP-ZIP-
CODE.

add path-group name is obtain lr-employee

    select using index ind-emp-name

           for fieldname emp-name

    select using index ind-emp-zip-code

           for fieldname emp-zip-code

    obtain each employee using index.

• USIng indexed-set-name
Identifies the name of a sorted indexed set to which database-record-name belongs. Indexed-set-name must be
included in the current subschema. This option must be used if the path's SELECT clause does not include USING
INDEX for the set.

• WHEre boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed. If the WHERE
clause contains any reference to the indexed set's sort control element, LRF uses the index (rather than checking
values in each record) to satisfy the WHERE clause criteria.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-owner-clause
Specifies that the owner of the current occurrence of the named set is to be located or obtained.

• FINd
Finds (locates) the named database record.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
Places a shared lock on the record occurrence.

• EXClusive
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Places an exclusive lock on the record occurrence.
• OWNer database-record-name

Identifies the occurrence (role) of the set's owner as a record within the subschema. Database-record-name need not
be coded if the owner record is specified only once in the LOGICAL RECORD statement.

• WIThin set-name
Specifies the set owned by the database record. Set-name must be included in the current subschema.

NOTE
If the set membership option for the named set is not mandatory automatic, the path should test for set
membership before issuing this command.

• WHEre boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-set-or-area-clause
Specifies that a database record is to be located or obtained on the basis of its logical location with a set or its physical
location within an area.

• FINd
Finds (locates) the named database record.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
Places a shared lock on the record occurrence.

• EXClusive
Places an exclusive lock on the record occurrence.

• FIRst
Specifies that the first record in the named set or area is to be accessed.

• LASt
Specifies that the last record in the named set or area is to be accessed.

• NEXt
Specifies that the next record in the named set or area is to be accessed. NEXT assumes that currency has been
established in the named set or area and accesses the next record in relation to the record previously accessed in the
set or area by either program request or path command.

• PRIor
Specifies that the prior record in the named set or area is to be accessed. PRIOR assumes that currency has been
established in the named set or area and accesses the prior record in relation to the record previously accessed in the
set or area by either program request or path command.

• EACh
Specifies that each record in the named set or area is to be accessed, beginning with the first record occurrence in the
set or area. EACH indicates that this FIND/OBTAIN command can be iterated.
Each time the command is iterated, the next record occurrence is accessed in the set or area, based on the currency
established by the previous execution of the command. This iteration permits LRF to walk the named set or sweep the
named area.

• EACH PRIor
Specifies that each prior record occurrence in the set or area is to be accessed, beginning with the last record
occurrence in the set or area. EACH PRIOR indicates that this FIND/OBTAIN command can be iterated.
Each time the command is iterated, the prior record occurrence in the set or area is accessed, based on the currency
established by the previous execution of the command. This iteration permits LRF to walk the named set or sweep the
named area in a prior direction.

• database-record-name
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Specifies the type of record to be accessed. Database-record-name must be included in the current subschema.
• WIThin set-name

Specifies a database record occurrence that is defined to the named set. Set-name must be included in the current
subschema.

• WIThin area-name
Specifies a database record occurrence that is defined to the named area. Area-name must be included in the current
subschema.

• WHEre boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• find-obtain-sortkey-clause
Specifies that a database record in a sorted set is to be accessed on the basis of its sort-key value.

• FINd
Finds (locates) the named database record.

• OBTain
Finds (locates) and obtains the named database record.

• KEEp
Places a shared lock on the record occurrence.

• EXClusive
Places an exclusive lock on the record occurrence.

• FIRst
Specifies that the first record occurrence encountered containing the indicated sort-key value is to be accessed. FIRST
is the default.

• EACh
Specifies that each record containing the indicated sort-key value is to be accessed. EACH indicates that this FIND/
OBTAIN command can be iterated.
Every time the command is iterated, LRF retrieves another occurrence of the named record that contains the specified
sort key. This iteration permits LRF to access all records that contain that sort key.

• database-record-name
Specifies the type of record to be accessed. Database-record-name must be defined as a member of the named set.

• WIThin set-name
Specifies the set of which database-record-name is a member. Set-name must be included in the current subschema.

• WHEre SORtkey EQ/IS/=
Specifies the sort-key value to be used when accessing the database record.

• 'character-string-literal'
Specifies an alphanumeric literal enclosed in single quotes.

• numeric-literal
Specifies a numeric value to be used as the sort key.

• arithmetic-expression
Specifies an arithmetic expression whose result is to be used as the sort key. The expression can be designated as
a simple arithmetic operation or as a compound arithmetic operation. Arithmetic operators permitted in an arithmetic
expression are +, -, *, and /. Operands can be literals, logical-record fields, or database fields.

• lr-field
Specifies that the sort-key value to be used is in the named logical-record field. If the sort key is made up of
noncontiguous fields, logical-record-field-name must be the same size as the total length of all fields in the sort key.
To accomplish this, define an IDD record type that contains logical-record-field-name and name the IDD record as an
element of the logical record.
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NOTE
Expanded syntax for lr-field is presented in Section13, “Parameter Expansions”.

• OF LR
Specifies that the sort-key value to be used is in the named logical-record field in program variable storage. The path
DML statement must initialize the field to the appropriate value before the FIND/OBTAIN request is issued. Note that
LRF uses the contents of the named field, even if the request's WHERE clause also specifies a sort-key value.

• OF REQUEST
Specifies that the sort-key value is passed in the request's WHERE clause. Logical-record-field-name is equated in the
WHERE clause to a literal value, a program variable, or the value of a logical-record field. Note that if OF REQUEST
is specified, logical-record-field-name should also be named in a SELECT FOR FIELDNAME-EQ clause in the path
containing this FIND/OBTAIN command.

• AND boolean-expression
Specifies boolean selection criteria that further identify the database record occurrence to be accessed.

NOTE
Expanded syntax for boolean-expression is presented in Section13, “Parameter Expansions”.

• get-clause
Moves the located occurrence of the named database record to the corresponding logical-record element in the
variable-storage location assigned to the logical record named in the PATH-GROUP NAME clause.

• database-record-name
Specifies the type of record to be moved. Database-record-name must be included as a logical-record element.

• if-empty-clause
Tests the current occurrence of the named set to determine whether it contains any member record occurrences. If the
set does not contain members, the error status is set to 0000; otherwise the error status is set to 1601.

• set-name
Specifies the name of the set to be tested. Set-name must be included in the current subschema.

• NOT
Reverses the default ON conditions for the IF SET EMPTY command. Refer to "Usage" for specific path commands
using default ON clauses.

• if-member-clause
Tests the record that is current of run unit to determine whether it participates as a member of any occurrence of the
named set.
If the record is a member of the set, the error status is set to 0000; otherwise, the error status is set to 1601. Refer to
"Usage" for specific path commands using default ON clauses.

• NOT
Reverses the default ON conditions for the IF SET MEMBER command.

• set-name
Names the set on which the member test is to be performed. Evaluates to true if the current record of run unit does
participate as a member of any occurrence of the named set. Set-name must be included in the current subschema.

• keep-clause
Places a shared or exclusive lock on the record occurrence that is current of the named record type, set, or area.

• KEEp CURrent
Places a shared lock or the current record occurrence.

• KEEp EXClusive CURrent
Places an exclusive lock or the current record occurrence.

• database-record-name
Places the lock on the current occurrence of the named database record type. Database-record-name must be
included in the current subschema.

• WIThin set-name
Places the lock on the current occurrence of the named set. Set-name must be included in the current subschema.

• WIThin area-name
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Places the lock on the current occurrence of the named area. Area-name must be included in the current subschema.
• modify-clause

Modifies the named database record by using data present in the variable-storage location assigned to the logical
record. The requesting program must initialize variable storage to the appropriate value before LRF executes this path
command.

• database-record-name
Identifies a logical-record element of the logical record named in the PATH-GROUP statement.

• on-error-clause
Specifies the action to be taken in the event that CA IDMS/DB returns the error status indicated by idms-error-status.
This path command can be used to override the default ON clauses generated automatically by the subschema
compiler as shown in the "Usage" topic.

• idms-error-status
Specifies a 4-digit value of which the first two digits represent the CA IDMS/DB major error code and the last two digits
represent the minor error code value.

NOTE
For more information on CA IDMS/DB runtime error-status codes, see the CA IDMS Navigational DML
Administrating section.

• DO nested-block END
Specifies that a nested block of path commands following this ON command is to be executed. The keyword END is
required at the termination of the nested block. The block of commands included with an ON DO command can itself
include ON DO statements; up to 32 levels of nested blocks are permitted.

• ITErate
Specifies that the most recent successfully executed path command containing an EACH clause is to be reexecuted.
See the table under "Usage" in this section for a list of the ON ITERATE clauses generated automatically by the
subschema compiler.

• NEXt
Specifies that if CA IDMS/DB returns idms-error-status, the next command in the path is to be executed. The
subschema compiler automatically generates an ON 0000 NEXT command for every path command (with the
exception of IF NOT EMPTY and IF NOT MEMBER, for which it generates ON 1601 NEXT).

• RETurn path-status
Specifies that LRF is to interrupt path processing and return path-status to the requesting program. (An LR-NOT-
FOUND path status terminates path processing.) Path-status must be a 1- to 16-character alphanumeric string, without
enclosing quotes.

• CLEar RETurn path-status
Specifies that the contents of the logical record in program variable storage are to be cleared to low values. If CLEAR
is not specified, LRF will return partial logical records.

• store-clause
Stores a new occurrence of the named database record by using data present in the variable-storage location
assigned to the logical record. The requesting program must initialize variable storage to the appropriate value before
LRF executes this path command.

• database-record-name
Identifies a logical-record element of the logical record named in the PATH-GROUP statement.

• DETails
Display and punches the entire path group description.

• ALL
Display and punches the entire path group description.

• NONe
Display and punches only the name of the path group.
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Usage

Path Group Can Include Multiple Paths

A path group can include any number of paths, each of which must be preceded by at least one SELECT clause.

Commands Allowed for OBTAIN Path-Groups

Paths included in a path group for OBTAIN logical-record requests cannot include database modification commands
(MODIFY, STORE, ERASE, CONNECT, DISCONNECT). OBTAIN paths can include only the following database
commands:

• FIND (all formats)
• OBTAIN (all formats)
• GET
• KEEP

Identifying a Database Record in a Path-Group

The path DML commands require identification of the database record to be acted upon. Specify the database record as
follows:

• If the database record is not an element of the path group's logical record, specify the database record name as
defined in the subschema.

• If the database record is an element of the path group's logical record, specify one of the following names:
– Logical-record element name -- If the database record's position within the logical record is not assigned a role

name, specify the logical-record element name (the subschema record name).
– Role name -- If the database record's position within the logical record is assigned a role name, specify the role

name.

NOTE
For more information on the position of logical record elements within logical records, see 15.6, "LOGICAL
RECORD Statement".

Access Restrictions Apply to Logical Record Navigation

Access restrictions specified for records, sets, and areas apply to DML commands included in paths.

Terminate PATH-GROUP Statement With a Period

Each PATH-GROUP statement contains only one period, at the very end of the statement.

Logical Record Placed in Program Variable Storage

For OBTAIN and GET path DML commands, the retrieved record is placed in the program's variable storage. The record
is placed in its corresponding logical-record element within the logical record named in the PATH GROUP statement. For
MODIFY and STORE path DML statements, the data used to update the database is taken from this same location.

NOTE
In a DML program, the programmer can specify that the record be placed in and taken from an alternative
variable-storage location. To do this, the programmer codes an INTO clause on the OBTAIN logical-record
request and a FROM clause on the MODIFY, STORE, and ERASE logical-record requests. See the CA IDMS
Navigational DML Administrating section for details.

Coding find-obtain-index-clause can reduce I/O

When LRF encounters the find-obtain-index-clause, it looks for any reference to the set's sort control element in the
WHERE clauses of both this path's command and the program request. If such a reference is found, LRF uses the index
(rather than checking values in each record) to satisfy the WHERE clause criteria. Using the index usually takes fewer I/
O operations than does checking each member record's sort-key value. Thus, when accessing each member of a sorted
indexed set, this form of FIND/OBTAIN is preferable to another.
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Default ON Clauses for Specific Path Commands

This table shows the path commands for which ON clauses are automatically generated by the subschema compiler.
These ON clauses are overridden by the path definition.

Path Command Default ON Clause
FIND/OBTAIN WHERE DBKEY
FIND/OBTAIN WHERE CALCKEY
FIND/OBTAIN WITHIN SET WHERE SORTKEY
FIND/OBTAIN WITHIN SET USING INDEX

ON 0000 NEXT
ON 0326 ITERATE

FIND/OBTAIN WITHIN SET/AREA ON 0000 NEXT
ON 0307 ITERATE

IF SET EMPTY
IF SET MEMBER

ON 0000 NEXT
ON 1601 ITERATE

IF NOT SET EMPTY
IF NOT SET MEMBER

ON 0000 ITERATE
ON 1601 NEXT

FIND/OBTAIN CURRENT
FIND/OBTAIN OWNER WITHIN SET
GET
MODIFY
STORE
CONNECT
DISCONNECT
ERASE
KEEP
COMPUTE

ON 0000 NEXT

EVALUATE ON 0000 NEXT
ON 2001 ITERATE

On-error-clause follows if-empty/member-clause

An on-error-clause follows a if-member-clause or a if-empty-clause either explicitly, if coded by the DBA, or implicitly by
the subschema compiler. The on-error-clause indicates the action to be taken based on the error-status code returned by
CA IDMS/DB.

Example

This example modifies the OBTAIN DEHLR path group. The SELECT statement of the path group obtains employee
records using the employee ID as the CALC key:

mod path-group name is obtain dehlr

    select for element employee

    obtain employee where calckey is emp-id-0415 of request.

NOTE
For more information on logical records and path groups, see the Administrating section.
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The VALIDATE Statement
The VALIDATE statement instructs the subschema compiler to verify the relationships among all components of the
subschema that is current for update. If no errors occur during the validation, the subschema compiler sets the status of
the subschema to VALID; if errors exist, the subschema compiler sets the status to IN ERROR.

 

Authorization

The user requires authorization to modify the current subschema.

NOTE
See the USER clause under the SUBSCHEMA statements for more information.

Syntax

►►─── VALIDATE ───────────────────────────────────────────────────────────────►◄

Usage

Effect of VALIDATE on Subschemas

When the subschema compiler validates the subschema, it takes one of the following actions:

• If it finds no errors, the compiler sets the subschema's status to VALID. A VALID status means the subschema load
module can be generated.

• If it finds errors, the compiler issues messages indicating the exact nature of each error and sets the subschema's
status to IN ERROR. The DBA uses these messages to determine what changes must be made for the subschema to
be valid.

Must Validate the Subschema Following ADD and MODIFY

The subschema compiler also sets the subschema's status to IN ERROR under these conditions:

• The subschema was just created with an ADD SUBSCHEMA statement
• The subschema was modified with a MODIFY SUBSCHEMA statement
• The schema associated with the subschema was modified in a way that affects the subschema; for example, a set

deletion
• Any component of the subschema as added, modified, or deleted

VALIDATE Typically Used to Check Errors

VALIDATE is typically used for dry runs of the subschema compiler, since it causes the compiler to check the components
but not to create subschema load modules.

LOAD MODULE Statement
Contents

The LOAD MODULE statements identify a subschema load module stored in the load area of the dictionary
(DDLDCLOD). The MODIFY and DELETE statements update the load module stored in the dictionary load area.

A load module is stored in the dictionary load area as a result of one of the following statements:

• A subschema GENERATE statement
• An IDD DDDL ADD LOAD MODULE statement followed by an object deck
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Only a load module identified with a load module type of SUBSCHEMA can be processed.

Depending on the verb and options submitted to the subschema compiler, the LOAD MODULE statements can:

• Delete, display, or punch a load module
• Change the RMODE or the AMODE of a load module

Syntax

Syntax: MODIFY LOAD MODULE

►►─┬─ MODify ─┬─ LOAd MODule name is load-module-name ────────────────────────►

   └─ DELete ─┘

 

 ►─┬───────────────────────────────────────────┬──────────────────────────────►

   └─ Version is ─┬─ version number ─────────┬─┘

                  └─┬────────┬─┬─ HIGhest ─┬─┘

                    └─ NEXt ─┘ └─ LOWest ──┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ user-specification ─┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►

   └─ AMOde is ─┬─ 24 ────┬─┘

                └─ ANY ◄──┘

 

 ►─┬────────────────────────┬─────────────────────────────────────────────────►◄

   └─ RMOde is ─┬─ 24 ────┬─┘

                └─ ANY ◄──┘

Syntax: DISPLAY/PUNCH LOAD MODULE

►►─┬─ DISplay ─┬─ LOAd MODule name is load-module-name ───────────────────────►

   └─ PUNch ───┘
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 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ version-specification ─┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   └─ PREpared by user-id ─┬────────────────────────┬─┘

                           └─ PASsword is password ─┘

 ►─┬───────────────────────────────────────┬──────────────────────────────────►

   │ ┌───────────────────────────────────┐ │

   │ │                 ┌───────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼─┬─ DETails ─┬─┴─┴─┘

       ├─ ALSo WITh ─┤   ├─ HIStory ─┤

       └─ WITHOut ───┘   ├─ ALL ─────┤

                         └─ NONe ────┘

 

 ►─┬───────────────┬──────────────────────────────────────────────────────────►◄

   └─ WITh SYNtax ─┘

Parameters

 

• LOAd MODule name is load-module-name
Identifies an existing load module. Load-module-name must be a 1- to 8-character alphanumeric value.

• Version is
Supplies the version number of the load module. The version number defaults to the current session option for existing
versions.

• version-number
Specifies an explicit version number and must be an unsigned integer in the range 1 through 9999.

• NEXt
Instructs the subschema compiler to assign the next highest or next lowest version number to load-module-name

• HIGhest
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Instructs the subschema compiler to assign the highest existing version number to load-module-name.
• LOWest

Instructs the subschema compiler to assign the lowest existing version number to load-module-name.
• user-specification

Identifies the user and the user's password. The default is the current session options.
If either the subschema compiler or the specific load module is secured, the compiler rejects the operation unless it
finds the name and the password of an authorized user in one of the following places:
– The LOAD MODULE statement user-specification clause
– The current session option

NOTE
Expanded syntax for user-specification is presented in Section13, “Parameter Expansions”.

• AMOde is ANY
Indicates that the module is invoked in 31-bit addressing mode. ANY is the default.
If RMODE is ANY, then AMODE must be ANY.

• AMOde is 24
Indicates that the module is invoked in 24-bit addressing mode.

• RMOde is ANY
Indicates that the module can be loaded above or below the 16-megabyte line. ANY is the default residency mode.

• RMOde is 24
Indicates that the module must be loaded below the 16-megabyte line.

• DETails
Display and punches load module length, entry point address, number of RLD (relocation directory) entries, security
class, logical deletion flag, and module type (subschema).

• HIStory
Display and punches the date and time the load module was created.

• ALL
Display and punches the entire load module description.

• NONe
Display and punches only the load module name and version.

• WITh SYNtax
For PUNCH only, punches an object deck accompanied by the ADD LOAD MODULE syntax described in the CA IDMS
IDD DDDL Reference section. This option is useful for producing an object deck that is to be placed in a load area
other than the system load library.

Usage

Effect of DELETE on Load Modules

DELETE deletes the named load module from the load area of the dictionary. The subschema compiler also automatically
erases the PROG-051 dictionary record occurrence associated with the load module, except if the record:

• Was not built by the subschema compiler
• Participates in other entity relationships, for example, maps

Effect of DISPLAY on Load Modules

DISPLAY displays online output at the terminal and lists batch output in the compiler's activity listing. The output always
appears as comments regardless of the default option in effect.

Effect of PUNCH on Load Modules

PUNCH writes output to the system punch file or to a module in the dictionary. All punched output is also listed in a
subschema compiler's activity listing.
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The subschema compiler produces an object (relocatable) deck accompanied by ADD LOAD MODULE syntax from the
named load module. The object deck can subsequently be link edited and placed in a load library. You can also use this
option to move a load module from one dictionary to another.

NOTE
When you punch a load module from the dictionary load area (DDLDCLOD area) into an object module, the
DDDL compiler omits the RMODE/AMODE attributes because the RMODE/AMODE clause is not acceptable to
the linkage editor. If you are punching the load module to add it to a different dictionary, then you must edit the
punched syntax to include the RMODE/AMODE clause.

Systems with 24-bit Addressing Load Modules Below the Line

For DC/UCF systems running in 24-bit mode, modules are loaded below the 16-megabyte lines regardless of the RMODE
specification.

Residency Mode Determines Which Program Pool to Use

For DC/UCF systems running in 31-bit mode, modules with an RMODE of ANY are loaded into XA program pools (above
the 16-megabyte line); modules with an RMODE of 24 are loaded into non-XA program pools (below the 16-megabyte
line).

Examples

This example modifies the residency mode of load module DEHSS01:

modify load module name is dehss01

   rmode is any.

NOTE
For more information on defining load modules, see the LOAD MODULE statement in the CA IDMS IDD DDDL
Reference section.

DISPLAY/PUNCH SCHEMA Statement
Contents

The DISPLAY and PUNCH SCHEMA statements produce as output the commented DDL statements that describe
components of the schema that owns the current subschema.

NOTE
For a description of currency, see 9.7, “Establishing Schema and Subschema Currency”.

Syntax

►►─┬─ DISplay ─┬─ SCHema ─────────────────────────────────────────────────────►

   └─ PUNch ───┘

 

 ►─┬───────────────────────────────────────────────┬──────────────────────────►
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   └─┬─ AREa ───┬─ name is entity-occurrence-name ─┘

     ├─ RECord ─┤

     └─ SET ────┘

 

 ►─┬──────────────────────────────────────────────────┬───────────────────────►

   │ ┌──────────────────────────────────────────────┐ │

   │ │                 ┌──────────────────────────┐ │ │

   └─▼─┬─ WITh ──────┬─▼── entity-option-keyword ─┴─┴─┘

       ├─ ALSo WITh ─┤

       └─ WITHOut ───┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ VERB ─┬─ ADD ─────┬─┘

            ├─ MODify ──┤

            ├─ DELete ──┤

            ├─ DISplay ─┤

            └─ PUNch ───┘

 

 ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

   └─ TO ─┬─ module-specification ─┬─┘

          └─ SYSpch ───────────────┘

Parameters

 

• SCHema
Displays or punches the commented description of the schema associated with the current subschema.

• AREa name is entity-occurrence-name
Displays or punches the commented description of the named schema area entity.

• FILe name is entity-occurrence-name
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Displays or punches the commented description of the named schema file entity.
• RECord name is entity-occurrence-name

Displays or punches the commented description of the named schema record entity.
• SET name is entity-occurrence-name

Displays or punches the commented description of the named schema set entity.
• entity-option-keyword

Names an option to be displayed or punched. The value of entity-option-keyword depends on the schema component.
The following table lists values for entity-option-keyword.

Option SCHEMA AREA RECORD SET
ALL x x x x
ALL COMMENT TYPES x  x  
AREAS x  x  
ATTRIBUTES x    
COMMENTS x  x  
CULPRIT HEADERS x  x  
DETAILS x x x x
ELEMENTS x  x  
HISTORY x    
NONE x x x x
OLQ HEADERS x  x  
RECORDS x    
SCHEMAS x    
SETS x    
SHARED STRUCTURES x  x  
SUBSCHEMAS x    
SYMBOLS x x x x
SYNONYMS x  x  
USERS x    

Example

This example displays the description of the DEPARTMENT record associated with the subschema's schema. Note that
the subschema compiler produces commented output.

display schema record name is department without elements .

*+   ADD

*+   RECORD NAME IS DEPARTMENT

*+       SHARE STRUCTURE OF RECORD DEPARTMENT VERSION 100

*+       RECORD ID IS 410

*+       LOCATION MODE IS CALC USING ( DEPT-ID-0410 ) DUPLICATES ARE

 605



 Administrating

*+             NOT ALLOWED

*+       WITHIN AREA ORG-DEMO-REGION OFFSET 2 PAGES FOR 48 PAGES

*+       RECORD NAME SYNONYM IS DEPARTMT FOR LANGUAGE ASSEMBLER

*+       .

Writing Database Procedures
Special-Purpose Subroutines

Database procedures are special-purpose subroutines designed to perform functions such as data compression and
decompression. You write and compile these procedures as subroutines that are executed by the database management
system whenever an access is made to an area or a record. User-written database procedures can be specified for non-
SQL defined databases only. For more information, see the following topics:

 

Procedures are Called in the Schema

You specify as part of the schema definition when a procedure is to be called. At runtime, these procedures
are called automatically; the call is transparent to the application program. You can specify that a procedure be
called before or after any of the following DML statements or on an error condition resulting from execution of one of the
commands in the following table.

Command Description
READY Prepares database areas for processing.
FINISH Commits changes to the database and terminates the run unit.
COMMIT Commits changes to the database.
ROLLBACK Rolls back database changes and optionally terminates the run

unit.
STORE Adds a new record occurrence to the database.
CONNECT Links a record occurrence to a set.
MODIFY Changes the data content of an existing record occurrence.
DISCONNECT Removes a member record occurrence from a set.
ERASE Deletes a record occurrence from the database.
FIND Locates a record occurrence in the database.
GET Moves all data associated with a previously located record

occurrence into the requesting program's variable storage.

The OBTAIN DML command combines the functions of the FIND and GET commands; thus, to perform a database
procedure on an OBTAIN command, specify the procedure on a FIND and/or GET.

Common Uses of Database Procedures
This article describes the common uses of database procedures, and includes the following information:
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Compression and Decompression

Data compression replaces repeating characters (most frequently blanks and binary zeros) and common character
combinations with codes that decrease the amount of data stored in the database. Data decompression returns
compressed data to its original form for use by an application program. A compression procedure (IDMSCOMP) and a
decompression procedure (IDMSDCOM) are provided with CA IDMS/DB in source and object form.

The IDMSCOMP database procedure compresses record occurrences before storage, as follows:

• Converts repeating blanks into a 2-byte code
• Converts repeating binary zeros into a 2-byte code
• Converts other repeating characters into a 3-byte code
• Converts a number of commonly used character pairs into a 1-byte code

Data that does not fall into any of the above categories remains as is. Each group of as-is data is prefixed by a 2-byte
length code.

CA IDMS/DB decompresses records after retrieval through the IDMSDCOM database procedure. These procedures are
invoked automatically by CA IDMS/DB if you have coded the appropriate CALL parameters in the schema RECORD and
AREA definitions.

NOTE
You can also use CA IDMS Presspack to compress data. For more information, see Using Presspack.

Data Validation

Data validation involves checking data being stored to ensure that items :

• Are alphabetic or numeric
• Fall in user-specified ranges
• Are equal to specific values

If an item fails the check, the procedure can disallow storage of the record.

Privacy/Security

You can use database procedures to perform the following privacy/security functions:

• Encoding/decoding data to ensure physical data security
• Prohibiting programs from reading restricted data (record-occurrence level)
• Requiring passwords for access to restricted data (area level)
• Restricting use of a qualified ERASE DML command

Record Suppression Assistance

When a database (DB) procedure is written to do record suppression (to prevent some record occurrences from being
returned to the application program for security or other reasons) it sets a minor code error status. CA IDMS treats this as
an error and does not return data to the program. Normally an application must be modified to handle that status in order
to continue processing, which may require changes to many programs.

Key Benefits

With Record Suppression Assistance, when a DB procedure suppresses a record, for most commands CA IDMS reissues
the command automatically and control does not return to the application program until a valid record is obtained. This
allows record-level security to be implemented with minimum impact on applications.
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To activate this assistance, define the minor code status that the DB procedure sets in SYSIDMS with the syntax:
SUPPRESS_RECORD_ON_STATUS=<minor code>. When IDMS encounters this status, it reissues the verb under the
rules below. In the most common cases, this allows the application to continue processing without modification.

When the AFTER GET DB procedure returns the specified minor error-status, the following processing occurs:

• OBTAIN FIRST and LAST verbs are converted to OBTAIN NEXT and PRIOR and reissued
• OBTAIN NEXT and PRIOR verbs are reissued without conversion
• OBTAIN CALC is changed to OBTAIN DUPLICATE and reissued
• OBTAIN DUPLICATE is reissued without conversion
• OBTAIN DBKEY returns not found

All other verbs return the minor status set by the DB procedure.

When a FIND is issued followed by a GET and the record is suppressed, the verb is not reissued. The GET fails with an
05XX, where XX is the minor status set by the DB procedure. Currency remains unchanged and the program continues
processing from the last FIND verb.
Up to three minor codes may be defined to activate assistance. Multiple codes are allowed to support possible
compatibility issues, and the assistance is the same regardless of which code activates it. All alphanumeric minor codes
are valid, plus the numeric code 99. Numeric codes 00-98 are reserved for IDMS use.

Data Collection

Data collection procedures accumulate statistics and other information from areas and records being accessed.

Record Length for Variable-Length Native VSAM Records

Use the IDMSNVLR database procedure, provided with CA IDMS to transmit the length of a native VSAM variable-length
record from an application program to the DBMS before a STORE or MODIFY DML command, and from the DBMS to
the program after a GET DML command. The IDMSNVLR procedure is intended for use by programs accessing native
VSAM variable-length records that do not contain an OCCURS-DEPENDING-ON field. IDMSNVLR allows the length to be
communicated in the record's DBA-DEFINED-RDW (RECORD-DESCRIPTOR-WORD).

To use IDMSNVLR, the schema record description must provide for a standard DBA-DEFINED-RDW field (two-byte field
plus two bytes of filler) as the last field in the record. The schema record description must be defined as follows:

     record description.

         record name is record-name

         record id is record-id

         location mode is ...

 

         call idmsnvlr before store.

         call idmsvnlr before modify.

         call idmsvnlr after get.
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         03  ...

 

         03  dba-defined-rdw

             comment 'this word is not maintained in the database.'

             05 rdw-len          pic S9(4) comp.

             05 filler           pic XX.

The DBA-DEFINED-RDW is not part of the physical record stored in the database. Before a STORE or MODIFY DML
command is executed, IDMSNVLR strips off the DBA-DEFINED-RDW (the last four bytes of the record) by specifying
RDW-LEN minus 4 as the record length. The DBA-DEFINED-RDW always includes the length of the DBA-DEFINED-
RDW itself.

Before issuing a STORE or MODIFY DML command, the application program must move the length of the variable-length
record (since that record was defined in the subschema) into the RDW-LEN. IDMSNVLR passes this value (minus 4) to
the DBMS. After a GET DML command, IDMSNVLR returns the length of the subschema view of the record in the RDW-
LEN field.

Although the schema description must specify the DBA-DEFINED-RDW as the last field of the record, the subschema
description can specify the DBA-DEFINED-RDW as the first field of the record.

Coding Database Procedures
This section provides information to assist in writing database procedures. You do not have to code or compile database
procedures provided with CA IDMS/DB (for example, the IDMSNVLR procedure).

Considerations

There are two ways in which a database procedure can be invoked:

• It can be directly called by IDMSDBMS
• It can be called through a stub module that is called by IDMSDBMS.

Only fully reentrant assembler and LE-compliant COBOL and PL/I procedures can be invoked directly by IDMSDBMS. All
other procedures must be called indirectly, at a cost in performance.

• Database procedures that are invoked directly by IDMSDBMS execute in system mode and MPMODE=ANY.
• For performance reasons, we recommend that all database procedures be written in fully reentrant assembler code.

Note: The methods that can be used for invoking a procedure depend on many factors including its language, calling
conventions, reentrancy, and whether it issues CA IDMS DML Commands. For more information on the different methods
for invoking procedures and how to choose one based on a procedure's characteristics, see 16.5, “Methods for Invoking
Procedures”.

Issuing CA IDMS DML Commands in a Database Procedure

• While it is possible for database procedures to issue IDMS DML commands like navigational and SQL DML commands
and commands that manipulate storage, scratch and queue resources, any such command can potentially result in
a wait. A wait can result in deadlocks or degraded system performance because DBMS may be holding buffer locks
when the procedure is called. If it is necessary to issue IDMS DML commands from within the procedure, consider the
following:
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– Do not use the DBSTUB1 method described in B1 method described.
– A directly-invoked assembler procedure must follow DC system mode calling conventions. For more information on

DC system calling conventions and MPMODE, see "Calling Conventions for Numbered Exits" in the Administrating
section.

– A procedure that contains only IDMS DML commands associated with accessing a database can be compiled with
a protocol of BATCH and execute in either a DC/UCF or a local mode address space. A COBOL or PL/I procedure
that contains other (non-database access) IDMS DML commands must be compiled using the IDMS-DC protocol
and can execute only in the DC/UCF address space. An assembler procedure can contain non-database access
IDMS DML commands and execute in either environment provided the requested services are available. For
example, requests for storage and scratch can be issued in either environment, whereas queue-related requests
can only be issued within DC/UCF.

– If the procedure accesses the database by binding a run unit or starting an SQL session, its database session is
subordinate to that of the run unit under which the procedure is invoked. Therefore, actions such as FINISH or
ROLLBACK that impact the invoking run-unit automatically have a similar impact on the procedure's database
session if it is still active.

– If the procedure accesses the same database as the invoking run-unit and database locks are being maintained,
deadlocks between the two sessions are possible unless they are made to share the same transaction, see
"Sharing Transactions Among Sessions" in the CA IDMS Navigational DML Administrating section.

• Avoid using operating system functions that may cause the central version region to wait. This degrades performance.
• Ensure the module name is the name specified in the schema CALL statement. Database procedures are no longer

linked with subschema modules. They are dynamically loaded by DBMS on the first call. The entry point name can be
different from the module name.

Area Procedures

You must write area procedures to accept the following five blocks of information which are passed when the database
procedure is executed by CA IDMS/DB:

• Procedure control block (20 bytes)
• Application control block (236 bytes)
• Application program information block (user-specified length)
• Area control block (28 bytes)
• IDMS statistics block (100 bytes)

Record Procedures

You must write record procedures to accept the following five blocks of information which are passed when the database
procedure is executed by CA IDMS/DB:

• Procedure control block (20 bytes)
• Application control block (236 bytes)
• Application program information block (user-specified length)
• Record control block (56 bytes)
• Record occurrence block (length specified in schema)

Record procedures have access to the entire data portion of the schema-defined records. They are not restricted to the
subschema views seen by application programs.

Database Procedure Blocks

The following tables show the format of the database procedure blocks.

Procedure Control Block
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This is the first block of information passed to both area and record procedures. It contains information that reflects the
general conditions under which the database procedure is being invoked. Total length is 20 bytes.

 

Item Usage Length Description
Entry Level Alphanumeric 4 bytes Level at which the procedure is

invoked: REC or AREA
Entry Time Alphanumeric 4 bytes The time the procedure is

invoked: BFOR, AFTR, or ERR
Major Code Alphanumeric 2 bytes Major DML code of the DML

command for which the
procedure is being invoked
(that is, 12 for STORE, or 03 for
FIND, and so forth)

IDBMSCOM Code Binary 2 bytes IDBMSCOM code of the
DML command for which the
procedure is being invoked (that
is, 14 for FIND NEXT WITHIN
SET, or 15 for FIND NEXT
WITHIN AREA, and so forth)

Cancel Indicator Binary 2 bytes Zero indicates that the DML
command should be performed;
nonzero requests cancellation
of the DML command. The initial
value of zero can be reset by a
BEFORE procedure.

Record Indicator Binary 1 byte Indicates whether record
is present in the Record
Occurrence Block
0 - record is not present
1 - record is present

Filler Alphanumeric 1 byte Reserved
User Item Binary 4 bytes For user storage, as needed

(normally, an address);
initialized to zero. This value is
preserved across calls to the
procedure.

 

Application Control Block

This is the second block of information passed to both area and record procedures. It contains information that reflects the
status of the application program at procedure execution time. Total length is 236 bytes.

 

Item Usage Length Description
Subschema Name Alphanumeric 8 bytes Name of subschema being used
Program Name Alphanumeric 8 bytes Name of application program
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Error-Status Indicator Alphanumeric 4 bytes Major DML code (first two bytes)
of the command for which the
procedure is being invoked,
and the minor error-status code
(second two bytes)

Database Key Binary 4 bytes The database key that is current
of run unit

Record Name Alphanumeric 18 bytes Name of record type that is
current of run unit

Area Name Alphanumeric 18 bytes Name of area to which current
of run unit is assigned

Filler Alphanumeric 18 bytes Reserved for future use
Error-Set Name Alphanumeric 18 bytes Name of error-set type, if

applicable
Error-Record Name Alphanumeric 18 bytes Name of error-record type, if

applicable
Error-Area Name Alphanumeric 18 bytes Name of error area, if applicable
IDBMSCOM Array Alphanumeric 100 bytes System IDBMSCOM array for

passing function information
Direct Db-key Binary 4 bytes Item used by application

program to specify a database
key for storing a record in
DIRECT storage mode

Application Program Information Block

This is the third block of information passed to both area and record procedures. It contains information (if any) passed
between the application program and database procedure. Total length is determined by user.

Item Usage Length Description
Application Program Information DBA-defined DBA-defined Information passed from

application program using
a BIND PROCEDURE
statement; if not used, this field
must be defined as a 4-byte
alphanumeric item

Area Control Block

This is the fourth block of information passed to area procedures. It contains information on the area for which the
procedure is being invoked. Total length is 28 bytes.

Item Usage Length Description
Area Name Alphanumeric 18 bytes Name of area for which DML

command is being invoked
Filler Alphanumeric 2 bytes  
Low Page Binary 4 bytes Number of lowest page in area
High Page Binary 4 bytes Number of highest page in area

 

CA IDMS Statistics Block
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This is the fifth block of information passed to area procedures. It contains runtime statistics for the application program
(same statistics obtained by the DML command ACCEPT IDMS-STATISTICS). Total length is 100 bytes.

 

Item Usage Length Description
Date Alphanumeric 8 bytes Today's date in the format mm/

dd/yy

Time Alphanumeric 8 bytes The time of the last occurrence
of BIND RUN-UNIT, FINISH,
or run-unit abort; in the format
hhmmsshh

Pages Read Binary 4 bytes Total pages read by application
program

Pages Written Binary 4 bytes Total pages written by
application program

Pages Requested Binary 4 bytes Total pages requested by
application program

CALC Records Binary 4 bytes Total CALC records stored with
no overflow

CALC Overflow Binary 4 bytes Total CALC records that
overflowed

VIA Records Binary 4 bytes Total VIA records stored with no
overflow

VIA Overflow Binary 4 bytes Total VIA records that
overflowed from target page

Records Requested Binary 4 bytes Total number of records
accessed by the DBMS

Records Current Binary 4 bytes Total number of records
established as current of run
unit

Calls to CA IDMS/DB Binary 4 bytes Total calls made for DBMS
services

Fragments Stored Binary 4 bytes Total variable length record
fragments

Records Relocated Binary 4 bytes Total records relocated
Locks Requested1 Binary 4 bytes Total number of record locks

requested
Select Locks Held2 Binary 4 bytes Number of shared locks now

held
Update Locks Held2 Binary 4 bytes Number of exclusive locks now

held
Run Unit Id2 Binary 4 bytes LID: Local Identification number

of transaction for journaling
purposes; incremented by
one and carried across central
versions until the journal is
reinitialized
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Task Id2 Binary 4 bytes Identification number of central
version task; reinitialized for
each central version run and
incremented by 1, beginning
at 2 (0 and 1 are reserved for
system)

Local Identification2 Alphanumeric 8 bytes Identification code of batch or
TP program to facilitate location
of dumps and elements in the
central version log

Filler Alphanumeric 8 bytes Reserved

• As a lock is released, this value is not decremented
• Applies to central version only

Record Control Block

This is the fourth block of information passed to record procedures. It contains information regarding the record type for
which the procedure is being invoked. Total length is 56 bytes.

 

Item Usage Length Description
Record Name Alphanumeric 18 bytes Name of record type for which

DML command is being invoked
Area Name Alphanumeric 18 bytes Name of area to which record is

assigned
Record ID Binary 2 bytes Identification number of record

type for which DML command is
being invoked

Record Length Binary 2 bytes Length (data only), in bytes, of
record

Control Length Binary 2 bytes Length (data only), in bytes, of
record up to and including the
last CALC or sort-control field

Maximum Length Binary 2 bytes Actual length of fixed-length
record or maximum length of
variable-length record, in bytes

Database Key Binary 4 bytes Database key of record
Low Page Binary 4 bytes Number of lowest page on

which records of this type can
exist

High Page Binary 4 bytes Number of highest page on
which records of this type can
exist

Record Occurrence Block
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This is the fifth block of information passed to record procedures. It is used to pass the actual record occurrence for
which the procedure is invoked. There are situations in which the record occurrence is not available to be passed to the
procedure. Total length is defined in the record type's schema description. 

Item Usage Length Description
Record Occurrence As defined in schema As defined in schema Actual record that is the target of

the DML command

Whenever possible, the record occurrence for which the procedure is being invoked is passed, but under some conditions
the DBMS may not have immediate access to this data. In all cases, the fifth parameter is passed to the procedure, but its
validity is not guaranteed under all scenarios. The following table indicates the availability of the record occurrence block
data relative to procedure call times:

DML Verb Procedure Call Times
BEFORE

Procedure Call Times AFTER Procedure Call Times ON
ERROR

CONNECT Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

DISCONNECT Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

ERASE Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

Present if last good verb was an
OBTAIN, STORE, or MODIFY
for target record type, else
uncertain

FIND Unavailable unless access is
CALC, then calckey fields are
available

Available if FIND executed
as part of OBTAIN else
unavailable. If access is CALC,
calckey fields are available

Unavailable unless access is
CALC, then calckey fields are
available

GET Available if GET executed
as part of an OBTAIN, else
unavailable

Available Available if GET executed
as part of an OBTAIN, else
uncertain

MODIFY Available, contains data passed
from user program

Available, contains data passed
from user program

Available, contains data passed
from user program

STORE Available, contains data passed
from user program

Available, contains data passed
from user program

Available, contains data passed
from user program

Establishing Communication Between Programs and Procedures

Program/Procedure Communication

Some database procedures may require specific information from the calling application program (for example, a
password for a security routine). Use the application program information block to pass this information. Using the BIND
PROCEDURE DML command, the programmer binds space in program variable storage for the information to be passed.
At program runtime, whenever the procedure is called, the information in the program space bound to the procedure is
placed in the procedure's application program information block.

Executing Under the Central Version in a Different Address Space

If the application program is executing under the central version and in a different address space, the program must bind
a 256-byte space in variable storage. Programs running in the same address space as the central version or in local
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mode can bind a variable amount of space, but 256 bytes is recommended in case of future changes in the operating
configuration.

In the central version environment, the BIND procedure DML has the function of passing the information in the application
program information block to the database procedure. To get information back from the database procedure, the
application program should issue an ACCEPT...FROM...PROCEDURE DML statement. If the application program wishes
to send new information to the database procedure, the application program should alter the data in the application
program information block and then issue another BIND procedure DML statement, which will cause the central version's
copy of the application program information block to be refreshed.

No Information Passed

Usually, no information is passed between the program and the database procedure, since database procedures are
normally transparent to application programs. When no information is passed, the database procedure must define the
application program information block as a 4-byte alphanumeric item.

Specifying When to Call Database Procedures

Using CALL

To specify when a database procedure is to be called at runtime, you use the CALL statement in the schema DDL for
areas and records. You can use database procedures with any number of DML commands for any number of areas or
records. For example, to compress/decompress JOB records with the CA IDMS/DB-supplied procedures, specify the
following CALL statements for the JOB record type:

call idmscomp before store.

call idmscomp before modify.

call idmsdcom after get.

NOTE
If the schema contains any records for which IDMSCOMP or IDMSDCOM is called, IDMSDCOMP and
IDMSDCOM must be called as area procedures 'BEFORE FINISH' and 'BEFORE ROLLBACK' to release the
storage used for internal compression/decompression work areas.

Link Editing Database Procedures

You must link database procedures as standalone modules. Database procedures linked with subschema modules are no
longer supported.

Procedures Written in COBOL under z/VSE

For database procedures written in COBOL that will execute under z/VSE, assemble the following CSECT and catalog it
into the appropriate relocatable library:

ILBDMNS0  CSECT

     DC X'FF'
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     END

Assign to the CSECT a library member name other than ILBDMNS0 so that the CSECT will not be linked to all COBOL
programs. This CSECT name must be included in the link edit of the COBOL database procedure. The procedure checks
the field contained in this CSECT to establish the appropriate linkage with CA IDMS/DB.

Executing Database Procedures

When a DML command is issued at application run time, all BEFORE procedures are executed in the order specified in
the schema. A BEFORE procedure can prevent execution of the DML command in either of the following ways:

• By resetting the cancel indicator in the procedure control block to a nonzero value
• By resetting the error-status indicator in the application control block to a nonzero value

The DML command is not executed if either of the above conditions exists when all BEFORE procedures have been
completed. If the cancel indicator in the procedure control block is reset to a nonzero value, control passes directly to the
AFTER procedures. If the error-status indicator in the application control block is reset to a nonzero value, control passes
directly to the ON-ERROR procedures.

NOTE
To prevent execution of a FINISH DML command, a BEFORE FINISH procedure must reset the error-status
indicator to a nonzero value. You cannot use the cancel indicator for this purpose.

Resetting the Error-Status Indicator

In resetting the error-status indicator, the procedure should change only the last two bytes (the minor code); the procedure
should leave the first two bytes (the major code) unchanged. However, when the value of the error-status indicator is zero,
the procedure should reset the indicator with the value from the major code item of the procedure control block.

NOTE
To avoid confusion, user-defined error-status codes should not duplicate CA IDMS/DB error-status codes.

At this point, if the DML command has not been canceled, the command is executed. ON-ERROR procedures are
executed if errors have occurred during validation by the DBMS or if the error-status indicator contains a value other
than 0000. If, because of validation errors, execution immediately drops through to an ON-ERROR procedure, BEFORE
procedures and the DML command itself are not performed. The error-status indicator can be reset by either a BEFORE
procedure or the DML command.

If the error-status is 00, any AFTER procedures are now executed. However, if the error-status is not 00, AFTER
procedures are not executed unless at least one ON-ERROR procedure has been defined for the verb. Because AFTER
procedures can be executed when the DML command has been suppressed or a non-zero error-status has been returned
they should always check the values of the cancel indicator and error-status indicator.
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Item Usage Length Description
Date Alphanumeric 8 bytes Today's date in the format mm/

dd/yy

Time Alphanumeric 8 bytes The time of the last occurrence
of BIND RUN-UNIT, FINISH,
or run-unit abort; in the format
hhmmsshh

Pages Read Binary 4 bytes Total pages read by application
program

Pages Written Binary 4 bytes Total pages written by
application program

Pages Requested Binary 4 bytes Total pages requested by
application program

CALC Records Binary 4 bytes Total CALC records stored with
no overflow

CALC Overflow Binary 4 bytes Total CALC records that
overflowed

VIA Records Binary 4 bytes Total VIA records stored with no
overflow

VIA Overflow Binary 4 bytes Total VIA records that
overflowed from target page

Records Requested Binary 4 bytes Total number of records
accessed by the DBMS

Records Current Binary 4 bytes Total number of records
established as current of run
unit

Calls to CA IDMS/DB Binary 4 bytes Total calls made for DBMS
services

Fragments Stored Binary 4 bytes Total variable length record
fragments

Records Relocated Binary 4 bytes Total records relocated
Locks Requested1 Binary 4 bytes Total number of record locks

requested
Select Locks Held2 Binary 4 bytes Number of shared locks now

held
Update Locks Held2 Binary 4 bytes Number of exclusive locks now

held
Run Unit Id2 Binary 4 bytes LID: Local Identification number

of transaction for journaling
purposes; incremented by
one and carried across central
versions until the journal is
reinitialized
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Task Id2 Binary 4 bytes Identification number of central
version task; reinitialized for
each central version run and
incremented by 1, beginning
at 2 (0 and 1 are reserved for
system)

Local Identification2 Alphanumeric 8 bytes Identification code of batch or
TP program to facilitate location
of dumps and elements in the
central version log

Filler Alphanumeric 8 bytes Reserved

1. As a lock is released, this value is not decremented

2. Applies to central version only

Methods for Invoking Procedures
Contents

A database procedure is called as an extension of the database engine. A procedure can be called directly by
IDMSDBMS. This is referred to as the Direct invocation method. Alternatively, a procedure can be invoked indirectly by
using one of two techniques referred to as DBSTUB1 and DBSTUB2. These are described later in this section.

The methods that can be used to invoke a given procedure depend on several factors:

• Language of the procedure
• Reentrancy or LE-compliance
• Calling conventions that it uses
• Whether it issues IDMS DML requests

The following table identifies the methods that can be used for invoking procedures with differing characteristics. Where
multiple invocation methods are listed as valid, the recommended method is highlighted.

Language Comments IDMS DML Issued by
Procedure

Valid Invocation Methods

Assembler Reentrant, DC calling
conventions

Does not matter Direct, DBSTUB1, DBSTUB2

Assembler Non-reentrant, DC calling
conventions

No DBSTUB1

Assembler Reentrant, IBM calling
conventions

No DBSTUB1, DBSTUB2

Assembler Non-reentrant, IBM calling
conventions

No DBSTUB1, DBSTUB2

Assembler Reentrant, IBM calling
conventions

Yes DBSTUB2

VS Cobol Non-LE-compliant No DBSTUB1, DBSTUB2
VS Cobol Non-LE-compliant, reentrant Yes DBSTUB2
VS Cobol/2 Non-LE-compliant, reentrant Does not matter DBSTUB2
LE-compliant Cobol LE-compliant, reentrant Does not matter Direct, DBSTUB2
PL/I Non-LE-compliant, reentrant Does not matter DBSTUB2
PL/I LE-compliant, reentrant Does not matter Direct, DBSTUB2
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DBSTUB1 Invocation Method

The DBSTUB1 invocation method is valid only for calling a COBOL program compiled with VS-COBOL or a non-reentrant
assembler program. It is not valid for any other program such as a program written in COBOL, PL/I or any LE-compliant
language. DBSTUB1 is an assembler front end that is linked with the actual procedure. The linked module name must
match the name in the schema CALL statement. The entry point must point to DBSTUB1's entry point.

DBSTUB1 is written with DC system calling conventions. It runs in MPMODE=DB, which means that it holds a lock on
MPMODE DB when it gains control. No other program that runs in MPMODE DB can run at the same time. Once it has
control, it calls the database procedure that is linked with it. The procedure called must not issue any IDMS calls because
during such a call, the MPMODE DB lock protection is lost.

NOTE
For more information on DC system calling conventions and MPMODE, see "Calling Conventions for Numbered
Exits" in the Administrating section.

A unique DBSTUB1 must be written for and linked with each database procedure that needs this interface. Usually only
the entry point that is called must be changed.

Following is a sample of DBSTUB1 that calls the CHECKIT database procedure.

DBSTUB1  TITLE 'Example of a DB procedure'

         #MOPT CSECT=DBSTUB1,ENV=SYS

*

*    The following code shows how a COBOL database procedure might

*    be called in a multi-tasking environment.  This program is

*    linked with the COBOL procedure.  The module name must be the

*    same as the name coded in the Schema CALL statement.

*    The entry point is STUBEP1.

*

*    The following code emulates how DBMS calls DB procedures.

*    When this procedure receives control the task is single

*    threaded on the MPMODE=DB lock.

*

*    On Entry: R1 already points to plist.

*
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        USING CSA,R10

STUBEP1  #START MPMODE=DB

         L      R15,=V(CHECKIT)        Base linked DB Procedure.

         CLC    =X'4700',0(R15)        Bif DC mode prog.

         BE     STUB010

*

         #CHKSTK =(18+1)               Make sure room on stack,

*                                           for the savearea.

         BALR   R14,R15                Call Standard mode program.

         B      STUB020

*

STUB010  #CALL  (R15)                  Call DC mode program.

*

STUB020  #RTN                          Return to DBMS.

         LTORG

         COPY   #CSADS

         END

Following is how DBSTUB1 would be linked with CHECKIT.

INCLUDE OBJLIB(DBSTUB1)

INCLUDE OBJLIB(CHECKIT)

ENTRY   STUBEP1

MODE    AMODE(31),RMODE(ANY)

NAME    CHECKIT(R)

 622



 Administrating

DBSTUB2 Invocation Method

The DBSTUB2 invocation method is valid for calling a program written in COBOL or PL/I compiled with any compiler
supported by CA IDMS. Usage of this method is optional and not recommended when the program is compiled with an
LE-compliant compiler because of performance. This program is an assembler front end that is linked separately from
the procedure it calls. The DBSTUB2 program must be linked as the name specified in the Schema CALL statement. The
database procedure must be linked as a second name and defined to DC in the SYSGEN.

DBSTUB2 is written with DC system mode calling convention. It runs in MPMODE=CALLER which means multiple task
threads can be running through it at the same time and this code must be totally reentrant.

Once DBSTUB2 gains control it activates the real procedure with a #LINK command. IDMS/DC will setup and call the
program in user mode.

When the procedure ends, control is returned to DBSTUB2.

This method violates the principal of maintaining control of the CPU. One or more #WAITs can occur during the execution
of the #LINK. This increases the likelihood of deadlocks or performance problems.

Following is a sample of DBSTUB2 that calls the CHECKIT database procedure. However, in this case DBSTUB2 has
been linked as CHECKIT and the COBOL CHECKIT has been linked as CHECKIT2.

DBSTUB2  TITLE 'Example DB procedure'

         #MOPT CSECT=DBSTUB2,ENV=SYS

*

*    The following code shows how a database procedure might call

*    a program written in a high level language like COBOL II.

*

*    The name in the Schema CALL statement must be this module.

*    The module this program #LINKs must be defined in the DC

*    SYSGEN.  In this example the CHECKIT database procedure

*    would have been renamed to CHECKIT2 and this procedure

*    would be called CHECKIT.

*

*    By #LINKing the DB procedure, the current system mode

*    environment is preserved.  The #LINKed subprogram is setup

*    and called based on how it is defined to DC.  For example

*    a COBOL program would get called as a quasi-reentrant with
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*    DC allocating the private copy of WORKING-STORAGE for it.

*

*    ON Entry:  R1 points to the procedure parmlist

*

         USING CSA,R10

STUBEP1  #START MPMODE=CALLER

*        #GETSTK  =8,REG=R11     get 8 words for plist

         USING LWA,R11

*

         LM    R3,R7,0(R1)        get db parameters

         #LINK PGM='CHECKIT2',PARMS=((R3),(R4),(R5),(R6),(R7)),              X

                PLIST=SYSPLIST     link to DB procedure

 *

          #RTN                     return to the DBMS

          LTORG

 LWA      DSECT                    local work area

 SYSPLIST DS    8F                 PLIST for #LINK

          COPY  #CSADS

          END

Following is how DBSTUB2 would be linked.

INCLUDE OBJLIB(DBSTUB2)

ENTRY   STUBEP1

MODE    AMODE(31),RMODE(ANY)

NAME    CHECKIT(R)
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CHECKIT would get linked:

INCLUDE OBJLIB(CHECKIT)

ENTRY   CHECKIT

MODE    AMODE(31),RMODE(ANY)

NAME    CHECKIT2(R)

In Conclusion

The methods described in this section solve the problem of calling database procedures that are not reentrant or are
written in COBOL or PL/I and compiled with a non-LE-compliant compiler. The overhead of using the methods will be high.
DBSTUB1 will have less overhead than DBSTUB2. For performance reasons, we recommend avoiding these methods
by writing database procedures as fully reentrant assembler programs. The second best option is to write a database
procedure in COBOL or PL/I and compile it with an LE-compliant compiler.

Considerations for Non-Reentrant or Non-LE-Compliant Database Procedures

Invoking Non-Reentrant or Non-LE-Compliant Procedures

There are special considerations for invoking these types of procedures.

• In a multi-tasking environment, a non-reentrant database procedure written in assembler can only be called indirectly
using the DBSTUB1 approach described in this section.

• Database procedures written in COBOL or PL/I that are compiled with a non-LE-compliant compiler (such as, COBOL/
II, PL/I 2.3) must be called indirectly using the DBSTUB2 approach described in this section.

NOTE
LE is the abbreviation for Language Environment.

Database Procedure Example
Using the Employee database, a company uses a database procedure to perform validity checks on employee
identification numbers (ID-0415) before EMPLOYEE records are stored in the employee database. A COBOL program
CHECKID functions as follows:

• Describes (in the program's LINKAGE SECTION) the five blocks of information that CA IDMS/DB passes to all
database procedures

• Performs the validity checks by using the first four bytes of the EMPLOYEE record, as passed to the program's record
occurrence block

• Sets the error-status indicator in the application control block to 99 if the employee id (ID-0415) fails validity checks

Sample Database Procedure

The LINKAGE SECTION describes the five blocks of information that CA IDMS/DB passes to the procedure. ID-0415
(employee ID) is the first four bytes of the record occurrence passed to the procedure. If ID-0415 does not pass the
validity check, the error-status indicator in the application control block is set to 99 to prevent execution of the DML
command for which the procedure was called.
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Sample database procedure

**************************************************************

 IDENTIFICATION DIVISION.

**************************************************************

 PROGRAM-ID.           CHECKID.

 DATE-WRITTEN.         JUNE 15, 1991.

 AUTHOR.               COMMONWEATHER CORP.

 REMARKS.              VALIDATES INCOMING EMPLOYEE NUMBERS.

**************************************************************

 ENVIRONMENT DIVISION.

**************************************************************

**************************************************************

 DATA DIVISION.

**************************************************************

LINKAGE SECTION.

 01  PROC-CTRL.

     02  PC-ENTRY-LEVEL           PIC X(4).

     02  PC-ENTRY-TIME            PIC X(4).

     02  PC-MAJOR-CODE            PIC XX.

     02  PC-IDBMSCOM-CODE         PIC 9(4) COMP.
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     02  PC-CANCEL-SWITCH         PIC 9(4) COMP.

     02  FILLER                   PIC XX.

     02  PC-USER-AREA             PIC 9(8) COMP.

 01  APPLIC-CTRL.

     02  SC-SUB-NAME              PIC X(8).

     02  SC-PROG-NAME             PIC X(8).

     02  SC-ERROR-STATUS.

         03  SC-ERR-MAJOR         PIC XX.

         03  SC-ERR-MINOR         PIC XX.

     02  SC-DBKEY                 PIC 9(8) COMP.

     02  SC-REC-NAME              PIC X(18).

     02  SC-AREA-NAME             PIC X(18).

    02 FILLER                    PIC X(18).

     02  SC-ERR-SET-NAME          PIC X(18).

     02  SC-ERR-REC-NAME          PIC X(18).

     02  SC-ERR-AREA-NAME         PIC X(18).

     02  SC-IDBMSCOM              PIC X(100).

     02  SC-DIRECT-DBKEY          PIC 9(8) COMP.

 01  A-P-COMM-DATA                PIC X(4).

 01  REC-CTRL-BLOCK.

     02  RC-REC-NAME              PIC X(18).

     02  RC-AREA-NAME             PIC X(18).

     02  RC-REC-ID                PIC 9(4) COMP.
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     02  RC-REC-LENGTH            PIC 9(4) COMP.

     02  RC-REC-CTRL-LEN          PIC 9(4) COMP.

     02  RC-REC-MAX-LEN           PIC 9(4) COMP.

     02  RC-DBKEY                 PIC 9(8) COMP.

     02  RC-LPL                   PIC 9(8) COMP.

     02  RC-HPL                   PIC 9(8) COMP.

 01  EMPLOYEE.

     02  ID-0415                  PIC X(4).

     02  FILLER                   PIC X(103).

**************************************************************

 PROCEDURE DIVISION USING         PROC-CTRL

                                  APPLIC-CTRL

                                  A-P-COMM-DATA

                                  REC-CTRL-BLOCK

                                  EMPLOYEE.

**************************************************************

     IF ID-0415 NOT NUMERIC

     OR ID-0415 LESS THAN '0001'

     OR ID-0415 GREATER THAN '9999'

     THEN MOVE 99 TO SC-ERR-MINOR.

     GOBACK.

Schema Statement
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Include the following clauses in the record description for EMPLOYEE in the Employee schema:

CALL CHECKID BEFORE STORE.

CALL CHECKID BEFORE MODIFY.

Any program using a subschema compiled under this schema automatically invokes the database procedure CHECKID
before storing or modifying an EMPLOYEE record occurrence.

Allocating and Formatting Files
To make a file accessible to CA IDMS/DB, follow these steps:

1. Use physical DDL statements to: define the file within a new or existing segment and associate it with one or more
new or existing areas; include the segment definition, with any file and/or area overrides, in a DMCL.

2. Make available the DMCL in which the file's segment is included.
3. Create the file using facilities provided by your operating system.
4. Format the file.

For more information, see the following topics:

Types of Files
Available Options

CA IDMS/DB can access data stored in the following types of files:

File Type Access Method File Structure
Direct access EXCP (z/OS, z/VSE) A file block corresponds to a database page
Physical sequential EXCP (z/OS)

SAM (z/VSE)
A file block corresponds to a database page

CMS format minidisk DASD block I/O (z/VM) A file block corresponds to a database page
VSAM database VSAM (z/OS, z/VSE) An ESDS VSAM file in which each Control

Interval contains a single database page
plus 8 bytes of control information used by
VSAM

Native VSAM VSAM (z/OS, z/VSE) An ESDS, KSDS, or RRDS VSAM file
or PATH in which each VSAM record
corresponds to an IDMS record

Specifying the File Type in the FILE Statement

When you define a file using a physical DDL FILE statement, you specify the file's type using these parameters:

FILE Statement Parameter Corresponding File Type
NONVSAM or BDAM Direct access (z/OS, z/VSE)

Physical sequential (z/OS)
CMS format minidisk (z/VM)

VSAM VSAM database (z/OS, z/VSE)
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ESDS
KSDS
RRDS
PATH

Native VSAM (z/OS, z/VSE)

File Access Methods
Determines How CA IDMS/DB Gains Access to Files

When an application program issues a call to CA IDMS/DB for retrieval or storage of a record or row of data, CA IDMS/
DB maps the database page that contains the record or row to the corresponding block or blocks in the file. The means by
which this mapping occurs varies according to the access method in use:

• EXCP (z/OS, z/VSE)
• SAM (z/VSE)
• DASD Block I/O (z/VM)
• VSAM (z/OS, z/VSE)

EXCP Access Method

The EXCP access method is used in z/OS and z/VSE to take advantage of extended addressing. Using EXCP as an
access method, CA IDMS/DB maps the database page number to a relative track and record number. The database page
size must equal the block size of the file.

SAM Access Method

Using SAM as an access method, CA IDMS/DB maps the first database page number to a relative block number (RBN)
within the sequential access file. It then reads forward sequentially from that RBN. The database page size must equal the
block size of the file.

DASD Block I/O

In z/VM, all CA IDMS/DB files are allocated as separate minidisks and are accessed using DASD Block I/O.

NOTE
For more information, see the Installing section -- z/VM.

VSAM Access Method

CA IDMS/DB can take advantage of extended addressing when accessing data by means of the VSAM access method.
All VSAM macros use the AMODE=31 and RMODE=31 parameters. Therefore, all VSAM control blocks are allocated
above the 16-megabyte line.

Accessing VSAM Database Files

Using VSAM as an access method to VSAM database files, CA IDMS/DB maps the database page number to a VSAM
control interval and issues a request to VSAM for that control interval.

Accessing Native VSAM Files

Existing VSAM files to be accessed by CA IDMS/DB are referred to as native VSAM files because they are not formatted
into pages as is the case with all other file types. CA IDMS/DB accesses native VSAM files using VSAM record-level
services. A native VSAM file can have one of the following structures:

• Key-sequenced (KSDS)
• Entry-sequenced (ESDS)
• Relative record (RRDS)
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Regardless of the type of file being accessed, each is represented by a single record type described to CA IDMS/DB in a
non-SQL schema definition.

NOTE
For more information, see 17.6, “Considerations for Native VSAM Files".

Choosing Between VSAM and Non-VSAM File Types

In z/OS and z/VSE, you may define database files as either VSAM or non-VSAM.

z/VSE: To define non-VSAM files on FBA disk devices (type 3310 or type 3370), use a sequential label (that is, an SD
attribute on the DLBL statement).

Creating Disk Files
Use Operating System Facilities

Use facilities provided by your operating system to create and catalog the files.

File Placement on Disk

You can reduce I/O response time by planning where you place files on a disk. In general, spread high activity files across
disk devices and channels. Particularly, consider the placement of disk journal files used by systems engaged in high-
volume update activity.

Multi-volume Files

CA IDMS does not support files that span multiple physical volumes. If an area is too large to reside on a single volume, it
must be mapped to multiple files, each residing on a single physical volume.

Parallel Access Volume Exploitation

Parallel Access Volumes (PAV devices) allow concurrent I/O against individual files. If a database is allocated on a PAV
device, it may reduce I/O wait times and thus increase transaction throughput and improve response times. Similar,
although less significant, benefits may be achieved by allocating a journal file on a PAV device since I/O contention with
the journal archive utility may be reduced.

No special action is needed to exploit this feature beyond allocating a database or journal file on a properly configured
PAV device.

Valid Disk Devices for Archive and Tape Journal Files

The following table summarizes the disk device types CA IDMS/DB supports for archive and tape journal files:

System Device Types
z/OS Any supported by QSAM
z/VSE Any supported by SAM
z/VM Any supported by QSAM

Valid Device Types for Disk Journal Files and Database Files

The following table summarizes the device types CA IDMS/DB supports for disk journal files and database files:

System Device Types
z/OS Any supported by BDAM or VSAM
z/VSE Any supported by SAM
z/VM Any supported by DASD Block I/O
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Maximum Area Page Sizes

When allocating non-VSAM files in z/OS and z/VSE operating systems, the page size of an area is restricted by the track
size of the disk device being used. The following table identifies the maximum page size for non-VSAM files in z/OS and
z/VSE operating systems:

Disk Device Maximum Page Size Bytes per Track
2311 3624 3625
2314 7292 7294
2321 2000 2092
3330/3330B 13028 13030
3340 8368 8535
3350 19068 19254
3375 32764 36000
3380 32764 47476
3390 32764 56664

File Characteristics

Non-VSAM Files in z/OS

To create a non-VSAM file in z/OS, use a JCL statement or a facility such as TSO. The DCB characteristics of the file
must be:

Parameter Value
DSORG PS or DA
BLKSIZE Page size of the area(s) mapped to the file
RECFM F

VSAM Files

To create a VSAM database or journal file, you use the IDCAMS utility from IBM. The following IDCAMS statements are
used:

• DEFINE SPACE -- Allocates disk space for one or more VSAM files; alternatively, the database file can be defined in
its own data space

• DEFINE CLUSTER -- Creates the database file as an ESDS VSAM cluster specifying the following attributes:

Attribute Description
RECORDS Assign:

PRIMARY SPACE as the number of pages mapped to the file
SECONDARY SPACE as the value 2

RECORDSIZE Assign:
AVERAGE as the page size of the area mapped to the file
MAXIMUM as the page size of the area mapped to the file

CONTROL INTERVALSIZE For database files,assign a value at least 8 bytes larger than the
page size of the area mapped to the file, but less than twice the
page size minus 8 ((2 * page size)- 8)
For disk journal files, assign a value that is the same as the page
size of the journal buffer
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SHAREOPTIONS Assign (3 3)
REUSE SUBALLOCATE or UNIQUE  
NONSPANNED  
NONINDEXED  

Formatting Files
What Formatting Means

Formatting means initializing database or disk journal files into database pages or blocks according to information
provided by the DMCL.

WARNING
NEVER format native VSAM files

Formatting Database Files

When you issue a FORMAT command against a database file, CA IDMS/DB:

• Establishes space management pages (SMPs) for the area(s) that map to the file
• Initializes the space management entry for each database page
• Establishes a header and footer on each database page
• Sets all data portions of database pages to binary zeros

Formatting Journal Files

When you issue a FORMAT command against a disk journal file, CA IDMS/DB formats the file into blocks according to the
journal file specification in the DMCL module. The disk journal file contains:

• Journal header records at the beginning
• Binary zeros in the remainder

Before You Begin

Before you format a file, the DMCL that contains the file definition must be available. The DMCL provides the information
CA IDMS/DB needs to format the file into database pages or journal file blocks.

Formatting Options

You can specify four options on the FORMAT utility statement. The following table identifies when to use these options:

Action FORMAT Option
Format newly-created database file(s) FILE or SEGMENT
Re-format non-empty database file(s) 1 AREA or SEGMENT*
Format a disk journal file JOURNAL

Example

The following example instructs CA IDMS/DB to format all the database files contained in segment EMPSEG:

format segment empseg;
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Considerations for Native VSAM Files
Contents

About Native VSAM Files

A native VSAM file is a file that is already defined to VSAM and contains VSAM records. Even though a native VSAM
file is not structured as a CA IDMS database file, users can gain access to it using CA IDMS/DB DML. To access data in
native VSAM data sets, CA IDMS/DB converts DML statements issued by an application program into record-level (not
control-interval) VSAM requests and passes control to VSAM. A CA IDMS/DB local run unit or the central version appears
to VSAM as a single application that:

1. Opens VSAM data clusters
2. Activates VSAM paths using local-shared resources (LSR) or non-shared resources (NSR)
3. Accesses data records
4. Closes the clusters and paths

Native VSAM Files Contain Data

CA IDMS/DB can access native VSAM files only if they contain at least one record; that is, the files cannot be empty. This
also implies that empty native VSAM files cannot be loaded using CA IDMS/DB services.

Defining Native VSAM to CA IDMS

Before an existing VSAM file can be accessed using CA IDMS/DB DML statements, both a logical and physical
description must be provided using non-SQL schema and physical DDL statements.

NOTE
For more information on defining native VSAM files, see Appendix D, "Native VSAM Considerations".

More Information

• For more information on creating and formatting z/VM files, see Installing section -- z/VM.
• For more information on loading files, see Section22, "Loading a Non-SQL Defined Database" and Section4, “Defining

Segments, Files, and Areas” and Section27, “Modifying Physical Database Definitions”.
• For more information on disk journal file definition and modification, see Section5, “Defining, Generating, and Punching

a DMCL” and Section27, “Modifying Physical Database Definitions”.
• For more information on syntax for the FILE and DISK JOURNAL statements, see Section7, “Physical Database DDL

Statements”.
• For more information on loading files, see Section22, “Loading a Non-SQL Defined Database” and Section23, “Loading

an SQL-Defined Database”
• For more information on IDCAMS, see the appropriate IBM publication.
• For more information on using native VSAM files, see the Administrating section.

Buffer Management
You want to choose the optimal buffer attributes to achieve a balance between storage resources and I/O. Buffers use
space in main memory, but reduce the amount of I/O performed on behalf of your applications. You can reduce the
number of physical I/Os by increasing the size of Database Buffers and/or implementing CA IDMS features such as
Buffers above the BAR. 

This article describes the following information:
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How Many Buffers Do You Need?

Multiple Buffers Allowed

As a general rule, one large buffer is often adequate for most processing situations. However, you may need to define
more buffers to:

• Enhance database performance
• Optimize storage use

Separate Buffers to Enhance Performance

To enhance run-time performance, you can associate individual files with separate buffers. This reduces contention for
buffer pages.

For example, you can assign a frequently-used index to a separate file and then assign the file to a separate buffer.
Applications can access this index in its own buffer, while CA IDMS/DB uses other buffers to hold database pages.

Separate Buffers to Optimize Storage Use

The size of a buffer page must be as large as the largest database page that uses the buffer. Therefore, you can optimize
storage use by assigning files that contain the same or similar block sizes to the same buffer.

How Many Pages Should a Buffer Contain?

Minimum Number of Pages

The minimum number of pages in a buffer is three. However, a value of at least five is recommended to avoid excessive
database I/O operations and to reduce contention among transactions for space in the buffer.

Maximum Number of Pages

The maximum number of pages is constrained only by available memory resources. However, if you allocate too
many pages, you may degrade performance by increasing the amount of virtual paging performed by the operating
system.

Choosing an Optimum

Choosing an optimum number of pages comes with experience gained from tuning your database. However, if most files
in the DMCL use a common buffer, a rule of thumb indicates that the number of buffer pages should be at least three
times the maximum number of anticipated concurrent database transactions.

Manage the Size of the Buffer Dynamically in Response to Need

Once a database is in operation under the central version, you can dynamically change the number of pages in the central
version buffer with a DCMT VARY BUFFER statement. By changing the size dynamically, you can determine the optimum
size for the buffer by monitoring the buffer utilization ratio, which is described in 18.3, “Tuning Buffers for Performance".

Local Mode vs. Central Version Specifications

You can size a buffer differently for local mode and central version use. This feature allows you to optimize use of memory
resources. For example, you could specify that a particular buffer will hold 100 pages when used in local mode and 500
pages when used under the central version. Under local mode, the buffer is smaller because it supports only a single
application; under the central version, the buffer is larger because it supports multiple, concurrent applications.

Initial and Maximum Allocations Under the Central Version

Buffers defined to run under the central version can be assigned an initial number of pages and a maximum number of
pages. Depending on the amount of system activity, you can use the DCMT VARY BUFFER command to change the
number of pages in the buffer; for example, use the DCMT VARY BUFFER command to increase the number of buffer
pages during peak system usage or to reduce the number of buffer pages at other times.

You Can Use JCL to Increment Size of Local Mode Buffer
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At z/OS sites, you may want to increase the size of the buffer for a specific application, such as loading a database.
You can do this without modifying the buffer definition by specifying additional buffer pages in the BUFNO parameter of
the JCL statement identifying a file associated with the buffer. At runtime, CA IDMS/DB acquires storage for the buffer
equal to the number of pages specified in the DMCL's buffer definition plus the value assigned to BUFNO for each file
associated with the buffer.

Buffers and File Caching

In certain operating systems, you can cache database files in a separate storage area called a cache. There are two types
of caching available:

• Memory caching in which files are cached in a dataspace or in z-storage (storage above the 64-bit address line)
• Shared caching in which files are cached in a coupling facility.

NOTE
For more information on how to enable file caching and the options available in different operating systems, see
DMCL Statements.

If a file is cached, CA IDMS reads database pages from the cache into the database buffer. If it modifies the database
page, CA IDMS writes the modified page back to disk and to the cache. One advantage of a cache is a reduction in the
number of I/Os to the file. Another advantage is that you may be able to reduce the number of pages in your buffer pool,
relying on the cache to hold pages while not in use.

Memory caching provides larger caching capabilities than database buffers (even those allocated above the 16-megabyte
line). However, you must have sufficient expanded storage on your machine to support the use of memory caching.
Without adequate storage, the paging overhead associated with the system can increase significantly.

If using a coupling facility cache, you must have enough coupling facility space to hold the most frequently accessed
pages, to make its use worthwhile. An additional advantage of a coupling facility cache is that it can be shared by more
than one central version.

File caching is not available for native VSAM files.

Using Batch LSR for VSAM Files

At z/OS sites, VSAM database files can make use of IBM's Batch Shared Resources Subsystem (Batch LSR) by
specifying the SUBSYS JCL parameter. At runtime, CA IDMS/DB opens the VSAM database file and the VSAM Batch
LSR subsystem converts the buffer management technique to LSR processing and allows the buffer pool to be created in
hyperspace. Batch LSR is also supported for native VSAM files.

Batch LSR Improves Performance for Actively Used Files

By using Batch LSR, you can reduce the number of pages in the buffer associated with the file in your DMCL because
VSAM and the Batch LSR subsystem can create a large buffer pool in hyperspace which will minimize the number of I/Os.
This feature offers performance improvements for files that are actively used.

SUBSYS Subparameters

Use of the Batch LSR subsystem and the number and location of the buffers is controlled by use of the SUBSYS JCL
parameter and its subparameters. Use the MSG=I subparameter to display the batch LSR subsystem messages on the
job log. Do not use DEFERW=YES because it could affect the integrity of your database in the event of a system failure.

How Large Should a Buffer Page Be?

Pages as Large as Largest Database Page

The page size for a buffer must be able to hold the largest database page that will be read into that buffer. Therefore, to
conserve system resources, try to assign files to the buffer with roughly equivalent block sizes (a block equals a database
page).
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Choosing a Method for Storage Acquisition

Choosing IDMS or OPSYS

The IDMS and OPSYS options on the BUFFER statements determine how CA IDMS/DB acquires storage for the buffer
and the source of this storage:

• If you specify OPSYS storage, CA IDMS/DB issues one or more requests to the operating system for a contiguous
block of storage. If the operating system supports extended addressing, the storage will be acquired above the 16-
megabyte line.

• If you specify IDMS storage, CA IDMS/DB issues separate storage requests for each page in the buffer. The storage is
acquired from IDMS-managed storage and will reside above the 16-megabyte line under the following conditions:
– In local mode, if the operating system supports extended addressing
– Under the central version, if an XA storage pool exists which supports system-type storage.

Advantages of Using OPSYS Storage

The OPSYS storage option offers an advantage to sites that define large buffers because of the way storage is acquired.
For example, a buffer defined with an initial number of pages of 1000 will result in a single storage request for the entire
1000 pages if OPSYS is specified or 1000 storage requests if IDMS is specified. Another advantage is that the OPSYS
storage is acquired outside the IDMS storage pool while IDMS storage is acquired from the IDMS storage pool. Therefore,
the storage pool must be large enough to hold the buffer.

Insufficient Storage Under the Central Version

When initially allocating a buffer or when increasing the size of a buffer in response to a DCMT command, CA IDMS/DB
may be unable to acquire all the necessary storage. If this occurs and the storage acquisition mode is OPSYS, CA IDMS/
DB will attempt to acquire the storage from the IDMS storage pool. Whenever acquiring storage from the IDMS storage
pool, if the necessary storage cannot be acquired or if the DC/UCF system is placed in a short-on-storage condition, the
number of pages in the buffer is reduced by half until the necessary storage can be acquired without a short-on-storage
condition.

Managing Buffers Dynamically
Changing Buffer Characteristics

Once a database is in operation, you can vary the characteristics of buffers dynamically by issuing the DCMT VARY
BUFFER statement.

By making a temporary change to a buffer setting online, you can evaluate the potential impact this change might have on
overall system performance. This allows you to identify the optimal settings for your buffers. When you have identified the
optimal settings, you can make permanent changes to the buffer definitions by using the ALTER BUFFER DDL statement.

Types of Changes

The following buffer characteristics can be changed using DCMT commands:

• The number of pages in the buffer pool
• The number of pages to be acquired in each storage request (this value defaults to the initial number of pages in the

buffer pool)
• The maximum number of pages in the buffer pool
• The storage acquisition mode (OPSYS or IDMS)
• Whether the chained read facility is activated and the number of pages that must be in the buffer to invoke chained

reads as described under 18.4, “Using Chained Reads”
• Whether a file is cached using a DCMT VARY FILE/AREA/SEGMENT command

If the number of pages in the buffer pool is changed to any value between the initial and maximum number of pages, the
change is effective immediately. Changing the number of pages in the buffer pool beyond this range or changing other
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buffer characteristics takes effect only after the buffer is closed and re-opened. The buffer can be closed using a DCMT
VARY BUFFER command and it will be re-opened automatically when the next read occurs for a file associated with the
buffer.

Varying a DMCL

The following buffer changes can be made dynamically by varying a new copy of the DMCL:

• The page size of a buffer can be changed
• New buffers can be added to the system
• Existing buffers can be removed from the system
• Files can be associated with a different buffer

Other characteristics, such as the number of pages in the buffer or the storage acquisition mode, are not affected by
varying a new copy of the DMCL. To dynamically make such changes, use the DCMT VARY BUFFER command.

Tuning Buffers for Performance
This article describes how to manage CV buffers and maintain optimal performance, and includes the following
information:

When to Add More Database Buffers

If your monitoring operations reveal contention among applications for use of your buffers, you may need to add more
buffers. For example, you may create a new buffer and assign it to a file that is accessed frequently. Files that are
accessed infrequently can share buffers without incurring contention among applications.

To determine which files within a buffer are accessed most frequently, use the DCMT DISPLAY STATISTICS BUFFER
command with the FILE option. The output shows the number of pages that are requested and the number of reads and
writes issued for each file that is associated with a specific buffer. Optimally sized buffers show a much higher number
of pages that are requested and found in the buffer (Fnd-in-Buf) than the number of pages that are read because they
are not found in the buffer (Phy-Reads). Usually the number of pages for Fnd-in-Buf is greater than the number for Phy-
Reads. A buffer that is well optimized usually shows a Fnd-in-Buf page number at least ten times higher than the number
of Phy-Reads.

When to Change the Database Buffer Page Size

If you associate different files with the buffer, you may have to change the buffer page size. The buffer page size must
be as large as the largest database page in any file that is associated with the buffer. If new files that are assigned to the
buffer contain larger database pages, the buffer page must be increased accordingly. Likewise, if the files are removed
from the buffer, you may be able to decrease the buffer page size to conserve memory resources.

When to Change the Number of Database Buffer Pages

You can use the buffer utilization ratio to determine if a buffer has the optimal number of pages. This ratio is the number
of database pages that are requested to the number of database pages that are read from disk. A high ratio (above two)
indicates an effective buffer size. A lower ratio indicates that the buffer has too few pages.

You can use the DCMT DISPLAY STATISTICS BUFFER command to determine these values. You can also obtain them
from the Performance Monitor, JREPORTs, and SREPORTs. 

Example

Using the DCMT DISPLAY STATISTICS BUFFER command, the following output shows the page size and number of
pages in the buffers: 
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From the output, we discover that the following three buffers stand out with much higher Phy-Reads. We find that two of
these buffers are defined with only five pages and the other with 10.The buffers with several hundred pages or higher are
getting the best ratio of Fnd-in-Buf to Phy-Reads.
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 In this case, we recommend to significantly increase the number of pages, for these three buffers, and continue to
monitor them to see if further increase may be needed.

Using Chained Reads
What Chained Reads Do

Chained reads allows CA IDMS/DB to read multiple blocks from disk with a single I/O request. It can significantly reduce
both elapsed and CPU times for applications that process multiple contiguous pages within an area.

CA IDMS/DB automatically uses chained reads under z/OS and z/VSE both in local and central version processing under
these conditions:

• Prefetch processing has not been disabled by issuing a DCMT VARY command or through a PREFETCH SYSIDMS
parameter

• The file being accessed is non-VSAM
• The file is not cached
• The buffer pool for the file contains a page count of at least 255 pages
• And, one or more of the following applies:

– An area sweep is being performed.
– An SQL request is processed in such a way that multiple contiguous pages will likely be accessed (walking a

clustered set or index, performing an index scan).
– The number of pages in the buffer pool exceeds the pre-fetch limit. The default pre-fetch limit is 500 but this can be

overridden using a DCMT VARY BUFFER command or through a PREFETCH_BUF SYSIDMS parameter.
– One of the following utility functions is executing:

• ARCHIVE LOG
• BACKUP
• BUILD INDEX
• CLEANUP
• MAINTAIN INDEX
• PRINT LOG
• PRINT SPACE
• REORG
• RESTRUCTURE
• RESTRUCTURE CONNECT
• UNLOAD
• UPDATE STATISTICS
• VALIDATE

NOTE
Several other utilities such as ARCHIVE JOURNAL use QSAM processing for their sequential processing.
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How Chained Reads Work

When chained reads is active, a single start I/O reads up to an entire track at one time. If some of the pages are already in
core, those pages are skipped (that is, they are not read).

When IDMS/DB processes an entire area, it issues multiple start I/Os. Under the central version, without read drivers,
two start I/Os will be issued; in local mode, as many as ten start I/Os will be issued (subject to buffer pool size). IDMS/DB
overlaps multiple start I/Os to reduce elapsed time.

Controlling the Use of Chained Reads

Under the central version, use the PREFETCH option of the DCMT VARY DMCL, AREA, FILE, or BUFFER commands to
control when to use chained reads. ON is the default unless it is overridden by a PREFETCH=OFF SYSIDMS parameter.
OFF takes precedence over ON for subordinate entities. For example, varying PREFETCH OFF for an area will disable it
for all files associated with that area.

The default prefetch limit of 500 pages can be overridden by specifying a PREFETCH_BUF SYSIDMS parameter. In
central version, it can also be overridden by using the following command:

DCMT VARY BUFFER <buffer-name> PREFETCH <limit>

For example, if the limit for a buffer pool is set to 300, then (provided that there are at least 300 buffer pages) chained
reads will be used for all access to files associated with the buffer unless it is explicitly disabled at the file, area, or system
level.

Monitoring Effectiveness

To determine the effectiveness of chained reads in your system, use the OPER WATCH DB IO command, which displays
the number of start I/Os and pages read using chained I/O for a given task.

It is possible that certain applications or processing loads may either experience no improvement or incur increased
overhead because chained reads may cause pages to be prematurely flushed from the buffer. If such a situation
occurs, you can disable chained reads for local mode or central version by specifying PREFETCH=OFF as a SYSIDMS
parameter.

Using Read and Write Drivers
Contents

Read Drivers

A read driver performs "look-ahead" reads when CA IDMS/DB is instructed to sweep an area. When it is activated, it
uses chained reads to read a track of pages beginning with the third or fourth tracks from the start of the area sweep and
attempts to prefetch the pages that will be needed by the application. Use the DCMT VARY DB READ ON/OFF command
to activate or de-activate the read driver for an area.

Write Drivers

A write driver facilitates writing pages from the buffer to disk. CA IDMS/DB invokes a write driver under these conditions:

• When a transaction is committed and the buffer contains at least five updated pages. The driver writes all the pages in
the buffer updated by the transaction.

• When more than 75% of the pages in the buffer are updated pages.

Use the DCMT VARY DB WRITE DRIVER ON/OFF command to activate or de-activate the write driver.
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Journaling Procedures

Journaling Overview

Journals Log Database Activity:

Journals log database activity. Specifically, journals log:

• Before and after images of modified records and rows
• Status of transactions accessing the database

Note: Throughout the remainder of this section, the term record is used to mean both record and row.

Journaling Under the Central Version

Update and Retrieval Transactions

Under the central version, several transactions can update the database concurrently. CA IDMS/DB writes information
on all update transactions to the journal files. CA IDMS/DB also writes status information on retrieval-only transactions if
JOURNAL RETRIEVAL is specified in the system generation SYSTEM statement.

Use Disk Journals Under the Central Version

You must use disk journals for automatic recovery under the central version. Automatic recovery occurs during warmstart,
following the abnormal termination of a transaction, and following the execution of an SQL statement during which errors
were encountered. Note: For more information on automatic recovery, see 21.2, “Backup Procedures”.

Need at Least Two Disk Journals

Under central version, you need at least two disk journals. As one file becomes full, CA IDMS/DB automatically switches
to an alternate file. While CA IDMS/DB writes to the alternate file, the full disk journal file must be offloaded using the
ARCHIVE JOURNAL utility statement. This procedure is described in more detail later in this section.

Journaling in Local Mode
Journaling May Not Be Necessary

When you execute an application in local mode, that application is the only one that has access to any areas it updates.
Therefore, journaling may not be necessary in local mode, provided you backup the database files before and after
executing an application that updates the database. Typically, you journal in local mode when your database is too large
to backup in a reasonable amount of time.

Must Use Tape Journals in Local Mode

To journal in local mode, you must use a DMCL that defines a tape journal file. You can assign the tape journal file to
either a disk or tape device. However, if you journal to a disk device, you must copy the file to a tape device before using it
in a manual recovery operation.

Journal Files
Contents

Journal Record Types

Database activity is recorded on a journal file (tape or disk). CA IDMS/DB writes the following information to the journal:

• Journal record entries that contain the image of database records
• Checkpoints that describe the status of transactions accessing the database
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Writing Journal Blocks

CA IDMS/DB accumulates journal records in the journal buffer. It writes the journal buffer to a journal file when one of the
following conditions occurs:

• The buffer is full.
• A page containing an updated record occurrence whose before image is in the journal buffer, is to be written back to

the database.
• A database transaction is committed or backed out. A transaction commits or backs out as the result of an explicit

request, such as a FINISH or ROLLBACK or because the application aborts.

NOTE
All journal file blocks are the same length, whether or not the buffer is full when written to a journal file.

Journal Record Entries

Log Changes in Records

CA IDMS/DB uses journal record entries to log changes to the records in a database. A journal record entry is an image of
a database record. As a database record is added, deleted, or modified, CA IDMS/DB writes a before image that contains
the image of the record before update and an after image that contains the image of the record after update.

Journal Images For Modified Records

On a change to an existing record, the contents of before and after images are dependent on how the processing of the
DML statement affects the database record:

Affect on Database Record Contents of Journal Record Entry
Data in the record changes Database key of the record occurrence

Prefix portion of the record occurrence
Data portion of the record occurrence

Record's relationships in a set changes Database key of the record occurrence
Prefix portion of the record occurrence

Journal Images For New or Deleted Records

If a DML statement adds a new record occurrence into the database, the before image of the record is null. Similarly, if a
DML statement removes a record occurrence, the after image of the record is null.

Checkpoints

Describe Transaction Status

Checkpoints describe the status of database transactions. CA IDMS/DB writes these checkpoints to the journal file:

Checkpoint Description
BGIN Written to the journal file to mark the beginning of local work

done by a transaction branch. This checkpoint is written when
a database transaction is initiated if JOURNAL RETRIEVAL
is specified in the system generation, or when the first update
occurs, otherwise.

ENDJ Written to the journal file during a commit operation to mark the
successful completion of a transaction branch.
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COMT Written to the journal file during a commit operation to mark the
successful completion of a transaction branch. A COMT is similar
to an ENDJ checkpoint except that it enables work done after the
commit to be recorded on the journal file using the same local
identifier (LID).

ABRT Written to the journal file during a backout operation to mark the
abnormal completion of a transaction branch.

AREA Written for each area readied by an explicit DML READY
command or readied automatically by the DBMS.

RTSV Written automatically to the journal file each time CA IDMS/DB
encounters an error while executing an SQL or physical DDL
statement that updated the database. During recovery, CA IDMS/
DB rolls back to the journal record designated by the RTSV
checkpoint record.

TIME Written to a journal each time the journal's buffer is initialized.
However, the time and date fields contain binary zeros until the
journal buffer is written to the journal file.

BFOR Written to a journal each time a record is updated and carries the
image of that record before the change was made

AFTR Written to a journal each time a record is updated and carries the
image of that record after the change was made

CKPT Written to a journal to mark the simultaneous successful
completion of multiple branches of a local transaction. This
checkpoint is used to coordinate the commit of a local transaction
involving multiple branches.

USER Written to a journal via the WRITE JOURNAL command issued by
a user program

JSEG Written to a journal at the beginning of each disk journal segment.
This record identifies the transactions that were active when that
journal segment was started.

DSEG Written periodically to the journal to identify the transactions that
are active at a given point in time.

DCOM Written to the journal file during a two-phase commit operation to
mark the successful completion of a distributed transaction. It is
written to the coordinator's journal file at the start of the second
phase of the commit operation and to a participant's journal file
when it is informed that its changes should be committed.

DBAK Written to the journal file during a two-phase commit operation to
mark the abnormal completion of a distributed transaction. It is
written to the coordinator's journal file during the first phase of the
commit operation as soon as it is determined that the transaction's
changes should be backed out and to a participant's journal file
when it is informed that its changes should be backed out.

DFGT Written to the journal file at the end of a two-phase commit
operation to mark the end of the distributed transaction. It is
written to a coordinator's or participant's journal file if any other
distributed checkpoint (DCOM, DBAK, DPND, and DIND) had
been previously written for the transaction.
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DIND Written to a participant's journal file during a two-phase commit
operation to note that the participant is prepared to commit its
portion of the distributed transaction. The participant will wait for
a directive from the coordinator as to whether to complete the
commit operation or to back out changes.

DPND Written to the journal file during a two-phase commit operation
to mark an interim result for a distributed transaction. It may be
written for several reasons, such as when a participant is forced
to complete a transaction heuristically or when a coordinator is
unable to communicate with a participant during the second phase
of the commit operation.

NOTE
ENDJ, COMT, and ABRT checkpoints are written to the journal file only by transactions for which a BGIN
checkpoint is also written.

Avoiding Duplicate LID Values

An LID is a serially incremented 4-byte value that uniquely identifies work done by a local transaction branch. With the
increased need for non-stop operations, there is a greater chance that LID values may wrap within the lifetime of a central
version. This, in turn, could lead to a situation in which duplicate LID values are in use, if a database session existed long
enough for its LID value to be repeated. To minimize this possibility, you can force the assignment of a new LID value
each time a long running database session commits or backs out its work. Doing so has the added benefit of reducing
recovery time.

To force the assignment of a new LID value, specify ON COMMIT WRITE ENDJ NEW ID and ON ROLLBACK NEW ID
on the SYSTEM or TASK statements in the system definition or specify this dynamically using the DCMT VARY TASK or
VARY DYNAMIC TASK commands.

NOTE
There is no need to specify this for system run units, since a new LID value is always assigned when they are
committed or backed out.

More Information

• For more information on improving recovery times, see 19.6.3, "Reducing Recovery Time".
• For more information on specifying system definition parameters, see the CA IDMS Administrating section.
• For more information on DCMT commands, see the CA IDMS System Tasks and Operator Reference section.

Two-Phase Commit Journaling

Journaling and Two-Phase Commit

Journaling is integral to the two-phase commit process. As a distributed transaction progresses through the commit
process, distributed checkpoint records are written to the journal file to record its changing state. These checkpoints are
used in the event of a system failure to rebuild incomplete transactions so that they can be completed through a process
of resynchronization with other systems.

NOTE
For a complete discussion of two-phase commit within CA IDMS, see Section20, “Two-Phase Commit
Processing".

Distributed Checkpoints

The following distributed checkpoints can be written in support of a two-phase commit operation:
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• DIND (In doubt) - Written by a participant after it has successfully prepared its resources for commit and prior to
returning an OK response to its coordinator.

• DCOM (Commit) - Written by a coordinator to signify that a transaction's changes will be committed. Its existence
separates the first and second phases of the commit process. A participant also writes a DCOM immediately upon
receiving a Commit request from its coordinator.

• DBAK (Backout) - Written by a coordinator to signify that a transaction's changes will be backed out. Its existence
demarcates the first and second phases of the commit process. A participant also writes a DBAK immediately upon
receiving a Backout request from its coordinator, but only if a DIND had been previously written.

• DPND (Pending) - Written by a coordinator during the second phase of a commit operation if some participant is
unable to complete its commit processing due to a failure. By writing this record, the coordinator is able to forget some
participants while remembering others. It is also written to record the heuristic completion of a transaction.

• DFGT (Forget) - Written by coordinators and participants when they have completed their two-phase commit
processing for a transaction. A DFGT record is written only if some other distributed checkpoint record was previously
written.

Each distributed checkpoint contains a distributed transaction identifier (DTRID), a 16-byte value assigned by CA IDMS to
uniquely identify a distributed transaction across all participating systems.

Relating Local and Distributed Journal Entries

BGIN, COMT, ENDJ and ABRT checkpoints and BFOR and AFTR journal entries log work done by a transaction branch
within the local system. They contain a 4-byte local identifier (LID) that uniquely identifies this work. To associate work
done locally with a distributed transaction, DIND, DCOM and DBAK checkpoints contain a list of LID values representing
the local work units that are part of the distributed work unit.

The following illustrates the sequence in which local and distributed journal records may be written to a journal file for a
distributed transaction:

• BGIN - indicating the start of work done locally
• BFOR/AFTR - one or more pairs
• DIND - on a participant only
• DCOM or DBAK - on a participant and a coordinator
• COMT or ENDJ - if a DCOM was written
• ABRT - if a DBAK was written
• DPND - on a coordinator if the commit operation was interrupted; on a participant if the transaction was heuristically

completed
• DFGT - on a participant and a coordinator if any other distributed checkpoint was written

Participants and Coordinators

DIND, DCOM, DBAK and DPND records also contain information on a participant's coordinator and about a coordinator's
participants. The specific information that is recorded varies depending on the type of the coordinator or participant. For
example, the node name, resource name, and remote transaction branch identifier are recorded for CA IDMS participants.
The RRS URID (Unit of Recovery Identifier) is recorded for an RRS coordinator or participant.

Splitting Distributed Checkpoints

Distributed checkpoint records can be larger than a single disk journal block. If this is the case, they are split into as many
journal blocks as are necessary to hold the entire record. It is also possible for a distributed checkpoint to be split across
disk journal files and, hence, across archive files. The manual recovery utilities reassemble the record, provided that
all necessary archive files are processed in a single execution of the utility. They ignore partial records in which not all
segments are present in the input file.
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I/O Error or Corruption of a Journal File

While CV is active, if a journal encounters an I/O error, or some type of corruption, IDMS will stop using the journal. If the
error occurred to the active journal, IDMS will switch to the next journal, and disable the use of this journal. If the error
occurred to a journal that was not the active journal, then IDMS will not switch to this journal. It will remain disabled to
IDMS until the journal file is corrected.

If two journals are defined to the system, and one becomes corrupted, IDMS will journal to just one journal. When that
journal fills, IDMS will wait until the journal is offloaded by the ARCHIVE JOURNAL, before it starts to journal again. All
update activity to the database will stop until the ARCHIVE JOURNAL is done. Therefore, it is recommended that you
define three or more journals to the system. Most users run with four or more journal files.

To correct the disabled journal; Run an Archive Journal - to offload any data on the corrupted journal. If the offload will not
run, identify the journal file that is corrupt and resubmit the Archive Journal using the READ parameter.

DCMT VARY JOURNAL journal-file-name INACTIVE. This makes sure the journal is 'offline' or disabled to IDMS. IDMS
will not use the journal at this time.

Format the journal. Run the IDMS FORMAT Utility, specifying just the journal file with the error.

DCMT VARY JOURNAL journal-file-name ACTIVE. This brings the journal back 'online' to IDMS. After this command
is issued, IDMS will automatically switch to this journal when the prior journal is full. Until this journal is switched to, the
Segment number for this journal will be '0'.

Formatting Journal Files
Before a journal file can be used by a system, it must be formatted. When doing so, it might be necessary to specify a
size for the journal data store. This is an area reserved at the start of every journal file that is used to record information
on other systems with which a system communicates. In most cases, the default size is sufficient and no explicit size
parameter is needed; however, if a system's journal block size is very small, or if it communicates with many other CA
IDMS or CICS systems, it may be necessary to reserve additional space. If a journal's available space is exhausted,
attempts to communicate with a new system will fail. It will then be necessary to shut down the system, offload and format
the journal files, and restart the system before communicating with a new system.

You specify a size for the journal data store by specifying a DATA STORAGE SIZE parameter on the FORMAT JOURNAL
statement. All journal files used by a system must be formatted with the same data store size. Once a journal file has been
formatted for the first time, it can be reformatted using the FAST option. This parameter directs the utility to format only the
journal headers which is a much faster process than formatting the entire file.

For more information on formatting journal files, see the CA IDMS Administrating section.

Offloading Disk Journal Files
Contents

What Happens When You Offload a Disk Journal File

The ARCHIVE JOURNAL utility statement offloads the contents of a disk journal file to an archive journal file. It also
rebuilds the disk journal file, condensing all before images for each active transaction into new journal blocks at the
beginning of the file. This process creates a journal file that contains only those before images that are needed if an active
transaction aborts or requests rollback.

Creating Multiple Archive Files

CA IDMS/DB will offload the disk journal files to multiple archive files if more than one is defined in the DMCL used when
executing the ARCHIVE JOURNAL utility statement. By creating multiple archive files, you increase the likelihood that a
readable archive file is available in the event it is needed for manual recovery. If an I/O error is encountered while writing
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to one of the archive files, a warning message is issued and offloading continues without further writes to the damaged
file. If all archive files incur write errors, execution is aborted.

When to Offload

You normally offload disk journal files only when:

• CA IDMS/DB switches to another disk journal file
• The DC/UCF system is shut down and the database is backed up

The procedure for each scenario is provided next followed by a description of how to restart an offload operation.

When CA IDMS/DB Switches Journal Files

When Switch Occurs

CA IDMS/DB switches to another disk journal file when:

• The active disk journal becomes full
• You issue a DCMT VARY JOURNAL command under the central version
• An I/O error is detected on the active disk journal file

What Happens When the Switch Occurs

When CA IDMS/DB switches to another disk journal file, it writes a message to the operator, indicating that a swap has
occurred and that the previously active journal file needs offloading. The operator should respond to this message by
offloading the full file.

Eliminating Operator Intervention

You can eliminate the need for operator intervention by using a write-to-operator exit routine that intercepts and reviews
the message to the operator and responds by automatically submitting a job to offload the full journal file.

NOTE
For information on the WTOEXIT user exit and sample routines for each operating system, see the
Administrating section.

How to Offload the Disk Journal

ARCHIVE JOURNAL Utility Statement

To offload the journal, you execute the ARCHIVE JOURNAL utility statement using the batch command facility. You should
use the default option of AUTO so that the oldest non-archived journal file is selected for processing.

If change tracking is in effect for the CV whose journals are being offloaded, you should reference the CV's SYSTRK file
in your ARCHIVE JOURNAL execution jcl so that the archive job is sharing the description of the journal files that are
currently in use by CV.

NOTE
For more information on change tracking and how to reference a SYSTRK file, see "Change Tracking" in the
Administrating section.

System Failure During Offload

If the operating system fails while an ARCHIVE JOURNAL statement is executing, resubmit the ARCHIVE JOURNAL job
using the RESTART parameter and identifying the journal file that was being processed at the time of failure.

Potential Problems While Offloading
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You may encounter two types of problems when you offload journal files in an active system:

1. The offloaded journal file is still full following the offload because it contains before images for uncommitted
transactions active at the time of the offload. The ARCHIVE JOURNAL utility statement issues messages indicating
how full the disk journal file is after being offloaded. If it is full, it is usually because a long-running batch job is updating
the database without issuing intermediate COMMIT statements. If all journal files fill, the system will halt database
processing until corrective action is taken. See 19.4.3, “Handling Full Journal Files" for how to recover from this
situation.

2. The remaining disk journal files fill before ARCHIVE JOURNAL completes offloading a single file. When this occurs,
CA IDMS/DB temporarily halts further database activity until the offload job is complete.

Prevention For Problem 1

To prevent a full disk journal following an offload, take one or more of the following steps:

• Ensure that batch update programs issue frequent COMMITs to reduce the number of before images that must be
retained on the journal file

• Allocate larger disk journal files
• Execute long-running update programs in local mode

Prevention For Problem 2

To prevent future disk journal file overloading, take one or more of the following steps:

• Allocate larger disk journal files
• Increase the number of disk journal files
• Execute long-running update programs in local mode.

Handling Full Journal Files

Long running transactions that do not commit their changes can fill the journals because the ARCHIVE JOURNAL
utility is unable to remove the BFOR images for uncommitted transactions. The ARCHIVE JOURNAL utility generates
a warning message when the journal file that is being archived remains nearly full after the process completes. The
ARCHIVE_JOURNAL_WARNING_PERCENT SYSIDMS parameter dictates the threshold used to trigger the message. If
this message appears, it indicates that the journal files are filling and corrective action may be needed.

When the journals are close to being full, the CA IDMS system halts database activity. To recover from this situation, the
task that is filling the journals must be canceled.

To assist in this process, the following message is written for each task that is waiting to write to a full journal file:

DC205024 Journal Write waiting on full Journal

The message will be repeated every few seconds until tasks are no longer waiting on a full journal.

To recover from this situation, the task that is filling the journal files must be identified and aborted. To assist in this
effort, CA IDMS will display message DC205030 showing details of the task causing the journal swap. This is most likely
the task causing excessive journaling activity, although it may not be. To determine if this is the offending task, display
detailed transaction information by issuing DCMT DISPLAY TRANSACTION commands or using the transaction detail
function of the real time monitor within CA IDMS Performance Monitor.

Look for the transaction that has written the largest number of BFOR journal images. Cancel its associated task by issuing
a DCMT VARY ACTIVE TASK command.

When the cancelled task has terminated, issue a DCMT VARY JOURNAL command to force the central version to swap
to a new active journal file allowing the full file to be offloaded and condensed by ARCHIVE JOURNAL. It is likely that
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DCMT VARY JOURNAL will need to be issued more than once, since several journal files may have filled and require
offloading.

Once the system swaps back to the first journal file on which tasks waited, processing should continue without the need
for further intervention.

After System Shutdown

Offload All Files

After a normal system shutdown, you may offload all non-empty journal files, by executing an ARCHIVE JOURNAL utility
statement with the ALL option:

archive journal all;

Usually Done in Conjunction With Backup

Offloading all journal files following a system shutdown is usually performed in conjunction with backing up the database.

NOTE
For more information on backup, see 21.2, “Backup Procedures".

User Exits and Reports for Journal Management
User exits

The following table describes user exits that you can use in managing your journals:

User Exit Description
IDMSAJNX Can be used to collect statistics on database activities; CA IDMS/

DB invokes this exit as it offloads a journal record page to the
archive file

IDMSDPLX Can be used to maintain duplicate journal files; CA IDMS/
DB invokes this exit each time it writes to the disk journal or a
database file;

IDMSJNL2 Can be used for duplicating journal information and statistics
collection; CA IDMS/DB invokes this exit each time it writes a
journal buffer to the journal file

WTOEXIT Can be used to automatically initiate a journal offload following a
switch to a new journal file. CA IDMS/DB invokes the exit each
time a message is written to the operator.

NOTE
For more information on these user exits and how to invoke them, see the Administrating section.

Reports
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The following table summarizes reports you can use to manage your journals:

Reports Description
JREPORTs Report on the content of the journal file as follows:

Transaction summary
Program termination statistics
Program I/O statistics
Program summary
Transactions within an area
Programs within an area
Area summary
You can also request a formatted dump of the journal file

PRINT JOURNAL utility Reports on checkpoint information for transactions recorded
on the archive file; this information is useful for rollback and
rollforward operations

NOTE

• For more information on JREPORTs, see the CA IDMS Reporting section.
• For more information on the PRINT JOURNAL utility, see the CA IDMS Administrating section.

Influencing Journaling Performance

CA IDMS/DB provides facilities to:

• Reduce the amount of I/O activity for journal files under the central version
• Reduce the time needed to warmstart a central version following abnormal termination
• Reduce the time needed to recover long running database sessions

Reducing Journal File I/O

Increasing Journal Buffer Size

If your system encounters frequent or sizable rollback operations, it may be possible to reduce the I/O to the journal file by
increasing the number of pages in the journal buffer. Minimally, the journal buffer should hold at least 5 pages. Increasing
the number of pages may significantly improve performance.

Deferring Journal Writes

You can reduce the amount of journal I/O by instructing CA IDMS/DB to defer the writing of journal buffers. Normally CA
IDMS/DB forces the writing of a journal buffer to the journal file whenever a COMT, ENDJ, or ABRT record is written to
the journal buffer or when an updated database page is written to disk and the journal buffer contains a before image
for a record on that page. You can request that CA IDMS/DB defer the journal write by specifying a non-zero JOURNAL
TRANSACTION LEVEL either in the system generation SYSTEM statement or in a DCMT VARY JOURNAL command.

How Transaction Levels Work

When the number of active transactions in the central version is greater than the journal transaction level, CA IDMS/DB
defers the writing of a journal buffer. If the journal write is deferred, the task requiring the write is placed in a wait state
until the journal block is written. The journal block is written when:

• The number of active transactions falls below the journal transaction level
• The journal buffer is full
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NOTE
An 'active transaction' is one for which journal records are being created.

By deferring the journal write, CA IDMS/DB is able to place more information on a journal block, thus reducing the need to
write as many blocks.

Considerations

The establishment of a journal transaction level is most effective in an active system; that is, one in which many update
transactions are active at one time. If used, you should set the journal transaction level to be at least 4. The lower the
number, the longer tasks deferring their journal writes may wait.

Improving Warmstart Performance

Reducing Warmstart Time

You can reduce the time it takes to warmstart a central version following an abnormal termination by specifying a non-
zero value for a JOURNAL FRAGMENT INTERVAL in the system generation SYSTEM statement or in a DCMT VARY
JOURNAL command.

How the Journal Fragment Works

The journal fragment interval designates an interval for writing dummy segment (DSEG) records to the journal file. DC/
UCF uses the DSEG records in the event of a system crash to determine the appropriate starting place for warmstart
processing, as shown in the following steps:

1. The new journal file is activated. It begins with header records. These records contain:
– Information on currently open transactions
– The relative block number (RBN) of the DSEG record. The RBN signifies which DSEG record is used to start

forward processing in the event of a warmstart.

2. If the journal fragment interval is 500, the DC/UCF system will do the following before it writes the 509th journal block:
– Creates and writes the DSEG record
– Updates the DSEG RBN in the journal header
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3. In the event of a system crash, the warmstart forward processing starts at the DSEG record at RBN 509 instead of at
the JSEG record. This saves the time it would have taken for processing to read the first 500 journal blocks.

Considerations

If your journal files are large (in terms of the number of pages), a journal fragment interval can significantly reduce the
amount of time it takes to warmstart a DC/UCF system. The warmstart logic goes to the most recently accessed journal
fragment and starts its recovery processing from that point. However, because there is overhead required to write dummy
segment headers, your journal fragment interval should be at least 100. Choose an interval that is between 100 and half
the number of blocks in your journal file.

Reducing Recovery Time

Another way to reduce recovery time for all types of recovery operations is to force the writing of an ENDJ checkpoint
instead of a COMT for long-running database sessions that periodically commit their changes. This is especially useful
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for long running sessions that infrequently perform a burst of updates and then issue a commit. Forcing an ENDJ reduces
recovery time because less data has to be examined to locate the start of a recovery unit. This can benefit all types of
recovery: warmstart, automatic recovery, and manual recovery.

To force the writing of an ENDJ during commit operations, specify ON COMMIT WRITE ENDJ on the SYSTEM or TASK
statement in the system definition or specify this dynamically using the DCMT VARY TASK or DCMT VARY DYNAMIC
TASK commands.

NOTE
There is no need to specify this for system run units, since an ENDJ checkpoint is always written when they are
committed.

More Information

 

• For more information on defining and modifying journal files, see Section5, “Defining, Generating, and Punching a
DMCL”and Section27, “Modifying Physical Database Definitions”.

• For more information on database backup and recovery, see 21.2, “Backup Procedures”.
• For more information on allocating and formatting disk journal files, see Section17, “Allocating and Formatting Files”.
• For more information on user exits, see the Administrating section.
• For more information on and the complete syntax and syntax rules for the ARCHIVE JOURNAL utility statement, see

the CA IDMS Administrating section.
• For more information on DCMT VARY JOURNAL and DCMT VARY FILE commands, see the CA IDMS System Tasks

and Operator Reference section.
• For more information on journal system generation parameters, see the SYSTEM statement in the CA IDMS

Administrating section.

Two-Phase Commit Processing
Two-phase commit is a protocol used to ensure that all changes made within the scope of a distributed unit of recovery
are either applied (committed) or backed out. As the name implies, a two-phase commit process is divided into two
phases. In the first phase, resource managers participating in the unit of recovery prepare their resources to be
committed. If they cannot do so, they inform the request or of the failure. In the second phase, the resource managers
either make their changes permanent or back them out based on the overall outcome of the transaction.

If a resource manager indicates that it has successfully prepared its resources to be committed, it guarantees that the
resources can be committed even if some adverse condition, such as a system failure, occurs prior to completion of the
commit process. It is this guarantee that ensures that all changes are either applied or backed out in their entirety.

The remainder of this section first introduces some terminology related to two-phase commit processing and then
describes some of the key aspects of a two-phase commit operation.

Terminology

The following terms are associated with two-phase commit processing:

 654



 Administrating

• A Resource Manager is a software component that controls access to and the state of one or more recoverable
resources. A CA IDMS central version is an example of a resource manager.

• A Transaction Manager is a software component that directs commit and backout processes. Multiple transaction
managers may be involved in a single commit or backout operation. If so, their actions are coordinated to achieve
transaction consistency. Every CA IDMS system has a transaction manager as a component.

• A Coordinator is a transaction manager that initiates a two-phase commit operation and is responsible for its overall
outcome. A coordinator is sometimes referred to as an initiator.

• A Participant is a resource manager or a transaction manager other than the coordinator that participates in a two-
phase commit operation. A participant is sometimes referred to as an agent.

• A Distributed Transaction is a unit of recovery in which more than one resource manager participate.

For more information, see the following topics:

 

Two-Phase Commit Overview
Typical Commit Flows

The following diagram illustrates the communications that take place during a typical two-phase commit operation
involving three systems. In this example, A is the coordinator since it initiates the commit operation, and B and C are
participants.

In this example, A forwards a Prepare request to each of its participants, directing them to prepare for a commit. After B
and C both respond positively, A then directs them to complete the commit operation.
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The following diagram illustrates another typical commit flow. In this example, A is again the overall transaction
coordinator, and B and C are participants. However, in this case, B plays a dual role. It is both a participant with respect
to A and a coordinator with respect to C since it forwards the Prepare and Commit directives that it receives from A to
C. Such a situation might arise because an application on A starts a remote SQL session on B that, in turn, updates
resources on C through an SQL procedure.
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Prepare and Commit Outcomes

When a participant receives a Prepare request, it does whatever is necessary to guarantee that a subsequent Commit
request can be honored. This may involve such things as flushing buffers or forwarding requests to other participants. If
all of these activities are completed successfully, the participant signals its willingness to commit by responding OK to the
Prepare request. If it is unable to successfully complete its preparations, it indicates this by responding BACKOUT to the
Prepare request.

The coordinator gathers the responses from its participants and determines the final outcome for the commit operation.
If all participants indicate that they are willing to commit, then the coordinator proceeds with the second phase and the
transaction will complete successfully as indicated by a final outcome of OK. If any participant indicates that it cannot
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commit, then the coordinator directs its participants to back out their changes instead of committing them. The final
commit outcome in this case is BACKOUT.

A participant can respond to a Prepare request in ways other than OK or BACKOUT. It can respond FORGET to signal
that it made no updates within the transaction being committed and so need not participate in the second phase. This
has the potential for reducing the number of communications needed to complete the commit operation. A participant
can also respond "heuristically", indicating that its resources have already been committed or backed out. A transaction
might be completed heuristically because it was forced to complete through some administrative action. Such heuristic
actions defeat the two-phase commit process and can lead to mixed outcomes in which some changes are committed
while others are backed out.

NOTE
While CA IDMS does not make heuristic decisions on its own, it does allow an administrator to commit or
backout a transaction using a DCMT command, following an interruption in the commit process.

Recovery From Failure

Failures in communications, operating systems, or resource or transaction managers can interrupt the two-phase commit
process. The point at which the failure occurs determines whether a transaction's changes are ultimately committed or
backed out. If the failure occurs during the first phase in the process, changes are backed out. If the failure occurs during
the second phase, changes are committed.

Recovery from failure during a two-phase commit involves a process called resynchronization, in which messages are
exchanged between a coordinator and a participant in order to complete the transaction. To facilitate resynchronization,
both the coordinator and the participant write additional journal records at critical points during the two-phase commit
process.

Two-Phase Commit within CA IDMS
 

This section describes the two-phase commit support provided by CA IDMS. While some of the information may not be
necessary for day-to-day operations, it facilitates understanding the output from recovery utilities and DCMT commands
and may prove useful in recovery situations.

Use of Two-Phase Commit

Two-Phase in Central Version

Central version always uses a two-phase commit protocol to commit resources. When a commit operation initiates within
a central version, that system becomes the coordinator. Any other central version involved in the transaction becomes a
participant.

Requesting Two-Phase Commit

The DML commands that an application issues to commit tasks and database transactions (for example, FINISH
TASK or COMMIT CONTINUE) always initiate a two phase-commit. This ensures that all changes made even by a
distributed transaction are either committed or backed out as a single unit. A number of optimizations are supported to
minimize overhead, especially for transactions in which only a single resource manager has made changes. See "Commit
Optimizations" later in this section for a description of the optimizations supported by CA IDMS.

Support for Pre-Release 16.0 Central Versions

Prior to Release 16.0, CA IDMS did not support a two-phase commit protocol. Such a system is referred to as a "one-
phase commit only" resource manager, since it can accept only a single commit request rather than separate Prepare and
Commit requests. CA IDMS supports one-phase commit only resource managers in the following way.
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If there is a single one-phase commit only participant in a distributed transaction, CA IDMS first sends Prepare requests
to all other participants before sending a commit request to the one-phase commit only participant. If this latter request is
successful, then the commit operation proceeds to a successful conclusion; otherwise, the transaction is backed out.

If a distributed transaction has multiple one-phase commit only participants, only one of them can be the last one invoked
and so there is an unavoidable possibility that the transaction may complete with mixed results, meaning that some
changes are committed while others are backed out.

Support for Batch Applications

All changes made by a batch application are committed or backed out as a single unit provided at least one of the
following is true:

• All updates are made through a single transaction
• Updates are made through multiple transactions serviced by a single central version and a task-level commit request is

issued.
• Batch RRS support is enabled and all updates are made through transactions executing on one or more central

versions running within the same operating system image as the batch application.

NOTE
For more information on RRS, see the Administrating section.

External Coordinators and Participants

External Coordinators

A central version can participate in a two-phase commit operation controlled by the following external coordinators:

• CICS Transaction Server
• RRS-IBM's system-level resource recovery platform for z/OS
• An XA transaction manager supported by CA IDMS Server

By participating in externally-controlled transactions, updates to CA IDMS resources can safely be coordinated with those
of other resource managers supported by the above transaction managers.

NOTE
For more information on CICS Transaction Server and RRS, see the Administrating section.

External Participants

A central version can coordinate transactions in which external resource managers are participants. It does this in one
of two ways: by enlisting the services of RRS or by using a resource manager interface tailored to both the CA IDMS
environment and the external resource manager.

If the external resource manager supports RRS as a coordinator, using RRS as an intermediary is the easiest way for
an external resource manager to participate in a transaction coordinated by a central version. In this way, any resource
manager that supports RRS as a coordinator can potentially participate in a CA IDMS-controlled transaction.

If the resource manager does not support RRS as a coordinator, then an interface that is tailored to the external resource
manager and that supports the CA IDMS transaction manager protocol must be written to enable the resource manager to
be a direct participant in a CA IDMS-controlled transaction.

Resource Managers, Interfaces and Exits

Resource Managers

When discussing commit protocols, the term "resource manager" traditionally refers to a software component that
manages recoverable resources. However, in CA IDMS this term refers to both the resource manager and the interface
used to communicate with it.
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The DCMT DISPLAY DISTRIBUTED RESOURCE MANAGER command can be used to obtain a list of all resource
managers known to a central version or to display the details of a specific resource manager.

NOTE
For more information on DCMT commands, see the CA IDMS System Tasks and Operator Reference section.

CA IDMS Resource Managers

When one CA IDMS system accesses another, each one becomes a resource manager to the other. On the front end, the
partner system is identified by its node name and an interface name of "DSI_CLI"; on the back end, the partner system
is identified by its node name and an interface name of "DSI_SRV". A central version may have knowledge of several
resource managers whose interface name is DSI_CLI or DSI_SRV, since it may communicate with several CA IDMS
systems. Furthermore, a central version may have knowledge of two resource managers with the same node name, one
for each of the two interfaces, since a system can act as both front-end and back-end to another system.

External Resource Managers

When a CICS system is used to access a central version, it becomes a known resource manager on the backend with a
node name that is the concatenation of "CICS" and the CICS system name and an interface name that is specified by the
IDMSINTC interface module through which access is made.

When RRS is activated within a central version, it is known as a resource manager whose node name is that of the local
system and whose interface name is "RRS_RMI".

NOTE
For more information on CICS and RRS, see the Administrating section.

Interfaces and Exits

To participate in a two-phase commit operation coordinated by CA IDMS, a resource manager makes its existence known
by registering with the local transaction manager. When registering, the resource manager interface identifies exit routines
to be invoked by the transaction manager during the commit process. In this way, the resource manager interface acts as
a bridge between the local transaction manager and the resource or transaction manager to which it provides access. It is
the resource manager interface's responsibility to forward Prepare, Commit, and Backout directives and return appropriate
responses to the local transaction manager.

When a resource manager's exit is invoked, it returns outcomes that are similar to those outlined in 20.2.8, “Transaction
Outcomes". For example, a resource manager's prepare exit can return a FORGET outcome to signify that it has made
no changes within the scope of the transaction and therefore need not participate in the second phase of the commit
operation.

Interests and Roles

Transaction Interests

For a resource manager to participate in a transaction, it must register an interest in that transaction. The existence of an
interest informs the transaction manager that the resource manager's exits should be invoked during commit and backout
processing for the transaction.

Roles

When an interest is registered, the role that the resource manager is to play with respect to the transaction is specified.
CA IDMS recognizes the following roles:

• Communications Resource Manager (CRM) - indicating that the resource manager is a remote participant in the
transaction.

• Participant (PART) - indicating that the resource manager is a local participant in the transaction.
• Server Distributed Resource Manager (SDSRM) - indicating that the resource manager is the coordinator for the

transaction.

 660



 Administrating

When a central version application calls a resource manager interface to access a remote resource, the interface registers
a CRM interest in the application's current transaction, since it is acting as a remote participant in that transaction. An
SDSRM interest is registered before or during the prepare stage of transaction processing to record a remote transaction
manager as the coordinator for a transaction.

As a two-phase commit operation proceeds, interests are assigned states similar to those outlined in 20.2.7, "Transaction
States". For example, if an interest's prepare exit returns OK, then the state of the interest is set to InDoubt, reflecting the
fact that the associated resource manager is waiting for the final commit or backout directive.

Commit Optimizations

Types of Optimizations

To minimize the cost of doing a two-phase commit operation, CA IDMS supports the Read Only, Single Agent, and
Presumed Abort optimizations.

Read Only

The Read Only optimization reduces the number of communications needed to commit a distributed transaction. A
participant that has not updated resources within the scope of the transaction can respond FORGET to a Prepare request.
CA IDMS does not include such read-only participants in the second phase of the commit operation, thus eliminating at
least one communication. Additionally, the read-only participant writes no journal records in support of the two-phase
commit operation.

Single Agent

CA IDMS uses the Single Agent optimization to reduce the flows needed to commit a distributed transaction. At the point
when a Prepare request is to be sent to the last remaining participant, if all other participants have responded FORGET or
if this is the only participant in the transaction, then a OnePhaseCommit request is sent instead of a Prepare. This results
in only a single communication with the participant to complete the commit operation. Furthermore, if there is only a single
participant, the coordinator writes no journal records in support of the distributed transaction.

Presumed Abort

CA IDMS uses a Presumed Abort protocol to reduce journaling overhead. Simply put, this means that while a coordinator
retains knowledge of a committed transaction until all of its participants indicate that they have completed the second
phase of the commit operation, the coordinator can immediately forget transactions whose outcome is BACKOUT.
Consequently, no journaling activity for a distributed transaction takes place at a coordinator until all Prepare votes have
been collected and then only if the outcome is OK. The absence of knowledge of a transaction signifies that its outcome is
BACKOUT.

The alternative to Presumed Abort is Presumed Nothing. Under this protocol, a coordinator retains knowledge of the
outcome of a commit operation until all participants indicate that it can be forgotten, regardless of whether the final
outcome is OK or BACKOUT. Consequently, a coordinator must journal the existence of a transaction prior to forwarding
the first Prepare request, and it must retain knowledge of backed out transactions longer. CA IDMS does not support the
Presume Nothing protocol.

Transaction Identifiers

Multiple Identifiers

Transactions can have multiple identifiers. CA IDMS assigns two types of identifiers: a local identifier and a distributed
transaction identifier. External transaction managers may assign transaction identifiers of their own, generically referred to
as external transaction identifiers.

Local Identifier

A Local (transaction) Identifier (LID) is a four-byte value that identifies the work done by a local transaction branch. It
is used to distinguish the work done by one branch from that of another within a central version and is recorded in the
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journal records that are used to track local database changes (for example, BGIN, BFOR, AFTR). Local transaction
identifiers are unique only within a central version.

Distributed Transaction Identifier

A Distributed Transaction Identifier (DTRID) is a 16-byte value that uniquely identifies a distributed transaction across
all participating nodes. It is assigned by the CA IDMS system that is acting as the coordinator for the transaction or by
a CICS interface. Every distributed transaction processed by a CA IDMS system is assigned a DTRID, regardless of
whether the transaction also has externally assigned identifiers. The DTRID is recorded in the distributed transaction
journal records that are written during the two-phase commit process (for example, DIND, DCOM, DFGT).

A DTRID value is comprised of an 8-character prefix followed by an 8-byte hexadecimal value. If assigned by a CA
IDMS system, the prefix is the system's node name and the suffix is an 8-byte internal format timestamp. If the DTRID is
assigned by a CICS interface, the 8-character prefix consists of "CICS" concatenated with the 4-character CICS system
name. The 8-byte hexadecimal value is the UOW (Unit of Work) identifier assigned by CICS to the work unit being
committed.

External Identifiers

External transaction managers may also assign their own identifiers to a distributed transaction in which CA IDMS is a
participant. The following types of external identifiers are recognized by CA IDMS and are recorded in the distributed
transaction journal records written by the central version that interfaces directly with the external transaction manager.
These journal entries provide a cross reference between internal and external identifiers.

• RRS URID - the Unit of Recovery (URID) assigned by RRS. A URID is a 16-byte hexadecimal value.
• XA XID - the transaction identifier assigned by an XA transaction manager. An XID is a hexadecimal value which can

be up to 140 bytes long.

Transaction Branch

A Transaction Branch represents a separately identifiable portion of a transaction within which deadlocks cannot occur.
Unless transaction sharing is in effect, every database session (every run unit or SQL database session) is associated
with a separate transaction branch. When transaction sharing is in effect, multiple database sessions may share a single
transaction branch. In so doing, they avoid deadlocking amongst themselves, since deadlocks are not possible for work
performed under a single transaction branch.

An application is associated with multiple transaction branches if it opens concurrent non-sharing database sessions.
Multiple branches can also result from the use of system services that access a dictionary, such as loading from a load
area or accessing a queue area. If more than one transaction branch exists, they are organized hierarchically, meaning
that there is a single top-level branch and one or more subordinate branches. The top-level branch represents either the
work done by a single database session or all work done by a task. A subordinate branch always represents the work
done by a database session or multiple sessions if transaction sharing is in effect. A subordinate branch may, in turn, have
subordinate branches of its own, perhaps as a result of an SQL routine that opens its own database session.

NOTE
For more information on the relationship between database sessions and transactions and the use of transaction
sharing to avoid deadlocks, see either CA IDMS Navigational DML Administrating section or CA IDMS SQL
Administrating section.

Branch Identifiers

Every transaction branch is assigned a unique identifier that never changes. This Branch Identifier (BID) is an eight-byte
hexadecimal value that is sometimes qualified by the node name of the local system to make it a globally unique value. A
BID is different from an LID, since an LID is assigned each time a transaction is started, whereas a BID is assigned only
when a branch is created. If multiple transactions are serially associated with a transaction branch, because an associated
database session commits its work without terminating, then the branch's LID value will change, but its BID will not.

A commit operation is always targeted to a single transaction branch and encompasses all of its subordinate branches.
The target branch becomes the top-level branch of the transaction and its subordinates become the subordinate branches
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of the transaction. If a task-level commit operation is initiated, the target branch is always the top-level branch in the
task's hierarchy. If a database session-level commit operation is initiated, the target branch is the one associated with the
database session through which the commit request is issued.

It is possible that more than one set of Prepare/Commit flows are sent to a single participant for a transaction, each
directed to a different target branch. The BID of the target branch is carried in the associated distributed journal records, in
order to distinguish one set from another. The target branch is also included in several messages that may be generated
during a two-phase commit operation.

A DCMT DISPLAY DISTRIBUTED TRANSACTION command for a specific transaction lists all of the local branches
associated with a distributed transaction. For a description of this command, see the CA IDMS System Tasks and
Operator Reference section.

Transaction States

Transaction State

Transaction state is an attribute of a distributed transaction that reflects its progress through a two-phase commit
operation. The CA IDMS transaction manager assigns the following transaction states for this purpose:

• InReset - This is the initial state prior to the start of a commit or backout operation.
• InFlight - This state is assigned at the start of a two-phase commit operation and persists while the transaction

manager is assessing the need for and the ability to proceed with the two-phase commit operation.
• InPrepare - This state is assigned when the transaction manager determines that a full two-phase protocol is needed

to guarantee the integrity of a commit operation.
• LastAgent - This state is assigned by a coordinator's transaction manager when there is only a single participant and

consequently a full two-phase protocol is not needed to guarantee the integrity of a commit operation.
• InDoubt - This state is assigned by a participant's transaction manager when it writes a DIND journal record for the

transaction and persists until it receives a Commit or Backout directive from the coordinator.
• InCommit - This state is assigned when a DCOM journal record is written for the transaction and persists until all

processing for the transaction is complete.
• InBackout - This state is assigned when it is determined that the outcome of the distributed transaction is BACKOUT

and persists until all processing for the transaction is complete.
• Forgotten - This state is assigned when the two-phase commit operation is complete.

State Transitions

The following diagram illustrates the transitions that can occur from one state to another as a transaction proceeds
through a two-phase commit operation.
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Transaction Outcomes

Transaction Outcomes

Fundamentally, a distributed transaction can have only one of the following three outcomes: all changes were committed,
all changes were backed out, or some changes were committed while others were backed out. However, it is useful to
support variations of these especially as interim results of individual Prepare and Commit requests.

CA IDMS recognizes the following outcomes:

• OK - The request is complete and the transaction's changes have been committed.
• FORGET - The request is complete, but no changes were committed since none were made (that is, this is a read-only

transaction).
• OK_PENDING - The request is not yet complete, but changes have been or will be committed.
• BACKOUT - The request is complete but changes have been backed out.
• BACKOUT_PENDING - The request is not yet complete, but changes have been or will be backed out.
• HC - The request is complete, and the transaction's changes have been heuristically committed.
• HR - The request is complete, but the transaction's changes have been heuristically backed out.
• HM - The request is complete, but some changes have been committed while others have been backed out.

Heuristic Outcomes

Heuristic outcomes are the result of a commit or backout decision made by a participant rather than a coordinator. The
use of DCMT VARY DISTRIBUTED TRANSACTION to force an InDoubt transaction to commit or back out results in a
heuristic outcome.

Backup and Recovery
Protects Your Data

Database backup and recovery are maintenance tasks that protect the changes made to your database:
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• Backup is a routine database maintenance task that produces a copy of the database. If necessary, this backup copy
can be used to restore lost data.

• Recovery restores the contents of the database when an error occurs that corrupts the database or disk journal file.
Recovery procedures restore altered areas to their original state.

Types of Recovery

Under the central version, recovery occurs automatically with no intervention from the DBA. If automatic recovery fails
you must recover the database manually. You must also recover the database manually for local mode update jobs that
terminate abnormally.

For more information, see the following topics:

Backup Procedures
Contents

Perform Backups Often

Backup procedures are an essential part of database administration. To help protect the integrity of your database, you
should perform backups as often as possible. As a general rule, always back up the database:

• At regular, scheduled intervals, such as daily or weekly
• Before and after structural changes to the database
• Whenever you initialize journal files
• Since automatic recovery is not available in local mode, before and after executing an application run in local mode.

Design a Backup Plan

To ensure that your backup procedures meet the data processing needs of your company, you need to decide how often
to take backups and how long to retain them. Develop a schedule and procedures for performing backups and stick to it.

General Guidelines

The following list identifies some guidelines to follow in designing a backup plan:

• Define the backup and recovery requirements for an application while the application is being designed. Test all
backup and recovery procedures before the application is put into production.

• Make sure you backup the database after making changes to its physical definition (such as changing the page size,
page range, and so on).

• Identify all archive files created since the last backup.
• If you need to concatenate archive tapes for historical records, make sure that the tapes included in the concatenation

are not required for recovering the database. For example, you might concatenate the archive tapes from the previous
week at the end of the current week.

• Bear in mind that restoring a database from a date several weeks in the past can be a very time-consuming process
because of the volume of journal data that needs to be processed.

BACKUP Utility Statement

The examples outlined in this section use the BACKUP utility statement provided with CA IDMS/DB to backup the
database. You can use other utilities (such as IEBGENER in z/OS) to perform the backup and recovery operation
provided they restore disk files to the state they were in when copied.

If you use the CA-provided BACKUP utility statement for regularly scheduled backups, specify the FILE option rather than
the AREA option. FILE lets you recover an individual file in the event it is damaged rather than having to recover the entire
area. Use the AREA option only if multiple areas are stored in a single file.
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Back Up After a Normal System Shutdown

Steps

While the system is inactive, back up the database using the following procedure:

Action Statement
Offload all the non-empty journal files ARCHIVE JOURNAL utility statement with the ALL or AUTOALL

option
Copy all files associated with the database BACKUP utility statement or any comparable backup utility

Backup While the DC/UCF System is Active

Types of Backup While System is Active

There are two types of backup that can be done while DC/UCF remains active:

• A quiesced backup during which no updates are made to the areas being copied
• A hot backup during which the areas that are copied are updated by transactions executing within the central version

While it is preferable to back up a database when it is quiesced, a site with high-availability requirements may not be able
to disable updates long enough to complete the backup.

Considerations

If you decide to use a hot backup strategy, consider the following:

• The time to recover using a hot backup may be longer than with a backup produced while the area was quiesced due
to additional steps in the recovery process.

• To recover using a file produced during a hot backup, all archive journal files created while the backup was taking
place must also be available; without these files, the backup file cannot be used. Although the EXTRACT JOURNAL
utility statement can be used to preprocess the journal images generated during this time period, the original archive
files must also be available to perform a successful recovery.

• To ensure the availability of the archive journal files you should treat them in the same way as the backup file; for
example, if a copy of the backup file is sent offsite, a copy of all corresponding archive files should also be sent offsite.

NOTE
For more information on the impact of a hot backup on recovering a database, see 21.5, “Manual Recovery".

Quiesced Backup Procedure

The procedure outlined below describes how to perform a quiesced backup.

Action Steps
Quiesce update activity in the target areas. (See considerations) Issue one or more of the following commands:

DCMT VARY AREA ... RETRIEVAL
DCMT VARY AREA ... OFFLINE
DCMT QUIESCE AREA ...
DCMT VARY SEGMENT ... RETRIEVAL
DCMT VARY SEGMENT ... OFFLINE
DCMT QUIESCE SEGMENT ...
DCMT QUIESCE DBNAME ...
DCMT VARY RUN UNIT ... OFFLINE
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Note the quiesce point Record the date and time that the areas were quiesced.
Optionally force a new archive journal file to be created:
Issue a DCMT VARY JOURNAL command
Execute the ARCHIVE JOURNAL utility statement

Copy all files containing the target areas. Execute the BACKUP utility statement using the FILE option or
any comparable backup utility.

Restart update activity in the target areas. Issue one or more of the following commands:
DCMT VARY AREA ... ONLINE
DCMT VARY SEGMENT ... ONLINE
DCMT VARY ID ... TERMINATE
DCMT VARY RUN UNIT ... ONLINE

Hot Backup Procedure

The procedure for a hot backup is similar to that for a quiesced backup, except that updates are re-enabled before the
backup is complete. The procedure described next includes establishing a second quiesce point. This is not necessary if
the appropriate recovery procedure is followed.

NOTE
For more information on the impact of a hot backup and a second quiesce point on recovery, see 21.5, "Manual
Recovery".

Action Steps
Quiesce update activity in the target areas. (See considerations) Issue one or more of the following commands:

DCMT VARY AREA ... RETRIEVAL
DCMT VARY AREA ... OFFLINE
DCMT QUIESCE AREA ...
DCMT VARY SEGMENT ... RETRIEVAL
DCMT VARY SEGMENT ... OFFLINE
DCMT QUIESCE SEGMENT ...
DCMT QUIESCE DBNAME ...
DCMT VARY RUN UNIT ... OFFLINE

Note the quiesce point Record the date and time that the areas were quiesced.
Optionally force a new archive journal file to be created:
Issue a DCMT VARY JOURNAL command
Execute the ARCHIVE JOURNAL utility statement

Restart update activity in the target areas. Issue one or more of the following commands:
DCMT VARY AREA ... ONLINE
DCMT VARY SEGMENT ... ONLINE
DCMT VARY ID ... TERMINATE
DCMT VARY RUN UNIT ... ONLINE

Copy all files containing the target areas. Execute the BACKUP utility statement using the FILE option or
any comparable backup utility.
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Optionally, establish a second quiesce point for the target areas. Issue one or more of the following commands:
DCMT VARY AREA ... RETRIEVAL
DCMT VARY AREA ... OFFLINE
DCMT QUIESCE AREA ...
DCMT VARY SEGMENT ... RETRIEVAL
DCMT VARY SEGMENT ... OFFLINE
DCMT QUIESCE SEGMENT ...
DCMT QUIESCE DBNAME ...
DCMT VARY RUN UNIT ... OFFLINE

Mark the end of the backup process. Force a new archive journal file to be created:
Issue a DCMT VARY JOURNAL command
Execute the ARCHIVE JOURNAL utility statement
If a second quiesce point was established, record its date and
time.

If a second quiesce point was established, restart update activity
in the target areas.

Issue one or more of the following commands:
DCMT VARY AREA ... ONLINE
DCMT VARY SEGMENT ... ONLINE
DCMT VARY ID ... TERMINATE
DCMT VARY RUN UNIT ... ONLINE

Quiescing Update Activity

Both DCMT VARY AREA (and SEGMENT) and DCMT QUIESCE can be used to quiesce update activity in one or more
areas of the database. Consider the following when choosing which of these to use:

• If DCMT VARY is used, tasks which subsequently attempt to access a target area in an update mode (or any mode if
the area is varied offline) will receive an 0966 error status. Unless the application program handles this condition, the
associated task will fail. If DCMT QUIESCE is used, such tasks will wait until update activity is restarted, unless their
quiesce wait time is exceeded.

• DCMT QUIESCE provides more control over the quiesce operation. For example, it is possible to specify how long
the quiesce operation should wait for conflicting tasks to finish and what action should be taken in the event that the
quiesce point has not been reached in the specified time interval.

• In a data sharing environment, DCMT QUIESCE will quiesce update activity across all members of the data sharing
group. DCMT VARY will quiesce update activity only within the DC/UCF system in which it is executed.

• DCMT QUIESCE can be used to automate much of the backup process.

More Information

• For more information on backup automation, see 21.2.4, "Automating the Backup Process".
• For more information on the DCMT system task, see the CA IDMS System Tasks and Operator Reference section.

Quiescing Update Activity for System Areas

When backing up a system area, such as a load area, it may be necessary to terminate predefined system run units by
issuing a DCMT VARY RUN UNIT ... OFFLINE command. This will be necessary if predefined run units for the target area
have been defined in the system definition and such run units access the area in update mode. You can determine this by
issuing a DCMT DISPLAY RUN UNIT command.

Varying a system run unit offline does not prevent overflow run units from being started to service requests for the area. It
simply terminates predefined run units of the specified type. Since varying an area offline will impact the system's ability
to service requests for the area, it is advisable to quiesce update activity to system areas either by varying their status to
retrieval or by using the DCMT QUIESCE command.

Depending on the options specified when issuing a DCMT VARY AREA, DCMT VARY SEGMENT, or DCMT QUIESCE
command, the system may automatically terminate conflicting predefined system run units.

 668



 Administrating

NOTE
For more information on when predefined system run units are automatically terminated, see the individual
commands in the CA IDMS System Tasks and Operator Reference section.

Data Sharing Considerations

In a data sharing environment, whenever update activity is quiesced, it must be quiesced in all DC/UCF systems that
are members of the data sharing group. If a DCMT QUIESCE command is used, then update activity will automatically
be quiesced on all members within the group. If a DCMT VARY AREA or DCMT VARY SEGMENT command is used, it
must be executed on each system that is a member of the group. This can be accomplished by broadcasting the DCMT
command.

NOTE
For more information on broadcasting DCMT commands, see the CA IDMS System Tasks and Operator
Reference section.

Back Up Before and After Local Mode Jobs

Two Options

To protect data to be accessed by an update job running in local mode, you can either:

• Use local mode journaling. This option is best for large databases that would require a long time to backup and restore.
• Back up the database before and after you run the job. This option is best for small databases that can be backed up

within a reasonable time frame.

NOTE
For information on local mode journaling, see Section19, “Journaling Procedures”.

Steps to Back Up the Database

Follow the steps below to back up a database before and after running an update application in local mode:

Action Steps
Make the areas to be accessed by the application unavailable
under the central version

DCMT VARY AREA or SEGMENT with the OFFLINE,
RETRIEVAL, or TRANSIENT RETRIEVAL option

Before running an application, back up each file of the database BACKUP or any comparable backup utility
Dummy the journal file by adding a dummy file definition statement
in the execution JCL of the local mode application if the DMCL
being used has a tape journal file defined
After running the application,back up each file of the database BACKUP or any comparable backup utility
Swap to another disk journal file to coordinate CVs archive journal
files with the backup

DCMT VARY JOURNAL

Re-activate the areas for use under the central version If the areas are OFFLINE or in RETRIEVAL mode,issue DCMT
VARY AREA or SEGMENT ONLINE
If the areas are in TRANSIENT RETRIEVAL mode, first vary them
OFFLINE and then ONLINE.

CA ADS: When you vary an area in preparation for a local mode update, CA ADS users should vary the area to either
OFFLINE or TRANSIENT RETRIEVAL mode; do not use RETRIEVAL mode.

Automating the Backup Process

Exploiting DCMT QUIESCE
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Backing up a database while the DC/UCF system is active can be automated through the use of the DCMT QUIESCE
command. To assist in this effort, the following can be specified as options:

• A unique identifier for use in subsequent DCMT DISPLAY ID and DCMT VARY ID commands to query or terminate an
outstanding quiesce operation.

• The action that should be taken in the event that a quiesce point cannot be reached within a specified time interval.
The available choices are to abandon the quiesce operation or force the quiesce by canceling conflicting tasks.

• An indication of whether a new archive journal file should be created when the quiesce point is reached.
• An indication of whether update activity in the target areas should be restarted automatically once the areas are

quiesced.

Quiesce User Exit

When a quiesce point is achieved, numbered exit, Exit 38 is invoked. This exit can be used to initiate the next step in the
backup process. For example, it can submit a job to the internal reader, thus enabling the QUIESCE task to automatically
initiate a copy operation. Once the files are copied, a subsequent UCF batch job step can invoke further system tasks to
complete the backup process.

Rather than submitting a batch job, exit 38 might instead use an API to directly interface to a "zero-time copy" facility if the
database resides on a storage device that provides such a capability.

More Information

• For more information on how to code an Exit 38 routine, see the Administrating section.
• For more information on the DCMT QUIESCE command, see the CA IDMS System Tasks and Operator Reference

section.

Automating a Quiesced Backup

The following illustrates how the DCMT QUIESCE command can be used to automate a quiesced backup operation.

Activity Description
dcmt quiesce dbname CUST hold swap CUSTBKP This command initiates a quiesce operation identified as

CUSTBKP. All areas in all segments included in the database
name CUST will be quiesced. When the quiesce point is reached,
a new archive journal file will be created and exit 38 will be
invoked. The quiesce point will be held until the quiesce operation
is explicitly terminated.

Exit 38 is invoked Exit 38 submits a batch job through the internal reader (or an
equivalent mechanism) to initiate the copy operation.

Batch job is executed The batch job first copies all files containing areas of the CUST
database and then invokes a UCF batch job step that terminates
the quiesce operation by issuing a DCMT VARY ID command.

dcmt vary id CUSTBKP terminate This command terminates the quiesce operation and makes the
CUST areas available for update.

Automating a Hot Backup
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The following illustrates how the DCMT QUIESCE command can be used to automate a hot backup operation.

Activity Description
dcmt quiesce dbname CUST nohold swap CUSTBKP1 This command initiates a quiesce operation identified as

CUSTBKP1. All areas in all segments included in the database
name CUST will be quiesced. When the quiesce point is reached,
a new archive journal file will be created and exit 38 will be
invoked. The quiesce operation will then terminate and make the
areas available for update.

Exit 38 is invoked Exit 38 submits a batch job through the internal reader (or an
equivalent facility depending on the operating system) to initiate
the copy operation.

Batch job is executed The batch job first copies all files containing areas of the CUST
database and then invokes a UCF batch job step.
The UCF batch job step either initiates a second quiesce
operation by issuing a DCMT QUIESCE command or forces a
new archive journal file to be created by issuing a DCMT VARY
JOURNAL command.

dcmt quiesce dbname CUST nohold swap CUSTBKP2 This command initiates a quiesce operation identified as
CUSTBKP2. All areas in all segments included in the database
name CUST will be quiesced. When the quiesce point is reached,
a new archive journal file will be created and exit 38 will be
invoked. The quiesce operation will then terminate and make the
areas available for update.
Exit 38 examines the quiesce identifier and determines that no
further action is needed.

dcmt vary journal This command forces the use of another disk journal file which in
turn causes a batch execution of the ARCHIVE JOURNAL utility
statement.
Note: Automatic submission of the ARCHIVE JOURNAL job is
dependent on the implementation of a site-specific means (such
as WTOEXIT) to examine console messages and use operating
system facilities to submit a batch job.

Automatic Recovery
Available Only Under the Central Version

Automatic recovery is available only under the central version.

Automatic recovery occurs when CA IDMS/DB:

• Warmstarts, following a system failure
• Automatically rolls back a failing transaction
• Automatically rolls back the changes made by a physical DDL or SQL statement that encountered errors

 

Warmstart

Due to System Failure
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Warmstart occurs when CA IDMS starts up and, by examining the journal files, it detects that the previous execution of
the DC/UCF terminated abnormally CA IDMS uses the journal files to rollback or restart all transactions that were active
when the system failed.

How You Respond to a System Failure

In response to a DC/UCF system failure, you should immediately restart the system. In a data sharing environment, or if
distributed transactions were active at the time of failure, it is particularly important to restart failing systems as soon as
possible, since some data may be inaccessible within other systems until the failing system has completed its warmstart.

NOTE
Do not offload any journal files between the time of system failure and your first attempt to warmstart the system.
If you must offload, use the READ option of the ARCHIVE JOURNAL utility statement.

Data Sharing Considerations

In general, you respond to a DC/UCF system failure in the same way regardless of whether the system is a member of a
data sharing group. However, certain types of failures, such as a loss in connectivity to a coupling facility, require special
action. Additionally, if a member is unable to warmstart and manual recovery becomes necessary, then data sharing
introduces additional considerations.

Incomplete Distributed Transactions at Startup

When restarting a failed central version, warmstart identifies incomplete distributed transactions that were active at the
time of failure. Depending on where in the commit process the failure occurred, these transactions are completed by
warmstart or are restarted. If restarted, the transactions remain active until resynchronization takes place with the other
resource or transaction managers involved in the transaction or until the transactions are manually completed.

If a restarted transaction is in an InDoubt state, then any locks held by that transaction at the time of failure are reacquired
and held until the transaction is completed. Since these locks prevent access to resources that were updated by the
transaction, it is important to restart all failed systems as soon as possible in order that resynchronization can complete
the transaction and free the locks.

The following sample messages might be displayed when a distributed transaction is restarted:

IDMS DC202038 V74 In-Doubt Transaction-ID 1416 will be added to the

unrecovered transaction list

IDMS DC202051 V74 Warmstart COMPLETE, but recovery of SOME transactions

have been DEFERRED until later in the startup

IDMS DB342017 V74 T1 Will lock Transaction-ID 1416

IDMS DB342019 V74 T1 DTRID SYSTEM74::01650C90A708A9B2-01650C8C4207D9FF

active at startup

IDMS DB342020 V74 T1 DTRID SYSTEM74::01650C90A708A9B2-01650C8C4207D9FF

has been restarted

IDMS DB342022 V74 T1 In-Doubt Transaction 1416 has been restarted
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Incomplete Warmstart

Certain errors, such as I/O errors or open failures, may prevent warmstart from rolling out the changes in one or more
database files. If this occurs, warmstart will continue, the system will start up and the transactions affected by the error will
be restarted. Once restarted, automatic rollback will be invoked to again attempt to remove the effect of the unrecovered
transactions. If automatic rollback is successful, no further action is necessary although the reason for the original failure
should be investigated and corrective action taken if necessary. If automatic rollback is not successful, the unrecovered
transactions will be suspended just as if they had encountered an I/O error. To correct the situation, You respond as if a
database file I/O error occurred. First take whatever action is necessary to make the file available, such as restoring a
damaged file or using DCMT commands to correct a data set name. Then restart the suspended transactions by issuing a
DCMT VARY FILE ACTIVE command.

How Warmstart Works

During warmstart, CA IDMS/DB does the following:

1. Establishes which disk journal file was active at the time of the failure
2. Locates the last journal record written before the system failed
3. Either restarts or rolls back and writes ABRT checkpoints for all incomplete transactions.

Example

The following example shows how a warmstart operation is done. In this example, the two transactions are active at the
time of the system crash. Both are recovered automatically when the system is restarted.
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Automatic Rollback

Due to Transaction Failure

Automatic rollback occurs when a transaction fails or an application requests recovery by means of the ROLLBACK
command. CA IDMS/DB writes an ABRT checkpoint for the transaction and automatically rolls out the changes made
to the database by the transaction. The recovery occurs while the system continues to process requests by other
concurrently active transactions.

NOTE
Automatic rollback also occurs when an error is encountered executing SQL or physical DDL statements. In
these cases, an RTSV checkpoint record is written instead of an ABRT checkpoint, but in other respects, the two
recovery operations are the same.

Example

The following example shows how an automatic rollback occurs. In this example, transaction B aborts. CA IDMS/DB then
performs an automatic rollback for transaction B while other transactions continue to process.
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Resynchronization

What is Resynchronization?

Resynchronization is a process in which information is exchanged between two systems to establish attributes relevant
to the two-phase commit process and to complete outstanding distributed transactions following a failure. This section
focuses on resynchronization between CA IDMS systems.

When Does It Occur?

Resynchronization between CA IDMS systems occurs at the following times.

• When a central version is started, resynchronization is initiated with each known backend system. A backend system
is known if it was accessed by a database session since the last time the journal files were formatted. If the started
system cannot communicate with one or more of its backend systems, resynchronization with those systems is retried
on a periodic basis until communication is reestablished.

• When a remote database session is started, resynchronization is initiated with the backend system if it was previously
unknown (that is, if this is the first time the backend system has been accessed since the journal files were formatted)
or if the backend system has been recycled since resynchronization previously took place between the two systems.

NOTE
A remote database session is started when an application binds a run unit or connects an SQL session to a
remote database. It is also started when a DCUF task establishes a remote dictionary as a default.

• When manually driven through a DCMT VARY DISTRIBUTED RESOURCE MANAGER command, resynchronization
is attempted with the specified resource manager.

NOTE
For more information on DCMT and DCUF, see the CA IDMS System Tasks and Operator Reference section.

What Does It Entail?
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Resynchronization begins with an exchange of startup times and journal timestamps between the two systems. As the
name implies, the startup time is the time at which a system was started and is used to detect when a partner system is
recycled.

The journal timestamp is assigned by a central version the first time it opens a set of journal files after they have been
formatted. It is subsequently used to detect when a partner's journal files have been reformatted since the last time the
two systems resynchronized with each other.

If no distributed transactions involving the two systems exist at the time that resynchronization takes place, the two
systems simply exchange the above information, update their journal files with new or changed partner information, and
record each other as open resource managers.

If distributed transactions involving the two systems do exist at the time of resynchronization, each system compares
its partner's current journal timestamp with the one that it had saved previously. If the timestamps are the same,
resynchronization proceeds by exchanging information on the incomplete distributed transactions that are pending
resynchronization. If the timestamps are not the same, it indicates that one of the following has occurred:

• The partner system's journal files have been prematurely formatted.
• The partner system has been started with incorrect journal files.
• The partner system has been started with an incorrect DCNAME parameter.

Any of these conditions result in a resynchronization failure.

Responding to Resynchronization Failures

If resynchronization detects a journal stamp mismatch with a system for which incomplete distributed transactions exist,
resynchronization cannot complete. When this occurs, messages are displayed that show the old and new journal stamps
and the incomplete distributed transactions that are impacted by the mismatch. The operator is prompted as to what
action should be taken. The following example shows the messages that are displayed as a result of a mismatch in
SYSTEM74's journal stamps as they are known to SYSTEM73.

DC329021 V73 T23 Journal stamp mismatch for SYSTEM74::DSI_SRV *OLD

2002-12-14-07.20.36.376737

DC329021 V73 T23 Journal stamp mismatch for SYSTEM74::DSI_SRV *NEW

2003-01-30-08.07.42.278334

DC329022 V73 T23 RM Name           Dtrid                      Branch

           State

DC329023 V73 T23 SYSTEM74::DSI_SRV SYSTEM74::01650D6EDFB1AB93-

01650D6A79F31E50 InDoubt

DC329024 V73 REPLY 01 T23 Reply with resynchronization action for

SYSTEM74::DSI_SRV (Ignore,Defer):

Before replying to message DC329024, the cause of the mismatch should be determined. The appropriate response
should then be made as outlined in the following table. Until a response is made to the DC329024 message, no database
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access is permitted with the identified resource manager. Any task attempting such access waits until a response has
been made or its wait time is exceeded.

Reply Meaning and Considerations
IGNORE This reply specifies that resynchronization with the resource

manager should continue. The distributed transactions listed in the
preceding DC329023 messages require manual completion.
IGNORE is appropriate if the partner system's journal files have
been prematurely formatted. In this case, the only way to complete
the affected transactions is to do so manually, since the journal
entries required to complete the transactions automatically are no
longer available on the partner system's journal files.
For guidance on how to manually complete the transactions, see
"Completing Transactions Manually".

DEFER This reply specifies that resynchronization with the resource
manager should be postponed until a later time. Database
access with the identified resource manager is disallowed until
resynchronization has completed successfully.
DEFER is appropriate if the mismatch can be corrected by
recycling one or the other system. Perhaps one of the systems
was started with incorrect journal files or the partner system was
started with an incorrect DCNAME parameter.
After replying DEFER, the system in error should be shutdown
and restarted correctly. It may then be necessary to initiate
resynchronization using a DCMT VARY DISTRIBUTED
RESOURCE MANAGER command.

Distributed Transaction Recovery Considerations
Contents

Recovery is Automatic

The primary responsibility for effecting recovery of distributed transactions lies with warmstart and resynchronization.
Consequently, manual intervention should almost never be required provided that correct operating procedures are
followed.

System Interdependence

The one important consideration when dealing with distributed transaction recovery is that systems are no longer
independent with respect to recovery. Information on a coordinator's journal files might be needed to complete the
recovery process for a participant.

Restarting Failed Systems

When restarting a failed central version, it is advisable to restart it on the same logical operating system image as the one
on which it abnormally terminated. This ensures that the restarted system can access (and be accessed by) the same
systems with which it was able to communicate prior to the abnormal termination regardless of the intersystem access
methods available for use. If the restarted system cannot communicate with another system, it is not able to resynchronize
with that system. This may leave incomplete transactions holding locks that prevent access to portions of the database.
Resynchronization will eventually complete these transactions when the necessary intersystem communications are re-
established.

Completing Transactions Manually In rare circumstances following a resynchronization failure, it may be necessary to
complete a distributed transaction manually. CA IDMS provides two ways to do this: either by using DCMT commands or
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through facilities provided by the manual recovery utilities. Only transactions that are pending resynchronization should be
completed manually. This restriction is enforced if using the DCMT commands.

Completing InDoubt Transactions

Regardless of how it is done, when manually completing a transaction whose state is InDoubt, you must specify whether
to commit or back out the transaction's changes. You should research the situation carefully before taking any action. If
you make the wrong decision, the distributed transaction will have a mixed outcome, meaning that some of its changes
will be committed while others will be backed out.

The following sources of information might be helpful in determining the correct action to take:

• The output from a DCMT DISPLAY DISTRIBUTED TRANSACTION command. This will indicate what system is acting
as the coordinator for the transaction and can be used if the transaction is still active within the participant. Similar
information can be obtained from the detailed reports produced by the PRINT JOURNAL or FIX ARCHIVE utilities.

• Facilities provided by the coordinator for determining the outcome of a transaction.
– If the coordinator is a CA IDMS system, its journal files will contain a DCOM record for the transaction if its changes

should be committed. Use the PRINT JOURNAL summary report to see all incomplete distributed transactions
or J-Report 8 to see a list of all distributed checkpoints. (Before generating either report, be sure to offload and
include all journal files created since the point of failure.) If there is no DCOM entry for the transaction, then the
transaction's changes should be backed out.

– If the coordinator is RRS, use the RRS ISPF panels to determine the outcome of the transaction. For more
information on RRS panels, see the IBM guide MVS Programming: Resource Recovery.

– If the coordinator is CICS, examine its LOG file or use CEMT commands to determine the outcome of the
transaction.

Completing Distributed Transactions Using DCMT

Completing InDoubt Transactions Using DCMT

Once you have determined whether an InDoubt transaction's changes should be committed or backed out, issue a DCMT
VARY DISTRIBUTED TRANSACTION command specifying COMMIT or BACKOUT as appropriate.

Completing a transaction in this way will mark it as heuristically committed or backed out (with an outcome of HC or HR
respectively). After the DCMT command is issued, the transaction will hold no locks, but it will remain active until either:

• Resynchronization with the coordinator takes place, or
• The transaction is forced to end by a DCMT VARY DISTRIBUTED TRANSACTION command that specifies FORGET.

If resynchronization is allowed to complete the transaction, a check will be made to see if its overall outcome is consistent
(meaning that the transaction's changes were either all committed or all backed out). If a mixed outcome is detected, this
fact will be reported on the log and the transaction will remain active on the coordinator until a DCMT command is issued
causing it to be forgotten.

Completing InCommit or InBackout Transactions Using DCMT

A transaction whose state is InCommit or InBackout holds no locks and, therefore, is not preventing access to any
part of the database. Consequently, there is no urgency involved in completing such transactions and they should
normally be allowed to complete automatically through resynchronization. However, if resynchronization fails due to an
uncorrectable error, such as premature formatting of a journal file, the DCMT VARY DISTRIBUTED TRANSACTION
command specifying FORGET can be used to force completion of InCommit or InBackout transactions.

NOTE
Even specifying FORGET will not cause a transaction to complete if it cannot successfully communicate with all
resource managers that still require notification.
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Incomplete Transactions and Manual Recovery

The Impact of Distributed Transactions

If manual recovery becomes necessary, the process is generally the same regardless of whether the archive journal files
contain distributed transaction checkpoint records or not.

However, special action may be needed when a ROLLFORWARD operation terminates or a ROLLBACK operation
begins at a point in time when a distributed transaction is active and in an InDoubt state. The problem that arises in these
situations is that the recovery utility does not know whether to commit the local changes made by the InDoubt transaction
or back them out. Since the utility has no way of communicating with a coordinator to determine what action to take, it may
be necessary for the DBA to explicitly specify the final outcome for the transaction.

Determining If InDoubt Transactions Exist

All recovery utilities that report transaction information, also report on distributed transactions. For example, the PRINT
JOURNAL and FIX ARCHIVE utilities include information on all distributed transactions in their detailed report and list
incomplete transactions in their summary report. Incomplete transactions that are in an InDoubt state will be among those
listed in the summary report.

Why There are Incomplete InDoubt Transactions

A distributed transaction is in an InDoubt state when the last journal record written for that transaction is a DIND. Normally,
a DCOM or a DBAK record follows a DIND, and its presence determines whether a transaction's changes should be
committed or back out respectively. The absence of a DCOM or DBAK record may be because:

• It exists but on a later archive journal file that is not being processed in the current execution of the recovery utility.
• It exists but is split between two archive journal files, only the first of which is being processed in the current execution

of the recovery utility.
• It has not been written because resynchronization with the transaction's coordinator has not completed.

The first two conditions may indicate that not all required journal records are being processed. The third condition may
necessitate an explicit specification of how to complete the transaction.

NOTE
For more information on the journal records that are written in support of distributed transactions, see "Two-
Phase Commit Journaling" in 19.2.4, “Two-Phase Commit Journaling”.

How Utilities Deal with InDoubt Transactions

By default, the recovery utilities leave an InDoubt transaction in its InDoubt state, meaning that its changes are not rolled
out. A DBA can override this default behavior by adding an entry to a manual recovery control file to explicitly specify the
action to be take for an InDoubt transaction.

When to Manually Complete Transactions

Explicitly overriding the default action should normally not be necessary. In fact, the presence of InDoubt transactions at
the end of a ROLLFORWARD or the beginning of a ROLLBACK operation should be researched to determine the reason
for their existence and to ensure that the recovery procedure being followed is valid and includes all necessary journal
input.

For example, an InDoubt transaction might validly be encountered when recovering a damaged database file. In this case,
the transaction should be allowed to remain InDoubt. When the recovered file is subsequently varied active to the central
version, the transaction will be completed (backed out or committed) automatically.

The only time that an InDoubt transaction should be explicitly completed is in exceptional situations that prevent
resynchronization from completing the transaction automatically, such as:

• When a coordinator is permanently inaccessible
• When a coordinator's journal files have been prematurely formatted
• When a participant's journal files have been damaged or prematurely formatted.

 681



 Administrating

Even in the first two situations, if the transaction is still active within the participant central version it should be completed
using a DCMT VARY DISTRIBUTED TRANSACTION command rather than using a manual recovery control file override.

How to Explicitly Complete InDoubt Transactions

Before taking any action to complete an InDoubt transaction, you must first determine whether its changes should be
committed of backed out. This will typically require using facilities provided by the coordinator to determine the final
transaction outcome.

NOTE
See "Distributed Transaction Recovery Considerations" in 21.4, “Distributed Transaction Recovery
Considerations” for potential sources of information.

To explicitly complete an InDoubt transaction, an entry must be added to a manual recovery control file. The following
utilities will read a manual recovery control file for this purpose:

• EXTRACT JOURNAL (unless ALL is specified)
• FIX ARCHIVE
• MERGE ARCHIVE (if COMPLETE is specified)
• PRINT JOURNAL
• ROLLBACK
• ROLLFORWARD (unless ALL is specified)

To complete a transaction, you must specify its DTRID and an action of either COMMIT or BACKOUT.

If an InDoubt transaction is completed by a utility that creates an output archive file (FIX ARCHIVE, EXTRACT JOURNAL
and MERGE ARCHIVE), the utility will write additional distributed transaction checkpoint records that complete the
transaction in the specified way.

NOTE
For more information on the format and use of a manual recovery control file, see the above utilities in the CA
IDMS Administrating section.

Deleting Resource Managers

When to Delete a Resource Manager

A resource manager should only be deleted if it no longer exists or if it is permanently inaccessible. Even in these cases,
there is often no need to explicitly delete a resource manager, since it will disappear when the journal files are next
formatted. However, if incomplete, distributed transactions exist that involve an inaccessible resource manager as a
participant, then you may want to explicitly delete the resource manager to enable the transactions to be completed.

How to Delete Resource Managers

You can delete a resource manager by issuing a DCMT VARY DISTRIBUTED RESOURCE MANAGER command
specifying DELETE. This removes the resource manager from the system, purges it from the journal files and deletes all
associated transaction interests. Clearly, this command should be used with care.

The following procedure should be followed to delete a resource manager:

1. Obtain a list of transactions in which the resource manager has an interest by issuing a DCMT DISPLAY
DISTRIBUTED RESOURCE MANAGER command for the target resource manager.

2. For each listed transaction determine whether the resource manager is a coordinator or a participant by displaying its
detail using a DCMT DISPLAY DISTRIBUTED TRANSACTION command.

3. Complete each transaction for which the resource manager is a coordinator by issuing one or more DCMT VARY
DISTRIBUTED TRANSACTION commands.

4. Issue a DCMT VARY RESOURCE MANAGER ... DELETE to delete the resource manager.
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5. Complete each transaction for which the resource manager was a participant by issuing a DCMT VARY
DISTRIBUTED TRANSACTION command.

NOTE
For information on using DCMT commands to complete transactions, see 21.4.1, “Completing Distributed
Transactions Using DCMT” Using DCMT.

Manual Recovery
Before You Begin

Before you attempt to manually recover the areas or files of the database, gather the available facts, such as:

1. The time of the system or transaction failure
2. Whether the failure occurred under the central version or in local mode
3. What applications were running at the time the system failed
4. Which areas of the database were in use and whether these were in update mode
5. The time of the preceding quiesce point

You can use the PRINT JOURNAL or MERGE ARCHIVE utility statements to determine the information in items 3, 4, and
5.

Locate Backup and Archive Files

After you've determined the nature of the failure, locate the most recent backup of the database and all archive journal
files created since the backup.

NOTE
To successfully recover the database, all of the archive files must be readable. To increase the likelihood of this,
you can define multiple archive files in the DMCL used to execute the ARCHIVE JOURNAL utility statement.
This directs CA IDMS/DB to create multiple archive files during offload.

Determine if InDoubt Transactions Need Special Attention

Depending on the nature of the recovery operation, incomplete InDoubt transactions may need to be completed manually
as part of the recovery process.

NOTE
For more information on dealing with InDoubt transactions during manual recovery process, see 21.4.2,
“Incomplete Transactions and Manual Recovery”.

Minimize Scope of Recovery

You can limit the recovery process by recovering only the areas or files that were impacted by the failure. Areas that were
available for retrieval do not have to be recovered. Depending on the nature of the failure, recovery may be restricted
to an individual file. If the recovery is due to an application error, all areas updated by the application may need to be
recovered to insure the logical integrity of the database. This may in turn necessitate the recovery of other areas, if
another application has updated both the original and additional areas.

After You Are Done

After you recover an area or file, check the validity of the recovery by:

• Following procedures you designed to check the validity of the data; for example, by executing a report you run
regularly and comparing the output to output produced before the recovery

• Verifying the structure of the database by executing the IDMSDBAN utility

NOTE
For more information on IDMSDBAN, see the CA IDMS Administrating section.
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The remainder of this section describes manual recovery procedures under the following circumstances:

• After a warmstart fails
• I/O errors in a database file
• I/O errors in a journal file
• When journaling in local mode
• When using the database in both local mode and under the central version (mixed-mode recovery)

It also provides special considerations for data sharing environments and native VSAM files.

Recovery From a Quiesced Backup

Quiesced Backup

A quiesced backup is a backup that is performed while no updates are being made to the data that is being copied. The
following types of backup are quiesced backups:

• A backup performed after the DC/UCF system is shutdown
• A backup performed while the DC/UCF system is active, provided that the affected areas are quiesced at the time of

the backup
• A backup performed before and after a local mode job

NOTE
For more information on how to backup a database, see see 21.2, “Backup Procedures”.

Recovery Procedure

The procedure outlined below describes the general approach to recovery from a quiesced backup. See the later sections
in this section for additional considerations specific to certain types of failures.

Action Steps
Copy the files that need to be recovered from the backup
When required: Always.

Execute the RESTORE utility statement using the FILE option or
another comparable utility.

Consolidate, in the sequence in which they were created, the
archive journal files created since the quiesce point established at
the start of the backup procedure.
When required: This step is necessary only under the following
conditions:
In z/OS environments, if the subsequent ROLLFORWARD utility
statement will be executed with the SEQUENTIAL option and
more than one archive journal file must be processed.
In a data sharing environment, if more than one member has
updated the affected areas and the subsequent ROLLFORWARD
utility statement will be executed with either the SEQUENTIAL or
the ALL and STOP TIME options.

Execute one of the following and use as input the properly
concatenated set of archive files:
FIX ARCHIVE utility statement
MERGE ARCHIVE utility statement
EXTRACT JOURNAL utility statement
another comparable utility
If consolidating archive files from multiple members and
the subsequent rollforward will be executed with either the
SEQUENTIAL or the ALL and STOP TIME options, use the
MERGE ARCHIVE utility statement.
Note: For more information, see 21.11, “Data Sharing Recovery
Considerations”.
If recovery involves local mode journal files, the MERGE
ARCHIVE utility statement can be used to consolidate both local
mode journal files and archive files.
Note: For more information, see 21.10, “Recovery Procedures for
Mixed-Mode Operations”.
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Reapply to the restored files all updates made since the backup
was taken
When required: Always.

Execute the ROLLFORWARD utility statement using either the
consolidated journal file or individual archive files concatenated in
the sequence in which they were created.
If the journal files were consolidated using the EXTRACT
JOURNAL utility, specify the FROM EXTRACT option.
If FROM EXTRACT is not specified, then the following
considerations apply:
Specify the SORTED option unless there is insufficient disk space
available. SORTED must be specified if:
A consolidated journal file is not used as input in z/OS
environments and more than one archive file must be processed.
The input journal file is on a device, such as a disk or a 3490 that
does not support reading backwards.
Running ROLLFORWARD in a z/VM environment.
If the SEQUENTIAL option is used and the quiesce point for the
affected areas does not coincide with the start of the first input file,
use the START TIME parameter to identify the quiesce point.

Recovery From a Hot Backup

Hot Backup

A hot backup is a backup that is performed while the database is being updated. The steps that must be taken to create a
usable hot backup are described in 21.2, “Backup Procedures”.

Recovery Procedures

Following are two approaches to recovery from a hot backup. The first involves the use of both the ROLLBACK and
ROLLFORWARD utility statements; the second involves two executions of the ROLLFORWARD utility statement. Either
approach can be used to successfully recover from a hot backup; however certain conditions must be satisfied to use the
second approach.

NOTE
For additional considerations associated with specific types of failure, refer to later sections in this section.

InDoubt Transaction Considerations

With either approach, there is no need to take any special action with regard to incomplete InDoubt transactions during
the first recovery operation (during a ROLLBACK in approach 1 or the first ROLLFORWARD in approach 2), since the
utility will handle them correctly.

However, depending on the nature of the recovery, you may need to take some action for InDoubt transactions that
remain at the end of the final ROLLFORWARD operation. For more information, see 21.4.2, “Incomplete Transactions and
Manual Recovery”.

Restore Procedure 1

This approach can always be used to recover from a hot backup provided that the correct procedures were followed when
the backup was taken and the necessary journal and backup files are available.

Action Steps
Copy the files that need to be recovered from the backup.
When required: Always.

Execute the RESTORE utility statement using the FILE option or
another comparable utility.
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Identify:
The quiesce point that was taken at the beginning of the backup
procedure.
The archive journal files created since this quiesce point up to and
including the one created at the end of the backup procedure.
All archive journal files created since the quiesce point up to the
point of failure.
When required: Always.

Use the PRINT JOURNAL utility statement, or if the quiesce point
was established using the DCMT QUIESCE command, examine
the operating system log for the DC/UCF system on which the
DCMT command was issued.

Consolidate, in the sequence in which they were created, the
archive journal files created between the quiesce point and the
end of the backup procedure.
When required: This step is necessary only under the following
conditions:
In z/OS environments if more than one input journal file must be
processed.
In a data sharing environment, if the SEQUENTIAL option will be
specified on the subsequent ROLLBACK utility statement and
more than one member's journal images must be processed.

Execute one of the following and use as input the properly
concatenated set of archive files:
FIX ARCHIVE utility statement
MERGE ARCHIVE utility statement
Another comparable utility
If consolidating archive files from multiple members and the
subsequent rollback will be executed with the SEQUENTIAL
option, use the MERGE ARCHIVE utility statement.
Note: For more information, see Data Sharing Recovery
Considerations.
This and the subsequent step can be combined by using a sort
utility to do the consolidation unless the use of MERGE ARCHIVE
is required.

If backward read is not supported, presort the journal blocks
created between the quiesce point and the end of the backup
procedure in reverse sequence.
Multiple archive files may be consolidated into a single sorted
output file.
When required: This step is necessary in a z/VM environment or
if the journal files reside on devices such as disk or 3490s that do
not support backward read.

Execute the sort utility and use as input either a set of archive
journal files or the consolidated journal file produced in the
preceding step.
Note: For the sort parameters to use, see the ROLLBACK utility
statement in the CA IDMS Administrating section.

Remove from the restored files the effects of all updates made
between the quiesce point and the end of the backup process.
When required: Always

Execute the ROLLBACK utility statement specifying the
HOTBACKUP option and using either the consolidated journal file
or individual archive files concatenated in the sequence in which
they were created.
If the quiesce point for the affected areas does not coincide with
the start of the input (or the end of the input if it was sorted in
reverse sequence), use the STOP TIME parameter to identify the
quiesce point.
If STOP TIME is specified, also specify ACTIVE; otherwise specify
ALL.
If backward read is not supported for the device on which the input
journal file resides, specify ROLLBACK3490 in the SYSIDMS
parameter file associated with the ROLLBACK job step. This
parameter is not necessary in a z/VM environment.
If a consolidated journal file is not used as input in z/OS
environments, specify the SORTED option.
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Consolidate, in the sequence in which they were created, the
archive journal files created since the quiesce point established at
the start of the backup procedure.
When required: This step is necessary only under the following
conditions:
In z/OS environments, if the subsequent ROLLFORWARD utility
statement will be executed with the SEQUENTIAL option and
more than one archive journal file must be processed.
In a data sharing environment, if more than one member has
updated the affected areas and the subsequent ROLLFORWARD
utility statement will be executed with either the SEQUENTIAL or
the ALL and STOP TIME options.

Execute one of the following and use as input the properly
concatenated set of archive files:
FIX ARCHIVE utility statement
MERGE ARCHIVE utility statement
EXTRACT JOURNAL utility statement
Another comparable utility
If consolidating archive files from multiple members and
the subsequent rollforward will be executed with either the
SEQUENTIAL or the ALL and STOP TIME parameters, use the
MERGE ARCHIVE utility statement.
Note: For more information, see Data Sharing Recovery
Considerations.
If recovery also involves local mode journal files, the MERGE
ARCHIVE utility statement can be used to consolidate local mode
journal files and archive files.
Note: For more information, see Recovery Procedures for Mixed-
Mode Operations.

Reapply to the restored files all updates made since the quiesce
point established at the beginning of the backup procedure.
When required: Always.

Execute the ROLLFORWARD utility statement using either the
consolidated journal file or individual archive files concatenated in
the sequence in which they were created.
If the journal files were consolidated using the EXTRACT
JOURNAL utility, specify the FROM EXTRACT option.
If FROM EXTRACT is not specified, then the following
considerations apply:
Specify the SORTED option unless there is insufficient disk space
available. SORTED must be specified if:
A consolidated journal file is not used as input in z/OS
environments and more than one archive file must be processed.
The input journal file is on a device, such as a disk or a 3490 that
does not support reading backwards.
Running ROLLFORWARD in a z/VM environment.
If the SEQUENTIAL option is used and the quiesce point for the
affected areas does not coincide with the start of the first input file,
use the START TIME parameter to identify the quiesce point.

Restore Procedure 2

The use of this approach requires that:

• Two quiesce points were established during the hot backup procedure
• Backward read is supported for the input journal files. Backward read is not available in z/VM environments nor when

the journal files reside on disk or a device such as a 3490

If either of these conditions are not satisfied, the first recovery approach must be followed.

Action Steps
Copy the files that need to be recovered from the backup
When required: Always.

Execute the RESTORE utility statement using the FILE option or
another comparable utility.

Identify the two quiesce points that were taken during the backup
process. Also identify the archive journal files that were created
between those quiesce points and after the second quiesce point.
When required: Always.

Use the PRINT JOURNAL utility statement, or if the quiesce point
was established using the DCMT QUIESCE command, examine
the operating system log for the DC/UCF system on which the
DCMT command was issued.
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Consolidate, in the sequence in which they were created, the
archive journal files created between the two quiesce points
established during the backup procedure.
When required: This step is necessary only in z/OS, and data
sharing environments if more than one archive journal file must be
processed.

Execute one of the following and use as input the properly
concatenated set of archive files:
FIX ARCHIVE utility statement
MERGE ARCHIVE utility statement
Another comparable utility
Note: If consolidating archive files from multiple data sharing
members, use the MERGE ARCHIVE utility statement. For more
information, see Data Sharing Recovery Considerations.

Reapply to the restored files all updates made between the two
quiesce points.

Execute the ROLLFORWARD utility statement specifying the
SEQUENTIAL option and using either the consolidated journal file
or individual archive files concatenated in the sequence in which
they were created.
If the first quiesce point for the affected areas does not coincide
with the start of the first input file, use the START TIME parameter
to identify the quiesce point.
If the second quiesce point does not coincide with the end of
the last input file, use the STOP TIME parameter to identify the
second quiesce point.
Note: Output from the EXTRACT utility statement cannot be used
to apply the images during this step.

Consolidate, in the sequence in which they were created, the
archive journal files created after the second quiesce point
established during the backup procedure.
When required: This step is necessary only under the following
conditions:
In z/OS environments, if the subsequent ROLLFORWARD utility
statement will be executed with the SEQUENTIAL option and
more than one archive journal file must be processed.
In a data sharing environment, if more than one member has
updated the affected areas and the subsequent ROLLFORWARD
utility statement will be executed with either the SEQUENTIAL or
the ALL and STOP TIME options.

Execute one of the following and use as input the properly
concatenated set of archive files:
FIX ARCHIVE utility statement
MERGE ARCHIVE utility statement
EXTRACT JOURNAL utility statement
Another comparable utility
If consolidating archive files from multiple members and
the subsequent rollforward will be executed with either the
SEQUENTIAL or the ALL and STOP TIME parameters, use the
MERGE ARCHIVE utility statement.
Note: For more information, see Data Sharing Recovery
Considerations.
If recovery also involves local mode journal files, the MERGE
ARCHIVE utility statement can be used to consolidate local mode
journal files and archive files.
Note: For more information, see Recovery Procedures for Mixed-
Mode Operations.

Reapply to the restored files, all updates made since the second
quiesce point.
Note: Updates made prior to the second quiesce point may also
be reapplied during this step; however there is no need to do so.
When required: Always.

Execute the ROLLFORWARD utility statement using either the
consolidated journal file or individual archive files concatenated in
the sequence in which they were created.
If the journal files were consolidated using the EXTRACT
JOURNAL utility, specify the FROM EXTRACT option.
If FROM EXTRACT is not specified, then the following
considerations apply:
Specify the SORTED option unless there is insufficient disk space
available to perform the sort. SORTED must be specified if a
consolidated journal file is not used as input in z/OS environments
and more than one archive file must be processed.
If the SEQUENTIAL option is used and the quiesce point for the
affected areas does not coincide with the start of the first input file,
use the START TIME parameter to identify the quiesce point.
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Reducing Recovery Time

Ways to Reduce Recovery Time

It is often critical to recover a database as quickly as possible to meet availability demands. The length of time it takes to
recover can be reduced by:

• Limiting the scope of the recovery
• Reducing the time between backups
• Sorting journal images
• Pre-processing archive files

Limiting Scope of Recovery

One of the most significant factors affecting recovery time is the number of files being recovered. If recovering due to an I/
O error, only a single file may need to be recovered. If recovering due to a journal I/O error, it may be necessary to recover
all files in the database. To reduce time, recover only those files or areas impacted by the failure.

Reducing Time Between Backups

Another factor that affects recovery time is the number of journal images that must be applied to a restored file. One way
to reduce the volume of journal images is to backup more frequently. Backups should be taken frequently enough that
recovery times meet your operational requirements.

Sorting Journal Images

Another way to reduce the number of journal images applied to a restored file is to use the SORTED option of the
ROLLFORWARD or ROLLBACK utility statement. By specifying this option, only the last AFTR image (in the case
of ROLLFORWARD) or the first BFOR image (in the case of ROLLBACK) is applied to the database. While time and
resources are required to sort the journal images, the number of I/Os to the database (and therefore the length of time
needed to recover) may be significantly reduced using this option.

NOTE
There are restrictions on the use of the SORTED option when recovering from a hot backup. For more
information, see 21.5.2, “Recovery From a Hot Backup”.

Preprocessing Archive Files

Another way to reduce the time needed to recover is to preprocess journal images using the EXTRACT JOURNAL utility
statement. This utility eliminates redundant journal images by retaining only the last AFTR image for a dbkey. It creates an
output file (called an extract file) that subsequently can be used as input to the ROLLFORWARD utility statement.

A backup plan may include the regular use of EXTRACT JOURNAL to pre-process archive journal files. If a recovery
then becomes necessary, the extract files already exist and can be used in place of the original archive files to reduce the
volume of journal images that must be applied to the database, thereby reducing the length of time it takes to recover.

To illustrate how this may be done, the EXTRACT JOURNAL utility might be executed each night. Its input would consist
of all archive files produced since the previous night's extract or since the previous backup, whichever occurred most
recently. If a recovery becomes necessary, the EXTRACT JOURNAL utility must be executed one more time to process
the remaining archive files. After the database files are restored from the backup, the ROLLFORWARD utility is used to
reapply updates. Its input is the concatenated set of extract files produced since the backup.

NOTE
There are restrictions on the use of extract files when recovering from a hot backup.

More Information

• For more information, see 21.5.2, “Recovery From a Hot Backup”.
• For more information on and for considerations in the use of the EXTRACT JOURNAL utility statement in a data

sharing environment, see 21.11, “Data Sharing Recovery Considerations”.
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Recovering a Large Number of Files

Operating System File Limitations

Some operating systems impose a limit on the number of files that can be accessed within a single job step. Except when
exploiting extended file support in z/OS, the limit for a central version is the same as that for a batch job and so there are
no special considerations involved in recovery.

Extended File Support

CA IDMS has extended the number of files that can be accessed by a central version in a z/OS operating system to
exceed that which can be accessed by a batch job step. While useful, this capability may impact manual recovery.

Extended File Support and Manual Recovery

Under rare circumstances, it may be necessary to recover more files than can be accessed by a single batch job step. If
this occurs, it will be necessary to split the recovery operation into multiple job steps each of which recovers a subset of
the areas, files or segments within the DMCL. Each job step can access up to 3273 files.

Recovery Procedures After a Warmstart Failure
Before You Begin

Before you begin the recovery process, determine why the warmstart failed. Start by checking any shutdown or warmstart
messages. The failure could be due to:

• Changes made to the DMCL or startup JCL
• Hardware problems
• Software maintenance
• Disabling change tracking

Corrective Action

If the failure is due to:

Change Action
Changes in the DMCL and a timestamp mismatch is detected Warmstart the system using the prior version of the DMCL load

module
Note: The warmstart failure could have been avoided through the
use of change tracking by the CV.

Changes in the startup JCL Correct the JCL and restart the system
Note: The warmstart failure could have been avoided through the
use of change tracking by the CV.

Software maintenance Back out the maintenance and restart the system
Disabling change tracking Warmstart the system specifying an IGNORE_SYSTRK_DMCL

SYSIDMS parameter and ensure that the correct DMCL load
module and startup JCL is used

NOTE
For more information on implementing change tracking, see "Change Tracking" in the Administrating section.

Steps
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In the unlikely event that hardware or software problems prevent the warmstart process from recovering the database,
follow these steps:

Action Statement
Offload all journal files ARCHIVE JOURNAL with the FULL option to offload all full journal

files. This should be followed by an ARCHIVE JOURNAL with
the READ option to offload the journal that was active when the
abnormal system failure occurred.

Check for incomplete InDoubt transactions.
Be sure to include all archive files created since the last quiesce
point.

PRINT JOURNAL and FIX ARCHIVE

If incomplete InDoubt transactions exist, complete them manually
by creating a new archive file.
For more information, see 21.4.2, “Incomplete Transactions and
Manual Recovery”.

FIX ARCHIVE using manual recovery control file input to complete
the InDoubt transactions.

Recover the transactions that were active at the time of the
system failure (that is, abended transactions)

ROLLBACK with the ACTIVE option

Unlock the areas that were not accessed during the rollback
process. The ROLLBACK statement identifies what areas it
unlocked.

UNLOCK

Reinitialize the journal files FORMAT JOURNAL

Data Sharing Considerations

If a member of a data sharing group is unable to warmstart and manual recovery must be undertaken, any shared area
that was being updated by the failing member must be quiesced in all other members of the data sharing group before the
ROLLBACK utility is executed. To quiesce the area, change its status to OFFLINE or TRANSIENT RETRIEVAL. Do not
use the DCMT QUIESCE command to quiesce the area.

NOTE
For additional data sharing considerations, see 21.11, "Data Sharing Recovery Considerations".

Recovery Procedures from Database File I/O Errors
What an I/O Error Means

An I/O error occurring on a database file indicates that an error occurred trying to read or write to the file. This may be
caused by hardware malfunctions such as a channel problem, which if corrected, means that no recovery operation is
needed. An I/O error can also be caused by a physically damaged file or disk device; this type of error requires recovery
of the file.

Identifying a Database File I/O Error

When CA IDMS/DB encounters an I/O error in a database file, the following events occur:

1. CA IDMS/DB issues one of the following messages:
– DC205007, which indicates a read error
– DC205008, which indicates a write error

2. The transaction abends with a code of 3010 or 3011.
3. CA IDMS/DB performs automatic recovery processing.

If Recovery is Successful
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If the recovery process is successful, CA IDMS/DB continues processing. To fix the I/O error, you must follow these steps:

Action Statement
Take the area(s) associated with the bad database file offline DCMT VARY AREA with the OFFLINE option
Identify the problem and fix it. If the problem is not associated
with the database file itself (for example, the problem is due to a
bad channel), perform step 3 after the problem is corrected; if the
problem is due to a damaged file, perform the steps outlined for an
unsuccessful recovery.
Bring the area(s) associated with the database file online DCMT VARY AREA with the ONLINE option

If the Recovery is Unsuccessful

If the recovery process is unsuccessful, CA IDMS/DB suspends the transaction and issues the following message:

DC205009 TRANSACTION SUSPENDED. TRANSACTION ID: transaction-id

When CA IDMS/DB issues this message, quiesce the area in which the problem occurred as quickly as possible to
prevent additional transactions from readying the area. The following table identifies all the steps:

Action Statement
Quiesce the affected area (see Considerations in this section) DCMT VARY AREA with the TRANSIENT RETRIEVAL or

OFFLINE options
Switch to a new journal file DCMT VARY JOURNAL
De-allocate the file DCMT VARY FILE with the DEALLOCATE option; use the FORCE

option if the file cannot be closed (for example, because of a
channel problem)

Restore a copy of the damaged file using the last backup tape as
input. If the FORCE option was used in step 3, recreate the file
with a new name

RESTORE with the FILE option

Rollforward the restored copy of the file using the archive journal
files in the order they were created

Various. See 21.5, “Manual Recovery"

If the file was restored to a new location:
Recatalog it in z/OS
Update the standard labels in z/VSE

Operating system facilities

If the file was renamed in z/OS or z/VM, change its dataset name DCMT VARY FILE with the DSNAME option
Make the new file available to the central version DCMT VARY FILE with the ALLOCATE option
Re-activate the suspended transactions so they complete
automatic recovery

DCMT VARY FILE with the ACTIVE option

Re-activate the area for update processing If the area was varied OFFLINE, issue DCMT VARY AREA with
the ONLINE option
If the area was varied to TRANSIENT RETRIEVAL mode, first
vary it OFFLINE and then ONLINE

Considerations

Quiescing the Area

Quiesce the area by varying it offline or retrieval. The differences are as follows:
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• If the area is varied offline, no new transactions will be able to access the area until the recovery is complete and the
area is varied online; existing transactions will complete if possible.

• If the area is varied to transient retrieval, transactions can continue to read data from the area but cannot update until
the recovery is complete and the area is varied offline and back online. This may be useful if the area is mapped to
many files (only one of which is damaged) or if only a small portion of the file is damaged. It can also be beneficial if
most of the file blocks are in a buffer or a dataspace.

If the area to be recovered is a system area, it may be necessary to terminate predefined system run units by issuing
a DCMT VARY RUN UNIT ... OFFLINE command to quiesce activity to the area. It is advisable to vary the status of a
system area to transient retrieval rather than offline.

In a data sharing environment, it is important to quiesce a shared area in all members of the data sharing group. The
broadcast capability of DCMT commands can be used to do this easily.

Renaming the File

If you restored the file under a new name, you must make sure that the correct file is used the next time the system is
started. If change tracking is in effect for the DC/UCF system, CA IDMS automatically ensures that the correct file is used
when the system is restarted following an abnormal termination. However, if change tracking is not in use or if you shut
down the system, you must do one of the following:

• Rename (and recatalog) the restored file to its original name before restarting the DC/UCF system.
• Alter the system startup JCL to reference the new dataset name.
• After recovery is complete, modify the dataset name in the definition of the file, regenerate all DMCLs which include

the file's segment and make the new DMCL available to the DC/UCF system.

If you fail to do one of the above, CA IDMS/DB will attempt to access the wrong file the next time the system is started.
This may have serious consequences if the original file still exists.

More Information

• For more information on making a DMCL available to a runtime system, see see 7.13, “DMCL Statements”.
• For more information on implementing change tracking, see "Change Tracking" in the Administrating section.

Use of Deallocate Force

If the damaged file was de-allocated using the FORCE option, the DC/UCF system marks the file as closed and de-
allocated but does not actually issue the corresponding operating system requests. For this reason, you must restore the
file under a different dataset name. When the DC/UCF system is eventually shutdown, it will not shutdown successfully
because the operating system will attempt to close the original file. This will either cause an abend or the DC/UCF system
will hang. In either case, examine the messages produced on the log. If the following message appears, the database
system has completed processing and no additional action is required:

DC200010 CA IDMS/DB Inactive

If this message does not appear, you should restart the system (after taking appropriate steps such as renaming the file)
and then shut it down.

Correcting the Lock Option of an Area and File

If the area associated with a damaged database file is in retrieval mode or offline and the file was restored with the area
lock on, then the area status is incompatible with the file status. If you try to vary the area online, IDMS responds with an
error. To correct this situation, issue a DCMT VARY AREA command with the UPDATE LOCKED option. This command
allows IDMS to vary the area to an update mode even though the file is locked.

InDoubt Transaction Considerations
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No special action regarding InDoubt transactions should be necessary, since they will complete once the file is varied
active and resynchronization takes place with the coordinator.

Recovery Procedures from Journal File I/O Errors
If an I/O error is encountered when accessing a journal file, the system responds differently depending on whether a read
or write error is encountered:

• If a write error occurs, CA IDMS/DB swaps to a new journal file, re-issues the journal write and disables the use of the
file on which the error occurred.

• If a read error occurs, CA IDMS/DB writes message DC205007 to the system log, indicating a read error and disables
the journal file from further use.

The DC/UCF system will continue to operate without the use of the damaged journal file, although processing may be
slower due to the availability of fewer journal files.

Automatic Recovery Failure

If a transaction abends (or issues a rollback) and, in order to recover, CA IDMS/DB must access a disabled journal file, it
places the failing transaction in a suspended state and issues the following message to the log:

DC205009 Transaction suspended.  Transaction id xxxxxx

Recovery Procedure Steps

To recover from an I/O error on a journal file, follow these steps:

Action Statement
1. Vary the affected journal file offline DCMT VARY JOURNAL FILE OFFLINE
2. Monitor the status of the journal file within the system. DCMT DISPLAY JOURNAL FILE
3. If the journal file's status changes to OFFLINE, continue with
Step 4. Otherwise, perform the steps outlined for unable to reach
offline status.
4. Identify the problem and correct it. If the problemis not
associated with the journal file itself (the problem is due to a bad
channel for example), correct the problem and continue with Step
5. If the problem is due to a damaged file, proceed with the steps
outlined in "Repairing a Damaged Journal File."
5 Vary the affected journal file online. DCMT VARY JOURNAL FILE ONLINE

If the Journal Does Not Reach Offline Status

There are two conditions that may prevent a journal file from reaching an offline status:

• One or more active transactions are still dependent on the file for recovery
• The journal file has not been archived

If the journal file does not reach offline status, take the following actions:

Action Statement
1. Determine if active transactions still depend on the journal file. DCMT DISPLAY JOURNAL FILE PENDING TRANSACTIONS
2. If no pending transactions exist:
2.1 Offload the journal file ARCHIVE JOURNAL
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2.2 If the archive is successful, the journal file will reach offline
status, so proceed with Step 4 in the preceding table.
2.3 If the archive is not successful, perform a quiescedbackup of
all areas that were in update mode at the time of the I/O error and
then proceed with the steps outlined in "Repairing a Damaged
Journal File."

Various
See "Quiesced Backup Procedure" in 21.2, “Backup Procedures".

3. If pending suspended transactions exist, quiesce all update
activity within the system.

DCMT VARY AREA OR SEGMENT

4. If pending non-suspended transactions exist:
4.1 Wait for them to complete. Do not cancel them.
4.2 If there are pending InDoubt distributed transactions, try
to complete them by initiating resynchronization with their
coordinator.

Various
See 21.3.3, “Resynchronization”

5. If only pending suspended transactions exist, cancel the
system and proceed with the steps outlined in "Manual Recovery
Following a Journal File I/O Error."

Operating system facilities

Repairing a Damaged Journal File

Take the following actions to repair a damaged journal file while the DC/UCF system remains active:

Action Statement
1. De-allocate the journal file DCMT VARY JOURNAL FILE DEALLOCATE

Use the FORCE option if the file cannot be closed (for example,
because of a channel problem)

2. Allocate a new journal file; if the FORCE option was used in
Step 1, create the file with a new name

Operating system facilities

3. Format the new journal file FORMAT JOURNAL
4. If the file was allocated in a new location or with a new name
Recatalog it in z/OS
Update the standard labels in z/VSE

Operating system facilities

5. If the file was allocated with a new name, make the name
known to the DC/UCF system

DCMT VARY JOURNAL FILE DSNAME

6. Make the new file available to the DC/UCF system DCMT VARY JOURNAL FILE ONLINE

Considerations for Renaming the File

If you allocated the new journal file using a new name, you must make sure that the correct file is used the next time the
system is started. If change tracking is in effect for the DC/UCF system, CA IDMS automatically ensures that the correct
file is used when the system is restarted following an abnormal termination. However, if change tracking is not in use or if
you shutdown the system, you must do one of the following:

• Rename (and recatalog) the new journal file to the original name before restarting the DC/UCF system.
• Alter the system startup JCL to reference the new dataset name.
• If using dynamic allocation for journal files, after recovery is complete, modify the dataset name in the definition of the

journal file, regenerate the impacted DMCL and make the new DMCL available to the DC/UCF system.

If you fail to do one of the above, CA IDMS attempts to access the wrong journal file the next time the system is started.
This may have serious consequences if the original file still exists.

More Information
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• For more information on making a DMCL available to a runtime system, see see 7.13, “DMCL Statements”.
• For more information on the use of change tracking, see "Change Tracking" in the Administrating section.

Manual Recovery Following a Journal File I/O Error

If one or more transactions cannot be rolled back due to their dependence on the damaged journal file, take the following
actions to complete the recovery process:

Action Statement
1. Restore all areas that were open at the time of the I/O error
(including load and queue areas)

RESTORE

2. Check for incomplete InDoubt transactions using the archive
journal files created since each backup was taken

PRINT JOURNAL or FIX ARCHIVE

3. If incomplete InDoubt transactions exist, complete them
manually by creating a new archive file.

FIX ARCHIVE using manual recovery control file input to complete
the InDoubt transactions

4. Roll forward all restored areas using the archive journal files
created since each backup was taken or the corrected file created
in the preceding step

ROLLFORWARD with the COMPLETED and AREA options

5. Initialize all journal files FORMAT JOURNAL with the ALL option
6. Backup all recovered database areas BACKUP with the FILE option
7. Re-start the system
8. Re-run all transactions that were not recovered

Considerations

Quiescing System Activity

In a data sharing environment, it is important to quiesce a shared area in all members of the data sharing group. The
broadcase capability of DCMT commands can be used to do this easily.

Conservative Approach

The steps outlined above take a conservative approach to the recovery process in two ways:

• No attempt is made to try and offload the damaged journal file. If the file can be offloaded, then the areas can be
recovered using ROLLBACK (with the ACTIVE option) rather than using RESTORE and ROLLFORWARD.

• All areas being updated by the system are recovered. If you identify the areas that were being updated by the
suspended transactions, then recovery can be limited to those areas and other areas which are logically-associated.
To identify the areas that were being updated, you can use the DCMT DISPLAY TRANSACTION command for the
suspended transactions or the DCMT DISPLAY AREA command which will identify the areas that have not quiesced.

Distributed Transaction Considerations

If journal information was lost due to the I/O error and areas had to be restored, any transactions whose journal images
were lost were effectively backed out. This can lead to a mixed result for distributed transactions, since changes on other
systems may have been committed. Unfortunately, there may be no way to determine what other systems are impacted
due to the loss in journal information.

If you do know of another system that might be involved in one of these transactions, use their journal or log information
to identify distributed transactions impacted by the failure. Look for distributed transactions in which the failed system was
involved (as either a participant or a coordinator) and that were committed subsequent to the point to which an impacted
area was restored.
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Recovery Procedures for Local Mode Operations
Contents

Recovery procedures for local mode operations differ depending on whether you are journaling and if so, whether you are
journaling to a disk device or tape device. The following topics provide the recovery procedures for each situation.

No Journaling

Use the Backup File

If you are not maintaining journal files during execution of a local mode job and the job terminates abnormally, you must
restore all areas updated by the local mode application.

Journaling to a Tape Device

Steps

To recover a local mode database when journaling to a tape device, follow these steps:

Action Statement
Rollback the database or areas of the database using as input the
tape journal file created by the local mode job

If the job can be re-started from the last COMMIT point,
useROLLBACK with the ACTIVE option
If the job has to be re-run from the beginning, use ROLLBACK
with the ALL option

Re-run the application

Journaling to a Disk Device

Steps

If you are journaling a local mode job to a disk device, follow these steps:

Action Statement
Copy the journal file to a tape device Operating system utility
Follow the steps outlined above for journaling to a tape device
above

Using an Incomplete Journal File

What is an Incomplete Journal File?

An incomplete journal file is a journal file that does not contain a final ABRT checkpoint for the active transaction or even
an end-of-file mark. This occurs when the journal file has been unexpectedly interrupted, for example, when the operating
system crashes. An incomplete journal file is not suitable for recovering your database. To make a suitable journal file for
recovery, use the FIX ARCHIVE utility statement, which:

• Reads the damaged file and creates a new one
• Writes an ABRT checkpoint at the end of the new file

Steps

To recover a database in local mode, using an incomplete journal file, follow these steps:

Action Statement
Fix the journal file FIX ARCHIVE
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Recover the database using the output from the FIX ARCHIVE
utility statement as described for journaling to a tape device
above.

Recovery Procedures for Mixed-Mode Operations
What is a Mixed-Mode Operation?

When database areas have been updated both in local mode and under the central version (for example, when an area
has been varied offline, subsequently updated by a local transaction that used journaling, and then varied back online),
the database must be restored by using both the local and the central version journals.

Mixed Mode Recovery

The following scenario is an example of synchronizing the recovery operations by explicitly using both the central version
and local journals to ensure proper recovery of all database areas:

6 a.m.        Nightly backups taken

8 a.m.        System startup:  AREA1, AREA2,

              AREA3 are readied in update

              mode under the central version.

10:30 a.m.    AREA1 is varied offline.

              While offline, a local mode program

              (using a tape journal) updates

              AREA1 while the central version

              continues to update AREA2 and

              AREA3.

11:30 a.m.    A VARY JOURNAL command is issued

              for the central version journal.

              AREA1 is varied back online and

              the central version continues to
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              update AREA1, AREA2, and AREA3.

12:00 p.m.    Database file I/O error occurs

              on AREA1.

When the database file I/O error occurs, the affected file associated with AREA1 must be restored by using both the local
and central version journals.

Steps to Recover the Database

The following steps illustrate one approach to recovery, given the situation outlined above. Note that with this approach
two separate rollforward operations are used. To process journal images from both central version and local mode
operations in a single execution of the ROLLFORWARD utility, you must use the alternate recovery approach described
next.

Action Statement
Restore the damaged file using the backup tapes produced at 6
a.m.

RESTORE with the FILE option

Rollforward all archive files produced before 11:30 ROLLFORWARD FILE specifying ALL
Rollforward the local journal file, restoring the file up to 11:30 a.m. ROLLFORWARD FILE specifying ALL
Rollforward using the archive files produced between 11:30 a.m.
and 12:00 p.m.

ROLLFORWARD FILE with the COMPLETE option

For a complete description of the recovery process, see 21.7, “Recovery Recovery Procedures from Database File I/O
Errors".

An Alternate Approach

The following steps illustrate an alternate approach to recovery in a mixed-mode environment. With this approach, the
local mode journal file is first merged with the archive files produced by the central version and the merged output file is
used to recover the database in a single rollforward operation.

Action Statement
Restore the damaged file using the backup tapes produced at 6
a.m.

RESTORE with the FILE option.

Merge the local mode journal file with all archive files produced
since 8 a.m.

MERGE ARCHIVE specifying the COMPLETE option

For a complete description of the recovery process, see 21.7, "Recovery Procedures from Database File I/O Errors".

Data Sharing Recovery Considerations
Quiescing Update Activity

Whenever it becomes necessary to quiesce access to an area during a recovery operation, the quiesce must apply to
all members of a data sharing group. For recovery purposes, the quiesce will usually be done by varying the area status
to OFFLINE or TRANSIENT RETRIEVAL using a DCMT VARY command. This command must be executed in every
member to establish a group-wide quiesce for a shared area. To do this easily, the command may be broadcast to other
members of the group.
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Occasionally, it will be sufficient to quiesce update access to an area through the use of a DCMT QUIESCE command.
This command will automatically propagate the quiesce for a shared area to all group members, so there is no need to
execute it on more than one member of the group.

NOTE
For more information on DCMT commands and how to broadcast them, see the CA IDMS System Tasks and
Operator Reference section.

Recovery from a Warmstart Failure

If warmstart fails for one or more members of a data sharing group, recovery can proceed just as if the DC/UCF systems
were not data sharing members. This is true even if manual recovery is necessary provided that all shared areas being
updated by the members at the time of failure are quiesced in the remaining members of the group. The quiesce should
be done by varying the status of the affected areas to OFFLINE using a DCMT VARY command.

If manual recovery is necessary, each member can be recovered independently provided that:

• Only the ROLLBACK recovery utility is used
• The ACTIVE option is specified when executing ROLLBACK, and
• Executions of the ROLLBACK utility are serialized

Failure to comply with these conditions, may result in database corruption.

Recovery from Other Types of Failures

Except when following the above procedure to recover from a warmstart failure, the archive files from all members
that have updated a shared area since the backup was taken must be included in any manual recovery. Furthermore,
the journal images from all members must be processed together in the same execution of the ROLLFORWARD or
ROLLBACK utility. It is not valid to process the images from one member in one execution followed by the images from
another member in another execution, since journal images must be processed in chronological sequence.

Recovery from a warmstart failure is an exception to this rule only because records updated by one member cannot be
accessed by another member until the changes are committed or rolled out. If warmstart fails, the unrecovered records
remain locked, so no other member can update them. This means that there will never be more than a single member with
a before image for an unrecovered record and so inter-member sequencing is not important.

Using MERGE ARCHIVE

The MERGE ARCHIVE utility is used to merge the journal images from multiple members so that they are in chronological
sequence. As noted above, most recovery utilities require that journal images be processed chronologically. In a data
sharing environment, the journal images produced by each member are in chronological sequence, but the images for
areas concurrently updated by multiple members are contained in each member's archive files. The MERGE ARCHIVE
utility interleaves the journal images from multiple members so that they occur in date/time sequence. The resulting output
file may then be used as input to a ROLLFORWARD, ROLLBACK, or EXTRACT JOURNAL utility statement.

When executing the MERGE ARCHIVE utility statement, the input consists of a concatenated set of archive files and
optionally a merge archive file produced from a previous execution of the MERGE ARCHIVE utility. Archive files produced
by a single member must be processed in the order in which they were created. Archive files from different members may
be processed in any order relative to those of other members.

When to Use MERGE ARCHIVE

The output of the MERGE ARCHIVE utility can always be used as input to the ROLLFORWARD, ROLLBACK, and
EXTRACT JOURNAL utility statements in place of the original archive files. It can also be used to combine local mode
journal files and archive files when mixed-mode updates must be recovered.

However, while optional in most cases, MERGE ARCHIVE must be used to merge the journal images of multiple data
sharing group members before those images are processed by:
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• ROLLFORWARD or ROLLBACK utility statements that specify the SEQUENTIAL option.
• ROLLFORWARD, ROLLBACK, or EXTRACT JOURNAL utility statements that specify both the ALL and STOP TIME

options.

Using EXTRACT JOURNAL

The EXTRACT JOURNAL utility is used to preprocess journal images in order to reduce recovery time. This utility can
also be used in a data sharing environment. Any of the following are valid approaches to its use:

• Separately preprocess the archive files of each member
• Preprocess the archive files of multiple members together
• Merge the archive files of multiple members using the MERGE ARCHIVE utility and then preprocess the merge file

You must use the third approach if the ALL and STOP TIME parameters are specified on the EXTRACT JOURNAL utility
statement; otherwise, any of the above approaches can be used to preprocess journal files in a data sharing environment.

If using either of the first two approaches, the EXTRACT JOURNAL utility statement can be executed on a periodic
basis to preprocess the archive files created since its previous execution, or since a backup was taken. If recovery
becomes necessary, all extract files produced since the backup must be concatenated as input to a single execution of
the ROLLFORWARD utility. The order in which the extract files are concatenated must be such that the journal images for
each member are in chronological sequence. It makes no difference in which order the images of one member occur in
relation to those of another member.

If using the third approach, the entire set of archive files produced by group members that have updated the affected
areas must be merged prior to executing the EXTRACT JOURNAL utility. The MERGE ARCHIVE utility can be executed
on a periodic basis to merge the archive files created since its previous execution with the previously created merge file.
The EXTRACT JOURNAL utility can then be used to preprocess the final merge file.

NOTE
For more information on executing both the MERGE ARCHIVE and the EXTRACT JOURNAL utility statements,
see the CA IDMS Administrating section.

Coupling Facility Failures

Certain types of failures are unique to a data sharing environment, such as the loss of a coupling facility or a structure
within the coupling facility. In some cases, all members of a group will fail and recovery must be coordinated across the
group, a process called "group restart."

NOTE
For more information on recovering from coupling facility failures and group restart, see the Administrating
section.

Considerations for Recovery of Native VSAM Files
About Recovery for Native VSAM Files

CA IDMS/DB performs journaling for native VSAM files just like it does for other types of files it supports. The recovery
procedures described in this section apply to native VSAM files also. The processing difference is that the BACKUP
and RESTORE utility statements cannot be used with native VSAM files. Instead, use IDCAMS or some other utility for
backing up and restoring the file.

Potential Problems

Since VSAM controls the actual updating of the data sets, recovery problems may occur. If a total system failure occurs
after CA IDMS/DB passes control to VSAM, automatic recovery is not guaranteed. Therefore, you should back up native
VSAM data sets frequently, as described in the appropriate VSAM documentation. Recovery can then be accomplished by
restoring your file Using IDCAMS (or some other utility) and ROLLFORWARD utility statements.

File Verification After Failure
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If a DC/UCF system fails or a local mode application terminates abnormally, you must issue the IDCAMS VERIFY
command for native VSAM files that were open for update at the time of the failure.

Limitations for ESDS Areas

You cannot use the ROLLBACK utility statement for an ESDS area to which a record has been added, because VSAM
does not allow the necessary erase.

Limitations for KSDS Areas

Due to limitations within the VSAM access method, ROLLFORWARD and ROLLBACK cannot be run with the SORTED
option to recover native VSAM KSDS areas. If you need to use the SORTED option, because of the volume of data, and a
database that contains a mixture of KSDS, ESDS, and/or RRDS native VSAM files, follow these steps:

Action Statement
Restore the native VSAM files Operating system facility
Rollforward or rollback the area that maps to the KSDS file; the
utility statement recovers the KSDS file and any associated
alternate indexes.

ROLLFORWARD or ROLLBACK with the SEQUENTIAL option

Rollforward or rollback all the remaining areas or files. ROLLFORWARD or ROLLBACK with the SORTED option

Loading a Non-SQL Defined Database
Loading Options

To load a database defined with non-SQL DDL statements, you can use either:

• The FASTLOAD utility statement
• A user-written load program

FASTLOAD Utility Statement

To use FASTLOAD, you must write and compile a format program that specifies how to load the data. After executing
the format program, you invoke the FASTLOAD utility statement, which loads record occurrences into the database and
makes set connections using the output from the format program. It also builds indexes during the load process.

User-Written Program

You can also load a database by using DML commands in a user-written application. The application can be written in any
of the languages CA IDMS/DB supports.

If you use a user-written program to load the database, you should organize the record occurrences in the input file so that
they mimic the structure of the database. For example, you should sort the records so that a CALC record is followed by
its VIA member record occurrences. Steps for organizing the input file appear in more detail later in this section.

Advantages of FASTLOAD

FASTLOAD is often more efficient than a user-written program for loading a database with complicated structures (for
example, multiple-member sets or multi-level record relationships). Additionally, FASTLOAD does not require pre-sorted
data. As part of its internal processing, FASTLOAD sorts the data at certain points during the load process.

For more information, see the following topics:

Loading Database Records Using FASTLOAD
Contents

Requires a User-Written Format Program
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To use FASTLOAD, you must write a format program that uses subroutines provided by CA to prepare data for input to the
FASTLOAD utility statement.

NOTE
For more information on and a description of the format program, see the FASTLOAD statement in the CA IDMS
Administrating section.

General Considerations

Always Load in Local Mode

You must load a database in local mode. Journaling is not required, and is not recommended when loading a database for
these reasons:

• The load utility does not maintain checkpoints
• It's easier to re-run a failed job step than to recover the database
• Journaling can impact performance

Cross-Area Sets

• If the owner and member records of an automatic set exist in different database areas, load the areas together.
• If the owner and member records of a manual set exist in different database areas, either:

– Load the areas together
– Run a user-written program to connect the records after loading the entire database

CALC Records

The target page for CALC records to be loaded into a database can be determined in one of two ways:

• By the standard CA IDMS/DB CALC routine (IDMSCALC).
• By a user-written CALC exit routine (IDMSCLCX) that was compiled and link-edited with IDMSUXIT.

WARNING
If you determine the target page using IDMSCALC, you must use it whenever the database is accessed;
likewise, if you use the IDMSCLCX user exit, you must continue to use an IDMSUXIT module with which it is
linked.

NOTE
For more information on enabling user exits by linking IDMSUXIT, refer to the "User Exits" section of the CA
IDMS Systems Operations Guide.

Compressed Data

If the schema definition specifies compression for a record type, CA IDMS/DB compresses the record before it stores
it during a load operation. Therefore, before you begin the load procedure, be sure the schema definition includes the
information it requires to compress the record occurrences.

Reserving Space on the Page

To reserve space for the storage of additional records on a page or for increases in the length of records stored on a page,
add an area override to the DMCL that specifies a page reserve. When the load is complete, you can remove the area
override.

Buffers

The DMCL that you use to load the database should contain a local mode buffer that contains at least 10 pages. One
large buffer should be sufficient. However, you may obtain performance improvements by assigning the files associated
with each area to a separate buffer. If you don't have enough resources, then try to assign the files associated with the
following areas to separate buffers:

 703



 Administrating

• Index area
• Areas for which the owner record exists in one area and the member record exists in another area

Considerations for Large Databases

A large database should be loaded in portions. The FASTLOAD statement assumes that all record occurrences that are
connected by automatic sets will be loaded at the same time. For a large database, this assumption can be limiting. To
load a large database:

1. Group the record types so that there are not automatic sets between the groups
2. Load each group of record types
3. If manual set connections exist between records in different groups, connect the records by executing a user-written

program

Subschema Requirements

The subschema that you use in the load process must:

• Include all records being loaded and all set relationships in which the records participate
• Allow all affected areas to be readied in exclusive update mode

FASTLOAD Procedure
Steps

To load a database for the first time, follow these steps:

1. Write and compile a format program that specifies how to load the data. For more information on the format program,
see the CA IDMS Administrating section

2. Link-edit the format program with IDMSDBLU
3. Define the segments, areas, and files that represent the physical database
4. Add the segment definition to the DMCL and make the DMCL available to the runtime environment
5. Format the database files to be loaded using the FORMAT utility statement with the FILE option
6. Execute the format program
7. Load the database using the output from the format program as the input to FASTLOAD
8. Back up the database areas using the BACKUP utility statement or any comparable backup utility
9. Verify the validity of the loaded database using:

– IDMSDBAN, to verify the physical integrity of the database
– CA OLQ, CA Culprit, or some other retrieval job to verify the data in the database

Loading Database Records Using a User-Written Program
Before you load a database using a user-written program, you must first organize the data in the input file. This section
Discusses how to organize the record occurrences followed by the procedure to load the database.

  

Organizing Input Data for a User-Written Program

 Organize Record Occurrences to Match Schema 

To make the database load as efficient as possible, you need to organize the record occurrences to match the structure
of the database. For example, you want a CALC owner record to be followed by its VIA member records. The discussion
below identifies how to organize the data.

 Step 1: Identify the Record Types 
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The first step in organizing input data is to identify the type of each record. To identify the type of record, add the record's
ID to the beginning of each record occurrence. For example, the ID of the DEPARTMENT record is 410; the ID of the
EMPLOYEE record is 415.

 Step 2: Identify CALC Clusters 

A CALC cluster is an occurrence of a CALC record, all of its VIA member records, and all VIA member records of a VIA
member record occurrence. For efficient database processing, all the records within a CALC cluster should fit on one
page (and thereby, can be processed with one I/O). If the records do not fit on one page, then store the most frequently
accessed record types immediately following the CALC record occurrence so that they have a better chance of being
stored on the same page as the owner.

 Step 3: Form CALC Cluster Hierarchies 

A hierarchy is a collection of CALC clusters. For example, if a CALC record occurrence in one cluster is owned by a
record in another cluster, you have a hierarchy of CALC clusters. In the Commonweather database, both the OFFICE and
DEPARTMENT records own occurrences of the EMPLOYEE record, which in turn owns VIA member record occurrences.
In deciding what records to include in the CALC cluster hierarchy, consider the number of CALC record occurrences. For
example, if the DEPARTMENT record has many more occurrences then the OFFICE record, then store the EMPLOYEE
records immediately after the owning DEPARTMENT record. This potentially saves an I/O because you won't need to
reestablish currency on the DEPARTMENT record occurrence later on.

Hierarchies are loaded from top-to-bottom, left-to-right order. When you store the owner of a CALC cluster, you establish
currency to store the member of a CALC cluster.

 Step 4: Sort the Records in a Hierarchy 

To sort records within a hierarchy, add a prefix to the beginning of the record occurrence. The prefix contains the record
id and sequence number for each level of the hierarchy. For example, the DEPARTMENT, EMPLOYEE, EMPOSITION
record hierarchy might have a prefix that looks like this:

 ID and sequence number of each level in hierarchy  Record ID  Record Occurrence 
410/1 0/0 0/0 410 Department record 1
410/1 415/1 0/0 415 Employee record 1
410/1 415/1 420/1 420 Emposition record 1
410/1 415/1 420/2 420 Emposition record 2

 Step 5: Order the Occurrences of Each Hierarchy 

A database page will typically hold more than one database cluster. Therefore, you can load multiple clusters with one I/
O if you load all the hierarchies that target to the same database page. To sort the hierarchy occurrences, add the CALC
target page number of the top cluster in the hierarchy to the beginning of the input record.

NOTE
 To determine the CALC target page, use IDMSCALC in the program that creates the input file; for more
information on IDMSCALC, see the CA IDMS Administrating section.

 Step 6: Include Records Excluded from the Hierarchies 

Some records do not fall within a hierarchy. For example, suppose you did not include the OFFICE record, which owns
EMPLOYEE record occurrences in a CALC cluster hierarchy. To load owner records that fall outside of a hierarchy:

1. Position the non-VIA owner records at the beginning of the input file, before any records that form part of a hierarchy,
by adding an identifier to the beginning of each input record. For example, the identifier of the OFFICE record type
might be 4 and the identifier of the DEPARTMENT, EMPLOYEE, EMPOSITION hierarchy might be 5.
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2. Add the key of the non-VIA owner record to the end of the hierarchy record occurrence; at load time, use the key
to find the owner before storing the member. For example, add the OFFICE-CODE-0450 field to the end of each
EMPLOYEE record occurrence.

 Step 7: Order Sorted and Indexed Sets 

Sorted sets should always be loaded in the same order as the sort sequence. To sort the input data:

• For a set within a hierarchy, replace the sequence number field at the record's level in the hierarchy with the sort key of
the set; for example, if the EMP-EMPOSITION set is a sorted set, replace the sequence number for occurrences of the
EMPOSITION record with the record's sort key in the prefix portion of the input record.

• For a set outside of a hierarchy, follow these steps:
a. Re-define the set as manual
b. Create a file containing records with these fields: the owner's page, the set name, the owner's CALC key, the set's

sort key, the dbkey of the member record
c. Sort the file in:

• Descending order by page
• Ascending order by set name and owner key
• Either ascending or descending order by sort key

d. After loading the database, connect the set members using a user-written program

 Step 8: Sort the Input Records 

Sort the input records in:

• Ascending order by identifier
• Descending order by target page number
• Ascending order by the concatenation of all ID and sequence fields that represent a hierarchy

NOTE
 If records are to be stored VIA a system-level index, they should be sorted in the reverse order of their VIA
index so records at the end of the index will be processed first by the user-written format program. This ensures
that the physical sequence of the records on the database matches the sequence of the index.

Loading the Database

To load a database for the first time using a user-written program, follow these steps:

 Action  Statement 
Write and compile a load program that specifies how to load the
data.

 

Optionally, tailor the DMCL to be used for the load operation ALTER DMCL
If altered, make the DMCL available to the local mode runtime
environment

See Section5, "Defining, Generating, and Punching a DMCL"

Format the database files to be loaded FORMAT
Load the database using as input the sorted input file Execute the user-written program
If necessary, connect members to sets treated as manual during
the load

Execute the user-written program

Back up the database areas BACKUP or any comparable backup utility
Verify the validity of the loaded database CA OLQ, CA Culprit, or some other retrieval job to verify the data

in the database

 Example 
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The following example shows code to load the DEPARTMENT hierarchy:

read an input record
repeat until end-of-file
   if record-id = 410
         move DEPARTMENT record
         store DEPARTMENT
   else if record-id = 415
         move OFFICE key
         find calc OFFICE
         move EMPLOYEE record
         store EMPLOYEE
   else if record-id = 420
         move JOB key
         find calc job
         move EMPOSITION record
         store EMPOSITION
   else if record-id = 425
         move SKILL key
         find calc SKILL
         move EXPERTISE record
         store EXPERTISE
   end-if
read next input record
end-repeat

Loading an SQL-defined Database
Loading SQL Defined Databases

CA IDMS provides utilities to efficiently load a database that has been defined with SQL DDL statements. The entire load
operation can be performed as a single operation using the LOAD utility statement, or it can be executed as separate
operations using a combination of the LOAD, BUILD, and VALIDATE utility statements. Regardless of which method is
used, loading an SQL-defined database consists of multiple phases and steps within those phases.

Loading Phases

The following table summarizes the phases involved with loading an SQL-defined database. The load process was
designed to accommodate both small databases and very large databases and allow flexibility in tailoring the load process
to the characteristics of the data being loaded:

Phase What it does
Load Loads the specified tables
Build Builds indexes and linked index constraints for the specified

tables; this phase can be bypassed if neither linked index
constraints nor non-clustering indexes are defined on the specified
tables

Validate Validates referential constraints in which the specified tables
participate

For more information, see the following topics:
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Database Load
Steps Within Phases

Each of these phases, in turn, is composed of sub-phases called steps. The following table summarizes the function of
each step:

Phase Step What it does
Load Step 1 Processes data in preparation for sorting;

this step can be bypassed if data is already
sorted

 Step 2 Loads the table rows
Connects linked, clustered constraints
Builds clustering indexes

Build Step 1 Performs an area sweep in the absence of
an intermediate extract file

 Step 2 Finds the db-keys of rows that participate
in the referenced table of a linked index
referential constraint

 Step 3 Builds non-clustering indexes and linked
indexes

 Step 4 Updates the prefixes of rows that
participate as the referencing table of a
linked index referential constraint

Validate Step 1 Validates only those constraints that can
be processed efficiently in a single pass
and extracts information on other referential
constraints

 Step 2 Validates any referential constraints
bypassed in Step 1

Loading Options

CA IDMS/DB offers you the following loading options:

Option Description When to use it
Full load Loads, builds and validates the specified

tables
Always, unless special considerations apply

Phased load Executes each phase (load, build, and
validate) separately

When loading a number of tables one
at a time or in groups; defer build and
validate phases until all the tables have
been loaded

Segmented load Loads portions of input in separate
operations

When loading extremely large tables; defer
the build and validate steps until all the
input records have been processed

Stepped load Executes each step of a phase (load, build,
and validate) separately

When loading extremely large tables for
which external sort packages may be more
efficient or when space for intermediate
work files or tape drives is at a premium

Load Flow Diagram
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The following diagram illustrates the load and build phases of the process described above:

CA IDMS/DB Enforces All Constraints During the Load

CA IDMS/DB enforces all constraints during the load process. That is, it enforces:

• Referential constraints
• Data type constraints
• Check constraints
• Unique constraints

For example, if a table allows only specified values to be stored in a column, CA IDMS/DB stores only valid values. CA
IDMS/DB also assigns default values for columns for which no input values are supplied, provided the column was defined
to allow null or default values.

Loading Considerations
Loading Multiple Tables
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If you are loading multiple tables, it may be necessary to split the process into separate load operations and process them
in a certain order. Use these rules to determine whether this is necessary and the correct sequence in which to perform
the load operations.

• Tables clustered through a linked or unlinked constraint cannot be loaded until the referenced table is loaded and any
index on the referenced key has been built.

• Linked index constraints cannot be built until the referenced table is loaded and any index on the referenced key has
been built.

Using Pre-Sorted Data

Before CA IDMS/DB loads data, it sorts the data using a sort sequence best suited to the table's characteristics. If you
have already sorted the input data, you can tell CA IDMS/DB to skip the sort phase.

Providing Sorted Data

To sort the data yourself, follow these recommendations to achieve the most efficient load for your tables:

Table Characteristic Recommended Sort Sequence
Table has a clustered index Sort on index key
Table has a clustered referential constraint Sort on foreign key of the referencing table
Table has a CALC key Sort on CALC-key target page; to do this, use the IDMSCALC

utility program to determine the target page and append the target
page to the input record

Database Buffers Used During Load

You must load a database in local mode. The DMCL that you use for the load should specify buffers for the areas being
loaded that contain at least 10 pages. The larger the buffer, the more efficient the load.

Reserving Space on the Page

If you want to leave free space on the database pages following the load, add an area override in the DMCL that specifies
a page reserve. After the load is complete, remove the area override so that new rows and index entries can use the free
space. This technique is especially useful for areas that contain only indexes or that contain tables clustered on an index.

Error Handling

CA IDMS/DB may encounter errors during each phase of the load process. You can instruct CA IDMS/DB what to do
in response to these errors, for example, to continue processing or to quit following a specified number of errors. The
following table summarizes the types of errors that can occur within each phase:

Phase Type of Error Corrective Action
All phases Table not defined in the catalog Define the table in the catalog
Load Check constraint violation

Invalid data values
Unique constraint violation on a CALC
key,clustering index, or linked clustered
constraint
Referential constraint violation on a linked
clustered constraint

No corrective action needed; however, row
is not inserted and subsequent build and
validate phases may fail.
Ensure that the referenced table has been
loaded and any referenced key index built
prior to loading the referencing table.

Build Unique constraint violation on non-
clustering indexor linked index constraint
Referential constraint violation on a linked
index constraint

FIX PAGE utility statement or reload data
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Validate Invalid referential constraint INSERT to store missing owner
UPDATE to change invalid foreign key
DELETE to remove invalid referencing rows

Input Data Used in the Build Phase

You can enter the BUILD phase of the load process using data stored in intermediate work files created by the
LOAD phase or by instructing CA IDMS/DB to extract the necessary information as the first step in the build process.
Intermediate work files are generally used when you intend to enter the BUILD phase immediately following the LOAD
phase; typically, you instruct CA IDMS/DB to extract the information if some time elapses between the two phases.

The following table summarizes how to specify these options:

BUILD Phase Input Load and Build Option LOAD Statement BUILD Statement
Intermediate work file Phased load and build LOAD NO VALIDATE None

Stepped load LOAD STEP1 EXTRACT Start with BUILD STEP2
Extracted work file Phased load LOAD NO BUILD Start with BUILD STEP1

Enhancing Load Performance

The following list identifies some ways to enhance the performance of your load operations:

• If possible, load several tables at the same time
• Validate several tables at once
• Always load using sorted data; either letting CA IDMS/DB sort the data or by supplying pre-sorted data
• Increase the number of pages in the buffer(s)

Contents of the Input File
Mixed Input Records

The input file to the load process can contain different types of input records. For example, the input file might contain an
EMPLOYEE record, followed by a DEPARTMENT record, followed by an OFFICE record and so on; to distinguish the
different types of records, you must include a record identifier (in this example, at the end of the record):

0574SMITH    JOHN   254 WILLOW ST   NEEDHAM  MA   4035 415

4001PERSONNEL          MASON      PAULA    5538   0020 410

0020CHICAGO  3 CORPORATE PLACE                         450

NOTE
By including record identifiers at the end of the input records, you may be able to avoid listing individual column
definitions in the LOAD statement.

Loading Multiple Tables

You can load more than one table in the same load operation by using one of the following techniques:

• By specifying selection criteria applied against records in the input file. For example, to load the EMPLOYEE table,
using the example above, you could select all input records with value '415' as a record identifier.

• By selecting specific fields from one input record that contains data pertinent to multiple tables. For example, the input
record may contain values to be stored in table EMPLOYEE and values to be stored in table DEPARTMENT.
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Identifying Columns Implicitly

If, in the LOAD statement, you do not explicitly list the columns in the table to be loaded, CA IDMS/DB assumes that
values are supplied for all columns in the table. It starts with position 1 of the input record and extracts input values
for each column of the table. To be successful, the input data must match the order, data type, length, and null criteria
specified in the table definition. Columns that allow null values must be represented by a data field and an indicator field,
which is described under "Null values".

Identifying Columns Explicitly

If you supply values for only some of the columns within the table or if the order or data types of the values in the input file
do not match that of the columns in the table, you must tell CA IDMS/DB:

• Where to find the column values in the input record by specifying their start position relative to the beginning of the
input record

• The data type of the input record value
• The null value criteria for input values, if applicable

If you omit a column name, the column must either:

• Allow null values
• Allow a default value

Data Types

If you explicitly list the columns to be loaded, the data type of the value to be stored can be different from the data type
defined for the column provided the data types are compatible. For example, a column defined as CHARACTER is
compatible with data types VARCHAR, DATE, TIME, and TIMESTAMP.

NOTE
For more information on compatible data types, see the CA IDMS SQL Reference section.

Null Values

Null values in an input file can be represented as either:

• A specific data value, designated by you in the NULL IF clause of the LOAD statement.
• An indicator field, immediately following the data field. This field is either a 1, 2, or 4 byte binary field and must contain

a value of:
– 0, to indicate a non-null data value
– -1, to indicate a null value
If you do not explicitly list the columns to be loaded, then all columns that permit null values must be followed by a 4-
byte indicator field.

Loading Procedures
The remainder of this section provides procedures and examples for:

Note: Only one LOAD, BUILD, or VALIDATE statement may be performed during one execution of the batch command
facility; for example, you cannot submit two LOAD statements at one time.

Steps That Apply to All Load Procedures

Steps Before the Load

Action Statement
Define the tables to be loaded CREATE TABLE
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Create the input file or files of data to be loaded using CA Culprit,
CA OLQ (batch), or a user-written program

 

Vary the areas in which the tables reside offline to DC/UCF BACKUP or a comparable backup utility

Steps After the Load

After loading the data, perform these steps:

Action Statement
Optionally, verify the result by retrieving data from the loaded
tables

SELECT statements

Back up the areas in which the tables reside BACKUP or a comparable backup utility
Vary the areas online DCMT VARY AREA with the ONLINE option

Full Load Procedure

Steps

Follow these steps to perform a full load of an SQL-defined database:

Action Statement
In local mode, load, build, and validate one or more database
tables

LOAD

Example

This example loads, builds, and validates tables ASSIGNMENT, CONSULTANT, EXPERTISE, SKILL, and PROJECT.
Each of these tables is independent of those in other areas of the EMPLOYEE database. By default, CA IDMS/DB sorts
the input data before it loads the tables. Also by default, if it finds any errors during any phase of the load procedure, it
stops.

To load each table, CA IDMS/DB applies selection criteria against each input record it reads. For example, the
ASSIGNMENT table receives all input records where the value in position 210 of the input record equals '512'. Similarly,
the EXPERTISE table receives all input records where the value in position 210 equals '320'.

load

  into demoproj.assignment

    where position 210 = '512'

    (emp_id position 1 smallint,

     proj_id position 3 char(4),

     start_date position 13 date,

     end_date position 23 char(8) null if '01-01-01')

  into demoproj.consultant
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    where position 210 = '222'

  into demoproj.expertise

    where position 210 = '320'

    (emp_id position 1 smallint,

     skill_id position 3 smallint,

     skill_level position 5 char(2) null if '99',

     exp_date position 7 date)

   into demoproj.project

     where position 210 = '416'

   into demoproj.skill

     where position 210 = '445';

Phased Load Procedure

Steps

Follow the steps shown next to perform a phased load:

Note: Optionally, back up the database areas between the load and build steps if you want to recover the data in the
event of a failed job step.

 

Action Statement
Identify the following tables:
All tables clustered through referential constraints; if multiple
levels of clustering exist, the tables in each level must be loaded in
a separate operation before those at a lower level
All referencing tables in linked index constraints where the
referenced key is an index; if multiple levels of such a structure
exist, the tables in the higher levels must be loaded before those
at a lower level

 

In local mode, load and build all tables not identified in Step 1
above.

LOAD with the NO VALIDATE option
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For each clustering level,load and build all tables clustered
through referential constraints
For each linked index level, load and build all tables that
participate in linked index constraints

LOAD with the NO VALIDATE option

Validate the referential constraints of all the loaded tables VALIDATE SEGMENT

Example

In this example, the tables BENEFITS, COVERAGE, EMPLOYEE, and POSITION are loaded in a phased load procedure.
The tables have the following characteristics:

Table Characteristics
BENEFITS References EMPLOYEE in a linked, clustered constraint
COVERAGE References EMPLOYEE in a linked, clustered constraint
EMPLOYEE References DEPARTMENT in an unlinked constraint
POSITION References EMPLOYEE in a linked, clustered constraint

To load the tables, load and build the EMPLOYEE table first, followed by the remaining tables. After all 4 tables are
loaded, validate the referential constraints that exist between them. Each of these statements must be executed in a
separate job step:

load

  into demoempl.employee

  where position 150 = '415'

  no validate;

load 

  into demoempl.benefits

  where position 150 = '478'

  into demoempl.coverage

  where position 150 = '488'

  into demoempl.position

  where position 150 = '492'

  no validate;
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  validate segment demoempl;

Segmented Load Procedure

Steps

Follow the steps listed next, to perform a segmented load:

Action Statement
Load the input records in groups; for example, the first 1,000,000,
the second 1,000,000 and so on

LOAD NO BUILD using the FROM and FOR clauses for each
group of input records

Build the table indexes BUILD INDEXES NO VALIDATE
Build the indexed constraints BUILD CONSTRAINTS NO VALIDATE
Validate the referential constraints of the tables within the segment VALIDATE

Example

This example uses a segmented load to load table EMPLOYEE, which contains more than 2,000,000 rows. By default,
each input record is to be stored in the EMPLOYEE table, with each field in the input record corresponding in length and
data type to each column defined for the EMPLOYEE table.

The first LOAD statement loads 1,000,000 rows in the table, starting with the first input record. CA IDMS/DB will notify the
user for each 100,000 input records processed. The second LOAD statement processes the next 999,999 input records
beginning with input record 1,000,001. The third LOAD statement processes the remaining input records.

Because the table is so large, indexes and indexed constraints are built in separate steps using the BUILD statements.
Finally, the referential constraints for the table are validated.

load

  into demoempl.employee

  no build

  for 1000000

  notify 100000;

load

  into demoempl.employee

  no build

  from 1000001
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  for   999999

  notify 100000;

load

  into demoempl.employee

  no build

  from 2000000

  notify 100000;

build indexes

  for demoempl.employee

  no validate

  notify 100000;

build constraints

  for demoempl.employee

  no validate

  notify 100000;

validate table demoempl.employee

  notify 100000;

Stepped Load Procedure

Steps

Follow the steps listed next, to perform a stepped load:
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NOTE
If you want to be able to recover the database in the event of a failed job step, back up the database areas
between each job step.

Action Statement
1. In local mode, load one or more database tables choosing
one of the following options. If you intend to build indexes and
relationships for the tables immediately following the load step,
choose one of the options that creates an intermediate work file:

 

1.1Load, creating intermediate extract files for the build phase LOAD STEP1 EXTRACT BOTH (the default)
1.2 Load, creating an intermediate extract file for building indexes LOAD STEP1 EXTRACT INDEXES
1.3 Load, creating an intermediate extract file for building
relationships

LOAD STEP1 EXTRACT RELATIONSHIPS

1.4 Load, creating no intermediate extract file LOAD STEP1 NO EXTRACT
2. If you specified WITHOUT PRESORT, skip this step. Otherwise,
sort the data using an external sort program and the sort cards
supplied by CA IDMS/DB. Then continue the load phase of the
stepped load procedure.

LOAD STEP2

3. If you specified LOAD STEP1 NO EXTRACT, perform this
step to collect the data necessary to build the table indexes and
indexed constraints

BUILD STEP1

4. Sort the data using an external sort program and the sort cards
supplied by CA IDMS/DB

 

5. After all of the tables have been loaded or after completingthe
previous step, determine the db-keys of rows in any tables that
participate as the referenced table in a linked index referential
constraint

BUILD STEP2

6. Sort the data using an external sort program and the sort cards
supplied by CA IDMS/DB

 

7. Build unclustered indexes and linked index
referentialconstraints

BUILD STEP3

8. Sort the database using an external sort program and the sort
cards supplied by CA IDMS/DB

 

9. Update the prefixes of any tables that participate as
thereferencing table in a linked index referential constraint

BUILD STEP4

10. Perform the first pass at validating the relationships between
tables that participate in referential constraints

VALIDATE STEP1

11. Sort the database using an external sort program and the sort
cards supplied by CA IDMS/DB

 

12. Perform the second pass of validatingreferential constraints;
generally, a second pass is required for unlinked relationships if
either the referenced table or referencing table contains a CALC
key.

VALIDATE STEP2

Example

In the next example, the DBA loads an SQL-defined database in the following steps:
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• Loads tables CUSTOMER and INVENTORY using pre-sorted data
• Loads tables ORDERS and PARTS using pre-sorted data
• Using an area sweep, extracts information for building indexes and indexed constraints
• Builds the indexes and constraints for the table using separate steps and external sorts
• Validates referential constraints

load step1

  into custschm/customer

   where position 300 = '435'

  into custschm.inventory

   where position 300 = '457'

  without presort

  no extract;

load step1

  into custschm.orders

   where position 200 = '335'

  into custschm.parts

   where position 200 = '345'

  without presort

  no extract;

build step1

   for custschm.customer

       custschm.inventory

       custschm.orders
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       custschm.parts;

Sort the data:

build step2;

Sort the data:

build step3;

Sort the data:

build step4;

validate step1;

Sort the data:

validate step2;

Monitoring and Tuning Database Performance
Why You Need to Monitor

Eventually, a database may begin to outgrow its initial allocation of space, with resulting increased I/O and poor response
time. If you don't monitor your databases on a regular basis, these conditions can become critical, forcing you to take
emergency actions at an inconvenient time.

Suggested Monitoring Schedule

Consider using the following schedule as the basis for monitoring database performance:

Monitoring tool Monitoring frequency Information provided

JREPORT 004 Daily Summary information on the database
processing activities for each program
recorded in the journal file

IDMSDBAN report 2 Weekly Area detail statistics, such as number of
logically full pages and number of relocated
records

IDMSDBAN report 5 Monthly Set detail statistics, such as the number of
pages needed to store a chained set

PRINT SPACE Daily Area space utilization statistics
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Monitoring tool Monitoring frequency Information provided

IDMSDBAN (all reports) Monthly or as needed Set statistics, including broken chains,
record data, and area data

Keep a history of meaningful statistics so that you can identify abnormal conditions when they arise.

SQL Considerations

Most of the information in this section applies to both SQL and non-SQL defined databases. Text that applies to only one
or the other will be noted. In addition, much of the section applies to the physical structures that underlie the database
definition. Therefore, one set of terms will be used for these physical entities. For example, chain sets are the physical
structure used to implement both SQL linked constraints and non-SQL sets defined with the MODE IS CHAIN clause.

For more information, see the following topics:

Monitoring Facilities
CA IDMS/DB offers the following online and batch tools for you to use to monitor the performance of your databases:

Online and Batch Components

Facility Uses
Performance Monitor To monitor:

Real-time database and system statistics
System-wide, wait-time statistics for a unit of time
Statistics about resource usage by individual programs

DCMT commands To display definitions and run-time statistics for entities associated
with a DC/UCF system

IDMSDBAN utility program To check for broken chains and to display statistics and data for
sets, records, and areas

OPER WATCH commands To display dynamic run-time statistics associated with DC/UCF
systems

PRINT INDEX utility statement To monitor the structure of user-owned and system-owned
indexes

PRINT SPACE utility statement To monitor space utilization in segments or areas
PRINT JOURNAL utility statement To display checkpoint information on transactions recorded on an

archive or tape journal file
PRINT utility statement To display the contents of requested database pages
JREPORTs To monitor journal and database usage statistics
SREPORTs To monitor system and database usage statistics
Online print log (PLOG) To display system messages, system trace information, and snap

dumps from the DDLDCLOG area
UPDATE STATISTICS utility statement To refresh statistical information on SQL defined databases,

and non-SQL defined databases that are accessed by SQL
commands.

 

Database Statistics

What is Collected
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The DBMS collects a number of statistics on a run-unit or SQL transaction level that are categorized as basic and
extended statistics. The following tables provide a description of each.

Basic Statistics

Run-unit or SQL Transaction Level Description
Pages read Specifies the number of database pages physically read.
Pages written Specifies the number of requests made to write a database page.
Pages requested Specifies the number of times the DBMS requested that a

database page can be read.
CALC record on target page Specifies the number of times a CALC record was stored and the

record occurrence fit on its target page.
CALC record overflow Specifies the number of times a CALC record was stored and the

record occurrence overflowed its target page.
VIA record on target page Specifies the number of times a VIA record was stored and the

record occurrence fit on its target page.
VIA record overflow Specifies the number of times a VIA record was stored and the

record occurrence overflowed its target page.
Record requested Specifies the total number of record occurrences the DBMS

accessed to satisfy DML requests.
Records current of run-unit Specifies the number of record occurrences that were made

current of run-unit.
Calls to the DBMS Specifies the total number of DML commands passed from the

user application to the DBMS.
Fragments stored Specifies the number of variable length record fragments (SR4)

stored by the run-unit.
Relocated records With a non-SQL defined database: Specifies the number of

variable length record fragments or relocated records brought
back to their original root or target page.
With an SQL defined database: Specifies the number of records
relocated from or returned to their original target page.

Locks requested Specifies the total number of record locks requested.
Select locks held Specifies the number of select (shared) locks held at the end of

the run-unit.
Update locks held Specifies the number of update (exclusive) locks held at the end of

the run-unit.

Extended Statistics

Run-unit or SQL Transaction Level Description
SR8 records split Specifies the number of SR8 records that were split during the life

of the run-unit.
SR8 spawns Specifies the number of times that a new level of an index was

created due to the splitting of the index's top level SR8.
SR8 records stored Specifies the number of SR8 records of all levels that were stored

into the database.
SR8 records erased Specifies the number of SR8 records of all levels that were erased

from the database.
SR7 records stored Specifies the number of SR7 records stored into the database.
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SR7 records erased Specifies the number of SR7 records erased from the database.
Total binary searches Specifies the total number of times the DBMS initiated a binary

search against an index.
Levels searched Incremented every time that the DBMS goes down a level during

a binary search throughout the life of the entire run-unit across all
accessed indexes.

Orphans adopted Specifies the number of orphaned user records that were adopted
back to their referencing level-0 SR8.

Fewest levels searched Specifies the fewest number of levels walked during a binary
search throughout the life of the run-unit.

Most levels searched Specifies the greatest number of levels walked during a binary
search throughout the life of the run-unit.

Where to find the statistics

The database statistics are initially accumulated on the run-unit level and can be accessed through the following facilities:

• JREPORTS report on the basic statistics from information written to the journal files.
• ACCEPT 'statistics' DML commands allow the user to access both the basic and extended statistics from a currently

running program.
• GET STATISTICS SQL DML commands allow an application program or the command facility to access both the basic

and extended statistics for the current SQL transaction.

CA IDMS also consolidates the statistics from all run-units active for a CV task. These values can be accessed through
the following facilities:

• SREPORTs report on both the basic and extended statistics from data written to the DCLOG.
• PMARPTs report on the basic statistics from data written by the ApplicationMonitor component of the Performance

Monitor.

Items to Monitor and Tune
Contents

Monitoring the Database

For your database, the major areas of degradation are:

• Pages over 70% full
• CALC and VIA (clustered) record overflow
• Fragmented records
• Inefficient index structures
• An increase in logically-deleted or relocated records

Journal Use

Useful Statistics to Monitor

Statistic Meaning Action
Journal read waits Indicates CA IDMS/DB must wait to read

a page from a journal file into the journal
buffer during a rollback operation.

Increase the number of pages in the journal
buffer
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Journal page utilization Indicates the fullness of journal pages
written from the journal buffer.

Create fuller journal buffers by:
Adjusting the journal buffer page size in the
definition of the journal buffer
Increasing the journal TRANSACTION
LEVEL option at system generation or
using a DCMT VARY JOURNAL command

Where the Statistics are Reported

• ARCHIVE JOURNAL utility statement report
• JREPORT 004
• Performance Monitor
• DCMT DISPLAY JOURNAL

Buffer Utilization

Useful Statistics to Monitor

Statistic Meaning Possible action
Buffer utilization ratio Indicates the ratio of the number of pages

requested to the number read; values less
than 2 indicate a problem with the buffer
size or with the design of the database

Increase the number of buffer pages
Reassign files to buffers

Forced writes Indicates the number of times CA IDMS/
DB had to write a buffer page to storage in
order to read a database page

Increase the number of buffer pages
Reassign files to buffers
Issue COMMITs more frequently in update
jobs

Buffer waits Indicates the number of times the buffer
was requested but was not available

Increase the number of buffer pages
Reassign files to buffers

Where the Statistics are Reported

• Performance Monitor
• SREPORT 003
• DCMT DISPLAY/VARY BUFFER

Space Management and Database Design

Useful Statistics to Monitor

Statistic Meaning Possible Action
Clustering ratio Indicates the ratio of the number of

records requested to the number of pages
requested; ratios less than 4 indicate poor
database design or space availability
problems

Redesign the database using clustering
more effectively
Increase the area's page size or page
range andunload and reload the database
Reassign files to buffers

Page space availability Indicates how full database pages are Increase the database page size
Increase the number of pages

Fragments stored Indicates the number of fragments stored
for a variable-length record.

Increase the page size and read each
record in an update mode
Increase the page reserve size
Change fragmentation specifications
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Records relocated Indicates the number of expanded records
moved to a new page due to lack of space

Unload/reload the database
Increase the page size and read each
record in an update mode

CALC cluster ratio Indicates the ratio of CALC records stored
on the target page to the total number (that
is, hits plus overflow) stored; values less
than 1 indicate space availability problems

Increase the area's page size or number of
pages and unload and reload the database

VIA cluster ratio Indicates the ratio of VIA (or clustered)
records stored on the target page to the
total number (that is, hits plus overflow)
stored; values less than 1 indicate large
clusters, space availability problems, or
small page size

Increase the area's page size or number of
pages and unload and reload the database

Effectiveness ratio Indicates the ratio of number of records
CA IDMS/DB requests to the number that
are current-of-run-unit. Values much higher
than 1 indicate poor program logic or set
options

Review application/database design.
Consider use of PRIOR or OWNER
pointers and possible elimination of some
sorted sets. (Note that linked constraints
in SQL-defined databases always include
PRIOR and OWNER pointers.)

Logically deleted records Indicates the number of logically deleted
records

Physically delete the logically deleted
records using the CLEANUP utility
statement

Where Statistics are Reported

• JREPORT 004
• SREPORTs 003, 007, and 009
• Performance Monitor
• IDMSDBAN utility report 5
• PRINT SPACE utility statement report
• PRINT JOURNAL utility statement
• UPDATE STATISTICS utility statement report for the SQL catalog

Indexing Efficiency

Useful Statistics to Monitor

Statistic Meaning Possible action
Orphan count Indicates the number of orphaned SR8

records.
Tune or rebuild the index if more than 25%
of the member records are orphaned.

Index levels Indicates the number of levels in the index. Tune or rebuild the index if the number
of levels exceeds the number originally
calculated

SR8 split Indicates the number of SR8 splits. If the number of SR8 splits is high,
determine if applications frequently insert
a large group of index entries in one spot;
tune or rebuild the index to balance it and
cleanup orphan index records.

Where the Statistics are Reported
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• Performance Monitor (Realtime monitor) Run Unit Detail screen
• PRINT INDEX utility statement
• IDMSDBAN utility report 5

Tuning an Index

Tuning of an index should be done when any of the following conditions exist:

• Index usage performance degradation
• Index needs redimensioning

One way to tune an index is to rebuild it: for a non-SQL defined database, use MAINTAIN INDEX, for an SQL-defined
database, drop the index and recreate it.

An alternative way of index tuning is to use the TUNE INDEX utility statement. TUNE INDEX compares to rebuilding the
index as follows:

TUNE INDEX Rebuild Index
Operating mode and area availability to
applications

Local mode: offline
CV and batch-CV: online

Local mode: offline

Specialized DMCL/schema needed No Yes
Attributes that can change INDEX BLOCK CONTAINS and PAGE

RESERVE
All

You can run the TUNE INDEX command to do the following:

• Enhance performance
– Eliminate orphans at all levels of the index. This improves performance if the index is accessed at the bottom level.
– Rebalance SR8's. In an unbalanced index, more records have to be accessed when traversing the index from the

top to the bottom.
– Resequence SR8's. Optimum performance is obtained if the top level SR8 resides on the same page as the index

owner and if the bottom level SR8's are in physical sequence.
• Rebuild the index to accommodate future growth

– Specify TEMPORARY PAGE RESERVE and TEMPORARY INDEX UTILIZATION to define the attributes with which
to tune the index.

Run TUNE INDEX online or in batch through central version mode if the affected area or areas must remain online while
the index is tuned.

Database Locks

Useful Statistics to Monitor

Statistic Meaning Possible action
Number of non-share locks held Indicates the number of non-share locks

(primarily update locks) held. The larger the
number of update locks held, the greater
the probability of contention between the
tasks holding the locks and other tasks
accessing the same database.

Issue COMMITs more frequently in update
jobs
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Task wait status Indicates whether a task is waiting for
access to an area or record

Tasks that are waiting on locks have an
ECB type of 'LMGR Lock'.If you notice a
task waiting a long time on one or more
locks, review ready modes and database
design, especially for contention for OOAK
and FOAK records, by examining all
tasks exhibiting this behavior for common
programs, functions, and database
references.
If overall throughput is constrained, identify
the source; for example, CPU or DASD
usage.
If overall throughput is not constrained,
identify potential deficiencies in database
or application design or implementation;
for example, look at the number of locks
held by individual programs; determine if
tasks contend for OOAK and FOAK records
in which case lowering the DEADLOCK
DETECTION INTERVAL might improve the
situation.

ECB type Denotes the type of resource being waited
on. In the case of area locks and dbkey
locks, this statistic will contain the literal
'LMGR ECB'.
Note: in the Performance Monitor this
information is listed under the column
headings 'First ECB', 'Second ECB', and
'Third ECB'.

Number of shared locks held Indicates the number of share locks held.
Share locks allow transactions other than
the owning transaction to read the row,
but not to update it. Thus, higher levels of
share locks can impede concurrency (and
throughput) if they are placed on rows in
areas that are heavily accessed.

The number of locks held can be reduced
by increasing the COMMIT frequency within
the application.

ISO (SQL only) Indicates the isolation level of the
transaction. The isolation level of a
transaction defines how long retrieval locks
are held.

Ensure that the transaction is running in the
appropriate isolation level for the level of
data integrity required by the application.

State (SQL only) Indicates the state of the transaction which
defines how the transaction is affecting the
data it is processing:
Read only (RO) specifies that the
transaction is reading data but not adding
or updating.
Read write (RW) specifies that the
transaction intends to add and update data.

Ensure that the transaction state is
appropriate for the type of processing being
performed. Transactions that only read data
should have a state of RO.
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Ratio of global resource lock requests to
local lock requests

Indicates the number of times that CA
IDMS had to acquire or alter a global lock
on an area, page, or record in order to
service the indicated number of local lock
requests. The larger this ratio, the greater
the inter-member contention for resources,
since CA IDMS acquires global record and
page locks only if contention exists between
members.

Issue COMMITs more frequently in update
transactions
Disperse frequently updated data across
more pages within the area
Increase the size of the area, especially if
frequently inserting or deleting data in an
area that is more than 70 percent full
Split the workload between members to
minimize inter-member contention for
resources

Ratio of the number of global lock waits to
the number of global lock requests.

Indicates the number of times that CA
IDMS had to wait for a global lock request
to complete. This ratio is a measure of one
or more of the following types of contention:
Inter-member contention for transaction
resources
False contention caused by synonyms
when hashing to the global lock table
Contention for operating system resources
such as channels

Use operating system tools to determine
the nature of the contention
Take the actions outlined above to reduce
inter-member contention for transaction
resources
Increase the number of lock table entries to
reduce false contention

Number of times lock storage overflowed Indicates the number of times that
CA IDMS had to acquire lock storage
dynamically in order to satisfy a lock
request. The larger this number the more
CPU cycles that were expended to satisfy
lock requests. Additionally the storage pool
may become fragmented since dynamically
acquired storage may not always be
releasable.

Examine the overflow details to determine
the type of storage overflows that occurred
Determine the applicable base factor for the
type of overflowing storage:
Session and class storage is based on
the number of logical terminal elements
(LTERMs) defined for the system.
Resource and proxy storage is based
on the SYSLOCKS system definition
parameter
XES Request storage is based on the
maximum number of tasks specified in the
system definition.
Increase the appropriate base factor
(the number of LTERMs, SYSLOCKS, or
maximum number of tasks) to increase the
size of the initial storage allocation, and
thus reduce the number of overflows.

Where the Statistics are Reported

• For area contention:
– SREPORTs
– JREPORT 006
– Performance Monitor (Realtime monitor): Active User Task Detail, Active System Task Detail screen, Transaction

Detail screen, and SQL Detail screen
– DCMT DISPLAY ACTIVE TASKS
– Area status codes from DCMT DISPLAY TRANSACTION transaction id
– Area status codes from OPER WATCH DB
– OPER WATCH TIME

• For record contention:
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– Status codes from OPER WATCH DB
– Status codes from DCMT DISPLAY TRANSACTION transaction id
– DCMT DISPLAY LOCK (shows longterm and notify locks held by logical terminals)

• For lock storage overflows:
– DCMT DISPLAY LOCK STATS

• For inter-member contention in a data sharing environment:
– DCMT DISPLAY LOCK STATS
– DCMT DISPLAY DATA SHARING XES LOCKS

Reducing Area Contention

• Ready areas in shared ready modes
• Create a window for batch jobs

Reducing Record Contention

• Have the application issue more COMMITs
• Run applications that contend for a record serially, rather than concurrently
• Have some applications use a different access route that avoids the record under contention
• Change the database design so that access can be less serialized

Longterm Locks

Useful Statistics to Monitor

Statistic Meaning Possible action
Tasks having areas locked Shows which tasks have areas locked Use this information to identify tasks that

ready an area in protected or exclusive
mode, since this increases the potential for
throughput degradation

Longterm/ notify locks Displays longterm or notify lock statistics by
logical terminal

Use this information to identity tasks that
hold a large number of longterm and/or
notify locks

Where the Statistics are Reported

• DCMT DISPLAY AREA
• DCMT DISPLAY LOCK AREA/LTERM

SQL Processing

Useful Statistics to Monitor

Statistic Meaning Possible Action
Sorts performed The number of sorts performed as the

result of an SQL statement (the result of
processing the ORDER BY clause)

Add additional indexes or sorted constraints
to reduce the number of sorts

Maximum rows sorted The largest number of rows sorted as the
result of an ORDER BY clause

Add additional indexes to eliminate the sort
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AM recompiles The number of times access modules
were automatically recompiled at runtime
because of a recompilation of the
corresponding program or dialog, or
because of a change in the underlying
database definition.

Examine the cause of compilations.
If necessary, move frequently altered
tables to areas with table level stamp
synchronization.

Where the Statistics are Reported

• SREPORTs
• Performance Monitor
• IDMSDBAN utility reports (database structure)

Reducing Input/Output
The following sections describe how input/output (I/O) can be reduced:

Caching Files in Memory

If a database file is cached in memory, the DBMS looks in the cache before reading a database page from disk. If the
page resides in the cache, the retrieval I/O is eliminated. If the page must be read from the disk, it is saved in the cache to
satisfy future retrieval operations. Database files with a high number of I/Os are good candidates for caching in memory.

There are two basic types of file caching: shared cache which uses coupling facility services to enable a single cache
to be shared by multiple central versions and memory cache which is accessible only by a single central version. The
remainder of this discussion focuses on memory cache. For information on shared cache, see "Administrating CA IDMS
System Operations."

NOTE
Memory caching is available only for non-native VSAM files.

To enable the use of memory cache, take the following steps:

• Decide which files to cache by using standard performance-monitoring tools to determine the database files with
the most I/O. For example, you can use the DCMT DISPLAY STATISTICS FILES to get a list of all files and their
associated I/O counts or look at gathered operating system statistics. Choose files with the highest retrieval counts.

• Change the DMCL definition to specify MEMORY CACHE YES for each file to be cached. For details, see "DMCL
Statement." Alternatively, use the DCMT VARY FILE command to dynamically initiate the use of memory cache for one
or more files. For more information, see "CA IDMS System Tasks and Operator Commands."

• Compute the total amount of storage that is needed to cache the selected files. To do this, for each file, multiply the
number of blocks in the file by the file's block size and total the results. The resulting value is the amount of storage
needed. Ensure that sufficient storage of the required type is available to all jobs that use the altered DMCL.

If the operating system supports 64-bit storage, the cache is allocated in 64-bit storage if sufficient memory is available.
If no or not enough 64-bit storage is available to hold the entire file, the file will not be cached in memory. For details, see
"DMCL Statement."

Optimizing 64-bit Memory Cache Storage

You can cache more files within a given amount of 64-bit storage by specifying a percentage of a file to be cached,
instead of the whole file. When no file limit is specified, storage to hold every page in the file is allocated and every cached
page is read. When a file limit is specified as a percentage of the file size, only the last N pages read are cached, where N
is the number of pages that fit in the specified limit after allowing for overhead. When the cache is full, the oldest page in
the cache is replaced by the newest page. For more information, see DMCL Statement. 
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Database Reorganization

Database reorganization includes:

• Reducing full pages by changing the size of a database page or increasing the number of pages
• Reducing overflow by changing the size of a database page or increasing the number of pages
• Decreasing fragmentation for non-SQL defined databases by:

– Specifying page reserve
– Changing page size
– Reassigning records
– Redefining fragmentation specifications
– Increasing the number of pages

• Increasing the efficiency of an index's structure by decreasing the number of levels in the index and/or assigning SR8
records to a separate page range

• Reducing logically deleted and/or relocated records by physically deleting logically deleted occurrences using the
CLEANUP utility statement and/or unloading and reloading the data

• Reducing the number of fragments and/or relocated records by increasing the page size and reading all records in an
update mode

Application Design

Selecting the Optimal Path

The first step to determine if the application is optimally designed is to determine if it is accessing the data it needs, using
the access path that will create the fewest number of I/Os. To determine if this is true:

1. Walk through the application and identify the actual transaction path
2. Review the existing database design and determine if there is a more efficient way to:

– Access the needed records
– Process the necessary relationships

Database Design

Take into account the following database design considerations for reducing I/O:

• Adding sets, indexes, pointers, redundancy
• Changing set type, set (index) order for non-SQL defined databases
• Changing location (area) of record or index, index and/or set stored VIA (or clustered)
• Changing UNLINKED constraints to LINKED (SQL-defined databases) or repeating item (non-SQL defined databases)
• Splitting a record

For more information, see "Administrating IDMS System Operations."

Using UPDATE STATISTICS (SQL-Accessed Databases)

Execute the UPDATE STATISTICS utility statement at the following times:

• Periodically (according to the needs of the application) to reflect shifts in the distribution of data in the database (for
example, changes in owner/member ratios, area space utilization, index layout)

• After individual applications that alter the distribution of data; for example, monthly or year-end summary and offload
processing
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SQL-Defined Tables or Areas

Run UPDATE STATISTICS on individual tables or whole areas. The resulting statistics are stored in the SQL catalog and
are used by the Access Module Compiler to generate optimal access strategies for SQL processing. Access modules
that reference the tables whose statistics have been updated can then be recompiled to take advantage of the updated
information. Table/access module cross-reference information on the catalog can be used to determine which access
modules to recompile.

Non-SQL Schemas If They are Accessed by SQL

Run UPDATE STATISTICS on some or all areas defined in a non-SQL Schema. The resulting statistics are kept in the
dictionary that defines the non-SQL schema. If the database is accessed by SQL the statistics will be used by the Access
Module Compiler to generate optimal access strategies for SQL processing.

Restrictions on Statistics and Non-SQL Schemas

Non-SQL statistics are kept with the schema definition in the dictionary. This means statistics may be kept for only one
physical database per schema. When processing an SQL command, only the current set of statistics will be used for that
command regardless of the physical database being accessed by that command. The user must decide which physical
database will provide the statistics that best meets their needs and run UPDATE STATISTICS against that database.

Dictionaries and Runtime Environments
A dictionary is a special CA IDMS database that contains definitions of other databases, DC/UCF systems, and
applications. Information in the dictionary is organized into entity types that correspond to major data processing
components (for example, tables, records, programs). The dictionary becomes populated with information on the data
processing environment as various CA IDMS/DB software components are executed.

System and Application Dictionaries

Each DC/UCF system must contain a system dictionary. Any number of application dictionaries can also exist in a CA
IDMS/DB runtime environment. The following table describes both types of dictionaries:

Dictionary Description
System Includes all information required to establish, maintain, and control

the processing environment:
The DC/UCF system definition
The physical database definitions
Each runtime environment must have a system dictionary named
SYSTEM.

Application Optional dictionaries that contain information specific to a
particular application, group of applications, or development
groups:
The logical database definitions
Maps, dialogs, records, programs, elements
A runtime environment may contain zero or more application
dictionaries the names of which are user-defined.

Physical Components of a Dictionary

Dictionary Areas
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Dictionaries are composed of the following areas:

Area name Description
DDLDML Contains the following types of information:

DC/UCF system definitions
Non-SQL schema and subschema definitions
Maps
Dialogs
Source modules
Record and element descriptions
IDD users
Classes and attributes

DDLDCLOD Contains load modules associated with entities contained in the
DDLDML area; for example:
Map load modules
Dialog load modules
Subschema load modules

DDLCAT Contains definitions of physical databases (segments, DMCLs,
database name tables); at sites with the SQL option, contains
definitions of SQL entities (tables, constraints, indexes, and so on)

DDLCATX Contains indexes defined on entities stored in the DDLCAT area
DDLCATLOD Contains:

DMCL load modules
Database name table load modules
Access modules at sites with the SQL option

DDLDCMSG Contains system and user-defined messages

Logical Components of a Dictionary

Dictionary Components

You can group the six areas of the dictionary into logical components based on the inherent relationships that exist
between the dictionary areas:

Logical Component Dictionary Areas
Base definition component DDLDML DDLDCLOD
Message component DDLDCMSG
Catalog component DDLCAT DDLCATX DDLCATLOD

Components of a System Dictionary

A system dictionary always contains all three components:

• A base definition component
• A catalog component
• A message component

Components of an Application Dictionary

An application dictionary may contain all or a subset of the components. At sites without the SQL option, an application
dictionary usually contains only a base definition component and a shared message component.
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Sharing the Message Area

In most cases, an application dictionary will not have its own message area. Since the runtime system uses only the
system message area (SYSMSG.DDLDCMSG) to display messages, most application dictionaries will share the system
message area, rather than having a separate message area.

Assigning Dictionary Areas to Segments

Segment by Component

The six areas that make up a dictionary should be segmented by logical component. That is, a segment should be defined
for each of the base definition, catalog, and message components of a dictionary.

In most cases, a dictionary will not have its own message component, but will share the system message area
SYSMSG.DDLDCMSG. Sites without the SQL option do not need to define a catalog segment for their application
dictionary.

Define a Database Name

If a dictionary is made up of more than one segment, you must define a database name to represent the dictionary. The
database name identifies all of the segments that together make up the dictionary.

The one exception to this is a dictionary comprised of only two segments, one of which is the SYSMSG segment. A
database name is unnecessary because CA IDMS/DB automatically uses the system message area (in the SYSMSG
segment) if no message area is associated with the dictionary.

Sharing Dictionary Areas

By separating dictionary components into segments, you can share those components between dictionaries, as illustrated
next:
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To share SEG1 between dictionary A and dictionary B, define a database name for each that includes the SEG1 segment.

System Dictionary Components

You should not share the base definition component and the catalog component of the system dictionary with application
dictionaries. Since the system dictionary contains critical information needed to control and execute your CA IDMS
environment, it should be accessed only by authorized personnel and should be reserved for the following information:

• DC/UCF system definitions
• Physical database definitions

Sharing Individual Areas

It is possible to separate a component into multiple segments so that individual areas (such as a load area) can be shared
across dictionaries. While this is supported, it is not recommended because of the potential for naming conflicts between
the dictionaries. For example, a dialog in one dictionary could have the same name as a map in another dictionary, both of
which have an associated load module.

WARNING
Under no circumstances should the DDLCAT and DDLCATX areas be placed in different segments.

Page Groups
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All segments associated with a dictionary must have the same page group (and maximum number of records per page).
If you have different page groups, you will receive errors when you attempt to access the dictionary through IDD or other
dictionary tools.

This rule also applies to the system message area (SYSMSG.DDLDCMSG). It can only be included in dictionaries whose
other segments have the same page group as the SYSMSG segment. When processing a dictionary with a difference
page group, IDD cannot be used to display or update messages. Maintenance of the system message area can only be
done from a dictionary that has the same page group as the SYSMSG segment.

Page Groups and SQL

When defining an application dictionary that contains a catalog component, the page groups of the base and catalog
components may be different. The page group of the catalog component has no impact on the page group of data that
may be accessed while connected to the dictionary.

CA-supplied Dictionary Definitions
This section contains information on the following topics:

Provided on Install Tape

As part of installation, you receive definitions for entities required to operate your CA IDMS environment. These definitions
are described next:

Definition Description
Non-SQL descriptions of the dictionary A schema and subschemas describing the base definition and

message components and that part of
the catalog component used for physical database definitions

At sites with the SQL option, an SQL description of the catalog
component

Table definitions of the catalog component of the SYSTEM
schema and views based on those tables in the SYSCA schema

Runtime messages Messages used by CA-written software
Entity, class, and attribute definitions Definitions of base entity, class, and attributes used by CA IDMS

tools
Protocols and standard error routines Generalized source modules that the DML processors use to

convert DML statements into calls for DBMS services
DC/UCF device types, task, and program definitions Definitions used to generate DC/UCF systems
CA Culprit report modules CA Culprit source modules used to produce standard reports; for

example, JREPORTs, SREPORTs, and DREPORTs
Nondatabase structures Records that are not associated with a CA IDMS database. CA

IDMS/DB stores the definitions of
nondatabase structures as records in the dictionary; applications
can copy the definitions of
the records at compile time by means of COPY IDMS or INCLUDE
IDMS compiler-directive commands.

How the Dictionary Gets Populated

Dictionaries are populated with CA-supplied definitions in one of three ways:

Definition Description
IDMSDIRL Loads the non-SQL schema and subschemas that define the base

definition and message components of the dictionary
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IDD, IDMSCHEM, IDMSUBSC Populates the base definition and message components of the
dictionary using source members provided at installation

Command facility Populates the catalog component of the dictionary with system
table and view definitions (SQL-option only)

Where Information Should Reside

The information listed above can reside in either a system dictionary or an application dictionary, or both:

Information Where it should reside
Non-SQL schema and subschema describing the dictionary In one dictionary associated with each system; the definitions may

be shared across systems
SQL definitions In all dictionaries having a catalog component (SQL-option only)
Messages In all system message areas
Entity, class, and attribute definitions In all system and application dictionaries
Protocols and standard error routines In all application dictionaries
DC/UCF device types, task, and program definitions In all system dictionaries
CA Culprit report modules In the same dictionary that contains the non-SQL schema and

subschema definitions of the dictionary

Logical Database Definitions

CA-Supplied Schema

The following table describes the non-SQL schema supplied by CA that describes a dictionary. Its definitions are stored in
a dictionary by the IDMSDIRL utility.

Schema Areas
IDMSNTWK DDLDML DDLDCLOD DDLCAT DDLCATX DDLDCMSG

CA-Supplied Subschemas

The following table describes subschemas supplied by CA and the CA IDMS products or facilities that make use of them.
Most of these subschemas are distributed as object modules only. The source definitions of IDMSNWKA and IDMSNWKG
are also stored in a dictionary by IDMSDIRL for user-reporting purposes.

 

Subschema Areas Used By
IDMSCATL DDLCATLOD Loader processing

CLOD DC/UCF system task
PUNCH utility statement
Database administrators when executing
utilities such as
UNLOAD/RELOAD against the
DDLCATLOD area
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IDMSCATZ DDLCAT DDLCATX DDLCATLOD The command facility for SQL processing
andphysical database definition
User applications issuing dynamic SQL
requiring automatic recompilation
of an access module or issuing SQL DDL
statements
Database administrators when executing
utilities such as
UNLOAD/RELOAD against the DDLCAT
and DDLCATX areas

IDMSNWKA DDLDML DDLDCLOD DDLDCMSG IDD DDDL compiler (IDMSDDDL)
DC/UCF system generation compiler
(RHDCSGEN)
DC/UCF startup
Schema and subschema compilers
(IDMSCHEM and IDMSUBSC)
CA IDMS/DC mapping compilers (MAPC
and batch)
CA ADS compilers
CA OLQ
CA Culprit
The Automatic System Facility (ASF)

IDMSNWKL DDLDCLOD Loader processing and the CLOD DC/UCF
system task

IDMSNWKT DDLDML SQL processing to access non-SQL defined
database descriptions

IDMSNWKU DDLDML DDLDCLOD DDLDCMSG
DDLCAT DDLCATX

Database administrators when executing
utilities such as UNLOAD/RELOAD against
dictionary areas DDLDML, DDLDCLOD,
and DDLDCMSG

IDMSNWKG DDLDML DDLDCLOD DDLDCMSG
DDLCAT DDLCATX

IDMSRPTS

IDMSNWK6 DDLDCMSG System message processing
IDMSNWK7 DDLDCRUN QUED and QUEM DC/UCF system tasks

and queue processing
IDMSNWK8 DDLDML CLIST and send-message processing
IDMSNWK9 DDLDCLOG Online print log (OLP) and PRINT and

ARCHIVE LOG utility statements

 

Note: Additional non-SQL schemas and subschemas are supplied at installation time. For more information, see the CA
IDMS Security Administering section.

SQL Table Definitions

At sites with the SQL option, CA IDMS/DB also provides the table and view definitions that describe the catalog
component of the dictionary. These definitions are distributed under two schema names:
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Definition Description
SYSTEM Contains the catalog table definitions; no changes can be made to

any of the entities in the SYSTEM schema
SYSCA Contains the CA-supplied views of the SYSTEM tables and

records in the IDMSNWK schema; these views restrict
access to table definition information based on a user's SELECT
authority on the table.

Note: For more information and a description of the table definitions, see the CA ADS Reference section.

Protocols, Nondatabase Structures, and Modules

The following table summarizes the protocols, nondatabase structures, and modules placed in the dictionary at installation
time:

Language Protocol Non-database structure Module
COBOL BATCH

BATCH-AUTOSTATUS
CICS
CICS-AUTOSTATUS
CICS-EXEC
CICS-EXEC-AUTO
CICS-STANDARD
CICS-STD-AUTO
DC-BATCH
IDMS-DC
IDMS-DC-NONAUTO
IDMSDML-PROTOCOL-SQL

DB-STATISTICS
SUBSCHEMA-CTRL for
IDMS-DC
IDMS-DC-NONAUTO
DC-BATCH
CICS
CICS-AUTOSTATUS
CICS-EXEC
CICS-EXEC-AUTO
CICS-STANDARD
CICS-STD-AUTO
SUBSCHEMA-LR-CTRL

IDMS-STATUS for
BATCH-AUTOSTATUS
IDMS-DC
DC-BATCH
all others

PL/I BATCH
CICS
CICS_EXEC
DC_BATCH
IDMS_DC
IDMSDML_PROTOCOL_SQL

DB-STATISTICS
SUBSCHEMA_CTRL for
CICS
CICS_EXEC
IDMS_DC
DC_BATCH
SUBSCHEMA_LR_CTRL

IDMS_STATUS
IDMS_STATUS
(IDMS_DC)

Assembler BATCH
CICS
CICS-AUTOSTATUS
CICS-EXEC
CICS-EXEC-AUTO
IDMSDC

SSCTRL for
CICS
CICS-AUTOSTATUS
CICS-EXEC
CICS-EXEC-AUTO
SSLRCTL

DBSTATS

Defining New Dictionaries
Contents
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Defining New Catalog Components

Physical Characteristics

The segment definition for all catalog components must have the following characteristics:

• The names of the areas must be DDLCAT, DDLCATX, and DDLCATLOD
• The page size of the areas should be at least 4856 plus page reserve

All other physical characteristics can be chosen based on processing requirements, hardware configuration, and standard
database design techniques. For example, choose an access method and page size appropriate for your disk devices and
consider using a page reserve on the DDLCATX area.

Catalog Components for Non-SQL Use

Without the SQL option, only a system dictionary requires a catalog component. When defining the corresponding
segment, specify FOR NONSQL (or take the default).

Catalog Components For SQL Use

If the SQL option has been installed at your site, one or more of your application dictionaries will have an associated
catalog component in order to define tables and views. The corresponding segment must have the following attributes:

• FOR SQL specification on the segment
• STAMP BY AREA for the DDLCAT and DDLCATLOD areas
• STAMP BY TABLE for the DDLCATX area

The catalog associated with the system dictionary can also be defined with these attributes. If it is, SQL can be used to
examine the physical database definitions stored in the system dictionary.

When a new SQL catalog component is defined, take the following steps after the new segment has been formatted:

1. Define the system tables and views in the new catalog using the TABLEDDL and VIEWDDL members in the
installation source library

2. Issue the UPDATE STATISTICS utility statement against the new DDLCAT area
3. Grant appropriate authorities to permit authorized users to create schemas in the new dictionary

Defining New Application Dictionaries

Steps

To create a new application dictionary, follow these steps:

Action Steps
Start a session in the command facility CONNECT TO SYSTEM
Define segments for the base definition and the catalog
components of the dictionary
Note that you need the catalog component only if the SQL option
is installed at your site.

CREATE SEGMENT

Add the new segment(s) to the DMCL used at runtime ALTER DMCL with the ADD SEGMENT clause
If you created two segments, define a new database name in the
database name table

CREATE DBNAME

Generate, punch, and linkedit the new DMCL See Section27, “Modifying Physical Database Definitions”
If you created a new database name, generate, punch, and
linkedit the new database name table

See Section28, “Modifying Database Name Tables”

Create and format new dictionary files See Section17, “Allocating and Formatting Files”
Make the DMCL available to the runtime system See Section27, “Modifying Physical Database Definitions”
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Populate the dictionary with CA-supplied definitions Use IDD DDDL statements to add entity, class, and attribute
definitions, protocols, and standard error routines

If you created a new catalog component:
Populate it with the system table and view definitions
Execute UPDATE STATISTICS for the DDLCAT area of the new dictionary
Grant appropriate authorities to define schemas in the new dictionary

Example

The following example illustrates how to define a new application dictionary. It consists of a new definition component in
segment TESTDICT, a new catalog component in segment TESTCAT, and the system message component.

The database name for the dictionary is TESTDICT.

1. Define the new TESTDICT and TESTCAT segments and their areas and files.

create segment testdict

  for nonsql

  page group 0

  maximum records per page 255;

add file testdml

  assign to testdml

  dsname 'test.ddldml';

add file testlod

  assign to testlod

  dsname 'test.ddldclod';

add area ddldml

  primary space 10000 pages

    from page 5000001

  maximum space 20000 pages

  page size 4276
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  within file testdml

    from 1 for all blocks;

add area ddldclod

  primary space 1000 pages

    from page 5020001

  maximum space 5000

  page size 8196

  within file testlod

    from 1 for all blocks;

create segment testcat

  for sql

  page group 0

  maximum records per page 255

  stamp by area;

add file testcat

  assign to testcat

  dsname 'test.testcat';

add file testcatx

  assign to testcats

  dsname 'test.testcatx';
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add file testcatl

  assign to testcatl

  dsname 'test.testcatl';

add area ddlcat

  primary space 5000 pages

    from page 5030001

  maximum space 10000 pages

  page size 8196

  within file testcat;

add area ddlcatx

  primary space 1000 pages

    from page 5040001

  maximum space 3000 pages

  page size 8196

  within file testcatx;

add area ddlcatlod

  primary space 500 pages

    from page 5045001

  maximum space 5000 pages

  page size 8196

  within file testcatl;

2. Modify the DMCL
3. Generate, punch, and linkedit the new DMCL:
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generate dmcl idmsdmcl;

4. Define a new database name for the dictionary

add dbname alldbs.testdict

  segment testdict

  segment testcat

  segment sysmsg;

5. Generate, punch, and link the database name table:

generate table dbtable alldbs;

6. Create and format new dictionary files:

format segment testdict;

format segment testcat;

7. Populate the dictionary using the appropriate source from the installation source library.
8. Execute UPDATE STATISTICS for the new DDLCAT area:

update statistics for area testcat.ddlcat;

9. Assign appropriate authorities within the new dictionary.

Defining New System Dictionaries

Steps

To create a system dictionary for a new system, follow these steps:

Action Steps
Start a session in the command facility CONNECT TO SYSTEM
Create new segments that contain these dictionary areas
DDLDML
DDLDCLOD
DDLCAT
DDLCATX
DDLCATLOD
DDLDCMSG
Note: Use segment names that are different than existing
segment names.

CREATE SEGMENT

If you created more than one segment, create a database name
table entry that contains all the segments you created

CREATE DBNAME

Add the segment(s) to the DMCL ALTER DMCL with the ADD SEGMENT clause
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Generate, punch, and link the DMCL See Section27, “Modifying Physical Database Definitions"
If you created more than one segment, generate, punch, and link
the database name table

See Section28, “Modifying Database Name Tables"

Format the new dictionary files FORMAT FILE/SEGMENT
Grant appropriate administrative privileges to authorized
individuals on and within the new dictionary

See the CA IDMS Security Administering section

Re-define the dictionary segment(s) in the new dictionary by
either:
Creating the segments directly
Punching the segment definitions from the current SYSTEM
dictionary and re-adding them to the new dictionary
Make sure the segment name of the message area in the new
dictionary is SYSMSG. Define additional segments necessary for
a complete runtime environment.

CREATE SEGMENT
PUNCH SEGMENT

Define a database name table that includes the database name
SYSTEM; SYSTEM must identify the new dictionary segments.
Add additional entries as necessary.

CREATE DBTABLE
CREATE DBNAME

Create a new DMCL with associated database buffers,a journal
buffer, and journal files

See Section5, "Defining, Generating, and Punching a DMCL"

Add the new segments and associate the database name table
with the new DMCL

ALTER DMCL

Generate, punch, and link the new DMCL See Section5, "Defining, Generating, and Punching a DMCL"
Generate, punch and link the new database name table See Section6, "Defining a Database Name Table"
Populate the system dictionary with the following CA-supplied
definitions:
Entity, class, and attribute definitions
DC/UCF device types, tasks, and programs
If the new catalog segment was defined as FOR SQL, complete its
definition.

See 25.3.1, "Defining New Catalog Components".

Establishing a Default Dictionary
What is a Default Dictionary

A default dictionary is the dictionary that will be accessed by CA IDMS tools if you don't specify a dictionary by other
means such as using a DCUF SET DICTNAME command or a CONNECT statement.

Defining a Default Dictionary

To define a default dictionary for your runtime environment, include a subschema mapping in the database name table
associated with the runtime DMCL for the IDMSNWK subschemas. For example, the following statement establishes
TESTDICT as the default dictionary for the runtime environment using the ALLDBS database name table:

create dbtable alldbs

   add subschema idmsnwk? maps to idmsnwk? dbname testdict;
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Runtime Environments
Contents

Central Version or Local Mode

CA IDMS/DB can run within a DC/UCF system as a central version or in local mode:

• Central version operations provide database services to batch or online applications. Multiple users can gain access to
a database concurrently.

• Local mode operations are batch operations that do not run under a central version. In local mode, only one user at a
time has access to a database area in update mode.

Data Sharing Environment

Data sharing is an environment in which two or more central versions operate cooperatively through the use of a coupling
facility. In this environment, multiple central versions may concurrently access a database area in update mode.

Central Version Runtime Components

The following table lists the components needed for a central version runtime environment:

Component Description
System dictionary Defines the DC/UCF system and physical database entities
DDLDCLOG Contains central version log records when the log file for the

central version is assigned to the database
DDLDCRUN Contains runtime queue information used by CA-supplied tools

and online user programs
DDLDCSCR Contains runtime scratch information used by CA-supplied tools

and online user programs
SYSMSG.DDLDCMSG Contains CA-supplied and user-defined messages
DDLSEC Contains user and group information
Application dictionaries
User databases
SYSTRK reference Contains a description of the central version's database

environment.

Considerations

• The segment name of the system message area must be SYSMSG.
• The segment(s) associated with DDLDCLOG and DDLDCRUN must be included in the SYSTEM database name.
• Each central version must have its own DDLDCLOG. In a non-data sharing environment, each central version must

also have its own DDLDCRUN area. In a data sharing environment, the DDLDCRUN area may be shared among
members of a data sharing group.

• The DDLDCSCR component is not needed if scratch information is maintained in memory. If the DDLDCSCR
component is used, each central version must have its own and the segment associated with the DDLDCSCR must be
included in the SYSTEM database name.

• The DDLSEC area may not be necessary depending on your security implementation.
• The SYSTRK reference is needed if change tracking is in effect for the central version.

More Information

 746



 Administrating

• For more information on sharing the DDLDCRUN area, see the Administrating section.
• For more information on security, see the CA IDMS Security Administering section.
• For more information on specifying the location of scratch information, see the CA IDMS Administrating section.
• For more information on Change Tracking and referencing SYSTRK files, see "Change Tracking" in the Administrating

section.

Local Mode Runtime Components

The following table lists the components needed for a local mode runtime environment:

Component Description
System dictionary Defines the DC/UCF system and physical database entities
SYSMSG.DDLDCMSG Contains CA-supplied and user-defined messages
DDLSEC Contains user and group information
DDLOCSCR Contains runtime scratch information used by local mode CA-

supplied tools and user programs issuing SQL requests
Application dictionaries
User databases
SYSTRK reference Enables the local mode application to share the database

environment of a CV.

Considerations

The segment name of the system message area must be SYSMSG.

• The DDLSEC area may not be necessary depending on your security implementation.
• The DDLOCSCR is always optional. If it is not available, scratch information is stored in memory or in the DDLDCSCR

area.
• At least the default dictionary should be available in local mode. Additional application dictionaries may be needed for

loading subschemas and processing SQL requests.
• Including a reference to a SYSTRK file is only available if the central version is using change tracking.

More Information

• For more information on security, see the CA IDMS Security Administering section.
• For more information on specifying the location of scratch information, see the CA IDMS Administrating section.
• For more information on Change Tracking and referencing SYSTRK files, see "Change Tracking" in the Administrating

section.

SYSIDMS Parameter File

About SYSIDMS Parameters

A SYSIDMS parameter is a parameter that can be added to the JCL stream of a batch job running in local mode or under
the central version. You can use SYSIDMS parameters to specify:

• Physical requirements of the environment, such as the DMCL and database to use at runtime
• Runtime directives that assist in application execution
• Operating system-dependent file information

For a complete list of the parameters that can be specified, see the Using section.

Establishing Session Options

Established at Signon
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CA IDMS establishes options for your runtime session when you signon on to a DC/UCF system or when CA IDMS/
DB issues its first database request from a batch application (in local mode or under the central version) or external
teleprocessing monitor. The manner in which CA IDMS implements the options and how they affect your session depends
on the runtime environment.

Specifying a Default Database or Dictionary

CA IDMS/DB provides several ways to specify a session default dictionary or database. The methods available depend on
the runtime environment.

Online Processing

To specify a session default in an online environment, you can:

• Specify DICTNAME/DICTNODE or DBNAME/DBNODE attributes in a system or user profile
• Issue a DCUF command
• Issue a compiler SIGNON or CONNECT statement naming the dictionary and/or database from within an online CA

IDMS/DB compiler or tool (this will update the default dictionary for the runtime session)

Batch Processing

To specify a session default dictionary for a batch central version or external teleprocessing monitor application, you can
use:

• An IDMSOPTI module (for non-SQL applications only)
• A SYSCTL file
• A SYSIDMS parameter file

NOTE
For more information on how CA IDMS/DB determines which database or dictionary to access when provided
with information by the program, IDMSOPTI module, SYSCTL file, and SYSIDMS file, see the Administrating
section.

Local Mode Processing

To specify a session default for local mode, you can use:

• An IDMSOPTI module (for non-SQL applications only)
• A SYSIDMS parameter file

More Information

• For more information on database name tables, see Section6, “Defining a Database Name Table".
• For more information on the SYSCTL file and IDMSOPTI module, see the Administrating section.
• For more information on dictionary entities, see the CA IDMS IDD DDDL Reference section.
• For more information on SYSIDMS parameter syntax, see the Using section.

Migrating from Test to Production
Migrate Definitions from One Dictionary to Another

Whether you have multiple dictionaries under a single CA IDMS/DB system or several dictionaries under separate CA
IDMS/DB systems, you probably need to migrate definitions from one dictionary to another. Typically, migration occurs
when testing is complete and an application is ready for production. At that time, the database and application definitions
must be moved from the test into the production environment.

Considerations for Non-SQL and SQL Defined Data
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The need to migrate applies to SQL-defined and non-SQL defined databases and to applications using SQL or
navigational DML. Most of this section applies to both SQL and non-SQL equally. Text that applies specifically to one or
the other will be noted.

Migration Aids

CA IDMS Dictionary Migrator is a product supplied by CA that can be extremely helpful for migrating applications from one
environment to another. For more information, see the CA IDMS Dictionary Migrator Using section.

For more information, see the following topics:

Establishing Migration Procedures
Considerations

Because many of the pieces of an application, such as subschemas, maps, and dialogs, exist in both source and load
module format, you must consider the following questions when you migrate from one dictionary to another:

• Should you copy or move the components?
• Should you migrate and recompile source code to produce load modules?
• Should you migrate just the load modules?

Accessibility of the Source Code

The major benefit of a complete, fully documented application is that the proper source code is accessible when needed
for debugging. If a problem arises and the source code resides in a properly controlled production environment, the
source code can easily be found and it will correspond exactly to the load module(s) where the problem was encountered.

Availability of Disk Space

A trade-off to migrating a fully documented application is the amount of disk space required. The space may be in one
environment, such as production, or may be spread out over a number of environments, such as development, test,
and production. Determining exactly how much disk space is necessary depends on whether you decide to copy the
application into the production environment or simply move it.

Redundancy

If you choose to maintain separate copies of the application, you must contend with the trade-offs of redundancy. Often,
updates to one copy must also be made to the other, and they both must be made within a short period of time to maintain
consistency.

Accessibility of Information

If you maintain only one copy of the application, you use a minimum amount of disk space and do not have to contend
with redundancy. However, accessibility of information becomes a consideration. If the information is secured so that only
one person is able to access it, procedures must be developed that allow maintenance programmers and all members of
the staff to obtain reports of component definitions. At the same time, you must ensure that there is ample security so that
no one can make accidental or malicious updates that would invalidate production applications.

Implementing Migration Procedures
Contents

Steps

There are essentially four steps involved in migration:

1. Determine the types of components to migrate
Carefully examine the circumstances for dependencies and other relationships among the components involved.

2. Determine the sequence of migration
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Components that do not depend on the definitions of other components should be first on the list.
3. Identify the components

Identify the names, version numbers, and, as appropriate, languages of the individual components that you need to
migrate.

4. Migrate the components using the batch and online compilers and utilities

These steps are discussed on the following pages.

Before You Begin

Before you begin a migration, you may want to back up all involved files. These files can include:

• Source and target DDLDML, DDLDCLOD, DDLCAT, DDLCATX, and DDLCATLOD areas
• Source and target source libraries
• Source and target load libraries
• Source and target JCL procedure libraries

These backups provide coverage during the migration as well as after the migration is complete. If problems arise at any
time, you can restore individual components or entire files from the backups.

Step 1 Determine the Types of Components to Migrate

The components to be migrated should include not only what needs to be migrated but also what is affected by the
migration. The descriptions that follow identify components typically involved in migration and how these affect other
components.

CA ADS Application Structure

The application structure is saved as a load module in the DDLDCLOD area of the data dictionary; no source definitions
for the application are stored in the DDLDML area. The application structure is relatively autonomous. If you make
changes to the application structure, you do not need to recompile any other application components.

Changes to the application structure, however, can logically affect other components, specifically dialogs. For example, if
you change a response name, you will want to change the response field value of any response processes you expect to
execute before control is passed to the response. The application will execute without modifying the dialog, but it will not
produce the expected results.

Maps

Changes to maps fall into two categories:

• Critical changes
• Noncritical changes

Critical changes update the date/time stamp. Any dialogs that use the map must be recompiled before they can be
executed. Critical changes to maps include:

• Adding a data field to the map
• Deleting a data field from the map

Noncritical changes to maps do not cause the map date/time stamp to be updated and, therefore, do not affect any other
application components.

Dialogs

Dialogs associate subschemas or access modules, maps, and process code. The dialog load module contains executable
process source code. Recompiling a dialog containing SQL statements creates a new relational command module (RCM).
Any access modules that include that RCM must then be recompiled also. Recompiling a dialog does not affect any other
application component.

Process Source Code
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Process source code is stored in the data dictionary. Process code is compiled by the dialog compiler and becomes
executable when the dialog is compiled. To have changes to process source code reflected in the dialog load module, you
must recompile the dialog.

RCMs (SQL DML Applications Only)

If a program/dialog containing SQL statements is recompiled, an RCM is automatically created for it and stored as a load
module in the DDLDCLOD area. If the program/dialog load module is copied intact to the production system, the RCM
load module must also be copied.

Subschemas (Navigational DML Applications Only)

If you change a subschema associated with a dialog, map, or program, you do not need to recompile the dialog, map or
program. If the subschema changes cause you to change the logic of a process module, you will need to recompile the
dialog(s) in which the module is used. If the subschema changes affect the lengths of data elements or records or the
procedural code in a program, you will need to recompile and relink the program.

Access Modules (SQL DML Applications Only)

Access modules must be compiled from scratch using the catalog that defines the database to be accessed. They cannot
be copied in load module form like other application components. A typical migration would copy the RCM load modules,
apply any needed database definition changes and then create all access modules used by the application, using the
CREATE ACCESS MODULE command.

Non-SQL Data Definitions

Non-SQL data is defined in records that consist of record elements. Records are either database records, which are
included in a schema, or work records, which are defined through the DDDL compiler.

Changes to database records require that all subschemas that use those records be recompiled. All SQL access modules
that reference those records must also be recompiled for SQL applications that access non-SQL defined databases.
Changes to either database records or work records may require map and/or dialog recompilation.

Some changes to database records require some form of restructuring to incorporate those changes into the existing
database.

NOTE
For more information on modifying the schema definition of a non-SQL defined database, see Section33,
“Modifying Schema Entities".

SQL Data Definitions

Data is defined in tables that consist of columns. Changes to these tables require that all access modules that use those
tables be recreated. Depending on the definition of a particular access module, this recreation may occur automatically or
may have to be initiated manually. These changes may require map and dialog recompilation.

Some changes to table definitions require some form of restructuring to incorporate those changes into the existing
database.

NOTE
For more information on modifying the schema definition of an SQL defined database, see Section30, “Modifying
Schema, View, Table, and Routine Definitions".

Adaptive Query Management

Adaptive query management is a feature of the IDMS SQL option that automatically recompiles access modules in
response to certain kinds of changes in a database application. For example, if a dialog/program has been recompiled,
the runtime SQL engine detects whether corresponding access modules have been recompiled to include the new RCM.
If not, it automatically recompiles the access module at runtime (if the AUTO RECREATE ON option was specified when
the access module was created or last altered). Adaptive query management applies to SQL DML applications that
access either non-SQL or SQL-defined databases.
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Adaptive query management also automatically recompiles existing access modules that access SQL-defined databases
when the definitions of those databases change. Note that this does not happen for non-SQL defined databases. It is the
responsibility of the applications administrator to manually recompile any access modules affected by changes to a non-
SQL defined database.

Edit and Code Tables

Changes to stand-alone edit and code tables that are associated with a map require that the map be recompiled only if the
tables are linked to the map. Changes to unlinked tables do not affect the map load module.

Examples

Example 1──Adding a Data Item to a Screen

Suppose users of an application request an additional data item on a screen. To determine what is affected, consider the
relationship between the map and the new data item:

For an application using navigation DML, you need to do the following if the data item is from a database record already
being used by the map:

1. Change the map to display the data item
2. Recompile the map
3. Recompile any dialogs that use the map

To take these actions, you need to migrate the map and the dialogs.

For an application using navigation DML, you need to do the following if the database record is part of the subschema
used by the map, but the record is not already in use by the map:

1. Add the record to the map definition
2. Change the map to display the data item
3. Recompile the map
4. Recompile any dialogs that use the map

To take these actions, you need to migrate the map and the dialogs.

For an application using navigation DML, you need to do the following if the database record is not already part of the
subschema:

1. Add the record to the subschema
2. Recompile the subschema
3. Add the record to the map definition
4. Change the map to display the data item
5. Recompile the map
6. Recompile any dialogs that use the map

To take these actions, you need to migrate the subschema, map, and dialogs.

If the data item can be derived (for example, calculated) from data already available to the application, you need to:

1. Create a work record for the map and add it to the map definition or modify the existing work record
2. Change the map to display the data item
3. Recompile the map
4. Change any processes that must derive the data item
5. Recompile any dialogs that use the map

To take these actions, you need to migrate the record, subschema, map, affected processes, and dialogs.

If the application uses SQL DML, a work record will already have been defined to move data between the map and the
SQL statements in the dialog. To add another database item to the screen, you need to:

1. Add the item to the work record already defined for the host variables referenced in the SQL DML statements.

 752



 Administrating

2. Change the map to display the data item.
3. Recompile the map.
4. Make necessary changes to the SQL statements to retrieve the data item from the database.
5. Recompile any dialogs that contain altered SQL statements and any dialogs that use the map.
6. Recompile (using the ALTER ,kACCESS MODULE statement) any access modules that contain the recompiled

dialogs.

Example 2──Implementing a New Application

Suppose you implement an entirely new application based on an existing database. When the new application has been
adequately tested, all of the application components need to be migrated from the test system to the production system. In
addition, you must also consider what database components to migrate:

• If you have not made any changes to the structure of the database, then the existing schema and physical definitions
are not affected

• Depending on the volume and type of activity involved in the new application, you may need to adjust the buffers and
review the adequacy of the journals in the global DMCL

• If the application uses navigational DML and you used existing subschemas, they, too, are unaffected by the migration.
However, if you created new subschemas for the application, you must migrate them.

• If the application uses SQL DML, you must migrate any RCMs and access modules that were created as part of the
application.

Step 2 Determine the Sequence of Migration

Can Migrate Load Module at Any Time

If you choose to migrate only load modules, the sequence in which you migrate them does not matter.

Sequence Matters for Source Code Migration

If you migrate any source code, the sequence is very important because there are dependencies among the components.

Non-SQL database definitions

1. Elementary data items
2. Group level data items
3. Database records
4. Schemas
5. Subschemas

SQL database definitions

1. Schemas
2. Tables
3. CALC keys
4. Indexes
5. Constraints

Physical database definitions

1. Segments
2. Areas
3. Files
4. DMCL modules
5. Database name tables
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Application components definitions

1. Edit and code tables
2. Work records for elementary data items,group level data, maps, and dialogs
3. CA ADS process modules
4. Modules called by CA ADS processes or other programs
5. Maps
6. CA ADS application structures
7. CA ADS dialogs
8. RCMs (for SQL DML applications only)
9. Access modules (for SQL DML applications only)

Components that can be migrated in any sequence

1. Load modules
2. Source code for batch and online programs
3. CA Culprit source code
4. JCL

Step 3 Identify the Individual Components

Having determined the types of components you need to migrate, you can begin to identify the individual occurrences. To
identify them uniquely, you need both their names and version numbers. For modules, programs, and edit/code tables,
you also need the name of the language in which they are programmed.

Step 4 Migrate the Components

Depending on the volume of information and the configuration of your dictionaries, you can use batch or online facilities to
move or copy the component definitions to their target dictionary.

Using Online Compilers for Migration

If the volume of information is small and both dictionaries are under the control of the same CA IDMS/DB or DC/UCF
system, you can use the online compilers for most of the migration.

Using Batch Compilers for Migration

If the volume is large or if the dictionaries are under the control of separate CA IDMS/DB or DC/UCF systems, you need to
use the batch compilers and utilities.

Migrating Only Load Modules

If you only want to create an executable application in the production environment, you migrate just the essential load
modules. Note that for SQL DML applications, the access modules must still be compiled from scratch on the production
system.

Migrating the Complete Application

If you want a complete, fully documented application in the production environment, you need to:

• Migrate the source for all components
• Recompile the components
• Recompile the corresponding load modules
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Identification Aids
The descriptions below identify facilities or techniques you can use to identify the individual application components you
need to migrate. To extract information on components stored in libraries or other data sets, use an appropriate operating
system utility.

IDD DISPLAY Statement

Using either the online or batch dictionary compiler, you can list the names and version numbers of entity occurrences
with a simple form of the DISPLAY ALL statement. Any of the IDD entity types can be displayed.

Using an optional WHERE clause on the DISPLAY ALL statement, you can more closely select the occurrences you
want displayed. With any entity types, you can qualify the occurrence name. For some entity types, there are additional
selection criteria that you can specify, such as the user ID of the person who created the entity.

NOTE
For more information on the DISPLAY ALL statement and its WHERE clause, see the discussion on entity-
occurrence display in CA IDMS IDD DDDL Reference section.

Command Facility

With either the online or batch command facility, you can:

• Display physical database definitions
• Use a SELECT statement to list, but not display the syntax of, SQL entity definitions

IDMSRPTS

IDMSRPTS is a utility that produces reports on information stored in the dictionary. One of its options, the Program Cross-
Reference Listing, is particularly useful for migration operations if you are using program registration. The report lists all
subschemas for a specified schema and all of the programs registered against those subschemas.

NOTE
For a sample of this report and instructions on how to run the IDMSRPTS utility, see the CA IDMS
Administrating section.

DREPORTs

DREPORTs also report on information stored in the dictionary. There are some DREPORTs that summarize information
for dictionary entities and some that present detailed information on these entities.

From the summary reports, you can obtain the names and version numbers of the components that need to be migrated.
If you need to know whether other related components will be affected, you can run one or more of the reports that
present detailed information.

NOTE
For more information on DREPORTs, see the CA IDMS Reporting section.

AREPORTs

AREPORTs report on CA ADS dialogs, application structures, and their associated components (such as subschemas,
RCMs, maps, and processes) from the information stored in the DDLDML area of the dictionary.

The complete detail report is most useful when you are planning the migration of an entire application. When planning the
migration of more than one dialog, run the report that keys in on only the dialogs you need.

NOTE
For more information on AREPORTs, see the CA IDMS Reporting section.

SQL Catalog

The SQL catalog contains the definitions of all SQL-defined database entities. It also contains information on all access
modules and the tables that they reference (or records, for SQL DML applications that access non-SQL defined
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databases). Since the catalog is itself an SQL-defined database, SQL SELECT statements may be used to query its
contents.

Dictionary Classes and Attributes

Classes and their attributes are primarily a means of extending the documentation capabilities in the dictionary. When
migrating, documentation by class and attribute provides a powerful mechanism to analyze and identify the components
involved. Using classes and attributes provides you with the capability to display a simple list of names or to report on the
details of all components having the same attribute. For example, using the DDDL compiler, you can display all modules
associated with attribute TEST within class STATUS:

display attribute test within class status with modules.

NOTE
For more information on creating classes and attributes and display entities based on class and attribute, see
the CA IDMS IDD DDDL Reference section. For more information on reporting by class and attribute, see the
CA IDMS Reporting section.

Naming Conventions

Naming conventions help in identifying and migrating components.

Although there are no hard-and-fast rules for designing naming conventions, there are a few factors that you should keep
in mind:

• Collating sequence
Many of the DREPORTs display the components sorted in ascending order by name. If the names of all components
of an application begin with the same few characters, it is easy to distinguish one application from another, but more
difficult to distinguish components within an application. Likewise, if the names of all elements within a record begin
with the same few characters, it is easy to distinguish one record from another in a list, but more difficult to distinguish
elements within a record.

• Acceptable name lengths
The software permits names of different lengths for different components. If you want several characters of every
name to identify the application, select a small number (for example, 2 or 3) of characters for this purpose, in order to
leave enough characters for other purposes.

• Consistent number of characters
Consider selecting a consistent number of characters to identify the record in which an element is placed or
components within a particular application. If you choose a standard number of characters and place them in a
standard position, it will be easy to sort information or to scan lists or reports for a particular item.

As an alternative to embedding an application identifier in component names, you may choose to use a class/attribute
pair. This arrangement allows more characters per name for other purposes, while still providing a connection between
components of the same application.

Migration Tools

General Methods
Contents

Migration Tasks

Migration generally consists of two or three tasks:
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• Punching or decompiling components from a dictionary to a temporary work file or external file
• Compiling the components from the temporary work file or external file into the target dictionary
• Recompiling load modules, as necessary, in the target dictionary

The options of the schema, subschema, DDDL compilers, and command facility that you use for these tasks function
identically. Different options exist in the mapping compilers and the mapping utility, and CA ADS compilers.

The following discussions explore the methods of migration using the DISPLAY and PUNCH statement options of
the schema, subschema, and DDDL compilers and the command facility, and the various parameters of the mapping
compilers and the mapping utility.

Using the DISPLAY statement

Use for Small Volumes of Data

The DISPLAY statement of the schema, subschema, and DDDL compilers, and command facility is useful for moving
small volumes of information between dictionaries under the control of the same DC/UCF system. Because this technique
occurs online, system resources, such as response time and storage pool space, will limit the volume you are able to
migrate.

Steps

There are four steps in the technique:

1. Sign on to the dictionary containing the components (the source dictionary)
2. Display the individual components using the AS SYNTAX clause.

This step accomplishes the task of decompiling the components to a temporary work file. If you need to modify existing
components in the target dictionary, use the VERB MODIFY option of the DISPLAY statement (DISPLAY ADD is the
default action):

display subschema empss01 as syntax verb mod.

3. While the components are in the compiler's work file, insert a SIGNON statement for the target dictionary into the work
file as the first statement.
This step prepares for the task of compiling the components from the temporary work file into the target dictionary. At
the conclusion of this step, the work file contains a SIGNON statement for the target dictionary, followed by ADD or
MODIFY statements for those components you want to migrate.

NOTE
Typically the output of the previous step includes an echo of the input, so the first statement in the output is
the DISPLAY statement. The DISPLAY statement is not necessary, so you can replace it with the SIGNON
statement.

4. Invoke the compiler
The compiler signs you off the source dictionary, signs you on to the target dictionary, and adds or modifies the
components in the work file.

Final Tasks for Schemas and Load Modules

This technique will copy the source to the target dictionary, but it does not automatically validate schemas or recompile
load modules for subschemas and edit and code tables. You can perform these additional functions in one of two ways:

• After you compile the source into the target dictionary, establish currency on the appropriate component and issue the
VALIDATE or GENERATE statement. To establish currency, issue a simple MODIFY statement for the component. For
example:

modify subschema empss01.
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generate.

• Before you compile the source into the target dictionary, edit the work file by inserting the VALIDATE or GENERATE
statement after the source for the component.

Using the PUNCH Statement

Used for Batch Migration

The PUNCH statement of the schema, subschema, and DDDL compilers and command facility is useful for batch
migrations. If you perform the migration in batch mode, the PUNCH statement allows you to migrate larger volumes of
information. It also allows you to migrate between dictionaries under the control of different DC/UCF systems.

Writes Information to File or Module

The PUNCH statement has the same options as the DISPLAY statement. However, it writes the requested information to
one of two destinations: an external file or an IDD module.

Use Files or Modules to Accumulate Large Numbers of Components

The file or module provides an intermediate place to store the information you want to migrate. As a result, you can:

• Accumulate components in one or more modules over the course of several terminal sessions
• Accumulate several files of components over the course of separate executions of the batch compiler
• Edit the content of the modules or files; For example, to change the STATUS of components from TEST to

PRODUCTION

Technique 1

This technique is very similar to the technique for the DISPLAY statement described above. Because it occurs in batch,
however, you can migrate larger volumes of information.

Steps

The steps in this technique follow:

1. In the first execution of the compiler, sign on to the source dictionary in batch mode and punch the individual
components to an external file.
In the PUNCH statement, use the AS SYNTAX clause. In addition, specify VERB MOD if you are migrating existing
components. Define the file as SYSPCH in the JCL.
To avoid having to specify these clauses in every PUNCH statement, you can issue a SET OPTIONS statement before
the PUNCH statements:

set options display as syntax verb mod.

2. When the job ends, edit the external file as follows:
– Insert a SIGNON statement for the target dictionary as the first statement.
– Insert the following statement after the SIGNON statement:

set options input 1 thru 80.

This step prepares for the task of compiling the components from the temporary file into the target dictionary. Be
sure the SIGNON and SET OPTIONS statements start between columns 1 and 72.

– Execute the compiler a second time, using the edited file as input.
The compiler signs on the target dictionary and adds or modifies the components in the file.

Technique 2
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With this technique, you create a dictionary module in the source dictionary to hold the components you want to migrate.
You migrate the module to the target dictionary, extract the ADD or MODIFY statements for the individual components,
and store or modify each of the components in the target dictionary.

Steps

The steps in this technique follow:

1. In batch or online mode, sign on to the source dictionary and create a module occurrence to hold the components to
be moved. For example:

add module holdit.

2. While signed on to the source dictionary, punch the components to be moved into the module using the TO MODULE
and AS SYNTAX clauses:

punch element emp-last-name

  to module holdit

  as syntax.

The module source for HOLDIT now consists of the ADD ELEMENT EMP-LAST_NAME statement.
You can perform this step in batch or online mode, and you can punch more than one component to the module. If you
use the SET OPTIONS statement following signon, your input appears as follows:

set options input 1 thru 80

            default is on

            punch to module holdit

            as syntax.

punch element emp-last-name.

 .

 .

 .

This statement automatically changes an ADD to MODIFY if the entity already exists in the dictionary and punches the
entity as syntax.

3. In batch mode, sign on to the source dictionary and punch the module to an external file.
The input to the compiler consists of only two statements: a SIGNON statement for the source dictionary and a
PUNCH statement for the module. In the PUNCH statement, use the AS SYNTAX and TO SYSPCH clauses. Also, be
sure to define the file as SYSPCH in the JCL.
At the end of this step, the external file contains only one statement: an ADD/MODIFY MODULE statement. Within
the MODULE statement, however, the module source consists of the ADD or MODIFY statement for the individual
components that you want to migrate.

4. Edit the external file as follows:
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– Insert a SIGNON statement for the target dictionary as the first statement
– Insert the following statement after the SIGNON statement:

set options input 1 thru 80.

– Insert an INCLUDE MODULE statement as the last statement.
As a result of the editing, the external file contains four statements:
– A SIGNON statement
– A SET OPTIONS statement
– An ADD MODULE or MODIFY MODULE statement
– An INCLUDE MODULE statement.
For example:

  signon user dba password pass dictname target.

  set option input 1 thru 80.

add module holdit

 .

 .

 .

module source follows

add element emp-last-name

  version is 1

  pic is x(20)

 .

 .

 .

msend.

include module holdit.

5. Execute the compiler in batch mode, using the edited file as input.
The compiler signs on to the target dictionary and adds or modifies the module. The INCLUDE statement brings the
module source into the compiler's work file. The content adds or modifies the individual components to the target
dictionary.

Final Tasks for Schemas and Load Modules
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As with the DISPLAY statement, the PUNCH statement does not automatically validate the schemas or generate the load
modules for subschemas and edit/code tables. To perform these function, use one of the methods described earlier in
26.6.1, "Using the DISPLAY statement".

Technique 3

This technique combines parts of the Technique 2 presented above and parts of the online DISPLAY technique described
earlier in 26.6.1, "Using the DISPLAY statement". Because this technique entails an online migration, you need to
moderate the volume of information you punch.

The steps in this technique follow:

1. In online mode, sign on to the source dictionary and create a module occurrence to hold the components to be moved.
2. While signed on to the source dictionary, punch the components to be moved to the module.

As above, direct the output of the punch to the module by including the TO MODULE clause in each PUNCH
statement or in a SET OPTIONS statement. Also, specify the AS SYNTAX clause and the VERB ADD or VERB
MODIFY clause, as appropriate.

3. Clear the compiler's work file.
4. Display the module.

This step brings the module (with all of its source) into the compiler's work file. In the DISPLAY statement, use the AS
SYNTAX clause.

5. Edit the work file as follows:
– Insert a SIGNON statement for the target dictionary as the first statement.
– Insert an INCLUDE MODULE statement as the last statement.
This step prepares the work file for the task of compiling the module and then the components into the target
dictionary. As a result of the editing, the work file contains three statements:
– A SIGNON statement
– An ADD MODULE or MODIFY MODULE statement
– An INCLUDE MODULE statement

6. Invoke the compiler
The compiler signs on to the target dictionary and adds or modifies the module. The INCLUDE statement brings the
module source into the compiler's work file and executes the content of the work file. The content adds or modifies the
individual components to the target dictionary.

Final Steps for Schemas and Load Modules

As with the other techniques, this technique does not automatically validate schemas or generate load modules for
subschemas and edit/code tables. To perform these functions, use one of the methods described earlier in 26.6.1, "Using
the DISPLAY statement".

Using the Mapping Compiler and Mapping Utility

Steps

There are three steps to migrate maps between dictionaries (whether under the same CA IDMS/DB or DC/UCF system or
not):

1. Decompile the maps from the source dictionary.
For this step, use the decompile function of the mapping utility (RHDCMPUT). You can decompile one or several maps
in a single execution:

PROCESS=DECOMPILE

MAP=map1-name
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MAP=map2-name

 .

 .

 .

The output of the decompilation consists of the source form of the maps, typically stored in a temporary file.
2. Compile the maps into the target dictionary.

For this step, use the file of decompiled maps from the previous step as input to the mapping compiler (RHDCMAP1).
The mapping compiler places a source description of the map in the DDLDML area of the target dictionary.

3. Generate the load modules for the maps in the target dictionary.
For this step, use either the online mapping facility or the load function of the mapping utility (RHDCMPUT). If you use
the load function of the mapping utility, you can generate multiple load modules in a single execution:

PROCESS=LOAD

MAP=map1-name

MAP=map2-name

 .

 .

 .

Specify Source and Target Dictionary

The source and target dictionaries are typically part of multiple dictionary environments. Consequently, you must indicate
which of the dictionaries the mapping compiler and mapping utility should run against. There are several techniques for
specifying a particular dictionary in a multiple dictionary environment.

NOTE
For more information, see Section25, “Dictionaries and Runtime Environments”.

For SQL-Defined Entities

Using DISPLAY and PUNCH

SQL-defined entities (schemas, tables, and so on) can be migrated using the DISPLAY and PUNCH techniques described
earlier in this section. This approach is useful for creating a second entity that has the same definition as one in test.

Including All Related Entities

To generate syntax for all entities related to an entity whose definition is being displayed or punched, specify the FULL
option.

For example, the following statement will generate syntax for all entities in the EMP schema.

display schema emp full as syntax
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The next statement will generate syntax for the EMP.DEPT table and its associated indexes, constraints and calc keys.

display table emp.dept full as syntax

Replicating Physical Attributes

By default, when a DISPLAY or PUNCH statement is used to recreate the DDL for an SQL-defined entity such as a
schema, the definition will be logically identical to the original. However, certain physical attributes that normally are
assigned internally by the DBMS when an entity is created will not be the same if the generated DDL is used to create a
new entity. These attributes include such things as a table's numeric identifier (its table ID) and the timestamps that are
used to track when an entity's definition is changed.

Ensuring that physical (as well as logical) attributes are identical for all entities associated with an area or segment,
facilitates copying of data from one area or segment to another. For example, you could use operating system facilities to
copy production files to a quality assurance environment for testing purposes if the physical attributes of both are identical.

NOTE
To copy files this way, the definitions of the segments in which the files are defined must also be identical except
for segment name and page group.

It is possible to define new entities with the same physical attributes as those of another entity by specifying the FULL
PHYSICAL clause on the DISPLAY or PUNCH statement. This will cause additional syntax to be generated that will
explicitly establish values for the physical attributes of the new entity.

The following entities have physical attributes that need to be considered:

• Schema
• Table
• View
• Table Procedure
• Procedure
• Function
• Index
• Area

Keeping Physical Attributes Identical

Each time an SQL-defined entity definition is directly or indirectly changed, its definition timestamp is changed
automatically. For example, if a new index is added to a table, the table's timestamp is updated automatically. To keep two
or more entity definitions identical, and after making the same change to the cloned definition, you must use an ALTER
statement to set the cloned entity's timestamp to be the same as that of the original entity.

For example, the following procedure ensures that two tables have the same timestamp after adding an index to each of
them.

1. Add the index to the first table:

create index emp.depts on emp.dept (name)

2. Determine its new timestamp value:

display table emp.dept with timestamp

3. Add the index to the second table:
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create index emp2.depts on emp2.dept (name)

4. Force the second table's timestamp to be the same as the first:

alter table emp2.dept timestamp 'yyyy-mm-dd-hh.mm.ss.tttttt'

NOTE
For more information on SQL DDL, DISPLAY and PUNCH statements, see the CA IDMS SQL Administrating
section.

Area-Level Timestamps

If an area was defined with the STAMP BY AREA clause, then each time a change is made to the definition of any table
stored in the area, the area's timestamp is updated. This is the timestamp that must be manipulated to maintain identical
definitions. An area's timestamp is also updated whenever an associated table is created or dropped.

Modifying Physical Database Definitions
Changes You Can Make and What To Do

The following tables summarize the changes you can make to physical database definitions and how to make the change.
In most cases, all you need to do is:

• Alter the entity's definition
• Generate, punch, and link all DMCLs associated with the entity definition

However, if the entity is defined to the runtime DMCL, some changes affect how CA IDMS/DB processes a request to
make the modified DMCL available dynamically. The following tables identify those changes.

When the tables indicate that you must unload and reload a segment or an area, you can use any of the following to
accomplish this:

• The REORG utility statement
• The UNLOAD and RELOAD utility statements
• CA IDMS/DB Reorg

NOTE
For more information on REORG and UNLOAD/RELOAD, see the CA IDMS Administrating section. For more
information on CA IDMS/DB Reorg, see the CA IDMS/DB Reorg Using section.

Segment Definition

Change you can make How to make it
The schema reserved for defining tables and indexes within areas
associated with the segment
The segment's page group

Alter the segment's definition and generate, punch, and link all
DMCLs to which the segment is defined

The maximum number of records or rows per page Alter the segment definition and generate, punch, and link a
DMCLin which the segment is included.
If the segment is empty, use this DMCL to execute a FORMAT
SEGMENT utility statement.
If the segment is not empty, use this and a DMCL containing the
original segment definition to execute the CONVERT PAGE utility
statement.
Generate, punch, and link all remaining DMCLs in which the
segment is included.
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File Definition

Change you can make How to make it
The external file name
The file's allocation information, such as the data set name and
disposition

Alter the file's definition and generate, punch, and link all DMCLs
in which the segment that contains the file is defined

The file's access method (VSAM or non-VSAM) See 27.4, "Changing the Access Method of a File"

Area Definition

Change you can make How to make it
Change the page range (but not the number of pages) assigned to
an area

Alter the area's definition and generate, punch, and link a DMCLin
which the area's segment is included.
If the area is empty, use this DMCL to format all files in the area
If the area is not empty, use this DMCL and a DMCL containing
the original segment definition to execute the CONVERT PAGE
utility statement.
Generate, punch, and link all remaining DMCLs in which the
segment is included.

Increase the area's page size See 27.5.1, "Increasing the Page Size of an Area"
Extend the area's page range See 27.5.2, "Extending the Page Range of an Area"
Change the primary number of pages assigned to the area'spage
range

If the area is not empty, unload and reload the area

Decrease the size of the area's pages If the area is not empty, unload and reload the area
Increase or decrease the page reserve Use an area override in the DMCL definitionfor special operations,

such as loading a database; then remove the area override
To make a permanent change, alter the area definition; if the area
is not empty, changing the page reserve affects only subsequent
store and insert operations
Generate, punch and link the DMCL(s) that contain the area
override or the segment that contains the defined area

Add, modify, or drop a symbolic definition 1 Alter the area's definition and generate, punch, and link all DMCLs
in which the segment that contains the area is defined

Re-assign the area to new or different files See 27.6, "Adding or Dropping Files Associated With an Area"
Update an area's timestamp Alter the area's definition and specify the new timestamp value.

This applies only to areas defined for SQL use.

NOTE
1. If changing the page range of a subarea associated with a record in a non-empty area, unload and reload the
area. If changing the page range of a subarea associated with an index in a non-empty area, use the MAINTAIN
INDEX utility statement to rebuild the index in the new page range as described in the CA IDMS Administrating
section.
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DMCL Definition

Change you can make How to make it
Reassign the buffer associated with a file
Associate or disassociate a database name table
Add or remove a segment
Change an area's startup or warmstart status
Change an area's page reserve
Change the external file name for a file
Change the disposition for a file
Change the use of memory caching for a file
Change the shared cache assigned to a file

Alter the DMCL definition and generate, punch, and link the DMCL

Database Buffer Definitions

Change you can make How to make it
Change the buffer page size
Change the buffer page count
Change how the CA IDMS/DB acquires storage for the buffer
Add or remove buffers

Alter the buffer definition and generate, punch, and link the DMCL
with which the buffer is associated

Journal Buffer Definition

Change you can make How to make it
Change the size of the journal buffer pages See 27.7, "Changing the Page Size of a Disk Journal".

Change the number of journal buffer pages Alter the definition of the journal buffer and generate, punch, and
link the DMCL with which the journal buffer is associated.

Disk Journal Definition

Change you can make How to make it
Change the external file name
Add or remove a disk journal file
Change the file's allocation information, such as its data setname
Change the number of pages in the disk journal file

If altering the characteristics of or removing an existingjournal file,
offload its contents
Alter the journal file's definition and generate, punch, and link the
DMCL
Format the journal file

Change the file's access method See 27.8, "Changing the Access Method of a Disk Journal".

Change you can make How to make it
Change the external file name
Add or remove a disk journal file
Change the file's allocation information, such as its data setname
Change the number of pages in the disk journal file

If altering the characteristics of or removing an existing journal file,
offload its contents
Alter the journal file's definition and generate, punch, and link the
DMCL
Format the journal file

Change the file's access method See 27.8, "Changing the Access Method of a Disk Journal".

 766



 Administrating

Archive Journal Definition

Change you can make How to make it
Change the file's block size
Change the file's external file name
Add or remove archive journal files

Alter the archive file's definition and generate, punch, and link the
DMCL with which the archive file is associated

Tape Journal Definition

Change you can make How to make it

Change the file's external file name Alter the tape file's definition and generate, punch, and link the
DMCL with which the tape journal file is associated

Changes You Cannot Make

• Segment's type (that is, SQL or NONSQL)
• Name of a segment containing SQL tables

For more information, see the following topics:

Making the Changes Available Under the Central Version
Most Changes Can Be Implemented Dynamically

Most physical database changes can be made effective to a CV without recycling by issuing a DCMT VARY DMCL
command.

Some changes require files to be deallocated and reallocated. The ability to deallocate and reallocate files dynamically
depends on the operating system and the information provided in the file definition.

NOTE
For more information, see 7.14, "FILE Statements".

Some changes require that the use of areas or journal files be quiesced. CA IDMS does this automatically as part of the
vary operation. However, this may take a significant amount of time if long-running transactions are in progress.

NOTE
For more information on the impact of each type of change, see 27.3, “Dynamic DMCL Management".

JCL Considerations

If CV's execution JCL contains DD statements for files whose data set name is changed by a DCMT VARY DMCL
command, remove those DD statements before cycling the system.

Restart Considerations

If using VARY DMCL to implement your changes, you must consider how to handle an unanticipated failure during and
after the operation.

The recommended approach is to use change tracking so that no manual intervention is needed to restart the CV after an
abnormal termination. CA IDMS automatically restarts the system correctly using the information stored in the SYSTRK
files.

If change tracking is not in effect, you are responsible for maintaining a copy of the old DMCL load module. You may need
to restart the CV using the old DMCL if an abnormal termination occurs while the VARY DMCL command is in progress.
Additionally, you may need to update the execution JCL before restarting the system to ensure that the correct data set
names are being referenced.
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NOTE
For more information on change tracking, see "Change Tracking" in the Administrating section.

Making Disk Journal File Changes

If making changes to disk journal files, do not change or replace all files at the same time. For example, you cannot
change the dataset name or number of pages of all journal files with a single DCMT VARY DMCL command. To
accomplish this, implement the changes in two separate operations, changing only some of the journal files each time.

Because of this restriction, you cannot change the page size of the disk journal files dynamically since all journal files must
have the same page size. To change the journal page size, you must shutdown and restart the CV using a DMCL with the
new journal buffer page size.

Data Sharing Considerations

In a data sharing environment, most changes to an area or its associated files will not take effect until the area is varied
offline in all group members in which it is shared since most area (and associated file) characteristics must be identical
across all sharing members. For a list of these characteristics, see Sharing Update Access to Data.

The following procedure is recommended for making shared area or file changes:

• Modify and generate a new DMCL for all affected members
• Vary the area offline in all sharing members
• Vary a new copy of the altered DMCL in all affected members
• Vary the area online in all affected members

NOTE
For more information on data sharing, see the Administrating section.

Dynamic DMCL Management
Impact of Changes

When a DMCL is being varied, certain changes cause:

• Areas to be quiesced
• Files to be deallocated and reallocated

Change Quiesce area? Reallocate file?
Segment changes
Dropping and recreating the segment Yes Yes
Page group Yes Yes
Maximum number of records per page Yes Yes
Segment's schema No No
Area changes
Adding an area Allocate
Dropping an area Yes Deallocate
Primary page range Yes Yes
Extending page range Yes Yes
Page size Yes Yes
Original page size Yes Yes
Symbolic parameters Yes Yes
Area-to-file mapping Yes Yes
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Page reserve No No
Maximum space No No
Area's timestamp No No
File changes
Dataset name Yes Yes
z/VM user id/virtual address Yes Yes
Access method Yes Yes
Disposition No Yes
External name (DDNAME) No Yes
DMCL changes
Adding a segment Allocate
Dropping a segment Yes Deallocate
Buffer associated with a file No 1 No
Shared cache usage for a file No No
File's external name (DDNAME) No Yes
File's disposition No Yes
Area status No Yes
Shared cache for a file No Yes
Disk Journal changes
Adding a disk journal Allocate
Dropping a disk journal Yes (2) Deallocate
Number of pages in file Yes (2) No
Dataset name Yes (2) Yes
File's external name (DDNAME) No Yes

NOTE
1 If a file is associated with a new buffer, the area's pages are first purged from the buffer pool.

NOTE
2 Use of the disk journal file is quiesced.

Considerations

• Changing the page size of a buffer causes the buffer to be closed and re-opened with the new size. All other buffer
changes (such as the number of pages) are ignored. To change these parameters while the system is active, issue a
DCMT VARY BUFFER command.

• Changes to a journal buffer, tape, or archive journal file have no impact on the runtime system.
• In a data sharing environment, if an area is shared, most changes to the area and its associated files will not take

effect until the area is varied offline in all group members in which it is shared.

Changing the Access Method of a File
You can change the format of database files from non-VSAM to VSAM and vice versa. The following list describes the
process:

1. Expand the page size of the file's area, if necessary.
2. Alter the file definition to change its access method and generate, punch, and link all DMCLs in which the file's

segment is included. Optionally, you can specify a new database name or other location information.
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3. Allocate a new VSAM or non-VSAM data set, as described in Allocating and Formatting Files.
4. Make the area to be processed unavailable for update under the central version.
5. Copy the old VSAM or non-VSAM file to the new data set.
6. Make the new DMCLs and file available to the runtime environment.

Expand the Page Size

Converting from non-VSAM to VSAM

When you convert a non-VSAM file to VSAM, first expand the page size of the area, if the page size of the area is
significantly smaller than the size of the VSAM control interval. The optimal page size is 8 bytes less than the VSAM
control interval.

Converting from VSAM to non-VSAM

When you convert a VSAM file to non-VSAM, consider expanding the page size of the area, either before or after the
conversion, if the page size of the area is inefficient for the device type.

Copy the Data to the New File

You can use one of the following two options to copy the data to the new file:

• BACKUP and RESTORE utility statements
• The IDCAMS utility

Backup and Restore Utility Statements

To use BACKUP and RESTORE to copy the database files, follow these steps:

1. Offload the data in the old file(s) using the BACKUP utility statement and the old DMCL. If all files within a multi-file
area are being converted, use the AREA option on the BACKUP statement; otherwise, use the FILE option.

2. If the backup was performed with the AREA option, format the new files using the new DMCL before executing Step 3.
3. Reload the data into the new file(s) using the RESTORE utility statement and the new DMCL. If the data was offloaded

with the AREA option, restore with the AREA option; otherwise, restore with the FILE option.

Using the IDCAMS Utility

The REPRO command of the IDCAMS utility can be used to copy the data between a VSAM and non-VSAM file and vice
versa. If you use this approach, be sure to copy all pages (blocks) in the file in their entirety without reblocking. For more
information on IDCAMS, see the appropriate IBM documentation.

NOTE

More information:

• Administrating Database Design
• Increasing the Size of an Area

Increasing the Size of an Area
 

This article describes the following information:

Available Options
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To increase the size of an area, you can:

1. Increase the page size of the area by using the EXPAND PAGE utility statement
2. Extend the number of pages in the area by using the EXTEND SPACE clause of the AREA statement
3. Increase the current number of pages assigned to the area by unloading and reloading the area

Which Option to Use

Both options 1 and 3 distribute free space throughout an area. While option 1 is faster (and therefore less disruptive) than
option 3, it does not reorganize indexes or improve the placement of existing data which may have overflowed due to lack
of space on a page. Option 1 is most effective if used before the area approaches a full condition.

Option 2 adds free space only at the end of an area. This can be useful where records or tables have a location mode of
direct or are clustered around a dbkey index or an OOAK record. It can also be used as a temporary means of increasing
space in an area whose page size cannot be increased (due to device or VSAM restrictions).

If the area to be extended contains CALC records, these records will continue to only target pages in the original page
range. If no space is available to hold the new occurrences, they will overflow into the extended page range. The area
must continue to be defined as being extended until the records are unloaded and reloaded into a new database in which
the entire extended page range is defined as the original page range. Failure to do this results in 0326 errors when CALC
retrieval is attempted.

In order to extend an area, there must be unassigned page numbers following the current page range. If these page
numbers are already assigned to another area, the current page range cannot be extended. Either Option 1 or 3 must be
used; or the current page range must be converted to a new range and that range extended.

Procedures

Procedures for the first two options follow.

NOTE
For information on unloading and reloading an area, see the CA IDMS Administrating section.

Increasing the Page Size of an Area

Steps

To increase the page size for an area, follow these steps:

1. For each file associated with the area, allocate a new file having the larger page size.
2. Copy the contents of each existing file to its new counterpart by executing the EXPAND PAGE utility statement once

for each file.
3. Delete the old files and rename the new files to the old names.
4. Alter the area definition by removing the WITHIN FILE clause and replacing it with REMOVE FILE.
5. Alter the area by:

– Changing the page size
– Adding the ORIGINAL PAGE SIZE clause
– Re-adding the WITHIN FILE clause

6. Generate, punch, and link all DMCLs in which the file's segment is included

Extending the Page Range of an Area

Steps

To extend the number of pages in an area, follow these steps:

1. If the additional pages being added to the area will reside in a new file, define the file.
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2. Change the definition of the area specifying the number of additional pages to add to the area by using the EXTEND
SPACE clause. On the EXTEND SPACE clause, specify to which file the additional pages will be mapped by using the
WITHIN FILE clause.
If the additional pages would cause the number of pages in the area to exceed the maximum space allowed, you can
use the MAXIMUM SPACE clause to increase the maximum provided the page numbers are not assigned to another
area that will be used in the same DMCL as the area being expanded.

3. Generate, punch and link all DMCLs that contain the segment with which the area is associated.
4. Allocate a new database file to contain the additional pages and initialize the file using the new DMCL.
5. If new pages are being added to the last file of the area:

– Make the area to be processed unavailable for update under the central version.
– Backup the area using an old DMCL.
– Restore the area using an old DMCL, but referencing the new file through JCL statements.

NOTE
If the area maps to its file on a one-to-one basis, it is necessary to include IDMSQSAM=ON in the
RESTORE utility's SYSIDMS file.

– Delete the old file and rename the new file.
– Backup the expanded area.

6. Make the DMCLs and the new file available to the runtime environment.

NOTE

More Information:

For information about how to alter the area, see EXPAND PAGE.

Adding or Dropping Files Associated With an Area
Types of Changes

The pages of an area can be mapped to different files provided that all the pages are accounted for. For example, two files
can be combined into one file or one file can be separated into multiple files.

Steps

To add or remove files from an area, follow these steps:

1. Define the new files.
2. Change the definition of the area by excluding all files associated with the area and re-assigning the pages of the area

to file blocks.
3. Drop all unused files.
4. Generate, punch and link all DMCLs that contain the segment with which the area is associated.
5. Allocate and format new database files.
6. Make the area to be processed unavailable for update under the central version. (If re-using some of the existing files,

take the area offline to the central version.)
7. Backup the area using the AREA option of the BACKUP utility statement and the old DMCL.
8. Restore the area using the AREA option of the RESTORE utility statement and the new DMCL.
9. Make the DMCLs and the new files available to the runtime environment.

Changing the Page Size of a Disk Journal
Steps
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To change the page size of a disk journal, follow these steps:

1. Change the size of the journal buffer page.
2. Generate, punch, and link the DMCL.
3. Shut down the system.
4. Offload all currently used journals using the ARCHIVE JOURNAL utility statement with the ALL option and the old

DMCL.
5. Allocate and format new disk journal files.
6. Restart the system with the new DMCL and the new journal files.

Changing the Access Method of a Disk Journal
You can change the access method used for a disk journal file from non-VSAM to VSAM or vice versa. To do this you
must:

1. Change the definition of the disk journal file specifying the desired access method. Alter the page size of the journal
buffer:
– If changing from non-VSAM to VSAM, the page size must match the rounded up CI size. When allocating the new

VSAM disk journal files, IBM rounds up the specified CI size if the defined size is not a supported size. The journal
buffer page size must match this rounded up size. The VSAM RECSZ should be 8 bytes less. IDMS automatically
makes the internal journal block size 8 bytes less than the CI size.

– If changing from VSAM to non-VSAM, select an optimal page size for the device type
2. Generate, punch, and link the DMCL.
3. Shut down the system.
4. Offload all currently used journals using the ARCHIVE JOURNAL utility statement with the ALL option and the old

DMCL.
5. Allocate and format new disk journal files.
6. Restart the system with the new DMCL and the new journal files.

Modifying Database Name Tables
You can modify the following characteristics of a database name table definition:

• What databases are associated with the database name table (through the DBNAME statement)
• What segments and/or subschema mappings are associated with a database name
• Generic subschema mappings defined to the database name table
• The MIXED PAGE GROUP BINDS option setting for a DBNAME
• What database groups are associated with the database name table (through the DBGROUP statement)
• The usage option for a DBNAME

Steps

To modify a database name table, follow these steps:

Action Statement
Modify the database name, database group, and/or database
name table

CREATE, ALTER, or DROP DBNAME
CREATE, ALTER, or DROP DBGROUP
ALTER DBTABLE

Regenerate the database name table GENERATE DBTABLE
Punch and link the database name table to a load library PUNCH DBTABLE LOAD MODULE
Make the database name table available under the central version DCMT VARY DBTABLE NEW COPY
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Example

In the following example, the DBA adds a new database name to an existing database name table. After generating and
punching the database name table load module, the DBA instructs CA IDMS/DB to load the updated database name
table:

create dbname alldbs.benefits

   add segment empseg

   add segment projseg

   add segment beneseg;

generate dbtable alldbs;

punch dbtable load module alldbs;

After link-editing the modified database name table to a load library, make it available under the central version:

dcmt vary dbtable alldbs new copy

For more information, see the following topics:

Modifying SQL-Defined Databases
You can modify an SQL-defined database by:

• Adding or dropping tables
• Modifying table components
• Adding, modifying, or dropping indexes and referential constraints
• Adding, modifying, or dropping schemas
• Adding or dropping views
• Adding, modifying or dropping SQL routines
• Adding or dropping keys associated with SQL routines

For more information, see the following topics:

Maintaining Identically-Defined Entities
Why Identical Definitions are Useful

Maintaining entities with identical definitions can be useful in situations such as the following:
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• Taking a snapshot copy of a production database for testing purposes
• Moving a test database into production
• Implementing database segmentation so that multiple segments can be accessed through a single referencing schema

and set of access modules
• Restoring a back-version of a database and its definition

How to Maintain Identical Definitions

To maintain identically defined entities, you must explicitly specify physical attributes whose values would otherwise be
automatically assigned when the entity is created or altered. The physical attributes that must be explicitly specified for
this purpose are:

• Numeric table identifier assigned to a table when it is created
• Numeric index identifier assigned to an index when it is created
• Synchronization timestamps associated with an area, table, view, procedure, table procedure or function

The appropriate DDL statements (such as CREATE TABLE, ALTER AREA, and so on) provide clauses for the
specification of these physical attributes.

Determining the Physical Attributes of Existing Entities

You can determine the values of the physical attributes assigned to an existing entity by specifying either FULL
PHYSICAL or WITH TIMESTAMP on a DISPLAY or PUNCH statement for the entity. The FULL PHYSICAL option
generates syntax for all attributes of an entity including physical attributes such as table IDs and synchronization stamps.
The WITH TIMESTAMP option generates only the syntax for specifying a synchronization timestamp.

If you display a schema specifying FULL PHYSICAL, syntax is generated for all entities in the schema. The syntax
includes specifications for all physical attributes of those entities. A final set of ALTER statements is generated to establish
the value for the synchronization timestamp for all entities that have one.

NOTE
For more information on these clauses and the syntax used to specify physical attributes, see the SQL
Reference section.

Specifying Synchronization Timestamps

While the ability to specify physical attributes can be useful in certain situations, it should be used with care. If you change
the value of a synchronization timestamp, you can disable the ability for the database engine to detect definition-based
changes. This could result in data corruption if an out-of-date access module updates the database.

At a minimum, you should ensure that every version of an entity's definition has a unique synchronization timestamp
associated with it. You should also be aware that while some entities, such as indexes and constraints, do not have an
associated timestamp, changing their definition is, in effect, changing the definition of their associated table(s) and must
also result in a unique sychronization stamp value.

If a table resides in an area that is controlled by area-level synchronization stamps, you must update the area's
synchronization timestamp. Updating the table's synchronization stamp is optional but recommended. If a table resides
in an area that is controlled by table-level synchronization stamps, you must update the table's stamp and cannot update
that of the area.

Specifying Table and Index IDs

It is not always possible to create a table with a specific table ID or an index with a specific index ID. You are able to
do so only if the value specified is not assigned to another table or index in the same area. Consequently, manipulation
of physical attributes is generally only appropriate for schemas that define the entire contents of a database area or
segment.

Stamp Synchronization
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The SYNCHRONIZE STAMPS utility lets you compare stamps in the data area and the catalog and to update one from
the other.

This utility provides an alternative mechanism for maintaining identical synchronization timestamps and may be an aid in
recovery situations in which either the catalog or a data area must be restored independently of the other.

For example, suppose that you want to take a copy of a production database for testing purposes. Assuming that the
definitions of both are identical except for the synchronization timestamps, you can use operating system facilities for
copying the data files and then use the SYNCHRONIZE STAMPS utility to update the copied areas with the timestamps
from the test catalog.

NOTE
For more information on the SYNCHRONIZE STAMPS utility, see the CA IDMS Administrating section.

Methods for Modifying
You can use the following methods to change an SQL-defined database:

• Single DDL statement
You use a single DDL statement to make the change. The change takes effect immediately. For example, you use a
single DDL statement when adding a check constraint.

• Multiple DDL statements
You use multiple DDL statements to make the change. The particular SQL DDL statements you use depend on the
type of change being made. For example, to change certain index characteristics (such as the order in which index
keys are stored) you can use these SQL statements:
– DROP INDEX
– CREATE INDEX
The change takes effect upon completion of these statements.

• Combination of DML and DDL statements
You use a combination of DML and DDL statements to modify a definition. This method often involves dropping,
redefining, and reloading a table to make the change.
Once the data has been reloaded, the change takes effect. For example, to move a table to a new area, you use DML
or utility statements to:
a. Create a new table in the new area (DDL CREATE)
b. Copy the rows of data to the new table (DML INSERT)
c. Delete the existing table (DDL DROP)

Choosing a Modification Method

In some cases, you may choose the method to use. In other cases, the method is dictated by database factors such as
whether the table contains data or whether it participates in a referential constraint.

Each modification is discussed in detail in the following sections.

Inform Your Users

Some changes you make to the database will have a direct impact on your users. For example, if you drop a table or a
view, users will no longer have access to the data.

Before you make a change such as dropping a table, you can use SELECT statements to determine where the entity to
be changed is used. Specifically, look for:

• Views that reference the table
• Referential constraints in which the table participates
• Access modules that access the table
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This indicates the potential impact the change may have and provides information on determining the best method to use
to make the change.

Modifying Schema, View, Table, and Routine Definitions
This section describes methods for creating, dropping, and changing schemas, views, tables, and routines. For more
information on the SQL DDL statements used in the procedures in this section, see the CA IDMS SQL Reference section.

This section describes how to:

Drop an Existing Schema

DROP SCHEMA Statement

To drop a schema, use an SQL DDL DROP SCHEMA statement. This removes the named schema only if no tables or
views are associated with it.

CASCADE Option

If you specify the CASCADE option, you also delete:

• The definition of each table and view associated with the named schema
• The data stored in each table associated with the schema
• The definition of each referential constraint, index, and CALC key defined on the tables associated with the named

schema
• The view definition of each view derived from one or more of the tables associated with the named schema
• All privileges granted on tables dropped as a result of cascade processing

Considerations

If all tables and indexes on those tables are in a segment in which no other table or index from another schema resides,
then you can use the FORMAT utility to erase rows and indexes before using DROP SCHEMA. This will enable more
efficient execution.

Example

In the following example, a schema and its associated tables are dropped.

drop schema demoempl cascade;

Modify a Schema

To modify a schema, use the SQL DDL ALTER SCHEMA statement.

Considerations

Changing the default area associated with the schema does not affect existing tables.

Example

In the following example, the schema's default area is changed.

alter schema demoempl

   default area demoempl.emplarea;
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For more information, see the following topics:

Maintaining Views
Contents

This section describes how to:

• Drop a view
• Change a view definition by dropping and recreating it

Dropping a View

DROP VIEW Statement

To drop a view, use the SQL DDL DROP VIEW statement.

CASCADE Option

Use the CASCADE option if the view being dropped participates in any other view definitions. CASCADE directs CA
IDMS/DB to drop the named view and all views derived from the named view.

When you drop a view (without CASCADE), the following definitions are removed from the dictionary:

• The view
• All privileges granted on the view

If you specify CASCADE, these additional definitions are removed from the dictionary:

• All views in which the view is referenced and all views referencing those views
• All privileges granted on views dropped as a result of cascade processing

Considerations

You must specify CASCADE if there are views defined on the view you are dropping.

Example

In the following example, the view EMP_HOME_INFO is dropped. This also drops any views derived from this view.

drop view emp_home_info cascade;

Modifying a View

To modify a view, use the SQL DDL DROP VIEW statement to drop the view and then use the SQL DDL CREATE VIEW
statement to re-add the view.

Before modifying a view, you can use the SELECT SYNTAX FROM SYSCA.SYNTAX statement to display the syntax
used to create a view.

select syntax from sysca.syntax

  where schema=HR

  and table=EMP-SALARY;
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NOTE
For more information on SYSCA.SYNTAX table, see the CA IDMS SQL Reference section.

Example

In the following example, the syntax for the view EMP_HOME_INFO is displayed using the SELECT SYNTAX statement.
The view is then dropped (DROP) and re-added (CREATE) with an additional column (CITY).

This SELECT SYNTAX statement:

select syntax from sysca.syntax

   where schema=demoempl

   and table=emp_home_info;

Displays this view syntax:

create view emp_home_info

    as select emp_id, emp_lname, emp_fname, phone

        from employee;

DROP VIEW AND CREATE VIEW are used to modify the view.

drop view emp_home_info;

create view emp_home_info

  as select emp_id, emp_lname, emp_fname, phone, city

     from employee;

Maintaining Tables
This article includes the following information:

  

Creating a Table

CREATE TABLE Statement 

To create a table, use the SQL DDL CREATE TABLE statement.

Considerations 

The area in which the rows are to reside must be defined in the application dictionary and be accessible to the runtime
environment in which the CREATE TABLE statement is issued.
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Dropping a Table

DROP TABLE Statement 

To drop a table, use the SQL DDL DROP TABLE statement. Use the CASCADE option if the table participates in a
referential constraint or is referenced in one or more view definitions.

No CASCADE 

When you drop a table (without CASCADE), the following definitions are removed from the dictionary:

• The table
• Its CALC key (if any)
• All indexes that are definedd on the table
• All privileges that are granted on the table

Table rows and indexes are removed from the database.

With CASCADE 

If you specify CASCADE, these additional definitions are removed from the dictionary:

• All referential constraints in which the table participates
• All views in which the table is referenced and all views referencing those views
• All privileges that are granted on views dropped as a result of cascade processing

Considerations 

Using FORMAT to Erase Table Rows 

If the table you want to drop is the only table in an area, and if it participates in no linked constraints and any indexes also
reside in areas in which no other table or index resides, you can use the FORMAT utility to drop the table more efficiently:

1. Format the areas containing the table and indexes
2. Drop the table

NOTE
 For more information about FORMAT, see the CA IDMS Administrating section.

 Dropping All Tables in a Schema 

If you want to drop all tables in a schema, use the DROP SCHEMA statement with the CASCADE option rather than
dropping each table individually.

Example 

In the following example, these entities are dropped: the BENEFITS table, its CALC key, all indexes that are defined on it,
all privileges on it, all referential constraints in which BENEFITS participates, all views in which this table is referenced and
all views referencing that view, and all privileges that are granted on all those views. In addition, all data is deleted.

drop table demoempl.benefits cascade;

Changing Columns and Their Attributes

 ALTER TABLE Statement 

With the ALTER TABLE statement, you can make the following column changes:
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• Add a column
• Change a column data type or null attribute
• Drop or change a column default clause
• Rename a column
• Drop a column

For instructions on using the ALTER TABLE statement, see the SQL Reference section.

Considerations 

• Add a Column
The definition of the table is updated to include the new column definition, and the new column becomes the last
column in the table. Table rows are not updated as part of the ALTER TABLE processing; instead, the column is added
to an existing row only when that row is next updated.
When adding a column, if the table is not empty, you much supply a default value for the added column. You do this in
one of the following ways:
– Specify that the column is to have a default value. All existing rows are then considered to have the default value for

the new column.
– Allow the column to have a null value. All existing rows are then considered to have a null value for the column.

NOTE
For more information about choosing a value, see the SQL Reference section.

• Compressed Rows
If a new column in a compressed table is used as an index key or as a referencing column, consider placing the
column near the front of the table. Otherwise, the compression potential of the table is greatly reduced.
To do this, the table must be dropped and re-added with a new column order. When you put the rows back into the
table, make sure the data is in the new column order.

• Effect on Programs and View Definitions
Adding a column to a table does not impact existing programs or view definitions except under the following
circumstances:
– If your host language programs include SELECT * from the table, they receive runtime errors because of the added

column.
– If a view definition includes a SELECT * from the affected table, it becomes invalid and must be dropped and

recreated.
• Effect on Access Modules

When the definition of a table is modified, the stamp associated with the table is updated.  The stamping level of the
area determines which access modules must be recompiled.
– For areas with STAMP BY TABLE, only access modules which directly reference the table must be recompiled.
– For areas with STAMP BY AREA, a change to any table within the area will update the stamp. This requires an

access module that references any table in that area must be recompiled.
• Add a Default to a Column

 
Allowing a column to have a default value affects only the table’s definition; existing table rows are not affected.

• Remove a column Default 
If the table is populated and the column does not allow null values, every existing row must contain a value in the
changed column. To ensure this, each row is accessed and updated if it does not contain a value for the column.

• Rename a Column 
A column that is named in a check constraint or a view cannot be renamed.
The definition of all referential constraints, sort keys, CALC keys and indexes in which the column participates are
updated  to show the new column name.

• Drop a Column
Every row in the table is updated to remove the column value.
If a column is named in a check constraint or is part of the CALC key of a populated table, you cannot drop the column.
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If you do not specify CASCADE, the column must not be one of the following types of columns:
– A column in a CALC key
– A referenced or foreign key column in a referential constraint
– An indexed column
– A sort column of a linked constraint
– Named in a view
If you specify CASCADE, how the column is used determines what other items are dropped:
– Dropping a CALC key column also drops the CALC key
– Dropping a referenced or foreign key column in a referential constraint also drops the constraint
– Dropping an indexed column also drops the index
– Dropping a sort column of a linked constraint also drops the constraint
– Dropping a column that is named in a view also drops the view

• Change a column Null Attribute
The following situations apply when you change a column null attribute:
– When the column is part of a CALC key of a populated table, or is a referenced column in a constraint, the ALTER

statement fails.
– When you change a null attribute, every row in the table is updated to add or remove the null attribute byte for that

column.
– When the changed column is a sort column, every index and linked indexed constraint is automatically rebuilt.
– When disallowing nulls and the value of the column is null for a row in the table, the ALTER statement fails.

• Change a column Data Type 
The following situations apply when you change a column data type:
– When the column is part of a CALC key of a populated table, or is a referenced column in a constraint, the ALTER

statement fails.
– When changing a column data type, the new data type you enter must be compatible for assignment with the

original data type.
– Every row in the table is restructured to convert the column value to the new type. This might involve increasing or

decreasing the length of the row.
– The ALTER statement fails if a loss of data (such as truncation of a non-blank character or numeric overflow) would

occur as part of the conversion.
– When you change data type, every index and linked indexed constraint in which the column is a sort column is

rebuilt.
• Maximum Row Length

Adding a column to a table or changing a column attributes might increase the length of the table row beyond the
maximum allowed.
For compressed tables, the maximum is 32760. If the new column would cause this to be exceeded, the column
cannot be added to the table; instead, consider creating a second table to hold the additional information.
For uncompressed tables, the maximum depends on the page size of the area in which the table resides. If the new
column would cause the length of the row to be greater than (page size - 40), then do one of the following:
– Use the EXPAND PAGE utility statement to increase the page size of the areas.

NOTE
 For more information about EXPAND PAGE, see the Administrating section.

 Note: The maximum length of an uncompressed row can be as much as (page size - 40); however, it is recommended
that row lengths be no more than 30% of the size of the page.

• Expanding Space in an Area
If an area is becoming full, consider expanding its space before increasing the length of table rows. The section
“Modifying Physical Database Definitions” describes methods you can use to expand an area.
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Adding or Removing Data Compression

Drop/Add Table 

To add or remove compression, you must drop and redefine the table, as described in 30.5, “Dropping and Recreating a
Table”. When redefining the table, add or remove the COMPRESS clause as desired.

Considerations 

• By removing compression, the table occupies more space in the database and may overflow a database that is already
near capacity

• By adding compression, you may incur a modest increase in CPU time during subsequent DML processing of the table

NOTE
 For more information about data compression, see the CA IDMS Presspack Using section.

Adding a New Check Constraint

ALTER TABLE statement 

To add a new check constraint, use the SQL DDL ALTER TABLE statement with the ADD CHECK option.

Considerations 

• Adding a check constraint appends the new check constraint to any check constraints currently on the table
• If current data does not conform to the new check constraint, you receive an error when CA IDMS/DB processes the

ALTER TABLE command

Example 

In the following example, a new check constraint is added to the BENEFITS table.

alter table emp.benefits
   add check ( fiscal_year > 1920 );

Dropping a Check Constraint

ALTER TABLE Statement 

To drop a check constraint, use the SQL DDL ALTER TABLE statement with the DROP CHECK option. DROP CHECK
deletes all check constraints associated with the table.

Example 

In the following example, all check constraints associated with the BENEFITS table are dropped.

alter table emp.benefits
   drop check;

Modifying a Check Constraint

To modify a check constraint, follow these steps:

1. Drop the existing check constraint, as described above
2. Add the new check constraint, as described above

NOTE
 Use SELECT SYNTAX from SYSCA.SYNTAX to display the existing check constraints before dropping it:

select syntax from sysca.syntax
 where schema='EMP' and
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 table = 'BENEFITS';

Example 

alter table emp.benefits
   drop check;

alter table emp.benefits
   add check ( fiscal_year > 1930 );

Revising the Estimated Row Count for a Table

ALTER TABLE Statement 

To change the estimated row count on the table definition, use the SQL DDL ALTER TABLE statement with the
ESTIMATED NUMBER OF ROWS option.

Considerations 

• Changing the estimated number of rows for a table does not affect default index sizing unless you drop and re-add the
index or referential constraint. The estimated number of rows is used for index calculations only if it is greater than the
NUMROWS column in SYSCA.TABLE. NUMROWS is updated whenever an UPDATE STATISTICS utility statement is
issued for the table or the table's area.

NOTE
 For more information about index calculations, see the CA IDMS SQL Reference section.

• Changing the estimated row count may affect the access paths chosen by the access module compiler for SQL DML
statements that reference the table. Unlike other table modifications, though, changing the estimated row count does
not cause existing access modules that reference the table to be automatically recompiled. If recompilation of selected
access modules is desired, you must use the ALTER ACCESS MODULE statement to force reoptimization.

NOTE
 Estimated number of rows is used for optimization purposes only if the NUMROWS column of
SYSCA.TABLE is 0.

Example 

In the following example, the estimated row count for the EMPLOYEE table is revised.

alter table emp_employee
   estimated row count 750000;

Changing the Area of a Table

Drop/Add Table 

To change the area in which the rows of a table are stored, you must drop the table and redefine it specifying the new
area.

NOTE
 For the steps and considerations involved in this process, see 30.5, “Dropping and Recreating a Table”.

Dropping the Default Index Associated with a Table

ALTER TABLE Statement 

To drop the default index associated with a table, use the SQL DDL ALTER TABLE statement with the DROP DEFAULT
INDEX option.
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effectConsiderations 

• Do not drop the default index on a table until the CALC key, indexes, and referential constraints in which the table
participates have been defined. If no other index exists on the table, an area sweep is initiated each time one of the
above components is defined.

• Dropping the default index could change the location mode of a table.
• Default indexes can be useful whenever it is anticipated that a table is accessed without WHERE clauses specifying

index or CALC keys and without joins that might use referential relationships with other tables. In short, they are useful
whenever it is anticipated that the optimizer would otherwise choose area sweeps to satisfy access requests on the
table. This is particularly true when it is a sparse table, because a sweep of the default index only accesses data pages
that contain rows of the table; whereas, an area sweep accesses every page of the area.

NOTE
 For more information about when you would choose to drop the default index, see the Administrating section.

 Example 

In the following example, the default index for the EMPLOYEE table is dropped.

alter table emp.employee
   drop default index;

Dropping and Recreating a Table
Contents

Considerations for Dropping/Adding a Table

Many types of changes can only be implemented by dropping and redefining a table. There are two major considerations
involved with this process:

• Preserving the table's data
• Re-establishing the table's relationships with other tables and views

This section outlines two approaches that can be used to drop and recreate a table:

• Method 1 -- Uses a combination of DDL and DML statements to perform the operation
• Method 2 -- Uses DDL and utility statements

Considerations

Select the approach based on the size of the table and the importance of minimizing the time during which the table
cannot be accessed. Consider the following:

• Method 1 requires there be enough space in the database to hold two copies of the data simultaneously. It also builds
indexes and validates relationships as the data is being inserted into a new table, potentially requiring a large number
of row locks and journal images.

• Method 2 reloads the data in local mode using the LOAD utility statement. Therefore, the table and all other tables in
the same area cannot be accessed while the load is taking place.

For these reasons, Method 1 is more appropriate for small tables, while Method 2 is more suited for large tables.

Method 1 -- Using DDL and DML Statements

Steps

To use a combination of DDL and DML statements to recreate a table, follow these steps:

1. Define a new table that has the same definition as the original table except for the desired changes.
2. Define the same indexes and CALC keys for the new table as for the old (unless changes in these are desired).
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3. For each referential constraint in which the original table is the referencing table, define a similar constraint on the new
table. The new constraint must be defined with a different name and if the referenced table is not empty, it must be
defined as unlinked. (The unlinked constraint may also require that an index be defined, including the foreign key of
the new table).

4. For each referential constraint in which the original table is the referenced table, determine if the referencing table
is empty. If it is, define a similar constraint with a different name in which the new table is the referenced table. If the
referencing table is not empty, determine if additional indexes are needed, including the foreign key of the referencing
table, to support a similar constraint defined as unlinked. If additional indexes are required, create them now.

5. For each view in which the original table is referenced (or views of those views), display the definition syntax by
selecting from SYSCA.SYNTAX. Save the resulting output so the views can be recreated later.

6. Copy the data from the original table to the new table using an INSERT statement with the SELECT option.
7. For each referential constraint in which the original table is the referenced table and the referencing table is not empty,

define a constraint in which the new table is the referenced table. The new constraint must have a different name and
be defined as unlinked.

8. Drop the original table using the CASCADE option of DROP table.
9. For each self-referencing constraint defined on the original table, define a similar constraint on the new table. (A self-

referencing constraint is a referential constraint in which the referenced and referencing table are the same.)
10. Complete the transition to the new table as follows:

– Define a view on the new table with the same name as the original table and including all of its columns.
– Recreate the views whose syntax was previously saved; examine those view definitions to see if changes are

required.
– Re-specify privilege definitions on the individual table and views if access is controlled through CA IDMS internal

security.

Guaranteeing Integrity of the Data

Steps 6 through 8 should be performed within a single transaction to minimize the potential of changes to the data in the
original table and any of its related tables until the entire operation is completed. To ensure that no changes are made
between the time the data is copied and the time the table is dropped, take one of the following actions just prior to issuing
the SELECT statement:

• Prohibit access to the table by explicitly dropping all views that reference it. This is effective only if all update access to
the table is done through a view.

• Revoke all INSERT, UPDATE, and DELETE privileges from the table (and any matching wildcarded table names) if
access is controlled through CA IDMS internal security.

• Alter the original table and add a dummy column. This has the effect of prohibiting access to the table until the
transaction has terminated.

Recreating Empty Tables

If the table to be recreated is empty, you need not define a new table. Instead, simply drop and redefine the table making
the desired changes to its definition. However, be sure to take appropriate steps to preserve referential constraints, views
derived from the table, and privilege definitions.

Method 2 -- Using DDL and Utility Statements

Steps

To use a combination of DDL and utility statements to drop and recreate a table, take the following steps:

1. Identify all tables related through a linked constraint to the target table (the table whose definition is to be changed).
Either the related tables must be unloaded and reloaded together with the target table or the constraints will become
unlinked when they are redefined.

2. For each view in which the target table is referenced (or views of those views), display the definition syntax by
selecting from SYSCA.SYNTAX. Save the resulting output so the views can be recreated later.
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3. For each table to be unloaded, extract the data to a sequential file using either:
– A user-written program
– A CA Culprit report
Use separate extract files for each table or place an indicator in each output record to identify the table from which the
data was extracted. Be sure the data was extracted successfully before proceeding to the next step.

4. Drop the target table (specifying the CASCADE option) and delete the rows from the related tables that were unloaded
by using a DELETE statement. If no other tables or indexes exist within the affected areas and all relationships are
within those areas (and were unloaded), format the area before issuing the DROP and DELETE statements. Be sure
to vary the areas offline to the DC/UCF system before formatting them.

5. Redefine the table making any necessary changes.
6. Redefine the indexes and CALC key on the target table.
7. Redefine the referential constraints in which the target table participates. If any of the constraints involve non-empty

tables, those constraints must be defined as unlinked.
8. Reload the tables using the LOAD utility statement and the sequential file as input.

NOTE
For more information on how to perform the load operation, see Section23, “Loading an SQL-Defined
Database".

9. Complete the process as follows:
– Recreate the views whose syntax was previously saved; examine those view definitions to see if changes are

required
– Respecify privilege definitions on the target table and its referencing views if access is controlled through CA IDMS

internal security

Guaranteeing the Integrity of the Data

You must ensure that no updates are made to any of the unloaded tables once their data has been extracted. To ensure
that no changes are made between the time the data is extracted and the time the tables have been reloaded:

• Prohibit access to the tables by explicitly dropping all views that reference it. This is effective only if all update access
to the table is done through a view.

• Revoke all INSERT, UPDATE, and DELETE privileges from the tables (and any matching wildcarded table names) if
access is controlled though CA IDMS internal security.

Maintaining Routines and Their Keys
Contents

A routine is either an SQL procedure, table procedure or function. This section describes how to:

• Drop a routine
• Change a routine definition and associate or disassociate keys

Dropping a Routine

DROP Routine Statements

To drop a routine, use one of the following statements:

• DROP PROCEDURE to drop an SQL procedure
• DROP TABLE PROCEDURE to drop a table procedure
• DROP FUNCTION to drop an SQL scalar function defined by a CREATE FUNCtion statement

No CASCADE

When you drop a routine (without CASCADE), the following definitions are removed from the dictionary:
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• The procedure, table procedure or function that is the target of the drop
• All keys defined on the target routine
• All privileges granted on the routine

With CASCADE

If you specify CASCADE, these additional definitions are removed from the dictionary:

• All views in which the routine is referenced and all views referencing those views.
• All privileges granted on views dropped as a result of cascade processing

Example

In the following example, the table procedure WORK_SCHEDULE is dropped. This also drops any views derived from this
table procedure.

drop table procedure work_schedule cascade;

Modifying a Routine

Types of Changes You Can Make

The following attributes of a routine can be changed:

• External name of the routine
• Estimated rows and I/O counts
• Work area usage, size and attributes
• Mode in which the routine executes
• Definition timestamp
• Default database in effect when the routine is invoked
• Whether the routine should share the encompassing SQL session's transaction
• Programming language that the routine is written in

Additionally, you can also add or remove a key from a procedure or table procedure. Keys are used to assist CA IDMS/DB
in calculating the amount of resources that will be consumed by a given routine invocation.

Statements That Modify Routines

To modify a routine's attributes, use one of the following statements:

• ALTER PROCEDURE to alter an SQL procedure
• ALTER TABLE PROCEDURE to alter a table procedure
• ALTER FUNCTION to alter an SQL scalar function defined by a CREATE FUNCTION statement

To associate a new key with a procedure or table procedure, use the CREATE KEY statement. To drop a key, use a
DROP KEY statement.

Examples

In the following example, function CORP_DATE is altered to change the external name of the function.

alter function corp_date external name corpdate:
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Modifying Indexes, CALC Keys, and Referential Constraints
This section describes methods for creating, dropping, and changing indexes, CALC keys, and referential constraints. For
more information on the SQL DDL statements used in the procedures in this section, see the CA IDMS SQL
Administrating section.

This section describes how you can do the following tasks:

Creating an Index

To create a new index on a column or columns in a table, use the SQL DDL CREATE INDEX statement. If the index is
going to map to a new area, see Defining Segments, Files, and Areas for information on defining an area.

Considerations

• If you specify that the index is unique, and data in the key columns is not unique, you will receive an error and the
index will not be created.

• Each index implies additional runtime processing to handle INSERT, UPDATE, and DELETE statements for the index
itself.

NOTE
For more information on designing indexes, see the Database Design Guide.

Example

In the following example, an index is built on the LAST_NAME column in the BENEFITS table.

create index be_lname (last_name) on emp.benefits;

Dropping an Index

To drop an index from an existing table, use the SQL DDL DROP INDEX statement.

Considerations

A unique index or CALC key is required on all referenced columns in a constraint, and an index including the referencing
(foreign key) columns or a CALC key on all referencing columns must exist to support unlinked constraints. If dropping an
index would violate either of these rules, the DROP will not be allowed.

Example

In the following example, an optional index is dropped from a table:

drop index be_lname from emp.benefits;

Changing Index Characteristics/Moving an Index

To modify index characteristics or to move an index from one area to another, use the SQL DDL ALTER INDEX statement.

Types of Changes You Can Make:

The following attributes of a referential constraint can be changed:
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• Index block specification
• Index uniqueness
• The area in which an index resides

Statements That Modify Indexes:

To modify index attributes, use the ALTER INDEX statement.

Considerations

• If changing index tuning options, remember to observe referential constraint rules.

Example: Index altered on the BENEFITS table

alter index emp_lname (last_name) on emp.benefits

      displacement is 40 pages

           index block contains 30 keys

      in area emp.emp1;

Maintaining CALC Keys
Contents

This section describes how to:

• Create a CALC key
• Drop a CALC key

Creating a CALC Key

To create a CALC key for an empty table, use the SQL DDL CREATE CALC statement.

If the table is not empty, you must drop and recreate the table, adding the CALC key before reloading the table's data.

NOTE
For the steps involved in this process, see Section30, “Modifying Schema, View, Table, and Routine
Definitions” .

Considerations

Only one location mode is permitted for a table. If the table is stored clustered on an index or constraint, you must drop
the clustering index or constraint and re-add it as non-clustered before you can create a CALC key.

Example

In the following example, a unique CALC key is created for the EMPLOYEE table.

create unique calc key on emp.employee (emp_id);

Dropping a CALC Key

To drop a CALC key from an empty table, use the SQL DDL DROP CALC statement.
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If the table is not empty, you must drop and recreate it.

NOTE
For the steps involved in this process, see Section30, “Modifying Schema, View, Table, and Routine Definitions".

Considerations

You cannot drop a CALC key that is required for implementation of a referential constraint if no index exists to support it. If
necessary, either drop the constraint or create an index to support it before dropping the CALC key.

Example

In the following example, the CALC key is dropped from the EMPLOYEE table.

drop calc key from emp.employee;

Maintaining Referential Constraints
Contents

This section describes how to:

• Create or drop linked or unlinked referential constraints
• Modify the tuning characteristics of referential constraints

Creating a Referential Constraint

To create an unlinked or linked referential constraint, use the SQL DDL CREATE CONSTRAINT statement. CA IDMS/DB
checks and rejects any invalid CREATE CONSTRAINT statements.

Considerations

• To create a linked constraint if both tables are not empty, you must drop and recreate the tables, defining the linked
constraint before reloading the data.

NOTE
For steps and considerations involved with this process, see Section30, “Modifying Schema, View, Table, and
Routine Definitions.

• When adding an unlinked constraint on a non-empty table, CA IDMS/DB ensures that all rows of the table satisfy the
constraint. If one or more rows do not satisfy the constraint, the create will not be allowed.

Example

In the following example, a linked referential constraint has been created to make sure that the employee ID in the
benefits table is a valid ID by checking it against the employee IDs in the employee table. The referential constraint is
indexed and ordered by the fiscal year.

create constraint emp_benefits

   benefits (emp_id)

   references employee (emp_id)

   linked index
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     order by (fiscal_year desc);

Dropping a Referential Constraint

To drop an unlinked referential constraint, or a linked referential constraint, use the SQL DDL DROP CONSTRAINT
statement.

Considerations

If you drop a clustered constraint, the location mode of the referencing table will change as follows:

• If a default index exists, CA IDMS/DB will use it as the clustering index.
• Otherwise, it uses a direct location mode which means that all new rows will be stored in the first page containing

enough space to hold the row.

Example

In the following example, the EMP_BENEFITS constraint is removed from the BENEFITS table:

drop constraint emp_benefits from benefits;

Modifying Referential Constraint Tuning Characteristics

To modify referential constraint tuning characteristics (for example, changing from unlinked to linked or adding an ORDER
BY option) use the SQL DDL DROP CONSTRAINT statement, then re-add the constraint using the SQL DDL CREATE
CONSTRAINT statement. Certain referential constraint characteristics can be changed with the SQL DDL ALTER
CONSTRAINT statement.

For more information on SQL DDL statements see the SQL Reference section.

Using ALTER CONSTRAINT

Types of Changes You Can Make:

The following attributes of a referential constraint can be changed:

• Index block specification
• Index uniqueness

Statements That Modify Constraints

To modify referential constraint attributes, use the ALTER CONSTRAINT statement.

Considerations

All considerations for modifying a referential constraint apply.

Example: Indexed constraint characteristics are changed

alter constraint dept_empl on demo.empl

      displacement is 50 pages

      index block contains 10 keys;
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Using DROP/CREATE CONSTRAINT

Considerations

All considerations for dropping and creating a referential constraint apply.

Example: Linked referential constraint has been changed to unlinked

drop constraint emp_benefits from benefits;

create constraint emp_benefits

       benefits (emp_id)

       references employee (emp_id);

Modifying Non-SQL Defined Databases
Modification of a non SQL-defined database involves modifying any of the components you defined earlier for the schema
or subschema. This includes:

• Adding or deleting schemas
• Adding, modifying, or deleting schema areas
• Adding, modifying, or deleting schema records
• Adding, modifying, or dropping indexes and sets

 
For more information, see the following topics:

Changes to Schemas and Subschemas
In general, when you change a database, you must modify the schema code and revalidate the schema. However,
changing the schema has an impact on other components of the CA IDMS/DB environment. If you add or delete an area
from a schema, you may have to add or delete that area in one or more segments and regenerate DMCLs. You will also
have to modify and recompile some or all subschema definitions compiled under the original schema to reflect changes
made to the schema.

If you access the non-SQL defined data through SQL, you may also need to recompile access modules and drop and
recreate SQL view definitions.

The primary tool for changing a schema is the schema compiler.

Steps to Modify the Schema

The steps to make any schema modification are as follows:

1. Change and re-validate the necessary schema and subschema definitions
2. Change the actual data (if it exists) to fit the new database specifications using the RESTRUCTURE, MAINTAIN

INDEX, REORG or UNLOAD/RELOAD utility statements
3. Revise and recompile any application programs that may have been affected by the above changes
4. Test to ensure that the change has been made correctly.

Changes to Subschemas
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Subschemas identify selected areas, records, elements, and sets of the database. They also define logical records and
establish security by restricting runtime access to the database.

Any time you make a change to any of the above components in your CA IDMS/DB environment, you will have to change
one or more of your subschemas.

The primary tool for changing subschemas is the subschema compiler.

Methods for Modifying

Depending on the type of change you want to make to a non-SQL defined database, you would do one of the following:

• Change the definition
• Change the definition and additionally use one or more utility statements

Basic Definition Change

To change a logical database definition when there is no impact on data, you can use the schema compiler (or another
compiler). This type of change takes effect without requiring the use of a utility statement.

An example of a change in which there is no data impact is adding a new area to a schema.

Definition Change Using Utility Statements

For database changes that have an impact on data, you must change the database definition and additionally use an
appropriate utility statement:

• RESTRUCTURE -- Modifies record occurrences to fit new schema specifications. RESTRUCTURE allows you to:
– Insert new data items anywhere in a record
– Delete existing data items
– Change the length and position of data items
– Change the format of a record from fixed length to variable length or from variable length to fixed length
– Add or remove record compression
– Delete chained sets and add or delete set pointers

• REORG and UNLOAD/RELOAD -- Reorganizes data when changes are made to the placement of records and
indexes within the database (for example, moving a record from one area to another).

• MAINTAIN INDEX -- Builds, rebuilds, or deletes indexes in the database. You use this utility whenever you need to
make a structural change to the database involving indexes (for example, adding a new index to the database).

Procedure for Modifying the Non-SQL Definitions

Step 1: Copy the Original Schema and Global Subschema

1. Create a new schema which is identical to the original schema.
2. Create a global subschema for the new schema with a name which is different from that of any other subschema in the

dictionary. Include in the subschema all areas, records, and sets associated with the schema.

Step 2: Modify the New Schema and Subschema

1. Make the necessary changes to the new schema definition.
2. Validate the schema.
3. Regenerate the global subschema, modifying it if necessary.

Step 3: Modify the Segment and DMCL, If Necessary
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NOTE
You need to modify segments and DMCLs only if you add or remove an area or make other changes to the
physical definition in addition to changing the schema.

1. Make the appropriate changes in the segment definition. Make sure that subareas and other symbolics are defined
appropriately.

2. Generate, punch, and link all DMCLs containing the altered segment.

Step 4: Make Changes to the Data

NOTE
Not all schema changes require data changes. See Section33, “Modifying Schema Entities” for the steps
needed in each case.

1. Backup the area or files.
2. Use the appropriate utility or user-written program to change the data.
3. Verify the change using IDMSDBAN and/or a retrieval program, CA OLQ, or CA Culprit.
4. Backup the altered areas or files.

Step 5: Complete the Change

1. Update the original schema in the same way that the copy was changed.
2. Regenerate all subschemas associated with the original schema that are affected by the change, modifying them if

necessary to add new areas, records, or sets.
3. Recompile all access modules affected by the change, using the ALTER ACCESS MODULE statement with the

REPLACE ALL option.
4. Drop and recreate all SQL views affected by the change.
5. Make the new subschemas, DMCLs, and files available to your runtime environment.

Considerations

The procedure outlined above requires that changes first be made to a copy of the original schema and only after all
other steps have been completed are the changes made to the original schema. This approach ensures that the original
schema continues to describe the data until the altered areas are made available to the runtime environment. You should
use this (or a similar approach) if during the process:

• CA OLQ, CA Culprit, or dynamic SQL users will be accessing the original schema definition
• Application programs will be compiled against the original schema and must access the data before it has been

changed.

If the above is not a concern or if no data changes are necessary, then the initial modifications can be made to the original
schema rather than a copy, avoiding the necessity of replicating those changes later.

RESTRUCTURE Utility Statement

What RESTRUCTURE Does

The RESTRUCTURE utility statement modifies record occurrences to fit new schema specifications. You run
RESTRUCTURE in local mode using a subschema associated with a schema that describes the database before
restructuring.

RESTRUCTURE does not require that the database be unloaded and reloaded. Database keys remain unchanged. New
database procedures can be executed during restructuring. For example, IDMSCOMP can be executed to compress
previously uncompressed records.

Steps for RESTRUCTURE
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To make changes using RESTRUCTURE, follow the procedure described in the section “Procedure for Modifying the Non-
SQL Definitions”, except add the steps listed in the following table.

After ... Do this
Modifying the schema and subschemas Execute the schema compare utility (IDMSRSTC) to generate

IDMSRSTT macro statements for use in the database restructure
Executing IDMSRSTC Assemble the IDMSRSTT statements into a base restructuring

table and use the table with the RESTRUCTURE utility statement;
use a subschema that describes the database before restructuring

Executing RESTRUCTURE Connect any new pointers to existing sets using the
RESTRUCTURE CONNECT utility statement; use a subschema
that describes the database after restructuring

Executing RESTRUCTURE CONNECT Write a program to connect pointers in new sets to existing
records

NOTE
For more information on IDMSRSTC, RESTRUCTURE, and RESTRUCTURE CONNECT, see the
Administrating section.

REORG and UNLOAD/RELOAD Utility Statements

What REORG and UNLOAD/RELOAD Do

The REORG and UNLOAD/RELOAD utility statements reorganize databases by unloading existing records and reloading
them into another database. To reorganize a database, you follow one of two approaches:

• Use the UNLOAD utility statement to offload data to an intermediate file. Use the RELOAD utility statement to store the
record data into another database, build index structures, and connect related records together in set structures.

• Use the REORG utility statement to both offload and reload data.

The choice of which approach to use depends on a number of factors:

• The operating system in which the utility is to execute. Currently, REORG is only supported in z/OS.
• The size of the database and the amount of time that you have available to reorganize it. REORG uses parallel

processing to reduce the elapsed time that it takes to reorganize a database.
• The types of changes being made. The REORG utility supports more types of changes and in certain cases makes

implementing those changes easier. For example, the REORG utility allows you to:
– Change the CALC key of a record without unloading and reloading twice
– Change the fields comprising an index key
– Change the order of an index

NOTE
For more information on the types of changes that can be made through the two utilities, see the CA IDMS
Administrating section.

Steps for unloading and reloading a database

To make changes using REORG or UNLOAD/RELOAD, follow the procedure described in 32.2.2, "Procedure for
Modifying the Non-SQL Definitions", adding the steps listed in the following table.

After ... Do this
Modifying the schema and subschemas Use the REORG or UNLOAD/RELOAD statements to reorganize

the data using subschemas that reflect both the old and new
schema definitions.
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Unloading the data Use the FORMAT utility statement to initialize the files into which
the data will be reloaded.

NOTE
For more information on REORG, UNLOAD and RELOAD, see the CA IDMS Administrating section.

MAINTAIN INDEX Utility Statement

What MAINTAIN INDEX Does

The MAINTAIN INDEX utility statement allows you to build, rebuild, and delete both system-owned and user-owned
indexes (indexed sets). You can also change the characteristics of an index, such as changing an index key from a
compressed to an uncompressed format.

Steps to Modify Indexes

To make changes to an index, follow the procedure described in 32.2.2, "Procedure for Modifying the Non-SQL
Definitions", adding the steps listed in the following table.

After ... Do this
Modifying the schema and global subschema For system-owned indexes:

Use MAINTAIN INDEX to build, rebuild, or delete an index.
For user-owned indexes (indexed sets):
Write a program that calls IDMSTBLU and passes descriptor
information

NOTE
Depending on the operation, you will need either a subschema reflecting the old schema, the new schema, or
both.

NOTE
For more information on MAINTAIN INDEX and IDMSTBLU, see the CA IDMS Administrating section.

Modifying Schema Entities
This section describes:

• The procedure to modify a schema or schema entities when the database is empty.
• Specific procedures to add, delete, or modify schema or schema entity definitions when the database is not empty.

These procedures include only those that require a utility to effect the change.

Modifications to an Unloaded Database

What components are affected

Changes to a schema or schema entity in an unloaded database affects:

• The schema
• The subschemas that reference the schema
• The access modules that reference the schema
• SQL views that reference the schema

Steps

1. Modify the schema and any schema entities, as desired
2. Validate the schema
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3. Regenerate any affected subschemas
4. Drop and recreate SQL views that reference the schema, as necessary
5. Alter affected access modules using the REPLACE ALL option

Schema Modifications

This section describes how to:

• Delete a schema
• Change schema characteristics

For more information, see the following topics:

Deleting a Schema
What Components are Affected

When you delete a schema, the definitions of the schema and all subschemas associated with the schema are removed
from the dictionary.

Steps to delete a schema

To delete a schema from the dictionary:

1. Delete the schema
2. Delete load modules associated with the deleted subschemas
3. Delete files that contain the data
4. Delete the segment(s) corresponding to the schema
5. Regenerate all affected DMCLs
6. Remove the segment(s) from the database name table
7. Delete SQL schema(s) referencing the non-SQL schema

Considerations

When you delete a schema, subschemas associated with that schema are also deleted. The subschema load modules
are not deleted.

In addition, the physical database definition(s) that apply to the schema's areas are not automatically deleted. You must
modify the physical database definitions to delete the areas and regenerate all affected DMCLs.

Changing Schema Characteristics
Schema characteristics include:

• Description
• Memo date
• Assignment rules for record IDs
• Security specifications
• User-defined information (class/attribute and user-defined comments)

What components are affected

When you modify characteristics of a schema, only the schema definition is affected. These characteristics do not impact
critical definitions within the schema or its subschemas, so a VALIDATE statement is not required.
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Area Modifications
Contents

Types of changes

This section describes how to make the following area-related changes:

• Add or delete an area in an existing schema definition
• Add, remove, or change procedures associated with the area

Adding or Deleting an Area

What Components are Affected

Adding or deleting an area in the schema affects the schema and subschemas referencing the area to be deleted,
segments describing related physical databases, and DMCLs in which those segments are included.

Steps to add an area

1. Modify the schema
2. Add the new area
3. Define one or more records or system-owned indexes associated with the area
4. Validate the schema
5. Add the new area to one or more subschemas
6. Format the new area using the FILE option of the FORMAT utility statement

Steps to delete an area

1. Modify the schema
2. Modify existing records mapping to the area to be deleted so that they map to a different area
3. Delete the area
4. Validate the schema
5. Regenerate any affected subschemas

Considerations

• If existing records are to reside in a new area, see 33.5.6, “Changing a Record's Area".
• If an existing index is to reside in a new area, see 33.7.2, “Changing the Location of an Index".
• After you have added an area to a schema or deleted an area from a schema, make sure you update the DMCL

module appropriately.

Changing Area Characteristics

What components are affected

When you add or delete area procedures, the area and schema definitions are affected. All subschemas which include the
area must be regenerated and all access modules accessing a record in the area must be altered.

Steps to change area characteristics

See 33.2, "Modifications to an Unloaded Database" for the steps to modify an empty database.

Considerations

Remember to respecify all database procedures in the order that they are to be called when you add, remove, or change
the procedures associated with an area.
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Record Modifications
Contents

Types of changes

This section describes the following record-related changes:

• Adding or deleting a record in your schema
• Changing a record's CALC key
• Changing a record's location mode
• Changing a record's area
• Changing a record element
• Changing record procedures

Adding Schema Records

What components are affected

Adding schema records affects the schema.

Steps to add a record

1. Add the record using DDDL statements
2. Modify the schema
3. Add the record to the schema using SHARE STRUCTURE
4. Validate the schema
5. Modify any subschemas that should contain the new record
6. Add the new record to each subschema
7. Regenerate the subschemas

Considerations

If the record participates in a set with existing records, you must use the RESTRUCTURE utility statement to add pointer
positions to the existing records. You must also write a program that connects the records into proper set occurrences.

NOTE
For more information on adding a set to a schema, see the section "Adding or Deleting a Set".

Deleting Schema Records

What components are affected

Deleting schema records affects the schema and the data. It also affects subschemas and access modules that reference
the record and any other records connected to the record through sets. SQL views referencing the record become invalid.

Steps to delete a record

To delete a record from the schema where data has been loaded:

1. Write and execute a program to erase all occurrences of the record
2. Create a new schema based on the original schema omitting the record and omitting any affected sets
3. Validate the schema
4. Use the schema compare utility (IDMSRSTC) to generate the IDMSRSTT macro statements
5. Restructure the database using the RESTRUCTURE utility statement

NOTE
If the record does not participate in any set relationships, there is no need to restructure the database.
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6. Complete the process by updating the original schema definition, regenerating subschemas, altering affected access
modules, and dropping affected views

Considerations

• If you created the record using DDDL statements, the record definition will remain in the dictionary after it has been
deleted from the schema

• If you created the record using schema DDL and the record has not been copied into any other schema, its definition
will be deleted from the dictionary after it has been deleted from the schema definition.

• If the record participates in a set relationship, you have to remove the set from the schema definition or modify the
definition before validation

• Regenerating affected subschemas will remove the record from the subschema definition
• When you erase occurrences of the record, you may have to use a subschema derived from a schema where the sets

in which the record is an owner have been changed to optional. This permits the member record to be disconnected
from the owner record rather than being erased.

Changing a Record's CALC Key

Types of Changes

You can make the following changes to a record's CALC key:

• Replace one or more elements in the CALC key
• Add or remove elements in the CALC key
• Change the picture or usage of an element in the CALC key

What components are affected

Both the schema record definition and the data are affected. Subschemas and access modules that reference the record
are also affected.

Steps to change the CALC key

To change the CALC key of a schema record where data has been loaded:

1. Add a new schema based on the original schema
2. Modify the record in the new schema specifying the new CALC key or any changes to fields currently participating in

the record's CALC key
3. Validate the schema
4. Execute the RESTRUCTURE utility if any fields within the record's CALC key have had their definitions changed or

any of the conditions discussed under "Considerations" apply
5. Create a new global subschema if applicable
6. Unload and reload the database
7. Complete the process by updating the original schema definition, regenerating subschemas, and altering affected

access modules

Considerations

• If a field to be added to the CALC key does not exist in the record, add the field using RESTRUCTURE and initialize it
before unloading and reloading the data. Initialize the field using restructure or a user-written program.

NOTE
For information on adding a new record element, see 33.5.7, "Modifying Record Elements".

• If using UNLOAD and RELOAD (instead of REORG) to change a CALC key, the following additional considerations
apply:
– If the control length of the record is changing as a result of the change to the CALC key and the record is

compressed or variable length, you must do one of the following:
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• Use RESTRUCTURE to alter the control length before unloading and reloading the data.
• Unload and reload the data twice (using the old subschema on the first unload and the new subschema on the

second)
– UNLOAD/RELOAD clusters VIA records based on the CALC key defined in the subschema used to unload the

data. Therefore, you need to do a second UNLOAD/RELOAD to properly cluster VIA records if the subschema used
to unload the data describes the old CALC key.
As an alternative, you can use the new subschema for unloading. This ensures that the new CALC key is used to
determine target pages for both the CALC record and its associated VIA records. However, the new subschema
can be used to unload data only if no other changes have been made to the record (such as the record's area, set
pointers, etc.).
In some cases, multiple changes can be accommodated by using an intermediate schema/subschema to unload
the data. For example, to change the CALC key of a record and also move it to a new area, unload the data using a
subschema that describes the record's new CALC key but old area. Reload the data using a subschema describing
the new CALC key and the new area.

Changing the DUPLICATES Option on a CALC or SORT Key

Types of Changes

You can make the following changes to the DUPLICATES option on a record's CALC or sort key:

• Duplicates first to duplicates last
• Duplicates last to duplicates first
• Duplicates not allowed to duplicates first/last
• Duplicates first/last to duplicates not allowed

What components are affected

The schema definition is affected. Depending on the change, the data may also be affected. All subschemas and access
modules referencing the record are also affected.

Steps to change the duplicates option

See 33.2, "Modifications to an Unloaded Database" at the beginning of this section for the steps to change the duplicates
option from:

• Duplicates first/last to duplicates not allowed
• Duplicates not allowed to duplicates first/last

To change the duplicates option from first to last or from last to first:

1. Write a program using a subschema that specifies duplicates first for the CALC or sort key. The program must
– Modify the CALC or sort key value to a dummy value
– Modify the CALC or sort key value to its original value
– Read each record that has duplicate values, using either OBTAIN CALC DUPLICATE or OBTAIN NEXT IN SET to

retrieve duplicate records in the current order
This has the effect of reversing the order of the duplicate records.

2. Modify the schema
3. Modify the record changing the duplicates option
4. Validate the schema
5. Regenerate any affected subschemas
6. Alter affected access modules using the REPLACE ALL option

Considerations
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• When you change from duplicates first or last to duplicates not allowed, make sure that no duplicate key values exist in
the database.

• When changing from duplicates first to last or last to first, write a conversion program to logically reorder the record
occurrences in the database.
Using the approach described above, the program must execute using a subschema specifying duplicates first.
Therefore, it should use a subschema created either before or after the schema has been changed depending on
whether the duplicates option is being changed from or to duplicates first.

Changing the Location Mode of a Record

Types of Changes

These are the possible location mode changes for a record in the database:

• CALC to VIA
• CALC to DIRECT
• DIRECT to CALC
• DIRECT to VIA
• VIA to CALC
• VIA to DIRECT
• VIA one set in the schema to VIA another set

What components are affected

The record definition and the data are affected. Subschemas and access modules referencing the record are also
affected.

Steps to change the location mode

To change the location mode of a schema record where data has been loaded:

1. Add a new schema based on the original schema
2. Modify the record in the new schema to specify the new location mode
3. Validate the schema
4. Create a new global subschema
5. Unload and reload the database
6. Complete the process by updating the original schema, regenerating affected subschemas, and altering affected

access modules.

Considerations

• If the storage mode is being changed to VIA:
– If the set does not exist, take the following actions before unloading and reloading the data:

• Add the set to the schema and subschemas
• Write a program to connect the members to the appropriate owner occurrence

– Unload and reload the data using either the REORG or the UNLOAD/RELOAD utilities.
– If the REORG utility is used, the unload phase takes additional time to retrieve the member records because it does

so by walking the new (non-clustering) VIA set
– If UNLOAD/RELOAD are used, you must do one of the following:
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• Either unload and reload the data a second time in order to cluster the member records correctly
• Use an intermediate subschema to unload the data. The intermediate subschema must describe the original

database except that the member record is VIA the new set. Using this technique results in longer unload times
because the member records are retrieved by walking the new (non-clustering) VIA set.

• If the storage mode is being changed to CALC, see 33.5.3, "Changing a Record's CALC Key" for considerations on
doing this.

• If the storage mode is being changed to DIRECT:
– You must unload and reload the data if the original location mode was CALC but not if it was VIA.
– The record is reloaded into the same page if the page is within the record's target page range. If the old page is not

part of the target page range, the record is stored in its target range proportionally to its position in its original range.
If this is not acceptable, you may need to write a user-written program to unload the database and the FASTLOAD
utility to reload it.

Changing a Record's Area

Types of Changes

You can move a record from one area to another or change the portion of an area in which a record is stored.

NOTE
If a subarea symbolic is associated with the record, you change the portion of the area in which the record is
stored by changing the physical area definition and regenerating DMCLs. See Section27, “Modifying Physical
Database Definitions” for more information.

What components are affected

The schema record definition and data area affected. Subschemas and access module that reference the record are also
affected.

Steps to change the record's area

To change the area (or portion of an area) in which record occurrences are stored when data has been loaded:

1. Create a new schema based on the original schema
2. Add the area, if necessary, to the new schema
3. Modify the record in the new schema to specify the new area or subarea/offset
4. Validate the schema
5. Create a new global subschema
6. Unload and reload the database
7. Complete the process by updating the original schema, regenerating affected subschemas, and altering affected

access modules.

Considerations

• If you had to add the area to the schema, you must explicitly add it to subschemas associated with the record. You
must also explicitly add the area to all applicable physical database definitions and regenerate affected DMCLs.

• If you increase the page range of a record whose location mode is other than CALC, you do not need to unload and
reload the data provided the new page range includes all pages of the original range.

Modifying Record Elements

Types of changes

These are changes you can make to an element within a schema record:

• Adding or removing a record element
• Changing the picture or usage mode of an element
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What components are affected

The record definition is affected. If data has been loaded, the data may also be affected. Subschemas in which the
record is included are affected as are programs compiled from those subschemas. Access modules and SQL views that
reference the record are also affected.

Steps to change the record element

To make any of the above changes when data has been loaded:

1. Using DDDL statements, create a record with a new version number and same name having the revised structure
2. Create a new schema based on the original schema with the new record
3. Validate the schema
4. Use the schema compare utility (IDMSRSTC) to generate the IDMSRSTT macro statements
5. Restructure the database
6. Complete the process by updating the original schema, regenerating affected subschemas, altering access modules,

and dropping and recreating affected SQL views

Considerations

• You can replace filler elements with record elements whose total length equals that of the filler element without
creating a new version of the record. The new elements are immediately reflected in the schema. The next time any
programs that use that schema record are compiled, the new elements appear. Affected subschemas are flagged for
regeneration.

• You should initialize any 'filler' fields or fields whose picture or usage has been changed using either RESTRUCTURE
or a user-written program.

• A record element in a schema-owned record can be replaced with elements of the same name
• If you want to maintain consistency among the record version numbers in your schema:

a. Complete all of the steps above
b. Delete the original version of the record
c. Modify the record using DDDL statements to change its version number
You do not have to modify the schema.

• Non-structural changes can be made directly to schema-owned records using DDDL. For example, you can change
the external picture of a record element even if it is associated with a schema.

NOTE
For more information on the types of changes that can be made to schema-owned records, see the CA IDMS
IDD DDDL Reference section.

• If you change the format (picture or usage) of an element used in a CALC or sort key, additional steps may be needed
to convert the data.

Changing Other Record Characteristics

Types of Changes

You can make the following changes to the characteristics of a record (changes other than those described previously in
this section):

• Record ID
• Record synonyms
• VSAM type
• Minimum root and minimum fragment length
• Whether the record is compressed or uncompressed
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NOTE
For information on dropping or adding a database procedure associated with a record, see 33.5.9, “Adding and
Dropping Database Procedures”.

What components are affected

The record definition is affected and the data is affected if changing the record ID or compression. All subschemas and
access modules that reference the record are affected. SQL views are affected only if the SQL synonym for an element is
changed.

Steps to make the change

To modify the VSAM type, record synonyms, or minimum root and fragment lengths, follow the procedure described in
Modifications to an Unloaded Database at the beginning of this section.

Considerations

• To change the record ID when data exists, write a program that offloads and reloads that data.
• Optionally, unload and reload the data to reorganize existing data after changing the minimum root or minimum

fragment.
• To change a record from compressed to uncompressed, you must either unload and reload the data or use

RESTRUCTURE to alter the data.
• If changes to the record elements do not affect control fields, all you need to do is issue a DDDL MODIFY RECORD

statement.

NOTE
For more information on modifying non-IDD owned records, see the CA IDMS IDD DDDL Reference section.

• If you change the SQL synonym for one or more elements, then you must drop and recreate all SQL views that
reference the record. You must also change all programs that refer to those elements in an SQL statement.

• If you change the VSAM type, ensure that appropriate changes, if necessary, are made to the VSAM definition using
the IDCAMS utility.

Adding and Dropping Database Procedures

What components are affected

If you implement a new database procedure, or change the name of an existing procedure, it will affect the schema and
one or more subschemas. It may also require that you restructure the database, if the purpose of the procedure is to alter
the physical data (for example, record compression). All subschemas and access modules that reference the record are
also affected by procedure changes.

Steps to make the change

To add, modify, or delete database procedures that have no effect on the data, follow the procedure described in 33.2,
"Modifications to an Unloaded Database".

Considerations

• If a new database procedure does affect the data, write and compile the new procedure and then use the
RESTRUCTURE utility statement to change the existing data by specifying the new procedure in a NUPROCS macro.
If database procedures are already associated with the record, they may need to be removed from the schema and
subschema before executing RESTRUCTURE. The existing procedures, if invoked, will be called after all NUPROCS
procedures have been called. If, for example, the new procedure compresses the data in the record, the existing
procedures may not work properly. To overcome this problem, either execute RESTRUCTURE using a subschema
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derived from an intermediate schema in which all procedures normally called before the new procedure have been
removed from the record or unload and reload the data to add the new procedure.

• You can add or remove procedures that affect the data by unloading and reloading it. To do this, create a new schema
and subschema containing the revised procedure calls. Unload the data using the old subschema and reload it using
the new subschema.

• To change a database procedure for an area, all calls must be respecified.

Set Modifications
Contents

Types of changes

The following set-related changes can be made:

• Add or remove a set
• Change the mode (index or chain)
• Add or remove set pointers
• Change set order
• Change membership options

Adding or Deleting a Set

What components are affected

The schema set definition and data are affected. Segments and DMCLs may also be affected if a set is indexes and a
symbolic index specification needs to be added, removed, or replaced in the physical definition. Subschemas and access
modules that reference either the owner or member of the set are also affected.

Steps to add or delete a set

To add or delete a set when data has been loaded:

1. Create a new schema based on the original schema but containing the new set or omitting the deleted set
2. Validate the schema
3. Create a global subschema for the new schema
4. Use the schema compare utility (IDMSRSTC) to generate the IDMSRSTT macro statements
5. Restructure the database using the RESTRUCTURE utility statement
6. If adding a set, write a program to connect member record occurrences to the appropriate owner occurrences.
7. Complete the change by updating the original schema, regenerating affected subschemas, and altering affected

access modules.

Considerations
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• Both records participating in a new set must be defined to the schema
• If you replace an existing set with a new set, do not use the AUTO parameter; specify the actual pointer positions.

This eliminates the possibility that the schema compiler will identify different pointer positions than exist in the loaded
database.

• When deleting an existing set from a schema and a participating record contains pointer positions for sets beyond the
deleted set's pointer positions, you must renumber the remaining positions. You cannot leave unused pointer positions.

• If you delete a set, the set is also deleted from all subschema descriptions.
• If you delete the owner record within a set, the set is automatically deleted and both the set and deleted record are

removed from all subschema descriptions.
• If you delete the member record within a set, the set remains. You receive an error on validation if there are no

remaining members in the set (as in a multimember set)
• If you want a new set to be included in a subschema, you must modify the subschema and add the set to the

subschema.
• Regenerating affected subschemas will remove a deleted set from all subschemas.
• When you delete a set, alter and recompile all programs that use the set

Changing Set Mode

Types of changes

You can change the mode of a set from chain to index or vice versa.

What components are affected

The schema set definition and data are affected. All subschemas and access modules that reference either the owner or
member records are also affected.

Steps to change from chained to indexed

To change a chained set to an indexed set when data has been loaded:

1. Create a new schema based on the original schema
2. Modify the set in the new schema to change the set mode
3. Validate the schema
4. Create a global subschema
5. Write a program that sweeps the area, walks each set, and calls IDMSTBLU to perform a BUILD function.
6. Restructure the database if needed to remove old pointer positions and add new ones.
7. Execute MAINTAIN INDEX from SORT3 using the output from step 5 as input
8. Complete the change by updating the original schema, regenerating affected subschemas, and altering affected

access modules.

Steps to change from indexed to chained

To change an indexed set to a chained set when data has been loaded:

1. Create a new schema based on the original schema
2. Modify the set in the new schema to change the set mode
3. Validate the schema
4. Create a global subschema
5. Write a program that sweeps the area and calls IDMSTBLU to perform a DELETE function and also produces a work

file for input to step 8.
6. Use the output generated by IDMSTBLU as input to MAINTAIN INDEX and run it from SORT3 to delete each index

occurrence
7. Restructure the database as needed to remove old pointers positions and add new ones
8. Sort the workfile produced by IDMSTBLU by owner key, member symbolic key, or set position.
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9. Write a program to:
a. Read the sorted output
b. Obtain owner by db-key
c. Obtain member by db-key
d. Connect the member to the set

10. Complete the change by updating the original schema, regenerating affected subschemas, and altering affected
access modules.

Considerations for the change from indexed to chained

• When you submit the RESTRUCTURE utility statement to initialize pointers (and possibly to delete pointers), you must
initialize all existing pointer positions in the owner and member records that will be re-used for the chained set. If this is
not done, you will be unable to connect the members to their owners in Step 9.

• The work file produced in Step 5 should contain the following information:
– The dbkey of each owner record occurrence
– The dbkey of each member record occurrence
– The position of each member record with the set (if its necessary to maintain the same set order)
– The sort key of the member record within the set (if the set order is changing or the order of duplicates does not

have to be maintained)

Adding and Dropping Set Pointers

Types of changes

You can make the following changes to set pointers:

• Add or remove prior or owner pointers from a chain set
• Add or remove owner pointers from an indexed set

What components are affected

When you change the prior or owner pointers defined to a set, the schema set definition and data are affected.
Subschemas and access modules that reference either the owner or member records are also affected.

Steps to add or drop set pointers

To add or drop set pointers when data has been loaded:

1. Create a new schema based on the original schema but containing the modified set pointers
2. Validate the schema
3. Create a global subschema
4. Use the schema compare utility (IDMSRSTC) to generate the IDMSRSTT macro statements
5. Restructure the database using RESTRUCTURE
6. If you add a prior or owner pointer to an existing set, fill in the pointer values using RESTRUCTURE CONNECT
7. Complete the process by modifying the original schema, regenerating affected subschemas, and altering affected

access modules.

Considerations

• When adding or deleting pointers, do not use the AUTO parameter; specify the actual pointer positions. This eliminates
the possibility the schema compiler will identify different pointer positions than exist in the loaded database.

• When deleting a pointer from a set in a schema and a participating record contains pointer positions beyond the
deleted pointer, you must renumber the remaining positions. You cannot leave unused pointer positions.

Changing Set Order

Types of changes
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You can make the following order-related changes:

• Change from SORTED to unsorted (NEXT, PRIOR, FIRST, LAST) order
• Change from unsorted to sorted
• Change one of the unsorted orders to another
• Change the sort key or collating sequence of a sorted set

What components are affected

When you change NEXT, PRIOR, FIRST, LAST, or SORTED specifications, the schema set definition and data are
affected. Subschemas and access modules that reference either the owner or member records area are also affected.

Steps to change set order

Follow the steps listed in 33.2, "Modifications to an Unloaded Database" at the beginning of this section if both of the
following statements are true:

• You are changing a chained or an unsorted indexed set to NEXT, PRIOR, FIRST, or LAST
• It is not important to re-order existing data

Steps to re-order chain and unsorted indexed sets

To change the set order of a chained or unsorted indexed set, member records must be re-ordered:

1. Create a new schema based on the original
2. Modify the set to change the set order
3. Validate the schema
4. Create a global subschema
5. Write a conversion program that disconnects and re-orders (in the desired sequence) each member record occurrence
6. Complete the process by updating the original schema, regenerating affected subschemas and altering affected

access modules

Steps to re-order sorted indexed sets

To change the sort key of a sorted indexed set or to change an indexed set from unsorted to sorted and vice versa, follow
the procedure for re-ordering chain sets except replace Step 5 with the following:

1. Write a program that sweeps the area and call IDMSTBLU with a REBUILD function
2. Use the output from the step above as input to MAINTAIN INDEX and run MAINTAIN INDEX from SORT3

Considerations

When you change the set order from or to SORTED or when you change the sort key of a sorted set, the control length
of the member record may change. If it does, and the member record is compressed or variable in length, you must use
RESTRUCTURE to change the control length of existing record occurrences.

Changing Set Membership Options

Types of changes

You can change a MANDATORY set to OPTIONAL and vice versa. You can also change an AUTOMATIC set to MANUAL.

What components are affected

When you change membership options, the schema set definition is affected. Subschemas and access modules that
reference either owner or member record are also affected.

Steps to change membership options

To change membership options, regardless of whether data is loaded, follow the steps outlined in 33.2, "Modifications to
an Unloaded Database".
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Considerations

Changing membership options may impact existing application programs. Consider the following:

• If you change from AUTOMATIC to MANUAL or vice versa, programs that STORE member records may need to
connect records into the set using a CONNECT statement or no longer issue such a CONNECT.

• If you change from OPTIONAL to MANDATORY, programs that DISCONNECT members from the set must be
changed and programs that ERASE owner records may need to be changed.

• If you change from MANDATORY AUTOMATIC to any other option, programs that obtain the owner of the set may be
affected (because a given member occurrence may not have an owner).

Index Modifications
Contents

Types of changes

You can make the following types of changes to system-owned indexes:

• Add or remove an index
• Change the area in which an index resides
• Change index characteristics
• Change from linked to unlinked or vice versa

Adding or Deleting System-Owned Indexes

What components are affected

When you add or remove a system-owned index, the schema set definition and the data are affected. All subschemas and
access modules that reference the member record are also affected.

Steps to add an index

To add an index when data has been loaded:

1. Add a new schema based on the original schema adding the new index
2. Validate the schema
3. Create a global subschema for the new schema
4. If the index is linked, add the index pointer position to the member record using the schema compare utility

(IDMSRSTC) and RESTRUCTURE
5. Build the index structure using the new subschema using the MAINTAIN INDEX utility statement
6. Complete the process by updating the original schema, regenerating affected subschemas, and altering affected

access modules

Steps to remove an index

To remove an index when data has been loaded:

1. Add a new schema based on the original schema removing the index
2. Validate the schema
3. Create a global subschema for the new schema
4. Delete the index structure using an old subschema and the MAINTAIN INDEX utility statement
5. If the index is linked, remove the index pointed from the member record using the schema compare utility

(IDMSRSTC) and the RESTRUCTURE utility statement
6. Complete the process by updating the original schema, regenerating affected subschemas, and altering affected

access modules
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Considerations

• The index you delete from the schema will automatically be deleted from any affected subschemas when you request
that affected subschemas be regenerated.

• If an index is added or removed, it may change the control length of the record. If it does and the record is compressed
or variable in length, you must change the control length of existing data using RESTRUCTURE.

Changing the Location of an Index

Types of changes

You can change the area (or portion of an area) in which the index structure resides.

What components are affected

The schema set definition and data are affected. Subschemas and access modules that reference the member record are
also affected.

NOTE
If a subarea symbolic is associated with the index, you change the portion of the area in which the index is
stored by changing the physical area definition and regenerating DMCLs. See Section27, “Modifying Physical
Database Definitions” for more information.

Steps to change the area

To change the area (or portion of an area) in which an index resides when data has been loaded:

1. Add a new schema based on the original schema
2. Add the area, if necessary
3. Modify the indexed set to map to the new area or subarea/page range
4. Validate the schema
5. Create a new global subschema
6. Rebuild the index using both an old and new subschema using the MAINTAIN INDEX utility statement

Considerations

• If the area does not exist in the subschema, you will receive an error when you issue REGENERATE AFFECTED
SUBSCHEMAS.

Changing Index Characteristics

Types of changes

You can change the following index-related characteristics:

• Key compression
• Number of entries in an SR8 record
• Index displacement
• Index key or collating sequence

What components are affected

The schema set definitions and data are affected. Subschema and access modules that reference the member record are
also affected.

Steps to change index characteristics

To change index characteristics when data has been loaded:

1. Add a new schema based on the original schema modifying the set characteristics
2. Validate the schema
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3. Create a global subschema
4. Rebuild the index using the MAINTAIN INDEX utility and the REBUILD option
5. Complete the process by updating the original schema, regenerating affected subschemas, and altering affected

access modules

Considerations

• If you change the index key, the control length of the member record may change. If it does, and the member record
is compressed or variable in length, you must use RESTRUCTURE to change the control length of existing record
occurrences.

• When you execute the MAINTAIN INDEX utility statement, use the REBUILD option:
– If you change key compression, you must specify the name of an old subschema in the USING parameter and the

name of a new subschema in the NEW SUBSCHEMA parameter.
– If you change the symbolic key or the collating sequence, you must specify the new subschema in the USING

parameter.
If both types of change are being made at once, you will need to run MAINTAIN INDEX twice, once to delete the
existing index (using the old subschema) and once to build the new index (using the new subschema).

Adding or Deleting Index Pointers

Types of changes

You can delete or add index pointers. The index pointer in a member record is optional for system-owned indexes.

Adding or deleting index pointers

To add or delete an index pointer:

1. Modify the schema specifying INDEX POSITION IS NONE
2. Add or delete the pointer position using the RESTRUCTURE utility statement
3. Rebuild the index using the MAINTAIN INDEX utility statement

Modifying Subschema Entities
Affect on Applications Associated with the Subschema

Changes you make to a subschema impact application programs associated with that subschema. In general, when
you add, modify, or delete a subschema entity and regenerate the subschema, follow the appropriate procedure in the
following table:

If a program... You should...
Is associated with the subschema but does not need to access the
new entity (area, record, or set)

Not have to recompile the program

Is associated with the subschema and needs access to a new
entity or has access to a modified entity

Alter the program as needed
Recompile the program

Regenerating the Subschema

Before you can use the subschema, you must regenerate it as described in Section15, “Subschema Statements".

If you want to use the subschema before the system is recycled, you must issue a DCMT VARY PROGRAM .. NEW
COPY command. This statement causes the regenerated subschema to be loaded into the program pool the next time it
is requested.

Identifying Programs Associated with a Subschema
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If your site updates the dictionary every time a program is compiled, the dictionary will contain the necessary information
to identify the programs associated with a modified subschema.

If this information is stored in the dictionary, you can run IDMSRPTS Program Cross-Reference Listing report. For each
program associated with a subschema, the report lists:

• Name
• Version number
• Date last compiled
• Number of times compiled
• Language

NOTE
For more information on IDMSRPTS, see the CA IDMS Administrating section.

If your site does not update the dictionary when a program is compiled, such information must be maintained manually.

For more information, see the following topics:

Modifying or Deleting a Subschema

Modifying a Subschema

When You Might Want to Make This Change

There are several modifications you may want to make to the subschema definition itself (other than modifications to set,
area, and record definitions). These modifications include:

• Description
• Program registration
• Authorization
• Usage
• Information on transferring statistics
• Logical record currency
• Security
• User-defined information (class/attribute and user-defined comments)

What Components are Affected

The definition of the subschema as it resides in the dictionary is affected by such modifications.

Example

In the following example, program registration has been turned on. This requires that all programs using this subschema
be registered with the named subschema in order to be compiled against it.

modify subschema empss01

  program registration required is on.

generate.
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Deleting a Subschema

When You Might Want to Make This Change

If there is no longer a need for a subschema, you may want to delete it.

What Components are Affected

The subschema source is affected by the deletion of a subschema. The subschema load module is not affected.

Considerations

• When you delete a subschema, programs associated with that subschema can no longer be compiled. You must
associate each program with a new subschema.

• If you have not specified DELETE IS ON in the SET OPTIONS statement, the subschema load module is not
automatically deleted when you delete the subschema definition. You must explicitly delete the associated load
module.

Example

In the following example, the subschema EMPSS01 is deleted.

delete subschema empss01.

Adding, Modifying, or Deleting a Record
What Components are Affected

The record definition portion of the subschema is affected by such a modification.

Considerations

• If you include a new record in the subschema and that record participates in a mandatory automatic set, you have to
include the owner of that set in the subschema (or the set itself) so that application programs using the subschema can
store occurrences of the new record.
When you regenerate the subschema, you will receive a notice of an access restriction.

• If you modify a record so that some elements are omitted, you may have to modify and regenerate maps for online
programs as well as the programs or dialogs themselves.

• If you add a record that is stored in an area not currently participating in this subschema, you must add that area to the
subschema if a program is to access the new record. You will receive an error on generation if the area is not added.

Adding, Modifying, or Deleting a Set
What Components are Affected

The set definition portion of the subschema is affected by such a modification.

Considerations

• If you do not add the set owner and member record types to the subschema, your program cannot access the new set.
• If you add the set and the set member record type but not the owner record type, the application program will not be

able to obtain the owner of the set.
• If you add the set and the set owner record type but not the member record type, the application program will not be

able to walk the set.
• If you delete a set but not its owner or member record type, currency will not be maintained for that set and, although

an application program can access the owner, it cannot walk a set to obtain all members. In addition, the application
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program cannot connect a member into the set, and, if the set is mandatory automatic, the application program cannot
store a new record occurrence.

Adding, Modifying, or Deleting an Area
When You Might Want to Make This Change

You can add areas to or delete areas from a subschema or make a modification to an existing area. Normally this is done
in conjunction with adding or deleting a record or index structure stored in that area or to move records into a new area for
performance reasons.

What Components are Affected

The area definition portion of the subschema is affected by such a modification.

Considerations

• If you modify the usage mode so that a mode is no longer allowed, you may have to modify the READY mode of your
program to match.

• If you modify the default usage mode, you should check programs using the subschema to see that there is no conflict.
• If you delete an area, make sure that there are no records or indexes mapping to that area still in the subschema.
• If an area is renamed or deleted, all ADS dialogs that use the subschema must be recompiled if they use neither

READY ALL nor DBMS autoready.

Adding, Modifying, or Deleting a Logical Record or Path Group
What Components are Affected

Only the definition of either the logical record or a path group is affected.

Considerations

• If you modify a logical record so that some elements are omitted, you may have to modify and regenerate maps for
online programs as well as the programs themselves.

• If you remove a path group from the subschema, you must modify and recompile any program or dialog associated
with that subschema using the deleted path group.

• If you have changed the selection criteria in a path, you need to modify the program requests in programs or dialogs
associated with that subschema.

NOTE
For more information on Logical Record Facility, see the Administrating section.

Space Management
Definitions of Areas and Pages

A CA IDMS database contains one or more areas. Each database area is a named subdivision of addressable storage in
the database. A CA IDMS area is subdivided into database pages. Most database pages are used to hold actual record
occurrences (or rows). Some pages are reserved by CA IDMS for space management.

 
Note: Record occurrences and rows of an SQL-defined table are stored in the same way in a CA IDMS database. For
simplification, the term record occurrence will be used to indicate both row and record occurrence, and record type to
indicate both table and record type.

Definition of Database Key
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Each record occurrence in a CA IDMS database is uniquely identified by a database key (db-key) that specifies the
physical location of the occurrence. Database keys are used as pointers to related record occurrences or index records.

The format of a database key can vary from database to database. The variable format of the db-key allows you to tailor
space management factors to different processing requirements.

For more information, see the following topics:

Database Pages
Size of Database

A database can have from 2 to 1,073,741,822 pages. Each area contains pages of equal size. Each page can contain up
to 32,756 bytes of data. For details, see 35.3, “Database Keys". Database pages are mapped to BDAM, or DAM blocks,
or VSAM control intervals (for details, see Section17, “Allocating and Formatting Files"). Each database page is identified
by a unique page number and data transfers are accomplished one page at a time.

Page Format

All database pages, regardless of size, have a header and footer with the same general format as shown in the following
diagram. A database page always has a header at the beginning of the page and a footer at the end; free space is in the
middle.
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Header

The header occupies the first 16 bytes of each page and is formatted as follows:

• Page number (4 bytes) -- A unique, system-assigned number of the page.
• SR1 system record (12 bytes) -- An SR1 record is stored on each page during initialization by the FORMAT utility.

Each SR1 record contains the space available count (that is, the number of bytes of free space on the page).

Footer

The footer occupies the last 16 bytes of each page and is formatted as follows:
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• Line index 0 (8 bytes) -- Identifies the location and length of the SR1 system record
• Line space count (2 bytes) -- Number of bytes used for line indexes and the footer
• Filler (2 bytes) -- Reserved space
• Page number (4 bytes) -- The unique system-assigned number of the page

NOTE
Numeric fields maintained by CA IDMS are in binary format, although this section represents them as decimal
numbers.

To simplify the illustrations, the page size (800 bytes) in the figures of this section is unusually small.

Database Page Layout

Except for the header and the footer, pages are filled with the following entries:

• Record occurrences -- The actual record occurrences are positioned on the page from top to bottom immediately
following the header. Each occurrence consists of a prefix (containing pointers) and a data portion. A page can hold
from 3 to 2,727 record occurrences depending on user specification (for details, see 35.3, “Database Keys".)

• Line indexes -- The line indexes identify the locations of record occurrences on the page and are positioned on the
page from bottom to top, immediately preceding the footer. A page contains one line index per record occurrence on
the page. Each line index has the following format:
– Record id (2 bytes) -- Identification of the record type
– Displacement (2 bytes) -- Location of the record occurrence relative to the beginning of the page, where the first

byte on the page is position 0
– Record length (2 bytes) -- Length of the entire record occurrence stored on this page (data plus prefix) in bytes
– Prefix length (2 bytes) -- Length of the prefix portion of the record in bytes

Record occurrences are added from the top down; line indexes from the bottom up. Free space is always in the middle.
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Database Keys
Identify Each Record Occurrence

Each record occurrence in a CA IDMS database is uniquely identified by a database key (db-key), which indicates the
occurrence's physical location in the database. A db-key is assigned when a record occurrence is stored in the database.
The db-key never changes as long as the record remains in the database (that is, until the record is erased or until the
database is unloaded and subsequently reloaded).

Used as Pointers

Database keys are used as pointers to related record occurrences or index records. As such, database keys are
found in the system-maintained prefixes that precede the data portion of the record occurrence. For example, a record
occurrence's prefix may contain the database keys of the next, prior, and owner records of the chained set in which that
occurrence is a member.

A db-key is a 4-byte (32 bit) binary number. The Database Management System (DBMS) creates a db-key for a record
occurrence by concatenating the following numbers:

• Page number -- The page on which the record occurrence is stored
• Line number -- The position of the record occurrence's line index on the page relative to the other line indexes, where

the line index for the SR1 record is line index 0

Db-key Format

The db-key format is variable. The number of bits reserved in the db-key for the page number and line number,
respectively, can vary from one physical database to another, as long as the total number of bits used is 32. You identify
the db-key format to be used by specifying the maximum number of record occurrences to be stored on one database
page in the CREATE SEGMENT statement.

Default Db-Key Format

In the default db-key format, 24 bits are allocated for the page number and eight bits for the line number. This format
allows a maximum of 16,777,214 pages in the database, with each page containing up to 255 record occurrences.

Variable Format

The variable format of the db-key allows you to tailor space management factors to different processing requirements. For
storage of small records, specify a database with many record occurrences per page and a smaller number of pages. For
storage of large records, specify a database with few record occurrences per page but a large number of pages. For these
different requirements, adjust the db-key format as follows:

• To allow more record occurrences per page, increase the number of bits for the line index. (The line number must be
from 2 to 12 bits in length.)

• To allow more pages per database, increase the number of bits for the page number.

As the number of record occurrences allowed on a page increases, the number of pages allowed in the database
decreases. Conversely, the more pages in the database, the fewer occurrences each page can hold.

NOTE
The MIXED PAGE GROUP BINDS ALLOWED option for a DBNAME may be used to increase the number of
records accessible in a database from a single database transaction.

The following diagram shows the db-key formats for n CA IDMS database with three possible formats: 255 record
occurrences per page (the default size); the greatest possible number of occurrences per page; and the greatest possible
number of pages.
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Determining the Db-Key Format

Using the decimal value that you specify in the MAXIMUM RECORDS PER PAGE clause on the CREATE SEGMENT
statement, CA IDMS/DB determines the db-key format, as follows:
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• To determine the total possible number of line indexes for a page, CA IDMS/DB adds 1 to the maximum number
of record occurrences per page. (This number represents line index 0, reserved for the SR1 record.)

• To determine the size of the line number portion of the db-key, CA IDMS/DB identifies the number of bits required
to store the largest possible line index.

• To determine the size of the page number portion of the db-key, CA IDMS/DB subtracts the number of bits for the
line number from 32 (the total number of bits in a db-key).

For example, the default number of record occurrences per page is 255. In this case, the total number of line indexes is
256 (that is, line index 0 through 255). Since the decimal number 255 takes eight bits of storage in binary format, the line
number portion of the db-key for this database is eight bits, and the page number portion is 24 bits.

NOTE
CA IDMS uses all 32 bits of the db-key for the page number and the line number. If you want to reserve a bit in
the db-key as a sign bit (that is, if you will write routines that perform arithmetic operations using the db-key sign
bit), make sure that the db-keys created for your occurrences can be stored in only 31 bits.

Conversion Algorithms

Use the following algorithms to convert a db-key into individual page and line numbers:

dbkey-page = dbkey/2**bits-for-line

dbkey-line = dbkey - (dbkey-page * (2**bits-for-line))

where:

• dbkey = the 4-byte binary database key
• dbkey-page = the binary database page number
• dbkey-line = the binary database line number
• bits-for-line = the number of bits for the line number in the database key

Area Space Management
Contents

What is an Area?

A CA IDMS database is divided into one or more areas. Each database area is a named subdivision of addressable
database storage. Each area can contain one or more record types, according to varying processing requirements, but all
occurrences of a particular record type must be in the same area.

Managing Space in an Area

To manage space in an area, CA IDMS/DB keeps track of available space on each page. CA IDMS reserves selected
pages called space management pages (SMPs) for this purpose. The first page in each area is an SMP. Depending on
the number and size of pages in the area, CA IDMS may reserve additional SMPs throughout the area.

Since you frequently assign several record types to an area, data pages in these areas are typically filled with record
occurrences of different record types and the occurrences' corresponding line indexes. For example, in the sample
employee database, the DEPARTMENT, JOB, OFFICE, and SKILL records are all assigned to the ORG-DEMO-REGION
area. Thus, occurrences of all of these record types can be stored on the same page.

Sample Page
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The following drawing shows a sample page in the ORG-DEMO-REGION. Typically, except for the header and footer, a
page in an area is filled with occurrences of different record types. Page 7130 in the ORG-DEMO-REGION area contains
occurrences of the OFFICE, JOB, and DEPARTMENT record types.

Space Available

To manage space, CA IDMS/DB keeps track of the available space on each page. The space available is maintained in
the following locations:

• SR1 records -- System records in each page's header which contain the space available count for the page
• Space management pages (SMPs) -- One or more system-reserved pages which contain entries that indicate

whether each page (in a range of pages) is empty or full

SR1 records and space management pages are discussed separately next.

SR1 Records

Each database page in an area contains an SR1 record in the page header. Each occurrence of the SR1 record contains
the space available count for that page. The SR1 record type is the owner of a set used by CA IDMS/DB to keep track of
CALC records (for details, see "Storing CALC records" in Section36, “Record Storage and Deletion”).

SR1 Record Format

The SR1 record is formatted as follows:

• Next pointer for CALC set (4 bytes) -- Database key (next pointer) of the CALC record, targeted to that page, with the
lowest CALC key

• Prior pointer for CALC set (4 bytes) -- Database key (prior pointer) of the CALC record, targeted to that page, with
the highest CALC key

• Space available count (2 bytes) -- Number of bytes of free space remaining on the page
• Filler (2 bytes) -- Reserved space

Line Index

Every line index 0 in an area identifies the location of an SR1 record and always contains the following values:

• record identification = 1
• displacement = 4
• record length = 12
• prefix length = 8
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The following diagram shows an empty page in an area. This is what a page would look like after initialization by the
FORMAT utility.

NOTE
The space available count for an empty page is always the page size minus 32 (in this case, 800 - 32 = 768)
and the line space count for an empty page is always 16. The CALC set pointers in the SR1 record on an empty
page point back to the SR1 record itself since it is the only record in the set.

Space Management Pages

What is a Space Management Page?

CA IDMS reserves selected pages, called space management pages (SMPs), to keep track of the available space on
each page. These pages are filled with 2-byte items called space management entries. Each space management entry,
depending on the entry's relative position on the page, corresponds to a page in the area. The first entry corresponds to
the space management page itself, the second entry to the first page following the space management page, and so on.

Number of Pages Managed by SMP

The number of pages managed by one space management page is the page size minus 32 (header and footer) divided by
2 (two bytes per space management entry).

For example, a space management page for an area whose page size is 800 bytes holds 384 entries. The first entry is
for the space management page itself. If the area contained 900 pages, the area would require three space management
pages. The first space management page would be the first page in the area, the second would be the 385th page, and
the third would be the 769th page.

FORMAT Utility Initializes SMP Entries

For pages that will contain record occurrences, the FORMAT utility initializes space management entries to a value
equal to the page size of the area minus the number of bytes used by the header and footer (that is, the amount of usable
space on each page). The first space management entry is for the space management page and is initialized to zero. In
the previous example, the space management entries for data pages would be initialized to a value of 768.

Accessing Space Management Pages

After initialization, space management pages are accessed only in the following situations:
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• STORE command -- If CA IDMS/DB cannot store a record occurrence on the target page because insufficient space
exists on that page, the space management page is consulted for the next page that has sufficient space. Further, if
the space available count field on the target page shows that more than 70 percent of the usable space is used, the
space management page is accessed and the space management entry is changed to the actual space available.
Also, if CA IDMS/DB uses the last available line index on a page to store a record, a halfword of 2 is entered in the
space management entry, indicating that the page is logically full.

• ERASE command -- When the actual space available for a page is shown in the space management entry (that is,
when the page is more than 70 percent full) and a record occurrence is deleted from the page, CA IDMS/DB accesses
the space management page and does one of the following:
– If the page is still more than 70 percent full, CA IDMS/DB moves the new space available count from the page to the

space management entry.
– If the page is now less than 70 percent full, CA IDMS/DB reinitializes the space management entry to the value of

the page size minus the length of the header and the footer (that is, the decimal value 32).

Actual Space Available

The actual space available for each page is not maintained constantly to avoid accessing the space management page
each time a record is stored or erased. Instead, a page is considered empty (for space management purposes) until either
of the following conditions occurs:

• A store operation for a record occurrence puts the space used over the 70 percent threshold.
• All line indexes on that page have been used (that is, the page is logically full).

A page returns to the empty status when an erase operation puts the space used back below the 70 percent threshold.

Consequently, unless a large enough page size is specified, CA IDMS/DB might attempt to store records that will not
physically fit on a page.

Suppose, for example, that a page is 60 percent full and marked as empty in the space management page, and that a
record occurrence being stored is 45 percent of the page size. Using information maintained in the space management
page, CA IDMS/DB would determine that the record occurrence could fit on the page, when it could not.

To ensure that CA IDMS/DB can successfully store all records, specify a page size that allows CA IDMS/DB to store the
largest fixed-length record on 30 percent of the page.

Determining Minimum Page Size

Use the following algorithm to determine minimum page size:

min-page-size = ((record-length + 8) / 0.30) + head-foot-length

where:

• min-page-size = the decimal value of the minimum page size
• record-length = the length of the largest fixed-length record type (data plus prefix)
• 8 = the length of the line index
• head-foot-length = the maximum length of a header and footer on a page; the decimal value 32

Reporting on Area Space Utilization

The PRINT SPACE utility statement reports on:

• Space utilization based on the contents of the SMPs
• With the FULL option, space utilization based on the actual contents of each database page (using the space available

count)

Use of the Space Management Page
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The following diagram shows the use of the space management page.

CA IDMS/DB changes the space management entry for page 7120 from 768 (the page size minus 32) to 36 (the actual
number of bytes left on page 7120) after storing the JOB 3027 record. Thus, after consulting the space management
page, CA IDMS/DB knows that it cannot store the DEPT 2000 record (72 bytes long) on page 7120 because of insufficient
space, and stores it on the next page.

When the OFFICE 1 record is deleted from page 7120, the page is still more than 70 percent full, so CA IDMS/DB moves
the value 124 (the actual amount of space available) to the space management entry.

When the JOB 3027 record is deleted, however, page 7120 is less than 70 percent full and the space management entry
is reinitialized to 768 bytes.
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Record Storage and Deletion
Determining the Target Page

To store a record in the database, CA IDMS/DB first determines a target page. Storage mode specifications govern the
selection of the target page, as follows:

• In CALC storage mode, CA IDMS/DB calculates the number of the target page by executing a randomizing routine
against the CALC key.

• In VIA or CLUSTERED storage mode, which is used to store related record occurrences (or rows) on the same page
or on as few pages as possible, CA IDMS/DB determines the number of the target page from:
– For non-SQL, the number of the page that contains the current record of the VIA set
– For SQL, the referenced row of a clustered constraint

• In DIRECT storage mode, the user explicitly specifies the target page. (Note that if you specify the value -1, the target
page is the first page assigned to the record type.)

Storing the Record Occurrence

If the target page has sufficient space to store the entire record occurrence (fixed-length uncompressed records) or
the record's minimum root, CA IDMS/DB then stores the record occurrence on the target page. If the target page
does not have sufficient free space to store the record occurrence, CA IDMS/DB stores the record occurrence on the next
page that has sufficient space. The search for free space always proceeds in a forward (higher database key) direction. If
the end of the area (or the page range assigned to the record type) is reached before space is located, the search wraps
around to the beginning of the area (or the page range assigned to the record type).

After identifying the first available free page, CA IDMS/DB performs the following operations to store a record occurrence:

• Creates a line index and positions it at the end of the free space or an unused line index.
• Positions the prefix and data (as retrieved from the program variable storage) at the beginning of the free space.

When storing a fixed-length uncompressed record, CA IDMS/DB places the entire record occurrence on the target
page. When storing a variable-length record occurrence, CA IDMS/DB places as much of the record occurrence as
possible on the target page. (For details, see 36.1.3, “Storing Variable-Length Records”.)

• Updates the space available count in the header and the line space count in the footer.
• Updates the record's pointers as follows:

– Updates the pointers for all user sets in which the record is an automatic member
– Sets the pointers to null (-1) for all sets in which the record is a manual member
– Sets the pointers to the database key of the object record itself for all owner records (indicating an empty set)
– For SQL, sets the pointers to null (-1) for linked constraints in which the table is the referencing table if one or more

columns of the foreign key are null; otherwise, sets the pointers to the db-keys of related rows
– For SQL, sets the pointers to the database key of the object row itself for linked constraints in which the table's the

referenced table
• Updates the record's CALC set pointers (if any).
• Updates the pointers in all other records affected by the stored record's automatic (and CALC, if applicable) set

connections.
For example, if record B2 is being stored between records B1 and B3 in set A-B, B2's next pointer is set to B3's
database key, while B2's prior pointer is set to B1's database key. Additionally, B1's next pointer is changed from B3's
database key to B2's, and B3's prior pointer is changed from B1's database key to B2's.

For more information, see the following topics:
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Record Storage

Storing CALC Records

Stored On or Near Calculated Page

CA IDMS/DB stores records that have a storage mode of CALC on or near the page calculated from the record's CALC
key (a schema-specified symbolic key). CA IDMS/DB uses the system-owned CALC set to keep track of all CALC
records that randomize to a specific page. The CALC set's owner is the system-owned SR1 record type. The CALC set's
members are all of the user records with a storage mode of CALC. The set is sorted in ascending sequence on the CALC
key of each member record occurrence.

Example of a System-Owned CALC Set

The following diagram shows the system-owned CALC set for the sample employee database.

NOTE
The system-owned CALC set is an internal set. It should not be included in the user's schema or in structural
diagrams.

One System-Owned CALC Set Per Database

There is one system-owned CALC set type per database; there is one CALC set occurrence for each page in the area.
The CALC set is sorted in ascending sequence based on the CALC key of each member occurrence.

SR1 System Record

On a page that contains record occurrences, the SR1 record on a data page owns all CALC records that randomize to
that page at store time, including records that end up on another page due to overflow conditions.

The following diagram shows the format and occurrences of the CALC set on page 7120 of the sample database. The
CALC set for page 7120 includes all CALC records randomized to that page.

NOTE
DEPT 2000 belongs to the CALC set for page 7120 even though DEPT 2000 was actually stored on page 7121
(due to lack of space on its target page).
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Retrieving a CALC Record

To retrieve a record occurrence stored CALC, CA IDMS/DB accepts from the user the value of the record's CALC key
and calculates a page number from the key. CA IDMS/DB then enters this database page on the SR1 record and follows
the page's CALC chain until either the requested record is located or a record of the same type with a higher key value is
located; in the latter case, CA IDMS/DB returns an error status of 0326 (record not found) to the user.

Storing a CALC Record

In adding the DEPT 3100 record to page 7126, CA IDMS/DB creates a record prefix (shaded portion) that consists of
pointers for the CALC set and for the DEPT-EMPLOYEE set. The prefix and data (as found in program variable storage)
are positioned at the beginning of the free space. A line index is created at the end of the free space. The space available
count is decremented, and the line space count is incremented.

NOTE
The CALC pointers in the SR1 record are updated to point to the DEPT 3100 record, while the CALC pointers in
the DEPT 3100 record are set to point to the SR1 record. All other pointers in the DEPT 3100 record point back
to the record itself because its DEPT-EMPLOYEE set occurrence is empty.
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Storing Another CALC Record

The EMPLOYEE 23 record randomizes to and is stored on page 7026. The prefix of the EMPLOYEE 23 record supplies
the following information: EMPLOYEE 23 (the only member of the CALC set on page 7008) and EMPLOYEE 19 are the
only members of the DEPT-EMPLOYEE set for OFFICE 3100; EMPLOYEE 19 is next of set in the DEPT-EMPLOYEE set
for DEPT 3100; all of the set occurrences that EMPLOYEE 23 owns are empty.
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Clustering Records

In the VIA or CLUSTERED storage mode, CA IDMS/DB stores related records together on the same page or on as few
pages as possible. A record can be clustered through a chained set (a linked clustered constraint), an indexed set (a
clustering index), or an unlinked constraint (SQL only).

Clustering records around a chained set

Storage Strategy

If a record has a storage mode of VIA a chained set (or CLUSTERED around a referential constraint), CA IDMS/DB uses
the location of the current record of set (always the referenced row of referential constraints) to determine where to store
the new record, as follows:

• If the current record of set is a member of the set, the DBMS stores the new record as close as possible to the current
record of set.

• If the current record of set is an owner of the set, CA IDMS/DB determines where to store the member record, as
follows:

If the members and owners in the specified set are assigned to the
same page range, and if you have not specified displacement in
the non-SQL schema...

CA IDMS/DB stores the member record occurrence as close as
possible to the owner

If the members and owners in the specified set are assigned to
the same page range, and you have specified displacement in the
non-SQL schema...

CA IDMS/DB stores the member record occurrence as close as
possible to the owner, allowing for displacement
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If the members and owners in the specified set are assigned to
different page ranges...

CA IDMS/DB stores the member record occurrence as close as
possible to the page (within the member record's page range)
that is proportional to the location of the owner (within the owner's
page range)

The following diagram shows how CA IDMS/DB stores a record through a chained set. For a discussion of how CA IDMS/
DB stores a record through an indexed set, see 36.1.2.2, “Storing records via an indexed set”.

Example

In this example, EMPLOYEE 23 has randomized to page 7026. EMPLOYEE 23's EMPOSITION record is stored VIA
EMPLOYEE 23 on page 7026. To locate the EMPOSITION record, CA IDMS/DB applies the randomizing routine to
EMPLOYEE 23 (giving page number 7026), enters page 7026 on the SR1 record, and follows the CALC set until the
EMPLOYEE 23 record is located. CA IDMS/DB then obtains the EMPOSITION record through the EMP-EMPOSITION
chain.

Storing records via an indexed set

Storage Order

Indexed sets can be used to store member records in a physical order that reflects the order of the member's db-key
or symbolic key in the index, by defining the member record's storage mode as via (or clustered) an indexed set that is
sorted on db-key or symbolic key.

Determining the Target Page
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CA IDMS/DB determines the target page on which to store a member occurrence via an indexed set, as follows:

If this is the first record occurrence stored via a user-owned index
set or a system-owned index with the same page range as the
member record...

CA IDMS/DB determines the target page as follows:
If the member or owner in the set are assigned to the same
page range, CA IDMS/DB stores the member record occurrence
as close as possible to the owner record (allowing for record
displacement if specified).
If the member and owner in the set are assigned to different
page ranges, CA IDMS/DB stores the member record as close
as possible to the page (within the member's page range) that is
proportional to the location of the owner (within the owner's page
range).

If this is the first record occurrence stored via a system-owned
index with a separate page range from that of the member...

The target page is the low page of the member's page range

If other record occurrences have already been stored (that is, if
the index is not empty)...

CA IDMS/DB determines the target page, as follows:
If the set is sorted by db-key, CA IDMS/DB finds the highest db-
key of a record that is already a member of the indexed set, and
uses the page specified in this db-key as the target page.
If the set is sorted by symbolic key, CA IDMS/DB determines the
target page for the new record as follows:
Identifies the SR8 record that will hold the symbolic key for the
new record
Finds the db-key of the record with the preceding or following
symbolic key in the index and uses the page specified in this db-
key as the target page

Example

For example, the EMP-EXPERTISE set in the sample order entry database is an indexed set, and EXPERTISE records
are stored in physical-sequential order based on the value of the SKILL-LEVEL field. The non-SQL schema DDL
statements necessary to specify physical-sequential placement of the EXPERTISE record are as follows:

               RECORD NAME EXPERTISE

                  LOCATION MODE VIA EMP-EXPERTISE SET ...

               SET NAME EMP-EXPERTISE

                  ORDER SORTED

                  MODE INDEX ...

                  OWNER EMPLOYEE

                  MEMBER EXPERTISE ...

                     DESCENDING KEY SKILL-LEVEL ...
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In this case, CA IDMS/DB stores each EXPERTISE record as close as possible to the record with the next lower SKILL-
LEVEL.

Storing Variable-Length Records

Types of Variable-Length Records

Internally, CA IDMS/DB treats the following types of records as variable-length:

 Description
Fixed-length compressed records Records with a fixed length that are compressed through a

specified compression routine. Although the length of these
record types is fixed from the point of view of user programs,
compression makes them internally variable.

Variable-length records Records (either compressed or uncompressed) the length of
which depends on a variable field (that is, records that contain an
OCCURS DEPENDING ON clause).

Since you cannot anticipate the total length of either of these types of records, specify, in the schema, the following
information:

• The record's minimum root -- The smallest amount of the data to be stored on the record's home page
• The record's minimum fragment -- The smallest amount of data to be stored on any additional page

Steps to Store a Variable-Length Record

Using the values specified for minimum root and minimum fragment, CA IDMS/DB performs the following steps to store a
variable-length record:

1. CA IDMS/DB stores either the entire record or as much of the record as possible on the target page (provided that the
space available is sufficient for the minimum root specification in the schema). This page, the first page on which CA
IDMS/DB stores either the entire record or a portion of the record, is referred to as the record's home page; the portion
of the record placed on the home page is called the root.

2. CA IDMS/DB stores the remainder of the record on subsequent pages, by working in a forward direction and wrapping
around to the beginning of the area (or the page range assigned to the record), if necessary. Each subsequent portion
of the record that exists on a separate page is called a fragment. No fragment except the last one will be less than the
schema minimum fragment specification.

Variable-Length Indicator

In the root, CA IDMS/DB places an extra pointer at the end of the prefix to point to the first fragment. At the beginning
of the data portion of the root, CA IDMS/DB adds a 4-byte variable-length indicator (VLI) The VLI contains a 2-byte
counter used to keep track of the size of the data portion of the entire record (including four-bytes for the VLI). The record-
length field in the line index for a root segment contains the length of the portion of the record (prefix and data) that is
stored on the home page.

SR4 System Record

Each fragment contains a one-pointer prefix that points to the next fragment; the last fragment points back to the root.
Fragments are placed on a page in the same manner as any record. A fragment is considered an SR4 system record;
the record-id field in the line index of a fragment is always set to a value of 4.

Storing a Variable-Length Record

In the following example, the JOB 5023 record fits entirely on page 7130; because the JOB record is a compressed
record, it is a variable-length record and CA IDMS/DB includes a 4-byte variable-length indicator (VLI) in it, bringing
the total data length of the record to 300 bytes. CA IDMS/DB cannot store the entire JOB 5025 record on page 7130;
however, the page does have sufficient space for a root. CA IDMS/DB stores the root portion of JOB 5025 on page 7130
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and includes a VLI, bringing the data portion of the entire record to 280 bytes. CA IDMS/DB stores the remainder of the
record on page 7131 as a fragment. Note that the record-id field for the last line index on page 7131 is 4, indicating that
the record is a fragment.

Returning Fragments to the Home Page

On future accesses (GET, OBTAIN, or SELECT) of a fragmented variable-length record, CA IDMS/DB may reduce the
number of fragments. If the area is readied in update mode and the home page has sufficient space to hold the entire
record, CA IDMS/DB returns the fragments to the page. The fragments (minus fragment pointers) are concatenated to the
root and physically deleted from the pages on which the fragments were located; the fragment pointer in the root is set
to point to itself. Adjustments are made to the space available count in the page header and to the record length in the
record's line index.

Page Reserve

When the size of a variable-length record is increased by a DML MODIFY command, CA IDMS/DB may create additional
fragments for the record. If you anticipate a general increase in the size of variable-length records in an area, specify a
page reserve for the area to decrease the possibility that CA IDMS/DB will create fragments.

A page reserve sets aside a specified number of bytes on each database page in an area for modification of variable-
length records. CA IDMS/DB cannot use this reserved space to store any kind of record.

Specify an area's page reserve in the physical database definition(s) for the area using either a CREATE AREA statement
or in an area override statement within the DMCL(s) that include the area's segment. An adequate page reserve is
typically 30 percent of the area's size. Use the following criteria to estimate the size of the page reserve:

• The likelihood that variable-length records will be modified
• The anticipated increase in the number of variable-length records

When you specify a page reserve, you do not affect the physical structure of the database. In fact, you can vary the page
reserve for an area by using (at different times) several DMCL modules with different page reserves.
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Relocated Records

Records Relocated Because of Increased Size

When increasing record sizes in areas, the RESTRUCTURE utility statement may occasionally relocate a record if the
record no longer fits on its home page. Similarly, if a table has been altered to add one or more columns, CA IDMS/DB
may relocate a row when it is next updated because it will no longer fit on its original page. The dictionary migration utility
(RHDCMIG1 and RHDCMIG2) may also relocate records. When a record is stored on a new page, the relocated record is
considered an SR3 system record and the line index created for the record on the new page contains a record id of 3.

Record Identified by SR2 System Record

To preserve the integrity of the record's database key, CA IDMS/DB leaves an 8-byte control record (an SR2 system
record) on the home page in place of the relocated record. The SR2 system record has a record id of 2 and contains the
following information on the relocated record:

• Database key (4 bytes) -- The pointer (db-key) to the new location of the relocated record
• Record id (2 bytes) -- The original record id of the relocated record
• Length (2 bytes) -- The total length (fixed-length records) or root length (variable-length records) of the relocated

record

Returning Relocated Record to its Home Page

On future accesses (GET, OBTAIN, or SELECT) of a relocated record, CA IDMS/DB may return the relocated record to its
home page. If the area is readied in update mode and the home page has sufficient space to hold the relocated record,
CA IDMS/DB returns it to the page.

In the following example, the OFFICE 1 record, increased in size by RESTRUCTURE, is moved from page 7120 to 7121.

 837



 Administrating

Record Deletion
To erase a record (or delete a row), CA IDMS/DB performs the following operations:

• Disconnects and/or erases all records owned by the object record, depending on the nature of the ERASE DML
command issued by the program (that is, ERASE, ERASE ALL, ERASE PERMANENT, or ERASE SELECTIVE).

NOTE
When using SQL, the row must not be referenced by any other row.

• Disconnects the object record from all indexed sets in which it participates as a member.
• Disconnects the object record from all chained sets (with prior pointers) in which it participates as a member.
• Deletes the record either physically or logically, as follows:

– If all chained sets in which the record participates as a member have prior pointers, CA IDMS/DB physically deletes
the record.

– If any of the chained sets in which the record participates as a member do not have prior pointers, CA IDMS/DB
logically deletes the record.

NOTE
If CA IDMS/DB has identified the prior record in each chained set (without prior pointers) in which the
record participates (for example, walking the set), CA IDMS/DB physically deletes the record. All linked
clustered constraints have prior pointers.

Physical Deletion

Operations Performed

CA IDMS/DB performs the following operations to physically delete a record:

1. Removes the record's data and prefix from the database.
2. Moves all records following the deleted record on the page, so that all free space remains in the middle of the page.
3. Performs the following operations, depending on the location of the record's line index on the page:

– If the line index is contiguous with the free space on the page (that is, if the record's line index is the last index on
the page), CA IDMS/DB removes the line index and updates the line space count in the footer.

– If the record's line index is not contiguous with the free space on the page, CA IDMS/DB sets the record's line index
to zeros.

4. Updates the space available count in the header.

Example

In this example, the first EMPOSITION record for EMPLOYEE 23 has prior pointers. In erasing the record, CA IDMS/DB
removes the record completely (data and prefix), shifts the remaining EMPOSITION record up on the page, and sets the
line index for the deleted record to zeros. The remaining EMPOSITION record, although now physically the second record
on the page, remains as line number 3. Line index 2 is reused when a new record is added to the page.

 838



 Administrating

 839



 Administrating

Use of Record's Line Index

Line indexes cannot be shifted down because the position of the line index relative to other line indexes determines the
line number, and changing a record's line number would invalidate the record's database key. Existing line indexes for
physically deleted records are either reused as new records are added to the page (as shown in the previous diagram or
removed as further deletions make them contiguous to the free space.

Logical Deletion

Pointers Deleted

To avoid consuming unnecessary time and I/O disconnecting records from sets without prior pointers, CA IDMS/DB does
not physically delete the record when an ERASE command is issued. Instead, the next time CA IDMS/DB encounters a
logically deleted record while walking a chained set of which the record is a member, CA IDMS/DB disconnects the record
from the set, provided that the record's area was readied in update mode. Since the record prior to the logically deleted
record is still current of run unit, CA IDMS/DB can update the record's next pointer and disconnect the logically deleted
record. To be physically deleted, the record must have been disconnected from all sets in which the record was a member.

Operations Performed

CA IDMS/DB performs the following operations to logically delete a record:
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• Removes the record's data from the database, but leaves the prefix
• Moves all records following the deleted record on the page, so that all free space remains in the middle of the page
• Sets the logical delete flag (the first bit) in the record id field of the record's line index
• Updates the space available count field in the header

Example

In the following example, assume that the EMPOSITION records do not have prior pointers in the EMP-EMPOSITION
set. When erasing an EMPOSITION record, CA IDMS/DB removes only the data and flags the record's line index. The
EMPOSITION record is logically deleted. The next time CA IDMS/DB is walking this occurrence of the EMP-EMPOSITION
set in update mode and encounters the flagged record, CA IDMS/DB physically deletes the record.

Consideration

Occasionally, in recovering from an error during a store operation, CA IDMS/DB may create a logically deleted record. If
CA IDMS/DB has stored a record and is in the process of making the automatic connections when CA IDMS/DB discovers
an error condition (for example, no currency established in one of the automatic sets), CA IDMS/DB must erase the record
being stored. If one of the chained sets to which the record has already been connected has next pointers only, CA IDMS/
DB logically deletes the record.
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Chained Set Management
Physically Link Record Occurrences Together

Chained sets can be used to physically link related record occurrences together. In a chained set, a pointer in each
member record occurrence's prefix contains the db-key of the logically next occurrence of the set.

Defining a Chained Set

Define a set as chained as follows:

Name Description

SQL schema definition LINKED CLUSTERED on the CONSTRAINT statement. When a
constraint is implemented as a chained set,
the referenced table is the owner of the set and the referencing
table is the member.

Non-SQL schema definition MODE IS CHAIN on the SET statement.

For more information, see the following topics:

Chained Sets

Use

A chained set is used to establish a logical relationship between two or more user-defined record types and consists of an
owner record type and one or more member record types.

The following diagram uses standard CA IDMS database notation to describe a chained set type; the diagram includes the
name of the set, linkage options, membership options, sort sequence (if any), and sort key (if any).

This example shows a chained set (the DEPT-EMPLOYEE set) between two user-defined record types. The owner of the
DEPT-EMPLOYEE set type is the user-defined DEPARTMENT record type; the member is the EMPLOYEE record type.

Next, Prior, and Owner Pointers

A chained set occurrence consists of one occurrence of the owner record type and any number of member record
occurrences. The prefix of each record occurrence that participates in a set contains a next pointer (that is, the db-key
of the next logical record occurrence in the set occurrence). Optionally, record occurrences can include prior pointers,
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which link records together in the logically prior direction, and owner pointers, which link member record occurrences to
the owner occurrence.

NOTE
SQL-defined constraints implemented as a chained set always have next, prior, and owner pointers.

Basic Structure of a Chained Set Occurrence

A record occurrence in a chained set occurrence always contains in its prefix a next pointer that points to the logically next
record occurrence in the set occurrence.

Connecting Records to Chained Sets

Operations Performed

CA IDMS/DB performs the following operations to connect a record (that has previously been stored) to a chained set:

• Updates the prefix of the record being connected to reflect the record's next, prior, and owner (as applicable) pointers
in the set

• Updates pointers in all other records affected by the new set connections

In the following example, EMPLOYEE 19 and EMPLOYEE 23 have been stored on pages 7023 and 7026, respectively.
Connecting each to DEPT 3100 as members of the DEPT-EMPLOYEE set affects the DEPT 3100 record on page 7126.
Its prefix must be updated to point to the next and prior members of the set.
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Disconnecting Records

Operations Performed

To disconnect a record occurrence from a chained set without erasing the record occurrence, CA IDMS/DB must update
pointers in the current, prior, and next records, as described next:
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• For the record being disconnected, CA IDMS/DB adjusts all the record occurrence's pointers to null (minus 1) for the
set from which the record is being disconnected.

• For the prior record in the chain, CA IDMS/DB adjusts the next pointer for the set from which the record occurrence
is being disconnected so that the prior record points to the next record.

• For the next record in the chain (if the set has prior pointers), CA IDMS/DB adjusts the prior pointer for the set from
which the record occurrence is being disconnected so that the next record points to the prior record.

The following diagram shows disconnecting a record. The EMPLOYEE 19 record is disconnected from the DEPT-
EMPLOYEE set for DEPT 3100. EMPLOYEE 19's pointers for that set are changed to null. The prior pointer in the
EMPLOYEE 23 record is adjusted to point to the DEPT 3100 record, while the next pointer in the DEPT 3100 record must
be adjusted to point to the EMPLOYEE 23 record.

Adjusting the Pointer

To adjust the next pointer in the prior record, CA IDMS/DB must access the prior record. In a set without prior pointers,
however, CA IDMS/DB must walk the entire set to access the prior record. For this reason, prior pointers are typically
included in all sets to which the DISCONNECT (or ERASE) DML command might be applied.

 845



 Administrating

Retrieving Records

Walking a Set

A program using navigational DML or CA IDMS/DB in response to an SQL request can access all of the members of a
chained set in the following manner: starting with the owner record occurrence, a program can use the next pointers to
access each member occurrence in the chain until the program reaches the owner record again. Accessing members in a
chain in this way is known as "walking a set."

Assume that the DEPT-EMPLOYEE set in the sample database is a chained set sorted by employee identification number
(EMP-ID-0415). To retrieve an occurrence of the EMPLOYEE record, a program could issue the following requests:

MOVE '0050' TO DEPT-ID-0410

OBTAIN CALC DEPARTMENT.

OBTAIN NEXT WITHIN DEPT-EMPLOYEE SET.

Processing the Request

CA IDMS/DB processes this request as follows:

1. Using the value '0050' placed by the program in the DEPT-ID-041 0 field, CA IDMS/DB obtains the DEPARTMENT
record with an identification number of '0050'.

2. CA IDMS/DB then finds the record occurrences pointed to by DEPARTMENT 50's next DEPT-EMPLOYEE pointer.

Retrieving an Owner

A program can issue the following request to retrieve an occurrence of the DEPARTMENT record associated with an
employee:

MOVE '0019' TO EMP-ID-0415.

OBTAIN CALC EMPLOYEE.

OBTAIN OWNER WITHIN DEPT-EMPLOYEE SET.

Processing the Request

CA IDMS/DB processes this request as follows:

1. Using the value '0019' placed by the program in the EMP-ID-0415 field, CA IDMS/DB obtains the EMPLOYEE record
with an identification number of '0019'.

2. If the DEPT-EMPLOYEE set has owner pointers, CA IDMS/DB uses the EMPLOYEE record's owner pointer to retrieve
the owning DEPARTMENT.

3. If the DEPT-EMPLOYEE set does not have owner pointers, CA IDMS/DB uses the EMPLOYEE record's next pointer
to walk the set until it retrieves the owner occurrence (that is, an occurrence of the DEPARTMENT record type).

Index Management
Use
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Indexed sets can be used to physically link related record occurrences together or to provide alternate access to a record.
In an indexed set, a pointer array associated with each owner occurrence contains the db-keys of all related member
record occurrences.

Types of Indexed Sets

There are two types of indexed sets:

Set Description
User-owned The owner of the set is a user-defined record.
System-owned The owner of the set is a system-defined SR7 record. The location

mode of an SR7 record is CALC on the set name for non-SQL
defined indexes or on an internally-generated name for SQL
defined indexes. There is at most one occurrence of an SR7
record for each system-owned index.

How to Define an Indexed Set

Use the following clauses on the SET statement to define an indexed set in a non-SQL schema definition:

Set Description
User-owned MODE IS INDEX
System-owned MODE IS INDEX

OWNER IS SYSTEM

For more information, see 

 

Indexed Sets
Use the following SQL statements to implement an SQL defined constraint as an indexed set:

Set Description
User-owned Use this clause on the CONSTRAINT statement:

LINKED INDEX
System-owned Use the CREATE INDEX statement

When you implement a constraint as an indexed set, the referenced table is the owner of the set and the referencing table
is the member.

Set Order

An indexed set can have any of the following set orders: FIRST, LAST, NEXT, PRIOR, or SORTED. If it is SORTED, it can
be sorted either on a user-specified symbolic key (sort key) or on the db-key of the member record occurrences.

Using SQL, the set order of a LINKED INDEX constraint is:

• SORTED, if you specify the ORDER BY clause
• Otherwise, LAST

The set order of an indexed set created using the CREATE INDEX statement is:

• SORTED on a symbolic key if you specify the ORDER BY clause
• Otherwise, SORTED on db-key
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Notation

The following diagram uses standard CA IDMS database notation for two indexed sets, SKILL-EXPERTISE and EMP-
LNAME-NDX. The descriptions of the indexed set relationships in the figure include the name of the set, linkage options,
membership options, and the sort sequence and symbolic key.

The left side of the figure illustrates an indexed set (the SKILL-EXPERTISE set) between two user-defined record types.
The owner of the SKILL-EXPERTISE set is the user-defined SKILL record; the member, EXPERTISE, is the indexed
database record.

The right side of the figure illustrates an indexed set (the EMP-LNAME-NDX set) used to place an index on a user-defined
member record type. The owner of the EMP-LNAME-NDX set is a system record, represented by a triangle; the member,
EMPLOYEE, is the indexed database record.

Indexed Set Occurrence

An indexed set occurrence consists of one occurrence of the owner record, type, an index, and any number of member
record occurrences. The owner occurrence contains next and prior pointers to the index; the bottom-level of the index
contains the member record occurrences' db-keys in the specified set order. If the indexed set has a user-defined owner
record, each member occurrence contains an index pointer to the bottom-level of the index, and optionally, a pointer that
links them directly to the owner occurrence. If the indexed set is system-owned, each member occurrence may optionally
contain an index pointer.

NOTE
AN SQL defined linked constraint implemented as an indexed set always has owner pointers.
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Basic Structure of an Indexed Set: The member record occurrences in an indexed set point to the index that is chained
to the owner record by next, prior, and owner pointers. The owner record contains next and prior pointers that chain it to
the index.

Structure of Indexes
Index Creation

The creation of an index is transparent to application programs. An index is created according to your specifications, but
the actual creation and storage of the index is performed by CA IDMS/DB. An index is composed of SR8 system record
occurrences chained (by next, prior, and owner pointers) to the owner occurrence and each other.

SR8 Records in an Index

Thus, an index is a chained set between the indexed set's owner record and the SR8 records. An index contains SR8
records chained by next, prior, and owner pointers to the indexed set's owner record. For simplicity, prior and owner
pointers are not included in the next figure):

 849



 Administrating

Initially, the index is composed of a single SR8 member record. When the first SR8 record is full, additional SR8 records
are added to the index as chained records.

Bottom-Level SR8 Record and Database Record Occurrences

An SR8 record, shown in the following diagram, contains from 3 to 8,180 index entries (as specified in the schema or
segment definition) and a cushion (that is, a field the length of the largest possible index entry).

The SR8 record in the diagram contains four entries and a cushion. Each index entry contains an index pointer that points
to a database occurrence that is a member of the indexed set; each member occurrence contains an index pointer that
points to that SR8 record. (Note that, for simplicity, prior and owner pointers are not included in this figure.)
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Content of an Index Entry

The actual content of an index entry depends on the indexed set's characteristics, as follows:

• Unsorted set -- An index entry contains only the db-key of a member record occurrence.
• Sorted set -- SR8 records for sorted indexed sets are arranged in levels to form a tree structure to facilitate a binary

search. Consequently, an index entry contains the db-key of a member record occurrence or the db-key of another
SR8 record occurrence. Additionally, for indexed sets sorted on a symbolic key, an index entry is composed of a db-
key and a symbolic key. A symbolic key is a key constructed of one or more record elements (or columns) in the order
specified in the schema (up to 256 bytes in length). (For a detailed discussion of indexed set structure for sorted
indexed sets, see 38.3.2, “Connecting Members to Sorted Indexed Sets".)

Example

In this example, there is a single SR8 record chained to the indexed set's owner. The SR8 record contains three entries.
Each entry contains an index pointer that points to a member database occurrence; each member occurrence contains an
index pointer that points to that SR8 record. Additionally, the member occurrences contain owner pointers that point back
to the set's owner.
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Indexed Set with Sorted Set Order

For sorted indexed sets, you can specify that CA IDMS/DB keep the index entries within the SR8 records in ascending,
descending, or mixed order according to the member record's db-key or symbolic key. You can also specify whether
numeric fields should be collated so that negative values are lower than positive values (natural sequence) or whether
they should collate based on their bit pattern. If you specify that an indexed set be sorted on symbolic key, you can also
specify whether duplicate symbolic keys are allowed or disallowed. Even if you specify that duplicate symbolic keys are
allowed, CA IDMS/DB does not store the same symbolic key more than once in the index. For example, the first time a
record with a symbolic key ADAMS is added to the indexed set, CA IDMS/DB adds the symbolic key ADAMS to the index
and associates the record occurrence's db-key to the key ADAMS. Later, if you add another record with the symbolic key
ADAMS to the indexed set, CA IDMS/DB associates the db-key of the new record to the existing symbolic key of ADAMS
in the SR8 record.

Specifying Compression

Additionally, you can specify that CA IDMS/DB store symbolic keys in either compressed or uncompressed format. (Note
that CA IDMS/DB always strips trailing pad characters from an indexed set's symbolic keys.) If you specify compression,
CA IDMS/DB applies a 2-level compression algorithm to the symbolic key before inserting the key into the index, as
follows:

• Prefix compression -- CA IDMS/DB compares (left to right) the symbolic key of the record being inserted into
the index with adjacent symbolic keys and removes like characters. For example, if there are two symbolic keys,
JOHNSON and JONES, CA IDMS/DB stores the JOHNSON key in its entirety and stores JONES as NES.

• Repeating character compression -- CA IDMS/DB compresses three or more repeating single characters within
each symbolic key into two bytes, and compresses 2 through 64 repeating blanks or nulls into one byte.

Specify compression of symbolic keys if the keys have either of the following characteristics:
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• Commonly share the same prefix
• Contain many repeating characters (including blanks or nulls)

How the Index is Organized

To facilitate the process of locating an index entry for sorted sets, CA IDMS/DB organizes an index for sorted records into
levels. In this case, when the first (top-level) SR8 record is full, CA IDMS/DB performs the following processing:

1. Splits the SR8 record into two parts. These two SR8 records stay at the same level.
2. Constructs a new higher level with two entries. Each entry points to one of the SR8 records created by Step 1.

CA IDMS/DB repeats this process as the index expands. Indexes can have any number of intermediate levels. As CA
IDMS/DB adds new entries, it splits SR8 records and spawns new levels of SR8 records. An entry on one level points to
an SR8 record at a lower level; the bottom-level entries point to the indexed database records themselves.

Therefore, in a sorted indexed set with three levels (top, intermediate, and bottom), the index is structured as follows:

• The top level is made up of one SR8 record that contains index entries. Each entry is composed of a pointer to (that
is, the database key of) an intermediate-level SR8 record and the highest symbolic key contained therein.

• The intermediate level is made up of one SR8 record for each entry in the top level. Each entry is composed of a
pointer to a bottom-level SR8 record and the highest symbolic key contained therein.

The bottom level is made up of one SR8 record for each entry in the intermediate level. Each entry is composed of a
symbolic key and a pointer to a database record occurrence.

Example

For example, the sample database includes the indexed set EMP-LNAME-NDX. The EMP-LNAME-NDX set, shown in the
following diagram and table shows the function of index levels and the search process. This simple index contains only
three entries per SR8 record. The figure represents index and database records. (For simplicity, prior and owner pointers
are not included in this figure.) The table shows the index pointers and symbolic keys.

To locate LONG in this 3-level index, CA IDMS/DB performs the following steps:

1. Accesses the SR7 owner record by using the set name as the CALC key

NOTE
For SQL-defined indexes, it uses a CALC key based on a number assigned to each index.

2. Accesses the top-level SR8 record by using the next pointer in the SR7 record
3. Searches this top-level SR8 record for the first entry with a symbolic key equal to or greater than LONG
4. Uses the db-key in this entry to access an intermediate-level SR8 record (that is, the NELSON/WEST SR8 record)
5. Searches this intermediate-level SR8 record (that is, the NELSON/WEST SR8 record) for the first entry equal to or

greater than LONG
6. Uses the db-key in this entry to access a lower level SR8 record (that is, the JONES/NELSON SR8 record at the

bottom level)
7. Searches this bottom-level SR8 record (the JONES/NELSON SR8 record) for the LONG entry
8. Uses the db-key in the LONG entry to access the requested member database record occurrence

NOTE
Since previous processing deleted indexed records, not all of the index entries in each SR8 record are presently
used (for instance, the STUART and UPTON/WEST SR8 records at the bottom level). Consequently, this index
has space for expansion without spawning a new level.

 853



 Administrating

In this example, each SR8 record is composed of a maximum of three entries. Each entry is composed of a symbolic key
value and a db-key. The shaded entries are used to locate the LONG record in the database. In the top and intermediate
levels, the db-key in each entry points to another SR8 record. In the bottom level, the db-key in each entry points to
a database record. (Note that, for simplicity, prior and owner pointers are not included in this figure; also, since two
employees are named BENN, there are two database member occurrences with that name.)

The entries in the 3-level index are shown next. Each entry is composed of a symbolic key and a db-key. The shaded
entries are used to locate the LONG record in the database. The index entries in the top and intermediate levels point
to SR8 records at the next lowest level. Only the bottom-level entry points to the database record. Note that since two
employees are named BENN, there are two db-keys (one to each database member occurrence) for that symbolic key.

 SR8 db-key SR8 Index Entries  
Top level SR8 records 90002:3 InnisWest 90004:1090004:57
Intermediate level SR8 records 90004:10 CarrFerroInnis 90015:1390016:4090030:6
 90004:57 NelsonStuartWest 90021:390018:5390030:6
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Bottom-level SR8 records 90015:13 BennCarr 721009:147723006:105
 90016:40 DavisEastFerro 720617:201721592:63722310:1

6
 90030:6 GreyHallInnis 720016:31727160:52725921:74
 90021:3 JamesLongNelson 726412:4724263:12727160:90
 90018:53 Stuart 720039:37
 90030:12 UptonWest 720715:52725129:2

Connecting Records to Indexed Sets
Contents

All set orders (that is, FIRST, LAST, NEXT, PRIOR, and SORTED) are supported for indexed sets. Indexed set order
determines the way CA IDMS/DB builds the index when new member record occurrences are connected to the indexed
set.

Connecting members to indexed sets ordered FIRST, LAST, NEXT, or PRIOR is discussed next, followed by a separate
discussion of connecting members to indexed sets with a set order of SORTED.

Connecting Members to Unsorted Indexed Sets

To connect new members to indexed sets with FIRST, LAST, NEXT, and PRIOR set order, CA IDMS/DB inserts a new
index entry between existing index entries. When one SR8 record fills, CA IDMS/DB creates a new SR8 record; there is
only one level of SR8 records in an unsorted index.

Once a request has been made to connect a member occurrence to an indexed set, CA IDMS/DB first checks whether
other entries exist. If no other entries exist, CA IDMS/DB creates and stores the first SR8 record (containing the first entry)
and connects it to the owner occurrence with next, prior, and owner pointers. The target page for the first SR8 record is
the page of the owner of the indexed set occurrence (plus displacement, if any).

CA IDMS/DB Actions

If other entries do exist, CA IDMS/DB takes the following actions:

Step 1

Identifies the appropriate SR8 record and insertion point based on the set order, as follows:

• NEXT -- The insertion point is physically after the index entry for the current SET occurrence.
• FIRST -- The insertion point is physically the first index entry in the first SR8 record.
• PRIOR -- The insertion point is physically before the index entry for the current SET occurrence.
• LAST -- The insertion point is physically the last index entry in the last SR8 record.

NOTE
SQL-defined unsorted indexed constraints have an internal order of LAST.

Step 2

Inserts the new entry into the index, as follows:

• If there is enough space in the target SR8 record for the new entry (that is, the insertion of this entry would not exceed
the maximum allowable entries, and the target SR8's page has sufficient available space), CA IDMS/DB inserts the
new entry into the target SR8 record.

• If there is not enough space in the target SR8 for the new entry, CA IDMS/DB inserts the new entry based on the
location of the identified insertion point, as follows:
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– If the identified insertion point is physically first in the target SR8 record, CA IDMS/DB checks whether there is
enough space in the prior SR8 record:
• If there is enough space in the prior SR8 record, CA IDMS/DB inserts the new entry as the physically last entry in

the prior SR8 record.
• If there is not enough space in the prior SR8 record, CA IDMS/DB splits the target SR8 record.

– If the insertion point is physically last in the target SR8 record, CA IDMS/DB checks whether there is enough space
in the next SR8 record:
• If there is enough space in the next SR8 record, CA IDMS/DB inserts the new entry in the next SR8 record.
• If there is not enough space in the next SR8 record, CA IDMS/DB splits the target SR8 record.

– If the insertion point is neither the physically first nor last in the target SR8 record, CA IDMS/DB checks whether
there is enough space in the next SR8 record:
• If there is enough space in the next SR8 record, CA IDMS/DB moves the last entry to the SR8 record
• If there is not enough space in the next SR8 record, CA IDMS/DB splits the target SR8 record.

Index Pointers for Split SR8s

When CA IDMS/DB splits an SR8 record (Record A) into two SR8 records (Records A and B), the entries relocated
to Record B point to member occurrences that still contain index pointers pointing to Record A if index pointers are
maintained for the set (index pointers are optional for system-owned indexes). If index pointers are maintained, splitting
Record A causes CA IDMS/DB to set the orphan count in Record A equal to the number of entries moved to Record B.

Splitting an SR8 Record

The following diagram shows splitting an SR8 record to add a member occurrence to an indexed set with a set order of
NEXT. (Note that, for simplicity, prior and owner pointers are not included in this figure.)
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Connecting Members to Sorted Indexed Sets

Spawning

CA IDMS/DB organizes an index for sorted records into levels. When a top or intermediate SR8 record is full, CA IDMS/
DB spawns a new level through the following steps:

1. CA IDMS/DB splits the SR8 record into two SR8 records.
2. CA IDMS/DB constructs a new higher-level SR8 record. This new full-size SR8 record contains only two entries. Each

entry points to one of the SR8 records created by Step 1.
CA IDMS/DB determines the target page of a new SR8 record, as follows:
– If displacement has been specified and if the new record is a bottom-level SR8 record, the target page is the page

of the owner of the indexed set occurrence plus displacement.
– Otherwise, the target page is the page of the owner of the indexed set occurrence.

CA IDMS/DB repeats this process as the index expands. Indexes can have any number of intermediate levels. As CA
IDMS/DB adds new entries, it splits SR8 records and spawns new levels of SR8 records. An entry on one level points to
an SR8 record at a lower level; the bottom-level entries point to the indexed database records themselves.

Connecting New Members

To connect new members into a sorted index, CA IDMS/DB first identifies the appropriate insertion point of the new entry
based on the symbolic key or db-key. If this is the first entry (and, therefore, the first SR8 record), CA IDMS/DB creates,
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stores and connects a new SR8 record to the owner occurrence. CA IDMS/DB determines the target page for the new
SR8 record as described above.

If this is not the first entry, CA IDMS/DB identifies the insertion point of the new entry based on the symbolic key or db-key.
Once the appropriate insertion point is identified, CA IDMS/DB inserts the new entry into the index, as follows:

• If there is space in the target SR8 record (that is, if insertion of this entry would not exceed maximum allowable entries
and the target SR8 record's page has sufficient available space, CA IDMS/DB inserts the new entry in the target SR8
record.

• If space in the target SR8 record is insufficient for the new entry, CA IDMS/DB attempts to move a number of entries to
a prior or next SR8 record if space is available. Otherwise, a split occurs which may cause spawning depending on the
available space in the higher-level SR8 records.

Disconnecting Records from Indexed Sets
Assume that the DEPT-EMPLOYEE set in the sample database is an indexed set sorted by employee identification
number (EMP-ID-0415). To disconnect an occurrence of the EMPLOYEE record, a program could issue the following
requests:

MOVE '0019' TO EMP-ID-0415.

FIND CALC EMPLOYEE.

DISCONNECT EMPLOYEE FROM DEPT-EMPLOYEE.

Processing the Request

CA IDMS/DB processes these requests as follows:

1. Finds the SR8 record pointed to by EMPLOYEE record 19's index pointer.
2. Searches the SR8 record for EMPLOYEE 19's db-key. If CA IDMS/DB finds EMPLOYEE 19's db-key, processing skips

to Step 3. If CA IDMS/DB does not find EMPLOYEE 19's db-key, processing continues as follows:
a. CA IDMS/DB decrements the SR8 record's orphan count by 1. If the SR8 contains no entries and the orphan count

is 0 CA IDMS/DB erases the SR8 record.
b. CA IDMS/DB follows SR8 records until it finds the db-key.
c. CA IDMS/DB updates EMPLOYEE 19's index pointer to point to the correct SR8 record.

3. Removes EMPLOYEE 19's key entry from the bottom-level SR8 record and rewrites that SR8 record.
4. If this were an unsorted set, processing would be complete. Since this is a sorted set, if EMPLOYEE 19's symbolic key

is the highest key in the SR8 record, CA IDMS/DB passes up the key to each level in which the key is the highest and
removes the entry for EMPLOYEE 19 from each successive SR8 record.

Retrieving Indexed Records
In contrast to locating member records of a chained set, CA IDMS/DB locates member record occurrences in an index by
searching the index. CA IDMS/DB does not have to access each member record occurrence as with chain linkage.

Types of Processing

Because CA IDMS/DB searches the index rather than actual record occurrences, indexed sets provide a quick and
efficient method for the following types of processing:
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• Random retrieval by symbolic key or generic key -- CA IDMS/DB can retrieve individual records randomly by
means of a symbolic key. CA IDMS/DB can also retrieve a group of records by using a partial (generic) symbolic key. A
string of characters, up to the length of the symbolic key, can be used as a generic key.

• Sorted retrieval by db-key, symbolic key, or generic key -- CA IDMS/DB can retrieve records in sorted order if the
index is ordered on db-key or symbolic key. In this case, the db-keys or symbolic keys in an index are automatically
maintained in sorted order and records therefore can be retrieved in ascending or descending order by db-key or
symbolic key. Because records can be accessed through more than one index, they can be retrieved in more than one
sort sequence.

• Unsorted in exceptionally long sets -- To locate the db-keys of members in an indexed set, CA IDMS/DB walks the
index. Since accessing member record occurrences' db-keys in an index requires less database I/O than accessing
the record occurrences themselves, CA IDMS/DB can retrieve the db-keys of member records in exceptionally long
sets more efficiently if the records are related using an index rather than a chain. This type of processing is useful for
finding the nth record in a set or for manipulating lists of db-keys.

• Physical sequential processing by db-key -- Member record occurrences can be clustered through an index. With
this storage mode, the physical location of member records reflects the ascending or descending order of their db-key.
If occurrences of a record type are to be retrieved in sequential order, clustering them through an index reduces I/O.
This type of processing is most efficient when used with a stable database.

Example When Owner Pointers

Assume that the DEPT-EMPLOYEE set in the sample database is an indexed set sorted by employee identification
number (EMP-ID-0415). To retrieve an occurrence of the EMPLOYEE record, a program might issue the following
requests:

MOVE '0019' TO EMP-ID-0415.

OBTAIN CALC EMPLOYEE.

OBTAIN NEXT WITHIN DEPT-EMPLOYEE SET.

To fulfill the prior request, CA IDMS/DB performs the following processing:

Step 1

Using the value '0019' placed by the program in the EMP-ID-0415 field, obtains the EMPLOYEE record with an
identification number of '0019'.

Step 2

Obtains the EMPLOYEE record with the next-highest identification number as follows:

1. Finds the SR8 record pointed to by EMPLOYEE 19's index pointer.
2. Searches the SR8 record for EMPLOYEE 19's db-key. If CA IDMS/DB finds EMPLOYEE 19's db-key, processing skips

to Step 3. If CA IDMS/DB does not find EMPLOYEE 19's db-key, processing continues as follows:
a. Decrements the SR8 record's orphan count by 1. If the orphan count is now 0, CA IDMS/DB erases the SR8 record

if it is empty or rewrites it if it still contains entries.
b. CA IDMS/DB searches the next SR8 record in the index until it finds the db-key. At this time, CA IDMS/DB updates

the EMPLOYEE record's index pointer to point to the correct SR8 record.

NOTE
CA IDMS/DB only updates pointers and the orphan count at this time if both the area that contains the
SR8 records and the area that contains the EMPLOYEE records were readied in update mode.

Step 3
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Obtains the EMPLOYEE record whose db-key is adjacent to current of set (that is, the next EMPLOYEE record).

Example When No Owner Pointers

If the EMPLOYEE record did not have owner pointers, a program could issue the following request to retrieve an
occurrence of the DEPARTMENT record:

MOVE '0019' TO EMP-ID-0415.

OBTAIN CALC EMPLOYEE.

OBTAIN OWNER WITHIN DEPT-EMPLOYEE SET.

When fulfilling the above request, the DBMS would discover the lack of an owner pointer in the set and use the
EMPLOYEE record's index pointer to find the bottom-level SR8 record that contains the key for the requested
EMPLOYEE record. CA IDMS/DB will then use the owner pointer contained in that SR8 record to obtain the
DEPARTMENT record.

SR8 Record Currency

When a program uses a subschema that contains records in an indexed set, CA IDMS/DB changes SR8 record currency
only when it accesses a member record through the index, since CA IDMS/DB keeps track of SR8 record currency
internally. When CA IDMS/DB accesses a member record in any other manner, CA IDMS/DB does not change SR8
record currency.

For example, a program might issue the following commands:

MOVE '0019' TO EMP-ID-0415.

OBTAIN CALC EMPLOYEE.

OBTAIN NEXT WITHIN EMP-LNAME-NDX SET.

CA IDMS/DB then fulfills these requests as follows:

1. Using the value '0019' for CALC entry into the database, CA IDMS/DB accesses the EMPLOYEE record with that
identification number. EMPLOYEE 19 is now current of run unit, record, and the EMP-LNAME-NDX set. At this point,
since CA IDMS/DB has not accessed an SR8 record, internal currency is not created for the SR8 structure of the index
set.

2. On OBTAIN NEXT, CA IDMS/DB accesses the SR8 record that contains the index entry for EMPLOYEE 19. At this
time, CA IDMS/DB makes this SR8 record the current record of the SR8 structure of the index set.

3. CA IDMS/DB finds the next index entry (either in that SR8 record or the next SR8 record). The SR8 record containing
that index entry is now current of the SR8 structure.

4. Using the next index entry, CA IDMS/DB obtains the corresponding EMPLOYEE record. That EMPLOYEE record is
now current of run unit, record, and the EMP-LNAME-NDX.

RETURN and FIND Commands

When a program uses a subschema that contains records in an index, use:

• The RETURN command to retrieve database keys and/or symbolic keys from the index without accessing database
records.

• The FIND command to maintain indexed set currency.
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Lock Management
Factors Controlling Access to Data

The primary means of influencing how CA IDMS/DB controls access to data is in the way areas are readied and the status
assigned to areas within a central version. These factors ultimately determine which transactions can access and update
data within a CA IDMS database and whether concurrent access is controlled at the area or record occurrence level.

The remainder of this section discusses:

• Readying areas
• The status of areas under the central version
• Default ready modes
• Ready modes and SQL access to data

Later sections in this section discuss how these factors determine the types of locks CA IDMS uses to control access to
data. For more information, see the following topics:

Readying Areas

Area Ready Modes

Types of Ready Modes

A transaction can restrict runtime operations in a database area by readying that area with a mode of update or retrieval,
as follows:

Type Description
Update The readying transaction can both retrieve and update data within

the area.
Retrieval The readying transaction cannot update data in the area.

Ready Mode Qualifiers

You can qualify the specified area ready mode with a shared (default), protected, or exclusive option to prevent update or
retrieval of an area by other transactions executing concurrently under the same central version or, in the case of a shared
area, under other central versions that are members of the same data sharing group. The qualified ready modes are:

Ready Mode Description
Shared update If a transaction has readied the area in shared update mode, other

transactions executing concurrently can ready the area in shared
update or shared retrieval mode.

Shared retrieval If a transaction has readied the area in shared retrieval mode,
other transactions executing concurrently can ready the area in
shared update, shared retrieval, protected retrieval, or protected
update mode.

Protected update If a transaction has readied the area in protected update mode,
other transactions executing concurrently can ready the area in
shared retrieval mode only.

Protected retrieval If a transaction has readied the area in protected retrieval mode,
other transactions executing concurrently can ready the area in
shared retrieval or protected retrieval mode.
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Exclusive update and exclusive retrieval If a transaction has readied the area in exclusive update
or exclusive retrieval mode, other transactions executing
concurrently cannot ready the area in any mode. Exclusive
retrieval is available only using navigational DML.

Transient retrieval A ready mode of transient retrieval cannot be explicitly set by
application programs or access module specifications. Instead,
transient retrieval is automatically used by a transaction accessing
an area in a retrieval mode, if either of the following conditions
apply:
The status of the area within the central version is transient
retrieval
The isolation level of the SQL transaction readying the area is
transient read
If a transaction has readied an area in transient retrieval mode,
other transactions executing concurrently can ready the area in
any mode.

NOTE
Both area status and transaction isolation levels area discussed under 39.2.2, "Central Version Area Status" and
39.2.4, “Ready Modes and SQL Access”, respectively.

Compatibility of Ready Modes

The mode in which one transaction readies an area restricts the mode in which other transactions executing under the
same central version or in the case of a shared area, within the same data sharing group, can ready that area. This table
shows the modes in which transaction B can ready an area, depending on the mode in which transaction A has readied
the area. Y(es) signifies that the second transaction can ready the area in the specified mode; N(o) signifies that it cannot.
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Concurrent Use of an Area Within a Central Version or Data Sharing Group

When a transaction cannot ready an area because of a protected or exclusive restriction, CA IDMS/DB places the
transaction in a wait state. When the restriction is lifted, the transaction can proceed.

Example of Concurrent Area Usage

The following diagram shows concurrent use of an area by transactions executing under a central version or data sharing
group. Concurrently, transaction A readies AREA1 in protected update mode, transaction B readies the area in shared
retrieval mode, and transaction C attempts to ready the area in exclusive update mode. The system puts transaction C
into a wait state until both transactions A and B terminate. Transactions D and E, attempting to ready the area, must wait
until transaction C terminates.
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Central Version Area Status

Area Status and Ready Modes

Each area accessible from within a central version has a status associated with it. The status of an area affects the mode
in which transactions executing under the central version can ready the area:

Mode Description
UPDATE (or ONLINE) Transactions executing under the central version can ready the

area in any mode
RETRIEVAL Transactions executing under the central version can ready the

area in any retrieval mode (EXCLUSIVE, PROTECTED, SHARED
or TRANSIENT)

TRANSIENT RETRIEVAL Transactions executing under the central version can ready the
area in any retrieval mode, but the CA IDMS/DB automatically
changes the mode to TRANSIENT RETRIEVAL

OFFLINE Transactions executing under the central version cannot ready the
area in any mode

Establishing the Area Status

The status of an area within a central version is initially established by specifications made within the DMCL used by the
DC/UCF system. An area's status may subsequently be changed by DCMT commands.

Permanent Area Status

When an area's status is changed through a DCMT command, it may be designated as permanent. A permanent area
status persists across both normal and abnormal system terminations until it is subsequently changed by another DCMT
command or until the journal files associated with the central version are initialized. Whether an area's status has been
designated as permanent is indicated on the output from a DCMT DISPLAY AREA command.
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At System Startup

If a permanent area status is not in effect, the first time a system is started and each time it is subsequently started after a
normal shutdown, the status of the area is set to that specified in the ON STARTUP parameter of the ADD SEGMENT or
ADD AREA statement within the DMCL definition. The default area status is UPDATE.

Following an Abnormal System Termination

If a permanent area status is not in effect, when restarting a system following an abnormal termination, the status of the
area is set to that specified in the ON WARMSTART parameter of the ADD SEGMENT, or ADD AREA statement within
the DMCL definition. The area can be set to what it was at the time of the failure (the default) or it can be set to an explicit
value.

Changing Area Status

You can change the status of an area within a central version by issuing a DCMT VARY AREA or VARY SEGMENT
command. In certain cases, CA IDMS cannot change the status of the area immediately because existing transactions are
accessing the area. In addition to active transactions, longterm or notify locks held by pseudo-conversational applications
may prevent the area status from being changed. If CA IDMS cannot change the status immediately, it initiates an internal
task that completes the DCMT VARY operation when no more conflicts exist. During the time it takes to complete the vary,
transactions attempting to ready the area in a mode that is incompatible with the new area status receive an error.

NOTE
For more information on the DCMT VARY AREA and VARY SEGMENT commands, see the CA IDMS System
Tasks and Operator Reference section.

Default Ready Mode Using Navigational DML

You can specify a default ready mode for a database area in a subschema definition. The specified default mode
determines the mode in which the area is to be readied for programs using that subschema. If you specify a default mode
for a database area, programs using the subschema do not have to issue a READY command for the area. If a program
issues a READY command for one area in the subschema, the automatic readying mechanism is disabled. In this case
the program must issue a READY command for all areas to be accessed unless the FORCE option is specified for the
default usage mode. Areas using the default usage mode combined with the FORCE option are automatically readied
even if the run-unit already issued READY for other areas.

Note: For more information on the limitations of using the FORCE option with ADS dialogs, see the Usage information in
the Area Statement section.

Ready Modes and SQL Access

Factors Affecting SQL Lock Management

When accessing data using SQL, the way in which an area is readied depends on several factors:

• The transaction state
• The isolation level
• The requested ready mode
• The status of areas within central version

Transaction State

A transaction initiated using SQL has one of two states:

State Description
READ ONLY Data can be read, but not updated; updates to temporary tables

are allowed
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READ WRITE Data can be both read and updated using DML and DDL
statements

Default is READ WRITE

Unless otherwise specified, the transaction state is READ WRITE. You can override the default when you define an
access module or by issuing a SET TRANSACTION statement at runtime.

Isolation Level

A transaction initiated using SQL also has one of two isolation levels:

Isolation Level Description
CURSOR STABILITY Guarantees read integrity. Read integrity ensures that:

All data accessed by the transaction is in a committed state
The most-recently accessed row of an updatable cursor is
protected from update by other transactions while it remains
current

TRANSIENT READ Does not guarantee read integrity. For this reason, a transaction
executing under transient read is not allowed to update the
database. If the isolation level of a transaction is transient read,
the transaction state is automatically READ ONLY.

Default is CURSOR STABILITY

Unless otherwise specified, the isolation level of a transaction is CURSOR STABILITY. You can override the default when
you define an access module or by issuing a SET TRANSACTION statement at runtime.

Requested Ready Modes

You can specify within the access module definition the modes in which CA IDMS/DB is to ready the areas accessed
by non-dynamic SQL statements embedded in an application. Otherwise, CA IDMS/DB determines the ready mode at
runtime. It also determines the ready mode at runtime for dynamic SQL statements.

Runtime Ready Modes

The ready mode in which an area is accessed at runtime depends on the requested ready mode, the transaction state, the
isolation level, and the area's availability:

Transaction State Isolation Level Area Ready Mode
READ ONLY TRANSIENT READ Transient retrieval mode; no row locks are

placed.
READ ONLY CURSOR STABILITY Retrieval modes only.

If update modes were specified on the
CREATE or ALTER ACCESS MODULE
statement, CA IDMS/DB changes them
to shared retrieval. If no ready option was
specified, the default is shared retrieval.

READ WRITE CURSOR STABILITY All areas are accessed using the mode
specified on the CREATE ACCESS
MODULE.
If no mode was specified, the default is:
Shared update in local mode and under the
central version, if the area status is update
Shared retrieval under the central version, if
the area status is retrieval
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Under central version, if an area is being readied in a retrieval mode and the status of the area is transient retrieval, CA
IDMS/DB changes the ready mode to transient retrieval.

Physical Area Locks
Contents

CA IDMS/DB maintains a physical area lock as a flag within the first space management page of an area. It examines and
sets the lock whenever the area is opened for update. This occurs when:

• A local mode transaction readies the area in an update mode
• A DC/UCF system is started in which the area status in the DMCL is UPDATE
• A DCMT VARY AREA command changes the status of the area to UPDATE

Unlocking the Physical Area

Once a physical lock is placed on an area, it remains set until:

• The local mode transaction or central version terminates normally
• Manual recovery procedures are used to roll out the effects of a failing local mode transaction
• A central version is restarted after an abnormal termination and subsequently shutdown normally
• The area status within central version is changed from update to another status

Physical Area Locks and Shared Areas

In a data sharing environment, the physical area lock in a shared area is set by the first member of a data sharing group to
open the area for update and it is reset by the last member to relinquish control.

Controlling Update Access

Purpose of Physical Area Locks

Physical area locks prevent concurrent update by independent transactions (that is transactions executing outside of
a single central version or data sharing group) and prevent update access to an area requiring recovery of incomplete
transactions.

How Locking Works

CA IDMS/DB provides this protection as follows:

Protection Name Description
Local mode As each area is readied in any update mode, CA IDMS/DB checks

the lock. If the lock is set, the transaction receives an error and
access to the area is not allowed.
If the lock is not set, the local mode transaction causes the lock to
be set and the space management page is rewritten immediately.
If the transaction terminates abnormally (that is, without issuing a
FINISH or COMMIT WORK), the lock remains set. Further update
access is prevented until the area is recovered (through CA IDMS
recovery procedures).
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Central version At system startup, the central version checks the locks in all areas
intended for update. If the physical lock is set and the area is not
shared, or the area is shared but is not currently being updated
by another member of the central version's data sharing group,
then a warning message is displayed at the console and the area
status is changed to offline. The central version proceeds without
the use of that area and any transaction attempting to ready that
area will receive an error. If the physical lock is subsequently
removed from the area, the status of the area can be varied to
update.

Locking Within Central Version
Contents

Logical Locks

Control Access to Resources

Logical locks are used within a central version and within a data sharing group to control access to database resources by
concurrently executing transactions. Before a transaction can access a resource, it places a lock on the resource which
prevents other transactions from modifying or, in some cases, accessing the resource while the lock is maintained.

In a data sharing environment, CA IDMS uses global transaction locks, maintained in a coupling facility lock structure to
control inter-member access to shared resources.

NOTE
For more information on global locking, see 39.5, “Locking Within a Data Sharing Group”.

Wait States

If a transaction attempts to lock a resource which is locked by another transaction with a conflicting mode, the first
transaction will wait until the lock is released. If the waiting transaction exceeds the internal wait interval specified at
system generation, CA IDMS aborts the transaction and rolls out its updates. If one transaction is waiting to place a lock
and the transaction that holds it then waits on a lock held by the first transaction, a deadlock condition exists. CA IDMS
resolves this condition by aborting and rolling back one of the transactions.

NOTE
For more information on detecting and resolving deadlocks, see 39.7, "Deadlocks".

Hierarchical Locking

CA IDMS/DB uses a hierarchical locking scheme in which locks are placed at area and record occurrence (row) levels.
Area locks control access to the area, and by implication, all record occurrences stored within the area. Record locks
control access to individual record occurrences or rows.

A transaction intending to access data within an area must first place a lock at the area level. Depending on the strength
of that lock (its mode), the transaction may or may not also place locks on individual record occurrences as it retrieves or
updates them.

In a data sharing environment, CA IDMS uses a three-level hierarchy to control inter-member access to shared resources:
area, proxy, and record occurrence.

NOTE
For more information on this additional level, see 39.5.3, “Proxy Locks”.

Types of Locks

Lock Modes
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Each logical lock has an associated lock mode. The mode of the lock determines whether the lock conflicts with other
locks already held on the resource and with locks subsequently requested by other transactions.

The following types of locks (lock modes) are used for both area and record locks:

Mode Identifier Description
Share S Typically used to guarantee that no updates

are made to data while a transaction is
accessing it. A share lock is compatible with
other share locks but not with exclusive
locks. A share lock placed on an area
implies a share lock on each record within
the area.

Exclusive X Typically placed on a resource to protect
transactions from accessing data that is
being updated by the issuing transaction.
An exclusive lock is incompatible with
both share and other exclusive locks. An
exclusive lock placed on an area implies
an exclusive lock on all records within the
area.

Null-lock NL A null-lock is a special type of lock which is
placed on a record to signify a notify lock
and on an area to signify transient retrieval
access. Null-locks provide no protection
against concurrent access.

Intent Locks on Areas

The following types of locks are placed only on areas:

Mode Identifier Description
Intent share IS Allows share (S) locks to be placed on

records within the area.
Intent exclusive IX Allows exclusive (X) locks to be placed on

records within the area.
Update intent exclusive UIX Allows exclusive locks to be placed on

records within the area by the issuing
transaction, but not by other transactions.

In addition to the above lock modes, the following lock mode has been provided for but is currently not used:

• Update (U)---An update lock is placed on a resource if it might be updated after it is retrieved (in which case the lock
would be upgraded to an exclusive lock).

Compatibility of Locks

For two transactions running within the same DC/UCF system to access the same area or row concurrently, their lock
types must be compatible. When two transactions attempt to set locks that are not compatible, the first transaction to set a
lock causes the second transaction to wait until the resource is freed.

NOTE
CA IDMS ensures that a transaction does not compete with itself for locks.

Compatibility Chart
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The following chart shows which lock modes are compatible and which are incompatible. The plus sign (+) indicates a
situation in which two lock modes are compatible. The minus sign (-) indicates a situation in which two lock modes are
incompatible.

NL IS IX S U UIX X
NL + + + + + + +
IS + + + + + + -
IX + + + - - - -
S + + - + + - -
U + + - + - - -
UIX + + - - - - -
X + - - - - - -

Example

If TRANSACTION1 holds a share (S) lock on an area, TRANSACTION2 can set a null-lock (NL), intent-share (IS), share
(S), or update (U) lock on the same area.

Logical Area Locks

Effect of Ready Mode

To control concurrent access to areas within a central version, the mode in which an area is readied is translated into a
logical lock on the area. As an area is readied, CA IDMS/DB attempts to place an appropriate lock based on the ready
mode. If the new lock doesn't conflict with locks already held by other transactions, access is granted to the area. If a
conflict exists, the transaction is placed in a wait state until the conflicting locks are released.

Area Lock Depends on Area Ready Mode

The type of lock (lock mode) placed on an area depends on the mode in which the area is being readied:

Ready mode Lock mode
Transient retrieval Intent Share (NL)
Shared retrieval Intent Share (IS)
Shared update Intent Exclusive (IX)
Protected retrieval Share (S)
Protected update Update Intent Exclusive (UIX)
Exclusive retrieval Exclusive (X)
Exclusive update Exclusive (X)

When Area Locks are Acquired

For transactions initiated through navigational DML, CA IDMS/DB acquires area locks when either of the following occur:

• The first non-ready DML (other than BIND RECORD) statement is issued following one or more READY statements
• The first non-bind statement is issued within a transaction using default ready modes specified by the subschema

For SQL-initiated transactions, when area locks are acquired depends on the area acquisition mode specified within an
access module or in effect for dynamic SQL.

NOTE
For more information, see 39.4.4, “Area Locking for SQL Transactions".
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Area Acquisition Threshold

If a transaction is locking multiple areas at one time, and must wait to place a lock on one of the areas, CA IDMS/DB
releases the locks on all other areas before placing the transaction in a wait state. This helps to avoid deadlocks between
two or more transactions trying to gain access to areas. However, it also means that another transaction can gain access
to an area whose lock was released by the waiting transaction. To avoid this pre-emption, you can specify an area
acquisition threshold at system generation that limits the number of times a transaction will wait on an area lock before it
no longer releases other area locks.

Area Locking for SQL Transactions

When Area Locks are Acquired

The time at which area locks are acquired for SQL transactions varies depending on the lock acquisition mode in effect.
There are two lock acquisition modes:

• Preclaim
• Incremental

On First Database Access

The preclaim mode directs CA IDMS to place locks on all areas in a transaction that use the preclaim acquisition mode as
soon as the first statement that requires access to the database is executed.

You can use the preclaim mode to reduce the likelihood of deadlocks. A transaction that uses the preclaim option to lock
an area will not wait for an area that is held by another transaction while it holds a lock on an area.

On First Area Access

The incremental mode directs CA IDMS to delay placing a lock on an area until the first statement in the transaction that
requires access to the area is executed.

You can use the incremental mode to increase database concurrency. A transaction that uses the incremental mode does
not place a lock on an area until the area is actually required for processing. This makes the area accessible to other
transactions for a longer period of time. In general, if a transaction does not always access every area in its access path,
you should assign the incremental mode to those areas that are least likely to be accessed.

Example

Suppose a transaction needs to access three different tables, each of which is stored in a different area:

Table Area Acquisition mode
T1 AREA1 Preclaim
T2 AREA2 Incremental
T3 AREA3 Preclaim

Locks would be acquired in the manner shown next:

TRANSACTION A

-------------

   .

   .
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   .

SELECT * FROM T1;    ◄---------------  Locks are placed on both

   .                                     AREA1 and AREA3.

   .

   .

SELECT * FROM T2;    ◄---------------  A lock is placed on AREA2.

   .

   .

   .

SELECT * FROM T3;

   .

   .

   .

Record Locks

Purpose of Record Locks

Record locks are used within the central version to control concurrent access to individual record occurrences (rows).
Occurrence-level record locks (in conjunction with area locks) are used to:

• Protect against concurrent update of the same record by two or more transactions
• Prevent record occurrences that are current within one transaction from being updated by another transaction

Implicit record locks

CA IDMS/DB automatically places locks on records accessed by a transaction if the area in which the record resides is
readied in any of the following modes:

Area ready mode Record lock
Shared retrieval on read records Shared (S) locks
Shared update Shared (S) locks on read records; exclusive (X) locks on updated

records
Protected update Exclusive (X) locks on updated records

NOTE
You can use system generation options to inhibit record locking for navigational DML applications, as discussed
in 39.4.6, “System Generation Options Affecting Record Locking".

Shared Record Locks
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If shared locks are being maintained, CA IDMS/DB places one on each record as it is accessed. Shared locks are also
maintained on:

• The most-recently accessed record of its type (the most-recently accessed row of each table)
• The most-recently accessed record in each set (the most-recently accessed row of each constraint or index)
• The most-recently accessed record in each area.

NOTE
Additional shared locks are maintained on the current row of each updatable cursor open within an SQL
transaction.

CA IDMS/DB releases these locks as the transaction accesses different record occurrences. These implicit record locks
guarantee the integrity of the currencies used by navigational DML applications and provide the protection necessary for
SQL applications executing with an isolation level of cursor stability.

NOTE
For more information on isolation levels, see 39.2.4, "Ready Modes and SQL Access".

Exclusive Record Locks

If exclusive locks are being maintained, CA IDMS/DB places them on all records altered by a DML or DDL statement until
the recovery unit terminates (that is a COMMIT (CONTINUE), ROLLBACK (CONTINUE) or FINISH is issued) or until the
transaction abends.

Implicit Page Locks

Implicit locks are used in a special way to control user access to pages for which the amount of available space has been
altered. When the available space on a page is changed as a result of an update operation, CA IDMS/DB places a special
implicit exclusive lock on the page, allowing retrieval to continue. If a subsequent DML or DDL command from a different
transaction requests further modification to available space on that page, the request is delayed until the lock is released
(that is, until the recovery unit that caused the lock to be set terminates).

Explicit Record Locks

The navigational programmer can set explicit record locks with the DML KEEP command. The KEEP verb or the
KEEP option of a FIND or OBTAIN verb places a shared lock on the record occurrence. KEEP with the EXCLUSIVE
option places an exclusive lock on the record occurrence. CA IDMS/DB holds explicit record locks until the transaction
terminates or a COMMIT ALL statement is executed.

System Generation Options Affecting Record Locking

Two system generation options affect whether CA IDMS/DB maintains record locks for navigational DML transactions.
These options are:

Option Description
RETRIEVAL LOCK/NOLOCK Specifies whether CA IDMS/DB places shared locks on records in

an area readied in SHARED RETRIEVAL
UPDATE LOCK/NOLOCK Specifies whether CA IDMS/DB places exclusive locks on records

updated in an area readied in PROTECTED UPDATE

NOTE
These system generation parameters affect only navigational DML applications; they do not apply to SQL
applications.

Reading Uncommitted Data

If RETRIEVAL NOLOCK is specified, a transaction may read uncommitted data; that is, it may read data that has been
updated by another transaction before those changes have been committed or data that has been accessed by a retrieval
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transaction may be concurrently updated while the retrieval transaction is still active. This may result in inconsistencies
in the data processed by the shared retrieval transaction. These inconsistencies may also include transient 11xx abends
from the DBMS.

If UPDATE NOLOCK is specified, a transaction updating data in an area readied in PROTECTED UPDATE does not
protect transactions readying the area in SHARED RETRIEVAL. As with RETRIEVAL NOLOCK, it is possible for a
transaction which has readied the area in SHARED RETRIEVAL to read a record updated by a PROTECTED UPDATE
transaction before it has been committed.

Since both options affect the protection afforded shared retrieval transactions, it is typical (though not required) to set both
parameters in the same way. In systems in which there is a high volume of updates, you might want to consider specifying
LOCK for both.

NOTE
No inter-CV retrieval protection is provided except for shared areas accessed through members of a data
sharing group. If an area is not shared, then regardless of the system lock options in effect, it is possible for a
shared retrieval transaction executing in a central version whose area status is retrieval to read uncommitted
data updated by another central version.

TRANSIENT RETRIEVAL area status

As an alternative to using system generation parameters to reduce the volume of record locks maintained, consider using
a central version's area status of TRANSIENT RETRIEVAL instead. Provided the area is not updated within the central
version, a status of transient retrieval can be used to eliminate the locking of records within the area.

Locking Within a Data Sharing Group
Contents

Within a data sharing group, locking is used to control inter-member access to shared resources, just as it is used to
control access to resources within a central version. The basic locking scheme used within a central version is extended
for data sharing in the following ways:

• Global transaction locks are used to control inter-member access
• An additional level is introduced in the locking hierarchy
• Page locks are used to protect database pages while they reside in a buffer pool

NOTE
For more information on data sharing, see the Administrating section.

Inter-CV-Interest

Inter-CV-interest denotes a state in which an area is being shared by:

• At least one group member with an area status of UPDATE, and
• More than one group member with an area status of RETRIEVAL or UPDATE. Members accessing an area in

TRANSIENT RETRIEVAL, have no impact on inter-CV-interest.

Conflict for the area (and the records and pages in the area) can only occur if there is inter-CV-interest in the area. This
is significant because if there is no inter-CV-interest in an area, the overhead associated with controlling access to it is
reduced.

Whether there is inter-CV-interest in an area is indicated on the output from a DCMT DISPLAY AREA command.

Global Transaction Locks

Global transaction locks are locks that reside within a coupling facility lock structure and are used to control inter-member
access to data in shared areas. Whenever a transaction places a lock on a shared area or on a record that resides in a
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shared area and there is inter-CV-interest in that area, global locks ensure that no other transaction in the data sharing
group is accessing the same resource in a conflicting mode.

Managing Global Locks

Global locking relies on a coupling facility lock structure to record and manage global locks. Global locks are acquired by
the CA IDMS lock manager whenever a transaction places a lock on a resource and a sufficiently strong global lock is
not already held by that CV. Global locks are retained until no transaction within a CV requires a lock of that strength, at
which point the global lock may be released, downgraded, or retained, depending on the resource type and whether there
is contention for the resource between group members.

Inter-CV-Interest and Global Locking

Global transaction locks are not acquired if there is no inter-CV-interest in an area. If inter-CV-interest begins because
another member accesses the area in a potentially conflicting mode, global transaction locks will be acquired by every
sharing member in which a transaction holds a lock on the area or any of its records.

Proxy Locks

A proxy lock is a global lock used within a data sharing group to represent a lock on all the records within a page of a
shared area. Proxy locks are held by members of a data sharing group and not by individual transactions.

An Additional Hierarchy Level

Proxy locks represent an additional level in the locking hierarchy used by CA IDMS to control access to data.

Normally CA IDMS uses a two-level locking hierarchy: area and record. Before placing a lock on a record, a transaction
must place a lock on the area in which the record resides. Depending on the mode of the area lock, it may be possible to
avoid placing locks on individual records within the area.

For shared areas, the locking hierarchy expands to three levels: area, proxy, and record. Before a lock is placed on a
record in a shared area, a lock must be held on a proxy that represents the record's page and before this can be done, a
lock must be held on the area in which the record resides.

Proxy Lock Modes

A proxy can be locked in one of two modes: Share or Exclusive. At least a share lock must be held on a proxy before a
transaction can place a share or null (notify) lock on a record represented by the proxy. Similarly, an exclusive proxy lock
must be held before a transaction can place an exclusive lock on a record represented by the proxy.

Managing Proxy Locks

An exclusive proxy lock held by one member does not prohibit access by another member. Instead the purpose of proxy
locks is to detect inter-CV contention for resources and to eliminate the use of global record locks where possible. As long
as all members holding a lock on a proxy hold it in share mode, there is no contention for resources on the page and no
need to globally lock individual records on that page. However, if at least two members hold a lock on a proxy and at least
one of those is an exclusive lock, then there is possible contention for individual records, necessitating the use of global
record locks to control access to individual records.

The acquisition and management of proxy locks is done automatically by the CA IDMS lock manager. Application
programs do not need to explicitly acquire or manage proxy locks. However, database administrators should be aware of
their existence and their impact on recovery and resource utilization.

Page Locks

A page lock is a lock that is used within a data sharing group to protect database pages while they reside in a member's
local buffer pool. Page locks are only placed on pages of areas that are designated for data sharing and only if there is
inter-CV interest in the area.

Managing Page Locks
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The coupling facility lock structure associated with the data sharing group is used to record and manage global page
locks, just as is done for global transaction locks. And just as a proxy represents all of the records on the page, it also
represents the page itself. Therefore, proxy locks reduce the need to acquire and release global page locks each time a
page is moved into and out of the buffer pool.

Page Lock Protection

Before a database page is read into the buffer pool, an exclusive or shared lock is placed on that page, depending on
whether the active transaction intends to update the page. Once the lock is acquired, no other group member may place
a conflicting lock on the page until the first member relinquishes its lock. This means that no other sharing member may
read the page contents while another member has it locked exclusively. Page locks are held until another group member
wants access to the page in a conflicting mode. Before an exclusive page lock can be released on an updated page, the
page is written to the disk and to the shared cache.

Controlling Access to Native VSAM Files
Physical Area Locks Not Set

CA IDMS does not maintain physical area locks for areas that map to native VSAM data sets. Therefore, a combination
of SHAREOPTIONS, JCL, and operational procedures is used to control updates of native VSAM data sets by CA IDMS,
local transactions, and non-CA IDMS programs.

DEFINE CLUSTER Command

For example, you can prevent concurrent update by specifying the parameter SHAREOPTIONS(2,3) in the DEFINE
CLUSTER command during VSAM cluster definition. This parameter permits only one application program to open
the data set for update, thereby preventing concurrent update of the data set by two application programs executing in
different regions. Within a central version, access to native VSAM files is controlled through the use of logical locks on
areas and records just as for CA IDMS database files.

CA IDMS/DB Facilities

You can use CA IDMS facilities to further control access to native VSAM data sets. For example, to protect a data set
from being updated, set the status within central version to TRANSIENT RETRIEVAL or RETRIEVAL. In this case, no
application program running under the central version can ready the area in update mode.

To ensure read integrity of the area when accessed by transactions executing under a central version, you can use the
following procedure when updating the data set using non CA IDMS programs:

1. Vary offline the CA IDMS area that maps to the VSAM data set by means of the DCMT VARY AREA OFFLINE
command.

2. Run the job to update the VSAM data set.
3. Vary the area to retrieval access mode using the DCMT VARY AREA RETRIEVAL command, thus making the area

once again available under the central version.

Deadlocks
A deadlock is an unresolvable contention between multiple requestors for a resource. Resources are either DC/UCF
system resources (such as programs and storage) or database resources (such as areas and records). CA IDMS/DB uses
different control block structures to track contention for DC/UCF system resources and database resources. Although
it tracks deadlocks using different control block structures, the same deadlock detection mechanism is used to resolve
deadlocks.
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How the System Detects a Deadlock

Deadlock detection is a process performed on a time interval basis. It is carried out in four major phases:

1. Identifying stalled tasks -- To identify tasks that are stalled, all dispatch control elements (DCEs) in the system are
examined. Any DCE found stalled while waiting on an internal resource is entered into the deadlock detection matrix
(DDM). All subsequent processing begins with the DCE address stored in the DDM table. This eliminates the need to
scan all DCEs in the system.

2. Identifying task dependencies -- Next, the dependencies between the stalled tasks are identified. The deadlock
detection matrix is updated. For each task on which another task is waiting, a bit in the deadlock detection matrix is set
to one.

3. Identifying deadlocks -- To determine which tasks are involved in a deadlock cycle, a transformation is performed on
the matrix. From this process, a pair of deadlocked tasks is identified. From this pair, a victim is selected.

4. Selecting a victim -- The task running for the shortest period of time is chosen as the victim of the two tasks as long
as:
– The priority of the victim task is less than that of the other task
– The victim task's wait was not entered with COND=NONE and the other task's wait was entered with COND=DEAD
The task running for the shortest period of time is chosen as the victim because it is more likely that it will have
consumed fewer resources than a longer running task. As a result, less duplication of work should be required when
the victim is restarted, with these exceptions:
– If the other task is of a higher priority, implying that it is of more importance
– If the victim task entered the deadlock with COND=NONE and the other task specified COND=DEAD. In this case,

the task specifying COND=DEAD is chosen as the victim since COND=DEAD indicates that the task is designed to
handle and recover from deadlock situations. This prevents an abend.

Victim Selection User Exit

The algorithm used to select a victim in a deadlock situation may not be optimal for your installation or applications. User
exit 30 allows victims to be selected based upon specific requirements. The exit is passed the DCE addresses of each
pair of deadlocked tasks and may take one of two actions:

• Choose one of the tasks as the victim task
• Return control to the deadlock detector by requesting that the default deadlock detection logic be applied

Deadlock Detection Interval

You can control the frequency with which the deadlock detection mechanism searches for deadlocked tasks using the
DEADLOCK DETECTION parameter of the SYSTEM statement.

The DEADLOCK DETECTION parameter allows you to specify the amount of time that elapses before the deadlock
detection mechanism searches for deadlocked tasks. Note that in an idle system, deadlock detection is also idled
until new tasks are started. This eliminates CPU consumption for deadlock detection when no tasks could possibly be
deadlocked.

You can use the DCMT VARY DEADLOCK command at runtime to override the system generation specification.

Global Deadlock Detection

What is a Global Deadlock?

A global deadlock is a situation in which unresolvable contention exists for shared resources between tasks executing on
different members within a data sharing group.

Detecting Global Deadlocks

A global deadlock is possible if at least one stalled task is waiting on a global resource. In a potential global deadlock
situation, each member passes information to the one acting as the global deadlock manager. The global deadlock
manager examines the information gathered from the other members and determines which tasks, if any, are deadlocked.
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Resolving Global Deadlocks

If a global deadlock exists, user exits are invoked, to assist in selecting a victim task. If these exits are not provided, the
task running for the shortest period or with the lowest priority is designated as the victim. Once the victim is determined,
the member on which the victim is executing is directed to cancel the task.

Global Deadlock User Exits

Two user exits are used in selecting a victim in a global deadlock situation:

• Exit #35 is invoked when a group member is collecting information on a stalled task to send it to the global deadlock
manager. The exit provides the opportunity for a site to collect additional information that may be relevant to the victim
selection process.

• Exit #36 is invoked by the global deadlock manager when a victim is being selected. Its function is similar to exit #30,
but it is passed different parameters. Instead of being passed the DCE addresses of two deadlocked tasks, it is passed
a pair of parameters for each task, one of which is the information collected by exit #35. In this way, site-specific
criteria can be used in selecting a victim even though the deadlocked tasks may be executing on a group member that
is different than that of the global deadlock manager.

Note: For details on coding these exits, see the Administrating section.

Sample SQL Database Definition
Sample Database Definition

   CREATE SCHEMA DEMOEMPL;

   SET SESSION CURRENT SCHEMA DEMOEMPL;

  CREATE TABLE          BENEFITS

      (FISCAL_YEAR          UNSIGNED NUMERIC(4,0)                NOT NULL,

       EMP_ID               UNSIGNED NUMERIC(4,0)                NOT NULL,

       VAC_ACCRUED          UNSIGNED DECIMAL(6,2)   NOT NULL WITH DEFAULT,

       VAC_TAKEN            UNSIGNED DECIMAL(6,2)   NOT NULL WITH DEFAULT,

       SICK_ACCRUED         UNSIGNED DECIMAL(6,2)   NOT NULL WITH DEFAULT,

       SICK_TAKEN           UNSIGNED DECIMAL(6,2)   NOT NULL WITH DEFAULT,

       STOCK_PERCENT        UNSIGNED DECIMAL(6,3)   NOT NULL WITH DEFAULT,

       STOCK_AMOUNT         UNSIGNED DECIMAL(10,2)  NOT NULL WITH DEFAULT,

       LAST_REVIEW_DATE     DATE                                         ,

       REVIEW_PERCENT       UNSIGNED DECIMAL(6,3)                        ,
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       PROMO_DATE           DATE                                         ,

       RETIRE_PLAN          CHAR(6)                                      ,

       RETIRE_PERCENT       UNSIGNED DECIMAL(6,3)                        ,

       BONUS_AMOUNT         UNSIGNED DECIMAL(10,2)                       ,

       COMP_ACCRUED         UNSIGNED DECIMAL(6,2)   NOT NULL WITH DEFAULT,

       COMP_TAKEN           UNSIGNED DECIMAL(6,2)   NOT NULL WITH DEFAULT,

       EDUC_LEVEL           CHAR(06)                                     ,

       UNION_ID             CHAR(10)                                     ,

       UNION_DUES           UNSIGNED DECIMAL(10,2)                       ,

   CHECK ( (RETIRE_PLAN IN ('STOCK', 'BONDS', '401K') ) AND

           (EDUC_LEVEL IN ('GED', 'HSDIP', 'JRCOLL', 'COLL',

            'MAS', 'PHD') ) ) )

   IN SQLDEMO.EMPLAREA;

  CREATE TABLE          COVERAGE

      (PLAN_CODE         CHAR(03)                                NOT NULL,

       EMP_ID            UNSIGNED NUMERIC(4,0)                   NOT NULL,

       SELECTION_DATE    DATE                       NOT NULL WITH DEFAULT,

       TERMINATION_DATE  DATE                                            ,

       NUM_DEPENDENTS    UNSIGNED NUMERIC(2,0)      NOT NULL WITH DEFAULT)

   IN SQLDEMO.EMPLAREA;

  CREATE TABLE          DEPARTMENT

      (DEPT_ID           UNSIGNED NUMERIC(4,0)                   NOT NULL,

       DEPT_HEAD_ID      UNSIGNED NUMERIC(4,0)                           ,

       DIV_CODE          CHAR(03)                                NOT NULL,
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       DEPT_NAME         CHAR(40)                                NOT NULL)

  IN SQLDEMO.INFOAREA;

  CREATE TABLE          DIVISION

      (DIV_CODE          CHAR(03)                                NOT NULL,

       DIV_HEAD_ID       UNSIGNED NUMERIC(4,0)                           ,

       DIV_NAME          CHAR(40)                                NOT NULL)

   IN SQLDEMO.INFOAREA;

  CREATE TABLE          EMPLOYEE

      (EMP_ID               UNSIGNED NUMERIC(4,0)                NOT NULL,

       MANAGER_ID           UNSIGNED NUMERIC(4,0)                        ,

       EMP_FNAME            CHAR(20)                             NOT NULL,

       EMP_LNAME            CHAR(20)                             NOT NULL,

       DEPT_ID              UNSIGNED NUMERIC(4,0)                NOT NULL,

       STREET               CHAR(40)                             NOT NULL,

       CITY                 CHAR(20)                             NOT NULL,

       STATE                CHAR(02)                             NOT NULL,

       ZIP_CODE             CHAR(09)                             NOT NULL,

       PHONE                CHAR(10)                                     ,

       STATUS               CHAR                                 NOT NULL,

       SS_NUMBER            UNSIGNED NUMERIC(9,0)                NOT NULL,

       START_DATE           DATE                                 NOT NULL,

       TERMINATION_DATE     DATE                                         ,

       BIRTH_DATE           DATE                                         ,
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  CHECK ( ( EMP_ID <= 8999 ) AND (STATUS IN ('A', 'S', 'L', 'T') ) ) )

  IN SQLDEMO.EMPLAREA;

CREATE TABLE          INSURANCE_PLAN

     (PLAN_CODE            CHAR(03)                              NOT NULL,

      COMP_NAME            CHAR(40)                              NOT NULL,

      STREET               CHAR(40)                              NOT NULL,

      CITY                 CHAR(20)                              NOT NULL,

      STATE                CHAR(02)                              NOT NULL,

      ZIP_CODE             CHAR(09)                              NOT NULL,

      PHONE                CHAR(10)                              NOT NULL,

      GROUP_NUMBER         UNSIGNED NUMERIC(4,0)                 NOT NULL,

      DEDUCT               UNSIGNED DECIMAL(9,2)                         ,

      MAX_LIFE_BENEFIT     UNSIGNED DECIMAL(9,2)                         ,

      FAMILY_COST          UNSIGNED DECIMAL(9,2)                         ,

      DEP_COST             UNSIGNED DECIMAL(9,2)                         ,

      EFF_DATE             DATE                                  NOT NULL)

  IN SQLDEMO.INFOAREA;

  CREATE TABLE          JOB

      (JOB_ID               UNSIGNED NUMERIC(4,0)                NOT NULL,

       JOB_TITLE            CHAR(20)                             NOT NULL,

       MIN_RATE             UNSIGNED DECIMAL(10,2)                       ,

       MAX_RATE             UNSIGNED DECIMAL(10,2)                       ,

       SALARY_IND           CHAR(01)                                     ,
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       NUM_OF_POSITIONS     UNSIGNED DECIMAL(4,0)                        ,

       EFF_DATE             DATE                                         ,

       JOB_DESC_LINE_1      VARCHAR(60)                                  ,

       JOB_DESC_LINE_2      VARCHAR(60)                                  ,

   CHECK ( SALARY_IND IN ('S', 'H') ) )

   IN SQLDEMO.INFOAREA;

  CREATE TABLE          POSITION

      (EMP_ID               UNSIGNED NUMERIC(4,0)                NOT NULL,

       JOB_ID               UNSIGNED NUMERIC(4,0)                NOT NULL,

       START_DATE           DATE                                 NOT NULL,

       FINISH_DATE          DATE                                         ,

       HOURLY_RATE        UNSIGNED   DECIMAL(7,2)                        ,

       SALARY_AMOUNT      UNSIGNED   DECIMAL(10,2)                       ,

       BONUS_PERCENT      UNSIGNED   DECIMAL(7,3)                        ,

       COMM_PERCENT       UNSIGNED   DECIMAL(7,3)                        ,

       OVERTIME_RATE      UNSIGNED   DECIMAL(5,2)                        ,

   CHECK ( (HOURLY_RATE IS NOT NULL AND SALARY_AMOUNT IS NULL)

           OR (HOURLY_RATE IS NULL AND SALARY_AMOUNT IS NOT NULL) ) )

   IN SQLDEMO.EMPLAREA;

   CREATE SCHEMA  DEMOPROJ;

   SET SESSION CURRENT SCHEMA DEMOPROJ;
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  CREATE TABLE           ASSIGNMENT

      (EMP_ID             UNSIGNED NUMERIC(4,0)                  NOT NULL,

       PROJ_ID            CHAR(10)                               NOT NULL,

       START_DATE         DATE                                   NOT NULL,

       END_DATE           DATE                                           )

   IN PROJSEG.PROJAREA;

 CREATE TABLE           CONSULTANT

     (CON_ID               UNSIGNED NUMERIC(4,0)                 NOT NULL,

      CON_FNAME            CHAR(20)                              NOT NULL,

      CON_LNAME            CHAR(20)                              NOT NULL,

      MANAGER_ID           UNSIGNED NUMERIC(4,0)                 NOT NULL,

      DEPT_ID              UNSIGNED NUMERIC(4,0)                 NOT NULL,

      PROJ_ID              CHAR(10)                                      ,

      STREET               CHAR(40)                                      ,

      CITY                 CHAR(20)                              NOT NULL,

      STATE                CHAR(02)                              NOT NULL,

      ZIP_CODE             CHAR(09)                              NOT NULL,

      PHONE                CHAR(10)                                      ,

      BIRTH_DATE           DATE                                          ,

      START_DATE           DATE                                  NOT NULL,

      SS_NUMBER            UNSIGNED NUMERIC(9,0)                 NOT NULL,

      RATE                 UNSIGNED DECIMAL(7,2)                         ,

   CHECK ( (CON_ID >= 9000 AND CON_ID <= 9999) ) )

   IN PROJSEG.PROJAREA;
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  CREATE TABLE           EXPERTISE

      (EMP_ID               UNSIGNED NUMERIC(4,0)                NOT NULL,

       SKILL_ID             UNSIGNED NUMERIC(4,0)                NOT NULL,

       SKILL_LEVEL          CHAR(02)                                     ,

       EXP_DATE             DATE                                         )

   IN PROJSEG.PROJAREA;

  CREATE TABLE           PROJECT

      (PROJ_ID              CHAR(10)                             NOT NULL,

       PROJ_LEADER_ID       UNSIGNED NUMERIC(4,0)                        ,

       EST_START_DATE       DATE                                         ,

       EST_END_DATE         DATE                                         ,

       ACT_START_DATE       DATE                                         ,

       ACT_END_DATE         DATE                                         ,

       EST_MAN_HOURS        UNSIGNED DECIMAL(7,2)                        ,

       ACT_MAN_HOURS        UNSIGNED DECIMAL(7,2)                        ,

       PROJ_DESC            VARCHAR(60)                          NOT NULL)

   IN PROJSEG.PROJAREA;

  CREATE TABLE           SKILL

      (SKILL_ID             UNSIGNED NUMERIC(4,0)                NOT NULL,

       SKILL_NAME           CHAR(20)                             NOT NULL,

       SKILL_DESC           VARCHAR(60)                                  )

   IN PROJSEG.PROJAREA;
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  CREATE UNIQUE CALC KEY ON DEMOEMPL.DEPARTMENT(DEPT_ID);

  CREATE UNIQUE CALC KEY ON DEMOEMPL.DIVISION(DIV_CODE);

  CREATE UNIQUE CALC KEY ON DEMOEMPL.EMPLOYEE(EMP_ID);

  CREATE UNIQUE CALC KEY ON DEMOEMPL.INSURANCE_PLAN(PLAN_CODE);

  CREATE UNIQUE CALC KEY ON DEMOEMPL.JOB(JOB_ID);

  CREATE UNIQUE CALC KEY ON DEMOPROJ.CONSULTANT(CON_ID);

  CREATE UNIQUE CALC KEY ON DEMOPROJ.PROJECT(PROJ_ID);

  CREATE UNIQUE CALC KEY ON DEMOPROJ.SKILL(SKILL_ID);

  CREATE UNIQUE INDEX AS_EMPROJ_NDX ON

         DEMOPROJ.ASSIGNMENT(EMP_ID,PROJ_ID);

  CREATE UNIQUE INDEX EX_EMPSKILL_NDX ON

         DEMOPROJ.EXPERTISE(EMP_ID, SKILL_ID);

  CREATE INDEX CO_CODE_NDX ON DEMOEMPL.COVERAGE(PLAN_CODE)
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         IN SQLDEMO.INDXAREA;

  CREATE INDEX DE_CODE_NDX ON DEMOEMPL.DEPARTMENT(DIV_CODE);

  CREATE INDEX DI_HEAD_NDX ON DEMOEMPL.DIVISION(DIV_HEAD_ID);

  CREATE INDEX DE_HEAD_NDX ON DEMOEMPL.DEPARTMENT(DEPT_HEAD_ID);

  CREATE INDEX EM_MANAGER_NDX ON DEMOEMPL.EMPLOYEE(MANAGER_ID)

         IN SQLDEMO.INDXAREA;

  CREATE INDEX EM_NAME_NDX ON DEMOEMPL.EMPLOYEE(EMP_LNAME, EMP_FNAME)

         IN SQLDEMO.INDXAREA;

  CREATE INDEX EM_DEPT_NDX ON DEMOEMPL.EMPLOYEE(DEPT_ID)

         IN SQLDEMO.INDXAREA;

  CREATE INDEX IN_NAME_NDX ON DEMOEMPL.INSURANCE_PLAN(COMP_NAME)

          COMPRESSED;

  CREATE INDEX PO_JOB_NDX ON DEMOEMPL.POSITION(JOB_ID)

         IN SQLDEMO.INDXAREA;

 CREATE INDEX CN_NAME_NDX ON DEMOPROJ.CONSULTANT(CON_LNAME,CON_FNAME);
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   CREATE CONSTRAINT EMP_BENEFITS

       DEMOEMPL.BENEFITS  (EMP_ID)  REFERENCES

       DEMOEMPL.EMPLOYEE  (EMP_ID)

               LINKED CLUSTERED

               ORDER BY (FISCAL_YEAR DESC);

   CREATE CONSTRAINT INSPLAN_COVERAGE

       DEMOEMPL.COVERAGE        (PLAN_CODE)  REFERENCES

       DEMOEMPL.INSURANCE_PLAN  (PLAN_CODE)

               UNLINKED;

   CREATE CONSTRAINT EMP_COVERAGE

       DEMOEMPL.COVERAGE  (EMP_ID) REFERENCES

       DEMOEMPL.EMPLOYEE  (EMP_ID)

               LINKED CLUSTERED

               ORDER BY ( PLAN_CODE) UNIQUE;

   CREATE CONSTRAINT DIVISION_DEPT

       DEMOEMPL.DEPARTMENT  (DIV_CODE)  REFERENCES

       DEMOEMPL.DIVISION    (DIV_CODE)

               UNLINKED;

   CREATE CONSTRAINT EMP_DEPT_HEAD

       DEMOEMPL.DEPARTMENT  (DEPT_HEAD_ID)  REFERENCES

       DEMOEMPL.EMPLOYEE    (EMP_ID)

               UNLINKED;
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   CREATE CONSTRAINT EMP_DIV_HEAD

       DEMOEMPL.DIVISION  (DIV_HEAD_ID)  REFERENCES

       DEMOEMPL.EMPLOYEE  (EMP_ID)

               UNLINKED;

   CREATE CONSTRAINT DEPT_EMPLOYEE

       DEMOEMPL.EMPLOYEE   (DEPT_ID)  REFERENCES

       DEMOEMPL.DEPARTMENT (DEPT_ID)

               UNLINKED;

   CREATE CONSTRAINT MANAGER_EMP

       DEMOEMPL.EMPLOYEE  (MANAGER_ID)  REFERENCES

       DEMOEMPL.EMPLOYEE  (EMP_ID)

               UNLINKED;

   CREATE CONSTRAINT SKILL_EXPERTISE

       DEMOPROJ.EXPERTISE  (SKILL_ID)  REFERENCES

       DEMOPROJ.SKILL      (SKILL_ID)

               LINKED CLUSTERED;

   CREATE CONSTRAINT EMP_POSITION

       DEMOEMPL.POSITION  (EMP_ID)  REFERENCES

       DEMOEMPL.EMPLOYEE  (EMP_ID)

               LINKED CLUSTERED

               ORDER BY (JOB_ID) UNIQUE;
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   CREATE CONSTRAINT JOB_POSITION

       DEMOEMPL.POSITION  (JOB_ID)  REFERENCES

       DEMOEMPL.JOB       (JOB_ID)

               UNLINKED;

   CREATE CONSTRAINT PROJECT_ASSIGN

       DEMOPROJ.ASSIGNMENT  (PROJ_ID)  REFERENCES

       DEMOPROJ.PROJECT   (PROJ_ID)

               LINKED CLUSTERED;

   CREATE CONSTRAINT PROJECT_CONSULT

       DEMOPROJ.CONSULTANT  (PROJ_ID)  REFERENCES

       DEMOPROJ.PROJECT     (PROJ_ID)

               LINKED INDEX ORDER BY (PROJ_ID);

   ALTER TABLE DEMOEMPL.COVERAGE

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOEMPL.DEPARTMENT

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOEMPL.DIVISION

       DROP DEFAULT INDEX;
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   ALTER TABLE DEMOEMPL.EMPLOYEE

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOEMPL.INSURANCE_PLAN

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOEMPL.POSITION

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOPROJ.ASSIGNMENT

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOPROJ.CONSULTANT

       DROP DEFAULT INDEX;

   ALTER TABLE DEMOPROJ.EXPERTISE

       DROP DEFAULT INDEX;

   CREATE VIEW DEMOEMPL.EMP_VACATION

          (EMP_ID, DEPT_ID, VAC_TIME)

          AS SELECT E.EMP_ID, DEPT_ID, SUM(VAC_ACCRUED) - SUM(VAC_TAKEN)

             FROM DEMOEMPL.EMPLOYEE E, DEMOEMPL.BENEFITS B

             WHERE E.EMP_ID = B.EMP_ID
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             GROUP BY DEPT_ID, E.EMP_ID;

   CREATE VIEW DEMOEMPL.OPEN_POSITIONS

          (JOB_ID, JOB_NAME, OPEN_POS)

          AS SELECT J.JOB_ID, J.JOB_TITLE,

                    (J.NUM_OF_POSITIONS - COUNT(P.JOB_ID))

             FROM DEMOEMPL.JOB J, DEMOEMPL.POSITION P

             WHERE P.FINISH_DATE IS NULL AND P.JOB_ID = J.JOB_ID

                   PRESERVE DEMOEMPL.JOB

             GROUP BY J.JOB_ID, J.JOB_TITLE, J.NUM_OF_POSITIONS

             HAVING (J.NUM_OF_POSITIONS - COUNT(P.JOB_ID)) > 0;

   CREATE VIEW DEMOEMPL.EMP_HOME_INFO

          AS SELECT EMP_ID, EMP_LNAME, EMP_FNAME, STREET, CITY, STATE,

                    ZIP_CODE, PHONE

             FROM DEMOEMPL.EMPLOYEE;

   CREATE VIEW DEMOEMPL.EMP_WORK_INFO

          AS SELECT EMP_ID, MANAGER_ID, START_DATE, TERMINATION_DATE

             FROM DEMOEMPL.EMPLOYEE;

Sample Non-SQL Database Definition
Sample Database Schema Definition

       ADD SCHEMA NAME IS EMPSCHM VERSION IS 100
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       SCHEMA DESCRIPTION IS 'EMPLOYEE DEMO DATABASE'

       COMMENTS 'INSTALLATION: COMMONWEATHER CORPORATION'

           .

       ADD AREA NAME IS EMP-DEMO-REGION

           .

       ADD AREA NAME IS ORG-DEMO-REGION

           .

       ADD AREA NAME IS INS-DEMO-REGION

           .

       ADD RECORD NAME IS COVERAGE

           SHARE STRUCTURE OF RECORD COVERAGE VERSION IS 100

           RECORD ID IS 0400

           LOCATION MODE IS VIA             EMP-COVERAGE SET

           WITHIN AREA INS-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           .

       ADD RECORD NAME IS DENTAL-CLAIM

           SHARE STRUCTURE OF RECORD DENTAL-CLAIM VERSION IS 100

           RECORD ID IS 0405

           LOCATION MODE IS VIA          COVERAGE-CLAIMS SET

           WITHIN AREA INS-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           MINIMUM ROOT LENGTH IS             130 CHARACTERS

           MINIMUM FRAGMENT LENGTH IS          RECORD LENGTH

           .
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       ADD RECORD NAME IS DEPARTMENT

           SHARE STRUCTURE OF RECORD DEPARTMENT VERSION IS 100

           RECORD ID IS 0410

           LOCATION MODE IS CALC          USING DEPT-ID-0410

                                      DUPLICATES NOT ALLOWED

           WITHIN AREA ORG-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           .

       ADD RECORD NAME IS EMPLOYEE

           SHARE STRUCTURE OF RECORD EMPLOYEE VERSION IS 100

           RECORD ID IS 0415

           LOCATION MODE IS CALC           USING EMP-ID-0415

                                      DUPLICATES NOT ALLOWED

           WITHIN AREA EMP-DEMO-REGION

           OFFSET  5 PAGES FOR 95 PAGES

           .

       ADD RECORD NAME IS EMPOSITION

           SHARE STRUCTURE OF RECORD EMPOSITION VERSION IS 100

           RECORD ID IS 0420

           LOCATION MODE IS VIA           EMP-EMPOSITION SET

           WITHIN AREA EMP-DEMO-REGION

           OFFSET  5 PAGES FOR 95 PAGES

         .

       ADD RECORD NAME IS EXPERTISE
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           SHARE STRUCTURE OF RECORD EXPERTISE VERSION IS 100

           RECORD ID IS 0425

           LOCATION MODE IS VIA            EMP-EXPERTISE SET

           WITHIN AREA EMP-DEMO-REGION

           OFFSET  5 PAGES FOR 95 PAGES

           .

       ADD RECORD NAME IS HOSPITAL-CLAIM

           SHARE STRUCTURE OF RECORD HOSPITAL-CLAIM VERSION IS 100

           RECORD ID IS 0430

           LOCATION MODE IS VIA          COVERAGE-CLAIMS SET

           WITHIN AREA INS-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           .

       ADD RECORD NAME IS INSURANCE-PLAN

           SHARE STRUCTURE OF RECORD INSURANCE-PLAN VERSION IS 100

           RECORD ID IS 0435

           LOCATION MODE IS CALC    USING INS-PLAN-CODE-0435

                                      DUPLICATES NOT ALLOWED

           WITHIN AREA INS-DEMO-REGION

           OFFSET  1 PAGE  FOR  4 PAGES

           .

       ADD RECORD NAME IS JOB

           SHARE STRUCTURE OF RECORD JOB VERSION IS 100

           RECORD ID IS 0440

           LOCATION MODE IS CALC           USING JOB-ID-0440
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                                      DUPLICATES NOT ALLOWED

           WITHIN AREA ORG-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           MINIMUM ROOT LENGTH IS CONTROL LENGTH

           MINIMUM FRAGMENT LENGTH IS RECORD LENGTH

           CALL IDMSCOMP BEFORE STORE

           CALL IDMSCOMP BEFORE MODIFY

           CALL IDMSDCOM AFTER GET

          .

       ADD RECORD NAME IS NON-HOSP-CLAIM

           SHARE STRUCTURE OF RECORD NON-HOSP-CLAIM VERSION IS 100

           RECORD ID IS 0445

           LOCATION MODE IS VIA          COVERAGE-CLAIMS SET

           WITHIN AREA INS-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           MINIMUM ROOT LENGTH IS             248 CHARACTERS

           MINIMUM FRAGMENT LENGTH IS          RECORD LENGTH

           .

       ADD RECORD NAME IS OFFICE

           SHARE STRUCTURE OF RECORD OFFICE VERSION IS 100

           RECORD ID IS 0450

           LOCATION MODE IS CALC      USING OFFICE-CODE-0450

                                      DUPLICATES NOT ALLOWED

           WITHIN AREA ORG-DEMO-REGION
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           OFFSET  5 PAGES FOR 45 PAGES

           .

       ADD RECORD NAME IS SKILL

           SHARE STRUCTURE OF RECORD SKILL VERSION IS 100

           RECORD ID IS 0455

           LOCATION MODE IS CALC         USING SKILL-ID-0455

                                      DUPLICATES NOT ALLOWED

           WITHIN AREA ORG-DEMO-REGION

           OFFSET  5 PAGES FOR 45 PAGES

           .

       ADD RECORD NAME IS STRUCTURE

           SHARE STRUCTURE OF RECORD STRUCTURE VERSION IS 100

           RECORD ID IS 0460

           LOCATION MODE IS VIA                  MANAGES SET

           WITHIN AREA EMP-DEMO-REGION

           OFFSET  5 PAGES FOR 95 PAGES

          .

       ADD SET NAME IS COVERAGE-CLAIMS

           ORDER IS LAST

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS COVERAGE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS HOSPITAL-CLAIM

               NEXT DBKEY POSITION IS AUTO
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               PRIOR DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

           MEMBER IS NON-HOSP-CLAIM

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

           MEMBER IS DENTAL-CLAIM

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

           .

       ADD SET NAME IS DEPT-EMPLOYEE

           ORDER IS SORTED

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS DEPARTMENT

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS EMPLOYEE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               OPTIONAL AUTOMATIC

               ASCENDING KEY IS ( EMP-LAST-NAME-0415
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                                  EMP-FIRST-NAME-0415 )

                   DUPLICATES LAST

          .

       ADD SET NAME IS EMP-COVERAGE

           ORDER IS FIRST

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS EMPLOYEE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS COVERAGE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

           .

       ADD SET NAME IS EMP-EMPOSITION

           ORDER IS FIRST

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS EMPLOYEE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS EMPOSITION

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO
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               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

           .

       ADD SET NAME IS EMP-EXPERTISE

           ORDER IS SORTED

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS EMPLOYEE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS EXPERTISE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

               DESCENDING KEY IS (SKILL-LEVEL-0425 )

                   DUPLICATES FIRST

         .

       ADD SET NAME IS EMP-NAME-NDX

           ORDER IS SORTED

           MODE IS INDEX BLOCK CONTAINS 40 KEYS

           OWNER IS SYSTEM

               WITHIN AREA EMP-DEMO-REGION
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               OFFSET  1 PAGE  FOR  4 PAGES

           MEMBER IS EMPLOYEE

               INDEX DBKEY POSITION IS AUTO

               OPTIONAL AUTOMATIC

               ASCENDING KEY IS ( EMP-LAST-NAME-0415

                                  EMP-FIRST-NAME-0415 )

                   COMPRESSED

                   DUPLICATES LAST

           .

       ADD SET NAME IS JOB-EMPOSITION

           ORDER IS NEXT

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS JOB

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS EMPOSITION

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               OPTIONAL MANUAL

           .

       ADD SET NAME IS JOB-TITLE-NDX

           ORDER IS SORTED

           MODE IS INDEX BLOCK CONTAINS 30 KEYS
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           OWNER IS SYSTEM

               WITHIN AREA ORG-DEMO-REGION

               OFFSET  1 PAGE  FOR  4 PAGES

           MEMBER IS JOB

               INDEX DBKEY POSITION IS AUTO

               OPTIONAL AUTOMATIC

               ASCENDING KEY IS ( TITLE-0440 )

                   DUPLICATES NOT ALLOWED

        .

       ADD SET NAME IS MANAGES

           ORDER IS NEXT

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS EMPLOYEE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS STRUCTURE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

           .

       ADD SET NAME IS OFFICE-EMPLOYEE

           ORDER IS SORTED
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           MODE IS INDEX BLOCK CONTAINS 30 KEYS

           OWNER IS OFFICE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS EMPLOYEE

               INDEX DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               OPTIONAL AUTOMATIC

               ASCENDING KEY IS ( EMP-LAST-NAME-0415

                                  EMP-FIRST-NAME-0415 )

                   COMPRESSED

                   DUPLICATES LAST

           .

       ADD SET NAME IS REPORTS-TO

           ORDER IS NEXT

           MODE IS CHAIN LINKED TO PRIOR

           OWNER IS EMPLOYEE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS STRUCTURE

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO
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               OPTIONAL MANUAL

         .

       ADD SET NAME IS SKILL-EXPERTISE

           ORDER IS SORTED

           MODE IS INDEX BLOCK CONTAINS 30 KEYS

           OWNER IS SKILL

               NEXT DBKEY POSITION IS AUTO

               PRIOR DBKEY POSITION IS AUTO

           MEMBER IS EXPERTISE

               INDEX DBKEY POSITION IS AUTO

               LINKED TO OWNER

                   OWNER DBKEY POSITION IS AUTO

               MANDATORY AUTOMATIC

               DESCENDING KEY IS ( SKILL-LEVEL-0425 )

                   DUPLICATES FIRST

           .

       ADD SET NAME IS SKILL-NAME-NDX

           ORDER IS SORTED

           MODE IS INDEX BLOCK CONTAINS 30 KEYS

           OWNER IS SYSTEM

               WITHIN AREA ORG-DEMO-REGION

               OFFSET  1 PAGE  FOR  4 PAGES

           MEMBER IS SKILL

               INDEX DBKEY POSITION IS AUTO
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               OPTIONAL AUTOMATIC

               ASCENDING KEY IS ( SKILL-NAME-0455 )

                   DUPLICATES NOT ALLOWED

           .

       VALIDATE

           .

Sample Database Subschema Definition

        ADD SUBSCHEMA NAME IS EMPSS01

            OF SCHEMA NAME IS EMPSCHM VERSION  100

        COMMENTS 'THIS IS THE COMPLETE VIEW OF EMPSCHM'

            .

        ADD AREA NAME IS EMP-DEMO-REGION

            .

        ADD AREA NAME IS INS-DEMO-REGION

            .

        ADD AREA NAME IS ORG-DEMO-REGION

            .

        ADD RECORD NAME IS COVERAGE

            .

        ADD RECORD NAME IS DENTAL-CLAIM

            .

        ADD RECORD NAME IS DEPARTMENT

            .

        ADD RECORD NAME IS EMPLOYEE
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            .

        ADD RECORD NAME IS EMPOSITION

            .

        ADD RECORD NAME IS EXPERTISE

            .

        ADD RECORD NAME IS HOSPITAL-CLAIM

            .

        ADD RECORD NAME IS INSURANCE-PLAN

            .

        ADD RECORD NAME IS JOB

            .

        ADD RECORD NAME IS NON-HOSP-CLAIM

            .

        ADD RECORD NAME IS OFFICE

            .

        ADD RECORD NAME IS SKILL

            .

        ADD RECORD NAME IS STRUCTURE

           .

        ADD SET COVERAGE-CLAIMS

            .

        ADD SET DEPT-EMPLOYEE

            .

        ADD SET EMP-COVERAGE

            .
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        ADD SET EMP-EXPERTISE

            .

        ADD SET EMP-NAME-NDX

            .

        ADD SET EMP-EMPOSITION

            .

        ADD SET JOB-EMPOSITION

            .

        ADD SET JOB-TITLE-NDX

            .

        ADD SET MANAGES

            .

        ADD SET OFFICE-EMPLOYEE

            .

        ADD SET REPORTS-TO

            .

        ADD SET SKILL-EXPERTISE

            .

        ADD SET SKILL-NAME-NDX

            .

        GENERATE

            .

Native VSAM Considerations
An overview of batch compilation and the JCL/commands you need to execute non-SQL schema and subschema
statements under the central version or in local mode are discussed in this section.
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You can structure a native VSAM data set as a key-sequenced data set (KSDS), an entry-sequenced data set (ESDS), or
a relative record data set (RRDS). The following table lists the characteristics of each data set structure.

Native VSAM Data Set Structures

VSAM Structure 1 Access method Record Format  
KSDS
1 KSDS = key-sequenced data
set 

Prime index
Alternate indexes

Fixed or variable Spanned or nonspanned

ESDS
ESDS = entry-sequenced data
set

Relative byte address (RBA)
Alternate indexes

Fixed or variable Spanned or nonspanned

RRDS
RRDS = relative record data set

Relative record number Fixed Nonspanned

For more information, see the following topics:

CA IDMS/DB Native VSAM Definitions
Contents

To use native VSAM files in a CA IDMS environment, you define native VSAM structures in the schema, segment, and
DMCL. Schema, segment, and DMCL definitions are discussed separately as follows.

Schema Definition

The schema establishes the correspondences between the logical characteristics of the native VSAM file and CA IDMS/
DB, as follows:

A File

A CA IDMS file represents a VSAM cluster or path:

• A KSDS with a prime index or alternate indexes or both
• An ESDS with or without alternate indexes
• An RRDS

An area represents a KSDS, ESDS, or RRDS data component. You map one area to each VSAM file; each area must
have a unique page range. The page range is a function of the VSAM data set structure. For more information on how to
determine the page range, see "AREA statements" in Physical Database DDL Statements.

A Schema Record

A schema record represents a VSAM data record:

• All VSAM data records can be represented as a record with a location mode of VSAM
• A KSDS with a prime index or alternate indexes and an ESDS with an alternate index can be represented as a CALC

record

A Schema Set

A schema set represents the index of a VSAM data set and related records. These sets are sorted and maintained
through the following types of native VSAM data set structures:

• A KSDS with a prime or alternate index
• An ESDS with an alternate index
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You define sets with alternate indexes in the schema to allow record occurrences with duplicate sort keys. These record
occurrences are retrieved in the order in which the records were stored, regardless of the order in which the set is
searched. For sorted sets that do not allow duplicate sort keys, you can use any index to maintain the set.

Native VSAM sets allow you to code application programs that:

• Access a specific record directly by sort key
• Access records by generic sort key
• Process the native VSAM file in sort-key sequence from the start of the file or from a specified starting point.

Relationships Between VSAM and CA IDMS/DB Structures

The schema, AREA, RECORD, SET, and SET statements, and the segment statements needed to represent native
VSAM structures are listed in the following table.

VSAM Structure CA IDMS/DB Structure DDL Statement
KSDS
ESDS
RRDS
PATH

File CREATE FILE segment.file-name

Data component: KSDS, ESDS, RRDS Area Schema definition:
ADD AREA NAME IS area-name
...
Segment definition:
CREATE AREA segment.area-name
...

VSAM data record Record ADD RECORD NAME IS record-name
LOCATION MODE IS VSAM
VSAM TYPE IS type
WITHIN AREA area-name.

VSAM data record:
KSDS with prime
or
alternate index
ESDS alternate
index

CALC record ADD RECORD NAME IS record-name
LOCATION MODE IS VSAM
CALC
USING calc-element-name
DUPLICATES ARE duplicates-option
VSAM TYPE IS type
WITHIN AREA area-name.

KSDS prime or
alternate index
ESDS alternate
index

Set (sorted by prime or alternate key) ADD SET NAME IS set-name
MODE IS VSAM
INCLUDE MEMBER IS record-name
MANDATORY AUTOMATIC
ASCENDING KEY IS sort-key-name.

DMCL Definition

The DMCL module establishes the correspondences at runtime between physical characteristics of the database and the
native VSAM files. You describe native VSAM files to be accessed by CA IDMS/DB in the DMCL BUFFER statements with
the following:
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• PAGE CONTAINS specifies the size of the largest control interval of any native VSAM file associated with the buffer
• BUFFER CONTAINS specifies the number of I/O buffers in the buffer pool to be used to transfer records between

memory and auxiliary storage
• NATIVE VSAM specifies that the buffer pool is for use exclusively with native VSAM files

DML Functions with Native VSAM
To access information from a native VSAM data set, CA IDMS/DB converts DML statements issued by the application
program into record-level (not control-interval) VSAM macro variations (for example, ACB, RPL) and passes control
to VSAM. No changes have to be made to the VSAM data set. A local run unit or central version appears to VSAM
as a single application that opens VSAM data clusters, activates VSAM paths using local-shared resources (LSR) or
nonshared resources (NSR), accesses data records, and closes the clusters and paths.

The following table lists different VSAM structures and the CA IDMS/DB DML functions that can be used to access the
VSAM structures.

DML Functions for Native VSAM Data Set Access

CA IDMS/DB DML Statement VSAM Structure
STORE last within area ESDS
STORE direct by db-key RRDS
STORE physical sequential KSDS
ERASE KSDS or RRDS
FIND/OBTAIN FIRST/NEXT WITHIN SET KSDS or ESDS with a primary index or alternate indexes
FIND/OBTAIN LAST/PRIOR WITHIN SET KSDS or ESDS with a primary index or alternate indexes
FIND/OBTAIN WITHIN SET USING SORT KEY KSDS or ESDS
FIND/OBTAIN FIRST/NEXT WITHIN AREA KSDS, ESDS, or RRDS
FIND/OBTAIN LAST/PRIOR WITHIN AREA KSDS, ESDS, or RRDS
FIND/OBTAIN CALC KSDS or ESDS with a primary index or alternate indexes
FIND/OBTAIN CALC DUPLICATE KSDS or ESDS with a primary index or alternate indexes
FIND/OBTAIN DB-KEY ESDS or RRDS
MODIFY, changing CALC key or sort key KSDS or ESDS with a primary index or alternate indexes
MODIFY, without changing CALC key or sort key KSDS, ESDS, or RRDS
MODIFY, changing record length KSDS
ROLLBACK following STORE (without restore and rollforward) KSDS or RRDS
ROLLBACK following ERASE (without restore and rollforward) KSDS or RRDS
ROLLBACK following MODIFY (without restore and rollforward) KSDS or RRDS

Batch Compiler Execution JCL
CA IDMS/DB can access information from native VSAM data sets. A native VSAM data set is one that is defined to
VSAM and contains VSAM records. Although a native VSAM data set is not structured as a CA IDMS database, it can be
accessed as if it were. 

This section describes:
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• Native VSAM data set structures
• Schema, segment, and DMCL considerations
• DML functions that can be used to access native VSAM structures

Note: Native VSAM files are different from database files that have VSAM as an access method.

For more information, see the following topics:

Batch Compilation
Local Mode Considerations

The DDL compilers can be run under the central version or in local mode. If the central version has access to the
DDLDML or DDLDCLOD area of the dictionary in update usage mode, an attempt to execute a compiler in local mode
without specifying USAGE RETRIEVAL in a SIGNON statement will terminate with an error code of 0966.

To ensure the integrity of the dictionary, either journal local mode compilations or back up the dictionary before each local
mode compilation. The central version uses automatic recovery procedures to ensure the integrity of the dictionary.

Naming the Dictionary and System

In an operating environment with multiple dictionaries, the name of the dictionary to be accessed (or the DC/UCF
system on which it resides) can be specified through SYSIDMS parameters or on the compiler SIGNON statement or
the command facility CONNECT statement. If specified in both places, the SIGNON or CONNECT specification takes
precedence. If specified in the SYSIDMS file, the name of the dictionary is specified using DICTNAME and the DC/UCF
system on which it resides is specified using DICTNODE.

NOTE
For more information on the SYSIDMS parameter file, see Section25, “Dictionaries and Runtime Environments".

Compiling a Non-SQL Defined Schema

To compile a schema in batch mode, execute the program IDMSCHEM. Input and output are as follows:

Mode Description
Input Schema source statements
Output A source description of the schema stored in the dictionary

A Schema Compiler Activity List
A card image file containing schema syntax,if the source input
contains a PUNCH statement
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NOTE
To compile an SQL-defined schema, you submit SQL DDL statements through the CA IDMS Command Facility.
For sample job streams, see the Using section.

Compiling a Subschema

To compile a subschema in batch mode, execute the program IDMSUBSC. Input and output are as follows:

Mode Description
Input Subschema source statements
Output A source description of the subschema stored in thedictionary

A Subschema Compiler Activity List
A subschema load module stored in the dictionary load area
(DDLDCLOD), if the source input contains a GENERATE
statement
A card image file containing schema syntax, if the source input
contains a PUNCH statement
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Defining Segments, DMCLs, and Database Name Tables

To define a DMCL in batch mode, execute the program IDMSBCF (the CA IDMS Command Facility). Input and output are
as follows:

Mode Description
Input Segments, DMCL, and database name table source statements

as described in Physical Database DDL Statements.
Output Segment, DMCL, and database name table sourcedescriptions

stored in the dictionary
A DMCL or database name table load module, if the source
contains a GENERATE statement
A command facility activity listing
A card image file containing DDL syntax or DMCL or database
name table object code, if the source input contains a punch
statement
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NOTE
For more information on sample IDMSBCF job streams, see the Using section.

CMS Commands
Contents

This section provides the CMS commands to run the schema and subschema compilers (under the central version and in
local mode).

Schema Compiler

IDMSCHEM -- Central Version IDMSCHEM (CMS)

FILEDEF SYSLST PRINTER

FILEDEF SYSPCH DISK syspch output a (RECFM F LRECL 80

FILEDEF SYSIPT schema ddl a (RECFM F LRECL ppp BLKSIZE nnn

FILEDEF SYSIDMS DISK syidms parms a (RECFM F LRECL ppp BLKSIZE nnn

FILEDEF sysctl DISK sysctl idms a

EXEC IDMSFD

OSRUN IDMSCHEM

NOTE
Include the SYSPCH statement only if the DDL specifies PUNCH TO SYSPCH.

• syspch output a
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File name, type, and mode of the output punch file
• schema ddl a

File name, type, and mode of the file that contains the schema DDL statements
• ppp

Record length of file
• nnn

Block size of file
• sysidms parms a

File name, type, and mode of the file that contains the SYSIDMS parameters
• sysctl

File name of the SYSCTL file
• sysctl idms a

File name, type, and mode of the SYSCTL file
• IDMSFD

Exec which defines all FILEDEFs, TXTLIBs, and LOADLIBs required by the system

IDMSCHEM -- Local Mode

To execute the schema compiler in local mode, specify local mode in one of the following ways:

• Link IDMSCHEM with an IDMSOPTI program that specifies local execution mode
• Specify *LOCAL* as the first input parameter in the SYSIPT file
• Modify the OSRUN command:

OSRUN IDMSCHEM PARM='*LOCAL*'

NOTE
This option is valid only if the OSRUN command is issued from a System Product interpreter or an EXEC2
file.

Creating the SYSIPT File

To create the SYSIPT file, enter these CMS commands:

XEDIT sysipt data a (NOPROF

INPUT

 .

 .

 .

Schema source statements

 .

 .

 .
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FILE

Editing the SYSIPT File

To edit the SYSIDMS parameter file, enter these CMS commands:

XEDIT sysidms parms a (NOPROF

INPUT

 .

 .

 .

SYSIDMS parameters

 .

 .

 .

FILE

Subschema Compiler

IDMSUBSC -- Central Version IDMSUBSC (CMS)

FILEDEF SYSLST PRINTER

FILEDEF SYSPCH DISK syspch output a (RECFM F LRECL 80

FILEDEF SYSIPT subsch ddl a (RECFM F LRECL ppp BLKSIZE nnn

FILEDEF SYSIDMS DISK syidms parms a (RECFM F LRECL ppp BLKSIZE nnn

FILEDEF sysctl DISK sysctl idms a

EXEC IDMSFD

OSRUN IDMSUBSC

NOTE
Include the SYSPCH statement only if the DDL specifies PUNCH TO SYSPCH.

• subsch ddl a
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File name, type, and mode of the file that contains the subschema DDL statements
• syspch output a

File name, type, and mode of the output punch file
• ppp

Record length of file
• nnn

Block size of file
• sysidms parms a

File name, type, and mode of the file that contains the SYSIDMS parameters
• sysctl

File name of the SYSCTL file
• sysctl idms a

File name, type, and mode of the SYSCTL file
• IDMSFD

Exec which defines all FILEDEFs, TXTLIBs, and LOADLIBs required by the system

IDMSUBSC -- Local Mode

To execute the subschema compiler in local mode, specify local mode in one of the following ways:

• Link IDMSUBSC with an IDMSOPTI program that specifies local execution mode
• Specify *LOCAL* as the first input parameter in the SYSIPT file
• Modify the OSRUN command:

OSRUN IDMSUBSC PARM='*LOCAL*'

NOTE
This option is valid only if the OSRUN command is issued from a System Product interpreter or an EXEC2
file.

NOTE
For more information on creating a SYSIPT file or editing the SYSIDMS file, see the information provided with
the IDMSCHEM jobstream.

System Record Types
CA IDMS/DB maintains the following nine system record types for space management:

Type Record ID Description
SR1 1 Participates as owner in the system-owned

CALC set; members are all user record
types with a storage mode of CALC; occurs
once for each page in a standard database
area as bytes 5 through 16 in the header

SR2 2 Replaces records relocated by the
RESTRUCTURE, and the migration utility
(RHDCMIG1 and RHDCMIG2), and SQL
processing following the addition of a
column to a table; eight bytes in length
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SR3 3 Identifies a user record as having been
relocated; the actual user-designated
record identification can be found in the
relocated record's corresponding SR2
record

SR4 4 Identifies fragments of variable-length
records; the actual user-designated record
identification can be found in the line index
of the root portion of the record

SR5 5 Holds the area-level synchronization stamp
for SQL-defined segments and acts as an
owner for the table-level synchronization
stamp records (SR9s)

SR6 6 Appears in the subschema tables for
excluded owner or member record
definitions in set relationships; never occurs
in the database

SR7 7 Participates as owner in an index; stores
CALC under the indexed set's name;
occurs once for each indexed set in the
database that does not have a user-defined
owner record

SR8 8 Contains index entries that point to lower
level SR8 records or to an indexed set's
member database record occurrences;
chained by next, prior, and owner pointers
to the owner record occurrence of an
indexed set

SR9 9 Holds the table identifier and
synchronization stamp for each table in the
area

User-Exit Program for Schema and Subschema Compiler
This section presents the procedures for coding a user-exit program, which is called by the schema compiler and
subschema compiler to:

• Perform security checks
• Enforce entity-occurrence naming conventions
• Maintain an audit trail of dictionary activity

Sample User-Exit Program for Schema and/or Subschema Compilers

A common user-exit program can be coded to be shared by the schema compiler and subschema compiler, or a
specialized user-exit program can be coded for each or for only one of the compilers.

The rules and procedures governing the user-exit program are the same for all compilers that use it.

The following sample user-exit program can be used to enforce naming conventions for elements in the batch and online
versions of the schema and subschema compilers. The source code for this program can be found in the installation
source library under member name IDDSUXIT.

********************************************************************
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IDDUXIT  TITLE 'NAMING CONVENTION CHECKER'

********************************************************************

*

*

*  PROGRAM NAME : IDDUXIT

*

*  DATE         : 03/01/96

*

*

*  DESCRIPTION  : THIS IS AN EXAMPLE OF A USER EXIT.  THIS PROGRAM

*                 SHOWS HOW A SHOP COULD CHECK THE ENTITY NAMES FOR

*                 A SHOP STANDARD.  ANY VIOLATIONS OF THE NAMING

*                 CONVENTION ARE TREATED AS AN ERROR AND THE ACTION

*                 (ADD, MOD, DEL) IS NOT ALLOWED.

*********************************************************************

IDDUXIT  CSECT

         #REGEQU

         ENTRY SCHEXITO

SCHEXITO DS    0H                    Online Schema compiler entry

         ENTRY SCHEXITB

SCHEXITB DS    0H                    Batch Schema compiler entry

         ENTRY SUBEXITO

SUBEXITO DS    0H                    Online Subschema compiler entry

         ENTRY SUBEXITB

SUBEXITB DS    0H                    Batch Subschema compiler entry
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*********************************************************************

*        SET UP ADDRESSABILITY                                      *

*********************************************************************

         STM   R14,R12,12(R13)      SAVE CALLERS REGISTERS

         LR    R12,R15

         USING IDDUXIT,R12

         L     R4,12(R1)             GET THE

         L     R3,8(R1)                 CORRECT

         L     R2,4(R1)                    PARAMETER

         L     R1,0(R1)                       ADDRESSES

*

IDDUXITR DS    0H                    BASE THE CONTROL BLOCKS

*

         USING UXITCB,R1             USER EXIT CONTROL BLOCK

         MVC   UXITRCDE,F0           ZERO OUT THE RETURN CODE

         MVC   UXITMID(8),BLANKS     BLANK OUT THE MESSAGE ID

         MVC   UXITMTXT(80),BLANKS   BLANK OUT THE MESSAGE

*

*********************************************************************

*        INTERROGATE THE MAJOR COMMAND                                *

*********************************************************************

*

         SPACE

UXIENTY  EQU   *
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         USING UXITECB,R3            ENTITY CONTROL BLOCK

*

         CLC   UXITEVRB,UXICSON        IS IT A SIGNON?

         BE    USIGNON                   YES, CHECK THE USER NAME

*

         CLC   UXITEVRB,UXICARD        IS IT A CARD IMAGE EXIT?

         BE    UCARD                     YES, CHECK THE CARD

*

         CLC   UXITEVRB,UXICADD        IS IT AN ADD?

         BE    UXIECHK                   YES, CHECK THE ENTITY-NAME

*

         CLC   UXITEVRB,UXICMOD        IS IT A MODIFY?

         BE    UXIECHK                   YES, CHECK THE ENTITY-NAME

*

         CLC   UXITEVRB,UXICDEL        IS IT A DELETE?

         BE    UXIECHK                   YES, CHECK THE ENTITY-NAME

*                                        NO

         MVC   UXITMID(8),ELSEID      MOVE IN 'ELSE' MESSAGE ID

         MVC   UXITMTXT(80),ELSEMSG   MOVE IN 'ELSE' MESSAGE

         B     UXIEBYE

*

*********************************************************************

*        CHECK THE CARD IMAGE                                       *

*********************************************************************

*

 921



 Administrating

         SPACE

UCARD    EQU   *

*

         MVC   UXITMID(8),CARDID     FILL IN THE MESSAGE ID

         MVC   UXITMTXT(80),CARDMSG  FILL IN THE MESSAGE TEXT

         B     UXIEBYE               BACK TO THE COMPILER

*

*********************************************************************

*        CHECK THE USER NAME FOR ME                                 *

*********************************************************************

*

         SPACE

USIGNON  EQU   *

*

         USING UXITSEB,R2            SIGNON ELEMENT BLOCK

         USING UXITSB,R3             SIGNON BLOCK

*

         CLC  UXITUSER(3),WHOME      IS IT ME

         BE   UXIEDC                 YES GO CHECK FOR DC NAME

*                                    NO, GO TO JAIL, GO DIRECTLY TO

*                                    JAIL, DO NOT PASS GO DO NOT

USNAME   EQU   *                     COLLECT $200.

         MVC   UXITRCDE,F8           FILL IN THE RETURN CODE

         MVC   UXITMID(8),NOSNID     FILL IN THE MESSAGE ID
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         MVC   UXITMTXT(80),NOSNMSG  FILL IN THE MESSAGE TEXT

         B     UXIEBYE               BACK TO THE COMPILER

*

UXIEDC   EQU   *

         TM    UXITFLG1,UXIT1DC      ARE WE RUNNING DC

         BZ    UXIEBYE               NO, SKIP DC ID CHECK

*

         CLC   UXITUSER,UXITIUSR     IS THE USER THE SAME AS DC

         BE    UXIEBYE               YES, OK LET IT PASS

*                                    NO, DON'T LET THEM SIGNON

         MVC   UXITRCDE,F8           FILL IN THE RETURN CODE

         MVC   UXITMID(8),NODCID     FILL IN THE MESSAGE ID

         MVC   UXITMTXT(80),NODCMSG  FILL IN THE MESSAGE TEXT

         B     UXIEBYE               BACK TO THE COMPILER

*

*********************************************************************

*        CHECK THE ENTITY-NAME FOR VALID NAMING CONVENTION          *

*********************************************************************

*

         SPACE

UXIECHK  EQU   *

         USING UXITECB,R3            ENTITY CONTROL BLOCK

*

         CLC   UXITENME(3),NAMECHK   DOES THE NAME FOLLOW THE RULES?

         BE    UXIEBYE                 YES, LET THIS ONE PASS.
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*                                      NO, RETURN AN ERROR

*

         MVC   UXITRCDE,F8           FILL IN THE RETURN CODE

         MVC   UXITMID(8),NONOID     FILL IN THE MESSAGE ID

         MVC   UXITMTXT(80),NONOMSG  FILL IN THE MESSAGE TEXT

*

********************************************************************

*        RETURN BACK TO THE COMPILER                                        *

********************************************************************

*

         SPACE

UXIEBYE  EQU   *

         LM    R14,R12,12(R13)       RELOAD CALLER'S REGISTERS

         BR    R14                   RETURN TO CALLER

         EJECT

********************************************************************

*        CONSTANTS AND LITERALS                                    *

********************************************************************

UXICADD  DC    CL16'ADD             '

UXICMOD  DC    CL16'MODIFY          '

UXICDEL  DC    CL16'DELETE          '

UXICSON  DC    CL16'SIGNON          '

UXICARD  DC    CL16'CARD IMAGE      '

NAMECHK  DC    CL3'XYZ'
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WHOME    DC    CL3'XYZ'

WKLEN    DC    F'100'

NONOID   DC    CL8'DC999001'

NONOMSG  DC    CL80'NAMING CONVENTION VIOLATED - ACTION NOT ALLOWED'

NOSNID   DC    CL8'DC999002'

NOSNMSG  DC    CL80'SIGNON ERROR - USER NOT ALLOWED ACCESS'

NODCID   DC    CL8'DC999003'

NODCMSG  DC    CL80'SIGNON ERROR - USER NAME NOT DC USER NAME'

CARDID   DC    CL8'DC999004'

CARDMSG  DC    CL80'MESSAGE PRODUCED BY CARD IMAGE EXIT          '

ELSEID   DC    CL8'DC999005'

ELSEMSG  DC    CL80'MESSAGE PRODUCED BY CARD IMAGE EXIT          '

BLANKS   DC    CL80' '

F0       DC    F'0'               NORMAL RETURN CODE - NO ERRORS

F2       DC    F'1'               INFORMATION MESSAGE

F4       DC    F'4'               WARNING MESSAGE

F8       DC    F'8'               ERROR MESSAGE

*

********************************************************************

*        USER EXIT CONTROL BLOCK                                   *

********************************************************************

UXITCB   DSECT

UXITCPLR DS    CL8           COMPILER NAME 'IDMSCHEM' OR 'IDMSUBSC'

UXITDATE DS    CL8           COMPILER START DATE MM/DD/YY

UXITTIME DS    CL8           COMPILER START TIME HHMMSSMM
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UXITWORK DS    F             USER FULLWORD INITIALIZED TO 0

UXITRCDE DS    0F            RETURN CODE RETURNED BY USER

         DS    XL3           UNUSED

UXITRC   DS    X

UXITRC00 EQU   X'00'              NORMAL RETURN CODE - NO ERRORS

UXITRC01 EQU   X'01'              INFORMATION MESSAGE

UXITRC04 EQU   X'04'              WARNING MESSAGE

UXITRC08 EQU   X'08'              ERROR MESSAGE

UXITMID  DS    CL8           USER MESSAGE ID RETURNED BY USER

UXITMTXT DS    CL80          USER MESSAGE TEXT RETURNED BY USER

UXITCBLN EQU   *-UXITCB      USER EXIT CONTROL BLOCK LENGTH

*

********************************************************************

*        USER EXIT SIGNON ELEMENT BLOCK                            *

********************************************************************

UXITSEB  DSECT

UXITIDLN DS    X             LENGTH OF USERID FOR #WTL'S

UXITUSER DS    CL32          USER ID

         DS    0A            ROUND UP TO FULLWORD

UXITSNLN EQU   *-UXITSEB     LENGTH OF SIGNON ELEMENT

*

********************************************************************

*        USER EXIT SIGNON BLOCK                                    *

********************************************************************
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UXITSB   DSECT

UXITTYPE DS    CL16          VERB

UXITDICT DS    CL8           DICTIONARY NAME

UXITNODE DS    CL8           NODE NAME

UXITIUSR DS    CL32          USER ID

UXITIPSW DS    CL8           USER'S PASSWORD

UXITFLG0 DS    CL1           ENVIRONMENT FLAG

UXIT0DOS EQU   X'80'           COMPILER RUNNING UNDER z/VSE

UXIT0MEN EQU   X'40'           RUNNING UNDER 'MENU' MODE

UXITFLG1 DS    CL1           ENVIRONMENT FLAG

UXIT1LCL EQU   X'80'           RUNNING IN INTERNAL SUBROUTINE MODE

UXIT1DC  EQU   X'40'           COMPILER RUNNING UNDER DC

         DS    CL2           RESERVED FOR FUTURE FLAGS

         DS    CL20          RESERVED

UXITDMLM DS    H             DDLDML USAGE MODE

*                                36=UPDATE

*                                37=PROTECTED UPDATE

*                                38=RETRIEVAL

UXITLODM DS    H             DDLDCLOD USAGE MODE

UXITMSGM DS    H             DDLDCMSG USAGE MODE

         DS    CL10          RESERVED

UXITSLEN EQU   *-UXITSB      LENGTH OF USER EXIT SIGNON BLOCK

*

********************************************************************
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*        USER EXIT ENTITY CONTROL BLOCK                            *

********************************************************************

UXITECB  DSECT

UXITEVRB DS    CL16          VERB

UXITENTY DS    CL32          ENTITY-TYPE

UXITENME DS    CL40          ENTITY NAME

UXITEVER DS    H             VERSION

UXITEADQ DS    CL64          ADDITIONAL QUALIFIER

UXITPREP DS    CL32          PREPARED BY USER NAME

UXITREV  DS    CL32          REVISED BY USER NAME

UXITELEN EQU   *-UXITECB     LENGTH OF USER EXIT ENTITY CONTROL BLK

*

********************************************************************

*        END OF EXIT                                               *

********************************************************************

         END

Quick Reference Information
This section contains quick reference information which can be useful when performing administration tasks in the
database. 

Edit Command Command Format
COPY Copy a single line: %C

Copy this line and the next n-1 lines: %Cn
Copy a block of lines: %CB (on the first line of the block) %CE (on
the last line of the block)
You follow a COPY command with an AFTER or BEFORE
command.

DELETE Delete a single line: %D
Delete this line and the next n-1 lines: %Dn
Delete a block of lines: %DB (on the first line of the block) %DE
(on the last line of the block)

 928



 Administrating

MOVE Move a single line: %M
Move this line and the next n-1 lines: %Mn
Move a block of lines: %MB (on the first line of the block) %ME
(on the last line of the block)
You follow a MOVE command with an AFTER or BEFORE
command.

REPEAT Repeat a single line: %R
Repeat this line and the next n-1 lines: %Rn
Repeat a block of lines: %RB (on the first line of the block) %RE
(on the last line of the block)

AFTER Place a COPY or MOVE block after the line on which this
command is placed: %A

BEFORE Place a COPY or MOVE block before the line on which this
command is placed: %B

TOP Reposition the work file so that the line on which the command
appears becomes the top line on the screen: %T

For more information, see the following topics:

 

Ready Mode Compatibility
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Lock Resource ID Format
Contents

Resource Type Bytes 1-4 Bytes 5-8
Dbkey X'nnnn00xx Dbkey
Page X'nnnn10xx' Page number
Space on a page X'nnnn20xx' Page number
Area X'nnnn80xx Area low page number
Area (transient retrieval) X'nnnnC0xx' Area low page number

Runtime Error-Status Codes

Major DB Status Codes

Major Code Database Function
00 Any DML statement
01 FINISH
02 ERASE
03 FIND/OBTAIN
05 GET
06 KEEP
07 CONNECT
08 MODIFY
09 READY
11 DISCONNECT
12 STORE
14 BIND
15 ACCEPT
16 IF
17 RETURN
18 COMMIT
19 ROLLBACK
20 LRF requests

Minor DB Status Codes

Minor Code Database Function Status
00 Combined with a major code of 00, this code indicates successful

completion of the DML operation. Combined with a nonzero
major code, this code indicates that the DML operation was not
completed successfully due to central version causes, such as
time-outs and program checks.
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01 An area has not been readied. When this code is combined with
a major code of 16, an IF operation has resulted in a valid false
condition.

02 Either the db-key used with a FIND/OBTAIN DB-KEY statement
or the direct db-key suggested for a STORE is not within the page
range for the specified record name.

03 Invalid currency for the named record, set, or area. This can
only occur when a run unit is sharing a transaction with other
database sessions. The 03 minor status is returned if the run
unit tries to retrieve or update a record using a currency that has
been invalidated because of changes made by another database
session that is sharing the same transaction.

04 The occurrence count of a variably occurring element has been
specified as either less than zero or greater than the maximum
number of occurrences defined in the control element.

05 The specified DML function would have violated a duplicates-not-
allowed option for a CALC, sorted, or index set.

06 No currency has been established for the named record, set, or
area.

07 The end of a set, area, or index has been reached or the set is
empty.

08 The specified record, set, procedure, or LR verb is not in the
subschema or the specified record is not a member of the set.

09 The area has been readied with an incorrect usage mode.
10 An existing access restriction or subschema usage prohibits

execution of the specified DML function. For LRF users, the
subschema in use allows access to database records only.
Combined with a major code of 00, this code means the program
has attempted to access a database record, but the subschema in
use allows access to logical records only.

11 The record cannot be stored in the specified area due to
insufficient space.

12 There is no db-key for the record to be stored. This is a system
internal error and should be reported.

13 A current record of run unit either has not been established or has
been nullified by a previous ERASE statement.

14 The CONNECT statement cannot be executed because the
requested record has been defined as a mandatory automatic
member of the set.

15 The DISCONNECT statement cannot be executed because the
requested record has been defined as a mandatory member of the
set.

16 The record cannot be connected to a set of which it is already a
member.

17 The transaction manager encountered an error.
18 The record has not been bound.
19 The run unit's transaction was forced to back out.
20 The current record is not the same type as the specified record

name.

 931



 Administrating

21 Not all areas being used have been readied in the correct usage
mode.

22 The record name specified is not currently a member of the set
name specified.

23 The area name specified is either not in the subschema or not an
extent area; or the record name specified has not been defined
within the area name specified.

25 No currency has been established for the named set.
26 No duplicates exist for the named record or the record

occurrences cannot be found.
28 The run unit has attempted to ready an area that has been readied

previously.
29 The run unit has attempted to place a lock on a record that is

locked already by another run unit. A deadlock results. Unless the
run unit issued either a FIND/OBTAIN KEEP EXCLUSIVE or a
KEEP EXCLUSIVE, the run unit is aborted.

30 An attempt has been made to erase the owner record of a
nonempty set.

31 The retrieval statement format conflicts with the record's location
mode.

32 An attempt to retrieve a CALC/DUPLICATE record was
unsuccessful; the value of the CALC field in variable storage is
not equal to the value of the CALC control element in the current
record of run unit.

33 At least one set in which the record participates has not been
included in the subschema.

40 The WHERE clause in an OBTAIN NEXT logical-record request
is inconsistent with a previous OBTAIN FIRST or OBTAIN NEXT
command for the same record. Previously specified criteria, such
as reference to a key field, have been changed. A path status of
LR-ERROR is returned to the LRC block.

41 The subschema contains no path that matches the WHERE
clause in a logical-record request. A path status of LR-ERROR is
returned to the LRC block.

42 An ON clause included in the path by the DBA specified return
of the LR-ERROR path status to the LRC block; an error has
occurred while processing the LRF request.

43 A program check has been recognized during evaluation of
a WHERE clause; the program check indicates that either a
WHERE clause has specified comparison of a packed decimal
field to an unpacked nonnumeric data field, or data in variable
storage or a database record does not conform to its description.
A path status of LR-ERROR is returned to the LRC block unless
the DBA has included an ON clause to override this action in the
path.

44 The WHERE clause in a logical-record request does not supply a
key element (sort key, CALC key, or db-key) expected by the path.
A path status of LR-ERROR is returned to the LRC block.
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45 During evaluation of a WHERE clause, a program check has been
recognized because a subscript value is neither greater than 0 nor
less than its maximum allowed value plus 1. A path status of LR-
ERROR is returned to the LRC block unless the DBA has included
an ON clause to override this action in the path.

46 A program check has revealed an arithmetic exception (for
example: overflow, underflow, significance, divide) during
evaluation of a WHERE clause. A path status of LR-ERROR is
returned to the LRC block unless the DBA has included an ON
clause to override this action in the path.

53 The subschema definition of an indexed set does not match the
indexed set's physical structure in the database.

54 Either the prefix length of an SR51 record is less than zero or the
data length is less than or equal to zero.

55 An invalid length has been defined for a variable-length record.
56 An insufficient amount of memory to accommodate the CA IDMS

compression/decompression routines is available.
57 A retrieval-only run unit has detected an inconsistency in an index

that should cause an 1143 abend, but optional APAR bit 216 has
been turned on.

58 An attempt was made to rollback updates in a local mode
program. Updates made to an area during a local mode program's
execution cannot be automatically rolled out. The area must be
manually recovered.

60 A record occurrence type is inconsistent with the set named in the
ERROR-SET field in the IDMS communications block. This code
usually indicates a broken chain.

61 No record can be found for an internal db-key. This code usually
indicates a broken chain.

62 A system-generated db-key points to a record occurrence, but no
record with that db-key can be found. This code usually indicates
a broken chain.

63 The DBMS cannot interpret the DML function to be performed.
When combined with a major code of 00, this code means invalid
function parameters have been passed on the call to the DBMS.
For LRF users, a WHERE clause includes a keyword that is longer
than the 32 characters allowed.

64 The record cannot be found; the CALC control element has not
been defined properly in the subschema.

65 The database page read was not the page requested.
66 The area specified is not available in the requested usage mode.
67 The subschema invoked does not match the subschema object

tables.
68 The CICS interface was not started.
69 A BIND RUN-UNIT may not have been issued; the CV may be

inactive or not accepting new run units; or the connection with the
CV may have been broken due to time out or other factors. When
combined with a major code of 00, this code means the program
has been disconnected from the DBMS.

70 The database will not ready properly; a JCL error is the probable
cause.
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71 The page range or page group for the area being readied or the
page requested cannot be found in the DMCL.

72 There is insufficient memory to dynamically load a subschema or
database procedure.

73 A central version run unit will exceed the MAXERUS value
specified at system generation.

74 The dynamic load of a module has failed. If operating under the
central version, a subschema or database procedure module
either was not found in the data dictionary or the load (core image)
library or, if loaded, will exceed the number of subschema and
database procedures provided for at system generation.

75 A read error has occurred.
76 A write error has occurred.
77 The run unit has not been bound or has been bound twice. When

combined with a major code of 00, this code means either the
program is no longer signed on to the subschema or the variable
subschema tables have been overwritten.

78 An area wait deadlock has occurred.
79 The run unit has requested more db-key locks than are available

to the system.
80 The target node is either not active or has been disabled.
81 The converted subschema requires specified database name to

be in the DBNAME table.
82 The subschema must be named in the DBNAME table.
83 An error has occurred in accessing native VSAM data sets.
87 The owner and member records for a set to be updated are not in

the same page group or do not have the same db-key radix.
88 No foreign key index found. This code set internally for an

UPDATE or DELETE issued for a table related to another table as
owner of an unlinked constraint and no foreign key index exists.

89 The SQL ROW LIMIT has been reached for the SQL statement.
91 The subschema requires a DBNAME to do the bind run unit.
92 No subschema areas map to DMCL.
93 A subschema area symbolic was not found in DMCL.
94 The specified dbname is neither a dbname defined in the

DBNAME table, nor a SEGMENT defined in the DMCL.
95 The specified subschema failed DBTABLE mapping using the

specified dbname.

NOTE
For a complete description of DB runtime status codes, see "CA IDMS Status Codes" in the Messages section.

Major DC Status Codes

Major Code Function
00 Any DML statement
30 TRANSFER CONTROL
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31 WAIT/POST
32 GET STORAGE/FREE STORAGE
33 SET ABEND EXIT/ABEND CODE
34 LOAD/DELETE TABLE
35 GET TIME/SET TIMER
36 WRITE LOG
37 ATTACH/CHANGE PRIORITY
38 BIND/ACCEPT/END TRANSACTION STATISTICS
39 ENQUEUE/DEQUEUE
40 SNAP
43 PUT/GET/DELETE SCRATCH
44 PUT/GET/DELETE QUEUE
45 BASIC MODE TERMINAL MANAGEMENT
46 MAPPING MODE TERMINAL MANAGEMENT
47 LINE MODE TERMINAL MANAGEMENT
48 ACCEPT/WRITE PRINTER
49 SEND MESSAGE
50 COMMIT TASK/ROLLBACK TASK/FINISH TASK/WRITE

JOURNAL
51 KEEP LONGTERM
58 SVC SEND/RECEIVE

Minor DC Status Codes
Contents

Minor Code Function Status
00 Combined with a major code of 00, this code indicates either

successful completion of the DML function or that all tested
resources have been enqueued.

01 The requested operation cannot be performed immediately;
waiting will cause a deadlock.

02 Either there is insufficient storage in the storage pool or the
storage required for control blocks is unavailable.

03 The scratch area ID cannot be found.
04 Either the queue ID (header) cannot be found or a paging session

was in progress when a second STARTPAGE command was
received (that is, an implied ENDPAGE was processed before this
STARTPAGE was executed successfully).

05 The specified scratch record ID or queue record cannot be found.
06 No resource control element (RCE) exists for the queue record;

currency has not been established.
07 Either an I/O error has occurred or the queue upper limit has been

reached.
08 The requested resource is not available.
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09 The requested resource is available.
10 New storage has been assigned.
11 A maximum task condition exists.
12 The named task code is invalid.
13 The named resource cannot be found.
14 The requested module is defined as nonconcurrent and is

currently in use.
15 The named module has been overlaid and cannot be reloaded

immediately.
16 The specified interval control element (ICE) address cannot be

found.
17 The record has been replaced.
18 No printer terminals have been defined for the current DC system.
19 The return area is too small; data has been truncated.
20 An I/O, program-not-found, or potential-deadlock status condition

exists.
21 The message destination is undefined, the long term ID cannot

be found, or a KEEP LONGTERM request was issued by a
nonterminal task.

22 A record already exists for the scratch area specified.
23 No storage or resource control element (RCE) could be allocated

for the reply area.
24 The maximum number of outstanding replies has been exceeded.
25 An attention interrupt has been received.
26 There is a logical error in the output data stream.
27 A permanent I/O error has occurred.
28 The terminal dial-up line is disconnected.
29 An invalid parameter has been passed in the list set up by the

DML processor.
30 The named function has not yet been implemented.
31 An invalid parameter has been passed; the TRB, LRB, or MRB

contains an invalid field; or the request is invalid because of a
possible logic error in the application program. In a DC-BATCH
environment, a possible cause is that the record length specified
by the command exceeds the maximum length based on the
packet size.

32 The derived length of the specified variable storage is negative or
zero.

33 Either the named table or the named map cannot be found in the
data dictionary load area.

34 The named variable-storage area must be an 01-level entry in the
LINKAGE SECTION.

35 A GET STORAGE request is invalid because the LINKAGE
SECTION variable has already been allocated.

36 The program either was not defined during system generation or is
marked out-of-service.
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37 A GET STORAGE operand is invalid because the specified
variable storage area is in the WORKING-STORAGE SECTION
instead of the LINKAGE SECTION.

38 Either no GET STORAGE operand was specified or the specified
LINKAGE SECTION variable has not been allocated.

39 The terminal device being used is out of service.
40 NOIO has been specified but the datastream cannot be found.
41 An IF operation resulted in a valid true condition.
42 The named map does not support the terminal device in use.
43 A line I/O session has been cancelled by the terminal operator.
44 The referenced field does not participate in the specified map; a

possible cause is an invalid subscript.
45 An invalid terminal type is associated with the issuing task.
46 A terminal I/O error has occurred.
47 The named area has not been readied.
48 The run unit has not been bound.
49 NOWAIT has been specified but WAIT is required.
50 Statistics are not being kept.
51 A lock manager error occurred during the processing of a KEEP

LONGTERM request
52 The specified table is missing or invalid.
53 An error occurred from a user-written edit routine.
54 Either there is invalid internal data or a data conversion error has

occurred.
55 The user-written edit routine cannot be found.
56 No DFLDS have been defined for the map.
57 The ID cannot be found, is not a long-term permanent ID, or is

being used by another run unit.
58 Either the LRID cannot be found, the maximum number of

concurrent task threads was exceeded, or an attempt was made
to rollback database changes in local mode.

59 An error occurred in transferring the KEEP LONGTERM request to
IDMSKEEP

60 The requested KEEP LONGTERM lock id was already in use with
a different page group

63 Invalid function parameters have been passed on the call to the
DBMS.

64 No detail exists currently for update; no action has been taken.
Alternatively, the requested node for a header or detail is either
not present or not updated.

68 There are no more updated details to MAP IN or the amount of
storage defined for pageable maps at sysgen is insufficient. In
the latter case, subsequent MAP OUT DETAIL statements are
ignored.
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72 No detail occurrence, footer, or header fields exist to be mapped
out by a MAP OUT RESUME command, or the scratch record that
contains the requested detail could not be accessed. The latter
case is a mapping internal error and should be reported.

76 The first screen page has been transmitted to the terminal.
77 Either the program is no longer signed on to the subschema or the

variable subschema tables have been overwritten.
80 The target node is either not active or has been disabled.
97 An error was encountered processing a syncpoint request; check

the log for details.
98 An unsupported COBOL compiler option (for example, DEBUG)

has been specified for an online program or a program running
in a batch region has issued a DML verb that is only valid when
running online under CA IDMS/DC/UCF.

99 An unexpected internal return code has been received; the
terminal device is out of service.

NOTE
For a complete description of DC runtime status codes, see "CA IDMS Status Codes" in the Messages section.

ERROR-STATUS Condition Names

Code Condition name Explanation
0000 DB-STATUS-OK No error
0307 DB-END-OF-SET End of set, area, or SPF index
0326 DB-REC-NOT-FOUND No record found
0001 to
9999

ANY-ERROR-STATUS Any nonzero status

0000 to
9999

ANY-STATUS Any status

3101 3201
3401 3901

DC-DEADLOCK Waiting will cause a deadlock

3202 3402 DC-NO-STORAGE Insufficient space available
4303 DC-AREA-ID-UNK ID cannot be found
4404 DC-QUEUE-ID-UNK Queue header cannot be found
4305 4405 DC-REC-NOT-FOUND Record cannot be found
3908 DC-RESOURCE-NOT-AVAIL Resource not available
3909 DC-RESOURCE-AVAIL Resource is available
3210 DC-NEW-STORAGE New space allocated
3711 DC-MAX-TASKS Maximum attached tasks
4317 DC-REC-REPLACED Record has been replaced
4319 4419
4519 4719

DC-TRUNCATED-DATA Return area too small; data has been
truncated

4525 4625 DC-ATTN-INT Attention interrupt received
4743 DC-OPER-CANCEL Session cancelled
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Administrating CA IDMS MQ Adapter
CA IDMS supports MQ (message queue) by providing the CA IDMS MQ Adapter (MQ Adapter). The MQ Adapter enables
CA IDMS online applications to exchange messages with other applications that use IBM MQ. IDMS online applications
connect to a local IBM MQ queue manager to allow applications access to the managed queues. The applications can
send and receive messages and obtain queue manager information. IBM MQ is supported in CA IDMS systems running in
the z/OS environment.

NOTE
The documentation for the MQ Adapter includes supplemental information about IBM MQ that is required for
IDMS MQ use only. See the IBM MQ documentation for specific information about IBM MQ. All instances of the
MQ Adapter that are referenced in this documentation refer to the MQ Adapter that is provided by CA IDMS
only.

The following topics provide information for administrators to configure, manage, secure, and analyze the MQ
environment using the MQ Adapter:

• MQ Adapter Getting Started 
• Add Support for MQ Adapter Trigger Monitor 
• Manage MQ Adapter Status at Runtime 
• Manage MQ Trigger Monitor at Runtime 
• Secure MQ at the Command Level 
• Analyze MQ Adapter Statistics at Runtime 
• Optional Steps 

Configure the MQ Adapter
This article describes how to configure the MQ Adapter for CA IDMS to allow user-written programs to exchange
messages with other applications using IBM MQ queue managers.

  

Prerequisites

Ensure that the following requirements are met:

• IBM MQ version 8.0 or later is installed
• Review IBM MQ configuration requirements and prerequisites

Generate MQ Adapter Support with SYSGEN

To configure the MQ Adapter, perform the following tasks:

• Define the MQ entity in SYSGEN.
– Ensure that the STATUS clause must be defined as ENABLED to turn on MQ support in CA IDMS.
– Specify the queue manager name that the DC system connects to.

For more information about SYSGEN statements, see MQ Statement -- Defines MQ Runtime Environment.

Specify the Number of Utility Subtasks 
IDMS MQ support requires the use of utility subtasks. One utility subtask is reserved for each concurrent MQ session.
When all utility subtasks have been reserved, no new MQ session can start and MQ functions which try to start a new
session will fail. Utility subtasks are automatically created at startup when an MQ statement is defined in SYSGEN. By
default, the number of utility subtasks that are created is equal to the number of CPUs defined to the system minus one.
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To override the default number, use the SUBTASKS or SUBT parameter in the PARM parameter of the EXEC statement
for the startup JCL. The value that is specified must be from 2 through 99. If multitasking is also enabled, SUBT specifies
the number of utility subtasks available for all DC/UCF work, not just MQ. 

See the following example of the SUBTASKS parameter in use. 

Example of SUBTASKS PARM Syntax 

The following PARM specification specifies that two utility subtasks should be started in a uni-tasking system.
//STARTUP  EXEC PGM=dcucfsys,PARM='MT=N,SUBTASKS=3'

For more information about the PARM parameter, see Specifying Runtime Options.

Enough utility subtasks should be defined at system startup to meet a normal MQ workload. More subtasks may need to
be defined to handle spikes in the workload.

To identify utility subtask usage, the threshold, High-Water-Mark (HWM), and times exceeded values in the MQ statistics
displays should be referenced. If the HWM value reaches the threshold or times exceeded is greater than zero, then an
increase to the number of subtasks should be considered. For more information on MQ Statistics, see Analyzing MQ
Adapter Statistics at Runtime.

MQ Trigger Monitor tasks should also be considered. The trigger monitor listener reserves a subtask while it is active.

Add Support for MQ Trigger Monitor
IDMS MQ supports trigger monitoring to start application tasks automatically when messages arrive in the application
queue. The MQ Trigger Monitor provides a polling option for CA IDMS to connect automatically to the queue manager
when the queue manager comes online. CA IDMS supports multiple trigger monitors, each monitoring one initiation
queue. 

The MQ Trigger Monitor performs the following events for each trigger monitor instance:

• The associated initiation queue that is defined for the trigger monitor is opened.
• The initiation queue is monitored for a trigger message. (A trigger message is put on an initiation queue if a trigger

event has occurred)
• Based on the contents of the trigger message, starts a DC task to process the application queue.

The task that is started is defined in the APPLICID parameter of the IBM MQ process definition.
• Passed to the task is the address of the MQTM structure which describes the trigger message data after a trigger

event occurs. See IBM MQ MQI application reference for language-specific MQTM declarations. 

This article contains the following information:

Generate MQ Trigger Monitor Support with SYSGEN

The MQ Trigger Monitor is provided by the MQ line driver. The IDMS parameters that control the trigger monitor are
defined using the following SYSGEN statements:

SYSGEN STATEMENT DESCRIPTION
MQ LINE Defines the MQ LINE which supports the MQ Trigger Monitor. The

LINE defines the polling Interval which determines the number of
seconds to wait before trying to reconnect to the initiation queue
for each MQTRIGGR PTE if there is a failure.
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MQ Trigger Monitor PTERM Defines the initiation queue from which the trigger message is
retrieved. The PTERM definition TYPE MQTRIGGR specifies the
IBM MQ defined initiation queue that is accessed by the trigger
monitor. Each trigger monitor PTERM uses a utility subtask.
Depending on how many active units of work are expected to
run simultaneously, the number of subtasks may need to be
increased.

BULK PTERM/LTERM pairs Defines each pair that is assigned to the user-defined task that
gets started when a trigger message is retrieved and a task has
been specified.

To enable the MQ Trigger Monitor feature in the DC/UCF system, perform the following tasks:

• Define an MQ type LINE. 
• Define a PTERM/LTERM pair for each trigger monitor instance.

– PTERM type is MQTRIGGR.
• Define several BULK PTERM/LTERM pairs.

You determine the number of BULK PTERM/LTERM pairs by defining as many BULK PTERM/LTERM pairs as the
expected maximum number of concurrent tasks automatically started by the trigger monitor. The system generation
syntax permits you to define one pair, and the REPEAT clause of the PTERM statement can be used to facilitate the
definition of multiple PTERMs and LTERMs.

• Define polling for online queue manager.
Specify the Polling Interval option on the MQ LINE statement in SYSGEN. In the definition for an MQ LINE, specify
POLLING INTERVAL IS n where N is the number of seconds to wait in between polling. If 0, then polling is disabled.
The default is 0, no polling.

For more information, see Using System Generation.

For more information about system generation MQ types, see SYSGEN MQ Type.

Define IBM MQ Queues and Processes for MQ Trigger Monitor to Use

MQ trigger queues and processes must be defined to use the MQ Trigger Monitor. Parameters that are defined in these
queues and processes are also defined in the IDMS MQ environment using SYSGEN.

FROM IBM MQ DEFINITION IBM MQ PARAMETER DESCRIPTION EXAMPLE
Define a process APPLICID DC task that is defined for IDMS

MQ application program that the
MQ Trigger Monitor starts.

APPLICID ('FINAN')

Define a queue
('CAMQTS.SID.TRIGG01')

INITQ Name of the local MQ initiation
queue where the queue
manager puts the trigger
messages and where the MQ
Trigger Monitor is retrieving
them. The name of this queue
must match the name of the
initiation queue that is defined in
the MQ Trigger Monitor PTERM.

INITQ
('SYSTEM.DEFAULT.INITIATION.QUEUE')

See the IBM MQ documentation for more information about IBM MQ triggering.  

The queue and process parameters that are included in the trigger message are passed to the IDMS MQ application but
the parameters are not required to be added to the IDMS CV. For more information, see the following Trigger Message
Data Passed to DC Application upon Invocation section.
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Example of the Relationship Between IBM MQ and IDMS Definitions

The following information represents the PROCESS in the QLOCAL definition to show the relationship between QLOCAL
and PROCESS.

For more information about triggering requirements, see the IBM Knowledge Center, prerequisites for triggering topic.

1. Create a local queue to be triggered and associate the initiation queue, for example:

DEFINE QLOCAL ('CAMQTS.SID.TRIGG01') + 

DESCR ('initiation queue description') + 

INITQ ('initiation.queue') + 

PROCESS ('process.name')

2.  Specify the INITQ (initiation queue) in the trigger attributes of the QLOCAL that is set up for triggering. 

* Trigger attributes
TRIGGER +
TRIGTYPE( FIRST ) +
TRIGMPRI( 0 ) +
TRIGDPTH( 1 ) +
TRIGDATA( ' ' ) +
PROCESS( 'CAMQTS.HB.TRIGG01.PROCESS' ) +
INITQ( 'SYSTEM.DEFAULT.INITIATION.QUEUE' )

      

The initiation queue is also defined in the MQ PTERM statement in the following example:

ADD PTERM MQPTERM1
      ENABLED
      IN LINE MQ1
      MAXIMUM ERRORS IS 3
      PRINTER CLASS IS 1
      READBUFFER
      TYPE IS MQTRIGGR
      INITIATION QUEUE IS 'SYSTEM.DEFAULT.INITIATION.QUEUE

3. Create an IBM process definition object with information defining the DC task to be initiated and the data to be passed
to application or task (optional). For example, trigger the task called FINAN.

DEFINE PROCESS (process.name) + 
DESCR ('process description') + 
APPLTYPE ('65536') + 
APPLICID ('FINAN') + 
USERDATA ('Finance data')
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The following example displays the DC task statement added for FINAN. See Example TASK Statement for more
information about adding a task:

ADD TASK FINAN
      ENABLED
      EXTERNAL
      EXTERNAL WAIT IS SYSTEM

When a trigger message is placed on the initiation queue by the queue manager, the trigger message contains
information from the process definition. For example, 'finance data' is passed in the trigger message USERDATA field.
See the corresponding IBM MQ documentation for a layout of the MQTM structure.

Trigger Message Data Passed to DC Application upon Invocation

When a DC task is invoked by MQ Trigger Monitor, the MQTM structure is made available to the program associated
with the task. The MQTM structure describes the data in the trigger message and can be used by the program. The
fields of the MQTM structure are derived from the IBM MQ queue and process definitions. For example, ENVDATA and
USERDATA are defined in the IBM MQ process definition. TRIGGERDATA is defined in the application queue definition.

For more information, see the corresponding IBM MQ documentation.

Example of an Application Accessing a Passed Trigger Message

The application in this example uses the LINKAGE SECTION to accept the MQTM data fields into the program. The
application program gains access to the Linkage section with the PROCEDURE DIVISION USING MQM-TRIGGER-
MESSAGE.statement. When the application program gains access, any of the fields in CMQTML such as MQTM-QNAME
or MQTM-USERDATA can be used in the program.

For a full source listing of the example, see the IDMSMQCB member in the CAGJSAMP library.

LINKAGE SECTION.
  
         *    This IBM copybook contains the MQTM structure that is passed
         *    to the application program via linkage from the IDMS MQ
         *    Trigger Monitor.  It is optional to use the MQTM structure.
          01  MQM-TRIGGER-MESSAGE.
              COPY CMQTML.
  
         *****************************************************************
         *
         *  PROCEDURE DIVISION
         *
         *****************************************************************
         *    Procedure Division using MQTM structure
          PROCEDURE DIVISION USING MQM-TRIGGER-MESSAGE.
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Manage MQ Adapter Status at Runtime
This article describes how to manage the status of the MQ Adapter at runtime:

  

Enable, Disable, and Quiesce  

Use the following DCMT commands to enable, disable, quiesce the status of the MQ Adapter:

 COMMAND  DESCRIPTION  EXAMPLE 

DCMT DISPLAY MQ Displays the queue manager name and the
status of the IDMS MQ connection (enabled
and disabled).
Displays the current values and the values
set in SYSGEN.

DCMT DISPLAY MQ

DCMT V MQ ENABLED Enables the IDMS MQ connection. DCMT V MQ ENABLED
DCMT V MQ DISABLED Disable the IDMS MQ connection.

Use DCMT V MQ DISABLED to allow
active program sessions to complete on
their own. When the last session ends,
the MQ connection becomes disabled.
Enables you to force the DMS MQ
connection to disable when there are active
sessions.
If you cannot wait for program sessions to
end, use the FORCE option by reissuing
the command as DCMT V MQ DISABLED
FORCE. Active sessions are taken away
from their owning tasks, open objects are
closed, and uncommitted work is backed
out. An active task discovers its session
has been taken when it issues an MQ call.
The call fails with a reason code indicating
that the connection was broken.
DCMT V MQ DISABLED without the
FORCE option defaults to QUIESCE.
Use DCMT V MQ DISABLE QUEISCE
to Prevents the execution of any new
MQCONN and MQOPEN requests, but
allow executing applications with existing
MQ sessions to finish processing. QUIesce
is the default option for a DCMT VARY
MQ DISABLED command.  MQ support
will be disabled when all MQ sessions
have terminated. Tasks waiting for a
message will receive an error code,
when MQGET was issued with the
MQGMO_FAIL_IF_QUIESCING option.

DCMT V MQ DISABLED
DCMT V MQ DISABLED FORCE

DCMT V MQ DISABLED QUIESCE
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Modify IBM MQ Queue Manager 

Use the following DCMT command to change the queue manager that is connected to by the CV system:

 COMMAND  DESCRIPTION  EXAMPLE 

DCMT VARY MQ Enables you to change the name of the
queue manager.

DCMT VARY MQ QUEUE MANAGER<MQ
queue manager name> 

Manage MQ Trigger Monitor at Runtime
This article describes how to manage the MQ Trigger Monitor at runtime:

  

Start and Restart MQ Trigger Monitor

The trigger monitor instance that serves the defined initiation queue is started automatically when the CV is started.
If the connection of the instance to the initiation queue is broken, the instance will continuously attempt to reconnect
after waiting the amount of time that is specified by the polling interval. If the instance is stopped manually, or polling is
disabled, the instance must be restarted manually.

Use the following DCMT commands to stop and restart all or one IDMS MQ trigger monitor defined to a CV:

COMMAND DESCRIPTION EXAMPLE 
DCMT VARY
LINE

Enables you to disable all active trigger
monitors or enable all inactive trigger
monitors defined to a CV.

DCMT VARY LINE <MQ LINE name> ON
DCMT VARY LINE <MQ LINE name> OFF

DCMT VARY PTERM Enables you to disable or enable a
particular trigger monitor (defined as an
MQTRIGGR PTERM type).

DCMT VARY PTERM <MQ PTERM name>
OFFLINE
 DCMT VARY PTERM <MQ PTERM
name> ONLINE

Display and Modify MQ Trigger Monitor Definitions

Use the following DCMT commands to display and modify the definitions that are used to define the MQ Trigger Monitor:

COMMAND  DESCRIPTION  EXAMPLE  
DCMT DISPLAY
LINE

Enables you to display information that is
associated with the line that is defined for
IDMS MQ.

DCMT DISPLAY LINE <MQ LINE name>

DCMT DISPLAY
LTERM

Displays information for a logical terminal
that is defined for IDMS MQ.

DCMT DISPLAY LTERM <MQ
LTERM name>

DCMT DISPLAY
PTERM 

Enables you to display the MQTRIGGER
PTERMs.

DCMT DISPLAY PTERM <MQ
PTERM name>

DCMT VARY
LINE

Enables you to change the line attributes
defined for MQ.

DCMT VARY LINE <MQ LINE name> ON

DCMT VARY
LTERM

Enables you to change logical terminal
attributes defined for MQ.

DCMT VARY LTERM <MQ
LTERM name> OFFLINE

DCMT VARY PTERM Enables you to manage the MQTRIGGR
PTERMs.

DCMT VARY PTERM <MQ PTERM name>
OFFLINE
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Modify the IBM MQ Initiation Queue 

Use the following DCMT commands to change the initiation queue that is used by an MQ Trigger Monitor instance:

 COMMAND   DESCRIPTION   EXAMPLE  
DCMT VARY PTERM Enables you to manage the MQ initiation

queue dynamically. 
 Note: The PTERM must be varied
OFFLINE to vary the initiation queue.

DCMT VARY PTERM <MQ PTERM name>
INITIATION QUEUE <MQ INITIATION
QUEUE name>

Secure MQ at the Command Level
The DCMT commands for MQ and existing DCMT commands can be secured at the command level. For new and existing
DCMT command codes used in conjunction with the #CTABGEN macro, see  #CTABGEN.

Analyze MQ Adapter Statistics at Runtime
The MQ Adapter has monitoring facilities at both the system-wide level and by queue. These statistics may be used to
evaluate the usage of utility subtasks and the number of IDMS MQI calls and the number of calls that are made to IBM
MQ.

Use the output of the following DCMT commands to monitor MQ Adapter activity at runtime:

COMMAND DESCRIPTION EXAMPLE
DCMT DISPLAY
STATSTICS SYSTEM

Displays existing system statistics and the
following IDMS MQ statistics:
• Number of calls to MQI
• Number of calls to IBM MQ
• Number of MQOPENs commands

issued
• Number of MQCLOSEs commands

issued
• Number of MQPUTs commands issued
• Number of MQGETs commands issued
• Subtask statistics
• High-water mark for concurrent subtask

use
• Number of utility subtasks available
• Number of times a subtask is

unavailable
Note: The INTERVAL and ROLL
functionality is not supported for CA IDMS
MQ statistics.

DCMT DISPLAY STATSTICS SYSTEM

DCMT D STAT MQ Displays the IDMS MQ statistics only (see
the DCMT DISPLAY STATISTICS SYStem
command for MQ statistics list).

DCMT D STAT MQ
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DCMT D STAT MQ QUEUES Displays IDMS MQ statistics and the queue
statistics for each IDMS MQ queue that has
been accessed in the CV:
• Number of MQOPENs commands that

are issued for a queue
• Number of MQCLOSEs commands that

are issued for a queue
• Number of MQPUTs commands that are

issued for a queue
• Number of MQGETs commands that are

issued for a queue

DCMT D STAT MQ QUEUES

DCMT D STAT
MQ QUEUE <queuename>

Displays IDMS MQ queue statistics for
the named queue only (see the DCMT
DISPLAU STAT MQ QUEUES command
for queue statistics list),

DCMT D STAT MQ QUEUE<IBM MQ
queue-name>

NOTE

DCMT DISPLAY STATISTICS Command

Optional Steps
The following optional steps enable programs to dynamically call the stub.

Link the MQ Stub with RHDCD1MQ

The MQ stub may be linked with RHDCD1MQ.  If you use this option, place RHDCD1MQ in a library that is concatenated
ahead of CAGJLOAD. RHDCD1MQ in CAGJSAMP is a sample JCL for linking the MQ stub with RHDCD1MQ. The
following example shows what you need to code in SYSIN to link the MQ stub with RHDCD1MQ:  

ORDER RHDCD1MQ, CSQBSTUB  INCLUDE CAGJLOAD (RHDCD1MQ)  INCLUDE SCSQLOAD (CSQBSTUB)  ENTRY D1MQEP1
  SETOPT PARM(REUS (SERIAL))  NAME RHDCD1MQ (R)

 

Note: Linking CSQBSTUB with RHDCD1MQ is required when the IDMSMQI stub is dynamically loaded and linked with the standard
CSQB alias names

Enable Programs to Dynamically Call the IDMS MQ Stub

As an option, CA IDMS programs can dynamically invoke MQ functions. We recommend that you use the call interface,
or use MQ built-in functions interface for ADS dialogs. The dynamic interface is less efficient and swaps in and out of
zIIP mode. When the dynamic interface is required, perform this set up by relinking the IDMS MQ stub with aliases and
defining aliases as DC programs.

Relinking IDMS MQ Stub with Aliases

The IDMS MQ stub can be dynamically called from a DC application using one of the following DML LINK statements:

•  ASSEMBLER
#LINK

•  COBOL
TRANSFER CONTROL

•  PL/I 
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TRANSFER
•  ADS 
• LINK

Dynamically calling the IDMS MQ stub uses more overhead than linking the stub with the application and calling it directly.
For example, more storage and CPU are used. When using zIIP also, more SRB/TCB swaps occur.

The IDMSMQI stub must be link-edited with an alias name for each entry point that is to be called dynamically.

 Example 

 INCLUDE AAGJMOD(IDMSMQI)
 ENTRY   IDMSMQI         
 ALIAS   MQBACK(MQBACK)
 ALIAS   MQCLOSE(MQCLOSE)  
 ALIAS   MQCMIT(MQCMIT)    
 ALIAS   MQCONN(MQCONN)    
 ALIAS   MQDISC(MQDISC)    
 ALIAS   MQGET(MQGET)     
 ALIAS   MQINQ(MQINQ)
 ALIAS   MQOPEN(MQOPEN)    
 ALIAS   MQPUT(MQPUT)     
 ALIAS   MQPUT1(MQPUT1)
 ALIAS   MQSET(MQSET) 
 ALIAS   MQSTAT(MQSTAT) 
 SETOPT PARM(REUS=SERIAL)  
 NAME IDMSMQI(R)

 Defining Aliases as DC Programs 

Each alias name must be defined as a program to CA IDMS with the SAVEAREA option.

 Example 

ADD PROGRAM MQCLOSE
               LANGUAGE IS ASSEMBLER                SAVEAREA.  

Administrating Database Design
A database is a computer representation of information that exists in the real world. Like a painting, a database tries to
imitate reality. Designing a database is an art form, and a successful database bears the mark of a thoughtful, creative
designer.

For a given database problem, there may be several solutions. While some designs are clearly better than others, there
is no right or wrong design. The structure of your database will therefore be determined not only by the requirements of
the business but also by your individual style as a designer. As you develop and refine the design for a database, let your
intuition be your guide.

The purpose of creating a database is to satisfy the information requirements of business application programs. Before
users can run their application programs, the database administrator (DBA) must design and implement the corporate
database. As the DBA or database designer, you are responsible for database design and implementation.

Data models

To design a database, you must develop two different data models:
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• The logical model describes all corporate information to be maintained in the database. This model represents the way
the user perceives the data.

• The physical model describes how the data is stored and accessed by the system. The physical design for a database
builds on the logical model. During the physical design process, you tailor the logical design to specific application
performance requirements and plan the best use of storage resources.

Iterative process

Creating a design for a database is an iterative process. After you have developed the logical and physical models,
you need to review the design process and the available documentation with users in your corporation. As users make
suggestions for improvement, you should make appropriate changes to the design. Review the design repeatedly until it is
acceptable to the user community.

The following topics are discussed on this page: 

Design Implementation

The database design you create can be implemented using either of two implementation languages provided by CA
IDMS/DB:

• SQL DDL
• Non-SQL DDL

Design considerations are documented in this section.

NOTE

For complete SQL DDL statements, see the CA IDMS SQL Reference page. For complete non-SQL DDL
statements, see the CA IDMS Database Administration page.

Syntax Diagram Conventions

The syntax diagrams presented in this section use the following notation conventions:

UPPERCASE OR SPECIAL CHARACTERS

Represents a required keyword, partial keyword, character, or symbol that must be entered completely as shown.

lowercase

Represents an optional keyword or partial keyword that, if used, must be entered completely as shown.

italicized lowercase

Represents a value that you supply.

lowercase bold
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Represents a portion of the syntax shown in greater detail at the end of the syntax or elsewhere in the document.

◄─

Points to the default in a list of choices.

►►────────────────────

Indicates the beginning of a complete piece of syntax.

────────────────────►◄

Indicates the end of a complete piece of syntax.

─────────────────────►

Indicates that the syntax continues on the next line.

►─────────────────────

Indicates that the syntax continues on this line.

────────────────────►─

Indicates that the parameter continues on the next line.

─►────────────────────

Indicates that a parameter continues on this line.

►── parameter ─────────►

Indicates a required parameter.

►──┬─ parameter ─┬─────►

   └─ parameter ─┘

 950



 Administrating

Indicates a choice of required parameters. You must select one.

►──┬─────────────┬─────►

   └─ parameter ─┘

Indicates an optional parameter.

►──┬─────────────┬─────►

   ├─ parameter ─┤

   └─ parameter ─┘

Indicates a choice of optional parameters. Select one or none.

  ┌─────────────┐

►─▼─ parameter ─┴──────►

Indicates that you can repeat the parameter or specify more than one parameter.

  ┌─── , ─────────┐

►─▼─ parameter ───┴──────►

Indicates that you must enter a comma between repetitions of the parameter.

Sample Syntax Diagram

The following sample explains how the notation conventions are used:
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!

 

Introduction to Logical Design
Logical database design is the process of determining the logical data structures needed to support an organization's
information resource. The logical design process helps you to implement a database that satisfies the requirements of
your business organization.

Logical design is critical to the implementation of a corporate database. If your logical design is incomplete or has flaws,
making changes to the means of data collection, storage, and protection can be costly later on. By using a well-conceived
preliminary design, you can easily implement and test a database. A sound logical design therefore helps to ensure a
successful implementation.

A complete and accurate logical design for a database helps to ensure:
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• Data independence -- The logical design process yields a database model that is independent of program or physical
storage requirements. This model represents the way data structures appear to users. It does not specify how data
structures are maintained in or processed by the computer.

• Physical database flexibility -- Because the logical design is independent of storage and performance requirements,
it can be used to implement a database used with any hardware or software system. During the physical design
process, the logical design can be tailored to satisfy the needs of particular users or to suit a particular data processing
environment.

• Integrity -- The logical design identifies both the data maintained in your corporation and the rules of the business.
These business rules can be used later to define integrity rules for the physical design.

• User satisfaction -- The logical design represents data structures in a simple, understandable format. You can show
the design to users at any stage of development without intimidating them. The logical design can be easily modified to
incorporate users' suggestions and feedback.

There are many viable approaches available for logical database design. In this section, we combine several design
techniques, including systems analysis, the entity-relationship approach, and normalization.

NOTE
The entity-relationship approach was developed by Peter Chen. For further information on his approach to
database design, see Entity-Relationship Approach to Information Modeling and Analysis, Peter P. Chen, editor,
ER Institute (1981).

By using these techniques, you can create a logical model that consists of:

• Descriptions of the data required by each user application
• A comprehensive picture of the corporation's data

 

Determining User Data Requirements
Users of application programs require access to only selected portions of a database. Therefore, you need to develop a
logical model that includes descriptions of the data required by each program.

Data tables

To the user of an application program, information in a CA IDMS/DB database will appear in the form of data tables.
Data tables consist of columns and rows of related data. For example, a table might contain information on a company's
departments, organized under headings such as DEPT ID, DEPT NAME, and DEPT BUDGET. A DEPARTMENT table
with these categories of information is illustrated in the following diagram.

Information for company departments is maintained in the Department data table. A column represents a list of all
department IDs. A row represents a single department.
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Views

Users can manipulate columns and rows of data by accessing tables directly or by defining views of the database. Views
enable users to select specified rows or columns or to combine information from two or more tables. For example, a view
might use the relational join operation to combine information from the DEPARTMENT table and the EMPLOYEE table, as
illustrated below.

Relational join operation

To show company employees with their departments, the DEPT/EMPLOYEE view uses the common DEPT ID column to
join the Department and Employee data tables. This join operation selects all information from the tables that pertains to
department 110. In the DEPT/EMPLOYEE view, the project operation has been used to include the DEPT ID and DEPT
NAME columns from the DEPARTMENT table and the EMP # and LAST NAME columns from the EMPLOYEE table.
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Determining the Data Needs of the Company
As the database designer, you must understand all data used in your corporation. Once you have determined the user's
information requirements, you need to develop a comprehensive picture of the corporation's data. Your logical design
must include a complete description of this data.

Entity-relationship diagram

To represent the total picture, you can use the entity-relationship approach to logical design. With this approach, you
develop an entity-relationship diagram, which serves as a model of the entire corporate enterprise. This diagram
visually represents all data relationships that exist within the corporation.

Entities

If data tables allow you to see the "trees" in a database, the arrangement of entities in an entity-relationship diagram helps
you to represent the "forest." An entity is any general category of information used for business data processing. For
example, the DEPARTMENT entity might describe information on the departments in a corporation, while the EMPLOYEE
entity might describe company employees.

Entity-relationship diagramming

When two or more entities in a database share a relationship, their relationship can be graphically depicted on the entity-
relationship diagram.
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In the diagram below, the DEPARTMENT and EMPLOYEE data entities are related through the relationship BELONGS
TO.

Overview of the Logical Design Process
During the initial stage of logical design, you identify the business problem that users hope to solve by creating a
database. After interviewing several employees, you perform a thorough analysis of the business system, determining the
processing functions performed by the organization and the flow of data during typical executions of these functions.

An analysis of the system provides documentation of the types of data required by users to perform their day-to-day
business tasks. With this documentation, you can create the entity-relationship diagram.

Procedure

Logical database design involves the following procedures:

• Analyzing the business system
• Identifying the data entities (or data tables) and their relationships
• Identifying the data attributes
• Normalizing the data attributes
• Verifying that all business functions are supported by the logical design

NOTE
The first three procedures listed above are often performed concurrently. For example, in many instances, you
will identify data entities, relationships, and attributes as you analyze the business system. By drawing a rough
entity-relationship diagram during the systems analysis phase, you can sometimes simplify the design process.

Review the process

After you have performed the procedures listed above, you need to review the process and the available documentation
with users in your corporation. As these users make suggestions for improvement, make appropriate changes to the
design.

 

 

 

Analyzing the Business System
 

 956



 Administrating

Systems analysis is a necessary introduction to database design. Analyzing a corporate business system is a serious
endeavor, about which many books have been written. It is not the purpose of this section to describe the various
methodologies available for performing systems analysis. Since this section deals primarily with database design, it
cannot present anything but an overview of systems analysis.

Analyzing the business system involves gathering information on the day-to-day functions of the organization,
documenting this information, gathering more information, and so on, until a clear picture develops of the operations of the
organization. To fully analyze the business system, you need to:

1. Define the general business functions.
2. Break down the general business functions into specific functions.
3. Identify the data elements used for functions and categorize them by subject.
4. Identify the business rules.
5. Review the results of analysis.

You can follow steps 1 through 5 below to perform a thorough analysis of your organization. Before you perform these
procedures, you may need to write a description of the organization. This description will be used as the basis for systems
analysis.

Organization description for the Commonweather Corporation

Below is a sample company description for the Commonweather Corporation.

          Commonweather Corporation is a leader in the new, rapidly

          expanding field of external climate control.  Commonweather

          has offices in five locations.  Since its incorporation,

          560 employees have been hired.  Most of these employees are

          still with the company and have held, on the average, two

          different positions.

 

          Because Commonweather anticipates rapid growth, it has

          created an organizational structure that will be well

          suited to a company with many more employees.  It has

          identified 41 different job titles and has created nine

          departments, each with its own department head.  Several

          employees in each department have been appointed to supervisory

          positions and have hiring authority.  Employees are, on

          occasion, assigned to head or participate in interdepart-
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          mental projects.  In two years, the personnel department

          anticipates that there will be eight ongoing projects.

 

          To facilitate the search for new employees, the personnel

          department has identified 68 skills that will need to be

          represented in the company's future employee base.  When

          an employee is hired, the employee's level of expertise

          for each of these skills is identified.

 

          The personnel department believes that by offering

          excellent employee benefits they can meet Commonweather's

          personnel needs.  Therefore, they offer generous insurance

          benefits. Each employee is offered coverage in a life

          insurance plan, a dental plan, and a health plan (HMO or

          group-health).  Employees can have complete family coverage

          or dependent coverage only.

 

          A copy of each insurance claim filed by an employee for

          dental, hospital, or nonhospital services is sent to the

          personnel department.  Each dental or nonhospital claim

          can be for up to ten dental or physician services.  The

          personnel department submits all claims to the insurance

          companies.  The department keeps a copy until the claim

          is paid; then the claim is thrown out.  An employee cannot

          change coverage until all outstanding claims have been paid.
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Step 1 Defining General Business Functions
What is a business function?

A business function is an activity performed during the day-to-day operations of an organization. The types of functions
performed by a company determine the logical organization of the corporate database. To develop a complete logical
design for a database, you therefore need to list all functions performed at your organization.

Often a business function can be broken down into several smaller functions. To avoid getting lost in the details, you
should begin by listing the most general business functions.

Deriving the function list

By reviewing the company description, you can derive a list of the most general business functions. The following list of
functions might be derived from the company description for the Commonweather Corporation:

• Hire employees
• Terminate employees
• Maintain employee information
• Maintain office and department information
• Maintain information on salaries and jobs
• Maintain skills inventory
• Maintain personnel information on projects
• Maintain information on employee insurance

Step 2 Defining Specific Business Functions
Smaller units of work

To break down the general business functions into smaller units of work, you need to think about what activities are
involved in performing a particular business procedure.

For example, the general function Maintain skills inventory might involve these activities:

• Add a skill
• Add a skill for an employee
• Identify skills for an employee
• Identify skill level for an employee skill
• Identify all employees with a particular skill
• Identify all employees with a particular level of a particular skill
• Upgrade an employee skill level

Transactions

After you have broken down each general function into its component steps, you should be able to identify the most
important application transactions of your organization. Your descriptions of these transactions can then be used by the
MIS staff to develop application programs.

For further information on application development, see the CA ADS Application Design Guide.

In many instances, business functions can be broken down into many levels. Therefore, you may have to perform step 2
repeatedly to identify the most detailed functions of the business. For example, you might need to break down the function
Maintain skills inventory several times before you can identify the application transactions.

Specific business functions for Commonweather Corporation
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Below is a complete list of detailed business functions for the Commonweather Corporation.

   1.  Hire employees:

 

       a) Add an employee

       b) Assign an employee's position

       c) Assign an employee to an office

       d) Assign supervisory authority for an employee

       e) Assign supervisor for an employee

       f) Assign an employee to a department

   2.  Terminate employees:

 

       a) Delete an employee

       b) Delete an employee's position

       c) Remove an employee from an office

       d) Remove supervisory authority for an employee

       e) Remove an employee from a department
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   3.  Maintain employee information:

 

       a) Assign or change an employee's position

       b) Assign an employee to or remove an employee from an office

       c) Assign an employee to or remove an employee from a department

       d) Assign or remove supervisory authority for an employee

       e) Assign or change supervisor for an employee

       f) List employees for a department

   4.  Maintain office and department information:

 

       a) Assign or delete an office

       b) Change an office address

       c) Add or delete a department

       d) Change a department head

   5.  Maintain information about salaries and jobs:

 

       a) Create a job
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       b) Provide a job description

       c) Eliminate a job

       d) Establish job salaries

       e) Change job description or salary

   6.  Maintain skills inventory:

 

       a) Add a skill

       b) Add a skill for an employee

       c) Identify skills for an employee

       d) Identify skill level for an employee skill

       e) Identify all employees with a particular skill

       f) Identify all employees with a particular skill level

       g) Upgrade an employee skill level

   7.  Maintain personnel information about projects:

 

       a) Add a new project or delete a completed one
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       b) Assign and remove employees from a project

       c) Assign or remove a project leader

       d) List names and phone numbers of all workers on a project

   8.  Maintain information about employee insurance:

 

       a) Add or remove a health insurance plan for an employee

       b) Identify the health insurance coverage for an employee

       c) Change coverage for an employee on a plan

       d) Add or change plan and coverage for an employee

       e) Add or delete a claim

       f) Show life and health insurance details for an employee

       g) Submit duplicate claim forms for an employee accident

Step 3 Listing the Data Elements
Identify data each function requires

After you have listed the business functions for your organization, you can begin to identify the data that each function
requires. Your list of data elements (data table columns) will most likely expand and change as you gather more
information on the organization. At this stage in the design process, simply list those elements that are clearly associated
with each business task and group them according to general subject categories.
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Consider using the following resources to identify data elements.

Interviews

Throughout the database design process, you conduct interviews with company personnel. Your meetings should give
you an idea what data elements are required for particular business functions.

List of business functions

Many data elements can be identified in the list of detailed business functions (application transactions). Review your
list of functions carefully to see if any elements can be recognized.

Data flow diagrams

To indicate the flow of information within the organization, you need to draw data flow diagrams (DFDs) for each of
the general and specific business functions. A DFD should identify what information is needed to perform a particular
function, where this information resides (logically, not in storage), and where it is likely to be moved during the course of
processing. To identify the data flows, perform the following procedures:

1. Ask these questions:
a. Where does the data come from?
b. What happens to it when it reaches the system?
c. Where does it go?
d. What data should be restricted from user access?

NOTE
Once you have identified any restrictions that apply to the use of the information, you can begin to consider
which security measures should be implemented for the system.

2. Identify the sources of information by defining the data stores:
– People
– Departments
– Documents

3. Verify the completeness of the information with users.

Data flow diagrams for a sample business function

The following diagram shows data flow diagrams (DFDs) for a general business function and its component steps.
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Hierarchy plus Input-Process-Output diagrams

To indicate the flow of information within the organization, you may also want to draw Hierarchy plus Input-Process-
Output (HIPO) diagrams for each of the business functions. A HIPO diagram can help you to identify what information is
needed to perform a particular function. The diagram below shows a HIPO diagram for a sample business function.
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Example

The following data elements might be accessed by the Maintain skills inventory function:

        EMPLOYEE                  SKILL

 

      Employee name             Skill code

      Employee ID               Skill name
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      Employee office           Date acquired

                                Skill description

The grouping of elements under the categories EMPLOYEE and SKILL may change later on.

Step 4 Identifying the Business Rules
The rules of a business govern the execution of business functions against the database. Additionally, they define data
integrity concerns that must be addressed during the course of database design. The business rules for your organization
can be derived from the analysis of the company description, the function lists, the DFDs, and the HIPO diagrams.
Compile a complete list of these rules.

Business rules for the Commonweather Corporation

The following is a list of business rules for the Commonweather Corporation.

   1.  There are currently five offices; expansion plans allow

       for a maximum of ten.

 

   2.  Employees can change position, department, or office.

 

   3.  There are 560 employees; allow for a maximum of 1000.

 

   4.  Records are maintained for an employee's previously held

       positions.

 

   5.  Each department has one department head and several members

       with supervisory positions with hiring authority.

 

   6.  Each office has a maximum of three telephone numbers.

 

   7.  When an employee is hired, his or her level of expertise

       in each of several skills is identified.
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   8.  When an employee is hired, he or she automatically becomes a

       member of a particular department, and a particular office,

       and reports to a particular supervisor.

 

   9.  Each job description has several salary grades associated

       with it.

 

   10. When hired, an employee is automatically covered by life

       insurance.

Step 5 Reviewing the Results of Analysis
Once you have performed steps 1 through 4 above, you need to review the materials you have gathered thus far. You
need to ask yourself this question: Has anything been overlooked?

Making changes later on in the design process can sometimes be costly. Therefore, you should make sure that users
have the chance to offer feedback at this point in the design process.

Documentation

By the time you have completed systems analysis, the following documentation should be available:

• General and specific function lists
• Data flow diagrams or HIPO diagrams for the functions
• List of data elements
• List of business rules

Using the dictionary

You can use the Integrated Data Dictionary (IDD) to document data elements and business rules.

Developing a Data Structure Diagram
To derive a preliminary data structure diagram from an entity-relationship diagram, you need to:

Follow the steps described below to create a preliminary data structure diagram for your database.

Representing Entities

Entities
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Each entity in the logical database design is represented by an entity on the preliminary data structure diagram as shown
below.

Each attribute identified during the logical database design process becomes a data element in the physical design. The
names you used in the logical database design are also used in the physical design process.

Representing Relationships as Entities

Certain relationships defined during the logical design process should be represented as entities in the preliminary data
structure diagram. These include:

• Relationships carrying non-key data
• Many-to-many relationships

Another type of relationship, the self-referencing relationship, can become a separate entity in the preliminary data
structure diagram or can carry the key to the relationship as a foreign key.

Each of these types of relationships is discussed below.

Relationships carrying non-key data

While most data relationships defined in the logical design contain only foreign keys, some carry both keys and non-key
data. Relationships that contain non-key data must be represented as entities as you continue with the physical database
design.

For example, because the relationship IS POSITIONED IN carries both keys and non-key data, it must be represented as
an entity. Give this new entity an appropriate name.

Keys Non-key data

JOB ID
EMP ID

SALARY
OVERTIME RATE
COMMISSION PERCENT
BONUS PERCENT
START DATE
TERMINATION DATE

However, the relationship IS LOCATED should not be represented as an entity because it contains only key information:
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   OFFICE CODE (key)

   EMP ID (key)

Many-to-many relationships

In a physical database design, you establish connections between related entities through one-to-many or one-to-
one relationships. Each many-to-many relationship defined in the logical design must be converted to two one-to-many
relationships. To make this change, you need to represent each many-to-many relationship as an entity, whether it
contains non-key data or not. When you derive an entity from a many-to-many relationship, you create two one-to-many
relationships, as shown below.

In the Commonweather Corporation, an employee can possess as many as five skills and a specific skill can be held by
many employees. This situation establishes a many-to-many relationship between the SKILL and EMPLOYEE entities.
Before you implement such a relationship under CA IDMS/DB, you must first create a new entity.

By replacing the many-to-many relationship between EMPLOYEE and SKILL with a new entity, you create two one-to-
many relationships:

• A one-to-many relationship is created between EMPLOYEE and the entity EXPERTISE.
• Another one-to-many relationship is created between SKILL and EXPERTISE.

Name the new entities appropriately.

Self-referencing relationships

A self-referencing relationship allows users to combine information from different occurrences of the same entity.
For example, to relate different employees in a company, an application program might combine data from different
occurrences of the EMPLOYEE entity. A database user can then show employees and the managers they report to.

You may find more than one self-referencing relationship on a particular entity. If the relationships use the same keys, they
are probably mirror images of each other. For example, MANAGES and REPORTS TO are two side of the same coin.
Since they both use the same key and carry the same data, they are really one relationship.
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Replace the self-referencing relationship with an entity if any of the following are true:

• If the self-referencing relationship carries data (for example, the date that the employee began to work for this
manager)

• If you want to carry historical information (such as what managers an employee has had)
• If the self-referencing relationship is a many-to-many relationship

Replace the self-referencing relationship with an entity, specifying two relationships between the original entity and the
new entity. These relationships can be one-to-many or one-to-one, depending on the logic behind them.

The following diagram shows how you might resolve a self-referencing relationship into an entity having two relationships
with the primary entity: one one-to-many relationship and one one-to-one relationship. The new entity contains further
information on the relationship between manager and employees.

If none of the above conditions apply, you can represent the relationship simply using a foreign key. In this case, the
key of the manager would be carried as a foreign key in the EMPLOYEE entity. This approach will require fewer storage
resources and therefore is recommended in those situations where it can be used.

Representing Relationships Between Entities

In the logical design process, you represented relationships between entities with diamonds and identified the keys
associated with the relationship.

During the previous step ("Representing Entities") you changed each many-to-many relationship to two one-to-many
relationships by creating a new entity. All relationships between entities should now fall into only two categories:

• One-to-many relationships
• One-to-one relationships

Representing the relationships
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To represent the relationships in the preliminary data structure diagram, perform the following steps:

1. For each relationship, draw a line between the related entities.
2. For each one-to-many relationship, place an arrow on the line between the entities to identify the "many" side of

the relationship.
3. For each one-to-one relationship, do not draw an arrow on the line between the entities.
4. Name the relationship. Usually the name is a concatenation of the two entities it relates.

For example, the relationship between OFFICE and EMPLOYEE could be called OFFICE-EMPLOYEE and the
relationship between SKILL and EXPERTISE could be called SKILL-EXPERTISE.

5. Indicate the foreign key.
The foreign key will be shown as part of the definition of the relationship.

Foreign keys in a one-to-many relationship

In a one-to-many relationship, the key of the one entity is carried as a foreign key in the many entity.

For example, in the relationship between the entities OFFICE and EMPLOYEE, the key for the OFFICE entity (the one
entity) is carried as a foreign key in the EMPLOYEE entity (the many entity).

Add the foreign key to the list of data elements associated with the appropriate entity and indicate each foreign key on
the data structure diagram, as described below:

1. Under the relationship name, indicate the foreign key used in the relationship.
For example, specify OFFICE CODE under the OFFICE-EMPLOYEE relationship to indicate that the data element
OFFICE CODE is a foreign key for that relationship.

2. Rename foreign keys used to establish self-referencing relationships. Like any other entity that was originally
a logical relationship, the entity used to define a self-referencing relationship carries as foreign keys the keys from
each of the entities it relates. However, in this type of relationship, the two foreign keys must be derived from the same
entity, EMPLOYEE.
To avoid having two data elements with the same name (EMP ID) as keys to the entity, assign unique names to the
foreign keys. For example, you might name the keys MGR ID and EMP ID to distinguish managers from workers.

NOTE
The foreign key in a self-referencing relationship must be nullable. If it were not nullable, the first piece of data
stored could not satisfy the referential integrity of the relationship. For example, the first employee stored would
carry a manager ID that would not match an existing employee ID, as the integrity of the relationship requires. If
the self-referencing relationship carries data, that data must also be nullable.

Foreign keys in a one-to-one relationship

In a one-to-one relationship, the foreign key can be placed in either entity participating in the relationship. Usually, you
can conserve space by placing the foreign key in one of the two entities. For example, if there is a relationship between
DEPARTMENT and EMPLOYEE to indicate which employee is head of a department, you can conserve space by placing
the EMP ID of the head of the department in the DEPARTMENT entity rather than the other way around since there will
typically be far more employees than departments.

Diagramming relationships between entities

The diagram below shows a portion of the data structure diagram for Commonweather after your changes have been
made.
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Estimating Entity Lengths

Once the entity types have been identified, you should estimate the length of each entity. To calculate each entity's length,
add up the length of the data elements contained in the entity. Don't forget to include foreign keys residing in that entity. If
the entity has a variable length, estimate the maximum possible length of the entity.

Although the lengths of entities may change as you refine the physical design, it is useful to have an estimate of the size
of an entity during the design process.

Indicating the length

Once you have determined the length of a particular database entity, you can indicate this information in the data structure
diagram. The example below shows the OFFICE entity with a length of 55.

Identifying Entities and Relationships
By allowing you to document the total picture of an organization's data, the entity-relationship method of performing logical
design allows you to:

• Use a top-down approach for logical design. To develop an entity-relationship diagram for a database, you define
the most general categories of information first. Once you have identified these subject categories, you can then
include more specific information in the design.

• Demonstrate the semantic meaning of an organization's information. This approach allows you to create a
logical design for a database by analyzing descriptions of the organization that are written in everyday English. The
entity-relationship diagram, the end product of logical design, accurately reflects the language used by employees to
describe the organization. Therefore, this diagram can be reviewed and refined easily.

What are entities and relationships?

As you develop an entity-relationship diagram for a database, you identify each data entity and relationship used
by the organization. An entity is a general category of business data that can be easily identified from the available
documentation. A relationship defines a logical connection between two associated data entities. For example, the
relationship REPORTS TO might identify a connection between a PERSON entity and a COMPANY entity.
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Early in the logical design process, you need to determine the data entities and relationships necessary to fulfill
the business functions of your organization. This section presents guidelines for identifying data entities and their
relationships.

 

Identifying Data Entities
Identifying entities in the list of functions

Each data entity should appear as a noun in the list of sentences that define business functions, as illustrated below.
Many nouns appear in the sentences that are not entities. Only nouns that describe data that is meaningful to the
organization itself should be identified as entities.

Because each organization has unique data requirements, there is no single correct set of entities that can be derived
from a list of functions. Given the same business functions, two organizations might select different key nouns, thereby
creating unique lists of data entities.

   1.  Hire employees:

 

       a) Add an employee

 

       b) Assign an employee's position

 

       c) Assign an employee to an office

 

       d) Assign supervisory authority for an employee

 

       e) Assign supervisor for an employee

 

       f) Assign an employee to a department

   2.  Terminate employees:

 

       a) Delete an employee
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       b) Delete an employee's position

 

       c) Remove an employee from an office

 

       d) Remove supervisory authority for an employee

 

       e) Remove an employee from a department

   3.  Maintain employee information:

 

       a) Assign or change an employee's position

 

       b) Assign an employee to or remove an employee from an office

 

       c) Assign an employee to or remove an employee from a department

 

       d) Assign or remove supervisory authority for an employee

 

       e) Assign or change supervisor for an employee

 

       f) List employees for a department

 

 

   4.  Maintain office and department information:

 

       a) Assign or delete an office
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       b) Change an office address

 

       c) Add or delete a department

 

       d) Change a department head

   5.  Maintain information about salaries and jobs:

 

       a) Create a job

 

       b) Provide a job description

 

       c) Eliminate a job

 

       d) Establish job salaries.

 

       e) Change job description or salary.

   6.  Maintain skills inventory:

 

       a) Add a skill

 

       b) Add a skill for an employee

 

       c) Identify skills for an employee

 

       d) Identify skill level for an employee skill
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       e) Identify all employees with a particular skill

 

       f) Identify all employees with a particular skill level

 

       g) Upgrade an employee skill level

   7.  Maintain personnel information about projects:

 

       a) Add a new project or delete a completed one

 

       b) Assign and remove employees from a project

 

       c) Assign or remove a project leader

 

       d) List names and phone numbers of all workers on a project

   8.  Maintain information about employee insurance:

 

       a) Add or remove a health insurance plan for an employee

 

       b) Identify the health insurance coverage for an employee

 

       c) Change coverage for an employee on a plan

 

       d) Add or change plan and coverage for an employee

 

       e) Add or delete a claim
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       f) Show life and health insurance details for an employee

 

       g) Submit duplicate claim forms for an employee accident

Steps to identify entities

To identify the data entities for your organization:

1. Determine which nouns in the list of business functions are the key nouns.
2. List these key nouns on a separate piece of paper.
3. Draw a rectangular box around each noun.

Data entities for the Commonweather Corporation

Below is a list of data entities that was derived from the list of functions for the Commonweather Corporation.
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Identifying Relationships Among Entities
A relationship connects two associated data entities. The relationship between two entities can often be expressed with
a verb. For example, the relationship between the DEPARTMENT entity and the EMPLOYEE entity might be expressed
with the verb phrase BELONGS TO, since an employee belongs to a department in an organization.

Representing the relationship between two entities

The relationship between two entities is shown with a diamond. The name of the relationship is specified inside the
diamond.

No hard-and-fast rule exists for determining data relationships for an organization. Data relationships depend on
the requirements of the organization. The concept of marriage, for example, could be viewed as an entity type or a
relationship between two people, depending on how the data was viewed.

Types of Data Relationships

Data entities in a database are related in one of three ways: one-to-one (1-1), one-to-many (1-M), and many-to-many (M-
M). Each of these types of relationships is explained below.

One-to-one (1-1)

In the one-to-one example below, for every EMPLOYEE entity occurrence in the database, there can exist only one
corresponding PROJECT entity occurrence.

One-to-many (1-M)
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In the one-to-many example below, for every DEPARTMENT entity occurrence in the database, there may exist one or
more corresponding EMPLOYEE entity occurrences.

Many-to-many (M-M)

In the many-to-many example below, for every SKILL entity occurrence in the database, there can exist one or more
corresponding EMPLOYEE entity occurrences; for every EMPLOYEE entity occurrence in the database, there can also
exist one or more corresponding SKILL entity occurrences.

Other types of data relationships

In addition to relationships between two entity types, the following types of data relationships are acceptable in an entity-
relationship model:

• A relationship can be defined for only one entity type. For example, to define a relationship between different
employees in an organization, you might want to combine different data occurrences from the EMPLOYEE entity. In
this case, the relationships among employees might be expressed as MANAGES and REPORTS TO, as shown in the
entity-relationship diagram of Commonweather Corporation.
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General Guidelines for Identifying Relationships

To identify the relationships between data entities, perform the following steps:

1. Using the list of business functions, identify relationships between entities as verbs. In those instances where no verb
adequately expresses the relationship, join the two entity names to form a name for the relationship. For example, the
DEPARTMENT and EMPLOYEE entities could be connected through the relationship BELONGS TO or through the
relationship DEPT-EMPLOYEE.

2. List these key verbs between the entities they connect and draw a diamond around each one.
3. Associate entities with the appropriate relationships by connecting them with lines.
4. Label each relationship to show whether it is 1-1, 1-M, or M-M.

Entity-relationship diagram for Commonweather Corporation

The following diagram illustrates a simple entity-relationship diagram for the Commonweather Corporation.
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Identifying Attributes
Attributes and values

An attribute is the smallest unit of data that describes an entity or a relationship. A single occurrence of an attribute is
called a value. For example, John Smith might be one of several values that exist for the attribute NAME of the entity
EMPLOYEE. Several synonyms are used in the computer industry to refer to an attribute, including data item, data
element, field, and column. All of these terms have roughly the same meaning.

In this section, we will identify the attributes that are associated with each entity and data relationship defined so far during
the logical design process.

Identifying data attributes involves the following procedures:

Each of these procedures is explained below.

 

Establishing Naming Conventions for the Attributes
Because the process of identifying attributes yields information from many different sources, the information can contain
considerable redundancy. Users and data processing professionals have different ways of perceiving the same data. The
same piece of information might be called by several names, making it difficult to see that these names are synonyms for
the same attribute. In addition, two different pieces of data might sometimes be called by the same name.

As soon as the business meaning of each attribute is clear, you should establish conventions for naming the attributes.
Adopting a set of standardized naming conventions appropriate for the organization saves much time and confusion, and
helps to ensure an efficient and effective design.

Identifying the Attributes of Each Entity
 

Each entity in a database is described by certain attributes. Attributes are those pieces of information on an entity that
are required for processing performed by the business functions. By carefully examining the business functions, you can
determine which attributes need to be maintained for each entity in the database.

Attribute Categories

Attributes for a data entity fall into the following categories:

• Unique keys -- To distinguish data occurrences, you need to identify unique keys. A unique key is an attribute
or combination of attributes whose value or values uniquely identify an occurrence of an entity or relationship.
Identification numbers and codes are typically used as unique keys, since their values are rarely modified.

• Primary keys -- A primary key is a unique key that is used to represent an entity in a database. For example, the
attribute EMP ID might be used as the primary key of the entity EMPLOYEE.

• Secondary keys -- A secondary key is an attribute in a data entity that is used by certain business functions to
access occurrences of that entity. For example, the EMP NAME attribute might be the secondary key for the entity
EMPLOYEE.

• Foreign keys -- A foreign key is an attribute of an entity or relationship that is also used as the primary key of another
entity. A foreign key is used to relate two data entities. For example, to relate the DEPARTMENT and EMPLOYEE
entities, you might define the DEPT ID attribute, which is the primary key of the DEPARTMENT entity, as the foreign
key of the EMPLOYEE entity.
By itself, a foreign key can never be the primary key of the entity in which it is stored. Since the DEPT ID attribute
could never uniquely identify an occurrence of the EMPLOYEE entity, it could never be its primary key.
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However, a foreign key can be part of the primary key of an entity. In some instances, you need to combine a foreign
key with another data element in an entity to create its primary key.

• Non-key data -- All attributes of an entity that are not unique keys, primary keys, secondary keys, or foreign keys are
considered non-key attributes. For example, the EMP ADDRESS attribute is a non-key attribute of the EMPLOYEE
entity.

As you identify the attributes of each data entity, you need to determine whether the attributes are unique keys, primary
keys, secondary keys, foreign keys, or non-key attributes.

Grouping the Attributes

You can identify the attributes associated with an entity by examining the following materials:

• List of business functions
• List of business rules
• List of data elements that you compiled during systems analysis

Attributes for entities

As you determine the attributes that are associated with a particular entity, you should list the attributes. The following
example shows a portion of output that includes attributes:

 OFFICE                                   JOB     

 

       OFFICE CODE                             JOB ID

       OFFICE ADDRESS                          JOB TITLE

       OFFICE SPEED DIAL                       JOB DESCRIPTION

       OFFICE AREA CODE                        REQUIREMENTS

       OFFICE PHONE                            MAX SALARY

                                               MIN SALARY

 DEPARTMENT                                    NUMBER OF POSITIONS

                                               NUMBER OPEN

       DEPT ID                                 SALARY GRADE

       DEPT NAME

       DEPT HEAD ID

 

 SKILL                                    PROJECT 
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       SKILL CODE                              PROJECT CODE

       SKILL NAME                              PROJECT LEADER

       SKILL DESCRIPTION                       PROJECT DESCRIPTION

                                               EST START DATE

                                               ACT START DATE

                                               EST END DATE

                                               ACT END DATE

Identifying Unique Keys

An entity can have many attributes, but only some attributes uniquely identify occurrences of that entity. There might be
more than one unique key in an entity. For example, the EMPLOYEE entity has two unique keys, EMP ID and EMP SS
NUM.

For each entity, choose from among its attributes the ones that uniquely identify each occurrence. The attribute that best
serves this purpose is a good candidate for a primary key. If there is no attribute that uniquely identifies an entity, it might
be necessary to combine two or more attributes for a unique key or create an attribute that serves as a key.

Establishing Primary Keys

What is a primary key?

The primary key for each entity must be a unique key. From a business standpoint, the primary key should also be the
most important element(s) in the entity. The requirements of your organization will determine which unique key attribute
will be the primary key.

Suppose that you must select a primary key for the EMPLOYEE entity. Since both the EMP ID and EMP SS NUM
attributes can be used to uniquely identify an occurrence of this entity, you need to select one of these keys. The EMP ID
attribute is probably used most often for processing; therefore, this element is the best choice for the primary key.

Entities with primary keys

Once you determine the primary key for an entity, you should mark this key with an asterisk (*). The following example
shows a portion of output with marked primary keys:

 OFFICE                                  JOB     

 

     * OFFICE CODE                           * JOB ID

       OFFICE ADDRESS                          JOB TITLE

       OFFICE SPEED DIAL                       JOB DESCRIPTION
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       OFFICE AREA CODE                        REQUIREMENTS

       OFFICE PHONE                            MAX SALARY

                                               MIN SALARY

 DEPARTMENT                                    NUMBER OF POSITIONS

                                               NUMBER OPEN

     * DEPT ID                                 SALARY GRADE

       DEPT NAME

       DEPT HEAD ID

 

 SKILL                                   PROJECT 

 

     * SKILL CODE                            * PROJECT CODE

       SKILL NAME                              PROJECT LEADER

       SKILL DESCRIPTION                       PROJECT DESCRIPTION

                                               EST START DATE

Identifying Weak Entities

What is a weak entity?

You may find that some entities in your database are identified only by their relationship with another entity. Such entities
are called weak entities. Typically, a weak entity has a primary key that contains only one foreign key.

The entity DEPENDENT, for example, is a weak entity because it uses the primary key of the EMPLOYEE entity as part
of its own primary key. Whenever an employee leaves the corporation, all information on that employee as well as any
information on dependents must be erased from the database.

The attribute NAME is the only candidate for a primary key in the DEPENDENT entity, but NAME does not uniquely
identify each occurrence of the DEPENDENT entity. Therefore, the primary key of the DEPENDENT entity must be a
concatenation of the NAME attribute and the EMP ID attribute of the EMPLOYEE entity. This concatenated key provides
the link between employees and their associated dependents.

Indicating a weak entity

You identify a weak entity on the entity-relationship diagram by drawing a double box around the entity, as shown in the
diagram below.

DEPENDENT is a weak entity because it uses the primary key of the EMPLOYEE entity as part of its own primary key.
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Identifying the Attributes for Each Relationship Type
Some data relationships have attributes that describe meaningful non-key information, others do not, as described below:

• A one-to-one relationship sometimes carries non-key data. An example of a one-to-one relationship is LEADS,
where the business rules state that each project has a single leader, and one employee may be project leader for
only one project. For this relationship, it may be important to carry the dates when the project leader begins and ends
leadership responsibility.

• A one-to-many relationship typically does not carry any non-key data. The relationship LOCATES, for example,
simply relates an employee to a particular office. There is no additional information on that relationship that is required
by the business functions.

• Many-to-many relationships usually do carry non-key information required by the business functions. EXPERT
IN, for example, carries information on a particular employee's level of expertise with a particular skill.

• A self-referencing structure is a special kind of many-to-many relationship that sometimes carries non-key
data. For example, in the Commonweather Corporation, the relationship between workers and managers is defined as
REPORTS TO and the relationship between managers and workers is defined as MANAGES. Non-key data about the
REPORTS TO and MANAGES relationships might be the dates on which a relationship began and ended.

List the attributes

As you determine the attributes that are associated with a particular relationship, you should list these attributes, as
follows:

 IS LOCATED                              BELONGS TO 

     * OFFICE CODE                           * DEPT ID

     * EMP ID                                * EMP ID

 LEADS                                   HEADS      
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     * PROJECT CODE                          * DEPT ID

     * WRKR EMP ID                           * HEAD EMP ID

 WORKS ON                                IS POSITIONED   

     * PROJECT CODE                          * EMP ID

     * WRKR EMP ID                           * JOB ID

                                               SALARY

                                               COMMISSION PERCENT

EXPERT IN                                      BONUS PERCENT

     * EMP ID                                  OVERTIME RATE

     * SKILL CODE                              START DATE

       SKILL LEVEL                             END DATE

       DATE ACQUIRED

CHOOSES                                  REPORTS TO  

     * EMP ID                                * WRKR EMP ID

     * HEALTH PLAN CODE                      * SUPR EMP ID

     * COVERAGE TYPE                           WRKR BEGIN DATE

                                               WRKR END DATE

INSURED BY                               MANAGES  
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     * EMP ID                                * SUPR EMP ID

     * LIFE PLAN CODE                        * WRKR EMP ID

                                               SUPR BEGIN DATE

                                               SUPR END DATE

 PAYS FOR HOSP                           SPECIFIES  

     * HEALTH PLAN CODE                      * HEALTH PLAN CODE

     * COVERAGE TYPE                         * COVERAGE TYPE

     * HOSPITAL CLAIM ID

 PAYS FOR PHY                            PAYS FOR DENT 

     * HEALTH PLAN CODE                      * HEALTH PLAN CODE

     * COVERAGE TYPE                         * COVERAGE TYPE

     * NON-HOSPITAL CLAIM ID                 * DENTAL CLAIM ID

Identifying Attribute Characteristics
Attribute characteristics

At this time, you can identify characteristics of the attributes you have listed. Attribute characteristics include:

• Length
• Type (alphanumeric or numeric)
• Nullability

Null values

Sometimes you do not know the data associated with a particular attribute. The attribute might not be applicable to a
particular entity occurrence, such as the phone number of an employee with no phone. Or the data simply might not be
known yet, such as the credit rating of a new customer. Such attributes should allow null values. An attribute that does not
allow null values requires that data always be entered.
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Normalizing the Data
You can use normalization techniques to refine the entity-relationship model. Once you have determined the entities,
relationships, and attributes of a database, you can use normalization procedures to ensure that each entity and
relationship is designed in its simplest form. The goal of normalization is to develop entities that consist of a primary
key, together with a set of attributes whose values are determined solely by the value of the primary key.

In many instances, you will find that the entities you developed earlier are already organized in easy-to-use structures.
The entity-relationship approach often breaks entities down into normalized structures naturally. In those instances when
data entities and relationships are fully normalized, the normalization process does not result in any changes to the
design.

Update anomalies

Through normalization, you can develop a database that is protected against update anomalies. Update anomalies
are abnormal processing conditions that result from the execution of update functions against the database. Update
anomalies sometimes compromise the integrity of the database; therefore, you need to design data entities and
relationships that, when implemented as data tables, are fully protected against such anomalies.

Types of anomalies

The following examples illustrate two types of anomalies:

• Deletion anomaly──Suppose you want to delete some information from the following data table:

               JOB

 

EMP ID     JOB ID     SALARY GRADE     SALARY

 

1216       ADM          18              15000

1041       MGR          30              30000

1633       INST         23              22000

1063       ADM          18              18000

In the JOB table, the SALARY GRADE depends only on the JOB ID. If you delete the row for employee 1041 in the
JOB table, you therefore lose not only the fact that employee 1041 is a manager, but also the fact that the SALARY
GRADE for a manager is 30.

• Insertion anomaly──Suppose you want to add some information to the JOB table. You want to enter the fact
that a programmer has a SALARY GRADE of 21. Because of the structure of the JOB table, you cannot enter this
information until someone actually has a job as a programmer.
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Preventing anomalies

To prevent anomalies from occurring during deletions and insertions of rows in the JOB table, you might create two
separate tables:

     POSITION                                JOB

 

EMP ID     JOB ID     SALARY           JOB ID       SALARY GRADE

 

1216       ADM         15000           ADM            18

1041       MGR         30000           MGR            30

1633       INST        22000           INST           23

1063       ADM         18000           PGMR           21

Now you can delete the row for employee 1041 in the POSITION table without losing the fact that the SALARY GRADE
for a manager is 30. You can also specify that a programmer has a SALARY GRADE of 21 in the JOB table without first
specifying a programmer's name.

By breaking down data tables into smaller tables, you prevent update anomalies from occurring.

 

Normal Forms of Data
All normalized data tables exist in one of the following normal forms:

A data table that exists in a particular normal form complies with the rules that define that form. A table that exists in
second normal form satisfies the criteria for first normal form; in addition, a table in third normal form satisfies the criteria
for both first and second normal forms.

Goal of normalization

Since the rules of third normal form are the most rigorous, they are also the most desirable. The goal of the
normalization process is to create data tables that are organized in third normal form.

NOTE
Several database theorists have suggested that tables in third normal form can be broken down into even
simpler structures. For example, some theorists recommend that tables be organized in fourth or fifth normal
form. However, at the present time, it seems most practical to organize data tables in third normal form.

The first, second, and third normal forms of data organization are discussed in the following sections.

First Normal Form

A data table is in first normal form if each of the attributes of a given row contains a single value. A table in first normal
form has no repeating groups.

Table not in first normal form
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Since the following table contains a repeating element called BUDGET, it is not in first normal form:

NOTE
In these examples, primary key attributes are highlighted.

      DEPARTMENT

 

DEPT ID   DEPT NAME     BUDGET

 

1000      OPERATIONS    50000

                        30000

                        40000

                        30000

Table in first normal form

The following table is in first normal form:

      DEPARTMENT

 

DEPT ID   DEPT NAME

1000      OPERATIONS

2046      DEVELOPMENT

3333      DOCUMENTATION

5653      MARKETING

Second Normal Form

A data table is in second normal form if it is in first normal form and its entire primary key determines the values of each
of its attributes. When a table is in second normal form, each of the attributes is dependent on the whole key and not any
part of the key.

Table in first normal form

The POSITION table shown below is in first normal form but not in second normal form:

                 POSITION
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EMP ID  JOB ID   EMP NAME  SALARY GRADE     SALARY

1216    ADM      SMITH      18              15000

1041    MGR      JONES      30              30000

1633    INST     DAVIS      23              22000

1063    ADM      EVANS      18              18000

In the POSITION table shown above, the primary key is the concatenation of EMP ID and JOB ID. This table is not in
second normal form because some of the non-key attributes are dependent on a part of the primary key. For example, the
EMP NAME attribute is dependent on only EMP ID, while the SALARY GRADE attribute is dependent only on JOB ID.

Table in first and second normal forms

The following table is in both first and second normal forms:

        POSITION

EMP ID  JOB ID     SALARY

1216    ADM        15000

1041    MGR        30000

1633    INST       22000

1063    ADM        18000

In the POSITION table shown above, the primary key is the concatenation of EMP ID and JOB ID. The POSITION table
is in first normal form because it contains no repeating groups. It is in second normal form because the non-key attribute
SALARY is dependent on the entire primary key (the concatenation of EMP ID and JOB ID). If a user knows an EMP ID
value and a JOB ID value, the user can easily find out the SALARY for an employee who works in a particular job.

Third Normal Form

A data table is in third normal form if it is in second normal form and no non-key attribute determines the value of another
non-key attribute; a table that is in third normal form contains no transitive dependencies among non-key attributes.

Table not in third normal form

The EMPLOYEE table shown below is not in third normal form:

               EMPLOYEE
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EMP ID  EMP NAME    DEPT ID    DEPT NAME

1216    SMITH       1000       OPERATIONS

1041    JONES       3500       MARKETING

1633    DAVIS       3400       DOCUMENTATION

1063    EVANS       2000       SUPPORT

Let's assume that EMP ID is the primary key of the EMPLOYEE table shown above. In this case, the table is not in third
normal form because a non-key attribute has a transitive dependency on another non-key attribute. The DEPT NAME
attribute is dependent on the DEPT ID attribute; a DEPT NAME value can be determined by the value of a particular
DEPT ID.

Normalizing the table

To normalize the EMPLOYEE table shown above, you could break down this table into two separate tables:

   EMPLOYEE         DEPARTMENT

 

EMP ID  EMP NAME          DEPT ID    DEPT NAME

1216    SMITH             1000       OPERATIONS

1041    JONES             3500       MARKETING

1633    DAVIS             3400       DOCUMENTATION

1063    EVANS             2000       SUPPORT

Since the EMP NAME attribute is not dependent on any other non-key attribute, the EMPLOYEE table shown above is
in third normal form. In addition, since the DEPT NAME attribute is not dependent on any other non-key attribute, the
DEPARTMENT table is also in third normal form.

Rules of first, second, and third normal forms

The following table summarizes the rules of each normal form of data organization.

Normal Form Rules
First normal form A data table is in first normal form if each of the attributes of a

given row contains a single value; a table in first normal form has
no repeating groups.

Second normal form A data table is in second normal form if it is in first normal form
and its entire primary key determines the values of each of its
attributes. When a table is in second normal form, each of the
attributes is dependent on the whole key and not any part of the
key.
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Third normal form A data table is in third normal form if it is in second normal form
and no non-key attribute determines the value of another non-key
attribute. A table that is in third normal form contains no transitive
dependencies among non-key attributes.

How To Normalize Data
The primary key for a data entity is used to determine whether the attributes for that entity satisfy the rules of second and
third normal form. Sometimes you will need to organize the same list of attributes for an entity in different ways, depending
on which attribute(s) is selected as the primary key.

Atomic primary key

The DENTAL CLAIM entity shown below is uniquely identified by an atomic primary key. An atomic primary key is a
primary key that consists of a single attribute. The atomic primary key for the DENTAL CLAIM entity shown below is
DENTAL CLAIM ID.

          DENTAL CLAIM

 

             * DENTAL CLAIM ID

               EMP ID

               COVERAGE TYPE

               DATE OF CLAIM

               PATIENT NAME

               RELATION TO EMPLOYEE

               PATIENT SEX

               PATIENT DATE OF BIRTH

               PATIENT ADDRESS

               NUMBER OF DENTAL PROCEDURES

               TOTAL CHARGES

               DENTIST LICENSE NUMBER

               DENTIST NAME

               DENTIST ADDRESS

               PROCEDURE ID
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               PROCEDURE DESCRIPTION

               PROCEDURE FEE

               SERVICE DATE

In all the examples that follow, primary key attributes are indicated with a star (*).

Listing Data in First Normal Form

After you have listed a particular entity and its attributes, you need to verify that the entity is in first normal form:

1. Remove repeating groups:
a. For each repeating group identified, create a new entity.
b. List its attributes.
c. Identify its primary key.
d. For each new entity created, create a relationship that relates it to the original entity in a 1-M manner.

2. Update the E-R diagram to reflect your changes.

Dental claim information in first normal form

The entities that describe dental claim information are listed in first normal form in the table below. The bold entity and
relationship were added to organize the information in first normal form.

Data Entity/ Relationship Description
DENTAL CLAIM
* DENTAL CLAIM ID
EMP ID
COVERAGE TYPE
DATE OF CLAIM
PATIENT NAME
RELATION TO EMPLOYEE
PATIENT SEX
PATIENT DATE OF BIRTH
PATIENT ADDRESS
DENTIST LICENSE NUMBER
DENTIST NAME
DENTIST ADDRESS

Entity Describes a dental claim for an employee.

LISTS A DP
(dental procedure)
* DENTAL CLAIM ID
* PROCEDURE ID

Relationship Relates DENTAL CLAIM to DENTAL
PROCEDURE.

DENTAL PROCEDURE
* DENTAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
dental claim; this weak entity was derived
from the DENTAL CLAIM entity because its
attributes appeared as repeating elements.
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Listing Data in Second Normal Form

To verify that all entities are in second normal form, perform the following steps:

1. Identify entities with compound keys. Entities with compound keys are sometimes in first normal form but not
in second normal form. Therefore, you need to carefully examine each entity that has more than one attribute in
its primary key. By definition, entities with atomic keys are in second normal form (that is, if the entity contains no
repeating groups and you selected an appropriate attribute as the primary key).

2. Remove partially dependent attributes:
a. Locate any attributes that are dependent on only part of a compound key.
b. Remove these attributes and create a new entity. Create a new relationship to relate the new entity to the entity

from which it was removed.
3. Update the E-R diagram to reflect these changes.

Dental claim information in second normal form

The entities and relationships that describe dental claim information are listed in second normal form in the following table.
No changes were made to organize the information in second normal form.

Data Entity/ Relationship Description
DENTAL CLAIM
* DENTAL CLAIM ID
EMP ID
COVERAGE TYPE
DATE OF CLAIM
PATIENT NAME
RELATION TO EMPLOYEE
PATIENT SEX
PATIENT DATE OF BIRTH
PATIENT ADDRESS
DENTIST LICENSE NUMBER
DENTIST NAME
DENTIST ADDRESS

Entity Describes a dental claim for an employee.
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LISTS A DP
(dental procedure)
* DENTAL CLAIM ID
* PROCEDURE ID

Relationship Relates DENTAL CLAIM to DENTAL
PROCEDURE.

DENTAL PROCEDURE
* DENTAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
dental claim; this weak entity was derived
from the DENTAL CLAIM entity because its
attributes appeared as repeating elements.

Listing Data in Third Normal Form

To organize data entities in third normal form, perform the following steps:

1. Remove transitively dependent attributes:
a. Locate any non-key attributes that are facts about another non-key attribute.
b. Remove these attributes and create a new entity.
c. Create a new relationship that relates the new entity to the original entity.

2. Update the E-R diagram to reflect your changes.

Dental claim information in third normal form

The entities and relationships that describe dental claim information are listed in third normal form in the following table.

The bold entities and relationships were added to organize the information in third normal form. Since none of the entities
listed contain attributes that are dependent on part of the primary key, the information shown in this table is also in second
normal form.

Data Entity/ Relationship Description
DENTAL CLAIM
* DENTAL CLAIM ID
EMP ID
DATE OF CLAIM

Entity Describes a dental claim for an employee.
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LISTS A DP
* DENTAL CLAIM ID
* DENTAL PROCEDURE ID

Relationship Relates DENTAL CLAIM to DENTAL
PROCEDURE.

DENTAL PROCEDURE
* DENTAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
dental claim; this weak entity was derived
from the DENTAL CLAIM entity because its
attributes appeared as repeating elements.

CLAIMS DENT
* EMP ID
* PATIENT NAME
* DENTAL CLAIM ID

Relationship Relates PATIENT to DENTAL CLAIM.

PATIENT
* EMP ID
* PATIENT NAME
RELATION TO EMPLOYEE
PATIENT DATE OF BIRTH
PATIENT ADDRESS

Entity Describes a patient who makes a claim; this
entity was derived from the DENTAL CLAIM
entity to avoid transitive dependencies;
in second normal form, the attributes
RELATION TO EMPLOYEE, PATIENT
DATE OF BIRTH, and PATIENT ADDRESS
were dependent on the non-key attributes
PATIENT NAME and EMP ID of DENTAL
CLAIM.

DENT CLAIMED FOR
* DENTAL CLAIM ID
* DENTIST LICENSE NUMBER

Relationship Relates DENTIST to DENTAL CLAIM.

DENTIST
* DENTIST LICENSE NUMBER
DENTIST NAME
DENTIST ADDRESS

Entity Describes the dentist who performs dental
work for a patient; this entity was derived
from the DENTAL CLAIM entity to avoid
transitive dependencies; in second normal
form, the attributes DENTIST NAME and
DENTIST ADDRESS were transitively
dependent on the non-key attributes
DENTIST NAME and DENTIST ADDRESS
of the DENTAL CLAIM entity.
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Normalized Data for the Commonweather Corporation
The data entities and relationships for the Commonweather Corporation are listed in first, second, and third normal forms
in the following tables.

Data entities for Commonweather in first normal form

The bold entities and relationships were added to organize the information in first normal form. Since none of the entities
listed contain attributes that are dependent on part of the primary key, the information shown in this table is already in
second normal form.

Data Entity/ relationship Description
OFFICE
* OFFICE CODE
OFFICE ADDRESS
OFFICE SPEED DIAL
OFFICE AREA CODE

Entity Describes offices in which employees work.

CALLS
* OFFICE CODE
* OFFICE PHONE

Relationship Relates OFFICE and PHONE.

PHONE
* OFFICE PHONE

Entity Describes office phones; this entity was
derived from the OFFICE entity because its
attributes appeared as repeating elements.

IS LOCATED
* OFFICE CODE
* EMP ID

Relationship Relates EMPLOYEE and OFFICE.

SKILL
* SKILL CODE
SKILL NAME
SKILL DESCRIPTION

Entity Describes the skills for each employee.

EXPERT IN
* SKILL CODE
* EMP ID
SKILL LEVEL
DATE ACQUIRED

Relationship Relates SKILL and EMPLOYEE.

DEPARTMENT
* DEPT ID
DEPT NAME

Entity Describes the departments that employees
belong to.

BELONGS TO
* DEPT ID
* EMP ID

Relationship Relates DEPARTMENT and EMPLOYEE.

HEADS
* DEPT ID
* EMP ID

Relationship Relates DEPARTMENT and EMPLOYEE.

 1000



 Administrating

JOB
* JOB ID
JOB TITLE
JOB DESCRIPTION
REQUIREMENTS
MAX SALARY
MIN SALARY
NUMBER OF POSITIONS

Entity Describes the jobs employees perform
within the company.

PAYS
* JOB ID
* SALARY GRADE

Relationship Relates JOB and SALARY GRADE.

SALARY GRADE
* JOB ID
* SALARY GRADE
GRADE MIN SALARY
GRADE MAX SALARY

Entity Describes the salary grades for each
job; this weak entity was derived from
JOB because its attributes appeared as
repeating elements.

IS POSITIONED
* JOB ID
* EMP ID
SALARY
OVERTIME RATE
COMMISSION PERCENT
BONUS PERCENT
START DATE
TERMINATION DATE

Relationship Relates EMPLOYEE and JOB.

PROJECT
* PROJECT CODE
PROJECT DESCRIPTION
EST START DATE
ACT START DATE
EST END DATE
ACT END DATE

Entity Describes projects that employees work on
and lead.

WORKS ON
* PROJECT CODE
* EMP ID
WO START DATE
WO END DATE

Relationship Relates EMPLOYEE and PROJECT.

LEADS
* PROJECT CODE
* EMP ID

Relationship Relates EMPLOYEE and PROJECT

REPORTS TO
* WRKR EMP ID
* SUPR EMP ID
WRKR START DATE
WRKR END DATE

Relationship Relates those employees who are
supervisors to other employees who are
workers.
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MANAGES
* SUPR EMP ID
* WRKR EMP ID
SUPR START DATE
SUPR END DATE

Relationship Relates those employees who are workers
to other employees who are supervisors.

EMPLOYEE
* EMP ID
EMP NAME
SS NUMBER
EMP ADDRESS
EMP HOME PHONE
DATE OF BIRTH
DATE OF HIRE
DATE OF TERMINATION
STATUS

Entity Describes company employees.

INSURED BY
* EMP ID
* LIFE PLAN CODE

Relationship Relates EMPLOYEE and LIFE INS PLAN.

LIFE INS PLAN
* LIFE PLAN CODE
INSCO NAME
INSCO ADDRESS
INSCO PHONE
PLAN DESCRIPTION
GROUP NUMBER

Entity Describes a life insurance plan for each
employee.

CHOOSES
* EMP ID
* HEALTH PLAN CODE
* COVERAGE TYPE

Relationship Relates EMPLOYEE and COVERAGE.

COVERAGE
* HEALTH PLAN CODE
* COVERAGE TYPE
COVERAGE DESCRIPTION
SELECTION DATE
TERMINATION DATE

Entity Describes health coverage for each
employee.

SPECIFIES
* HEALTH PLAN CODE
* COVERAGE TYPE

Relationship Relates COVERAGE and HEALTH INS
PLAN.

HEALTH INS PLAN
* HEALTH PLAN CODE
GROUP NUMBER
INSCO NAME
INSCO ADDRESS
INSCO PHONE
PLAN DESCRIPTION

Entity Describes health insurance plans for
employees.
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PAYS FOR DENT
* HEALTH PLAN CODE
* COVERAGE TYPE
* DENTAL CLAIM ID

Relationship Relates COVERAGE and DENTAL CLAIM.

DENTAL CLAIM
* DENTAL CLAIM ID
EMP ID
COVERAGE TYPE
DATE OF CLAIM
PATIENT NAME
RELATION TO EMPLOYEE
PATIENT SEX
PATIENT DATE OF BIRTH
PATIENT ADDRESS
DENTIST LICENSE NUMBER
DENTIST NAME
DENTIST ADDRESS

Entity Describes a dental claim for an employee;
in this example, the DENTAL CLAIM entity
has an atomic key, DENTAL CLAIM ID.

LISTS A DP
* DENTAL CLAIM ID
* PROCEDURE ID

Relationship Relates DENTAL CLAIM and DENTAL
PROCEDURE.

DENTAL PROCEDURE
* DENTAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
dental claim; this entity was derived from
the DENTAL CLAIM entity because its
attributes appeared as repeating elements.

PAYS FOR HOSP
* HOSPITAL CLAIM ID
* HEALTH PLAN CODE
* COVERAGE TYPE

Relationship Relates COVERAGE and HOSPITAL
CLAIM.

HOSPITAL CLAIM
* HOSPITAL CLAIM ID
EMP ID
COVERAGE TYPE
DATE OF CLAIM
PATIENT NAME
RELATION TO EMPLOYEE
PATIENT SEX
PATIENT DATE OF BIRTH
PATIENT ADDRESS
DIAGNOSIS
HOSPITAL NAME
HOSPITAL ADDRESS
HOSPITAL PHONE
HOSPITAL CHARGES
ADMIT DATE
DISCHARGE DATE

Entity Describes a hospital claim for an employee.
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PAYS FOR PHY
* HEALTH PLAN CODE
* COVERAGE TYPE
* NON-HOSPITAL CLAIM ID

Relationship Relates COVERAGE and NON-HOSPITAL
CLAIM.

NON-HOSPITAL CLAIM
* NON-HOSPITAL CLAIM ID
EMP ID
COVERAGE TYPE
DATE OF CLAIM
PATIENT NAME
RELATION TO EMPLOYEE
PATIENT SEX
PATIENT DATE OF BIRTH
PATIENT ADDRESS
DIAGNOSIS
PHYSICIAN ID
PHYSICIAN NAME
PHYSICIAN ADDRESS
NUMBER OF NON-HOSP
PROCEDURES
PHYSICIAN CHARGES

Entity Describes a non-hospital claim for an
employee.

LISTS A NHP
* NON-HOSPITAL CLAIM ID
* NON-HOSPITAL
PROCEDURE ID

Relationship Relates NON-HOSPITAL CLAIM and NON-
HOSPITAL PROCEDURE.

NON-HOSPITAL PROCEDURE
* NON-HOSPITAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
hospital claim; this weak entity was
derived from the NON-HOSPITAL CLAIM
entity because its attributes appeared as
repeating elements.
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Data structure diagram showing Commonweather entities in first normal form

Data entities for Commonweather in second normal form

No changes were made to organize the information in second normal form.
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Data entities for Commonweather in third normal form

The bold entities and relationships were added to organize the information in third normal form.

Data Entity/ Relationship Description
OFFICE
* OFFICE CODE
OFFICE ADDRESS
OFFICE SPEED DIAL
OFFICE AREA CODE

Entity Describes the offices employees work in.

CALLS
* OFFICE CODE
* OFFICE PHONE

Relationship Relates OFFICE and PHONE.

PHONE
* OFFICE PHONE

Entity Describes office phones; this entity was
derived from the OFFICE entity because its
attributes appeared as repeating elements.

IS LOCATED
* OFFICE CODE
* EMP ID

Relationship Relates EMPLOYEE and OFFICE.
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SKILL
* SKILL CODE
SKILL NAME
SKILL DESCRIPTION

Entity Describes skills for each employee.

EXPERT IN
* SKILL CODE
* EMP ID
SKILL LEVEL
DATE ACQUIRED

Relationship Relates SKILL and EMPLOYEE.

DEPARTMENT
* DEPT ID
DEPT NAME

Entity Describes departments in which employees
work.

BELONGS TO
* DEPT ID
* EMP ID

Relationship Relates DEPARTMENT and EMPLOYEE.

HEADS
* DEPT ID
* EMP ID

Relationship Relates DEPARTMENT and EMPLOYEE.

JOB
* JOB ID
JOB TITLE
JOB DESCRIPTION
REQUIREMENTS
MAX SALARY
MIN SALARY
NUMBER OF POSITIONS

Entity Describes the jobs employees perform
within the company.

PAYS
* JOB ID
* SALARY GRADE

Relationship Relates JOB and SALARY GRADE.

SALARY GRADE
* JOB ID
* SALARY GRADE
GRADE MIN SALARY
GRADE MAX SALARY

Entity Describes salary grades for each job;
this entity was derived from the JOB
entity because its attributes appeared as
repeating elements.

IS POSITIONED
* JOB ID
* EMP ID
SALARY
OVERTIME RATE
COMMISSION PERCENT
BONUS PERCENT
START DATE
TERMINATION DATE

Relationship Relates JOB and EMPLOYEE.
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PROJECT
* PROJECT CODE
PROJECT DESCRIPTION
EST START DATE
ACT START DATE
EST END DATE
ACT END DATE

Entity Describes the projects that employees work
on.

WORKS ON
* PROJECT CODE
* EMP ID
WO START DATE
WO END DATE

Relationship Relates EMPLOYEE and PROJECT.

LEADS
* PROJECT CODE
* EMP ID

Relationship Relates EMPLOYEE and PROJECT.

REPORTS TO
* WRKR EMP ID
* SUPR EMP ID
WRKR START DATE
WRKR END DATE

Relationship Relates those employees who are
supervisors to other employees who are
workers.

MANAGES
* SUPR EMP ID
* WRKR EMP ID
SUPR START DATE
SUPR END DATE

Relationship Relates those employees who are workers
to other employees who are supervisors.

EMPLOYEE
* EMP ID
EMP NAME
SS NUMBER
EMP ADDRESS
EMP HOME PHONE
DATE OF BIRTH
DATE OF HIRE
DATE OF TERMINATION
STATUS

Entity Describes company employees.

INSURED BY
* EMP ID
* LIFE PLAN CODE

Relationship Relates EMPLOYEE and LIFE INS PLAN.

LIFE INS PLAN
* LIFE PLAN CODE
PLAN DESCRIPTION
GROUP NUMBER

Entity Describes the life insurance plan for each
employee.

CHOOSES
* EMP ID
* HEALTH PLAN CODE
* COVERAGE TYPE

Relationship Relates EMPLOYEE and COVERAGE.
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COVERAGE
* HEALTH PLAN CODE
* COVERAGE TYPE
COVERAGE DESCRIPTION

Entity Describes the health coverage chosen by
each employee.

SPECIFIES
* HEALTH PLAN CODE
* COVERAGE TYPE

Relationship Relates HEALTH INS PLAN and
COVERAGE.

HEALTH INS PLAN
* HEALTH PLAN CODE
GROUP NUMBER
PLAN DESCRIPTION

Entity Describes the health insurance for each
employee.

PROVIDES LIP
* LIFE PLAN CODE
* INSCO NAME

Relationship Relates INS CO and LIFE INS PLAN.

PROVIDES HIP
* HEALTH PLAN CODE
* INSCO NAME

Relationship Relates INS CO and HEALTH INS PLAN.

INS CO
* INSCO NAME
INSCO ADDRESS
INSCO PHONE

Entity Describes insurance companies; this entity
was derived from the LIFE INS PLAN
and HEALTH INS PLAN entities to avoid
transitive dependencies; in second normal
form, the attributes INSCO ADDRESS and
INSCO PHONE were transitively dependent
on the non-key attribute INSCO NAME.

PAYS FOR DENT
* HEALTH PLAN CODE
* COVERAGE TYPE
* DENTAL CLAIM ID

Relationship Relates COVERAGE and DENTAL CLAIM.

DENTAL CLAIM
* DENTAL CLAIM ID
DATE OF CLAIM

Entity Describes a dental claim for an employee;
in this example, the DENTAL CLAIM entity
has an atomic key, DENTAL CLAIM ID.

LISTS A DP
* DENTAL CLAIM ID
* PROCEDURE ID

Relationship Relates DENTAL CLAIM and DENTAL
PROCEDURE.

DENTAL PROCEDURE
* DENTAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
dental claim; this entity was derived from
the DENTAL CLAIM entity because its
attributes appeared as repeating elements.

DENT CLAIMED FOR
* DENTAL CLAIM ID
* DENTIST LICENSE NUMBER

Relationship Relates DENTIST and DENTAL CLAIM.

 1009



 Administrating

DENTIST
* DENTIST LICENSE NUMBER
DENTIST NAME
DENTIST ADDRESS
DENTIST PHONE

Entity Describes the dentist who performed dental
work for a patient; this entity was derived
from the DENTAL CLAIM entity to avoid
transitive dependencies; in second normal
form, the attributes DENTIST NAME and
DENTIST ADDRESS were transitively
dependent on the non-key attributes
DENTIST NAME and DENTIST ADDRESS
of the DENTAL CLAIM entity.

CLAIMS DENT
* DENTAL CLAIM ID
* PATIENT NAME
* EMP ID

Relationship Relates PATIENT and DENTAL CLAIM.

PAYS FOR HOSP
* HOSPITAL CLAIM ID
* HEALTH PLAN CODE
* COVERAGE TYPE

Relationship Relates COVERAGE and HOSPITAL
CLAIM.

HOSPITAL CLAIM
* HOSPITAL CLAIM ID
EMP ID
COVERAGE TYPE
DATE OF CLAIM
HOSPITAL CHARGES
ADMIT DATE
DISCHARGE DATE
DIAGNOSIS

Entity Describes a hospital claim for an employee.

HOSP CLAIMED FOR
* HOSPITAL CLAIM ID
* HOSPITAL NAME

Relationship Relates HOSPITAL CLAIM and HOSPITAL.

HOSPITAL
* HOSPITAL NAME
HOSPITAL ADDRESS
HOSPITAL PHONE

Entity Describes the hospital in which a patient
was treated; this entity was derived from
the HOSPITAL CLAIM entity to avoid
transitive dependencies; in second normal
form, the attributes HOSPITAL ADDRESS
and HOSPITAL PHONE were transitively
dependent on the non-key attribute
HOSPITAL NAME of the HOSPITAL CLAIM
entity.

CLAIMS HOSP
* HOSPITAL CLAIM ID
* PATIENT NAME
* EMP ID

Relationship Relates PATIENT and HOSPITAL CLAIM.

PAYS FOR PHY
* HEALTH PLAN CODE
* COVERAGE TYPE
* NON-HOSPITAL CLAIM ID

Relationship Relates COVERAGE and NON-HOSPITAL
CLAIM.

NON-HOSPITAL CLAIM
* NON-HOSPITAL CLAIM ID
DATE OF CLAIM
DIAGNOSIS

Entity Describes a non-hospital claim for an
employee.
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LISTS A NHP
* NON-HOSPITAL CLAIM ID
* PROCEDURE ID

Relationship Relates NON-HOSPITAL CLAIM and NON-
HOSPITAL PROCEDURE.

NON-HOSPITAL PROCEDURE
* NON-HOSPITAL CLAIM ID
* PROCEDURE ID
PROCEDURE DESCRIPTION
PROCEDURE FEE
SERVICE DATE

Entity Describes the procedures for a particular
non-hospital claim; this entity was derived
from the NON-HOSPITAL CLAIM entity
because its attributes appeared as
repeating elements.

PHYS CLAIMED FOR
* NON-HOSPITAL CLAIM ID
* PHYSICIAN ID

Relationship Relates NON-HOSPITAL CLAIM and
PHYSICIAN.

PHYSICIAN
* PHYSICIAN ID
PHYSICIAN NAME
PHYSICIAN ADDRESS
PHYSICIAN PHONE

Entity Describes a physician who performed a
service for a patient; this entity was derived
from the NON-HOSPITAL CLAIM entity to
avoid transitive dependencies; in second
normal form, the attributes PHYSICIAN
NAME, PHYSICIAN ADDRESS, and
PHYSICIAN PHONE were transitively
dependent on the non-key attribute
PHYSICIAN ID of the NON-HOSPITAL
CLAIM entity.

CLAIMS NHOSP
* NON-HOSPITAL CLAIM ID
* PATIENT NAME
* EMP ID

Relationship Relates NON-HOSPITAL CLAIM and
PATIENT.

PATIENT
* EMP ID
* PATIENT NAME
RELATION TO EMPLOYEE
PATIENT SEX
PATIENT DATE OF BIRTH
PATIENT ADDRESS

Entity Describes a patient who makes a claim;
this entity was derived from the DENTAL
CLAIM, HOSPITAL CLAIM, and NON-
HOSPITAL CLAIM entities to avoid
transitive dependencies; in second
normal form, the attributes RELATION TO
EMPLOYEE, PATIENT SEX, PATIENT
DATE OF BIRTH, and PATIENT ADDRESS
were transitively dependent on the non-key
attributes PATIENT NAME and EMP ID of
the DENTAL CLAIM entity; PATIENT is a
weak entity related to EMPLOYEE.
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Data structure diagram showing Commonweather entities in third normal form

Validating the Logical Design
 

The final test of a logical design is whether it provides all the information needed for application processing. To verify that
your logical database design is complete, you need to simulate the flow of each business processing function through the
database.

Tracing the Access Path

An access path shows the order in which data entities and their attributes are retrieved in the course of application
processing. By tracing the access path of each general and specific business function, you can determine whether the
database will support the processing needs of your organization. For clarity and readability, you need to draw a separate
access path diagram for each business function.
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Follow these steps:

1. Identify the entry point for the function. The entry point for a function is the first entity that it accesses in the
database. You can determine the entry point for a function by analyzing the description of the function. (See Section3,
"Analyzing the Business System".) From the description of a particular function, you need to determine the most direct
way to carry out the function.

2. Identify all entities and relationships that must be accessed. First make a list of all attributes required by the
application. Then identify the entities and relationships that contain those attributes.

3. Trace the direction of data flow. To distinguish the direction of data flow from those lines that represent data
relationships, you need to draw dotted lines to indicate the flow:
a. Draw a dotted line from outside the diagram to the entry-point entity.
b. Draw a dotted line through all entities and relationships that must be accessed. Do not be concerned about what

keys might be necessary to move from one entity type to another. Retrieve an entity only if it has the attributes that
you need to display or modify in some way.

c. Indicate the direction of data flow by drawing an arrow at the end of each dotted line.
4. Determine the type of access. Indicate on the access path diagram the type of access for each entity or relationship:

– R -- Read
– C -- Change
– A -- Add
– D -- Delete

Sample Access Path Diagram

The following diagram illustrates a sample access path diagram for a general business function and its specific
transactions.

As you trace the flow of each function, you may find that a particular application requires data that is not documented
in the logical design. In the event that this happens, you need to make changes to the design to include this data. Once
you have determined that the design contains all necessary data, you are prepared to develop a physical model for the
database.

 

 

 

 

 

 

 1013



 Administrating

Introduction to Physical Design
The database designer is responsible for efficient access to the database no matter how that database is implemented.
This means that a complete logical and physical database design must take place prior to implementation.

In the first seven sections, you worked through the process for creating a logical database design, that is based on
business functions and rules. You are now ready to make physical design decisions.

What is physical database design?

Physical database design is the process of tailoring the logical model to specific application performance requirements.
During this phase of database design, you need to plan the best use of computer storage resources and provide for the
most efficient data access.

At the conclusion of the logical design process, you should have documentation that represents the data model required
to support the organization's information resource. As a result of normalization, you should also have an organized list
of data entities. With these resources, you are prepared to make intelligent decisions about how to optimize database
performance. This is the physical database design process.

Steps in the Physical Database Design Process
The physical database design process involves creating a base physical design followed by refinements based on the
implementation choice. The physical database design process involves the following steps:

1. Create a preliminary data structure diagram based on the logical database design.
2. Identify application performance requirements.
3. Assign location modes.
4. Evaluate and refine the physical database design.
5. Choose physical tuning options.
6. Minimize contention among transactions.

Physical Database Structures
 

Once you created your design, you perform the necessary calculations to determine the amount of space required by your
database and implement the database design using SQL or non-SQL data definition statements.

No matter how you choose to define the database, certain physical database structures are used by CA IDMS/DB to
implement your design.

Areas and Pages

CA IDMS/DB subdivides the physical database into separate areas, each consisting of a set of contiguously numbered
pages.

Areas are stored in operating system files, each page corresponding to one or more direct access blocks. CA IDMS/DB
usually transfers an entire page of data in a single input/output operation.

While some database pages are reserved for space management, the majority of pages are used to hold user data in the
form of entity occurrences. Each entity occurrence corresponds to a single row of an SQL-defined table or an instance of
a record defined by a non-SQL schema.

A page can contain as many entity occurrences as space availability permits.
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Segments

A segment defines the areas and files that contain the data in the database. A segment represents a physical database
usually defined by a single schema. For the database to access the segment at runtime, the segment must be included in
the definition of a DMCL.

DMCL

A DMCL is a collection of segment definitions that can be accessed in a single execution of CA IDMS/DB. The DMCL also
specifies buffer characteristics, describes the buffer and files for journaling database activity, and identifies a database
name table that the database uses at runtime to map a logical (or schema) definition of the database to specific segments.

A DMCL exists as a load module in a load (core-image) library and is used at runtime to determine where data required by
an application is physically stored.

For more information on segments and the DMCL, see the Administrating CA IDMS Database.

Database Keys

CA IDMS/DB assigns a database key (db-key) to each record occurrence when it is entered into the database. The
database key is the concatenation of the number of the page on which a record occurrence is stored and a line number.
A line number is an index to an eight-byte structure called a line index. The line index is used to locate the record
occurrence within the page. The database key uniquely identifies the record with which it is associated and never changes
as long as the record remains in the database.

Structure of the Physical Database

The diagram below shows how areas, pages, and entity occurrences appear in the database.

The EMPDATA database area contains four pages and five entity occurrences. Each of the entity occurrences is uniquely
identified by a database key. For example, the database key for the Mary Bliss occurrence is 1001:1.

 1015



 Administrating

SQL and Non-SQL Definitions
In CA IDMS, you have the choice of implementing your database design with either SQL or non-SQL definition
statements. The choice of which definition language to use is based on the specific needs of your application.

Most of the physical design process is the same, regardless of which language is chosen. In those few areas of design
implementation where the options differ for SQL and non-SQL, those options are clearly noted in this section.

Likewise, there are some variances in the terminology used with each of the implementation languages. The
accompanying table outlines sets of equivalent terminology.

Table of Terms

Logical/Physical Design Terminology SQL Terminology Non-SQL Terminology
Entity Table Record type
Entity occurrence Row Record occurrence
Data element Column Field/element
CALC location mode CALC location mode CALC location mode
Clustered location mode Clustered location mode VIA location mode
Parent Referenced table Owner
Child Referencing table Member
Relationship Referential constraint Set
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Index Index Index

Creating a Preliminary Data Structure Diagram
To derive a preliminary data structure diagram from an entity-relationship diagram, you need to do the following in the
order listed:

Represent Entities

Entities

Each entity in the logical database design is represented by an entity on the preliminary data structure diagram as shown
below.

Each attribute identified during the logical database design process becomes a data element in the physical design. The
names you used in the logical database design are also used in the physical design process.

Representing Relationships as Entities

Certain relationships defined during the logical design process should be represented as entities in the preliminary data
structure diagram. These include:

• Relationships carrying non-key data
• Many-to-many relationships

Another type of relationship, the self-referencing relationship, can become a separate entity in the preliminary data
structure diagram or can carry the key to the relationship as a foreign key.

Each of these types of relationships is discussed below.

Relationships carrying non-key data

While most data relationships defined in the logical design contain only foreign keys, some carry both keys and non-key
data. Relationships that contain non-key data must be represented as entities as you continue with the physical database
design.

For example, because the relationship IS POSITIONED IN carries both keys and non-key data, it must be represented as
an entity. Give this new entity an appropriate name.
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Keys Non-key data

JOB ID
EMP ID

SALARY
OVERTIME RATE
COMMISSION PERCENT
BONUS PERCENT
START DATE
TERMINATION DATE

However, the relationship IS LOCATED should not be represented as an entity because it contains only key information:

   OFFICE CODE (key)

   EMP ID (key)

Many-to-many relationships

In a physical database design, you establish connections between related entities through one-to-many or one-to-
one relationships. Each many-to-many relationship defined in the logical design must be converted to two one-to-many
relationships. To make this change, you need to represent each many-to-many relationship as an entity, whether it
contains non-key data or not. When you derive an entity from a many-to-many relationship, you create two one-to-many
relationships, as shown below.

In the Commonweather Corporation, an employee can possess as many as five skills and a specific skill can be held by
many employees. This situation establishes a many-to-many relationship between the SKILL and EMPLOYEE entities.
Before you implement such a relationship under CA IDMS/DB, you must first create a new entity.

By replacing the many-to-many relationship between EMPLOYEE and SKILL with a new entity, you create two one-to-
many relationships:

• A one-to-many relationship is created between EMPLOYEE and the entity EXPERTISE.
• Another one-to-many relationship is created between SKILL and EXPERTISE.

Name the new entities appropriately.
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Self-referencing relationships

A self-referencing relationship allows users to combine information from different occurrences of the same entity.
For example, to relate different employees in a company, an application program might combine data from different
occurrences of the EMPLOYEE entity. A database user can then show employees and the managers they report to.

You may find more than one self-referencing relationship on a particular entity. If the relationships use the same keys, they
are probably mirror images of each other. For example, MANAGES and REPORTS TO are two side of the same coin.
Since they both use the same key and carry the same data, they are really one relationship.

Replace the self-referencing relationship with an entity if any of the following are true:

• If the self-referencing relationship carries data (for example, the date that the employee began to work for this
manager)

• If you want to carry historical information (such as what managers an employee has had)
• If the self-referencing relationship is a many-to-many relationship

Replace the self-referencing relationship with an entity, specifying two relationships between the original entity and the
new entity. These relationships can be one-to-many or one-to-one, depending on the logic behind them.

The following diagram shows how you might resolve a self-referencing relationship into an entity having two relationships
with the primary entity: one one-to-many relationship and one one-to-one relationship. The new entity contains further
information on the relationship between manager and employees.
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If none of the above conditions apply, you can represent the relationship simply using a foreign key. In this case, the
key of the manager would be carried as a foreign key in the EMPLOYEE entity. This approach will require fewer storage
resources and therefore is recommended in those situations where it can be used.

Represent Relationships Between Entities

In the logical design process, you represented relationships between entities with diamonds and identified the keys
associated with the relationship.

During the previous step ("Representing Entities") you changed each many-to-many relationship to two one-to-many
relationships by creating a new entity. All relationships between entities should now fall into only two categories:

• One-to-many relationships
• One-to-one relationships

Representing the relationships

To represent the relationships in the preliminary data structure diagram, perform the following steps:

1. For each relationship, draw a line between the related entities.
2. For each one-to-many relationship, place an arrow on the line between the entities to identify the "many" side of

the relationship.
3. For each one-to-one relationship, do not draw an arrow on the line between the entities.
4. Name the relationship. Usually the name is a concatenation of the two entities it relates.

For example, the relationship between OFFICE and EMPLOYEE could be called OFFICE-EMPLOYEE and the
relationship between SKILL and EXPERTISE could be called SKILL-EXPERTISE.

5. Indicate the foreign key.
The foreign key will be shown as part of the definition of the relationship.

Foreign keys in a one-to-many relationship

In a one-to-many relationship, the key of the one entity is carried as a foreign key in the many entity.
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For example, in the relationship between the entities OFFICE and EMPLOYEE, the key for the OFFICE entity (the one
entity) is carried as a foreign key in the EMPLOYEE entity (the many entity).

Add the foreign key to the list of data elements associated with the appropriate entity and indicate each foreign key on
the data structure diagram, as described below:

1. Under the relationship name, indicate the foreign key used in the relationship.
For example, specify OFFICE CODE under the OFFICE-EMPLOYEE relationship to indicate that the data element
OFFICE CODE is a foreign key for that relationship.

2. Rename foreign keys used to establish self-referencing relationships. Like any other entity that was originally
a logical relationship, the entity used to define a self-referencing relationship carries as foreign keys the keys from
each of the entities it relates. However, in this type of relationship, the two foreign keys must be derived from the same
entity, EMPLOYEE.
To avoid having two data elements with the same name (EMP ID) as keys to the entity, assign unique names to the
foreign keys. For example, you might name the keys MGR ID and EMP ID to distinguish managers from workers.

NOTE
The foreign key in a self-referencing relationship must be nullable. If it were not nullable, the first piece of data
stored could not satisfy the referential integrity of the relationship. For example, the first employee stored would
carry a manager ID that would not match an existing employee ID, as the integrity of the relationship requires. If
the self-referencing relationship carries data, that data must also be nullable.

Foreign keys in a one-to-one relationship

In a one-to-one relationship, the foreign key can be placed in either entity participating in the relationship. Usually, you
can conserve space by placing the foreign key in one of the two entities. For example, if there is a relationship between
DEPARTMENT and EMPLOYEE to indicate which employee is head of a department, you can conserve space by placing
the EMP ID of the head of the department in the DEPARTMENT entity rather than the other way around since there will
typically be far more employees than departments.

Diagramming relationships between entities

The diagram below shows a portion of the data structure diagram for Commonweather after your changes have been
made.
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Estimate Entity Lengths

Once the entity types have been identified, you should estimate the length of each entity. To calculate each entity's length,
add up the length of the data elements contained in the entity. Don't forget to include foreign keys residing in that entity. If
the entity has a variable length, estimate the maximum possible length of the entity.

Although the lengths of entities may change as you refine the physical design, it is useful to have an estimate of the size
of an entity during the design process.

Indicating the length

Once you have determined the length of a particular database entity, you can indicate this information in the data structure
diagram. The example below shows the OFFICE entity with a length of 55.

Preliminary Data Structure Diagram Example
Following is the preliminary data structure diagram that represents entities, relationships, foreign keys, and estimated
entity lengths:
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Identifying Application Performance Requirements
After creating the preliminary data structure diagram, you need to interview company employees who can help you
determine the application requirements for the database so that you can refine that database structure.

Performance and storage requirements

As you gather information from users, you need to identify both the performance and storage requirements of the system:

• Establish performance requirements for transactions.
• Prioritize transactions.
• Determine how often each transaction will be executed.
• Identify access requirements for each transaction.
• Determine the database entry point and access key for each transaction.
• Project growth patterns.
• Determine the number of entity occurrences in each relationship.
• Determine how often each database entity will be accessed.

The requirements of the system determine how you should design the physical database model. For example, the
requirements of a particular application can help you to define the page size for a database area.

Making design decisions

You will use the information that you gather at this stage in the physical design process to make several design decisions
later on, as shown below.

Information gathered in this section Used in...
Performance requirements for transactions
Transaction priorities
Access requirements
Database entry points and access keys

Refining the Physical Design (Section12)

How often each transaction will be executed
How often each entity will be accessed

Minimizing Contention Among Transactions (Section14)

Projected growth patterns
Number of entity occurrences in each relationship

Determining the Size of the Database (Section15)

 

 

Establishing Performance Requirements for Transactions
Employees depend on fast computer turnaround to accomplish their day-to-day work. To ensure satisfactory turnaround
time, you should establish performance requirements for the system.

Since company personnel have varying information requirements, you need to define separate performance requirements
for each transaction. While some transactions perform high-volume, routine processing, such as payroll, inventory, and
budgets, others enable end users to make ad hoc requests for information.

Company personnel measure the efficiency of a transaction by the amount of work it can perform and the amount of time
it requires to perform the work. If you help employees to define realistic expectations of transaction performance, you can
set performance requirements for the system that will be acceptable to the user community.

Processing modes
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For each transaction, select a mode of computer processing that meets the needs of users without degrading system
performance. For example, you might decide to execute a high-volume processing task as a batch job, while allowing end
users to make ad hoc requests for data through an online application.

Once the processing mode has been established, define appropriate performance requirements for the transaction.
Your requirements will vary depending on the mode of processing: while a 12-hour turnaround time might be acceptable
for a large batch program, a 5-minute response time will be unsatisfactory for an online application.

Sample Transactions

The following table shows performance requirements for three sample transactions at the Commonweather Corporation.

Transaction Processing Mode Time
Add or delete a claim Online 3 seconds
List of employees for an office Batch 15 minutes
Show salary grade for all jobs Online 6 seconds

Considerations

Your requirements should take into consideration the resources available with the computer system. If the resources are
not adequate to meet the established performance requirements, you will need to modify the expectations of the user
community or acquire additional resources.

Prioritizing Transactions
Every data processing department must prioritize requests for transactions. For example, when a high-level executive
requires access to vital organization information, the data processing department tries to provide this information
immediately.

As the DBA, you are responsible for ensuring that critical transactions execute in an efficient manner. To optimize
performance, you need to schedule data processing tasks according to specific organization priorities.

Assigning priorities to transactions

The following table shows how you might prioritize three typical transactions.

Establish a HIGH priority for transactions that are vital to the operations of the organization. For example, you might
specify a HIGH priority for a transaction that services the information needs of upper-level managers in the organization.

Sample Transactions

Transaction Processing Mode Time Priority
Add or delete a claim Online 3 seconds High
List of employees for an office Batch 15 minutes Medium
Show salary grade for all jobs Online 6 seconds Low

Determining How Often Transactions Will Be Executed
Early in the design process, you need to determine how often each transaction will be executed. This can give you an
indication of how the transaction might affect the overall performance of the system.

To determine how often particular transactions will be executed:
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• Find out the hours when each transaction will be run.
• Create a preliminary schedule of batch update and reporting program runs.
• Once you have created a schedule of processing jobs, estimate how often each transaction will be executed during the

hours when it is typically run.

Sample transactions

The following table shows how often three typical transactions will be executed.

Transaction Processing Mode Time Priority Frequency of Access
Add or delete a claim Online 3 seconds High 100/day
List of employees for an
office

Batch 15 minutes Medium 5/week

Show salary grade for all
jobs

Online 6 seconds Low 5/week

Identifying Access Requirements
You identify access requirements for each transaction by analyzing the business functions documented during the logical
design process. Different business functions require different access to the database.

Business function

The following business function specifies that you need to access the SKILL, EXPERTISE, and EMPLOYEE entities:

Add a skill for an employee.

Sample transactions

Transaction Processing Mode Time Priority Frequency of
Access

Access
Requirements

Add or delete a claim Online 3 seconds High 100/day EMPLOYEE CLAIM
List of employees for
an office

Batch 15 minutes Medium 5/week OFFICE EMPLOYEE

Show salary grade
for all jobs

Online 6 seconds Low 5/week JOB SALARY
GRADE

Determining the Database Entry Point and Access Key for Each Transaction
You need to determine the first entity that each transaction accesses in the database. Identifying entry points can point out
the need for extra indexes, or, as will be seen in Determining How an Entity Should Be Stored, the need for an entity to be
stored with a location mode of CALC.

You can determine the database entry point and the data element that is used as an access key for a transaction by
reviewing the access path diagram that you developed for the transaction during the logical design process. Specify the
name of the entity and the data element that is used to access the entity.

Sample transactions

 1026



 Administrating

The following table shows the database entry points and access keys for three typical transactions.

Transaction Processing
Mode

Time Priority Frequency of
Access

Access
Requirements

Entry Point

Add or delete a
claim

Online 3 seconds High 100/day EMPLOYEE
CLAIM

EMPLOYEE
(EMP ID)

List of employees
for an office

Batch 15 minutes Medium 5/week OFFICE
EMPLOYEE

OFFICE (OFFICE
CODE)

Show salary
grade for all jobs

Online 6 seconds Low 5/week JOB SALARY
GRADE

JOB (None)

Projecting Growth Patterns
Projecting the minimum, most frequent, and maximum number of entity occurrences helps you to determine how much
space is required to support a database. These projections should be for a specified period of time.

To structure the database correctly, you need to make the following projections for each entity:

• Minimum number of occurrences -- Identifies the starting point for the database and, when compared to the maximum,
gives you an idea of the projected growth.

• Most typical number of occurrences -- Identifies the number of occurrences seen most frequently in the database (the
mode). This number is used in determining the number of entity occurrences in a relationship and during performance
analysis.

• Maximum number of occurrences -- Identifies the largest expected number of occurrences of this entity. This figure is
used for sizing the database.

Sample number of entity occurrences

Entity Name Minimum Most Frequent Maximum
DEPARTMENT 9 15 20
EMPLOYEE 560 1000 1500
OFFICE 36 90 150
JOB 41 80 120
SKILL 68 80 120
STRUCTURE 1000 1500 2000
EMPOSITION 2000 2500 3000
EXPERTISE 3000 3500 4000
COVERAGE 1000 4000 6000
LIFE INS PLAN 3 4 5
HEALTH INS PLAN 5 10 10
INS CO 5 10 15
HOSPITAL CLAIM 800 3000 5000
NON-HOSPITAL CLAIM 1000 4000 6000
DENTAL CLAIM 2500 5000 7000
PATIENT 2000 5000 7000
DENTIST 100 300 1000
PROJECT 350 500 1000
NON-HOSPITAL PROCEDURE 2000 5000 8000
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DENTAL PROCEDURE 4500 7000 9000
PHYSICIAN 100 300 1000
HOSPITAL 50 100 300
WORKER 560 3000 5600

Determining the Number of Entities in Each Relationship
To determine the sizing characteristics of the database, you will need to know the number of entities in each data
relationship. For example, you will need to know the number of employees in each department to allow for effective
placement of the EMPLOYEE and DEPARTMENT database entities.

Document both the expected and maximum number of entities in each relationship. If these numbers cannot be provided,
use the statistics on numbers of entity occurrences that are gathered earlier to determine the numbers. For example, you
can calculate the maximum number of employees in each department by dividing the maximum number of EMPLOYEE
entity occurrences by the maximum number of DEPARTMENT entity occurrences.

Sample numbers of relationship entity occurrences

The following table shows the projected number of entity occurrences in three sample data relationships.

Relationship Expected Maximum
Employees in each department 66 75
Employees in each office 8 20
Positions for each employee 2 5

Determining How Often Each Entity Will Be Accessed
If you know how often each entity will be accessed, you will be able to predict potential bottlenecks in the system. To
estimate how frequently each entity will be accessed:

• Review the database access path of each transaction that uses the entity.
• Analyze the frequency with which each transaction will be executed.

Sample entity access rates

The following table shows how often three sample database entities might be added, deleted, updated, or retrieved in the
course of business at Commonweather Corporation.

Entity Name Adds Deletes Updates Reads
DEPARTMENT 3/year 3/year 1/week 25/day
EMPLOYEE 4/month 3/month 8/week 100/day
JOB 1/week 1/week 5/week 25/day

Determining How to Store an Entity
This article discusses the first step in the refinement process—assigning location modes to the entities in the database,
after you create a preliminary data structure diagram and gather the information necessary to refine the diagram.
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Location Modes
To ensure efficient database performance, plan the best use of computer storage resources and provide for the most
efficient data access. Several facilities are available under CA IDMS/DB for this purpose. By minimizing the number of
input/output operations that are performed against the database, these facilities ensure optimal processing performance.

The data location modes in CA IDMS/DB provide you with the following capabilities:

Randomization

CALC location mode

CA IDMS/DB allows users to distribute occurrences of a particular entity randomly across the area to which it is assigned.
Randomization of entity occurrences is achieved with the CALC location mode.

When you specify CALC for an entity, the database uses a randomizing algorithm to calculate a storage page for each
occurrence of that entity; the calculation is based on the value of a symbolic key (named the CALC key).

The following diagram shows the use of the CALC location mode to randomize entity occurrences.
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CA IDMS/DB stores an occurrence of a CALC entity on or near a calculated storage page. The entity is placed directly on
the preferred page if sufficient space exists. Otherwise, it is placed on the next page within the area where sufficient space
exists. If the end of the area is reached in the search for space, CA IDMS/DB wraps around to the beginning of the area.

Purpose of the CALC location mode

The purpose of the CALC location mode is twofold:

• Direct retrieval by symbolic key, enabling retrieval of an entity occurrence with a single read operation. Retrieval
of an entity located CALC involves knowing only the value of its CALC key; the database automatically converts the
CALC key into the correct page number when the entity is requested. For more information concerning the use of
numeric fields within a record of the CALC key, see Zoned and Packed Decimal Fields as IDMS Keys.

• Random distribution of entity occurrences over all the pages in an area. This reduces overflow conditions and
leaves space for clustered entity occurrences. For further information on overflow conditions, see General Database
Sizing Considerations.

Clustering

Clustering enables you to group entity occurrences that are likely to be accessed together. When you request clustering,
the database stores each entity occurrence as close as possible to another occurrence to which it is logically related.

Minimizing read operations

By storing related entity occurrences on or near the same page, clustering minimizes the number of read operations
that are required to access the database. Clustering could, for example, be used to retrieve a DEPARTMENT entity
occurrence and its related EMPLOYEE entity occurrences with a single read operation.

Clustering enhances processing performance by grouping entity occurrences that are likely to be accessed together. For
example, clustering could be used to store employees CRANE, GARDNER, and FONRAD on the same database page
as the OPERATIONS department, the department to which these employees belong. All four entity occurrences could be
retrieved with a single read operation.
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Clustering methods

CA IDMS/DB supports the following methods of clustering entity occurrences:

• Clustering through a relationship allows you to cluster entity occurrences related through a relationship. This causes an
entity (the child) to be stored as close as possible to the entity it references (the parent).
If assigned to the same area, child occurrences will target to the same page as their parent.
When assigned to a different area, child occurrences are stored at the same relative position in their area as the parent
occurrence is in its area.
This is the most efficient means of clustering two or more related entities.
To indicate clustering through a relationship, you specify a location mode of CLUSTERED and the name of the
relationship around which this entity is to be clustered.
For further information on how CA IDMS/DB clusters entity occurrences, see Administrating CA IDMS Database.

• Clustering through an index allows you to cluster entity occurrences based on the value of a symbolic key. If clustering
using an index, all occurrences having the same (or similar) index key values are targeted to the same database page.
This has the effect of maintaining entity occurrences physically in sequence by the value of the key.
This is the most efficient means of ordering data occurrences if multiple occurrences are often retrieved in the
sequence of their key values. However, its benefit is minimized if frequent additions and deletions cause entity
occurrences to be stored out of sequence due to overflow conditions.
To indicate clustering through an index, you specify a location mode of CLUSTERED and the name of the index
around which this entity is to be clustered.
For more information on indexes, see Refining the Database Design.

• Clustering using the CALC location mode allows you to cluster entities related through a shared data element. You
assign the CALC location mode to each entity, defining corresponding data elements as CALC keys.
When the CALC location mode is specified for two entities, CA IDMS/DB stores all entity occurrences that have the
same CALC key value on or near the same database page.
This is a means of clustering entities even if no relationship exists but does not work well for extremely volatile or high-
volume entities. Frequent additions and deletions of entity occurrences may increase the likelihood of contention and, if
many occurrences target to the same page, overflow conditions will increase I/O rates.
To indicate clustering using the CALC location mode, you specify a location mode of CALC for each entity, defining
identical data elements as CALC keys.

Guidelines for Determining How an Entity Should Be Stored
Guidelines for assigning location modes to entities are shown below. As you determine how you want to store each entity,
indicate this information on your data structure diagram.
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The decision operations in the chart are discussed below, followed by a discussion of how to assign data location modes
to entities in the Commonweather Corporation database.

Is This Entity Both a Parent and a Child?

Ask this question of every entity that is identified in the logical database design.

If the answer to this question is Yes for an entity, the entity is involved in multiple relationships. Decide which, if any, of
these relationships you use for clustering.
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Is There Optimal Relationship Clustering for This Entity?

If the entity is involved in multiple relationships in which it is both the parent and child, it may be possible to cluster this
entity around another related entity. Optimal clustering means that application programs access this entity most often
with another entity and clustering can be used effectively.

Clustering through a relationship is one of the most effective ways of reducing I/Os when related entity occurrences are
retrieved together. Therefore, if applications accessing this entity frequently access related entities, you should generally
cluster the child entities through the relationship.

NOTE
If the size of all clustered entity occurrences is too large, the benefit of clustering might be negated because
several I/Os are required to access the entire cluster.

If there is no optimal clustering, the entity should be stored CALC, providing both an alternate entry point into the
database and a parent around which other entities can be clustered.

Example

An example of such an entity is the EMPLOYEE entity. This entity is both a parent and a child but has no optimal
clustering.

The COVERAGE entity, on the other hand, is both a parent and child but can be clustered optimally around the
EMPLOYEE-COVERAGE relationship because access is most often with the EMPLOYEE entity, and multiple
COVERAGE entity occurrences relating to a particular employee are often accessed simultaneously.

Is This a Parent Entity but Not a Child Entity?

Ask this question for each entity that does not exist as both a parent and a child.

An entity that exists only as a parent entity is often used as an entry point into the database. For this reason, it is
advisable to have a fast access key on the entity.

The CALC location mode generally is a better choice than an index key because:

• It requires fewer I/Os to access an entity using a CALC key.
• The CALC algorithm randomizes entity occurrences, thus allowing space to cluster related entity occurrences.

Example

An example of a parent entity but not a child entity is the DEPARTMENT entity. This entity should be stored CALC based
on the DEPT ID.

Is This a Child Entity but Not a Parent Entity?

Ask this question of each entity that exists neither as a parent and child, nor as only a parent.

An entity that acts as a child but not a parent is not usually used as an entry point into the database. This entity often can
be stored clustered around one of its parent entities.

Clustering through a relationship is one of the most effective ways of reducing I/Os when related entity occurrences are
retrieved together. Therefore, if applications accessing this entity frequently access related entities, you should generally
cluster the child entities through the relationship.

NOTE
If the size of all clustered entity occurrences is large, the benefit of clustering might be negated because it
requires several I/Os to access the entire cluster.

Example
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An example of a child entity but not a parent is the EXPERTISE entity. An occurrence of this entity is most frequently
accessed through its associated EMPLOYEE entity occurrence. Therefore, it can be stored clustered around the EMP-
EXPERTISE relationship.

Is Generic Retrieval Required and Is the Entity Relatively Static?

The only entities left to ask this question of are standalone entities and child-only entities having no optimal clustering.

You should choose CALC location mode if application programs always retrieve this entity using its full key or if it is
relatively dynamic (that is, many additions, deletions, or key changes).

If an entity is relatively static and multiple occurrences are often retrieved together, it is most effective to cluster the entity
through an index defined on the most-commonly used access key.

If the entity is not static, but often participates in multi-occurrence retrievals, cluster the entity on an index defined on its
db-key. For more information on indexes, Section12, "Refining the Database Design"

Graphic Conventions
 

Graphic conventions are used to represent both the location mode and indexes.

Conventions for Specifying Location Mode

To indicate your location mode decision on the data structure diagram, you need to name the method (CALC or
CLUSTERED). If the entity is to be stored CALC, name the CALC key. If the entity is to be clustered, name the
relationship or the index it is to be clustered around.

The diagram below shows how your location method decisions are indicated on the diagram. The EMPLOYEE entity
has a location mode of CALC. Its CALC key is the data element EMP ID and duplicates of this key are not allowed; the
key must be unique. The second example is the DENTAL CLAIM entity, which has a location mode of CLUSTERED.
Occurrences of this entity will be clustered around the COVERAGE-CLAIMS relationship.

The following characteristics of the entities are indicated on the diagram:
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• Entity name -- The name of the entity
• Length -- The estimated data length (in bytes) for fixed-length entities; the maximum length for variable-length entities.

This information is used in database sizing.
• Location mode -- How the entity is stored in the database (CALC or CLUSTERED).
• CALC-key, relationship name, or index name -- The name of the CALC-key field (CALC entities) or the name of the

relationship around which this entity is to be clustered (if the entity is to be clustered around a relationship), or the
name of the index around which this entity is to be clustered (if the entity is to be clustered around an index).

• Dup opt (CALC entities only) -- The duplicates option: the disposition of entities with duplicate CALC keys (U for unique
or blank for non-unique).

Conventions for Representing Indexes

To represent an index on the data structure diagram:

• Use a triangle to represent the index.
• Specify a name for the index.
• Identify the data element name(s) that are to be indexed.
• Specify whether duplicate indexed keys are allowed (blank) or not allowed (U).

Sample index representation

The following diagram shows the standard CA IDMS/DB notation for an index. The index allows the DBMS to access
all EMPLOYEE entity occurrences in the database based on the last name/first name in ascending order. Duplicate last
name/first name combinations are allowed.

Location Modes for Entities

By following the guidelines presented in this section, you can assign appropriate location modes to the entities in your
database. The following table is an example shows how the location mode was decided for each entity a database.

Is this entity... Both parent and
child?

With optimal
clustering?

Parent and not
child

Child and not
parent (w/optimal
clustering)?

Generic retrieval
and relatively
static?

DEPARTMENT N - Y - -
OFFICE N - Y - -
PROJECT Y N - - -
INS CO N - Y - -
LIFE INS PLAN N - N N Y
HEALTH INS Y N - - -
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PLAN Y N - - -
NON-HOSPITAL N - N N -
CLAIM Y N - - -
DENTAL CLAIM N - Y - -
HOSPITAL Y N - - -
PHYSICIAN N - Y - -
DENTIST N - Y - -
EMPLOYEE N - Y - -
JOB      
SKILL      
PATIENT      

Location mode: Store CALC on primary key. For example, store the EMPLOYEE entity CALC on EMP ID.

Is this entity... Both parent and
child?

With optimal
clustering?

Parent and not
child

Child and not
parent (w/optimal
clustering)?

Generic retrieval
and relatively
static?

EMPOSITION N - Y - -
EXPERTISE N - Y - -
STRUCTURE Y N - - -
WORKER N - Y - -
PHONE N - N N Y
SALARY Y N - - -
GRADE Y N - - -
COVERAGE N - N N -
NON-HOSPITAL Y N - - -
PROCEDURE N - Y - -
DENTAL Y N - - -
PROCEDURE N - Y - -

Location mode: Store clustered on the optimal relationship. For example, store the EXPERTISE entity clustered on the
EMP-EXPERTISE relationship

Revised Data Structure Diagram for the Commonweather Corporation

After you have decided how you want to store and access each entity, indicate this information on the data structure
diagram. Below is the updated data structure diagram for the Commonweather Corporation database.
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Refining the Database Design
You have created a preliminary model for a physical database and have identified the entities in the database. You have
also gathered the information necessary to refine this diagram and have assigned location modes to the entities. Now you
will refine the preliminary design to allow for optimal transaction and system performance.

Evaluating the Database Design
Evaluation considerations

Before you refine the data structure diagram, you need to evaluate the design for performance. To satisfy performance
requirements for each individual business transaction, you need to consider the following issues:

• Input/output (I/O) performance -- Is the number of I/O operations performed against the database sufficiently low to
provide satisfactory transaction performance?

• CPU time -- Does the structure of the physical database optimize the use of CPU processing?
• Space management -- Do design choices help to conserve storage resources?

Once you have refined the database to satisfy each individual transaction, you need to determine how the system will be
affected by the concurrent execution of several transactions. To avoid excessive contention for database resources, you
need to make appropriate changes to the physical model.

Refining the database design

Like many other database design procedures, refining the database design is an iterative process, as shown below. As
you refine the design, you need to evaluate the design for performance. When you make changes, you should review the
design to ensure that it will optimize processing for all critical transactions and also minimize the likelihood of contention.

Refinement Options
CA IDMS/DB provides options for refining the database design to ensure optimal performance in individual transactions.
There is no right or wrong method for refining the physical database model. Your organization's requirements will
determine the best approach for you.

Options

The following database options can be used to ensure optimal performance in individual business transactions:

• Indexes -- Section11, "Determining How an Entity Should Be Stored" showed you how to include indexes in the
database design to provide data clustering. At this point in the design process, you have the option to include
additional indexes to provide generic search capabilities as well as alternate access keys.

• Collapsing relationships -- A one-to-many relationship can be expressed within a single entity by making the many
portion of the relationship a repeating data element. A one-to-many relationship expressed in this way can enhance
processing performance by reducing DBMS overhead associated with processing multiple entity occurrences.

• Introducing redundancy -- By maintaining certain data redundantly, you can sometimes enhance processing
efficiency in selected applications.

Each of these options is described in detail below following a discussion of how to estimate I/Os for transactions.

Estimating I/Os for Transactions
Contents

After you have assigned data location and access modes to the entities in a database, you need to estimate the number
of input/output operations that each business transaction will perform. You estimate the I/O count for a transaction
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by tracing the flow of processing from one entity to another in the database. As you trace the flow of processing, you
determine the number of I/Os required to access all necessary entities.

The I/O estimate for a business transaction depends on several factors, including:

• The order in which entities are accessed
• The location mode of each entity accessed
• The types of indexes (if any) used to access the data
• How the entities are clustered in the database

General guidelines

Assuming that an entire cluster of database entities can fit on a single database page, you can use the following general
guidelines for estimating I/Os:

• Zero I/Os are required to access an entity that is clustered around a previously accessed entity.
• One I/O is required to access an entity stored CALC.
• Three I/Os are required to access an entity through an index.

To calculate the time required to perform all I/O operations in a particular transaction, perform the following computations:

• Total number of I/Os for all entity types -- Compute the total number of I/O operations by adding the number of I/Os
required to retrieve and update occurrences of all entity types.

• I/O reserve factor -- Multiply the total number of I/Os by 1.5 to account for possible overflow conditions and large
index structures.

• Amount of time to perform I/Os -- Multiply the total number of I/Os for all entity types by the access time for the
device being used. The result is a rough estimate of the time required to perform all I/O operations in the transaction.

Once you have determined how much time will be required to execute a particular transaction, you need to compare this
time figure with the performance goal you established earlier in the design process. If the required time does not meet
your expectations, you need to modify the physical database model until it does. Sometimes you have to change your
expectations.

For further information on establishing performance goals for business transactions, see Section10, "Identifying
Application Performance Requirements".

Two sample exercises in estimating I/Os are presented below. Each exercise uses the EMPLOYEE, EXPERTISE, and
SKILL entities:

Sample Exercise 1 Estimating I/Os for a Retrieval Transaction

Suppose you need to estimate I/Os for the following transaction:

Identify skills for an employee.
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In this transaction, the user specifies an employee ID value and the system returns the employee ID, name, skill code,
skill level, and skill description for the specified employee. This transaction uses the EMPLOYEE entity as an entry point
to the database.

I/O estimates

By analyzing the access path of the transaction, you can make the following I/O estimates for each entity accessed:

• EMPLOYEE -- Because this entity is stored CALC, only one I/O operation is required to retrieve one EMPLOYEE
entity occurrence from the database.

• EXPERTISE -- Each employee can have as many as five skills. Therefore, the transaction retrieves five EXPERTISE
entity occurrences for each EMPLOYEE entity occurrence. However, since EXPERTISE entity occurrences are
clustered around a related EMPLOYEE entity occurrence, no I/Os are necessary to retrieve the EXPERTISE entity
occurrences.

• SKILL -- For each EXPERTISE entity occurrence retrieved, there is an associated SKILL entity occurrence in the
database. Therefore five SKILL entity occurrences are retrieved for each employee. Since the SKILL entity is stored
CALC, its occurrences are distributed randomly in the database. To retrieve five SKILL entity occurrences, the system
must perform five I/Os.

Estimating I/Os for a sample retrieval transaction

A total of six I/O operations will be performed by this transaction, as shown below.

Sample Exercise 2 Estimating I/Os for an Update Transaction

When you estimate I/Os for a transaction that performs update functions, you need to consider I/O operations that must
be executed to ensure database integrity. In addition to the I/Os required to access desired entities, update transactions
must perform I/Os to access related entities. Some types of integrity checking require that the system access other related
entities.

 1042



 Administrating

Suppose you need to estimate I/Os for the following transaction:

Add a skill for an employee.

To protect the relationship between an EMPLOYEE entity and an associated EXPERTISE entity, the EMPLOYEE entity
must be accessed before storing the EXPERTISE entity. Likewise, to protect the relationship between a SKILL entity and
an associated EXPERTISE entity, the SKILL entity must be accessed before storing the EXPERTISE entity.

I/O estimates

Knowing this information, you can make the following I/O estimates for each entity accessed:

• EMPLOYEE -- Because this entity is stored CALC, only one I/O operation is required to access one EMPLOYEE entity
in the database.

• SKILL -- Since the SKILL entity is stored CALC, only one I/O is required to access a single SKILL occurrence in the
database.

• EXPERTISE -- EXPERTISE entities are clustered around a related EMPLOYEE entity. Therefore one I/O is necessary
to store the EXPERTISE entity.

Estimating I/Os for a sample update transaction

A total of three I/O operations will be performed by this transaction, as shown below.

Eliminating Unnecessary Entities
Contents

Sometimes entities identified during the logical design are not required as separate entities in the physical implementation.
Two ways to eliminate such entities are:
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• Collapsing relationships
• Introducing redundancy

Collapsing Relationships

During the normalization process in logical database design, you separated multiply-occurring data into a separate entity
type (first normal form). It may be more efficient to move this data back into the original (parent) entity.

Consider this option if data occurs a fixed number of times and the data is not related to another entity. An example of
such data is monthly sales totals for the last twelve months collapsed into a sales entity.

Advantages

By maintaining the data in a single entity instead of maintaining two separate entity types, you can:

• Save storage space that might otherwise be used for pointers or foreign-key data.
• Reduce database overhead by eliminating the need to retrieve two entities. When you express a one-to-many

relationship within a single entity, application programs can access all desired data with a single DBMS access.

NOTE
Expressing a one-to-many relationship within a single entity offers little I/O performance advantage over
clustering two separate entities.

Comparison of collapsing relationships and maintaining separate entities

The following table presents a comparison of collapsing relationships into a single entity type and maintaining separate
entities.

Efficiency Considerations Potential Impact
I/O Expressing a one-to-many relationship within a single entity offers

little I/O performance advantage over clustering two entities.
CPU time By storing a repeating element in an entity, you can reduce the

amount of CPU time required to access the necessary data.
Space management By storing a repeating element in an entity instead of maintaining

two separate entity types, you can save storage space that might
otherwise be required for pointers or foreign key data.

Contention No difference

SQL considerations

Because repeating elements violate first normal form, they are incompatible with the relational model and cannot be
defined in SQL. However, if there are a fixed number of repetitions (such as months in a year), the repeating elements
can be separately named (such as JANUARY, FEBRUARY, and so on). If there is a variable but quite small number of
occurrences (such as phone numbers), a fixed maximum number of elements can be named (PHONE1, PHONE2, for
example), using the nullable attribute to allow identification of occurrences that might not have a value.

Introducing Redundancy

Although data redundancy should normally be avoided, you can sometimes enhance processing efficiency in selected
applications by storing redundant information. A certain amount of planned data redundancy can be used to simplify
processing logic.

In some instances, you can eliminate an entity type from the database design by maintaining some redundant information.
For example, you might be able to eliminate an entity type by maintaining the information associated with this entity in
another entity type in the database. When you merge two or more entity types in this way, you simplify the physical data
structures and reduce relationship overhead.
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Considerations

Consider maintaining redundant data under the following circumstances:

• An entity type is never processed independently of other entity types. If an entity is always processed with one
or more additional entity types, you may be able to eliminate the entity and store the information elsewhere in the
database. Since the information associated with the entity is not meaningful by itself, inconsistent copies of the data
should not present a problem for the business.

• An entity type is not used as an entry point to the database. If application programs do not use a particular entity
type as an entry point to the database, you may be able to eliminate the entity type from the design. However, do not
eliminate the entity if it is a junction entity type in a many-to-many relationship.

• The volume of data to be stored redundantly is minimal. Do not maintain large amounts of data redundantly. A
high volume of redundant information will require excessive storage space.

Example

The following diagram shows how you might use data redundancy to enhance processing of dental claim information.

By maintaining all DENTIST information with the DENTAL CLAIM entity, you can simplify the database design and reduce
the overhead of maintaining the relationship. Since Commonweather users do not process information associated with the
DENTIST entity by itself, inconsistent DENTIST information will not present a problem for the business.

Eliminating Unnecessary Relationships
The purpose of a relationship is to represent integrity rules between entities. As such, they serve a useful purpose in
modeling your business. However, there is always overhead associated with a relationship. Since the DBMS must ensure
the integrity of a relationship during update operations, they result in increased CPU and I/O. They may also require
additional storage space.

While you should not sacrifice needed integrity, you should eliminate relationships that are not required for business
reasons. Particularly review the need for:

• One-to-one relationships
For example, the DEPARTMENT-HEAD relationship may not require DBMS enforcement of integrity and, if so, should
be eliminated as a relationship.

• Relationships in which there are only a few pre-established parent occurrences
Examples of this type of relationship would be STATE-OFFICE or SEX-EMPLOYEE. Ensuring that each office is in a
valid state or that each employee is assigned a valid sex should be done in one of the following ways rather than as a
relationship.
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– By using a map edit or code table (application enforcement)
– By using a check constraint (in SQL-defined databases)
– By using database procedures (in non-SQL defined databases)
– Through a logical record facility path (in non-SQL defined databases)

In the Commonweather database, the relationship between INSCO and HEALTH INSURANCE PLAN can be removed.

Adding Indexes
In Determining How an Entity Should Be Stored, you included indexes in the physical database model for entities that will
be accessed through multi-occurrence retrievals. These entity occurrences will be clustered around the index. You now
have the option to define additional indexes for database entities to satisfy processing requirements.

Review the function lists and access paths that you documented during the logical design process to ensure that each
entry point entity has an efficient access for each application search key. If necessary, add additional indexes as alternate
access keys to satisfy application requirements.

For further information on how to determine the database entry point for each business transaction, see Section10,
"Identifying Application Performance Requirements".

What is an index?

An index is a data structure consisting of addresses (db-keys) and values from one or more data elements of a given
entity. Indexes enhance processing performance by providing alternate access keys to entities.

Advantages and disadvantages

While indexes minimize the number of I/Os required to retrieve data from the database, they require extra storage space
and add overhead for maintenance. The addition of an index actually increases the I/Os and processing time required to
add or remove an entity occurrence. You will need to weigh the options when considering the use of indexes.

Why add additional indexes?

Indexes provide a quick and efficient method for performing several types of processing.

• Direct retrieval by key -- With an index, the DBMS can retrieve individual entity occurrences directly by means of a
key. For example, an application programmer could use an index to quickly access an employee by social security
number.
Because more than one index can be defined on an entity (each on a different data element), they can be used to
implement multiple access keys to an entity.

• Generic access by key -- Indexes allow the DBMS to retrieve a group of entity occurrences by specifying a complete
or partial (generic) key value. For example, an index could be used to quickly access all employees whose last names
begin with the letter M. A string of characters, up to the length of the symbolic key, can be used as a generic key.

• Ordered retrieval of occurrences -- The DBMS can use a sorted index to retrieve entity occurrences in sorted order.
In this case, the keys in the index are automatically maintained in sorted order; the entity occurrences can then be
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retrieved in ascending or descending sequence by key value. The application program does not have to sort the entity
occurrences after retrieval. For example, all employees could be listed by name. Because entity occurrences can be
accessed through more than one index, they can be retrieved in more than one sort sequence.

• Retrieval of a small number of entity occurrences -- An index improves retrieval of all occurrences of a sparsely-
populated entity and provides a way of locating all occurrences of such entities without reading every page in the area
(an area sweep). Area sweeps are the most efficient means of retrieving entities with occurrences on all (or almost all)
pages in an area.

• Physical sequential processing by key -- Entity occurrences can be stored clustered around an index. With this
storage mode, the physical location of the clustered entity occurrences reflects the ascending or descending order
of their db-keys or symbolic keys. If occurrences of an entity are to be retrieved in sequential order, storing entity
occurrences clustered via the index reduces I/O. This option is most effective when used with a stable database.

• Enforcement of unique constraints -- An index can be used to ensure that entity occurrences have unique values for
data elements; for example, to ensure that employees are not assigned duplicate social security numbers.
Other means of enforcing unique constraints include:
– Using a unique CALC key
– Using a sorted relationship

Index keys

The keys associated with an index can be either:

• Symbolic keys, in which the key values in the index are the same as one or more data elements in the indexed entity
occurrences

• Db-keys, in which the key values in the index are the db-keys of the indexed entity occurrences.

Symbolic key indexes are useful for:

• Enforcing unique constraints
• Providing alternate access keys (entry points) into the database
• Supporting generic and ordered retrieval of entity occurrences

Db-keys are useful for:

• Retrieving all occurrences of a sparsely-populated entity (an entity with occurrences on only some of the pages in an
area)

If generic or ordered retrieval is not a consideration when adding new symbolic key index and the key is made up of
more than one data element, choose as the first data element one which is not already an access key into the database.
For example, if you place an index on COVERAGE to ensure that its primary key is unique, then the index key will be
composed of: EMP ID, HEALTH PLAN CODE, and COVERAGE TYPE. Since EMP ID and HEALTH PLAN CODE are
already entry points into the COVERAGE entity (because they are CALC keys of related entities), choose COVERAGE
TYPE as the first data element in the index key.

Index order

The index order is the way in which the entity occurrences will be logically ordered based on the key or keys you have
chosen. Index orders include:

• Ascending -- Index entries are ordered so that an entry with a lower key value occurs before an entity with a higher
key value: A through Z, smallest to largest.

• Descending -- Index entries are ordered so that an entry with a higher key value occurs before an entity with a lower
key value: Z through A, largest to smallest.

• Mixed -- You can choose to have one key of an index ordered in one order and another key of the same index in a
different order.

In general, choose an index order based on how data is most frequently accessed. For example, if employees are most
often retrieved in ascending order by last name, then choose ascending as the index order.
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Db-key indexes

You can choose to have the index order based on the db-keys of the entity occurrences being indexed.

Indexes ordered by db-key especially improve retrieval of entities with occurrences on only some of the pages in an area,
but which are likely to have more than one occurrence per page, such as entities clustered around a sparsely occurring
parent.

Retrieving all occurrences of an entity

The following table provides guidelines for choosing a retrieval method (and, thus, a design) to retrieve all occurrences of
an entity.

Data in the Database Access Method
Sparsely populated An index based on symbolic key
Every page contains one or more occurrences of the entity Use an area sweep
Sparsely populated but a page contains multiple occurrences of
the entity

An index based on db-key

SQL considerations

In the SQL environment, every entity that is a parent in a relationship must have a unique index or CALC key defined for
the referenced (primary) key. Add any indexes that are missing.

Every entity defined in an SQL-defined database is initially assigned a default index. This is an index sorted by db-key
so that all entity occurrences can be accessed with the minimum number of I/Os. You must decide whether to retain this
index or drop it. You should drop the default index if any of the following are true:

• The entity is densely populated; every page contains at least one occurrence of the entity.
• Entity occurrences are clustered around another index.
• Another index is defined on the entity, and it is unlikely that more than one entity occurrence resides on a page.
• Non-keyed queries will be extremely rare.

Representing additional index options

In Determining How an Entity Should Be Stored, you saw how to represent an index.

To represent additional index options in the data structure diagram:

• Specify the order for each data element used as an index key (ASC - ascending; DES - descending).
• If the order is by db-key, specify DBKEY.

The following diagram shows the standard CA IDMS/DB notation for an index. The index allows the DBMS to access all
EMPLOYEE entity occurrences in the database based on the last name/first name in descending order. Duplicate last
name/first name combinations are allowed.

Summary of indexes
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Indexes should be added, if necessary, when validating transaction performance. Add additional indexes if the advantage
gained outweighs the cost.

The following table presents a comparison of the use of indexes and user-written sort routines.

Efficiency Considerations Potential Impact
I/O I/O may be reduced for retrieval but increased for update.
CPU time CPU can be reduced for retrieval but increased for update.
Space Indexes require extra storage space in the database.
Contention The use of an index can sometimes cause contention.

Refined Data Structure Diagram for Commonweather Corporation
Collapse relationships

You can eliminate unnecessary entities by embedding their data in a related entity type. By using a repeating data
element instead of maintaining two separate entities, you can save storage space and also reduce CPU needed to access
the repeating data as described below:

• The PHONE and SALARY GRADE records are ideal candidates for elimination because:
– Each entity participates in only one relationship. The PHONE entity is related only to the OFFICE entity; the

SALARY GRADE entity is related only to the JOB entity.
– A maximum number of repetitions is predictable for each entity. A maximum of three phone numbers exists for each

office; a maximum of four salary grades exists for each job.
Thus we can eliminate the PHONE entity and place three PHONE NUMBER data elements in the OFFICE entity. We
can also eliminate the SALARY GRADE entity and place four SALARY GRADE data elements in the JOB entity. If you
define this database using SQL statements, each of the repeating data elements must have a unique name and, in the
case of PHONE NUMBER and SALARY GRADE, allow null values.

Introduce redundancy

The PHYSICIAN, HOSPITAL, PATIENT, DENTIST, and INS CO entities are never processed independently of other
entity types. Therefore, they do not need to be maintained independently in the database. In addition, information in the
PROJECT and WORKER entities is already carried in the STRUCTURE entity. HEALTH INS PLAN and LIFE INS PLAN
contain the same type of information and can be combined into a single entity. Information maintained in these entities can
therefore be embedded in other related entities:

• INS CO information can be stored in HEALTH INS PLAN and LIFE INS PLAN.
• PHYSICIAN information can be maintained in NON-HOSPITAL CLAIM.
• HOSPITAL information can be maintained in HOSPITAL CLAIM.
• PATIENT information can be maintained in NON-HOSPITAL CLAIM, HOSPITAL CLAIM, and DENTAL CLAIM.
• DENTIST information can be maintained in DENTAL CLAIM.
• HEALTH INS PLAN and LIFE INS PLAN can be combined into one entity called INSURANCE PLAN.

Update anomalies for these entities will not present a problem for the organization. For example, since Commonweather
users do not process DENTIST information by itself, inconsistent information in this entity will not compromise integrity or
complicate business processing functions.

Eliminate unnecessary relationships

At this point, the health-related entities can be represented as:
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The LIFE-PLAN relationship can be eliminated by treating it as another type of coverage available through an insurance
plan. Although this change will require that an occurrence of COVERAGE be associated with each EMPLOYEE, it
simplifies the database structure and the application processing.

The HIP-COVERAGE relationship can be eliminated also. Since there will never be more than 15 insurance plans in the
database, the validity of an employee's insurance information (the plan code) can be enforced through other means such
as a logical record facility path or an SQL CHECK constraint.

Also eliminate the DEPT-HEAD relationship. Integrity enforcement by the DBMS for this one-to-one relationship is not
critical to Commonweather Corporation.

Add indexes

Add the following indexes to enforce unique constraints:

• An index on SKILL based on SKILL NAME
• An index on COVERAGE based on COVERAGE TYPE, PLAN CODE, and EMP ID
• An index on EMPOSITION based on JOB ID and EMP ID
• An index on EXPERTISE based on SKILL CODE and EMP ID
• An index on NON-HOSP PROCEDURE based on NON-HOSP CLAIM ID and PROCEDURE NUMBER
• An index on DENTAL PROCEDURE based on DENTAL CLAIM ID and PROCEDURE NUMBER

NOTE
You will see in the next section how some of these indexes can be eliminated.

Add the following indexes to provide generic search capability:

• An index on JOB based on JOB TITLE
• An index on EMPLOYEE based on EMP LAST NAME

Refined data structure diagram
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Choosing Physical Tuning Options
Contents

Overview

Physical tuning options

The following database options can be used to ensure optimal performance in individual business transactions:

• Placement of entities in areas -- To facilitate certain processing operations, you can instruct CA IDMS/DB to divide
the database into separate areas. Each area can contain one or more entities.
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You can also sometimes simplify application processing, recovery procedures, and unload/load operations by
segmenting the database.

• ata compression -- To save disk space, you can instruct the database to compress data before it is stored and
decompress it when it is retrieved.

• Relationships and tuning options -- When relating entities, you can establish linked or unlinked relationships. Linked
relationships can be used to optimize performance in applications that process related entities.

• Index key compression -- To save disk space, you can instruct CA IDMS/DB to compress indexes.
• Non-SQL tuning options

– Multimember relationships -- A single relationship is maintained for multiple child entity types.
– Direct location mode -- You can assign this location mode to an entity when the application programmer must be

able to explicitly specify the physical location of entity occurrences in the database.
– Variable-length entities -- You can collapse two entities involved in a one-to-many relationship where the many

entity can contain a variable number of occurrences.
– Database procedures -- You can write and compile database procedures to be executed at application

runtime when a program accesses an area or entity to perform predefined programming functions such as data
compression and decompression.

– CALC duplicates options -- You can specify options for nonunique CALC keys specifying how these nonunique
occurrences will be stored in the database.

– Relationship tuning options -- You can specify options as part of the definition of a relationship to specify the
order of child occurrences, how the occurrences will be linked with each other, how new occurrences are introduced
into the relationship, and how existing occurrences can be modified.

– Index tuning options -- You can specify options as part of the definition of an index to provide for unlinking
the index and for determining the order in which entity occurrences will be referenced in the index, how new
occurrences are introduced into the index, and how existing occurrences can be modified.

Each of these tuning options is described in detail below.

Placement of Entities in Areas

Why separate entities?

To facilitate certain processing operations, you can instruct CA IDMS/DB to divide the database into separate areas. Each
area can contain one or more entities. You place database entities in separate areas to:

• Minimize processing interruptions that might be caused by backup and recovery procedures. CA IDMS/DB provides
standard system utility programs that allow the system operator to rollforward/rollback or dump/restore only those
areas in a database that require backup and recovery. Before performing backup and recovery procedures, the
operator typically varies each area or file that is currently held in update usage mode to retrieval (or offline mode).
Once an area has been varied to retrieval or offline mode, further update processing is not allowed. By assigning
entities to separate areas, you can ensure that backup and recovery procedures impact the minimal number of
applications.
For further information on backup and recovery, see CA IDMS Administrating section and CA IDMS Database
Administering section.

• Reduce time required to perform maintenance activities (such as unload and reload by area). By separating
entities into separate areas, you make the amount of data processed smaller, which, in turn, reduces the time required
for the processing.

• Reduce cluster overflow. The impact of large cluster sizes can be reduced by separating one or more entity types
into separate areas. This is especially effective if less-frequently accessed entities are separated.

• Improve efficiency of serial processing. If an entity (or entities) is to be retrieved mainly by area sweeps, that entity
(or entities) should be assigned to a separate area.

See the following topics for more information:
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Guidelines

Consider the following general guidelines for assigning entities to database areas:

• Whenever possible, place indexes in separate areas. If two or more indexes can be accommodated by the same page
size, you can place the indexes in the same area. If using a non-SQL implementation, consider segregating each index
in its own page range if they are in the same area or if the indexes are restricted to separate page ranges.

• In general, you should store only one type of entity cluster in each area of a database.
• Nonclustered entities can be placed together in a separate area or can be included in an area containing a cluster,

provided that CALC overflow will not be a problem.

Segmentation of Databases

By segmenting the database, you can simplify application processing, recovery procedures, and unload/load operations.
CA IDMS/DB allows you to create databases that are segmented according to:

• Groups of entities
• Logical keys

Segmenting by Groups of Entities

To facilitate processing of the same data by different application programs, you can create a database that is segmented
by groups of entities, as shown below.

To create such a database, you assign entities to separate database areas and use only unlinked (as opposed to linked)
relationships between entities in different areas. See "Linked and Unlinked Relationships" later in this section for further
information on types of relationships.

Database segmented by groups of entities

Advantages

A database segmented by entity is advantageous because it:

• Eliminates the need to perform maintenance for linked relationships that cross areas and facilitates and shortens
unload/reload operations.

• Allows certain application programs to remain active while parts of the database are being recovered or restructured.

Considerations

Although a database segmented by entity can facilitate certain processing functions, it can sometimes complicate
processing of child entities. If an application requires the ability to group child entities by parent, the DBMS must use
additional system resources to access the related entities that are stored in different areas.
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Segmenting by Logical Key

Segmenting by logical key is used to separate a large non-SQL-defined database into identical segments based on the
value of one or more data elements. For example, you might separate employee data by company code, each company
within Commonweather Corporation having its own segment of the database.

NOTE
The key field on which the segmentation is performed may or may not actually exist as a data element in some
entity of the database.

Segmenting by key value in a non-SQL implementation

To segment by key value in a non-SQL implementation:

1. Define a single schema that describes the database.
2. Define a set of subschemas associated with the schema.
3. Define a segment for each physical implementation of the database. Each segment must contain the same named set

of areas. Use separate page ranges or page groups to distinguish each segment.
4. If necessary, define a database name for each segment, including the corresponding segment and additional

segments for other data accessed by the application.
5. Provide a mechanism to direct each application program to the correct segment by specifying the DBNAME or

segment name on its BIND RUNUNIT statement.

Segmenting by key value in an SQL implementation

To segment by key value in an SQL implementation:

1. Define a segment for each logical division of the database. Each segment must contain the same named set of areas.
2. Define a schema for each logical division. Each schema will describe tables in one of the segments.
3. Define the identical set of tables in each schema.
4. For each application, create a set of access modules, one for each schema.
5. Provide a mechanism to direct processing to the correct access module at runtime.

Database Implementation by Key Value
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Advantages

A database implementation by key value is advantageous because it:

• Simplifies recovery operations by permitting certain application programs to remain active while parts of the database
are being recovered or updated.

• Facilitates and shortens unload/load operations.
• Allows for distribution of an organization's processing to multiple machines and sites.

Considerations

While a database that is implemented by key value facilitates certain processing functions, it complicates simultaneous
processing of all segments.

In an SQL environment, you could create a view of all the tables at once to access all segments at one time.

In a non-SQL environment, you would have to bind concurrent run units to access all segments at one time. An alternative
is to bind rununits serially.

Data Compression
Conserving disk space

To conserve disk space, you can instruct the database to compress data before storage and decompress it after retrieval.
There are three ways to compress and decompress data:

• CA IDMS Presspack
• IDMSCOMP and IDMSDCOM database procedures
• User-written procedure

These procedures are invoked automatically by the DBMS as data is stored and retrieved.
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NOTE
Only CA IDMS Presspack is available for SQL-defined data.

Advantages and disadvantages of data compression

The following table summarizes the advantages and disadvantages of data compression.

Efficiency Considerations Potential Impact
I/O By compressing an entity, you conserve storage resources,

allowing the system to fit more entities on each database page. If
you can fit all entity occurrences associated through a particular
relationship on a single page, the system will only perform one I/O
to access these entities.

CPU time Compressing data requires some extra CPU time to perform
compression/decompression processing.

Space management Compression can be used to conserve considerable amounts of
storage.

Contention No difference.

Considerations for using CA IDMS Presspack

CA IDMS Presspack uses Huffman techniques to compress database entities. The techniques include assigning unique
bit string codes of different lengths to single character and character strings. These codes substitute for the character and
character strings in the entities.

To assign the codes, CA IDMS Presspack uses character and character-string frequencies of occurrence. It assigns
shorter codes to the most frequently occurring characters and character strings. To those that occur less frequently, CA
IDMS Presspack assigns longer codes.

CA IDMS Presspack compresses both textual and nontextual data.

For further information on CA IDMS Presspack, see CA IDMS Database Administering section and CA IDMS Presspack
Using section.

Considerations for using IDMSCOMP and IDMSDCOM

IDMSCOMP and IDMSDCOM are supplied with CA IDMS/DB. They are placed in the load (core-image) library at
installation time and are also provided in source form so you can modify them if necessary. You can also write your own
database procedure or use other commercially available compression/decompression procedures.

For further information on database procedures, see CA IDMS Database Administering section.

To compress data, IDMSCOMP performs the following conversion procedures:

• Converts repeating blanks into a 2-byte code.
• Converts repeating binary zeros into a 2-byte code.
• Converts other repeating characters into a 3-byte code.
• Converts any of a number of commonly used character pairs into a 1-byte code.

Data that does not fall into any of the above categories remains unchanged. Each group of unchanged data is prefixed by
a 2-byte code. The following diagram shows the compression of contiguous blanks in an entity.
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Considerations for user-written procedures

If writing your own compression procedures, you must follow conventions for writing database procedures.

For information on database procedures, see CA IDMS Database Administering section.

Guidelines for compression

Consider the following guidelines when deciding whether data should be compressed:

• When determining whether or not to compress/decompress an entity, you should consider whether the disk space
saved justifies the CPU overhead incurred by the routines.

• The control portion of an entity is not compressible.
The control portion of an entity includes all data elements up to the last key (CALC, sort, index). Since this portion of
an entity is not compressible, it may mean that not enough compressible data exists to justify compression.

• Use compression/decompression procedures for entities that are not updated often. While the compression
procedures save considerable disk space, it uses additional CPU time to perform its processing.

• Do not compress entities that start with large groups of repeating characters but lose them over time.
• IDMSCOMP/IDMSDCOM considerations:

– IDMSCOMP and IDMSDCOM compression procedures operate most efficiently for entities whose occurrences
usually contain sizable portions of blanks or binary zeros.

– Don't use this compression for entities containing only small scattered groups of repeating characters.
– Data that is stored in packed decimal format is not a good candidate for data compression.

Storage mode

If you decide to compress data in an entity, you should add a storage mode of C for the entity on the data structure
diagram.

Relationship Tuning Options
What is a relationship?

Entity occurrences are related to one another if the foreign key in a child occurrence has the same value as the primary
key in a parent occurrence. You identified relationships in the logical database design process.
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Linked and Unlinked Relationships

When implementing these relationships, there are a number of physical tuning options from which to choose. You have
already decided whether a relationship is a clustering relationship or not. You must now decide whether to define the
relationship as linked or unlinked.

• A linked relationship is one in which related entity occurrences are linked to one another through embedded pointers.
• An unlinked relationship is one in which no embedded pointers are used to link related entity occurrences.

Advantages of linked relationships

Linked relationships have the following advantages:

• Since there is direct linkage between parent and related child occurrences, linked relationships provide the most
efficient means (in terms of CPU and I/O) of retrieving related entity occurrences.

• Unlinked relationships require that a CALC key or index be defined on the foreign key of the child entity.
• An index adds both CPU and I/O to retrieve data and maintain the index. It also requires additional storage space.
• Defining a CALC key on the foreign key is almost as effective as using a linked relationship provided that it does not

cause CALC overflow conditions, which increases I/O, CPU, and contention. However, you can define only one CALC
key per entity, so that an entity participating as a child in more than one relationship must use indexes for all but one
unlinked relationship.

• Linked relationships provide an ordering option that can reduce the need for additional indexes to enforce unique
constraints and avoid sorting of retrieved information.

Considerations

Keep the following considerations in mind when using linked and unlinked relationships.

• Self-referencing relationships must always be unlinked.
• Linked relationships require physical restructuring of entity occurrences to add or remove relationships.
• The time required for and impact of maintenance operations, such as unload/reload, can be reduced if relationships

between entities in different areas are unlinked. This is particularly important in designing large databases.

Non-SQL considerations

In a non-SQL environment:

• There is no integrity enforcement by the DBMS with an unlinked relationship. Integrity must be enforced by
applications or logical record facility path logic.

• There is no relationship clustering with an unlinked relationship. You must use CALC clustering to achieve results
similar to clustering.

NOTE
If CALC clustering results in long CALC chains, CPU, I/Os, and contention might all increase.

You can eliminate foreign keys from child entities if the relationship is linked. This has the following results:

• It reduces storage requirements
• It eliminates the need to update each child occurrence if the parent's key is changed.

For example, if you change the value of DEPT ID in a department, related employees do not need to be updated.

If you choose to retain the embedded foreign keys, you:

• Have full update SQL access to the data
• Will reduce the number of I/Os required to retrieve foreign key values for nonclustered entities (for example, to retrieve

the department ID of an employee)

Unlinked Relationship Tuning Options

In designing an unlinked relationship, define the following:

 1058



 Administrating

• Index or calc key on the foreign key of the relationship

Additional Columns in the Foreign Key Indexes

In designing an unlinked relationship, you must define an index or calc key on the foreign key of the relationship. If you
use an index to enforce the integrity of the referential constraint, it must contain the columns that make up the foreign
key but can contain additional columns. Defining additional columns after the foreign key columns has the potential for
reducing disk space requirements and improving performance.

The ability to extend foreign key indexes with additional columns may enable one index to be used for multiple purposes.
For example, a table’s primary key is often a concatenation of one of its foreign keys with additional columns that together
form a unique identifier for each row of the table. A single index can be used to enforce both the integrity of the referential
constraint and the uniqueness of the primary key. By eliminating a second index you reduce disk space requirements and
the overhead associated with index maintenance.

Including extra columns in a foreign key index may also improve access efficiency by enabling the use of more index
scans to identify rows matching selection criteria. The use of an index scan can significantly reduce the number of I/Os
needed to satisfy a query.

Defining additional columns in the index key

To define additional columns in the index key, define an index so that the foreign key columns precede any additional
columns in the index key. The order of the foreign key columns in the index key must match the order of the referenced
columns in some unique index or CALC key on the referenced table.

Linked Relationship Tuning Options

In designing a linked relationship, you specify the following options:

• Type of linkage (chained or indexed)
• Relationship ordering (sorted or unsorted)
• Sort options (order and uniqueness)

Type of Linkage

CA IDMS/DB supports the following types of linked relationships:

• Chained -- The DBMS maintains relationships based on internal information stored in the prefix of each entity
occurrence. This information in the prefix contains the db-key of the logically next occurrence in the relationship.

• Indexed -- The DBMS maintains relationships through an index between a parent and related child occurrences. The
bottom level of the index contains the db-keys of the related child occurrences. Each child occurrence contains an
index pointer that points to the bottom level of the index.
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Guidelines

As a general rule, use indexed for nonclustered relationships and chained for clustered relationships.

An indexed nonclustered relationship requires fewer I/Os to add or remove an entity occurrence than a chained
nonclustered relationship. This is because the adjacent entity occurrences are not updated; only the index structure needs
to be updated. In addition, fewer I/Os are required to retrieve a child occurrence by key in a nonclustered relationship if it
is indexed rather than chained.

A chained relationship, on the other hand, requires less CPU overhead for maintenance and retrieval than an indexed
relationship. It also requires less storage space because there is no index structure. For these reasons, it is a better
choice than indexed for clustered relationships because I/Os are not generally a concern.

NOTE
For databases implemented with SQL, all linked clustered relationships are chained and all linked nonclustered
relationships are indexed.

For further information on the structure of indexed relationships, see Section15, "Determining the Size of the Database".

For further information on indexed relationships, see CA IDMS Database Administering section.

A comparison of indexed and chained relationships

The following table presents a comparison of indexed relationships and chained relationships.

Efficiency Considerations Potential Impact
I/O Indexed relationships often require fewer I/O operations to access

child entities in nonclustered relationships, especially if the
relationship is sorted.

CPU time Chained relationships use less CPU time for processing of child
entities than indexed relationships.

Space management Chained relationships require less storage space than indexed
relationships.

Contention No difference.

Representing an indexed relationship

To represent an indexed relationship:
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• Name the relationship.
• Specify whether the order is ASCending or DEScending for each key.
• Identify the data element name(s) to be indexed.
• Specify whether duplicate indexed items are allowed (blank) or not allowed (U for unique).
• Specify whether the index key is to be compressed.

The following diagram shows the standard CA IDMS/DB notation for an indexed relationship. The index allows the DBMS
to access all EXPERTISE occurrences associated with a particular skill based on skill level in descending order.

Sorted and Unsorted Relationships

You can specify the logical order of child occurrences within each linked relationship:

• Sorted -- A new entity occurrence is positioned according to the value of one or more of its data elements (called a
sort key) relative to the values of the same data elements in other related child occurrences.

• Unsorted -- A new entity occurrence is positioned according to a predefined order within the relationship.
For example, all new entity occurrences might be positioned ahead of all existing occurrences.

Advantages of a sorted relationship

Through a sorted relationship:

• A program can retrieve a child occurrence directly by key, thus reducing CPU.
• A program can retrieve child occurrences data in order, thus avoiding sorts.
• Unique constraints can be enforced without the need for additional indexes.

Considerations for sorted relationships

Maintaining the relationship's order during update operations requires increased CPU and a greater number of I/Os than
an unsorted relationship.

Enforcing unique constraints

Sorted relationships can be used to enforce unique constraints as an alternative to a CALC key or index. For example,
you can eliminate the EXP-NDX index in the Commonweather Corporation by defining either the SKILL-EXPERTISE or
the EMP-EXPERTISE relationship as a unique sorted relationship.
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To eliminate the index, you must either:

• Define SKILL-EXPERTISE as sorted on EMP ID with the unique option.
or

• Define EMP-EXPERTISE as sorted on SKILL CODE with the unique option

Either approach ensures that no employee is assigned duplicate skills.

Sorted order

You can choose to sort in ascending, descending, or mixed order.

As a general rule, choose the sort order to reflect the most commonly desired retrieval order. However, the sequence
chosen for a chained relationship can have an impact on performance in update transactions. This will allow the DBMS to
locate the point of insertion more quickly.

If new entity occurrences typically have sort key values greater than existing occurrences, the relationship should have
a descending sort order. Conversely, if new occurrences have sort keys lower than existing occurrences, ascending is
preferable.

For example, new occurrences of dated entities are usually stored with higher dates than previously stored occurrences. If
this is the case, you should specify descending for a chained relationship sorted by date.

More Information

For more information concerning the usage of numeric fields as part of a sort key, see Zoned and Packed Decimal Fields
as IDMS Keys.

Nonsorted Order

If the entity occurrences in the relationship are not to be sorted, you can specify the logical order of child entity
occurrences within each occurrence of a relationship. You determine how a new child is placed in a relationship by
specifying one of the following orders:

• FIRST creates a LIFO (last in, first out) order. The new entity is positioned at the beginning of the relationship.
• LAST creates a FIFO (first in, first out) order. The new entity is positioned at the end of the relationship.
• NEXT creates a simple list. The new entity is positioned immediately after the current (most recently accessed) entity.

The NEXT order is recommended as a default.
• PRIOR creates a reverse list. The new entity is positioned immediately before the current entity.
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Flexibility

The NEXT and PRIOR orders provide more flexibility than the FIRST and LAST options; the programmer can connect an
entity anywhere within the relationship by establishing currency before or after the point of insertion. When the FIRST and
LAST options are assigned, the programmer can be certain of the positioning of new entities, regardless of set currency.

NOTE
The PRIOR and LAST options require prior pointers.

For more information on pointers, see "Linkage" later in this section.

Next and prior order example

In the example below, assume that a program is positioned on SANDY SHORE before it stores JUNE MOON in
the database. In a relationship defined with the NEXT order, JUNE MOON will be stored after SANDY SHORE. In a
relationship defined with the PRIOR order, JUNE MOON will be stored before SANDY SHORE.

First and last order example

Suppose two entities are added in the following order: PETER PLUM, then SANDY SHORE. In a relationship defined with
the FIRST order, the entity stored most recently (SANDY SHORE) will be returned first. In a relationship defined with the
LAST order, the entity stored first (PETER PLUM) will be returned first.
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Additional Sort Options

Standard and natural collating sequence

You can specify either of two collating sequences for sorted relationships:

• Standard collating sequence for sorted relationships orders key fields based on their EBCDIC collating sequence
without regard to data type.

• Natural collating sequence for sorted relationships orders key fields based on their data type. This means that
negative numeric values will collate lower than positive values.

In the example below, assume that the values are packed or zoned decimal numbers. They are ordered first using the
natural collating sequence and then using the standard collating sequence.

Natural Standard
-4268.50 15.26
-351.78 144.83
-258.00 -258.00
15.26 -351.78
144.83 2594.38
2594.38 -4268.50

Duplicates options

You can specify options for relationships indicating how nonunique occurrences will be logically placed in a sorted
relationship. You can specify duplicates first or duplicates last

• Duplicates first -- The duplicate entity occurrence will be logically placed in the relationship before the entity
occurrence already having that sort key.

• Duplicates last -- The duplicate entity occurrence will be logically placed in the relationship after the entity occurrence
already having that sort key.

Duplicates not allowed in the non-SQL definition is equivalent to unique.

A relationship can be sorted in either ascending or descending order. The duplicates option for a sorted relationship
determines what happens when a user tries to store an entity with a duplicate sort key value.

You can order the sorted relationship entity occurrences with duplicate key values as duplicates first, duplicates last, as
discussed above, or in child db-key sequence. This option speeds retrieval by reducing I/O.
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Use sorted relationships to simplify programming

Sorted relationships simplify programming effort by allowing the programmer to specify a symbolic key value for storage,
retrieval, and positioning of an entity occurrence in the database. By using sorted relationships, the programmer need
issue only one DML statement to locate an entity in the database. To locate an entity in a FIRST, LAST, NEXT, or PRIOR
relationship, the programmer must walk the relationship by issuing several DML statements.

The diagram below shows the use of sorted relationships to simplify programming.

Unsorted                             Sorted

 

0200-GETREC.                         0200-GETREC.

  OBTAIN NEXT B WITHIN A-B.            MOVE 'B15' TO B-KEY.

  IF DB-END-OF-SET                     OBTAIN B WITHIN A-B USING B-KEY.

     THEN GO TO 0900-NOREC.            IF DB-REC-NOT-FOUND

  PERFORM IDMS-STATUS.                    THEN GO TO 0900-NOREC.

  IF B-KEY NOT = 'B15'                 PERFORM IDMS-STATUS.

     THEN GO TO 0200-GETREC.

Use sorted relationships to enhance online or batch processing

Since sort routines incur considerable CPU overhead, they are rarely used in online programs. Sorted relationships are
therefore useful for sequencing data for online display. They are also useful in the batch environment: a batch program
can process sorted input transactions very efficiently in sorted relationships.

Linkage

Each entity in the database carries one, two, or three pointers for each chained relationship in which it participates. You
should usually include all allowable pointers for each entity:
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• Next pointer -- Required for all relationships in which the entity participates as parent or child; the next pointer is the
database key of the next entity in the relationship. The last child entity in a relationship points to the parent.

• Prior pointer -- Optional for all relationships in which the entity participates as parent or child; the prior pointer is the
database key of the prior entity in the relationship. The first child entity occurrence in a relationship points to the parent.

• Owner pointer -- Optional for all relationships in which the entity participates as a child; the parent pointer is the
database key of the parent entity occurrence.

Omitting prior pointers

Prior pointers can be omitted under the following conditions:

• Child entity occurrences in the relationship will not be erased or disconnected except by walking the set.
• Child entity participates as a child in no other relationship.
• Order is not LAST or PRIOR (see "Nonsorted Order" above).
• The FIND/OBTAIN LAST or FIND/OBTAIN PRIOR DML functions will not be used for the relationship.

Omitting owner pointers

Owner pointers (db-keys pointing to the parent) can be omitted under the following conditions:

• The parent will not be accessed from a child occurrence.
• The FIND/OBTAIN OWNER DML function will not be used for the relationship.

NOTE
Be sure to include an OWNER pointer for any entity that participates as a child in more than one relationship
since the child entity is probably an entity created to implement a many-to-many relationship. In this case, the
system will most likely need to access parent entities from the child entities regularly.

Pointers in indexed relationships

The parent of an indexed relationship has the following mandatory pointers:

• Next pointer -- Points to the first occurrence of an SR8 entity (an internal entity used to hold the index)
• Prior pointer -- Points to the last occurrence of an SR8 entity

For further information on the structure of an index, see Section15, "Determining the Size of the Database".

The child entity occurrence of an indexed relationship has one mandatory and one optional pointer:

• Index pointer -- This pointer is required; it is used to access the SR8 entity that owns a particular child entity
occurrence.

• Owner pointer -- This pointer is optional; it points to the parent of the relationship

For further information on the structure of indexed relationships, see Section15, "Determining the Size of the Database".

For further information on indexed relationships, see CA IDMS Database Administering section.

Representing linkage

Represent relationship linkage on the data structure diagram by identifying the pointers to be used. For example,
specifying NPO indicates that next, prior, and owner pointers are to be used.

For an indexed relationship, specify I or IO.
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Membership Options

Membership options determine how an entity is connected to and disconnected from a relationship. These options affect
the use of the DML STORE, CONNECT, DISCONNECT, and ERASE statements.

You define membership options in two parts. The first part indicates the manner (mandatory or optional) in which the
entity is disconnected from a linked relationship. The second part indicates the manner (automatic or manual) in which
the entity is connected to a linked relationship.

Disconnect options

The disconnect options operate as follows:

• Mandatory -- A child occurrence cannot be disconnected from the relationship without also being erased from the
database (that is, the DML DISCONNECT verb cannot be issued against entities in the relationship).

• Optional -- A child occurrence can be disconnected from a relationship by the DISCONNECT verb. The entity
occurrence remains in the database and is accessible in other ways; it can be connected to another relationship.

The mandatory/optional membership specification affects the outcome of the DML ERASE statement. If any of the
ERASE options (PERMANENT, SELECTIVE, ALL) is specified when an ERASE statement is issued against an entity, all
mandatory entities owned by that entity are also erased. Optional child entity occurrences are left as is, disconnected, or
erased, depending on the ERASE option specified.

Mandatory disconnect

The disconnect option is usually specified as mandatory. However, do not specify the mandatory disconnect option
when:

• An application requires the ability to dissociate a child entity occurrence from its parent (usually with the intention
of associating the child with another parent occurrence). At Commonweather Corporation, employees sometimes
need to be transferred from one department to another. Therefore, the disconnect option for the DEPT-EMPLOYEE
relationship must be specified as optional

WARNING
Be careful when using the optional disconnect option for child entities of a relationship stored clustered
around that relationship. If the entity is later disconnected from its original parent and connected to another,
CA IDMS/DB does not physically relocate the entity; for all practical purposes, that entity is no longer
clustered around its parent.

• An application requires the ability to erase a parent entity without erasing the child entities (using the ERASE
PERMANENT and ERASE SELECTIVE functions). Suppose the Commonweather Corporation decides to close an
office in a certain city. In this case, the office should be erased, but the employees who work in that office should not be
erased.

Connect options

The connect options operate as follows:

• Automatic -- The membership of an entity in a relationship is established automatically by the DBMS whenever a child
occurrence is stored in the database.

• Manual -- The membership of an entity in a relationship is not established when a child occurrence is stored.
Membership must be established explicitly by using the DML CONNECT statement.

Disconnect and connect options are combined to form membership options:

• MA -- Mandatory automatic
• MM -- Mandatory manual
• OA -- Optional automatic
• OM -- Optional manual

Automatic connect
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The connect option is usually specified as automatic. However, do not specify the automatic connect option when:

• An application requires the ability to store a child entity without associating it with any parent. For example, at
Commonweather Corporation, an employee can join the company without first being assigned to a department.
Therefore, the manual option must be specified for the DEPT-EMPLOYEE relationship.

• If two relationships exist between the same two entities representing a self-referencing relationship, only one of the
relationships can be automatic; the other must be manual. Otherwise, a child would be connected to the same parent
occurrence in each relationship, as shown below.

Guidelines

The manual connect and optional disconnect options permit greater flexibility but require more programming effort.
Additionally, they provide less control over data integrity. You should therefore choose the mandatory automatic (MA)
membership option, unless there exists a special business requirement for optional disconnect and/or manual connect
functions.
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Representing membership options

Represent membership options for a relationship on the data structure diagram by specifying the membership options to
be used: MA, MM, OA, or OM.

Removing Foreign Keys

Since all defined relationships in a database implemented with non-SQL are linked, you have the option of removing
foreign keys from the child entity. This:

• Reduces storage requirements
• Eliminates the need to update each child occurrence if the parent's key is changed

If you choose to retain the embedded foreign keys, you:

• Have full update SQL access to the data
• Might reduce the number of I/Os required to retrieve foreign key values for nonclustered entities (for example, to

retrieve the department ID of an employee)

Index Key Compression
To conserve disk space, you can instruct the database to compress an index key before storage and decompress it
after retrieval. The index key is compressed in the same way that data is compressed. (For more information, see "Data
Compression" earlier in this section.)

Non-SQL Tuning Options
Sorted relationship considerations

When you store an entity occurrence in a sorted chained relationship, the DBMS searches the relationship in the next
direction, starting with the current entity occurrence. If the new occurrence cannot be inserted in the next direction,
the DBMS establishes currency on the parent entity occurrence and begins the search from this occurrence (moving
in the next direction). When you store an entity occurrence in a sorted indexed relationship, the DBMS searches the
occurrences starting from the top of the index structure.

NOTE
If the DUPLICATES FIRST option is specified for a sorted relationship and the key of the current entity of set is
equal to the key of the entity to be stored, the DBMS must begin its search for the insertion point from the owner
entity.

Store operations are executed most efficiently when the new entity can be inserted either at the very beginning or the very
end of the relationship. If new entities are consistently stored in ascending order, you should perform one of the following
procedures to ensure that insertions of new entity occurrences into the relationship will be performed efficiently:

• Assign the descending sort sequence to the relationship. In this case, the sequence in which entities are sorted in the
relationship is the opposite of the sequence in which new entities are added, as shown below.
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NOTE
When you write a program to perform the initial load of the database, plan to sort the entities in the same order
as the relationship order to optimize processing efficiency. For example, if dated entities are maintained in a
relationship that is sorted in descending order, sort the initial load file in descending order before performing the
load.

• If you have the option to sort input entities before executing the store operation, you may want to define the sort order
as ascending and allow the programmer to issue program statements that optimize efficiency. In this case, you should
ensure that the programmer establishes currency at the end of the relationship before issuing the store statement
command:

FIND OWNER

FIND LAST IN SET

STORE
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Remember that you must include PRIOR pointers if you plan to let programmers issue FIND/OBTAIN LAST statements
against a chained linked relationship. Without PRIOR pointers, the DBMS must walk the entire linked relationship in
the next direction to access the LAST entity.

For more information on pointers, see "Linkage" later in this section.

If input entities are consistently stored in descending order, perform one of the following procedures:

• Assign the ascending sequence to the relationship.
• Have programmers establish currency at the beginning of the relationship before issuing the store command:

FIND OWNER

STORE

For further information on the DML statements used to access the database, see CA IDMS DML Reference section for
COBOL.

Representing a sorted relationship

Represent a sorted relationship on the data structure diagram by specifying ASC or DES and the name of the sort key as
part of the relationship specification.

There are additional tuning options available to non-SQL implementations. These are described in this section.

Multimember Relationships

What is a multimember relationship?

A multimember relationship is a single relationship maintained for more than one child entity type.
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Multimember relationships eliminate the overhead of carrying pointers (db-keys) in the parent entity for additional
relationships.

However, to retrieve specific entity occurrences in multimember relationships, the database often must access
occurrences of unwanted entity types.

Guidelines

Generally, multimember relationships should be used only when:

• The different child entity types are usually processed together.
For example, since the ACCOUNT, INVOICE, and PAYMENT entities are usually processed together, you might want
to create a multimember relationship to relate these entity types, as shown below.
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Applications that use this accounts receivable structure generate statements that contain details of an account's invoices
and payments since the last statement, in order by date. If the INVOICE and PAYMENT entities are maintained in
separate relationships, an application program will have to merge them into the proper sequence. If the entities are
maintained in one relationship, they are already in order.

• The different child entity types are mutually exclusive.
Suppose each employee in a corporation is paid on either an hourly or salaried basis. You may want to create a
multimember relationship to relate the EMPLOYEE, HOURLY, and SALARIED entities, as shown below.

• Child entities are of many types, but each child entity type has only a few occurrences.
In an auto insurance database, a policy may have many riders, each requiring a different format. However, most
policies have no more than a few riders attached. If a relationship were maintained between a policy and each
potential rider, the policy entity would require at least five sets of pointers, most of them unused, instead of one, as
shown below.
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In all other cases, you should maintain a separate relationship for each entity type.

Considerations

• A multimember relationship cannot be an indexed relationship.
• When accessing a multimember relationship through the logical record facility, only one of the child entity types can

be accessed in each pass through the relationship. This means that several passes through a relationship might be
necessary to access all child entity types.
For further information on accessing a multimember relationship through logical records, see the Administrating
section.

• Multimember relationships should not include both clustered child entity types and nonclustered child entity types.
If both types of entities are included in a multimember relationship, I/O performance will be degraded. The system
may have to perform additional I/Os to access the clustered child entity occurrences (because the nonclustered child
occurrences are distributed throughout the database).

A comparison of multiple relationships and multimember relationships

The following table presents a comparison of multiple relationships and multimember relationships

Efficiency Considerations Potential Impact
I/O No difference.
CPU time Multimember relationships may require more CPU time to process

related entities than multiple relationships.
Space management Multimember relationships eliminate the overhead of carrying

pointers in the parent entity for extra relationships.
Contention In some situations, multimember relationships may cause more

entity contention than multiple relationships. If an entity that
participates in a multimember relationship is updated often,
locking of a modified occurrence of this entity by one transaction
may prevent other transactions from accessing occurrences of
other entities in the relationship. Therefore you may want to create
a separate relationship for a frequently updated entity.
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Direct Location Mode

In rare situations, the application program has to have control over an entity's placement in the database. If the application
programmer must be able to identify explicitly the location of entity occurrences in the database, you should assign the
direct location mode to the entity type. This location mode provides programmers with rapid access to database entities
and allows them to control the clustering of entities.

Store entities chronologically

Use direct location mode to store entities chronologically. The direct location mode can be used to arrange entity
occurrences serially in a database area. The programmer can arrange entities serially by instructing CA IDMS/DB to store
each entity on the same page as the preceding entity. CA IDMS/DB either stores the entity on the same page or on the
next page(s), as space availability permits.

Ensure effective clustering

Use the direct location mode to ensure effective clustering. If a child entity has two different parent entities, you may
want to take responsibility for clustering occurrences of the child entity. Suppose occurrences of entity C are related to an
occurrence of entity A in some instances and by an occurrence of entity B in other instances. You would need to be able
to cluster each occurrence of C with its appropriate parent entity (an occurrence of either A or B).

You can achieve effective clustering in this situation by assigning the direct location mode to entity C and the OM (optional
manual) membership option to both relationships. Whenever a C entity occurrence must be stored in the database, the
application programmer can then connect the entity to its appropriate relationship and cluster the entity with its parent.

For more information on membership options, see "Membership Options" later in this section.

However, you should also plan on writing your own unload and reload program for the C entity, since the DBMS does not
know how to locate C entities.

Considerations

If the direct location mode is chosen, the entity should either be a child in a relationship or have an index defined on it.
If neither of these is true, the only method to access an occurrence is through an area sweep. In most cases, clustering
around an index or a relationship is a better storage strategy.

Representing the direct location mode

Represent the direct location mode on the data structure diagram by specifying DIRECT for the location mode. Do not
name a CALC key or a relationship.

Variable-Length Entities

Use a repeating element in a variable-length entity instead of two separate entity types when:
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• The "many" portion of the relationship does not participate in other relationships. Once you have created a
repeating data element, you cannot relate the data in this element to other entity types.

• The number of repetitions is not static. In general, use a variable-length entity when the average number of the
entity's repeating groups actually used is less than 75% of the maximum number of repetitions. Otherwise, use a fixed-
length entity to store the repeating group. (The 75% figure is a general guideline. You should consider actual disk
space savings.) See Refining the Database Design for information on fixed-length entities.

NOTE
Each entity can have only one variably repeating data element.

• SQL access to the repeating information is not a requirement.
If you intend to use SQL to retrieve information from the database, you may not want to create variable repeating data
elements because you will not be able to access the variable portion through SQL.

You must include a counter element in the entity to indicate the current number of occurrences of the repeating data
element in each entity occurrence.

If you decide to create a repeating data element in a variable-length entity, be sure to change the length of the entity on
the data structure diagram. Additionally, change the storage mode of the entity to V (variable).

Several entities in the Commonweather database can be converted to repeating elements in variable-length entities. The
NON-HOSPITAL PROCEDURE and DENTAL PROCEDURE entities should be made repeating elements because they
each participate in only one relationship and occur a limited number of times:

• The NON-HOSPITAL PROCEDURE entity can be converted to a repeating element in the NON-HOSPITAL CLAIM
entity.

• The DENTAL PROCEDURE entity can be converted to a repeating element in the DENTAL CLAIM entity.

Database Procedures

Database procedures are special-purpose subroutines designed to perform predefined programming functions such as
data compression and decompression. You write and compile these procedures as subroutines that are executed at
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application runtime when a program accesses an area or entity. Database procedures have access to the entire data
portion of the entity occurrence.

The time a procedure is to be called is specified in the schema. At runtime, these procedures are called automatically; the
call is transparent to the application program.

Common uses

Database procedures are typically used to perform the following functions:

• Compression and decompression
• Data validation
• Privacy and security
• Data collection
• Determination of record length for variable-length native VSAM records

For complete information on coding and using database procedures, see CA IDMS Database Administering section.

CALC Duplicates Option

You can specify options for nonunique CALC keys indicating how these nonunique occurrences will be stored in the
database. You can specify duplicates first or duplicates last .

• Duplicates first -- The duplicate entity occurrence will be logically placed in the database before the entity occurrence
already having that CALC key.

• Duplicates last -- The duplicate entity occurrence will be logically placed in the database after the entity occurrence
already having that CALC key.

• Duplicates not allowed -- Duplicates not allowed in the non-SQL definition is equivalent to unique.

Relationship Tuning Options

There are additional tuning options available for relationships in the non-SQL environment.
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Index Tuning Options

There are several index tuning options available in the non-SQL environment.

Unlinked versus Linked Indexes

An unlinked index is an index in which there are no index pointers in the child entities.

Considerations

• Unlinked indexes can be added and removed without restructuring the database, provided the control length of the
entity is not changed.

• Building or rebuilding an unlinked index is faster because there are no index pointers to be maintained.
• Additional CPU and I/Os are required to locate an index entry for the current entity occurrence. For example, changing

the index key value or erasing an entity occurrence both require the retrieval of the index entry.
This additional overhead occurs because the DBMS must search the index to find the entry, whereas in a linked
relationship there is a direct pointer to the SR8 occurrence containing the entry.

• Linked indexes require additional storage space.

Additional Sort Options for Indexes

Standard and natural collating sequence

You can specify either of two collating sequences for indexes:

• Standard collating sequence for indexes orders key fields based on their EBCDIC collating sequence without regard to
data type.

• Natural collating sequence for indexes orders key fields based on their data type. This means that negative numeric
values will collate lower than positive values.

Duplicates option

As with sorted relationships, you can order index entries with duplicate index key values as duplicates first, duplicates
last, or in db-key sequence.

If there are many duplicates and the index is unlinked, order the duplicates by db-key. This will reduce CPU in locating a
specific index entry.

Representing additional index sort options

Represent additional sort options for a relationship on the data structure diagram by specifying:

• NATURAL if the collating sequence is to be natural. Standard is the default.
• DF for duplicates first, DL for duplicates last, or DBKEY for duplicates by db-key.

Nonsorted Indexes

Nonsorted indexes are another way of linking all occurrences of an entity when the database is sparsely populated with
occurrences of that entity. A nonsorted index requires less CPU and storage than a sorted index. A nonsorted index might,
however, be less effective than an index sorted by db-key value. If multiple entity occurrences reside on a page, an index
ordered by db-key will reduce the I/Os necessary to retrieve all occurrences.

Nonsorted orders

If the entity occurrences in the index are not to be sorted, you can specify the logical placement of new index entries by
indicating one of the following orders:
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• FIRST creates a LIFO (last in, first out) order. The new index entry is positioned at the beginning of the index.
• LAST creates a FIFO (first in, first out) order. The new index entry is positioned at the end of the index.
• NEXT creates a simple list. The new index entry is positioned immediately after the entry for the current (most recently

accessed) entity occurrence. The NEXT order is recommended as a default.
• PRIOR creates a reverse list. The new index entry is positioned immediately before the entry for the current entity

occurrence.

Index Membership Options

The same membership options are available for indexes as for relationships (see "Membership Options" earlier in this
section).

Guidelines

Use the mandatory-automatic (MA) membership option unless you want only certain entity occurrences to be indexed;
that is, if you want the program to control which entity occurrences are to be indexed.

Non-SQL Entity and Index Placement

To facilitate certain processing operations, you can instruct the database to store entity occurrences in a specific portion of
an area (non-SQL defined databases only).

By restricting entity occurrences to a specific set of pages, you can minimize overflow conditions.

Displace a clustered entity from its owner

You can displace a clustered entity from its owner. The DISPLACEMENT clause of the non-SQL schema ADD RECORD
statement allows you to store clustered entities away from their owner entity in a database area. By specifying the number
of pages to displace the clustered entities, you can separate different entity types within a cluster.

Specify a subarea in which to store an entity

You can specify a subarea within an area in which a particular entity is to be stored. To separate CALC entities from other
entities in an area, CA IDMS/DB allows you to assign all occurrences of a particular entity type to a range of pages.

For further information, see the WITHIN AREA clauses of the non-SQL schema ADD RECORD statement in CA IDMS
Database Administering section.

Specify a subarea in which to store an index

When specifying index placement, you can specify a subarea within an area in which the owner of a system-owned index
is to be stored. If you decide to place an index in an area with other database entities, you might want to assign the owner
to a specific range of pages in the area.

For further information, see the WITHIN AREA clauses of the non-SQL schema ADD SET statement in CA IDMS
Database Administering section.

As you plan the use of storage resources, you need to keep in mind these options for minimizing overflow conditions in
the database.

Physical Tuning Options for Commonweather Corporation
Assign entities to areas

You need to assign entities to database areas to provide for efficient application runtime processing:
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• ORG-DEMO-REGION can hold all nonclustered entities. The DEPARTMENT, OFFICE, JOB, SKILL, and INSURANCE
PLAN entities can be stored in this area of the database.

• EMP-DEMO-REGION holds all entities clustered around the EMPLOYEE entity. The EMPLOYEE, EMPOSITION,
EXPERTISE, and PROJECT entities should be stored together in this area.

• INS-DEMO-REGION holds all entities clustered around the COVERAGE entity. The COVERAGE, NON-HOSPITAL
CLAIM, HOSPITAL CLAIM, and DENTAL CLAIM entities can be stored in this area.

By placing Commonweather entities in separate areas, we enable programs to prepare only the area or areas required for
a particular operation rather than the entire database. In addition, we reduce the likelihood of contention for heavily-used
entities.

You might want to assign entities and indexes to separate areas.

Compress entities

The JOB and INSURANCE PLAN entities each contain a data element that provides descriptive information on a
particular entity occurrence (JOB DESCRIPTION and PLAN DESCRIPTION). As such, these entities are good candidates
for compression.

Relationship options

All relationships are linked to provide most efficient access. Since this is not a large database, it is not necessary to
eliminate relationships between areas.

All clustered relationships are chained; all nonclustered relationships are indexed. This reduces I/O when accessing
nonclustered relationships and reduces CPU when accessing clustered relationships.

The following relationships are sorted with the unique option to eliminate indexes used only to enforce unique constraints:

New Sorted Relationship Sort Key Index Eliminated
EMP-EMPOSITION START DATE JOB-NDX
EMP-EXPERTISE SKILL CODE EMP-NDX
NHC-PROC PROCEDURE NUMBER NON-HOSP-NDX
DC-PROC PROCEDURE NUMBER PROC-NDX

The following relationships are sorted to avoid sorting retrieval occurrences:

Sorted Relationship Sort Key
DEPT-EMPLOYEE EMP LAST NAME EMP FIRST NAME
OFFICE-EMPLOYEE EMP LAST NAME EMP FIRST NAME
SKILL-EXPERTISE SKILL LEVEL

All sorted relationships are order ascending except:

• SKILL-EXPERTISE, since usually employees holding a skill should be listed such that those with the highest rating
appear first

• EMP-EMPOSITION, since position START DATEs are usually increasing in value

Refined Commonweather Corporation Database Design (For SQL Implementation)

The refined data structure diagram for Commonweather Corporation (for SQL implementation) is shown below.

A review of transactions shows that all insurance information should be clustered around an employee. This can be
accomplished by removing the CALC key from NON-HOSPITAL CLAIM, HOSPITAL CLAIM, and DENTAL CLAIM
entities and replacing each with a unique index on NONHOSP CLAIM ID, HOSPITAL CLAIM ID, and DENTAL CLAIM
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ID respectively. In addition, the location mode of each of the three entities must be changed to CLUSTERED through its
relationship with COVERAGE.

Due to the volume of data in the INS DEMO REGION, it is decided that all linked relationships between this region and the
EMP DEMO REGION be converted to unlinked. The only relationship affected is EMP-COVERAGE. In order to convert it
to unlinked, you must either add an index or CALC key on EMP ID (the foreign key of the relationship).

Since you want to cluster coverage entity occurrences by employee anyway, a CALC key on EMP ID is chosen since
it achieves the same results as clustering through the EMP-COVERAGE relationship and eliminates the need for an
additional index.

Refined Commonweather Corporation Database Design (For Non-SQL Implementation)

Additional non-SQL physical tuning options chosen for the Commonweather Corporation database design are discussed
below.
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Create a multimember relationship

Since the COVERAGE, HOSPITAL CLAIM, NON-HOSPITAL CLAIM, and DENTAL CLAIM entities are usually processed
together, we can create a multimember relationship to relate these entities. Let's call this relationship COVERAGE-
CLAIMS.

Variable-length entities

Several entities in the Commonweather database should be converted to repeating elements in variable-length entities.
The NON-HOSPITAL PROCEDURE and DENTAL PROCEDURE entities should be made variably-repeating elements
because they each participate in only one relationship.

• The NON-HOSPITAL PROCEDURE entity can be converted to a repeating element in the NON-HOSPITAL CLAIM
entity.

• The DENTAL PROCEDURE entity can be converted to a repeating element in the DENTAL CLAIM entity.

Add new entity

Because an employee must be managed by another existing employee, the integrity of the MANAGES-REPORT TO
relationship must be ensured. In order to accomplish this in a non-SQL implementation, a new entity (STRUCTURE)
and two relationships (REPORT-TO and MANAGES) must be created. Indicate the appropriate relationship options to
ensure that an employee is associated with an existing employee. The MANAGES relationship is sorted to enforce unique
constraints. (If it were not a sorted relationship, an index would have to be created to enforce uniqueness.)

Remove unnecessary keys

Remove foreign keys if SQL access is not a priority. If you choose to remove unnecessary keys, adjust the entity lengths
accordingly.

Relationship options

Choose linkage and membership options for linked relationships. Choose ordering option of each nonsorted relationship.

Duplicates options

Duplicates options for indexes and sorted relationships were chosen based on application requirements.

The diagram below could be used to implement the database using a non-SQL definition.

The diagram shows:

• A multimember set
• Variable-length entities
• Removal of foreign keys as reflected in new entity lengths
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Since the design shown above will satisfy the performance requirements of the Commonweather Corporation, this
diagram will be used in later sections of this section as the basis for performing sizing calculations and a final database
design review.

Minimizing Contention Among Transactions
Contents

Overview

Once you have refined the database model to optimize each individual database transaction, you should determine how
the system will be affected by the concurrent execution of several transactions. You need to consider making changes to
the physical model to minimize the likelihood of system bottlenecks.

Bottlenecks are often caused by excessive contention for database resources. For example, bottlenecks can occur
when two or more programs (or terminal operators) attempt to execute update transactions against the same entity
occurrences at the same time. Since the likelihood of contention increases with the number of database transactions, you
need to determine whether the physical database model can accommodate the number of transactions executed at your
corporation.
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This section explains why database contention occurs and also shows you how to minimize contention.

Sources of Database Contention
Contents

Business transactions must contend for the following database resources:

• Areas
• Entities

Area Contention

Physical area locks

CA IDMS/DB examines and sets physical area locks whenever an area is opened in an update mode. Physical area locks:

• Prevent concurrent updates by multiple IDMS runtime environments (multiple local database transactions, multiple
central versions, or a combination of both)

• Prevent update access to an area that requires rollback of database transactions

Physical locks are handled differently depending on the mode of processing:

• Local mode -- As each area is readied in any update mode, the lock is checked. If the lock is set, access to the area
is not allowed. If the lock is not set, the local database transaction causes the lock to be set. In the event that the
transaction terminates abnormally (that is, without issuing a FINISH), the lock remains set. Further update access or
commit processing by subsequent database transactions is prevented until the area is recovered.

• Central version -- At system startup, the central version checks the locks in all areas available to the system for
update processing. If any lock is set, further access to that area is disallowed (that is, the area is varied offline to the
central version). The central version proceeds without the use of that area.
If the lock is removed after system startup, the operator must vary the area status from offline to online to make the
area available to the central version.

Logical area locks

Logical area locks are used by central version to control concurrent access to areas by database transactions running
under central version. Logical area locks are derived from the mode in which an area is readied. A logical lock on a
database area sometimes causes transactions to wait for database resources. When a transaction cannot ready an area
because of a protected or exclusive restriction placed on that area by another transaction, the second transaction is
placed in a wait state until the first transaction is finished.

Concurrent area access

The following diagram shows the way in which ready modes and ready options restrict concurrent use of an area by
database transactions executing under one central version.

Transaction A readies AREA1 in protected update mode; transaction B readies the area in shared retrieval mode; and
transaction C attempts to ready the area in exclusive update mode and is put into a wait state until both transactions A
and B terminate. Transactions D and E, attempting to ready the area, must wait until transaction C terminates.
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Entity Occurrence Contention

Record locks

CA IDMS/DB sets record locks on entity occurrences accessed by transactions operating under the central version.
Record locks are never maintained for transactions operating in local mode, since concurrent update is prevented by
physical area locks.

Locks can be set implicitly by the central version or explicitly by the programmer, as described below:

• Implicit record locks are maintained automatically by the central version for every transaction running in shared
update mode. They are optionally maintained in shared retrieval and protected update mode, according to your
specifications at system generation.

• Explicit record locks, set by the programmer using navigational DML, are used to maintain record locks that would
otherwise be released following a change in currency.
They are never maintained for areas whose status is transient retrieval or for database transactions executing with an
isolation level of transient retrieval.

Functions

Record locks perform four functions:

• Protect against concurrent update of the same entity occurrence by two or more transactions
• Protect transactions from reading uncommitted updates made by another transaction
• Protect entity occurrences that are current of one transaction from being updated by another transaction
• Allow one transaction to selectively protect any entity from access or update by another transaction

Increased contention

Record locks can sometimes increase contention among programs that require access to database resources. In some
instances, conditions that result from the use of record locks can even cause abnormal termination of transactions
executing under the central version. The following conditions can occur:

• Too many locks. If resource limits for locks are established and a transaction tries to generate more locks than the
limit, the system might terminate the transaction, depending on your specifications at system generation. If resource
limits for locks were not established, the system will continue processing, but processing performance might be
degraded.

• Excessive wait time. If a transaction, while attempting to set a record lock, is made to wait for another transaction
to terminate (or to release a lock on an entity), the first transaction waits only as long as the interval specified at
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system generation before abending. When a transaction exceeds the internal wait time, the system will terminate the
transaction.

• Deadlock situation. If two transactions are in a deadlock, one of the transactions is aborted. A deadlock occurs
when two transactions wait on each other for access to the same resource(s). For example, if both transaction A and
transaction B read the same entity occurrence, each acquires a shared record lock on the occurrence. If transaction A
then tries to update the entity occurrence, it will wait until transaction B releases its lock. If transaction B tries to update
the occurrence, it will wait on transaction A. Transactions A and B are in a deadlock situation.
CA IDMS/DB resolves this potential bottleneck by aborting and rolling back one of the transactions. By default, the
transaction chosen is the most recently begun transaction with the lowest priority.

Minimizing Contention
Contents

Guidelines

You can reduce the likelihood of bottlenecks resulting from area and entity occurrence contention by making appropriate
changes to the physical database design. To make intelligent design decisions to reduce contention, you must first identify
potential bottlenecks.

Section10, "Identifying Application Performance Requirements" showed you how to determine:

• The priority of each business transaction
• The frequency of execution of each transaction
• The frequency of access of each entity

By examining this information closely, you can identify potential bottlenecks in the physical database. For example, if
you know that two different database entities will be accessed often, you can assign these entities to different areas to
avoid area contention. Additionally, you can schedule the execution of high-priority programs to reduce the likelihood of
contention with other programs.

Minimizing Contention for Entities and Areas

Guidelines

Consider the following guidelines for minimizing contention for database entities and areas:

• Minimize the use of one-of-a-kind (OOAK) entities.
To reduce contention for an OOAK entity used for maintaining a control number (like the next order number in an
order-entry system), you can manufacture the control number. For example, instead of storing the number in the
database, you could determine the number dynamically from the date and time at which each order is placed.

• Avoid placing heavily-used entities in the same area. If several heavily-used entities are placed in the same
database area, the area may become a source of database contention. When heavily-used entities are stored in the
same area, programs may have to contend for storage space, and internally-maintained control structures such as
those used for CALC processing.
To minimize area contention, you can assign each heavily-used entity to a separate area in the database, as shown in
the following diagram.

 1086



 Administrating

For further information on assigning entities to database areas, see Section15, "Determining the Size of the Database".

• Place large indexes in separate areas. To avoid contention for space and because indexes are typically heavily
used, place them in separate areas.

• Avoid long-running update transactions. Application programs that perform many updates often set many record
locks. To lessen the possibility of abnormal termination as a result of setting too many locks or being involved in a
deadlock, the programmer can commit database changes to release locks at intervals throughout the processing.
This technique should be used with caution, since the commit function also causes a checkpoint to be written to the
journal file. Following the unsuccessful execution of a DML function, a transaction is rolled back only to the point of the
last checkpoint. Thus the existence of a checkpoint resulting from a commit statement would prohibit the system from
performing a rollback to the beginning of the transaction.

• Separate frequently used and updated entities. If an entity creates excessive contention among application
programs, you can segment the entity into two or more entities. For example, if the EMPLOYEE entity were a source
of contention, you could break the entity into EMPERS and EMPAY. EMPERS might contain all personal information
on each employee, while EMPAY could contain professional information. The two entities could then be assigned to
different database areas and use different indexes.
By segmenting employee data, you could eliminate contention between those programs that access employee
personal information and those programs that only require access to professional information, as shown in the
following diagram.
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• Include several levels for each frequently-updated sorted index. While sorted indexes with very few levels can
be used to optimize performance in retrieval applications, they sometimes cause contention between application
programs that perform update functions.
If a sorted index will be updated frequently, make sure that the index consists of at least three levels. For further
information on sizing a sorted index, see Section15, "Determining the Size of the Database".

• Schedule the execution of batch update jobs. In some situations, you should consider scheduling programs that
execute batches of updates to reduce contention. By executing update programs one at a time, you can ensure that
these programs do not have to contend for the same database resources.

• Ready areas in shared update mode. If an application program readies an area in protected or exclusive mode, other
programs can be placed in a wait state. Therefore, whenever possible, programs updating a limited number of entities
before a commit should ready areas in shared update mode. The shared update mode allows multiple transactions
under the same central version to access the area concurrently, thereby reducing area locking and contention.

Determining the Size of the Database
Contents

Overview

After you have decided how each entity in the database will be stored and accessed, you can determine how much
storage space to reserve for the database. To allow for the most efficient processing, you need to plan the best use of
available computer storage resources.

As you determine the size of the database, you need to consider several factors, including the hardware available at your
corporation and the type of business applications that will be using the database.

After presenting a discussion of general database sizing considerations, this section shows you how to:

• Calculate the size of an area
• Allocate space for indexes
• Place areas in files
• Size a megabase

General Database Sizing Considerations
Before you determine the size of the database, you need to be familiar with the following topics:

Sizing Considerations for Compressed and Variable Length Entities

Internally, the DBMS treats the following types of entities as variable in length:

• Fixed-length compressed entities -- Entities with a fixed length that are compressed through a compression routine;
although the length of these entities is fixed from the point of view of user programs, compression makes them
internally variable.

• Variable-length entities -- Compressed or uncompressed entities with a length that depends on a variably occurring
data element (that is, entities that contain an OCCURS DEPENDING clause).

Fragmentation

The DBMS fragments a variable-length entity occurrence when it is unable to store the entire entity on a single page.
Fragmentation forces the system to perform two or more I/Os to retrieve a single variable-length entity. Fragmentation
should be kept to a minimum.

Root and fragment size

In a non-SQL environment, you can specify the following information in the schema:
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• Minimum root -- The smallest amount of data to be stored on the entity's home page (target page)
• Minimum fragment -- The smallest amount of data to be stored on any additional page

For SQL compressed entities, the minimum root and fragment are assigned automatically.

If a variable-length root or fragment exceeds 30 percent of the page size, space management problems can occur. To
ensure efficient space management, you need to tailor the size of the minimum root and fragment to the optimal page size
for the database area.

Page reserve

When a database area contains variable-length entities, and a general increase in the size of the entities is anticipated,
you should define a page reserve in the area definition. By specifying a page reserve, you can minimize fragmentation of
variable-length entities.

The page reserve is a specified number of bytes per page that can be used only for expansion of variable-length entities
or internally-maintained index records. For further information on internally-maintained index records, see "Allocating
Space for Indexes" later in this section. The space will not be used for storing new entity occurrences. In general, page
reserve should always be less than 30 percent of the page size.

The page reserve is specified in the CREATE/ALTER AREA statement of the physical database definition.

NOTE
A page reserve does not affect the physical structure of the database. You can, therefore, vary the page reserve
by using different DMCL modules, each with a different page reserve.

More Information For more information on the physical database definition, see the CA IDMS Database Administering
section.

Space Management

To manage space in an area, the DBMS keeps track of available space on each page. CA IDMS/DB reserves selected
pages called space management pages (SMPs) for this purpose.

Space management pages

The first page in each area is an SMP; depending on the number and size of pages in the area, CA IDMS/DB can reserve
additional SMPs throughout the area. When you determine the size of an area, you need to take into consideration the
number of SMPs to be maintained in the area.
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More information For more information on space management, see the CA IDMS Database Administering section.

Overflow Conditions

Overflow conditions occur when entities must contend for storage space in the database. In some instances, overflow can
cause performance degradation. Therefore, you need to understand the causes of overflow and know how to minimize it.

You should try to predict the effectiveness of segregating entities in the planning stage and then fine tune the database in
a test environment.

NOTE
You can use the database analysis utility (IDMSDBAN) to determine the total number of overflows in a database.

Types of overflow

There are two types of overflow:

• CALC overflow
• Cluster overflow

Each of these types of overflow is discussed separately below.

CALC Overflow

If occurrences of several entity types are randomized in one area or if an insufficient number of pages exists for the
number of occurrences of one CALC entity type, CALC overflow conditions can occur.

Suppose an area contains two CALC entity types, A and C, and one clustered entity type, B, that is clustered through
the A-B relationship. One A and four B entities fill a page, so that in several instances there is no room for a C entity
randomizing to the same page. CALC overflow can occur in this situation, as shown below.

In this instance, A and B entities have filled pages 1003 and 1006, and have caused C2 and C4 to overflow to the next
page. Two accesses are required to retrieve these entities.
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Some overflow should be expected. Be concerned if a high percentage (more than 25%) of CALC entities overflow.

Reducing overflow

To reduce overflow:

• Ensure non-static areas are no more than 75% full.
• Initially load CALC entity occurrences before clustered entity occurrences. (This is especially effective in static

databases.)
• Separate entities into different areas.

Cluster Overflow

If the page size for a database area is not large enough to hold an entire cluster of entity occurrences, cluster overflow
conditions may occur. Cluster overflow occurs when the DBMS cannot fit a new entity occurrence on the same page as
other entity occurrences in the cluster. Cluster overflow forces the DBMS to try to store the entity occurrence on the next
page in the area.

Suppose an area contains one entity, A, stored CALC, and one entity, B, which is clustered through the A-B relationship.
One A and four B occurrences fill a page. In the instance shown in the diagram, one of the A-B clusters contains two
B occurrences, one contains four occurrences, and one contains seven occurrences. Since there isn't room for the
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seven occurrences on one page, the extra occurrences have had to overflow to pages 1004 and 1005. To retrieve all
occurrences in the cluster requires three accesses.

Reducing cluster overflow

You can reduce cluster overflow by:

• Increasing the page size for the area
• Assigning clustered entities to separate areas from their parent entities

Calculating the Size of an Area
 

To determine the amount of space necessary for a particular database area, you need to perform the following
procedures:

1. Calculate the size of each cluster.
2. Determine the page size.
3. Calculate the number of pages in the area
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Follow steps 1 through 3 as described below to determine the size of the areas in your database.

Step 1 Calculating the Size of Each Cluster

Through clustering, users can store related entities close together in the database. Clustering allows a business
application to access related entities quickly and efficiently. To ensure optimal processing, you base your database sizing
calculations on the size of a cluster.

If you do not plan the use of storage resources effectively, the system may be unable to fit an entire cluster on a single
page. Overflow conditions may occur, causing the system to perform two or more I/Os to access each application cluster.
For a detailed discussion of overflow conditions, see Overflow Conditions.

Procedure

You use the following procedures to calculate the size of a cluster:

1. Identify the entity types in the cluster.
2. Determine the length (in bytes) of each entity type stored in the cluster.
3. If an entity participates in a relationship, add 4 bytes for each NEXT, PRIOR, OWNER, or INDEX pointer.

NOTE
 In an SQL implementation, linked clustered relationships always contain NEXT, PRIOR, and OWNER
pointers. Linked indexed relationships always contain INDEX and OWNER pointers.

4. If an entity in a non-SQL implementation is indexed, add 4 bytes for the INDEX pointer associated with
each linked index.

5. If an entity is stored CALC, add 8 bytes to allow for pointers in the CALC (SR1) chain.
6. If an entity is variable length or compressed, add 8 bytes to allow for the variable-length indicator and fragment pointer.
7. Add 8 bytes for each entity to allow for storage of line indexes.
8. Sum the numbers calculated above to determine the total number of bytes for a single occurrence of each entity type.
9. Determine the average number of occurrences of each entity type in a single cluster.
10. Multiply the total bytes for each entity by the number of occurrences in the cluster to calculate the amount of space

needed for each entity type in the cluster.
11. Add the above space calculations to determine the total size for a single cluster.

NOTE
If any entity in the cluster is the parent of an indexed relationship, you need to allow space for storage of the
internal index entities.

Sample cluster size calculation

The following diagram shows how the size of a cluster is determined.

In the EMP-DEMO-REGION area, 492 bytes are required to store a complete cluster of EMPLOYEE, EXPERTISE,
EMPOSITION, and STRUCTURE entities.
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The above calculations are for a non-SQL implementation. If this is an SQL implementation, the data length and index
pointer options can differ.

NOTE
If one or more indexes are to be included in the cluster, refer to the index size calculations later in this section.

Step 2 Determining the Page Size

Page size

Whenever possible, you select a page size that holds two to three clusters of data used by an application program. The
maximum page size is 32764.

Physical device blocking 

A database page is a fixed block. As a general rule, you use pages that are an even fraction of the track size.

The following table lists the optimal page sizes by device type for six IBM disk drives. Manufacturers of other brands of
direct access storage devices (DASD) should be able to provide similar information for their own equipment.

per track  3330  3340  3350  3375  3380  3390 
1 13028 8368 19068 32764 32764 32764
2 6444 4100 9440 17600 23476 27996
3 4252 2676 6232 11616 15476 18452
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4 3156 1964 4628 8608 11476 13680
5 2496 1540 3664 6816 9076 10796
6 2056 1252 3020 5600 7476 8904
7 1744 1052 2564 4736 6356 7548
8 1508 896 2220 4096 5492 6516
9 1324 780 1952 3616 4820 5724
10 1180 684 1740 3200 4276 5064
11 1060 608 1564 2880 3860 4564
12 960 544 1416 2592 3476 4136
13 876 488 1296 2368 3188 3768
14 804 440 1180 2176 2932 3440
15 740 400 1096 2016 2676 3172

NOTE
Note: The bytes per page for FBA devices must be a multiple of 512.

Considerations

Entity size 

The size of a fixed-length entity or of a variable-length entity's minimum root or fragment cannot exceed 30 percent of
page size without causing additional overhead for space management. Page size should always be at least three and
one-third times greater than the largest entity in the area. A higher ratio (up to ten times greater) is preferable.

NOTE
With a variable-length entity, the length of the root and fragment must conform to the consideration stated
above. The entity itself (root plus all fragments) can be larger than the page.

Page reserve 

When you calculate the page size, you need to take into consideration the amount of space necessary for the page
reserve. A page reserve is used to allow space for:

• Future growth -- At load time, you may want to reserve space in the database for storage of new data entities or for
splitting of SR8 entities in an index structure. In either case, you should specify the page reserve when the database is
first defined and then remove this page reserve after the database has been loaded.

• Expansion of variable-length entities -- The page reserve for an area that contains variable-length entities is
specified when the database is defined and is never removed.

Calculating the page reserve 

To calculate the size of a page reserve, perform the following procedures:

1. For each variable-length entity in the area, find the difference in bytes between the anticipated starting and expanded
sizes.

2. Multiply the difference for each entity type by the anticipated number of occurrences of the entity.
3. Divide the total by the number of pages in the area.

The page reserve should never exceed 30 percent of the page size.

Buffer pool size 

The size of a buffer pool depends on the amount of concurrent processing to be performed against the database. To avoid
excessive database I/O operations, the buffer pool should be able to hold at least five pages.
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If sufficient main storage cannot be allocated for a 5-page (or larger) buffer pool, you should reduce the page size.

Suppose an installation uses type 3380 disk devices. In this environment, the main storage required to create a buffer
pool of six buffer pages is:

Page Size Main Storage Required for Six Buffers 
32,764 bytes 196,584 bytes
23,476 bytes 140,856 bytes
15,476 bytes 92,856 bytes
11,476 bytes 68,856 bytes
9,076 bytes 54,456 bytes
7,476 bytes 44,856 bytes

NOTE
There is additional overhead for each page in the buffer pool not included in the above numbers.

Processing requirements 

The number of clusters (or portions of clusters) to be stored on a page should be determined by application processing
requirements:

• For typical random processing where direct access to data is essential, you should use small page sizes (few
clusters). A small page requires less time per access and permits more concurrent processing on a channel. However,
a small page also reduces the data transfer rate, causes more I/Os, and uses more disk space for a given quantity of
data.

• For typical serial processing, large page sizes (several clusters) allow a high data transfer rate and reduce the
number of I/Os. However, large pages also monopolize the channel for longer periods of time.

Page header and footer 

You need to allow 32 bytes on each page for the header and footer.

Large clusters 

If the size of a cluster is excessively large (greater than 1/3 to 1/2 of a track), define a new database area and move a
portion of the cluster to this area. Move one or more child entities in the cluster to the new area. You can adjust the size of
this new area to accommodate a large cluster by increasing the page size or by adding more pages.

Storing clusters in a separate area 

When you store child entities in a cluster in a separate area from their parent entities, the position of the child entity
occurrences is proportional to the position of the parent entities in their area. Therefore the sizing considerations for both
areas should be similar.

Step 3 Calculating the Number of Pages in the Area

After you identified the optimal page size for a database area, you can determine the number of pages to allocate to that
area. If significant growth is expected early, plan for 50 percent initial capacity and allow for growth up to 70 to 80 percent.
As a rule, you should try to avoid exceeding 70 percent capacity.

Procedure 

To calculate the total number of pages required for a database area, perform the following procedures:

1. Calculate the number of bytes in each entity in the area:
a. Multiply the number of bytes in each entity by the number of occurrences. Below is a form you can use to compute

the number of bytes required for each entity type. 
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b. After you determined how much space is needed for each entity type, add the bytes for each entity to determine
the total number of bytes for the area.

2. Calculate the number of base pages by dividing the total entity bytes by the page size minus 32.
3. Divide the result by the desired space utilization (70 percent) to get the total number of base pages. (Static files

average 70 percent; dynamic files average 50 percent.) If there are any SR8 entities in the area, you may want to
increase the page reserve.

4. Subtract 32 from the page size and divide by 2 (bytes per SMP entry). 

NOTE
For large databases, the CALC algorithm operates most effectively when the number of pages in the area is
a prime number.

5. Divide the quotient into the number of base pages and round up to the next integer. The result is the number of space
management pages.

6. Add the number of base pages and space management pages to determine the total number of pages in the area.
7. To calculate the number of tracks needed, divide the number of pages in the area by the number of pages per track on

the type of disk device being used.

Sample area size calculation 

The following sample shows how the number of pages in an area is determined for an area containing 1000 employees. 

The EMP-DEMO-REGION area needs 492,000 bytes to store all occurrences of the EMPLOYEE, EXPERTISE,
EMPOSITION, and STRUCTURE entities. Calculations determine that 167 database pages of 4276 bytes need to be
allocated to accommodate these entities.

 1097



 Administrating

  

1. Entity bytes per area = 492k bytes.
2. Calculate the number of base pages by dividing the total bytes by page size minus 32:

4276 - 32 = 4244
492,000 / 4244 = 116 pages (rounded)

3. Divide by desired space utilization (70%): 166 (rounded).
4. Subtract 32 from page size and divide by two. Divide the quotient into the number of base pages and round up to the

next integer. The result is the number of space management pages:
166 / 2122 = .08

When you round to the next whole page, only one SMP is needed.
5. Add the number of base pages and space management pages to determine the number of pages in the area: 167
6. Divide the number of pages in the area by the number of pages per track on the type of disk device being used. The

result is the number of tracks needed:
167 / 10 = 16.7 tracks

Allocating Space for Indexes
Contents

When a database area contains an index, you must provide space in the area for storage of the index. To determine the
amount of space needed, you perform some simple calculations. Before you allocate space for an index, you need to
consider both the volume of data entities to be indexed and the type of internal structures that CA IDMS/DB will generate
to allow access to these entities.
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Following a discussion of the structure of an index, procedures for calculating the size of an index are presented below.

Index Structure

Indexes are built and maintained by the DBMS for:

• System indexes -- These are standalone index structures providing alternate access to entity occurrences. They are
defined using the OWNER IS SYSTEM clause of the non-SQL ADD SET statement or the CREATE INDEX statement
in SQL.
The root (or top entity) of a system index is an SR7 entity. This is an internal record type with a location mode of CALC.
For non-SQL-defined indexes, the CALC key is the name of the index. For SQL-defined indexes, it is an internally
generated name.

• Indexed relationships -- These are index structures associated with each occurrence of a parent entity in an indexed
relationship and are used to point to the associated child entity occurrences.
They are defined using the MODE IS INDEX clause of the non-SQL ADD SET statement where the set is not defined
as SYSTEM-OWNED or the LINKED INDEX clause of an SQL CREATE CONSTRAINT statement. The root of an
indexed relationship is an occurrence of the parent entity.

Structure of an index

The structure of an index consists of internally maintained records called SR8s. Each SR8 is chained (by next, prior, and
owner pointers) to the parent entity occurrence (or SR7 in the case of a system index) and to each other. An index is
therefore structured as a chained relationship between the parent entity (or SR7) and the SR8s.

An SR8 contains from 3 to 8,180 index entries and a cushion (that is, a field that is the length of the largest possible
index entry). The content of an index entry depends on the index characteristics:

• For sorted indexes, SR8s are arranged in levels to facilitate searching. Each index entry contains the db-key of an
indexed entity occurrence or the db-key of another SR8. Additionally, for indexes sorted on a symbolic key, each index
entry also contains a symbolic key. A symbolic key is a key constructed of one or more data elements in the order
specified in the schema (up to 256 bytes in length).

• For unsorted indexes, SR8s are arranged in a single level. Each index entry is the db-key for an entity occurrence.

An unsorted index

The following diagram shows the structure for a simple unsorted indexed relationship. In this example, there is a single
SR8 chained to the indexed set's parent. The SR8 contains three entries. Each entry contains an index pointer that points
to a child entity occurrence. Each child occurrence contains an index pointer that points to that SR8 and an owner pointer
that points back to the set's parent. (The owner pointer is optional.)
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Structure of a three-level index

The following diagram shows the structure for a sorted index arranged in three levels. In this example, each SR8 has
a maximum of three entries. Each entry consists of a symbolic key value and a db-key. The bold entries show how the
LONG entity is located during an index search. In the top and intermediate levels, the db-key in each entry points to
another SR8. (For simplicity, prior and owner pointers are not included in this figure.)

Entries in a 3-level index

The following diagram shows the index pointers and symbolic keys for a three-level sorted index. Each entry consists of a
symbolic key and a pointer (db-key). The bold entries show how the LONG entity is located in the database. The pointers
in the top and intermediate levels point to SR8s at the next lowest level. Only the bottom-level entry points to the indexed
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entity. (For simplicity, prior and owner pointers are not included in this figure; in addition, there are two pointers for the
symbolic key for BENN, since there are two employees with that name.)

Symbolickey Db-key
Top-level SR8s 90002:3 Innis

West
90004:10
90004:57

Intermediate-
level SR8s

90004:10 Carr
Ferro
Innis

90015:13
90016:40
90030:6

90004:57 Nelson
Stuart
West

90021:3
90018:53
90030:12

Bottom-level SR8s 90015:13 Benn
Carr

721009:147 723006:105
721007:3

90016:40 Davis
East
Ferro

720617:201
721592:63
722310:16

00030:6 Grey
Hall
Innis

720016:31
727160:52
725921:74

90021:3 James
Long
Nelson

726412:4
724263:12
727160:90

90018:53 Stuart
Upton

720039:37
720715:52

90030:12 West 725129:2

Number of levels in an index

The number of levels in an index directly affects database performance. The number of levels determines:

• The number of I/Os required to access the indexed entities. An index that has few levels (four or fewer) typically
incurs a minimum number of I/Os to access the indexed entities.

• How much contention will occur for access to the SR8 records. An index that has several levels typically reduces
contention among application programs that require access to SR8s.

An index is considered efficient if there is little contention for the SR8s and few I/Os are required to access the indexed
entities. To develop an efficient index, you should usually plan an index that has three levels of SR8s. An index that has
more than eight or ten levels is likely to degrade processing performance by causing the system to access many SR8s
when searching for a particular indexed entity occurrence. A system index that consists of fewer than three levels may
incur contention if frequently updated. Indexed relationships should usually have fewer than three levels since contention
is less likely because there are multiple index structures (one for each relationship occurrence).

Since the structure of an index depends on several dynamic factors, it is often difficult to make a precise calculation of the
number of levels that the DBMS will create. CA IDMS/DB therefore provides schema syntax that can be used to influence
the number of levels that will be generated for a particular index.

The number of levels generated by CA IDMS/DB for a sorted index depends on the number of index entries in each SR8.
You can specify the maximum number of entries that can be contained in an SR8 by using the INDEX BLOCK CONTAINS
clause of the index definition in the schema.

You can improve the efficiency of an index by performing one of the following procedures:
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• Decrease the number of levels in the index by increasing the number of entries in each SR8. This action can
enhance efficiency by decreasing the number of SR8s that the DBMS must access when searching for a particular
entry.

• Increase the number of levels in the index by decreasing the number of entries in each SR8. This action can
enhance efficiency by reducing the likelihood of contention for SR8s.

For further information on the structure of an index, see CA IDMS Database Administering section.

Calculating the Size of the Index

To account for the different types of index structures, you use a different set of formulas to calculate the size of each of the
following types of indexes:

• Indexes sorted on a symbolic key
• Indexes sorted on the database key
• Unsorted indexes

Formulas for calculating the size of indexes are outlined in the following tables.

For information on sizing an index automatically, see Area statements in "Physical Database DDL Statements" of Volume
1 of CA IDMS Database Administering section.

Considerations

Before you calculate the size of your indexes, you should be aware of the following index sizing considerations:

• The method of loading the index determines how the index size should be calculated. The formulas presented in
the tables below should be used only to calculate space requirements for indexes that are loaded in sequential order.

• Index sizing calculations should allow ample space for future growth. You have several options for reserving
space for expansion of an index:
– Make a generous estimate of the number of occurrences to be indexed; use this inflated number as the basis for

performing your index sizing calculations.
– Make a generous estimate of the number of pages required for the area in which the index will be stored; the

formulas presented below can be used to calculate the minimum number of pages required for an area in which an
index will be stored.

– Specify a page reserve at load time; after the index has been loaded, remove the page reserve and increase the
number of entries in each SR8.

– Indicate how far away from the parent or SR7 the bottom-level SR8s are to be stored. For an indexed relationship
or a system-owned index, you can use the DISPLACEMENT clause of the non-SQL schema ADD SET statement
or the SQL schema CREATE INDEX statement to cluster bottom-level SR8s away from their parent in a database
area. By specifying the number of pages to displace the bottom-level SR8s, you can reserve space in the area for
storage of intermediate SR8s.

Calculating the Size of an Index Sorted on a Symbolic Key

Calculation Formula/Instructions
Number of indexed entity occurrences and key length The requirements of your database will determine these values.

You may want to use an inflated number to allow for future growth.
Number of index levels In most situations, you should design indexes with three levels.

However, your index may consist of from one to four index levels.
Indexes with few entries or a short key can be built with only two
levels; indexes with many entries or very long keys might require
four levels. Indexed relationships or indexes with extremely few
entries might require only one level.
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Number of entries per SR8 For an n-level index:
#SR8-entries =
nth-root-of-#indexed-entity-occurrences
For example, to build a 3-level index:
#SR8-entries =
cube-root-of-#indexed-entity-occurrences
The results of this calculation should be rounded up to the next
higher integer.

Size of SR8 entities Determine SR8 size (including line index space) by using the
following formula:
SR8-size =
40 + (#SR8-entries + 1) * (key-length + 8)
Key-length equals the sum of the lengths of all data elements in
the index key.

Number of SR8s Determine the number of SR8s required for your index by level:
#Level-0-SR8s =
(#indexed-entity-occurrences + #SR8-entries - 1)
----------------------------------------------
#SR8-entries
#Level-1-SR8s =
(#level-0-SR8s + #SR8-entries - 1)
---------------------------------
#SR8-entries
#Level-2-SR8s =
(#level-1-SR8s + #SR8-entries - 1)
--------------------------------
#SR8-entries
One of the above calculations will be required for each level
in your index; note that the quotient should be truncated, not
rounded. Calculate the number of SR8s at each level until the
quotient equals 1. The total number of SR8s required for your
index is equal to the sum of all the counts computed above.

Number of bytes required Calculate the total number of bytes of space you will need to
accommodate the index:
Total-#bytes-required = #SR8s * SR8-size
Note: Level-0 refers to the bottom level of the index structure.
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Page size for the index area Plan to store at least three SR8s on a page; use a page reserve
of up to 29% of each page. The page reserve factor actually
increases the size of your database page so that additional SR8s
can be accommodated without generating overflow. Use the
following formulas to estimate page size.
Page-size = (#SR8s-per-page) * (SR8-size)
Total-page-size = page-size + page-reserve
+ page-header-footer-length
The header-footer length is 32 bytes for an area. Compare the
resulting page size with the table under "Step 2: Determining the
page size" and select the next larger page size that's compatible
with your DASD device:
If the page size determined in this way is too large, the number
of index levels will have to be increased until a satisfactory
compromise between page size and number of index levels is
reached.
If the page size determined is much smaller than 4K, use a 4K
page size instead; this allows more than three SR8s to be stored
on each page.

Number of SR8 displacement pages For improved efficiency, sorted indexes should make use of SR8
displacement pages to displace bottom-level (level-0) SR8s
from the top-level and intermediate-level SR8s. To determine
the number of displacement pages needed, perform these
calculations:
#Non-displaced-SR8s = total-#SR8s - #level-0-SR8s
#SR8-displacement-pages =
(#non-displaced-SR8s + #SR8s-per-page - 1)
------------------------------------------ + 1
#SR8s-per-page
Note that the quotient should be truncated, not rounded.

Number of pages needed for the index After calculating the displacement pages, determine the total
number of pages needed for the index:
Total-#Pages-needed = #SR8-displacement-pages +
(#level-0-SR8s + #SR8s-per-page - 1)
------------------------------------
#SR8s-per-page
Note that the quotient should be truncated, not rounded.

Calculating the Size of an Index Sorted on db-key

Calculation Formula/Instructions
Number of index entity occurrences The requirements of your database will determine this value.

You may want to use an inflated number to allow space for future
growth.

Number of index levels In most situations, you should design indexes with three levels.
However, your index could consist of from one to four index levels.
Indexes with few entries can be built with only two levels; indexes
with many entries might require four levels. Indexed relationships
or indexes with extremely few entries might require only one level.
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Number of entries per SR8 For an n-level index:
#SR8-entries =
nth-root-of-#indexed-entity-occurrences
For example, to build a 3-level index:
#SR8-entries =
cube-root-of-#indexed-entity-occurrences
The results of this calculation should be rounded up to the next
higher integer.

Size of SR8s Determine SR8 size (including line index space) by using the
following formulas:
Level-0-SR8-size =
40 + (#SR8-entries + 1) * 4
Non-level-0-SR8-size =
40 + (#SR8-entries + 1) * 8
Round the value up to the next higher number divisible by 4. The
level-0 SR8 length is nearly half that of the non-level-0 SR8. This
means that a page for an index sorted on db-key can hold nearly
twice as many bottom-level SR8s as higher-level SR8s.

Number of SR8s Determine the number of SR8s required for your index by level:
#Level-0-SR8s =
(#indexed-entity-occurrences + #SR8-entries - 1)
----------------------------------------------
#SR8-entries
#Level-1-SR8s =
(#level-0-SR8s + #SR8-entries - 1)
---------------------------------
#SR8-entries
#Level-2-SR8s =
(#level-1-SR8s + #SR8-entries - 1)
---------------------------------
#SR8-entries
The quotient should be truncated, not rounded. Continue
calculating the number of SR8s at each level until the quotient
equals 1. One of the above calculations will be required for each
level in your index. The total number of SR8s required for your
index is equal to the sum of all counts computed above.

Number of bytes required Calculate the total number of bytes of space you will need to
accommodate the index:
#Bytes-required-for-level-0-SR8s =
#level-0-SR8s * Level-0-SR8-size
#Bytes-required-for-non-level-0-SR8s =
#non-level-0-SR8s * non-level-0-SR8-size
Total-#bytes-required =
level-0-bytes + non-level-0-bytes
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Page size for the index area Plan to store at least three SR8s on a page; use a page reserve of
up to 29 percent of the page size. The page reserve factor actually
increases the size of your database page so that additional SR8s
can be accommodated without generating overflow. Use the
following formulas to estimate page size:
Page size =
(#SR8s-per-page) * (non-level-0-SR8-size)
Total-page-size = page-size + page-reserve
+ page-header-footer-length
The header-footer length is 32 bytes for a standard area. Compare
the resulting page size with the result from the previous table and
select the next larger page size that's compatible with your DASD
device:
If the page size determined in this way is too large, the number
of index levels will have to be increased until a satisfactory
compromise between page size and number of index levels is
reached.
If the page size determined is much smaller than 4K, use a 4K
page size instead; this allows more than three SR8s to be stored
on each page.

Number of SR8 displacement pages needed For improved efficiency, sorted indexes should make use of SR8
displacement pages to displace bottom-level (level-0) SR8s
from the top-level and intermediate-level SR8s. To determine
the number of displacement pages needed, perform these
calculations:
#Non-displaced-SR8s =
total-#SR8s - #level-0-SR8s
#SR8-displacement-pages =
(#non-displaced-SR8s + #SR8s-per-page - 1)
------------------------------------------ + 1
#SR8s-per-page
Note that the quotient is truncated, not rounded.

Number of pages needed for the index After calculating the displacement pages, determine the total
number of pages needed for the index:
Total-#Pages-needed =
#SR8-displacement-pages +
(#level-0-SR8s + #level-0-SR8s-per-page - 1)
--------------------------------------------
#level-0-SR8s-per-page
Note that the quotient is truncated, not rounded.

Calculating the Size of an Unsorted Index

Calculation Formula/Instructions
Number of indexed entity occurrences The requirements of your database will determine this value. You

might want to use an inflated number to allow space for future
growth.

Number of index levels Unsorted indexes consist of only one level (level-0).
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Number of entries per SR8 The number of SR8s should be three or more and less than
the number of entity occurrences being indexed. Work out the
formulas in the following steps with a number of your choice;
bear in mind that you need to derive an SR8 that is less than 30
percent of the page size for the area. Recalculate the formulas as
necessary until you reach the desired result.

Size of SR8s Determine SR8 size (including line index space) by using the
following formula:
SR8-size = 40 + (#SR8-entries + 1) * 4
Round the value up to the next higher number divisible by 4.

Number of SR8s Determine the number of SR8s that will be required for your index:
Total-#SR8s =
(#indexed-entity-occurrences + #SR8-entries - 1)
-----------------------------------------------
#SR8-entries
Note that the quotient is truncated, not rounded.

Number of bytes required Calculate the total number of bytes of space you will need to
accommodate the index:
#Bytes-required-for-SR8s = #SR8s * SR8-size

Page size for the index area Plan to store at least three SR8s on a page; use a page reserve of
up to 29 percent of the page size. The page reserve factor actually
increases the size of your database page so that additional SR8s
can be accommodated without generating overflow. Use the
following formulas to estimate page size:
Page-size = (#SR8s-per-page) * (SR8-size)
Total-page-size =
page-size + page-reserve
+ page-header-footer-length
The header-footer length is 32 bytes for an area. Compare the
resulting page size with the result from the first table and select
the next larger page size that's compatible with your DASD
device:
If the page size determined in this way is too large, the number
of index levels will have to be increased until a satisfactory
compromise between page size and number of index levels is
reached.
If the page size determined is much smaller than 4K, use a 4K
page size instead; this allows more than three SR8s to be stored
on each page.

Number of pages needed for the index Determine the total number of pages needed for the index:
Total-#pages-needed =
(#SR8s + #SR8s-per-page - 1)
----------------------------
#SR8s-per-page
Note that the quotient should be truncated, not rounded.

Sample index size calculation

The following diagram shows how space is allocated for storage of an index.

The SKILL-NAME index requires 18 database pages.

 1107



 Administrating

For a detailed explanation of the formula used to calculate space requirements for this index, see the previous table.

            # OF SKILL OCCURRENCES                    1680

            KEY LENGTH                                  12

            # OF INDEX LEVELS                            3

            # OF ENTRIES PER SR8                        12

            SIZE OF SR8                                300

            # OF SR8s                                  153

            # OF BYTES REQUIRED FOR INDEX            45900

            # OF SR8 DISPLACEMENT PAGES                  3

            TOTAL # OF PAGES IN SKILL-NAME-REGION AREA  18

     # SR8 ENTRIES = Cube-root-of-#skill-occurrences = 12 (rounded up)

 

     SR8 SIZE = 40 + (13 * 20) = 300 bytes

     LVL-0  =  (1680 + 11) / 12  = 140 (truncated)

 

     LVL-1  =  (140 + 11) / 12   =  12 (truncated)

 

     LVL-2  =  (12 + 11) / 12    =   1 (truncated)

(In this 3-level index, there are 140 displaced SR8s and 13 non-displaced SR8s; the total number of SR8s is 153.)

     # OF BYTES REQUIRED FOR INDEX =   153 * 300 = 45900
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     SPACE REQUIRED FOR STORING 3 SR8s = 3 * 300

     PAGE-SIZE (INCLUDING PAGE RESERVE) = 900/.70  + 32  = 1318

(1318 bytes for page size is very small; therefore a 4K page size might be used instead. If a 4K page size is selected, the
DBMS will be able to store approximately 10 SR8s on a page.)

     # OF SR8 DISPLACEMENT PAGES = (15 + 10 - 1) / 10 + 1 = 3

     TOTAL # OF PAGES IN AREA    = (140 + 10 - 1) / 10 + 3 = 18

Placing Areas in Files
Guidelines

You can assign all areas in a database to a single file or you can distribute areas over several files. The following table
provides some guidelines for assigning areas to files.

The relationship between areas and files can be defined as one-to-one, one-to-many, many-to-one, or many-to-many.
Each arrangement has its advantages and disadvantages.

Relationship Advantages Disadvantages
One area to one file Allows ease of maintenance

Facilitates recovery
Provides maximum flexibility in assigning
areas to buffers

If used with VSAM, this arrangement
can require excessive VSAM memory
requirements (GETVIS).

One area to many files Minimizes head/channel contention by
spreading dataover multiple packs
Optimizes processing of large and/or highly
active areas

Many areas to one file Recommended for small, stable areas that
are not used often

Restricts buffer allocations
Complicates DBA maintenance

Many areas to many files Severely restricts buffer allocations
Complicates DBA maintenance
Minimizes flexibility in data set placement
on disk
Complicates recovery procedures
Should be avoided

Processing considerations

When assigning areas to files, you should keep in mind the following processing considerations.

Input/output seek time

Follow these guidelines for minimizing seek time:
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• If you need to keep all (or several) areas online, you can reduce seek time by mapping each area into files allocated
across all the disk volumes.

• Place the most frequently accessed data set (database file) near the middle cylinder on a disk volume. The access arm
begins a seek operation from the position where it completed the last operation; therefore, the distance the arm must
travel will, on the average, be less to reach a cylinder in the middle of the disk surface.

• Place the smallest data sets that are accessed equally often near the center of the disk volume.
• When concurrently active data sets must be accessed by the same access mechanism, place them adjacent to one

another.
• If possible, place small, concurrently active data sets on the same cylinder.

For more specific guidelines, consult your hardware vendor publications for the hardware devices used at your installation.

Access-arm contention

To reduce contention for use of the access arm, you can place concurrently active data sets under different access
mechanisms.

Minimizing seek time

If you need to keep all areas online, you can reduce seek time by mapping the areas into files allocated across all the disk
volumes. For example, you can allocate nine files, three on each volume, and map each area across all three volumes.
This reduces the number of cylinders across which the disk heads must move to process any one application, as shown
below.

The diagram below shows how entities used for one application can be distributed over all volumes to limit head
movement.

Sizing considerations

As you assign areas to files, you need to keep in mind the following sizing considerations:

• For each page, there must be only one corresponding block of the same size.
• Pages in one area must be numbered as one continuous range of integers (you select the starting number); blocks in

one file must be numbered as one continuous range of integers, starting with the number one.
• Page ranges must not overlap.
• Page size can vary from area to area but not within an area; block size can vary from file to file but not within a file.

Areas with different page sizes cannot be mapped into one file, and one area cannot be mapped across files with
different block sizes.

• If an area is so large that it requires more than a single physical disk device and the access method is non-VSAM, the
area must be mapped to multiple files where the size of each file is no larger than the capacity of a single device.

• If VSAM is being used as the underlying access method for the database, an area of over 4GB must be mapped to
multiple VSAM files.

Sizing a Megabase
To allow for processing of very large databases, CA IDMS/DB permits you to:
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Each of these sizing options is discussed below.

Varying the Database Key Format

A database key is the concatenation of an entity's page number and its line index, for a total of four bytes. The format for
a database key is variable. The page number can make up 20 to 30 bits of the database key; the line index can make up
2 to 12 bits. You determine the database key format by specifying the MAXIMUM RECORDS PER PAGE clause of the
CREATE SEGMENT statement.

Since database key format is variable, you can structure the database to allow for either:

• More pages with fewer entities per page -- The number of pages in an area can be from 2 to 1,073,741,824.
• More entities per page with fewer pages -- Each page in a database can have from 2 to 2,727 entities.

To accommodate a very large database, you need to make sure that the highest page in an area can be expressed in the
database key format. You also need to ensure that the line index is large enough to identify the highest entity occurrence
on a specific page.

NOTE
The number specified in the MAXIMUM RECORDS PER PAGE clause indicates the maximum number of entity
occurrences that the run-time system will place on a single page. The actual number of occurrences on a given
page depends on the page size and the size of individual entity occurrences placed on the page.

Assigning Segments to Page Groups

By assigning segments to page groups, you can maintain, under a single central version, multiple databases that total
more than a billion pages. A page group uniquely identifies a collection of page ranges. You can specify a numeric
identifier in the range 0 through 32,767 as a page group.

More Information

For more information on varying the db-key and page groups, see the CA IDMS Database Administering section.

Considerations

Although segments can be assigned different page groups and database key formats, the following restrictions apply:

• By default, a single database transaction can access data in only one page group for a non-SQL-defined database.
Therefore, data to be accessed together must be defined within the same page group.

• The single page group restriction for a transaction does not apply to SQL-defined databases or to non-SQL-defined
databases accessed through a DBNAME with Mixed Page Group Binds Allowed. However, all records of a record
type to be accessed in a single transaction must reside in the same segment. While you can horizontally segment a
database, for example by placing customer information in three segments (CUSTEAST, CUSTWEST, CUSTCENT),
you can access only one of these segments at a time from within a transaction.

• For non-SQL defined tables, owner and member records for a chain set must be in the same page group and have the
same number of records per page.

• For SQL defined tables, referenced and referencing tables for a referential constraint must be in the same page group
and have the same number of records per page, and a table and its index area must be in the same page group and
have the same number of records per page.

• By default all segments accessed by a single database transaction must have the same database key format.
However, when using a DBNAME with Mixed Page Group Binds Allowed, a single transaction can access data from
multiple page groups, each having a different database key format.

• All segments of a dictionary must be in the same page group.
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Implementing Your Design
Contents

Overview

Once you have determined the space requirements of the database, you are prepared for a final design review and
implementation. You need to review the design to ensure that the database will support the business transactions
performed by users at your corporation. You also need to ensure that applications that access the database will execute
efficiently.

This section shows you how to review both the logical and physical models for a corporate database.

Reviewing the Design
Contents

Reviewing the design for a corporate database involves performing the following procedures:

1. Reviewing the logical database model
2. Reviewing the physical database model

Follow the steps below to finalize the design for your corporate database.

Step 1 Review the Logical Database Model

In the initial stages of logical design, you identified the business problem that users hoped to solve by creating a
database. After interviewing several company employees, you performed a thorough analysis of the business system,
determining the processing functions performed by the corporation and the flow of data during typical executions of these
functions.

An analysis of the system provided documentation of the types of data required by corporate users to perform their day-to-
day business tasks. With this documentation, you created the entity-relationship diagram, which serves as a model of the
corporate enterprise.

During the final review of a database design, you should make sure that the physical design does not compromise the
logical model for the database.

Step 2 Review the Physical Database Model

Earlier in the design process, you traced the flow of each business transaction through the database. By tracing the flow
of transactions, you tried to ensure that the system would support all database processing. During the final review of a
database design, you need to trace the flow of business transactions again.

Calculating I/Os

As you trace the flow of each business transaction, you should calculate the number of input/output operations that will be
performed. The I/O calculation for a business transaction depends on several factors. These factors include the order in
which entities are accessed, the location mode of each entity accessed, the types of indexes (if any) used to access the
data, and the way entities are clustered in the database.

See Section12, "Refining the Database Design" for instructions on how to estimate the number of I/Os for a transaction.

Potential Design Flaws

As you trace the flow of each transaction, you need to look for potential design flaws. Here are some things to watch out
for.
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Nonclustered relationships

Relationships between two entities that are stored with the CALC location mode sometimes degrade processing in
applications that retrieve all child entity occurrences. When two CALC entities are related, the system must perform
several I/O operations to retrieve the child entity occurrences participating in the relationship, as shown below.

CALC-to-CALC relationships are particularly costly for long chained relationships (those having many child occurrences).
In the following diagram, note the number of pages accessed in order to retrieve all employees in a particular department.

Sorted relationships

Sorted relationships are efficient for some kinds of processing and not for others. When you design a relationship, you
need to consider whether the sorted order is appropriate for the type of processing that will be performed.

Make sure that:

• Every sorted relationship can be justified.
• If new key values are higher than existing values, the relationship is ordered in descending sequence.
• If new key values are lower than existing values, the relationship is ordered in ascending sequence.
• If the relationship is not clustered, it is indexed rather than chained (non-SQL implementation).

For further information on sorted relationships, see Refining the Database Design.

Relationships crossing areas

When two entities related through a linked relationship are stored in different database areas, certain utilities require that
you operate on both areas at the same time. Therefore, you might want to consider using an unlinked relationship rather
than a linked relationship.

Ineffective clustering
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Processing performance can be affected by ineffective clustering. Suppose that an entity participates as a child in two
relationships. To achieve optimal performance, the relationship through which an entity is most frequently accessed
should be chosen as the clustering relationship.

In the example below, retrieving all positions for a job will require fewer I/Os than retrieving all positions for an employee.
This should be reviewed to ensure that it reflects transaction frequencies.

Large clusters

Large clusters of entity occurrences can also cause performance problems. If the amount of space required to hold related
entity occurrences is greater than the page size for a database area, CALC or cluster overflow conditions can occur.

Absence of PRIOR pointers in a non-SQL implementation

PRIOR pointers should be excluded from a relationship only when all of the following conditions are true:

• Child entity occurrences in a relationship are not erased or disconnected.
• Child entity occurrences in a relationship participate in no other relationship.
• Order is not LAST or PRIOR.
• The FIND/OBTAIN LAST or FIND/OBTAIN PRIOR functions are not used for the relationship.

In all other circumstances, you should include PRIOR pointers in a relationship.

Absence of OWNER pointers in a non-SQL implementation

OWNER pointers should be excluded from a relationship only when all of the following conditions are true:

• Parent entities in a relationship are not accessed from child entities.
• The FIND/OBTAIN OWNER DML function is not used for the relationship.
• Parent and child entities are normally stored all on one page.

In all other circumstances, you should include OWNER pointers in a relationship. Every relationship must have NEXT
pointers except indexed relationships, which must have INDEX pointers.

Questions To Address

Here are some questions that you should address before implementing a database:

• Will performance be acceptable for the five to ten most important transactions? From a performance standpoint,
the most important transactions are those transactions that are executed most frequently.

• Do any clustered entities require rapid, random retrieval? If so, consider placing indexes on these entities or, in a
non-SQL implementation, adding additional linked relationships, as described below.
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In the following example, the EMPLOYEE entity is stored clustered via the DEPT-EMPLOYEE relationship. A new
entity called EMP-NUM is created and linked to the EMPLOYEE entity in a one-to-one relationship. Using the
relationship and CALC retrieval on EMP-NUM, an employee can be retrieved by employee number using two I/Os,
even though it is neither a CALC nor an index key.

• Does any entity that sparsely populates an area require processing of all occurrences? If so, consider building
an index for the entity.

• Can extra relationships be added for more direct access? In some cases, you might want to include additional
relationships to enhance processing performance. For example, you might want to define the DEPT-SKILL relationship
to allow retrieval of information from the DEPARTMENT and SKILL entities without having to retrieve employees. The
diagram below shows this use of an extra relationship.

Implementing the Design
Contents

Now that you have a physical database design, it is time to implement that design. CA IDMS/DB provides two methods for
implementation:

• SQL DDL statements -- Available only if your site has the SQL Option
• Non-SQL DDL statements

The data structure diagram you created is used as the basis for your implementation. The diagram that follows shows
a portion of the data structure, annotated with both the SQL and non-SQL definition statements that apply to the
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components illustrated. Complete SQL and non-SQL implementations of the Commonweather Corporation database can
be found in Non-SQL Database Implementation for the Commonweather Corporation.

Implementing Your Design with SQL

You can choose to implement your design using SQL statements.

SQL terminology

The following table relates the terms used during the physical design process with those used in an SQL implementation.

Logical/Physical Design Term SQL Implementation Term
Entity Table
Entity occurrence Row
Data element Column
CALC location mode CALC
Clustered location mode Clustered constraint
Relationship Constraint
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Index Index
Unique Unique
Parent Referenced table
Child Referencing table

Implementation Steps

1. Decide on naming conventions for:
– Tables
– Columns
– Constraints
– Indexes

2. Create the database.
3. Create the logical definition of your database using SQL DDL statements.
4. Copy the segment definition from the system dictionary into the application dictionary in which you will define your

tables.

More Information

For more information on physical definition and creation, see the CA IDMS Database Administering section.

Steps 1 through 3 are described in more detail below.

You are now ready to define the tables and other logical components of your database.

Naming conventions

Database tables and columns should have short, meaningful names. Table names are up to 18 characters in length.
Columns within tables can have names of up to 32 characters. Underscores are usually used between tokens within a
name (for example, SKILL_LEVEL). Hyphens should be avoided since names containing hyphens must be enclosed in
double quotes when used in SQL syntax.

Referential constraints are typically named by concatenating the names of the two related tables. For example, the
referential constraint between the EMPLOYEE table and the DEPARTMENT table becomes DEPT_EMPLOYEE. This
convention may need to be modified, however, since constraint names can be no more than 18 characters.

Indexes must also be named. Names up to 18 characters are permitted.

Creating the database

A database is represented by a segment. To create a database, you:

1. Define the segment in the system dictionary using CREATE SEGMENT, FILE, and AREA statements.
2. Include the segment definition in a DMCL and punch and link edit it to a load or core image library.
3. Allocate the operating system files defined in the segment and initialize them using the FORMAT utility statement.

Creating the logical database definition

The following examples illustrate how the logical components of your design are translated into SQL DDL.

For complete DDL syntax, see CA IDMS SQL Reference section.

CREATE SCHEMA statement

A schema groups one or more tables together. Typically all tables associated with a single database, or with a specific
application within a single database, are defined within one schema. The statement below defines the schema,
EMPSCHM.
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   CREATE SCHEMA EMPSCHM;   ◄----------- Names the schema

CREATE TABLE statement

Each entity in your design is defined as an SQL table. The definition of a table includes:

• The name of the table
• A list of columns (data elements), including the data type of each, whether a default has been designated, and whether

or not nulls are allowed
• An optional check constraint that limits the data that can be maintained in the database for a particular column or

columns
• The name of the area in which the data for the table is to be stored

The following statement defines the table, SALARY GRADE.

  CREATE TABLE EMPSCHM.SALARY_GRADE   ◄--------- Names the table

    (SALARY_GRADE     UNSIGNED NUMERIC(2,0)      NOT NULL, ┐

     JOB_ID           UNSIGNED NUMERIC(4,0)      NOT NULL, │ Names the

     HOURLY_RATE      UNSIGNED DECIMAL(7,2)              , │ columns and

     SALARY_AMOUNT    UNSIGNED DECIMAL(10,2)             , │ assigns column

     BONUS_PERCENT    UNSIGNED DECIMAL(7,3)              , │ characteristics

     COMM_PERCENT     UNSIGNED DECIMAL(7,3)              , │

     OVERTIME_RATE    UNSIGNED NUMERIC(5,2)                ┘

  CHECK ( (HOURLY_RATE IS NOT NULL AND SALARY_AMOUNT IS NULL)

           OR (HOURLY_RATE IS NULL AND SALARY_AMOUNT IS NOT NULL) ) )

    IN SQLDEMO.EMP_DEMO_REGION;    ◄---- Names the area qualified

                                           with a segment name

Null values

SQL allows you to represent the absence of a column value in a particular row by assigning NULL to the column. This
could happen because the value is not known yet (such as a credit rating when a credit check has not yet been completed
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for a new customer) or because it isn't applicable (such as phone number for an employee with no phone). Null values
may receive special treatment in certain SQL DML statements. For example, the COUNT aggregate function doesn't
include null values in a particular column when counting the number of rows based on that column.

CREATE INDEX statement

The definition of an index includes:

• The name of the index
• The name of the table and columns in the table on which the index is placed
• The area in which the index is to be stored
• The UNIQUE and/or clustering specification
• Additional physical tuning options

The statement below defines the EMP_NAME_NDX index.

CREATE EMPSCHM.INDEX EMP_NAME_NDX     ◄------- Names the index

    ON EMPSCHM.EMPLOYEE(EMP_LAST_NAME, EMP_FIRST_NAME) ◄-- Names the columns

    IN SQLDEMO.INDXAREA;   ◄--------- Names the area qualified with

                                      segment name

CREATE CONSTRAINT statement

In an SQL-defined database, relationships are the vehicle for the enforcement of referential integrity. The system
automatically ensures that the foreign key columns of child rows are either null or match the primary key of an existing
parent row.

Linked and unlinked relationships are implemented as constraints. The definition of a constraint includes:

• The name of the constraint
• The names of the two tables it relates
• The referenced and referencing columns
• A specification of whether the constraint is linked or unlinked
• A specification of whether child entity occurrences are to be clustered based on this relationship
• Additional tuning options

The statement below defines the EMP_EXPERTISE constraint.

   CREATE CONSTRAINT EMPSCHM.EMP_EXPERTISE  ◄--- Names the referential constraint

           EMPSCHM.EXPERTISE  (EMP_ID)  REFERENCES ┐ Names referenced and referencing

           EMPSCHM.EMPLOYEE   (EMP_ID)             ┘ tables and columns

               LINKED CLUSTERED;  ◄----- Specifies type of referential constraint
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Creating views

SQL-defined views can be used to:

• Implement security because they can restrict access to a subset of the rows and columns within a table
• Provide a shorthand means of referring to complex SELECT statements

Below are some sample views that might be created for the Commonweather database:

   CREATE VIEW EMPSCHM.SS_FORMAT

          (EMP_ID, EMP_LAST_NAME, EMP_FIRST_NAME, SS1, SS2, SS3)

          AS SELECT EMP_ID, EMP_LAST_NAME, EMP_FIRST_NAME,

                    SUBSTR(SS_NUMBER, 1, 3), SUBSTR(SS_NUMBER, 4, 2),

                    SUBSTR(SS_NUMBER, 6, 4)

             FROM EMPSCHM.EMPLOYEE;

 

   CREATE VIEW EMPSCHM.EMP_HOME_INFO

          AS SELECT EMP_ID, EMP_LAST_NAME, EMP_FIRST_NAME, STREET,

                    CITY, STATE, ZIP_CODE, PHONE

             FROM EMPSCHM.EMPLOYEE;

 

   CREATE VIEW EMPSCHM.EMP_WORK_INFO

          AS SELECT EMP_ID, START_DATE, TERMINATION_DATE

             FROM EMPSCHM.EMPLOYEE;

Table and view security

If CA IDMS/DB internal security is in effect, GRANT statements must be used to allow others, besides the owner, to
access the tables and views within a schema. Every schema has an owner. The initial owner of a schema is the user who
created it. Ownership can be transferred to another individual using the TRANSFER OWNERSHIP statement.

For more information on these statements, see CA IDMS SQL Reference section.

Implementing Your Design with Non-SQL

You can choose to implement your design using non-SQL statements.

Non-SQL terminology
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The following table relates the terms used during the physical design process with those used in a non-SQL
implementation.

Logical/Physical Design Term Non-SQL Term
Entity Record type
Entity occurrence Record occurrence
Data element Field/element
CALC location mode CALC
Clustered location mode VIA
Relationship Set
Index Set
Unique Duplicates not allowed
Parent Owner
Child Member

Implementation Steps

1. Decide on naming conventions for:
– Records
– Elements
– Sets

2. Create the logical definition of your database using non-SQL schema and subschema statements.
3. Create the database.

Each of these steps is described below.

Naming conventions

Database records and elements should have short, meaningful names. Record names are up to 16 characters in length.
Elements within records can have names of up to 32 characters. Hyphens are usually used between tokens within a name
(for example, SKILL-NAME).

Sets are typically named by concatenating the names of the two related records. This convention may need to be
modified, however, since set names can be no more than 16 characters. For example, the set between the EMPLOYEE
record and the DEPARTMENT record remains DEPT-EMPLOYEE.

Database definition

The following examples illustrate how the logical components of your design are translated into non-SQL schema
statements. These statements are input to the schema compiler.

For complete DDL syntax, see CA IDMS Database Administering section.

ADD SCHEMA statement

A schema represents a logical group of records. Typically all records associated with a single database are defined within
one schema.

The statement below defines the EMPSCHM schema.

ADD

SCHEMA NAME IS EMPSCHM VERSION 1   ◄------------- Names the schema
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    SCHEMA DESCRIPTION IS 'COMMONWEATHER DATABASE'

    ASSIGN RECORD IDS FROM 1001 .

ADD AREA statement

Areas must be explicitly defined using the following statement.

ADD

AREA NAME IS EMP-DEMO-REGION   ◄-------------- Names the area

SUBAREA CALC-RANGE ◄-------------- Subarea name

SPACE  50 FROM  1  ◄-------------- Subarea page range

ADD RECORD statement

The definition of a record includes:

• The name of the record
• The elements included within the record (information copied from or shared with another record)
• Explicit or automatic specification of a record ID

Record IDs are internally-used numbers assigned to each record in a schema.
• Location mode specification
• Root and fragment information for variable length records
• Optionally, database procedures to be called upon certain DML commands
• The name of the area in which this record is to be stored

The statement below defines the record EMPLOYEE.

ADD

RECORD NAME IS JOB   ◄--------------------------- Names the record

    SHARE STRUCTURE OF RECORD JOB VERSION 1 ◄---- Uses description of record that has

                                                  already been defined through IDD
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    RECORD ID IS AUTO     ◄---------------------- Instructs the system to assign

                                                  the record id

    LOCATION MODE IS CALC USING (JOB-ID)

       DUPLICATES ARE NOT ALLOWED

    MINIMUM ROOT LENGTH IS 24 CHARACTERS      ┐  Tells the system how to store

    MINIMUM FRAGMENT LENGTH IS 296 CHARACTERS ┘  fragments of this variable-
length record

    CALL IDMSDCOM BEFORE STORE    ┐  Tells the system to compress the record

    CALL IDMSDCOM BEFORE MODIFY   │  during updates and decompress it for retrieval

    CALL IDMSDCOM AFTER GET       ┘  processing

    WITHIN AREA ORG-DEMO-REGION ◄---------------- Specifies the area name

    USING CALC-RANGE            ◄---------------- and subarea

ADD SET statement

To implement a linked relationship, you need to define a set. The definition of a set includes:

• The name of the set
• The names of the owner and member records
• The linkage characteristics (index or chain) and pointer options
• Membership rules
• The set order

The statement below defines the EMP-COVERAGE set.

ADD

SET NAME IS EMP-COVERAGE

    ORDER IS FIRST  ◄-------------------- Tells the system to insert each new record

                                          immediately after the owner record in the set
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    MODE IS CHAIN LINKED TO PRIOR ◄------ Tells the system that this is a chained set,

                                          not an indexed set and prior pointers are used

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO  ┐  Causes the schema compiler to assign pointer

        PRIOR DBKEY POSITION IS AUTO ┘  positions in the owner record automatically

    MEMBER IS HEALCOV

        NEXT DBKEY POSITION IS AUTO      ┐  Causes the schema compiler to assign

        PRIOR DBKEY POSITION IS AUTO     │  pointer positions in the member record

        LINKED TO OWNER                  │  automatically

            OWNER DBKEY POSITION IS AUTO ┘

        MANDATORY AUTOMATIC  ◄----------- Tells the system the membership option

                                          for the set

Subschema definition

Each subschema description for a database identifies the schema components that are available to a particular
application program. Before a program containing logical record facility or navigational DML can be compiled, you must
define at least one subschema.

To define a subschema, you submit the following types of statements to the subschema compiler:

• SUBSCHEMA statements
• AREA statements
• RECORD statements
• SET statements
• LOGICAL RECORD statements
• PATH-GROUP statements

A sample subschema listing for the Commonweather database is shown in Zoned and Packed Decimal Fields as IDMS
Keys.

For further information on defining subschemas, see CA IDMS Database Administering section. For further information on
defining a logical record subschema, see the Administrating section.

Creating the database
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A database is represented by a segment. To create a database, you:

1. Define the segment in the system dictionary using SEGMENT, FILE, and AREA statements.
2. Include the segment definition in a DMCL and punch and link edit the DMCL to a load or core image library.
3. Allocate the operating system files defined in the segment and initialize them using the FORMAT utility statement.

You are now ready to load data into your database.

Zoned and Packed Decimal Fields as IDMS Keys
In many scenarios, it is necessary to construct IDMS keys that contain numeric fields with a format of zoned or packed
decimal. To ensure the proper logical results intended by the database designer, you should be aware of the manner in
which IDMS handles different variations of these fields and how application coding may influence the resulting contents of
the database.

Numeric Formats

To understand the various ramifications of using zoned or packed decimal fields as IDMS key fields, it is necessary to
have an understanding of the internal structure of the various formats.

Zoned decimal fields use one byte of storage to represent each single digit within a value. The high-order nibble of the
last byte is used to convey the sign of the number when the field is defined as 'signed'. When a value is moved into an
unsigned field, the sign nibble always contains a hexadecimal 'F'. A field that is signed uses a 'C' for a positive value
and a 'D' for a negative number. It should be noted that a signed field also interprets an 'F' as a positive sign and a
'B' to represent a negative number. The high-order nibbles of all other bytes will contain a hex 'F' and are ignored for
determining the sign of the number. The values of +999 and -999 will have the following internal structures when zoned
decimal format is used.

Signed:       PIC S9(4)     +999  =  x'F0F9F9C9'

                                  -999  =  x'F0F9F9D9'

 

Unsigned:  PIC  9(4)        +999  =  x'F0F9F9F9'

                                  -999  =  x'F0F9F9F9'

Packed decimal format uses a single nibble for each digit of the number and maintains the sign in the low-order nibble
of the field's last byte. Unsigned fields always use an 'F' for the sign while signed fields use a 'C' for positive numbers
and a 'D' for negative numbers. Signed fields interpret an 'F' as a positive sign and a 'B' as a negative sign. The following
internal structures will result for values of +999 and -999 when packed decimal format is used.

Signed:       S9(5) COMP-3        +999  =  x'00999C'

                                           -999  =  x'00999D'

 

Unsigned:      9(5) COMP-3        +999  =  x'00999F'
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                                           -999  =   x'00999F'

It is important to realize that the various sign nibble values are assigned in a language such as COBOL when a value is
moved directly into a named field. Fields that are part of group moves will not have any conversion performed relative to
the value in their sign nibble.

02   GROUP-A.

  04    FIELD-A        PIC  S9(5) COMP-3.

 

02   GROUP-B.

  04    FIELD-B        PIC    9(5) COMP-3.

A value of -999 will be moved into FIELD-A and FIELD-B with the following instructions resulting in the hex value to the
right of the instruction.

  MOVE -999 TO FIELD-A.               FIELD-A = x'00999D'

  MOVE -999 TO FIELD-B.               FIELD-B = x'00999F'

Although functionally equivalent the following instructions will result in a different value to be moved into FIELD-B.

  MOVE -999 TO FIELD-A                FIELD-A = x'00999D'

  MOVE GROUP-A to GROUP-B.        FIELD-B = x'00999D'

Although the above example used packed decimal numbers, the same scenario is true for zone decimal fields. This
programming difference may have an impact on your IDMS database depending on the type of key in which a field is used
and whether a field's definition is signed or unsigned.

Signed Versus Unsigned Keys

The most significant difference when using numeric fields as part of an IDMS key is whether the field has been defined as
signed or unsigned. If a field has been defined as signed whether zoned or packed, IDMS will honor the format and will
perform comparisons that will recognize functionally equivalent values as being equal.

x'00999C'  equals  x'00999F'

However unsigned fields are treated as character values and functionally equivalent values are not considered equal
unless the sign nibbles are also equal.

X'00999C'  is not equal to  x'00999F'
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Sorted Chain or Index Sets

The format of a field that is part of a key is significant to IDMS when that field is specifically named as part of the key.
If a numeric field is part of a group level element and the group name is specified as the key, IDMS is not aware of
the elementary elements at run time and the entire group is treated as character format. No numeric format specific
comparisons are attempted by IDMS against elementary elements that are a part of a group when the group name is
specified as the key field.

When signed zoned decimal or signed packed decimal fields are identified as part of a set or index key, IDMS honors the
format. At run-time the DBMS will normalize the sign nibbles so that comparisons against functionally equivalent values
return a result of equal. This ensures that sorted chain sets and index sets will maintain their sequence based on a field's
functional value.

Since unsigned zone decimal or packed decimal numbers are treated as character data, functionally equivalent values
with different sign nibbles return a result of not equal during comparison operations. This can result in a different
sequence for a sorted set or index set depending on the sign characteristic of the numeric field as depicted in the following
example. Each set is assumed to have an ascending order and allows duplicates.

Signed:                                        Unsigned:

 02  FIELD-A   PIC  S9(5)  COMP-3.   02  FIELD-A   PIC  9(5)  COMP-3.

 02  FIELD-B   PIC  x(4).                  02  FIELD-B    PIC  X(4).

 

    x'00999C', c'AAAA'                      x'00999C', c'AAAA'

    x'00999F', c'AAAA'                      x'00999C', c'BBBB'

    x'00999C', c'BBBB'                      x'00999F', c'AAAA'

In the signed example, x'00999C' and x'00999F' are functionally equal and the relative position of the first two records
is determined by the duplicates option and the sequence in which the records were added to the set. For the unsigned
example the functional equivalence of the packed fields will not be recognized and x'00999F' is considered to be greater
than x'00999C'. The duplicates option would not come into consideration since none of the three keys is considered to be
equal.

CALC Records

Inconsistent sign nibbles for zone or packed decimal fields used in a calckey may have more of an impact than when
those fields are used as keys for a chain set or index set. The initial operation applied against a CALC record runs a
hashing algorithm against the calckey to identify the page on which IDMS will store the record occurrence. Prior to
executing the hashing algorithm, IDMS constructs the calckey into a piece of contiguous storage from the various fields
defined as making up the key. The algorithm has no knowledge of the individual component fields comprising the calckey
or their various formats. The algorithm simply performs logical arithmetic calculations against the character string to
determine the record's target page.

As a result, values of x'00999C' and x'00999F' although functionally equivalent, will in all probability generate different
target pages for their CALC records. If a zone or packed field is used as part of a calckey it is very important that all
programs involved with the creation or accessing of these records use a consistent method for initializing these numeric
fields.
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Logical Database Definition for the Commonweather Database
Below is the complete non-SQL defined schema listing for the Commonweather Corporation database design shown.

NOTE
Once the system has assigned an ID number to each record, you should indicate this number on the data
structure diagram.

Schema Statement

ADD

SCHEMA NAME IS EMPSCHM VERSION IS 1

    SCHEMA DESCRIPTION IS 'EMPLOYEE DEMO DATABASE'

    ASSIGN RECORD IDS FROM 1001

    PUBLIC ACCESS IS ALLOWED FOR ALL
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.

Area Statements

ADD

AREA NAME IS EMP-DEMO-REGION

.

 ADD

AREA NAME IS ORG-DEMO-REGION

.

 ADD

AREA NAME IS INS-DEMO-REGION

.

Record Statements

     ADD

     RECORD NAME IS COVERAGE

         SHARE STRUCTURE OF RECORD COVERAGE VERSION 1

         LOCATION MODE IS VIA EMP-COVERAGE SET

         WITHIN AREA INS-DEMO-REGION.

 

     ADD

     RECORD NAME IS DENTAL-CLAIM

         SHARE STRUCTURE OF RECORD DENTAL-CLAIM VERSION 1

         LOCATION MODE IS VIA COVERAGE-CLAIMS SET

         MINIMUM ROOT LENGTH IS 132 CHARACTERS

         MINIMUM FRAGMENT LENGTH IS 930 CHARACTERS
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         WITHIN AREA INS-DEMO-REGION

         .

     ADD

     RECORD NAME IS DEPARTMENT

         SHARE STRUCTURE OF RECORD DEPARTMENT VERSION 1

         LOCATION MODE IS CALC USING ( DEPT-ID ) DUPLICATES ARE

               NOT ALLOWED

         WITHIN AREA ORG-DEMO-REGION

         .

     ADD

     RECORD NAME IS EMPLOYEE

         SHARE STRUCTURE OF RECORD EMPLOYEE VERSION 1

         LOCATION MODE IS CALC USING ( EMP-ID ) DUPLICATES ARE NOT ALLOWED

         WITHIN AREA EMP-DEMO-REGION

         .

     ADD

     RECORD NAME IS EMPOSITION

         SHARE STRUCTURE OF RECORD EMPOSITION VERSION 1

         LOCATION MODE IS VIA EMP-EMPOSITION SET

         WITHIN AREA EMP-DEMO-REGION

         .

     ADD

     RECORD NAME IS EXPERTISE

         SHARE STRUCTURE OF RECORD EXPERTISE VERSION 1
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         LOCATION MODE IS VIA EMP-EXPERTISE SET

         WITHIN AREA EMP-DEMO-REGION

         .

ADD

RECORD NAME IS HOSPITAL-CLAIM

    SHARE STRUCTURE OF RECORD HOSPITAL-CLAIM VERSION 1

    LOCATION MODE IS VIA COVERAGE-CLAIMS SET

    WITHIN AREA INS-DEMO-REGION

    .

 ADD

RECORD NAME IS INSURANCE-PLAN

    SHARE STRUCTURE OF RECORD INSURANCE-PLAN VERSION 1

    LOCATION MODE IS CALC USING ( PLAN-CODE ) DUPLICATES ARE

          NOT ALLOWED

    CALL IDMSCOMP BEFORE STORE

    CALL IDMSCOMP BEFORE MODIFY

    CALL IDMSDCOM AFTER GET

    WITHIN AREA INS-DEMO-REGION

    .

 ADD

RECORD NAME IS JOB

    SHARE STRUCTURE OF RECORD JOB VERSION 1

    LOCATION MODE IS CALC USING ( JOB-ID ) DUPLICATES ARE NOT ALLOWED

    MINIMUM ROOT LENGTH IS 24 CHARACTERS

    MINIMUM FRAGMENT LENGTH IS 296 CHARACTERS
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    CALL IDMSCOMP BEFORE STORE

    CALL IDMSCOMP BEFORE MODIFY

    CALL IDMSDCOM AFTER GET

    WITHIN AREA ORG-DEMO-REGION

    .

 ADD

RECORD NAME IS NON-HOSP-CLAIM

    SHARE STRUCTURE OF RECORD NON-HOSP-CLAIM VERSION 1

    LOCATION MODE IS VIA COVERAGE-CLAIMS SET

    MINIMUM ROOT LENGTH IS 248 CHARACTERS

    MINIMUM FRAGMENT LENGTH IS 1008 CHARACTERS

    WITHIN AREA INS-DEMO-REGION

    .

 ADD

RECORD NAME IS OFFICE

    SHARE STRUCTURE OF RECORD OFFICE VERSION 1

    LOCATION MODE IS CALC USING ( OFFICE-CODE ) DUPLICATES ARE

          NOT ALLOWED

    WITHIN AREA ORG-DEMO-REGION

    .

 ADD

RECORD NAME IS SKILL

    SHARE STRUCTURE OF RECORD SKILL VERSION 1

    LOCATION MODE IS CALC USING ( SKILL-CODE ) DUPLICATES ARE
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          NOT ALLOWED

    WITHIN AREA ORG-DEMO-REGION

    .

 ADD

RECORD NAME IS STRUCTURE

    SHARE STRUCTURE OF RECORD STRUCTURE VERSION 1

    LOCATION MODE IS VIA MANAGES SET

    WITHIN AREA EMP-DEMO-REGION

    .

 ADD

RECORD NAME IS PROJECT

    SHARE STRUCTURE OF RECORD PROJECT VERSION 1

    LOCATION MODE IS CALC USING ( PROJECT-CODE ) DUPLICATES ARE

          NOT ALLOWED

    WITHIN AREA EMP-DEMO-REGION

    .

 ADD

RECORD NAME IS WORKER

    SHARE STRUCTURE OF RECORD WORKER VERSION 1

    LOCATION MODE IS VIA PROJECT-WORKER SET

    WITHIN AREA EMP-DEMO-REGION

    .

Set Statements

ADD
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SET NAME IS COVERAGE-CLAIMS

    ORDER IS LAST

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS COVERAGE

    MEMBER IS HOSPITAL-CLAIM

        MANDATORY AUTOMATIC

    MEMBER IS NON-HOSP-CLAIM

        PRIOR DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

    MEMBER IS DENTAL-CLAIM

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

    .

 ADD

SET NAME IS DEPT-EMPLOYEE

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 30 KEYS

    OWNER IS DEPARTMENT

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS EMPLOYEE

        INDEX DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        LINKED TO OWNER
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            OWNER DBKEY POSITION IS AUTO

        OPTIONAL AUTOMATIC

        ASCENDING KEY IS ( EMP-LAST-NAME EMP-FIRST-NAME )

            COMPRESSED

            DUPLICATES ARE LAST

    .

 ADD

SET NAME IS EMP-COVERAGE

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 30 KEYS

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS COVERAGE

        INDEX DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

    ASCENDING KEY IS ( PLAN-CODE COVERAGE-TYPE )

        DUPLICATES NOT ALLOWED

    .

ADD

SET NAME IS EMP-EMPOSITION

    ORDER IS SORTED
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    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS EMPOSITION

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

    DESCENDING KEY IS ( START-DATE )

        DUPLICATES NOT ALLOWED

    .

 ADD

SET NAME IS EMP-EXPERTISE

    ORDER IS SORTED

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS EXPERTISE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO
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        MANDATORY AUTOMATIC

        DESCENDING KEY IS ( SKILL-CODE )

            DUPLICATES ARE NOT ALLOWED

    .

 ADD

SET NAME IS LNAME-NDX

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 40 KEYS

    OWNER IS SYSTEM

    MEMBER IS EMPLOYEE

        INDEX DBKEY POSITION IS AUTO

        OPTIONAL AUTOMATIC

        ASCENDING KEY IS ( EMP-LAST-NAME EMP-FIRST-NAME )

              COMPRESSED

            DUPLICATES ARE LAST

    .

ADD

SET NAME IS JOB-EMPOSITION

    ORDER IS NEXT

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS JOB

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS EMPOSITION
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        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        OPTIONAL MANUAL

    .

 ADD

SET NAME IS JOB-TITLE-NDX

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 30 KEYS

    OWNER IS SYSTEM

    MEMBER IS JOB

        INDEX DBKEY POSITION IS AUTO

        OPTIONAL AUTOMATIC

        ASCENDING KEY IS ( JOB-TITLE ) UNCOMPRESSED

            DUPLICATES ARE NOT ALLOWED

    .

 ADD

SET NAME IS MANAGES

    ORDER IS SORTED

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS STRUCTURE
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        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

     ASCENDING KEY IS ( WKRK-EMP-ID ) UNCOMPRESSED

            DUPLICATES ARE NOT ALLOWED

    .

 ADD

SET NAME IS OFFICE-EMPLOYEE

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 30 KEYS

    OWNER IS OFFICE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS EMPLOYEE

        INDEX DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        OPTIONAL AUTOMATIC

        ASCENDING KEY IS ( EMP-LAST-NAME EMP-FIRST-NAME )

              COMPRESSED

            DUPLICATES ARE LAST

    .
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 ADD

SET NAME IS REPORTS-TO

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 30 KEYS

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS STRUCTURE

        INDEX DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        OPTIONAL MANUAL

    ASCENDING KEY IS ( SUPR-EMP-ID ) UNCOMPRESSED

        DUPLICATES ARE FIRST

    .

 ADD

SET NAME IS EMP-PROJECT

    ORDER IS NEXT

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS PROJECT

        INDEX DBKEY POSITION IS AUTO
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        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        OPTIONAL AUTOMATIC

    .

 ADD

SET NAME IS PROJECT-WORKER

    ORDER IS NEXT

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS PROJECT

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS WORKER

        INDEX DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        OPTIONAL MANUAL

    .

ADD

SET NAME IS EMP-WORKER

    ORDER IS FIRST

    MODE IS CHAIN LINKED TO PRIOR

    OWNER IS EMPLOYEE

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO
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    MEMBER IS WORKER

        INDEX DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

    .

 ADD

SET NAME IS SKILL-EXPERTISE

    ORDER IS SORTED

    MODE IS INDEX BLOCK CONTAINS 30 KEYS

    OWNER IS SKILL

        NEXT DBKEY POSITION IS AUTO

        PRIOR DBKEY POSITION IS AUTO

    MEMBER IS EXPERTISE

        INDEX DBKEY POSITION IS AUTO

        LINKED TO OWNER

            OWNER DBKEY POSITION IS AUTO

        MANDATORY AUTOMATIC

        DESCENDING KEY IS ( SKILL-LEVEL ) UNCOMPRESSED

            DUPLICATES ARE FIRST

    .

SQL Database - Logical Database Definition for Commonweather Database
Contents

Below is a listing for the SQL definition of the Commonweather Corporation database for the design shown.
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Schema Statement

  CREATE SCHEMA EMPSCHM;

 

  SET SESSION CURRENT SCHEMA EMPSCHM;

Table Statements

  CREATE TABLE COVERAGE
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         (PLAN_CODE               CHAR(03)                          NOT NULL,

          EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          SELECTION_DATE          DATE                 NOT NULL WITH DEFAULT,

          TERMINATION_DATE        DATE                                      )

          COVERAGE-TYPE           CHAR(01)                          NOT NULL,

       IN SQLDEMO.INS_DEMO_REGION;

 

  CREATE TABLE DENTAL_CLAIM

         (CLAIM_DATE              DATE                              NOT NULL,

          PATIENT_FIRST_NAME      CHAR(10)                                  ,

          PATIENT_LAST_NAME       CHAR(15)                                  ,

          PATIENT_BIRTH_DATE      DATE                                      ,

          PATIENT_SEX             CHAR(01)                                  ,

          RELATION_TO_EMPLOYEE    CHAR(10)                                  ,

          EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          PLAN_CODE               CHAR(03)                                  ,

          DENTIST_FIRST_NAME      CHAR(10)                                  ,

          DENTIST_LAST_NAME       CHAR(15)                                  ,

          DENTIST_STREET          CHAR(20)                                  ,

          DENTIST_CITY            CHAR(15)                                  ,

          DENTIST_STATE           CHAR(2)                                   ,

          DENTIST_ZIP_FIRST_FIVE  CHAR(05)                                  ,

          DENTIST_ZIP_LAST_FOUR   CHAR(04)                                  ,

          DENTIST_LICENSE_NUMBER  UNSIGNED NUMERIC(6,0)                     )

       IN SQLDEMO.INS_DEMO_REGION;
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  CREATE TABLE DENTAL_PROCEDURE

         (EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          PLAN_CODE               CHAR(03)                          NOT NULL,

          SERVICE_DATE            DATE                              NOT NULL,

          TOOTH_NUMBER            UNSIGNED NUMERIC(2,0)                     ,

          PROCEDURE_CODE          UNSIGNED NUMERIC(4,0)             NOT NULL,

          FEE                     DECIMAL(9,2)                              ,

          DESCRIPTION             VARCHAR(60)                               )

       IN SQLDEMO.INS_DEMO_REGION;

 

  CREATE TABLE DEPARTMENT

         (DEPT_ID                 UNSIGNED NUMERIC(4,0)             NOT NULL,

          DEPT_HEAD_ID            UNSIGNED NUMERIC(4,0)                     ,

          DEPT_NAME               CHAR(40)                          NOT NULL)

     IN SQLDEMO.ORG_DEMO_REGION;

  CREATE TABLE EMPLOYEE

         (EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          EMP_FIRST_NAME          CHAR(20)                          NOT NULL,

          EMP_LAST_NAME           CHAR(20)                          NOT NULL,

          DEPT_ID                 UNSIGNED NUMERIC(4,0)             NOT NULL,

          OFFICE_CODE             UNSIGNED NUMERIC(4,0)             NOT NULL,

          STREET                  CHAR(40)                                  ,

          CITY                    CHAR(20)                          NOT NULL,

          STATE                   CHAR(02)                          NOT NULL,

 1145



 Administrating

          ZIP_FIRST_FIVE          CHAR(05)                          NOT NULL,

          ZIP_LAST_FOUR           CHAR(04)                          NOT NULL,

          PHONE                   CHAR(10)                                  ,

          STATUS                  CHAR(01)                          NOT NULL,

          SS_NUMBER               UNSIGNED NUMERIC(9,0)             NOT NULL,

          START_DATE              DATE                              NOT NULL,

          TERMINATION_DATE        DATE                                      ,

          BIRTH_DATE              DATE                                      ,

     CHECK ( ( EMP_ID <= 8999 ) AND (STATUS IN ('01', '02', '03', '04', '05') ) ) )

     IN SQLDEMO.EMP_DEMO_REGION;

 

  CREATE TABLE EMPOSITION

         (EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          JOB_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          START_DATE              DATE                              NOT NULL,

          FINISH_DATE             DATE                                      ,

          SALARY_GRADE            UNSIGNED NUMERIC(2,0)                     )

    IN SQLDEMO.EMP_DEMO_REGION;

 

  CREATE TABLE HOSPITAL_CLAIM

         (CLAIM_DATE              DATE                              NOT NULL,

          PATIENT_FIRST_NAME      CHAR(10)                                  ,

          PATIENT_LAST_NAME       CHAR(15)                                  ,

          PATIENT_BIRTH_DATE      DATE                                      ,

          PATIENT_SEX             CHAR(01)                                  ,
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          RELATION_TO_EMPLOYEE    CHAR(10)                                  ,

          EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          PLAN_CODE               CHAR(03)                                  ,

          HOSPITAL_NAME           CHAR(25)                                  ,

          HOSPITAL_STREET         CHAR(20)                                  ,

          HOSPITAL_CITY           CHAR(15)                                  ,

          HOSPITAL_STATE          CHAR(2)                                   ,

          HOSPITAL_ZIP_FIRST_FIVE CHAR(05)                                  ,

          HOSPITAL_ZIP_LAST_FOUR  CHAR(04)                                  ,

          ADMIT_DATE              DATE                                      ,

          DISCHARGE_DATE          DATE                                      ,

          DIAGNOSIS               CHAR(120)                                 ,

          WARD_DAYS               UNSIGNED NUMERIC(5,0)                     ,

          WARD_RATE               DECIMAL(9,2)                              ,

          WARD_TOTAL              DECIMAL(9,2)                              ,

          SEMI_DAYS               UNSIGNED NUMERIC(5,0)                     ,

          SEMI_RATE               DECIMAL(9,2)                              ,

          SEMI_TOTAL              DECIMAL(9,2)                              ,

          DELIVERY_COST           DECIMAL(9,2)                              ,

          ANESTHESIA_COST         DECIMAL(9,2)                              ,

          LAB_COST                DECIMAL(9,2)                              )

       IN SQLDEMO.INS_DEMO_REGION;

 CREATE TABLE INSURANCE_PLAN

        (PLAN_CODE                CHAR(03)                          NOT NULL,
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         COMP_NAME                CHAR(40)                          NOT NULL,

         STREET                   CHAR(20)                                  ,

         CITY                     CHAR(15)                          NOT NULL,

         STATE                    CHAR(02)                          NOT NULL,

         ZIP_FIRST_FIVE           CHAR(05)                                  ,

         ZIP_LAST_FOUR            CHAR(04)                                  ,

         PHONE                    CHAR(10)                          NOT NULL,

         GROUP_NUMBER             UNSIGNED NUMERIC(6,0)             NOT NULL,

         DEDUCT                   UNSIGNED DECIMAL(9,2)                     ,

         MAX_LIFE_BENEFIT         UNSIGNED DECIMAL(9,2)                     ,

         FAMILY_COST              UNSIGNED DECIMAL(9,2)                     ,

         DEP_COST                 UNSIGNED DECIMAL(9,2)                     )

    IN SQLDEMO.INS_DEMO_REGION;

  CREATE TABLE JOB

         (JOB_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          JOB_TITLE               CHAR(20)                          NOT NULL,

          MIN_RATE                UNSIGNED DECIMAL(10,2)                    ,

          MAX_RATE                UNSIGNED DECIMAL(10,2)                    ,

          SALARY_IND              CHAR(01)                                  ,

          NUM_OF_POSITIONS        UNSIGNED DECIMAL(3,0)                     ,

          NUM_OPEN                UNSIGNED DECIMAL(3,0)                     ,

          EFF_DATE                DATE                                      ,

          JOB_DESC_LINE_1         VARCHAR(60)                               ,

          JOB_DESC_LINE_2         VARCHAR(60)                               ,

          REQUIREMENTS            VARCHAR(120)                              ,
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          HOURLY_RATE             UNSIGNED DECIMAL(7,2)                     ,

          SALARY_AMOUNT           UNSIGNED DECIMAL(10,2)                    ,

          BONUS_PERCENT           UNSIGNED DECIMAL(7,3)                     ,

          COMM_PERCENT            UNSIGNED DECIMAL(7,3)                     ,

          OVERTIME_RATE           UNSIGNED DECIMAL(5,2)                     )

    IN SQLDEMO.ORG_DEMO_REGION;

 

  CREATE TABLE EXPERTISE

         (EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          SKILL_CODE              UNSIGNED NUMERIC(4,0)             NOT NULL,

          SKILL_LEVEL             CHAR(02)                                  ,

          EXP_DATE                DATE                                      ,

     CHECK ( SKILL_LEVEL IN ('01', '02', '03', '04', '05') ) )

   IN PROJSEG.EMP_DEMO_REGION;

  CREATE TABLE NON_HOSP_CLAIM

         (CLAIM_DATE              DATE                              NOT NULL,

          PATIENT_FIRST_NAME      CHAR(10)                                  ,

          PATIENT_LAST_NAME       CHAR(15)                                  ,

          PATIENT_BIRTH_DATE      DATE                                      ,

          PATIENT_SEX             CHAR(01)                                  ,

          RELATION_TO_EMPLOYEE    CHAR(10)                                  ,

         EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          PLAN_CODE               CHAR(03)                                  ,

          PHYS_FIRST_NAME         CHAR(10)                                  ,

          PHYS_LAST_NAME          CHAR(15)                                  ,
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          PHYS_STREET             CHAR(20)                                  ,

          PHYS_CITE               CHAR(15)                                  ,

          PHYS_STATE              CHAR(2)                                   ,

          PHYS_ZIP_FIRST_FIVE     CHAR(05)                                  ,

          PHYS_ZIP_LAST_FOUR      CHAR(04)                                  ,

          PHYSICIAN_ID            UNSIGNED NUMERIC(6,0)                     ,

          DIAGNOSIS               VARCHAR(120)                              )

       IN SQLDEMO.INS_DEMO_REGION;

 

  CREATE TABLE NON_HOSP_PROCEDURE

         (EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,

          PLAN_CODE               CHAR(03)                          NOT NULL,

          SERVICE_DATE            DATE                              NOT NULL,

          PROCEDURE_CODE          UNSIGNED NUMERIC(4,0)             NOT NULL,

          FEE                     DECIMAL(9,2)                              ,

          DESCRIPTION             VARCHAR(60)                               )

       IN SQLDEMO.INS_DEMO_REGION;

 

  CREATE TABLE OFFICE

         (OFFICE_CODE             UNSIGNED NUMERIC(4,0)             NOT NULL,

          STREET                  CHAR(20)                                  ,

          CITY                    CHAR(15)                                  ,

          STATE                   CHAR(2)                                   ,

          ZIP_FIRST_FIVE          CHAR(05)                                  ,

          ZIP_LAST_FOUR           CHAR(04)                                  ,
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          SPEED_DIAL              CHAR(03)                                  ,

          AREA_CODE               CHAR(03)                                  ,

          PHONE_1                 UNSIGNED NUMERIC(7,0)                     ,

          PHONE_2                 UNSIGNED NUMERIC(7,0)                     ,

          PHONE_3                 UNSIGNED NUMERIC(7,0)                     )

     IN SQLDEMO.ORG_DEMO_REGION;

  CREATE TABLE PROJECT

         (PROJECT_CODE            UNSIGNED NUMERIC(4,0)             NOT NULL,

          DESCRIPTION             CHAR(40)                                  ,

          EST_BEGIN_DATE          DATE                                      ,

          ACT_BEGIN_DATE          DATE                                      ,

          EST_END_DATE            DATE                                      ,

          ACT_END_DATE            DATE                                      ,

          LDR_EMP_ID              UNSIGNED NUMERIC(4,0)                     )

     IN SQLDEMO.EMP_DEMO_REGION;

 

  CREATE TABLE SKILL

         (SKILL_CODE              UNSIGNED NUMERIC(4,0)             NOT NULL,

          SKILL_NAME              CHAR(20)                          NOT NULL,

          SKILL_DESC              VARCHAR(60)                               )

    IN PROJSEG.ORG_DEMO_REGION;

 

  CREATE TABLE WORKER

         (PROJECT_CODE            UNSIGNED NUMERIC(4,0)             NOT NULL,

          EMP_ID                  UNSIGNED NUMERIC(4,0)             NOT NULL,
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          BEGIN_DATE              DATE                                      ,

          END_DATE                DATE                                      )

     IN SQLDEMO.EMP_DEMO_REGION;

CALC Key Statements

  CREATE UNIQUE CALC KEY ON DEPARTMENT (DEPT_ID);

 

  CREATE UNIQUE CALC KEY ON EMPLOYEE (EMP_ID);

 

  CREATE UNIQUE CALC KEY ON INSURANCE_PLAN (PLAN_CODE);

 

  CREATE UNIQUE CALC KEY ON JOB (JOB_ID);

 

  CREATE UNIQUE CALC KEY ON SKILL (SKILL_CODE);

 

  CREATE UNIQUE CALC KEY ON PROJECT (PROJECT_CODE);

 

  CREATE UNIQUE CALC KEY ON OFFICE (OFFICE_CODE);

Index Statements

 -----------------------------------------------------------------------------

 -- Create unique indexes

 -----------------------------------------------------------------------------

 

  CREATE UNIQUE INDEX SKILL_NAME_NDX ON SKILL(SKILL_NAME);
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  CREATE UNIQUE INDEX JOB_TITLE_NDX ON JOB(JOB_TITLE);

 

  CREATE UNIQUE INDEX COV_NDX ON COVERAGE (PLAN_CODE, COVERAGE_TYPE, EMP_ID);

 -----------------------------------------------------------------------------

 -- Create nonunique indexes

 -----------------------------------------------------------------------------

 

  CREATE INDEX LNAME_NDX ON EMPLOYEE(EMP_LAST_NAME, EMP_FIRST_NAME)

         IN SQLDEMO.INDXAREA;

Constraint Statements

 ----------------------------------------------------------------------

 -- Create referential constraints

 ----------------------------------------------------------------------

 

   CREATE CONSTRAINT EMP_COVERAGE

           COVERAGE  (EMP_ID) REFERENCES

           EMPLOYEE  (EMP_ID)

               UNLINKED CLUSTERED;

 

   CREATE CONSTRAINT DEPT_EMPLOYEE

           EMPLOYEE   (DEPT_ID)  REFERENCES

           DEPARTMENT (DEPT_ID)

               LINKED INDEX

               ORDER BY (EMP_LNAME, EMP_FNAME);
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   CREATE CONSTRAINT MANAGES_REPORTS_TO

           EMPLOYEE   (SUPR_EMP_ID)  REFERENCES

           EMPLOYEE   (EMP_ID)

               LINKED INDEX;

 

   CREATE CONSTRAINT SKILL_EXPERTISE

           EXPERTISE  (SKILL_CODE)  REFERENCES

           SKILL      (SKILL_CODE)

               LINKED INDEX

               ORDER BY (SKILL_LEVEL DESC);

 

   CREATE CONSTRAINT EMP_EMPOSITION

           EMPOSITION  (EMP_ID)  REFERENCES

           EMPLOYEE    (EMP_ID)

               LINKED CLUSTERED

               ORDER BY (START_DATE DESC) UNIQUE;

 

   CREATE CONSTRAINT JOB_EMPOSITION

           EMPOSITION  (JOB_ID)  REFERENCES

           JOB         (JOB_ID)

               LINKED INDEX;

 

   CREATE CONSTRAINT OFFICE_EMPLOYEE

           EMPLOYEE  (OFFICE_CODE)  REFERENCES

           OFFICE    (OFFICE_CODE)
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               LINKED INDEX

               ORDER BY (EMP_LNAME, EMP_FNAME);

 

   CREATE CONSTRAINT EMP_EXPERTISE

           EXPERTISE  (EMP_ID)  REFERENCES

           EMPLOYEE   (EMP_ID)

               LINKED CLUSTERED

               ORDER BY (SKILL_CODE DESC) UNIQUE;

 

   CREATE CONSTRAINT EMP_PROJECT

           EMPLOYEE   (LDR_EMP_ID)  REFERENCES

           PROJECT    (EMP_ID)

               LINKED INDEX;

 

   CREATE CONSTRAINT PROJECT_WORKER

           WORKER  (PROJECT_CODE) REFERENCES

           PROJECT (PROJECT_CODE)

               LINKED CLUSTERED;

 

   CREATE CONSTRAINT EMP_WORKER

           WORKER   (EMP_ID)  REFERENCES

           EMPLOYEE (EMP_ID)

               LINKED INDEX;

 

   CREATE CONSTRAINT COVERAGE_NHC
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           NON_HOSP_CLAIM  (EMP_ID, PLAN_CODE)  REFERENCES

           COVERAGE        (EMP_ID, PLAN_CODE)

               LINKED CLUSTERED;

 

   CREATE CONSTRAINT COVERAGE_HC

           HOSPITAL_CLAIM  (EMP_ID, PLAN_CODE)  REFERENCES

           COVERAGE        (EMP_ID, PLAN_CODE)

               LINKED CLUSTERED;

 

   CREATE CONSTRAINT COVERAGE_DC

           DENTAL_CLAIM  (EMP_ID, PLAN_CODE)  REFERENCES

           COVERAGE      (EMP_ID, PLAN_CODE)

               LINKED CLUSTERED;

 

   CREATE CONSTRAINT DCLAIM_PROC

           DENTAL_PROCEDURE  (DENTAL_CLAIM_ID)  REFERENCES

           DENTAL_CLAIM      (DENTAL_CLAIM_ID)

               LINKED CLUSTERED;

 

   CREATE CONSTRAINT NHCLAIM_PROC

           NON_HOSP_PROCEDURE  (NON_HOSP_CLAIM_ID)  REFERENCES

           NON_HOSP_CLAIM      (NON_HOSP_CLAIM_ID)

               LINKED CLUSTERED;

Remove Default Indexes
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   ALTER TABLE COVERAGE

        DROP DEFAULT INDEX;

 

   ALTER TABLE DEPARTMENT

        DROP DEFAULT INDEX;

 

   ALTER TABLE EMPLOYEE

        DROP DEFAULT INDEX;

 

   ALTER TABLE INSURANCE_PLAN

        DROP DEFAULT INDEX;

 

   ALTER TABLE EMPOSITION

        DROP DEFAULT INDEX;

 

   ALTER TABLE EXPERTISE

        DROP DEFAULT INDEX;

 

   ALTER TABLE SALARY_GRADE

        DROP DEFAULT INDEX;

 

   ALTER TABLE PROJECT

        DROP DEFAULT INDEX;

 

   ALTER TABLE WORKER
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        DROP DEFAULT INDEX;

 

   ALTER TABLE PHONE

        DROP DEFAULT INDEX;

 

 

  ALTER TABLE DENTAL_PROCEDURE

        DROP DEFAULT INDEX;

 

   ALTER TABLE NON_HOSP_PROCEDURE

        DROP DEFAULT INDEX;

   ALTER TABLE OFFICE

        DROP DEFAULT INDEX;

 

   ALTER TABLE SKILL

        DROP DEFAULT INDEX;

 

   ALTER TABLE DENTAL_CLAIM

        DROP DEFAULT INDEX;

 

   ALTER TABLE HOSPITAL_CLAIM

        DROP DEFAULT INDEX;

 

   ALTER TABLE NON_HOSP_CLAIM

        DROP DEFAULT INDEX;
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View Definitions

SQL-defined views allow an application program to see just a portion of the database. A view can be used to introduce
security.

Below are some sample views that might be created for the Commonweather database:

   CREATE VIEW EMPSCHM.SS_FORMAT

          (EMP_ID, EMP_LAST_NAME, EMP_FIRST_NAME, SS1, SS2, SS3)

          AS SELECT EMP_ID, EMP_LAST_NAME, EMP_FIRST_NAME,

                    SUBSTR(SS_NUMBER, 1, 3), SUBSTR(SS_NUMBER, 4, 2),

                    SUBSTR(SS_NUMBER. 6, 4)

             FROM EMPSCHM.EMPLOYEE;

 

   CREATE VIEW EMPSCHM.EMP_HOME_INFO

          AS SELECT EMP_ID, EMP_LAST_NAME, EMP_FIRST_NAME, STREET,

                    CITY, STATE, ZIP_CODE, PHONE

             FROM EMPSCHM.EMPLOYEE;

 

   CREATE VIEW EMPSCHM.EMP_WORK_INFO

          AS SELECT EMP_ID, START_DATE, TERMINATION_DATE

             FROM EMPSCHM.EMPLOYEE;

Subschema Definition

Sample subschema listing for the Commonweather database

A sample subschema listing for the Commonweather database is shown below.

For further information on defining subschemas, see CA IDMS Database Administering section.

ADD

SUBSCHEMA NAME IS A200SS03 OF SCHEMA NAME IS EMPSCHM VERSION IS 1

    PUBLIC ACCESS IS ALLOWED FOR ALL
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    USAGE IS MIXED

    .

 ADD

AREA NAME IS EMP-DEMO-REGION

    .

 ADD

AREA NAME IS ORG-DEMO-REGION

    PROTECTED UPDATE IS NOT ALLOWED

    EXCLUSIVE UPDATE IS NOT ALLOWED

    .

 ADD

RECORD NAME IS DEPARTMENT

    .

 ADD

RECORD NAME IS EMPLOYEE

    .

 ADD

RECORD NAME IS OFFICE

    .

 ADD

SET NAME IS DEPT-EMPLOYEE

    .

 ADD

SET NAME IS OFFICE-EMPLOYEE

    .
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Administrating DDS Design and Operations
The initial task of the administrator is to analyze the organization's information requirements. By using the results of
this analysis, the administrator can begin to define the characteristics of the network. The structure of the network
should reflect the way information is handled by the organization and allow the organization to access the information as
efficiently as possible.

This section offers an approach to designing a CA IDMS DDS network from an organization's informational requirements.
The stages of the design process are as follows:

• Conceptual specification -- Analyze and define the organization's information requirements.
• Design specification -- Adapt the conceptual specification to CA IDMS DDS requirements.
• Implementation specification -- Develop the design into a CA IDMS DDS network by defining nodes, paths, and

databases.

For more information, see the following topics:

Distributed Data Processing
As information requirements become increasingly complex, organizations need to find new ways to distribute processing
power, application programs, and data. Distributed data processing allows distribution of application programs and data
among interconnected sites to satisfy the information needs of the organization. Depending on its requirements, an
organization may choose to centralize or decentralize its data processing systems. 

Centralized data processing

In a centralized system, one machine controls all file access and updates.

A centralized system responds to the needs of the organization by permitting a high level of control over application
programs and data.

A centralized data processing system is useful when:

• All data is shared across application programs.
• Many end users need access to the same data and also require the most current data available.
• Security has been established as the responsibility of the central site.
• Large volumes of data are involved. In this case, centralized control can help handle the volume of data efficiently.

In a centralized data processing environment, more attention typically is given to direct access storage devices (that is,
their cost and reliability) than to data transmission.

The following illustration shows the way in which one machine controls all file access and updates in a centralized system.
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Decentralized data processing

In a decentralized system, multiple machines control file access and updates to serve the varied needs of end users.

End users tend to have more control over application development and operations in a decentralized environment. A
decentralized system is useful when:

• Data is primarily accessed at a single location. In this case, it is most efficient to store the data where it is used.
• The update rate is high. In this case, distribution of the data across different sites would permit more efficient update

operations.
• Security has been established as a local responsibility.
• Data is used in highly specialized ways by end users.

In a decentralized data processing environment, more attention typically is given to data transmission costs and reliability
than to direct access storage devices.

Two kinds of networks

Distributed data processing networks make it possible to combine the benefits of both centralized and decentralized
systems. These networks can be viewed in two ways:

• Physical network -- The combination of interconnected equipment (hardware) and programs (telecommunications
access methods) used to transmit data between physical locations.

• Logical network -- The combination of databases and application programs that handle an organization's information
and processing requirements.

CA IDMS DDS allows distributed processing

CA IDMS DDS is designed to respond to the need for distributed processing. The remainder of this section presents an
overview of concepts and network configuration.

What Is CA IDMS DDS?
This section describes CA IDMS DDS and the facilities for generating and operating a CA IDMS DDS network.

Each system is a node
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CA IDMS DDS is a system that establishes and maintains communication between nodes in a distributed data processing
network. Each node in the network is a CA IDMS/DC system or a CA IDMS UCF system. Each node can be generated to
provide the services required by a particular group of applications or a wide range of different applications.

NOTE
The term node, when used in this section, refers to a CA IDMS DDS node (a CA IDMS/DC system or a CA
IDMS UCF system), and should not be confused with a VTAM node or an SNA node.

Using CA IDMS DDS, an organization can realize the benefits of both centralized and decentralized data processing.
Nodes can be located at the same site or at remote sites, and each node can control one or more CA IDMS databases.
Application programs can access any database in the network, and the network is designed so the location of all
databases is transparent to application programs.

Host and target nodes

Under CA IDMS DDS, a single node accepts application requests for database services and either processes those
requests directly by accessing a database under its controls or passes the requests to the node that controls the
appropriate database. Once the requesting node (the host node) routes a request to another node (the target node),
the target node performs the requested service and returns the results to the host. The host then returns the results to
the application. The process of locating the appropriate database and routing the requests to the controlling node is
transparent to the requesting application.

Distribute or centralize data

The data available to applications executing within the network can be distributed among databases controlled by several
different nodes; alternatively, all data can be stored centrally in a single database, where the controlling node processes
all application requests originating at other nodes. Additionally, using CA IDMS UCF, the network can be designed to
permit online transactions originating at one node to be executed at a remote node.

CA IDMS DDS is flexible

CA IDMS DDS permits flexibility in designing a distributed database network. Any number of DC/UCF systems can
participate in the network; each node can be located at a remote site, or several nodes can be located at a single site.
Depending on the location of the individual nodes, communication between nodes takes place by way of the SVC
(Supervisor Call) Routine or a telecommunications line.

Network Configuration
A CA IDMS DDS network consists of multiple nodes connected by the SVC or a telecommunications line, as follows: 

• SVC -- The SVC connects two or more nodes residing in a single machine, as shown in the following illustration.
Data and application requests are transferred between the two nodes through the SVC.
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• Telecommunications line -- A telecommunications line connects two nodes residing in different machines at remote
sites or two nodes in the same machine. Data and application requests are transferred between the two nodes
across the line by the telecommunications access method. The telecommunications lines between nodes can be any
supported by the Common Communications Interface (CCI), TCP/IP, or VTAM.
– CCI -- For a list of supported communications access methods, see the CA Common Services for z/OS

documentation.
– TCP/IP -- TCP/IP controls communication between machines. When TCP/IP is used to connect two CA IDMS DDS

nodes, communication is controlled by TCP/IP.
– VTAM -- VTAM controls communications between machines. When VTAM is used to connect two CA IDMS DDS

nodes, communication is controlled by VTAM.

Use of CCI, TCP/IP, or VTAM in a CA IDMS DDS environment is illustrated as follows:
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Direct and indirect connections

In a network, a node can be connected directly (by way of SVC or a teleprocessing line) to any number of other nodes.
If two nodes are connected directly, communication between them takes place by way of this direct connection. If two
nodes are not directly connected, communication between them takes place by way of one or more nodes that are directly
connected to the host and target nodes. The following illustration shows a sample CA IDMS DDS network.

The nodes in New York and Boston can communicate by way of a direct connection. However, node SYSTEM06 in Los
Angeles would communicate with node SYSTEM01 in Boston by way of SYSTEM05.

Configuring the network

CA IDMS DDS network configuration is defined through DC/UCF system generation procedures. In addition to standard
system generation entries, the system generation of each system that participates in the network includes entries to:

• Identify the node
• Define the node's direct connections to other nodes
• Name the databases controlled by the node

The user can obtain reports on the generation of nodes through the Data Dictionary Reporter (DDR).

NOTE
For more information on CA IDMS DDS system generation, see Section3, "CA IDMS DDS System Generation".

Changing configuration

Facilities are available that allow the user to alter the network configuration as necessary.

NOTE
For more information on managing the network, see Section4, "CA IDMS DDS System Operations".

Path selection
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Within a network, the CA IDMS DDS controls the selection of the path along which application requests are transferred
between nodes. Path selection and global and local databases are discussed in Section2, "Network Design
Considerations".

The remainder of this section provides information essential to the design and implementation of a CA IDMS DDS
network.

Network Design Considerations

Conceptual Specification
Contents

This section describes how to create a conceptual specification for a CA IDMS DDS network.

Analyze the organization

The initial conceptual specification for a network should be removed from CA IDMS DDS design and implementation
considerations. The conceptual specification should fall naturally from the way the organization handles information.

Since the primary requirement for a sound conceptual specification is knowing the organization's information
requirements, an organization may decide to coordinate this phase of network design with business analysts, who may
not know a great deal about computers, but do know the organization.

Take the following steps to create a conceptual specification:

1. Identify and examine applications; also, develop a catalog of software components.
2. Identify and examine databases, both existing and potential.
3. Define security requirements for databases.
4. Analyze and evaluate hardware configurations and data communications facilities.

As the following illustration shows, steps 1, 2, and 3 define the logical network, and step 4 defines the physical network.
The conceptual specification of a network is based on the analysis of both the logical and physical networks.

These four steps are discussed separately as follows.

┌─────────────────────┐ -─┐

│                     │   │

│  Define processing  │   │

│     requirements    │   │

│                     │   │

│                     │   │

└─────────────────────┘   │

┌─────────────────────┐   │

│                     │   │
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│   Define database   │   │   Logical

│     requirements    │   ├── network

│                     │   │   design

│                     │   │

└─────────────────────┘   │

┌─────────────────────┐   │

│                     │   │

│   Define security   │   │

│   requirements for  │   │

│      databases      │   │

│                     │   │

└─────────────────────┘ -─┘

┌─────────────────────┐ -─┐

│                     │   │

│   Define hardware   │   │   Physical

│  configuration and  │   ├── network

│ data communications │   │   design

│      facilities     │   │

└─────────────────────┘ -─┘

Identifying and Examining Applications

This section describes how to identify and examine applications that will run in a CA IDMS DDS network.

Define processing requirements

Identifying and examining the application programs and other software components that access the organization's
databases allows the administrator to determine the processing requirements of the organization. The execution of these
steps may vary from site to site.
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• Identify users of the organization's data, both people and programs.
• Analyze the frequency of data access and identify the times that certain data is likely to be accessed.
• Determine the volume of data being accessed.
• Identify the individuals (or sites) responsible for maintaining applications.

Defining the organization's processing requirements helps the administrator determine where the application programs
are most needed.

Because processing requirements constantly change and grow, these steps are likely to be repeated. By keeping abreast
of changing processing requirements, the administrator can accurately assess the efficiency of the network and decide
when modifications are needed.

Identifying and Examining Databases

This section describes how to identify and examine databases that will be accessed in a CA IDMS DDS network.

Define database requirements

Identifying and examining the organization's databases allows the administrator to determine what data needs to be
accessed and where the data is currently maintained. Security requirements for the organization's databases should also
be examined because the databases participate in a network and can be accessed from any node. The administrator can
secure these databases using standard CA IDMS security features.

NOTE
For more information on database security, see the CA IDMS Security Administering section.

Examining the organization's databases provides the administrator with an understanding of the data requirements of
the organization. This information, coupled with knowledge of the processing requirements (determined by examining
applications), leads to a logical network design specification, as discussed later in this section.

Analyzing Hardware Configurations

This section describes how to analyze your hardware configurations.

Define existing physical network

Existing hardware configurations and data communications facilities must be considered when creating the initial
conceptual specification. The hardware configuration and data communications facilities determine the physical network
design. The administrator must be familiar with the existing configuration and be able to reconfigure the system in order to
accomplish the level of distributed processing required by the organization.

Design Specification
Contents

Once the characteristics of the application programs (processing requirements) and databases (data requirements)
have been identified, the administrator can begin to design the network. The network design involves using the facilities
available with CA IDMS DDS to construct a network that most efficiently organizes data and application programs and
places system resources close to the users of those resources.

When designing a CA IDMS DDS network, the system administrator should consider the following: 

• Operating systems and telecommunications access methods
• Methods of connection
• Path selection
• Host and target databases
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Operating Systems and Telecommunications Access Methods

A CA IDMS DDS network can operate on any environment that CA IDMS and CCI, TCP/IP, or VTAM support.

Methods of Connection

Each node in a CA IDMS DDS network is connected to at least one other node. Four types of connections can exist:

• SVC (Supervisor Call) Routine -- The SVC connects two nodes that reside in the same machine.
• CCI -- CCI connects two nodes on different machines or on one machine.
• TCP/IP -- TCP/IP connects two CA IDMS DDS nodes on different machines (or the same machine) and controls

communication between the nodes.
• Virtual Telecommunications Access Method (VTAM) -- VTAM connects two CA IDMS DDS nodes on different

machines (or the same machine) and controls communication between the nodes.

Typically, the types of connections chosen depend on the hardware and data communication facilities available at the site.

Path Selection

In a CA IDMS DDS network configuration, several paths can exist between two nodes. The nodes can be connected using
CCI, TCP/IP, or VTAM.

Using CCI

When a host node passes a database request to a target node, CCI directs the communication between the two nodes by
selecting the optimum path along which to pass the request. The path selected by CCI can be a direct path between the
two nodes, or, if the nodes are not directly connected, can be by way of one or more intermediate nodes.

The path selected is used to pass all application requests to the target node. If the path becomes unavailable (for
example, if a telecommunications line fails or if a node in the path signs off from the network) during application execution,
CCI automatically selects another available path, usually without interruption in processing.

Using TCP/IP

When using TCP/IP, the host node and the target node will have previously connected to each other. Multiple connections
may exit between the two nodes; one connection is assigned for each DDS request.

Using VTAM

When using VTAM, the host node and the target node will have previously connected to each other, and the request is
sent on that connection.

Host and Target Databases

A node can control one or more databases. Each node maintains a table (the resource name table) that lists the
database(s) it has access to, their locations, and how to reach them. This table is maintained by CA IDMS DDS at the
node, allowing the location of any database to be transparent to applications.

Database names can be duplicated within the network. Each node can control a database that replicates local databases
controlled by other nodes in the network. Each node's table would simply define the location of the database as local, and
applications asking for that database would access the local one.

The choice between local and global databases should be based on how the databases are accessed. For example, if
each site in a network maintains its own production database, those databases could each have the same name and be
defined as local databases. However, if the organization maintains a central database required by multiple sites, it would
make sense to define that database as global.

The following illustration shows a CA IDMS DDS network configuration that maintains local production databases at
distributed sites while also maintaining centrally located global databases.
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Implementation Specification
Contents

At this point, the administrator should have a clear idea about the organization's data requirements, processing
requirements, and facilities available through CA IDMS DDS to distribute the organization's databases and applications.

The administrator can begin to implement the network design by creating a network diagram that can be used as a basis
for coding the necessary DC/UCF system generation statements. This process involves defining node and connection
characteristics:

• Node Characteristics -- Name and identification of the node, operating environment, and associated databases
• Connection Characteristics -- Type of connection and path identification

Connecting Nodes

This section describes how nodes are connected in a CA IDMS DDS network.

Ports

In CA IDMS DDS, a connection between two nodes is defined in terms of a port. A port is an access point through which
the node passes request and response packets to another node. A port is defined at system generation time by the
resource name table (IDMSCSTB).

NOTE
For more information on ports, see Section3, "CA IDMS DDS System Generation".

The resource name table tells the node the names of other nodes and the path used to reach each other node. For
example, suppose node A is connected to node C by way of node B. To communicate with node C, node A sends a
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message to B for C. B receives the message, and forwards it to C. All A needs to know is that messages to C should be
sent to B. That information is maintained in the resource name table.

Two types of connection

A CA IDMS DDS connection is represented in the network diagram by one of two different types of lines, depending
on the type of connection between two nodes. A straight line represents an SVC connection, and a communication
link represents either a CCI, a TCP/IP, or a VTAM connection. The LINE/PTERM pair that defines the node's port is
placed beneath the line and near the node that uses the port. The following illustration shows the types of CA IDMS DDS
connections and the information associated with the connections.

Coding node definitions

The resulting network diagram can be used as a basis for coding the DC/UCF system generation statements needed to
define the node.

NOTE
For more information on coding these statements, see the CA IDMS Administrating section. A discussion of the
CA IDMS DDS components included in a DC/UCF system generation is presented in Section3, "CA IDMS DDS
System Generation".

CA IDMS DDS System Generation
This section describes the CA IDMS DDS components included in a DC/UCF system generation to define a node. For
system generation syntax and rules, see the CA IDMS Administrating section.

Each node specified

Each node in a network is generated by including specific CA IDMS DDS system generation statements and clauses with
the standard DC/UCF system generation statements. These statements and clauses allow the administrator to specify the
characteristics of the node and its relationship with other nodes. During DC/UCF system generation, the individual node,
its direct connections to other nodes, system control information, and database information are defined:

• Node name -- The name by which the node is known to other nodes in the network.
• CA IDMS DDS ports -- The LINE and PTERM pair that defines the access point through which the node passes

request and response packets to other nodes.
• SYSCTL overrides (z/OS) -- System control information used to direct external request units to the appropriate node

and/or database.

CA IDMS DDS reports

System generation reports that produce the CA IDMS DDS-specific information are available. These reports allow the
administrator to examine and evaluate the components of the network.

A discussion of the CA IDMS DDS system characteristics and reporting capabilities follows.
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Node Name
Each node must have a name by which it is known to all other nodes in the network. A node can have only one name
associated with it, and that name must be unique throughout the network. The node name is not necessarily the same
name as is used to sign on to the system. For example, to invoke a CA IDMS/DC system from a VTAM terminal, the
following command might be used:

IDMSDC

If the system invoked by the preceding command had a version number of 8, and a node name was not specified, the
node would be given a default name of SYST0008. Thus all other nodes would know it as SYST0008. It is important not to
confuse the task code or signon command with the node name.

Establish naming conventions

Naming conventions should be established for nodes to ensure uniqueness and clarity. One approach (as used in this
section) would be to name all nodes by using the system number specified in the system generation SYSTEM statement.
For example, SYSTEM01 and SYSTEM02 would be the node names for system numbers 01 and 02.

NOTE
The node names default to SYST0nnn. For more information, see the SYSTEM statement description in the CA
IDMS Administrating section.

CA IDMS DDS Ports
A CA IDMS DDS port is defined during system generation with a LINE and PTERM pair. A port represents an access point
through which the node passes request and response packets to another node. Each node in a network can be connected
to any number of other nodes.

DC/UCF system generation statements include clauses specific to the CA IDMS DDS that allow the administrator
to specify characteristics about the port. Through the definition of these ports, the administrator defines some of the
characteristics of the network and controls data transmission through the network.

Depending on the access method selected for the communication between the nodes, different types of LINEs and
PTERMs must be defined in the DC/UCF systems on the two nodes. The following are the list of specific definitions
required for each access method:

• CCI access method
• LINE definitions: on both systems, a CCI LINE must be defined.
• PTERM definitions: on both systems, one BULK PTERM for eachconnection must be defined.
• TCP/IP access method
• LINE definitions: on both systems, a SOCKET LINE must be defined.
• PTERM definitions: on the local system, a DDSTCPIP PTERM pointing tothe target system must be defined; on the

remote system, a LISTENER PTERM and one BULK PTERM for each connection must be defined.
• VTAM access method
• LINE definitions: on both systems, a DDS LINE must be defined.
• PTERM definitions: on the local system, a VTAM PTERM pointing to thetarget system and one BULK PTERM for

each connection must be defined; on the remote system, one BULK PTERM for each connection must be defined.The
characteristics of CA IDMS DDS LINEs and PTERMs are discussed separately in the following paragraphs.

LINEs

CCI
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CCI LINEs are used by the node to establish communication between nodes. The parameter of the CCI LINE statement is
TYPE IS CCI, which identifies the line as a CCI line that will be used to connect two DC/UCF systems (nodes).

TCP/IP

SOCKET LINEs must be defined in each node to allow DDS communication between nodes.

NOTE
For more information, see the CA IDMS Administrating section.

VTAM

DDS LINEs are used by the node to establish communication between nodes. DDS LINEs should not be confused with
other DC/UCF LINE types, or with telecommunications lines. The two parameters of the DDS LINE statement are as
follows:

• TYPE IS DDS indicates that the LINE is to be used to establish a connection between two nodes.
• The SOURCE parameter (VTAM only) specifies the application program identification used to define the CA IDMS

DDS node to VTAM. VTAM uses this information to establish connection between two CA IDMS DDS nodes.

PTERMs

CCI

CCI PTERMs are used in conjunction with CCI LINEs to establish communication between two nodes. The CCI PTERM
parameter is TYPE IS BULK, which specifies that the data transfer between two DC/UCF systems will be bulk.

TCP/IP

On the local system, a DDSTCPIP PTERM is used to define the target system for the DDS connection; it contains the host
name or IP-address of the target node, and the port number to use to establish the connection. On the remote system, the
standard IDMSJSRV server LISTENER PTERM and one BULK PTERM from the SOCKET LINE are used to process the
DDS request.

VTAM

DDS PTERMs are used in conjunction with DDS LINEs to establish communication between two nodes. The PTERM
defines the node's line driver and supplies parameters to be used by the line driver at run time. Typically, multiple
PTERMs are defined for each LINE. The DDS PTERMs, unlike DC/UCF physical terminals, do not need to be associated
with LTERMs.

A DDS PTERM is specified at system generation with TYPE BULK or TYPE VTAM. For the TYPE VTAM, you specify
VTAM as the PTERM TYPE if the connection being established is between two nodes that reside on different machines
connected by a VTAM communication link. The following additional PTERM parameters can be specified when using
TYPE VTAM:

• BLOCKSIZE -- Specifies the size of the packet used to pass data between nodes.
• TARGET=VTAM application-id -- Specifies the VTAM LUNAME of the target CA IDMS DDS node. VTAM application-

id corresponds to a VTAM minor node name and must be unique throughout the network. This is a required parameter.
• WEIGHT FACTOR -- Specifies the priority to be assigned to the port defined by the PTERM and its associated line.

When selecting a port through which to pass request and response packets, the node bases its selection on the
PTERM weight factor for each port that connects the node to a target node.

Resource Name Table
The ability to access multiple databases is inherent in the CA IDMS DDS. If multiple databases are to be controlled by the
node, an entry for each database to be accessed must exist in the node's resource name table.
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For convenience, generic names using wild cards are supported. Thus, PROD* could be used to specify all databases
with names beginning with PROD.

The NODE table which is also part of the resource table identifies the communications method to use to access each
node name in the DC/UCF communications network.

For more information on how to generate the resource name table and the node table in a CA IDMS system, see the
RESOURCE TABLE and the NODE statements in the CA IDMS Administrating section.

System Generation Reports
DC/UCF system generation reports are available that produce CA IDMS DDS-specific information. These reports fall into
two categories:

• Source reports -- System generation information resulting from system generation phase 1. These reports describe
the generated forms of CA IDMS DDS entities.

• Sysgen reports -- System generation information resulting from system generation phase 2. These reports describe
the executable forms of CA IDMS DDS entities.

These reports are available as CREPORTS through Data Dictionary Reporter (DDR).

NOTE
For specific information on running CREPORTS, see the CA IDMS Reporting section. For samples of all DC/
UCF system generation reports, see the CA IDMS Reporting section.

The following table lists the standard CREPORTS available for reporting on CA IDMS DDS definitions in the data
dictionary.

Report Number Report title Data dictionary module name Category
01 Network description by line CREPORT 001 SYSGEN
02 Network description by physical

terminal
CREPORT 002

14 Network description by line CREPORT 014 SOURCE
15 Network description by physical

terminal
CREPORT 015

16 Physical terminals within line CREPORT 016
43 DDS report CREPORT 043 SYSGEN and SOURCE

CA IDMS DDS System Operations

Network Membership Affects Operations
The operation of a CA IDMS DDS node is similar to that of any DC/UCF system. The node is started up in the same
way and, for the most part, executes like a standard DC/UCF system. The differences that do exist are the result of the
communication that takes place between the nodes. Because these systems participate in a network and can access
databases other than their own, there are new considerations concerning how the network is managed, how application
requests are processed, and how backup and recovery are performed.

This section presents operational considerations for using CA IDMS DDS. The following topics are discussed:
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• CA IDMS DDS system startup
• Facilities for managing the network
• Processing application requests
• Backup and recovery

This information applies to the CA IDMS DDS environment only; it is intended to supplement the DC/UCF operational
procedures, as discussed in the following publications:

• CA IDMS Database Administering section
• CA IDMS Administrating section
• Administrating section

CA IDMS DDS System Startup
Contents

The CA IDMS DDS startup procedure is identical to the standard DC/UCF startup procedure. When a node is started up, it
transmits messages through its ports to the other nodes to which it is connected. If the other node is active, a connection
is established and information is exchanged between nodes. This information is stored internally as tables maintained by
CA IDMS DDS.

Each node knows the status of neighbors

As nodes sign on or off, these tables are updated to reflect the changes in the network. At any point while the network is
operating, every node in the network knows the status of all the nodes to which it maintains direct connections.

The following illustration shows the sequence of events that takes place when a CA IDMS DDS network is started.

Path Maintenance

In a network, multiple paths can exist between nodes; if one path becomes unavailable, CA IDMS DDS selects another
path to maintain communication between nodes.
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VTAM users, however, can alter the path selection by changing the weights associated with a CA IDMS DDS port. See the
CA IDMS Administrating section for a discussion of the WEIGHT FACTOR DDS PTERM parameter.

Facilities for Managing the Network
Contents

Once a CA IDMS DDS network is in operation, it is necessary to monitor the activity of the network and make alterations
as needed. Facilities for managing the network are available in these forms:

• CCI -- Allows addition and deletion of telecommunication paths.
• DCMT functions -- Allow the user to monitor the network and make immediate changes as needed.
• Statistics reports -- Offer a more complete, in-depth analysis of the network.

DCMT Functions

DC/UCF master terminal functions provide the means to monitor and control the various aspects of the CA IDMS DDS
system at run time:

DCMT Functions Description
DISPLAY DDS Displays general CA IDMS DDS information including information

on nodes, lines, and physical terminals (PTERMs).
DISPLAY LINE Displays information on a line.

DISPLAY PTERM Displays information on a PTERM.

VARY LINE Enables the user to vary the line online or offline.

VARY PTERM Enables the user to vary the terminal online or offline.

NOTE
For more information on the DCMT functions in the preceding table, see the CA IDMS System Tasks and
Operator Reference section.

VARY commands should be secured

The DCMT VARY LINE/PTERM commands should be used only to vary the line and/or physical terminal online or offline.
Since use of this command could affect network operations, these tasks should be adequately secured. DC/UCF permits
the assignment of a discrete security class to each of the DCMT commands, thereby allowing the administrator to limit the
use of the VARY command to authorized persons only. These DCMT functions apply directly to CA IDMS DDS system
operations.

More Information

• For more information on discrete security for the DCMT task, see the CA IDMS Security Administering section.
• For more information on DCMT functions applicable to the DC/UCF environment, see the CA IDMS System Tasks and

Operator Reference section.

Statistics Reports

DC/UCF statistic reports (SREPORTS) are available to summarize statistical data written to the log area (DDLDCLOG)
during system execution and subsequently offloaded (by means of the ARCHIVE LOG utility) to an archive file. These
reports allow the administrator to examine network activity. Using these reports, the administrator can make informed
decisions about the efficiency of the network. The following table lists the DC/UCF statistics reports available.
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NOTE
For more information on system statistics, see the CA IDMS System Tasks and Operator Reference section or
CA IDMS Reporting section.

Number Description
000 Performs housekeeping functions for the other reports and

produces no output. This report must be copied into all statistical
report runs.

001 Produces system and external run-unit (task) histograms.
002 Produces line histograms applicable for CA IDMS DDS.
003 Produces general system-wide statistics.
008 Produces external run-unit (task) statistics by accounting data.
009 Produces external run-unit (task) statistics by program name.
012-016 Produce system-wide external run-unit (task), program, line, and

physical terminal statistics. Reports 012 through 016 must always
be requested together.

099 Produces an output file of all statistics records contained in the
input archive log file, but performs no formatting; thus, the records
in the output file are identical in format to the records in the
archive log file. Since it contains statistics records only, the output
file is smaller than the archive log file and provides a convenient
means of saving statistics records for input to future statistical
report runs.

Processing Application Requests
Contents 

Processing application requests for database services in the CA IDMS DDS environment involves:

1. Identifying the target database and node
2. Routing database requests to the target node
3. Servicing database requests

Identifying the target database and node

When a request unit signs on to its host node, it names a target database and/or node. This action signals to the host
node that all requests for database services are to be routed to the named node or database. If the unit names only a
target node and no database, the target node selects the default database (under its control) as the one to be accessed to
service requests issued by the request unit. If the request unit names the host node or a database controlled by the host
node, all requests for database services are handled by the host node.

Routing database requests to the target node

After the target node has been identified, the optimum path is selected along which to route database requests from the
host node to the target node. The selected path is used to transfer every database requests issued by the request unit. If
the path becomes unavailable at any point during request unit processing, another path is automatically selected if one is
available.

Servicing database requests

When the request unit issues a database access request, the host node signals CA IDMS DDS to transfer the request
and any accompanying data to the target node. The request and data are routed along the selected path to the target
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node. The target node performs the requested database operation and returns a response to the host node, which in turn
passes the results of the request to the request unit.

Target nodes do the work

Each database request issued by the request unit is serviced in the same manner: the host node passes a request to the
target node, which services the request and returns a response to the host node. If, at any point during run-unit execution,
the application program abends, the target node performs any necessary recovery of the database being accessed. When
the request unit terminates normally, the application program can begin a new request unit.

When a batch to CV application accessing SYSTEM01 requests database services from SYSTEM02, the following
sequence of events occurs:

1. The request is passed from the CA IDMS batch interface, called by the application program, to the host node
(SYSTEM01).

2. The host node builds a database request packet and posts the CA IDMS DDS line driver to transmit the packet to the
target node (SYSTEM02). Depending on the access method associated with the target node in the NODE table, that
CA IDMS DDS line driver can be the CCI line driver (CCI), the SOCKET line driver (TCP/IP) or the DDS line driver
(VTAM).

3. The CA IDMS DDS line driver transmits the packet to its counterpart on the target node.
4. The CA IDMS DDS line driver on the target node receives the packet, validates the message, and passes the packet

to the CV executing on the target node to process the request.
5. The target node processes the request. Database access, if required, is performed by the DBMS within the target

node.
6. The target node builds a response packet with the necessary data and posts the CA IDMS DDS line driver to transmit

the packet back to its counterpart on the host node.
7. The CA IDMS DDS line driver on the host node receives the packet, validates the message, and passes the packet to

the task executing on the host node; the response data is then passed to the application program.

The following illustration shows the process involved in executing a database request through CA IDMS DDS.

Applications executing in the CA IDMS DDS environment can execute multiple request units sequentially or concurrently.
Each concurrently executing request unit can access a different database and/or node.

Remote tasks and terminal I/O

Under CA IDMS DDS, a target node executes tasks for a host node. When the CA IDMS DDS network configuration
includes two or more DC/UCF systems, a user signed on to a terminal controlled by one system can request a task
be executed at the target node, which is itself a DC/UCF system. In this situation, the host node performs terminal I/O
operations while the target node executes the program and performs the database I/O operations or routes the request
through CA IDMS DDS to yet another node. In environments where certain tasks requested at the host node involve
considerable I/O to and from a remote database but little terminal I/O, executing the task at the node that controls the
database serves to minimize the transmission of data between the host and target nodes resulting in both faster and more
efficient processing.
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When a task requested at the host node is executed at the target node, it is processed by DC/UCF tasks that execute
under the target node. All database requests are issued by, and their results returned to, the tasks executing under the
target node. These tasks, in turn, issue terminal I/O requests, which are passed by CA IDMS DDS from the target node
to the host node. The host node performs the appropriate terminal I/O operations to map data from the issuing task to the
terminal or to map data from the terminal to the issuing task. The following illustration shows the remote execution of DC/
UCF tasks.

DDS System Backup and Recovery
Each node has available the full range of DC/UCF backup and recovery facilities (journaling, warmstart, and rollback).
In the event of system or program failure, each node is responsible for the recovery of the database(s) under its control,
including databases that have been accessed on behalf of other nodes.

The action taken by CA IDMS DDS in the event of system or application program failure varies, depending on whether the
failure is a system or program failure:

• System failure -- When a node is disconnected, either because the system crashed or a connection failed, the node
is responsible for recovery of all active request units under its control. Additionally, if the node provides a path for other
nodes, that path is no longer available. If alternative paths are available, CA IDMS DDS automatically selects the best
alternative path and continues processing. Restart requires only that the failed node be restarted; when restart occurs,
communication between all nodes in the network is automatically reestablished.

• Program failure -- When an application program fails, recovery takes place in exactly the same way that it does in
a standard DC/UCF system. All database recovery is handled using standard CA IDMS recovery features, and the
applications are restarted as appropriate.

NOTE
For a complete discussion of CA IDMS backup and recovery facilities, see the Administrating section.

The following illustrations show how database recovery is handled in the CA IDMS DDS environment following an
application program failure, and a system failure in the same CA IDMS DDS configuration.

Recovery after application program failure

 1179



 Administrating

Recovery after system failure

TCP/IP Considerations
This section presents a sample CA IDMS DDS configuration that uses TCP/IP to connect two CA IDMS nodes residing in
different machines. The next section illustrates the CA IDMS system generation statements needed to run in a CA IDMS
DDS environment.

A pool of free connections (socket connections) can be maintained between the two CA IDMS nodes. This pool of
connection is controlled by the local system. The free connections in the pool can belong to the following lists:

• Permanent list
The maximum number of free connections that can belong to that list is defined using the PERMANENT
CONNECTION clause on the DDSTCPIP type PTERM sysgen statement. These connections are not pre-allocated

 1180



 Administrating

when the corresponding DDSTCPIP PTERM is varied online in the local system, but only when a DDS request
completes.

• Idle list
The amount of time a free connection remains in the idle list is defined using the IDLE INTERVAL clause on the
DDSTCPIP type PTERM sysgen statement.

When a DDS request is started, the system tries to find a free connection from the pool of connections, and if one is
present (scans first the idle list, then in the permanent list), it assigns it to the request. If no free connection is found, it
creates a new one to serve the request.

When the DDS request terminates, the corresponding connection is either returned to the pool of connections (in the
permanent list first, if the maximum number of permanent connections in the pool is not reached yet, or in the idle list, if it
applies), or simply closed.

A special connection, called the control connection, is always maintained between the two nodes and is reserved by the
system to detect when one of the nodes abends or stop normally.

System Generation Entries
The following examples show the CA IDMS system generation statements required to define the systems. SYSTEM01
runs on the DDSNODE1 IDMS node. SYSTEM02 runs on the DDSNODE1 IDMS node.

SYSTEM01 sysgen

SYSTEM01

.

.

LINE TCPIP

     TYPE IS SOCKET.

PTERM TCPDDS2

      TYPE IS DDSTCPIP

      TARGET ADDRESS IS DDSNODE2

      TARGET PORT IS 3772

      IDLE INTERVAL IS 60

      NUMBER PERMANENT CONNECTIONS IS 5.

LTERM TCPDDS2 PTERM IS TCPDDS2.
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PTERM TCPLIST1

      TYPE IS LISTENER

      PORT IS 3771

      BACKLOG IS 100

      TASK IS RHDCNP3J

      MODE IS SYSTEM

      PARM IS 'TASK=IDMSJSRV'.

LTERM TCPLIST1 PTERM IS TCPLIST1.

PTERM TCPBLK01

      TYPE IS BULK

      REPEAT COUNT IS 20.

LTERM TCPBLK01 PTERM IS TCPBLK01.

SYSTEM02 sysgen

SYSTEM02

.

.

LINE TCPIP

     TYPE IS SOCKET.

PTERM TCPDDS1

      TYPE IS DDSTCPIP

      TARGET ADDRESS IS DDSNODE1

      TARGET PORT IS 3771

      IDLE INTERVAL IS 60
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      NUMBER PERMANENT CONNECTIONS IS 5.

LTERM TCPDDS1 PTERM IS TCPDDS1.

PTERM TCPLIST2

      TYPE IS LISTENER

      PORT IS 3772

      BACKLOG IS 100

      TASK IS RHDCNP3J

      MODE IS SYSTEM

      PARM IS 'TASK=IDMSJSRV'.

LTERM TCPLIST1 PTERM IS TCPLIST1.

PTERM TCPBLK01

      TYPE IS BULK

      REPEAT COUNT IS 20.

LTERM TCPBLK01 PTERM IS TCPBLK01.

Connection Synchronization
When one of the CVs within a DDS-TCP/IP connection terminates, the connections between the two CVs terminate.
  When the CV restarts, DDS rebuilds (or 'resynchronizes') the connections between the two systems. If the CV
being restarted is the 'frontend' CV in the DDS connection, the resynchronization occurs automatically in all cases. 
If the CV being restarted is the 'backend' CV, then the resynchronization occurs automatically only if the two CVs are
interconnected in both directions using DDS-TCP/IP, because, without the bi-directional interconnection of CVs, there
is no mechanism for the 'frontend' CV to get notified that the 'backend' CV is now available. For example, CV "A" must
have a DDS-TCP/IP connection for CV "B", and CV "B" must have a DDS-TCP/IP connection to CV "A" in order for the
resynchronization of DDS-TCP/IP connections to occur automatically in all cases. When this bi-directional interconnection
of CVs does not exist, and the 'backend' CV in a DDS-TCP/IP connection is started prior to starting the 'frontend' CV,
the DBA must start the DDS-TCP/IP connection manually from the 'frontend' CV, using command "DCMT V pterm-name
ONLINE", where pterm-name is the name of the DDS-TYPE PTE.
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VTAM Considerations (DDS Design and Operations)
This section presents an example of a CA IDMS DDS configuration that uses VTAM to connect two CA IDMS DDS
nodes residing in different machines. The configuration in this example is a two-domain VTAM network. VTAM with the
Multisystem Networking Facility (MSNF) is running on each machine.

The following illustration shows the additional VTAM entries and CA IDMS system generation statements that are required
to run in a CA IDMS DDS environment.

This section contains the following articles:

 

VTAM Entries
The following VTAM entries are included in the VTAMLST data set for VTAM1:

 

APPL MAJOR NODE:

SYSTEM01 APPL   AUTH=(ACQ,NOPASS,NVPACE,NOTSO,SPO)

DDSNODE1 APPL   AUTH=(NOACQ,NOPASS,NVPACE,NOTSO,SPO),PARSESS=YES

CDRSC MAJOR NODE:

     

DDSNODE2   CDRSC   CDRM=CDRM02

 

The following VTAM entries are included in the VTAMLST data set for VTAM2:
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APPL MAJOR NODE:

SYSTEM02  APPL   AUTH=(ACQ,NOPASS,NVPACE,NOTSO,SPO)

DDSNODE2  APPL   AUTH=(NOACQ,NOPASS,NVPACE,NOTSO,SPO),PARSESS=YES

CDRSC MAJOR NODE;

     

DDSNODE1   CDRSC   CDRM=CDRM01

System Generation Entries (VTAM)
The following examples show the CA IDMS system generation statements required to define the systems.

SYSTEM01 sysgen

  SYSTEM 01

  .

  .

  LINE VTAM01

   ENABLED

       TYPE IS VTAMLIN

       APPL ID IS SYSTEM01...

  PTERM...

  .

  .

  LINE DDS01

   ENABLED

       TYPE IS DDS

       SOURCE=DDSNODE1.

 

  PTERM PT01DDS1

       TYPE VTAM

       BLOCKSIZE 8192
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       TARGET DDSNODE2

       WEIGHT 20.

  PTERM PT02DDS1

       TYPE VTAM

       BLOCKSIZE 8192

       TARGET DDSNODEX (NOT SHOWN ABOVE)

       WEIGHT 30.

 

  PTERM PT01BULK

       TYPE BULK.

 

  LTERM LT01BULK

       PTERM IS PT01BULK.

SYSTEM02 sysgen

  SYSTEM02

  .

  .

  LINE VTAM02

   ENABLED

       TYPE IS VTAMLIN

       APPL ID IS SYSTEM02....

  PTERM....

  .

  .
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  .

  LINE DDS02

   ENABLED

       TYPE IS DDS

       SOURCE = DDSNODE2

 

  PTERM PT01DDS2

       TYPE VTAM

       BLOCKSIZE 8192

       TARGET DDSNODE1

       WEIGHT 20.

 

  PTERM PT02DDS2

       TYPE VTAM

       BLOCKSIZE 8192

       TARGET DDSNODEX (NOT SHOWN ABOVE)

       WEIGHT 30.

 

  PTERM PT02BULK

       TYPE BULK.

 

  LTERM LT02BULK

       PTERM IS PT02BULK.

NOTE
VTAM minor node names must be unique throughout the VTAM network. Therefore, the APPL ID IS parameter
on the VTAMLIN LINE statement (used to define the 3270 terminals) and the SOURCE parameter on the DDS
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LINE statement cannot be the same even though these LINE statements participate in the same CA IDMS
system.

Administrating CA IDMS Performance Monitor System
The CA IDMS Performance Monitor (Performance Monitor) is a performance and tuning tool. You can use Performance
Monitor to monitor hardware and software resource utilization in a DC/UCF system.

NOTE

 For information about installing Performance Monitor only or installing it with other CA IDMS products, see
the Installing section.

Customizing Performance Monitor

The process for customizing Performance Monitor is as follows:

1. Code any installation parameters that are specific to Performance Monitor.
2. Generate the installation job control.
3. (Optional) Modify the parameters of #PMOPT, which is the macro that specifies runtime options for Performance

Monitor.
4. Execute the installation job stream.
5. (Optional) Modify the parameters of the #PMGEN macro that is embedded in the three Performance Monitor

initialization modules.
6. Define report/billing groups for the Application Monitor.
7. (Optional for z/OS only) Start the IDMSINFO address space if you want to enable monitoring of a remote CV.

NOTE

 For more information about starting the IDMSINFO address space, see IDMSINFO Service Provider.
8. (Optional) Add external security product definitions to authorize canceling a remote CA IDMS task as follows:

a. Create a resource class (CDT profile) of CA@IDMSI.
b. Follow the pattern "TASK.targetCVname.taskcode" for resource names. Control authority is required.

9. (Optional) Add external security product definitions to authorize monitoring of an external CA IDMS CV as follows:
10. 1. Create a resource class (CDT profile) of CA@IDMSI.

2. Follow the pattern "SYST.targetCVname" for resource names. 
3. Compile and link-edit a new RHDCSRTT module with the SECXMON=YES parameter into a CDMSLIB loadlib in

the startup JCL of the secured target CV.

  11.  Restart the system to activate Performance Monitor.

For information about customizing Performance Monitor and about record descriptions, see the following articles:

  

 

 

 

Modifying #PMOPT Parameters
 

The installation program generates #PMOPT, a configurable macro that specifies runtime options for Performance
Monitor. This macro cannot be modified during installation. 
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Syntax
►►── #PMOPT AMACT= ──┬─ YES ─┬─ ,AMDCLOG= ─┬─ YES ─┬─────────────────────────►
                     └─ NO ──┘             └─ NO
 ──┘
 ►──┬──────────────────────┬─────────────────────────────────────────────────►
    └─ ,AMSMF= ─┬─ YES ──┬─┘
                └─ NO
 ◄──┘
 ►──┬──────────────────────────────────┬─────────────────────────────────────►
    └─ ,AMSMFSZ= ─┬─ 8180 ◄──────────┬─┘
                  └─ smf-block-size
 ─┘
 ►──┬───────────────────────────────────┬────────────────────────────────────►
    └─ ,DBKMAX= ─┬─ 5 ◄ ──────────────┬─┘
                 └─ db-keys-per-task
 ─┘
 ►──┬────────────────────────┬───────────────────────────────────────────────►
    └─ ,DCSTATS= ─┬─ YES ──┬─┘
                  └─ NO
 ◄──┘
 ►──┬────────────────────────────┬───────────────────────────────────────────►
    └─ ,DLGNAME= ─┬─ SCREEN ◄──┬─┘
                  └─ FIRST
 ────┘
 ►──┬──────────────────────────────────┬─────────────────────────────────────►
    └─ ,ENTMAX= ─┬─ 50 ◄─────────────┬─┘
                 └─ maximum-entries
 ─┘
 ►── ,IMACT= ─┬─ YES ─┬──────────────────────────────────────────────────────►
              └─ NO
 ──┘
 ►── ,IMDCLOG= ─┬─ YES ─┬────────────────────────────────────────────────────►
                └─ NO
 ──┘
 ►──┬──────────────────────┬─────────────────────────────────────────────────►
    └─ ,IMSMF= ─┬─ YES ──┬─┘
                └─ NO ◄──┘

 ►──┬──────────────────────────────────┬─────────────────────────────────────►
    └─ ,IMSMFSZ= ─┬─ 8180 ◄──────────┬─┘
                  └─ smf-block-size
 ─┘
 ►──┬─────────────────────────────────────┬──────────────────────────────────►
    └─ ,INTVMAX= ─┬─ 20 ◄───────────────┬─┘
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                  └─ maximum-intervals
 ─┘
 ►──┬─────────────────────────────────┬──────────────────────────────────────►
    └─ ,INTVSIZ= ─┬─ 10 ◄───────────┬─┘
                  └─ interval-size
 ─┘
 ►──┬────────────────────────────────────┬───────────────────────────────────►
    └─ ,LIBMAX= ─┬─ 10 ◄───────────────┬─┘
                 └─ libraries-tracked
 ─┘
 ►──┬───────────────────────────────────┬────────────────────────────────────►
    └─ ,OCCRMAX= ─┬─ 50 ◄─────────────┬─┘
                  └─ maximum-records
 ─┘
 ►──┬─────────────────────────────────┬──────────────────────────────────────►
    └─ ,SMFRCID= ─┬─ 230 ◄──────────┬─┘
                  └─ smf-record-id ─┘

  ►──┬────────────────────────┬───────────────────────────────────────────────►
     └─ ,SMFHEDR= ─┬─ YES ◄──┬─┘
                   └─ NO  ──┘

 ►──┬────────────────────────┬───────────────────────────────────────────────►
    └─ ,SMFTYP4= ─┬─ YES ──┬─┘
                  └─ NO
 ◄──┘
 ►──┬────────────────────────┬───────────────────────────────────────────────►
    └─ ,SMFTY30= ─┬─ YES ──┬─┘
                  └─ NO
 ◄──┘
 ►──┬───────────────────────────┬────────────────────────────────────────────►
    └─ ,TERMINL= ─┬─ LTERM ◄──┬─┘
                  └─ ACCMETH
 ─┘
 ►──┬────────────────────────┬───────────────────────────────────────────────►
    └─ ,TSKWAIT= ─┬─ YES ──┬─┘
                  └─ NO
 ◄──┘
 ►──┬─────────────────────────────┬──────────────────────────────────────────►◄
    └─ ,IMREFT= ─┬─ 2400 ◄────────┤
                 └─ refresh-time ─┘

Parameters

Following is the list of parameters for the #PMOPT macro:

•  AMACT=YES/NO
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Required.  Specifies whether the Application Monitor is activated automatically when the DC/UCF system is started. If
you specify YES, Performance Monitor continuously captures task statistics regardless of the status of the Application
Monitor's online component.
Default: None

•  AMDCLOG=YES/NO
Required: Specifies whether information collected by the Application Monitor should be written to the system log area.
If you specify NO, Application Monitor statistics can be viewed online only.
Default: None

NOTE

: If you specify AMDCLOG=NO and you want the information to be available for batch reporting, you must
specify AMSMF=YES

• .AMSMF=YES/NO
(z/OS only). Specifies whether information collected by the Application Monitor should be written to the SMF job
accounting file. If you specify YES, you must include the SMFRCID parameter. If you specify NO and want data
available for batch reports, you must also specify AMDCLOG=YES.
Default: NO

•  AMSMFSZ=8180/smf-block-size 
(z/OS only).  Specifies the maximum number of bytes in Application Monitor SMF statistics blocks (1024-32764). The
default is 8180. This parameter is applicable only if AMSMF=YES.

•  DBKMAX=5/db-keys-per-task 
Specifies the number of db-keys the Interval Monitor should track (0-20). This parameter is applicable only if
IMACT=YES.
Default: 5

•  DCSTATS=YES/NO
Specifies whether the standard DC task statistics block should be written to the DC/UCF system log area.
If you specify YES, the standard DC statistics block, as well as Performance Monitor statistics records, is written to the
log at task termination.
Default: NO

•  DLGNAME=
Specifies which CA ADS dialog is recorded by the Application Monitor as the program name.
–  SCREEN

Specifies to use the name of the dialog that issues the mapout request. The name of the dialog last loaded is used
for the task code, and the option is displayed as LAST in the Application Monitor options screen.
Default: SCREEN

–  FIRST
Specifies to use the name of the first (high level) dialog.

•  ENTMAX=50/maximum-entries 
The maximum number of entities that are monitored online by the Application Monitor at any given time (0-1,000).
Default: 50

•  IMACT=YES/NO
Required. Specifies whether the Interval Monitor is activated automatically when the DC/UCF system is started.
Default: None

•  IMDCLOG=YES/NO
Required. Specifies whether information collected by the Interval Monitor is to be written to the DC/UCF system log
area. If you specify NO, Interval Monitor statistics can be viewed online only.
Default: None
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NOTE

 If you specify IMDCLOG=NO, and you want the information to be available for batch reporting, you must
specify IMSMF=Yes.

•  IMSMF=YES/NO
(z/OS only).  Specifies whether information collected by the Interval Monitor should be written to the SMF job
accounting file. If you specify NO, and want the information available for batch reporting, you must specify
IMDCLOG=YES.
Default: NO

•  IMSMFSZ=8180/smf-block-size 
(z/OS only) The number of bytes in Interval Monitor SMF statistics blocks (1,024-32,764). This parameter is applicable
only if IMSMF=YES.
Default: 8,180

•  INTVMAX=20/maximum-intervals 
The maximum number of intervals maintained by the online component of the Interval Monitor. Once the maximum
number is reached during processing, the system wraps to begin overwriting with the earliest interval.
If you specify 0, the online component of the Interval Monitor is unavailable.
Default: 20
Limits:  0 to 1,000

•  INTVSIZ=10/interval-size 
The number of minutes in each interval maintained by the Interval Monitor (5-1,440). The default is 10.
Default: 10
Limits: 5 to 1,440

•  LIBMAX=10/libraries-tracked 
The number of libraries (CDMSLIB, CDMSLnnn, and so forth) the Interval Monitor should maintain.
Default: 10
Limits: 0 to 1,000

NOTE

 z/VSE users: z/VSE sites should specify either 1 or 0. 0 indicates that no library statistics are to be
maintained.

•  OCCRMAX=50/maximum-records 
The default number of statistics records accumulated by the Application Monitor for each monitored entity (0-9999).
If you specify 0, the online component of the Application Monitor is unavailable.
Default: 50

•  SMFRCID=230/smf-record-id 
(z/OS only) The SMF user record ID for Interval Monitor and Application Monitor statistics records written to the SMF
file (128-255). The default is 230. This parameter is applicable only if IMSMF=YES or AMSMF=YES.
Default: 230
Limits: 128 to 255

•  SMFHEDR=YES/NO 
(z/OS only) Specifies whether a CA IDMS Performance Monitor header is appended to SMF Type 4 and Type 30
records that are created and written to the SMF file. When the field is set to “YES,” SMF Type 4 and 30 record IDs
match the value set in the SMFRCID parameter. This parameter is applicable only if AMSMF=YES and SMFTYP4 and/
or SMFTYP30=YES.
Default: YES

•  SMFTYP4=YES/NO
(z/OS only) Specifies whether Type 4 SMF records (step termination records) are created and written to the SMF file.
This parameter is applicable only if AMACT=YES.
Default: NO

•  SMFTYP30=YES/NO
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(z/OS only) Specifies whether Type 30 SMF records (step termination records) are created and written to the SMF file.
This parameter is applicable only if AMACT=YES.
Default: NO

•  TERMINL=LTERM/ACCMETH
Specifies whether the Application Monitor tracks the logical terminal or the access method for use in LTERM ID fields.
Default: LTERM.

•  TSKWAIT=YES/NO
Specifies whether task-wait statistics should be collected. The statistics are written to the log area if you specify
AMDCLOG=YES.
Default: NO

NOTE

: Statistics are written to the SMF job accounting file if you specify AMSMF=YES.
•  IMREFT=refresh-time 

The time, in the format hhmm (24-hour clock), to initialize the Interval Monitor data collection buckets. Initialization is
performed at the end of the interval in which the specified time falls.

Modifying #PMGEN Parameters

Each component of the Performance Monitor has its own initialization module, automatically generated when you run
CAIIJMP.

Component Initialization module
Realtime Monitor PMRTINIT
Interval Monitor PMIMINIT
Application Monitor PMAMINIT

Modify #PMGEN

You can modify the initialization modules by modifying the parameters of the #PMGEN macro embedded in each module.
Follow these steps:

1. Examine the default #PMGEN macro generated for each Performance Monitor module.
2. Modify the parameters of each #PMGEN macro as appropriate for your site. The source code is located in the source

library (SRCLIB) created during installation.
3. Assemble the modified initialization module.
4. Link edit the modified initialization module.

z/OS and z/VSE users: For z/OS users, modifications can be made by reassembling and relinking #PMGEN. Any
modifications to the CA IDMS load libraries should be applied by MSHP for z/VSE. For sample JCL for the #PMGEN
macro, see the sample JCL library provided at installation. For more information on how to assemble and link edit a
module using MSHP, see Install and Maintain z/VSE .

Default #PMGEN Macros

The following examples display the #PMGEN defaults for each component of the Performance Monitor. Note that X
represents the continuation character you must code in column 72. The continuation character can be any non-blank
character.

Example: #PMGEN defaults for the Realtime Monitor

#PMGEN  CASE=UPLOW,                X
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        CONV=YES,                  X

        DSTREAM=MODIFIED,          X

        EDIT=YES,                  X

        PFKEYS=24,                 X

        REFRESH=10,                X

        SITESAVE=YES,              X

        SNAP=YES,                  X

        SORT=YES,                  X

        STAE=NO,                   X

        USERSAV=YES

Example: #PMGEN defaults for the Interval Monitor

#PMGEN  CASE=UPLOW,                X

        CONV=PSEUDO,               X

        DSTREAM=FULL,              X

        EDIT=YES,                  X

        PFKEYS=24,                 X

        REFRESH=NO,                X

        SITESAVE=YES,              X

        SNAP=YES,                  X

        STAE=NO,                   X

        USERSAV=YES

Example: #PMGEN defaults for the Application Monitor

#PMGEN  CASE=UPLOW,                X
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        CONV=PSEUDO,               X

        DSTREAM=FULL,              X

        EDIT=YES,                  X

        PFKEYS=24,                 X

        REFRESH=NO,                X

        SITESAVE=YES,              X

        SNAP=YES,                  X

        SORT=YES,                  X

        STAE=NO,                   X

        USERSAV=YES

Syntax

►►─── #PMGEN ─┬───────────────────────┬──────────────────────────────────────►
              └─ CASE= ─┬─ UPLOW ◄ ─┬─┘
                        └─ UPPER ───┘

 ►──┬─────────────────────────┬──────────────────────────────────────────────►
    └─ ,CONV= ─┬─ PSEUDO ◄──┬─┘
               └─ YES ──────┘

 ►──┬──────────────────────┬─────────────────────────────────────────────────►
    └─ ,EDIT= ─┬─ YES ◄──┬─┘
               └─ NO ────┘

 ►──┬────────────────────────────┬───────────────────────────────────────────►
    └─ ,DSTREAM= ─┬─ FULL ◄ ───┬─┘
                  └─ MODIFIED ─┘

 ►──┬───────────────────────┬────────────────────────────────────────────────►
    └─ ,PFKEYS= ─┬─ 12 ◄──┬─┘
                 └─ 24 ───┘

 ►──┬────────────────────────────────────┬───────────────────────────────────►
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    └─ ,REFRESH= ─┬─ NO  ◄─────────────┬─┘
                  ├─ YES ──────────────┤
                  └─ refresh-interval ─┘

 ►──┬─────────────────────────┬──────────────────────────────────────────────►
    └─ ,SITESAV= ─┬─ YES ◄──┬─┘
                  └─ NO ────┘

 ►──┬─────────────────────┬──────────────────────────────────────────────────►
    └─ ,SNAP= ─┬─ NO ◄──┬─┘
               └─ YES ──┘

 ►──┬──────────────────────┬─────────────────────────────────────────────────►
    └─ ,SORT= ─┬─ YES ◄──┬─┘
               └─ NO ────┘

 ►──┬──────────────────────┬─────────────────────────────────────────────────►
    └─ ,STAE= ─┬─ YES ◄──┬─┘
               └─ NO ────┘

 ►──┬─────────────────────────┬──────────────────────────────────────────────►◄
    └─ ,USERSAV= ─┬─ YES ◄──┬─┘
                  └─ NO ────┘

 

Parameters

• CASE=UPLOW/UPPER
Specifies if literals and help text is to appear in uppercase and lowercase (UPLOW) or uppercase only (UPPER). The
default is UPLOW. Specify UPPER if the lowercase English alphabet causes problems with your site's terminals.

• CONV=PSEUDO/YES
Indicates if the component is to run pseudo-conversationally. PSEUDO (default) indicates that it runs pseudo-
conversationally. YES indicates that it runs conversationally. Generally, this parameter is PSEUDO for the Interval and
Application Monitors; YES for the Realtime Monitor. NO is a synonym for PSEUDO.

• EDIT=YES/NO
Specifies whether the person running the monitor can edit windows. The default is YES.

• DSTREAM=FULL/MODIFIED
Specifies whether the data stream sent to the terminal is to be compressed. FULL (default) indicates that the data
stream will not be compressed and will use relatively less CPU time but more transmission time. MODIFIED indicates
that the data stream will be compressed and will use relatively more CPU time but less transmission time.

• PFKEYS=12/24
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Defines the number of PF keys in use. The default is 12. If you specify 24, any keys not explicitly used by the monitors
are shadow keys (PF17 shadows PF5, PF18 shadows PF6, and so forth).

• REFRESH=NO/YES/refresh-interval
Specifies whether Performance Monitor automatically refreshes monitor screens with current statistics. The default is
NO. This parameter should be NO for the Interval and Application Monitors. Specify NO, YES, or refresh-interval for
the Realtime Monitor:
– YES -- the default refresh interval is 10 seconds
– refresh-interval -- Performance Monitor automatically refreshes the screen at the interval specified; Refresh-interval

must be in the range 1-99
– YES or refresh-interval -- Performance Monitor refreshes the screen automatically regardless of the

CONV=PSEUDO/YES specification

NOTE
By default, REFRESH=NO is forced for UCF terminals regardless of the setting in #PMGEN. The REFRESH
value will be honored for the setting in #PMGEN. The REFRESH value will be honored for UCF terminals
if optional bit 34 is set in RHDCOPTF. Limitations still exist, however, on the use of automatic refresh when
using UCF terminals. These limitations arise because the REFRESH option is implemented by issuing a
READ BUFFER instead of a READ MODIFIED command when it is checking for input before refreshing the
screen.

The limitations are as follows:
– The z/VM front-end UCF module does not support screen refresh. Optional bit 34 should not be applied to a back-

end that is to be accessed through UCFCMS.
– Screen refresh is not supported for any other environment where READ BUFFER is not supported. These include

TCAM terminals and z/VM PASSTHRU. Do not set the optional bit in these environments.
– Under TSO, the front-end UCF module must be created with the parameter VTAM=YES on the #UCFTSO

parameter. This is the recommended value for most sites. For more information, see the Systems Operations
Guide.

– Under CICS, we recommend that a special version of the UCF front-end be created for use only with
PERFMON. Create this version by assembling the #UCFCICS macro with the parameters RESETKB=ASIS and
LASTOUT=TASKEND. This lets multiple WRITE datastreams be sent to the terminal between READ commands,
but allows input from the terminal while the front-end UCF task is running. Without these options, terminal hangs
or CICS task abends such as ATNI or ATCV can result. These parameters might not be desirable for UCFCICS
applications other than PMRM. That is why we recommend a special UCFCICS module.
Also ensure the CICS terminal control table entry has a TOTAL buffer size large enough to accommodate the
realtime monitor READ BUFFER and datastream write commands. In addition, each #UCFUTD macro associated
with the UCF front-end should specify BUFSIZ=8192.
Note that the READ BUFFER command causes the front-end UCFCICS task, which is accessing PMRM, to
run conversationally. This means that a CICS task will be running as long as PMRM is running. This task might
use increasing amounts of CICS resources such as storage. This might necessitate terminating the PMRM task
periodically to release resources.

– For all TP monitors, UCF lets the terminal operator modify the PMRM session only at the REFRESH interval.
Attempts to update the screen prematurely can result in problems such as INPUT INHIBITED (X-F at the bottom
of the terminal screen). To avoid these problems, the terminal operator should observe the following procedures
before pressing a function key or the Enter key:
• Move the cursor off the command line.
• Wait for the <<SCREEN HELD>> message to appear on the screen.

This indicates that PMRM has issued the READ BUFFER and recognized that operator input is pending.
• Press the desired function key or Enter key.
It may be helpful to reduce the default refresh interval of 10 seconds by reassembling the #PMGEN macro and
relinking the PMRTINIT program. Alternatively, the REFRESH command can be issued from within PMRM.
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Note that optional bit 34 has no effect on non-UCF terminals.
• SITESAV=YES/NO

Specifies whether a Performance Monitor user can save version 1 of the monitor screens. The default is YES. As
system administrator, you can tailor the screens with YES at installation and then specify NO once Performance
Monitor is in production.

NOTE
For more information on tailoring screen displays, see Tailoring Screens, Task Codes, and Entry Options.

• SNAP=NO/YES
Specifies whether Performance Monitor writes a snap dump to the log file whenever the STAE detects an abend within
the Performance Monitor. The default is NO. If SNAP=YES, STAE must also be YES.

• SORT=YES/NO
Specifies whether the Performance Monitor user can sort windows. The default is YES.

• STAE=YES/NO
Specifies whether the Performance Monitor STAE receives control when an abend occurs within the Performance
Monitor. The default is YES.

• USERSAV=YES/NO
Specifies whether users can save a test version of the monitor screens (any version other than version 1). The default
is YES.

NOTE
For more information on saving modified screen versions, see Tailoring Screens, Task Codes, and Entry
Options.

Defining Report/Billing Groups
Report/billing groups are used by the Application Monitor to categorize users for chargeback, accounting, and reporting
purposes. Often, report/billing groups represent a division, department, development team, or application.

Associating Users With a Group

You can associate a user with a group using the installation code in the system profile or user profile. System and user
profiles are created using the Command Facility.

NOTE
For more information about profiles, see the IDD DDDL Reference or the Installing section.

Changing the Billing Group Code
You can change billing groups online or through a program.

Changing Billing Groups Online

Enter the task code pmbill to access a screen on which you can dynamically change the billing group code. After you exit
this screen, all subsequent Application Monitor statistics records for the user will reflect the new billing group code.

The following messages are returned by PMBILL processing:

• Billing Group changed to: xxxxxxxxxxxx.
The Application Monitor has changed the billing group code to the value displayed.

• Billing Group greater than 12 characters.
You supplied a billing group code that was too long. Supply a code that is 12 characters or less and try again.

• Billing Group unchanged.
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The monitor did not change the billing group. Another message is displayed with this message, giving the reason.
• Current Billing Group: xxxxxxxxxxxx.

The monitor has determined from the signon element that the billing group code for the signed-on user is the value that
is displayed. It will next ask for the new billing group code.

• Enter new Billing Group.
The monitor is requesting the new billing group code. Type the code and press ENTER.

• No user currently signed on.
You tried to change the billing group code, but are not signed on to a DC/UCF system. Sign on to a DC/UCF system
and try again.

• Sign on before setting Billing Group.
See No user currently signed on. These messages always appear together.

• Terminal error - please retry.
An error occurred with the terminal message handling. Enter the request again.

NOTE
For more information about the PMBILL task, see the Using Performance Monitor section.

Changing Billing Groups Through a Program

An application program running under a DC/UCF system can maintain billing groups through a program call to
PMAMBL10, a module supplied with the Application Monitor.

PMAMBL10 functions

Two functions are available with the PMAMBL10 interface:

• Get Billing Group returns the current billing group for the signed-on user
• Set Billing Group establishes a new billing group for the signed-on user

These functions are useful when:

• Your billing group changes during the day
• Your installation wishes to bill by program or application; using PMAMBL10, the billing assignment falls under program

control

PMAMBL10 interface record

Programs that use PMAMBL10 require the following interface record (shown for COBOL):

01 BILLING-INTERFACE-RECORD.

   05 BILLING-RECORD-LENGTH   PIC 9(4) USAGE COMP  VALUE 24.

   05 BILLING-RECORD-VERSION  PIC 9(4) USAGE COMP  VALUE 1.

   05 BILLING-RECORD-FUNCTION PIC X(4) USAGE DISPLAY.

         88  GET-BILL          VALUE 'GETB'.

         88  SET-BILL          VALUE 'SETB'.

   05 BILLING-GROUP-RETCODE   PIC X(4) USAGE DISPLAY.

         88  GOOD-RETURN       VALUE 'RBOK'.
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         88  NO-USER-SIGNED-ON VALUE 'RBNS'.

         88  BAD-RECORD        VALUE 'RBBP'.

   05 BILLING-GROUP           PIC X(12).

Description of fields

• BILLING-RECORD-LENGTH (binary) contains the length of the BILLING-INTERFACE-RECORD (always 24 for this
release).

• BILLING-RECORD-VERSION (binary) contains the version number of the interface record (always 1 for this release).
• BILLING-RECORD-FUNCTION (display) determines the function requested: GETB, to return the current billing group

into BILLING-GROUP; SETB, to set the billing group from the value in BILLING-GROUP.
• BILLING-GROUP-RETCODE (display) contains the status of the last request, as shown in the following table.
• BILLING-GROUP (display) contains the billing group last set or returned (depending on the value in BILLING-

RECORD-FUNCTION).

Billing group return codes

Code Meaning
RBOK Processing was successfully completed.
RBNS No user was signed on, so no action was taken.
RBBP The interface record contains an invalid length (should be 24),

version (should be 1), or function (should be GETB or SETB).

Passing control to PMAMBL10

When the program initializes fields in the interface record, it passes control to PMAMBL10. When the program receives
control back from PMAMBL10, it examines the contents of BILLING-GROUP-RETCODE for the status of the requested
operation.

COBOL example

PROCEDURE DIVISION.

    .

    .

    .

MOVE 24 TO BILLING-RECORD-LENGTH.

MOVE 1 TO BILLING-RECORD-VERSION.

MOVE 'AUDITING    ' TO BILLING-GROUP.

MOVE 'SETB' TO BILLING-RECORD-FUNCTION.

TRANSFER CONTROL TO 'PMAMBL10'
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LINK USING BILLING-INTERFACE-RECORD.

    .

    .

    .

IF GOOD-RETURN . . .

CA ADS example

MOVE 'AUDITING    ' TO BILLING-GROUP.

MOVE 'SETB' TO BILLING-RECORD-FUNCTION.

LINK TO PROGRAM 'PMAMBL10'

      USING (BILLING-INTERFACE-RECORD).

IF GOOD-RETURN . . .

 

 

Tailoring Screens, Task Codes, and Entry Options
You can customize screen displays and create custom sets of task codes.

This section contains the following articles:

Customizing Screen Displays
Performance Monitor allows you modify screens and save them in the dictionary. This capability is controlled by the
SITESAV and USERSAV parameters of the #PMGEN macro:

• USERSAV allows Performance Monitor users to save test versions (that is, versions other than 1) of monitor screens
• SITESAV allows Performance Monitor users to save all versions (including version 1) of monitor screens

The following pages tell you how to modify and save version 1 of Performance Monitor screens.

What you can do

You can modify the format of Performance Monitor screen displays (using EDIT and SORT) and save the screen load
modules in the dictionary (using SAVE). For example, you can use these facilities to change the display size or the column
order in the display. You can also specify that a certain field be displayed in descending order so that you can easily detect
high activity.
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NOTE
You should not edit screens whose window format is FIXED. To determine a window's format, use the ADMIN
screen.

How to do it

To tailor a Performance Monitor screen, perform the following steps:

1. Sign on to a DC/UCF system.
2. Set a session test version of 1 by using the DCUF TEST command.
3. Set a session default dictionary by using the DCUF SET DICTNAME command.

This name should specify the dictionary to which users are signed on while using Performance Monitor.
4. Sign on to Performance Monitor.
5. Make the screen the default window, as described in the CA IDMS Performance Monitor Using section.
6. Make any required changes using the EDIT and SORT windows. For more information on EDIT and SORT, see the

CA IDMS Performance Monitor Using section.
7. Issue the SAVE command to request that Performance Monitor save the load module for the modified screen in the

dictionary.
A Performance Monitor subtask saves the load module in the session default dictionary. Because the session version
was set to 1 (in Step 2), the load module is saved as version 1.

NOTE
Because a subtask performs the save processing, all other active windows are available to you while the
save occurs.

Restrictions

In order to save revised screen displays in this way (that is, in order to save version 1), the SITESAV parameter of the
#PMGEN macro must specify YES. This macro is included in each of the three Performance Monitor initialization modules
and is described in Part One of this section.

Sample scenario

You can follow the steps below to tailor the screens for a component of Performance Monitor (Realtime Monitor, Interval
Monitor, or Application Monitor):

1. Generate the #PMGEN macro with SITESAV=YES for the component whose screens are being changed, then
complete the Performance Monitor installation.

2. Modify and save screen displays specific to your site.
3. Recode the #PMGEN macro with SITESAV=NO, then reassemble and relink the initialization module for the

component.

Notes and suggestions

Observe these following guidelines:

• Users signed on to DC with a default version of 1 will use the modified screen displays automatically. To use the
modified displays, ensure that your default DC version number (modified by the DCUF TEST command) is 1.

• Users signed on to DC under a test version (a version other than 1) use screen displays saved under their test version.
If there is no screen display load module for their test version, they use the modified display.

• In order to ensure use among multiple dictionaries, you may want to punch the saved load module to a load library.
This library must be ahead of the Performance Monitor load library in the CDMSLIB concatenation or search
sequence.

• In order to allow certain users to always have site save capability, you may choose to implement separate task codes.
This is explained in Tailoring Task Codes later in this section.

Example of tailoring and saving screens
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The example below shows how to tailor and save the Active User Tasks screen used by the Realtime Monitor.

1. Press [PF4] to make the Active User Task Detail screen the default window.
2. Type edit at the CMD--> prompt.

PM-R17.0 SYSTEM71               CA, Inc.                 V71      10.158 12:02:56.34

CMD-->                                                         Window : 02
                                                               Refresh: 10
  02 Active User Task Detail                                                 >
  Task       Task      Current Task  Link                     Task  Ecblist
  Number     Code      Program  Pri Level User_ID  Lterm_ID Status  Address
  1796       PMRM     PMWNDRVR  252                VL71001  RUN    00000000

Press [Enter] to display the Edit Window Format screen.
3. Press [PF6] to display the screen for editing the window fields.

PM-
R17.0 SYSTEM99                CA, Inc.                  V72      10.158 15:34:18.54

CMD-->                                                           Window : 02
                                                                 Refresh: 10
  02 EDIT Window Format - PF6 for Window Edit                               i
          Field  Field                                  Required Displayable
 Command  Order Number Field Name                       Field    Field
    _         1      1 Task_Number                         YES       YES
    _         2      2 Task_Code                           YES       YES
    _         3      3 Current_Program                     YES       YES
    _         4      4 Priority                            NO        YES
    _         5      5 Link_Levels                         NO        YES
    _         6      6 User_ID                             NO        YES
    _         7      7 Lterm_ID                            NO        YES
    _         8      8 Task_Status                         NO        YES

4. To move a field, enter m in the Command column of the field to move, and enter a in the Command column of the
field that you want the moved field to follow. For example, to move Task_Status after Priority, enter m in the Command
column for Task_Status, a in the Command column for Priority, and then press [Enter]. Repeat this step for each field
you want to move.

NOTE
For more information on the EDIT facility, see the CA IDMS Performance Monitor Using section.

5. Press [PF3] to display the Active User Task Detail screen and verify the changes.
6. To save the changes permanently, type save at the CMD--> prompt and press [Enter].

Performance Monitor tells you the module name, version, and dictionary for the saved load module for the screen.

PM-
R17.0 SYSTEM99                CA, Inc.                  V72      10.158 15:34:18.54

CMD-->                                                          Window : 02
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                                                                Refresh: 10
  02 Save Site - Window Overrides
The Window Load Module will be saved according to the following information:
        Module: PMRTMTSK
       Version:    98
      Dictname:
      Dictnode:
 PRESS PF6 IN ORDER TO CONFIRM SAVE.

7. Press [PF6] to save the load module and version shown.
Performance Monitor displays the message SAVE OF WINDOW DEFINITION IS IN PROGRESS. When the save is
complete and the screen refreshes (either automatically or when you press [Enter]), Performance Monitor displays the
message SAVE OF WINDOW DEFINITION SUCCESSFULLY COMPLETED.

Tailoring Task Codes
You can generate separate versions of the PMxxINIT modules for users with a higher security class. For example, you
could have one set of task codes for DBAs and one set of task codes for programmers. The DBAs are allowed to save
modules in the dictionary; programmers are not.

To assign a separate set of task codes, perform the following steps:

1. Code separate initialization modules (PMRTINIT, PMIMINIT, or PMAMINIT). The #PMGEN macros contained in each
of these modules should specify the abilities that you want the higher class of users to have. For example, you may
want to specify SITESAV=YES and SORT=YES.

NOTE
Use the modules supplied with your Performance Monitor installation media as models. You can change any
of the #PMGEN parameters except PROGRAM.

2. Link edit the initialization module, but specify a name other than PMxxINIT in the link-edit NAME statement (for
example, PMRTINI2).
Be sure to include an ENTRY INITEP1 statement in the link-edit stream.

3. Using the system generation compiler, define the new initialization program and a task to invoke the program. For
example, task code PMRM2 could invoke program PMRTINI2.
You could assign a higher security class to this task code so that it is available only to certain users. For prototype
system generation statements, see the DLODPERF module, which is automatically installed into the specified source
library by the Performance Monitor installation process.

Task Code Entry Options
Task-code entry options are established at runtime. You use them to override session and installation options when
initiating a Performance Monitor session.

NOTE
These options are not explained in the Using Performance Monitor section. As system administrator, you decide
whether to make these options available to your site's Performance Monitor users.

You can override certain session and installation options by invoking Performance Monitor components using task-code
entry options. These overrides apply to the current Performance Monitor component session only. Syntax and parameter
descriptions follow.

This article describes the following information:
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Syntax

►►──┬─────────────────────────┬──────────────────────────────────────────────►
    ├─ CONVersational ────────┤
    └─ PSEUDO-conversational ─┘

 ►──┬───────────────────────────────┬────────────────────────────────────────►
    └─ DATAstream ─┬─ FULl ───────┬─┘
                   └─ COMPressed ─┘

 ►──┬───────────────────────────────────────┬────────────────────────────────►
    ├─ REFresh ─┬─ is ─┬─ refresh-interval ─┤
    │           └─ = ──┘                    │
    └─ NOREFresh ───────────────────────────┘

 ►──┬──────────┬─────────────────────────────────────────────────────────────►
    ├─ SNAP ───┤
    └─ NOSNAP ─┘

 ►──┬──────────┬─────────────────────────────────────────────────────────────►
    ├─ STAE ───┤
    └─ NOSTAE ─┘

 ►──┬───────────────────────────────┬────────────────────────────────────────►◄
    └─ SYStem ─┬─ is ─┬── job-name ─┘
               └─ = ──┘

Parameters

• CONVersational/PSEUDO-conversational
Specifies whether the Performance Monitor component runs in a conversational or a pseudo-conversational manner.
The Realtime Monitor is the only Performance Monitor component that should run conversationally.

• DATAstream FULl/COMPressed
Specifies whether all fields or only modified fields are transmitted to and from the terminal.

• REFRESH is refresh-interval/NOREFresh
Specifies either a refresh interval or that refresh processing should not occur. Refresh-interval is a number from 1
through 99.

• SNAP/NOSNAP
Specifies whether the system should perform a snap dump in the event of Performance Monitor abnormal termination
processing.

• STAE/NOSTAE
Specifies whether the STAE option is enabled or disabled for your Performance Monitor session.

• SYStem is job-name
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(z/OS only) Specifies the job name of a remote Central Version that is monitored by the Performance Monitor session.
If you do not specify a job name, the local Central Version job name is used. To request a list of all active central
versions, specify an asterisk in place of the job name. Request a filtered list by using an asterisk as a wildcard
character in a given job name. Any characters following an asterisk are ignored.
To monitor a system remotely, ensure:
– The IDMSINFO address space is active.
– The monitored central version is running non-swappable.

NOTE
Notes:

• For more information about using the IDMSINFO address space, see the Administrating section.
• The Realtime Monitor is the only Performance Monitor component that can exploit external monitoring

functionality.

Examples

The following example invokes the Realtime Monitor and specifies that it is to run pseudo-conversationally:

V84  ENTER NEXT TASK CODE:

pmrm pseudo

NOTE
When you run the Realtime Monitor pseudo-conversationally, Performance Monitor still refreshes the screen.

You can use more than one task-code entry option at a time. The following example invokes the Realtime Monitor and
specifies that it is to run with NOSTAE and a refresh interval of 30 seconds:

V84  ENTER NEXT TASK CODE:

pmrm nostae refresh 30

You can run Realtime Monitor to examine a remote Central Version from a local session:

V84  ENTER NEXT TASK CODE:

pmrm system=system71

You can run Realtime Monitor to list all active central versions whose job name starts with the prefix SYSQ:

V84  ENTER NEXT TASK CODE:
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pmrm system=sysq*

Performance Monitor Record Descriptions
This section documents the Performance Monitor record layouts. It provides the following information:

• Format of Performance Monitor records
• Format of SMF records
• Record descriptions (DSECTs) for all records used for statistics collection

Format of Performance Monitor Records
The record format shown below applies to Performance Monitor records stored in the following files:

• DC/UCF system log file
• Archive file
• PMSMFEX extract file
• PMxRPT90 output tape or disk file

The bottom portion lists the log-record component lengths and, where appropriate, the DSECT field that indicates the
component length.
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Format of SMF Records
The following record format applies to records stored in the SMF file as user SMF record type nnn. SMF records contain
both Application Monitor and Interval Monitor records. The data portion of Performance Monitor records is of variable
length.
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#PMARADS

                        COPY #PMARADS

               *********************************************************************
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               ***                                                               ***
               ***      #PMARA - PMIM AREA WAIT RECORD                           ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *        ONE AREA RECORD FOR EACH AREA/FILE COMBINATION IN DMCL
               *              EX: ONE FILE W/ TWO AREAS WILL HAVE 2
               *                  ONE AREA IN 3 FILES WILL HAVE 3
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMARA   DSECT                                                12/05/95
               *
               *--------------------------------------------------------------------
               *
000000         ARAHDR   DS   0H                   RECORD HEADER
               *
000000         ARALEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         ARARTYPE DS    X                   RECORD TYPE
        00001  ARA$TYPE EQU       1               ..PMIM AREA WAIT RECORD
000003         ARASEQ#  DS    X                   SEQUENCE NUMBER
000004         ARAVER#  DS    X                   RECORD VERSION
        00001  ARA$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 **RESERVED**
               *
000008                  DS    F                   ** RESERVED **
00000C         ARASDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         ARASTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         ARAEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         ARAETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  ARAHDRLN EQU   *-ARAHDR            LENGTH OF HEADER
               *
               *--------------------------------------------------------------------
               *
        0001C  ARADATA  EQU   *                   START OF AREA DATA
               *
               *--------------------------------------------------------------------
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               *
               *        PART 1 - ARASEQ#=1
               *
               *--------------------------------------------------------------------
               *
00001C         ARANAME  DS    CL27                NAME OF AREA
000037         ARAFILE  DS    CL27                FILENAME OF AREA
000052         ARABUFR  DS    CL18                BUFFER FOR AREA
000064         ARAFPERA DS    H                   # FILES FOR AREA
               *                                     IE: HOW MANY OF THESE RECS?
000066         ARAPGGRP DS    H                   PAGE GROUP
000068         ARAKYFMT DS    F                   DBKEY FORMAT
00006C         ARAATYP  DS    CL2                 TYPE OF AREA (DPRATYP)
00006E         ARASTATS DS    CL2                 AREA STATUS INTVL START (DPRCURST)
000070         ARASTATE DS    CL2                 AREA STATUS INTVL END

Offset  Value

000072                  DS    H                   ** RESERVED **
               *
000074         ARASHCNM DS    CL16                NAME OF SHARED CACHE
000084                  DS    F                   ** RESERVED **
               *
               *--------------------------------------------------------------------
               *
000088         ARAWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000088         ARADBIR  DS   0F                   DBIO READ WAIT
000088         ARADBIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00008C         ARADBIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000090         ARADBIR# DS    F                   ....# WAITS
               *
000094         ARADBIW  DS   0F                   DBIO WRITE WAIT
000094         ARADBIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000098         ARADBIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00009C         ARADBIW# DS    F                   ....# WAITS
               *
0000A0         ARAFCBX  DS   0F                   DBIO WAIT ON A PRIOR I/O (DOS)
0000A0         ARAFCBXT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000A4         ARAFCBXH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000A8         ARAFCBX# DS    F                   ....# WAITS
               *
0000AC         ARADBFR  DS   0F                   DB BUFFER WAIT
0000AC         ARADBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000B0         ARADBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000B4         ARADBFR# DS    F                   ....# WAITS
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               *
0000B8         ARABMES  DS   0F                   BMESECB WAIT
0000B8         ARABMEST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000BC         ARABMESH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000C0         ARABMES# DS    F                   ....# WAITS
               *
0000C4         ARABMEX  DS   0F                   BMEXECB WAIT
0000C4         ARABMEXT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000C8         ARABMEXH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000CC         ARABMEX# DS    F                   ....# WAITS
               *
0000D0         ARADBKY  DS   0F                   DBKEY WAIT
0000D0         ARADBKYT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000D4         ARADBKYH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000D8         ARADBKY# DS    F                   ....# WAITS
               *
0000DC         ARASHC   DS   0F                   SHARED CACHE WAIT
0000DC         ARASHCT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000E0         ARASHCH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000E4         ARASHC#  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
0000E8                  DS    0F
        000E8  ARA1DSLN EQU   *-#PMARA            PART1 - LENGTH OF RECORD
               *
               *
        00008  ARA#BKTS EQU   8                   PART1 - # WAIT BUCKETS
        000CC  ARA1DTLN EQU   ARA1DSLN-ARAHDRLN   PART1 - LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------
               *--------------------------------------------------------------------
               *
0000E8                  ORG   ARADATA
               *
               *--------------------------------------------------------------------
               *
               *        PART 2 - ARASEQ#=2

Offset  Value

               *
               *--------------------------------------------------------------------
               *
00001C         ARA#ACWT DS    F                   # AREA ACCESS WAITS
000020         ARA#ACCS DS    F                   # AREA ACCESSES
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000024         ARA#WRIT DS    F                   # PHYSICAL WRITES FROM AFM
000028         ARA#READ DS    F                   # PHYSICAL READS FROM AFM
00002C         ARA#BFHT DS    F                   # BUFFER HITS FOR AREA RQSTS
000030         ARA#PFHT DS    F                   # PREFETCH HITS
               *
000034         ARA#ESAR DS    F                   # READS FROM ESA CACHE
000038         ARA#ESAF DS    F                   # FOUND IN ESA CACHE
00003C         ARA#ESAW DS    F                   # WRITE TO ESA CACHE
000040         ARA#SHCR DS    F                   # READS FROM SHARED CACHE
000044         ARA#SHCF DS    F                   # FOUND IN SHARED CACHE
000048         ARA#SHCW DS    F                   # WRITE TO SHARED CACHE
00004C         ARA#SHCX DS    F                   # WRITE THAT FAILED
               *
               *--------------------------------------------------------------------
               *
000050                  DS    0F
        00050  ARA2DSLN EQU   *-#PMARA            PART2 - LENGTH OF RECORD
               *
               *
        00034  ARA2DTLN EQU   ARA2DSLN-ARAHDRLN   PART2 - LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------
               *
000050                  ORG   ,
               *
        000E8  ARAMXLEN EQU   ((*-#PMARA+3)/4)*4  LENGTH OF LARGEST PART
               *
               *--------------------------------------------------------------------

#PMBUFDS

                        COPY #PMBUFDS
               *********************************************************************
               ***                                                               ***
               ***      #PMBUF - PMIM BUFFER WAIT RECORD                         ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE BUFFER RECORD FOR EACH BUFFER POOL IN DMCL
               *
               *--------------------------------------------------------------------

 1213



 Administrating

               *

Offset  Value

000000         #PMBUF   DSECT                                                12/13/95
               *
               *--------------------------------------------------------------------
               *
000000         BUFHDR   DS   0H                   RECORD HEADER
               *
000000         BUFLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         BUFRTYPE DS    X                   RECORD TYPE
        00002  BUF$TYPE EQU       2               ..PMIM BUFFER WAIT RECORD
000003         BUFSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         BUFVER#  DS    X                   RECORD VERSION
        00001  BUF$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         BUFSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         BUFSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         BUFEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         BUFETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  BUFHDRLN EQU   *-BUFHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  BUFDATA  EQU   *                   START OF JOURNAL DATA
               *
00001C         BUFNAME  DS    CL18                NAME OF BUFFER POOL
00002E                  DS    XL2                 ** RESERVED **             PERF/109
000030         BUFPGSIZ DS    F                   SIZE OF BUFFER PAGE
000034         BUF#DEFN DS    F                   # BUFFER PAGES DEFINED (IN DMCL)
000038         BUF#INUS DS    F                   # BUFFER PAGES IN USE
               *
00003C         BUF#RQST DS    F                   # REQUESTS TO BUFFER POOL
000040         BUF#FLSH DS    F                   # BUFFER FLUSHES IN BUFFER POOL
000044         BUF#WRIT DS    F                   # PHYSICAL WRITES FROM BCRST
000048         BUF#READ DS    F                   # PHYSICAL READS FROM BCRST
00004C         BUF#PFND DS    F                   # PAGES FOUND IN BUFFER POOL
000050         BUF#PFCA DS    F                   # PAGES FOUND IN CACHE (ESA/SHA-CA)
000054         BUF#PFET DS    F                   # PAGES FOUND IN PREFETCH BUFFER
               *
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               *--------------------------------------------------------------------
               *
000058         BUFWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000058         BUFDBIR  DS   0F                   DB READ WAIT

Offset  Value

000058         BUFDBIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00005C         BUFDBIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000060         BUFDBIR# DS    F                   ....# WAITS
               *
000064         BUFDBIW  DS   0F                   DB WRITE WAIT
000064         BUFDBIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000068         BUFDBIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00006C         BUFDBIW# DS    F                   ....# WAITS
               *
000070         BUFBMES  DS   0F                   BMESECB WAIT
000070         BUFBMEST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000074         BUFBMESH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000078         BUFBMES# DS    F                   ....# WAITS
               *
00007C         BUFBMEX  DS   0F                   BMEXECB WAIT
00007C         BUFBMEXT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000080         BUFBMEXH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000084         BUFBMEX# DS    F                   ....# WAITS
               *
000088         BUFDBFR  DS   0F                   DB BUFFER WAIT
000088         BUFDBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00008C         BUFDBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000090         BUFDBFR# DS    F                   ....# WAITS
               *
000094                  DS   0F                   ** RESERVED **
000094                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000098                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00009C                  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
        000A0  BUFDSLEN EQU   ((*-#PMBUF+3)/4)*4  LENGTH OF RECORD
               *
               *--------------------------------------------------------------------
               *
        00005  BUF#BKTS EQU   5                   # WAIT BUCKETS
        00084  BUFDTLEN EQU   BUFDSLEN-BUFHDRLN   LENGTH OF RECORD DATA
               *
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               *--------------------------------------------------------------------

#PMCDMDS

                        COPY #PMCDMDS
               *********************************************************************
               ***                                                               ***
               ***      #PMCDM - PMIM CDMSLIB WAIT RECORD                        ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *

Offset  Value
000000         #PMCDM   DSECT                                     03/03/88
               *
               *--------------------------------------------------------------------
               *
000000         CDMHDR   DS   0H                   RECORD HEADER
               *
000000         CDMLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         CDMRTYPE DS    X                   RECORD TYPE
        00003  CDM$TYPE EQU       3               ..PMIM CDMSLIB WAIT RECORD
000003         CDMSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         CDMVER#  DS    X                   RECORD VERSION
        00001  CDM$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         CDMSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         CDMSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         CDMEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         CDMETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  CDMHDRLN EQU   *-CDMHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  CDMDATA  EQU   *                   START OF CDMSLIB DATA
               *
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00001C         CDMNUMB  DS    H                   NUMBER OF CDMSLNNN (CDMSLIB=0)
00001E                  DS    H                   * UNUSED
               *
               *--------------------------------------------------------------------
               *
000020         CDMWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000020         CDMREAD  DS   0F                   CDMSLIB I/O WAIT
000020         CDMREADT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000024         CDMREADH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000028         CDMREAD# DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
        0002C  CDMDSLEN EQU   ((*-#PMCDM+3)/4)*4  LENGTH OF RECORD
               *
               *--------------------------------------------------------------------
               *
        00001  CDM#BKTS EQU   1                   # WAIT BUCKETS
        00010  CDMDTLEN EQU   CDMDSLEN-CDMHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMDBGDS

                                            COPY #PMDBGDS

               *********************************************************************
               ***                                                               ***
               ***      #PMDBG - PMIM DBGROUP WAIT RECORD                        ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED. ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *

Offset  Value 

000000         #PMDBG   DSECT                                               12/04/95
               *
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               *--------------------------------------------------------------------
               *
000000         DBGHDR   DS   0H                   RECORD HEADER
               *
000000         DBGLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         DBGRTYPE DS    X                   RECORD TYPE
        0000C  DBG$TYPE EQU      12               ..PMIM DBGROUP WAIT RECORD
000003         DBGSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         DBGVER#  DS    X                   RECORD VERSION
        00001  DBG$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         DBGSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         DBGSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         DBGEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         DBGETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  DBGHDRLN EQU   *-DBGHDR            HEADER LENGTH
               *

               *--------------------------------------------------------------------
               *
        0001C  DBGDATA  EQU   *                   START OF DBGROUP DATA
               *
00001C         DBGNAME  DS    CL8                 NAME OF DBGROUP
000024         DBG#REQ  DS    F                   TOTAL NUMBER OF REQUESTS
               *
000028         DBGNODNM DS    CL8                 NAME OF SERVER NODE
000030         DBGNOD#R DS    F                   NUMBER OF REQUESTS PROCESSED
               *
               *--------------------------------------------------------------------
               *
000034         DBGWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
               *
000034         DBGDBG   DS   0F                   DBGROUP WAIT
000034         DBGDBGT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000038         DBGDBGH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00003C         DBGDBG#  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
        00040  DBGDSLEN EQU   *-#PMDBG            LENGTH OF RECORD
               *
               *--------------------------------------------------------------------
               *
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        00001  DBG#BKTS EQU   1                   # WAIT BUCKETS

Offset  Value 

        00024  DBGDTLEN EQU   DBGDSLEN-DBGHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

 

#PMDBKDS

                        COPY #PMDBKDS
               *********************************************************************
               ***                                                               ***
               ***      #PMDBK - TASK DBKEY WAIT RECORD                          ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *
               *        UP TO MAX # SPECIFIED IN #PMOPT PER TASK
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMDBK   DSECT                            03:24:14 03/03/88   12/27/94
               *
               *--------------------------------------------------------------------
               *
000000         DBKHDR   DS   0H                   RECORD HEADER
               *
000000         DBKLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         DBKRTYPE DS    X                   RECORD TYPE
        00012  DBK$TYPE EQU      18               ..PMAM TASK DBKEY WAIT RECORD
000003         DBKSEQ#  DS    X                   SEQUENCE NUMBER
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000004         DBKVER#  DS    X                   RECORD VERSION
        00001  DBK$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008         DBKTSKID DS    F                   TASK ID
00000C         DBKSDATE DS    PL4                 TASK START DATE       (00YYYDDF)
000010         DBKSTIME DS    F                   TASK START TIME       (10**-4 SEC)
000014         DBKEDATE DS    PL4                 TASK END DATE         (00YYYDDF)
000018         DBKETIME DS    F                   TASK END TIME         (10**-4 SEC)
               *
        0001C  DBKHDRLN EQU   *-DBKHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  DBKDATA  EQU   *                   START OF TASK DBKEY WAIT DATA
               *
00001C         DBKDBKEY DS    F                   DBKEY BEING WAITED ON
000020         DBKAREA  DS    CL27                AREA CONTAINING DBKEY
00003B         DBKFILE  DS    CL27                FILE CONTAINING DBKEY
               *
000056         DBKOWNER DS    X                   DBKEY OWNER TYPE
        00080  DBKDCE   EQU   X'80'               ..DCE IS OWNER
        00040  DBKLTE   EQU   X'40'               ..LTE IS OWNER
        00020  DBKHTE   EQU   X'20'               ..HTE IS OWNER
000057                  DS    X                   **  RESERVED  **
               *
000058         DBKPGGRP DS    H                   AREA'S PAGE GROUP  (DPRPGRUP)
00005A                  DS    XL2                 **  RESERVED  **           PERF/116
00005C         DBKKYFMT DS    F                   DBKEY FORMAT       (DPRDBKFM)
               *
000060         DBKLTYPE DS    F                   LOCK TYPE          (FROM RLTH)
               *
               *--------------------------------
               *

Offset  Value

000064         DBKVDATA DS   0F                   VARIABLE HOLDER INFORMATION
               *
               *        HOLDER IS ANOTHER TASK
000064         DBKHDTID DS    F                   TASK ID OF HOLDER
000068         DBKHDPGM DS    CL8                 PROGRAM HOLDING DBKEY
000070         DBKHDTSK DS    CL8                 TASK NAME OF HOLDER
               *
000078                  ORG   DBKVDATA
               *        HOLDER IS ANOTHER LTERM (LONGTERM LOCKS)
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000064                  DS    F                   ** RESERVED **
000068         DBKHDLTE DS    CL8                 LTERM OF HOLDER
               *
000070                  ORG   DBKVDATA
               *        HOLDER IS A DDS TASK
000064                  DS    F                   ** RESERVED **
000068         DBKHTLTE DS    CL8                 DDS FRONTEND LTERM OF HOLDER
000070         DBKHTNOD DS    CL8                 DDS FRONTEND NODENAME OF HOLDER
               *
000078                  ORG
        00014  DBKVLEN  EQU   *-DBKVDATA          LENGTH OF VARIABLE DATA
               *
               *--------------------------------
               *
000078         DBKWAIT  DS    F                   DBKEY WAIT TIME       (10**-4 SEC)
               *
               *--------------------------------------------------------------------
               *
        0007C  DBKDSLEN EQU   ((*-#PMDBK+3)/4)*4  LENGTH OF RECORD
               *
               *--------------------------------------------------------------------
               *
        00060  DBKDTLEN EQU   DBKDSLEN-DBKHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMHDRDS

                        COPY #PMHDRDS

               *********************************************************************

               ***                                                               ***

               ***      #PMHDR - PERFORMANCE MONITOR RECORD HEADER               ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2007 CA. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***
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               *********************************************************************

               *

               *        DESCRIBES THE HEADER PORTION OF EACH RECORD WRITTEN

               *              BY THE PERFORMANCE MONITOR TO THE DC LOG OR TO SMF

               *

               *        FOR RECORDS WRITTEN TO THE DC LOG AND FOR RECORDS

               *              REFORMATTED BY THE PMRSMFEX REPORT

               *              THE RECORD HEADER BEGINS AT FIELD PMSFIXE

               *                 (SEE #PMSTLDS DSECT)

               *

               *        FOR RECORDS WRITTEN TO SMF, THE RECORD HEADER

               *              FOR THE FIRST PERFMON RECORD IN THE SMF

               *              RECORD BEGINS AT FIELD SMFHDATA

               *                 (SEE #PMSMHDS DSECT)

               *

               *--------------------------------------------------------------------

               *

 

Offset  Value

 

000000         #PMHDR   DSECT                                               11/24/95

               *

               *--------------------------------------------------------------------

               *

000000         PMHLEN   DS    H                   RECORD LENGTH          (INCLUSIVE)
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               *

000002         PMHRTYPE DS    X                   PERFORMANCE MONITOR RECORD TYPE

               *

        00001  PMH$ARA  EQU     1                 ..PMIM AREA WAIT RECORD

        00002  PMH$BUF  EQU     2                 ..PMIM BUFFER WAIT RECORD

        00003  PMH$CDM  EQU     3                 ..PMIM CDMSLIB WAIT RECORD

        00004  PMH$INS  EQU     4                 ..PMIM INTERVAL STAT RECORD

        00005  PMH$INT  EQU     5                 ..PMIM INTERVAL WAIT RECORD

        00006  PMH$JRL  EQU     6                 ..PMIM JOURNAL WAIT RECORD

        00007  PMH$LNE  EQU     7                 ..PMIM LINE WAIT RECORD

        00008  PMH$PGM  EQU     8                 ..PMIM PROGRAM POOL WAIT RECORD

        00009  PMH$RUS  EQU     9                 ..PMIM RUNUNIT STAT RECORD

        0000A  PMH$STG  EQU    10                 ..PMIM STORAGE POOL STAT RECORD

        0000B  PMH$YPE  EQU    11                 ..PMIM STORAGE TYPE WAIT RECORD

        0000C  PMH$DBG  EQU    12                 ..PMIM DBGROUP WAIT RECORD

        0000D  PMH$XLK  EQU    13                 ..PMIM DSG XESLOCK WAIT RECORD

        0000E  PMH$XLI  EQU    14                 ..PMIM DSG XESLIST WAIT RECORD

        0000F  PMH$XMS  EQU    15                 ..PMIM DSG XCF MSG WAIT RECORD

               *

        00010  PMH$TAS  EQU    16                 ..PMAM TASK INFORMATION RECORD

        00011  PMH$TAW  EQU    17                 ..PMAM TASK WAIT RECORD

        00012  PMH$DBK  EQU    18                 ..PMAM DBKEY WAIT RECORD

               *

        00001  PMHIMLO  EQU     1                 LOW  PMIM REC TYPE

        0000F  PMHIMHI  EQU    15                 HIGH PMIM REC TYPE
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        00010  PMHAMLO  EQU    16                 LOW  PMAM REC TYPE

        00012  PMHAMHI  EQU    18                 HIGH PMAM REC TYPE

               *

               *--------------------------------

               *

000003         PMHSEQ#  DS    X                   SEQUENCE NUMBER

               *

000004         PMHVER#  DS    X                   RECORD VERSION #

000005                  DS    XL3                 ** RESERVED **

               *

               *--------------------------------

               *

000008         PMHTSKID DS   0F                   PMAM - TASKID

000008                  DS   0F                   PMIM - RESERVED

000008                  DS    F

               *

               *        PMAM - FOLLOWING ARE FOR THE TASK

               *        PMIM - FOLLOWING ARE FOR THE INTERVAL

               *

00000C         PMHSDATE DS    PL4                 START DATE            (00YYDDDF)

000010         PMHSTIME DS    F                   START TIME            (10**-4 SEC)

               *

000014         PMHEDATE DS    PL4                 END DATE              (00YYDDDF)

000018         PMHETIME DS    F                   END TIME              (10**-4 SEC)
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               *

               *--------------------------------------------------------------------

               *

        0001C  PMHDSLEN EQU   *-#PMHDR            HEADER LENGTH

               *

               *--------------------------------------------------------------------

 

#PMINSDS

                COPY #PMINSDS   

               *********************************************************************

               ***                                                               ***

               ***      #PMINS - PMIM INTERVAL STATISTICS RECORD                 ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

               *

               *        ONE INTERVAL STATS RECORD PER INTERVAL

               *

               *--------------------------------------------------------------------

               *
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Offset  Value

 

000000         #PMINS   DSECT                                     22:24:15

               *

               *--------------------------------------------------------------------

               *

000000         INSHDR   DS   0H                   RECORD HEADER

               *

000000         INSLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)

000002         INSRTYPE DS    X                   RECORD TYPE

        00004  INS$TYPE EQU       4               ..PMIM INTERVAL STAT RECORD

000003         INSSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)

000004         INSVER#  DS    X                   RECORD VERSION

        00001  INS$VER  EQU       1               ..CURRENT VERSION

000005                  DS    XL3                 ** RESERVED **

               *

000008                  DS    F                   ** RESERVED **

00000C         INSSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)

000010         INSSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)

000014         INSEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)

000018         INSETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)

               *

        0001C  INSHDRLN EQU   *-INSHDR            HEADER LENGTH

               *

               *--------------------------------------------------------------------
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               *

        0001C  INSDATA  EQU   *                   START OF INTERVAL STATISTIC DATA

               *

               *--------------------------------------------------------------------

               *

               *        PART1 - INSSEQ#=1

               *

               *--------------------------------------------------------------------

00001C         INSINTSZ DS    F                   SIZE OF INTERVAL      (10**-4 SEC)

               *

000020         INS#TSTR DS    F                   # TASKS STARTED IN INTERVAL

000024         INS#TEND DS    F                   # TASKS ENDED DURING INTERVAL

000028         INS#TACS DS    F                   # TASKS ACTIVE AT INTVL START

00002C         INS#TACE DS    F                   # TASKS ACTIVE AT INTVL END

000030         INS#TABN DS    F                   # TASKS ABENDED DURING INTVL

000034         INS#TOUT DS    F                   # TASKS TIMED OUT (SINGLE ECB)

000038         INS#TOUL DS    F                   # TASKS TIMED OUT (ECB LIST)

00003C         INS#MXTK DS    F                   # TIMES AT MAX TASK IN INTVL

               *

000040         INS#HASH DS    F                   # DBKEY HASH TBL ENTRIES(CCESTCHT)

000044         INS#SYN  DS    F                   # DBKEY SYN TBL ENTRIES (CCESTCST)

               *

               *--------------------------------

               *

               *        INTERVAL DC STATISTICS
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               *

000048         INSPGMCL DS    F                   # PGMS CALLED           (STCPGMCL)

00004C         INSPGMLD DS    F                   # PGMS LOADED   (STCPGMLD+STRPGLRP+

               *                                                   STRXPLDS+STRXPLRP)

000050         INSTRMRD DS    F                   # TERMINAL READS        (STCTRMRD)

000054         INSTRMWR DS    F                   # TERMINAL WRITES       (STCTRMWR)

000058         INSTRMER DS    F                   # TERMINAL ERRORS       (STCTRMER)

00005C         INSSTGGT DS    F                   # STORAGE GETS          (STCSTGGT)

000060         INSSTGFR DS    F                   # STORAGE FREES         (STCSTGFR)

000064         INSSCRGT DS    F                   # SCRATCH GETS          (STCSCRGT)

000068         INSSCRPT DS    F                   # SCRATCH PUTS          (STCSCRPT)

00006C         INSSCRDL DS    F                   # SCRATCH DELETES       (STCSCRDL)

000070         INSQUEGT DS    F                   # QUEUE GETS            (STCQUEGT)

000074         INSQUEPT DS    F                   # QUEUE PUTS            (STCQUEPT)

000078         INSQUEDL DS    F                   # QUEUE DELETES         (STCQUEDL)

00007C         INSSVRQS DS    F                   # DC SERVICE RQSTS      (STCSVRQS)

000080         INSDBRQS DS    F                   # DB SERVICE RQSTS      (STCDBRQS)

000084         INSTIMSY DS    F                   SYSTEM MODE CPU TIME    (STCTIMSY)

000088         INSTIMUS DS    F                   USER MODE CPU TIME      (STCTIMUS)

               *

00008C                  DS   2F                   ** RESERVED **

               *

               *--------------------------------------------------------------------

               *
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        00094  INS1DSLN EQU   *-#PMINS            PART1 - LENGTH OF RECORD

               *

        00078  INS1DTLN EQU   INS1DSLN-INSHDRLN   PART1 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *

000094                  ORG   INSDATA

               *

               *--------------------------------------------------------------------

               *

               *        PART2 - INSSEQ#=2

               *

               *--------------------------------------------------------------------

               *

               *        Extended statistics                                     R180

               *

               *--------------------------------------------------------------------

000020         INSXBEG  DS    0D                  Beginning of Extended statistics

000020         INSSYTI  DS    D                   CPU time in TOD

000028         INSCPTI  DS    D                   SRB CPU time on CP in TOD

000030         INSZPTI  DS    D                   SRB CPU time on zIIP in TOD

000038         INSUSTI  DS    D                   User mode time in TOD

000040         INSTTTI  DS    D                   TCB CPU time in TOD

000048         INSENTI  DS    D                   Total enclave SRB CPU time in TOD

000050                  DS    14D                 Reserved
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0000C0         INSXEND  DS    0D                  End of Extended statistics

               *

               *--------------------------------------------------------------------

               *

        000C0  INS2DSLN EQU   *-#PMINS            PARTS - LENGTH OF RECORD

        000A4  INS2DTLN EQU   INS2DSLN-INSHDRLN   PARTS - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *

0000C0                  ORG   ,

               *

        000C0  INSMXLEN EQU   ((*-#PMINS+7)/8*8)  LENGTH OF LARGEST PART

               *

        00000  INS#BKTS EQU   0                   # WAIT BUCKETS ENTIRE RECORD

               *

               *--------------------------------------------------------------------

#PMINTDS

                COPY #PMINTDS   

               *********************************************************************

               ***                                                               ***

               ***      #PMINT - PMIM INTERVAL WAIT SUMMARY DATA                 ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.              ***
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               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

               *

               *        ONE INTERVAL WAIT RECORD PER INTERVAL

               *

               *--------------------------------------------------------------------

               *

 

Offset  Value

 

000000         #PMINT   DSECT                                               09/30/99

               *

               *--------------------------------------------------------------------

               *

000000         INTHDR   DS    0H                  RECORD HEADER

               *

000000         INTLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)

000002         INTRTYPE DS    X                   RECORD TYPE

        00005  INT$TYPE EQU       5               ..PMIM INTERVAL WAIT RECORD

000003         INTSEQ#  DS    X                   SEQUENCE NUMBER

000004         INTVER#  DS    X                   RECORD VERSION

        00001  INT$VER  EQU       1               ..CURRENT VERSION

000005                  DS    XL3                 ** RESERVED **
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               *

000008                  DS    F                   ** RESERVED **

00000C         INTSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)

000010         INTSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)

000014         INTEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)

000018         INTETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)

               *

        0001C  INTHDRLN EQU   *-INTHDR            HEADER LENGTH

               *

               *--------------------------------------------------------------------

               *

        0001C  INTDATA  EQU   *                   START OF INTERVAL SUMMARY DATA

               *

               *--------------------------------------------------------------------

               *

               *        PART1 - INTSEQ#=1

               *

               *--------------------------------------------------------------------

               *

00001C         INT#TSTR DS    F                   # TASKS STARTED IN INTERVAL

000020         INT#TEND DS    F                   # TASKS ENDED DURING INTERVAL

000024         INTTIMSY DS    F                   SYSTEM MODE CPU TIME  (10**-4 SEC)

000028         INTTIMUS DS    F                   USER MODE CPU TIME    (10**-4 SEC)

00002C                  DS    F                   ** RESERVED **

               *
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               *--------------------------------

               *

000030         INT1BKTS DS   0F                   PART1 - START OF WAIT TIME BUCKETS

               *

000030         INTDBIR  DS   0F                   DBIO READ WAIT

000030         INTDBIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000034         INTDBIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000038         INTDBIR# DS    F                   ....# WAITS

               *

00003C         INTDBIW  DS   0F                   DBIO WRITE WAIT

00003C         INTDBIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000040         INTDBIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000044         INTDBIW# DS    F                   ....# WAITS

               *

000048         INTFCBX  DS   0F                   DBIO WAITING ON PRIOR I/O (DOS)

000048         INTFCBXT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

00004C         INTFCBXH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000050         INTFCBX# DS    F                   ....# WAITS

               *

000054         INTDBFR  DS   0F                   DB BUFFER WAIT

000054         INTDBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000058         INTDBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

00005C         INTDBFR# DS    F                   ....# WAITS

               *
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000060         INTJRLR  DS   0F                   JRNL READ WAIT

000060         INTJRLRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000064         INTJRLRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000068         INTJRLR# DS    F                   ....# WAITS

               *

00006C         INTJRLW  DS   0F                   JRNL WRITE WAIT

00006C         INTJRLWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000070         INTJRLWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000074         INTJRLW# DS    F                   ....# WAITS

               *

000078         INTJBFR  DS   0F                   JRNL BUFFER WAIT

000078         INTJBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

00007C         INTJBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000080         INTJBFR# DS    F                   ....# WAITS

               *

000084         INTLOGR  DS   0F                   DCLOG READ WAIT

000084         INTLOGRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000088         INTLOGRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

00008C         INTLOGR# DS    F                   ....# WAITS

               *

000090         INTLOGW  DS   0F                   DCLOG WRITE WAIT

000090         INTLOGWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000094         INTLOGWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000098         INTLOGW# DS    F                   ....# WAITS

               *
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00009C         INTLOGS  DS   0F                   DCLOG SINGLE THREAD WAIT

00009C         INTLOGST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000A0         INTLOGSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000A4         INTLOGS# DS    F                   ....# WAITS

               *

0000A8         INTLOGF  DS   0F                   DCLOG FULL WAIT

0000A8         INTLOGFT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000AC         INTLOGFH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000B0         INTLOGF# DS    F                   ....# WAITS

               *

0000B4         INTSCRR  DS   0F                   SCRATCH READ WAIT

0000B4         INTSCRRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000B8         INTSCRRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000BC         INTSCRR# DS    F                   ....# WAITS

               *

0000C0         INTSCRW  DS   0F                   SCRATCH WRITE WAIT

0000C0         INTSCRWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000C4         INTSCRWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000C8         INTSCRW# DS    F                   ....# WAITS

               *

0000CC         INTSCRS  DS   0F                   SCRATCH SINGLE THREAD WAIT

0000CC         INTSCRST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000D0         INTSCRSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000D4         INTSCRS# DS    F                   ....# WAITS
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               *

0000D8         INTQUER  DS   0F                   QUEUE READ WAIT

0000D8         INTQUERT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000DC         INTQUERH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000E0         INTQUER# DS    F                   ....# WAITS

               *

0000E4         INTQUEW  DS   0F                   QUEUE WRITE WAIT

0000E4         INTQUEWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000E8         INTQUEWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000EC         INTQUEW# DS    F                   ....# WAITS

               *

               *--------------------------------------------------------------------

               *

0000F0                  DS   0F

        000F0  INT1DSLN EQU   *-#PMINT            PART1 - LENGTH OF RECORD

               *

               *

        00010  INT1#BKT EQU   16                  PART1 - # WAIT BUCKETS

        000D4  INT1DTLN EQU   INT1DSLN-INTHDRLN   PART1 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *

0000F0                  ORG   INTDATA

               *

               *--------------------------------------------------------------------
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               *

               *        PART2 - INTSEQ#=2

               *

               *--------------------------------------------------------------------

               *

00001C         INT2BKTS DS   0F                   PART2 - START OF WAIT TIME BUCKETS

               *

00001C         INTDBKY  DS   0F                   DBKEY WAIT

00001C         INTDBKYT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000020         INTDBKYH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000024         INTDBKY# DS    F                   ....# WAITS

               *

000028         INTSTGP  DS   0F                   STORAGE POOL WAIT

000028         INTSTGPT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

00002C         INTSTGPH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000030         INTSTGP# DS    F                   ....# WAITS

               *

000034         INTPGMP  DS   0F                   PGMPOOL WAIT

000034         INTPGMPT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000038         INTPGMPH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

00003C         INTPGMP# DS    F                   ....# WAITS

               *

000040         INTPGML  DS   0F                   PGM LOAD WAIT

000040         INTPGMLT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
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000044         INTPGMLH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000048         INTPGML# DS    F                   ....# WAITS

               *

00004C         INTLDRS  DS   0F                   LOADER SINGLE THREAD WAIT

00004C         INTLDRST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000050         INTLDRSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000054         INTLDRS# DS    F                   ....# WAITS

               *

000058         INTACCS  DS   0F                   AREA ACCESS WAIT

000058         INTACCST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

00005C         INTACCSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000060         INTACCS# DS    F                   ....# WAITS

               *

000064         INTERUS  DS   0F                   ERUS WAIT

000064         INTERUST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000068         INTERUSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

00006C         INTERUS# DS    F                   ....# WAITS

               *

000070         INTDDSW  DS   0F                   DDS WAIT

000070         INTDDSWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000074         INTDDSWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000078         INTDDSW# DS    F                   ....# WAITS

               *

00007C         INTCKUS  DS   0F                   AVAILABLE CHKUSER WAIT

00007C         INTCKUST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
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000080         INTCKUSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000084         INTCKUS# DS    F                   ....# WAITS

               *

000088         INTTPIR  DS   0F                   TPIO READ WAIT

000088         INTTPIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

00008C         INTTPIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

000090         INTTPIR# DS    F                   ....# WAITS

               *

000094         INTTPIW  DS   0F                   TPIO WRITE WAIT

000094         INTTPIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

000098         INTTPIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

00009C         INTTPIW# DS    F                   ....# WAITS

               *

0000A0         INTTCA   DS   0F                   TCA NEW TASK WAIT

0000A0         INTTCAT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000A4         INTTCAH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000A8         INTTCA#  DS    F                   ....# WAITS

               *

0000AC         INTDBG   DS   0F                   DBGROUP WAIT

0000AC         INTDBGT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000B0         INTDBGH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000B4         INTDBG#  DS    F                   ....# WAITS

               *

0000B8         INTSHC   DS   0F                   SHARED CACHE WAIT
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0000B8         INTSHCT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000BC         INTSHCH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000C0         INTSHC#  DS    F                   ....# WAITS

               *

0000C4         INTOTHE  DS   0F                   OTHER EXTERNAL WAIT

0000C4         INTOTHET DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000C8         INTOTHEH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000CC         INTOTHE# DS    F                   ....# WAITS

               *

0000D0         INTOTHR  DS   0F                   OTHER WAITS

0000D0         INTOTHRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000D4         INTOTHRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000D8         INTOTHR# DS    F                   ....# WAITS

               *

0000DC         INTXLK   DS   0F                   DSG XESLOCK WAIT

0000DC         INTXLKT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000E0         INTXLKH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000E4         INTXLK#  DS    F                   ....# WAITS

               *

0000E8         INTXLI   DS   0F                   DSG XESLIST WAIT

0000E8         INTXLIT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

0000EC         INTXLIH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

0000F0         INTXLI#  DS    F                   ....# WAITS

               *

               *--------------------------------------------------------------------
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               *

0000F4                  DS   0F

        000F4  INT2DSLN EQU   *-#PMINT            PART2 - LENGTH OF RECORD

               *

               *

        00012  INT2#BKT EQU   18                  PART2 - # WAIT BUCKETS

        000D8  INT2DTLN EQU   INT2DSLN-INTHDRLN   PART2 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *

0000F4                  ORG   INTDATA

               *

               *--------------------------------------------------------------------

               *

               *        PART3 - INTSEQ#=3

               *

               *--------------------------------------------------------------------

               *

               *        Extended statistics                                     R180

               *

               *--------------------------------------------------------------------

000020         INTXBEG  DS    0D                  Beginning of Extended statistics

000020         INTSYTI  DS    D                   CPU time in TOD

000028         INTCPTI  DS    D                   SRB CPU time on CP in TOD
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000030         INTZPTI  DS    D                   SRB CPU time on zIIP in TOD

000038         INTUSTI  DS    D                   User mode time in TOD

000040         INTTTTI  DS    D                   TCB CPU time in TOD

000048         INTENTI  DS    D                   Total enclave SRB CPU time in TOD

000050                  DS    14D                 Reserved

0000C0         INTXEND  DS    0D                  End of Extended statistics

               *

               *--------------------------------------------------------------------

               *

        000C0  INT3DSLN EQU   *-#PMINT            PART3 - LENGTH OF RECORD

        000A4  INT3DTLN EQU   INT3DSLN-INTHDRLN   PART3 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *

0000C0                  ORG   ,

               *

        000F8  INTMXLEN EQU   ((*-#PMINT+7)/8*8)  LENGTH OF LARGEST PART

               *

        00022  INT#BKTS EQU   INT1#BKT+INT2#BKT   # WAIT BUCKETS ENTIRE RECORD

               *

               *--------------------------------------------------------------------

#PMJRLDS

                        COPY #PMJRLDS
               *********************************************************************
               ***                                                               ***
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               ***      #PMJRL - PMIM JOURNAL WAIT RECORD                        ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE FOR EACH DISK JOURNAL IN DMCL
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMJRL   DSECT                                                12/27/94
               *
               *--------------------------------------------------------------------
               *
000000         JRLHDR   DS   0H                   RECORD HEADER
               *
000000         JRLLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         JRLRTYPE DS    X                   RECORD TYPE
        00006  JRL$TYPE EQU       6               ..PMIM JOURNAL WAIT RECORD
000003         JRLSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         JRLVER#  DS    X                   RECORD VERSION
        00001  JRL$VER  EQU       1               ..CURRENT VERSIONA
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         JRLSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         JRLSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         JRLEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         JRLETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  JRLHDRLN EQU   *-JRLHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  JRLDATA  EQU   *                   START OF JOURNAL DATA
               *
00001C         JRLNAME  DS    CL27                NAME OF JOURNAL
000037         JRLFILE  DS    CL8                 DD NAME OF JOURNAL
00003F                  DS    X                   ** RESERVED **             PERF/109
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000040         JRLBRBN  DS    F                   FIRST RBN WRITTEN IN INTVL
000044         JRLERBN  DS    F                   LAST  RBN WRITTEN IN INTVL
000048         JRL#BLKW DS    F                   # BLOCKS WRITTEN DURING INTVL
00004C         JRL#BYTW DS    F                   # BYTES WRITTEN DURING INTVL
000050         JRLPGSZ  DS    F                   PAGE SIZE OF JRNL
000054                  DS    F                   ** RESERVED **
               *
               *--------------------------------------------------------------------
               *
000058         JRLWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000058         JRLJRLR  DS   0F                   JRNL READ WAIT
000058         JRLJRLRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00005C         JRLJRLRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000060         JRLJRLR# DS    F                   ....# WAITS
               *

Offset  Value

000064         JRLJRLW  DS   0F                   JRNL WRITE WAIT
000064         JRLJRLWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000068         JRLJRLWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00006C         JRLJRLW# DS    F                   ....# WAITS
               *
000070         JRLJBFR  DS   0F                   JRNL BUFFER WAIT
000070         JRLJBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000074         JRLJBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000078         JRLJBFR# DS    F                   ....# WAITS
               *
00007C         JRLJBEE  DS   0F                   JBEE WAIT
00007C         JRLJBEET DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000080         JRLJBEEH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000084         JRLJBEE# DS    F                   ....# WAITS
               *        DS    F
               *
000088         JRLJBC   DS   0F                   JBC WAIT
000088         JRLJBCT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00008C         JRLJBCH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000090         JRLJBC#  DS    F                   ....# WAITS
               *
000094                  DS   0F                   ** RESERVED **
000094                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000098                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00009C                  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
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               *
        000A0  JRLDSLEN EQU   ((*-#PMJRL+3)/4)*4  LENGTH OF LOG RECORD
               *
               *--------------------------------------------------------------------
               *
        00005  JRL#BKTS EQU   5                   # WAIT BUCKETS
        00084  JRLDTLEN EQU   JRLDSLEN-JRLHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMLNEDS

                        COPY #PMLNEDS
               *********************************************************************
               ***                                                               ***
               ***      #PMLNE - PMIM LINE WAIT RECORD                           ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE LINE WAIT RECORD FOR EACH LINE IN SYSGEN
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMLNE   DSECT                                                07/11/91
               *
               *--------------------------------------------------------------------
               *
000000         LNEHDR   DS    0H                  RECORD HEADER
               *
000000         LNELEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         LNERTYPE DS    X                   RECORD TYPE
        00007  LNE$TYPE EQU       7               ..PMIM LINE WAIT RECORD
000003         LNESEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         LNEVER#  DS    X                   RECORD VERSION
        00001  LNE$VER  EQU       1               ..CURRENT VERSION
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000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         LNESDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         LNESTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         LNEEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         LNEETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  LNEHDRLN EQU   *-LNEHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  LNEDATA  EQU   *                   START OF LINE DATA
               *
00001C         LNENAME  DS    CL8                 NAME OF LINE
000024         LNEDRVR  DS    CL8                 NAME OF LINE DRIVER
               *
00002C         LNELTYPE DS   0CL2
00002C         LNETYPE  DS    C                   LINE TYPE               (PLETYPE)
00002D         LNEMETH  DS    C                   ACCESS METHOD           (PLEMETH)
00002E         LNE#TERM DS    H                   # TERMINALS ON THE LINE (PLENTERM)
               *
000030         LNESTATS DS    X                   STATUS AT INTVL START   (PLEFLAGS)
000031         LNESTATE DS    X                   STATUS AT INTVL END     (PLEFLAGS)
000032                  DS    H                   ** RESERVED **
               *
000034         LNE#READ DS    F                   # READS
000038         LNE#WRIT DS    F                   # WRITES
00003C         LNE#RDER DS    F                   # READ ERRORS
000040         LNE#WRER DS    F                   # WRITE ERRORS
               *
000044         LNEBLEN  DS    F                   # CHARS BEFORE COMPACT  (PLEBLEN)
000048         LNECLEN  DS    F                   # CHARS AFTER COMPACT   (PLECLEN)

Offset  Value

               *
00004C         LNE#RPLS DS    H                   # RPLS SYSGENNED        (PLE5NRPL)
00004E                  DS    H                   ** RESERVED **
               *
000050         LNE#RPLQ DS    F                   # RPL REQUESTS          (PLE5QRPL)
000054         LNE#RPLW DS    F                   # RPL WAITS             (PLE5WRPL)
               * IF HAVE AN RPL WAIT BUCKET, NEED ABOVE?
               *  (ABOVE IS FROM PLE.  WAIT BUCKET IS FROM CECB.
               *   SO MAY DIFFER THO WHY I CAN'T SAY.)
               *
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000058         LNE#BYTR DS    F                   # BYTES READ
00005C         LNE#BYTW DS    F                   # BYTES WRITTEN
               *                                CAN WE DO THESE?
000060                  DS    F                   ** RESERVED **
               *
               *--------------------------------------------------------------------
               *
000064         LNEWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000064         LNETPIR  DS   0F                   TERMINAL READ WAIT
000064         LNETPIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000068         LNETPIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00006C         LNETPIR# DS    F                   ....# WAITS
               *
000070         LNETPIW  DS   0F                   TERMINAL WRITE WAIT
000070         LNETPIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000074         LNETPIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000078         LNETPIW# DS    F                   ....# WAITS
               *
00007C         LNERPL   DS   0F                   RPL WAIT
00007C         LNERPLT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000080         LNERPLH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000084         LNERPL#  DS    F                   ....# WAITS
               *
000088                  DS   0F                   ** RESERVED **
000088                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00008C                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000090                  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
        00094  LNEDSLEN EQU   ((*-#PMLNE+3)/4)*4  LENGTH OF LOG RECORD
               *
               *--------------------------------------------------------------------
               *
        00003  LNE#BKTS EQU   3                   # WAIT BUCKETS
        00078  LNEDTLEN EQU   LNEDSLEN-LNEHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMPGMDS

                        COPY #PMPGMDS
               *********************************************************************
               ***                                                               ***

 1247



 Administrating

               ***      #PMPGM - INTERVAL MONITOR PROGRAM POOL WAIT DATA         ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED. ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE FOR EACH PROGRAM POOL IN SYSGEN
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMPGM   DSECT                                              04/20/88
               *
               *--------------------------------------------------------------------
               *
000000         PGMHDR   DS   0H                   RECORD HEADER
               *
000000         PGMLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         PGMRTYPE DS    X                   RECORD TYPE
        00008  PGM$TYPE EQU       8               ..PMIM PROGRAM POOL WAIT RECORD
000003         PGMSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         PGMVER#  DS    X                   RECORD VERSION
        00001  PGM$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         PGMSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         PGMSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         PGMEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         PGMETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  PGMHDRLN EQU   *-PGMHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  PGMDATA  EQU   *                   START OF PROGRAM POOL DATA
               *
00001C         PGMPTYPE DS    X                   POOL TYPE               (PDTPTYP)
        00080  PGMPP24  EQU   X'80'                  24 BIT PROGRAM POOL
        00040  PGMRP24  EQU   X'40'                  24 BIT REENTRANT POOL
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        00020  PGMPP31  EQU   X'20'                  31 BIT PROGRAM POOL
        00010  PGMRP31  EQU   X'10'                  31 BIT REENTRANT POOL
               *
00001D                  DS    X                   **  RESERVED  **
00001E         PGMPGSZ  DS    H                   PGMPOOL PAGE SIZE         (PDTPAGSZ)
000020         PGM#PGS  DS    F                   # PAGES IN POOL           (PDTNPAGE)
               *
000024         PGMINUSE DS    F                   # PGS IN USE AT INTVL END (PDTNPAGO)
000028         PGMHIWAT DS    F                   # PGS IN USE HI WATERMARK (PDTNHWM)
00002C         PGM#PGLD DS    F                   # PAGES LOADED
               *
000030         PGM#OVNU DS    F                   # LDS INTO SPACE NOT USED (PDTNPRGA)
000034         PGM#OVPU DS    F                   # OVLYS OF PGM NOT IN USE (PDTNPRGN)
000038         PGM#OVIU DS    F                   # OVLYS OF PGM IN USE     (PDTNPRGU)
00003C         PGM#LODS DS    F                   # LOADS TO POOL
000040                  DS    F                   ** RESERVED **

Offset  Value

               *
               *--------------------------------------------------------------------
               *
000044         PGMWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000044         PGMPGML  DS   0F                   LOAD WAIT
000044         PGMPGMLT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000048         PGMPGMLH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00004C         PGMPGML# DS    F                   ....# WAITS
               *
000050         PGMPGMP  DS   0F                   POOL SPACE WAIT
000050         PGMPGMPT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000054         PGMPGMPH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000058         PGMPGMP# DS    F                   ....# WAITS
               *
00005C                  DS   0F                   ** RESERVED **
00005C                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000060                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000064                  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
        00068  PGMDSLEN EQU   ((*-#PMPGM+3)/4)*4  LENGTH OF LOG RECORD
               *
               *--------------------------------------------------------------------

               *
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        00002  PGM#BKTS EQU   2                   # WAIT BUCKETS
        0004C  PGMDTLEN EQU   PGMDSLEN-PGMHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMRUSDS

                        COPY #PMRUSDS
               *********************************************************************
               ***                                                               ***
               ***      #PMRUS - INTERVAL RUNUNITS INFORMATION RECORD            ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE PER INTERVAL
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMRUS   DSECT
               *
               *--------------------------------------------------------------------
               *
000000         RUSHDR   DS   0H                   RECORD HEADER
               *
000000         RUSLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         RUSRTYPE DS    X                   RECORD TYPE
        00009  RUS$TYPE EQU       9               ..PMIM RUNUNIT WAIT RECORD
000003         RUSSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         RUSVER#  DS    X                   RECORD VERSION
        00001  RUS$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         RUSSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         RUSSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
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000014         RUSEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         RUSETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  RUSHDRLN EQU   *-RUSHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  RUSDATA  EQU   *                   START OF RUNUNIT DATA
               *
00001C         RUS#RU   DS    F                   # RUNUNITS STARTED DURING INTVL
000020         RUS#EXRU DS    F                   # EXT. RUS STARTED DURING INTVL
000024         RUS#RUNM DS    F                   # RUNUNITS ENDED NORMAL IN INTVL
000028         RUS#EXNM DS    F                   # EXT. RUS ENDED NORMAL IN INTVL
00002C         RUS#MXRU DS    F                   # MAX CONCURRENT RUNUNITS
000030         RUS#MXEX DS    F                   # MAX CONCURRENT EXT. RUS
000034         RUS#DBKL DS    F                   # DBKEY LOCKS
000038         RUS#EXDB DS    F                   # EXTERNAL RUS WITH DB RUS
00003C         RUS#RACS DS    F                   # RUNUNITS ACTIVE AT INTVL START
000040         RUS#XACS DS    F                   # EXT. RUS ACTIVE AT INTVL START
000044         RUS#RACE DS    F                   # RUNUNITS ACTIVE AT INTVL END
000048         RUS#XACE DS    F                   # EXT. RUS ACTIVE AT INTVL END
00004C         RUS#SLOK DS    F                   # SYSTEM LOCKS
000050         RUSNXTRU DS    F                   # NEXT RUNUNIT ID TO ASSIGN
000054                  DS    F                   ** RESERVED **
               *
               *--------------------------------
               *
               * DB STATISTICS FOR INTERVAL

Offset  Value

               *
000058         RUSPAGRD DS    F                   # DB PAGES READ         (STBPAGRD)
00005C         RUSPAGWR DS    F                   # DB PAGES WRITTEN      (STBPAGWR)
000060         RUSPAGRQ DS    F                   # DB PAGES REQUESTED    (STBPAGRQ)
000064         RUSCALNO DS    F                   # DB CALC RECS NO OFLOW (STBCALNO)
000068         RUSCALOV DS    F                   # DB CALC RECS W/ OFLOW (STBCALOV)
00006C         RUSVIANO DS    F                   # DB VIA RECS NO OFLOW  (STBVIANO)
000070         RUSVIAOV DS    F                   # DB VIA RECS W/ OFLOW  (STBVIAOV)
000074         RUSRECRQ DS    F                   # DB RECORDS REQUESTED  (STBRECRQ)
000078         RUSRECCU DS    F                   # DB RECORDS CURR OF RU (STBRECCU)
00007C         RUSDBRQS DS    F                   # DB DBMS CALLS         (STBDBRQS)
000080         RUSFRAGS DS    F                   # DB FRAGMENTS STORED   (STBFRAGS)
000084         RUSUPCNT DS    F                   # DB RECORDS UPDATED    (STBUPCNT)
000088         RUSCACHE DS    F                   # DB RECS FND IN CACHE  (STBCACHE)
00008C         RUSPRFET DS    F                   # DB RECS FND IN PREFET (STBPRFET)
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               *
               *--------------------------------
               *
               * JRNL BLOCK % FULL STATISTICS FOR INTERVAL
               *
000090         RUSPERC  DS  10H                   JRNL BLK % FULL BUCKETS (JBCPERC)
               *
               *--------------------------------
               *
               * SQL STATISTICS FOR INTERVAL
               *
0000A4         RUS#CMD  DS    F                   # OF SQL COMMANDS EXECUTED
0000A8         RUS#FET  DS    F                   # OF ROWS FETCHED
0000AC         RUS#INS  DS    F                   # OF ROWS INSERTED
0000B0         RUS#UPD  DS    F                   # OF ROWS UPDATED
0000B4         RUS#DEL  DS    F                   # OF ROWS DELETED
0000B8         RUS#SRT  DS    F                   # OF SORTS PERFORMED
0000BC         RUS#SRR  DS    F                   # OF ROWS SORTED
0000C0         RUS#SMI  DS    F                   # OF MINIMUM ROWS
0000C4         RUS#SMX  DS    F                   # OF MAXIMUM ROWS
0000C8         RUS#AMC  DS    F                   # OF AM RECOMPILES
               *
0000CC                  DS   3F                   ** RESERVED **
               *
               *--------------------------------------------------------------------
               *
        000D8  RUSDSLEN EQU   ((*-#PMRUS+3)/4)*4  LENGTH OF LOG RECORD
               *
               *--------------------------------------------------------------------
               *
        000BC  RUSDTLEN EQU   RUSDSLEN-RUSHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMSMHDS

                    COPY #PMSMHDS   

               *********************************************************************

               ***                                                               ***

               ***      #PMSMH - PERFORMANCE MONITOR SMF HEADER                  ***

               ***                                                               ***
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               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

               *

               * DESCRIBES THE HEADER IN THE FRONT OF THE SMF RECORDS WRITTEN

               *     BY THE PERFORMANCE MONITOR

               *

               * THE FIRST PORTION OF THE PERFORMANCE MONITOR SMF HEADER IS

               *     THE STANDARD IBM SMF HEADER

               *

               *--------------------------------------------------------------------

               *

 

Offset  Value

 

000000         #PMSMH   DSECT

               *

               *--------------------------------------------------------------------

               *

000000         SMFHLEN  DS    H                   RECORD LENGTH

000002         SMFHSEG  DS    H                   SEGMENT DESCRIPTOR      (NOT USED)

               *

000004         SMFHFLG  DS    X                   SYSTEM INDICATOR
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        00002  SMFHMVS  EQU   X'02'                   MVS

        00006  SMFHXA   EQU   X'06'                   MVS/XA

               *

000005         SMFHRTY  DS    X                   SMF RECORD TYPE

000006         SMFHTME  DS    XL4                 TIME WRITTEN         (10**-2 SECS)

00000A         SMFHDTE  DS    PL4                 DATE WRITTEN         (00YYDDDF)

00000E         SMFHSID  DS    CL4                 SYSTEM IDENTIFICATION

               *

               *      END OF STANDARD IBM SMF HEADER

               *

               *--------------------------------------------------------------------

               *

000012         SMFH#REC DS    H                   # OF PERFMON RECORDS IN THIS

               *                                      SMF RECORD

               *

000014         SMFHPMID DS    X                   COMPONENT ID

        00001  SMFHPMIM EQU   X'01'                   INTERVAL MONITOR

        00002  SMFHPMAM EQU   X'02'                   APPLICATION MONITOR

000015         SMFHCV#  DS    X                   CENTRAL VERSION #    (0-255)

000016         SMFHDCV# DS    H                   DC SYSTEM VERSION #  (1-9999)

               *

000018         SMFHVER  DS    CL4                 PERFORMANCE MONITOR VERSION

        8F0F0  SMFH$VER EQU   C'1800'                 RELEASE 18.0

00001C         SMFHJBN  DS    CL8                 Job name for CV region        R180
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               *

               *

        00024  SMFHDATA EQU   *                   LOCATION OF FIRST PERFMON RECORD

               *

               *--------------------------------------------------------------------

               *

        00024  SMHDSLEN EQU   *-#PMSMH            LENGTH

               *

               *--------------------------------------------------------------------

#PMSM4DS

                COPY #PMSM4DS   

               *********************************************************************

               ***                                                               ***

               ***      #PMSM4 - APPLICATION MONITOR SMF TYPE 4 RECORDS          ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

               *

               *        SMF TYPE 4 RECORDS - JOB STEP COMPLETION.

               *

               *        THE PERFORMANCE MONITOR WILL WRITE ONE SMF TYPE 4 RECORD
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               *              FOR EACH TASK AT TASK TERMINATION IF DESIRED

               *

               *        FIELD NAMES USED ARE THE SAME AS THOSE SHOWN IN

               *              THE IBM SPL:SMF MANUAL

               *

               *--------------------------------------------------------------------

               *

 

Offset  Value

 

000000         #PMSM4   DSECT                                            05/17/88

               *

               *--------------------------------------------------------------------

               *

000000         SMF4LEN  DS    H                   RECORD LENGTH

000002         SMF4SEG  DS    H                   SEGMENT DESCRIPTOR - UNUSED

               *

000004         SMF4FLG  DS    X                   SYSTEM INDICATOR

        00002  SMF4MVS  EQU   X'02'               ..MVS

        00006  SMF4XA   EQU   X'06'               ..MVS/XA

               *

000005         SMF4RTY  DS    X                   SMF RECORD TYPE

        00004  SMF4$RTY EQU   X'04'               ..STEP TERMINATION RECORD TYPE

               *

000006         SMF4TME  DS    XL4                 TIME RECORD WRITTEN   (10**-2 SEC)
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00000A         SMF4DTE  DS    PL4                 DATE RECORD WRITTEN   (00YYDDDF)

00000E         SMF4SID  DS    CL4                 SYSTEM IDENTIFIER FROM CVT

               *

               *--------------------------------------------------------------------

               *

000012         SMF4JBN  DS    CL8                 JOBNAME OF CV JOB

00001A         SMF4RST  DS    XL4                 DC TASK INIT TIME     (10**-2 SEC)

00001E         SMF4RSD  DS    PL4                 DC TASK INIT DATE     (00YYDDDF)

               *

000022         SMF4UIF  DS    CL8                 USER IDENTIFICATION

               *                                  ..DC/UCF = USERID (FIRST 8 BYTES)

               *                                  ..CICS   = OPERATOR ID

               *                                  ..BATCH  = BATCH JOBNAME

               *

00002A 0       SMF4STN  DC    X'01'               STEP NUMBER - ALWAYS 01

00002B         SMF4SIT  DS    XL4                 SAME AS SMF4RST-SEE ABOVE

00002F         SMF4STID DS    PL4                 SAME AS SMF4RSD-SEE ABOVE

000033         SMF4NCI  DS    XL4                 UNUSED

               *

000037         SMF4SCC  DS    XL2                 COMPLETION INDICATOR

               *                                  ..NORMAL COMPLETION = X'0000'

               *                                  ..ABEND COMPLETION  = X'FFFF'

               *

000039         SMF4PRTY DS    XL1                 IDMS-DC/UCF TASK PRIORITY
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               *

00003A         SMF4PGMN DS    CL8                 PROGRAM NAME IDENTIFIER

               *                                  ..DC/UCF = PROGRAM NAME

               *                                  ..ADSO   = DIALOG NAME

               *                                  ..ERUS   = PROGRAM NAME FROM

               *                                             BIND RUNUNIT

               *

000042         SMF4STMN DS    CL8                 STEP NAME  (TASK CODE IDENTIFIER)

               *                                  ..DC/UCF = TASK CODE

               *                                  ..ADSO   = APPLICATION NAME

               *                                  ..BATCH  = BATCH JOBNAME

               *                                  ..CICS   = TRANSACTION ID

               *

00004A         SMF4RSV5 DS    XL2                 UNUSED

00004C         SMF4SYST DS    XL2                 IDMS PGMPOOL HI WATERMARK IN KBYTES

00004E         SMF4H0ST DS    XL2                 IDMS STGPOOL HI WATERMARK IN KBYTES

000050         SMF4RV1  DS    XL2                 UNUSED

000052         SMF4RSHO DS    XL4                 UNUSED

000056         SMF4SPK  DS    XL1                 STORAGE PROTECT KEY OF CV

000057         SMF4STI  DS    XL1                 STEP TERMINATION INDICATOR

        00000  SMF4$NRM EQU   X'00'               ..NORMAL COMPLETION

        00002  SMF4$ABD EQU   X'02'               ..ABEND

000058         SMF4RV2  DS    XL2                 UNUSED

00005A         SMF4AST  DS    XL4                 SAME AS SMF4RST

00005E         SMF4PPST DS    XL4                 SAME AS SMF4RST
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000062         SMF4RV3  DS    XL1                 UNUSED

000063         SMF4SRBT DS    XL3                 SRB (zIIP on CP + zIIP) (10**-2 SEC)

000066         SMF4RIN  DS    XL2                 UNUSED

000068         SMF4RLCT DS    XL2                 OFFSET TO RELOCATE SECTION

               *

00006A 0       SMF4LENN DC    XL2'000A'           LENGTH OF DEVICE ENTRY PORTION

00006C 2       SMF4DEVC DC    XL1'20'             DEVICE CLASS = DASD

00006D 0       SMF4UTYP DC    XL1'0E'             DEVICE TYPE  = 3380

00006E 0       SMF4CUAD DC    XL2'0FFF'           DEVICE ADDRESS

000070         SMF4EXCP DS    XL4                 # OF IDMS PAGES READ AND WRITTEN

               *

000074         SMF4LNTH DS    XL1                 LENGTH OF ACCOUNTING SECTION

               *                                  ..DC/UCF      = X'28'

               *                                  ..CICS ERUS   = X'24'

               *                                  ..BATCH ERUS  = LENGTH OF FIELDS

               *                                                  X'22' MAX

               *

000075         SMF4SETM DS    XL3                 TASK TOTAL CPU TIME    (10**-2 SEC)

               *

000078         SMF4NAF  DS    XL1                 # OF ACCOUNTING FIELDS

               *                                  ..DC/UCF      = X'04'

               *                                  ..CICS ERUS   = X'04'

               *                                  ..BATCH ERUS  = # OF FIELDS CAPTURED

               *                                                     BY SVC EXIT
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000079         SMF4ACTF DS    CL36                ACCOUNTING FIELDS

               *

00009D                  ORG   SMF4ACTF

000079         SM4DACTF DS   0X                   DC/UCF ACCOUNTING FIELDS

000079 0       SM4DTSKL DC    XL1'08'             ..TASK CODE LENGTH

00007A         SM4DTSK  DS    CL8                 ..TASK CODE

000082 0       SM4DLTEL DC    XL1'08'             ..LTERM LENGTH

000083         SM4DLTE  DS    CL8                 ..LTERM

00008B 0       SM4DBLGL DC    XL1'0C'             ..BILLING GROUP LENGTH

00008C         SM4DBLG  DS    CL12                ..BILLING GROUP

000098 0       SM4DTIDL DC    XL1'04'             ..DC TASK ID LENGTH

000099         SM4DTID  DS    XL4                 ..DC TASK ID (TASK NUMBER)

        00024  SM4DACTL EQU   *-SM4DACTF          DC/UCF ACCOUNTING FIELDS LENGTH

               *

00009D                  ORG   SMF4ACTF

000079         SM4CACTF DS   0X                   CICS ERUS ACCOUNTING FIELDS

000079 0       SM4CTRNL DC    XL1'08'             ..TRANSACTION ID LENGTH

00007A         SM4CTRN  DS    CL8                 ..TRANSACTION ID

000082 0       SM4CTRML DC    XL1'08'             ..TERMINAL ID LENGTH

000083         SM4CTRM  DS    CL8                 ..TERMINAL ID

00008B 0       SM4COPRL DC    XL1'08'             ..OPERATOR ID LENGTH

00008C         SM4COPR  DS    CL8                 ..OPERATOR ID

000094 0       SM4CTIDL DC    XL1'04'             ..CICS TASK ID LENGTH

000095         SM4CTID  DS    XL4                 ..CICS TASK ID (TASK NUMBER)

        00020  SM4CACTL EQU   *-SM4CACTF          CICS ERUS ACCOUNTING FIELDS LENGTH
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               *

000099                  ORG   SMF4ACTF

000079         SM4BACTF DS    CL30                BATCH ERUS = JOBCARD ACCOUNTING INFO

               *                                               (30 BYTES MAX)

000097                  ORG   ,

00009D         SMF4PGIN DS    CL102               RELOCATE SECTION - UNUSED

               *

               *--------------------------------------------------------------------

               *

        00103  SM4DSLEN EQU   *-#PMSM4            LENGTH OF SMF4 RECORD

               *

               *--------------------------------------------------------------------

#PMS30DS

                        COPY #PMS30DS

               *********************************************************************

               ***                                                               ***

               ***      #PMS30 - APPLICATION MONITOR SMF TYPE 30 RECORDS         ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************
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               *

               *        SMF TYPE 30 RECORDS - COMMON ADDRESS SPACE WORK RECORD

               *

               *        THE PERFORMANCE MONITOR WILL WRITE ONE SMF TYPE 30 RECORD

               *              FOR EACH TASK AT TASK TERMINATION IF DESIRED

               *

               *        FIELD NAMES USED ARE THE SAME AS THOSE SHOWN IN

               *              THE IBM SPL:SMF MANUAL

               *

               *--------------------------------------------------------------------

               *

Offset  Value

000000         #PMS30   DSECT                                                06/20/91

               *

               *--------------------------------------------------------------------

               *

000000         SMF30LEN DS    H                   RECORD LENGTH

000002         SMF30SEG DS    H                   SEGMENT DESCRIPTOR - UNUSED

               *

000004         SMF30FLG DS    X                   SYSTEM INDICATOR
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        00002  SMF30SUB EQU   X'02'               ..SUBSYSTEM ID FOLLOWS SYS ID

        00002  SMF30STY EQU   X'02'               ..SUBTYPES UTILIZED

        00002  SMF30MVS EQU   X'02'               ..MVS

        00006  SMF30XA  EQU   X'06'               ..MVS/XA

               *

000005         SMF30RTY DS    X                   SMF RECORD TYPE 30

        0001E  SMF30$RT EQU   X'1E'               ..COMMON ADDRESS SPACE WORK RECORD

               *

000006         SMF30TME DS    XL4                 TIME RECORD WRITTEN   (10**-2 SEC)

00000A         SMF30DTE DS    PL4                 DATE RECORD WRITTEN   (00YYDDDF)

00000E         SMF30SID DS    CL4                 SYSTEM IDENTIFIER

000012         SMF30WID DS    CL4                 SUBSYSTEM IDENTIFIER

               *

000016         SMF30STP DS    XL2                 SMF RECORD SUBTYPE

        00001  SMF30$JS EQU   X'01'               ..JOB START RECORD TYPE

        00002  SMF30$IN EQU   X'02'               ..INTERVAL RECORD TYPE

        00003  SMF30$ST EQU   X'03'               ..STEP TERMINATION RECORD TYPE

        00004  SMF30$TO EQU   X'04'               ..STEP TOTAL RECORD TYPE

        00005  SMF30$JT EQU   X'05'               ..JOB TERMINATION RECORD TYPE

        00006  SMF30$SA EQU   X'06'               ..SYSTEM ADDRESS SPACE RECORD TYPE

               *

               *--------------------------------------------------------------------

               *

000018         SMF30SOF DS    XL4                 OFFSET TO SUBSYSTEM SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

 1263



 Administrating

00001C         SMF30SLN DS    XL2                 LENGTH OF SUBSYSTEM SECTION

00001E         SMF30SON DS    XL2                 NUMBER OF SUBSYSTEM SECTION

               *--------------------------------------------------------------------

000020         SMF30IOF DS    XL4                 OFFSET TO ID SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

000024         SMF30ILN DS    XL2                 LENGTH OF IDENTIFICATION SECTION

000026         SMF30ION DS    XL2                 NUMBER OF IDENTIFICATION SECTION

               *--------------------------------------------------------------------

000028         SMF30UOF DS    XL4                 OFFSET TO I/O ACTIVITY SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

00002C         SMF30ULN DS    XL2                 LENGTH OF I/O ACTIVITY SECTION

00002E         SMF30UON DS    XL2                 NUMBER OF I/O ACTIVITY SECTION

               *--------------------------------------------------------------------

000030         SMF30TOF DS    XL4                 OFFSET TO COMPLETION SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

000034         SMF30TLN DS    XL2                 LENGTH OF COMPLETION SECTION

000036         SMF30TON DS    XL2                 NUMBER OF COMPLETION SECTION

               *--------------------------------------------------------------------

000038         SMF30COF DS    XL4                 OFFSET TO PROCESSOR SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

00003C         SMF30CLN DS    XL2                 LENGTH OF PROCESSOR SECTION

00003E         SMF30CON DS    XL2                 NUMBER OF PROCESSOR SECTION

               *--------------------------------------------------------------------

000040         SMF30AOF DS    XL4                 OFFSET TO ACCOUNTING SECTION FROM
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               *                                  START OF RECORD, INCLUDING RDW

000044         SMF30ALN DS    XL2                 LENGTH OF ACCOUNTING SECTION

000046         SMF30AON DS    XL2                 NUMBER OF ACCOUNTING SECTION

               *--------------------------------------------------------------------

000048         SMF30ROF DS    XL4                 OFFSET TO STORAGE SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

00004C         SMF30RLN DS    XL2                 LENGTH OF STORAGE SECTION

00004E         SMF30RON DS    XL2                 NUMBER OF STORAGE SECTION

               *--------------------------------------------------------------------

000050         SMF30POF DS    XL4                 OFFSET TO PERFORMANCE SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

000054         SMF30PLN DS    XL2                 LENGTH OF PERFORMANCE SECTION

000056         SMF30PON DS    XL2                 NUMBER OF PERFORMANCE SECTION

               *--------------------------------------------------------------------

000058         SMF30OOF DS    XL4                 OFFSET TO OPERATOR SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

00005C         SMF30OLN DS    XL2                 LENGTH OF OPERATOR SECTION

00005E         SMF30OON DS    XL2                 NUMBER OF OPERATOR SECTION

               *--------------------------------------------------------------------

000060         SMF30EOF DS    XL4                 OFFSET TO EXCP SECTION FROM

               *                                  START OF RECORD, INCLUDING RDW

000064         SMF30ELN DS    XL2                 LENGTH OF EXCP SECTION

000066         SMF30EON DS    XL2                 NUMBER OF EXCP SECTIONS IN PERIOD

000068         SMF30EOR DS    XL2                 NUMBER OF EXCP SECTIONS IN

               *--------------------------------------------------------------------
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               *                                  HEADER FIELDS NOT USED BY PERF

               *--------------------------------------------------------------------

00006A         SMF30RVD DS    XL2                 Unused

00006C         SMF30EOS DS    XL4                 Unused

000070         SMF30DRO DS    XL4                 Unused

000074         SMF30DRL DS    XL2                 Unused

000076         SMF30DRN DS    XL2                 Unused

000078         SMF30ARO DS    XL4                 Unused

00007C         SMF30ARL DS    XL2                 Unused

00007E         SMF30ARN DS    XL2                 Unused

000080         SMF30OPO DS    XL4                 Unused

000084         SMF30OPL DS    XL2                 Unused

000086         SMF30OPN DS    XL2                 Unused

000088         SMF30OPM DS    XL4                 Unused

00008C         SMF30UDO DS    XL4                 Unused

000090         SMF30UDL DS    XL2                 Unused

000092         SMF30UDN DS    XL2                 Unused

000094         SMF30UDS DS    XL4                 Unused

000098         SMF30RMO DS    XL4                 Unused

00009C         SMF30RML DS    XL2                 Unused

00009E         SMF30RMN DS    XL2                 Unused

0000A0         SMF30RMS DS    XL4                 Unused

0000A4         SMF30MOF DS    XL4                 Unused

0000A8         SMF30MLN DS    XL2                 Unused
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0000AA         SMF30MNO DS    XL2                 Unused

0000AC         SMF30MOS DS    XL4                 Unused

        00046  S30HACTL EQU   *-SMF30RVD

               *--------------------------------------------------------------------

               *                                  SUBSEQUENT RECORDS

               *--------------------------------------------------------------------

               *       SUBSYSTEM SECTION

               *

0000B0                  DS    0H

0000B0 0       SMF30TYP DC    XL2'05'             SUBTYPE IDENTIFICATION (ALWAYS 03)

               *              X'01'               ..JOB START RECORD TYPE

               *              X'02'               ..INTERVAL RECORD TYPE

               *              X'03'               ..STEP TERMINATION RECORD TYPE

               *              X'04'               ..STEP TOTAL RECORD TYPE

               *              X'05'               ..JOB TERMINATION RECORD TYPE

               *              X'06'               ..SYSTEM ADDRESS SPACE RECORD TYPE

               *

0000B2         SMF30RS1 DS    XL2                 RESERVED

0000B4 F       SMF30RVN DC    CL2'5'              RECORD VERSION NUMBER (ALWAYS 5)

0000B6 D       SMF30PNM DC    CL8'PERFMON '       SUBSYSTEM OR PRODUCT NAME

               *

        0000E  S30SACTL EQU   *-SMF30TYP          LENGTH OF SUBSYSTEM SECTION

               *--------------------------------------------------------------------

               *       IDENTIFICATION SECTION

               *
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0000BE                  DS    0H

0000BE         SMF30JBN DS    CL8                 JOBNAME OF CV JOB

0000C6         SMF30PGM DS    CL8                 PROGRAM NAME IDENTIFIER

               *                                  ..DC/UCF = PROGRAM NAME

               *                                  ..ADSO   = DIALOG NAME

               *                                  ..ERUS   = PROGRAM NAME FROM

               *                                             BIND RUNUNIT

               *

0000CE         SMF30STM DS    CL8                 STEP NAME  (TASK CODE IDENTIFIER)

               *                                  ..DC/UCF = TASK CODE

               *                                  ..ADSO   = APPLICATION NAME

               *                                  ..BATCH  = BATCH JOBNAME

               *                                  ..CICS   = TRANSACTION ID

               *

0000D6         SMF30UIF DS    CL8                 USER IDENTIFICATION

               *                                  ..DC/UCF = USERID (FIRST 8 BYTES)

               *                                  ..CICS   = OPERATOR ID

               *                                  ..BATCH  = BATCH JOBNAME

               *

0000DE         SMF30JNM DS    CL8                 JES JOB IDENTIFIER-NOT USED

0000E6 0       SMF30STN DC    XL2'0001'           STEP NUMBER - ALWAYS 01

0000E8         SMF30CLS DS    X                   JOB CLASS-NOT USED

0000E9                  DS    X                   RESERVED

0000EA         SMF30PGN DS    XL2                 JOB PERFORMANCE GROUP NUM-NOT USED

 1268



 Administrating

0000EC         SMF30JPT DS    XL2                 JES INPUT PRIORITY

0000EE         SMF30AST DS    XL4                 DEVICE ALLOCATION START TIME

0000F2         SMF30PPS DS    XL4                 PROBLEM PROGRAM START TIME

0000F6         SMF30SIT DS    XL4                 SAME AS SMF30RST-SEE BELOW

0000FA         SMF30STD DS    PL4                 SAME AS SMF30RSD-SEE BELOW

0000FE         SMF30RST DS    XL4                 DC TASK INIT TIME     (10**-2 SEC)

000102         SMF30RSD DS    PL4                 DC TASK INIT DATE     (00YYDDDF)

000106         SMF30RET DS    XL4                 DC TASK END TIME      (10**-2 SEC)

00010A         SMF30RED DS    PL4                 DC TASK END DATE      (00YYDDDF)

00010E         SMF30USR DS    CL20                PROGRAMMERS NAME-NOT USED

000122         SMF30GRP DS    CL8                 RACF GROUP ID-NOT USED               
  

00012A                  ORG   SMF30USR                                 IDMS/5487       
  

00010E         SMF30NET DS    CL20                CICS NETWORK UOW ID  IDMS/5487       
  

000122         SMF30UOW DS    XL8                 CICS UOW ID          IDMS/5487       
  

00012A                  ORG   ,                                        IDMS/5487       
  

00012A         SMF30RUD DS    CL8                 RACF USER ID-NOT USED                
  

000132         SMF30TID DS    CL8                 RACF TERMINAL ID-NOT USED            
  

00013A                  ORG SMF30RUD                                   IDMS/5313/5487  
  

00012A         SMF30IPA DS    XL16                IP address (binary)  IDMS/5313       
  

00013A                  ORG   SMF30IPA                                     
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00012A         SMF30IP4 DS    XL4                 IP V4 addr (binary)  IDMS/5313       
  

00012E                  ORG  
 SMF30IPA                                                        

00012A         SMF30IP6 DS    XL16                IP V6 addr (binary) 
 IDMS/5313              

00013A                  ORG   ,                                        IDMS/5313/5487   
      

        0002C  SMF30SPC EQU   *-SMF30USR

               *

        0007C  S30JACTL EQU   *-SMF30JBN          LENGTH OF IDENTIFICATION SECTION

               *--------------------------------------------------------------------

               *       COMPLETION SECTION

               *

00013A                  DS    0H

00013A         SMF30SCC DS    XL2                 COMPLETION INDICATOR

               *                                  ..NORMAL COMPLETION = X'0000'

               *                                  ..ABEND COMPLETION  = X'FFFF'

               *

00013C         SMF30STI DS    XL2                 STEP TERMINATION INDICATOR

        00000  SMF30$NM EQU   X'0000'             ..NORMAL COMPLETION

        00002  SMF30$AB EQU   X'0002'             ..ABEND

               *

00013E         SMF30ARC DS    XL4                 ABEND REASON CODE

               *

        00008  S30LACTL EQU   *-SMF30SCC          LENGTH OF COMPLETION SECTION

               *--------------------------------------------------------------------
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               *       ACCOUNTING SECTION

               *

               *

000142                  DS    0H

000142         SMF30ACL DS    XL1                 LENGTH OF ACCOUNTING SECTION

               *                                  ..DC/UCF      = X'28'

               *                                  ..CICS ERUS   = X'24'

               *                                  ..BATCH ERUS  = LENGTH OF FIELDS

               *                                                  X'22' MAX

               *

000143         SMF30SET DS    XL3                 TASK TOTAL CPU TIME    (10**-2 SEC)

               *

000146         SMF30NAF DS    XL1                 # OF ACCOUNTING FIELDS

               *                                  ..DC/UCF      = X'04'

               *                                  ..CICS ERUS   = X'04'

               *                                  ..BATCH ERUS  = # OF FIELDS CAPTURED

               *                                                     BY SVC EXIT

000147         SMF30ACT DS    CL36                ACCOUNTING FIELDS

               *

00016B                  ORG   SMF30ACT

000147         S30DACTF DS   0X                   DC/UCF ACCOUNTING FIELDS

000147 0       S30DTSKL DC    XL1'08'             ..TASK CODE LENGTH

000148         S30DTSK  DS    CL8                 ..TASK CODE

000150 0       S30DLTEL DC    XL1'08'             ..LTERM LENGTH
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000151         S30DLTE  DS    CL8                 ..LTERM

000159 0       S30DBLGL DC    XL1'0C'             ..BILLING GROUP LENGTH

00015A         S30DBLG  DS    CL12                ..BILLING GROUP

000166 0       S30DTIDL DC    XL1'04'             ..DC TASK ID LENGTH

000167         S30DTID  DS    XL4                 ..DC TASK ID (TASK NUMBER)

        00024  S30DACTL EQU   *-S30DACTF          DC/UCF ACCOUNTING FIELDS LENGTH

               *

00016B                  ORG   SMF30ACT

000147         S30CACTF DS   0X                   CICS ERUS ACCOUNTING FIELDS

000147 0       S30CTRNL DC    XL1'08'             ..TRANSACTION ID LENGTH

000148         S30CTRN  DS    CL8                 ..TRANSACTION ID

000150 0       S30CTRML DC    XL1'08'             ..TERMINAL ID LENGTH

000151         S30CTRM  DS    CL8                 ..TERMINAL ID

000159 0       S30COPRL DC    XL1'08'             ..OPERATOR ID LENGTH

00015A         S30COPR  DS    CL8                 ..OPERATOR ID

000162 0       S30CTIDL DC    XL1'04'             ..CICS TASK ID LENGTH

000163         S30CTID  DS    XL4                 ..CICS TASK ID (TASK NUMBER)

        00020  S30CACTL EQU   *-S30CACTF          CICS ERUS ACCOUNTING FIELDS LENGTH

               *

000167                  ORG   SMF30ACT

000147         S30BACTF DS    CL30                BATCH ERUS = JOBCARD ACCOUNTING INFO

               *                                               (30 BYTES MAX)

000165                  ORG   ,

        00029  S30AACTL EQU   *-SMF30ACL          LENGTH OF ACCOUNTING SECTION

               *--------------------------------------------------------------------
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               *       STORAGE AND PAGING SECTION

               *

00016C                  DS    0H

00016C         SMF30RSV DS    XL2                 RESERVED

00016E         SMF30SFL DS    XL1                 NOT USED

               *

00016F         SMF30SPK DS    XL1                 STORAGE PROTECT KEY OF CV

000170         SMF30PRV DS    XL2                 IDMS PGMPOOL HI WATERMARK IN KBYTES

000172         SMF30SYS DS    XL2                 IDMS STGPOOL HI WATERMARK IN KBYTES

               *

000174         SMF30PGI DS    XL4                 NUMBER OF IDMS PAGES READ/WRITTEN

000178         SMF30PGO DS    XL4                 UNUSED

00017C         SMF30REC DS    XL4                 UNUSED

000180         SMF30NSW DS    XL4                 UNUSED

000184         SMF30PSI DS    XL4                 UNUSED

000188         SMF30PSO DS    XL4                 UNUSED

00018C         SMF30VPI DS    XL4                 UNUSED

000190         SMF30VPO DS    XL4                 UNUSED

000194         SMF30VPR DS    XL4                 UNUSED

000198         SMF30CPI DS    XL4                 UNUSED

00019C         SMF30HPI DS    XL4                 UNUSED

0001A0         SMF30LPI DS    XL4                 UNUSED

0001A4         SMF30HPO DS    XL4                 UNUSED

0001A8         SMF30PST DS    XL4                 UNUSED
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0001AC         SMF30PSC DS    XL8                 UNUSED

0001B4         SMF30RGB DS    XL4                 UNUSED

0001B8         SMF30ERG DS    XL4                 UNUSED

0001BC         SMF30ARB DS    XL4                 UNUSED

0001C0         SMF30EAR DS    XL4                 UNUSED

0001C4         SMF30URB DS    XL4                 UNUSED

0001C8         SMF30EUR DS    XL4                 UNUSED

0001CC         SMF30RGN DS    XL4                 UNUSED

               *

        00058  SMF30ZER EQU   *-SMF30PGO

               *

        00064  S30PACTL EQU   *-SMF30RSV          LENGTH OF STORAGE/PAGING SECTION

               *

               *--------------------------------------------------------------------

0001D0                  ORG   ,

               *

               *--------------------------------------------------------------------

               *       Processor accounting section                             R180

               *

0001D0                  DS    0H

0001D0         SMF30PTY DS    XL2                  Reserved

0001D2         SMF30TFL DS    XL2                  Invalid timer flags

0001D4         SMF30CPT DS    XL4                  Total TCB time (10**-2 sec)

0001D8         SMF30CPS DS    XL4                  Total SRB time (10**-2 sec)

0001DC         SMF30TF2 DS    XL1                  Additional timer flags
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0001DD         SMF30T32 DS    XL1                  Additional failure flags

0001DE         SMF30T33 DS    XL1                  Additional failure flags

0001DF                  DS    XL1                  Filler

               * Offset x'10'

0001E0         S30SYTI  DS    XL8                  CPU time in TOD format

0001E8         S30CPTI  DS    XL8                  SRB CPU time on CPU in TOD format

0001F0         SMF30IST DS    XL4                  Interval start time (10**-2 SEC)

0001F4         SMF30IDT DS    PL4                  Interval start date (0CYYDDDF)

0001F8         S30TTTI  DS    XL8                  TCB CPU time in TOD format

               * Offset x'30'

000200         S30ZPTI  DS    XL8                  SRB CPU time ON zIIP in TOD format

000208                  DS    XL8                  Filler

000210         S30USTI  DS    XL8                  User mode CPU time in TOD format

000218                  DS    XL16                 Filler

000228         S30ENTI  DS    XL8                  Total enclave SRB CPU time in TOD

        00060  S30PRASL EQU   *-SMF30PTY           Length of processor account. sect.

               *

               *--------------------------------------------------------------------

               *       Performance accounting section                           R180

               *

000230                  DS    0H

000230         SMF30SRV DS    XL4                  unused

000234         SMF30CSU DS    XL4                  CPU service units (TCB used)

000238         SMF30SRB DS    XL4                  SRB service units (SRB used)
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00023C         SMF30IO  DS    XL4                  unused

000240         SMF30MSO DS    XL4                  unused

000244         SMF30TAT DS    XL4                  unused

000248         SMF30SUS DS    XL4                  Copy of RmctAdjC

               *                                   Number of sixteenths of one CPU

               *                                   microsecond per CPU service unit

00024C         SMF30RES DS    XL4                  unused

000250         SMF30TRS DS    XL4                  unused

000254         SMF30WLM DS    CL8                  unused

00025C         SMF30SCN DS    CL8                  unused

000264         SMF30GRN DS    CL8                  unused

00026C         SMF30RCN DS    CL8                  unused

000274         SMF30ETA DS    XL4                  unused

000278         SMF30ESU DS    XL4                  unused

00027C         SMF30ETC DS    XL4                  unused

000280         SMF30PFL DS    CL16                 unused

000290         SMF30JQT DS    XL4                  unused

000294         SMF30RQT DS    XL4                  unused

000298         SMF30HQT DS    XL4                  unused

00029C         SMF30SQT DS    XL4                  unused

0002A0         SMF30PF1 DS    XL1                  unused

0002A1         SMF30PF2 DS    XL1                  unused

0002A2         SMF30RS4 DS    CL1                  unused

0002A3         SMF30ZEP DS    CL1                  unused

0002A4         SMF30JPN DS    CL8                  unused
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0002AC         SMF30MSC DS    XL4                  unused

0002B0         SMF30CPC DS    XL2                  CPU Service Definition Coefficient

0002B2         SMF30LOC DS    XL2                  unused

0002B4         SMF30SRC DS    XL2                  SRB Service Definition Coefficient

0002B6         SMF30ZNF DS    XL2                  unused

0002B8         SMF30SNF DS    XL2                  Normalization factor for zIIP

               *

        0008A  S30PEASL EQU   *-SMF30SRV           Length of processor acounting sect.

               *--------------------------------------------------------------------

               *

        002BA  S30DSLEN EQU   *-#PMS30             LENGTH OF SMF30 RECORD

               *

               *--------------------------------------------------------------------

#PMSTGDS

                        COPY #PMSTGDS
               *********************************************************************
               ***                                                               ***
               ***      #PMSTG - PMIM STGPOOL DATA RECORD                        ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
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               ***                                                               ***
               *********************************************************************
               *
               *        ONE FOR EACH STORAGE POOL DEFINED IN THE SYSGEN
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMSTG   DSECT                                     03/03/88
               *
               *--------------------------------------------------------------------
               *
000000         STGHDR   DS   0H                   RECORD HEADER
               *
000000         STGLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         STGRTYPE DS    X                   RECORD TYPE
        0000A  STG$TYPE EQU      10               ..PMIM STORAGE POOL RECORD
000003         STGSEQ#  DS    X                   SEQUENCE NUMBER       (ALWAYS 1)
000004         STGVER#  DS    X                   RECORD VERSION
        00001  STG$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         STGSDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         STGSTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         STGEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         STGETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  STGHDRLN EQU   *-STGHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  STGDATA  EQU   *                   START OF STORAGE POOL DATA
               *
00001C         STGPOLID DS    X                   STORAGE POOL ID (0-256) (SCTPNUM)
               *
00001D         STGTYPE  DS    X                   STORAGE TYPE FLAGS      (SCTTYPE)
        00080  STGSHR   EQU   X'80'               ..SHARED
        00040  STGSHRK  EQU   X'40'               ..SHARED-KEPT
        00020  STGUSR   EQU   X'20'               ..USER
        00010  STGUSRK  EQU   X'10'               ..USER-KEPT
        00008  STGTRM   EQU   X'08'               ..TERMINAL
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        00004  STGDBA   EQU   X'04'               ..DATABASE
        00002  STGSYS   EQU   X'02'               ..SYSTEM
               * NOTE: A STG POOL MAY CONTAIN MULTIPLE STORAGE TYPES
               *       THUS STGTYPE MAY HAVE MULTIPLE BITS TURNED ON
               *
00001E                  DS    H                   ** RESERVED **
000020         STG#PGS  DS    F                   # PAGES IN POOL         (SCTSIZE)
000024         STGCUSHN DS    F                   POOL CUSHION            (SCTCUSHN)
               *
000028         STG#INUS DS    F                   # PAGES IN USE AT END OF INTERVAL
00002C         STGHIWAT DS    F                   HIGH WATERMARK IN USE

Offset  Value

               *
000030         STG#GETS DS    F                   # GETSTGS
000034         STG#FREE DS    F                   # FREESTGS
000038         STG#PAS1 DS    F                   # PASS-1 HITS
00003C         STG#PAS2 DS    F                   # PASS-2 HITS
000040         STG#PAS3 DS    F                   # PASS-3 HITS
000044         STG#SOS  DS    F                   # TIMES SOS
               *
000048                  DS   3F                   ** RESERVED **
               *
               *--------------------------------------------------------------------
               *
        00054  STGDSLEN EQU   ((*-#PMSTG+3)/4)*4  LENGTH OF LOG RECORD
               *
               *--------------------------------------------------------------------
               *
        00038  STGDTLEN EQU   STGDSLEN-STGHDRLN   LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------

#PMSTLDS

                        COPY #PMSTLDS
               *********************************************************************
               ***                                                               ***
               ***      #PMSTL - PERFORMANCE MONITOR STATS LOGREC TEXT PORTION   ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
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               ***                                                               ***
               *********************************************************************
               *
               *        REPLACES THE #STLDS FOR PERFORMANCE MONITOR RECORDS ON
               *              THE DC LOG.
               *
               *        IT DESCRIBES THE DATA IN THE DCLOG RECORDS
               *              BEGINNING AT FIELD LGRTEXT
               *
               *        THIS DOES NOT APPEAR IN PERFORMANCE MONITOR RECORDS
               *              WRITTEN TO SMF
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMSTL   DSECT                                                12/19/95
               *
               *--------------------------------------------------------------------
               *
000000         PMSTYPE  DS    X                   PERFMON STATS RECTYPE
        000E6  PMSTPMAM EQU   230
        000E7  PMSTPMIM EQU   231
               *
000001         PMSPMID  DS    X                   COMPONENT ID
        00001  PMSPMIM  EQU     1                 ..INTERVAL MONITOR
        00002  PMSPMAM  EQU     2                 ..APPLICATION MONITOR
               *
000002         PMSDCV#  DS    H                   DC SYSTEM VERSION #
               *
000004         PMSRID   DS    CL4                 RELEASE ID
               *
               *--------------------------------------------------------------------
               *
000008                  DS    0F                  ..ALIGNMENT
        00008  PMSFIXE  EQU   *                   END OF FIXED PORTION
        00008  PMSFIXL  EQU   PMSFIXE-#PMSTL      LEN OF FIXED PORTION
               *
               *--------------------------------------------------------------------
               *
        00008  PMSDSLEN EQU   ((*-#PMSTL+3)/4)*4  LENGTH
               *
               *--------------------------------------------------------------------
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#PMSVXDS

                        COPY #PMSVXDS
               *********************************************************************
               ***                                                               ***
               ***      #PMSVX - PERFORMANCE MONITOR ERE EXTENSION               ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        REPLACES PERFMON 10.1 RTSDS DSECT
               *              (#PMRTSDM MACRO)
               *
               *

Offset  Value

        0C3F0  PMXSVXID EQU   C'C0'               SVXITMID FOR PERFMON
               *
               *
000000         #PMSVX   DSECT
               *
000000         PMXTYPE  DS    C                   ERUS TYPE INDENTIFIER
        000C2  PMX$BATC EQU   C'B'                ..BATCH ERUS
        000C3  PMX$CICS EQU   C'C'                ..CICS ERUS
        000E3  PMX$TPMN EQU   C'T'                ..OTHER TP MONITOR
        000C4  PMX$IDMS EQU   C'D'                ..IDMS/DC TP MONITOR
        00040  PMX$UNKN EQU   C' '                ..UNKNOWN
               *
        00001  PMXDATA  EQU   *                   BEGIN ACCOUNTING FIELDS AREA
               *
               *
        00001  PMXBATCH EQU   *                   BATCH ERUS FIELDS
               *
000001         PMXBJBNM DS    CL8                 BATCH JOB NAME
000009         PMXB#FLD DS    X                   NUMBER OF ACCOUNTING FIELDS
00000A         PMXBACFD DS   0CL30                BATCH ACCOUNTING FIELDS
00000A         PMXBF1LN DS    X                   ..FIRST ACCOUNTING FIELD LENGTH
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00000B         PMXBF1FN DS    CL29                ..FIRST FIELD + THE REST OF DATA
        0001E  PMXBACLN EQU   *-PMXBACFD          LENGTH OF ACCOUNTING FIELDS
               *
000028                  ORG   PMXDATA
               *
        00001  PMXCICS  EQU   *                   CICS ERUS FIELDS
               *
000001         PMXCJBNM DS    CL8                 CICS REGION JOB NAME
000009         PMXCTI   DS    CL4                 CICS TRANSACTION ID      (PCTTI)
00000D         PMXCTETI DS    CL4                 CICS TERMINAL NAME       (TCTTETI)
000011         PMXCLID1 DS    CL4                 TPMON LREID1 - IDMSINTC TPNAME
000018         PMXCLID2 DS    F                   TPMON LREID2 - CICS TASK ID
00001C         PMXCTEOI DS    CL8                 CICS OPERATOR ID         (TCTTEOI)

000024         PMXCUOWI DS    CL8                 CICS UOW ID                IDMS/5487

00002C         PMXCNETN DS    CL20                CICS NETNAME UOW ID        IDMS/5487

               *
000024                  ORG   PMXDATA
               *
        00001  PMXIDMS  EQU   *                   ERUS FIELDS FOR IDMS/DC FRONT END
               *
000001         PMXDJBNM DS    CL8                 FRONT END IDMS REGION JOB NAME
000009         PMXDTI   DS    CL8                 IDMS F.E. TASK CODE
000011         PMXDTETI DS    CL8                 IDMS F.E. PTERM NAME
000019         PMXDCVN  DS    X                   IDMS FRONT END CVNUMBER
00001A                  DS    CL2                 FILLER
00001C         PMXDLID2 DS    F                   IDMS F.E. LREID2: IDMS TASK ID

Offset  Value

000020         PMXDTEOI DS    CL8                 IDMS F.E. USER ID
               *
000028                  ORG   PMXDATA
               *                                                                     *
        00001  PMXTPMON EQU   *                   TP MONITOR ERUS FIELDS
               *                                                                    **
000001                  DS    CL8                 ** RESERVED **
000009                  DS    CL4                 ** RESERVED **
00000D                  DS    CL4                 ** RESERVED **
000011         PMXTLID1 DS    CL4                 TPMON LREID1 -- IDMSINTX TPNAME
000018         PMXTLID2 DS    F                   TPMON LREID2
00001C                  DS    CL8                 ** RESERVED **

000024                  DS    CL8                 ** RESERVED **             IDMS/5487
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00002C                  DS    CL20                ** RESERVED **             IDMS/5487

               *                                                                    **
000040                 ORG
        00040  PMXDSLEN EQU ((*-#PMSVX+1)/2)*2    LENGTH (ROUNDED TO HALFWORD)

#PMTASDS

                COPY #PMTASDS   

               *********************************************************************

               ***                                                               ***

               ***      #PMTAS - PMAM TASK RECORD                                ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

               *

Offset  Value

000000         #PMTAS   DSECT

               *

               *--------------------------------------------------------------------
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               *

000000         TASHDR   DS   0H                   RECORD HEADER

               *

000000         TASLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)

000002         TASRTYPE DS    X                   RECORD TYPE

        00010  TAS$TYPE EQU      16               ..PMAM TASK STATS RECORD

000003         TASSEQ#  DS    X                   SEQUENCE NUMBER

000004         TASVER#  DS    X                   RECORD VERSION

        00001  TASVER1  EQU   1                   ..VERSION 1                         

        00002  TASVER2  EQU   2                   ..VERSION 2                         

        00003  TASVER3  EQU   3                   ..VERSION 3                IDMS/5487

               *                                  ....JES JOB ID                      

               *                                  ....DC TCP/IP information

        00003  TAS$VER  EQU   TASVER3             ..CURRENT VERSION          IDMS/5487

000005                  DS    XL3                 ** RESERVED **             

               *

000008         TASTSKID DS    F                   TASK ID

00000C         TASSDATE DS    PL4                 TASK START DATE       (00YYYDDF)

000010         TASSTIME DS    F                   TASK START TIME       (10**-4 SEC)

000014         TASEDATE DS    PL4                 TASK END DATE         (00YYYDDF)

000018         TASETIME DS    F                   TASK END TIME         (10**-4 SEC)

               *

        0001C  TASHDRLN EQU   *-TASHDR            HEADER LENGTH

               *
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               *--------------------------------------------------------------------

               *

        0001C  TASDATA  EQU   *                   START OF TASK STATS DATA

               *

               *--------------------------------------------------------------------

               *

               *        PART1 - TASSEQ#=1

               *

               *--------------------------------------------------------------------

               *

               *        TASK IDENTIFICATION

               *

00001C         TASTCDID DS    CL8                 IDENTIFYING TASK CODE

               *                                  ..IF DC, DC TASKCODE

               *                                  ..IF ADSO, APPLICATION NAME

               *                                  ..IF CICS ERUS, TRANS ID

               *                                  ..IF BATCH ERUS, JOBNAME

               *                                  ..ANY OTHER ERUS, INTX LRELID1

               *

000024         TASTRMID DS    CL8                 IDENTIFYING TERMINAL ID

               *                                  ..IF DC, DC LTERM ID OR OPTIONALLY

               *                                      ACCESS METHOD SPECIFIC

               *                                      TERMINAL IDENTIFICATION

               *                                      (TASAMNAM)

               *                                  ..IF CICS ERUS, TERMINAL ID
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               *                                  ..ELSE NOT USED

               *

00002C         TASPGMID DS    CL8                 IDENTIFYING PROGRAM NAME

               *                                  ..IF DC, DC PROGRAM NAME

               *                                  ..IF ADSO, DIALOG NAME

               *                                  ..IF ANY ERUS, PROGRAM NAME

               *                                         FROM BIND RUNUNIT

               *

000034         TASUSRID DS    CL8                 IDENTIFYING USER ID

               *                                  ..IF DC, USER ID (FIRST 8 BYTES)

               *                                  ..IF CICS ERUS, OPERATOR ID

               *                                  ..ELSE NOT USED

               *

               *--------------------------------------------------------------------

               *

00003C         TASTTYPE DS    X                   TASK TYPE FLAG

        00080  TAS$ONLN EQU   X'80'               ..ONLINE

        00040  TAS$BATC EQU   X'40'               ..BATCH ERUS

        00020  TAS$CICS EQU   X'20'               ..CICS ERUS

        00010  TAS$ERUS EQU   X'10'               ..UNIDENTIFIED ERUS

        00008  TAS$SYST EQU   X'08'               ..SYSTEM TASK OR DRIVER

        00004  TAS$TPMN EQU   X'04'               ..UNIDENTIFIED TPMONITOR

        00002  TAS$IDMS EQU   X'02'               ..IDMS/DC ERUS

               *
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00003D         TASTTYP2 DS    X                   TASK TYPE FLAG 2

               *                                  IF SYSTEM TASK:

        00080  TAS$LDRV EQU   X'80'               ..LINE DRIVER

        00040  TAS$SDRV EQU   X'40'               ..SERVICE DRIVER

        00020  TAS$PRTK EQU   X'20'               ..PRINT TASK

        00010  TAS$HLT  EQU   X'10'               ..HELOT TASK

        00008  TAS$JNLD EQU   X'08'               ..JOURNAL DRIVER

        00004  TAS$IODR EQU   X'04'               ..DB I/O WRITE DRIVER

        00002  TAS$RDDR EQU   X'02'               ..DB I/O READ DRIVER

        00001  TAS$IOT  EQU   X'01'               ..DB I/O TASK

               *                                  IF ONLINE TASK:  N.B.:MORE THAN

        00080  TAS$ADSO EQU   X'80'               ..ADSO                ONE FLAG MAY

        00040  TAS$FACT EQU   X'40'               ..FACTOTUM            BE SET

        00020  TAS$UCF  EQU   X'20'               ..UCF

               *

               *--------------------------------------------------------------------

               *

00003E         TASPTYPE DS    X                   PROGRAM TYPE FLAG

        00080  TAS$COBL EQU   X'80'               ..COBOL

        00040  TAS$ASM  EQU   X'40'               ..ASSEMBLER (BAL)

        00020  TAS$PLI  EQU   X'20'               ..PL/I

        00010  TAS$DLG  EQU   X'10'               ..DIALOG

        00008  TAS$SUBS EQU   X'08'               ..SUBSCHEMA

        00004  TAS$MAP  EQU   X'04'               ..MAP

        00002  TAS$TBL  EQU   X'02'               ..TABLE
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        00001  TAS$UNDF EQU   X'01'               ..UNDEFINED

               *

00003F         TASPRTY  DS    X                   TASK PRIORITY

000040         TASPGVER DS    H                   PROGRAM VERSION NUMBER

000042                  DS    H                   ** RESERVED **

               *

               *--------------------------------------------------------------------

               *--------------------------------------------------------------------

               *

               *        TASK VARIABLE DATA

               *

000044         TASVDATA DS   0F

               *

               *---------------------------------

               *

               *        DC TASK DATA

               *

        00044  TASDC    EQU   *

000044         TASTSKCD DS    CL8                 ..TASK CODE

00004C         TASPGMNM DS    CL8                 ..PROGRAM NAME

000054         TASLTEID DS    CL8                 ..LTERM ID

00005C         TASPTEID DS    CL8                 ..PTERM ID

000064         TASUSER  DS    CL32                ..USER ID

               *

 1288



 Administrating

000084         TASPGDBN DS    CL8                 ..PROGRAM DICTNAME

00008C         TASPGNOD DS    CL8                 ..PROGRAM DICTNODE

000094         TASLDLST DS    CL8                 ..LTERM LOADLIST

               *

00009C         TASVNODE DS   0CL8                 ..VTAM NODENAME

00009C         TASFEID  DS   0CL8                 ..UCF FRONTEND ID

00009C         TASAMNAM DS    CL8                 ACCESS METHOD TERMINAL IDENTIFIER

               *                                  ..VTAM NODENAME

               *                                  ..UCF FRONTEND ID

               *                                  ..SNA TERMINAL NAME

               *                                  ..TCAM TERMINAL NAME

               *

0000A4         TASFACCD DS    X                   ..FACTOTUM CODE

0000A5                  DS    X                   ....UNUSED

0000A6         TASDNETN DS    CL8                 ..UCF CICS NETNAME         IDMS/5487

        0006A  TASDVLEN EQU   *-TASDC             DC TASK DATA LENGTH

               *

               *---------------------------------

               *

               *        CICS OR IDMS/DC ERUS TASK DATA

               *

0000A6                  ORG   TASVDATA

        00044  TASCICS  EQU   *
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000044         TASCTI   DS    CL8                 ..TRANSACTION ID/TASK CODE

00004C         TASCPGNM DS    CL8                 ..PROGRAM NAME (FROM BIND RUNUNIT)

000054         TASCTETI DS    CL8                 ..FRONT END TERMINAL NAME

00005C         TASCLID  DS   0CL8                 ..LOCAL ID FROM LRE

00005C         TASCLID1 DS    CL4                 ....LRELID1 - IDMSINTC TPNAME or

               *                                                Dnnn where nnn is

               *                                                IDMS FE CV NUMBER.

000060         TASCLID2 DS    XL4                 ....LRELID2 - CICS OR IDMS TASK ID

000064         TASCTEOI DS    CL8                 ..OPERATOR ID            (TCTTEOI)

00006C         TASCJBNM DS    CL8                 ..FRONT-END CICS OR IDMS JOBNAME

000074         TASCUOW  DS    0XL8                ..CICS UOW                
 IDMS/5487            

000074         TASCUOWI DS    XL6                 ..CICS UOW ID             
 IDMS/5487            

00007A         TASCUOWS DS    XL2                 ..CICS UOW SEQ            
 IDMS/5487            

00007C         TASCNETN DS    CL20                ..CICS NETWORK UOW ID     
 IDMS/5487            

        0004C  TASCVLEN EQU   *-TASCICS           CICS OR ERUS DATA LENGTH

               *

               *---------------------------------

               *

               *        BATCH ERUS TASK DATA

               *

000074                  ORG   TASVDATA

        00044  TASBATCH EQU   *
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000044         TASBJBNM DS    CL8                 ..JOBNAME

00004C         TASBPGNM DS    CL8                 ..PROGRAM NAME (FROM BIND RUNUNIT)

               * ACCOUNTING INFORMATION

000054         TASB#FLD DS    X                   ..NUMBER OF ACCOUNTING FIELDS

        00055  TASBACFD EQU   *                   ..START OF ACCOUNTING FIELDS

000055         TASBBALN DS    X                   ..TOTAL LENGTH OF BATCH ACCT DATA

000056         TASBFLDS DS   0CL30                ..ACCT FIELD 1 THRU N LEN/DATA

000056         TASBF1LN DS    X                   ....FIRST ACCOUNTING FIELD LENGTH

000057         TASBF1FN DS    CL29                ....FIRST FIELD + THE REST OF DATA

000074         TASBJBID DS    CL8                 ..JES JOB ID          IDMS/5369/5429

        00038  TASBVLEN EQU   *-TASBATCH          BATCH ERUS DATA LENGTH

               *

               *---------------------------------

               *

               *        TPMON ERUS TASK DATA

               *

00007C                  ORG   TASVDATA

        00044  TASTPMON EQU   *

000044                  DS    CL8                 ....UNUSED

00004C         TASTPGNM DS    CL8                 ..PROGRAM NAME

000054                  DS    CL8                 ....UNUSED

00005C                  DS    CL8                 ....UNUSED

000064         TASTLID  DS   0CL8                 ..LOCAL ID FROM LRE

000064         TASTLID1 DS    CL4                 ....LRELID1 - IDMSINTX TPNAME

000068         TASTLID2 DS    XL4                 ....LRELID2
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        00028  TASTVLEN EQU   *-TASTPMON          TPMON ERUS DATA LENGTH

               *

               *---------------------------------

               *

00006C                  ORG   ,

        00062  TASVLEN  EQU   *-TASVDATA          VARIABLE DATA LENGTH

               *

               *--------------------------------------------------------------------

               *--------------------------------------------------------------------

               *

               *        TASK COMPLETION DATA

               *

        00080  TASABND  EQU   X'80'               ..TASK ABEND

        00040  TASABRT  EQU   X'40'               ..ADS DIALOG ABORT

        00020  TASTOUT  EQU   X'20'               ..TASK TIMED OUT (SINGLE ECB)

        00010  TASTOUL  EQU   X'10'               ..TASK TIMED OUT (ECB LIST)

0000A6         TASTABND DS    X                   TASK ABEND FLAG

0000A7                  DS    X                   ** RESERVED **

0000A8         TASABMSG DS    PL4                 ABEND MESSAGE NUMBER

0000AC         TASABCDE DS    CL4                 ABEND CODE

               *

               *--------------------------------------------------------------------

               *

               *        TASK ACCOUNTING DATA
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               *

0000B0         TASBLGRP DS    CL12                BILLING GROUP (FROM SON)

               *

0000BC         TASUFLD1 DS    CL8                 USER FIELDS

0000C4         TASUFLD2 DS    CL8                 ..AVAILABLE FOR USER

0000CC         TASUFLD3 DS    CL8                 ..PERFMON DOES NOT MODIFY

               *

               *--------------------------------------------------------------------

               *

               *        ADSO DATA

               *

0000D4         TASDLGNM DS    CL8                 DIALOG NAME      (FDB)

0000DC         TASAPLNM DS    CL8                 APPLICATION NAME (ADB)

0000E4         TASMXLVL DS    X                   MAX # DIALOG LEVELS

0000E5         TASMXRBB DS    X                   MAX # RBBS

0000E6         TAS#DBLV DS    X                   # LEVELS DOING DB WORK AT TASKTERM

0000E7                  DS    XL3                 **  RESERVED  **

               *

               *--------------------------------------------------------------------

               *

0000EC                  DS   0F

               *

        000EC  TAS1DSLN EQU   *-#PMTAS            PART1 - LENGTH OF RECORD

               *

               *
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        000D0  TAS1DTLN EQU   TAS1DSLN-TASHDRLN   PART1 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *--------------------------------------------------------------------

               *

0000EC                  ORG   TASDATA

               *

               *--------------------------------------------------------------------

               *

               *        PART2 - TAWSEQ#=2

               *

               *---------------------------------

               *

00001C         TASDCTRL DS    H     ????          TERMINAL READ LENGTH

00001E         TASDCTWL DS    H     ????          TERMINAL WRITE LENGTH

               *

000020         TASSTGKP DS    F                   STG KEPT AT TASK TERMINATION

000024         TASSTGRL DS    F                   STG RELOCATED (TO SCRATCH)

000028         TASPGMUS DS    F                   PGMPOOL IN USE AT TASK TERMINATION

00002C         TASPGMHW DS    F                   PGMPOOL HIGH WATER MARK

               *---------------------------------

               *

               *        TASK DC STATISTICS

               *
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000030         TASPGMCL DS    F                   # OF PROGRAMS CALLED

000034         TASPGMLD DS    F                   # OF PGMS LOADED

000038         TASTRMRD DS    F                   # OF TERMINAL READS

00003C         TASTRMWR DS    F                   # OF TERMINAL WRITES

000040         TASTRMER DS    F                   # OF TERMINAL ERRORS

000044         TASSTGGT DS    F                   # OF GET STORAGE REQUESTS

000048         TASSCRGT DS    F                   # OF SCRATCH GETS

00004C         TASSCRPT DS    F                   # OF SCRATCH PUTS

000050         TASSCRDL DS    F                   # OF SCRATCH DELETES

000054         TASQUEGT DS    F                   # OF QUEUE GETS

000058         TASQUEPT DS    F                   # OF QUEUE PUTS

00005C         TASQUEDL DS    F                   # OF QUEUE DELETES

000060         TASGETIM DS    F                   # OF GETTIME REQUESTS

000064         TASSETIM DS    F                   # OF SETTIME REQUESTS

000068         TASDBRQS DS    F                   # OF DB SERVICE RQSTS   (STCDBRQS)

00006C         TASHISTK DS    F                   MAX WORDS USED IN STACK

000070         TASTIMUS DS    F                   USER MODE TIME   (10**-4 SECONDS)

000074         TASTIMSY DS    F                   SYSTEM MODE TIME (10**-4 SECONDS)

000078         TASTIMWT DS    F                   WAIT TIME        (10**-4 SECONDS)

00007C         TASHIRCE DS    F                   MAXIMUM NUMBER OF RCE'S USED

000080         TASHIRLE DS    F                   MAXIMUM NUMBER OF RLE'S USED

000084         TASHIDPE DS    F                   MAXIMUM NUMBER OF DPE'S USED

000088         TASSTGHW DS    F                   STORAGE HIGH WATER MARK

00008C         TASSTGFR DS    F                   # OF FREE STORAGE REQUESTS

000090         TASSVRQS DS    F                   # OF DCSYSTEM SERVICE RQSTS
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000094         TASDCEND DS   0F                   END OF TASK DC STATS

               *

               *---------------------------------

               *

               *        TASK DB STATISTICS

               *

               *---------------------------------

               *

000094         TASPAGRD DS    F                   # OF PAGES READ

000098         TASPAGWR DS    F                   # OF PAGES WRITTEN

00009C         TASPAGRQ DS    F                   # OF PAGES REQUESTED

0000A0         TASCALNO DS    F                   # OF CALC RECS WITH NO OFLOW

0000A4         TASCALOF DS    F                   # OF CALC RECS WITH OFLOW

0000A8         TASVIANO DS    F                   # OF VIA RECS WITH NO OFLOW

0000AC         TASVIAOF DS    F                   # OF VIA RECS WITH OFLOW

0000B0         TASRECRQ DS    F                   # OF RECORDS REQUESTED

0000B4         TASRECCU DS    F                   # OF RECS CURRENT OF RUNUNIT

0000B8         TASDBCLS DS    F                   # OF DBMS CALLS         (STBDBRQS)

0000BC         TASFRAGS DS    F                   # OF FRAGMENTS STORED

0000C0         TASRELO  DS    F                   # OF RECORDS RELOCATED

0000C4         TASTLOCK DS    F                   # OF LOCKS        FOR RU

0000C8         TASSLOCK DS    F                   # OF SELECT LOCKS FOR RU

0000CC         TASULOCK DS    F                   # OF UPDATE LOCKS FOR RU

0000D0         TASDBEND DS   0F                   END OF TASK DB STATS
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0000D0         TASUPCNT DS    F                   # OF RECORDS UPDATED

0000D4         TASCACHE DS    F                   # OF RECORDS FOUND IN CACHE

0000D8         TASPRFET DS    F                   # OF RECORDS FOUND IN PREFETCH

0000DC         TASDBEN2 DS   0F                   END OF TASK DB STATS

               *

0000DC                  DS   0F

               *

        000DC  TAS2DSLN EQU   *-#PMTAS            PART2 - LENGTH OF RECORD

               *

               *

        000C0  TAS2DTLN EQU   TAS2DSLN-TASHDRLN   PART2 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *--------------------------------------------------------------------

               *

0000DC                  ORG   TASDATA

               *

               *--------------------------------------------------------------------

               *

               *        PART3 - TAWSEQ#=3

               *

               *---------------------------------

               *

               *        TASK SQL STATISTICS

               *
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               *---------------------------------

               *

00001C         TAS#CMD  DS    F                   # OF SQL COMMANDS EXECUTED

000020         TAS#FET  DS    F                   # OF ROWS FETCHED

000024         TAS#INS  DS    F                   # OF ROWS INSERTED

000028         TAS#UPD  DS    F                   # OF ROWS UPDATED

00002C         TAS#DEL  DS    F                   # OF ROWS DELETED

000030         TAS#SRT  DS    F                   # OF SORTS PERFORMED

000034         TAS#SRR  DS    F                   # OF ROWS SORTED

000038         TAS#SMI  DS    F                   # OF MINIMUM ROWS SORTED

00003C         TAS#SMX  DS    F                   # OF MAXIMUM ROWS SORTED

000040         TAS#AMC  DS    F                   # OF AM RECOMPILES

000044         TASSQEND DS   0F                   END OF TASK SQL STATS

               *

               *--------------------------------------------------------------------

               *

               *        Extended DC Statistics                                  R180

               *

               *--------------------------------------------------------------------

000048         TASXBEG  DS    0D                  Beginning of Extended statistics

000048         TASSYTI  DS    D                   CPU time in TOD

000050         TASCPTI  DS    D                   SRB CPU time on CP in TOD

000058         TASZPTI  DS    D                   SRB CPU time on zIIP in TOD

000060         TASUSTI  DS    D                   User mode time in TOD
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000068         TASTTTI  DS    D                   TCB CPU time in TOD

000070         TASENTI  DS    D                   Total enclave SRB CPU time in TOD

               *

               *---------------------------------------------------------------------
               *

               *        DC TCP/IP information                              IDMS/5313

               *
               *---------------------------------------------------------------------
000078         TASRIPDS DS    CL48                Remote IPA address (dotted string) 
0000A8         TASRPOR  DS    CL8                 Remote port number (decimal)       
0000B0         TASRIPA  DS    XL16                Remote IPA address (binary)        
0000C0                  DS    5D                  Reserved

0000E8         TASXEND  DS    0D                  End of Extended statistics

               *

               *--------------------------------------------------------------------

               *

0000E8                  DS   0F

        000E8  TAS3DSLN EQU   *-#PMTAS            PART3 - LENGTH OF RECORD

               *

        000CC  TAS3DTLN EQU   TAS3DSLN-TASHDRLN   PART3 - LENGTH OF RECORD DATA

               *

               *--------------------------------------------------------------------

               *

0000E8                  ORG   ,

               *

        000F0  TASMXLEN EQU   ((*-#PMTAS+7)/8)*8  LENGTH OF LONGEST PART

               *

               *--------------------------------------------------------------------
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#PMTAWDS

                        COPY #PMTAWDS
               *********************************************************************
               ***                                                               ***
               ***      #PMTAW - TASK WAIT RECORD                                ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE TASK WAIT RECORD PER TASK
               *              IF #PMOPT TASKWAIT=YES
               *
               *--------------------------------------------------------------------
               *

Offset  Value

000000         #PMTAW   DSECT                                               11/24/95
               *
               *--------------------------------------------------------------------
               *
000000         TAWHDR   DS   0H                   RECORD HEADER
               *
000000         TAWLEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         TAWRTYPE DS    X                   RECORD TYPE
        00011  TAW$TYPE EQU      17               ..PMAM TASK WAIT RECORD
000003         TAWSEQ#  DS    X                   SEQUENCE NUMBER
000004         TAWVER#  DS    X                   RECORD VERSION
        00001  TAW$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008         TAWTSKID DS    F                   TASK ID
00000C         TAWSDATE DS    PL4                 TASK START DATE       (00YYYDDF)
000010         TAWSTIME DS    F                   TASK START TIME       (10**-4 SEC)
000014         TAWEDATE DS    PL4                 TASK END DATE         (00YYYDDF)
000018         TAWETIME DS    F                   TASK END TIME         (10**-4 SEC)
               *
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        0001C  TAWHDRLN EQU   *-TAWHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  TAWDATA  EQU   *                   START OF TASK WAIT DATA
               *
               *--------------------------------------------------------------------
               *
               *        PART1 - TAWSEQ#=1
               *
               *--------------------------------------------------------------------
               *
00001C                  DS    F                   ** RESERVED **
               *
000020         TAW1BKTS DS   0F                   PART1 - START OF WAIT TIME BUCKETS
               *
000020         TAWDBIR  DS   0F                   DBIO READ WAIT
000020         TAWDBIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000024         TAWDBIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000028         TAWDBIR# DS    F                   ....# WAITS
               *
00002C         TAWDBIW  DS   0F                   DBIO WRITE WAITS
00002C         TAWDBIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000030         TAWDBIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

Offset  Value

000034         TAWDBIW# DS    F                   ....# WAITS
               *
000038         TAWFCBX  DS   0F                   DBIO WAITING ON A PRIOR I/O(DOS)
000038         TAWFCBXT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00003C         TAWFCBXH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000040         TAWFCBX# DS    F                   ....# WAITS
               *
000044         TAWDBFR  DS   0F                   DB BUFFER WAIT
000044         TAWDBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000048         TAWDBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00004C         TAWDBFR# DS    F                   ....# WAITS
               *
000050         TAWJRLR  DS   0F                   JRNL READ WAIT
000050         TAWJRLRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000054         TAWJRLRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000058         TAWJRLR# DS    F                   ....# WAITS
               *
00005C         TAWJRLW  DS   0F                   JRNL WRITE WAIT
00005C         TAWJRLWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
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000060         TAWJRLWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000064         TAWJRLW# DS    F                   ....# WAITS
               *
000068         TAWJBFR  DS   0F                   JRNL BUFFER WAIT
000068         TAWJBFRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00006C         TAWJBFRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000070         TAWJBFR# DS    F                   ....# WAITS
               *
000074         TAWDBKY  DS   0F                   DBKEY WAIT
000074         TAWDBKYT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000078         TAWDBKYH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00007C         TAWDBKY# DS    F                   ....# WAITS
               *
000080         TAWLOGR  DS   0F                   DCLOG READ WAIT
000080         TAWLOGRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000084         TAWLOGRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000088         TAWLOGR# DS    F                   ....# WAITS
               *
00008C         TAWLOGW  DS   0F                   DCLOG WRITE WAIT
00008C         TAWLOGWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000090         TAWLOGWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000094         TAWLOGW# DS    F                   ....# WAITS
               *
000098         TAWLOGS  DS   0F                   DCLOG SINGLE THREAD WAIT
000098         TAWLOGST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00009C         TAWLOGSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000A0         TAWLOGS# DS    F                   ....# WAITS
               *
0000A4         TAWLOGF  DS   0F                   DCLOG FULL  WAIT
0000A4         TAWLOGFT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000A8         TAWLOGFH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000AC         TAWLOGF# DS    F                   ....# WAITS
               *
0000B0         TAWSCRR  DS   0F                   SCRATCH READ WAIT
0000B0         TAWSCRRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000B4         TAWSCRRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000B8         TAWSCRR# DS    F                   ....# WAITS
               *
0000BC         TAWSCRW  DS   0F                   SCRATCH WRITE WAIT
0000BC         TAWSCRWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000C0         TAWSCRWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000C4         TAWSCRW# DS    F                   ....# WAITS
               *
0000C8         TAWSCRS  DS   0F                   SCRATCH SINGLE THREAD WAIT
0000C8         TAWSCRST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000CC         TAWSCRSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
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0000D0         TAWSCRS# DS    F                   ....# WAITS

Offset  Value

               *

0000D4         TAWQUER  DS   0F                   QUEUE READ WAIT
0000D4         TAWQUERT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000D8         TAWQUERH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000DC         TAWQUER# DS    F                   ....# WAITS
               *

0000E0         TAWQUEW  DS   0F                   QUEUE WRITE WAIT
0000E0         TAWQUEWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000E4         TAWQUEWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000E8         TAWQUEW# DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
0000EC                  DS   0F
        000EC  TAW1DSLN EQU   *-#PMTAW            PART1 - LENGTH OF RECORD
               *
               *
        00011  TAW1#BKT EQU   17                  PART1 - # WAIT BUCKETS
        000D0  TAW1DTLN EQU   TAW1DSLN-TAWHDRLN   PART1 - LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------
               *--------------------------------------------------------------------
               *
0000EC                  ORG   TAWDATA
               *
               *--------------------------------------------------------------------
               *
               *        PART2 - TAWSEQ#=2
               *
               *--------------------------------------------------------------------
               *
00001C         TAW2BKTS DS   0F                   PART2 - START OF WAIT TIME BUCKETS
               *
00001C         TAWSTGP  DS   0F                   STORAGE POOL WAIT
00001C         TAWSTGPT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000020         TAWSTGPH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000024         TAWSTGP# DS    F                   ....# WAITS
               *
000028         TAWPGMP  DS   0F                   PGM POOL WAIT
000028         TAWPGMPT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
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00002C         TAWPGMPH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000030         TAWPGMP# DS    F                   ....# WAITS
               *
000034         TAWPGML  DS   0F                   PGM LOAD WAIT
000034         TAWPGMLT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000038         TAWPGMLH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00003C         TAWPGML# DS    F                   ....# WAITS
               *
000040         TAWLDRS  DS   0F                   LOADER SINGLE THREAD WAIT
000040         TAWLDRST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000044         TAWLDRSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000048         TAWLDRS# DS    F                   ....# WAITS
               *
00004C         TAWACCS  DS   0F                   AREA ACCESS WAIT
00004C         TAWACCST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000050         TAWACCSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000054         TAWACCS# DS    F                   ....# WAITS
               *
000058         TAWERUS  DS   0F                   ERUS WAIT
000058         TAWERUST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00005C         TAWERUSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000060         TAWERUS# DS    F                   ....# WAITS
               *
000064         TAWDDSW  DS   0F                   DDS WAIT
000064         TAWDDSWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000068         TAWDDSWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)

Offset  Value

00006C         TAWDDSW# DS    F                   ....# WAITS
               *
000070         TAWCKUS  DS   0F                   CHECKUSER SUBTASK WAIT
000070         TAWCKUST DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000074         TAWCKUSH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000078         TAWCKUS# DS    F                   ....# WAITS
               *
00007C         TAWTPIR  DS   0F                   TPIO READ WAIT
00007C         TAWTPIRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000080         TAWTPIRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000084         TAWTPIR# DS    F                   ....# WAITS
               *
000088         TAWTPIW  DS   0F                   TPIO WRITE WAIT
000088         TAWTPIWT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00008C         TAWTPIWH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000090         TAWTPIW# DS    F                   ....# WAITS
               *
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000094         TAWDBG   DS   0F                   DBGROUP WAIT
000094         TAWDBGT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000098         TAWDBGH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00009C         TAWDBG#  DS    F                   ....# WAITS
               *
0000A0         TAWSHC   DS   0F                   SHARED CACHE WAIT
0000A0         TAWSHCT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000A4         TAWSHCH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000A8         TAWSHC#  DS    F                   ....# WAITS
               *
0000AC         TAWOTHE  DS   0F                   OTHER EXTERNAL WAITS
0000AC         TAWOTHET DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000B0         TAWOTHEH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000B4         TAWOTHE# DS    F                   ....# WAITS
               *
0000B8         TAWOTHR  DS   0F                   OTHER INTERNAL WAITS
0000B8         TAWOTHRT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000BC         TAWOTHRH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000C0         TAWOTHR# DS    F                   ....# WAITS
               *
0000C4                  DS   0F                   ** RESERVED **
0000C4                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000C8                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000CC                  DS    F                   ....# WAITS
               *
0000D0                  DS   0F                   ** RESERVED **
0000D0                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
0000D4                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
0000D8                  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
0000DC                  DS   0F
        000DC  TAW2DSLN EQU   *-#PMTAW            PART2 - LENGTH OF RECORD
               *
        0000E  TAW2#BKT EQU   14                  PART2 - # WAIT BUCKETS
        000C0  TAW2DTLN EQU   TAW2DSLN-TAWHDRLN   PART2 - LENGTH OF RECORD DATA
               *
               *--------------------------------------------------------------------
               *
0000DC                  ORG   ,
               *
        000EC  TAWMXLEN EQU   ((*-#PMTAW+3)/4)*4  LENGTH OF LARGEST PART
               *
        0001F  TAW#BKTS EQU   TAW1#BKT+TAW2#BKT   # WAIT BUCKETS ENTIRE RECORD
               *
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               *--------------------------------------------------------------------

#PMXLIDS

                        COPY #PMXLIDS
               *********************************************************************
               ***                                                               ***
               ***      #PMXLI - PMIM DSG XESList wait record                    ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *-

Offset  Value

000000         XLILN    DSECT
               * To simplify coding, the 3 wait fullwords are to be first
000000         XLILNTWT DS    F                   ....SUM OF WAIT TIMES (10**-4 sec)
000004         XLILNHWT DS    F                   ....HIGHEST WAIT TIME (10**-4 sec)
000008         XLILN#WT DS    F                   ....# WAITS
00000C         XLILN#R  DS    F                   # Reads
000010         XLILN#W  DS    F                   # Writes
000014         XLILN#D  DS    F                   # Deletes
        00018  XLILNLEN EQU   *-XLILN             Sizeof(resource type info)
               *
000000         #PMXLI   DSECT
               *
               *--------------------------------------------------------------------
               *
000000         XLIHDR   DS   0H                   Record header
               *
000000         XLILEN   DS    H                   Record length         (inclusive)
000002         XLIRTYPE DS    X                   Record type
        0000E  XLI$TYPE EQU      14               ..PMIM DSG XESList wait record
000003         XLISEQ#  DS    X                   Sequence number
000004         XLIVER#  DS    X                   Record version
        00001  XLI$VER  EQU       1               ..Current version
000005                  DS    XL3                 ** RESERVED **
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               *
000008                  DS    F                   ** RESERVED **
00000C         XLISDATE DS    PL4                 Interval start date   (0CYYYDDF)
000010         XLISTIME DS    F                   Interval start time   (10**-4 sec)
000014         XLIEDATE DS    PL4                 Interval end date     (0CYYYDDF)
000018         XLIETIME DS    F                   Interval end time     (10**-4 sec)
               *
        0001C  XLIHDRLN EQU   *-XLIHDR            Header length
               *
               *--------------------------------------------------------------------
               *
        00004  XLILIST# EQU   4                   Number of lists in record
        0001C  XLIDATA  EQU   *                   Start of data
00001C         XLISTRNM DS    CL16                Structure name
00002C         XLIDTAIL DS    (XLILIST#)XL(XLILNLEN)
        0008C  XLIDSLEN EQU   *-#PMXLI            Length of record
               *
        00070  XLIDTLEN EQU   XLIDSLEN-XLIHDRLN   Length of record data
               *
               *--------------------------------------------------------------------

#PMXLKDS

                        COPY #PMXLKDS
               *********************************************************************
               ***                                                               ***
               ***      #PMXLK - PMIM DSG XESLOck wait record                    ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *-

Offset  Value

000000         XLKRT    DSECT
               * To simplify coding, the 3 wait fullwords are to be first
000000         XLKRTTWT DS    F                   ....SUM OF WAIT TIMES (10**-4 sec)
000004         XLKRTHWT DS    F                   ....HIGHEST WAIT TIME (10**-4 sec)

 1307



 Administrating

000008         XLKRT#WT DS    F                   ....# WAITS
00000C         XLKRT#O  DS    F                   # Obtains
000010         XLKRT#A  DS    F                   # Alters
000014         XLKRT#R  DS    F                   # Releases
000018         XLKRT#CX DS    F                   # Contention exit runs
00001C         XLKRT#NX DS    F                   # Notify exit runs
        00020  XLKRTLEN EQU   *-XLKRT             Sizeof(resource type info)
               *
000000         #PMXLK   DSECT
               *
               *--------------------------------------------------------------------
               *
000000         XLKHDR   DS   0H                   Record header
               *
000000         XLKLEN   DS    H                   Record length         (inclusive)
000002         XLKRTYPE DS    X                   Record type
        0000D  XLK$TYPE EQU      13               ..PMIM DSG XESLock wait record
000003         XLKSEQ#  DS    X                   Sequence number
000004         XLKVER#  DS    X                   Record version
        00001  XLK$VER  EQU       1               ..Current version
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         XLKSDATE DS    PL4                 Interval start date   (0CYYYDDF)
000010         XLKSTIME DS    F                   Interval start time   (10**-4 sec)
000014         XLKEDATE DS    PL4                 Interval end date     (0CYYYDDF)
000018         XLKETIME DS    F                   Interval end time     (10**-4 sec)
               *
        0001C  XLKHDRLN EQU   *-XLKHDR            Header length
               *
               *--------------------------------------------------------------------
               *
        0001C  XLKDATA  EQU   *                   Start of data
00001C         XLKSTRNM DS    CL16                Structure name
               *
        00006  XLKRTYP1 EQU   6                   Number of resource types in part 1
00002C         XLKDATA1 DS    (XLKRTYP1)XL(XLKRTLEN)   Space for first 6 res. types
        000EC  XLKDSLN1 EQU   *-#PMXLK            Length of record part 1
0000EC                  ORG   XLKDATA
        00002  XLKRTYP2 EQU   2                   Number of resource types in part 2
00001C         XLKDATA2 DS    (XLKRTYP2)XL(XLKRTLEN)   Space for last 2 res. types
        0005C  XLKDSLN2 EQU   *-#PMXLK            Length of record part 2
00005C                  ORG
               *

Offset  Value
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        000EC  XLKDSLEN EQU   *-#PMXLK            Length of record
               *
        000D0  XLKDTLEN EQU   XLKDSLEN-XLKHDRLN   Length of record data
               *
               *--------------------------------------------------------------------

#PMXMSDS

                        COPY #PMXMSDS
               *********************************************************************
               ***                                                               ***
               ***      #PMXMS - PMIM DSG XCFMsg wait record                     ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *-

Offset  Value

000000         XMSMT    DSECT
000000         XMSMT#S  DS    F                   # Sends
000004         XMSMT#R  DS    F                   # Receives
        00008  XMSMTLEN EQU   *-XMSMT             Sizeof(message type info)
               *
000000         #PMXMS   DSECT
               *
               *--------------------------------------------------------------------
               *
000000         XMSHDR   DS   0H                   Record header
               *
000000         XMSLEN   DS    H                   Record length         (inclusive)
000002         XMSRTYPE DS    X                   Record type
        0000F  XMS$TYPE EQU      15               ..PMIM DSG XCFMsg wait record
000003         XMSSEQ#  DS    X                   Sequence number
000004         XMSVER#  DS    X                   Record version
        00001  XMS$VER  EQU       1               ..Current version
000005                  DS    XL3                 ** RESERVED **
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               *
000008                  DS    F                   ** RESERVED **
00000C         XMSSDATE DS    PL4                 Interval start date   (0CYYYDDF)
000010         XMSSTIME DS    F                   Interval start time   (10**-4 sec)
000014         XMSEDATE DS    PL4                 Interval end date     (0CYYYDDF)
000018         XMSETIME DS    F                   Interval end time     (10**-4 sec)
               *
        0001C  XMSHDRLN EQU   *-XMSHDR            Header length
               *
               *--------------------------------------------------------------------
               *
00001C                  DS    0F                  Align XMSDATA
        0001C  XMSDATA  EQU   *                   Start of data
00001C         XMSGRPNM DS    XL8                 Group name
000024         XMSGMNAM DS    CL8                 Group member name
00002C         XMSGMSTA DS    X                   Member status
00002D         XMSGMUSP DS    X                   User state field: prior state
00002E         XMSGMUSC DS    X                   User state field: current state
00002F                  DS    X                   Reserved
000030         XMSGMMTD DS    (XMBGMMT#)XL(XMSMTLEN)
        00070  XMSDSLEN EQU   *-#PMXMS            Length of record
               *
        00054  XMSDTLEN EQU   XMSDSLEN-XMSHDRLN   Length of record data
               *
               *--------------------------------------------------------------------

#PMYPEDS

                        COPY #PMYPEDS
               *********************************************************************
               ***                                                               ***
               ***      #PMYPE - PMIM STORAGE TYPE WAIT RECORD                   ***
               ***                                                               ***
               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***
               ***                                                               ***
               ***                                                               ***
               ***                                                               ***
               *********************************************************************
               *
               *        ONE FOR NON-XA STORAGE
               *        ONE FOR XA STORAGE IF PRESENT
               *
               *--------------------------------------------------------------------
               *
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Offset  Value

000000         #PMYPE   DSECT                                     03/03/88
               *
               *--------------------------------------------------------------------
               *
000000         YPEHDR   DS   0H                   RECORD HEADER
               *
000000         YPELEN   DS    H                   RECORD LENGTH         (INCLUSIVE)
000002         YPERTYPE DS    X                   RECORD TYPE
        0000B  YPE$TYPE EQU      11               ..PMIM STORAGE TYPE WAIT RECORD
000003         YPESEQ#  DS    X                   RECORD SEQUENCE       (ALWAYS 1)
               *
000004         YPEVER#  DS    X                   RECORD VERSION
        00001  YPE$VER  EQU       1               ..CURRENT VERSION
000005                  DS    XL3                 ** RESERVED **
               *
000008                  DS    F                   ** RESERVED **
00000C         YPESDATE DS    PL4                 INTERVAL START DATE   (00YYYDDF)
000010         YPESTIME DS    F                   INTERVAL START TIME   (10**-4 SEC)
000014         YPEEDATE DS    PL4                 INTERVAL END DATE     (00YYYDDF)
000018         YPEETIME DS    F                   INTERVAL END TIME     (10**-4 SEC)
               *
        0001C  YPEHDRLN EQU   *-YPEHDR            HEADER LENGTH
               *
               *--------------------------------------------------------------------
               *
        0001C  YPEDATA  EQU   *                   START OF STORAGE TYPE DATA
               *
00001C         YPESLOC  DS    XL1                 STORAGE LOCATION
        00080  YPEABOV  EQU   X'80'               ..LOCATION ABOVE 16 MEG
        00040  YPEBELO  EQU   X'40'               ..LOCATION BELOW 16 MEG
00001D                  DS    XL3                 **  RESERVED  **
000020                  DS    F                   **  RESERVED  **
               *
               *--------------------------------------------------------------------
               *
000024         YPEWBKTS DS   0F                   START OF WAIT TIME STATISTICS
               *
000024         YPESHR   DS   0F                   SHARED STORAGE WAIT
000024         YPESHRT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000028         YPESHRH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00002C         YPESHR#  DS    F                   ....# WAITS
               *
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000030         YPESHRK  DS   0F                   SHARED-KEPT STORAGE WAIT
000030         YPESHRKT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)

Offset  Value

000034         YPESHRKH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000038         YPESHRK# DS    F                   ....# WAITS
               *
00003C         YPEUSR   DS   0F                   USER STORAGE WAIT
00003C         YPEUSRT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000040         YPEUSRH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000044         YPEUSR#  DS    F                   ....# WAITS
               *
000048         YPEUSRK  DS   0F                   USER-KEPT STORAGE WAIT
000048         YPEUSRKT DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00004C         YPEUSRKH DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000050         YPEUSRK# DS    F                   ....# WAITS
               *
000054         YPETRM   DS   0F                   TERMINAL STORAGE WAIT
000054         YPETRMT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000058         YPETRMH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
00005C         YPETRM#  DS    F                   ....# WAITS
               *
000060         YPEDBA   DS   0F                   DATABASE STORAGE WAIT
000060         YPEDBAT  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000064         YPEDBAH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000068         YPEDBA#  DS    F                   ....# WAITS
               *
00006C         YPESYS   DS   0F                   SYSTEM STORAGE WAIT
00006C         YPESYST  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
000070         YPESYSH  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000074         YPESYS#  DS    F                   ....# WAITS
               *
000078                  DS   0F                   ** RESERVED **
000078                  DS    F                   ....SUM OF WAIT TIMES (10**-4 SEC)
00007C                  DS    F                   ....HIGHEST WAIT TIME (10**-4 SEC)
000080                  DS    F                   ....# WAITS
               *
               *--------------------------------------------------------------------
               *
        00084  YPEDSLEN EQU   ((*-#PMYPE+3)/4)*4  LENGTH OF RECORD
               *
               *--------------------------------------------------------------------
               *
        00007  YPE#BKTS EQU   7                   # WAIT BUCKETS
        00068  YPEDTLEN EQU   YPEDSLEN-YPEHDRLN   LENGTH OF RECORD DATA
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               *
               *--------------------------------------------------------------------

Administrating CA IDMS System Operations
When you install CA™ IDMS, the software delivery is streamlined to install all CA IDMS product component options. This
process makes it easier to do the following activities:

• Install and maintain products with fewer choices and a simplified process.
• Install the software once and use different mixes of products in different environments.
• Try a new product.

Legal use of CA products is subject to your license agreement and verified through LMP (license Management Product)
key checking. If a required LMP key is not installed, any attempt to use the associated product results in warning
messages.

 

Introduction
This section describes how to maintain and use database services and teleprocessing services in the DC/UCF
environment. These services are provided for the development and execution of applications as follows:

• Database services—Allow batch and online applications to access and update the databases controlled by DC/UCF.
The full range of CA IDMS database services is provided.

• Teleprocessing services—Allow concurrent execution of online applications from multiple terminals managed by DC/
UCF.

Development, production, and end-user systems can coexist in the CA IDMS environment.

This section is intended for System Administrators who are responsible for creating and maintaining DC/UCF systems,
and Systems Programmers who code user-exit routines and make other system-level definitions.

This section contains the following articles:

  

Module Identification
To comply with CA CSM serviceability standards, most assembler modules distributed by CA contain the following
identification and state information:

• Module release level
• Date and time of assembly
• Function identifier (FMID) with which the module is associated
• Required maintenance identifier (RMID) indicating the module’s maintenance level.

You can display this information using these CA IDMS facilities:

• The DCMT DISPLAY MODID command displays detailed information about an individual program and summary
information for a range of programs.

• LOOK DATES and LOOK PROGRAM additionally display the FMID and RMID for the components of a specific
program.
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Software Components
This section uses the term CA IDMS to refer to any one of the following CA IDMS components:

• CA IDMS/DB—The database management system
• CA IDMS/DC—The data communications system and proprietary teleprocessing monitor
• DC/UCF—The universal communications facility for accessing CA IDMS database and data communications services

through another teleprocessing monitor, such as CICS
• CA IDMS DDS—The distributed database system

This section uses the terms DB, DC, DC/UCF, and DDS to identify the specific CA IDMS component only when it is
important to your understanding of the product.

DC/UCF Teleprocessing Services
CA IDMS teleprocessing services are managed by either DC or UCF as follows:

• DC is the CA IDMS teleprocessing monitor. It manages terminal input and output operations and all devices in a
teleprocessing network.

• UCF is the CA IDMS interface to other teleprocessing (TP) monitors. UCF allows online DC applications and software
components to be executed from batch or from terminals controlled by TP monitors other than DC.

DC Systems

DC manages the data communications environment, integrating terminal input/output (I/O) operations with central version
database operations. Additionally, DC manages all devices in the teleprocessing network.

DC is fully integrated with CA IDMS DBMS, providing all CA IDMS central version database services in addition to the
teleprocessing services necessary to execute online application programs.

Because DC controls terminal I/O operations, online application programs can execute within the DC region/partition.
This architecture results in reduced CPU time and faster terminal response time because database requests are not
transferred across regions/partitions.

The following illustration shows how the DC system handles both batch and online application programs. In this
illustration, online application program A executes in the DC/UCF region/partition. At the same time, batch program B
executes in a separate region/partition and passes its requests for database services through a supervisor call (SVC).
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NOTE

For more information about how database requests are passed from batch programs to DC/UCF, see CA IDMS
Database Services. 

UCF Systems

UCF allows online CA IDMS application programs to be executed from terminals controlled by a non-DC teleprocessing
monitor, while providing all the services of DC. UCF also allows programs to be executed from a different DC system.

Supported teleprocessing monitors

UCF supports the following teleprocessing monitors (TP monitors) and terminal control facilities:
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• BATCH (used to simulate a line mode terminal)
• CICS
• CMS (z/VM)
• DC
• TSO

UCF Components

The following are the major components of the UCF runtime environment:

• Host TP monitor—The teleprocessing monitor that controls terminal input/output operations. The host TP monitor is
commonly referred to as the front-end system.

• UCF front-end program—The program that executes within the host TP-monitor region/partition and communicates
with the UCF back-end system.

• UCF back-end system—A DC/UCF system that provides all the capabilities of a standard DC system except terminal
handling.

The following illustration shows the major components of the UCF runtime environment. The end user invokes a front-end
UCF task. The task is executed by the UCF back-end system.
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CA IDMS Database Services
In the DC/UCF system, CA IDMS controls the database environment by managing the flow of information between
application programs and the database.

CA IDMS supports the following two operating modes:
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• Central version operations allow multiple batch and/or online applications to access and update a CA IDMS database
at the same time. All applications using central version services share the same copy of the CA IDMS database
management system (DBMS), which provides security, automatic recovery, and control over concurrent access.

• Local mode operations restrict database access so that a single application, while it executes, has its own dedicated
copy of the DBMS. The application using local mode services has exclusive access to a given database area while in
update mode.

When it executes, a given batch application can execute using local mode services or central version services. A batch
application can sometimes use local mode services and sometimes use central version services.

Central version database services are used for all online programs that access IDMS databases.

NOTE

For more information about the DB environment, see Navigational DML Reference or Administrating CA IDMS
Database.

Central Version Operations

CA IDMS central version operations are typically preferable to local mode operations in cases where more than one
application needs to update the database during the same timeframe. This is because database requests from multiple
application programs are passed to a single copy of the DBMS. Multiple applications can access and/or update the
database concurrently.

Services that are provided by central version operations include:

• Control over concurrent access of database records—Although applications can access the database simultaneously,
applications cannot concurrently update a given database record when using central version database services. This
ensures data integrity and provides for efficient system throughput of multiple jobs.

• Automatic database recovery operations—The DC/UCF system automatically performs database recovery operations
for an aborted database transaction without interrupting service to other concurrently executing transactions. A
database transaction is a recoverable unit of work to the DBMS. An SQL transaction begins with the first SQL request
and ends when it issues a COMMIT WORK statement.

A run unit is that portion of non-SQL program processing that begins with a BIND RUN UNIT statement and ends with
a FINISH statement. It can consist of any number of database requests, and a single program can consist of several
consecutive run units.

This article describes the following information:

Components of Central Version Operations

When performing central version database services for one or more concurrent applications, CA IDMS uses the following
components:

Component Description
DBMS All online and batch applications that request CA IDMS central

version database services share a central copy of the DBMS.
Runtime DMCL The DMCL used under the central version defines all database

areas that application programs may access under the central
version.
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Database name tables A database name table contains database names, which group
one or more segments required by an application, and for non-
SQL database access, subschema mappings. To be used at
runtime, a database name table must be associated with the
runtime DMCL module.

Subschemas A subschema defines a program view of the database when using
native DML or LRF.

Access modules An access module defines both the logical view of a database and
access paths when using SQL.

Subschemas and Access Modules

Subschemas and access modules consist of a fixed portion which is loaded into the DC/UCF program pool at runtime.
They can be shared by any number of concurrently executing programs. For each executing program, a variable portion
is allocated in the DC/UCF storage pool. The variable portion is used to contain the state information for a database
transaction.

DBMS and DMCL

The DBMS and the runtime DMCL module are loaded in the DC/UCF region/partition during system startup. The name of
the DMCL module for the DC/UCF system is specified as a runtime option (discussed in Specifying Runtime Options).

Interpartition Communication

DC/UCF is started in its own region/partition. The following additional components are required for application programs
that request CA IDMS central version services from a region/partition other than the one in which DC/UCF runs:

• CA IDMS SVC (supervisor call) routine—The CA IDMS SVC passes control and data from application programs
executing in regions/partitions other than the one in which DC/UCF executes. The SVC also passes control and data
the other way, from DC/UCF to the application programs. An SVC is used in the following cases:
– For batch applications that request CA IDMS database services while executing in batch region/partitions
– For UCF communication between an application executing in DC/UCF and the TP monitor being used by the end

user
– For TP-monitor applications that request CA IDMS database services from other TP monitors without using UCF
– For DC-to-DC program communication within the same CPU
In z/OS systems, an actual SVC is used. In z/VSE and z/VM systems, equivalent modules perform CA IDMS SVC
services.

• CA IDMS DBMS interface module (IDMS)—The IDMS module loads the appropriate interface module for the
application program as follows:
– The batch interface modules for batch applications
– The TP-monitor interface module for applications that execute under another TP monitor without using UCF

services
Batch programs are link edited with the IDMS module and then started in other region/partitions.

NOTE

For more information, see the Batch Operations and Teleprocessing Operations sections that follow.
• IDMSOPTI module—The IDMSOPTI module supplies database-related information to the batch interface. At runtime,

the batch interface or TP-monitor interface module (for non-UCF programs) reads parameters from the IDMSOPTI
module. These parameters determine whether the application can use central version database services and, if it can,
the DC/UCF system the application can access.

• SYSCTL file—A SYSCTL file can supply application-execution information for batch programs and programs that
execute under other TP monitors without UCF. When appropriate, a user can utilize a SYSCTL file to override
execution and database information that is specified in the IDMSOPTI module for a program.
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NOTE

For more information about the SVC routine, the IDMSOPTI module, and the SYSCTL file, see Setting Up
Interpartition Communication and the SVC.

Batch Operations

Batch programs execute in a batch region/partition. Thus, they do not execute in the same region/partition in which DC/
UCF executes. Batch applications that need to access DB must be link edited with the IDMS module and started as job
steps in their own regions/partitions.

The IDMS module then loads the batch interface, which reads runtime parameters from any of the following sources:

• The IDMSOPTI module (if any) assembled and link edited with the program and the IDMS module before the program
is executed

• A SYSCTL file that is identified at program execution time
• A SYSIDMS parameter file, included in the batch command facility JCL stream.

These parameters dictate the technique used to establish communication between the application program and the
DBMS.

CA IDMS SVC

At runtime, a CA IDMS SVC passes control and data between the batch program in the batch region/partition and the DC/
UCF region/partition.

The following illustration shows CA IDMS central version requests. For each transaction, a storage area that contains
variable information is present in the DC/UCF region. Because programs A and B use the same subschema, they share a
copy of the subschema load modules. If the programs used different subschemas, two subschemas would be present.
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Teleprocessing Operations

Central version operations are required for a teleprocessing (TP) system. If a TP system other than DC is used, all
applications executed on behalf of the TP system share a TP-interface module tailored to the specific TP monitor. TP-
interface modules are provided at DC/UCF installation time for the CICS TP monitor.

NOTE

For a discussion of TP-monitor operating environments, see CA IDMS CICS Considerations.

At runtime, the interface module passes control and data to the CA IDMS SVC, which in turn passes this information to
DC/UCF. Information from DC/UCF is passed through the SVC back to the TP-interface module.

Address spaces
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DC/UCF and the TP monitor run in separate regions/partitions. The following illustration shows how DC/UCF and the TP
monitor each executes in its own region/partition:

 

Local Mode Operations

Each batch application program using CA IDMS local mode database services management system (DBMS). For CA
IDMS to run in local mode, link edited with the application program. (Alternatively, a COBOL application program can load
the IDMS module dynamically at runtime.)

At runtime, CA IDMS loads the batch interface, which in turn loads a copy of the following into the application program's
region/partition:
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• The DBMS
• A DMCL module
• A database name table
• The program's subschema or access module

The DMCL module to be used is named in the SYSIDMS parameter file (the default DMCL name is IDMSDMCL.)

NOTE

For more information about defining subschemas and DMCL modules, see Administrating CA IDMS Database.
For more information about defining access modules, see Programming IDMS SQL.

Database Services

The batch interface passes requests for database services from the application program to the DBMS. The DBMS
performs the requested retrieval/update operations and writes to the journal file if necessary. The following illustration
shows CA IDMS local mode operations. The application program uses a dedicated copy of the database management
system.

Online Software Components
CA IDMS online software components allow users to perform system creation and maintenance activities in an interactive
manner. Online software components are also sometimes referred to as development tools because they allow users to
develop and maintain applications.
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The following table lists available online components. Some of these components are supplied with DC/UCF. Other
components must be purchased as separate products.

Component Description
CA ADS A fourth-generation application development environment,

including ADS online and ADS batch, used to create and execute
online and batch applications that access and update CA IDMS
databases.

Automatic System Facility (ASF) A facility that allows users to create and update non-SQL data
tables.

IDD menu facility A menu-driven facility that allows users to add and maintain
definitions in data dictionaries; the menu facility provides the same
services as online IDD.

CA IDMS Performance Monitor A product that provides online and printed reports on DC/UCF task
and system activities.

CA ICMS A product that links personal computers and minicomputers to
the data management and storage capabilities of the mainframe
computer.

Online debugger A facility that can be used to detect, trace, and eliminate errors in
programs running under the control of DC/UCF.

Online command facility (OCF) An online tool that allows users to create and maintain a physical
database definition and allows SQL users to issue interactive SQL
requests.

Online IDD An online tool that allows users to create and maintain definitions
in the data dictionary using IDD Data Dictionary Definition
Language (DDDL) statements and the IDD DDDL compiler.

Online mapping (OLM) An online tool that allows users to define screen displays for online
applications and data transmission formats for CA ADS Batch
applications.

CA OLQ A product that can be used to retrieve and format information from
CA IDMS databases through an English-like query language.

Online schema compiler An online tool that allows users to utilize the CA IDMS DDL
compiler to create and update schemas.

Online subschema compiler An online tool that allows users to utilize the CA IDMS DDL
compiler to create and update subschemas.

Online system generation compiler An online tool that allows users to create data dictionary
definitions for DC/UCF systems and to generate executable
systems based on those definitions.

Transfer control facility (TCF) A facility that allows users to switch back and forth between CA
IDMS online development tools, without having to terminate their
sessions in the individual tool.

CA IDMS Batch Compilers and Utilities
This section lists batch compilers and utilities provided by CA IDMS. Some compilers and utilities listed here might not be
installed at your site.

Some of these batch compilers and utilities have online counterparts. For example, ADSOBCOM is the batch counterpart
of the CA ADS dialog compiler (ADSC). For a listing of the CA IDMS online software components, see Online Software
Components
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NOTE

For more information about batch utilities used for general system-wide maintenance and CA IDMS database
maintenance, (such as the ARCHIVE JOURNAL utility statement), see Utilities.

Information about compilers can be found in documentation about related products and facilities. For example, information
about the DDDL compiler can be found in IDD DDDL Reference. Information about IDMSDMLC, the COBOL DML
precompiler, can be found in the IDMS Reference Guide.

For compilers and utilities that can run in both local mode and central version, keep in mind the following:

• When you use central version services, you can use comprehensive CA IDMS database recovery facilities in cases
where the job abends. When you are updating the database, you generally should use central version services, unless
you have backed up or otherwise protected the database.

• When you use local mode services, you must restrict other users from using or updating those database areas. This
can be done by shutting down central version services or varying offline the areas that are updated by the local mode
job.

Local mode is therefore appropriate when data required by your job must not be changed by other users while your job
runs. You also can take advantage of local mode services for jobs that do not need the locking and journaling services
provided under CA IDMS central version.

 Central version and local mode 

The following table lists the batch compilers and utilities that you can execute in either local mode or central version:

Compiler or Utility Description
ADSOBCOM CA ADS dialog generator
ADSOBSYS CA ADS batch environment setup utility
ADSOBTAT CA ADS task application table maintenance utility
ADSORPTS CA ADS reporter
ADSOBPLG CA ADS Batch print log utility
ADSOTRC1 CA ADS Batch trace utility
IDMSBCF *1 Batch command facility
CULPRIT CA Culprit report writer
IDMSDDDL DDDL compiler
IDMSDIRL Dictionary load utility
IDMSDMLA Assembler DML precompiler
IDMSDMLC COBOL DML precompiler
IDMSDMLP PL/I DML precompiler
IDMSLOOK Load module print utility
IDMSRADM Relational database administration utility
IDMSRPTS Data dictionary reports utility
IDMSRSTC Restructure schema compare utility
IDMSCHEM Schema compiler
IDMSUBSC Subschema compiler
OCF *1 Online command facility
RHDCMAP1 Map compiler
RHDCMPUT Map utility
RHDCSGEN DC/UCF system generation compiler
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*1 – For a list of IDMSBCF and OCF utility statements that can be executed in local mode or central version, see Utilities.

Syntax Diagram Conventions
The syntax diagrams that are presented in this documentation use the following notation conventions:

UPPERCASE OR SPECIAL CHARACTERS

This convention represents a required keyword, partial keyword, character, or symbol that must be entered as shown.

lowercase

This convention represents an optional keyword or partial keyword that, if used, must be entered completely as shown.

italicized lowercase

Represents a value that you supply.

lowercase bold

This convention represents a portion of the syntax that is shown in greater detail at the end of the syntax or elsewhere in
the document.

 ◄─
 

This symbol points to the default in a list of choices.

 ►►────────────────────
 

This symbol indicates the beginning of a complete piece of syntax.

 ────────────────────►◄
 

This symbol indicates the end of a complete piece of syntax.

 ─────────────────────►
 

This symbol indicates that the syntax continues on the next line.

 ►─────────────────────
 

This symbol indicates that the syntax continues on this line.

 ────────────────────►─
 

This symbol indicates that the parameter continues on the next line.

 ─►────────────────────
 

This symbol indicates that a parameter continues on this line.

 ►── parameter ─────────►
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This symbol indicates a required parameter.

 ►──┬─ parameter ─┬─────►
    └─ parameter ─┘
 

This symbol indicates a choice of required parameters. You must select one.

 ►──┬─────────────┬─────►
    └─ parameter ─┘
 

This symbol indicates an optional parameter.

 ►──┬─────────────┬─────►
    ├─ parameter ─┤
    └─ parameter ─┘
 

This symbol indicates a choice of optional parameters. Select one or none.

   ┌─────────────┐
 ►─▼─ parameter ─┴──────►
 

This symbol indicates that you can repeat the parameter or can specify more than one parameter.

   ┌─── , ─────────┐
 ►─▼─ parameter ───┴──────►
 

This symbol indicates that you must enter a comma between repetitions of the parameter.

Sample Syntax Diagram

The following example shows how the notation conventions are used:
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Language Support
Various programming languages can be used for applications that run on an online UCF or DC system. A Data
Manipulation Language (DML) precompiler is provided for COBOL, PL/I, and Assembler. The use of the DML allows
programs that are written in these languages to make service calls to the CA IDMS system. For more information about
using these languages, see the following sections of the CA IDMS Reference documentation: "DML Reference for
COBOL," "DML Reference for PL/I," and "DML Reference for Assembler."

Also, application programs that are written in the C Programming language can be used on an online UCF or DC system.

Special considerations for the use of C programs are as follows:

• A CA IDMS precompiler is not available for C. CA IDMS/DB DML and CA IDMS/DC service calls cannot be embedded
in C programs.

• C programs should be defined in the CA IDMS Sysgen with the following characteristics:
 LANGUAGE IS ASSEMBLER REENTRANT
 

• The XPLINK option is not supported.
• Functions which result in the generation of SVC commands are generally not supported. In particular, commands that

result in I/O to an external data set are not supported.
Support is provided for commands that use HEAP and STACK storage, commands that cause the load or deletion of
programs (including DLLs), and for LE message services. Messages are written to the CA IDMS log file.

NOTE

This support does not apply to programs that are compiled with the METAL option.

• Additional restrictions on programs that are compiled with the METAL option are as follows:
– The __cinit() function and any functions that depend on it are not supported.
– The compiled C code must not issue an SVC for storage or for other purposes. For this reason, the C program must

be entered using a function call with register 13 pointing to a preallocated C stack entry. The calling program must
provide enough stack space for the called program and all lower level (downstream) programs through the NAB
mechanism. Because of this restriction, a C program compiled with the METAL option cannot be invoked directly
using TASK CODE nor entered using a DML TRANSFER CONTROL or #LINK verb.

IBM Language Environment Requirements
Access to the IBM® Language Environment (LE) runtime support is required in the following environments:

• Central Version
• Batch job steps that issue CA IDMS SQL statements or that execute IDMSBCF, IDMSDMLC, IDMSDMLP or

ADSOBCOM

Under z/OS, the LE runtime library (usually CEE.SCEERUN) must be in the CDMSLIB concatenation or in the MVS LPA.
For batch jobs, it must be in the STEPLIB concatenation or in the MVS linklist.

Sample JCL (z/OS and z/VSE)
Sample JCL, when provided, can be found at the following locations:

• z/OS—Sample JCL is installed into its own library with a lowest level qualifier of CAGJSAMP. The higher level
qualifiers are determined at install time.

• z/VSE—Sample JCL is installed into the base IDMS sublibrary and the type is defined as SAMPJ. The name of the
library and sublibrary is determined at install time.

 1329



 Administrating

3270 Display Size Support
When using an emulator with a dynamic, alternate display size, CA IDMS can use an 80 column default display size for
VTAM, UCFTSO, and UCFCICS sessions. You do not need to set the alternate display size of the emulator to a supported
3270 model. UCFTSO and UCFCICS use the DFLTSIZ= parameter to indicate the default 3270 model display size.

The following sizes are supported:

• 24x80
• 32x80
• 43x80
• Mod2
• Mod3
• Mod4

VTAM

To access CA IDMS using VTAM, specify a dynamic LOGMODE or configure a session manager for dynamic support. No
additional setup is required within CA IDMS.UCFTSOTo set up the default display size for UCFTSO, the CLIST that is
used to access CA IDMS should include the DFLTSIZ= parameter to be passed to RHDCUCFT to indicate the desired
default 3270 model display size. Multiple CLISTs can be used to support different 3270 model emulations. If no parameter
is specified and a dynamic alternate size is used, the session defaults to Mod2. 

UCFTSO

To set up the default display size for UCFTSO, the CLIST that is used to access CA IDMS should include the DFLTSIZ=
parameter to be passed to RHDCUCFT to indicate the desired default 3270 model display size. Multiple CLISTs can be
used to support different 3270 model emulations. If no parameter is specified and a dynamic alternate size is used, the
session defaults to Mod2. CLIST ExampleThe following example shows how to specify the DFLTSIZE= parameter value
to pass to RHDCUCFT:
CALL 'IDMS.LOADLIB(RHDCUCFT)' 'DFLTSIZ=43X80'

UCFCICS

The #UCFCICS macro is assembled with the DFLTSIZ= parameter to indicate the desired default 3270 model display
size. Multiple copies are used to support different 3270 model emulations. If no parameter is specified and a dynamic
alternate size is used, the session defaults to Mod2.Parameter

Example

 The following example shows the UCFCICS macro with the DFLTSIZ= parameter that specifies Mod4:
UCFCICS4 #UCFCICS COLOR=ONLY,DISC=YES,USERCHK=YES,LASTOUT=TASKEND, X                      
      RESETKB=TASKEND,DFLTSIZ=MOD4

 

More Information: 

UCF Operations 

 

Product Intent Module
You can proactively prevent unauthorized product use and the consequent LMP warnings by declaring your intended
product use. A product intent module is a list of the products that are intended to be used in a given environment; you can
assemble one and place it in your custom load library.
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If you do not have a product intent module, all products are treated as if they are intended for use. When you have a
product intent module only the identified products are eligible for use. An attempt to use a product that is not identified by
your product intent module results in a task failure. 

For more information, see the following topics:

Create a Product Intent Module
The easiest way to create a product intent module is to begin with the sample RHDCPINT source module installed with
CA IDMS. After creating the product intent module, you need to assemble and link the module into to your custom load
library.

To create a product intent module and link it to your custom load library

1. Access the sample RHDCPINT module.
2. Uncomment the lines for the products you intend to use.
3. Save it to your custom source library.
4. Execute the z/OS Assemble and Link-edit JCL.

Substitute the name of your source member and insert the following binder statements:

ENTRY PINTEP1

NAME RHDCPINT(R)

Example Product Intent Module Creation

The example product intent module authorizes the use of these CA products:

• CA IDMS/DB
• CA IDMS Server
• CA IDMS/DC
• CA IDMS Performance Monitor
• CA IDMS Presspack
• CA ADS
• CA IDMS SQL
• CA IDMS Culprit for CA IDMS
• CA IDMS Dictionary Module Editor
• CA IDMS DML Online

           TITLE 'RHDCPINT - Product Intent Table'  
* RHDCPINT
*   CA IDMS Core Products
*   ---------------------
         #DEFPINT ADS              CA ADS               
*        #DEFPINT ADSB             CA ADS Batch               
*        #DEFPINT APPC             CA ADS APPC                          
*        #DEFPINT CMS              CA IDMS CMS Option               
*        #DEFPINT DDS              CA IDMS DDS               
*        #DEFPINT DICTLODR         CA IDMS Dictionary Loader               
*        #DEFPINT EDPAUDIT         CA EDP Auditor               
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*        #DEFPINT ICMS             CA ICMS               
         #DEFPINT IDMSCULP         CA Culprit for CA IDMS
         #DEFPINT IDMSDB           CA IDMS/DB               
         #DEFPINT IDMSDC           CA IDMS/DC               
*        #DEFPINT OLQ              CA OLQ Online Query for CA IDMS
*        #DEFPINT OTPMON           CA IDMS/TP Monitor
         #DEFPINT PERFMON          CA IDMS Performance Monitor               
         #DEFPINT PRESPACK         CA IDMS Presspack               
         #DEFPINT SERVER           CA IDMS Server               
         #DEFPINT SQL              CA IDMS SQL
*        #DEFPINT UCF              CA IDMS UCF               

*   CA IDMS Transparency Options
*   ----------------------------
*        #DEFPINT DBOMP/T          CA IDMS DBOMP Transparency                  
*        #DEFPINT DL1/T            CA IDMS DLI Transparency             
*        #DEFPINT TOTAL/T          CA IDMS TOTAL Transparency
*        #DEFPINT VSAM/T           CA IDMS VSAM Transparency               

*   CA IDMS Tools Products
*   ----------------------
*        #DEFPINT ADSALIVE         CA ADS Alive
*        #DEFPINT ADSTRACE         CA ADS Trace
*        #DEFPINT DBANALYZ         CA IDMS/DB Analyzer 
*        #DEFPINT DBAUDIT          CA IDMS/DB Audit
*        #DEFPINT DBEXTRCT         CA IDMS Extractor
*        #DEFPINT DBREORG          CA IDMS/DB Reorg
*        #DEFPINT DICTMIGR         CA IDMS Dictionary Migrator
         #DEFPINT DMLO             CA IDMS DML Online
         #DEFPINT DME              CA IDMS Dictionary Module Editor
*        #DEFPINT DQF              CA IDMS Dictionary Query Facility
*        #DEFPINT ENFORCER         CA IDMS Enforcer
*        #DEFPINT JRNLANLZ         CA IDMS Journal Analyzer
*        #DEFPINT LOGANALZ         CA IDMS Log Analyzer
*        #DEFPINT MASTRKEY         CA IDMS Masterkey
*        #DEFPINT ONLINLOG         CA IDMS Online Log Display        
*        #DEFPINT SASO             CA IDMS SASO
*        #DEFPINT SCHEMAPR         CA IDMS Schema Mapper
*        #DEFPINT TPSORT           CA IDMS/DC Sort
*        #DEFPINT TSKANALZ         CA IDMS Task Analyzer

*   CA Endevor/DB for IDMS
*   ----------------------                  
*        #DEFPINT ENDEVOR/DB       CA Endevor/DB for IDMS
         #DEFPINT TYPE=GENERATE  
         END 
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Display Product Intent
The DCPROFIL system task shows which products you intend to use.

                             * Product Intent Status *                        
CA IDMS Core Products                     CA IDMS Tools Products              
---------------------                     ----------------------              
CA ADS                             YES    CA ADS Alive                       NO
CA ADS Batch                       NO     CA ADS Trace                       NO
CA ADS APPC                        NO     CA IDMS/DB Analyzer                NO
CA IDMS CMS Option                 NO     CA IDMS/DB Audit                   NO
CA IDMS DDS                        YES    CA IDMS/DB Extractor               NO
CA IDMS Dictionary Loader          NO     CA IDMS/DB Reorg                   NO
CA EDP Auditor                     NO     CA IDMS Dictionary Migrator        NO
CA ICMS                            NO     CA IDMS DML Online                 YES
CA CULPRIT for CA IDMS             NO     CA IDMS Dictionary Module Editor   YES
CA IDMS/DB                         YES    CA IDMS Dictionary Query Facility  NO
CA IDMS/DC                         YES    CA IDMS Enforcer                   NO
CA OLQ                             NO     CA IDMS Journal Analyzer           NO
CA IDMS/TP Monitor                 NO     CA IDMS Log Analyzer               NO
CA IDMS Performance Monitor        YES    CA IDMS Masterkey                  NO
CA IDMS Presspack                  YES    CA IDMS Online Log Display         NO
CA IDMS Server                     YES    CA IDMS SASO                       NO
CA IDMS SQL                        YES    CA IDMS Schema Mapper              NO 
CA IDMS UCF                        YES    CA IDMS/DC Sort                    NO
                                          CA IDMS Task Analyzer              NO
                                                                              
CA IDMS Transparency Options              CA Endevor/DB for IDMS              
----------------------------              ----------------------              
CA IDMS DBOMP Transparency         NO     CA Endevor/DB for CA IDMS          NO
CA IDMS DLI Transparency           NO                                         
CA IDMS TOTAL Transparency         NO                                         
CA IDMS VSAM Transparency          NO                                            

Change the Product Intent
To change your intended product use, you need to create a new product intent module and use the DCMT VARY
NUCLEUS command to make the new RHDCPINT module available in each of your CA IDMS systems.

Starting Up a DC/UCF System
Before you can start up a DC/UCF system, you need to perform the following procedures:

Define and Generate the DC/UCF System

You define a DC/UCF system by using the DC/UCF system generation compiler.
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You can define a system by copying and modifying an existing system (for example, installation system 90). Alternatively,
you can define a totally new system.

Note: For detailed information about defining DC/UCF systems, see the System Generation Guide.

Define Dictionaries and Databases

Data dictionaries and databases are defined by using the following CA IDMS supplied compilers:

• Non-SQL schema and subschema definition
• SQL database definition
• Physical database definition

The following table lists the dictionary and database areas that you include in the DMCL module used by the DC/UCF
system under the central version:

Area Purpose
DDLDML Contains definitions of DC/UCF systems, maps, dialogs, source

modules, and records. Each dictionary must have its own
DDLDML area.

DDLDCLOD Contains load modules associated with entities contained in the
DDLDML area; for example, map load modules and subschema
load modules.
Each dictionary that requires a unique load area must have its
own DDLDCLOD area.

DDLCAT Contains definitions of physical databases accessible from this
runtime environment (for example, segments, DMCLs, database
name tables). At sites with the SQL option, contains definitions of
SQL entities (for example, tables, constraints, indexes).

DDLCATX Contains indexes defined on entities stored in the DDLCAT area.
Each DDLCAT area must have its own DDLCATX area.

DDLCATLOD Contains load modules associated with entities contained in the
DDLCAT area; for example DMCL load modules, database name
table load modules, and access modules at sites with the SQL
option. Each DDLCAT area must have its own DDLCATLOD area.

DOLDCMSG Stores messages for use at runtime. All dictionaries in a DC/UCF
system share the same DDLDCMSG area.

DDLDCRUN Contains runtime queue information used by CA-supplied tools
and online user programs.

DDLDCLOG Stores the DC/UCF system log. The DDLDCLOG area is required
only if the system log is assigned to the database.

DDLDCSCR Contains runtime scratch information used by CA-supplied tools
and online user programs.

DDLSEC Contains user and group definitions for security enforcement.
User database Stores user data.

Execute the DC/UCF Startup Routine

You need to execute the DC/UCF startup routines for the z/OS, z/VSE, and z/VM environments.

TIP

More:
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• System Startup Under z/OS
• System Startup Under z/VSE
• System Startup Under z/VM

 

 

System Startup Under z/OS
 

IDMS CVs and DC/UCF systems share a common CA-delivered startup module: RHDCOMVS in z/OS.

Installation assigns the aliases IDMSDC and IDMSCV to RHDCOMVS. You can refer to the startup module in your EXEC
statement using either alias (IDMSDC or IDMSCV) or the standard name (RHDCOMVS). However, to attach a CV in z/
OS, you must use the name IDMSCV to invoke it.

The PARM statement in JCL specifies the Startup System number and other options. These options are documented in
Specifying Runtime Options.

WTO and WTOR user exits that are identified by name, such as WTOEXIT, are either enabled using the PARM field in
your startup JCL or are linked with IDMSUXIT. For more information on named user exits, see IDMS User Exits.

Execute the Startup Routine using JCL

You need to execute the startup routine using JCL modeled after the sample JCL in the z/OS DC/UCF Startup JCL.

The following example illustrates how to identify the target system (in this case system version 400) and the DMCL
(DMCL400) at runtime:

//STARTUP  EXEC  PGM=IDMSDC,PARM='SYSTEM=400,DMCL=DMCL400'

In addition to identifying the target system and DMCL, the EXEC statement PARM parameter can also be used to specify
many other runtime options, such as whether multitasking is in effect.

NOTE
For a complete description of the execution options that you can specify, see the section Specify Runtime
Options.

JCL to execute the DC/UCF startup routine must include definitions of all database files that are not dynamically allocated.

NOTE
For more information on dynamic file allocation, see the Database Administering section.

The sample z/OS JCL lists all the files used in system startup. These files can be allocated dynamically by specifying data
set names as part of their definition.

System Startup Under z/VM
Contents

To start up DC/UCF in a z/VM virtual machine, perform the following steps:

1. Optionally assemble the #DCPARM macro object.
2. Optionally assemble the #SVCOPT macro object.
3. Optionally link edit the startup routine.
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4. Execute the startup routine.

NOTE
For more information on z/VM systems, see the Installing section -- z/VM.

Step 1 Assemble the DCPARM Macro

The #DCPARM macro can be used to specify basic information on the DC/UCF system to be started. Its use is optional.
For more information and a description of the #DCPARM syntax, see Coding a #DCPARM Macro. To assemble the
#DCPARM macro in z/VM, use the following commands:

z/VM RHDCPARM

GLOBAL MACLIB idmslib opsys.maclib(s)

FILEDEF TEXT DISK RHDCPARM TEXT A

ASSEMBLE dcparm (print noterm object

dcparm filename of the file that contains the #DCPARM macro statement
idmslib filename of the CA IDMS MACLIB library
opsys.maclib z/VM macro libraries.

DMSGPI DMSOM OSMACRO OSMACRO1

Step 2 Assemble the SVCOPT Macro

The #SVCOPT macro defines the type of z/VM environment that will be used. The following example was created during
the base installation and is called SVCOPT ASSEMBLE:

z/VM #SVCOPT

GLOBAL MACLIB idmslib opsys.maclib(s)

FILEDEF text &numsign.SVCOPT TEXT A

ASSEMBLE svcopt (print noterm object

idmslib filename of the CA IDMS MACLIB library
opsys.maclib z/VM macro libraries.

DMSGPI DMSOM OSMACRO OSMACRO1
svcopt filename of the file that contains the #SVCOPT mcro statement

Step 3 Link Edit the Startup Routine

This step is required only under one or more of the following conditions:
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• A #DCPARM macro was assembled in step 1.
• A #SVCOPT macro was assembled in step 2.
• You want to hard link a WTOEXIT or WTOREXIT module with your startup routine instead of specifying its name

through an execution parameter at runtime.

If none of these conditions necessitate linking a startup routine, you can use the startup module called IDMSDC created
during installation.

To link edit the DC/UCF startup routine, use the following commands:

z/VM DC/UCF startup routine

FILEDEF SYSLST PRINTER

FILEDEF dbalib DISK dbalib LOADLIB a (RECFM V LRECL 1024 BLKSIZE 1024

FILEDEF idmslib DISK idmslib LOADLIB a (RECFM V LRECL 1024 BLKSIZE 1024

LKED linkctl

Linkage editor control statements (linkctl):

INCLUDE wtoexit                      << User-write-to-operator exit - optional

INCLUDE wtorexit                     << User-write-to-operator-reply exit - optional

INCLUDE rhdcparm                     << #DCPARM macro assembly - optional

INCLUDE usvcopt                      << #SVCOPT macro assembly - required

INCLUDE RHDCOCMS

INCLUDE CA$IOS

INCLUDE IDMSUSVC

INCLUDE IDMSUSVM

INCLUDE IDMSCMSO

INCLUDE RHDCOCWP

INCLUDE RHDCOCOC

INCLUDE RHDCOPTS

INCLUDE RHDCACHE
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ENTRY STARTUP

NAME dcucfsys(R)

wtoexit name assigned to the WTO exit module
Note: A WTO exit module called WTOEXIT is supplied during
installation..note off

wtorexit name assigned to the WTOR exit module
rhdcparm name assigned to the #DCPARM module

Note: During installation, a module called RHDCPARM is created
by assembling #DCPARM..note off

usvcopt name assigned to the #SVCOPT module
Note: During installation, a module called USVCOPT is created by
assembling #SVCOPT..note off

dcucfsys name assigned to the DC/UCF startup routine
dbalib ddname of the CA IDMS load library containing the DMCL and

database name table load modules
dbalib LOADLIB a6 file ID of the CA IDMS load library containing the DMCL and

database name table load modules
idmslib ddname of the CA IDMS load library
idmslib loadlib a6 file ID of the CA IDMS load library
linkctl filename of the file that contains linkage editor control statements

Step 4 Execute the startup routine

Commands to execute the DC/UCF startup routine must include definitions of all user database files and the terminal
network. A sample EXEC is delivered as part of the installation process as STARTUP EXEC.

The program that is executed is either the startup routine that you created in the preceding step or the IDMSDC module
residing in the installation load library. If executing the installed IDMSDC module, you must identify the DMCL and target
DC/UCF system using an OSRUN command PARM parameter. If executing a startup routine that you created, you can
use the PARM parameter to override the information that was specified in the #DCPARM macro. The following example
illustrates how to identify the target system (in this case, system version 400) and the DMCL (DMCL400) at runtime:

"OSRUN IDMSDC PARM='SYSTEM=400,DMCL=DMCL400'"

NOTE
For a complete description of the execution options that can be specified, see Specifying Runtime Options.

System Startup Under z/VSE
Contents

To start up DC/UCF on a z/VSE system, perform the following steps:

1. Code #DVFILE macros to describe device-dependent characteristics of sequential files.
2. Create an RHDCFTAB phase to make #DVFILE macro definitions available to the system.
3. Execute the startup routine.
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Step 1 Code DVFILE Macros

You code #DVFILE macros to describe sequential files to a z/VSE system. Sample file definitions for a z/VSE system
follow. You need to code a #DVFILE macro for each of the following types of files:

• Batch simulator files for use by the DC/UCF batch simulator. At system generation time, a batch simulator file is
defined by a LINE statement that specifies the following:
– TYPE IS S3270Q
– INPUT DDNAME IS filename
– OUTPUT DDNAME IS filename

• SYSIN/SYSOUT files for use in handling input and output data. At system generation time, a SYSIN/SYSOUT file is
defined by a LINE statement that specifies the following:
– TYPE INOUTL
– INPUT DDNAME filename
– OUTPUT DDNAME filename

• Sequential log files for all log files assigned to sequential files or devices. At system generation time, use of a
sequential log file is determined by the LOG parameter of the SYSTEM statement.

The following table describes the three formats for the #DVFILE macro. Format 1 is recommended for all files for which
a DTF does not need to be manually coded. Syntax for formats 1, 2, and 3 of #DVFILE are presented below, after the
sample z/VSE file definitions.

Depending on the #DVFILE format used for a file, you also may need to code an IBM DTF (define-the-file) macro for the
file. Cases where a DTF macro must be manually coded are noted in this section.

Format 1

The following table describes #DVFILE format 1:

Files defined Usage considerations
Batch simulator input files
SYSIN/SYSOUT files

Format 1 is recommended for batch simulator input and SYSIN
files. Format 1 #DVFILE:
Automatically generates an IBM DTF (define-the-file) macro for
the specified file
Provides extensive verification

Format 2

The following table describes #DVFILE format 2:

Files defined Usage considerations
Batch simulator input/output files
Sequential log files
SYSIN/SYSOUT files

Format 2 is recommended when the DTF macro must be coded
separately. Format 2 #DVFILE:
Does not generate a DTF macro for the file
Provides limited verification

Format 3

The following table describes #DVFILE format 3:

Files defined Usage considerations
All files (#DVFILE END) Signals the end of the source file to be

assembled into the RHDCFTAB phase.

DC/UCF system generation statements
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The log, SYSIN, SYSOUT, and simulator file assignments used at runtime are determined by system generation
statements.

z/VSE DC/UCF system generation statements

  *********************************************************************
  *                      SEQUENTIAL LOG FILES                         *
  *********************************************************************
    SYSTEM 88
      LOG FILE1 IS LGDD1 COUNT IS 1000
      LOG FILE2 IS LGDD2.
  *********************************************************************
  *                       SYSIN/SYSOUT FILES                          *
  *********************************************************************
    LINE LNA
       TYPE IS INOUTL
       INPUT DDNAME IS SYSIN1
       OUTPUT DDNAME IS SYSOUT1.
 

    PTERM PTA1
       TYPE IS INOUTT
       PAGE LENGTH IS 24
       MAXIMUM ERRORS IS 3.
 

    LTERM LTA1.
  *********************************************************************
  *                        BATCH SIMULATOR FILES                      *
  *********************************************************************
 

    LINE LNB
       TYPE IS S3270Q
       INPUT DDNAME IS SIMIN1
       OUTPUT DDNAME IS SIMOUT1.
 

    PTERM PTB1
       TYPE IS S3278
       MODEL IS 2.
 

    LTERM LTB1.
 

RHDCFTAB source file

Files defined in the RHDCFTAB module can be named in DC/UCF system generation statements (see above).

z/VSE RHDCFTAB source file

  *********************************************************************
  *                  LOG FILE ASSIGNED TO A PRINTER                   *
  *********************************************************************
    #DVFILE FILENAM=LGDD1,                                            X
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          DEVTYPE=PR,                                                 X
          BLKSIZE=133,                                                X
          DTFNAME=LGDD1
 

    LGDD1  DTFPR BLKSIZE=132,                                         X
                 CTLCHR=ASA,                                          X
                 DEVADDR=SYS027,                                      X
                 DEVICE=1403,                                         X
                 IOAREA1=BUFF1,                                       X
                 RECFORM=FIXUNB
 

  *********************************************************************
  *              LOG FILE ASSIGNED TO A TAPE UNIT                     *
  *********************************************************************
    #DVFILE FILENAM=LGDD2,                                            X
            DEVTYPE=MT,                                               X
            TYPEFLE=OUTPUT,                                           X
            BLKSIZE=133,                                              X
            DTFNAME=LDGG2
    LGDD2  DTFMT DEVADDR=SYS028,                                      X
                 IOAREA1=BUFF4,                                       X
                 BLKSIZE=133,                                         X
                 RECFORM=FIXUNB,                                      X
                 TYPEFLE=OUTPUT,                                      X
                 FILABL=NO,                                           X
                 ERREXT=YES,                                          X
                 ERROPT=ERRADDR
  *********************************************************************
  *              LOG FILE ASSIGNED TO A SEQUENTIAL DISK DATA SET      *
  *********************************************************************
    #DVFILE FILENAM=LGDD21,DEVADDR=SYS070                             X
            DEVTYPE=SD,DEVICE=3350,                                   X
            BLKSIZE=129,RECSIZE=121,RECFORM=FIXBLK                    X
            TYPEFLE=OUTPUT
    LGDD1   DTFSD BLKSIZE=129,RECSIZE=121,                            X
            RECFORM=FIXBLK,DEVADDR=SYS070,                            X
            TYPEFILE=OUTPUT
 

  *********************************************************************
  *                   SYSIN FILE ASSIGNED TO A CARD READER            *
  *********************************************************************
    #DVFILE FILENAM=SYSIN1,                                           X
          DEVTYPE=CD,                                                 X
          DEVADDR=SYS025,                                             X
          BLKSIZE=80,                                                 X
          DEVICE=2501
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  *********************************************************************
  *                    SYSOUT FILE ASSIGNED TO A PRINTER              *
  *********************************************************************
    #DVFILE FILNAM=SYSOUT1,                                           X
          DEVTYPE=PR,                                                 X
          BLKSIZE=137,                                                X
          RECFORM=VARUNB,                                             X
          DTFNAME=SYSOUT1
 

    SYSOUT1  DTFPR BLKSIZE=137,                                       X
                   CTLCHR=ASA,                                        X
                   IOAREA1=BUFF1,                                     X
                   DEVADDR=SYS026,                                    X
                   WORKA=YES,                                         X
                   RECFORM=VARUNB
  *********************************************************************
  *           SIMULATOR INPUT FILE ASSIGNED TO A CARD READER          *
  *********************************************************************
    #DVFILE DEVTYPE=CD,                                               X
          FILENAM=SIMIN1,                                             X
          DEVICE=2501,                                                X
          DEVADDR=SYS029,                                             X
          BLKSIZE=80
  *********************************************************************
  *                SIMULATOR OUTPUT ASSIGNED TO A PRINTER             *
  *********************************************************************
    #DVFILE DEVTYPE=PR,                                               X
          FILENAM=SIMOUT1,                                            X
          DTFNAME=SIMOUT1,                                            X
          BLKSIZE=133
 

    SIMOUT1  DTFPR BLKSIZE=133,                                       X
                   CTLCHR=ASA,                                        X
                   DEVADDR=SYS020,                                    X
                   IOAREA1=BUFF6
  *********************************************************************
  *                     END OF RHDCFTAB                               *
  *********************************************************************
    #DVFILE END
    END
 

Format 1 DVFILE Macro

Format 1 #DVFILE macros are recommended when you define batch simulator input files and SYSIN files. This format
automatically generates a DTF macro for the specified file.
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The following table provides considerations for coding format 1 #DVFILE macros:

File type #DVFILE definition
Batch simulatorinput files
SYSIN files

Define as input files with 80-character, fixed-length records. For
example:
BLKSIZE=80,TYPEFLE=INPUT,RECFORM=FIXUNB

SYSOUT files Define as output files with 133-character, variable-length records.
For variable length, add 4 bytes to the blocksize (in this case, 133
+ 4 = 137). For example:
BLKSIZE=137,RECFORM=VARUNB,TYPEFLE=OUTPUT

For SYSOUT files assigned to printers and any other files requiring special DTF parameters, use format 2 of the #DVFILE
macro (described later in this section).

Format 1 DVFILE Macro Syntax
 ►►── #DVFILE FILENAM=filename ────────────────────────────────────────────────►
 
 ►── ,DEVTYPE= ─┬─ CD ─┬──────────────────────────────────────────────────────►
                ├─ DI ─┤
                ├─ MT ─┤
                ├─ PR ─┤
                └─ SD ─┘
 
 ►───,DEVADDR= ─┬─ SYSnnn ─┬──────────────────────────────────────────────────►
                ├─ SYSIPT ─┤
                ├─ SYSLST ─┤
                ├─ SYSPCH ─┤
                ├─ SYSRDR ─┤
                └─ SYSLOG ─┘
  ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,BLKSIZE=block-size ─┘
 
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,RECSIZE=record-size ─┘
 
 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,DEVICE=device-number ─┘
 
 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,TYPEFLE= ─┬─ INPUT ──┬─┘
                 └─ OUTPUT ─┘
  ►─┬────────────────────────────┬─────────────────────────────────────────────►
   └─ ,RECFORM= ─┬─ FIXBLK ───┬─┘
                 └─ FIXUNB ◄──┘
 
 ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,FILABL= ─┬─ NO ◄──┬─┘
                ├─ STD ──┤
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                └─ NSTD ─┘
 
 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,LABADDR=label-address ─┘
 
 ►─┬─────────────────────────┬────────────────────────────────────────────────►◄
   └─ ,REWIND= ─┬─ UNLOAD ─┬─┘
                └─ NORWD ──┘
 

Format 1 DVFILE Macro Parameter

• FILENAM
Specifies the name of the file. The specified file name in the #DVFILE macro must be identical to the file name
specified for the file at system generation time.

• DEVTYPE
Specifies one of the following device types for the named file:
– CD -- Card reader/punch
– DI -- Device independent (system logical unit)
– MT -- Magnetic tape
– PR -- Printer
– SD -- Sequential disk
Considerations: Valid values for remaining clauses depend on the device type specified for DEVTYPE. Valid
#DVFILE specifications for remaining clauses are presented following these parameter descriptions.

• DEVADDR
Specifies one of the following symbolic units to be assigned to the named file:
– SYSnnn -- For variable devices, assigned at runtime in JCL for the job
– SYSIPT -- For card reader devices
– SYSLST -- For print devices
– SYSPCH -- For card punch devices
– SYSRDR -- For card reader devices (job control)
– SYSLOG -- For terminal devices (operator communication)

• BLKSIZE
Specifies the block size, in bytes, for the named file. Not valid for DI devices.
Required for the following devices:
– CD
– MT
– PR
– SD

• RECSIZE
Specifies the record size, in bytes, for the named file.
Required for the following:
– DI devices
– MT fixed-block files
– SD fixed-block files

• DEVICE
Specifies the device on which the named file is located. Not valid for MT and DI device types.
For valid device-number values, see the appropriate operating system supervisor and I/O macro documentation.
Required for the following devices:
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– CD
– PR
– SD

• TYPEFLE
Specifies whether the named file is an input file or an output file as follows:
– CD devices: INPUT or OUTPUT
– MT devices: INPUT
– PR devices: OUTPUT or INPUT
– SD devices: INPUT or OUTPUT

NOTE
This parameter is not valid for DI devices.

• RECFORM
Specifies one of the following record formats for the named file as follows:
– FIXBLK -- Fixed blocked
– FIXUNB -- Fixed unblocked

NOTE
This parameter is not valid for DI devices.

• FILABL
(MT devices) Specifies one of the following label types for a tape file:
– NO -- No labels.
– STD -- Standard labels.
– NSTD -- Nonstandard labels. You also must specify the LABADDR parameter (described below).

• LABADDR
(MT and SD devices) Specifies the entry point name of the routine used to process user labels.

• REWIND
(MT devices) Specifies the disposition of the tape file as follows:
– UNLOAD -- The tape is rewound and unloaded.
– NORWD -- The tape is not rewound.
If the REWIND parameter is omitted, the tape is rewound but not unloaded.

Valid values for CD

The following table lists valid #DVFILE specifications for the CD type:

Parameter Valid values
DEVADDR SYSnnn

SYSIPT
SYSPCH
SYSRDR

BLKSIZE 80
RECSIZE --
DEVICE A device number is required
TYPEFLE INPUT or OUTPUT
RECFORM FIXUNB
FILABL --
LABADDR --
REWIND --
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Valid values for DI

The following table lists valid #DVFILE specifications for the DI type:

Parameter Valid values
DEVADDR SYSIPT

SYSLST
SYSPCH
SYSRDR

BLKSIZE --
RECSIZE 80 for SYSOPT, SYSRDR units

81 for SYSPCH units
121 for SYSLST units

DEVICE --
TYPEFLE --
RECFORM --
FILABL --
LABADDR --
REWIND --

Valid values for MT

The following table lists valid #DVFILE specifications for the MT type:

Parameter Valid values
DEVADDR SYSnnn

SYSIPT
SYSLST
SYSPCH
SYSRDR

BLKSIZE Input files:
80
A multiple of 80 for fixed-block files
Output files:
121
A multiple of 121 for fixed-block files

RECSIZE 80 for input files
121 for output files

DEVICE --
TYPEFLE INPUT or OUTPUT
RECFORM FIXUNB or FIXBLK
FILABL NO, STD, or
LABADDR Entry point name
REWIND UNLOAD or NORWD

Valid values for PR
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The following table lists valid #DVFILE specifications for the PR type:

Parameter Valid values
DEVADDR SYSnnn

SYSLST
SYSLOG

BLKSIZE 121
RECSIZE --
DEVICE A device number is required
TYPEFLE OUTPUT
RECFORM FIXUNB
FILABL --
LABADDR --
REWIND --

Valid values for SD

The following table lists valid #DVFILE specifications for the PR type:

Parameter Valid values
DEVADDR SYSnnn
BLKSIZE Input files:

80
A multiple of 80 for fixed-block files
Output files:
129
8 plus a multiple of 121 for fixed-block files

RECSIZE 80 for input files
121 for output files

DEVICE A device number is required
TYPEFLE INPUT or OUTPUT
RECFORM FIXUNB or FIXBLK
FILABL --
LABADDR Entry point name
REWIND --

Format 2 DVFILE Macro

Format 2 #DVFILE macros must be coded for a file whenever the file's DTF macro must be manually coded. Format 2 is
typically used for the following sequential output files:

• Batch simulator output files
• SYSOUT files
• Sequential log files

Format 2 considerations
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The following table provides considerations for coding format 2 #DVFILE macros:

File type Macro definitions
Batch simulatorinput files
SYSIN files

#DVFILE macro:
Define as input files with 80-character, fixed-length records. For
example:
BLKSIZE=80,TYPEFLE=INPUT,RECFORM=FIXUNB
DTF macro:
Specify EOFADDR=EORADDR for all input files.

Batch simulatoroutput files
Sequential log files
(Define each sequential log file in its own #DVFILE macro)

#DVFILE macro:
Define as output files with 133-character, fixed-length records. For
example:
BLKSIZE=133,RECFORM=FIXUNB,TYPEFLE=OUTPUT
DTF macro:
For files assigned to printers, specify CTLCHR=ASA.

SYSOUT files #DVFILE macro:
Define as output files with 133-character, variable-length records.
To accommodate variable lengths, add 4 bytes to the blocksize (in
this case, 133 + 4 = 137). For example:
BLKSIZE=137,RECFORM=VARUNB,TYPEFLE=OUTPUT
DTF macro:
For files assigned to printers, specify CTLCHR=ASA.

DTF macro considerations

The DTF macro you code for a file must immediately follow the associated #DVFILE macro. The following considerations
apply when coding a DTF macro:

• If the file format is fixed blocked or variable blocked/unblocked, the DTF macro must specify WORKA=YES.
• If error exit option ERROPT=ERRADR applies to the file being defined, this specification must be included in the DTF

macro for the file. For details, see the the operating system supervisor and I/O macros documentation.

Format 2 DVFILE Syntax
 ►►── #DVFILE FILENAM=filename ────────────────────────────────────────────────►
 
 ►── ,DEVTYPE= ─┬─ CD ─┬──────────────────────────────────────────────────────►
                ├─ DI ─┤
                ├─ MT ─┤
                ├─ PR ─┤
                └─ SD ─┘
 
   ┌─────────────────────────────┐
 ►─▼──┬─ ,BLKSIZE=block-size ──┬─┴────────────────────────────────────────────►
      └─ ,RECSIZE=record-size ─┘
  ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ ,DFTNAME=dft-macro-name ─┘
 
 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,TYPEFLE= ─┬─ INPUT ──┬─┘
                 └─ OUTPUT ─┘
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  ►─┬────────────────────────────┬─────────────────────────────────────────────►◄
   └─ ,RECFORM= ─┬─ FIXUNB ◄──┬─┘
                 ├─ FIXBLK ───┤
                 ├─ VARUNB ───┤
                 └─ VARBLK ───┘
 

Format 2 DVFILE Parameter

• FILENAM
Specifies the name of the file. The specified file name in the #DVFILE macro must be identical to the file name
specified for the file at system generation time.

• DEVTYPE
Specifies one of the following device types for the named file:

• CD -- Card reader/punch
• DI -- Device independent (system logical unit)
• MT -- Magnetic tape
• PR -- Printer
• SD -- Sequential disk

Considerations: Valid values for remaining clauses depend on the device type specified for DEVTYPE. Valid #DVFILE
specifications for different device types follow these parameter descriptions.

• BLKSIZE
Specifies the block size, in bytes, for the named file. Not valid for DI devices. For valid block-size values, see operating
system supervisor and I/O macro documentation.
Required for the following devices:

• CD
• MT
• PR
• SD
• RECSIZE

Specifies the record size, in bytes, for the named file. For valid record-size values, see operating system supervisor
and I/O macro documentation.
Required for the following:

• DI devices
• MT fixed-block files
• SD fixed-block files
• DTFNAME

Specifies the name of the user-coded DTF macro. For DTF macro coding instructions, see operating system
supervisor and I/O documentation.

• TYPEFLE
Specifies whether the named file is an input file or an output file as follows:

• CD devices: INPUT or OUTPUT
• MT devices: INPUT or OUTPUT
• PR devices: OUTPUT
• SD devices: INPUT or OUTPUT

NOTE
This parameter is not valid for DI devices.

• RECFORM
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Specifies one of the following record formats for the named file:
• FIXUNB -- Fixed unblocked.
• FIXBLK -- Fixed blocked. The DTF macro for the file must specify WORKA=YES.
• VARUNB -- Variable unblocked. The DTF macro for the file must specify WORKA=YES.
• VARBLK -- Variable blocked. The DTF macro for the file must specify WORKA=YES.

NOTE
This parameter is not valid for DI devices.

Valid values for CD

The following table lists valid #DVFILE specifications for the CD type:

Parameter Valid values
BLKSIZE A block must be specified
RECSIZE --
DTFNAME DTF macro name (when DTF macro is hand-coded)
TYPEFLE INPUT or OUTPUT
RECFORM FIXUNB or VARUNB

Valid values for DI

The following table lists valid #DVFILE specifications for the DI type:

Parameter Valid values
BLKSIZE --
RECSIZE A block must be specified
DTFNAME DTF macro name (when DTF macro is hand-coded)
TYPEFLE --
RECFORM --

Valid values for MT

The following table lists valid #DVFILE specifications for the MT type:

Parameter Valid values
BLKSIZE A block must be specified
RECSIZE A record size must be specified only for fixed un-blocked devices
DTFNAME DTF macro name (when DTF macro is hand-coded)
TYPEFLE INPUT or OUTPUT
RECFORM FIXUNB, FIXBLK, VARUNB, or VARBLK

Valid values for PR

The following table lists valid #DVFILE specifications for the PR type:

Parameter Valid values
BLKSIZE A block must be specified
RECSIZE --
DTFNAME DTF macro name (when DTF macro is hand-coded)
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TYPEFLE OUTPUT
RECFORM FIXUNB or VARUNB

Valid values for SD

The following table lists valid #DVFILE specifications for the SD type:

Parameter Valid values
BLKSIZE A block must be specified
RECSIZE A record size must be specified only for fixed un-blocked devices
DTFNAME DTF macro name (when DTF macro is hand-coded)
TYPEFLE INPUT or OUTPUT
RECFORM FIXUNB, FIXBLK, VARUNB, or VARBLK

Format 3 DVFILE Macro

Format 3 of the #DVFILE macro indicates the end of the #DVFILE macro calls. This macro must be the last macro in
the source file for RHDCFTAB. #DVFILE END does not replace the Assembler END, which must be coded as the last
statement in the source file.

 ►►── #DVFILE END ─────────────────────────────────────────────────────────────►◄
 

Step 2 Create an RHDCFTAB Module

You assemble and link edit an RHDCFTAB module to a load library to make z/VSE file definitions in #DVFILE macros
available at runtime.

To create a z/VSE RHDCFTAB module:

1. Assemble and catalog the module using the sample JCL in the "z/VSE Assemble JCL" section of the "Sample z/VSE
JCL" topic. Modify the JCL by substituting the fillowing in place of the Assembler input statements:
 PUNCH 'CATALOG rhdcftab.OBJ REPLACE=YES'     
 #DVFILE macros and DTF macros
 END
 

2. Link the RHDCFTAB program using the sample JCL in z/VSE Link JCL. Modify the JCL by substituting the following
statements in place of the Linkage editor control statements:
 PHASE RHDCFTAB,* 
 INCLUDE rhdcftab
 ENTRY RHDCFTAB 
 

– rhdcftab
Specifies the name of the object module containing the assembly output.

Step 3 Execute the Startup Routine

JCL to execute the DC/UCF startup routine must include definitions of all user database files and the terminal network. To
execute the DC/UCF system, use JCL statements based on the sample JCL statements in the "z/VSE DC/UCF Startup
JCL" section of the "Sample z/VSE JCL" topic.
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The IDMSLBLS Procedure

IDMSLBLS is a procedure provided during a CA IDMS z/VSE installation. It contains file definitions for the following CA
IDMS components:

• Dictionaries
• Sample databases
• Disk journal files
• SYSIDMS file
• SYSCTL file

Tailor the IDMSLBLS procedure to reflect the filenames and definitions at your site and include it in z/VSE JCL job
streams.

NOTE
For more information about IDMS files, see "Library, Dataset, and File Name References in z/VSE JCL."

Specify Runtime Options

You can use the PARM parameter of the EXEC statement to specify certain runtime options.

In the following example, the EXEC IDMSDC statement includes a PARM parameter that overrides the DMCL to be used
by the DC/UCF system:

 // EXEC IDMSDC,SIZE=40K,PARM='DMCL=CVDMCL'
 

For a complete description of the runtime options that can be specified, see Specifying Runtime Options.

What Happens During Startup
Contents

To begin the DC/UCF startup process, execute the DC/UCF startup routine. The startup routine does the following:

1. Acquires storage for the DC/UCF system
2. Builds the system by passing control to a series of startup modules

When these steps are finished, the DC/UCF system is executing. Each of these steps is discussed below, followed by a
description of the DC/UCF region/partition layout that is built during the startup procedure.

How the Startup Routine Acquires Storage

To build the DC/UCF system, the startup routine acquires as much storage as possible for the DC/UCF region/partition.
Because the operating system requires execution space, the startup routine immediately returns storage space to the
operating system. The amount of storage returned to the operating system is determined by the FREESTG runtime
option.

The following illustration shows how the startup routine acquires and returns storage. Details on how this is done at
startup are provided below for each of the following operating systems:

• z/OS
• z/VSE - GETVIS
• z/VM

         1. The startup routine acquires
            as much contiguous storage as
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            it can.

        ┌──────────────────────────┐
Low ──► │  ┌───────────────┐       │
storage │  │DC/UCF startup │       │
address │  │routine        │       │
        │  │               │       │
        │  └──────┬────────┘       │
        │         │                │
        │         │                │
        │         │                │
        │         │                │
        │         │                │
        │         │                │
        │         │                │
        │         │                │
        ├─ - - - -┼- - - - - - - - ┤
        │         │                │ 2. The DC/UCF startup routine
        │         │                │    returns to the operating
        │         │                │    system the amount of storage
        │         │                │    specified by FREESTG.
        └─────────▼────────────────┘

z/OS systems

Under z/OS, the DC/UCF startup routine does the following:

1. Acquires contiguous storage in the region by issuing a GETMAIN command. The GETMAIN command acquires as
much contiguous storage as possible. The maximum amount of storage that can be obtained is determined by the
EXEC statement REGION parameter in the DC/UCF startup JCL.

2. Returns storage to the operating system by issuing a FREEMAIN command. The amount of storage returned is
specified in the FREESTG runtime option.
An operating system abend due to insufficient memory during startup is most likely the result of specifying insufficient
storage in the FREESTG parameter.

3. Allocates storage for the DC/UCF nucleus, control blocks, storage pools, and program pools as specified at system
generation.

4. Returns any unused storage to the operating system by issuing a second FREEMAIN command.

z/VSE systems

Under z/VSE, the DC/UCF startup routine acquires GETVIS storage.

The amount of storage returned to the operating system is given by the FREESTG runtime option.

The startup routine does the following:

• Calculates the size amount of GETVIS storage available in the partition up to the 16 Megabyte address line or to the
end of the partition, whichever is less.

• Subtracts the FREESTG value and issues one GETVIS request for the calculated size.
• Calculates the amount of XA storage required and issues one GETVIS request for that amount.
• When startup completes any storage from below the line that is not used is released to the partition.
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z/VM systems

Under z/VM, the DC/UCF startup routine does the following:

1. Acquires contiguous storage in the virtual machine by issuing a GETMAIN command. The GETMAIN command
acquires as much contiguous storage as possible. Make sure that the system does not try to acquire storage that
contains shared segments.

2. Returns storage to the operating system by issuing a FREEMAIN command. The amount of storage returned is
specified in the FREESTG runtime option or #DCPARM parameter.
Be sure to return at least 256K bytes of storage to the operating system. An operating system abend during startup
indicates that FREESTG does not reserve enough storage.

3. Allocates storage for the DC/UCF nucleus, control blocks, storage pools, and program pools as specified at system
generation.

4. Returns any unused storage to the operating system by issuing a second FREEMAIN command.

NOTE
For more information on defining the z/VM virtual machine in which the DC/UCF system is to execute, see the
Installing section -- z/VM.

How the System is Built

The DC/UCF system is built based on system generation definitions, runtime options, and operator startup override
values. The startup routine coordinates building of the DC/UCF region/partition by passing control to other system
modules that do most of the work. The resulting DC/UCF region/partition layout is shown in The DC/UCF Region/Partition
Layout.

During the startup process, DC/UCF issues messages to inform the operator of the system's activities. The following
output shows a portion of a sample DC/UCF log file that contains startup messages:

090908 09.45.26 IDMS DC013002 V73 T0 ATTACHING DATABASE RESOURCE CONTROLLER
090908 09.45.26 IDMS DC200131 V73 T1 Lock Manager Initialization Complete
090908 09.45.26 IDMS DC200023 V73 T1 CV Change Tracking is not used
090908 09.45.26 IDMS DC200245 V73 T1 Serializing member startup
090908 09.45.26 IDMS DC200185 V73 T1 All transactions recovered
090908 09.45.26 IDMS DC201001 V73 T1 CA IDMS/DB: 73 Started
090908 09.45.26 IDMS DC329012 V73 T1 Startup resynchronization initiated
090908 09.45.26 IDMS DC200009 V73 T1 CA IDMS/DB Active 09:45:26 08.253
090908 09.45.26 IDMS DC013003 V73 T0 OPENING SYSTEM RUN UNITS
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCRUSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCLGSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCLGSD
090908 09.45.26 IDMS DC050001 V73 T0 DCLOG IS 00% FULL
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCLGSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCDEAD
090908 09.45.26 IDMS DC001099 V73 T13 RHDCDEAD is now active
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090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER RHDCCFSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER IDMSLMSD
090908 09.45.26 IDMS DC013014 V73 T0 ATTACHING TASK FOR SERVICE DRIVER IDMSDBSD
090908 09.45.26 IDMS DC205101 V73 T16 IDMSDBSD Started
090908 09.45.27 IDMS DC013016 V73 T0 SECURITY SYSTEM INITIALIZATION BEGINNING
090908 09.45.27 IDMS DC013017 V73 T0 SECURITY SYSTEM INITIALIZATION COMPLETE
090908 09.45.27 IDMS DC088071 V73 T0 Initialization TCP/IP environment started.
090908 09.45.27 IDMS DC088024 V73 T0 Starting checking status of TCP/IP stack TCPIP31
090908 09.45.27 IDMS DC088025 V73 T0 Status of TCP/IP stack TCPIP31 is active
090908 09.45.27 IDMS DC088024 V73 T0 Starting checking status of TCP/IP stack RUNTCP
090908 09.45.27 IDMS DC088025 V73 T0 Status of TCP/
IP stack RUNTCP is excluded by SYSIDMS
090908 09.45.27 IDMS DC088072 V73 T0 Initialization TCP/IP environment completed. TCP/
IP is active.
090908 09.45.27 IDMS DC256002 V73 T0              *** QUEUE STATUS IN DDLDCRUN ***
090908 09.45.27 IDMS DC256003 V73 T0    QUEUE NAME    INV TASK RECORDS CREATE RET EXP ACTION              GLOBAL
090908 09.45.27 IDMS DC256004 V73 T0 $ADCTEST       1          0000004 03.178 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 $ADSCIDX                  0000001 03.178 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 JPDD1                     0000003 03.155 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 JPDX1                     0000003 03.151 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 JPDX2                     0000002 03.151 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 KJMQUE1                   0000001 02.338 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 KJMQUE2                   0000001 02.338 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 OLQQNOTE         OLQTNOTE 0000000 00.000 001 000 KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 RTSVQ                     0000002 07.219 255 PRM KEPT                   NO
090908 09.45.27 IDMS DC256004 V73 T0 TASK_ANALYZER_12          0000001 03.315 255 PRM KEPT                   NO
090908 09.45.28 IDMS DC256015 V73 T0 Queue initialization complete
090908 09.45.28 SYSTEM INITIALIZED ON 08253 AT 09:45:28.01
090908 09.45.28 MAP OF REGION
090908 09.45.28 RHDCOESA 000075D0  OPT      00025570  CSA      00026068  LKM      00028C80
090908 09.45.28 SCAAREA  000296E0  CCE      0002B280  NLT      000398E0  STGPOOL  00054000
090908 09.45.28 PTT      00055108  ECBLIST  0024DC60  CSVCAREA 0024E780  TCA      00252F60
090908 09.45.28 DCEAREA  00253020  TCEAREA  002558A0  PGMPOOL  002AB000  RENTPOOL 002C4000
090908 09.45.28 RHDCD05V 002EF000  RHDCD01B 002F3C00  RHDCD06E 002F5C00  RHDCD07Q 002F8C00
090908 09.45.28 RHDCD0LX 002FAB20  RHDCD0EV 00301600  HIADDR   00517000  SVC172   00B993E0
090908 09.45.28 ESE      326601C0  EREAREA  333402F8  CVDMCL   3640B490  RUA      36428A90
090908 09.45.28 DDT      36429F08  LTT      3642A088  TCESTACK 36498C08  ABENDSTG 365B80C8
090908 09.45.28 QDT      365BA388  TDT      365BBD88  PDT      365C3508  SCT      36663188
090908 09.45.28 MPMODTBL 36665888  RCA      36666B88  RLEAREA  36666C48  RCEAREA  366757A0
090908 09.45.28 DPEAREA  3669CB20  ILEAREA  366A32D0  TRCEBUFS 366AF000  XASTGPL  38B57000
090908 09.45.28 XAPGMPL  39AF7000  XARENTPL 39B29000  IDMSDBIO 39B29070  IDMSDBMS 39B4B470
090908 09.45.28 RHDCD04W 39DBAA00  RHDCD0ZU 39DBC000  RHDCD0LV 39DC3030  RHDCD0IP 39DC5A00
090908 09.45.28 RHDCRUSD 3A49AC00  RHDCLGSD 3A49B600  PMONCIOD 3A49C200  PMONCROL 3A4A3400
090908 09.45.28 RHDCDEAD 3A4A4C00  RHDCCFSD 3A4AD400  IDMSLMSD 3A4AF800  IDMSDBSD 3A4B1400
090908 09.45.28 MAP OF NUCLEUS
090908 09.45.28 MODNAME  CSECT      ASM DATE    LOADADR  ENTRY POINTS
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090908 09.45.28 RHDCOS00                       000075D0  OS00EP1  00009CA8
090908 09.45.28 IDMSDBIO                       39B29000  DBIOEP1  39B29070  DBIOEP2  39B291B0  DBIOEP3  39B29238
090908 09.45.28 IDMSDBMS IDMSDBMS 080805 11:43 39B4B400  DBMSEP1  39B4B470  DBMSEP3  39B4B7A0
090908 09.45.28 IDMSHLDB IDMSHLDB 080822 07:40 39B67000  HLDBEP1  39B67070  HLDBEP2  39B72A08
090908 09.45.28 IDMSEXP  IDMSEXP  080805 11:44 39B73600  EXPEP1   39B73670
090908 09.45.28 IDMSQSRT IDMSQSRT 070919 15:03 39B78C00  QSRTEP1  39B78C70
090908 09.45.28 RHDCEVAL RHDCEVAL 070201 11:24 002C4000  EVALNTRY 002C4070
090908 09.45.28 RHDCURTN RHDCURTN 060809 15:29 002C9C00  URTNEP1  002C9C70
090908 09.45.28 RHDCSCRN RHDCSCRN 080107 14:49 002CA800  SCRNEP1  002CA870
090908 09.45.28 IDMSKEEP IDMSKEEP 070531 10:08 39B7B600  KEEPEP1  39B7B670  KEEPEP2  39B7B810
090908 09.45.28 IDMSLRF  IDMSLRF  060809 14:47 39B7D200  LRFEP1   39B7D270
090908 09.45.28 RHDCCURS RHDCCURS 070531 10:44 39B81800  CURSEP1  39B81870  CURSEP2  39B81974
090908 09.45.28 RHDCWAIT RHDCWAIT 080805 11:57 39B84C00  WAITEP1  39B84C70  WAITEP1R 39B858F0  WAITEP2  39B86B90  WAITEP2I 39B86EE4
090908 09.45.28                                          WAITEP2A 39B86F5C  WAITEP3  39B87910  WAITEP4  39B879D8  CHAPEP1  39B87F0C
090908 09.45.28                                          WAITEP6  39B88108  WAITEP7  39B88EAC
090908 09.45.28 IDMSAREC IDMSAREC 070816 08:11 39B89400  ARECEP1  39B89470
090908 09.45.28 IDMSARBK IDMSARBK 080805 11:42 39B8A400  ARBKEP1  39B8A470  CRBKEP1  39B8A628
090908 09.45.28 IDMSBRBK IDMSBRBK 080805 11:42 39B8B000  BRBKEP1  39B8B070  BRBKEP2  39B8BC20
090908 09.45.28 IDMSLRBK IDMSLRBK 060809 14:47 39B8D200  LRBKEP1  39B8D270
090908 09.45.28 RHDCNVTR RHDCNVTR 060809 15:23 39B8FA00  NVTREP1  39B8FA70
090908 09.45.28 IDMSCONN IDMSCONN 080805 11:42 39B90400  CONNEP1  39B90470
090908 09.45.28 IDMSXTRA IDMSXTRA 080107 14:40 39B94800  XTRAEP1  39B94870
090908 09.45.28 IDMSBLDR IDMSBLDR 080904 12:27 39B9C400  BLDREP1  39B9C470
090908 09.45.28 RHDCMODT RHDCMODT 060809 15:21 39BB1E00  MODTEP1  39BB1E70
090908 09.45.28 RHDCRUAL RHDCRUAL 080505 15:18 39BB2C00  RUALEP1  39BB2C70  RUALEP2  39BB40B0
090908 09.45.28 RHDCSCRM RHDCSCRM 070201 11:28 39BB5800  SCRMEP1  39BB5870  RHDCSQX2 39BB7938
090908 09.45.28 RHDCQUEM RHDCQUEM 080505 15:18 39BB8600  QUEMEP1  39BB8670
090908 09.45.28 RHDCMISC RHDCMISC 080805 11:54 39BC0E00  HISTOEP1 39BC0E70  PUTLGEP1 39BC0EDC  SCANEP1  39BC2040  ACPTEP1  39BC2604
090908 09.45.28                                          SNGLEP1  39BC27F0  PFKTEP1  39BC2C20  SUBMITJ  39BC2E5C  VALADADR 39BC37C8
090908 09.45.28 RHDCTABL RHDCTABL 060809 15:28 39BC3E00  TBLSREP1 39BC3E70  TBDYAEP1 39BC4C38
090908 09.45.28 RHDCCXIT RHDCCXIT 080805 11:52 002CDE00  CXITEP1  002CDE70
090908 09.45.28 RHDCSNAP RHDCSNAP 080805 11:56 39BC5400  SNAPEP1  39BC5470
090908 09.45.28 RHDCRMGR RHDCRMGR 070531 10:48 39BCFC00  RMGREP1  39BCFC70  RMGREP2  39BD0840
090908 09.45.28 RHDCSTGP RHDCSTGP 080805 11:56 39BD1400  STGPGET  39BD1470  STGPFREE 39BD2418
090908 09.45.28 RHDCPCTL RHDCPCTL 080805 11:56 39BD4600  PCTLLINK 39BD4944  PCTLXCTL 39BD4A48  PCTLRTN  39BD46BC  PCTLSTAE 39BD4670
090908 09.45.28                                          PCTLABND 39BD4AD8  PCTLABNX 39BD53B8  PCTLSYSL 39BD6080
090908 09.45.28 RHDCLODR RHDCLODR 080805 11:54 39BD8400  LODRSET  39BD870C  LODRLOAD 39BD94C4  LODRDELE 39BDA704  LODRFIND 39BD8470
090908 09.45.28                                          LODRDYLT 39BDC8A0  LODRDYL2 39BDCBA4
090908 09.45.28 RHDCTIRH RHDCTIRH 080219 12:23 39BDF000  TIRHREQ  39BDF070
090908 09.45.28 RHDCMAPR RHDCMAPR 070919 15:06 39BE1800  MAPREP1  39BE1870
090908 09.45.28 RHDCAEDT RHDCAEDT 080805 11:51 39BE4A00  AEDTEP1  39BE4A70
090908 09.45.28 RHDCTAPR RHDCTAPR 060809 15:28 39BE8E00  MAPTAPR  39BE8E70
090908 09.45.28 RHDCSOCK RHDCSOCK 080219 12:22 39BEB600  SOCKEP1  39BEB670
090908 09.45.28 RHDCPAGR RHDCPAGR 080825 14:38 39BF1A00  PAGREP1  39BF1A70
090908 09.45.28 RHDCMPGP RHDCMPGP 080825 14:37 39BF4C00  MPGPEP1  39BF4C70
090908 09.45.28 RHDCLINR RHDCLINR 060809 15:21 39BF7A00  LINREP1  39BF7A70  LINREP2  39BF99B4
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090908 09.45.28 RHDCPCBO RHDCPCBO 080805 11:56 002CE600  PCOBEP1  002CE670  PCOBEP2  002CE77C
090908 09.45.28 RHDCCOBI RHDCCOBI 080805 11:51 39BFAC00  COBIEP1  39BFAC70
090908 09.45.28 RHDCPLII RHDCPLII 080805 11:56 002CFA00  PLIIEP1  002CFA70
090908 09.45.28 RHDCPPLO RHDCPPLO 080107 14:50 002D1400  PPLOEP1  002D1470  PPLOEP1A 002D151C  PPLOEP2  002D15B0
090908 09.45.28 RHDCPLIB RHDCPLIB 060809 15:27 002D2200  PLIBVECT 002D2270
090908 09.45.28 RHDCTIMP RHDCTIMP 070531 10:49 39BFD600  TIMPGET  39BFD670  TIMPSET  39BFDA1C
090908 09.45.28 RHDCWTL  RHDCWTL  080219 12:23 39BFF000  WTLEP1   39BFF070  WTLEP2   39C00C78  WTLEP3   39C01534
090908 09.45.28 RHDCEDQ  RHDCEDQ  060809 15:19 39C01A00  EDQENQ   39C01A78  EDQDEQ   39C01FDC
090908 09.45.28 RHDCDBCO RHDCDBCO 070531 10:44 39C02E00  DBCOEP1  39C02E70  DBCOEP2  39C02FC8
090908 09.45.28 RHDCDBRC RHDCDBRC 080822 20:47 39C04600  DBRCEP1  39C04670  MSGERUEP 39C1FA74  DBRCVAR  39C1B648  DBRCLNK  39C1AAD0
090908 09.45.28                                          RDDRVEP  39C1FACC
090908 09.45.28 RHDCTTAB                       39C21000  CTAB     39C21068
090908 09.45.28 RHDCMSTR RHDCMSTR 080819 11:46 39C21600  MSTREP1  39C21670
090908 09.45.28 RHDCTSKC RHDCTSKC 070531 10:49 39C27800  TSKCEP1  39C27870
090908 09.45.28 RHDCTSKI RHDCTSKI 080805 11:57 39C28C00  TSKIEP1  39C28C70  TSKIEP2  39C29D70  TSKIMVR  39C29118
090908 09.45.28 RHDCFLTR RHDCFLTR 071015 10:23 39C2C000  FLTREP1  39C2C070
090908 09.45.28 IDMSSERV IDMSSERV 080219 12:18 39C2CC00  IDMSERUS 39C2CC70  COMSTG   39C2E2D8
090908 09.45.28 IDMSTASK IDMSTASK 080107 14:38 39C2FA00  IDMSXTSK 39C2FA70  UCFVECT  39C30E4C
090908 09.45.28 RHDCOTRC RHDCOTRC 060809 15:26 39C32000  TTRCEP1  39C32070
090908 09.45.28 RHDCUXIT RHDCUXIT 080825 17:53 002D3400  UXITEP1  002D3468
090908 09.45.28 RHDCSMSG RHDCSMSG 060809 15:27 39C32C00  SMSGEP1  39C32C70  SMSGEP2  39C33DD4
090908 09.45.28 RHDCTERM RHDCTERM 071015 10:25 39C34400  TERMEP1  39C34470
090908 09.45.28 RHDCPRNT RHDCPRNT 080805 11:56 39C36800  PRNTEP1  39C36870  PRNTEP2  39C37844  PRNTEP3  39C37E84  PRNTTASK 39C38358
090908 09.45.28                                          PRNTEP5  39C395E8  PRNTEP6  39C38088
090908 09.45.28 RHDCBANR RHDCBANR 080107 14:42 39C39E00  BANREP1  39C39E70
090908 09.45.28 RHDCUTRC RHDCUTRC 060809 15:29 39C3A400  UTRCEP1  39C3A470
090908 09.45.28 RHDCSTAT RHDCSTAT 070531 10:49 39C3AA00  STATEP1  39C3AA70  TRSTAEP1 39C3B914
090908 09.45.28 RHDCDBUG RHDCDBUG 060809 15:16 39C3C000  DBUGEP1  39C3C070
090908 09.45.28 RHDCLIMT RHDCLIMT 060809 15:21 39C3D600  LIMTEP1  39C3D670
090908 09.45.28 IDMSTOOL IDMSTOOL 060809 14:57 39C3DE00  TOOLEP1  39C3DE70
090908 09.45.28 RHDCMODE RHDCMODE 070201 11:26 39C3E200  MODEEP1  39C3E270  MODEEP2  39C3E330  MODEEP3  39C3E5A4
090908 09.45.28 RHDCLOCK RHDCLOCK 070531 10:46 39C3EA00  LOCKEP1  39C3EA70
090908 09.45.28 RHDCAPPC RHDCAPPC 060809 15:14 39C3F400  APPCEP1  39C3F470
090908 09.45.28 RHDCDLIF                       002D3C00  DLIFEP1  002D4BC8
090908 09.45.28 RHDCDLRC RHDCDLRC 080107 14:43 002D5200  DLRCEP1  002D5270
090908 09.45.28 RHDCDLBE                       002D6000  DLBEEP1  002D6698
090908 09.45.28 RHDCSNMT RHDCSNMT 060829 13:55 39C42000  SNMTEP1  39C42070  SNMTEP2  39C42198
090908 09.45.28 PMVECTRS PMVECTRS 060809 15:12 002E6800  PMVECEP1 002E6870
090908 09.45.28 RHDCALOC RHDCALOC 071015 10:22 39C42600  ALOCEP1  39C42670
090908 09.45.28 RHDCSRTT RHDCSRTT 080825 17:53 39C44C00  SRTTEP1  39C44C68
090908 09.45.28 RHDCSCEN RHDCSCEN 080805 11:56 39C45A00  SCENEP1  39C45A70
090908 09.45.28 IDMSDDAM IDMSDDAM 080505 14:36 39C4DC00  DDAMEP1  39C4DC70  DDAMEP3  39C4DFE8
090908 09.45.28 IDMSLMGR IDMSLMGR 061212 08:12 000398E0  LK00EP1  00039950
090908 09.45.28 RHDCDSIR RHDCDSIR 060810 08:04 002EAC00  DSIREP1  002EAC70  DSIREP2  002EAD64
090908 09.45.28 IDMSMBM  IDMSMBM  060809 14:47 39C51200  MBMEP1   39C51270
090908 09.45.28 IDMSSSP                        39C52000  @MAIN    39C534E0
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090908 09.45.28 IDMSAMC                        39C60C00  AMCEP1   39D27CA0
090908 09.45.28 RHDCTD0D                       39D2A000  TD0DEP1  39D34260  DTSEVH   39D3468C
090908 09.45.28 RHDCP58B RHDCP58B 060809 15:27 39D38C00  P58BEP1  39D38C70
090908 09.45.28 IDMSAMSC IDMSAMSC 060809 14:30 39D39000  AMSCEP1  39D39070
090908 09.45.28 IDMSTMGR IDMSTMGR 080805 11:49 39D39C00  TMGREP1  39D39F90  TMGREP2  39D43A08  TMGREP3  39D43C8C  TMGREP4  39D452C4
090908 09.45.28 IDMSQSRV IDMSQSRV 080811 14:20 39D5F600  QSRVEP1  39D5F670
090908 09.45.28 IDMSNCLI IDMSNCLI 070531 10:08 39D63C00  NCLIEP1  39D63C70  NCLIEP2  39D65500
090908 09.45.28 IDMSNSRV IDMSNSRV 080826 14:38 39D65C00  NSRVEP1  39D65C70
090908 09.45.28 IDMSQCLI                       39D67C00  QCLIEP1  39D67EA8
090908 09.45.28 RHDCMPRF RHDCMPRF 080805 11:54 39D74800  MPRFEP1  39D74870  RTNCBEP1 39D76FB8
090908 09.45.28 IDMSUTIL IDMSUTIL 070531 10:10 39D77C00  UTILEP1  39D77C70
090908 09.45.28 IDMSMSGM IDMSMSGM 070919 15:03 39D7B600  MSGMEP1  39D7B670
090908 09.45.28 IDMSDTCM IDMSDTCM 060809 14:35 39D7CE00  DTCMEP1  39D7CE70
090908 09.45.28 IDMSDTCN IDMSDTCN 070201 11:00 39D7DC00  DTCNEP1  39D7DC70
090908 09.45.28 RHDCENVP RHDCENVP 060809 15:19 39D7F400  ENVPEP1  39D7F470
090908 09.45.28 IDMSIDMS IDMSIDMS 080805 11:47 002EB200  IDMSVECT 002EB270
090908 09.45.28 IDMSDCLI IDMSDCLI 080805 11:43 39D80A00  DCLIEP1  39D80A70
090908 09.45.28 IDMSDSRV IDMSDSRV 080805 11:44 39D81E00  DSRVEP1  39D81E70
090908 09.45.28 ESVSAMBE ESVSAMBE 060809 14:10 39D82600  AMBEEP1  39D82670
090908 09.45.28 RHDCLE37 RHDCLE37 080505 15:13 002ED200  LE37EP1  002ED270
090908 09.45.28 RHDCLESM                       39D89800  LESMEP1  39D89CD0
090908 09.45.28 RHDCCFIM                       0002CBC0  CFIMVECT 00033540
090908 09.45.28 IDMSRRSI IDMSRRSI 061212 08:13 39D8DC00  RRSVECT  39D8DC80
090908 09.45.28 IDMSXCLI IDMSXCLI 080107 14:41 39D95000  XCLIEP1  39D95070
090908 09.45.28 IDMSJSRV IDMSJSRV 080805 11:47 39D96A00  JSRVEP1  39D96A70  JSRVEP2  39D96E4C  JSRVEP3  39D971E0
090908 09.45.28 IDMSTRAK IDMSTRAK 080904 12:27 39D9D400  TRAKEP1  39D9D470
090908 09.45.28 IDMSSLAM IDMSSLAM 080219 12:18 39DAB000  SLAMEP1  39DAB070
090908 09.45.28 END OF SNAP
090908 09.45.28 IDMS DC013004 V73 T0 ATTACHING DRIVER FOR LINE VTAM71
090908 09.45.28 IDMS DC013004 V73 T0 ATTACHING DRIVER FOR LINE UCF67
090908 09.45.28 IDMS DC013004 V73 T0 ATTACHING DRIVER FOR LINE CCILINE
090908 09.45.28 IDMS DC013004 V73 T0 ATTACHING DRIVER FOR LINE DDSVTAM
090908 09.45.28 IDMS DC013004 V73 T0 ATTACHING DRIVER FOR LINE SNALU62
090908 09.45.28 IDMS DC013004 V73 T0 ATTACHING DRIVER FOR LINE TCPIP
090908 09.45.28 IDMS DC088001 V73 T22 Line TCPIP Pterm TCPLIS04 listener initiated on port 26734
090908 09.45.28 IDMS DC088001 V73 T22 Line TCPIP Pterm TCPJSRV listener initiated on port 03773
090908 09.45.28 IDMS DC091001 V73 T0 ATTACHING PRINTER CONTROL TASK
090908 09.45.28 IDMS DC013013 V73 T0 ATTACHING LOADAREA CLEANUP TASK
090908 09.45.28 IDMS DC013006 V73 T0 ATTACHING STARTUP AUTOTASKS
090908 09.45.28 IDMS DC013005 V73 T0 CENTRAL VERSION INITIALIZATION COMPLETE
090908 09.45.28 IDMS DC074100 V73 T0 V73  ENTER NEXT TASK CODE:      CA IDMS release 17.0 tape GJH00B node SYSTEM73
090908 09.45.28 IDMS DC204101 V73 T20 DDS-VTAM-DRIVER CONNECTED TO SYSTEM71
090908 09.45.28 IDMS DC074100 V73 T0 ?
090908 09.45.28 IDMS DC329013 V73 T28 Startup resynchronization complete

Startup routine steps
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The following are the events that occur during the DC/UCF startup process:

1. The startup routine acquires storage for the DC/UCF region/partition and then frees a predefined amount of storage to
the operating system. This process is described in How the Startup Routine Acquires Storage.

2. The startup routine loads the main startup module (RHDCNTRY) at the end of the acquired region and passes control
to the module.
RHDCNTRY allocates XA storage according to SYSIDMS parameter CV_STARTUP_XA_REGION_MB and builds the
DC/UCF system in the acquired space. If data sharing is in effect, it joins the XCF group and connects to the XES list
and lock structures. If necessary, RHDCNTRY performs a warmstart. The DC/UCF system definition is read from the
dictionary named SYSTEM as identified by a DBNAME or a segment name. Then RHDCNTRY builds the rest of the
DC/UCF system.
RHDCNTRY loads the system components sequentially, starting at the low end (the low storage address) of the DC/
UCF region/partition.
RHDCNTRY allocates additional storage, if necessary for the following:
– Storage pools (24-bit and 31-bit)
– Program pools (24-bit and 31-bit)
– Abend storage
RHDCNTRY defines the MASTER task as the first task, T0 (task zero), and then returns control to the startup routine.

3. The startup routine returns any unused space in the originally acquired region/partition to the operating system.
4. The startup routine passes control to the DC/UCF dispatcher (RHDCWAIT).
5. RHDCWAIT dispatches the MASTER task (task T0). At this point, the DC/UCF startup process is complete and DC/

UCF system execution is in progress.
The MASTER task attaches the Database Resource Controller (DBRC) task, T1, which manages the database.
During startup, DBRC does the following:
– Opens the journaling system
– Processes unrecovered transactions
– Processes incomplete (distributed) transactions
– Coordinates data sharing member startup, if applicable
– Initiates operator communications through the console
– Starts up the external request-unit service (ERUS) facility
– nitiates startup resynchronization for distributed transactions
– Posts the MASTER task when initialization is complete
The MASTER task also does the following:
– Initiates a task that erases all expired queues
– Writes a map of the region/partition and a map of the DC/UCF nucleus to the DC/UCF log
– Attaches driver modules
– Attaches the print control task (if applicable).
– Invokes the CLOD task to erase all logically deleted load modules from load area
– Invokes the QUED task. This is done for compatibility only, since processing of expired queues was already done

NOTE
You can also invoke the CLOD and QUED tasks after startup, as described in the CA IDMS System Tasks
and Operator Reference section.

MASTER then attaches any startup autotasks defined at DC/UCF system generation time.

The DC/UCF Region/Partition Layout

The DC/UCF region/partition layout differs depending on your system's configuration.

To examine the layout for your DC/UCF system, issue the following DCMT command:
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DCMT DISPLAY MEMORY MAP

NOTE
For more information on this command, see the System Tasks and Operator Reference section.

System nucleus modules

System nucleus modules are loaded at the beginning of the appropriate program and reentrant pools. The size of a
program pool is automatically extended to accommodate these modules. The nucleus load table (NLT) resides in the
DC/UCF region/partition to identify the system nucleus modules to the system. To display a map of the DC/UCF nucleus
modules, issue the the following DCMT command:

DCMT DISPLAY MEMORY NUCLEUS

NOTE
For more information on this command, see the System Tasks and Operator Reference section.

Most system nucleus modules can be reloaded at runtime, as described in Dynamically Reloading Nucleus Modules.

DC/UCF region components

The following table lists the components of the DC/UCF region/partition in alphabetical order:

Component Description
Abend storage Storage available for processing runtime abends.

The amount of available abend storage is specified by the
ABEND STORAGE parameter of the system generation SYSTEM
statement.

CCE The CA IDMS central control element, which contains information
used by CA IDMS.
This table is built at startup time from values stored in records
in the dictionary by database-related parameters defined on the
SYSTEM system generation statement.

CSA The common system area (CSA) vector table and system-wide
fields (for example, statistics fields).

CSVCAREA The system SVC parameter area, which is used by DC/UCF as a
general work area.

DC/UCF startup routine The routine that begins the DC/UCF system startup process.
The module name is determined during the link-edit job that
creates the load module. Typical names are DCUCF.SYS,
EXECDC, DCUCF.GO, and DCEXEC.
The module contents depend on the operating system in use. For
details, see information presented earlier in this section about DC/
UCF system startup under your operating system.

Central version DMCL The actual DMCL used by the DC/UCF system.
DCEAREA The dispatch control element area.
DDT The destination definition table, which contains destination

definition elements (DDEs) built from values stored in the
dictionary by system generation DESTINATION statements.

DPEAREA The deadlock prevention element area.
ECBLIST The operating system's event control block (ECB) list.
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EREAREA The external request unit area.
ESE External service element.
HIADDR The high 24-bit storage address of the DC/UCF system after the

startup routine returns the amount of storage specified in the
FREESTG runtime option.

IDMSDBIO The CA IDMS database I/O module.
IDMSDBMS The CA IDMS database services module.
ILEAREA Internal lock element area.
Line driver modules Line driver modules for DC/UCF.

These modules are loaded at the beginning of the appropriate
program or reentrant pool. The pools are increased automatically
to accommodate these modules.

LKM Locking control blocks, which are a series of internally managed
control blocks, accessible only by the Lock Manager, used to
serialize resources such as database key locks.
These control blocks are allocated at startup time before the first
24-bit storage pool in a non-XA system and before the first 31-bit
storage pool in an XA system. Any additional storage required by
the Lock Manager at runtime is allocated from the storage pools.
The amount of storage allocated is dependent on the value
specified in the SYSLOCKS clause of the system generation
SYSTEM statement.

LTT The logical terminal definition table. This table contains logical
terminal elements (LTEs) for terminals that can execute online
applications.
This table is built at startup time from values stored in the
dictionary by system generation LTERM statements.

MPMODTBL The MPMODE table.
NLT The nucleus load table, which identifies the system nucleus

modules to the DC/UCF system.
Nucleus modules System nucleus modules that perform general system services,

such as program loading and storage management.
Nucleus modules are loaded at the beginning of the appropriate
program or reentrant pool. The pools are increased automatically
to accommodate these modules. To display a map of the
nucleus modules, issue a DCMT DISPLAY MEMORY NUCLEUS
command.

OPT The startup options table, which contains DC/UCF system-wide
information.
This table is built at startup time from values stored in the
dictionary during system generation by the SYSTEM statement.
The startup options table also contains the DC/UCF region map.

PDT The program definition table, which contains program definition
elements (PDEs) for programs in all program pools.
This table is built at startup from values stored in the dictionary by
system generation PROGRAM statements.

Program pool (24 bit) The 24-bit program pool is defined by the PROGRAM POOL
parameter of the system generation SYSTEM statement.

Program pool (31 bit) (XA systems only) This optional program pool is defined by the XA
PROGRAM POOL parameter of the system generation SYSTEM
statement.
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PTT The physical terminal definition table. This table contains
information used to support online applications that use physical
terminals.
This table is built from values stored in the data dictionary by
system generation LINE and PTERM statements.

QDT The queue definition table, which is built from values stored in the
dictionary by system generation QUEUE statements. The QDT
contains:
Queue definition elements (QDEs)
Queue control elements (QCEs)
Queue wait elements (QWEs)

RCA The resource control area, which contains elements used to
control system resources:
Resource link elements (RLEs)
Resource control elements (RCEs)
Deadlock prevention elements (DPEs)
Internal lock elements (ILEs)

RCEAREA Resource control element area
Reentrant pool (24 bit) A pool for 24-bit reentrant programs, which is defined by the

REENTRANT POOL parameter of the system generation
SYSTEM statement.

Reentrant pool (31 bit) (XA systems only) This optional reentrant program pool is
defined by the XA REENTRANT POOL parameter of the system
generation SYSTEM statement.

Resident programs An area that contains programs defined as resident at system
generation time by means of PROGRAM statements.
Resident programs are loaded at the beginning of the program
pools immediately after the nucleus modules.

RHDCDEAD The deadlock manager.
RLEAREA Resource link element area.
RUA The internal run-unit allocation table contains the following:

A run-unit header (RUH) for each run-unit type
A run-unit element (RUE) for each run unit

SCAAREA The subtask control area.
SCT The storage control table area, which contains storage control

elements (SCEs) for all storage pools.
Service driver modules Service driver modules for DC/UCF. These include the following:

RHDCRUSD (run unit service driver)
RHDCLGSD (log service driver)
Service driver modules perform journal and log I/O operations for
other tasks, thus freeing those tasks to continue execution.
If data sharing is in effect, the following additional service drivers
are loaded:
RHDCCFSD (Coupling Facility service driver)
IDMSLMSD (Lock Manager service driver)
IDMSBDSD (DBIO service driver)
These modules are loaded at the beginning of the appropriate
program or reentrant pool. The pools are increased automatically
to accommodate these modules.
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Storage pools (24 bit) The primary storage pool is defined by the STORAGE POOL
clause of the system generation SYSTEM statement.
Additional 24-bit storage pools are optionally defined by system
generation STORAGE POOL statements.

Storage pools (31 bit) (XA systems only) These optional storage pools are defined by
system generation XA STORAGE POOL statements (pools 128
to 254) and the XA STORAGE POOL parameter of the SYSTEM
statement (pool 255).

SVC module Actual SVC used by the DC/UCF system.
TCA The task control area contains the following:

Dispatch control elements (DCEs)
Task control elements (TCEs)
Task statistics area (TSA)
This table is built from values established by system generation
TASK statements.

TCEAREA Task control element area.
TDT The task definition table. This table contains task definition

elements (TDEs) for tasks that can be used to invoke online
components (for example, the subschema compiler).
This table is built at startup time from values stored in the
dictionary by system generation TASK statements.

TRC The system trace area, which contains the system trace buffers.
The size of this area is defined at system generation time by the
SYSTRACE ENTRIES parameter of the SYSTEM statement.
Each entry in this area requires 64 bytes.

Dynamically Reloading Nucleus Modules
You can reload DC nucleus modules without having to bring down the entire DC system. For example, you do not need
to bring the system down to apply maintenance. You need only apply the changes to the load library and then reload the
affected modules.

You can dynamically reload any module with a PDE type of NUCLEUS or DRIVER, except for the following modules:

• IDMSDBIO
• IDMSUXIT
• RHDCDBRC
• RHDCMSTR
• RHDCSCRN
• RHDCOS00

If one of the modules being reloaded is a driver module that controls your terminal (for example, a VTAM driver), you are
logged off of DC/UCF when the driver module is recycled. You can sign back on after the driver module is reloaded.

Considerations

When dynamically reloading nucleus modules, be sure to:
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• Include all interdependent modules in the list of modules to be reloaded. For example, if a nucleus module also
requires a patch in the common system area (CSA), your list must include both the modified nucleus module and the
RHDCCSA module.

• Bring DC to an inactive state before beginning the reload operation by performing the following steps:
a. Disable long-running conversational tasks, such as the dynamic system monitor (OPER), the online debugger, and

the Realtime Monitor at sites where the CA IDMS/Performance Monitor is installed.
b. Cancel any long-running jobs that are already active.

The list of modules to be reloaded is associated with the logical terminal element (LTE) on which the DCMT VARY
NUCLEUS commands are executed. If you sign off from your terminal, the list is deleted. You can determine whether a
program is a nucleus module by examining its PDE type. The PDE type is shown by the DCMT DISPLAY PROGRAM
program-name command.

Setting Up Interpartition Communication and the SVC
DC/UCF resides in its own region/partition. Online application programs executed by using DC/UCF execute within
the DC/UCF region/partition. Additionally, DC/UCF online compilers (such as the online system generation compiler),
development tools (such as ADSA and OLM), and database procedures execute within the DC/UCF region/partition.

Certain functions of the online DC/UCF system require the use of a special SVC which is supplied with DC/UCF software.
In order to use these functions, the SVC must be installed from a release level at least as high as the online DC/UCF
system. An SVC from a higher release level may be used to access a DC/UCF system at a lower release

Online applications executing under other DC/UCF systems, batch application programs, and programs executed under
TP monitors other than DC execute in regions/partitions external to the DC/UCF region/partition. Since CA IDMS resides
in the DC/UCF region/partition, all CA IDMS database requests issued by these programs and all responses must be
passed across regions/partitions.

The remainder of this section describes the common communications architecture used to pass database requests from
one region/partition to another and provides specific information on the following communications:

• DC to DC
• Batch to DC
• CICS to DC

For more information, see the following topics:

Communications Architecture
The DC/UCF communications architecture was designed to separate applications from the communications environment.
That is, your application does not need to include communications requirements. For example, the application does not
need to designate the node in which a database resides. The architecture is based on the client/server model as follows:

• Client -- Requests information or services
• Server -- Provides information or services

The mandate of this model is that clients and servers must be connected only by a well-defined message protocol. One
client or server can have no explicit information on other clients/servers.

Data request processing: When an application issues a request for database services, each request is routed through
four communications layers on both the client side and the server side, as shown in the following diagram:
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Communication layers: The following table describes each layer of the communications architecture:

Layer Description
Data Services Interface (DSI) Provides a service-specific interface between an application and

particular service (for example, SQL database services). The DSI
creates a data transfer services block (DTSB) that contains routing
information, the name of the target resource, the data, and data
format descriptors and forwards the DTSB to the data transfer
services layer.

Data Transfer Services (DTS) Provides the service-independent application program interface
(API) for client/server processing. This layer uses a name server
table to determine where to pass the requested information.

Distributed Node Services (DNS) Determines how the information is to be sent; that is, using:
-An SVC (used to communicate between the client and a DC/UCF
system within the same operating system image)
-DDS (used to communicate between DC/UCF systems in
different CPUs)

Communications drivers Send the information across to the following:
The SVC
The UCF line driver
DDS using CCI, TCP/IP, or VTAM

The name server table: The name server table is used by the data transfer services layer to determine where to
route information. The table contains information on the location of the database to be accessed. Depending on the

 1365



 Administrating

environment in which your application is executing, the name of the database to be accessed is provided in the following
ways:

Environment How a database name is provided
DC Through the NODE and RESOURCE TABLE system generation

statements
Batch, CICS, and other TP-monitors Through the IDMSOPTI module, SYSCTL file, and SYSIDMS

parameter file

DC-to-DC Communications
You use DC-to-DC communication when a program executing online in one DC/UCF system needs access to a database
controlled by another DC/UCF system.

Note: This section describes how database requests are transferred between DC/UCF systems. It does not describe
distributed applications using UCF or APPC. For information on distributed applications, see "Distributed Applications
Using UCF, APPC, or TCP/IP."

Communicating between DC/UCF systems at different release levels: It is valid to communicate between a front-
end DC/UCF system and back-end DC/UCF system that are at different release levels. Either the front-end system or the
back-end system can be at a higher release level. For SVC access between systems, the SVC should be at a release
level at least as high as the higher of the systems.

System generation table definitions: To implement DC-to-DC communication, you must define two types of tables using
the system generation compiler as follows:

Type of table Sysgen statement Description
NODE table NODE Describes what DC/UCF systems can

communicate with this DC/UCF system and
what communication method to use (for
example, an SVC or DDS using CCI, TCP/
IP, or VTAM); define one NODE statement
for every node with which a given DC/UCF
system can communicate

RESOURCE NAME table RESOURCE TABLE Identifies on what node a database resides;
define one resource entry for each remote
database and for each local database

Database request processing: When an application issues a request for database services, the request is passed to
the data services interface (DSI). If the request cannot be serviced on the local node, the request is passed to the data
transfer services layer of the communications architecture. This layer uses the name server table, which contains the
information provided by the system generation parameters listed above. The request is transferred from node to node
(using the distributed node services layer), until it reaches the node that controls the database.

In some cases, a direct connection cannot be made between the DC/UCF system on which the database request
originates and the DC/UCF system that controls the database. In these cases, a request can be routed across one or
more intermediate nodes to reach the final destination.

The system that controls the database must, however, be defined as a resource in the originating system. This definition
is used to perform resynchronization between the two systems and is required even if no actual two-phase commit
processing is done. For more information on this requirement, see the section Resource Name Table Requirements.

Distributed processing: You can distribute database and application processing across DC/UCF systems in one of the
following ways:
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• You can define one DC/UCF system to manage the front-end processing (terminal management, etc.) of applications
and another DC/UCF system to manage the CA IDMS database processing

• You can distribute the front-end processing of applications across multiple DC/UCF systems and define another DC/
UCF system to manage the CA IDMS database processing for those applications. You might distribute applications
based on geographic location, type of application, or size of application.

You decide the best way to set up multiple DC/UCF systems to meet the goals of your organization and maximize the use
of your computing resources. The following diagram shows the components of multiple DC/UCF regions:

By distributing application and database processing across multiple DC/UCF systems, you minimize the constraints
on system resources such as CPU and virtual storage. Additionally, by isolating database or application processing on
separate DC/UCF systems, you can do the following:

• Exercise more control over the processing of strategic applications
• Insulate database processing from application processing
• Insulate applications from each other
• Minimize the effects of processing outages across the user environment

Managing the tables dynamically: You can make a new copy of the NODE table or RESOURCE NAME table available
to the DC/UCF system dynamically, by following these steps:

1. Re-generate the system with the new NODE or RESOURCE NAME table parameters
2. Dynamically reload the NODE table or RESOURCE NAME table by entering DCMT VARY RESOURCE TABLE NEW

COPY
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NOTE
For more information on this DCMT command, see the System Tasks and Operator Reference section.

Batch and Non-DC/UCF Programs
Contents

Batch programs and non-DC/UCF programs pass CA IDMS central version database requests and receive responses
through the CA IDMS SVC (supervisor control routine). The following diagram shows how the SVC passes requests and
data between programs executed in other regions/partitions and DC/UCF. In this diagram, the CA IDMS SVC passes
program requests for database services and DC/UCF responses across regions/partitions. Program A is an online
program executed without DC/UCF services. Program B is a batch program.

In z/OS systems, an actual SVC is used. In z/VSE and z/VM systems, equivalent modules perform CA IDMS SVC
communication services. The remainder of this overview uses the term SVC to refer to both types of definitions.

Required interface modules: Batch programs also require the following interface modules to communicate with the SVC:
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• The batch interface allows batch programs to communicate with the SVC.
• TP-interface modules tailored to each supported TP monitor allow (non-DC/UCF) online programs to communicate

with the SVC.
• These interface modules are installed at DC/UCF system installation time.
• To make the optional 10.2 services batch interface available, programs that were not linked in a 10.2 system must be

linked with the IDML load module, and the IDMSB102 load module must be in a STEPLIB specified in the batch job
JCL.

• Note: For more information on using the optional 10.2 services batch interface, see the CA IDMS Navigational DML
Administrating section.

• Because batch programs and non-DC/UCF programs execute outside of DC/UCF, the interface modules for these
types of programs must provide DC/UCF access information when they pass program requests for CA IDMS database
services to the SVC. Basically, they must specify the following:

• The type of database services (central version or local mode) that the program uses
• The database that the program accesses
• The DC/UCF system the program uses when using central version services
• The DC/UCF system to which the program passes database requests when using central version services
• Database specifications: When batch programs execute, the batch interface derives this information from a

combination of sources as follows:
• From the IDMSOPTI module (if any) link edited with the program (for non-SQL access only).
• From the SYSCTL file specified in execution JCL.
• From alternative database and node specifications made within the SYSIDMS parameter file or within the program

itself.
• From user exit 23 specifications. Exit 23 can intercept database specifications for the program during run unit initiation

(non-SQL access only)
• Note: For more information on the SYSIDMS parameter file, see the Common Facilities Guide.

TP monitor overrides: For non-DC/UCF online programs, the TP front-end interface module passes program information
to the SVC. This information is specified when the TP front-end module is generated. At runtime, this information can be
overridden, when appropriate, by any of the following specifications:

• Program database and node specifications
• Information passed by user exit 23 (non-SQL access only)

CV Retry Processing: If a batch job or UCFTSO session attempts to connect to a Central Version and that Central
Version is not up, message DC208002 is normally issued and the batch job will await an operator reponse to the query:
CV cv-number NOT ACTIVE REPLY RETRY OR CANCEL. A SYSIDMS parameter, CVRETRY=OFF, allows this message
to be suppressed so that control is immediately returned to the application program with an appropriate ERROR-STATUS.

Under z/OS, the SYSIDMS parameter, CVRETRY_MSG_CODES=descriptor-route-codes, gives you control over the
destination where message DC208002 is routed. Control over the routing of the DC208002 message facilitates the use of
data center automation tools to respond to the message without operator intervention.

For more information on SYSIDMS parameters see the Common Facilities Guide.

The following SYSIDMS parameter lets you control the routing of the DC208002 message.

• CVRETRY_MSG_CODES=descriptor-route-codes
Specifies the descriptor and route codes to be used for batch message DC208002 (CV cv-number NOT ACTIVE.
REPLY RETRY OR CANCEL). descriptor-route-codes must be an eight-digit hexadecimal value.
The first four digits of descriptor-route-codes represent the descriptor codes and the last four digits represent the route
codes. Each bit within the descriptor or route codes represents a code value. The first bit (x’8000’) represents code
value 1 and the last bit (x’0001’) represents code value 16. Multiple bits can be on in each set of codes so that x’8101’
represents code values 1, 8 and 16.
Default: x’00004000’ (representing descriptor code zero (0) and route code two)
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Database access: The following table summarizes how DC/UCF decides which database to access given a DBNAME
specification in the program or a SYSIDMS parameter, in IDMSOPTI, and in the SYSTEM statement SYSCTL clause. The
same rules apply to databases that reside on remote nodes.

Program/SYSIDMS DBNAME * IDMSOPTI DBNAME SYSCTL DBNAME DC/UCF uses
Specified ALWAYS ALWAYS SYSCTL parameters
Specified ALWAYS DEFAULT IDMSOPTI parameters
Specified ALWAYS NULL IDMSOPTI parameters
Specified DEFAULT ALWAYS SYSCTL parameters
Specified DEFAULT DEFAULT Program specification
Specified DEFAULT NULL Program specification
Specified NULL ALWAYS SYSCTL parameters
Specified NULL DEFAULT Program specification
Specified NULL ALWAYS SYSCTL parameters
Not Specified ALWAYS DEFAULT IDMSOPTI parameters
Not Specified ALWAYS NULL IDMSOPTI parameters
Not Specified ALWAYS ALWAYS SYSCTL parameters
Not Specified DEFAULT DEFAULT IDMSOPTI parameters
Not Specified DEFAULT NULL IDMSOPTI parameters
Not Specified NULL ALWAYS SYSCTL parameters
Not Specified NULL DEFAULT SYSCTL parameters
Not Specified NULL NULL Program's subschema

NOTE
If both the program and SYSIDMS parameter file specify a DBNAME parameter, the program specification
overrides the SYSIDMS parameter file specification.

Generating IDMSOPTI and Defining SYSCTL

The following section discusses the IDMSOPTI module and the SYSCTL file for each operating system.

z/OS: IDMSOPTI and SYSCTL
This section describes how to do the following in z/OS:

Generating an IDMSOPTI Module

You can define IDMSOPTI modules for batch programs that require non-SQL database services. To generate an
IDMSOPTI module, do the following:

1. Code an IDMSOPTI macro
2. Assemble and link edit the IDMSOPTI module

To make IDMSOPTI specifications available to a batch program, link edit the IDMSOPTI module with the program.
The IDMSOPTI module specifies whether the program uses CA IDMS central version or local mode services. When
the program uses central version services, IDMSOPTI can provide parameters that further determine which DC/UCF
system is to be accessed.

 1370



 Administrating

Generating an IDMSOPTI Module

You can define IDMSOPTI modules for batch programs that require non-SQL database services.

To generate an IDMSOPTI module:

1. Code an IDMSOPTI macro
2. Assemble and link edit the IDMSOPTI module

To make IDMSOPTI specifications available to a batch program, link edit the IDMSOPTI module with the program.
The IDMSOPTI module specifies whether the program uses CA IDMS central version or local mode services. When
the program uses central version services, IDMSOPTI can provide parameters that further determine which DC/UCF
system is to be accessed

IDMSOPTI Syntax
 ►►─ IDMSOPTI ─┬─────────────────────────┬────────────────────────────────────►
               └─ SVC= ─┬─ svc-number ─┬─┘
                        └─ 0 ◄─────────┘
  
  ►──┬───────────────────────────┬────────────────────────────────────────────►
     └─ ,CVNUM= ─┬─ cv-number ─┬─┘ 
                 └─ 0 ◄────────┘
  
  ►──┬─────────────────────────┬──────────────────────────────────────────────►
     └─ ,CENTRAL= ─┬─ NO ────┬─┘
                   ├─ ONLY ──┤
                   └─ YES ◄──┘
  ►──┬─────────────────────────┬──────────────────────────────────────────────►
     └─ ,SYSCTL=sysctl-ddname ─┘
  
  ►──┬───────────────────────────────────────────┬────────────────────────────►
     └─ ,NODENAM=(nodename ─┬─ ,ALWAYS ────┬─ ) ─┘
                            └─ ,DEFAULT ◄──┘
  
  ►──┬───────────────────────────────────────────────┬────────────────────────►◄
     └─ ,DBNAME=(database-name ─┬─ ,ALWAYS ────┬─ ) ─┘
                                └─ ,DEFAULT ◄──┘
 

IDMSOPTI Parameters

• SVC
Specifies the number of the CA IDMS SVC through which the program communicates with the DC/UCF system. svc-
number must be an integer in the range 0 through 255.
Considerations: To allow users to utilize the CA IDMS SVC number in a SYSCTL file at program execution, include
the SYSCTL parameter (below) in the IDMSOPTI macro.

• CVNUM
Identifies the DC/UCF system to the CA IDMS SVC.
Considerations: cv-number must be the same value (0 through 255) specified by the CVNUMBER parameter of the
system generation SYSTEM statement for the system. For more information on the SYSTEM statement, see the CA
IDMS Administrating section.

• CENTRAL
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Specifies whether the program uses CA IDMS central version services.
– NO

The program will never use CA IDMS central version services.
– ONLY

The program will always require CA IDMS central version services.
– YES

The program can use either central version or local mode services:
• The program uses central version services when the execution JCL for the application specifies a SYSCTL file.
• The program uses local mode services when JCL that executes the application does not specify a SYSCTL file
If you code CENTRAL=YES, be sure to include the SYSCTL parameter (below) in the IDMSOPTI module. At
runtime, the SYSCTL ddname specified in JCL for the application must match the ddname specified in the
IDMSOPTI module.

• SYSCTL
Specifies the ddname of a SYSCTL file.
Considerations: You should include the SYSCTL parameter when either of the following conditions applies:
– Users can execute the program using either central version or local mode services (that is, CENTRAL=YES). For

this to occur, the SVC parameter must either be omitted or set to 0.
– Users can execute the program on different DC/UkCF systems. You can optionally specify a default DC/UCF

system in the IDMSOPTI CVNUM parameter. At runtime, a user can override the default system, using the system
specified in the SYSCTL file. The user must specify the SYSCTL ddname named in the IDMSOPTI module for the
program.

• NODENAM
Specifies the one- to eight-character name of a system defined to your DC/UCF communications network.
ALWAYS/DEFAULT specifies conditions under which programs link edited with this IDMSOPTI module will pass
database requests to the named system node.
– ALWAYS

The program passes database requests to the named system unless the named system is overridden by a SYSCTL
file.

– DEFAULT
The program passes database requests to the named system only if both of the following are true:
• The program does not name a remote system.
• The SYSCTL file either does not name a remote system or specifies DEFAULT along with the remote system

that it names.
• DBNAME

Specifies a database name.
This specification may be overridden. For override conditions see the section Batch and Non-DC/UCF Programs.
– ALWAYS

The program uses the named database unless the named database is overridden by a SYSCTL file.
– DEFAULT

The program uses the named database only if both of the following are true:
• The program does not name a database.
• The SYSCTL file either does not name a database or specifies DEFAULT along with the database that it names.

IDMSOPTI usage: The following table shows the IDMSOPTI macro parameters appropriate for various programs that
request CA IDMS database services from another region:

Program execution IDMSOPTI strategy IDMSOPTI syntax
Always uses central version database
services on the same DC/UCF system

Assemble an IDMSOPTI module for
programs that use the DC/UCF system.

IDMSOPTI SVC=svc-number
,CVNUM=cv-number
,CENTRAL=ONLY
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Uses central version database services on
various DC/UCF systems

Optionally assemble an IDMSOPTI
module.*

IDMSOPTI SYSCTL=
sysctl-ddname
,CENTRAL=ONLY

Uses central version services on a default
DC/UCF system that users can override
with a SYSCTL file.

Assemble an IDMSOPTI module. IDMSOPTI SYSCTL=
sysctl-ddname
,SVC=svc-number
,CVNUM=cv-number
,CENTRAL=ONLY

Always uses local mode database services Optionally assemble an IDMSOPTI module. IDMSOPTI CENTRAL=NO
Sometimes uses central version and
sometimes uses local mode database
services

Optionally assemble an IDMSOPTI
module.*

IDMSOPTI SYSCTL=sysctl-ddname
CENTRAL=YES

* A SYSCTL data set can provide the necessary communication information at program execution time.

Assembling and link editing the IDMSOPTI module: You can define several different IDMSOPTI modules for a given
system. You must give each IDMSOPTI module a unique name.

To assemble and link edit an IDMSOPTI module:

1. Create an IDMSOPTI source module as follows:
          IDMSOPTI opti-parameters
          END
 

2. Save the IDMSOPTI source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL in the "Sample z/

OS JCL" topic.
Substitute the name of your IDMSOPTI source member and insert the following binder statement:
  NAME idmsopti (R)
 

Defining a SYSCTL File

You can define one or more SYSCTL files to provide alternative information for programs that require CA IDMS database
services while executing in another region. This information includes the number of the CA IDMS SVC to be used.
SYSCTL specifications override those given by batch and TP-monitor interface modules and IDMSOPTI modules.

You define the ddname for a SYSCTL file and determine the specifications to be contained in the SYSCTL file by using
the DC/UCF system generation SYSTEM statement. At system startup time, DC/UCF copies the specifications made in
the SYSTEM statement to the SYSCTL file.

At sites where more than one DC/UCF system runs concurrently, each SYSCTL file must have a unique data set name.
However, all systems can use the same ddname for the SYSCTL file.

Note: For more information on the SYSTEM statement, see the Administrating section.

Accessing a SYSCTL file: To use a SYSCTL file in conjunction with programs executed in other regions, the user must
either:

• Specify a ddname of SYSCTL in the batch application's execution JCL. The SYSCTL DD statement should point to a
data set with the same data set name used by the DC/UCF system for its SYSCTL data set.

• If the program is linked with IDMSOPTI, the ddname used for the SYSCTL data set in the batch application's execution
JCL must match the ddname specified for the SYSCTL in the IDMSOPTI module. The data set name pointed to by this
ddname must match the data set name used by the DC/UCF systems for its SYSCTL data set.
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IDMS System Operations z/VSE
This section describes how to do the following in z/VSE:

Generating an IDMSOPTI Module

You can define an IDMSOPTI module for batch programs that require non-SQL database services. To generate an
IDMSOPTI module, do the following:

1. Code an IDMSOPTI macro
2. Assemble and catalog the IDMSOPTI module

Note: For more information on IDMSOPTI modules, see the introduction to the System Startup section.

IDMSOPTI Syntax

IDMSOPTI Parameters

• SVC
Specifies the number of the CA IDMS SVC through which the program communicates with the DC/UCF system. The
value specified for svc-number should be an integer in the range 114 through 255.
Considerations: To allow users to utilize the CA IDMS SVC number in a SYSCTL file at program execution, include
the SYSCTL parameter (below) in the IDMSOPTI macro.

• CVNUM
Identifies the DC/UCF system to the CA IDMS SVC.
Considerations: CVNUM must specify the number (0 through 255) given by the CVNUMBER parameter of the
system generation SYSTEM statement for the system. For more information on the SYSTEM statement, see the
Administrating section.

• SYSCTL
Specifies the filename of a SYSCTL file. Sysctl-filename is a seven-character filename.
Considerations: If you use a SYSCTL file to specify SVC information, you won't need to relink programs that use that
SVC when you subsequently modify the SVC.
Because the SYSCTL file is used system-wide, the SYSCTL filename must represent a logical unit assignment that is
supported by all partitions in the system.
When executing a batch application, the user must specify the SYSCTL filename by using the DLBL statement in the
batch application's JCL. If this parameter is omitted from the JCL, the system default SYSCTL filename (specified in
the system generation SYSTEM statement) is used at runtime.

• UPSI
Defines which bit switch in the UPSI byte allows batch programs to use CA IDMS central version services at runtime.
Upsi-bit-switch-number specifies a bit string. Up to eight bit values can be specified in the string. The position where
you code a single 1 (one) in this bit string determines the location of the central version bit switch. Positions before the
1 (if 1 is not the first bit specified) must be coded as either zeros or blanks. Trailing blanks are treated as zeros.
For example, to specify that the fifth position in the UPSI byte is the central version switch, you would make the
following specification in the IDMSOPTI UPSI parameter:

UPSI=00001

In this example, the application at runtime can use central version services if a 1 (one) is coded in the fifth position in
the UPSI byte of the program's JCL. Otherwise, the application uses CA IDMS local mode services.
Considerations:
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– When CENTRAL=YES (see below) is coded for the IDMSOPTI module, it is particularly useful to code an UPSI
value. Runtime users can then use the UPSI switch to determine whether the program uses central version or local
mode services.

– When a SYSCTL file is specified in the program JCL, the runtime UPSI setting is ignored and the program uses
central version services, based on information from the SYSCTL file.

• CENTRAL
Specifies whether the program uses CA IDMS central version services.
– NO

The program will never use CA IDMS central version services.
– ONLY

The program will always require CA IDMS central version services.
– YES

The program can use either central version or local mode services, depending on specifications made in the JCL for
the batch application:
• The program uses central version services when either a SYSCTL file or the appropriate UPSI byte is specified

in the JCL.
• The program uses local mode services when neither of these

• NODENAM
Specifies a one- to eight-character name of a system defined to your DC/UCF communications network.
– ALWAYS

The program passes database requests to the named system unless the named system is overridden by a SYSCTL
file.

– DEFAULT
The program passes database requests to the named system only if both of the following are true:
• The program does not name a remote system.
• No database is specified by a SYSCTL file, or a SYSCTL file specifies DEFAULT along with the database that it

names.

IDMSOPTI usage: The following table shows IDMSOPTI macro parameters appropriate for various programs that request
CA IDMS database services from another partition:

Program execution IDMSOPTI strategy IDMSOPTI syntax
Always uses central version database
services on the same DC/UCF system

Assemble an IDMSOPTI module for
programs that use the DC/UCF system.

IDMSOPTI SVC=
svc-number
,CVNUM=cv-number
,CENTRAL=ONLY

Uses central version database services on
various DC/UCF systems*2

Optionally assemble an IDMSOPTI
module.*1

IDMSOPTI SYSCTL=
sysctl-ddname
,CENTRAL=ONLY

Uses central version services on a default
DC/UCF system that users can override
with a SYSCTL file*2

Assemble an IDMSOPTI module. IDMSOPTI SYSCTL=
sysctl-ddname
,SVC=svc-number
,CVNUM=cv-number
,CENTRAL=ONLY

Always uses local mode database services Optionally assemble an IDMSOPTI module. IDMSOPTI
CENTRAL= NO

Sometimes uses central version and
sometimes uses local mode database
services*2

Assemble an IDMSOPTI module. IDMSOPTI SYSCTL=
sysctl-filename
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Notes:

*1 - A SYSCTL data set can provide the necessary communication information at program execution time.

*2 - The SYSCTL statement can be omitted from the IDMSOPTI module if the system-wide default is preferred.

• Assembling and cataloging the IDMSOPTI module: You can define several different IDMSOPTI modules for a given
system. You must give each IDMSOPTI module a unique name.

Note: Any modifications to CA IDMS load libraries should be applied using MSHP. For instructions about how to assemble
and link edit using MSHP, see the Installing section -- z/VSE.

To create a z/VSE IDMSOPTI module:

Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL. Modify the JCL by substituting the
following in place of the Assembler input statements:

PUNCH 'CATALOG idmsopti.OBJ REPLACE=YES'     

IDMSOPTI macro

END

• idmsopti
Specifies the name of the object module containing the assembly output

Defining a SYSCTL File

You can define one or more SYSCTL files to provide alternative information for programs that require CA IDMS database
services while executing in another partition. This information includes the number of the CA IDMS SVC to be used.
SYSCTL specifications override those given by batch and TP-monitor interface modules and IDMSOPTI modules.

You define the filename for a SYSCTL file and determine the specifications to be contained in the SYSCTL file by using
the DC/UCF system generation SYSTEM statement. At system startup time, DC/UCF copies the specifications made in
the SYSTEM statement to the SYSCTL file.

At sites where more than one DC/UCF system runs concurrently, each SYSCTL file must have a unique file ID. However,
all systems can use the same filename for the SYSCTL file.

Note: For more information on the SYSTEM statement, see the Administrating section.

Accessing a SYSCTL file: To use a SYSCTL file in conjunction with programs executed in other regions, the user must
either:

• Specify a filename or SYSCTL in the batch application's execution JCL. The SYSCTL filename should point to a file ID
with the same file ID used by the DC/UCF system for its' SYSCTL file.

• If the program is linked with IDMSOPTI, the filename used for the SYSCTL file in the batch application's execution JCL
must match the filename specified for the SYSCTL in the IDMSOPTI module. The file ID pointed to by this filename
must match the file ID used by the DC/UCF systems for its SYSCTL file.

IDMS Systems Operations - z/VM
This section describes how to do the following in z/VM:

 1376



 Administrating

Generating an IDMSOPTI Module

You can define IDMSOPTI modules for batch programs that require non-SQL database services. For more information,
see the introduction to the section System Startup.

Note: For more information on IDMSOPTI with batch programs under z/VM and dynamic IDMSOPTI generation, see the
Installing section -- z/VM.

To prepare an IDMSOPTI module, do the following:

1. Code an IDMSOPTI macro and save the macro statements in a file with a file type of ASSEMBLE.
2. Assemble the IDMSOPTI module and put it in a user TXTLIB library.

Multiple IDMSOPTI macros:You can code several different IDMSOPTI macros for a given system. Each IDMSOPTI
macro must have a unique name. However, when you add the IDMSOPTI module to a TXTLIB library, you must give the
library member the name IDMSOPTI. Therefore, each IDMSOPTI module must reside in its own TXTLIB library.

Defining a SYSCTL File

You can define one or more SYSCTL files to provide alternate information for programs that require CA IDMS database
services while executing in another virtual machine. This information includes the number of the CA IDMS SVC to be
used. SYSCTL specifications override those given by batch and TP-monitor interface modules and IDMSOPTI modules.

You define a ddname for a SYSCTL file and determine the specifications to be contained in the SYSCTL file by using the
DC/UCF system generation SYSTEM statement. At system startup time, DC/UCF copies the specifications made in the
SYSTEM statement to the SYSCTL file.

At sites where more than one DC/UCF system runs concurrently, each SYSCTL file must have a unique file ID. However,
all systems can use the same ddname for the SYSCTL file.

Note: For more information on the SYSTEM statement, see the Administrating section.

Accessing a SYSCTL file: To use a SYSCTL file in conjunction with programs executed in other virtual machines, the
user must either:

• Specify a ddname of SYSCTL in the batch application's execution JCL. The SYSCTL ddname should point to a file
with the same file ID used by the DC/UCF system for its SYSCTL file.

• If the program is linked with IDMSOPTI, the ddname used for the SYSCTL file in the batch application's execution JCL
must match the ddname specified for the SYSCTL in the IDMSOPTI module. The file ID pointed to by this ddname
must match the file ID used by the DC/UCF systems for its SYSCTL file.

Previously existing batch programs that were link edited with an IDMSOPTI module continues to work as before unless a
SYSCTL file is included in the runtime execution JCL. SYSCTL specifications override those in an IDMSOPTI module.

Using SYSIDMS to Access the Correct CV

Another way of directing a batch job to a DC/UCF system is by coding the following SYSIDMS parameters in a file and
pointing the SYSIDMS DD statement to that file:

• CVMACH
Specifies the user id of the virtual machine in which the DC/UCF system is executing.

• CVNUM
Identifies the DC/UCF system (within the named virtual machine) to the CA IDMS SVC.
Considerations:
– For z/VM batch programs communicating with DC/UCF in a z/VM machine, the CVNUM should not be coded or the

value should be set to zero.
– For z/VM batch programs communicating with DC/UCF in a guest operating system, the CVNUM value must be the

CVNUMBER of the DC/UCF system.
• NODENAM
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Specifies the one- to eight-character name of a system defined to your DC/UCF communications network.
• DBNAME

Specifies the database name on the target DC/UCF system.
Note: For more information on using SYSIDMS parameters, see the Common Facilities Guide.

Generating the SVC
Contents

An SVC is used to facilitate interpartition communication for the following:

• IDMS batch programs
• Non-DC/UCF online programs
• UCF programs
• DC/UCF to DC/UCF programs within the same operating system image

Certain online functions also use the SVC. These functions include storage protection and detection of runaway programs,
for example, user-mode programs in an endless loop.

In z/OS systems, an actual SVC is used. In z/VM and z/VSE systems, equivalent modules perform CA IDMS SVC
communication services. The remainder of this overview uses the term SVC to refer to both types of definitions.

Information for generating an SVC appears below for each operating system.

z/OS

In z/OS operating systems, the CA IDMS SVC provides a means of communication between DC/UCF and programs
executing in another region within the same CPU.

NOTE
For more information on SVCs, see the introduction to "System Startup." During installation, you generated a
CA IDMS SVC. This section explains the steps to take if you want to generate a new CA IDMS SVC module and
make it available for use.

NOTE
The SVC parameters CVKEY and AUTHREQ can be used to help ensure system integrity. For more information
on system integrity, see the section Installation Considerations in the current Installing section for z/OS.

Considerations: You define both the SVC number and a SYSCTL file for the DC/UCF system in the system generation
SYSTEM statement. When you start up DC/UCF in a z/OS system, the following occurs:

• DC/UCF signs on to a CA IDMS SVC if an SVC number is specified at system generation time.
• DC/UCF places the SVC number in the specified SYSCTL file.

NOTE
For more information on specifying the SVC number and SYSCTL file for a DC/UCF system, see the
Administrating section.

SVCOPT Syntax
 ►►─ #SVCOPT SVCNO=svc-number ─────────────────────────────────────────────────►
 
 ►─┬────────────────────────────────────────────────────────────────────────┬─►
   └─ ,ENVIRON= ─┬─ MVS ◄──┬────────────────────┬─────────────────────────┬─┘
                 │         └─ mvs-only-options ─┘                         │
                 ├─ (MVS, VMCF) ─┬────────────────────┬┬────────────────┬─┤
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                 │               └─ mvs-vmcf-options ─┘└─ vmcf-options ─┘ │
                 ├─ (DOS, VMCF) ─┬────────────────┬───────────────────────┤
                 │               └─ vmcf-options ─┘                       │
                 └─ (CMS, VMCF) ─┬────────────────┬───────────────────────┘
                                 └─ vmcf-options ─┘
  ►─┬────────────────────────────────────────┬─────────────────────────────────►◄
   └─ ,SVCXLEN= ─┬─ ere-extension-length ─┬─┘
                 └─ 0 ◄───────────────────┘
 

Expansion of mvs-only-options

 ►►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,AUTHREQ= ─┬─ YES ──┬─┘
                 └─ NO ◄──┘
 
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,CVKEY=dc-primary-protect-key ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ ,SMF= ─┬─ NO ────┬─┘
             └─ YES ◄──┘
 

Expansion of mvs-vmcf-options

 ►►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,LAP= ─┬─ NO ◄──┬─┘
             └─ YES ──┘
 
 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,MAXTCB=max-tcb-count ─┘
 
 ►─┬─────────────────────────────────────┬────────────────────────────────────►
   └─ ,VMCFCPU= ─┬─ vm-mvs-cpu-number ─┬─┘
                 └─ NO ◄───────────────┘
 
 ►─┬──────────────────────────────────────┬───────────────────────────────────►
   └─ ,VMCFLOC= ─┬─ vmcf-address-space ─┬─┘
                 └─ X'230' ─────────────┘
 
 ►─┬──────────────────────┬───────────────────────────────────────────────────►◄
   └─ ,VMCFSCH= MASTER ◄──┘
 

Expansion of vmcf-options

 ►►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,DBUGCMS= ─┬─ NO ◄──┬─┘
                 └─ YES ──┘
 

 1379



 Administrating

 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,PSWMODE= ─┬─ EC ◄──┬─┘
                 └─ BC ───┘
 
 ►─┬──────────────────────────────┬───────────────────────────────────────────►◄
   └─ ,VMBUFCT=vmcf-buffer-count ─┘
 

SVCOPT Parameters

• SVCNO
Gives the number of the CA IDMS SVC being generated. Svc-number must be an integer in the range 0 through 255.
Considerations:
– Be sure to assign an SVC number that is higher than any SVC interrupt numbers used by your operating system.

Consult your operating system documentation for SVC values that your operating system reserves.
– SVC numbers 172, 173, and 174 are reserved SVC number for CA IDMS for use by CAIRIM. Values 200 through

255 are standard user SVC numbers.
• ENVIRON

Specifies the environment in which you are operating.
– MVS

Specifies the z/OS operating system.
– (MVS,VMCF)

Specifies the z/OS operating system and activates VMCF support. The Virtual Machine Command Facility (VMCF)
is only supported when the CA IDMS CMS Option is installed and when z/OS is running as a guest machine under
z/VM. Batch jobs running under CMS can communicate with CVs running under z/OS using VMCF. Only one IDMS
SVC in a z/OS image can use VMCF at a time.
Note: Do not code this parameter merely because DC/UCF is running on a guest machine. This parameter applies
only if VMCF is being used to communicate with another virtual machine (for example, UCFCMS).

– (CMS,VMCF)
Specifies the z/VM operating system and activates VMCF support. This Virtual Machine Command Facility (VMCF)
option is required when running under z/VM.

– (DOS,VMCF)
Specifies the z/VSE operating system and activates VMCF support. The Virtual Machine Command Facility (VMCF)
is only supported when the CA IDMS CMS Option is installed and when z/VSE is running as a guest machine under
z/VM. Batch jobs running under CMS can communicate with CVs running under z/VSE using VMCF. Only one IDMS
SVC in an z/VSE image can use VMCF at a time.

• SVCXLEN
Specifies the number of bytes in the ERE extension to be used by the IDMSSVCX user exit.
Limits: Ere-extension-length may be a positive integer in the range 1 through 32767.

Expansion of mvs-only-options parameters

• AUTHREQ
Specifies if CV startup modules must run as authorized. If AUTHREQ=YES, all CV startup modules must be linked
as authorized (SETCODE AC(1)) and reside in an authorized library. This allows the startup modules to establish PC
routines to perform certain necessary system functions. Once these PC routines are established, the startup module
unauthorizes itself. This prevents application programs and nucleus modules, such as user exits, from exploiting
operating system privileges. Specifying AUTHREQ=YES disables certain SVC functions that could be used invalidly by
the following:
– A batch program running in the protect key specified by CVKEY
– A program or user exit running without storage protect in the online Environment
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NO is the default.
• CVKEY (z/OS)

This mandatory parameter identifies the primary protect key for DC/UCF. Valid values are 1 through 15 and *. It is
recommended that 8 and 9 should not be used. A value of * permits the intentional creation of the unsecured version of
the SVC. This protect key must also be specified for DC/UCF system routines defined in the z/OS program properties
table (PPT) for the system.
If a numeric CVKEY value is specified and a routine invokes a function reserved for use only by DC/UCF, the CA IDMS
SVC verifies that the invoking routine's job or address space has the specified primary protect key. If the caller does
not have the proper primary protect key, the SVC will abend the caller.

• SMF
Specifies whether system monitor facility (SMF) records are required.

Expansion of mvs-vmcf-options parameters

• LAP
Specifies whether code should be generated for this CA IDMS SVC to allow the system to turn LAP (low address
protection) on and off as needed. If YES is specified, the necessary code is generated.
Low address protection controls the use of low core storage. The SVC needs to be able to use low core storage when
the VMCF option has been enabled. Therefore, if you specify (z/OS,VMCF) on the ENVIRON parameter, you should
also specify LAP=YES.

• MAXTCB=max-tcb-count
max-tcb-count specifies the number of save areas that are allocated to support CPU affinity code under z/OS. If DC
multitasking support is enabled this value should be the same as the maximum number of TCBs that can run in all DCs
using this SVC at the same time.
If multitasking support is not enabled in the CV, then this should be set to 1, the default. Specifying too large a number
wastes some CSA storage. Currently about 88 bytes per save area is allocated.
Note: DC/UCF recognizes this parameter only if you code (MVS,VMCF) on the ENVIRON parameter, described
above.

• VMCFCPU
Establishes CPU affinity for the CA IDMS SVC when issuing VMCF commands. CPU affinity is required when z/OS
is running concurrently on multiple processors and is running under z/VM when VMCF is running only on one of the
processors. VMCFCPU specifies the number of the processor on which affinity is desired. Valid values are 0-15 and
NO. If z/OS runs under z/VM 2.2 and above, CPU affinity should not be required.
Note: DC/UCF recognizes this parameter only if you code (MVS,VMCF) on the ENVIRON parameter, described
above.

• VMCFLOC
Identifies the low core address for the LPSW (program status word). vmcf-address-space is a hex value. DC/UCF
recognizes this parameter only if you code (MVS,VMCF) on the ENVIRON parameter.
Note: For a valid address space, consult with your system programmer.

• VMCFSCH
Indicates that the VMCF service request block (SRB) is scheduled to the MASTER schedule address space control
block (ASCB). MASTER is the only valid value.
Note: DC/UCF recognizes this parameter only if you code (MVS,VMCF) on the ENVIRON parameter, described
above.

Expansion of vmcf-options parameters

• DBUGCMS=YES|NO
This parameter specifies whether to allocate a 4096 byte storage area and trace VMCF external interrupts.
Although the default is NO, YES is recommended as the overhead is slight, and the trace buffer provides an invaluable
tool for investigating problems.
Note: DC/UCF recognizes this parameter only if you code (...,VMCF) on the ENVIRON parameter, described above.

• PSWMODE=EC|BC
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Specifies whether the operating system running under z/VM is doing its own paging. EC indicates that paging is being
done, and virtual addresses must be converted to "real" before passing them to VMCF. BC indicates that paging is not
being done, and addresses passed to VMCF do not need to be converted. The recommended values are as follows:
– Under z/OS, EC is probably specified.
– Under z/VM, BC should be specified.
– z/VSE running z/VM mode should use BC.
– z/VSE running ESA or 370 mode should use EC.
Note: DC/UCF recognizes this parameter only if you code (...,VMCF) on the ENVIRON parameter, described above.

• VMBUFCT=vmcf-buffer-count
vmcf-buffer-count: parameter specifies the number of buffers allocated for VMCF communication. Each buffer is 4096
bytes long, page-fixed, and page aligned. The default number is 10.
On the CV side these buffers are shared by all CVs using this SVC. The number of buffers allocated should be enough
to support the number of concurrent inbound and outbound requests that could be active at one time taking into
account that requests larger than 4K are split and will use one buffer for each chunk.
On the z/VM front-end the number of buffers should be twice the number needed to handle one ERE data packet plus
overhead. It is possible for a CV to receive a packet, process it, and return it, before the front-end has a chance to free
its buffer.
These buffers are used to send and receive ERE packets between the front-end z/VM machines and the back-end
CV machine. If a data packet is too large to fit into one buffer, it is split into two or more chunks. Each chunk is sent
separately and reassembled on the target machine.
For VMCF communications there are 40 bytes of overhead in each 4K buffer, so the largest chunk of data that may be
sent is 4056 bytes. If the application that is using this communication also splits data packets, a size should be chosen
so that either the CA IDMS CMS Option does no splitting (that is, keep the packet sizes to 4056 or less.) or the CA
IDMS CMS Option does all the splitting (that is, specify a packet size to be as large as needed.) The latter option may
be more efficient since the splitting takes place at a lower level in the code path.
In z/OS and z/VSE, these buffers are allocated when the first CV using the VMCF SVC is started and remains until the
last CV is shutdown. Only one set of buffers is allocated for the entire system. In the z/VM front-end they are allocated
on the first SVC call and are not released until z/VM clears storage during program termination.
Each z/VM CV allocates these buffers at startup.
Note: DC/UCF recognizes this parameter only if you code (,VMCF) on the ENVIRON parameter, described above.

Assembling and link editing the #SVCOPT macro:

1. Create a SVCOPT source module as follows:
 #SVCOPT svcopt-parameters
  END
 

2. Save the SVCOPT source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL.

Substitute the name of your SVCOPT source member and insert the following binder statements:
  INCLUDE CAGJLOAD(IDMSMSVC)
  INCLUDE CAGJLOAD(IDMSMSVM) __only if ENVIRON=(MVS,VMCF)
  INCLUDE CAGJLOAD(IDMSCMSO) __only if ENVIRON=(MVS,VMCF)
  INCLUDE CUSTLOAD(idmssvcx) __only if you have an IDMSSVCX exit
  ENTRY IGCnnn
  NAME IGCnnn(R)
 

– idmsvcx
(Optional) Specifies the name of your IDMSSVCX exit. For more information about creating an DIMSSVCX exit, see
"IDMSSVCX."
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Installing the CA IDMS SVC: You install the CA IDMS SVC module using CAIRIM. For complete information, refer to the
CA IDMS installation section for your operating system.

z/VSE

You define a CA IDMS SVC to provide a means of communication between programs executing in another partition and
DC/UCF. A CA IDMS SVC must be present if central version database operations are required on a z/VSE system. DC/
UCF signs on to the CA IDMS SVC at system startup. For more information on SVCs, see the introduction to the section
System Startup.

If the CA IDMS CMS Option is installed, you must code the #SVCOPT macro and link the resulting object file to create an
IDMSDSVM phase. #SVCOPT is described in 3.5.1, "z/OS" on page 123. The link for IDMSDSVM is described later in this
section.

To generate an SVC, you use the #DEFSVC macro call which creates the IDMSVCTB phase. The IDMSVCTB can define
up to three SVCs for different tape release or gen levels. You may define one SVC for the most recent release and tape
level, and use that SVC for previous releases.

You initialize the SVCs at z/VSE IPL by executing the CA System Adapter utility program CASAUTIL. When a DC/UCF
system starts up, a phase named IDMSDSVC is loaded, which acts as an extension of the SVC.

If you have created an SVC user exit routine, it is loaded into the SVA by IDMSDSVC at CV startup time.

You generate an IDMSVCTB phase using #DEFSVC macro calls. The two types of #DEFSVC calls are the following:

• TYPE=ENTRY (the default) defines the SVC number and other attributes of the SVC. You can include up to three
#DEFSVC macro calls of this type; each call defines one CA IDMS SVC.

• TYPE=GEN creates the SVC table and the punched JCL needed for the IDMSVCTB assembly and link edit. One
#DEFSVC macro call of this type must appear last in the IDMSVCTB assembly.

This section explains how to do the following:

• Code the #DEFSVC macro
• Generate IDMSVCTB

Considerations

You define both the SVC number and a SYSCTL file for the DC/UCF system in the system generation SYSTEM
statement. When you start up DC/UCF in a z/VSE system, the following occurs:

• DC/UCF signs on to a CA IDMS SVC if an SVC number is specified at system generation time.
• DC/UCF places the SVC number in the specified SYSCTL file.

NOTE
For more information on specifying the SVC number and SYSCTL file for a DC/UCF system, see the
Administrating section.

DEFSVC Syntax
 ►►─ #DEFSVC SVC=svc-number ───────────────────────────────────────────────────►
 
 ►─── ,MAXCV= ─┬─ maximum-cv-count ─┬─────────────────────────────────────────►
               └─ 5 ◄───────────────┘
 
 ►─── ,SVCXNAME= ─┬─ name of the user written SVC exit module ─┬──────────────►
                  └─ ' ' ◄─────────────────────────────────────┘
  ►─── ,SVCXLEN= ─┬─ svc-extension-length ─┬───────────────────────────────────►
                 └─ 0 ◄───────────────────┘
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 ►─── ,TYPE= ─┬─ ENTRY ◄──┬───────────────────────────────────────────────────►
              └─ GEN ─────┘
 
 ►─── ,MAXPART= ─┬─ maximum-cv-partition-count ─┬─────────────────────────────►◄
                 └─ 3 ◄─────────────────────────┘
 

DEFSVC Parameters

• SVC
Identifies the number of the CA IDMS SVC being generated. svc-number is an integer in the range 0 through 255.

• MAXCV
Specifies the maximum number of DC/UCF regions that can signon to this SVC. maximum-cv-count is an integer in the
range 1 through 256. The default is 5.

• SVCXNAME
Specifies the name of the user written SVC exit module, if it exists. The default is blank.

• SVCXLEN
Specifies the length, in bytes, of additional user area to be added to the ERE extension area; you must code this
parameter if you use the IDMSSVCX user exit. svc-extension-length is an integer in the range 0 to 32767. The default
is 0.

• TYPE
Specifies the type of the #DEFSVC macro call.
– ENTRY

Indicates the #DEFSVC macro call defines an SVC.
– GEN

Creates the SVC table for the IDMSVCTB phase assembly and link-edit. A call of this type must be the last call in
the IDMSVCTB assembly.

• MAXPART
Specifies the maximum number of partitions allowed to run DC/UCF regions for any SVC in the z/VSE system.
maximum-cv-partition-count is an integer in the range 1 to 256. The default is 3. You can specify this parameter only if
you also specify TYPE=GEN.

#DEFSVC macro statement examples: The following example shows three #DEFSVC macro calls used to create
the IDMSVCTB phase. The first two calls define SVCs 250 and 232; the last call creates the SVC table and controls
the destination of punched JCL for the IDMSVCTB assembly. Note that you can omit all library options if the CA IDMS
libraries are part of the permanent LIBDEF definitions for the partition used to generate IDMSVCTB:

 #DEFSVC SVC=250,MAXCV=4,SVCXLEN=4,SVCXNAME=IDMSSVCX
 #DEFSVC SVC=232,MAXCV=2
 #DEFSVC TYPE=GEN,MAXPART=5,
 

Assembling and link editing IDMSVCTB

 z/VSE IDMSVCTB assembly and link edit
 

To create a z/VSE IDMSVCTB module:

1. Assemble and catalog the module using the sample JCL in the "z/VSE Assemble JCL" section of the "Sample z/VSE
JCL topic." Modify the JCL by substituting the following in place of the Assembler input statements:
 PUNCH 'CATALOG idmsvctb.OBJ REPLACE=YES'
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 SVTB TITLE 'CA IDMS SVC TABLE'
 #DEFSVC macro statement (required)
 #DEFSVC macro statement (optional)
 #DEFSVC macro statement (optional)
 #DEFSVC TYPE=GEN (required)
 END
 

2. Link the IDMSVCTB program using the sample JCL in the "z/VSE Link JCL" section of the "Sample z/VSE JCL topic."
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
 PHASE IDMSVCTB,*,SVA
 INCLUDE idmsvctb
 ENTRY SVTBEP1
 

– idmsvctb
Specifies the name of the object module containing the assembly output.

 

Linking IDMSDSVM: IDMSDSVM is a phase that is used when the CA IDMS CMS Option is installed. It is loaded by
system adapter when IDMS is initialized. This is usually done when z/VSE is IPL'ed. It may also be reloaded using the
System Adapter utility CASAUTIL RELOAD function, provided all CVs using the CA IDMS CMS Option are shutdown.
IDMSDSVM is relinked when a #SVCOPT macro is compiled specifying runtime options. It must be loaded into page-
fixed, shared storage.

 z/VSE IDMSDSVM link edit
 

Link the IDMSDSVM program using the sample JCL in the "z/VSE Link JCL" section of the "Sample z/VSE JCL topic."
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:

 PHASE IDMSDSVM,_,NOAUTO,SVAPFIX
 MODE AMODE(31),RMODE(ANY)
 INCLUDE dsvcopt
 INCLUDE IDMSDSVM
 INCLUDE IDMSCMSO
 ENTRY DSVMEP
 

dsvcopt

Specifies the name of the object file generated by #SVCOPT assembly.

z/VM

Communication between DC/UCF and programs running in another z/VM machine requires that an #SVCOPT be created
for both the DC/UCF back-end machine and the z/VM front-end machine.

For DC/UCF, the #SVCOPT is linked as part of the IDMSVMCF module. A different version of #SVCOPT is generated for
DC/UCF than for a batch job as the requirements for each are different from the other.

Similarly, to enable a program executing in a z/VM virtual machine to access DC/UCF system executing under a z/OS
or z/VSE guest operating system, an #SVCOPT macro also needs to be generated that specifies VMCF as part of the
ENVIRON=parameter.

Under z/OS, the generated #SVCOPT module is linked with the CA IDMS SVC.
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In z/VSE, the equivalent #SVCOPT module is linked as part of module IDMSDSVM and is loaded as part of CA-System-
Adapter initialization.

Note: For more information on CA IDMS central version operations for programs in a z/VM virtual machine, see Appendix
C, "z/VM Considerations."

Under z/VM, CA IDMS SVC functions are performed by both the IDMSVMCF and IDMSUSVC modules as follows:

IDMSVMCF intercepts program calls for CA IDMS database services and routes the calls to the VMCF.

• IDMSUSVC provides the VMCF with an entry point into DC/UCF and routes to the VMCF the calls that are issued by
DC/UCF to batch application programs.

The IDMSUSVC and IDMSVMCF modules are provided as an object deck at installation time.

NOTE
For more information on these modules, see the Installing section -- z/VM. For more information on CA IDMS
SVC operations, the introduction to the section System Startup.

You define both the SVC number and a SYSCTL file for the DC/UCF system in the system generation SYSTEM
statement. When you start up DC/UCF in a z/VM system, the following occurs:

• DC/UCF signs on to a CA IDMS SVC if an SVC number is specified at system generation time.
• DC/UCF places the SVC number in the specified SYSCTL file.

NOTE
For more information on specifying the SVC number and SYSCTL file for a DC/UCF system, see the
Administrating section.

IDMSSVCX support: z/VM users can install user exit IDMSSVCX at their site. This exit captures user and system
information whenever an external request unit attempts to sign on to DC/UCF under z/VM. To install this exit in your
system, modify the IDMSSVCX macro for the system so that:

• VM specifies YES, indicating that the macro runs under z/VM.
• SVCXLEN specifies the length of the ERE SVC extension to be used by IDMSSVCX. Specify the length in bytes. The

valid range is 1 through 32767, and the default is 0.

NOTE
When the contents of the ERE SVC extension are written to the task statistics record in the DC/UCF log, only
the first 40 bytes of the ERE SVC extension are written.

Distributed Applications Using UCF, APPC, or TCP/IP
When the program is executed by a terminal attached to a TP monitor supported by UCF, the CA IDMS SVC passes input/
output (I/O) requests and other information between the DC/UCF region/partition and the region/partition in which the TP
monitor executes.

UCF front- and back-ends

To enable the TP monitor to communicate with the SVC, the site must install a UCF front-end in the TP-monitor region/
partition. The UCF back-end must be installed in the DC/UCF region/partition. The UCF runtime environment is described
in Introduction. For information on how to generate a UCF system, see UCF System Generation Statements.

Under UCF, an application can be distributed between the front-end system and the back-end system in an environment
that consists of one of the following:

• Two DC systems
• A DC back-end and a front-end on a system using one of the TP-monitors supported by DC.

For more information, see the following topics:
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UCF Programs
The distribution of applications is possible only for tasks that are associated with terminals. The task must be initiated
from the front-end system that owns the terminal. During the execution of distributed applications, control of the terminal is
transferred from one program to another. All involved programs can issue terminal I/O requests.

See the following topics for more information:

Terminating Task Data Transfer

Terminating task data transfer from program storage to a terminal or device uses UCF to pass data and control serially
between a UCF front-end and back-end. The front-end initiates a task on the back end system and waits until the task
is complete to return the requested information. The information usually includes a request to begin a new task on the
front-end. This process can be repeated as many times as necessary to accomplish the needs of the application. Using
industry-wide terminology, the UCF back-end is an example of a user-written connection-less server.

The following diagram shows a sample distributed application. In this example, Program A running on a UCF front-end (for
example, CICS) passes a part number to program B and terminates. Program B retrieves the requested information and
passes it back to a new task, Program C:

The next sections explain:

• How data and control transfer between programs on the front-end and programs on the back-end.
• How the DC back-end transfers control and data to the front-end.
• How the front-end system transfers control and data to the DC back-end. The following front-end systems are

presented:
– DC
– CICS
– BATCH
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How UCF Transfers Control and Data

Applications distributed between UCF front- and back-ends use UCF facilities to pass data and control. General
information on transferring data and control is presented below.

For details about passing data and control in a distributed application, see the information presented later in DC Back-end
and in the specific description of your back-end system.

Passing data

When you pass data between systems in a UCF distributed application, the data must be passed as a single contiguous
piece of data.

Front-end to back-end transfers

When a program transfers control from the front-end to the back-end, the following occurs:

1. The transferring program specifies the next task or transaction to be executed on the front-end. This task or
transaction must be defined to invoke the appropriate UCF front-end program.

2. The UCF front-end program does the following:
– Establishes the UCF connection to the back-end.
– Passes data to the back-end if any was prepared by the transferring program.
– Initiates on the back-end system a task that has the same name as the related front-end task or transaction. The

back-end task must be defined to invoke the program to which control is being transferred.

The following diagram shows what happens when control transfers from the front-end to the back-end of a distributed
application. In this example, front-end program A transfers data and control to back-end program B. To do this, program A
executes TSKB, which in turn invokes the UCF front-end program. The UCF front-end program passes data and transfers
control to the back-end.

┌─────────────────────────────────────────────────────────┐
│                    ┌──────────┐                         │
│    Operating       │ Data and │  ┌────┐                 │
│      System        │ Control  ├──► SVC├─────┐           │
│    Supervisor      └───▲──────┘  └────┘     │           │
├────────────────────────┼───────┬────────────┼───────────┤
│   ┌──────────┐         │       │       ┌────▼─────┐     │
│   │ Program A│         │       │       │  TSKB    │     │
│   └────┬─────┘         │       │       │          │     │
│        │               │       │       └────┬─────┘     │
│        │               │       │            │           │
│        │               │       │            │           │
│        │               │       │            │           │
│   ┌────▼─────┐    ┌────┴────┐  │       ┌────▼─────┐     │
│   │  TSKB    ├────►   UCF   │  │       │Program B │     │
│   │          │    │Front-End│  │       │          │     │
│   └──────────┘    │ Program │  │       └──────────┘     │
│                   └─────────┘  │                        │
└────────────────────────────────┴────────────────────────┘
 UCF Front-End System              DC Back-End System

Back-end to front-end transfers
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When a program transfers control from the back-end to the front end, the followiing occurs:

1. The transferring program specifies the next task or transaction to be executed on the back-end. This task or
transaction must be defined to invoke program RHDCUXFT.

2. Program RHDCUXFT, the UCF program that handles transfers to the front-end, does the following:
– Initiates on the front-end system a task or transaction that has the same name as was specified by the back-

end program. The front-end task or transaction must be defined to invoke the program to which control is being
transferred.

– Passes data to the front-end, as necessary.
– Terminates the UCF connection.
Program RHDCUXFT must be defined at system generation time with the following attributes:

LANGUAGE ASSEMBLER REENTRANT NOPROTECT

The following diagram shows what happens when control transfers from the back-end to the front-end of a distributed
application. In this diagram, back-end program B transfers data and control to front-end program C. To do this, program B
executes task TSKC, which in turn invokes program RHDCUXFT. Program RHDCUXFT passes data and transfers control
to the front-end.

┌──────────────────────────────────────────────────────────────────────┐
│                                   ┌─────┐      ┌─────────┐           │
│   Operating    ┌──────────────────┤ SVC ◄──────┤ Data and◄───┐       │
│     System     │                  └─────┘      │ Control │   │       │
│   Supervisor   │                               └─────────┘   │       │
├────────────────┼──────────────┬──────────────────────────────┼───────┤
│                │              │                              │       │
│                │              │                              │       │
│         ┌──────▼─────┐        │                         ┌────┴─────┐ │
│         │  Task C    │        │                         │ Program  │ │
│         └──────┬─────┘        │                         │ RHDCUXFT │ │
│                │              │                         └────▲─────┘ │
│                │              │                              │       │
│         ┌──────▼─────┐        │    ┌───────────┐        ┌────┴─────┐ │
│         │  Program C │        │    │ Program B ├────────►  TSKC    │ │
│         └────────────┘        │    └───────────┘        └──────────┘ │
│                               │                                      │
└───────────────────────────────┴──────────────────────────────────────┘
  UCF Front-End System             DC Back-End System

DC Back-end

The following information is presented below for the DC back-end:

• How back-end DC programs transfer control and data
• How to define tasks and programs for use on the back-end

NOTE
For information on front-end programs, see the discussion later in this section about the front-end system in use
at your site.
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Back-end DC programs

The following considerations apply to programs executing on the DC back end:

• A DC program transferring control to a program on the front-end system does the following:
– Passes data in storage that is USER KEEP LONG with a STGID of PDAT. The data being passed must begin with a

record descriptor word (RDW). The RDW is the standard four─byte prefix for variable─length records. The first two
bytes contain the binary length of the data plus 4; the second two bytes contain binary zeros.
The following example illustrates the storage used to pass the character string ABCDE:

DC    H'9',H'0'       RDW

DC    C'ABCDE'        DATA

– Transfers control to the program on the front-end system by returning to DC and specifying the next task to be
executed for the terminal. The specified task, which must be defined as NOINPUT, indirectly causes the next
program to execute.
In the following example, the DC program specifies that task TSKC is the next task to be executed:

#RETURN NXTTASK='TSKC'

• A DC program receiving control from a program on the front-end system retrieves passed data by obtaining USER
KEEP LONG storage with a STGID of PDAT. The first four bytes of the passed data comprise the RDW.

Defining tasks and programs

When defining tasks and programs on the back-end DC system, keep in mind that to transfer control from the back-end
to the front-end, the transferring program specifies the next task to be executed. The specified back-end task must be
defined to invoke program RHDCUXFT with the NOINPUT option (see the example below).

Before terminating the UCF connection, program RHDCUXFT moves the passed data to the front-end and initiates on
the front-end system a task or transaction that has the same name as the specified back-end task. The front-end task or
transaction must be defined to invoke the program to which control is being transferred.

For example, if program B executes on a DC back-end system and program C executes on a front-end system, the
following back-end definitions are required:

• DC task definition:

TASK TSKC INVOKES RHDCUXFT NOINPUT.

• DC program definition:

PROGRAM RHDCUXFT LANGUAGE ASSEMBLER REENTRANT NOPROTECT.

Example of a back-end program

The following example of distributed applications shows the relevant sections of the DC back-end program (B). Program B
performs the following operations:

1. Obtains the PDAT storage containing the passed data from Program A on the front-end:

#GETSTG TYPE=(USER,LONG,KEEP),LEN=14,STGID='PDAT',

      ADDR=(R2)
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2. Extracts the part number from the passed data:

MVC   PARTNUM(10),4(R2)

3. Frees the 'PDAT' storage:

#FREESTG ADDR=(R2)

4. Issues database calls to obtain the part record with the passed part number
5. Obtains new PDAT storage to pass the part information to program C on the front-end:

#GETSTG TYPE=(USER,LONG,KEEP),LEN=20,STGID='PDAT',

      ADDR=(R2),INIT='00'

6. Copies the part information into the new PDAT storage:

MVC   4(8,R2),PARTPRIC    PRICE

MVC   12(8,R2),PARTQTY    QUANTITY ON HAND

MVC   0(2,R2),=H'20'      SET LENGTH IN RDW

7. Transfers control to program C on the front-end and returns to DC:

#RETURN NXTTASK='TSKC'

DC Front-end

In an environment that consists of two DC systems, the communication between those systems is achieved by the SVC
(if both systems are on the same CPU) or by DDS (using the CCI, TCP/IP, or VTAM access method). Both systems own
terminals, and each system can have both a UCF DC front-end program and the appropriated line for the communication.
In this case, each system can be thought of as a front-end or a back-end, depending on the terminal to which the user is
assigned.

Distributed applications that are executed in such an environment should always transfer control by means of the UCF
DC front-end program. The UCF DC front-end program determines whether the associated terminal is already a UCF
or a DDS terminal. If it is, the program branches to RHDCUXFT, and the transfer is handled as a back-end to front-end
transfer.

The methods for transferring control and data used by programs on the DC front-end are the same as those used by
back-end programs. These methods are discussed in DC Back-end.

CICS Front-end

This section contains the following information for applications distributed between a DC back-end and a CICS front-end:

• How front-end CICS programs transfer control and data
• How to define transactions and programs for use on the CICS front end
• Example of an application distributed between CICS and DC
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NOTE
For information on the DC back-end system, see DC Back-end.

CICS programs

Programs that execute on the CICS front-end system transfer control and data as described below:

• A CICS command-level program transferring control to a program on the DC/UCF system queues the next transaction
to be executed for the terminal and specifies the location and length of the data to be passed. The specified
transaction indirectly causes the next program to execute.
In the following example, the next transaction to be executed is TSKB, and the data to be passed is located at
PARTNUM:

EXEC CICS START TRANSID('TSKB') TERMID(EIBTRMID)

      FROM(PARTNUM) LENGTH(10)

When transferring control to a program on the DC/UCF system, a CICS command-level program returns to CICS:

EXEC CICS RETURN

• A CICS command-level program receiving control from a program on the DC/UCF system retrieves passed data:

EXEC CICS RETRIEVE INTO(data-area)

      LENGTH(data-length-area)

Defining transactions and programs

When defining transactions and programs for the CICS front-end system, keep in mind that to transfer control from the
front-end to the back-end, the transferring program specifies the next task or transaction to be executed. The specified
task or transaction must be defined to invoke the UCF front-end program.

When the UCF connection is established, the UCF front-end program moves the passed data to the back-end and initiates
on the back-end system a task that has the same name as the specified front-end task or transaction. The back-end task
must be defined to invoke the program to which control is being transferred.

For example, if program A executes on a CICS front-end system and program B executes on a DC back-end system, the
following front-end definitions are required:

CICS program and transaction definitions:

DEFINE   TRANSACTION(TSKA) PROGRAM(A) ...

DEFINE   TRANSACTION(TSKB) PROGRAM(UCFCICS) ...

DEFINE   PROGRAM(A) ...

DEFINE   PROGRAM(UCFCICS) LANGUAGE ASSEMBLER CEDF(NO)

         EXECKEY(CICS)RESIDENT
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NOTE
For information on defining DC back-end tasks and programs, see DC Back-end.

Example of a distributed application

The following example of distributed applications shows the relevant section of programs A and C on a CICS front-end
system. The programs pass to and receive data from Program B on the DC back-end system. An example of Program B
appears in DC Back-end.

Program A (CICS) performs the following operations:

• Passes data and transfers control:

EXEC CICS START TRANSID('TSKB') TERMID(EIBTRMID)

      FROM(PARTNUM) LENGTH(10)

• Returns to CICS:

EXEC CICS RETURN

 

Program B on the DC back-end passes the part information and control to program C.

Program C (CICS) performs the following operations:

• Sets the length of the input area for the passed data:

MVC   DATALEN,=H'16'      SET LENGTH OF INPUT AREA

• Retrieves the passed price and quantity information:

EXEC CICS RETRIEVE INTO(PARTPRIC) LENGTH(DATALEN)

Non-terminating Task Data Transfer

Non-terminating task data transfer allows a front-end program in one region to exchange multiple packets of information
with a back-end program running in a DC/UCF region. Each packet can contain up to 32000 bytes of data. This provides a
very efficient method for an application running in one region (such as a WEB access program running in a batch or CICS
region) to access and/or update information in a CA IDMS database.

For example, in the following diagram, control returns to the front-end task (program A) after the back-end passes the
requested information:
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Using industry-wide terminology, the UCF back-end is an example of a user-written connection-oriented server. This is
accomplished as follows:

1. The front-end application links to the UCF distributed application support (UDAS) synchronous front-end program
passing parameters that contain a buffer address and a buffer size. The UDAS front-end program emulates a UCF
terminal to exchange buffers with the back-end.

2. The back-end UCF system "thinks" it is communicating with a terminal with an unusually large screen size (up to 31K).
The back-end IDMS application is coded as if it were a conversational task communicating with a terminal.

Front-ends supported

UDAS synchronous supports CICS and BATCH front-ends.

Flow of Control

The "conversation" between the back-end and front-end applications always originates on the front-end application by
passing the following parameter list to the UDAS front-end program on all requests:

USERPARM DSECT

USERBUF  DS   A          ADDRESS OF SEND/RECEIVE BUFFER

USERBUFL DS   F          LENGTH OF SEND/RECEIVE BUFFER

USERSES  DS   F          SESSION ID

USERETCD DS   F          RETURN CODE
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Establishing a session with the back-end system

1. The front-end application links to the UDAS front-end program, specifying USERSES=0 (all other parameters are
ignored)

2. After the UDAS front-end program establishes a session with the back-end system, it returns control to the front-end
application passing a session ID in USERSES and a return code in USERETCD

The session ID must be passed to the UDAS front-end program on all subsequent requests. You should check the return
code after all requests. A list of valid Return codes appears later in this section.

Allocating a SEND buffer

Next the front-end application links to the UDAS front-end program with the address and length of a SEND buffer. The
first SEND buffer must contain the task code that is to be invoked on the back-end. Optionally, the buffer may also contain
data to satisfy the first read done by the back-end application.

The back-end task whose name is specified in the first SEND buffer should be defined as an INPUT task in the back-end
CA IDMS system.

Passing information back and forth

After a session is established and a back-end application has been invoked, the front-end and back-end application
programs are in a SEND/RECEIVE "conversation". The back-end application has control of the conversation. The front-
end application always links to the UDAS front-end program with a buffer address.

If the back-end application does a write (#TREQ PUT), then the UDAS front-end program will move the data that the back-
end application has written into the front-end application's buffer. The USERBUFL parameter indicates the maximum
buffer length that the front-end application can receive. After the UDAS front-end program has moved data into the buffer,
USERBUFL will contain the actual length of the data received.

If the back-end application does a read (#TREQ GET), then the UDAS front-end program will get data from the front-end
application's buffer and send it to the back-end.

Ending a conversation

To terminate the conversation, the back-end program must link to the program RHDCBYE. RHDCBYE terminates the
session and frees resources so that the session can be used by other front-end programs.

.block start

UDAS SEND/RECEIVE flow diagram

Front-End            UDAS Front-End         Back-End          Back-End
Application          Program                UCF               Application
USERSES=0 ─────────► New session
 (signon)            initialization
                     BIND 59 ─────────────► Establish session
                             <-------------
                     SEND ready ──────────►
                              <------------ Read for task code
                                            and input
Signon complete <--- Return with USERSES
Return code 4
USERBUF=taskcode+input

 (SEND) ───────────► Send data to back end  Start task ─────► #TREQ GET
                                            First <---------- (READ)
                                            input already
                                            received ───────► Read complete
                                                              *************
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                                                              Process
                                                              *************
Send complete <----- Return <-------------------------------  #TREQ PUT
Return code 8                                                 (WRITE)
USERBUF=buffer

USERBUFL=max ──────► Move data to buffer
                     Put length in USERBUFL
                     Write complete ───────────────────────►  Write complete
                                                              Repeat write,
                                                              if needed.
                                                              Read for next
                                                              request.
Receive com- <-----  Return <-------------------------------- #TREQ GET
plete.

Return code 4.
No more requests.
Send 'All Done' ──►  Send data to back end ─────────────────► Read complete.
                     Finish session  <---   RHDCBYE  <------- Link to BYE
Send complete.  <--  Return ────────────────────────────────► #RETURN
Return code 0.
End

 

Return codes

When the front-end application gets control back from UDAS, the USERETCD field will be filled in with an appropriate
return code as follows:

Return code Meaning
0 The SEND/RECEIVE communication between the front-end and

the back-end is closed and finished normally.
4 A "READ" is expected (SEND). The next call to UDAS will send

data in USERBUF to the back-end application.
8 A "WRITE" is expected (RECEIVE). The next call to UDAS will

receive data from the back-end and put data in USERBUF.
Greater than 8 Any other value in USERETCD is abnormal and is typically an

abend condition. In most cases, any other code will be a 4-
character alphabetic abend code, such as A101.
Note: For more information on these codes, see the Messages
section.

Return codes are useful in keeping the front-end and back-end applications in sync with each other regarding reads
(SENDS) and writes (RECEIVES). For example, if the front-end application gets control back from UDAS with a return
code of 8, but the application was expecting to do a read, then the two applications are out of sync and should be
debugged. As another example, if the back-end application abends, a "FINISH" request is sent to the front-end (RC = 0)
when the application was probably expecting a read or write request.

Considerations for the back-end program
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• If data is sent with the task code on the first SEND from the front end to the back-end, the back-end application will
receive blanks the length of the task code before it's data.

• The back-end application must always link to RHDCBYE to terminate a conversation and clean up the session. The
following are some recommendations to guarantee that RHDCBYE is invoked:
a. Code all read and write macros (#TREQ) with COND=ALL, so that the back-end application will get control if there

is an I/O error and then can link to RHDCBYE.
b. Resource time out should be generated to invoke RHDCBYE. This is the default.
c. The back-end application should establish a STAE exit that will get control and link to RHDCBYE in case it

terminates abnormally.

Examples of a UDAS DC back-end application

Up-to-date sample Assembler and COBOL programs can be found in members UDASCVSA and UDASCVSC in sample
JCL. For your convenience, a version of each of the sample programs follows.

Sample UDAS DC back-end Assembler program

UCFTEST1 TITLE 'UDAS TEST SEND RECEIVE'

* SAMPLE UDAS IDMS/DC BACK-END APPLICATION

* UCFTEST1 EP=UCFEP1

         #MOPT CSECT=UCFTEST1,ENV=USER

UCFTEST1 CSECT

        ENTRY UCFEP1

UCFEP1   DS    0H

         LR    R12,R15

        USING UCFEP1,R12

         SPACE

         #GETSTG LEN=WORKLEN,PLIST=*,ADDR=(R4),TYPE=(USER,SHORT),     X

               INIT=X'00'

         USING WORKD,R4

*  Set up STAE exit

         #STAE PGM='RHDCBYE'

* GET REQUEST

GETREQ   DS    0H

 1397



 Administrating

         #TREQ GET,INAREA=INAREA,MAXIN=INLEN,COND=ALL,OPTNS=(UPLOW)

         LR    R3,R15            SAVE RETURN CODE FROM READ.

         #SNAP TITLE='UCFTEST1, INAREA/PARTIAL OUTAREA',              X

               AREA=(INAREA,INLEN,OUTAREA,100)

         LTR   R3,R3             ANY ERRORS ON READ?

         BNZ   ERROR             YES, HANDLE ERROR.

* CHECK FOR LAST INDICATION FROM FRONT-END

         CLC   INAREA(8),=C'ALL DONE'  FRONT-END FINISHED?

         BE    DISCON            YES, DISCONNECT.

         CLC   INAREA(8),=C'SUSPEND '  FRONT-END FINISHED FOR NOW?

         BE    RETURN            YES, SUSPEND.

         SPACE

******************************************

** TALK TO DATA BASE TO CREATE RESPONDE **

******************************************

         SPACE

* SEND RESPONSE IN TWO BUFFERS

         #TREQ PUT,OUTLEN=OUTLEN,OUTAREA=OUTAREA,COND=ALL

         LTR   R15,R15           ANY ERRORS?

         BNZ   DISCON            YES, DISCONNECT

         #TREQ PUT,OUTLEN=OUTLE2,OUTAREA=OUTARE2,COND=ALL

         LTR   R15,R15           ANY ERRORS?

         BNZ   DISCON            YES, DISCONNECT

         B     GETREQ            GO GET NEXT REQUEST

         SPACE
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DISCON   DS    0H

         #LINK PGM='RHDCBYE'

         SPACE

RETURN   DS    0H

*  WE ARE INVOKED AS AN INTERMITTENT TASK, SO THIS TERMINAL

*  WILL BE SUSPENDED IF WE HAVEN'T GONE THROUGH BYE

*  PROCESSING.

         #RETURN

ERROR    DC    H'0'              USER FRIENDLY ERROR HANDLING?

         LTORG

OUTAREA  DC    C'FIRST WRITE *********##END DATA'

OUTLEN   EQU   *-OUTAREA

         SPACE

OUTARE2  DC    C'2ND WRITE - REPEAT ##########'

         DC    30000X'C2'

         DC    C'##END HERE'

OUTLE2   EQU   *-OUTARE2

         #BALI

WORKD    DSECT

SYSPLIST DS    10A

INAREA   DC    80X'00'

INLEN    EQU   *-INAREA

WORKLEN  EQU   *-WORKD

         END   UCFEP1
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Sample UDAS DC back-end COBOL program

*RETRIEVAL

 ID DIVISION.

 PROGRAM-ID.  UCFTESTC.

*  THIS SAMPLE COBOL PROGRAM HAS SAME FUNCTIONALITY

*  AS ASSEMBLER PROGRAM UCFTEST1.  IT IS AN EXAMPLE OF

*  A BACK-END UDAS COBOL APPLICATION PROGRAM.

 ENVIRONMENT DIVISION.

 IDMS-CONTROL SECTION.

 PROTOCOL   MODE IS IDMS-DC.

 DATA DIVISION.

 WORKING-STORAGE SECTION.

 01  WS-START             PIC X(50) VALUE

      '*****  UCFTESTC WORKING STORAGE STARTS HERE *****'.

 01  OUTAREA PIC X(31) VALUE 'FIRST WRITE *********##END DATA'.

 01  OUTAREA2.

     05  FILLER PIC X(29) VALUE '2ND WRITE - REPEAT ##########'.

     05  OUTAREA2-2 PIC X VALUE 'B' OCCURS 30000.

     05  FILLER PIC X(10) VALUE '##END HERE'.

     05  OUTAREA2-END PIC X.

 01  INAREA.

     05  INAREA1 PIC X(8) VALUE SPACES.

         88  ALL-DONE VALUE 'ALL DONE'.

         88  SUSPEND  VALUE 'SUSPEND '.

     05  INAREA2 PIC X(72) VALUE SPACES.
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 01  INLEN    PIC S9(8) USAGE COMP.

 01  PROCESSING-INDICATOR PIC X VALUE 'C'.

     88  CONTINUE-REQUESTED  VALUE 'C'.

     88  SUSPEND-REQUESTED   VALUE 'S'.

     88  BYE-REQUESTED       VALUE 'B'.

 01  SNAP-TITLE PIC X(134)

         VALUE 'UCFTESTC, INAREA/PARTIAL OUTAREA'.

     EJECT

 01  COPY IDMS SUBSCHEMA-CTRL.

     EJECT

 PROCEDURE DIVISION.

 100-MAIN-ROUTINE SECTION.

 

*    SET UP ABEND EXIT.  IF PROGRAM TERMINATES ABNORMALLY,

*    RHDCBYE WILL BE CALLED.  THIS WILL NOTIFY FRONT-END

*    THAT BACK-END HAS TERMINATED (RETURN CODE OF 0 WILL

*    BE RETURNED TO FRONT-END UDAS APPLICATION PROGRAM).

*    FRONT-END PROGRAM SHOULD TAKE APPROPRIATE ACTION.

*

     SET ABEND EXIT ON PROGRAM 'RHDCBYE'.

 

     PERFORM 200-SEND-RECEIVE UNTIL NOT CONTINUE-REQUESTED.

 

     IF BYE-REQUESTED

     THEN TRANSFER CONTROL TO 'RHDCBYE' RETURN.
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     GOBACK.

 

 200-SEND-RECEIVE SECTION.

 

*    RECEIVE REQUEST FROM FRONT-END.  PROCESS REQUEST.

*    IF FRONT-END SENDS AN INDICATOR TO TERMINATE, SET

*    APPROPRIATE FLAG.

*

*    TEST PROGRAM PROCESSING JUST CONSISTS OF SNAPPING

*    A PORTION OF THE INPUT/OUTPUT BUFFERS AND SENDING

*    TWO FIXED BUFFERS TO FRONT-END FOR EACH FRONT-END

*    REQUEST.

 

     READ TERMINAL INTO INAREA MAX LENGTH 80

         RETURN LENGTH INTO INLEN.

 

     PERFORM IDMS-STATUS.

 

     SNAP TITLE SNAP-TITLE FROM INAREA LENGTH INLEN

                           FROM OUTAREA LENGTH 100.

 

     PERFORM IDMS-STATUS.

 

     IF ALL-DONE
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     THEN MOVE 'B' TO PROCESSING-INDICATOR

          GO TO SEND-RECEIVE-EXIT.

 

     IF SUSPEND

     THEN MOVE 'S' TO PROCESSING-INDICATOR

          GO TO SEND-RECEIVE-EXIT.

 

*    AT THIS POINT, A REAL APPLICATION WOULD MAKE

*    DATABASE CALLS AND/OR PERFORM OTHER PROCESSING

*    BASED ON THE MESSAGE FROM THE FRONT-END.

*    FOR TEST PURPOSES, JUST SEND TWO BUFFERS,

*    THEN ISSUE READ TO GET NEXT MESSAGE FROM FRONT-END.

 

     WRITE TERMINAL FROM OUTAREA LENGTH 31.

     PERFORM IDMS-STATUS.

 

     WRITE TERMINAL FROM OUTAREA2 TO OUTAREA2-END.

     PERFORM IDMS-STATUS.

 

 SEND-RECEIVE-EXIT.

     EXIT.

 

     COPY IDMS IDMS-STATUS.

 IDMS-ABORT SECTION.

 IDMS-ABORT-EXIT.
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     EXIT.

CICS Front-end

You create the CICS UDAS front-end using the same assembly and link procedures as a normal UCF CICS front-end
except that you use macro #UDASCIC instead of #UCFCICS and you use different parameters on the #UCFUTD macro
as shown below in the Sample UDAS CICS Front End Assembly. You do not need the UCFCICZ module for #UDASCIC.

UDAS CICS front-end programs contain an options table and a small stub module that calls the main processing routines
that reside in separate modules. To create a UDAS CICS front-end program, assemble the #UDASCIC macro and link the
resulting object as shown in the following section.

UDASCIC Syntax

►►─ label #UDASCIC ───────────────────────────────────────────────────────────►

 ►─┬───────────────────┬──────────────────────────────────────────────────────►
   └─ OS = ─┬─ OS ◄──┬─┘
            └─ DOS ──┘

 ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,FREESTG= ─┬─ YES ─┬─┘
                 └─ NO ──┘

 ►─┬───────────────────────────────┬──────────────────────────────────────────►◄
   └─ ,PRINT = ─┬─ print-option ─┬─┘
                └─ OFF ◄─────────┘

UDASCIC Parameters

 

• FREESTG=YES|NO
Specifies whether CICS GETMAIN storage should be freed at the end of a conversation. If FREESTG=YES is coded,
then all the storage allocated by UDASCIC via CICS GETMAINs will be freed when a conversation terminates (that
is, at the time USERSESS is set to zero). If FREESTG=NO is coded, then the allocated storage will be held until task
termination. If multiple conversations are started and ended in the same CICS task, then a storage build-up may result.

• OS=OS|DOS
Specifies the operating system under which the CICS front-end system executes. OS applies to all supported z/OS
versions of CICS. DOS applies to all supported z/VSE versions of CICS. The default is OS.

• PRINT=print-option
Specifies what print option the Assembler is to use while processing the COPY commands which copy in the DSECTs
used in the UCF front-end module. Valid options are ON/GEN/NOGEN. See the documentation for your Assembler
product for details. The default is OFF.
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NOTE
For more information on the #UCFCICS macro, see UCF Operations. For more information on IDMSINTC,
IDMSCINT, and IDMSTRUE, see CICS Considerations.

The following are the limitations under CICS:

• No terminal-less tasks are allowed. However, a UDASCIC program can be invoked from a Bridge Facility.
• SEND/RECEIVE conversations cannot extend over a pseudo-converse.
• Only CICS command level programming is allowed for the front-end application.
• A CICS UDAS application program can be coded in Assembler or COBOL. The UDASCIC program should be called

using an EXEC CICS LINK with a COMMAREA as shown in the sample programs later in this section.
• The field UDAS-BUFFER-ADDRESS must be set to ADDRESS OF UDAS-USER-BUFFER before the first call to

UDASCIC as shown in the sample COBOL program later in this section.

Creating a UDAS CICS front-end program

Create a sample z/OS or z/VSE UDAS front-end program by following the example in member UDASCICI in sample JCL.

NOTE
The front-end assembly specifies the largest possible buffer size in the front-end table. It also specifies only one
#UCFUTD macro.These are the recommended values.

Sample assembly JCL can be found in member UDASCICI in sample JCL.

Each UDAS CICS front-end program must be defined in the CICS CSD. If you need a template, see the definition of
PROGRAM(UDASCIC) in member CICSCSD of the CAGJSRC library. The program must be defined as RESIDENT.

Creating a UDAS CICS front-end application program

Up-to-date sample Assembler and COBOL programs can be found in members UDASCICA and UDASCICC in sample
JCL. For your convenience, a version of each of the sample programs follows.

Sample CICS front-end COBOL application:

          TITLE 'TESTCICS -- UDAS TEST PROGRAM'

 DFHEISTG DSECT

 EYECATCH DS    CL8

          DS    0F

 COMREG   DS    0XL14            PARAMETERS TO PASS

 USERBUF  DS    A                ADDRESS OF READ/WRITE BUFFER

 USERBUFL DS    F                LENGTH OF BUFFER/DATA

 USERSES  DS    F                SESSION ID

 USERETCD DS    F                RETURN CODE

 COMLEN   EQU   *-COMREG         LENGTH OF LINK AREA

          SPACE 2
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 SNAPLEN  DS    H'00'

 BUFFER   DS    XL31000'00'      31K BUFFER

 BUFLEN   EQU   *-BUFFER

 ENDDATA  EQU   *-COMREG

 TESTCICS CSECT

          LA    R12,4095(R3)

          LA    R12,1(R12)

          USING TESTCICS,R3,R12        2ND BASE REG

          MVC   EYECATCH(8),=CL8'PARMPARM'

          LA    R1,COMLEN

          STH   R1,SNAPLEN          LENGTH TO SNAP OUR STORAGE

          SPACE

 * SIGNON TO UDAS (#UDASCIC)

          SPACE

          XC    USERSES,USERSES     NO SESSION ID = SIGNON

          SPACE

         EXEC CICS LINK PROGRAM ('UDASCIC')                           X

               COMMAREA(COMREG) LENGTH(COMLEN)

          SPACE

 * SESSION ID SHOULD HAVE BEEN RETURNED TO US.  LETS SNAP IT TO SEE.

 *        LA    R1,COMLEN

 *        STH   R1,SNAPLEN          LENGTH TO SNAP OUR STORAGE

 *        EXEC CICS DUMP FROM(COMREG) LENGTH(SNAPLEN) DUMPCODE(DMP1)

          SPACE
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 * TEST RETURN CODE FROM SIGNON. WE EXPECT SEND FIRST.

          CLC   USERETCD,=F'4'      RC=4 (SEND)?

          BNE   ERROR               NO, WE HAVE AN ERROR.

          SPACE 2

 * OUR FIRST SEND WILL CONTAIN DC TASK CODE AND DATA.

          MVC   BUFFER(8),=CL8'UCFTEST1'  TASK CODE

          MVC   BUFFER+8(20),=CL20'SAMPLE DATA 12345678'

          SPACE

          LA    R1,BUFFER

          ST    R1,USERBUF          GIVE ADDRESS OF BUFFER TO UDAS

          LA    R1,28               LENGTH OF TASK CODE + DATA

          ST    R1,USERBUFL         GIVE TO UDAS

          SPACE

         EXEC CICS LINK PROGRAM ('UDASCIC')                           X

               COMMAREA(COMREG) LENGTH(COMLEN)

         SPACE

 *       EXEC CICS DUMP FROM(COMREG) LENGTH(SNAPLEN) DUMPCODE(DMP2)

 * TEST RETURN CODE -- WE EXPECT A RECEIVE NEXT .

          CLC   USERETCD,=F'8'      RC=8 ? (RECEIVE)

          BNE   ERROR               NO, WE HAVE AN ERROR.

          SPACE 2

 * NOW WE WILL RECEIVE TO GET OUR RESPONSE. FOR THIS EXAMPLE

 * WE"LL JUST KEEP READING UNTIL WE GET A RETURN CODE NOT EQUAL TO 8.

 *        LH    R1,=AL2(ENDDATA)    WE'LL SNAP ALL OF OUR STORAGE

 *        STH   R1,SNAPLEN          LENGTH TO SNAP
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 T100     LH    R1,=AL2(BUFLEN)

          ST    R1,USERBUFL         TELL UDAS MAXIMUM LENGTH TO RECV

          SPACE

          XC    BUFFER(200),BUFFER

          SPACE

 * LINK TO UDAS TO RECEIVE

         EXEC CICS LINK PROGRAM ('UDASCIC')                           X

               COMMAREA(COMREG) LENGTH(COMLEN)

          SPACE

 * SNAP STORAGE TO SEE WHAT WE RECEIVED, ACTUAL LENGTH IN USERBUFL.

 *        EXEC CICS DUMP FROM(COMREG) LENGTH(SNAPLEN) DUMPCODE(DMP3)

 * TEST RETURN CODE

          CLC   USERETCD,=F'8'      RC=8 ? (RECEIVE)

          BE    T100                YES, KEEP RECEIVING.

          CLC   USERETCD,=F'4'      RC=4 ? (SEND)

          BNE   ERROR               NO, SOMETHING WENT WRONG>

          SPACE 2

 * WE COULD SEND ANOTHER DATA REQUEST AT THIS POINT, BUT THIS IS

 * ENOUGH FOR THIS TEST.

 * WE MUST SEND BACKEND DC TASK AN INDICATION THAT WE HAVE NO

 * MORE REQUESTS SO IT CAN SIGNOFF OUR SESSION.

          SPACE

          MVC   BUFFER(8),=CL8'ALL DONE'  TELL BACKEND TASK

          LA    R1,8                LENGTH OF MESSAGE
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          ST    R1,USERBUFL         GIVE TO UDAS

 *        LA    R1,BUFFER

 *        ST    R1,USERBUF          GIVE ADDRESS OF BUFFER TO UDAS

          SPACE

 * LINK TO UDAS TO SEND

         EXEC CICS LINK PROGRAM ('UDASCIC')                           X

                COMMAREA(COMREG) LENGTH(COMLEN)

          SPACE

          EXEC CICS DUMP FROM(COMREG) LENGTH(SNAPLEN) DUMPCODE(DMP2)

 * TEST RETURN CODE

          OC    USERETCD,USERETCD   RC=0? -- WE EXPECT FINISH.

          BNZ   ERROR               NO, WE HAVE AN ERROR.

          SPACE 2

 * WE'RE ALL DONE

 ERROR    DS    0H

 FINISH   DS    0H

          B     RETURN

          SPACE 3

 DMP0    DC    C'IMUP'

 DMP1    DC    C'SIGN'

 DMP2    DC    C'SEND'

 DMP3    DC    C'RECV'

 DMPY    DC    C'YESS'

 DMPN    DC    C'NONO'

         SPACE
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 R0       EQU   0

 R1       EQU   1

 RETURN   DS    0H

          EXEC CICS DUMP FROM(COMREG) LENGTH(SNAPLEN) DUMPCODE(DMP0)

          EXEC CICS RETURN

          END

Sample CICS front-end COBOL application

IDENTIFICATION DIVISION.

       PROGRAM-ID.  UDASCOBC.

       ENVIRONMENT DIVISION.

       DATA DIVISION.

       WORKING-STORAGE SECTION.

       01   WS-TEXT PIC X(30) VALUE 'WORKING STORAGE STARTS HERE'.

       01   ABEND-FIELDS.

            05  FORCE-ABEND PIC S9(8) USAGE COMP VALUE +1.

            05  FULL-ZERO   PIC S9(8) USAGE COMP VALUE +0.

       01  UDAS-PARAMETERS.

            05   UDAS-BUFFER-ADDRESS USAGE POINTER.

            05   UDAS-BUFFER-LENGTH PIC S9(8) COMP.

            05   UDAS-SESSION-CODE  PIC S9(8) COMP.

            05   UDAS-RETURN-CODE   PIC S9(8) COMP.

            05   UDAS-RETURN1 REDEFINES UDAS-RETURN-CODE.

                 10  UDAS-RETURN-ALPHA PIC X(4) .

            05   UDAS-RETURN2 REDEFINES UDAS-RETURN-CODE.
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                 10  UDAS-RETURN-FIRST PIC X(1) .

                 10  FILLER PIC X(3).

       01  UDAS-USER-BUFFER.

            05  BUFFER-1 PIC X(40).

            05  BUFFER-2 PIC X(10000).

            05  BUFFER-3 PIC X(10000).

            05  BUFFER-3 PIC X(10000).

            05  BUFFER-4 PIC X(1960).

       01  FIRST-BUFFER.

            05  TASK-CODE PIC X(9) VALUE 'UCFTEST1 '.

            05  SAMPLE-DATA PIC X(20) VALUE 'SAMPLE DATA 12345678'.

            05  FILLER PIC X(11) VALUE SPACES.

       01  ALL-DONE.

            05  FILLER PIC X(8) VALUE 'ALL DONE'.

            05  FILLER PIC X(32) VALUE SPACES.

       01   COUNTERS .

      *

      *     LOOP-COUNTER CAN BE ADJUSTED TO SEQUENTIALLY

      *     START AND END MULTIPLE BACK-END TASKS.

      *

            05  LOOP-MAX  PIC 9(4) VALUE 2.

            05  LOOP-COUNTER PIC 9(4) VALUE 0.

            EJECT

       01   MESSAGES .

      *
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      *     LOOP-COUNTER CAN BE ADJUSTED TO SEQUENTIALLY

      *     START AND END MULTIPLE BACK-END TASKS.

      *

            05  OUTPUT-MESSAGE PIC X(70) VALUE SPACES.

            05  MSGLEN PIC S9(4) USAGE COMP VALUE +70.

            05  SUCCESS-MESSAGE.

                10 LOOP-COUNTER-SUCC PIC 9(4) VALUE 0 .

                10 FILLER PIC X(66) VALUE

                   ' SUCCESSFUL UDASCOBC CONVERSATIONS COMPLETED'.

            05  BEGIN-MESSAGE.

                10 FILLER PIC X(26) VALUE

                   ' BEGINNING CONVERSATION #'.

                10 LOOP-COUNTER-BEGIN PIC 9(4) VALUE 0 .

            05  BAD-SIGNON-MESSAGE.

                10 FILLER PIC X(50) VALUE

                   ' BAD RETURN CODE FROM SIGNON'.

            05  BAD-SEND-MESSAGE.

                10 FILLER PIC X(50) VALUE

                   ' BAD RETURN CODE FROM SEND'.

            05  BAD-RECEIVE-MESSAGE.

                10 FILLER PIC X(50) VALUE

                   ' BAD RETURN CODE FROM RECEIVE'.

            05  BAD-SIGNOFF-MESSAGE.

                10 FILLER PIC X(50) VALUE
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                   ' BAD RETURN CODE FROM SIGNOFF REQUEST'.

            05  BUFFER-LENGTH-MESSAGE.

                10  FILLER PIC X(14) VALUE 'BUFFER LENGTH '.

                10  BEFORE-AFTER PIC X(6).

                10  FILLER PIC X(7) VALUE ' CALL: '.

                10  UDAS-BUFFER-LENGTH-DISPLAY PIC 9(4).

                10  FILLER PIC X(39) VALUE SPACES.

            05  BUFFER-CONTENTS-MESSAGE.

                10 FILLER PIC X(26) VALUE 'PARTIAL BUFFER CONTENTS : '.

                10 BUFFER-1-DISPLAY PIC X(40).

                10 FILLER PIC X(4) VALUE SPACES.

            05  UDAS-RETURN-MESSAGE.

                10 FILLER PIC X(23) VALUE 'RETURN CODE FROM UDAS: '.

                10 UDAS-DISPLAY-NUMERIC PIC 9(8).

                10 UDAS-DISP-COMPOSITE REDEFINES UDAS-DISPLAY-NUMERIC.

                   15 UDAS-DISPLAY-ALPHA PIC X(4).

                   15 FILLER PIC X(4).

                10 FILLER PIC X(31) VALUE SPACES.

            EJECT

       PROCEDURE DIVISION.

       MAIN SECTION.

      *  In this sample program, UDAS-PARAMETERS and

      *  UDAS-USER-BUFFER are coded in the WORKING STORAGE

      *  SECTION.  Alternatively, either or both O1 level

      *  fields could be in the LINKAGE SECTION if
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      *  a) The storage is allocated and passed to

      *     UDASCOBC from a higher level program or

      *  b) The storage is allocated via an EXEC CICS

      *     GETMAIN with the SET(ADDRESS OF ...) parameter.

      *

      *  Note that some compilers do not allow the ADDRESS OF

      *  special register for WORKING STORAGE fields.

      *  One of the techniques above is necessary if your compiler

      *  does not allow the following statement:

            SET UDAS-BUFFER-ADDRESS TO ADDRESS OF UDAS-USER-BUFFER.

            PERFORM DO-CONVERSATIONS UNTIL

              LOOP-COUNTER = LOOP-MAX.

            MOVE LOOP-COUNTER TO LOOP-COUNTER-SUCC

            MOVE SUCCESS-MESSAGE TO OUTPUT-MESSAGE

            PERFORM DISPLAY-MESSAGE.

            PERFORM SEND-MESSAGE.

            GOBACK.

       DO-CONVERSATIONS SECTION.

            ADD 1 TO LOOP-COUNTER.

            MOVE LOOP-COUNTER TO LOOP-COUNTER-BEGIN

            MOVE BEGIN-MESSAGE TO OUTPUT-MESSAGE

            PERFORM DISPLAY-MESSAGE.

      *     ESTABLISH COMMUNICATION WITH UDAS.

            MOVE 0 TO UDAS-SESSION-CODE.
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            PERFORM CALL-UDAS.

            IF UDAS-RETURN-CODE NOT = 4

              MOVE BAD-SIGNON-MESSAGE TO OUTPUT-MESSAGE

              PERFORM DISPLAY-MESSAGE

              PERFORM ABORT.

      *     SEND FIRST BUFFER WITH TASK CODE AND SOME SAMPLE DATA.

            MOVE FIRST-BUFFER TO BUFFER-1.

            MOVE 29 TO UDAS-BUFFER-LENGTH.

            PERFORM CALL-UDAS.

      *     WE EXPECT THE BACK-END TO RETURN DATA SO WE SHOULD HAVE

      *     A "RECEIVE" REQUEST FROM UDAS.KEEP RECEIVING DATA

      *     AS LONG AS BACK-END SENDS IT.

            IF UDAS-RETURN-CODE NOT = 8

              MOVE BAD-SEND-MESSAGE TO OUTPUT-MESSAGE

              PERFORM DISPLAY-MESSAGE

              PERFORM ABORT.

            PERFORM RECEIVE-DATA UNTIL UDAS-RETURN-CODE NOT = 8.

      *     IF WE DON'T GET A RECEIVE REQUEST, WE SHOULD GET A

      *     SEND REQUEST, I.E., THE BACK-END IS TRYING TO "READ"

      *     DATA.

            IF UDAS-RETURN-CODE NOT = 4

              MOVE BAD-RECEIVE-MESSAGE TO OUTPUT-MESSAGE

              PERFORM DISPLAY-MESSAGE

              PERFORM ABORT.

      *     WE COULD SEND MORE DATA AT THIS POINT, BUT THIS IS
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      *     ENOUGH FOR TEST PURPOSES.  JUST SEND AN INDICATOR

      *     TO THE BACK-END THAT IS TIME TO CLEAN UP.

            MOVE ALL-DONE TO BUFFER-1.

            MOVE 8 TO UDAS-BUFFER-LENGTH.

            PERFORM CALL-UDAS.

            IF UDAS-RETURN-CODE NOT = 0

              MOVE BAD-SIGNOFF-MESSAGE TO OUTPUT-MESSAGE

              PERFORM DISPLAY-MESSAGE

              PERFORM ABORT.

       ABORT SECTION.

      *     APPROPRIATE ERROR HANDLING CAN BE PERFORMED HERE.

      *     FOR TEST PURPOSES WE WILL ABEND THE TASK WITH

      *     A CODE OF 'UDAS'.

            EXEC CICS ABEND ABCODE('UDAS') CANCEL END-EXEC .

       RECEIVE-DATA SECTION.

      *     RECEIVE A BUFFER SENT FROM THE BACK-END.

            MOVE SPACES TO BUFFER-1.

            MOVE 32000 TO UDAS-BUFFER-LENGTH.

            PERFORM CALL-UDAS.

       CALL-UDAS SECTION.

      *     CALL UDASCIC AFTER PUTTING ADDRESS OF BUFFER IN

      *     UDAS PARAMETER BLOCK.

            MOVE UDAS-BUFFER-LENGTH TO UDAS-BUFFER-LENGTH-DISPLAY.

            MOVE 'BEFORE' TO BEFORE-AFTER.
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            MOVE BUFFER-LENGTH-MESSAGE TO OUTPUT-MESSAGE.

            PERFORM DISPLAY-MESSAGE.

            MOVE BUFFER-1 TO BUFFER-1-DISPLAY

            MOVE BUFFER-CONTENTS-MESSAGE TO OUTPUT-MESSAGE.

            PERFORM DISPLAY-MESSAGE.

            EXEC CICS LINK PROGRAM ('UDASCIC')

            COMMAREA (UDAS-PARAMETERS)

            LENGTH (LENGTH OF UDAS-PARAMETERS) END-EXEC .

            MOVE SPACES TO UDAS-DISP-COMPOSITE.

            IF UDAS-RETURN-FIRST = LOW-VALUES

              MOVE UDAS-RETURN-CODE TO UDAS-DISPLAY-NUMERIC

              MOVE UDAS-RETURN-MESSAGE TO OUTPUT-MESSAGE

              PERFORM DISPLAY-MESSAGE

            ELSE

              MOVE UDAS-RETURN-ALPHA TO UDAS-DISPLAY-ALPHA

              MOVE UDAS-RETURN-MESSAGE TO OUTPUT-MESSAGE

              PERFORM DISPLAY-MESSAGE.

            MOVE UDAS-BUFFER-LENGTH TO UDAS-BUFFER-LENGTH-DISPLAY.

            MOVE 'AFTER ' TO BEFORE-AFTER.

            MOVE BUFFER-LENGTH-MESSAGE TO OUTPUT-MESSAGE.

            PERFORM DISPLAY-MESSAGE.

            MOVE BUFFER-1 TO BUFFER-1-DISPLAY

            MOVE BUFFER-CONTENTS-MESSAGE TO OUTPUT-MESSAGE.

            PERFORM DISPLAY-MESSAGE.

       DISPLAY-MESSAGE SECTION.
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      *     FOLLOWING COMMAND WILL DISPLAY INFO TO THE

      *     CSMT (MSGUSR) FILE.

            EXEC CICS WRITEQ TD QUEUE('CSMT')

              FROM(OUTPUT-MESSAGE) LENGTH(MSGLEN) END-EXEC .

       SEND-MESSAGE SECTION.

      *     FOLLOWING COMMAND WILL DISPLAY INFO TO THE

      *     TERMINAL.  IT CAN BE COMMENTED OUT FOR

      *     STRESS TESTING PURPOSES.

            EXEC CICS SEND FROM(OUTPUT-MESSAGE) LENGTH(MSGLEN)

              ERASE WAIT END-EXEC .

Batch Front-ends

The interfaces for BATCH front-end UDAS applications uses the #UDASBCH macro to create UDAS front-end programs.

Calling conventions to UDAS

The following calling conventions are used to link to UDAS from the front-end application program:

R1 User parameter block
R13 18-word save area
R14 Return address
R15 V(UDAS front-end entry point)

Calling the UDAS front-end from an Assembly language program

To call the UDAS front-end for a request, use the Assembly language instructions below:

LA    R1,USERPARM

L     R15,=V(udasb)

BALR  R14,R15

where udasb is the entry point created when assembling #UDASBCH.

NOTE
R1 points directly to USERPARM when calling the standard #UDASBCH entry point. If calling the special entry
point UDASBCHY, R1 points to a fullword that contains the address of USERPARM.
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NOTE
For sample JCL and a complete sample program, see member UDASBCHA in sample JCL.

Calling the UDAS front-end from a COBOL program

To call the UDAS front-end for a request, use the COBOL instructions below:

CALL 'UDASBCHY' USING udas-parameters

where udas-parameters is the 01 level structure that matches the USERPARM DSECT which is shown in Flow of Control.

NOTE
For sample JCL and a complete sample program, see member UDASBCHC in sample JCL.

How to create a front-end module

To create the UDAS BATCH front-end module, assemble a #UDASBCH macro and link the resulting object as described
in the following sections.

UDASBCH Syntax

To create the UDAS BATCH front-end module, assemble a #UDASBCH macro and link the resulting object as described.

►►─ label #UDASBCH ───────────────────────────────────────────────────────────►

 ►─┬─────────────────────────────────────────────┬────────────────────────────►
   └─── SYSTEM ──── = ─┬─ BATCH ◄──────────────┬─┘
                       └─ front-end-system-id ─┘

 ►─┬──────────────────┬─┬─────────────────────────────┬───────────────────────►◄
   └─ OS= ─┬─ OS ◄──┬─┘ └─ BUFSIZ= ─┬─ 8000 ◄───────┬─┘
           └─ DOS ──┘               └─ buffer-size ─┘

UDASBCH Parameters

 

• label
The macro label provides the entry point name for the assembled module. The default is UDASBCH

• SYSTEM
The rules for the front-end system name are the same as those described in UCF Operations for macro #UCFUFT.

• OS=OS|DOS
Defines the operating system environment. Use OS for z/OS operating systems and DOS for z/VSE operating
systems.

• BUFSIZ=buffer-size
Specifies the size of the buffer that will be allocated to pass data between the front-end and the back-end. Buffer-size
must be at least as big as the largest output buffer length specified by either the front-end or back-end programs. The
default is 8000.
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Creating a UDAS Batch front-end interface program

Use the sample JCL in member UDASBCHI in sample JCL.

Advanced-Program-to-Program Communications
Contents

You can achieve non-terminating task data transfer, as described above for UCF programs, using APPC (advanced-
program-to-program communications). APPC is a protocol that allows user-written programs on different systems to
communicate with one another. Real APPC is implemented through the Systems Network Architecture (SNA) logical unit
(LU) 6.2 protocol. DC/UCF uses the VTAMLU line type to support real APPC.

CA IDMS support for APPC

Within the CA IDMS environment, APPC is supported through two languages:

• Assembler, using the #TREQ DML statement
• CA ADS

You can use real APPC for communications between the following programs:

• CA ADS to CA ADS programs on the mainframe
• DC to DC programs
• DC to CICS programs
• DC to IBM System 36 or System 38
• DC to any LU 6.2 physical unit
• DC to PC programs

NOTE
For more information on APPC communications using Assembler, see the #TREQ statement in the CA IDMS
DML Reference section for Assembler. For more information on APPC communications in CA ADS, see the CA
ADS Reference section.

Emulated APPC

CA IDMS supplies emulation software for the PC that allows CA ADS dialogs executing on a PC with a 3270 emulator
card to emulate APPC. DC/UCF supports emulated APPC through the LAPPCEMU line type.

NOTE
For more information on PC-to-mainframe communications using APPC in the CA IDMS environment, see the
Administrating section.

Real APPC

To provide support for real APPC in a DC/UCF system, do the following:

• Add the appropriate physical and logical terminal definitions to the VTAMLU line definition in the DC/UCF system
definition

• Have your VTAM system programmer code a VTAM mode table entry to define the SNA protocols (that is, the bind
parameters) to be used for sessions with other type 6.2 logical units

More Information

• For the complete syntax for the LINE, PTERM, and LTERM statements used to define SNA logical units in a DC/UCF
system, see the discussion of VTAMLU device definition in the CA IDMS Administrating section.

• For more information on VTAM mode table entries for SNA logical units, see the CA IDMS Administrating section.

PTERM statement
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The PTERM statement used to define a physical terminal for real APPC must specify the following parameters:

TYPE IS LU

NOACQUIRE (default)

NAME IS vtam-node-name

INFMH IS NO (default)

OUTFMH IS NO (default)

CONTENTION IS WINNER

NOHOLD (default)

LIMIT ON INPUT IS 0 (default)

MODEENT IS vtam-modeent-name

NORELEASE (default)

SYNCLEVEL IS OFF (default)

NOTE

• vtam-node-name must match the name of a VTAM minor node(logical unit) specified in the VTAM definition.
• vtam-modeent-name must match the name specified in the LOGMODE parameter of the VTAM mode table entry for

the SNA logical unit used for APPC.

VTAM mode table entry

The VTAM mode table entry for the logical unit used for APPC must specify the following parameters:

LOGMODE=vtam-modeent-name

TYPE=0

PSNDPAC=X'03'

SSNDPAC=X'03'

SRCVPAC=X'03'

FMPROF=X'13'

TSPROF=X'07'
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PRIPROT=X'B0'

SECPROT=X'B0'

COMPROT=X'50B1'

RUSIZE=X'8585'

PSERVIC=X'060200000000000000102F00'

NOTE
vtam-modeent-name must match the name specified in the MODEENT parameter of a PTERM statement used
to define a physical terminal for APPC.

Sample system generation statements

The following DC/UCF system generation statements define two terminals to be used for real APPC:

ADD LINE SNALU1

    TYPE IS VTAMLU

    APPLICATION IDENTIFICATION IS IDMSSNA

    ENABLED.

ADD PTERM LU001

    TYPE IS LU

    NAME IS LU620001

    CONTENTION IS WINNER

    MODEENT IS SNAAPPC1

    ENABLED.

ADD LTERM LU001

    ENABLED.

ADD PTERM LU002
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    TYPE IS LU

    NAME IS LU620001

    CONTENTION IS WINNER

    MODEENT IS SNAAPPC1

    ENABLED.

ADD LTERM LU002

    ENABLED.

Sample VTAM mode table entry

The following VTAM mode table entry defines the bind parameters for APPC:

MODEENT  LOGMODE=SNAAPPC1,                                            -

         TYPE=0,                                                      -

         PSNDPAC=X'03',                                               -

         SSNDPAC=X'03',                                               -

         SRCVPAC=X'03',                                               -

         FMPROF=X'13',                                                -

         TSPROF=X'07',                                                -

         PRIPROT=X'B0',                                               -

         SECPROT=X'B0',                                               -

         COMPROT=X'50B1',                                             -

         RUSIZE=X'8585',                                              -

         PSERVIC=X'060200000000000000102F00'

Emulated APPC

To provide support for emulated APPC in a DC/UCF system, add the appropriate line, physical terminal, logical terminal,
program, and task definitions to the DC/UCF system definition.
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NOTE
For complete LINE, LTERM, PROGRAM, PTERM, and TASK statement syntax, see the CA IDMS Administrating
section.

LINE statement

The LAPPCEMU line type provides emulated APPC support. You should define only one such line in a DC/UCF system.

The following is the device-specific syntax for the LAPPCEMU line type:

►►─── TYPe ─┬─ is ─┬─ LAPPCEMU ───────────────────────────────────────────────►◄
            └─ = ──┘

PTERM statement

The physical terminal associated the LAPPCEMU line type must be defined as type PAPPCEMU. You should associate
only one physical terminal with an LAPPCEMU line.

The following is the device-specific syntax for the PAPPCEMU physical terminal type:

►►─── TYPe ─┬─ is ─┬─ PAPPCEMU ───────────────────────────────────────────────►◄
            └─ = ──┘

LTERM statement

The LTERM statement used to define the logical terminal associated with a PAPPCEMU physical terminal must specify
UPLOW.

Sample line and terminal definitions

The following DC/UCF system generation statements define a line and associated physical terminal/logical terminal pair to
support emulated APPC:

ADD LINE APPCLIN

    TYPE IS LAPPCEMU

    ENABLED.

ADD PTERM APPCPTE

    TYPE IS PAPPCEMU

    ENABLED.

ADD LTERM APPCLTE

    UPLOW
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    ENABLED.

PROGRAM and TASK statements

Include the following PROGRAM and TASK statements in the DC/UCF system definition to define the APPC emulation
startup program and task:

PROGRAM RHDCEM62

        LANGUAGE IS ASSEMBLER

        NOPROTECT

        REENTRANT.

TASK EM62

     INPUT

     INVOKES PROGRAM RHDCEM62.

These statements are included in the data dictionary module ADS-PLUS-DRIVER along with other PROGRAM and TASK
statements that support the CA ADS for the PC-DOS Environment IDD download facility.

NOTE
For more information on the ADS-PLUS-DRIVER module, see the Administrating section.

TCP/IP Support
This section describes how to setup and manage TCP/IP support within CA IDMS. TCP/IP is supported in CA IDMS
systems running in the z/OS, z/VSE, and z/VM environments.

The following topics, as well as the changes they require for their execution, are discussed in details in the next sections:

• DNS socket functions -- The GETHOSTBYADDR and GETHOSTBYNAME DNS socket functions supported by the
operating system (z/OS and z/VSE) or by our own CA IDMS DNS Resolver (z/VSE and z/VM); z/VSE users can
choose between the two options.

• Services socket functions -- The GETSERVBYNAME and GETSERVBYPORT services socket functions are supported
by our own CA IDMS Services Resolver on all operating systems.

• DNS + Services socket functions -- The GETADDRINFO and GETNAMEINFO socket functions are supported by the
operating system (z/OS) or by our own CA IDMS DNS and Services Resolvers (z/VSE and z/VM).

Establishing TCP/IP Support

Setting up TCP/IP support within CA IDMS requires the following steps. Each step describes the actions required for each
operating system.
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• Prerequisites
• Changes needed to the system startup JCL
• Modifications needed to the sysgen dictionary

Prerequisites

This section contains the prerequisites for setting up TCP/IP support in z/OS, z/VSE, and z/VM operating systems.

z/OS

On z/OS, support for TCP/IP is implemented using UNIX System Services kernel functions. The userid assigned to central
version should be granted access to these functions. Depending on your security environment, this might require defining
an OMVS segment for the userid. For more information, refer to the appropriate security documentation.

z/VSE

On z/VSE, the CA IDMS TCP/IP implementation supports TCP/IP stacks from Connectivity Systems Incorporated (CSI)
and Barnard Software Incorporated (BSI). For details regarding the required JCL for their respective BSD/C API support,
refer to appropriate documentation.

Link the RHDCT1IP module

A DOST1IP.OBJ module is delivered with the product. It must be linked with object modules delivered by CSI or BSI as
phase RHDCT1IP.

Linking RHDCT1IP for CSI

When using TCP/IP from CSI, the following INCLUDEs are required to link the RHDCT1IP module. IPNRxxxx modules
should get autolinked.

// LIBDEF *,SEARCH=(tcpiplib.sublib,idmslib.sublib)

// LIBDEF PHASE,CATALOG=idmslib.sublib

// OPTION CATAL

PHASE   RHDCT1IP,*

INCLUDE DOST1IP

ENTRY   T1IPEP1

/*

// EXEC LNKEDT

/*

Linking RHDCT1IP for BSI

When using TCP/IP from BSI, the following INCLUDEs are required to link the RHDCT1IP module. The IPNRxxxx entry
points should get resolved in BSI module BSTTENVR.

// LIBDEF *,SEARCH=(tcpiplib.sublib,idmslib.sublib)
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// LIBDEF PHASE,CATALOG=idmslib.sublib

// OPTION CATAL

PHASE   RHDCT1IP,*

INCLUDE DOST1IP

INCLUDE BSTTENVR

ENTRY   T1IPEP1

/*

// EXEC LNKEDT

/*

Updating the Startup JCL

The CA IDMS startup JCL must be updated to include the definition of the files/data sets needed for the support of the
DNS and services socket functions. The DNS socket functions require a SYSTCPD file. The support of the services
socket functions in CA IDMS is optional. To enable services socket functions, define the filename/ddname associated with
the services file in the SERVICES FILE IS services-file-name clause of the TCP/IP sysgen entity.

More Information

• For more information on the TCP/IP sysgen entity, see the Administrating section.
• For more information on the services file and its layout, see Supporting Services Functions Using a Services File.
• For more information on the SYSTCPD file and its layout, see Supporting DNS Functions Using the SYSTCPD File.

z/OS

• To support the DNS socket functions, a SYSTCPD card must be added to the JCL. This card is needed if either of the
following is true:
– The TCP/IP run time is from IBM and the TCP/IP installation specified a prefix different from the default ("TCPIP")

prefix:

//SYSTCPD  DD  DISP=SHR,DSN=prefix.TCPIP.DATA

where prefix should be replaced by the TCP/IP installation prefix.
– The TCP/IP implementation is CA TCPaccess CS for z/OS. For more information, see the CA TCPaccess

Communications Server for z/OS Customization Guide.
Contact your systems programmer to obtain this information. See the documentation from the TCP/IP vendor for
information on the SYSTCPD content.

• To support the services socket functions, add the services file to the startup JCL as follows:

//services-file-name DD DISP=SHR,DSN=services-dsnname

– services-file-name
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Specifies the value assigned to the SERVICES FILE clause in sysgen.
– services-dsnname

Specifies the name of the data set containing the services file definitions. The default services data set is cataloged
as <tcpip-hlq>.ETC.SERVICES.

z/VSE

• Regardless of the TCP/IP stack implementation, if the default stack id is not '00', the following JCL statement is
required:

// OPTION SYSPARM='nn'                     Set default stack ID to nn

• To support the DNS socket functions, you must choose one of the following implementations:
– CA IDMS -- An advantage of using the CA IDMS DNS Resolver is its ability to return all alias names and

IP addresses that are defined to the host name or host IP address.The support of the GETADDRINFO and
GETNAMEINFO socket functions requires the CA IDMS DNS Resolver.

– BSI or CSI -- An advantage of using the BSI/CSI DNS implementation is the GETHOSTBYNAME and
GETHOSTBYADDR functions return names that are defined to the local TCP/IP stack. However, only the primary
name for an IP address or primary IP address associated with the host name is returned.

To select the BSI/CSI DNS resolver, do not code any SYSTCPD file; to select the CA IDMS internal DNS resolver,
code the following SYSTCPD file:

// DLBL SYSTCPD,'tcpip.tcpip.data',,SD

// EXTENT SYS001,vvvvvv

// ASSGN SYS001,DISK,VOL=vvvvvv,SHR

– tcpip.tcpip.data
Specifies the file-id of the file.

• To support the services socket functions, add the definition for the services file as follows:

// DLBL 'services-file-name','services-file-id',,SD

// EXTENT SYS001,vvvvvv

// ASSGN SYS001,DISK,VOL=vvvvvv,SHR

– services-file-name
Specifies the value assigned to the SERVICES FILE clause in sysgen.

– services-file-id
Specifies the file-id of the file.

z/VM

• To support the DNS socket functions, add the definition for the SYSTCP file to the startup EXEC as follows:

FILEDEF SYSTCPD DISK fn ft fm

– fn ft fm
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Specifies the FILE ID of the SYSTCPD file. The default value is TCPIP DATA.
• To support the services socket functions, add the definition for the services file to the startup EXEC as follows:

FILEDEF services-file-name SYSTCPD DISK fn ft fm

– services-file-name
Specifies the value assigned to the SERVICES FILE clause in sysgen.

– fn ft fm
Specifies the FILE ID of the services file.

Modifying the Sysgen

The following are the modifications to make to the sysgen:

• Define the TCP/IP entity in sysgen. The DEFAULT STATUS clause must be defined to ON to enable TCP/IP support in
CA IDMS.

• If generic listening or DDS using TCP/IP has to be used in the DC/UCF system, a SOCKET type line must be defined.
For each generic listener, define a LTERM/PTERM pair and its associated task code and program. For each DDS
destination, define a LTERM/PTERM pair and its associated parameters.

• If generic listening is used, define also a number of BULK PTERMs. The system generation syntax permits you to
define one pair, and the REPEAT clause of the PTERM statement can be used to facilitate the definition of multiple
PTERMs and LTERMs. You determine the number of BULK PTERM/LTERM pairs as follows:
– Each connection accepted by a generic listener uses one BULK PTERM/LTERM pair.
– A server task started by a generic listener can exploit pseudo-conversational programming. This means that the

TCP/IP connection remains open, and the BULK PTERM/LTERM pair is without an associated active task.

NOTE
For more information on the system generation statements, see the Administrating section.

Managing TCP/IP Support

The following DCMT commands are enhanced to help you manage the TCP/IP environment:

• DCMT DISPLAY TCP/IP -- Displays information on the TCP/IP runtime environment of a DC/UCF system.
• DCMT VARY TCP/IP -- Allows you to dynamically enable and disable TCP/IP support or to dynamically alter the value

of all the different TCP/IP parameters defined to sysgen.
• DCMT VARY PTERM -- Enables you to manage the generic listener service and the DDS definitions dynamically.

NOTE
Multiple lines of type SOCKET can be defined to the DC/UCF system, and all can be active at the same time.

NOTE
For more information on DCMT commands, see the System Tasks and Operator Reference section.

Supporting DNS Functions Using the SYSTCPD File

This section describes the support of the DNS functions using the SYSTCPD file for each of the following operating
systems:
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• On z/OS, the DNS socket functions (GETHOSTBYADDR and GETHOSTBYNAME) are directly supported in the
operating system dependent TCP/IP interface used by the #SOCKET macro interface. The SYSTCPD file is used
internally by the operating system to process the DNS requests.

• On z/VSE, the SYSTCPD file is optional. If the SYSTCPD file is coded, the DNS socket functions are resolved using
the CA IDMS DNS Resolver.

• On z/VM, the DNS socket functions are not supported by the operating system interface. Therefore, an internal DNS
Resolver is implemented in CA IDMS. The resolver communicates with a name server to retrieve the requested DNS
information.

NOTE
Local table lookup is not provided.

CA IDMS DNS Resolver

The following information applies to z/VM and optionally z/VSE.

When support of TCP/IP is enabled in the DC/UCF system (during startup or the execution of a DCMT VARY TCP/IP
STATUS ON command), the following occurs:

1. The file associated with the SYSTCPD card is read.
2. The DNS specific parameters are parsed.
3. The CA IDMS Resolver is configured.

Coding the SYSTCPD file

The following syntax rules apply for this file:

• All records starting with a ';' character are treated as comments.
• Blanks and <end-of-line> characters delimit the tokens.
• The format for each configuration statement is: Keyword Value.

The following table lists the SYSTCPD parameters:

Keyword Default Value Range of values Meaning
DOMAINORIGIN  Max 64 chars Suffix that is appended to a

hostname that doesn't contain
any dots

NSINTERADDR   Up to 4 different
NSINTERADDR input lines
pointing to different DNS servers

NSPORTADDR 53 1 to 65535 Port of the name server
RESOLVEVIA UDP UDP or TCP Protocol to use for the

communication. Only TCP is
supported on z/VSE.

RESOLVERTIMEOUT 30 1 to 65535 Time in seconds that the
resolver waits for a response
from the server

RESOLVERUDPRETRIES 1 1 to 65535 Number of times the resolver
tries to communicate with the
name server
(when RESOLVEVIA is UDP
only)

TCPIPUSERID TCPIP Max 8 chars Userid of the default TCP/IP
virtual machine.
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NOTE
z/VM systems only. If no INCLUDE list of TCP/IP stacks is provided in the TCP/IP sysgen entity, then this
parameter defines the userid of the TCP/IP virtual machine that is used as the default TCP/IP stack by CA
IDMS. If an INCLUDE list of stacks is provided, this parameter is ignored. For more information on INCLUDE
stacks list, see the TCP/IP entity in the CA IDMS Administrating section.

Sample SYSTCPD

DOMAINORIGIN  CA.COM

NSINTERADDR  172.24.255.255

NSPORTADDR 53

RESOLVEVIA TCP

RESOLVERTIMEOUT 3

RESOLVERUDPRETRIES 1

z/VSE SYSTCPD File

The following rules apply for the SYSTCPD file:

• Must contain 80-byte records
• Can be blocked up to a block size to 32720

WARNING
Do not code the BLKSIZE= DLBL parameter.

z/VM SYSTCPD File

The following rules apply for the SYSTCPD file:

• Can be fixed or variable length
• Can use the default file, TCPIP DATA *, or the user can create his own file with specific definitions

Supporting Services Functions Using a Services File

This section describes translating service names to and from port numbers using the services file.

Port Number Independence

CA IDMS provides the ability for DC/UCF systems and applications that execute within those systems to use logical
service names in place of port numbers. The use of logical names allows port numbers to be changed without impacting
application code or system definitions.

Port number independence is provided through the following facilities:

 1431



 Administrating

• A CA IDMS Services Resolver that translates a service name into a port number or vice versa.
• The ability to specify a service name in place of a port number on LISTENER and DDSTCPIP PTERM SYSGEN

statements.
• The ability to specify or change a service name using a DCMT VARY PTERM statement.
• The ability to display the service name for a PTERM using a DCMT DISPLAY PTERM statement.
• Socket functions (GETSERVBYNAME and GETSERVBYPORT) for returning a port number associated with a service

name or the service name(s) associated with a port number.

The socket functions are described in the CA IDMS Reference section. The remainder of the facilities are described
below.

CA IDMS Services Resolver

The CA IDMS Services Resolver is responsible for translating service names to and from port numbers. It does this using
the contents of a services file that can be included in the execution JCL of a DC/UCF system. The DDNAME or filename
of the services file is specified in the TCP/IP sysgen entity.

The services file contains a list of service names together with the port number, protocol and optional alias names
associated with each one. This information is used when servicing a GETSERVBYNAME or GETSERVBYPORT socket
function to retrieve the port number associated with a service name or the service name associated with a port number.

On z/OS, the default services data set is cataloged as <tcpip-hlq>.ETC.SERVICES. You can use this data set, a
customized data set containing the definitions of the services that you want to use, or a combination of the two by
concatenating the two files together. To ensure that the customized entries take precedence, include the customized data
set before the system default data set.

During the initialization of the TCP/IP environment in a CA IDMS system, the services file is read and its contents
converted to an internal structure that is stored in memory for efficient access. The contents of the in-core structure can be
refreshed from the services file using the DCMT VARY TCP/IP command.

Each record within a services file defines a service name entry in character format.

Service Resolver Syntax

The syntax of the services data set records accepted by the CA IDMS Services Resolver follows the general standards for
such files. The format is as follows:

►─ name ─ port#/protocol ─┬────────────┬─┬─────────────┬─────────────────────►◄
                          │ ┌─────────┐│ └─ # comment ─┘
                          └─▼─ alias ─┴┘

 

Service Resolver Parameter

 

• name
Identifies the official Internet service name.

• port#
Identifies the port number. Port number is a positive number between 1 and 65535.

• protocol
Identifies the protocol used for the service.

• alias
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Identifies an unofficial name for the service.
• # comment

Specifies comment text that continues until the end of the record.

Services file

The following rules apply for the services file:

• The record size of the services file is as follows:
– On z/OS, it must be between 56 and 256.
– On z/VSE, it must contain 80-byte records and can be blocked up to a block size to 32720. The BLKSIZE= DLBL

parameter cannot be coded.
– On z/VM, it can be fixed or variable length.

• Items in a record are separated by spaces or tabs.
• name, protocol, and alias are case sensitive.
• name must start in column 1.
• Records with duplicate service names are ignored. The first definition of service name takes precedence.
• Maximum length for name and alias is normally 32 characters, but longer names are accepted on all systems.
• Comments begin with the number sign (#) character and continue until the end of record.
• The only protocols accepted in CA IDMS are TCP and UDP, in any combination of uppercase and lowercase.

 

The following illustrates a standard TCPIP.ETC.SERVICES data set delivered with the operating system:

#
# Network services, Internet style
#
echo            7/tcp
echo            7/udp
discard         9/tcp           sink null
discard         9/udp           sink null
systat          11/tcp          users
daytime         13/tcp
daytime         13/udp
netstat         15/tcp
qotd            17/tcp          quote
chargen         19/tcp          ttytst source
chargen         19/udp          ttytst source
ftp             21/tcp
. . . . . . . . . . . .

NOTE
To allow updating the services file while it is in use by a CV, make it a member of a partitioned data set rather
than a sequential file.

More Information:

• For more information on the GETSERVBYNAME and GETSERVBYPORT socket functions, see the Reference section.
• For more information on the TCP/IP SYSGEN entity, see the Administrating section.
• For more information on the DCMT VARY TCP/IP command, see the System Tasks and Operator Reference section.
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Supporting the GETADDRINFO and GETNAMEINFO socket functions

The GETADDRINFO and GETNAMEINFO socket functions implement a combination of DNS and services requests.

• On z/OS,these socket functions are supported by the operating system.
• On z/VSE and z/VM, these socket functions are supported by the CA IDMS DNS and Services Resolvers. For more

information on the CA IDMS DNS and Services Resolvers, see sections 4.3.3 and 4.3.4.

UCF Operations
This section describes the procedures for generating a UCF system. UCF enables a terminal connected to a host
TP monitor to execute DC/UCF tasks. For the purposes of this discussion, a DC/UCF task can be a user task, a task
associated with an online software component, or a system-supplied task.

Typically, UCF is used to do the following:

• Execute DC/UCF applications and host TP-monitor applications from the same terminal
• Execute DC/UCF applications under two or more DC/UCF systems at the same terminal (for example, in a production

and test environment)
• Share data between an application executing under a DC/UCF system and an application executing under CICS or a

different DC/UCF system.

TP-MonitorsSupported

UCF supports the following TP monitors and terminal control facilities: CICS, CMS (z/VM), DC, and TSO. UCF also
provides an interface to enable DC/UCF tasks to execute in batch mode.

UCF Operations Overview
UCF architecture

The UCF runtime system consists of a front-end system and a back-end system as follows:

• The UCF front-end is the host TP monitor. The front-end program executes as an application program within the host
TP monitor and performs the following functions:
– Communicates with the UCF terminals connected to it by using standard host TP-monitor terminal I/O facilities
– Communicates with the back-end system by passing terminal requests to the back-end and receiving responses

using the SVC
• The UCF back-end is a DC/UCF system that resides in its own region/partition. The back-end system performs the

following functions:
– Receives terminal input from the UCF front-end and directs it to the appropriate application for processing
– Relays write-to-terminal requests from the application to the UCF front-end, which performs the write operation
– Handles requests for output to DC printers (printer support only)

Line driver

UCF is a line driver; for each DC/UCF system, there is one UCF line driver. When a terminal I/O request is issued, DC/
UCF directs the request to the UCF line driver associated with the issuing terminal; the application program need not be
concerned with the type of terminal on which it executes (unless basic mode terminal I/O is performed). Through UCF,
the same DC/UCF program can execute under any of the host TP monitors supported (for example, CICS) and can
communicate with the host system using terminals with any of the supported access methods (for example, BTAM or
VTAM).
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NOTE
Sites with UCF and not DC can access terminals through the UCF line only. Sites with DC can access terminals
through any supported access method, including UCF.

The following diagram illustrates UCF operations. In this diagram, the host TP monitor application database exists
optionally. The DC terminals are available only to sites having DC; sites with UCF are permitted access through the UCF
front-end terminals only.

UCF security

When the UCF front-end connects to the DC back-end, it automatically signs on to the DC back-end using the user ID
supplied by the UCF front-end terminal. Therefore, you should define the user to the DC back-end system using the ID
and password assigned on the UCF front-end system.

The remainder of this section presents procedures for creating UCF front-end and back-end systems and summarizes the
DC/UCF system generation statements that must be included in the back-end system definition.

UCF Front-End
The UCF front-end system executes in the host TP-monitor region/partition and communicates with terminals through host
TP-monitor I/O facilities. The front-end communicates with the back-end system through the external request-unit service
(ERUS) facility.

UCF front-end systems can execute in dedicated or intermittent mode.

Dedicated mode

In dedicated mode, tasks execute as DC/UCF tasks and are invoked by the terminal operator in response to the ENTER
NEXT TASK CODE prompt. While in dedicated mode, the terminal operator can execute DC/UCF tasks only; host TP-
monitor tasks cannot be executed until dedicated mode is terminated.

To invoke dedicated mode, the terminal operator first enters the dedicated task code (or transaction id or verb, depending
on the host TP monitor in use). This task code must be defined in the NTID parameter of the #UCFUFT macro (described
in Front-end Table) and to the host TP monitor. Typically, only one dedicated task code exists (for example, DBDC). The
terminal operator then signs on to the DC/UCF system.
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To terminate dedicated mode and return to the host TP-monitor environment, the terminal operator enters the task code
BYE or SUSPEND as follows:

• BYE terminates dedicated mode and disconnects the front-end terminal from the UCF back-end. This action frees all
resources that are held by the back-end for the terminal (for example, logical and physical terminal elements, signon
element). The next time the terminal operator invokes dedicated mode, the DC/UCF signon must be performed.

• SUSPEND terminates dedicated mode but does not disconnect the front-end terminal from the UCF back-end. All
resources that are held by the back-end for the terminal are preserved. The terminal operator can invoke dedicated
mode later in the session and can execute DC/UCF tasks without signing on again. When using a DC front-end with a
DDS access method (CCI, TCP/IP, or VTAM), the SUSPEND task code is not supported and is treated as a BYE task
code.

Intermittent mode

In intermittent mode, tasks execute as host TP-monitor tasks and are invoked by the terminal operator in response to the
host TP monitor equivalent of the ENTER NEXT TASK CODE prompt; DC/UCF is transparent. DC/UCF tasks that are
executed in intermittent mode must be defined to the host TP monitor and to the DC/UCF system with an intermittent task
code. Any number of intermittent task codes can exist (for example, ADSG, DCMT, IDD, OLM).

When a DC/UCF task terminates on the back-end, the action that is taken depends on whether a back-end pseudo-
converse exists and on the SUSPEND/DISCONNECT options in effect.

A back-end pseudo-conversation exists if the terminating task specifies a NEXT TASK CODE or an autotask is defined for
the terminal. If a pseudo-conversation exists, the next task is invoked in the normal manner (similar to dedicated mode).

If the terminating task does not specify a NEXT TASK CODE and a terminal autotask is not defined, control is returned to
the front-end TP-monitor. The ENTER NEXT TASK CODE prompt is never written when running in intermittent mode.

By default, the DC/UCF system issues the equivalent of a SUSPEND when ENTER NEXT TASK CODE would have been
written. The front-end terminal is not disconnected from the UCF back-end; all resources that are held by the back-end for
the terminal are preserved. The terminal operator can invoke dedicated mode or intermittent mode again later in the TP-
monitor session and can execute DC/UCF tasks without signing on again.

Alternatively, the system can be directed to disconnect the terminal when the ENTER NEXT TASK CODE would have
been written. If this option is desired, both of the following actions must be taken:

• Compile and link the DC/UCF options module RHDCOPTF specifying #DEFOPTF OPT00020.
• Compile and link the UCFCICS front-end module specifying #UCFCICS DISC=YES.

When this option is chosen, the DC/UCF system issues the equivalent of a BYE command when ENTER NEXT TASK
CODE would have been written. The front-end terminal is disconnected from the UCF back-end. This action frees all
resources that are held by the back-end for the terminal, for example, logical and physical terminal elements and signon
element. The next time the terminal operator invokes a UCF task, a new DC/UCF signon will be performed.

NOTE
The UCF batch, z/VM, and TSO front-ends can execute in dedicated mode only.

 UCF front-end components 

The UCF front-end system consists of the following items:
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• The UCF front-end common module (RHDCUCFC) contains code common to all TP monitors and is distributed in
object form with the UCF system.

• The appropriate TP-monitor interface module is distributed in macro form with the UCF system and must be
assembled at your site.

• The front-end module contains TP-monitor-dependent procedures. The front-end module is created by assembling a
macro appropriate to the TP monitor in use.

• The front-end table defines the characteristics of the front-end system terminals and supplies an identifier for the front-
end system. The front-end table is created by assembling a series of macros.

Procedures for creating the front-end table, and for defining and using each front-end module follow.

  

Front-end Table

The front-end table defines global characteristics of a UCF front-end, including characteristics of the front-end terminals.
One front-end table must be created for each UCF front-end to be used, except for the batch, z/VM, and TSO front-ends.

To create a UCF front-end table, assemble and link edit the following macros:

•  #UCFUFT supplies the global characteristics for the front-end system (for example, system identifier).
•  #UCFUTD identifies each terminal that is associated with the front-end system.
•  #UCFDEND ends the front-end table definition.

 Front-end system and terminal identifiers 

Each UCF front-end table contains an entry that identifies the front-end system and, optionally, an entry that identifies
each terminal that is associated with the front-end system.

 System identifiers 

Each front-end in a UCF system has an identifier that identifies to the DC/UCF system the TP monitor on which the
front-end system task is executing. The system identifier (FESID) is used by the UCF back-end to determine whether a
front-end is authorized to access the back-end. DCMT functions use the FESID to display and vary information that is
associated with a front-end.

When a host TP monitor (front-end) signs on to a DC/UCF system (back-end) through UCF, the front-end system passes
the system identifier to DC/UCF. The DC/UCF system attempts to locate the identifier in its system table before accepting
the UCF signon. If the identifier passed with the signon is not in the system table, the signon is rejected. See UCF Back-
End for a discussion of the UCF system table.

Usually, the system identifier is specified in the front-end table with the #UCFUFT macro. However, because the batch, z/
VM, and TSO front-ends have built-in front-end tables, the system identifier for these interfaces must be specified in the
TP-monitor-dependent macro.

 Terminal identifiers 

Each terminal that is owned by a host TP monitor has a unique identifier. At runtime, the front-end task automatically
passes the terminal identifier (FETID) to the DC/UCF system. The DC/UCF system uses the identifier with DCMT
functions to display and vary information that is associated with that terminal.

The terminal identifier can be coded in the #UCFUTD macro for the terminal and/or in the PTERM statement for the
terminal in the back-end system definition. At runtime, a terminal with no entry in the UCF front-end table (that is, one for
which no identifier was coded in the #UCFUTD macro) will be assigned, by default, the characteristics of the prototype
front-end terminal of the same type. If a prototype has not been defined for that terminal type, the terminal identifier must
exist in the front-end table for a terminal to access UCF. Typically, you define prototypes for 3270- and TTY-type terminals;
however, terminal identifiers must be supplied in the #UCFUTD macro for 3280-type terminals (printers).
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Descriptions of the three macros that are used to create the UCF front-end table follow, with an example of a front-end
table, and the front-end table JCL for z/OS, z/VSE, and z/VM.

#UCFUFT Macro

The #UCFUFT macro defines global front-end characteristics. One #UCFUFT macro is required for each front-end table.
#UCFUFT must be the first macro in the source file and must be labeled.

Syntax
►►─── label #UCFUFT ──────────────────────────────────────────────────────────►

 ►─┬────────────────────────┬─────────────────────────────────────────────────►  └─ MODE = ─┬─ CONV ────┬─┘

              └─ PCONV ◄──┘ ►─┬───────────────┬──────────────────────────────────────────────────────────►  

 └─ ,ENV = IBM ◄─┘ ►─┬───────────────────────────────┬──────────────────────────────────────────►   └─ ,NTID

 = dedicated-task-code ─┘ ►─┬───────────────────────────┬──────────────────────────────────────────────►  

 └─ ,PTID = print-task-code ─┘ ►─┬─────────────────────────────────┬────────────────────────────────────────►◄

  └─ ,SYSTEM = front-end-system-id ─┘

Parameters

•  MODE=CONV|PCONV
(DC front-ends only) Specifies whether the front-end is to run in conversational or pseudo-conversational mode as
follows:
– CONV -- The front-end runs in conversational mode
– PCONV (default) -- The front-end runs in pseudo-conversational mode
The MODE specification can be overridden for selected terminals with the #UCFUTD macro (described on the
following pages).

•  ENV=
Defines the operating system environment. IBM is the default.

•  NTID=
Specifies the one- through eight-character task code that is used to invoke the front-end in dedicated mode. dedicated-
task-code must match the task code that is specified in the host TP-monitor system definition.

•  PTID
(CICS and DC front-ends only) Specifies the one- through eight-character task code that is used to invoke the UCF
Print Control Task. Print-task-code must match the task code that is specified in the CICS or DC system definition.

•  SYSTEM
Specifies the one- through eight-character identifier for the front-end system (FESID). The front-end-system-id must be
defined in the back-end system table and is typically one of the following identifiers: CICS, DC, or TSO

#UCFUTD Macro

The #UCFUTD macro defines terminal-specific characteristics. If no prototype terminals are defined, one #UCFUTD
macro is required for each terminal that is associated with this front-end. If prototypes are defined, one #UCFUTD macro
must be coded for each type of terminal (that is, 3270 and TTY) to be used with the UCF front-end. Typically, only one
prototype TTY terminal and one prototype terminal for each 3270-type model present must be defined. #UCFUTD macros
must be unlabeled.

Syntax
►►─── #UCFUTD
 ────────────────────────────────────────────────────────────────►
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
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   └─ BUFSIZ = buffer-size
 ─┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,FORMFD = ─┬─ YES ──┬─┘
                 └─ NO ◄──┘
 ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,MODE = ─┬─ CONV ──┬─┘
               └─ PCONV
 ─┘
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,MODEL = ─┬─ 2 ◄───────────┬─┘
                └─ model-number ─┘
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,NCHARS = ─┬─ 80 ◄─────────┬─┘
                 └─ line-length
 ─┘
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,NLINES = ─┬─ 24 ◄─────────┬─┘
                 └─ page-length
 ─┘
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,PRTCLS = ─┬─ 1 ◄────────────┬─┘
                 └─ printer-class ─┘
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,SCS = ─┬─ YES ──┬─┘
              └─ NO
 ◄──┘
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,TERM = front-end-terminal-id
 ─┘
 ►─┬─────────────────────────┬────────────────────────────────────────────────►◄
   └─ ,TYPE = ─┬─┬─ CRT ─┬─┬─┘
               │ └─ TTY ─┘ │
               ├─ T3277 ◄──┤
               ├─ T3279 ───┤
               └─ T3280 ───┘

Parameters

•  TERM=
Specifies the unique identifier for the front-end terminal. Except when defining a 3280-type printer, this parameter is
typically omitted and, therefore, defines a prototype terminal. front-end-terminal-id is a one- through eight-character
alphanumeric value and must match the terminal identifier that is specified in the host TP-monitor system definition.
This parameter is required if TYPE=T3280 is specified.

•  TYPE=
Specifies the front-end terminal type as follows:
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– CRT|TTY -- The front-end terminal is a TTY-type terminal. TTY applies to all asynchronous ASCII terminals.
– T3277 (default) -- The front-end terminal is a 3270-type terminal.
– T3279 -- The front-end terminal is a 3279-type color terminal with extended color support.
– T3280 -- The front-end terminal is a 3280-type terminal. If T3280 is specified, the TERM= parameter must also be

specified.
•  MODE=CONV|PCONV

(DC front-ends only) Specifies whether this terminal executes in conversational or pseudo-conversational mode as
follows:
– CONV -- The terminal executes in conversational mode.
– PCONV -- The terminal executes in pseudo- conversational mode.
The MODE= parameter defaults to the MODE specification in the #UCFUFT macro.

•  MODEL=
(TYPE T3277 only) Specifies the 3270-type terminal model code. model-number is an integer in the range 1 through 5;
the default is 2.

•  NCHARS=
Specifies the terminal's line length. line-length is an integer in the range 1 through 32767; the default is 80 characters.

•  NLINES=
Specifies the terminal's page length. page-length is an integer in the range 1 through 32767; the default is 24 lines. If
TYPE=TTY is specified, a page length of 3 is recommended.

•  BUFSIZ=
Specifies the size, in bytes, of the I/O buffer allocated to the terminal. buffer-size can be any positive integer in the
range of 1-32300. The value that is specified must be greater than or equal to the size of the longest data stream to
be transferred between the DC/UCF system and the UCF front-end system. Typically, the default value (equal to the
product of 1.5 times the NCHARS value times the NLINES value plus 800) is used.

•  FORMFD=YES|NO
(CICS and DC front-ends only) Specifies whether the printer front-end terminal has form feed capabilities as follows:
– YES -- The terminal has form feed capabilities.
– NO (default) -- The terminal does not have form feed capabilities.

•  PRTCLS=
(CICS front-end only) Specifies a print class for WRITE TO PRINTER requests issued from the terminal. print-class is
an integer in the range 1 through 64; the default is 1. This parameter is ignored if the terminal itself is a printer.

•  SCS IS NO|YES
Specifies whether the printer is an SNA character string device, also known as a type 1 logical unit:
– NO (default) indicates that the printer is not an SNA character string device.
– YES indicates that the printer is an SNA character string device.

#UCFDEND Macro

The #UCFDEND macro specifies the end of the front-end table definition. One #UCFDEND macro must be coded for each
front-end table. #UCFDEND must follow the last #UCFUTD macro and must be unlabeled.

Syntax
►►─── #UCFDEND
 ───────────────────────────────────────────────────────────────►
 ►──┬──────────────────┬──────────────────────────────────────────────────────►◄
    └─ XA= ─┬─ YES ──┬─┘
            └─ NO ◄──┘
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Parameter

•  XA
Determines whether the front-end table has the capability to reside above the 16-megabyte line. The default, NO,
indicates that it does not have the capability. YES indicates that it has the capability.

Sample Front-end Table Definition

The following macro statements define a sample CICS front-end system, consisting of a prototype TTY-type terminal and
five 3270-type terminals:

UCFFET #UCFUFT SYSTEM=CICS,NTID=DBDC
       #UCFUTD TYPE=TTY,NCHARS=80,NLINES=2
       #UCFUTD TYPE=T3277,NCHARS=40,NLINES=12,MODEL=1
       #UCFUTD TYPE=T3277,NCHARS=80,NLINES=24,MODEL=2
       #UCFUTD TYPE=T3277,NCHARS=80,NLINES=32,MODEL=3
       #UCFUTD TYPE=T3277,NCHARS=80,NLINES=43,MODEL=4
       #UCFUTD TYPE=T3277,NCHARS=132,NLINES=27,MODEL=5
       #UCFDEND

Front-end Table JCL

NOTE
This section contains the JCL to create the UCF front-end table for z/OS and z/VSE operating systems.
Alternatively, you can assemble a front-end table in the same input stream that creates a particular front-end
module. For example, a z/OS UCF CICS front-end object module can be created by assembling a #UCFCICS
macro, a #UCFUFT macro, appropriate #UCFUTD macros, and a #UCFDEND macro. A particular UCF CICS
front-end load module can be created by using the JCL shown in the section CICS Front-end JCL, and then
omitting the INCLUDE statement for ucffet.

 To create a stand-alone front-end table under z/OS: 

1. Create a front-end table source module as follows:
UCFFET   #UCFUFT ucfuft-parameters
         #UCFUTD ucfudt-parameters
         . . .
         #UCFDEND
         END

2. Save the source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit.

Substitute the name of your front-end table source member and insert the following binder statement:
–  NAME ucffet(R)

Name of the UCF front-end table load module.

 To create a stand-alone front-end table under z/VSE: 

1. Assemble and catalog the table using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the following statements in place of the Assembler input statements:
PUNCH 'CATALOG ucffet.OBJ REPLACE=YES'     
UCFFET   #UCFUFT ucfuft-parameters
         #UCFUTD ucfudt-parameters
         . . .
         #UCFDEND
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         END

–  ucffet
Specifies the name for your UCF front-end table.

Batch Front-end

The UCF batch front-end enables the execution of DC/UCF tasks from a batch job.

To create the batch front-end module, assemble a #UCFBTCH macro and link edit the resulting object module with
RHDCUCFC, CA IDMS, and IDMSOPTI (optional). The batch front-end supports dedicated mode only and requires no
front-end table definition.

The IDMSOPTI module identifies the back-end system with which the front-end communicates. The module is created
by assembling an IDMSOPTI macro. If you omit IDMSOPTI from the link edit of the front-end system, the execution JCL
for the front-end must include a SYSCTL file that identifies the back-end system. For more information about IDMSOPTI,
see Setting Up Interpartition Communication and the SVC.

#UCFBTCH Macro

Syntax for the #UCFBTCH macro follows. The macro must be labeled. The label provides the module entry point name.

Syntax
►►─── label #UCFBTCH
 ─────────────────────────────────────────────────────────►
 ►─┬───────────────────┬──────────────────────────────────────────────────────►
   └─ OS = ─┬─ OS ◄──┬─┘
            └─ DOS
 ──┘
 ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,PRINT = ─┬─ YES ──┬─┘
                └─ NO ◄──┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,RETCD = ─┬─ YES ◄──┬─┘
                └─ NO
 ────┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,INPLEN = ──┬─ 80 ◄─┬─┘
                  └─ nn ──┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,S015  = ─┬─ YES ◄──┬─┘
                └─ NO
 ────┘
 ►─┬───────────────────────────────────────┬──────────────────────────────────►◄
   └─ ,SYSTEM = ─┬─ BATCH ◄──────────────┬─┘
                 └─ front-end-system-id ─┘

Parameters

•  OS=
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Specifies the operating system under which the batch front-end system executes. OS applies to all supported z/OS
and z/VM operating systems. DOS applies to all supported z/VSE operating systems. The default is OS.

•  PRINT=YES|NO
Specifies whether reports queued to DC printers can be printed using UCF batch printer support. NO, the default,
indicates that the system creates the batch front-end load module; printer support is not generated. YES directs the
system to create a UCF print support module. UCF print support is discussed later under Front-end Table.

•  RETCD=YES|NO
If the CA IDMS system is shut down while a UCFBATCH job is running, the UCFBATCH job ends with a return code
of 4 or 12. If RETCD=YES is specified, UCFBATCH jobs continue to run as they currently do and receive the non-
zero return code. If RETCD=NO is specified, UCFBATCH jobs will not receive the return code of 4 or 12. The default is
YES.

•  INPLEN=nn 
Specifies the number of columns that UCF processes as input on each record within the input file. Columns following
the specified length are ignored.
Default: 80
Note: If you use the default and the input file contains sequence numbers in columns 73 through 80, then you might
receive syntax errors. To avoid the errors in this situation, specify INPLEN=72 instead of using the default.

•  S015=YES|NO
Specifying S015=YES or defaulting to S015=YES will not change the Current behavior of the UCF Batch front-end.
Coding S015=NO suppresses the following message:
UCFBTCH S015 - NOTHING FOR PRINTER TO PRINT.

•  SYSTEM
Specifies the 1 through 8-character front-end system identifier. front-end-system-id must match the identifier that
is specified in the FESID parameter of the #FESTENT macro that is used to define the batch front-end in the UCF
system table; see #FESTENT Macro for further information. The default of BATCH matches the FESID value for the
batch front-end in the system table that is supplied with UCF.

Front-end Load Module Assembly JCL

This section contains the JCL to create the batch front-end load module for z/OS, z/VSE, and z/VM operating systems.

NOTE
A default UCF batch interface module is provided during installation with the name RHDCUCFB. RHDCUCFB is
created using macro input: #UCFBTCH SYSTEM=BATCH,OS=os

If you want to create your own UCF batch front-end load module, use the following procedure.

 To create a z/OS front-end load module 

1. Create a UCFBTCH source module as follows:
Ucfbtche #UCFBTCH #ucfbtch-parameters
        END 

2. Save the UCFBTCH source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL.

Substitute the name of your UCFBTCH source member and insert the following binder statements:
INCLUDE CUSTLIB(idmsopti)
ENTRY ucfbtche
SETOPT PARM(REUS=NONE,AMODE=31,RMODE=24)
NAME ucfbtchi(R)

–   idmsopti 
(Optional) Specifies the name of your IDMSOPTI module.

–   ucfbtche 
Specifies the entry point name of your UCF Batch front-end load module.
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Note: Use UCFBTCHX or the name that is specified as the label on the assembler instruction that invokes the
#UCFBTCH macro.

–   ucfbtchi 
Specifies the name of your UCF batch front-end load module.

 To create a z/VSE batch front-end load module 

1. Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the following statements in place of the Assembler input statements:
PUNCH 'CATALOG ucfbtcho.OBJ REPLACE=YES'
ucfbtche #UCFBTCH #ucfbtch-parameters
         END

2. Link the UCF batch phase using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
PHASE uscfbtchi,*
INCLUDE ucfbtcho
INCLUDE idmsopti
ENTRY ucfbtche

–  ucfbtcho
Specifies the name of your UCF batch front-end object module.

 z/VM batch front-end load module assembly 

GLOBAL MACLIB idmslib
FILEDEF TEXT DISK ucfbtch TEXT A
ASSEMBLE #ucfbtch

FILEDEF SYSLST PRINTER
FILEDEF SYSLMOD DISK idmslib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024
LKED linkctl
Linkage editor control statements (linkctl):
INCLUDE ucfbtch
INCLUDE IDMSOPTI
INCLUDE IDMS
INCLUDE RHDCUCFC
INCLUDE IDMSUTIO
ENTRY IDMSENTR
NAME ucfbtch(R)

 idmslib filename of the CA IDMS MACLIB library
 idmslib LOADLIB a2 file ID of the CA IDMS LOADLIB library
 linkctl filename of the file containing the linkage editor control statements
 ucfbtch name of the batch front-end module
 ucfbtche label that is specified for #UCFBTCH
 #ucfbtch filename of the file containing the #UCFBTCH macro statement
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Batch Front-end Execution

When executed, the batch front-end reads input from SYSIPT. Each statement is interpreted as terminal input and is
passed to the DC/UCF system. The physical terminal name is used as the terminal identifier. Output from the DC/UCF
task is returned to the front-end, which writes the output to SYSLST. The terminal disconnect occurs when the BYE task is
invoked.

The batch front-end operates in dedicated mode only. You must provide a job card specifying a user ID and password to
execute tasks with a security class other than zero. Alternatively, you can specify the SIGNON task code in the input:

SIGNON ABC ABCPASS
DCMT DISPLAY ACTIVE TASKS
DCMT DISPLAY ACTIVE PROGRAMS
DCUF SHOW USERS ALL
BYE

Batch Front-end Execution JCL

This section contains the JCL to execute the UCF batch front-end for z/OS, z/VSE, and z/VM operating systems.

 z/OS batch front-end execution 

//         EXEC PGM=ucfbtch
//STEPLIB  DD  DSN=idms.custom.loadlib,DISP=SHR
//         DD  DSN=idms.cagjload,DISP=SHR
//sysctl   DD  DSN=idms.sysctl,DISP=SHR
//SYSUDUMP DD  SYSOUT=A
//SYSLST   DD  SYSOUT=A
//SYSIDMS  DD  *
SYSIDMS parameters, as required
//SYSIPT   DD  *
input statements
/*

NOTE

 See Library and dataset References in z/OS JCL for variable information that is used in the example.

 z/VSE batch front-end execution 

// UPSI    b                   if specified in the IDMSOPTI module
// DLBL    idmslib,'idms.library',2099/365,DA
// EXTENT  ,nnnnnn,,,ssss,1500
// LIBDEF  *,SEARCH=(idmslib.sublib)
// EXTENT  SYSnnn,nnnnnn,,,ssss,54
// ASSGN   SYSnnn,DISK,VOL=nnnnnn,SHR
// DLBL    SYSIDMS,'#SYSIPT',0,SD
// EXEC    ucfbtch
input statements
/*
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NOTE
You can define a SYSCTL file in the JCL to override IDMSOPTI specifications for the back-end system as
follows:

// DLBL    sysctl,'idms.sysctl',,SD
// EXTENT  sys008,nnnnnn
// ASSGN   sys008,DISK,VOL=nnnnnn,SHR

 b appropriate one- through eight-character UPSI bit switch, as
specified in the IDMSOPTI module

 idmslib filename of the file containing CA IDMS modules
 idmslib.sublib name of the sublibrary within the library containing CA IDMS

modules
 idms.library file-id that is associated with the file containing CA IDMS modules
 idms.sysctl file-id of the SYSCTL file
 nnnnnn volume serial number
 ssss starting track (CKD) or block (FBA) of disk extent
 sysctl filename of the SYSCTL file
 sys008 logical unit assignment of the SYSCTL file
 ucfbtch phase name of the batch front-end module

 z/VM batch front-end execution 

FILEDEF SYSLST PRINTER
FILEDEF SYSIPT DISK ucfbtch input a
FILEDEF SYSIDMS DISK sysidms parms a (RECFM F LRECL lll BLKSIZE bbb
GLOBAL LOADLIB idmslib
OSRUN ucfbtch

NOTE
You can define a SYSCTL file in the JCL to override IDMSOPTI specifications for the back-end system as
follows:

FILEDEF sysctl DISK sysctl idms a

 bbb blocksize
 idmslib name of the CA IDMS LOADLIB library
 lll logical record length
 sysctl ddname of the SYSCTL file
 sysctl idms a file ID of the SYSCTL file
 sysidms parms a file ID of the SYSIDMS parameter file
 ucfbtch name of the batch front-end load module
 ucfbtch input a file ID of the file containing the UCF batch input statements

Setting Options for Batch UCF Program Execution

The SET OPTIONS input statement allows users to establish input options during batch UCF program execution. The
words SET OPTIONS must start in column 1 and must be followed by a blank. Each of the following options is specified in
a separate SET OPTIONS statement:
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• INPUT start-column THRU end-column specifies the start and end columns of the input column range. The batch
front-end program treats data within the specified columns as input and ignores any other data on the line. The default
range is 1 through 80. Typically, this parameter is used to limit the input column range to columns 1 through 72.

• ECHO/NOECHO specifies whether subsequent input statements are written to SYSLST:
– ECHO (default) specifies to write input statements to SYSLST.
– NOECHO specifies not to write input statements to SYSLST.

NOTE
SET OPTIONS statements are always echoed, regardless of the input options that have been established.

 Example SET OPTIONS statements 

In the following example, SET OPTIONS statements limit input columns to 1 through 72 and request the program not to
echo the user password:

//UCFBTCH EXEC PGM=UCFBTCH
//STEPLIB  DD DSN=idms.custom.loadlib,DISP=SHR
//         DD DSN=idms.cagjload,DISP=SHR
//SYSCTL   DD DSN=idms.sysctl,DISP=SHR
//SYSLST   DD SYSOUT=A
//SYSUDUMP DD SYSOUT=A
//SYSIPT   DD *
SET OPTIONS INPUT 1 THRU 72
SIGNON HARPO
SET OPTIONS NOECHO
SWORDFISH
SET OPTIONS ECHO
DCMT DISPLAY ACTIVE STORAGE 5
DCMT DISPLAY LINES
BYE

CICS Front-End

The UCF CICS front-end enables DC/UCF tasks to be executed from a terminal that is connected to CICS.

A UCF CICS front-end program contains an options table and a small stub module that calls the main processing routines.

To create the CICS front-end module, assemble a #UCFCICS macro and link edit the resulting object module as shown in
the following section.

NOTE
UCF requires the presence of the IDMSINTC interface module in the CICS region/partition. For instructions on
assembling and link editing IDMSINTC, see CICS Considerations.

#UCFCICS Macro

Syntax for the #UCFCICS macro follows. The macro must be labeled. The label provides the module entry point name.

Syntax
►►─── label #UCFCICS ─────────────────────────────────────────────────────────►

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ COLOR = ─┬─ YES ──┬─┘

               ├─ NO ◄──┤
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               └─ ONLY ─┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─ DBCS = ──┬─ YES ──┬─┘

               └─ NO ◄──┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►

   └─,DEBUG = ─┬─ YES ──┬─┘

               └─ NO ◄──┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─DFLTSIZ = ──┬─ 24X80 ◄──┤

                 ├─ 32X80  ──┤

                 ├─ 43X80  ──┤

                 ├─ MOD2  ◄──┤

                 ├─ MOD3   ──┤

                 └─ MOD4   ──┘

►─┬─────────────────────┬────────────────────────────────────────────────────►

  └─,DISC = ─┬─ YES ──┬─┘

              └─ NO ◄──┘

 ►─┬────────────────────────────────────┬─────────────────────────────────────►

   └─ ,ERRDCT = ─┬─ destination-name ─┬─┘

                 └─ CSMT ◄────────────┘

 ►─┬────────────────────────────┬─────────────────────────────────────────────►

   └─,LASTOUT = ─┬─ TASKEND ───┬┘

                 └─ RESETKB ◄──┘

 ►─┬────────────────────┬─────────────────────────────────────────────────────►

   └─ ,OS = ─┬─ OS ◄──┬─┘

             └─ DOS ──┘

 ►─┬────────────────────────────────┬─────────────────────────────────────────►

   └─,PRINT = ─┬─ print-option ───┬─┘

               └─ OFF ◄───────────┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►

   └─ ,RDW = ─┬─ YES ───┬┘

              └─ NO ◄───┘

 ►─┬──────────────────────────┬───────────────────────────────────────────────►

   └─ ,READBUF = ─┬─ YES ◄──┬─┘

                  └─ NO ────┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ ,RECVRTS = ─┬─ YES ──┬─┘

                  └─ NO ◄──┘

 ►─┬────────────────────────────┬─────────────────────────────────────────────►

   └─,RESETKB = ─┬── TASKEND ──┬┘

                 └─ ASIS ◄─────┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─,SUFFIX = ──── suffix ──┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►

   └─ ,UCTRAN  = ─┬─ TCT ──┬─┘

                  └─ NO ◄──┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►◄

   └─ ,USERCHK = ─┬─ YES ──┬─┘

                  └─ NO ◄──┘

 1448



 Administrating

Parameters

•  COLOR=YES|NO|ONLY
Specifies whether the front-end is to check to see if the terminal is a 3279-type terminal with extended color support.
If YES is specified, DC/UCF treats the terminal as a 3279 terminal if CICS reports positive settings for either the
COLOR or EXTDS attributes. If ONLY is specified, DC/UCF treats the terminal as a 3279 terminal only if CICS reports
a positive setting for the COLOR attribute. The default is NO.

•  DBCS=YES|NO
Specifies whether the terminal supports double-byte characters. If YES is specified, terminals that support COLOR or
extended data streams are assumed to also have Double Byte Character Support. COLOR=YES must be specified for
DBCS=YES to take effect.

•  DEBUG=YES|NO
Specifies whether EXEC CICS ENTER TRACEID commands are issued at various processing points during the
execution of each UCF transaction. DEBUG=YES is only used for diagnostic purposes. The default is NO. 

• DFLTSIZ=24X80|32X80|43X80|MOD2|MOD3|MOD4 Specifies the 3270 terminal model default display size to use
when the terminal emulator alternate display size is not a standard 3270 model. To display properly, the terminal
emulator default or primary display size should be aligned with this specification. The default is 24X80 or MOD2.

•  DISC=YES|NO
 
Specifies what action the DC/UCF system is to take at the end of an intermittent mode pseudo-converse. DISC=YES
specifies that all DC/UCF resources should be freed. DISC=NO specifies that the DC/UCF terminal should be put in a
SUSPEND state. The default is NO.
 Note: If DISC=YES is specified, RHDCOPTF bit 20 must be set in the corresponding back-end DC system.

•  ERRDCT=
Identifies the CICS transient data destination to be used as the target for error messages that are produced by
IDMSINTC and IDMSTRUE. The default destination name is CSMT. Use another destination if you want to route CA
IDMS error messages to another CICS destination. The DCT entry should be defined with a logical record length of at
least 130 characters.

•  LASTOUT=TASKEND|RESETKB
Specifies the action the UCFCICS front-end module takes when issuing WRITE commands. If LASTOUT=RESETKB,
UCFCICS includes the LAST option on the EXEC CICS SEND command whenever it writes a data stream that
includes the RESET keyboard indicator. If LASTOUT=TASKEND, UCFCICS does not specify the LAST option when
writing data streams. CICS automatically transmits an "end-of-bracket" indicator at task end. RESETKB is the default.

•  OS=OS|DOS
Specifies the operating system under which the CICS front-end system executes. OS applies to all supported z/OS
versions of CICS. DOS applies to all supported z/VSE versions of CICS. The default is OS.

•  PRINT=print-option
Specifies what print option the Assembler is to use while processing the COPY commands which copy in the DSECTs
used in the UCF front-end module. Valid options are ON|GEN|NOGEN. See the documentation for your Assembler
product for details. The default is OFF.

•  RDW=YES|NO
Specifies whether UCFCICS should pass the RDW as part of the PDAT data when starting a front-end task in a
distributed application as described in section 4.1. The default is NO.

•  READBUF=YES|NO
Specifies whether the physical terminal can execute a READ BUFFER command; the default is YES. At bind time, the
READBUF specification in the #UCFCICS macro overrides the READBUFFER/NOREADBUFFER specification that is
established by the system generation PTERM statement for the physical terminal.

•  RECVRTS=YES|NO
YES specifies that the CICS system is generated with RECOVERABLE AUX TEMP storage. This parameter may be
needed for UCFPRINT to work properly on such systems. The default is NO.

•  RESETKB=TASKEND|ASIS
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Specifies whether the UCFCICS front-end module should suppress the RESET keyboard indicator when writing data
streams. If YES is specified, the RESET indicator is removed from any data stream that is written to the terminal. This
also prevents the LAST option from being specified on all EXEC CICS SEND commands. At task termination, an extra
EXEC CICS SEND command is transmitted specifying zero length, RESET keyboard, and LAST.
IF ASIS is specified, the RESET keyboard indicator is left as passed by the application code running in the DC/UCF
back-end system. The LAST option is controlled by the LASTOUT parameter described previously. The default is
ASIS.

•  SUFFIX=suffix
SUFFIX is an obsolete parameter, but it is allowed for compatibility.

•  UCTRAN=TCT|NO
Specifies whether to translate input data to uppercase before it is transferred to the DC/UCF system as follows:
– TCT -- Translation of terminal input is determined by the presence or absence of the FEATURE=UCTRAN

parameter in the TCT definition for the terminal.
– NO (default) -- Terminal input is not translated to uppercase.

•  USERCHK=YES|NO
Specifies whether UCFCICS is to check the CICS userid at the beginning of each task in a pseudo-converse. YES
prevents an operator who has newly signed on to a terminal from being connected to another user's back-end UCF
terminal session. This condition can occur if the first user's session was aborted (for example, by "killing" the session
from a VTAM session manager) and UCFCICZ is not implemented to clean up the associated UCFCICS storage in the
CICS region where the UCFCICS transaction runs.
YES causes UCFCICS to check the CICS USERID at the beginning of each task in a pseudo-converse. If the userid
does not match the userid that was saved from the previous task in that pseudo- converse, a new session is started
instead of resuming the old one. The old session is automatically aborted. The new session continues normally.
If CICS signon is not done, USERCHK=YES is not enforced.
For example, consider the following scenario:
– User A is on a CICS terminal, but is not signed on to CICS.
– User A starts a UCF session and their CICS session is aborted while in a pseudo-converse.
– User B comes into CICS and gets the same terminal. User B also is not signed on to CICS.
– User B invokes UCF and picks up user A's session.
In the scenario, if either user A or user B (or both) is signed on to CICS, the old session is aborted. The comparison
of the new and saved userid is done after the call to the USRIDXIT, if that exit exists. The value set by the USRIDXIT
is the one that is saved across a pseudo-converse, so the use of the exit with USERCKHK=YES should not cause
a problem even if the exit modifies the user ID used to connect to the back-end DC/UCF system. Also note that if
the USRIDXIT changes different CICS user-IDs to a common back-end ID, the security function of the USERCHK
parameter does not work.The default is NO.

CICS Front-end JCL

 To create a z/OS UCF CICS front-end program 

1. Create a UCFCICS source module as follows:
ucfcicse #UCFCICS ucfcics-paramters
         END

2. Save the UCFCICS source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL.

Substitute the name of your UCFCICS source member and insert the following binder statements:
 INCLUDE CAGJLOAD(UCFCICX0)     
 INCLUDE CUSTLIB(ucffet)
 INCLUDE CUSTLIB(idmscint)
 INCLUDE CUSTLIB(ucfprint) (optional)
 INCLUDE CUSTLIB(usridxit) (optional)
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 SETOPT PARM(AMODE=31,RMODE=24) 
 ENTRY ucfcicse
 NAME ucfcics(R)

–   ucffet 
Specifies the name of your UCF front-end table.

–   idmscint 
Specifies the name of your IDMSCINT interface module.

–   ucfprint 
(Optional) Specifies the name of your UCFPRINT exit routine.

–   usridxit 
(Optional) Specifies the name of your USRIDXIT exit routine.

–   ucfcicse 
Specifies the entry point name of your UCFCICS options module:
Note: Use UCFCXEP1 or the name that is specified as the label on the assembler instruction that invokes the
#UCFCICS macro. The assembler label is optional. You cannot use UCFCXEP1 as the assembler label.

–   ucfcics 
Specifies the name of your UCF CICS front-end load module.

4. Define program ucfcics in your CICS CSD.
For a library template, see the definition of PROGRAM(UCFICS) in member CICSCSD of the CAGJSRC library. The
program must be defined as RESIDENT.

 z/VSE CICS front-end load module assembly 

 To create a z/VSE UCF CICS front-end program: 

1. Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the following statements in place of the Assembler input statements: 
PUNCH 'CATALOG ucfcics.OBJ REPLACE=YES'     
         #UCFCICS #ucfcics-parameters
         END

2. Link the ucfcics program using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
 PHASE ucfcics,*
 INCLUDE DFHEAI
 INCLUDE ucfcics    
 INCLUDE ucffet
 INCLUDE idmscint
 INCLUDE ucfprint   (optional)
 INCLUDE usridxit   (optional)
 INCLUDE DFHEAI0
 MODE AMODE(31),RMODE(24) 
 ENTRY ucfcicse 

3. Define program ucfcics in your CICS CSD.
For a library template, see the definition of PROGRAM(UCFICS) in member CICSCSD of the CAGJSRC library.
Define the program as RESIDENT.
–   ucffet 

Specifies the name of your UCF front-end table.
–   idmscint 

Specifies the name of your IDMSCINT interface module.
–   ucfprint 
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(Optional) Specifies the name of your UCFPRINT exit routine.
–   usridxit 

(Optional) Specifies the name of your USRIDXIT exit routine.
–   ucfcicse 

Specifies the entry point name of your UCFCICS options module.

NOTE
 Use UCFCXEP1 or the name that is specified as the label on the assembler instruction that invokes the
#UCFCICS macro. The assembler label is optional. You cannot use UCFCXEP1 as the assembler label.

–   ucfcics 
Specifies the name of your UCF CICS front-end module.

CICS Front-end Execution

To execute the CICS front-end, you must add entries to the CICS CSD. See the definitions for PROGRAM UCFCICS and
TRANSACTION(DBDC) in the source library that was created during CA IDMS installation.

 Dedicated mode considerations 

For the dedicated task, task-code must match the task code that is specified in the NTID parameter of the #UCFUFT
macro that is used to create the CICS front-end table. The name ucfcics is the name of the CICS front-end module. The
same module name should be used for all task codes, whether dedicated or intermittent.

 Intermittent mode considerations 

Each intermittent DC/UCF task that is defined in the CICS system must also be defined in the DC/UCF system with a
TASK statement. The task code that is specified in the DC/UCF Sysgen must match the transaction name that is specified
in the CICS CSD.

 Entering the task code 

Once defined to CICS and to the DC/UCF system, the CICS front-end can be executed by entering the dedicated task
code or an intermittent task code.

Sample UCF definitions for CICS

Sample UCF system definition: The following examples show statements that define UCF with printer support on a CICS
system. The CICS system has 12 terminals and 3 printers. The sample system uses sample programs UCFPRINT and
UCFDESPL.

For more information about these programs, see Special CICS Considerations.

The sample system is defined as follows:

• The UCF front-end table that defines devices to UCF
• System generation LINE and PTERM statements that define devices to DC/UCF
• Related CICS definitions
• Related CICS definitions

NOTE
 For print devices, the same print-device names must be specified in the #UCFUTD macros that define the print
devices (PRTA, PRTB, and PRTC in this example), in the PTERM statements that define the printers to DC/
UCF, and in CICS printer definitions.

 Sample UCF front-end table definition: 

CICSFET  #UCFUFT SYSTEM=CICS,                                          X
           NTID=DBDC,                   *DEDICATED TASK ID             X
           PTID=UCFP                    *PRINT TASK ID
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  *  DEFINE INTERACTIVE TERMINALS TO UCF
           #UCFUTD TERM=T001,TYPE=T3277,MODEL=2,PRTCLS=10
           #UCFUTD TERM=T002,TYPE=T3277,MODEL=2,PRTCLS=10
           #UCFUTD TERM=T003,TYPE=T3277,MODEL=2,PRTCLS=20
           #UCFUTD TERM=T004,TYPE=T3277,MODEL=2,PRTCLS=30
           #UCFUTD TERM=T005,TYPE=T3277,MODEL=2,PRTCLS=20
           #UCFUTD TERM=T006,TYPE=T3277,MODEL=2,PRTCLS=10
           #UCFUTD TERM=T007,TYPE=T3277,MODEL=2,PRTCLS=30
           #UCFUTD TERM=T008,TYPE=T3277,MODEL=2,PRTCLS=30
           #UCFUTD TERM=T009,TYPE=T3277,MODEL=2,PRTCLS=30
           #UCFUTD TERM=T010,TYPE=T3277,MODEL=2,PRTCLS=10
           #UCFUTD TERM=T011,TYPE=T3277,MODEL=2,PRTCLS=20
           #UCFUTD TERM=T012,TYPE=T3277,MODEL=2,PRTCLS=20

  *  DEFINE PRINTER TERMINALS TO UCF
           #UCFUTD TERM=PRTA,TYPE=3280,FORMFD=NO
           #UCFUTD TERM=PRTB,TYPE=3280,FORMFD=YES
           #UCFUTD TERM=PRTC,TYPE=3280,FORMFD=YES

 Sample DC/UCF system generation input 

LINE UCF ENABLED TYPE IS UCFLINE MODULE IS RHDCFSTB.

     PTERM UCF01 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF01 .
     PTERM UCF02 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF02 .
     PTERM UCF03 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF03 .
     PTERM UCF04 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF04 .
     PTERM UCF05 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF05 .
     PTERM UCF06 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF06 .
     PTERM UCF07 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF07 .
     PTERM UCF08 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF08 .
     PTERM UCF09 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF09 .
     PTERM UCF10 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF10 .
     PTERM UCF11 ENABLED TYPE IS UCFTERM IN LINE UCF .
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     LTERM UCF11 .
     PTERM UCF12 ENABLED TYPE IS UCFTERM IN LINE UCF .
     LTERM UCF12 .

   *  UCF PRINTERS

     PTERM UCFPRTA ENABLED TYPE IS UCFTERM IN LINE UCF NAME=PRTA
           LTERM UCFPRTA PRINTER CLASS =(10,11,12,13,14) .

     PTERM UCFPRTB ENABLED TYPE IS UCFTERM IN LINE UCF NAME=PRTB
           LTERM UCFPRTB PRINTER CLASS =(20,21,22,23,24) .

     PTERM UCFPRTC ENABLED TYPE IS UCFTERM IN LINE UCF NAME=PRTC
           LTERM UCFPRTC PRINTER CLASS =(30,31,32,33,34) .

 Sample CICS generation input 

   DEFINE   PROGRAM(UCFCICS) LANGUAGE ASSEMBLER CEDF(NO)
            EXECKEY(CICS) RESIDENT

   DEFINE   PROGRAM(UCFDESPL) LANGUAGE ASSEMBLER

   DEFINE   TRANSACTION(DBDC) PROGRAM(UCFCICS)

   DEFINE   TRANSACTION(UCFD) PROGRAM(UCFDESPL)

   DEFINE   TDQUEUE(PRTA) TYPE(INTRA)
            ATIFACILITY(TERMINAL)  FACILITYID(PRTA)
            TRANSID(UCFD) TRIGGERLEVEL(1)

   DEFINE   TDQUEUE(PRTB) TYPE(INTRA)
            ATIFACILITY(TERMINAL)  FACILITYID(PRTB)
            TRANSID(UCFD) TRIGGERLEVEL(1)

   DEFINE   TDQUEUE(PRTC) TYPE(INTRA)
            ATIFACILITY(TERMINAL)  FACILITYID(PRTC)
            TRANSID(UCFD) TRIGGERLEVEL(1)
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NOTE

• Transactions that invoke the UCFCICS program determine screen size characteristics by issuing an EXEC
CICS ASSIGN command. You may want to associate these transactions with a PROFILE that specifies
SCRNSIZE(ALTERNATE) to allow IDMS mapping applications to recognize the true device characteristics of
the CICS terminals.

• For more information about SCRNSIZE, see the relevant IBM documentation.

CICS Abort Session Program

The #UCFCICZ macro can be assembled to create an abort program to request UCF to abort the session for any terminal
that disconnects or goes out of service. You can call the abort program by any combination of the following methods:

• The CICS terminal error program DFHTEP
• The node error program DFHZNEP
• The bridge facility global exit XFAINTU

#UCFCICZ Macro

By using #UCFCICZ, you can assure the timely release of back-end resources when a front-end abort occurs. You can
also prevent the following scenario from occurring:

A user signs onto CICS through a bridge facility or onto a VTAM terminal through a multisession manager. During a
terminal-read request from UCF, the user loses the connection or terminates the CICS session from the multisession
manager. A second user simultaneously connects and is assigned to the same terminal identifier. The second user
invokes the UCF front-end program and is placed in the middle of the session started by the first user.

If either user signs onto CICS and the USERCHK=YES parameter is specified on the #UCFCICS macro, the situation
that was described previously can also be avoided. For more information about the USERCHK parameter, see the
section CICS Front-end.

NOTE

A UCF CICS abort session program contains an options table and a small stub module that calls the main
processing routines. Create the program by invoking the #UCFCICZ macro and linking it as shown in the
diagram that follows.

Syntax
►►─── #UCFCICZ
 ───────────────────────────────────────────────────────────────►
 ►─── BRIDGE= ─┬─ YES ──┬─────────────────────────────────────────────────────►
               └─ NO
 ◄──┘
 ►─── ERRDCT= ─┬─ CSMT ◄────────────┬─────────────────────────────────────────►
               └─ destination-name ─┘
                    ┌──────── , ────────┐
 ►─── INTCID= ── ( ─▼─ intc-start-task ─┴ )
 ──────────────────────────────────►
 ►─── MACLVL= ─┬─ YES ───┬────────────────────────────────────────────────────►
               └─ NO
 ◄───┘
 ►─── NTID=dedicated-task-code ───────────────────────────────────────────────►
 ►─── OPSYS= ─┬─ MVS ◄──┬─────────────────────────────────────────────────────►
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              └─ VSE
 ───┘
 ►─── PASSVAL= ─┬─ TERMID ───┬────────────────────────────────────────────────►
                └─ TCTADDR
 ◄─┘
 ►─── SQL= ─┬─ YES ──┬────────────────────────────────────────────────────────►◄
            └─ NO ◄──┘

Parameters

•  BRIDGE
Specifies whether the module that is generated by the #UCFCICZ macro is called from a program that is invoked by
the bridge facility exit point XFAINTU. If NO is specified, the UCF abort session program assumes that the aborted
session is associated with a permanent terminal. If UCFCICS had modified the UCTRANST value that is associated
with the terminal, the UCF abort session program attempts to restore the original UCTRANST value. Therefore, if the
associated UCFCICS macro specifies UCTRAN=TCT, this parameter has no effect. The default is NO.

•  ERRDCT
Identifies the CICS transient data destination to be used as the target for error messages that are produced by
IDMSINTC and IDMSTRUE. The default destination-name is CSMT. Use another destination if you want to route CA
IDMS error messages to another CICS destination. The DCT entry should be defined with a logical record length of at
least 130 characters.

•  INTCID
Specifies the CICS transaction identifiers that are used to start each of the IDMSINTC interfaces. Use sublist notation
when using more than one interface. When a lost terminal event occurs, each of these interfaces is notified so that it
can sign the user off the respective IDMS system.
If multiple #UCFCICZ macros are assembled with different NTID parameters, you must specify each IDMSINTC
transaction identifier only once.

NOTE
 Do not specify an INTCID transaction identifier for an IDMSINTC transaction which runs in a different region
from the Terminal Owning Region (TOR).

•  MACLVL
This parameter is obsolete. Macro level programs are no longer supported in CICS.

•  NTID
Specifies the task code of the #UCFUFT macro that is used to create the CICS front-end table.
If more than one UCFCICS front-end table exists (to communicate with more than one CA IDMS DC/UCF back-end),
you must assemble and link edit separate CICZ modules. Each assembly should specify one NTID. Each CICZ module
should be linked with a unique name.

•  PASSVAL=TCTADDR/TERMID
Specifies the format and value of the COMMAREA parameter that is passed to the UCF abort session program.
PASSVAL=TCTADDR indicates that the COMMAREA contains a fullword address pointing to the Terminal Control
Table. PASSVAL=TERMID indicates that the COMMAREA contains the 4-byte identifier of the terminal or bridge facility
that is associated with the aborted session.
The default is TERMID.

•  SQL
Specifies whether SQL suspended sessions are cleared by the abort session program. The default is NO.

How to Use the UCF CICS Abort Session Program

One or two UCF CICS abort sessions are needed for each UCFCICS program that is created with a #UCFUFT macro that
specifies the corresponding NTID. One program is needed for persistent terminals. A separate one may be needed for
sessions that are associated with a bridge facility.  If both the following conditions are true, a single program can be used:
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• All callers pass the same format COMMAREA to the UCF CICS abort session program as defined by the PASSVAL
parameter. PASSVAL=TERMID is recommended.

NOTE
The recommended value is PASSVAL=TERMID, which is the default in Release 17.0 and later.

• The associated #UCFCICS macro specifies UCTRAN=TCT.

For each UCF CICS abort session program you create, perform the following steps:

1. Assemble the #UCFCICZ macro with the appropriate parameters and link the resulting program with a unique name
2. Add an entry to the CICS CSD for each session abort program as follows:

DEFINE   PROGRAM(ucfcicz)
         GROUP(groupnam) LANGUAGE(ASSEMBLER) CEDF(NO)
         EXECKEY(CICS) RESIDENT

3. Modify DFHTEP, DFHZNEP, and XFAINTU to call the appropriate versions of the program

 Assemble and link edit #UCFCICZ 

 To assemble and link #UCFCICZ under z/OS: 

1. Create a UCFCICZ source module as follows:
 #UCFCICZ ucfcicz-parameters
 END

2. Save the UCFCICZ source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-edit JCL.

Substitute the name of your UCFCICZ source member and insert the following binder statements:
 ORDER DFHEAI
 INCLUDE CICSLOAD(DFHEAI)
 INCLUDE CAGJLOAD(UCFCIZX0)
 INCLUDE CUSTLIB(idmscint)
 INCLUDE CICSLOAD(DFHEAI0)
 ENTRY CICZEP
 SETOPT PARM(AMODE=31,REUS(NONE),RMODE=24)
 NAME ucfcicz(R)

–   idmscint 
Specifies the name of your IDMSCINT interface module.

–   ucfcicz 
Specifies the name of your UCF CICS abort session load module.

 To assemble and link #UCFCICZ under z/VSE: 

1. Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the following statements in place of the Assembler input statements:
PUNCH 'CATALOG ucfcicz.OBJ REPLACE=YES'     
         #UCFCICZ #ucfcicz-parameters
         END

2. Link the UCFCICZ program using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
 PHASE ucfcicz,*
 INCLUDE DFHEAI 
 INCLUDE ucfcicz 
 INCLUDE ucfcizx6
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 INCLUDE idmscint
 INCLUDE DFHEAI0
 MODE AMODE(31),RMODE(24) 
 ENTRY CICZEP

–  idmscint
Specifies the name of your IDMSCINT interface module.

–  ucfcicz
Specifies the name of your UCF CICS abort session module.

 Modify DFHTEP/DFHZNEP/XFAINTU to link to UCFCICZ 

Modify the error programs or bridge facility tidy up program or both to link to the appropriate UCF session abort programs.

NOTE
For more information about DFHTEP, DFHZNEP, and XFAINTU,refer to the CICS system documentation.

The following examples illustrate one approach to the modification of error and tidy up programs.

For DFHTEP and DFHZNEP, insert the instructions immediately before the DFHTEP/DFHZNEP exit. The logic states that
if the error action codes indicate that the application task (if any) is to abend, a link is made to two UCF CICS session
abort programs.

 DFHTEP instructions when PASSVAL=TERMID 

The following statements add instructions to DFHTEP when the #UCFCICZ macro specifies PASSVAL=TERMID:

        TM    TCTLEECB+1,X'04'            ABEND TASK?
        BZ    NOCICZ                      NO
        LA    10,TCTLEPTE                 POINTER TO TCTTE
        L     10,0(,10)                   TCTTETI
        EXEC  CICS LINK PROGRAM('UCFCICZ1')
                        COMMAREA( 0(10) )
                        LENGTH( 4).
        EXEC  CICS LINK PROGRAM('UCFCICZ2')
                        COMMAREA( 0(10) )
                        LENGTH( 4).
NOCICZ  DS    0H

 DFHTEP instructions when PASSVAL=TCTADDR 

The following statements add instructions to DFHTEP when the #UCFCICZ macro specifies PASSVAL=TCTADDR. This
method is provided for compatibility with earlier versions. PASSVAL=TERMID is recommended.

        TM    TCTLEECB+1,X'04'            ABEND TASK?
        BZ    NOCICZ                      NO
        LA    10,TCTLEPTE                 POINTER TO TCTTE
        EXEC  CICS LINK PROGRAM('UCFCICZ1')
                        COMMAREA( 0(10) )
                        LENGTH( 4).
        EXEC  CICS LINK PROGRAM('UCFCICZ2')
                        COMMAREA( 0(10) )
                        LENGTH( 4).
NOCICZ  DS    0H

 DFHZNEP instructions when PASSVAL=TERMID 
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The following statements add instructions to DFHZNEP when the #UCFCICZ macro specifies PASSVAL=TERMID:

            TM    TWAROPT2,TWAOAT             ABEND TASK?
            BZ    NOCICZ                      NO
            L     7,TWATCTA
            EXEC  CICS LINK PROGRAM('UCFCICZ1')
                            COMMAREA(0(7))
                            LENGTH( 4).
*
            EXEC  CICS LINK PROGRAM('UCFCICZ2')
                            COMMAREA(0(7))
                            LENGTH( 4).
    NOCICZ  DS    0H

 DFHZNEP instructions when PASSVAL=TCTADDR 

The following statements add instructions to DFHZNEP when the #UCFCICZ macro specifies PASSVAL=TCTADDR. This
method is provided for compatibility with earlier versions. PASSVAL=TERMID is recommended.

            TM    TWAROPT2,TWAOAT             ABEND TASK?
            BZ    NOCICZ                      NO
            EXEC  CICS LINK PROGRAM('UCFCICZ1')
                            COMMAREA(TWATCTA)
                            LENGTH( 4).
*
            EXEC  CICS LINK PROGRAM('UCFCICZ2')
                            COMMAREA(TWATCTA)
                            LENGTH( 4).
    NOCICZ  DS    0H

 XFAINTU instructions to invoke the session abort program 

The following statements illustrate how to modify XFAINTU. The code should be executed only if UEPFAREQ contains the
value UEPFATU on entry to XFAINTU.

            EXEC  CICS LINK PROGRAM('UCFCICZ1')
                            COMMAREA(UEPFANAM)
                            LENGTH( 4).
*
            EXEC  CICS LINK PROGRAM('UCFCICZ2')
                            COMMAREA(UEPFANAM)
                            LENGTH( 4).

DC Front-end

The UCF DC front-end enables a terminal on one DC system to execute tasks on a second DC system.

UCF DC front-end programs contain an options table and a small set of executable code that calls the main processing
routines that reside in separate modules.
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#UCFOPTS Macro

To create the DC front-end module, assemble a #UCFOPTS macro and link edit the resulting object module as shown in
the following section.

Syntax
►►─── label #UCFOPTS
 ──────────────────────────────────────────────────────────►
 ►─┬─ CVNUM = cv-number, SVCNUM = svc-number ─┬────────────────────────────────►
   └─ NODE = nodename ,ACCTYPE= ─┬─ CCI ──────┤
                                 ├─ VTAM ─────┤
                                 ├─ TCP/IP ───┤
                                 └─ TCPIP
 ────┘
 ►─┬────────────────────┬───────────┬─────────────────────┬────────────────────►◄
   └─ ,DISC= ─┬─ YES ─┬─┘           └─,FEONLY= ─┬─ YES ─┬─┘
              └─ NO ◄─┘                         └─ NO ◄─┘

Parameters

•  CVNUM=
Identifies the DC/UCF back-end system. The value that is specified for cv-number must be the same value (0 through
255) specified by the CVNUMBER parameter of the system generation SYSTEM statement for the DC/UCF back-end
system. For more information about the SYSTEM statement, see Using System Generation. If CVNUM is specified,
SVCNUM must also be specified; NODE and ACCTYPE should not be specified.

•  SVCNUM=
Specifies the number of the CA IDMS SVC through which the DC/UCF front-end system communicates with the DC/
UCF back-end system. The value that is specified for svc-number should be an integer in the range 114 through 255.

•  NODE=
Specifies the one- to eight-character name of  a DC/UCF system that is defined to  the DC/UCF DDS communication
network. If NODE is specified, ACCTYPE must also be specified; CVNUM and SVCNUM should not be specified.

•  ACCTYPE=CCI|VTAM|TCP/IP|TCPIP
Specifies the type of DDS communication to be used for the DC/UCF back-end system connection.

•  DISC=NO|YES
Specifies the action the back-end DC/UCF system should take at the end of  an intermittent mode pseudo-converse.
DISC=YES specifies that all DC/UCF back-end resources should be freed. DISC=NO specifies that the DC/UCF back-
end terminal should be put in a SUSPEND state. The default is NO.

•  FEONLY=NO|YES
Specifies whether the DC/UCF front-end module can also perform back-end functions. FEONLY=YES indicates that
this module is used to perform front-end functions only. FEONLY=NO indicates that this module can perform both front-
end and back-end functions. The default is NO.

NOTE

 FEONLY=YES must be specified if a front-end module is to be used on one system to allow UCF terminals
on that system to access another DC/UCF back-end system.

 Example: 
A CICS front-end accesses DC/UCF system 1 through UCF that uses a dedicated task code. At the ENTER NEXT
TASK CODE prompt, the terminal operator enters task code DBDC2. This code is intended to connect to DC/UCF
system 2 through UCF. Because the DC/UCF system 1 terminal is a UCF terminal, DBDC2 must invoke a front-end
module that is generated with a specification of FEONLY=YES.
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Assembly JCL

This section contains the JCL to create the DC front-end load module for z/OS, z/VSE, and z/VM operating systems.

 To create a z/OS UCF DC front-end program: 

1. Create a UCFOPTS source module as follows:
         #UCFOPTS ucfopts-parameters
         END

2. Save the UCFOPTS source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-edit JCL.

Substitute the name of your UCFOPTS source member and insert the following binder statements:
 INCLUDE CAGJLOAD(RHDCDBDC) 
 INCLUDE CUSTLIB(ucffet)
 SETOPT PARM(AMODE=31) 
 ENTRY DBDCEP1 
 NAME ucfdbdc(R) 

–   ucffet 
Specifies the name of your UCF front-end table.

–   ucfdbdc 
Specifies the name of your UCF DC front-end load module.

 To create a z/VSE UCF DC front-end program: 

1. Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the following statements in place of the Assembler input statements:
PUNCH 'CATALOG ucfoptso.OBJ REPLACE=YES'     
#UCFOPTS ucfopts-parameters
    END

2. Link the IDMSINTL interface program using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
 PHASE ucfdbdc,*
 INCLUDE ucfoptso
 INCLUDE CUSTLIB(ucffet)
 SETOPT PARM(AMODE=31,RMODE=ANY) 
 ENTRY DBDCEP1

–  ucfoptso
Specifies the name of your UCF DC options object module

 z/VM DC front-end load module assembly 

GLOBAL MACLIB idmslib
FILEDEF TEXT DISK ucfdbdc TEXT A
ASSEMBLE #ucfopts
FILEDEF SYSLST PRINTER
FILEDEF SYSLMOD DISK idmslib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024
LKED linkctl
Linkage editor control statements (linkctl):
INCLUDE ucfopts
INCLUDE RHDCUCFC
INCLUDE RHDCDBDC
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INCLUDE ucffet
ENTRY DBDCEP1
NAME ucfdbdc(R)

 idmslib filename of the CA IDMS MACLIB library
 idmslib LOADLIB a2 file ID of the CA IDMS LOADLIB library
 linkctl filename of the file containing the linkage editor control statements
 ucfdbdc name of the DC front-end module
 ucffet name of the DC front-end table
 #ucfopts filename of the file containing the #UCFOPTS macro statement
 ucfopts name of the UCF options macro

DC Front-end Execution

To execute the DC front-end module, include the following system generation statements in the definition of the DC front-
end:

• A PROGRAM statement to define the DC front-end:
ADD PROGRAM ucfdbdc
    LANGUAGE IS ASSEMBLER
    NOPROTECT
    NONREENTRANT.

 ucfdbdc is the name of the DC front-end module.
• A TASK statement for the dedicated task code and one for each intermittent task code:

ADD TASK task-code
    INVOKES PROGRAM ucfdbdc
    INPUT.

 Dedicated mode considerations 

For the dedicated task, task-code must match the task code that is specified in the NTID parameter of the #UCFUFT
macro that is used to create the DC front-end table. ucfdbdc is the name of the DC front-end module; use the same
module name for all task codes, whether dedicated or intermittent.

 Intermittent mode considerations 

Each intermittent task that is defined in the DC front-end system must also be defined in the DC/UCF back-end with a
TASK statement. The specified task code must match the task code that is specified in the DC front-end system definition.

TSO Front-end

The UCF TSO front-end enables DC/UCF tasks to be executed from a terminal that is connected to TSO.

NOTE

UCF TSO front-end programs contain an options table and a small set of executable code that calls the main
processing routines that reside in separate modules.

To create the TSO front-end program, assemble a #UCFTSO macro and link edit the resulting object module as shown in
the following section.

NOTE

The TSO front-end supports dedicated mode only and requires no front-end table definition.
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 IDMSOPTI 

The IDMSOPTI module identifies the back-end system with which the front-end communicates. The module is created by
assembling an IDMSOPTI macro. If you omit IDMSOPTI from the link edit of the front-end system, the execution JCL for
the front-end must include a SYSCTL file that identifies the back-end system.

NOTE

• The TSO front-end load modules link edit into the CA IDMS load library during installation. Module
RHDCUCFT is used for traditional UCFTSO, and RHDCUCFL is used through a command line interface, for
example the Zowe CLI. You should reassemble and relink edit the modules only if the default options need to
be changed. 

For more information about IDMSOPTI, see Setting Up Interpartition Communication and the SVC.

 

#UCFTSO Macro

Syntax for the #UCFTSO macro follows. The macro must be labeled.

Syntax
►►─── label #UCFTSO
 ──────────────────────────────────────────────────────────►
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ BREAKIN = ─┬─ YES ──┬─┘
                 └─ NO
 ◄──┘
►─┬────────────────────┬─────────────────────────────────────────────────────►
    └─ CLI = ─┬─ YES ──┬─┘
              └─ NO ◄──┘
        ►─┬──────────────────────────────────────┬───────────────────────────────────►
   └─ ,RSHWKEY = ─┬─ 24 ◄───────────────┬─┘
                  └─ reshow-key-number ─┘
 ►─┬───────────────────────────────────────┬──────────────────────────────────►
   └─ ,SYSTEM = ─┬─ TSO ◄────────────────┬─┘
                 └─ front-end-system-id
 ─┘
 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ ,TONE = ─┬─ YES ──┬─┘
               └─ NO ◄──┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,VTAM = ─┬─ YES ◄───┬─┘
               └─ NO
 ─────┘
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,BUFSIZ = ─┬─ 0 ◄──────────┬─┘
                 └─ buffer-size ─┘
 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ ,RESETKB = ─┬─ ASIS ◄────┬─┘
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                  └─ TASKEND
 ──┘
 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,OPSYS = ─── MVS
 ◄─────┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►◄
   └─ , TCAM = ─┬─ YES ───┬─┘
                └─ NO ◄───┘

Parameters

•  SYSTEM=
Specifies the one- through eight-character identifier of the TSO front-end. front-end-system-id must match the identifier
that is specified in the FESID parameter of the #FESTENT macro that is used to define the TSO front-end system in
the UCF system table (described under #FESTENT Macro). TSO, the default, matches the FESID value for the TSO
front-end supplied with the UCF system.

•  BREAKIN=NO|YES
Specifies whether the front-end uses the BREAKIN option when issuing TPUTS to non-3270 terminals. The default is
NO.

• CLI=YES/NO
Specifies whether a command line interface, for example the Zowe CLI, is used with UCFTSO to interact with the
backend system.
Default: NO

•  RSHWKEY=
Specifies the value of the function key that is used by TSO to queue a dummy input when a UCF TSO session is
interrupted by a message from the operator or by notification. The dummy input (PF1 through PF24 or PA2) signals the
front-end program to try to reshow the screen that was displayed before the interruption. reshow-key-number must be
64 or an integer in the range 1 through 24; the default is 24. The value 64 corresponds with PA2; 1 corresponds with
PF1, and so on.

•  TONE=NO|YES
Specifies whether the front-end program runs under TONE rather than TSO; the default is NO. If YES is specified, the
program issues STAX macros rather than STTMPMD macros.

•  VTAM=NO|YES
Specifies whether TSO runs under ACF/VTAM; the default is YES. If YES is specified, the TSO front-end can issue
GTTERM macros to determine if a 3279-type color terminal with extended data screen support is being used. The TSO
front-end uses the TPG macro to execute 3270 read-buffer operations that support the UCF print-key facility.

•  BUFSIZ=
When VTAM=YES is specified, GTTERM macro is used to obtain the terminal screen size. Buffer size is calculated
to be 1.5 times the terminal screen size, plus a small amount of padding. This calculated amount is compared to any
BUFSIZ specification (the default is 0). The higher value of the two is used. The calculated size is typically sufficient
for processing. IBM 3270-type terminals using extended (color) data streams, or MAPs having many fields may need
more buffer space. BUFSIZ may be used to increase the buffer space allocation.

•  RESETKB=
Specifies whether the terminal keyboard is reset after each terminal write. Default is 'ASIS,' where the keyboard is
reset after each terminal write. An occasional 'X-F' (input inhibit) may still appear, however. If 'TASKEND' is specified,
the keyboard is reset only at end of task. This reset causes one extra terminal write per task, but eliminates the
occasional input inhibit. This may be of particular value in an IDBCOMM environment.

•  OPSYS=
Default is MVS. The STTMPMD macro does not contain the same parameters as the IBM version.

•  TCAM=NO|YES
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Specifies whether TSO runs under TCAM. The default is NO. If TCAM=YES is specified, VTAM=NO is required. TCAM
is no longer a supported monitor.

 Assembly JCL 

This section contains the JCL to create the TSO front-end load module for z/OS.

 To create a TSO front-end load module assembly 

1. Create a UCFTSO source module as follows:
         #UCFTSO ucftso-parameters
         END

2. Save the UCFTSO source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL.

Substitute the name of your UCFTSO source member and insert the following binder statements:
 INCLUDE CUSTLIB(idmsopti)
 ENTRY UCFTSOX 
 SETOPT PARM(REUS=NONE,AMODE=31,RMODE=24)
 NAME ucftso(R)

–   idmsopti 
(Optional) Specifies the name of your IDMSOPTI module.

–   ucftso 
Specifies the name of your UCF TSO front-end load module.

Front-end execution 

To execute the TSO front-end, use the TSO CALL verb, as follows:

CALL 'your-custom-loadlib(ucftso)'

 When the terminal emulator alternate display size is not a standard 3270 model (Mod2 – Mod5), the TSO front-end
uses the emulator default display size. In this case, the default display size can be either 3270 Mod2, Mod3, or Mod4. To
display properly, the TSO front-end should be aligned with the default or primary display size of the emulator.

To align with the default or primary display size of the emulator, supply a parameter to the TSO front-end: 

CALL 'your-custom-loadlib(ucftso)' ‘DFLTSIZ=value’

Values recognized by the TSO front-end are 24X80, 32X80, 43X80, MOD2, MOD3, or MOD4. If not specified, a 3270
MOD2 (24X80) is assumed.

NOTE
CALL can also be invoked through a TSO CLIST.

The UCF CLIST should contain an ALLOC statement for FILE(SYSIDMS), which points to the SYSIDMS file containing
the CVRETRY=OFF parameter. This parameter causes an error to be returned to the program if the back-end system is
not active. An example of a UCFTSO CLIST can be found in the sample JCL library offloaded at install time as member
UCFTSOCL.

UCF Back-End
The UCF back-end exists in the DC/UCF runtime region/partition.

UCF uses a system table to control access to the back-end system by front-end programs and terminals. The system
table contains the following information:

• The maximum number of front-end systems that can access the back-end concurrently
• The initial status of each front-end system (that is, online or offline)
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A system table named RHDCFSTB is installed with UCF. This table permits access to the UCF back-end by any UCF
front-end system that has been defined with a system identifier of: BATCH, CICS, z/VM, DC, or TSO. If you ensure that
only front-end system identifiers from the above list are used, a new UCF system table need not be assembled. A system
identifier need not reflect the actual TP monitor; for example, a CICS front-end could be defined with a front-end system
identifier of CICS.

The UCF system table is created by assembling two macros: #FESTDEF and #FESTENT. The resulting object module
must be linked as a separate load module. Each macro is discussed separately below, followed by a sample system table
definition and the JCL used to link edit the system table.

The UCF system table is loaded at startup. The "DCMT Vary UCF Front-end System Table New Copy" command can be
used to load an altered table without cycling the DC/UCF region or partition.

FESTDEF Macro

The #FESTDEF macro is used to create the header for the UCF system table. #FESTDEF specifies the maximum number
of front-end systems permitted to access the UCF back-end concurrently. One #FESTDEF macro is assembled for each
UCF back-end. #FESTDEF must be the first macro in the source file.

The following is the syntax for the #FESTDEF macro. The macro must be labeled; the label provides the module's entry
point name.

FESTDEF Syntax
 ►►─── label #FESTDEF ────────────────────────────────────────────────────────►
 
 ►─── CNT = system-count ────────────────────────────────────────────────────►◄
 

FESTDEF Parameter

• CNT=
Specifies the maximum number of front-end systems that can be defined in the UCF system table. system-count must
be an integer in the range 1 through 32767.

FESTENT Macro

The #FESTENT macro is used to create an entry in the UCF system table for each front-end system. #FESTENT
identifies the front-end systems that are permitted to access the UCF back-end and the type of processing permitted from
that front-end.

One #FESTENT macro must be coded for:

• Each front-end system that is to access the back-end using UCF
• Each front-end system that supports external request unit processing

The number of #FESTENT macros cannot exceed the value specified in the CNT parameter of the #FESTDEF macro.

The following is the syntax for the #FESTENT macro. The macro must be unlabeled.

FESTENT Syntax
 ►►─── #FESTENT ───────────────────────────────────────────────────────────────►
 
 ►─── FESID = front-end-system-id ────────────────────────────────────────────►
 
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
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   └─ ,BLKSIZ = ─┬─ packet-size ─┬─┘
                 └─ 4096 ◄───────┘
  ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ ,ISTAT = ─┬─ ONLINE ◄──┬─┘
                └─ OFFLINE ──┘
 
 ►─┬─────────────────────────────────────────────────────┬────────────────────►◄
   └─ ,MAX = ─┬─ max-concurrent-session-count ───────────┤
              └─ -1 ◄────────────────────────────────────┘
 

FESTENT parameter

• FESID=
Specifies the one- through eight-character name of the front-end system. For UCF processing, front-end-system-id
must match the identifier specified in the #UCFUFT macro or, for the batch, z/VM, and TSO front-ends, the system
name specified in the #UCFBTCH, #UCFCMS, or #UCFTSO macro.
For external request unit processing, the following naming conventions apply:
– The first four characters of front-end-system-id are one of the following values:

• BATC (the default), specifying batch communication
• system-name, as specified in the TPNAME parameter of the IDMSINTC macro, specifying the CICS system from

which the request comes
• DCXX, specifying all DC systems from which request units may be initiated

– The last four characters of front-end-system-id are BULK.
• BLKSIZ

Specifies the size, in bytes, of the packet to use for a batch external request. packet-size is an integer in the range
0 through 32000; the default is 4096. Smaller packets use less of the z/OS common system area (CSA) while larger
packets use less CPU on both the front-end and the back-end for buffering.

• ISTAT=ONLINE|OFFLINE
Specifies the initial status of the back-end system when the DC/UCF system starts up as follows:
– ONLINE (default) -- The back-end system will be online at system startup. Connection requests from the system's

front-end terminals will be accepted by the DC/UCF system.
– OFFLINE -- The back-end system will be offline at system startup. Connection requests from the system's front-end

terminals will not be accepted until the system is varied online with a DCMT VARY UCF SYSTEM command.
• MAX=

Specifies the maximum number of concurrent sessions allowed for front-end-system-id, in the range -1 through
+32767. The default value, -1, indicates that there is no limit. When the maximum number of sessions is reached,
further connections are not allowed.

Sample System Table Definition

The following statements define a UCF system table with BATCH, TSO, and CICS front-end systems and two systems
that support external request units:

           #MOPT CSECT=RHDCFSTB,ENV=USER                              
           COPY #UCFDS                                                
  RHDCFSTB CSECT                                                      
  FESTABLE #FESTDEF CNT=5                                             
  #FESTENT FESID=BATCH                                                
  #FESTENT FESID=TSO                                                  
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  #FESTENT FESID=CICS                                                 
  #FESTENT FESID=BATCBULK,BLKSIZ=12000                                
  #FESTENT FESID=CICPBULK,BLKSIZ=2000                                 
           END FESTABLE
 

System Table JCL

This section contains the JCL to assemble and link edit the UCF system table for z/OS and z/VSE operating systems.

z/OS UCF system table assembly and link edit

To create a z/OS system table:

1. Create a UCF system table source module as follows:
          COPY  #UCFDS               DSECT for UCF control blocks
 rhdcfstb CSECT
 fstbep   #FESTDEF CNT=system-count
 #FESTENT macros
          END fstbep
 

2. Save the source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL in the "Sample z/

OS JCL" topic.
Substitute the name of your source member and insert the following binder statement:
  ENTRY fstbep
  NAME rhdcfstb(R)
 

– fstbep
Entry point name of the system table.

– rhdcfstb
Name of the system table.

– system-count
Number of #FESTENT macros.

z/VSE UCF system table assembly and link edit

To create a z/VSE system table:

1. Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL in the "Sample z/VSE JCL" topic.
Modify the JCL by substituting the following in place of the Assembler input statements:
                     PUNCH 'CATALOG rhdcfstb.OBJ REPLACE=YES'     
          COPY  #UCFDS               DSECT for UCF control blocks
 rhdcfstb CSECT
 fstbep   #FESTDEF CNT=system-count
          #FESTENT macros
          END fstbep
 

2. Link the system table using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
  PHASE rhdcfstb,*
  INCLUDE rhdcfstb 
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  SETOPT PARM(AMODE=31,RMODE=ANY) 
 

– fstbep
Entry point name of the system table.

– rhdcfstb
Name of the system table.

– system-count
Number of #FESTENT macros.

UCF System Generation Statements
To define a UCF system, include the following system generation statements in the DC/UCF system definition:

• One LINE statement that specifies TYPE IS UCFLINE.
• One PTERM statement for each UCF front-end physical terminal. The number of PTERM statements with TYPE IS

UCFTERM equals the maximum number of UCF front-end terminals that can access the UCF back-end at one time.
• One LTERM statement for each physical terminal.
• One TASK statement for each intermittent task. The task code specified must match the task code specified in the host

TP-monitor system definition. The dedicated task does not require a TASK statement.
• One PROGRAM statement for each program associated with each task intermittent task.
• Two TASK statements to define the BYE and SUSPEND system tasks.

CA IDMS CICS Considerations
DC/UCF supports the following TP-monitors: CICS, CMS (z/VM), CA IDMS, DC, TSO, and batch. When using any of
these TP monitors, you can execute programs that use CA IDMS central version database services.

Each CA IDMS program that executes under one of these TP monitors must be link edited with the appropriate program
interface module. To execute CA IDMS central version programs under TP monitors other than CICS, use the standard
CA IDMS batch interface or a custom TP-monitor interface. This section describes the interfaces you need for CICS.

The CA IDMS CICS interface consists of three components:

• A stub module generated by the IDMSCINT or IDMSCINL macro that is linked with application programs requiring CA
IDMS services.

• A stub module that is linked with a site-specific CICSOPT options module and exit routines.
• A site-independent interface module called IDMSCCMN that contains containing only CA-supplied code.

Both the standard IDMSINTC and the IDMSINTL interfaces conform to this architecture.

Standard CICS Interface
The standard CA IDMS interface requires CICS at a version level that is supported by IBM. Additionally, CA IDMS
requires a minimum CICS level as follows:

• CICS Transaction Server for z/OS V3.1
• CICS Transaction Server for z/VSE V1.1.1

Check ca.com/support for compatibility with later releases of CICS.

A standard site-specific CICS interface is generically referred to as IDMSINTC throughout this document. A basic site-
specific version of the standard CICS interface program is installed and configured during installation. That basic version
is linked as z/OS load module or z/VSE phase IDMSINTC. Other versions of the interface module can be created and
configured with site-selected names. Normally, a separate z/OS load module or z/VSE phase is required for each CA
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IDMS central version that is to be accessed. If the proper options are chosen, a single version of the site-specific interface
can be used to access a given CA IDMS central version from multiple CICS regions.

Each site-specific CICS interface load module or phase is composed of several precompiled objects as well as an options
table that is compiled on site during the installation process as follows:

• The CICSOPT macro is compiled onsite and provides a table of your selected options. The macro for the basic version
of the interface is compiled during installation.

• IDMSCSTB is a Stub module that contains minimal code to access a common CICS interface module, IDMSCCMN.
The Stub module provides a linkage between the CICSOPT options table and the common module.

• IBM supplied CICS interface modules DFHEAI and DFHEAI0.
• An optional OPTIXIT.
• An optional OPTIQXIT.
• An optional USRIDXIT. For more information see the section USRIDXIT.

For more information on the OPTIXIT and OPTIQXIT parameters, see the CICSOPT Parameters.

If maintenance is applied to IDMSCCMN, it is not necessary to recompile or relink any site-specific interface modules. A
new site-specific interface would only be needed to implement new or different options.

Each interface module must be defined in the CICS CSD. The program name is automatically detected and used at
runtime to establish a TRUE (Task Related User Exit).

IDMSINTC interface requirements

The following requirements must be observed when using the IDMSINTC interface:

• Ensure that every CICS system has a consistent and unique identifier. You can do this by changing TPNAME
parameters or by specifying a CICS_NAME SYSIDMS parameter.

• If you use the auto-commit feature to commit your CA IDMS database transactions through a CICS syncpoint
operation, you must take additional steps to implement two-phase commit support between CICS and CA IDMS For
more information, see Two-Phase Commit Support with CICS.

NOTE
This requirement also applies to CA IDMS VSAM Transparency users.

• Install the CA IDMS entity definitions into the CICS CSD. These definitions are contained in the CAGJSRC library
member CICSCSD. Consult the appropriate IBM documentation to ensure that these definitions take precedence over
any previously installed definitions for the corresponding entities.

• You can no longer use macro-level CICS programs to access CA IDMS.
• Ensure that the DFHRPL concatenation in the CICS startup JCL contains the IDMS custom.loadlib and CAGJLOAD

libraries.

IDMSINTC Startup

When the IDMSINTC program is started, through the PLT or by invoking its associated TRANSID, it performs the following
functions:

• Stores the address of the IDMSINTC entry point address in the CWA
• Reads any SYSCTL files, specified or implied, by the CICSOPT SYSCTL and MAXCVNO parameters
• Establishes the CA IDMS front-end runtime environment
• If using CICS Transaction Server with two-phase commit enabled for IDMSINTC, and there are outstanding units of

work (UOW) at CICS startup, resynchronization processing is initiated to ensure database integrity.

NOTE
It is recommended that the same TPNAME value be specified or defaulted for all IDMSINTC interfaces used in
a single CICS region. If different TPNAME values are used in two IDMSINTC interfaces in the same region, the
CICS startup JCL must contain a SYSIDMS parameter that specifies a CICS_NAME value.
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IDMSINTC

Automatically starting IDMSINTC

It is useful to have the IDMSINTC interface module started automatically at CICS startup. To do this, perform the following
steps:

1. Code the following entry for IDMSINTC in the program list table. The IDMSINTC entry should follow the one for
DFHDELIM so that IDMSINTC is executed during phase 3 of CICS initialization.
DFHPLT TYPE=ENTRY
       PROGRAM=IDMSINTC

2. Enter the name of the program list table (PLTPI) in the system initialization table.

If you do not have IDMSINTC started as a function of the CICS startup routine, be sure to execute the IDMSINTC
interface module before attempting communication with DC/UCF at runtime. To execute the IDMSINTC module, enter a
TRANSID that corresponds to the IDMSINTC module in the PCT tables.

To start up IDMSINTC automatically after control is given to CICS, perform the following steps:

1. Code the following operands on the CICSOPT macro:
PLT=NO,
TRANSID=task-code

2. Perform steps 1 and 2 above and define task-code in the program control table (PCT) to invoke IDMSINTC.

NOTE
For more information on the PCT table, see UCF Operations.

Runtime processing

IDMSINTC must be resident in CICS and must be executed before the execution of any CA IDMS database application for
that instance of the CICS region.

Application processing

When an application program accesses a back-end DC/UCF system, control is passed to the IDMSCINT module linked
with the program. Using the CWADISP value, IDMSCINT determines the address of the appropriate entry point in the
IDMSINTC interface.

IDMSINTC performs the following functions:

• Allocates dynamic storage required by the CA IDMS interface to service the request.
• Enables the recovery exit program for the current CICS task. The exit program, IDMSTRUE, performs the necessary

cleanup when the CICS task terminates.

NOTE
For more information on IDMSTRUE, see IDMSTRUE exit.

• Passes control to CA IDMS, which sends the request to the DC/UCF region. The CA IDMS interface implicitly issues a
CICS WAIT command, which places the current task in a wait state until the request is serviced.

• Passes the requested database record and/or error status to the user program.

NOTE
For more information on runtime processing, see What Happens when a CA IDMS Instruction is Executed.

IDMSTRUE exit

IDMSTRUE is a task termination exit, which is defined to CICS as a Task Related User Exit (TRUE).

IDMSTRUE features include the following:

• Standard CICS facilities (that is, it doesn't modify CICS control programs)
• Minimal overhead; IDMSTRUE gets control only for tasks performing CA IDMS database calls.
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At task termination, IDMSTRUE detects the following conditions:

• Transactions still active at abnormal task termination. When IDMSTRUE detects this condition, database updates
associated with the transaction are backed out immediately. This conserves the resources that would be held until the
IDMS EXTERNAL WAIT INTERVAL expires or the DC/UCF system is recycled.
To monitor transactions active at abnormal task termination, use the DFHPEP examiner or the SCP user-exit examiner.

• Transactions still active at normal task termination.
This condition usually indicates a program logic error. That is, the program issued a BIND but never issued a FINISH.
When IDMSTRUE detects this condition, database updates associated with the BIND are backed out immediately.
This conserves the resources that would be held until the IDMS EXTERNAL WAIT INTERVAL expires or the DC/UCF
system is recycled.

NOTE
The action described previously can be modified through the use of the AUTOCMT, AUTONLY, ONBACK,
and ONCOMT parameters. For more information on these options, see CICSOPT syntax parameters and
the IDMSINTC macro.

NOTE
Transparency applications do not explicitly issue the BIND RUN-UNIT and FINISH. Rather, a Transparency
transaction's first request results in an implicit BIND RUN-UNIT. IDMSTRUE issues an implicit FINISH when the
task terminates.

CICSOPT Syntax
►►─┬───────────────┬─ CICSOPT CWADISP=cwa-intc-address-disp ──────────────────►
   ├─ module-name ─┤
   └─ CICSOPTS
 ◄───┘
 ►─ ,OPSYS=operating-system
 ──────────────────────────────────────────────────►
 ►─┬──────────────────────────────────────────────┬───────────────────────────►
   └─ ,AUTOCMT=─ ( ┬─ ON ──┬─┬───────────────┬ ) ─┘
                   └─ OFF ─┘ ├─ ,ALWAYS ─────┤
                             └─ ,DEFAULT ◄───┘
 ►─┬──────────────────────────────────────────────┬───────────────────────────►
   └─ ,AUTONLY=─ ( ┬─ ON ──┬─┬───────────────┬ ) ─┘
                   └─ OFF ─┘ ├─ ,ALWAYS ─────┤
                             └─ ,DEFAULT
 ◄───┘
 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,CVNUM= ─┬─ cv-number ─┤
               └─ 0 ◄────────┘
 ►─┬───────────────────────────────────────┬──────────────────────────────────►
   └─ ,DBNAME=(db-name ─┬─ ,ALWAYS  ─┬─ ) ─┘
                        └─ ,DEFAULT
 ◄┘
 ►─┬────────────────────────────────────────┬─────────────────────────────────►
   └─ ,DBUGDCT= ( ┬─ DBUG ◄────────────┬ ) ─┘
                  └─ destination-name ─┘
 ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ ,DEBUG= ─ ( ┬─ YES ─┬ ) ─┘
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                  ├─ NO ◄─┤
                  └─ QTS
 ─┘
 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ ,DICTNAM= dictionary-name
 ─┘
 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ ,DICTNOD= dictionary-node ─┘
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,DL1MAC= ─┬─ YES ─┤
                └─ NO
 ◄─┘
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,DSECT= ─┬─ YES ◄─┤
               └─ NO
 ───┘
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,ERRDCT= ─┬─ destination-name ─┤
                └─ CSMT ◄────────────┘
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,ESCDLI= ─┬─ YES ─┤
                └─ NO
 ◄─┘
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,EXTXIT= ─┬─ YES ─┤
                └─ NO
 ◄─┘
 ►─┬──────────────────┬───────────────────────────────────────────────────────►
   └─ ,HLPI= ─┬─ YES ─┤
              └─ NO ◄─┘
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,MACLVL= ─┬─ YES ──┤
                └─ NO
 ◄──┘
 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   └─ ,MAXCVNO= ──┬─ additional-sysctl-cnt ──┤
                  └─ 0
 ◄─────────────────────┘
 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,MAXCON=maximum-connections ─┘
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,MAXIDMS=maximum-IDMS-systems
 ─┘
 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   └─ ,NODENAM=(nodename ─┬─ ,ALWAYS  ─┬─ ) ─┘
                          └─ ,DEFAULT ◄┘
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 ►─┬───────────────────────────────────────────────────────────┬──────────────►
   └─ ,ONBACK=─ ( ┬─ ROLLBACK ◄─────────┬─┬───────────────┬ ) ─┘
                  └─ ROLLBACK-CONTINUE ─┘ ├─ ,ALWAYS ─────┤
                                          └─ ,DEFAULT
 ◄───┘
 ►─┬───────────────────────────────────────────────────────────┬──────────────►
   └─ ,ONCOMT=─ ( ┬─ COMMIT-CONTINUE ───┬─┬───────────────┬ ) ─┘
                  ├─ COMMIT-ALL ────────┤ ├─ ,ALWAYS ─────┤
                  └─ FINISH ◄───────────┘ └─ ,DEFAULT
 ◄───┘
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,OPTIXIT= ─┬─ YES ─┤
                 └─ NO ◄─┘
 ►─┬──────────────────┬───────────────────────────────────────────────────────►
   └─ ,PLT= ─┬─ YES ◄─┤
             └─ NO
 ───┘
 ►─┬──────────────────────────────────┬───────────────────────────────────────►
   └─ ,RSYNTXN=rsyn-transaction-name
 ─┘
 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ ,SVC= ─┬─ svc-number ─┤
             └─ NO ◄────────┘
 ►─┬───────────────────┬──────────────────────────────────────────────────────►
   └─ ,SYSCTL= ddname
 ─┘
 ►─┬────────────────────────────────────┬─────────────────────────────────────►
   └─ ,TIMEOUT= ─┬─ number-of-minutes ──┤
                 ├─ 0 ──────────────────┤
                 └─ IMMEDIATE ◄─────────┘
 ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,TPNAME=system-name
 ─┘
 ►─┬───────────────────────┬──────────────────────────────────────────────────►
   └─ ,TRANSID= task-code
 ─┘
 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,TRUE=true-prefix-name
 ─┘
 ►─┬────────────────────────────┬─────────────────────────────────────────────►
   └─ ,TRUEAPI= ( ┬─ CICS ─┬ ) ─┘
                  └─ OPEN ─┘
 ►─┬───────────────────────────────────────────────┬──────────────────────────►
   └─ ,TXNSHR=─ ( ┬─ ON ────┬─┬───────────────┬ ) ─┘
                  └─ OFF ◄──┘ ├─ ,ALWAYS ─────┤
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                              └─ ,DEFAULT
 ◄───┘
 ►─┬────────────────────────────────────────────┬─────────────────────────────►
   └─ ,USERCNT= ──┬─ max-concurrent-CICS-tasks ─┤
                  └─ 100
 ◄──────────────────────┘
 ►─┬────────────────┬─────────────────────────────────────────────────────────►◄
   └─ ,XA= ─┬─ YES ─┤
            └─ NO ◄─┘

The following parameters are for use in a CICSOPT module tailored for SQL:

• DICTNAM
• DICTNOD

CICSOPT Parameters

• module-name
Identifies the CSECT name of the generated module. The default is CICSOPT.

• CWADISP
Identifies the displacement within the CICS CWA of a fullword containing the address of an entry point within the
CICSOPT module.
– cwa-intc-address-disp

cwa-intc-address-disp must specify an integer representing an offset within the CWA. The lowest allowable value is
zero. The highest allowable value is 4 less than the size of the CWA. This displacement within the CWA must not be
used for any other purpose by any CICS application. The value specified must begin on a fullword boundary and be
the same value that is specified in the CWADISP parameter of the IDMSCINT macro.

• OPSYS
Identifies the operating system under which the DC/UCF (or CICS) system will run.
– operating-system

The valid values are the following:
• OS390
• MVS
• VSE
• DVS
• DOS
• DOSVS

• AUTOCMT
Specifies whether database sessions opened by a program using this interface module are eligible for participation in a
CICS UOW (Unit of Work).
– ON

Specifies that database sessions are eligible to participate in a CICS unit of work (UOW). If the database session
is active at the time a CICS syncpoint operation is performed, the session's updates are committed as part of the
CICS UOW.

– OFF
Specifies that database sessions are not eligible to participate in a CICS unit of work (UOW).
If TXNSHR=ON is specified, the default for AUTOCMT is ON; otherwise it is OFF. An assembly error results if
TXNSHR=ON and AUTOCMT=OFF are specified.
ALWAYS Specifies that the AUTOCMT behavior specified in the CICSOPT parameter overrides whatever was
specified in the IDMSCINT module with which the application is linked.
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DEFAULT Specifies that the AUTOCMT behavior specified in the CICSOPT parameter applies only if the
corresponding IDMSCINT parameter specifies DEFAULT. This is the default.

• AUTONLY
Specifies if database sessions opened by a program using this interface module are forced to participate in a CICS
UOW.
– ON

Specifies that database sessions are forced to participate in a CICS Unit Of Work (UOW). Even if the database
session is terminated prior to the CICS syncpoint operation, the session's updates are committed as part of the
CICS UOW. DML commands that would normally cause the session's updates to be committed (such as FINISH or
COMMIT WORK) have no impact on the session's transaction, although they do impact the session. Conversely, if
the session's transaction is forced to back out (either because of a DML ROLLBACK request or because of events
such as a deadlock), a CICS SYNCPOINT BACKOUT is issued forcing the entire CICS UOW to be backed out.

– OFF
Specifies that database sessions are not forced to participate in a CICS Unit Of Work (UOW).
If TXNSHR=ON is specified, the default for AUTONLY is ON; otherwise it is OFF. An assembly error results if
TXNSHR=ON and AUTONLY=OFF are specified.
ALWAYS Specifies that the AUTONLY behavior specified in the CICSOPT parameter overrides the specifications in
the IDMSCINT module with which the application is linked.
DEFAULT Specifies that the AUTONLY behavior specified in the CICSOPT parameter applies only if the
corresponding IDMSCINT parameter specifies DEFAULT. This is the default.

• CVNUM
Identifies the number of the DC/UCF system to be accessed from CICS.
– cv-number

For cv-number, specify the number used for the CVNUM parameter in the system definition of the DC/UCF system.
• DBNAME

Identifies the database (or data dictionary) name to be contained in the CICSOPT module. This parameter also
identifies the conditions under which programs signing on to the DC/UCF system access the named database. This
parameter has no effect on SQL database sessions. For SQL sessions, see the DICTNAM parameter.
– db-name

For db-name, specify the name of the database that programs are to access when running under the DC/UCF
system. If the database name is not specified, DC/UCF obtains the appropriate database name from the application
program or from the SYSCTL file (z/OS only).
ALWAYS Indicates that db-name is to override any database named by the program. Programs signing on to
DC/UCF always execute against the named database regardless of database name specifications made by the
program.
DEFAULT Indicates that programs signing on to DC/UCF are to execute against the named database only if the
program does not name a database.

NOTE
Under z/OS and z/VSE, SYSCTL database name specifications can override CICSOPT and program
specifications.

• DBUGDCT
Identifies the CICS transient data or temporary storage destination to use as the target for error messages produced
if DEBUG=YES or DEBUG=QTS is specified. This is also the CICS transient data or temporary storage destination to
use as a target for application tracing that is enabled using the SYSIDMS parameter IDMSIN01_ONLY.
– destination-name

The default destination-name is DBUG. Use another destination if you want to route diagnostic messages to
another CICS destination. If DEBUG=YES is specified, the DCT entry should be defined with a variable length
record of at least 136 characters. We recommend that you use the values provided in source library member
CICSCSD.

• DEBUG
Specifies whether IDMSINTC produces extra debugging information on internal processing.

 1476



 Administrating

– YES
Specifies that IDMSINTC produces extra information. This information is written using WRITEQ TD to the
destination specified on the DBUGDCT parameter.

– NO
Specifies that IDMSINTC does not produce debugging information. This is the default. You should always use
DEBUG=NO unless otherwise requested by Technical Support to resolve a system problem.

– QTS
Specifies that IDMSINTC produces extra information. This information is written using WRITEQ TS to the queue
specified on the DBUGDCT parameter.

• DICTNAM dictionary-name
Sets the dictionary to which an SQL session will be connected unless it is overridden by the application program. This
parameter has no effect on non-SQL database sessions.

• DICTNOD dictionary-node
Sets the node to which an SQL session will be connected. This parameter has no effect on non-SQL database
sessions.

• DL1MAC
Always NO. Provided solely for upward compatibility.

• DSECT
Specifies whether to generate a DSECT only version of the CICSOPT macro.
The parameter defaults to YES. However, to generate a working CICS interface module, you must specify DSECT=NO
in the assembly of CICSOPT.

• ERRDCT
Identifies the CICS transient data destination to use as the target for error messages produced by IDMSINTC and
IDMSTRUE.
– destination-name

The default destination-name is CSMT. Use another destination if you want to route CA IDMS error messages to
another CICS destination. The DCT entry should be defined with a logical record length of at least 130 characters.

• ESCDLI
Specifies whether DLI/T transparency is in use with this interface.

• EXTXIT
Specifies whether the IDMSINTC interface loads and calls the general use exits IDMSCEON and IDMSCEOX.
The IDMSCEON exit is called before the requested IDMS function call is serviced. The IDMSCEOX exit is called
immediately after the requested IDMS function call has been processed. The default is NO.

• HLPI
Specifies whether HLPI support is required for DL1.

• MACLVL
This parameter is obsolete. Macro level programs are no longer supported in CICS.

• MAXCVNO additional-sysctl-cnt
Specifies the number of additional SYSCTL DD cards that can be accessed through this interface. DDNAMEs for the
additional SYSCTL files are derived by replacing the first blank or the last character (if all 8-bytes are in use) of the
SYSCTL operand value by the numbers 1 through MAXCVNO.

• MAXCON
Specifies the maximum number of different back-end central versions that a CICS task can access simultaneously
through this CICS interface module. This limit applies only to database sessions for which AUTOCMT is enabled. If an
application uses different interface modules, each one has its own limit.
– maximum-connections

Must be a numeric value between 1 and 1000. If maximum-connections is not specified, the default maximum
number of connections is 2.

• MAXIDMS
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Specifies the maximum number of different back-end central versions that a CICS interface module can access
throughout the life of a CICS system. This limit applies only to database sessions for which AUTOCMT is enabled. If
an application uses different interface modules, each one has its own limit.
– maximum-IDMS-systems

Must be a numeric value between 1 and 1000. The default maximum number of back-end systems is the larger of 2
and 2 * the value of the MAXCVNO parameter.

• NODENAM
Identifies a system defined to the DC/UCF communications network to be contained in the CICSOPT module and the
conditions under which programs signing on to the DC/UCF system will be directed to the named node for execution.
This parameter has no effect on SQL database sessions. For SQL sessions, see the DICTNOD parameter.
– nodename

For nodename, specify the one- to eight-character name of a remote system. If nodename is not specified, the DC/
UCF obtains the appropriate node name from the application program or from the SYSCTL file (z/OS only).
ALWAYS Indicates that nodename is to override any node named by the program. Requests from programs
signing on to DC/UCF are always directed to the named node regardless of node name specifications made by the
program.
DEFAULT Indicates that requests from programs signing on to DC/UCF are to be directed to the named node only if
the program does not name a node.

Note: Under z/OS and z/VSE, SYSCTL node name specifications can override CICSOPT and program specifications.
• ONBACK

Specifies the action that should be taken for database sessions opened by a program using this interface module when
they participate in a CICS backout operation.
– ROLLBACK

Specifies that database sessions should be terminated. This is the default.
– ROLLBACK-CONTINUE

Specifies that database sessions should continue but currencies freed.
– ALWAYS

Specifies that the ONBACK behavior specified in the CICSOPT parameter overrides whatever was specified in the
IDMSCINT module with which the application is linked.

– DEFAULT
Specifies that the ONBACK behavior specified in the CICSOPT parameter applies only if the corresponding
IDMSCINT parameter specifies DEFAULT. This is the default.

• ONCOMT
Specifies the action that should be taken for database sessions opened by a program using this interface module when
they participate in a CICS syncpoint operation.
– COMMIT-ALL

Specifies that database sessions should continue but currencies freed.
– COMMIT-CONTINUE

Specifies that database sessions should continue and currencies retained.
– FINISH

Specifies that database sessions should be terminated. This is the default.
– ALWAYS

Specifies that the ONCOMT behavior specified in the CICSOPT parameter overrides the specification in the
IDMSCINT module with which the application is linked.

– DEFAULT
Specifies that the ONCOMT behavior specified in the CICSOPT parameter applies only if the corresponding
IDMSCINT parameter specifies DEFAULT. This is the default.

• OPTIXIT
Indicates whether CICS transactions can modify the IDMSOPTI structure dynamically so that only the task thread is
affected by the changes. YES indicates that the IDMSOPTI structure can be modified dynamically.
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IDMSINTC copies the static IDMSOPTI structure into dynamic storage and passes it to the user routine, which may
alter it based on site-specific rules.

NOTE
For more information on the OPTIXIT user exit, see OPTIXIT.

• PLT
Indicates how IDMSINTC starts up.
– YES

Specifies that IDMSINTC can start up as a PLT-invoked program.
– NO

Specifies IDMSINTC always starts up as a user task once CICS start up is complete.
• RSYNTXN

Specifies the name of the CICS resynchronization transaction defined for this interface.
– rsyn-transaction-name

Must be the name of a transaction defined to CICS and associated with a resynchronization program. If not
specified, the default transaction name is RSYN.

• SVC
Identifies the number of the CA IDMS SVC.
– svc-number

For svc-number, specify a value as follows:
• If no SVC is being used, or if using SYSCTL, specify NO.
• If an SVC is being used by the DC/UCF system, specify the SVC number.
The SVC parameter is required if no SYSCTL file is specified.

• SYSCTL ddname
Identifies the ddname of the file containing DC/UCF system control information.
If the SVC (described previously) is not specified, the SYSCTL parameter is required. Likewise, if SYSCTL is desired,
the SVC parameter must be NO (SVC=NO).

• TIMEOUT
Indicates how long to hold a block of storage after termination of a CICS task that utilizes CA IDMS services. This
storage block is acquired with a CICS GETMAIN and is initialized when a terminal makes a request for IDMS services.
The valid values are as follows:
– 0

Specifies that once a block of storage is acquired for a particular CICS terminal that storage is not freed until one of
the following occurs:
• The user signs off the terminal.
• A task aborts that is using that storage block.

The following situations apply to the TIMEOUT parameter:
– TIMEOUT=IMMEDIATE is recommended unless the IDMSINTC interface is used with SQL transactions that utilize

SUSPEND/RESUME processing. These type of transactions require a TIMEOUT value other than IMMEDIATE.
– TIMEOUT=IMMEDIATE must be specified for any IDMSINTC module that runs in a CICS Application Owning

Region (AOR) and which is invoked from terminals in a separate Terminal Owning Region (TOR).
– Since several thousand bytes are held by each terminal, a non-IMMEDIATE value may result in a large amount of

storage being held for terminals with no active tasks.
– A TIMEOUT value of 1 through 10 must not be coded if any application program using IDMSINTC services also

uses READQ TS ... with the SET option.
– If the INTCID parameter and/or the NTID parameter of the #UCFCICZ macro are not coded correctly or if the

UCFCICZ exit is not driven for some other reason, the IDMS storage block may not be freed when a CICS
user is logged off a terminal. The next user who signs on that terminal may acquire that storage block. This
can result in S019 or other S0nn abends or other application problems. If such problems are encountered, use
TIMEOUT=IMMEDIATE.

– IMMEDIATE
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Specifies that the storage is freed at task termination of the task that acquired the storage. If IMMEDIATE is coded,
a new storage block is acquired and initialized for each CICS task that requests CA IDMS services.
This is the default.

– number-of-minutes
Specifies the number of minutes storage is held. number-of-minutes can range from 1 to 10. If another CA IDMS
request is made within that time, the same block of storage is utilized. If the storage is not used within that time, it is
freed. The next request for CA IDMS services results in the acquisition and initialization of a new storage block.

• TPNAME system-name
Specifies the name by which DC/UCF will identify all tasks running under this CICS system. For system-name, specify
a four-character name.
If TPNAME is omitted or the system-name is specified as spaces, the system-name defaults to the four-character local
CICS system ID.
The TPNAME value must be unique across all CICS systems that access any single central version. If more than one
IDMSINTC interface is used within a CICS system, they should all specify the same value for TPNAME. Otherwise, a
CICS_NAME SYSIDMS parameter must be used to provide a unique identifier for the CICS system.
This name forms the first part of the local transaction ID for database requests and forms the first four characters of the
front-end system ID for external request units. "BULK" is appended to the system-name to create the front-end system
ID. The front-end system ID can be used:
– To access front-end system table to determine the packet size for communications and the maximum number of

simultaneous requests.
– As an alternate task code for controlling external request unit processing
Note: The front-end system ID is used by some Performance Monitor reports to determine the type of reporting to be
done. Front-end systems with an ID which begins with "CI" are assumed to be CICS systems. Therefore, certain CICS
statistics may not be reported if the front-end system ID is set to or defaults to a value which does not begin with CI.

• TRANSID
Identifies the transaction coded in the program control table (PCT) as invoking IDMSINTC.
– task-code

task-code must be the name of a task defined in the PCT table.
Note: For more information on the PCT table, see UCF Operations.

• TRUE
Specifies a prefix to be used in forming Task Related User Exit (TRUE) entry names.
– true-prefix

Must be a one to five character value that is unique across all interface modules in use within a CICS system.
If true-prefix is less than five characters, it is padded on the right with $'s. If not specified, the default prefix is
constructed as the last five characters of the IDMSINTC module name, padded on the right with $'s if necessary.

• TRUEAPI
Specifies whether to enable the IDMS TRUE exit with the OPENAPI attribute.
– CICS

Specifies to enable the exit with the THREADSAFE attribute.
– OPEN

Specifies to enable the exit with the THREADSAFE and OPENAPI attributes.
• TXNSHR

Specifies whether database sessions opened by a program using this interface module should share the same
transaction as other sessions started by the same CICS task.
– ON

Specifies that database sessions should share transactions.
– OFF

Specifies that database sessions should not share transactions. This is the default.
– ALWAYS
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Specifies that the TXNSHR behavior specified in the CICSOPT parameter overrides whatever was specified in the
IDMSCINT module with which the application is linked.

– DEFAULT
Specifies that the TXNSHR behavior specified in the CICSOPT parameter applies only if the corresponding
IDMSCINT parameter specifies DEFAULT. This is the default.

Note: For more information on transaction sharing, see the Database Administering section.
• USERCNT

Specifies the maximum number of concurrent CICS tasks using the CA IDMS interface. Any task that attempts to
access CA IDMS through the interface while at the maximum will be aborted with a K214 transaction abend.
– max-concurrent-CICS-tasks

Valid values are 1 to 100000. The default value is 100.
• XA

Designates whether the operating system is capable of processing XA addresses. If you specify YES, IDMSINTC
allocates the primary user-oriented storage in the 31-bit storage area. This storage is retained across all successful
task terminations for terminal-associated tasks, and this storage is reused on the next DC/UCF request. The storage is
freed for any failing or non-terminal task.
Note: The CICSOPT macro allows other parameters which are not documented in the previous section. Some of these
parameters are obsolete and are supported solely to maintain upwardly compatible syntax. Others are relevant only to
clients who have the Transparency Option for TOTAL, DL/I, or VSAM. Unless otherwise documented, parameters other
than those shown do not have to be coded when invoking the CICSOPT parameter.

Parameter Considerations

Note: The CICSOPT macro allows other parameters which are not documented in the previous section. Some of these
parameters are obsolete and are supported solely to maintain upwardly compatible syntax. Others are relevant only to
clients who have the Transparency Option for TOTAL, DL/I, or VSAM. Unless otherwise documented, parameters other
than those shown do not have to be coded when invoking the CICSOPT parameter.

Create an IDMSINTC Interface Program

To create an IDMSINTC interface program under z/OS:

1. Create a CICSOPT source module as follows:

            GBLC & MODNAME
   &MODNAME SETC CICSOPT'
            CICSOPT cicsopt-parameters
            END

1. Save the CICSOPT source module in your custom source library.
2. Assemble and link the module into your custom load library by executing the z/OS Assemble and Link-Edit JCL.
3. Substitute the name of your CICSOPT source member and insert the following binder statements:

 ORDER DFHEAI            
 INCLUDE CUSTLIB(optixit)   (Optional)
 INCLUDE CUSTLIB(optiqxit)  (Optional)
 INCLUDE CUSTLIB(usridxit)  (Optional)
 INCLUDE CAGJLOAD(IDMSCSTB)     
 ENTRY STARTUP            
 SETOPT PARM(AMODE=31,RMODE=24,REUS=NONE) 
 NAME idmsintc(R) 

– optixit
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Specifies the name of your OPTIXIT exit routine.
– optiqxit

Specifies the name of your OPTIQXIT exit routine.
– usridxit

Specifies the name of your USRIDXIT exit routine.
– idmsintc

Specifies the name of your IDMSINTC interface load module.

To create an IDMSINTC interface program under z/VSE:

1. Assemble and catalog a CICSOPT options table using the sample JCL in the "z/VSE Assemble JCL" section of the
"Sample z/VSE JCL" topic.
Modify the JCL by substituting the following in place of the Assembler input statements:
             PUNCH 'CATALOG     cicsopts.OBJ REPLACE=YES'                      
             CICSOPTS TITLE 'CA IDMS CICS OPTIONS MODULE'   
             GBLC &MODNAME  
    &MODNAME. SETC 'cicsopts’                   
             CICSOPT cicsopt-parameters 
             END    

2. Link the IDMSINTC interface program using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
 PHASE idmsintc,*
 INCLUDE DFHEAI            
 INCLUDE optiexit (Optional)
 INCLUDE optiqxit (Optional)
 INCLUDE usridxit (Optional)
 INCLUDE usridxit (Optional)
 INCLUDE cicsopts
 INCLUDE IDMSLST6     
 INCLUDE DFHEAI0                 
 MODE    AMODE(31),RMODE(24)     
 ENTRY   STARTUP                 

– cicsopts
Specifies the name you choose for your IDMSINTC options table.

NOTE
You can have more than one options table with different names.

– idmsintc
Specifies the name you choose for your IDMSINTC stub program.

NOTE
You can have more than one stub program with different names.

– optixit
Specifies the name of your OPTIXIT exit routine.

– optiqxit
Specifies the name of your OPTIQXIT exit routine.

– usridxit
Specifies the name of your USRIDXIT exit routine.

– idmsintc
Specifies the name of your IDMSINTC interface load module.
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The IDMSCINT Application Stub Program

Each application program that accesses CA IDMS must be linked with an IDMSCINT stub program. The IDMSCINT
stub program establishes communications with a particular IDMSINTC interface program. The CWADISP specified in
the IDMSCINT stub program must match the CWADISP specified in the CICSOPT macro that is used when creating the
IDMSINTC interface program. The following sections describe how to create an IDMSCINT application stub program.

IDMSCINT Syntax

To prepare an IDMSCINT macro, use the following syntax.

►►─┬───────────────┬─ IDMSCINT CWADISP=cwa-intc-address-displacement ─────────►
   ├─ module-name ─┤
   └─ IDMSCINT
 ◄───┘
 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,AUTOCMT= ─┬─ ON ──────┤
                 ├─ OFF ─────┤
                 └─ DEFAULT ─┘
 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,AUTONLY= ─┬─ ON ──────┤
                 ├─ OFF ─────┤
                 └─ DEFAULT
 ─┘
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,DML= ─┬─ YES ◄──┬─┘
             └─ NO
 ────┘
 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   └─ ,EP1=first-entry-point-label
 ─┘
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,EP2=second-entry-point-label ─┘
 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ ,EXEC= ─┬─ YES ◄──┬─┘
              └─ NO
 ────┘
 ►─┬──────────────────────────────────┬───────────────────────────────────────►
   └─ ,ONBACK= ─┬─ ROLLBACK ◄─────────┤
                ├─ ROLLBACK-CONTINUE ─┤
                └─ DEFAULT
 ───────────┘
 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   └─ ,ONCOMT= ─┬─ COMMIT-CONTINUE ─┤
                ├─ COMMIT-ALL ──────┤
                ├─ FINISH ◄─────────┤
                └─ DEFAULT ─────────┘
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,SQL= ─┬─ YES ──┬─┘
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             └─ NO
 ◄──┘
 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ ,SSC12= ─┬─ YES ──┬─┘
               └─ NO
 ◄──┘
 ►─┬─────────────────────────┬────────────────────────────────────────────────►◄
   └─ ,TXNSHR= ─┬─ ON ───────┤
                ├─ OFF ◄─────┤
                └─ DEFAULT ──┘

IDMSCINT Parameters

This section details the IDMSCINT parameters.

• module-name
Identifies the CSECT name of the generated module.

• CWADISP=cwa-intc-address-displacement
Identifies the displacement within the CICS CWA of a fullword that holds the address of the IDMSINTC module. For
cwa-intc-address-displacement, specify the same value given to the CWADISP operand of the IDMSINTC macro.

• AUTOCMT
Specifies whether database sessions opened by a program linked with this IDMSCINT module are eligible for
participation in a CICS UOW (Unit of Work).
– ON

Specifies that database sessions are eligible to participate in a CICS Unit Of Work (UOW). If the database session
is active at the time a CICS syncpoint operation is performed, the session's updates are committed as part of the
CICS UOW.

– OFF
Specifies that database sessions are not eligible to participate in a CICS Unit Of Work (UOW).

– DEFAULT
Specifies that whether database sessions are eligible for participation in a CICS Unit Of Work (UOW) is determined
by the AUTOCMT parameter of the interface's CICSOPT macro.

If TXNSHR=ON is specified, the default for AUTOCMT is ON; otherwise it is OFF. An assembly error results if
TXNSHR=ON and AUTOCMT=OFF are specified.

• AUTONLY
Specifies whether database sessions opened by a program linked with this IDMSCINT module are forced to participate
in a CICS UOW.
– ON

Specifies that database sessions are forced to participate in a CICS Unit Of Work (UOW). Even if a database
session is terminated prior to the CICS syncpoint operation, the session's updates are committed as part of the
CICS UOW. DML commands that would normally cause the session's updates to be committed (such as FINISH or
COMMIT WORK) have no impact on the session's transaction, although they do impact the session. Conversely, if
the session's transaction is forced to back out (either because of a DML ROLLBACK request or because of events
such as a deadlock), a CICS SYNCPOINT BACKOUT is issued forcing the entire CICS UOW to be backed out.

– OFF
Specifies that database sessions are not forced to participate in a CICS Unit Of Work (UOW).

– DEFAULT
Specifies that whether database sessions are forced to participate in a CICS Unit Of Work (UOW) is determined by
the AUTONLY parameter of the interface's CICSOPT macro.
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If TXNSHR=ON is specified, the default for AUTONLY is ON; otherwise it is OFF. An assembly error results if
TXNSHR=ON and AUTONLY=OFF are specified.

• DML=YES|NO
Determines whether the program linked with IDMSCINT can (YES) or cannot (NO) issue non-SQL DML statements.
YES is the default.

• EP1=first-entry-point-label
Identifies the name of the first entry point in the generated module. For first-entry-point-label, specify the name of the
first entry point. The default value is either the value given to module-name above or IDMSCINT if module-name is not
specified.

• EP2=second-entry-point-label
Identifies the name of the second entry point in the generated module. For second-entry-point-label, specify the name
of the second entry point.
Second Entry Point Considerations
– A second entry point is present only if the EXEC parameter described below specifies NO. In this case, if EP2 is not

specified, the default value is IDMSINC2.
– If the EXEC parameter is coded as YES, no second entry point is generated, and EP2 should not be specified.

• EXEC=YES|NO
Indicates whether the IDMSCINT module being generated is to be used with the CICS command-level interface.
– YES

Specify YES to indicate that the command-level interface is in use. YES is the default.
If EXEC=YES, name the module IDMSCINT to allow it to be autolinked with applications.

– NO
Specify NO to indicate that the command-level interface is not in use. EXEC=NO must be specified if installing the
CA IDMS DMS interface.
If EXEC=NO, name the module IDMSINC1 to allow the use of autolink.

• ONBACK
Specifies the action that should be taken for database sessions opened by a program linked with this IDMSCINT
module when they participate in a CICS backout operation.
– ROLLBACK

Specifies that database sessions should be terminated. This is the default.
– ROLLBACK-CONTINUE

Specifies that database sessions should continue but currencies freed.
– DEFAULT

Specifies that the backout action for sessions is determined by the ONBACK parameter of the interface's CICSOPT
macro.

• ONCOMT
Specifies the action that should be taken for database sessions opened by a program linked with this IDMSCINT
module when they participate in a CICS syncpoint operation.
– COMMIT-ALL

Specifies that database sessions should continue but currencies freed.
– COMMIT-CONTINUE

Specifies that database sessions should continue and currencies retained.
– FINISH

Specifies that database sessions should be terminated. This is the default.
– DEFAULT

Specifies that the commit action for sessions be determined by the ONCOMT parameter of the interface's CICSOPT
macro.

• SQL=YES|NO
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Determines whether the program linked with IDMSCINT can (YES) or cannot (NO) issue SQL DML statements. NO is
the default.

• SSC12=YES|NO
Determines whether the application program contains a PROTOCOL statement that specifies SUBSCHEMA-NAMES
LENGTH IS 18. If this is the case, specify YES.
Specify NO if the application program contains a PROTOCOL statement that specifies SUBSCHEMA-NAMES
LENGTH IS 16 or if the PROTOCOL statement does not contain a SUBSCHEMA-NAMES LENGTH clause.
Default: NO

• TXNSHR
Specifies whether database sessions opened by a program linked with this IDMSCINT module should share the same
transaction as other sessions started by the same CICS task.
– ON

Specifies that database sessions should share transactions.
– OFF

Specifies that database sessions should not share transactions. This is the default.
– DEFAULT

Specifies whether database sessions share transactions is determined by the TXNSHR parameter of the interface's
CICSOPT macro.

NOTE
For more information on transaction sharing, see the CA IDMS Database Administering section.

NOTE
The IDMSCINT macro allows other parameters which are not documented above. These parameters are
obsolete and are supported solely to maintain upwardly compatible syntax. Always take the default values.

Assembling and Link Editing IDMSCINT

This section contains the JCL to assemble and link edit the IDMSCINT module for z/OS and z/VSE operating systems.

z/OS IDMSCINT assembly and link edit

To assemble and link end IDMSCINT

1. Create a source module as follows:
         IDMSCINT idmscint-parameters
         END

2. Save the source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL from the

"Sample z/OS JCL" topic.
Substitute the name of your source member and insert the following binder statement:
 NAME idmscint(R)

4. Add the following statement to the link of each application program that accesses IDMS using this idmscint application
stub program. The CWADISP specified in the IDMSCINT parameters must match the CWADISP specified in the
CICSOPT parameters used in creating an IDMSINTC interface program:
INCLUDE idmscint

– idmscint
Specifies the name of your IDMSCINT interface module.

z/VSE IDMSCINT assembly and link edit

To create an IDMSINTC interface program under z/VSE:

1. Assemble and catalog an IDMSCINT program using the sample JCL from the "z/VSE Assemble JCL" section of the
"Sample z/VSE" topic.
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Modify the JCL by substituting the following in place of the Assembler input statements:
         PUNCH 'CATALOG idmscint.OBJ REPLACE=YES'                      
         IDMSCINT idmscint-parameters
         END 

2. Add the following statement to the link of each application program that accesses IDMS using this idmscint application
stub program. The CWADISP specified in the IDMSCINT parameters must match the CWADISP specified in the
CICSOPT parameters used in creating an IDMSINTC interface program:
INCLUDE idmscint

– idmscint
Specifies the name you choose for your IDMSCINT application stub program.

NOTE
You can have more than one application stub program with different names

IDMSINTL and IDMSCINL CICS Interface Macros

The functionality of the CICS IDMSINTL interface has been stabilized at the r16 level except that an optional OPTIXIT exit
point was added. For the applications that use this interface, we recommend using the IDMSINTC interface instead. You
do not have to change or relink the application programs that were using IDMSINTL to use IDMSINTC. You can create an
IDMSINTC interface module by compiling a CICSOPT with the same invocation parameters as the IDMSINTL interface
being replaced.

The IDMSINTL/IDMSCINL interface differs from the standard CICS interface (IDMSINTC/IDMSCINT) in the following
ways:

• Supports only native DML run-units using 16-character-format subschema controls. SQL, UCF, and Transparency
interfaces remain available only through the standard interface.

• An OPTIXIT is provided, but it has more limited capabilities than the OPTIXIT provided with for the IDMSINTC
interface.

• Each run-unit utilizes an ERE (External Request Element). The standard interface uses one ERE per CICS transaction
regardless of the number of run-units bound by that transaction.

• Task-level commands (COMMIT TASK, ROLLBACK TASK, FINISH TASK) are not supported.
• CA IDMS load libraries are not required at runtime.

Because this interface offers a minimal subset of the features available through the standard interface, its resource
requirements are therefore substantially reduced. Users with applications that demand no more than what this interface
offers can use it in place of the standard interface to reduce resource consumption in the CICS system. Applications that
need the full services of the standard interface can coexist freely in the same or different CICS systems.

IDMSINTL/IDMSCINL considerations

The following considerations apply to using IDMSINTL/IDMSCINL:

• Multiple copies of IDMSINTL and IDMSCINL can coexist within a single CICS region, but each must be associated with
a unique CWADISP.

• Existing applications linked with a pre-12.0 version of IDMSCINT be executed with a Release 12.01 or higher version
of IDMSINTC or IDMSINTL without relinking.

• Programs that share a single Subschema Control (SSC) must be linked with the same IDMSCINT or IDMSCINL stub
module, that is, you cannot mix invocations of IDMSINTC with IDMSINTL using the same SSC.

• Programs linked with a pre-12.0 version of IDMSCINT or any other version of IDMSCINL can be executed using an
IDMSINTC or IDMSINTL interface.
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IDMSINTL

IDMSINTL is intended for applications that execute navigational DML (nDML) only. Applications that require the additional
functionality such as SQL or mixed DML and SQL, must use IDMSINTC.

IDMSINTL contains an embedded TRUE exit that will abort (rollback) any un-FINISHed run-units at the end of the
transaction, but does not provide AUTOCMT (CICS SYNCPOINT interception) as does the standard interface.

Functions IDMSINTL performs at CICS startup

The functions performed by IDMSINTL vary based on whether a CA IDMS SVC is specified in IDMSINTL as follows:

• If a CA IDMS SVC is specified, IDMSINTL performs the following functions when CICS is started up:
a. Stores the address of the IDMSINTL entry point address table in the CWA
b. Returns control to CICS

• If a CA IDMS SVC is not specified, IDMSINTL performs the following functions when CICS is started up:
a. Opens and reads the SYSCTL file to obtain the necessary central version information (for example, the

CVNUMBER value of the DC/UCF system and the CA IDMS SVC number)
b. Stores the address of the IDMSINTL entry point address table in the CWA
c. Returns control to CICS

Automatically starting IDMSINTL

It is useful to have the IDMSINTL interface module started automatically at CICS startup time. To do this, perform the
following steps:

1. Code the following entry for IDMSINTL in the program list table:
 DFHPLT TYPE=ENTRY
        PROGRAM=IDMSINTL
 

2. Enter the name of the program list table (PLTPI) in the system initialization table.

If you don't have IDMSINTL started as a function of the CICS startup routine, be sure to execute the IDMSINTL interface
module before attempting communication with DC/UCF at runtime. To execute the IDMSINTL module, enter a TRANSID
that corresponds to the IDMSINTL module in the PCT tables.

To start up IDMSINTL automatically after control is given to CICS, perform the following steps.

1. Code the following IDMSINTL macro:
 PLT=NO,
 TRANSID=task-code 
 

2. Perform steps 1 and 2 above and define task-code in the program control table (PCT) to invoke IDMSINTL.

NOTE
For more information on the PCT table, see UCF Operations.

IDMSINTL processing at runtime

IDMSINTL must be resident in CICS and must be executed before the execution of any CA IDMS database application for
that run of CICS. Control passes from IDMSCINL to the main entry point to notify DC/UCF to perform a service requested
by the CICS user program.

IDMSINTL performs the following functions:
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• Allocates dynamic storage required to service the run-unit.
• Enables the recovery exit entry point for the current CICS task. The exit performs the necessary cleanup when the

CICS task terminates.
• Sends the request through the CA IDMS SVC to the DC/UCF region. IDMSINTL implicitly issues a CICS WAIT

command, which places the current task in a wait state until the request is serviced.
• Passes the requested database record and/or error status to the user program.

NOTE
For more information on runtime processing, see What Happens when a CA IDMS Instruction is Executed.

IDMSINTL Syntax
 ►►─┬───────────────┬─ IDMSINTL CWADISP=cwa-intc-address-displacement ─────────►
   ├─ module-name ─┤
   └─ IDMSINTL ────┘
 
 ►─ ,OPSYS=operating-system ──────────────────────────────────────────────────►
 
 ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ ,CVNUM= ─┬─ cv-number ─┬─┘
               └─ 0 ◄────────┘
 
 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,SVC= ─┬─ svc-number ─┬─┘
             └─ NO ◄────────┘
  ►─┬──────────────────┬───────────────────────────────────────────────────────►
   └─ ,SYSCTL=ddname ─┘
 
 ►─┬──────────────────────────────┬───────────────────────────────────────────►
   └─ ,TPNAME=system-name ────────┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   └─ ,NODENAM=(nodename ─┬─ ,ALWAYS ────┬─ ) ─┘
                          └─ ,DEFAULT ◄──┘
  ►─┬──────────────────────────────────────────┬───────────────────────────────►
   └─ ,DBNAME=(db-name ─┬─ ,ALWAYS ────┬── ) ─┘
                        └─ ,DEFAULT ◄──┘
 
 ►─┬───────────────────┬──────────────────────────────────────────────────────►
   └─ ,XA= ─┬─ YES ──┬─┘
            └─ NO ◄──┘
  ►─┬───────────────────────────────────┬──────────────────────────────────────►
   └─ ,ERRDCT= ─┬─ destination-name ─┬─┘
                └─ CSMT ◄────────────┘
 
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ ,PLT= ─┬─ YES ◄──┬┘
             └─ NO ────┘
 
 ►─┬──────────────────────┬───────────────────────────────────────────────────►
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   └─ ,TRANSID=task-code ─┘
 
 ►─┬────────────────────────┬─────────────────────────────────────────────────►◄
   └─ ,MACLVL= ─┬─ YES ◄──┬─┘
                └─ NO ────┘
 

IDMSINTL Parameters

• module-name
Identifies the CSECT name of the generated module.

• CWADISP=cwa-intc-address-displacement
Identifies the displacement within the CICS CWA of a fullword to hold the address of the IDMSINTL module. For cwa-
intc-address-displacement, specify a number of bytes (maximum value is 3584) or the name of a field within the CSA
copy book.
Considerations: The specified field must be on a fullword boundary within the CWA and must be the same value
given to the CWADISP parameter of the IDMSCINL macro.

• OPSYS=operating-system
Identifies the operating system under which the DC/UCF system will run.
Valid values for operating-system:
– OS390
– z/VSE
– DVS
– DS
– DOS
– DOSVS

• CVNUM=cv-number
Identifies the number of the DC/UCF system to be accessed from CICS. For cv-number, specify the number used for
the CVNUM parameter in the sysgen.

• SVC=svc-number
Identifies the number of the CA IDMS SVC. For svc-number, specify a value as follows:
– If no SVC is being used, or if using SYSCTL, specify NO.
– If an SVC is being used by the DC/UCF system, specify the SVC number.
The SVC parameter is required if no SYSCTL file is specified.

• SYSCTL=ddname
Identifies the ddname of the file containing DC/UCF system control information.
If no SVC (described above) is specified, the SYSCTL parameter is required. Likewise, if SYSCTL is desired, the SVC
parameter must be NO (SVC=NO).

• TPNAME=system-name
Specifies the name by which DC/UCF will identify all tasks running under this CICS system. If this parameter is
omitted, the four-character local system id of this CICS system will be used, thereby permitting this CICS interface
module to be used by multiple CICS systems. You may optionally specify a four-character name.
This name forms the first part of the local transaction ID for database requests. It also forms the first 4 characters of
the front end system ID for external request units. "BULK" is appended to system-name to form the front-end system
ID. The front-end system ID is used in determining the packet size for communications and may also be used as an
alternate task code for controlling external request unit processing.

• NODENAM=nodename
Identifies a system defined to the DC/UCF communications network to be contained in the IDMSINTL module and the
conditions under which programs signing on to the DC/UCF system will be directed to the named node for execution.
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For nodename, specify the 1- to 8-character name of a remote system. If the node name is not specified, the DC/UCF
obtains the appropriate node name from the application program or from the SYSCTL file (z/OS only).

• ALWAYS
Indicates that nodename is to override any node named by the program. Requests from programs signing on to DC/
UCF are always directed to the named node regardless of node name specifications made by the program.

• DEFAULT
Indicates that requests from programs signing on to DC/UCF are to be directed to the named node only if the program
does not name a node.

NOTE
Under z/OS and z/VSE, SYSCTL node name specifications can override IDMSINTL and program
specifications.

• DBNAME=db-name
Identifies the database (or data dictionary) name to be contained in the IDMSINTL module. This parameter also
identifies the conditions under which programs signing on to the DC/UCF system access the named database.
For db-name, specify the name of the database that programs are to access when running under the DC/UCF system.
If the database name is not specified, DC/UCF obtains the appropriate database name from the application program or
from the SYSCTL file (z/OS only).
– ALWAYS

Indicates that db-name is to override any database named by the program. Programs signing on to DC/UCF always
execute against the named database regardless of database name specifications made by the program.

– DEFAULT
Indicates that programs signing on to DC/UCF are to execute against the named database only if the program does
not name a database.

NOTE
Under z/OS and z/VSE, SYSCTL database name specifications can override IDMSINTL and program
specifications.

• XA=NO|YES
Designates whether the operating system is XA (YES) or not (NO).

• ERRDCT=destination-name
Identifies the CICS transient data destination to be used as the target for error messages produced by IDMSINTL. The
default destination-name is CSMT. Use another destination if you want to rout CA IDMS error messages to another
CICS destination. The DCT entry should be defined with a logical record length of at least 130 characters.

• PLT=YES|NO
Indicates how IDMSINTL starts up. YES indicates that IDMSINTL can start up as a PLT-invoked program. NO
indicates IDMSINTL always starts up as a user task once CICS start up is complete.

• TRANSID=task-code
Identifies the transaction coded in the program control table (PCT) as invoking IDMSINTL. task-code must be the
name of a task defined in the PCT table.

NOTE
For more information on the PCT table, see UCF Operations.

• MACLVL=YES|NO
This parameter is obsolete. Macro level programs are no longer supported in CICS.

Create an IDMSINTL Interface Program

This section contains the JCL to assemble and link edit the IDMSINTL module for z/OS and z/VSE operating systems.

z/OS IDMSINTL assembly and link edit
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To assemble and link edit IDMSINTL

1. Create an IDMSINTL source module as follows:
          IDMSINTL idmsintl-parameters
          END
 

2. Save the IDMSINTL source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL in the "Sample z/

OS JCL" topic.
Substitute the name of your IDMSINTL source member and insert the following binder statements:
  ORDER DFHEAI
  INCLUDE CUSTLIB(optixit)   (Optional)
  INCLUDE CAGJLOAD(IDMSLSTB)     
  ENTRY STARTUP
  SETOPT PARM(REUS=NONE,AMODE=31,RMODE=24) 
  NAME idmsintl(R)
 

– optixit
Specifies the name of your OPTIXIT exit routine.

– idmsintl
Specifies the name of your IDMSINTL interface load module.

z/VSE IDMSINTL assembly and link edit

NOTE
To create an IDMSINTL interface program under z/VSE:

1. Assemble and catalog an IDMSINTLoptions table using the sample JCL in the "z/VSE Assemble JCL" section of the
"Sample z/VSE JCL" topic.
Modify the JCL by substituting the following in place of the Assembler input statements:
 PUNCH 'CATALOG idmsintl.OBJ REPLACE=YES'     
          IDMSINTL idmsintl-parameters
          END
 

2. Link the IDMSINTL interface program using the sample JCL in z/VSE Link JCL.
3. Modify the JCL by substituting the following statements in place of the Linkage editor control statements:

  PHASE idmsintl,*
  INCLUDE DFHEAI            
  INCLUDE optiexit (Optional)
  INCLUDE IDMSLST6     
  INCLUDE DFHEAI0                 
  MODE    AMODE(31),RMODE(24)     
  ENTRY   STARTUP                 
 

– idmsintl
Specifies the name you choose for your IDMSINTL options table.

NOTE
You can have more than one options table with different names

– optixit
Specifies the name of your OPTIXIT exit routine.
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IDMSCINL

IDMSCINL is essentially a copy of the Release 10.2 IDMSCINT with the exception that the CICS CWA is located using
ADDRESS CWA. This makes IDMSCINL compatible with all releases of CICS.

You generate IDMSCINL at DC/UCF installation time. IDMSCINL must be link edited with each CICS user program that
accesses DC/UCF (including Assembler modules). IDMSCINL retrieves the entry point address of IDMSINTL from the
CWA and passes control to IDMSINTL. The module generated by the IDMSCINL macro is fully reentrant.

NOTE
For more information on runtime events, see What Happens when a CA IDMS Instruction is Executed.

To prepare an IDMSCINL macro, use the following syntax.

IDMSCINL Syntax
 ►►─┬───────────────┬─ IDMSCINL CWADISP=cwa-intc-address-displacement ────────►
   └─ IDMSCINT ◄───┘
 
 ►─┬────────────────────────────────┬────────────────────────────────────────►
   └─ ,EP1=first-entry-point-label ─┘
 
 ►─┬─────────────────────────────────┬───────────────────────────────────────►
   └─ ,EP2=second-entry-point-label ─┘
 
 ►─┬─────────────────────┬───────────────────────────────────────────────────►◄
   └─ ,EXEC= ─┬─ YES ◄─┬─┘
              └─ NO ───┘
 

IDMSCINL Parameters

• IDMSCINT
Identifies the CSECT name of the generated module. This tag is optional.

• CWADISP=cwa-intc-address-displacement
Identifies the displacement within the CICS CWA of a fullword that holds the address of the IDMSINTL module. For
cwa-intc-address-displacement, specify the same value given to the CWADISP operand of the IDMSINTL macro.

• EP1=first-entry-point-label
Identifies the name of the first entry point in the generated module. For first-entry-point-label, specify the name of the
first entry point. The default value is either the value given to module-name above or IDMSCINT if module-name is not
specified.

• EP2=second-entry-point-label
– This parameter is obsolete and should no longer be used.

• EXEC=YES|NO
Indicates whether the IDMSCINT module being generated is to be used with the CICS command-level interface.
– YES

Specify YES to indicate that the command-level interface is in use. YES is the default.
– NO

Specify NO to indicate that the command-level interface is not in use.

NOTE
This option should not be specified because macro level programs are no longer supported in CICS.
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Example Assembling and link editing IDMSCINL

This section contains the JCL to assemble and link edit the IDMSCINL module for z/OS and z/VSE operating systems.

z/OS IDMSCINL assembly and link edit

To assemble and link edit IDMSCINL

1. Create a source module as follows:
          IDMSCINL idmscinl-parameters
          END
 

2. Save the source module in your custom source library.
3. Assemble and link it into your custom load library by executing the "z/OS Assemble and Link-Edit JCL.

Substitute the name of your source member and insert the following binder statement:
  NAME idmscinl(R)
 

4. Add the following statement to the link of each application program that accesses IDMS using this idmscinl application
stub program. The CWADISP specified in the IDMSCINL parameters must match the CWADISP specified in the
IDMSINTL parameters used in creating an IDMSINTL interface program:
 INCLUDE idmscinl
 

– idmscinl
Specifies the name of your IDMSCINL interface module.

z/VSE IDMSCINL assembly and link edit

1. Assemble and catalog an IDMSCINL program using the sample JCL in the "z/VSE Assemble JCL" section of the
"Sample z/VSE JCL" topic.
Modify the JCL by substituting the following in place of the Assembler input statements:
 PUNCH 'CATALOG idmscinl.OBJ REPLACE=YES'                      
 IDMSCINL idmscint-parameters
 END 
 

2. Add the following statement to the link of each application program that accesses IDMS using this idmscinl application
stub program. The CWADISP specified in the IDMSCINL parameters must match the CWADISP specified in the
IDMSINTL parameters used in creating an IDMSINTL interface program:
 INCLUDE idmscinl
 

– idmscinl
Specifies the name you choose for your IDMSCINL application stub program.

NOTE
You can have more than one application stub program with different names.

DC/UCF Execution Mode in the CICS Environment
The DC/UCF region runs independently of the CICS monitor, but CICS programs use CA IDMS central version database
management services.

The following diagram shows the CICS monitor and the DC/UCF system:

┌───────────────────────────────────────────────────┐
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│                   SUPERVISOR                      │
├──────────────────────┬────────────────────────────┤
│ ┌────────────┐       │    ┌──────────────┐        │
│ │   DC/UCF   │       │    │   CICS       │        │
│ │ (Main task)│       │    │ (Main task)  │        │
│ │            │       │    │              │        │
│ │            │       │    ├──────────────┤        │
│ │            │       │    │  IDMSINTC    │        │
│ │            │       │    │    CICS      │        │
│ │            │       │    │  RESIDENT    │        │
│ │            │       │    │     TX       │        │
│ │            │       │    └──────────────┘        │
│ │            │       │                            │
│ └────────────┘       │                            │
│                      │                            │
│      P1              │                P2          │
└──────────────────────┴────────────────────────────┘

To operate CICS with DC/UCF

1. Start up the DC/UCF system.
2. Start up CICS following standard CICS operating procedures.

Dispatch priorities

You should assign DC/UCF a higher dispatching priority than CICS. If CICS has a higher priority, you run the risk, in
a busy system, of starting many more CICS tasks and of binding the DC/UCF transactions without giving DC/UCF
an opportunity to finish what was started. By having DC/UCF at a higher dispatching priority, work is more likely to be
completed in an efficient first in - first out (FIFO) method. In addition, there is less likelihood of exceeding the MAXERUS
task parameter limit and less likelihood of exceeding the MAXTASKS parameter limit on CICS when all the CICS tasks are
waiting on CA IDMS requests to finish.

Running Multiple CICS or DC/UCF Systems
Contents

Many configuration options are available when CA IDMS is integrated with CICS as follows:

• A single front-end CICS region can access multiple CA IDMS
• One CA IDMS system can be accessed by multiple CICS regions.

CICS System Name

An important consideration for successful two-phase commit operations between CICS and CA IDMS is that every CICS
system have a consistent name that is unique across all CICS systems accessing a central version.

The name of the CICS system is established as follows:

• The value in the CICS_NAME parameter specified in the SYSIDMS file included in the CICS startup JCL.
• If the CICS_NAME parameter is not specified, the value of the TPNAME parameter associated with the first IDMSINTC

interface started within a CICS system.
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If the CICS name is allowed to default to the TPNAME of the first CICS interface, all other IDMSINTC interface modules
started within the CICS system must have the same TPNAME value or they will fail with a K213 abend code.

When restarting a CICS system, its name must remain unchanged if it is involved in incomplete distributed transactions
still active on a central version. If the name is changed while such incomplete transactions exist, it may be necessary to
complete those transactions manually.

The description of the SYSIDMS parameter for specifying a CICS system name is as follows:

CICS_NAME=cics-name

• cics-name
Specifies a 1-4 character value that identifies the CICS system being started. It should be unique across all CICS
systems that may access the same central version.

Accessing Multiple CA IDMS Systems from a CICS Region

You can use the IDMSINTC interface program to access multiple CA IDMS back-end systems in the following ways:

• Traditional Method
This method uses a separate CICSOPT macro for each back-end. Each CICSOPT macro specifies a different
CWADISP and a unique SYSCTL value or a unique SVC/CVNUM combination. Each object module is linked with
the IDMSINTC load module (created during installation) as described in IDMSINTC to create a uniquely named load
module. Each interface program is invoked separately, creating multiple active interfaces. Each application program or
UCFCICS interface program is linked with an IDMSCINT module as described in IDMSCINT. The CWADISP specified
in the linked IDMSCINT module determines which IDMSINTC interface is used, and therefore, the CA IDMS back-end
is accessed.

NOTE
It is recommended that the same TPNAME value be specified ordefaulted for all IDMSINTC interfaces used
in a single CICS region. If different TPNAME values are used in two IDMSINTC interfaces in the same
region, then the CICS startup JCL must contain a SYSIDMS parameter that specifies a CICS_NAME value.

• Alternative Method
The method uses a single IDMSINTC interface in conjunction with the OPTIXIT or OPTIQXIT to access up to ten
CA IDMS back-end systems. All application programs are linked with an IDMSCINT module that specifies the same
CWADISP as the single IDMSINTC interface. The client-coded OPTIXIT or OPTIQXIT can use a variety of strategies
to select the appropriate back-end. These selection strategies include the following:
– Round-robin -- Selection is random. This is appropriate for a distributed processing application where multiple back-

ends access the same data.
– Database name -- Selection is based upon the database name specified in the BIND RUN UNIT
– Application or CICS transaction -- Selection is based on the application program name or CICS transaction.

NOTE
For more information on these exits, see OPTIXIT and OPTIQXIT.

Accessing One CA IDMS System from Multiple CICS Regions

When multiple CICS regions access one CA IDMS back-end system, the TPNAME value must be unique for each
front-end. Traditionally, this meant a different IDMSINTC load module was needed for each region. Now, the TPNAME
parameter can be omitted or specified as null on the CICSOPT macro invocation. In this case, the TPNAME is
automatically set to the CICS SYSIDENT value of the CICS region in which the interface program is executed. If the CICS
systems programmer assures that the SYSIDENT value is unique for each CICS system, one IDMSINTC interface module
can be used to access a given CA IDMS back-end from multiple CICS regions.
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Components of the CICS and DC/UCF Environment
When used with DC/UCF, the CICS operating environment contains the components listed below and shown in the
following diagram.

When CICS is used with DC/UCF, the CICS operating environment contains the following:

• CICS application programs
• CICS program interface module (IDMSCINT). IDMSCINT provides the necessary communication between the CICS

user program and the CICS TP-monitor interface module IDMSINTC (described below).
• CICS nucleus
• CICS common system area (CSA). The CSA includes a common work area (CWA) that contains a fullword pointing

to a table of addresses within IDMSINTC; the addresses in the table point to three entry points within IDMSINTC
(described below).

• CICS TP-monitor interface module (IDMSINTC). IDMSINTC allows CICS and DC/UCF to communicate at runtime.
• IDMSTRUE, the task termination exit

CICS Extended Addressing Considerations
The CA IDMS interface to CICS supports user programs running above the 16 megabyte line. In order to take advantage
of XA enhancements, the customer must be using an XA-compliant compiler.

In addition, the following steps are necessary to implement XA support for CICS programs invoking CA IDMS services:

1. Assemble IDMSINTC and IDMSCINT using the H Assembler program ASMA90.
2. Linkedit IDMSINTC as AMODE(31), RMODE(24).
3. Linkedit IDMSCINT as AMODE(31), RMODE(ANY).
4. Linkedit user programs as AMODE(31), RMODE(ANY).

The compiler option for dynamic areas in the user program may specify DATA(31).

NOTE
Program UCFCICS (UCF CICS front-end) must be AMODE(31), RMODE(24), and can only run below the line.

What Happens when a CA IDMS Instruction is Executed
The following diagram shows what happens when a CICS program executes a CA IDMS database instruction when using
the command-level interface.
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When DC/UCF is used with CICS, the IDMS communications block provides a 16-character field that CICS uses as a
work area. This field immediately follows the direct db-key (DIRDBKEY) field.
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NOTE
For information on using the IDMS communications block, see the DML Reference section for Assembler.

When the standard CICS interface (IDMSINTC) enters a CICS wait the type of wait is identified, which you can use to
diagnose unexplained processing delays.

The IDMSINTC interface specifies a NAME parameter when it issues an EXEC CICS WAIT. The value of this parameter
identifies the type of wait being done. The values for the NAME parameter are:

• IDMSDL1T
Task is waiting for CA IDMS DLI Transparency processing.

• IDMSSYNC
Task is waiting for two-phase commit synchronization to complete.

• IDMS EXT
Task is waiting for completion of a UCF or DML request to a CA IDMS back end.

Note: You can display the type of wait being done using CICS facilities such as CEMT INQ TASK.

Using the Various CICS Interfaces
The rules for choosing the CICS interface for application execution are as follows:

• Any application linked with a pre-12.0 version of IDMSCINT may only issue navigational DML requests and can be
executed with any of the CICS interfaces.

• Any application linked with IDMSCINL may only issue navigational DML requests and can be executed with any of the
CICS interfaces.

• Any application linked with the 12.0 or higher version of IDMSCINT may issue any supported CA IDMS request and
can be executed with IDMSINTC.

CICS Storage Protection with IDMSINTC and IDMSINTL
Beginning with Version 3.3 of CICS, IBM introduced storage protection. To use the features for RENTPGM and STGPROT
with programs that access CA IDMS using the IDMSINTC or IDMSINTL interfaces, certain procedures must be followed.

NOTE
TRANSACTION ISOLATION is NOT supported for CICS transactions thataccess CA IDMS using the IDMSINTL
interface. It is supported for transactions that use the IDMSINTC interface if the appropriate procedures are
followed.

CICS Setup Procedures

1. Ensure that IDMSINTC, IDMSINTL, and UCFCICS are linked with NORENT parameter.
2. The transactions that invoke the IDMSINTC and UCFCICS interfaces need to be defined with TASKDATAKEY=CICS.
3. The IDMSINTC and UCFCICS interface programs need to be defined with EXECKEY=CICS. Application programs

can be defined with EXECKEY=USER.
4. IDMSINTL needs to be defined with EXECKEY=CICS on z/OS systems and with EXECKEY=USER on z/VSE

systems.
5. The task that invokes IDMSINTL needs to be defined with TASKDATAKEY=CICS on z/OS systems and with

TASKDATAKEY=USER on z/VSE systems.
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DC/UCF Setup Procedures

The following procedures are required for z/OS operating systems. They are not required on z/VSE operating systems
because the primary key for each partition is unique.

1. Set up a PPT entry for the CV startup module (RHDCOMVS) to specify any KEY other than the CICS protect key
(usually 8). The key for the CV startup module should normally be 4.
For more information on specifying a CV startup key, see Storage Key Considerations for z/OS CSA subpools.

2. Set the CV SYSGEN SYSTEM statement STORAGE KEY IS parameter to any KEY other than the KEY specified for
item 1.

3. Link the CV STARTUP module in an APF authorized library. The CV STARTUP JCL should contain only this APF
AUTH library in the STEPLIB. Other loadlibs should be concatenated under CDMSLIB. Note that the STARTUP
module must reside in an authorized library, however, the load module may or may not be authorized (that is, linked
with AC(1)).
For more information, see Creating a Secured CA IDMS System on z/OS in the section "Getting Started" in the
Installing section -- z/OS.

CICS Threadsafe Support
Contents

CA IDMS is enhanced with CICS threadsafe support that allows threadsafe application programs to use multiple open
TCBs while accessing CA IDMS.

Threadsafe Concepts

CICS Transaction Server for z/0S (CTS) provides a method for multiple CTS transactions to run simultaneously on
separate TCBs. Application programs that are eligible to run in this mode are described as threadsafe. For more
information on the CTS threadsafe operation, see the appropriate IBM documentation. A brief overview of this IBM feature
as it relates to the CA IDMS interface is described in the next section.

Historically, all CICS application programs ran on the same TCB, which allowed only one program task to execute at any
given instant. While multiple tasks could be active, only one task could execute instructions on a CPU. Under CTS, IBM
has introduced the concept of threadsafe application programs that can be run on open TCBs, thus allowing multiple
programs to execute simultaneously on different CPUs.

A program that is declared with the CONCURRENCY(THREADSAFE) attribute is considered to be eligible to run on an
open TCB, but this attribute alone is not enough to cause the program to do so. Various conditions exist that cause a
threadsafe program to execute on an open TCB. Three of the most common cases are the following:

• Define an application program with the API(OPENAPI) attribute. This attribute is only available in CTS V3.1 and later.
• Invoke a Task Related User Exit (TRUE) that has been enabled with the API(OPENAPI) attribute.
• Access a DB2 database using DB2 Version 6 or later. This is a special instance of the previous case because DB2

executes as a TRUE exit.

When a task begins to run on an open TCB, it continues to run until one of the following occurs:

• A non-threadsafe command is executed
• An EXEC CICS RETURN is made to a non-threadsafe program
• A particular point is reached during CICS task termination processing

A threadsafe command is one which can be executed on an open TCB. A program defined as threadsafe can issue a
non-threadsafe command. However, issuing a non-threadsafe command causes the task to be switched to run on the QR
(single-threaded) TCB. This can cause performance degradation, particularly if a lot of TCB switching is done.
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If a threadsafe program defined with API(CICSAPI) is switched to the QR TCB, it stays there unless another OPENAPI
TRUE exit is invoked. If a threadsafe program defined with API(OPENAPI) is switched to the QR TCB, it switches back to
the open TCB when control is returned to the application program after execution of the non-threadsafe command.

CA IDMS Support for Threadsafe Applications

The CA IDMS interface modules that run in a CTS region have been enhanced to be threadsafe. Threadsafe application
programs, that is, programs defined with the CONCURRENCY(THREADSAFE) attribute can use this enhancement to
obtain increased throughput.

An application program that is running on an open TCB can access CA IDMS without switching to the single-threaded QR
TCB. A new option, TRUEAPI, is provided to allow the first CA IDMS access by a task to force a switch to an open TCB.
If the interface has been called by a program defined as threadsafe, the program continues to run on the open TCB after
return from the CA IDMS call. For more information on the TRUEAPI option, see IDMSINTC.

CTS has rules and guidelines on whether an application program can or should be defined with
CONCURRENCY(THREADSAFE) or API(OPENAPI) attributes or both. Before defining your own programs as
THREADSAFE or OPENAPI, be sure to consult the appropriate IBM documentation.

The use of CA IDMS with an otherwise threadsafe program does not cause integrity problems and can provide significant
performance improvement. Depending on the nature of the application, however, it may not improve performance and
could conceivably cause performance degradation. In addition, if a client-written application program is declared to be
threadsafe and the program itself violates the rules for threadsafe programs, the results are unpredictable.

NOTE
A few cases exist where the CA IDMS interfaceissues CICS commands that force a switch to the QR TCB. For
more information, see IDMSINTC Interface Considerations.

IDMSINTC Interface Considerations

You can enter the IDMSINTC interface program using one of the following methods:

• Through the PLT or by invocation of a transaction that starts the IDMSINTC interface. By invoking IDMSINTC in
this way, it is not threadsafe, so the program cannot be defined as THREADSAFE. See the sample definition of
PROGRAM(IDMSINTC) in member CICSCSD in the installed CA IDMS source library.

• Through a branch entry from the application program using the IDMSCINT stub program. This entry functions as an
extension of the calling program with the same program attributes. This includes the THREADSAFE and OPENAPI
attributes.

Except for a few cases, discussed in Non-threadsafe Instructions, the IDMSINTC interface does not issue any non-
threadsafe commands. Therefore, if IDMSINTC is entered on an open TCB, it stays on the open TCB throughout its
execution and return to the application program.

When a task makes its first CA IDMS call, IDMSINTC invokes the CA IDMS TRUE exit. This exit is always enabled with
the THREADSAFE attribute. The TRUEAPI=OPEN parameter is provided on the CICSOPT macro that causes the exit to
also be enabled with the OPENAPI attribute. For more information on the TRUEAPI parameter, see CICSOPT Syntax.

If TRUEAPI=OPEN is specified, the first CA IDMS call in each task causes a switch to an open TCB. If the application
program is defined as threadsafe, the interface continues to execute on that open TCB through its return to the application
program.

Non-threadsafe Instructions

A few cases exist where invocation of the CA IDMS interface from an application program causes a non-threadsafe
instruction to be issued. If the application program is defined as THREADSAFE, but not OPENAPI, the interface continues
to execute on the QR TCB through return to the application program. If the application program is defined as OPENAPI,
CICS switches to the QR TCB during execution of the non-threadsafe instruction and back to the open TCB after
completion of the instruction. The interface continues to run on the open TCB through return to the application program.
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The following cases can cause a non-threadsafe instruction to be issued:

• If the CICSOPT macro specifies a value other than IMMEDIATE on the TIMEOUT parameter, an EXEC CICS START
TRANSACTION is issued at task termination. This is not an important performance consideration because there will be
no return to an application program, and CICS always switches to the QR TCB at some point during task termination.

• If a ROLLBACK command is issued when AUTOCMT=ON is in effect, an EXEC CICS SYNCPOINT ROLLBACK is
issued.

• Certain error conditions can cause a message to be written using an EXEC CICS WRITEQ TD command. These
conditions are rare in a production system.

• If DEBUG=ON is specified in the CICSOPT macro or IDMSDBUG=ON is specified as a SYSIDMS runtime parameter,
various information is written using the EXEC CICS WRITEQ TD command. These options are usually used only
in special situations when Technical Support personnel need diagnostic information to resolve a problem. For more
information on using an alternative parameter value of DEBUG=QTS, see CICSOPT syntax.

CA IDMS Applications Which Must Not Be Declared Threadsafe

Some CICS application programs that access CA IDMS are not threadsafe. This can be the case even if these programs
do not violate any of the restrictions of CICS threadsafe processing. Unpredictable results can occur if such a program is
defined as THREADSAFE to CICS.

The limitations are as follows:

• Application programs that access CA IDMS via an IDMSINTL interface are not threadsafe.
• An early version of the release 12.0 IDMSCINT macro did not have the SSC12 parameter. An IDMSCINT application

stub program compiled with this version of the macro can be entered from an application program that uses either a
R10.2-format Subschema Control (with 16-character names) or a R12.0-format Subschema Control (with 18-character
names). Any such application program is not threadsafe.
Later versions of the IDMSCINT macro that do contain the SSC12 parameter do not cause a program to become non-
threadsafe. If a program is compiled with SUBSCHEMA-NAMES LENGTH IS 18, it must be linked with an IDMSCINT
module that was assembled specifying SSC12=YES.
If an application program is otherwise threadsafe, but it has been linked with an early R12.0 IDMSCINT module, the
program can be declared threadsafe if it is relinked replacing the old IDMSCINT module with one created with a new
IDMSCINT macro.

UCF Front-end ( UCFCICS) Considerations

The UCF Front-end program does not violate any threadsafe rules and can be declared as a THREADSAFE or OPENAPI
program. It does, however, issue various non-threadsafe commands, such as terminal I/O commands. Therefore, for best
performance, it should be defined with CONCURRENCY(QUASIRENTRANT).

Distributed Processing with UDASCIC Considerations

The distributed processing program created with the #UDASCIC macro rarely issues a non-threadsafe command and is a
good candidate to declare as a THREADSAFE or OPENAPI program. However, this program does issue a non-threadsafe
command when a 1473 Error-Status is received from the CA IDMS interface because of a MAXERUS condition on the CA
IDMS central version. In this case, the program waits by continuing to issue EXEC CICS DELAY INTERVAL(1) commands
until the condition is alleviated or 100 attempts have been made.

CICS Abort Session Program Considerations

The CICS Abort Session Program is created by compiling the #UCFCICZ program and can be declared as a
THREADSAFE and OPENAPI program.

The #UCFCICZ macro generates some code that is not compliant with the recommended usage with CICS Transaction
Server. This code can cause problems with applications that are associated with a bridge facility. To provide compatibility
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with previous methods of calling #UCFCICZ from CICS error programs, two new parameters are added to the #UCFCICZ
macro: PASSVAL and BRIDGE. To prevent the #UCFCICZ macro from issuing non-threadsafe commands, we
recommend that you compile it with the PASSVAL=TERMID parameter.

NOTE
For more information, see CICS Abort Session Program.

IDMSRSYN Resynchronization Program Considerations

IDMSRSYN is threadsafe, but because it issues non-threadsafe commands, it should not be defined as OPENAPI.

Implementing CA IDMS DMLO in Multiple CVs Under CICS
This section describes how to install CA IDMS DMLO on multiple CVs under CICS.

To install CA IDMS DMLO on multiple CVs

1. Create additional copies of the DMLO CICS front end load module by linking USDTPIF5 with the version of IDMSCINT
that interfaces with the desired CA IDMS CV. Name each DMLO front end with a unique suffix, for example,
USDTPIFA.

2. All CICS definitions for DMLO are provided in install member CAGJSAMP (USDCICS).  USDCICS should be input to
the CICS System Definition utility, DFHCSDUP.  If multiple USDTPIFx modules are created for access to multiple CVs
from a single CICS, definitions for program USDTPIF5 and transaction DMLO can be used as samples.

3. Add a unique transaction code to the PCT for each DMLO CICS front end module. The first three characters of the
transaction codes must be unique to CA IDMS DMLO. The fourth character of each transaction code must be unique
to for each front-end module. Distribution source library member USDPCT can be modified for this purpose.

NOTE
CA IDMS DMLO also delivers modules USDTPIF2 and USDTPIF3. Module names USDTPIF2 and USDTPIF3
cannot be used.

CICS Transient Data Queue Considerations

CA IDMS CSD File Transient Data Queue (TDQUEUE) for IDMSDBUG must be defined and opened for any tracing to
appear. The CICSCSD member in CAGJSRC contains the following definition for the TD queue:

 DEFINE TDQUEUE(DBUG)

        GROUP(IDMSGRP)

        TYPE(EXTRA)

        DDNAME(DEBUG)

        BLOCKSIZE(1024)

        RECORDSIZE(1020)

        RECORDFORMAT(VARIABLE)

        BLOCKFORMAT(UNBLOCKED)

        OPENTIME(DEFERRED)

        ERROROPTION(IGNORE)

        TYPEFILE(OUTPUT)

        DISPOSITION(SHR)

        DATABUFFERS(1)

 This Transient Data Queue can be opened at CICS startup by specifying OPENTIME(INITIAL) syntax. The
Transient Data Queue must be manually opened through CEMT SET TD(DBUG) or EXEC CICS SET TDQUEUE if
OPENTIME(DEFERRED) syntax is used in defining the TDQUEUE. 
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Tracing for a CICS Transaction

Tracing for specific CA IDMS DML or SQL programs in a CICS® transaction can be isolated without tracing all CA IDMS
programs running in CICS.

The SYSIDMS parameter IDMSIN01_ONLY causes DML or SQL tracing to be limited to programs that call IDMSIN01
specifying TRACE. 

Use IDMSIN01_ONLY with DMLTRACE=ON or SQLTRACE=ON. IDMSIN01 calls to activate or deactivate the trace can
be made at any time, and an active run unit is not required 

Tracing ends by calling IDMSIN01 specifying NOTRACE or when the transaction terminates. For more information about
activating or deactivating the DML or SQL trace, see https://techdocs.broadcom.com/content/broadcom/techdocs/us/en/
ca-mainframe-software/database-management/ca-idms-reference/19-0/callable-services-reference/idmsin01.html.

IDMS User Exits
Predefined user exits allow sites to call user-written routines (user exit routines) at predefined times during DC/UCF
system execution. User exits allow for a variety of site-specific processing, including security checks, automatic display of
system news at signon, and additional statistics collection.

For example, you can write a user exit routine that's executed immediately before system statistics are written to the log.
The user exit routine can read current statistics records, reformat and add to selected records, and send an additional
message to the log recording information of specific interest at your site.

Types of user exits

This section describes the following types of user exits that are available:

• DB exits allow users to receive control during database operations.
• DC/UCF exits allow users to receive control during system operations.
• CICS exits allow users to receive control during the processing of requests for CA IDMS data from a CICS Transaction

Server.
• Tools exits allow CA IDMS Tools to perform special processing.
• Numbered exits allow users to receive control during system operations and during execution of user-written programs.

Costs associated with user exits

Individual sites can use user exits to obtain information on the internal operations of CA IDMS, and, to some degree,
customize CA IDMS. Each site must evaluate whether the benefits associated with user exits outweigh the costs; the
costs include:

• Implementation and testing
• Performance
• Recompilation and retrofit in the event that CA IDMS managed control blocks change; this cost directly affects how

quickly a site can upgrade to a new release

Control blocks

To write user exit routines, you must be familiar with both the layout and runtime usage of control blocks. When a user exit
is called, the user exit routine can access information from system control blocks. During execution, a user exit routine
can return information to control blocks, for later use by other programs. The portion of a user exit routine that accesses
control blocks and registers must be coded in Assembler.

More Information
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• For more information on layouts and descriptions of system control blocks, see the Reference section and the CA
IDMS DSECT Reference section.

• For more information on using Assembler in the DC/UCF environment, see the CA IDMS DML Reference section for
Assembler.

Named User Exit Enablement

To facilitate applying system maintenance, user-written exits are linked separately from the code that invokes the exit.

All named user-written exits are linked with IDMSUXIT, which is a list of VCONs that address the exits to be invoked.
Numbered user exits, exits invoked in the CICS environment, the SVC exit, and exits that are loaded dynamically are not
linked with IDMSUXIT. To enable the use of other named exits, you need to link your exit module with IDMSUXIT and
place it in your custom load library, and then include this in your STEPLIB concatenation for batch jobs and in CDMSLIB
for Central Version startup.

You can determine the named exits that are enabled within a DC/UCF system using the DCPROFIL system task.

Entry Point Names
The following table identifies the exits that can be linked with IDMSUXIT and the name of the entry point that must be
used in each case.

Exit Entry Point Name
User ID exit for batch jobs using the 10.2 services interface BTCIDXIT
RELOAD error exit DBLUEREX
IDD batch compiler exit * IDDEXITB
IDD online compiler exit * IDDEXITO
ARCHIVE JOURNAL exit IDMSAJNX
IDMSCALC exit IDMSCLCX
IDMSDBIO duplex exit IDMSDPLX
IDMSDBIO IO statistics exit IDMSIOXT
IDMSDBIO I/O exit IDMSIOX2
IDMSDBIO journal exit IDMSJNL2
OLQ DML exit OLQDMLX
Schema batch compiler exit* SCHEXITB
Schema online compiler exit* SCHEXITO
Subschema batch compiler exit * SUBEXITB
Subschema online compiler exit * SUBEXITO
SYSGEN batch compiler exit * SGNEXITB
SYSGEN online compiler exit * SGNEXITO
Ticker exit TCKREXIT
User ID exit for batch jobs USRIDXIT
Wait exit WAITEXIT
Write to operator exit ** WTOEXIT
Write to operator reply exit ** WTOREXIT

* See the section Compiler Exits and Entry Points
**See the section Enabling WTOEXIT and WTOREXIT
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Compiler Exits and Entry Points

Each compiler calls separate exit entry points in each of the batch and online environments. If you have separate exit
modules for each compiler and each environment, you must change their entry points as indicated in the table in Entry
Point Names. There are two ways you can change an entry point:

• Change the entry point name in the source code and recompiling the program.
• Use appropriate binder directives to change the entry point name when including the exit module in the link of

IDMSUXIT.

We recommend changing the program source code and recompiling.

If you use the same exit module for more than one compiler or in more than one environment, you can continue to do so
by changing the exit module to include entry points for each of the compilers and environments in which the module is to
be used. Alternatively, you can use binder directives to change the name of one or more external references to match the
name of your module’s entry point in IDMSUXIT. We recommend changing your exit program.

WTOEXIT and WTOREXIT Implementation

There are three ways you can implement WTO and WTOR exits:

1. By linking your exit routines with IDMSUXIT.
2. By specifying the name of the WTO and WTOR exits using DC/UCF system startup parameters.
3. In z/VSE, by linking your exit routines as phases WTOEXIT and/or WTOREXIT.

NOTE
If the second or third technique is used, CA IDMS dynamically loads the exit modules during startup and ignores
any corresponding exit routine linked with IDMSUXIT.

For more information on using an OPS/MVS API rule as a replacement for the WTOEXIT, see the Appendix Sample OPS/
MVS API rule. This can lead to improved performance when using the CA IDMS zIIP feature.

Note: You must link your exit modules with IDMSUXIT if you want to invoke the WTO and WTOR exits in batch jobs.

IDMSUXIT Module Creation
To create an IDMSUXIT module, link each exit you want to activate with the IDMSUXIT object and name the resulting
module IDMSUXIT. If nothing is included, no named exits are active, which is equivalent to the installed version of the
module. See IDMSUXIT in the sample JCL in the installation file.

DB Exits
Contents

DB user exits allow the site to call site-specific database processing routines. You must associate each user exit routine
with a user exit entry point as described in the previous section. These entry points are predefined by the system.

To include a DB user exit routine in the system, do the following:

1. Code the routine based on the information presented in this section.
2. Link edit the entry point with IDMSUXIT.

At runtime, the system calls a user exit routine by means of the predefined entry point for the exit. After the exit routine is
performed, control returns to the calling module.

If you do not link edit a given user exit entry point with IDMSUSXIT, the user exit is bypassed at runtime, except for
WTOEXIT and WTOREXIT, which can be loaded dynamically. In this case, database operations continue without
interruption.
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DB user exits are listed in the following table and described individually after the table.

Registers 2 through 13: If any of these DB exits use registers 2 through 13, ensure that the exit routine saves and
restores the contents of these registers.

Entry point CA IDMS module Usage of exit
IDMSAJNX IDMSUAJN To review journal records
IDMSCLCX IDMSDBMS To compute a CALC key target page
IDMSDPLX IDMSDBIO To maintain duplicate journal and/or

database files
IDMSIOXT IDMSDBIO To read I/O statistics associated with a

database file
IDMSIOX2 IDMSDBIO To capture I/O statistics, maintain duplicate

database or journal files, to replace normal
I/O calls with calls issued by this exit

IDMSJNL2 IDMSDBIO To write a second journal file

IDMSAJNX

Entry point

• IDMSAJNX
IDMSUAJN calls this user exit immediately after a journal is archived (offloaded) from disk to tape.

Sample uses

IDMSAJNX can be called to review journal records to do the following:

• Collect statistics on database activities
• Collect audit trail information on database usage

Journal record control block

When IDMSAJNX is called, register 1 points to a fullword that contains the address of the journal record control block.
This control block is described by copybook #JTRDS.

More Information

• For more information on journaling and journal record types, see the Database Administering section.
• For more information on the layout of journal records, see the DSECT Reference section.

IDMSCLCX

Entry point

• IDMSCLCX
IDMSDBMS and IDMSUTIL call this user exit routine each time a program requests a CALC key target page.
The IDMSCLCX exit routine receives database information and the CALC key for the record. From this information, the
exit routine can calculate the target-page value.

Sample uses

IDMSCLCX can be called to perform a user-written CALC routine as follows:

• Access database and CALC information passed to IDMSCLCX without calculating a target page. To do this, the
IDMSCLCX exit routine:
a. Reads information passed by control blocks
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b. Prepares the system to execute the standard CALC routine by returning binary zeros to the target-page field in the
CALC key record control block

c. Returns control to IDMSDBMS
After control returns to IDMSDBMS, the standard CA IDMS CALC routine (IDMSCALC) is invoked if the target-page
field contains binary zeros.

• Compute a target CALC page. To do this, the IDMSCLCX user exit routine:
a. Computes a target page by using:

• Database definitions from the CALC key record control block
• The actual CALC key value from the CALC key control block

b. Returns the computed target-page number to the system. This is accomplished by placing the page number in the
target-page field of the CALC key record control block.

c. Returns control to IDMSDBMS.
The standard CA IDMS CALC routine is not invoked for the record when the target-page field returns with values other
than binary zeros.

Parameters

When IDMSCLCX is called, register 1 points to a parameter list that contains the following two fullword address constants
(ADCONs):

• The first address constant contains the address of the CALC-key record control block. This control block contains the
information listed below.

Field Field description
Target page (full word) Suggested page number for storage of the record occurrence

Initialized by the system to binary zeroes
High page (fullword) The number of the highest page on which the record occurrence

can be stored, as specified in the schema WITHIN clause
Low page (fullword) The number of the lowest page on which the record occurrence

can be stored, as specified in the schema WITHIN clause.
CALC-key length (halfword) The length, in bytes, of the CALC-key value
Record ID (halfword) The ID assigned to the record type in the schema.
Area name (16-byte alphanumeric field) The name of the area to which the record type is assigned

• The second address constant contains the address of the CALC-key control block. This control block contains the
CALC-key value, which is alphanumeric of varying length.

Considerations

When you define the IDMSCLCX routine to the operating system, remember that the routine must be reentrant if it will be
stored in the following areas:

• z/OS -- The link pack area (LPA)
• z/VSE -- The shared virtual area (SVA)

IDMSDPLX

Entry point

• IDMSDPLX
IDMSDBIO calls this routine:
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– At file open time
– At file close time
– At disk write time (twice for each disk write)
– At the time of an I/O error (when the SYNAD exit is called)

At disk write time, control passes to the IDMSDPLX entry point immediately before IDMSDBIO issues the WRITE. Then,
immediately after the WRITE, control passes again to IDMSDPLX before the #WAIT and CHECK macros are issued.

Sample uses

IDMSDPLX can be called to maintain duplicate database and/or journal files. The responsibilities of the IDMSDPLX user
exit routine include:

• Acquiring variable storage needed by the routine
• Defining and allocating duplicate files
• Opening, closing, and writing to the duplicate files
• Managing I/O, recovery, and archival of the duplicate files

Parameters

When the IDMSDPLX entry point is called, registers 1 and 13 point to the following information:

Register 1 points to a parameter list that contains the following information:

• Parameter 1 -- The exit function:
– 0 -- File open
– 1 -- File close
– 2 -- After disk write
– 3 -- Before disk write
– 4 -- When the SYNAD exit is called

• Parameter 2 -- The address of the current file control block (FCB) or journal control block (JCB).
The address (storage anchor) of user storage is given in the following locations:
– FCBUSER (fullword) in the FCB
– JCBUSER (fullword) in the JCB

• Parameter 3 -- The address of the global storage anchor (DMCUSR in the DSECT) in the DMCL table (DMC).
• Parameter 4 -- The address of the current buffer memory area (BMA).
• Parameter 5 -- The address of the fullword of reentrant storage. The storage is located in the work area of the

IDMSDBIO variable information block (VIB).
• Parameter 6 -- The address of the file status block (FST).

Register 13 points to the current entry in the task's TCE stack (as when a database procedure is called) for functions 0
through 3.

When function 4 "When the SYNAD exit is called", register 13 will point to 18 words in TCE. No stack size checking will be
in effect if a #GETSTK or #CALL is executed for this function.

Registers R8 through R14 should be preserved by the duplex exit for all functions and control should be returned through
R14.

Considerations

IDMSDBIO checks the availability of stack storage before calling IDMSDPLX (and before executing a WRITE). If sufficient
storage does not exist, IDMSDBIO abends the task thread that is currently writing to the database or journal. The TCE
stack size should be increased if this type of abend recurs.

Call IDMSDPLX by means of the following instruction:
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BALR R14, R15

Control is passed to the IDMSDPLX exit in 31-bit mode. Ensure the exit changes the AMODE to 24-bit mode before
issuing any I/O commands if EXCP-level I/O is not being used. Then ensure that the exit restores the previous AMODE at
the completion of the I/O command.

The z/OS operating system requires that all files be opened or closed by the address space or partition's main task. If the
IDMSDPLX exit will issue any OPEN or CLOSE macros for duplex files, it is the user's responsibility to insure that affinity
is set to the CV's main task. This is especially important when multitasking is employed by the CV. To set affinity, do the
following:

• If any DCBs or ACBs are opened by the exit, surround each OPEN with a pair of #AFFINITY macros as shown below:

#AFFINITY SET,SCA=MAINTASK,RGSV=...

OPEN...

#AFFINITY RELEASE,RGSV...

Multiple OPENs may be coded between the two #AFFINITY macros and code other than OPENs may be included, but
no CV or DC macros may be coded in the instruction path between the two #AFFINITY macros.

• Similarly, any OS CLOSE macros must be enclosed between a pair of #AFFINITY macros as shown below:

#AFFINITY SET,SCANUM=MAINTASK,RGSV=...

CLOSE...

#AFFINITY RELEASE,RGSV...

Multiple CLOSEs may be coded within a single pair of #AFFINITY macros but no CV or DC macros may appear
between them.

The 'RGSV=' parameter names any registers in the range 2 through 8, which should be preserved across the #AFFINITY
macro. For example, if you want to save registers R2 through R8, the parameter would be coded like this:

,RGSV=(R2-R8)

Individual registers can be saved by coding the desired registers separated by a comma (,):

,RGSV=(R3,R5)

IDMSIOXT

Entry point

• IDMSIOXT
IDMSDBIO calls this entry point before each disk read or write operation.
Sample uses:
The IDMSIOXT user exit can be called to capture I/O statistics associated with a database file.
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Parameters

When IDMSIOXT is called:

• Register 1 contains the address of a fullword that points to one of the following:
– File control block (FCB)
– Journal control block (JCB)

• Register 4 contains:
– 0 -- A read is being performed
– 4 -- A write is being performed

IDMSIOX2

Entry Point

• IDMSIOX2
IDMSDBIO calls this exit when any of the following occur:
– Prior to a file open command
– Prior to a file close command
– Prior to an I/O call (Both Read and Write)
– Prior to a #WAIT/CHECK on an I/O call
– After a #WAIT/CHECK on an I/O Call (indicating whether the I/O was successful or in error)
– When a read is satisfied from cache instead of doing an I/O
– After a write to cache call on a WRITE I/O

This exit is NOT called for native VSAM files.

Sample uses

You can use this exit as follows:

• In place of or in addition to the exits: IDMSDPLX, IDMSJNL2, and IDMSIOXT.
• Maintain a duplicate database and/or journal file.
• Capture I/O statistics.
• Replace the normal I/O calls that CA IDMS issues with I/O calls issued by the exit.
• Force a file into input mode.

Calling the exit

This exit uses standard CA IDMS/DC system mode calling conventions. Use a #CALL statement to call this exit. You must
compile the exit with the #MOPT ENV=SYS macro. The entry point must be defined using a #START macro and control
returned using a #RTN macro.

You should code the #START macro with the MPMODE=CALLER option to reduce call overhead and to preserve the
current MPMODE lock, if any, that may be held by the current task.

Using the exit with XA systems

On XA systems, the exit is called in Amode 31. If the exit issues CA IDMS/DC calls or when the control is returned, the
same Amode must be in effect.

Using the exit in multitasking systems

In a multitasking system, it is the exit's responsibility to establish affinity on the correct TCB before issuing OPEN and
CLOSE macros. You can use the #AFFINITY macro for this.

The only resources locked for the current task (TCE) are the storage owned by the current task, and in the case of an
open or close call, the FCB/JCB. It is the responsibility of the exit to control concurrent access to other resources.
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To avoid putting CA IDMS/DC into an opsys wait use the #WAIT macro on an ECB before doing any opsys function that
may wait on that ECB.

Shared or memory cache

If a file is defined to be in a shared cache (Parallel Sysplex environment) or memory cache, IDMSDBIO continues to read
from and write to the cache even if the physical I/O is suppressed by the exit. Depending on how you use the exit, this
may or may not be desirable. For instance I/O's written to a shadow file should not be written to a shared cache because
that could corrupt the primary file through another CV, but writing the same I/O's to a non-shared memory cache may be
desirable. It is the responsibility of the exit to disable undesirable caching at open time. You can do this by setting the
correct flags in #IOX2DS parameter list.

Pages in cache buffer

If a page being read is in a cache buffer, the physical I/O is bypassed. As a result, the calls to the Pre-Read and Pre-
Read-Check exits are not made. However, the Post-Read exit is called with a flag set in the parameter list indicating this
condition.

After a successful write, if the page is successfully written to the cache, the Post-Write exit is called a second time after
the cache write, with the IOX2CAC flag set. If the cache write fails, the write I/O error exit is called with the IOX2CAC flag
set, even if the I/O was successful and the Post-Write exit was called.

Prefetch enabled

When Prefetch is enabled for a file, multiple reads may be issued for a file before a CHECK is done. The work storage
associated with an I/O on the Pre-Read exit remains constant for the pre-read and post-read calls for the same I/O, but
other storage could change.

The Pre-Read exit precedes IDMSQSAM processing. If the Read is suppressed, it bypasses IDMSQSAM processing
as well as the normal Read. If IDMSQSAM finds the record, the Pre-Check exit is still called, but the I/O on the primary
file will have completed. If IDMSQSAM is enabled and the IOX2 exit is waiting on any I/O, it may negate the benefits of
IDMSQSAM.

When I/O to a primary file does not require a check macro to be issued, for example, VSAM under DOS or QSAM, the
Pre-Check exit is called anyway. In this case, a flag is set in the IOX2 parameter list indicating that the I/O is complete.

Input mode processing

A database file can be forced into input mode by using the Pre-Open exit to set the IOX2INPUT flag. The #IOX2DS copy
book documents this flag. The file is opened in input mode and remains that way even if writes are attempted on the file.
The Pre-Write exit can be used to intercept writes to the file; otherwise, any writes to the file will fail.

The Pre-Write exit can force the file to be reopened on the next write by setting the IOX2REOPEN flag. The file remains in
the current mode for the current write, but the next write closes and reopens the file. If the file is not forced to input mode
again, it is opened in update mode to satisfy the write.

User anchor words

The exit is provided with an address of a work field at the system level, another at the file level, and a third at the I/O
level. The exit should not rely on any of these work fields residing in a particular control block. The exit should use the
addresses provided in the parameter list.

We recommend that the work fields at the system level and the file level be used with the following rules:

• The word is used to anchor storage, not to store data.
• The storage should contain an 8-byte prefix:
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– CL4'xxxx' -- An eyecatcher unique to the storage.
– A(0) -- A "next" address for future storage.
– 0X -- User fields would follow.

• The first exit would anchor its storage in the word provided by the exit. If another exit also needed to anchor storage at
the same level, it would follow the chain of user storage blocks and chain its storage to the last block in the chain.

• The four-byte eyecatcher should be unique to each block of storage, so an exit can identify its own storage.
• Once allocated a storage block should not be deleted, as this could break the chain.

The I/O level work field remains constant for the life of an I/O, but it is not guaranteed to last beyond the Post-I/O exit call.
So you should not use this field to chain storage as you would with the more permanent work fields. The concern is that
as storage comes, goes, and is reused, it is difficult to maintain a reliable chain.

You should not issue #GETSTG statements for each I/O call because this can affect performance.

Register usage

The following are the standard IDMS/DC conventions:

• R15/R14 contain entry point and return addresses. These are automatically handled by the #START and #RTN
macros.

• R15 -- On Exit must contain a return code value.
• R13 -- Current stack pointer.
• R12 -- Base register for exit after #START.
• R11 -- A register automatically saved across DC calls.
• R10 -- CSA - Do not modify.
• R9 -- TCE - Do not modify.
• R8 -- R2 -- Available. They were saved prior to calling IDMSIOX2; no guarantee as to content.
• R1 -- Parameters - On entry.
• R0 -- No guarantee as to content.

Parameters

When the IDMSIOX2 exit is called, R1 points to a parameter list described by the #IOX2DS copy book. The parameter list
contains the following information:

• A function code defining when the exit was called:

0 -- Pre File Open

1 -- Pre File Close

2 -- Pre Read

3 -- Pre Read Check

4 -- Post Read

5 -- Read I/O Error

6 -- Pre Write

7 -- Pre Write Check

8 -- Post Write
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9 -- Write I/O Error.

• Flags that are used in some situations to coordinate control between IDMSDBIO and IDMSIOX2.
• The address of:

– A fullword associated with the system, for exit use.
– A fullword associated with the file, for exit use.
– A fullword associated with a specific I/O, for exit use.
– The current FCB/JCB.
– The IOP.
– A list of buffer addresses and RBNs to be read/written. The last pair is marked with the X'80000000' bit in the buffer

address.

Return codes

On return from the exit, R15 should contain one of the following values:

• 0 -- No Errors, Proceed with normal processing. Supported on all functions.
• 4 -- No Errors, Suppress next I/O function. Supported on the "Pre" functions; for example, pre-open, pre-read, pre-

check, etc.
• 8 -- I/O Error. Supported on I/O functions only. IDMSDBIO behaves as if an I/O error had occurred on this file, returning

a 30xx code to its caller.
• 12 -- Retry an I/O after an error. Supported on the I/O Error function only.

I/O error function

The IDMSIOX2 exit is called with the I/O Error function when an I/O error occurs on the primary file. No information on the
error is passed.

This function is provided so the IDMSIOX2 exit can Cleanup or Wait on a pending I/O. You can also use this function to
issue a request to retry the I/O. For example, suppose this exit were being used for duplexing. When the function requests
to try the I/O in error again, the exit could suppress the I/O to the primary file when it retries the I/O and satisfy it from the
duplex file.

Suppressing I/O

With the IDMSIOX2 exit, it is possible to suppress the I/O normally generated by IDMSDBIO. However it is the exit's
responsibility to handle the I/O itself.

For example the Pre-Read exit is called passing the address of a buffer and the RBN of the page that needs to be read
into that file. The exit could issue the read to a duplex file and suppress the read to the primary file.

When the Pre-Read-Check exit is called, the exit would #WAIT on the ECB associated with its read. When complete,
it could fill in the DBIO buffer and then suppress the DBIO CHECK. IDMSDBIO would then behave as if it had read the
block itself. The Post-Read exit would not be needed in this case and could simply return. Or it could verify that the
contents were in sync with its own version of the page.

IDMSJNL2

Entry point

• IDMSJNL2
IDMSDBIO calls this routine as follows:
– Once before the journal buffer is written to the standard journal file
– Once after the journal buffer is written to the standard journal file, which lets the exit know if the I/O to the standard

journal file was successful
– When the standard journal file is closed
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Control passes to the IDMSJNL2 entry point before the journal buffer is written to the standard journal file. At sites
where an IDMSJNL2 user exit routine is not used, the journal buffer is written only to the standard journal file.

Sample uses

IDMSJNL2 can be used to write a duplicate journal file to perform the following functions:

• Collect statistical information
• Copy journal records as they are being written
• Create a backup journal in case of a permanent I/O error on a disk journal file

To make output from an IDMSJNL2 user exit routine available to the ROLLBACK and ROLLFORWARD utility
statements, compile a DMCL module that defines an archive journal with a block size equal to the size of the blocks
written by the exit routine.

NOTE
For more information on these utilities, see the Administrating section.

Parameters

When IDMSJNL2 is called, register 1 points to a parameter list that contains the following information:

• Parameter 1 -- Points to an address constant that contains the address of the journal control block. This is the only
parameter passed if the high order bit is on. The length of the journal control block is always fixed and equals the
length of the journal record, as defined in the DMCL. The journal control block contains the information listed in the
following table.
Note: The journal control block resides in XA storage.

Field Field description
Block length (halfword) The length, in bytes, of significant journal data (see below)

contained in the journal control block.
This length includes the block-length halfword and the system-
reserved-area halfword.
The block length is -1 (negative one) if the standard journal file is
being closed.

(halfword) System-reserved area.
Journal data (one or more alphanumeric journal records) The journal records being written to the second journal file:

The length of the journal data section is fixed. The length equals
the buffer size, as described for the journal file in the DMCL,
minus 4 bytes.
The length of actual data in this section is given in the block length
halfword (see above).
If the journal data written to the journal control block does not
completely fill the journal data section, the rest of the section
contains undefined data.

• Parameter 2 -- Indicates if the standard journal file I/O was successful (0) or unsuccessful (X'00000BC3', which is
equivalent to error code 3011).

Considerations

Output produced by an IDMSJNL2 user exit routine cannot be used by the ARCHIVE JOURNAL utility or for automatic
recovery purposes.

The IDMSJNL2 user exit impacts the reentrancy of IDMSDBIO. If IDMSJNL2 performs an I/O function, the central version
does not service any active transactions until the I/O is completed.
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DC/UCF Exits

DC/UCF user exits allow the site to call site-specific system processing routines. You must associate each user exit
routine with a user exit entry point. These entry points are predefined by the system.

To include a DC/UCF user exit routine other than IDMSSVCX in the system, do the following:

1. Code the routine based on the information presented in this section.
2. Link edit the entry point with IDMSUXIT.

To include the IDMS SVC exit routine in the system on z/OS and z/VM systems, link it with the SVC as described in
IDMSSVCX." On z/VSE systems, assemble and link the exit routine as a standalone program.

At runtime, the system calls a user exit routine by means of the predefined entry point for the exit. After the exit routine is
performed, control returns to the calling module.

If you do not link edit a given user exit entry point with IDMSUXIT, the user exit is bypassed at runtime, except for
WTOEXIT and WTOREXIT, which can be loaded dynamically. In this case, system operations continue without
interruption.

DC/UCF user exits are listed in the following table and described individually after the table.

Entry point DC/UCF module Usage of exit
IDMSSVCX The CA IDMS SVC (or equivalent module) To capture transaction accounting statistics
TCKREXIT DC/UCF startup module To monitor time-related events
USRIDXIT IDMSSTRT, UCFCICS, or IDMSINTC To modify the user who is to sign on to the

DC/UCF system.
WAITEXIT DC/UCF startup module To monitor operating system waits
WTOEXIT IDMSOS00 or the DC/UCF startup module To review DC/UCF messages
WTOREXIT IDMSOS00 or the DC/UCF startup module To modify operator communications

IDMSSVCX

Entry point

• IDMSSVCX
IDMSSVCX is executed whenever an external request attempts to sign on to any DC/UCF system using the CA IDMS
SVC. IDMSSVCX is called when the external request attempts signon and is entered in the application program's
address space. For z/VM, IDMSSVCX is entered in the virtual machine that is running DC/UCF.

The exit permits you to write information to the following areas:

• z/OS and z/VSE -- To the extension of the external request element (ERE) in the CA IDMS SVC
• z/VM -- To the accounting interface for the z/VM system

The SVC exit can contain multiple routines that each update a new variable item in the SVX (described below). Each
routine should find the beginning of the SVX and then add the value in SVXAMTUS to find the location at which a
new item may be added. Before adding an item, be sure that the total extension length will not exceed the value in
ESESVCXLN. Even the first routine in the exit must use the existing value for the SVXAMTUS since some space in the
extension may have been reserved for internal CA IDMS items.

The total length of all the items added by the SVC exit, including the 4-byte fixed portion of each item, must be added
together to calculate the value for the SVCXLEN parameter on the #SVCOPT macro that is discussed in "Setting Up
Interpartition Communication and the SVC."

Sample uses
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IDMSSVCX can be used to do the following:

• Perform extended user processing of ERUS accounting data. For example, checking the time of day to verify that the
user/job is allowed to run at that time.

• Extract information from online programs. For example, CICS accounting information can be extracted from a CICS
program.

• Handle task statistics records. Information written to the ERE extension is passed to DC/UCF, and the first 40 bytes
of one item subsequently are written to the task statistics record in the system log file. After the log file has been
offloaded to an archive file, data extracted by the IDMSSVCX exit can be used to identify, sort, report on (using DC/
UCF statistics reports), and otherwise manipulate task statistics records.
If an item in the ERE extension has an item id of 'UA', the first 40 bytes of that item are written to the system log file. If
no item has an id of 'UA', then the first 40 bytes of the first item are used.
Task statistics must be enabled at system generation time, as discussed in Statistics.

ERE extension

The ERE extension consists of a 4 byte header followed by a variable number of entries. The header and variable entries
are defined by the SVX DSECT available in the installed source member #SVXDS. The DSECT is as follows:

********************************************************************
***                                                              ***
*  SVX:  SVC EXTENSION DSECT.                                      *
*                                                                  *
***                                                              ***
********************************************************************
SVX      DSECT
********************************************************************
* THE SVC EXTENSION HAS ONE HEADER, AS DESCRIBED BELOW.            *
* NOTE: TOTAL BYTES IN SVC EXSTENTION IS STORED IN ESESVXLN.       *
*       SO, NBR OF FREE BYTES = ESESVXLN - SVXAMTUS.               *
********************************************************************
SVXAMTUS DS    H               AMOUNT OF BYTES USED IN SVC EXTEN.
         DS    H               *UNUSED*
SVXFIXHL EQU   *-SVXAMTUS      LENGTH OF FIXED HEADER.
********************************************************************
* THERE ARE N ITEMS WITHIN THE EXTENSION, N > OR = 0.              *
*                                                                  *
* ADDRESS OF FIRST ITEM = A(ERE) + ESESOXOF + ESESOXLN + SVXFIXHL  *
* ADDRESS OF NEXT  ITEM = CURRENT_ADDR + SVXFIXIL + SVXITMLN       *
*                                                                  *
* "C" IN 1ST BYTE OF SVXITMID MARKS CA IDMS RESERVED ITEMS.        *
* USER DEFINED ITEMS MUST NOT HAVE "C" IN 1ST BYTE OF THE ID.      *
*                                                                  *
* IF AN SVCX ITEM EXISTS WITH AN ID OF "UA", THE FIRST 40 BYTES OF *
* THAT ITEM'S DATA GETS WRITTEN IN THE TASK STATISTICS RECORD.     *
* IF NO "UA" ITEM EXISTS, THE DATA FROM THE FIRST ITEMS GETS USED. *
*                                                                  *
* BEFORE LAYING DOWN A NEW EXTENSION, MAKE SURE THAT YOU DON'T     *
* EXCEED THE LENGTH STORED IN ESESVXLN.                            *
********************************************************************
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SVXITEM  DS    OH              ONE ITEM.
SVXITMLN DS    H               LENGTH OF SVXITEMD.
SVXITMID DS    CL2             ITEMS ID.
SVXUACCT EQU   C'UA'           ID LENGTH FOR USER ACCOUNTING DATA.
SVXFIXIL EQU   *-SVXITEM       LENGTH OF FIXED PART OF ITEM.
SVXITEMD DS    OC              ITEM DATA. LENGTH IS VARIABLE.
         EJECT

Parameters

The following registers pass values to IDMSSVCX:

• Register 1 (z/OS and z/VSE) provides addressability to the local request element (LRE).
Register 1 (z/VM) provides a parameter list of the following control blocks:
– Logical request element (LRE) address, at offset +0
– External request element (ERE) address, at offset +4
– External service element (ESE) address, at offset +8
– z/VM element (VME) address, at offset +12

• Register 2 (z/OS and z/VSE) provides addressability to the external service element (ESE).
• Register 5 (z/OS) provides addressibility to the SVX.
• Register 15 contains either of the following pieces of information:

– z/OS and z/VSE -- Provides addressability to the external request element (ERE)
– z/VM -- Contains the entry-point address

Considerations

A IDMSSVCX routine can be coordinated with the following two numbered exits, which are detailed in System-invoked
Numbered Exits.

• Exit 5 (task termination exit I) can be invoked to extract accounting data at run-unit signoff.
• Exit 14 (bind run unit and ready area exit) can be invoked to perform security checks when a BIND RUN UNIT or

READY AREA statement is issued. For example, exit 14 can cause a transaction to abort based on the job accounting
information collected through IDMSSVCX.

IDMSSVCX can use:

• Register 0
• Register 3
• Register 4 for non-z/OS systems
• Register 5
• Register 10 for z/OS systems

Return codes

None.

IDMSSVCX Examples

A sample IDMSSVCX macro appears below for z/OS, z/VSE, and z/VM operating systems. The sample is also available
in the installed CA IDMS source library. Tailor the sample for your operating system environment.

The exit routines in this sample macro extract information from the jobcard associated with each external request unit
signing on to the DC/UCF system.

z/OS sample IDMSSVCX user exit

               MACRO
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&NAME.          IDMSSVCX &VM=NO.,&SVCXLEN=0.,&VSE=NO.
         AIF   ('&VM'. EQ 'YES' AND '&VSE'. EQ 'YES').ERROR
         AIF   ('&VM'. EQ 'YES').VMXIT  ? VM EXIT
         AIF   ('&VSE'. NE 'YES').NOTVSE
****************************************************************
*                                                              *
*  ON ENTRY R1 = A(LRE)                                        *
*           R2 = A(ESE)                                        *
*          R13 = SAME AS WHEN SVC INVOKED                      *
*                 NOTE : FOR CICS THIS IS THE CSA ADDRESS      *
*          R15 = A(ERE)                                        *
*          R14 = RETURN ADDRESS                                *
*                                                              *
****************************************************************
*
SVX@DTLN EQU   16                  LENGTH OF DATA WE WANT TO STORE.
         USING ERE,R15
         USING ESE,R2
         USING LRE,R1
         AIF   ('&NAME'. EQ '').VSE2
&NAME.    CSECT
         AGO   .VSE2A
.VSE2    ANOP
IDMSSVCX CSECT
.VSE2A   ANOP
         BALR  R8,0
         USING *,R8
        PUSH  USING
         LA    R5,ERE              LOAD ERE BASE.
         AH    R5,ESESOXOF         POINT R5 TO
         AH    R5,ESESOXLN           SVC EXTENSION.
        USING SVX,R5              (SVX)
         LH    R3,SVXAMTUS         GET AMOUNT USED.
         LA    R4,0(R3,R5)         POINT R4 TO UNUSED AREA.
        USING SVXITEM,R4          (SVXITEM)
         AH    R3,=AL2(SVX@DTLN+SVXFIXIL) ADD IN WHAT WE WANT.
         CH    R3,ESESVXLN         IF USED+WANTED > SVX LENG
         BH    SVX@END             THEN: END WITHOUT ADO.
         STH   R3,SVXAMTUS             NEW AMOUNT USED.
         MVC   SVXITMLN,=AL2(SVX@DTLN) ITEM'S LENGTH.
         MVC   SVXITMID,=AL2(SVXUACCT) ITEM'S ID.
*
**************************************************************
* GET THE ACCOUNT INFORMATION AND MOVE IT INTO THE DATA AREA *
* OF THE SVXITEM THAT R4 POINTS TO.                          *
**************************************************************
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*
            SPACE
         CLC   =C'VME',LREID       COMING FROM VM ?
         BNE   DSVX01              NO
*
         USING VME,R1
         MVC   SVXITEMD(8),VMEUSER MOVE VM USER NAME
         MVI   SVXITEMD+8,C' '
         MVC   SVXITEMD+9(SVX@DTLN-9),SVXITEMD+8 CLEAR REST
         USING LRE,R1
         BR    R14                 EXIT
*
DSVX01   DS    0H
         L     R3,X'14'            LOAD CURRENT COMREG AREA
         LTR   R3,R3               VALID ADDRESS?
         BZR   R14                 ..NO GOOD - MUST BE LOST
*
         USING COMREG,R3           (COMREG)
         L     R3,JAPART           GET JOB PARTITION TABLE
         LTR   R3,R3               ANY ADDRESS?
         BZR   R14                 NO - EXIT
         DROP  R3                  (COMREG)
*
         USING JPT,R3              (JPT)
         CLC   JPTUFLD,=CL16' '    ANY USER = DATA
         BER   R14                 ..NO - EXIT
         CLC   JPTUFLD,=16X'00'    IS MEMORY NULL
         BER   R14                 ..YES - NO FIELDS TO MOVE
         MVC   SVXITEMD(SVX@DTLN),JPTUFLD MOVE ACCOUNT INFO TO EXT
*
SVX@END  DS    0H
         BR    R14                 RETURN
*
         LTORG
*
         #REGEQU
         MAPCOMR
*
JPT      DSECT                                                mm/dd/yy
JPTUFLD  EQU   JPT+56              16 BYTES OF ACCOUNTING INFO
*
         COPY  #LREDS
         COPY  #EREDS
         COPY  #ESEDS
         COPY  #SVXDS
         MEXIT
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.NOTVSE  ANOP
         COPY  #EREDS
         COPY  #ESEDS
         COPY  #SVXDS
               #REGEQU
IDMSSVCX CSECT
***********************************************************************
*  This code is executed for non z/VSE and z/VM systems. It supports the
*  the following systems: z/OS (all flavors).
*
*  Register utilization is as follows:
*     R1  - Points to the LRE.
*     R2  - Points to the ESE.
*     R3  - Used to get to the account info.
*     R4  - Used to return to IDMSMSVC.
*     R5  - Points to the SVX.
*     R10 - Points to the SVXITEM.
*     R12 - Bases the exit code.
*     R14 - Must not be modified.
*     R15 - Points to the ERE.
*
***********************************************************************
               SPACE
SVX01000 DS    0H
         BALR  R12,0
        USING *,R12
        USING ESE,R2
        USING SVX,R5                   R5 POINTS TO THE SVC EXTENSION
               SPACE
         B     SVX01100                Skip over the eyecatcher.
         DC    CL8'IDMSSVCX'           Eyecatcher for dump reading.
               SPACE
SVX01100 DS    0H
         LH    R3,SVXAMTUS             GET AMOUNT USED.
         LA    R10,0(R3,R5)            POINT R10 TO UNUSED AREA.
        USING SVXITEM,R10              R10 POINTS TO SVXITEM
         AH    R3,=AL2(SVX@DTLN+SVXFIXIL) ADD IN WHAT WE WANT.
         CH    R3,ESESVXLN             IF USED + WANTED > SVX LENGTH
         BH    SVX@END                 THEN: END WITHOUT ADO.
         STH   R3,SVXAMTUS             NEW AMOUNT USED.
         MVC   SVXITMLN,=AL2(SVX@DTLN) ITEM'S LENGTH.
         MVC   SVXITMID,=AL2(SVXUACCT) ITEM'S ID.
               SPACE
**************************************************************
* Get the account information and move it into the data area *
* of the SVXITEM that R10 points to.                         *
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**************************************************************
               SPACE
         L     R3,X'B4'(,R9)           PICKUP A(JSCB)
         L     R3,X'104'(,R3)          R3---JCT-X'10'
         LA    R3,X'10'(,R3)           R3---JCT
         L     R3,X'28'(,R3)           R3---ACT
               SPACE
         SRL   R3,8                    MOVE ADDR OVER
         MVC   SVXITEMD(SVX@DTLN),X'31'(R3)    MOVE ACCOUNT INFO TO EXT
               SPACE
SVX@END  DS    0H
         BR    R4                      RETURN TO IDMSMSVC
SVX@DTLN EQU   40                  LENGTH OF DATA WE WANT TO STORE.
        DROP  R5,R10                   (SVX)  (SVXITEM)
         MEXIT
.VMXIT   ANOP
***********************************************************************
*  SVC EXIT FOR VM STARTS HERE.  WHEN INVOKED BY IDMSUSVC REGISTER
*  CONTENTS WILL BE AS FOLLOWS:
*        R1  ─► PLIST OF FOLLOWING FORMAT
*              +0 A(LRE)
*              +4 A(ERE)
*              +8 A(ESE)
*              +C A(VME)
*        R13 ─► STANDARD OS SAVE AREA
*        R14 ─► RETURN ADDRESS
*        R15 ─► ENTRY POINT ADDRESS
*
*  WE WILL ESTABLISH R12 AS BASE REGISTER WITHIN OUR CODE.
*  PUSH AND POP ASSEMBLER DIRECTIVES ARE USED TO SAVE AND
*  RESTORE THE BASE.
*
*  RETURN IS MADE VIA R14.  SET R15 TO A NON-ZERO VALUE IF
*  THE RUN UNIT IS TO BE ABENDED.
***********************************************************************
         SPACE
         PUSH  USING
         ENTRY SVCEXIT
        USING SVCEXIT,R15
SVCEXIT  B     VM&SYSNDX.
         DC    H'&SVCXLEN'.
VM&SYSNDX. DS   0H
        DROP  R15
         LR    R12,R15       ESTABLISH BASE
        USING SVCEXIT,R12
         L     R3,4(R1)      R3 ─► ERE
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         L     R4,8(R1)      R4 ─► ESE
        USING ERE,R3
        USING ESE,R4
         LA    R5,ERE
         AH    R5,ESESOXOF
         AH    R5,ESESOXLN
        USING SVX,R5              (SVX)
         LH    R2,SVXAMTUS         GET AMOUNT USED.
         LA    R5,0(R2,R5)         POINT R5 TO UNUSED AREA.
        DROP  R5
        USING SVXITEM,R5          (SVXITEM)
         AH    R2,=AL2(SVX@DTLN+SVXFIXIL) ADD IN WHAT WE WANT.
         CH    R2,ESESVXLN         IF USED+WANTED > SVX LENG
         BH    SVX@END             THEN: END WITHOUT ADO.
         STH   R2,SVXAMTUS             NEW AMOUNT USED.
         MVC   SVXITMLN,=AL2(SVX@DTLN) ITEM'S LENGTH.
         MVC   SVXITMID,=AL2(SVXUACCT) ITEM'S ID.
         L     R2,0(R1)      R2 ─► LRE
        USING LRE,R2
*********************************************************************
* R5 NOW POINTS AT THE ERE EXTENSION ITEM.                          *
*    INSERT ADDITIONAL CODE TO PROCESS THE REQUEST AND SET          *
*    THE RETURN CODE FOLLOWING THIS COMMENT BLOCK.                  *
*********************************************************************
SVX@END  DS    0H
         LA    R15,0
         BR    R14
        DROP  R12,R2,R3,R4,R5
        POP   USING
.ERROR   ANOP
         MNOTE 8,'&VSE=. AND &VM=. CAN NOT BE BOTH SPECIFIED AS YES'
         MEND
/*

Steps to Add IDMSSVCX to Your System

Perform the following steps to add IDMSSVCX to your system:

1. Code SVC exit parameters
2. Modify the sample IDMSSVCX macro
3. Make the IDMSSVCX module available
4. Link edit IDMSSVCX

Code SVC Exit Parameters
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Code SVC exit parameters appropriate to your operating system to specify that the IDMSSVCX exit is used at the site:

Operating System SVC Exit Parameter
z/OS Specify the following parameter in the #SVCOPT macro

SVCXLEN; specify, in bytes, the length of the ERE extension
z/VSE Specify the following parameter in the #DEFSVC macro when

IDMSVCTB is generated:
SVCXNAME; specify the name of your SVC user exit module
SVCXLEN; specify, in bytes, the length of the ERE extension

z/VM Specify the following parameters in the IDMSSVCX macro:
VM=YES
SVCXLEN; specify, in bytes, the length of the ERE extension

NOTE
For more information on SVC exit parameters, see the documentation for your system's CA IDMS SVC macro in
"Setting Up Interpartition Communication and the SVC."

Modify the sample IDMSSVCX macro

Modify the sample IDMSSVCX macro to add any site-specific logic such as site-coded validation or accounting routines.

Make the IDMSSVCX module available

Make IDMSSVCX available, as follows:

• z/OS -- After modifying the IDMSSVCX macro, assemble and link it into your custom load library by executing the z/OS
Assemble and Link-Edit JCL (see "Sample z/OS JCL"). Include your IDMSSVCX load module when creating the IDMS
SVC.

• z/VM -- Create an Assembler source module that invokes the IDMSSVCX macro. This module can contain other exits
to simplify maintenance.

• z/VSE -- Assemble and link IDMSSVCX as a stand-alone phase.
a. Assemble and catalog the module using the sample JCL from the "z/VSE Assemble JCL" section of the "Sample z/

VSE JCL" topic.
Modify the JCL by substituting the following in place of the Assembler input statements.

NOTE
You must first place your modified IDMSSVCX macro in your idms.sublib.

PUNCH 'CATALOG idmssvcx.OBJ REPLACE=YES'
IDMSSVCX VSE=YES
END

b. Link the IDMSSVCX program using the sample JCL in "z/VSE Link JCL."
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
PHASE IDMSSVCX
INCLUDE idmssvcx
ENTRY IDMSSVCX

• idmssvcx
Specifies the name of the object module created by the assembly.

TCKREXIT

Entry point

TCKREXIT
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This exit is called whenever the ticker interval expires. The ticker interval is established at system generation time by the
TICKER INTERVAL parameter of the SYSTEM statement.

Sample uses

TCKREXIT can be used to monitor time-related events.

Considerations

This exit routine must not destroy the contents of registers 8 through 15. Note that no save area is passed in register 13.

Call this exit by using the following instruction:

BALR R14,R15

Parameters

None.

Return codes

None.

USRIDXIT

Entry point

USRIDXIT

Linking USRIDXIT

USRIDXIT can be linked with the following programs:

• IDMSUXIT for access from batch or from a TSO front-end.
• UCFCICS for UCF access from a CICS Transaction front-end. For more information, see the sample link-edit JCL in

"CICS Front-end JCL."
• IDMSINTC for DML or SQL access from a CICS Transaction Server front-end. For more information, see the sample

link-edit JCL in "IDMSINTC."

Description

Called whenever an automatic signon to a DC/UCF system is to be performed from a non-DC/UCF front-end.

Parameters

When USRIDXIT is called, register 1 points to the SON. The SON is described by the #SONDS DSECT.

Considerations

Two sample source modules are suppplied in the installed IDMS source library: USRIDXIT and USRXCICS. The
USRIDXIT source is suitable for batch and TSO access. It can also be used for UCF, DML, or SQL access from CICS
provided that there is no need to code EXEC CICS commands in the exit. This will be the case at most CICS sites.

If it is necessary to code EXEC CICS commands, base your exit on the sample in source member USRXCICS. In all
cases, compile the exit as a stand-alone load or object module as documented within the sample source member. The
exit must have an ENTRY or CSECT name of USRIDXIT. Then link the exit with the appropriate system module as
documented under Link edit with.

It may be desirable to have a different exit for TSO access and for batch access. In that case, make sure that a different
copy of IDMSUXIT is used in each environment and that an appropriate version of the exit (or no exit) is linked with each
copy.

Return codes
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None.

WAITEXIT

Entry point

WAITEXIT

This exit is called whenever DC/UCF is about to issue an operating system WAIT, indicating that no DC/UCF tasks are
ready to execute.

Sample uses

WAITEXIT can be used to monitor the activity of the DC/UCF system.

Considerations

The exit routine can use registers 0 through 5 only. Note that no save area is passed in register 13.

Call this exit by using the following instruction:

BALR R14,R15

Parameters

One parameter is passed: the operating system event control block (ECB) list.

Return codes

None.

WTOEXIT

Entry point

WTOEXIT

Linking WTOEXIT

WTOEXIT can be linked as follows:

• With IDMSUXIT
• As a stand-alone load module and specify its name on the runtime options in the startup JCL.
• On z/VSE: link WTOEXIT as a standalone phase in a library that is searched at CV startup. Name the phase

WTOEXIT so that the phase is recognized by the CV.

WTOEXIT is called each time a message is routed to the console. Control is passed to the entry point before the message
is written to the console. By using this user exit, it is possible to:

• Review, alter, redirect, and suppress the text of messages written to the operator's console.
• (Under z/OS) Review, alter, redirect, and suppress the WTO DESC and ROUTCDE values of all messages written to

the operator's console.

Sample uses

WTOEXIT can be called to perform the following activities:

• Automatically offload the disk journal file when it becomes full. To do this, WTOEXIT:
a. Evaluates messages, looking for messages indicating that the disk journal file is full
b. Passes control to a subroutine that invokes ARCHIVE JOURNAL
c. Receives control back from the subroutine
d. Returns control to the system
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Sample WTOEXIT routines that perform this processing are shown later in this discussion for z/OS and z/VSE
operating systems.

• Perform site-specific functions in response to particular DC/UCF messages.
Note that altered system messages are not, under any circumstances, written to the DC/UCF log file. System
messages are written to the log as they are originally issued.

For more information about using an OPS/MVS API rule as a replacement for the WTOEXIT, see "Sample OPS/MVS API
rule." This can lead to improved performance when using the CA IDMS zIIP feature.

Parameters

When the WTOEXIT entry point is called, register 1 contains the address of the WTO message control block. The layout
of this control block depends on the operating system in use. For, z/OS, z/VSE, and z/VM the following table shows the
layout of this control block:

Field Field description
Message length (halfword initialized to 130 by the startup module) The length, in bytes, of the message to the console.
(halfword) z/OS and z/VSE only

System-reserved area.
Message text (132-byte alphanumeric field) The text of the message to the console.

Do not adjust the message-length field in the WTO control block,
even if the text length changes when the text is altered. When the
return code is set to zero, DC/UCF adjusts the field by ignoring
trailing blanks.

WTO DESC (halfword) z/OS and z/VSE only
The value of the WTO descriptor code that would be in effect if the
standard z/OS or z/VSE WTO macro were invoked.

WTO ROUTCDE (halfword) z/OS and z/VSE only
The value of the WTO route code that would be in effect if the
standard z/OS or z/VSE WTO macro were invoked.

Considerations

To call WTOEXIT in local mode, link edit WTOEXIT with IDMSUXIT. Calling conventions for local mode are the same as
for central version.

Return codes

Before returning to the calling module, WTOEXIT places a return code of 0 or 4 in register 15:

• 0 -- The message text (altered or unchanged) is to be written to the console.
• 4 -- The message text is not to be written to the console.

WTOEXIT Examples

Sample Assembler WTOEXIT user exit routines appear below for z/OS and z/VSE operating systems. The corresponding
source can be found in the installed source library. For a sample z/VM WTOEXIT routine, see the Installing section -- z/
VM.

In each of these routines, WTOEXIT tests each DC/UCF message to see if it requests the ARCHIVE JOURNAL utility
statement:

• If the message does request ARCHIVE JOURNAL, the exit routine:
a. Invokes the ARCHIVE JOURNAL utility statement
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b. Sets register 15 to 4, indicating that the DC/UCF message is not to be written to the console
• If the message does not request ARCHIVE JOURNAL, the exit routine sets register 15 to 0, routing the message to the

console.

z/OS sample WTOEXIT user exit

*PROCESS OVERRIDE(NORENT)                                                       
WTO      TITLE 'CA IDMS WTO EXIT FOR PLOG, PTRC AND AJNL'                       
*                                                                               
* NOTE: THIS ROUTINE IS NOT REENTRANT.  HOWEVER, THE ONLY MESSAGES              
*    WE'RE DOING SOMETHING WITH ARE ALWAYS OUTPUT BY RHDCWTL, WHICH             
*    IS HOLDING AN MPMODE LOCK (DC AT THE TIME OF THIS WRITING).                
*    THEREFORE, NO PROBLEMS WILL EXIST.                                         
*    THIS ROUTINE MUST BE MADE REENTRANT IF ANY MESSAGES OTHER THAN             
*    THOSE GENERATED THROUGH #WTL ARE TO BE PROCESSED.                          
*                                                                               
WTOEXIT  CSECT                         WRITE TO OPERATOR EXIT                   
         PRINT NOGEN                                                            
R0       EQU   0                                                                
R1       EQU   1                                                                
R2       EQU   2                                                                
R3       EQU   3                                                                
R4       EQU   4                                                                
R5       EQU   5                                                                
R6       EQU   6                                                                
R7       EQU   7                                                                
R8       EQU   8                                                                
R9       EQU   9                                                                
R10      EQU   10                                                               
R11      EQU   11                                                               
R12      EQU   12                                                               
R13      EQU   13                                                               
R14      EQU   14                                                               
R15      EQU   15                                                               
         STM   R14,R12,12(R13)         SAVE REGISTERS                           
         LR    R3,R15                  R3 IS PROGRAM BASE                       
         USING WTOEXIT,R3                                                       
         LR    R4,R1                   R4 IS MESSAGE CONTROL BLOCK              
         USING WTOMCB,R4                    BASE                                
         LA    R15,RUNAJNL                                                      
         CLC   WTOMTEXT(13),=C'IDMS DC205003' IF JOURNAL MESSAGE                
         BE    SAVEREGS                                                         
         LA    R15,TSTFULL                                                      
         CLC   WTOMTEXT(13),=C'IDMS DC050001'    IF LOG MESSAGE                 
         BE    SAVEREGS                                                         
         LA    R15,RUNPLOG                       RUNPLOG IF FULL                
         CLC   WTOMTEXT(13),=C'IDMS DC050004'    LOG FULL?                      
         BE    SAVEREGS                                                         
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         CLC   WTOMTEXT(13),=C'IDMS DC286003'    FORCED OFFLOAD?
         BE    SAVEREGS
         LA    R15,TRCTEST                                                      
         CLC   WTOMTEXT(13),=C'IDMS DC050024'    IF TRC MESSAGE                 
         BE    SAVEREGS                                                         
         LA    R15,TRCRUN                        RUNPTRC IF FULL                
         CLC   WTOMTEXT(13),=C'IDMS DC050027'    TRC FULL?                      
         BE    SAVEREGS                                                         
         B     RETURNLM                                                         
*                                                                               
SAVEREGS DS    0H                                                               
         ST    R13,SAVEAREA+4               AND SET BACKWARD                    
         LA    R12,SAVEAREA                 AND FOREWARD CHAINS                 
         ST    R12,8(R13)                                                       
         LR    R13,R12                                                          
         BR    R15                     OFF TO THE REQUESTED ROUTINE             
*                                                                               
RUNAJNL  LA    R0,0                                                             
         L     R15,=A(SETAMODE)                                                 
         BALR  R14,R15                                                          
         OPEN  (JESRDR,(OUTPUT))                                                
         OPEN  (AJNLJOB,(INPUT))                                                
NEXTCARD GET   AJNLJOB,CARD                                                     
         PUT   JESRDR,CARD                                                      
         B     NEXTCARD                                                         
CLOSES   CLOSE (JESRDR)                                                         
         CLOSE (AJNLJOB)                                                        
         LA    R0,1                                                             
         L     R15,=A(SETAMODE)                                                 
         BALR  R14,R15                                                          
         B     RETURN                                                           
*                                                                               
TSTFULL  LA    R6,WTOMTEXT                                                      
         LH    R5,WTOMLEN                                                       
         AR    R6,R5                                                            
         LA    R5,WTOMTEXT+10                                                   
NEXCHAR  LA    R5,1(R5)                                                         
         CR    R5,R6                                                            
         BH    RETURN                                                           
         CLI   0(R5),C'%'                                                       
         BNE   NEXCHAR                                                          
         S     R5,=F'2'                                                         
         PACK  PNUM,0(2,R5)                                                     
         CP    PNUM,=P'25'                                                      
         BNL   RUNPLOG                                                          
         B     RETURN                                                           
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RUNPLOG  LA    R0,0                                                             
         L     R15,=A(SETAMODE)                                                 
         BALR  R14,R15                                                          
         OPEN  (JESRDR,(OUTPUT))                                                
         OPEN  (PLOGJOB,(INPUT))                                                
NEXTONE  GET   PLOGJOB,CARD                                                     
         PUT   JESRDR,CARD                                                      
         B     NEXTONE                                                          
CLOSE2   CLOSE (JESRDR)                                                         
         CLOSE (PLOGJOB)                                                        
         LA    R0,1                                                             
         L     R15,=A(SETAMODE)                                                 
         BALR  R14,R15                                                          
*                                                                               
*                                                                               
TRCTEST  LA    R6,WTOMTEXT                                                      
         LH    R5,WTOMLEN                                                       
         AR    R6,R5                                                            
         LA    R5,WTOMTEXT+10                                                   
TRCNXCH  LA    R5,1(R5)                                                         
         CR    R5,R6                                                            
         BH    RETURN                                                           
         CLI   0(R5),C'%'                                                       
         BNE   TRCNXCH                                                          
         S     R5,=F'2'                                                         
         PACK  PNUM,0(2,R5)                                                     
         CP    PNUM,=P'25'                                                      
         BNL   TRCRUN                                                           
         B     RETURN                                                           
TRCRUN   LA    R0,0                                                             
         L     R15,=A(SETAMODE)                                                 
         BALR  R14,R15                                                          
         OPEN  (JESRDR,(OUTPUT))                                                
         OPEN  (PTRCJOB,(INPUT))                                                
TRCNEXT  GET   PTRCJOB,CARD                                                     
         PUT   JESRDR,CARD                                                      
         B     TRCNEXT                                                          
TRCCLOS  CLOSE (JESRDR)                                                         
         CLOSE (PTRCJOB)                                                        
         LA    R0,1                                                             
         L     R15,=A(SETAMODE)                                                 
         BALR  R14,R15                                                          
*                                                                               
RETURN   L     R13,SAVEAREA+4          RESTORE OLD SAVE AREA                    
RETURNLM LM    R14,R12,12(R13)              AND REGISTERS                       
         XR    R15,R15                 R15 TO ZERO FOR RETURN CODE              
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         BR    R14                                                              
*                                                                               
SETAMODE DS    0H                                                               
         LA    R14,0(,R14)                                                      
         SLL   R0,31                                                            
         OR    R14,R0                                                           
         BSM   R15,R14                                                          
*                                                                               
SAVEAREA DC    18F'0'                                                           
PNUM     DS    PL2                                                              
CARD     DS    CL80                                                             
JESRDR   DCB   BLKSIZE=80,LRECL=80,RECFM=F,DDNAME=JESRDR,DSORG=PS,     X        
               MACRF=PM                                                         
AJNLJOB  DCB   DDNAME=AJNLJOB,DSORG=PS,MACRF=GM,EODAD=CLOSES                    
PLOGJOB  DCB   DDNAME=PLOGJOB,DSORG=PS,MACRF=GM,EODAD=CLOSE2                    
PTRCJOB  DCB   DDNAME=PTRCJOB,DSORG=PS,MACRF=GM,EODAD=TRCCLOS                   
         LTORG                                                                  
WTOMCB   DSECT                         WTO MESSAGE CONTROL BLOCK                
WTOMLEN  DS    H                       MESSAGE LENGTH                           
WTOMFLGS DS    H                       MESSAGE CONTROL SYSTEM FLAGS             
WTOMTEXT DS    CL132                   MESSAGE TEXT                             
WTOMDESC DS    H                       MESSAGE DESCRIPTOR CODE                  
WTOMROUT DS    H                       MESSAGE ROUTE CODE                       
         END                                                                    

z/VSE sample WTOEXIT user exit

         TITLE 'WTO EXIT FOR DOS '                                      00001000
WTOEXIT  CSECT                                                          00002000
* ********************************************************************  00003000
*                  R2 - XPCCB                                           00004000
*                  R3 - WTOEXIT BASE REGISTER                           00005000
*                  R4 - WTO MESSAGE CTL BLOCK                           00006000
*                  R5 & R6 - WORK REGS                                  00007000
*                  R7 - SPLWTO - POWER SPOOL                            00008000
*                  R8 & R9 - WORK REGS                                  00009000
*                  R10- DATA TO BE SENT TO POWER VIA SPL                00010000
*                  R11- DATA TO BE RCVD FROM POWER VIA SPL              00011000
* ********************************************************************  00012000
*        #REGEQU                                                        00013000
R0       EQU   0                                                        00014000
R1       EQU   1                                                        00015000
R2       EQU   2                                                        00016000
R3       EQU   3                                                        00017000
R4       EQU   4                                                        00018000
R5       EQU   5                                                        00019000
R6       EQU   6                                                        00020000
R7       EQU   7                                                        00021000
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R8       EQU   8                                                        00022000
R9       EQU   9                                                        00023000
R10      EQU   10                                                       00024000
R11      EQU   11                                                       00025000
R12      EQU   12                                                       00026000
R13      EQU   13                                                       00027000
R14      EQU   14                                                       00028000
R15      EQU   15                                                       00029000
WTOEXIT  CSECT                                                          00030000
         ENTRY WTOEXIT                                                  00031000
         USING WTOEXIT,R15             ESTABLISH ADDRESSABILITY         00032000
         STM   R14,R12,12(R13)         SAVE REGISTERS                   00033000
         ST    R13,SAVEAREA+4          AND SET BACKWARD                 00034000
         LA    R12,SAVEAREA            AND FORWARD CHAINS               00035000
         ST    R12,8(R13)                                               00036000
         LR    R13,R12                                                  00037000
         LR    R3,R15                  R3 IS PROGRAM BASE               00038000
         DROP  R15                                                      00039000
         USING WTOEXIT,R3                                               00040000
         LR    R4,R1                   R4 IS MESSAGE CONTROL BLOCK      00041000
         USING WTOMCB,R4                    BASE                        00042000
         MVI   SPLIND,X'00'             INITIALIZE SWITCH               00043000
CK205003 CLC   WTOMTEXT(13),=C'IDMS DC205003' IF JOURNAL MESSAGE        00044000
         BNE   CK50001             NOT JNL -- CHECK LOG                 00045000
         LA    R9,AJNLJOB                                               00046000
         LA    R5,AJNLLEN                                               00047000
         MVC   JOBNA,JNAME                                              00048000
         B     CONNECT                                                  00049000
CK50001  CLC   WTOMTEXT(13),=C'IDMS DC050001'    IF LOG MESSAGE         00050000
         BNE   RETURN                                                   00051000
TSTFULL  LA    R6,WTOMTEXT                                              00052000
         LH    R5,WTOMLEN                                               00053000
         AR    R6,R5                                                    00054000
         LA    R5,WTOMTEXT+10                                           00055000
NEXCHAR  LA    R5,1(R5)                                                 00056000
         CR    R5,R6                                                    00057000
         BH    RETURN                                                   00058000
         CLI   0(R5),C'%'                                               00059000
         BNE   NEXCHAR                                                  00060000
         S     R5,=F'2'                                                 00061000
         PACK  PNUM,0(2,R5)                                             00062000
         CP    PNUM,=P'25'                                              00063000
         BL    RETURN                                                   00064000
RUNPLOG  DS    0H                                                       00065000
         LA    R9,PLOGJOB                                               00066000
         LA    R5,PLOGLEN                                               00067000
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         MVC   JOBNA,PNAME                                              00068000
         OI    SPLIND,X'40'     SET LOOK FOR PLOG IND                   00069000
* *********************************************************             00070000
*                                                         *             00071000
*          ISSUE IDENTIFY & CONNECT TO POWER              *             00072000
*                                                         *             00073000
* *********************************************************             00074000
CONNECT  DS    0H                                                       00075000
         LA    R7,SPLWTO                                                00076000
         USING SPLWTODS,R7          POINT TO PWRSPL                     00077000
         LA    R2,WTOXPCCB                                              00078000
         USING IJBXPCCB,R2        POINT TO XPCCB                        00079000
         LA    R10,IJBXSUSR        POINT TO DATA TO BE SENT             00080000
         USING PXUUSER,R10                                              00081000
         LA    R11,IJBXRUSR        POINT TO DATA TO BE RCVD             00082000
         USING PXPUSER,R11                                              00083000
         XPCC  FUNC=IDENT,XPCCB=WTOXPCCB                                00084000
         CLM   R15,1,X'08'      ERROR- R15 LT 8 SAYS OK                 00085000
         BO    SPOOLERR      RC OF 8 SAYS NO GOOD ON ID                 00086000
         XPCC  FUNC=CONNECT,XPCCB=WTOXPCCB                              00087000
         LTR   R15,R15      CONNECT AVAILABLE?                          00088000
         BZ    CONNOK          YET- DON'T HAVE TO WAIT                  00089000
         CLM   R15,1,X'08'      ERROR- R15 = 8 SAYS NO GOOD             00090000
         BNL   SPOOLERR      R15 = 4 SAYS WAIT FOR POWER TO POST        00091000
         SR    R6,R6                                                    00092000
BUSY     DS    0H                                                       00093000
         SETIME 5,TECB              POST ECB                            00094000
         WAIT  TECB          WAIT 5 SECONDS                             00095000
         TM    IJBXCECB+2,X'80'     CONN MADE??                         00096000
         BO    CONNOK                                                   00097000
         LA    R6,1(R6)                                                 00098000
         CH    R6,=H'5'        WAIT 5 SECONDS 5 TIMES                   00099000
         BL    BUSY             WAIT 5 MORE                             00100000
         B     TERM           NO CONNECT - GO TERMINATE                 00101000
CONNOK   DS    0H                                                       00102000
         OI    SPLIND,X'80'    SET GOOD CONNECT SWITCH                  00103000
         TM    SPLIND,X'40'    LOOK FOR PLOG IN QUEUE?                  00104000
         BZ    SUBMIT                                                   00105000
* *********************************************************             00106000
*                                                         *             00107000
*         CHECK FOR PLOG JOB ALREADY IN RDR QUEUE         *             00108000
*         IF ONE EXISTS, DON'T SUBMIT ANOTHER             *             00109000
*                                                         *             00110000
* *********************************************************             00111000
LOK4PLOG DS    0H                                                       00112000
         PWRSPL  TYPE=UPD,FUNC=DISPLAY,JOBN=PNAME,QUEUE=RDR,REQ=CTL,   X00113000

 1533



 Administrating

               SPL=SPLWTO                                               00114000
         MVI   PXUBTYP,PXUBTSPL   CHECK FRO PLOG JOB IN RDR             00115000
         MVI   PXUACT1,0                                                00116000
         STCM  R7,7,IJBXADR                                             00117000
         LA    R15,SPLGSLEN                                             00118000
         ST   R15,IJBXBLN                                               00119000
         XPCC XPCCB=WTOXPCCB,FUNC=SENDR                                 00120000
         LTR   R15,R15   ZERO RC?                                       00121000
         BNZ   SPOOLERR   NO                                            00122000
         LA    R6,IJBXSECB                                              00123000
         WAIT  (R6)           WAIT FOR COMPLETION OF SENDR              00124000
         CLI   IJBXREAS,0        ANY ERRORS?                            00125000
         BNE   SPOOLERR                                                 00126000
         CLI   PXPRETCD,0      RC OF 0 SAYS PLOGJOB ALREADY IN RDR      00127000
         BE    DISC                                                     00128000
         CLI   PXPRETCD,X'04'    NO PLOG JOBS FOUND?                    00129000
         BNE   SPOOLERR                                                 00130000
         CLI   PXPFBKCD,X'0B'    NO PLOG JOBS FOUND?                    00131000
         BNE   SPOOLERR                                                 00132000
* *********************************************************             00133000
*                                                         *             00134000
*         ISSUE OPEN TO POWER USING SPL                   *             00135000
*                                                         *             00136000
* *********************************************************             00137000
SUBMIT   PWRSPL TYPE=UPD,SPL=SPLWTO,REQ=PUT,QUEUE=RDR                   00138000
         MVI   PXUBTYP,PXUBTSPL                                         00139000
         MVI   PXUACT1,0                                                00140000
         MVI   PXUSIGNL,0        USE SPL FOR PUT OPEN REQUEST           00141000
         STCM  R7,7,IJBXADR                                             00142000
         LA    R15,SPLGLEN                                              00143000
         ST   R15,IJBXBLN                                               00144000
         OI   IJBXIND,IJBXM80      SET LIST TYPE                        00145000
         XPCC XPCCB=WTOXPCCB,FUNC=SENDR                                 00146000
         LTR   R15,R15   ZERO RC?                                       00147000
         BNZ   SPOOLERR   NO                                            00148000
         LA    R6,IJBXSECB                                              00149000
         WAIT  (R6)           WAIT FOR COMPLETION OF SENDR              00150000
         CLI   IJBXREAS,0        ANY ERRORS?                            00151000
         BNE   SPOOLERR                                                 00152000
         CLI   PXPRETCD,0      RC OK?                                   00153000
         BNE   SPOOLERR                                                 00154000
* *********************************************************             00155000
*                                                         *             00156000
*          MOVE JOB TO POWER RDR QUEUE                    *             00157000
*                                                         *             00158000
* ********************************************************              00159000
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SETADDR   DS    0H                                                      00160000
          STCM  R9,7,IJBXADR                                            00161000
          OI    IJBXIND,IJBXM80  SPECIFY PROPER BUFFER TYPE             00162000
          ST    R5,IJBXBLN      STORE LENGTH                            00163000
          MVI   PXUBTYP,PXUBTNDB      MOVE BUFF TYPE DATA               00164000
          MVI   PXUACT1,PXUATEOD  SET EOD INDICATOR                     00165000
          MVC   SPLGJB,JOBNA     MOVE JOBNAME                           00166000
          XPCC  XPCCB=WTOXPCCB,FUNC=SENDR                               00167000
          LTR   R15,R15                                                 00168000
         BNZ   SPOOLERR                                                 00169000
         LA    R6,IJBXSECB                                              00170000
         WAIT  (R6)           WAIT FOR COMPLETION OF SENDR              00171000
         CLI   IJBXREAS,0        ANY ERRORS?                            00172000
         BNE   SPOOLERR                                                 00173000
         CLI   PXPRETCD,0      RC OK?                                   00174000
         BNE   SPOOLERR                                                 00175000
         CLI   PXPFBKCD,0      FEEDBACK OK?                             00176000
         BNE   SPOOLERR                                                 00177000
         B     DISC        YES -- GET OUT                               00178000
SPOOLERR DS    0H                      ADD ANY ERROR HANDLING HERE      00179000
         PDUMP SPLWTO,BUFEND                                            00180000
         TM    SPLIND,X'80'  WAS CONNECT DONE ?                         00181000
         BNO   RETURN                                                   00182000
* *********************************************************             00183000
*                                                         *             00184000
*          GO ISSUE DISC & TERMINATE TO POWER             *             00185000
*                                                         *             00186000
* *********************************************************             00187000
DISC     DS    0H                                                       00188000
         XPCC  XPCCB=WTOXPCCB,FUNC=DISCONN   GO DISCONNECT              00189000
         LTR   R15,R15        ERROR ON DISC????                         00190000
         BNZ   RETURN           YES -- JUST RETURN                      00191000
TERM     DS    0H                                                       00192000
         XPCC  XPCCB=WTOXPCCB,FUNC=TERMIN      SAY GOODBYE              00193000
RETURN   DS    0H                      RESTORE OLD SAVE AREA            00194000
         L     R13,SAVEAREA+4          RESTORE OLD SAVE AREA            00195000
         LM    R14,R12,12(R13)              AND REGISTERS               00196000
         XR    R15,R15                 R15 TO ZERO FOR RETURN CODE      00197000
         BR    R14                                                      00198000
PNAME    DC    CL8'PLOGJOB '                                            00199000
JNAME    DC    CL8'AJNLJOB '                                            00200000
JOBNA    DC    CL8'        '                                            00201000
SAVEAREA DC    18F'0'                                                   00202000
* ORECBA DS    A                                                        00203000
* ORREPA DS    A                                                        00204000
PNUM     DS    PL2                                                      00205000
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TECB     TECB                                                           00206000
AJNLJOB  DC    A(80,0),CL80'* $$ JOB JNM=AJNLJOB,CLASS=A,PRI=9,DISP=D,U*00207000
               SER=CULLDBA'                                             00208000
         DC    A(80,0),CL80'* $$ LST CLASS=Z'                           00209000
         DC    A(80,0),CL80'// JOB AJNLJOB S851CC07S00'                 00210000
         DC    A(80,0),CL80'// EXEC PROC=DBDCLIB'    LIBDEFS            00211000
         DC    A(80,0),CL80'// EXEC PROC=DBDCAJNL'   AJNL DLBL+EXEC     00212000
         DC    A(80,0),CL80'/&.&'.                                        00213000
         DC    A(80,0),CL80'* $$ EOJ'                                   00214000
AJNLLEN  EQU   *-AJNLJOB                                                00215000
PLOGJOB  DC    A(80,0),CL80'* $$ JOB JNM=PLOGJOB,CLASS=A,PRI=9,DISP=D,U*00216000
               ,USER=CULLDBA'                                           00217000
         DC    A(80,0),CL80'* $$ LST CLASS=Z'                           00218000
         DC    A(80,0),CL80'// JOB PLOGJOB S851CC07S00'                 00219000
         DC    A(80,0),CL80'// EXEC PROC=DBDCLIB'    LIBDEFS            00220000
         DC    A(80,0),CL80'// EXEC PROC=DBDCPLOG'   PLOG DLBL+EXEC     00221000
         DC    A(80,0),CL80'/&.&'.                                        00222000
         DC    A(80,0),CL80'* $$ EOJ'                                   00223000
PLOGLEN  EQU   *-PLOGJOB                                                00224000
SPLIND   DC    XL1'00'      '80' MEANS CONNECT DONE '40' LOOK4PLOG      00225000
SPLWTO   PWRSPL TYPE=GEN,JOBN=JOBNA,PRFX=WTO,QUEUE=RDR,REQ=PUT,        X00226000
               USERID=CULLDBA,OPT=NOWAIT                                00227000
WTOXPCCB XPCCB APPL=WOTEXIT,TOAPPL=SYSPWR,                             X00228000
               REPAREA=(WTOBUF,200)                                     00229000
WTOBUF   DC    CL200' '                                                 00230000
BUFEND   EQU   *                                                        00231000
WTOMCB   DSECT                         WTO MESSAGE CONTROL BLOCK        00232000
WTOMLEN  DS    H                       MESSAGE LENGTH                   00233000
WTOMFLGS DS    H                       MESSAGE CONTROL SYSTEM FLAGS     00234000
WTOMTEXT DS    CL132                   MESSAGE TEXT                     00235000
WTOMDESC DS    H                       MESSAGE DESCRIPTOR CODE          00236000
WTOMROUT DS    H                       MESSAGE ROUTE CODE               00237000
         MAPXPCCB                                                       00238000
SPLWTODS PWRSPL TYPE=MAP                                                00239000
         END   WTOEXIT                                                  00240000

WTOREXIT

Entry point

WTOREXIT

Link edit with:

• IDMSUXIT
• As a stand-alone load module and specify its name on the runtime options in the startup JCL.
• On z/VSE: link WTOREXIT as a standalone phase in a library that is searched at CV startup. Name the phase

WTOREXIT so that the phase is recognized by the CV.

The DC/UCF startup module calls this user exit each time the system is ready to solicit an operator command.
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To notify DC/UCF that an operator command is present, WTOREXIT:

1. Places the length and text of the command in the WTOR reply area. This is true for commands either issued by an
operator or generated by the exit routine.

2. Posts a reply event control block (ECB) to notify the DC/UCF that an operator command is present:
– z/OS and z/VM -- By performing an operating-system POST to set the reply ECB completion code to 240
– z/VSE -- By performing an operating system POST
Posting of the reply ECB causes DC/UCF to process the operator command placed in the WTOR reply area.
After processing the command, DC/UCF clears the reply ECB and the WTOR reply area. DC/UCF is again ready to
solicit an operator command, which in turn prompts another call to the WTOREXIT entry point.

Sample uses

The WTOREXIT user exit routine can be used to:

• Review and optionally alter commands before they reach the DC/UCF system.
• Solicit operator commands from the console.
• Generate site-specific operator commands.
• Disallow operator commands. To accomplish this, see parameter descriptions below.

Having WTOREXIT generate commands is especially useful when direct operator-to-system communication is not
allowed. Even when direct operator-to-system communication is allowed, the WTOREXIT routine can solicit operator
commands from the console and/or generate its own operator commands and pass them to DC/UCF.

• z/VSE Systems
The WTOREXIT can be used to intercept and reply to immediate WTOR requests. It can reply to a general operator
prompt, but cannot suppress the outstanding operator prompt. It cannot intercept or suppress the OC EXIT.
Considerations: For details on how DC/UCF allows operators to enter console commands when WTOREXIT is not
linked, see the System Tasks and Operator Reference section.

Parameters

When the WTOREXIT entry point is called:

• Register 0 contains the address of a reply event control block (ECB).
• Register 1 contains the address of the WTOR reply area to which operator commands are written. The following table

shows the layout of the WTOR reply area:

Field Field description
Reply length (halfword) The length, in bytes, of the reply.
Reply text (alphanumeric, varying length) The text of the reply message.

The WTOREXIT routine can save the addresses of the reply ECB and the WTOR reply area for future use.

Return codes

WTOREXIT returns either 0 or 4 in register 15.

• 0 -- Suppress issuing of WTOR command:
– z/OS and z/VM -- Disallows direct operator-to system communication by suppressing the DC/UCF console

outstanding-response message.
– z/VSE -- Allows the exit to reply to a WTOR request instead of prompting the operator console.
Typically, WTOREXIT sets register 15 to 0 when the exit routine solicits its own operator commands and passes them
to the DC/UCF system.

• 4 -- Allows direct operator-to-system communication:
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– z/OS and z/VM -- By directing the DC/UCF outstanding-response message to the console
– z/VSE -- By allowing an immediate WTOR command to be issued.
If the WTOREXIT user exit routine sets register 15 to 4, the routine cannot review or alter the text of future operator
commands before the commands reach the DC/UCF system. This is because the exit is never called again.

WTOREXIT Examples

A sample WTOREXIT user exit for a z/OS system appears below. This exit routine:

1. Suppresses the DC/UCF outstanding-response message
2. Solicits operator commands from the console
3. Passes to DC/UCF the resultant operator commands

This WTOREXIT user exit could include additional code to alter the text of acquired operator commands before passing
the commands to the ECB.

z/OS sample WTOREXIT user exit

 *************************************************************************
 *                         SAMPLE WTOREXIT                               *
 *************************************************************************
 *                                                                       *
 *  This routine is intended to serve as a sample WTOREXIT routine only. *
 *  It disables the standard CV WTOR routine and replaces it with a      *
 *  different WTOR.                                                      *
 *                                                                       *
 *  In order to be asynchronous with the main CV task, this routine      *
 *  attaches an OS subtask that waits for operator responses.            *
 *                                                                       *
 *  Note the following:                                                  *
 *                                                                       *
 *  1. Typically, the responses from the operator would be screened      *
 *     or otherwise processed by WTOREXIT before being passed to         *
 *     the CV.  In this example, operator responses are passed to the    *
 *     CV without being reviewed or processed by the WTOREXIT user exit. *
 *                                                                       *
 *                                                                       *
 *************************************************************************
 WTORCSCT CSECT
          DC    CL8'WTORSAMP'
 *
          #REGEQU
          EJECT
 WTORCSCT CSECT
          ENTRY WTOREXIT
 WTOREXIT STM   R14,R12,12(R13)
          LR    R12,R15                       Establish addressability
          USING WTOREXIT,R12
          STM   R0,R1,SAVEPARM                Save input parameters
          LTR   R0,R0                         Is this an immediate WTOR?
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          BZ    WTOR200                       Yes; do not suppress
 *
 *   The above test for R0=0 is only relevant to IDMS-DC systems, and
 *   applies to special WTORs that prompt for startup parameter
 *   overrides.  In that case, DC should be allowed to issue the WTOR,
 *   so that register 15 will be set to 4.
 *
 WTOR100  L     R1,WTORECBA                   Clear ECB and
          XC    0(4,R1),0(R1)                  then
 WTOR101  LM    R14,R12,12(R13)                return
          SR    R15,R15                       Do not perform standard WTOR
          BR    R14
          SPACE 3
 WTOR200  LM    R14,R12,12(R13                Return and allow the
          LA    R15,4                          WTOR to be issued by CV/DC
          BR    R14
          DROP  R12
          EJECT
 ATTNXIT  STM   R14,R12,12(R13)               Save registers
          LR    R12,R15                       Establish addressability
          USING ATTNXIT,R12
 ATTNXIT1 WTOR  'SPECIAL PROMPT',WTORREP,WTORMSGL,WTORECB
          WAIT  ECB=WTORECB                   Wait for reply
          XC    WTORECB,WTORECB               Clear reply ECB
          L     R5,WTORECBA                   If ECB is still posted,
          TM    0(R5),X'40'                    then prior message not yet
          BO    ATTNXNO                        processed
          L     R4,WTORREPA                   Point to reply area
          LH    R3,0(,R4)                     Get length
          LA    R5,WTORMSGL                   Get input length
          CR    R3,R5                         Do not exceed buffer length
          BNL   *+6
          LR    R5,R3
          SH    R5,=H'1'                      Subtract 1 for MVC
          BM    *+8                            but do not do it if length=0
          EX    R5,MVCREPLY                   Move reply string
          AH    R5,=H'1'                      Fix length
          STH   R5,0(,R4)                     Give to user
          L     R1,WTORECBA                   Post user
          POST  (1),240
          B     ATTNXIT1
 ATTNXRTN LM    R14,R12,12(R13)
          BR    R14
 ATTNXNO  WTO   'LAST MESSAGE NOT YET PROCESSED'
          B     ATTNXIT1
 *
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 MVCREPLY MVC   2(*-*,R4),WTORREP
          DROP  R12
          EJECT
 ***********************************************************************
 *                                                                     *
 *   NONREENTRANT AREAS                                                *
 *                                                                     *
 ***********************************************************************
 WTORREP  DC    CL100' '            WTOR REPLY AREA.
 WTORMSGL EQU   100                 MAX LENGTH FOR WTOR REPLY.
 WTORECB  DC    F'0'                POSTED WHEN WTOR IS DONE.
 SAVEPARM DS    0F                  START OF 2 WORDS TO SAVE R0, R1.
 WTORECBA DS    A                   SAVE ECB ADDRESS FOR WTOR.
 WTORREPA DS    A                   SAVE REPLY STRING ADDRESS FOR WTOR.
 ATCHDONE DC    X'00'               FLAG SET ONCE INITIALIZED.
          END
 ***********************************************************************

CICS Exits
CICS user exits allow the site to call site-specific routines in a CICS environment. You must associate each user exit
routine with a user exit entry point. These entry points are predefined by the system.

To include a CICS exit routine in the system:

1. Code the routine based on the information that is presented in this section.
2. Link edit an exit for OPTIQXIT or OPTIXIT with the CA IDMS interface stub module that is specified for the user exit

routine in the table that follows.
3. Link edit an IDMSCEON or IDMSCEOX exit as a stand-alone load module.

At runtime, the system calls a user exit routine by the predefined entry point for the exit. After the exit routine is performed,
control returns to the calling module.

If you do not link edit an OPTIQXIT or OPTIQXIT with its CA IDMS stub module, the user exit is bypassed at runtime. In
this case, CICS operations continue without interruption.

CICS user exits are listed in the table that follows and described individually after the table.

In addition to the exits described in this article, special considerations exist for DC/UCF user exit USRIDXIT. For more
information, see USRIDXIT.

Entry point CA IDMS module Usage of exit
IDMSCEON IDMSINTC To gain control upon entry into IDMSINTC

interface before the requested function is
passed along to the appropriate client.

IDMSCEOX IDMSINTC To gain control upon return from processing
the requested function and before control is
returned to the caller of IDMSINTC.

OPTIQXIT IDMSINTC To alter dynamically so that an individual
SQL session can be routed to a specific
back-end CV
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OPTIXIT IDMSINTC To alter dynamically the location where the
request is processed.

OPTIXIT IDMSINTL To alter dynamically the location where the
request is processed

This article describes the following information:

  

IDMSCEON

 Entry point 

The entry point of the IDMSCEON module/phase you assemble and link is used.

 Link edit with 

Does not need to be linked with any module. If the EXTXIT=YES parameter is specified in the CICSOPT macro, the
module is loaded when the IDMSINTC interface is started.

The IDMSCEON module allows you to gain control upon entry into IDMSINTC interface before the requested function is
passed along to the appropriate client.

 Considerations 

This exit routine is for use under CICS only. The load module name/core image library phase name must be IDMSCEON.

The exit routine must be linked to AMODE 31.

The module must be defined to CICS using the same definition parameters used by IDMSINTC.

  DEFINE PROGRAM(IDMSCEON)
  GROUP(IDMSGRP) LANGUAGE(ASSEMBLER) CEDF(NO) RSL(PUBLIC)
  RES(YES) EXECKEY(CICS)

This exit is called using a "BALR R14,R15" instruction. All registers must be preserved within your exit code and restored
before returning to IDMSINTC.

 Register Usage 

• R1 Callers Plist (Caller of IDMSINTC)
• R4 TWACBIX
• R5 Request Type Index
• R12 DFHEISTG
• R13 TOP of the TCE stack
• R14 Return Address
• R15 Exits Base Register

 Parameters 

None.

 Return codes 

None.

IDMSCEOX

 Entry point 

The entry point of the IDMSCEOX module/phase you assemble and link is used.
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 Link edit with 

Does not need to be linked with any module. If the EXTXIT=YES parameter is specified in the CICSOPT macro, the
module is loaded when the IDMSINTC interface is started.

The IDMSCEOX module allows you to gain control upon return from processing the requested function and before control
is returned to the caller of IDMSINTC.

 Considerations 

This exit routine is for use under CICS only. The load module name/core image library phase name must be IDMSCEOX.

The exit routine must be linked to AMODE 31.

The module must be defined to CICS using the same definition parameters used by IDMSINTC.

  DEFINE PROGRAM(IDMSCEOX)
  GROUP(IDMSGRP) LANGUAGE(ASSEMBLER) CEDF(NO) RSL(PUBLIC)
  RES(YES) EXECKEY(CICS)

This exit is called using a "BALR R14,R3" instruction. All registers must be preserved within your exit code and restored
before returning to IDMSINTC.

 Register Usage 

• R3 Exits Base Register
• R12 DFHEISTG
• R14 Return Address

 Parameters 

None.

 Return codes 

None.

OPTIQXIT

 Entry point 

OPTIQXIT

 Link edit with 

IDMSINTC Interface Program

This exit is invoked whenever an IDMS SQL session is initiated within the CICS environment. It allows the default OPTI
structure to be dynamically modified so that an individual SQL session can be routed to a specific back-end CV.

IDMSINTC copies the static IDMSOPTI structure into dynamic storage and passes it to the user routine, which may alter it
based on site-specific rules.

 Considerations 

This exit routine is for use under CICS only. Link OPTIQXIT into IDMSINTC with the external name OPTIQXIT.

NOTE

For more information about linking the IDMSINTC interface, see "Create an IDMSINTC Interface Program"
in Standard CICS Inteface.

This exit is passed information about an IDMS request and where it is being routed by default. The exit may update the
routing information to direct it to another location.
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The first and third parameters that are passed to the exit contain information about the request: the address of the
subschema control block and the caller's registers at the time the request was issued, respectively.

The second and fourth parameters contain routing information. The second parameter is the address of an OPTI structure
that is generated either from parameters in the CICSOPT macro or from the SYSCTL file that is specified in the CICSOPT
SYSCTL parameter. If the MAXCVNO parameter was specified in the CICSOPT macro, the fourth parameter may contain
addresses of OPTI structures that were generated from additional SYSCTL files. The fourth parameter is always passed,
even if no MAXCVNO was specified.

To direct the request unit to a different back-end CV, the exit must update the OPTI structure that is passed in the second
parameter. It may use information that is passed in the fourth, fifth, and sixth parameters to determine which back-end
CVs are available to service this request.

 Registers at entry 

• Register 1 points to a six-word parameter list (described next)
• Register 13 points to a savearea for use by the exit
• Register 14 points to the return address
• Register 15 points to the entry address

 Parameters 

•  Fullword 1
The address of the application program subschema control block (SSC).

•  Fullword 2
The address of an OPTI structure describing where the request is routed unless overridden by the exit. (The OPTI
structure is described by DSECT #OPIDS.)

•  Fullword 3
The address of the savearea where the registers at entry to the interface were saved.

•  Fullword 4
The address of an array of fullwords whose contents are:
–  Fullword 1

The MAXCVNO value that is specified in the CICSOPT macro. This value indicates the number of additional OPTI
addresses present in this array.

–  Fullwords 2-4
Three words that are available for use by the exit. The contents of these fields are preserved across invocations of
the OPTIQXIT (and OPTIXIT if present). These three words can be used to retain information such as the last CV to
which a request unit was routed. On the first call to the exit, the value of the first word is the address of the default
OPTI structure (see Fullword 5). The value of the remaining two words is zero. These words are shared by both
exits.

–  Fullword 5
The address of the default OPTI structure. This is the OPTI structure that is generated from the CICSOPT macro or
from the file whose DDNAME is specified by the SYSCTL parameter of the CICSOPT macro.

–  Remaining Fullwords
Occurs depending on MAXCVNO. Addresses of the OPTI structures that are generated for additional SYSCTL files.
If the MAXCVNO value is 0, no additional addresses are present in the array.

•  Fullword 5
The SQL command information block (DSECT #SQLCIB) that describes the statement being executed.

•  Fullword 6
The contents of this field depend on the type of SQL statement being executed as indicated by the SQCIBCMD field of
the command information block (Fullword 5):
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– If the SQL statement being executed by the application is a CONNECT (SQCIBCMD value 7), then Fullword 6
contains the address of the dictionary name to which the SQL session is connecting.

– If the SQL statement being executed by the application is an EXECUTE IMMEDIATE (SQCIBCMD value 14), then
Fullword 6 contains the address of the text string representing the statement to be executed. If the text represents a
CONNECT statement, the dictionary name to which the session is connecting is also in the text string. (The length
of the text string is in SQCIBCML.)

– If the SQL statement being executed is not a CONNECT or an EXECUTE IMMEDIATE, Fullword 6 is zero.

 Return codes 

None.

OPTIXIT (IDMSINTC)

 Entry point 

OPTIXIT

 Link edit with 

IDMSINTC interface program.

This exit allows CICS transactions to modify the IDMSOPTI structure dynamically so that only the current task thread is
affected by the changes.

IDMSINTC copies the static IDMSOPTI structure into dynamic storage and passes it to the user routine, which may alter it
based on site-specific rules.

 Sample uses 

OPTIXIT can be used to alter the location where the request is processed dynamically.

 Considerations 

This exit routine is for use under CICS only. Link OPTIXIT into IDMSINTC with the external name OPTIXIT.

Two-phase commit resynchronization requests require special attention. For more information, see OPTIXIT
Considerations.

This exit is passed information about an IDMS request and where it is being routed by default. The exit may update the
routing information to direct it to another location.

The first and third parameters that are passed to the exit contain information about the request: the address of the
subschema control block and the caller's registers at the time the request was issued, respectively.

The second and fourth parameters contain routing information. The second parameter is the address of an OPTI structure
that is generated either from parameters in the CICSOPT macro or from the SYSCTL file that is specified in the CICSOPT
SYSCTL parameter. If the MAXCVNO parameter was specified in the CICSOPT macro, the fourth parameter may contain
addresses of OPTI structures that were generated from additional SYSCTL files. The fourth parameter is always passed,
even if no MAXCVNO was specified.

To direct the request unit to a different back-end CV, the exit must update the OPTI structure that is passed in the second
parameter. It may use information that is passed in the fourth parameter to determine which back-end CVs are available.

 Registers at entry 

• Register 1 points to a four-word parameter list (described next)
• Register 13 points to a savearea for use by the exit
• Register 14 points to the return address
• Register 15 points to the entry address

 Parameters 
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•  Fullword 1
The address of the application program subschema control block (SSC).

•  Fullword 2
The address of an OPTI structure describing where the request is routed unless it is overridden by the exit. (The OPTI
structure is described by DSECT #OPIDS.)

•  Fullword 3
The address of the savearea where the registers at entry to the interface were saved.

•  Fullword 4
The address of an array of fullwords whose contents are:
–  Fullword 1

The MAXCVNO value that is specified in the CICSOPT macro. This value indicates the number of additional OPTI
addresses present in this array.

–  Fullwords 2-4
Three words that are available for use by the exit. The contents of these fields are preserved across invocations of
the OPTIXIT (and the OPTIQXIT if present). These three words can be used to retain information such as the last
CV to which a request unit was routed. On the first call to the exit, the value of the first word is the address of the
default OPTI structure (see Fullword 5). The value of the remaining two words is zero. These words are shared by
both exits.

–  Fullword 5
The address of the default OPTI structure. This is the OPTI structure that is generated from the CICSOPT macro or
from the file whose DDNAME is specified by the SYSCTL parameter of the CICSOPT macro.

–  Remaining Fullwords
Occurs depending on MAXCVNO. Addresses of the OPTI structures that are generated for additional SYSCTL files.
If the MAXCVNO value is 0, no additional addresses are present in the array.

 Return codes 

None.

OPTIXIT Example

An example of the type of coding necessary to recognize and route resynchronization requests successfully follows:

TITLE 'OPTIXIT  -  example of CICS OPTI exit needed for CICS RESYNC'
OPTIXIT  CSECT
        USING OPTIXIT,R15                  ---> Base
         B     START                       Go processs OPTI exit call
        DROP  R15
         #MOPT CSECT=OPTIXIT,ENV=USER
START    DS    0H
         STM   R14,R12,12(R13)             Save callers registers
         LR    R12,R15                     Swap base to R12
        USING OPTIXIT,R12                  ---> Base
        USING OPTXPLST,R1                  --->; Parameter list
         L     R2,OPTXSSCA                 Get address of Subschema Control
        USING SSC,R2                       --->; SSC
         L     R3,OPTXOPTA                 Get address of OPTI structure
        USING OPI,R3                       --->; OPTI structure
         CLC   SSCPNAME,=C'INTCRSYN'       Pseudo SSC for CICS RESYNC?
         BE    CICSRSYN                    Yes, special process for CICS RESYNC
***********************************************************************
*
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* perform normal OPTIXIT logic for real SSC
*
***********************************************************************
         B     RETURN                      Exit
CICSRSYN DS    0H
         LA    R5,OPINODE                  Point at name of backend CV
         LA    R4,SYSLIST                  Get table of known backend CVs
        USING SYSTABLE,R4                  --->; SYSTABLE
LOOP     DS    0H
         CLI   SYSNAME,C'*'                Is this end of CV table ?
         BE    RETURN                      Yes, just exit
         CLC   SYSNAME,0(R5)               Is this CV one of my CVs ?
         BE    MATCH                       Yes,&nbsp;we. have a match&nbsp
.
         LA    R4,SYSTSIZE(R4)             Bump to next CV in the table
         B     LOOP                        Keep looking for my CVs
MATCH    DS    0H
         MVC   OPICVNUM,SYSCV#             Update OPTI with CV number
         MVC   OPISVCNO,SYSSVC#            Update OPTI with SVC number
         B     RETURN                      Exit
RETURN   DS    0H
         LM    R14,R12,12(R13)             Restore callers registers
         BR     R14                        Return to caller
        DROP  R2,R3,R4,R12                 Drop SSC, OPI, SYSTABLE, base
         EJECT
SYSLIST  EQU   *                           Backend CV table
         DC    C'SYSTEM71',AL1(71),AL1(173)  CV 71 uses SVC number 173
         DC    C'SYSTEM72',AL1(72),AL1(176)  CV 72 uses SVC number 176
         DC    C'SYSTEM73',AL1(73),AL1(176)  CV 73 uses SVC number 176
         DC    C'SYSTEM74',AL1(74),AL1(173)  CV 74 uses SVC number 173
         DC    C'*'                        End of backend CV table
         SPACE 2
         LTORG ,                           Literal pool
         SPACE 2
OPTXPLST DSECT                             OPTI exit PLIST
OPTXSSCA DS    A(0)                        A(SSC)
OPTXOPTA DS    A(0)                        A(OPTI)
         SPACE 2
SYSTABLE DSECT                             Backend CV table dsect
SYSNAME  DS    CL8                         Backend CV node name
SYSCV#   DS    XL1                         Backend CV number
SYSSVC#  DS    XL1                         Backend CV SVC number
SYSTSIZE EQU   *-SYSTABLE                  Size of one SYSTABLE entry
         EJECT
         COPY  #OPIDS                      OPTI dsect
         COPY  #SSCDS                      Subschema control dsect
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         END

 

OPTIXIT (IDMSINTL)

 Entry point 

OPTIXIT

 Link edit with 

IDMSINTL interface program

This exit allows CICS transactions to modify the IDMSOPTI structure dynamically so that only the current task thread is
affected by the changes.

The IDMSINTL interface copies the static IDMSOPTI structure into dynamic storage and passes it to the user routine,
which may alter it based on site-specific rules.

 Sample uses 

OPTIXIT can be used to alter the location where the request is processed dynamically.

 Considerations 

To take advantage of this feature, you must write an assembler program and link it with your CICSOPT options module.

When creating an OPTIXIT module for IDMSINTL, consider:

• The module must have an entry point of OPTIXIT.
• The module is passed a different parameter list than the OPTIXIT for the IDMSINTC interface. You cannot use the

same routine for both.

When called, the exit is passed three parameters. The first and third parameters contain information about the request:
the address of the subschema control block and the caller's registers at the time the request was issued, respectively.

The second parameter passed to the exit is the address of an OPTI structure that is generated either from parameters in
the CICSOPT macro or from the SYSCTL file that is specified in the CICSOPT SYSCTL parameter. To direct the request
unit to a different back-end CV, the exit must update the OPTI structure that is passed in the second parameter.

 Registers at entry to exit: 

• Register 1 points to a three-word parameter list described next
• Register 13 points to a save area for use by the exit
• Register 14 points to the return location
• Register 15 points to the exit’s entry address

 Parameters 

•  Fullword 1 
Defines the address of the application program subschema control block (SSC).

•  Fullword 2 
Defines the address of an OPTI structure describing where the request is routed unless overridden by the exit.
Note: The OPTI structure is described by DSECT #OPIDS.

•  Fullword 3 
Defines the address of the savearea where the registers at entry to the interface were saved.

 Return codes: 

None

Example OPTIXIT for the IDMSINTL Interface
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The following example of an OPTIXIT for the IDMSINTL interface forces all requests to be routed to the target system
accessed through SVC 226 and CV number 173:

 TITLE 'SAMPLE OPTIXIT FOR IDMSINTL'                                    
*-----------------------------------------------------------------          
*  SAMPLE OPTIXIT FOR USE WITH VERSION OF IDMSINTL THAT SUPPORTS                
*  AN OPTIXIT  
*                                                                 
*  ON ENTRY:                                                                    
*    R1  --> ADDRESS OF PARM LIST DESCRIBED BY DSECT OPTXPLST                   
*    R13 --> CALLER'S SAVE AREA                                                 
*    R14 --> RETURN ADDRESS                                                     
*    R15 --> THIS MODULE'S ENTRY POINT                                          
*                                                                               
*                                                                               
* TO INSTALL THIS EXIT, LINK THE ASSEMBLED MODULE WITH IDMSINTL BY              
* ADDING AN INCLUDE STATEMENT TO YOUR NORMAL IDMSINTL LINK JOB.                 
*                                                                               
*-----------------------------------------------------------------          
TESTEXIT CSECT                                                                  
         ENTRY OPTIXIT                                                          
        USING  OPTIXIT,12                                                    
        USING  OPTIXIT,12                                        
OPTIXIT  DS    0H                                                
         STM   14,12,12(13)        SAVE CALLER'S REGISTERS       
         LR    12,15               SET LOCAL BASE                
         LA    15,SAVEAREA         POINT TO MY SAVE AREA         
         ST    13,4(,15)           SA FORWARD CHAIN              
         ST    15,8(,13)           SA BACKWARD CHAIN             
         LR    13,15               SET SAVE AREA POINTER         
        USING  OPTXPLST,1                                        
         L     2,OPTXOPTA                                        
        USING  OPI,2                                             
         MVI   OPICVNUM,226        SAMPLE HARD-CODED CV NUMBER   
         MVI   OPISVCNO,173        SAMPLE HARD-CODED SVC NUMBER  
         L     13,4(,13)           CALLER'S SAVE AREA            
         LM    14,12,12(13)        RESTORE REGISTERS             
         XR    15,15               CLEAR RETURN CODE             
         BR    14                  AND EXIT                      
         SPACE                                                   
SAVEAREA DC    18F'0'                                            
         LTORG                                                   
OPTXPLST DSECT                                                    
OPTXSSCA DS    A(0)               A(16-CHARACTER SUBSCHEMA-CTRL   
OPTXOPTA DS    A(0)               A(OPI DSECT STORAGE)            
OPTXSAVA DS    A(0)               A(INTL CALLER'S SAVEAREA)       
         COPY  #OPIDS                                             
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        END                                                         

Tools Exits
Tools exits are CA-supplied exits that are used by CA IDMS Tools products. All tools exit routines are loaded and
managed independently from RHDCUXIT. If maintenance or release upgrades change one of the tools exit routines, the
RHDCUXIT module does not need to be relinked.

Hooked Exits
Hooked exits gain control before a CA IDMS nucleus module does its processing. Hooked exits are put into place by
issuing a #HOOK macro from a user exit or from a user mode program.

#Hook Macro

The #HOOK macro is used to designate a hooked exit that gains control before an IDMS vector is given control. When
zIIP is enabled, a #HOOK must be used to overlay IDMS vectors. A program that attempts to overlay these vectors
without using the #HOOK macro while zIIP is enabled receives a D003 abend.

Parameters

• IN (or OUT IN)
Creates a hook

• OUT
Removes a hook. This requires the HOOKID to be removed.

• VECTOR=
Name of the vector to hook

• WHEN=
– BEFORE—To gain control before the IDMS vector is called
– AFTER—To gain control after the IDMS vector is called

• LOC=
Entry point of your processing routine

• HOOKID=
Name of HOOKID

• PLIST=
– * (asterisk) for or an inline PLIST
– Address of working storage to use as a plist

Considerations

• A vector can have multiple BEFORE and AFTER entries. Each entry must have a unique HOOKID.
• In the case of multiple HOOKs, the first HOOK has priority. For example:
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– The first BEFORE entry set is the first program to gain control. All subsequent BEFORE entries gain control in the
order they were placed.

– The first AFTER entry set is processed last. All subsequent AFTER entries are processed in reverse order from
when they were set.

• If the high-order bit of R15 is not cleared upon return from a user exit, no other entries are processed. If done in a
BEFORE override, the IDMS vector is prevented from being called. RHDCHOOK clears out the  high-order bit of R15
before returning control to the caller.

• If a user program specifies not to process the real IDMS vector, the user program must return proper registers based
on the HOOKed vector.

• If a user creates an AFTER override, the user program that gains control must return proper registers based on the
HOOKed vector.

• If an inline PLIST is being used (PLIST=*), a register cannot be specified for LOC. If you are calling an address outside
of the program issuing the #HOOK, you must use a register.

• The hooked exit must have its entry point created with #START MPMODE=CALLER.
• The program issuing the #HOOK must be in user mode and cannot be storage-protected. If #HOOK is issued from a

program with Storage Protect on, the program abends with a D005.
• The program that is given control must be fully multitasking capable.
• Every BEFORE entry and the original IDMS vector are passed the registers that would normally be passed from the

caller.
.

#HOOK Return Codes

After completion of the #HOOK function, the value in register 15 indicates the outcome of the operation.

Register 15 Value Meaning
X'00' The vector has been hooked successfully.
X'04' Vector has been hooked. There is a previous hook for this vector.
X'8' Hook was not set due to a duplicate HOOKID.
X'12' Hook was not removed due to an invalid HOOKID.
X'16' The vector cannot be hooked.

Vectors that cannot be hooked

The following table lists vectors that cannot be hooked.

CSACSELA CSAXCLI NVTAMBE
CSAOS00A NVTDCERM NVTDLBE1
CSAJXITA NVTUSINT NVTTAPRA
CSAURTNA NVTUSTAE NVTLRBKA
CSAEVALA NVTSYSIN NVTBRBKA
CSASNPA NVTPLNVT NVTHCHKI
CSASWITR NVTCTABA NVTDBVAR
CSAHOOK1 NVTRVIBA NVTDYLTA
CSABMVTA NVTUCFVC NVTSUBM
CSADBUG NVTSRSVC NVTP58B
CSAULIO NVTENVDA NVTDTSEH
CSADSIRB NVTUXITA NYTDYLD2
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CSALOAD1 NVTHCHKR NVTMSGM
CSALOAD2 NVTSCRN NVTDTCM
CSAAIDMS NVTDBLNK NVTTJSYN
CSALOCKM NVTCFIMA NVTPLIPC
CSADTOLA NVTRRSA NVTPLIAB
CSAHISTA NVTDBIO3 NVTD0LAA
CSAUTIL NVTDCMT NVTARBKA
CSADLIF NVTSRTTA NVTTKMVR
CSADLRC NVTSRTNA NVTPRNTK
CSAAPPC NVTCMSG NVTJCLI
CSALRFA NVTDSRVA NVTJSRVH
CSADSIRC NVTRDDRV
CSAQSRT NVTAEDTA

#HOOK Caller Example

NOTE
In this example, the ISA size is 48.

VECSTOR  TITLE 'VECSTOR'                                                
         #MOPT CSECT=VECSTOR4,ENV=USER                                  
         COPY #CSADS                                                    
         COPY #TCEDS                                                    
         COPY #PDTDS                                                    
         COPY #NVTDS                                                    
WORKD    DSECT                                                          
SYSPLIST DS    6F                                                       
WORKDL   EQU   (*-WORKD+3)/4                                            
VECSTOR  CSECT                                                          
         #ENTRY VECSTEP1                                                
         LR    12,15                                                    
         USING VECSTEP1,R12                                              
         USING CSA,R10                                                   
         USING TCE,R9                                                    
         USING WORKD,R11                                                 
         #LOAD PGM='VECPROG',EPADDR=(R2),COND=ALL                        
         #HOOK IN,VECTOR=CSAWTLA,WHEN=BEFORE,LOC=(R2), X
               HOOKID='CSAWTLA',PLIST=SYSPLIST
*
VECTDONE DS 0H
#RETURN
#BALI
END

Vector Override Program Example

VECPROG  TITLE 'VECPROG'                
         #MOPT CSECT=VECPROG,ENV=SYS   
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         COPY #CSADS                    
         COPY #TCEDS                    
VECPROG  CSECT                          
VECPGEP1 #START MPMODE=CALLER           
         LR    12,15                    
         USING VECPGEP1,R12              
         USING CSA,R10                   
         USING TCE,R9                    
*                                       
* VECTOR SPECIFIC OVERRIDE CODING HERE  
*                                       
VECTDONE DS 0H                          
        #RTN                            
         END

Numbered Exits

Numbered exits are user exits that you define by means of the RHDCUXIT module. RHDCUXIT is loaded at system
startup as part of the nucleus and as part of the batch and non-TP monitor interfaces. Numbered exits are divided into two
types, as described in the following table:

Type of exit Description
System-invoked exits
(Exits 0 through 255)

System-invoked exits provide control over selected DC/UCF
functions such as signon, signoff, and security checking DC/UCF
determines the routine that calls the exit. These exits are invoked
at a predefined logical point in a DC/UCF module. For example,
the signon routine calls exit 1 (the signon exit).

User-invoked exits
(Exits 256 and above)

User-invoked exits can be invoked by a site-written Assembler
program. For example, if you have added exit 256 to your system,
an Assembler program at your site can call this exit by means of
an#XIT statement.

Flow of control

When a numbered user exit routine is executed:

1. Control passes to the exit-routine entry point
2. The user exit routine is performed
3. Control returns to the calling module

Execution mode of the exit routine

When you code a numbered exit routine, you must consider the execution mode for the exit routine. Numbered exit
routines can be defined to execute either in user or in system mode. Considerations for each mode are given in Installing
Numbered Exits in the System.

The following sections describe:
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• Calling conventions for all numbered exits
• The #MOPT, #START, #RTN, and #GETSTK macros
• Calling user-invoked exits
• Installing numbered user exits in the system
• System-invoked exits

This article describes the following information:

Calling Conventions for Numbered Exits

The routine that calls a numbered exit is determined by whether the exit is a system-defined or a user-defined exit.

The calling conventions that you use for a user exit routine determine the registers that are available to the exit routine.
You can use either DC/UCF calling conventions or IBM calling conventions. Consult IBM documentation for information on
IBM calling conventions.

The following table describes DC/UCF calling conventions and also gives general calling conventions that apply when you
use either IBM or DC/UCF calling conventions. You use either these conventions or standard IBM conventions to call a
given numbered exit routine. This table also describes general calling conventions that apply under either DC/UCF or IBM
calling conventions.

Calling conventions Description
DC/UCF calling conventions When you use these calling conventions, you must use the

#START macro to begin the exit routine and the #RTN macro to
end the exit routine.
On entry to the exit routine, the following registers contain
information:
Register 13 contains the address of the next available entry in
the TCE stack. The value in this register may only be changed
through the use of CA IDMS macros, for example #GETSTK,
described below.
On XA machines, the TCE stack is located in XA storage. This
means that the exit routine has to run in Amode 31. If it switches
to Amode 24, the TCE stack is not addressable anymore.
Therefore, all DB and DC calls must be done in Amode 31.
Register 12 contains the base address.
Register 10 contains the address of the common system area
(CSA). The value in this register must not be modified.
Register 9 contains the address of the task control element (TCE).
The value in this register must not be modified.

General calling conventions
(Apply under DC/UCF and under IBM calling conventions)

These calling conventions apply to all numbered exits.
On entry to the numbered exit, register 1 points to a two-word
parameter list:
First word -- The address of a fullword containing the exit number.
Second word -- Either the address of an exit-specific parameter
list or 0 (zero) if no parameters are passed.
On return from a system-invoked exit, register 15 contains the
return code (if any). Only routines executed in system mode can
process these Return codes.

Macros Required for DC/UCF Calling Conventions

When you use DC/UCF calling conventions to call a user exit, you must use these macros:
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• #MOPT -- Required if a user exit is to run in system mode
• #START -- Use to begin the user exit routine
• #RTN -- Use to end a user exit routine and return control to the calling routine
• #GETSTK -- Use in a system mode exit to acquire storage from the TCE stack area; this can be useful in preserving

reentrancy

MOPT Macro

The #MOPT macro sets up the options for the issuing module. The only code that should appear prior to #MOPT is
'TITLE', comments, or source macro definitions.

MOPT Syntax

►►─┬─────────┬─ #MOPT ─┬────────────────────┬─┬────────────────────┬──────────►◄
   └─ label ─┘         └─ CSECT=csect-name ─┘ └─ ,ENV= ─┬─ SYS ──┬─┘
                                                        └─ USER ─┘

MOPT Parameter

• CSECT=
Generates a named CSECT and a constant of the CSECT name. Csect-name specifies the name that will be
generated for the CSECT statement and a 'DC CL8' of that name for identification.

• ENV=
Indicates a DC/UCF system module (SYS) or a user module (USER). The macro sets certain globals for system
modules to ensure proper calling sequence generation.

START Macro

The #START macro must be the first instruction in a user exit routine that uses DC/UCF calling conventions. Syntax and
syntax rules for the #START routine are provided below, followed by considerations that apply at sites using multitasking
support.

Considerations

When determining which MPMODE to assign, remember that:

• A system-mode exit routine that uses IBM calling conventions should always be assigned an MPMODE of DC.
• Any exit routine that uses DC/UCF calling conventions should be assigned an MPMODE consistent with the control

blocks that the routine accesses.

NOTE
For detailed coding considerations for multitasking sites, see the section Extended Addressing and Multitasking.

Examples

Establish an entry point with the name XTEP1:

XTEP1 #START

Start a numbered user exit routine without establishing an entry point:
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XTEP4 #START INTERNAL

START Syntax

►►── label #START ─┬────────────┬─ MPMODE= ─┬─ ANY ────┬──────────────────────►◄
                   └─ INTERNAL ─┘           ├─ DB ─────┤
                                            ├─ DC ─────┤
                                            ├─ CALLER ─┤
                                            ├─ DRIVER ─┤
                                            └─ USER ───┘

START Parameter

• INTERNAL
If omitted, generates an external entry point. The value coded in the label field of the macro is the name used for the
entry point.

• MPMODE
Applies only at multitasking sites.
When included in a #START macro, the MPMODE clause specifies the MPMODE to be assigned to the exit routine.
At a multitasking site, you must specify an MPMODE if the routine runs in system mode (ENV=SYS is specified in the
#MOPT macro) and an external entry point is to be generated.
– ANY

The exit routine can assume any MPMODE.
ANY is appropriate only for fully-reentrant routines that do not update storage associated with another task and that
do not access control blocks that may be updated by another task. Typically, ANY mode is required for:
• User exit 14
• User exit 15
• User exit 23
• User exits 27, 28, and 29
• User exit 31

– DB
The exit routine runs in DB mode. DB mode is appropriate for routines that reference system-wide database
resources, such as system lock tables and currency tables.

– DC
The exit routine runs in DC mode. DC mode is appropriate when the exit routine only references control blocks held
by task executing the routine (for example, TCE, LTE, SSC, VIB, and so forth). It assumes the exit routine does not
reference system-wide DB control blocks.
Typically, DC mode is required for:
• User exits 0 through 9
• User exit 12
• User exit 13
• User exit 16
• User exits 19 through 22
• User exits 24, 25, and 26
• User exit 30

– CALLER
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The exit routine can assume the MPMODE of the caller. CALLER means that the program does not do any
specific DB- or DC-related activities. Therefore, the MPMODE does not need to be changed from that of the calling
program.

– DRIVER
The exit routine runs in DRIVER mode. All the CA IDMS line drivers (for example, VTAM and UCF) run in DRIVER
mode. Exits that need to access driver-related control blocks should run in this mode.
Typically, DRIVER mode is required for user exits 17, 18, and 32.

– USER
The exit routine runs in USER mode. USER mode is appropriate for user programs with storage protection enabled;
for example, user-invoked numbered exits.

RTN Macro

The #RTN macro terminates a routine and returns control to the calling routine. #RTN must be the last instruction
executed in a user exit routine that uses DC/UCF calling conventions. The #RTN macro must execute in Amode 31.

RTN Syntax

►►──┬─────────┬─ #RTN ────────────────────────────────────────────────────────►◄
    └─ label ─┘

RTN Parameter

Inclusion of a label is optional.

RTN Example

In the following sample #RTN macro, the macro is labeled RTRN1:

RTRN1 #RTN

GETSTK Macro

The #GETSTK macro allows the issuing program to acquire a number of fullwords from the current stack area pointed to
by Register 13. The #GETSTK macro must execute in Amode 31.

GETSTK Syntax

►►──┬─────────┬─ #GETSTK ─┬─ (register-number) ─┬─────────────────────────────►
    └─ label ─┘           ├─ variable-name ─────┤
                          └─ =fullword-number ──┘

 ►──┬───────────────────────────────┬─────────────────────────────────────────►
    └─ ,REG= ─┬─ register-number ─┬─┘
              └─ 11 ◄─────────────┘
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 ►──┬─────────────────────┬───────────────────────────────────────────────────►
    └─ ,DBLWD= ─┬─ NO ──┬─┘
                └─ YES ─┘

 ►──┬──────────────────────┬──────────────────────────────────────────────────►◄
    └─ ,CLEAR= ─┬─ NO ◄──┬─┘
                └─ YES ──┘

GETSTK Parameter

• register-number
Is the register that contains the value of the number of fullwords.

• variable-name
Specifies the symbolic name of a halfword or fullword field that contains the value of the number of fullwords.

• fullword-number
Specifies the number of fullwords preceded by an equal sign (that is, specify =2 for 2 fullwords).

• REG=register-number
Indicates the register in which DC/UCF will return the address of the fullwords requested. Registers 12, 13 and 14 are
reserved. Register 11 is the default.

• DBLWD=NO/YES
Specifies whether the stack address returned should be aligned (YES) or not aligned (NO) on a double word boundary.

• CLEAR=NO/YES
Specifies whether the stack area should be initialized to nulls (YES) or not initialized (NO). NO is the default.

User-invoked Numbered Exits

When you write a user-invoked exit routine, you assign the routine a unique number. The number can be 256 or higher.
Information about Return codes for user-invoked numbered exits is provided below, followed by information on calling
user-invoked exits by means of the #XIT macro.

Return codes

Each site determines the meanings of Return codes passed back in register 15 to a user-invoked exit routine. However,
Return codes 0 (zero) and 4 are reserved, and have the following meanings:

• 0 -- The exit routine did not encounter any errors.
• 4 -- The requested exit is not implemented at the site.

Site-written Assembler programs can call user-invoked numbered exits. To call a user-invoked exit, the Assembler
program uses a #XIT macro.

XIT exit Syntax

►►──┬─────────┬─ #XIT exit-number ─┬────────────────────────────────────┬─────►◄
    └─ label ─┘                    └─ ,PARM=parameter-register-pointer ─┘

XIT exit Parameter

• exit-number
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Specifies the number of the #DEFXIT macro that defines the exit being called.
• PARM

Specifies a parameter list (if any) to be passed to the exit routine. Parameter-register-pointer can be either a register
pointing to the parameter list or the symbolic name of the parameter list.

exit Examples

Call exit 256 without passing any parameters:

#XIT 256

Call exit 256 and pass a parameter list in register 1:

#XIT 256,PARM=(R1)

Installing Numbered Exits in the System

To install a numbered user exit in the system:

1. Code the user exit routine based on information in this section.
2. Install the numbered exit by coding a #DEFXIT macro. Include the #DEFXIT macro in the system's RHDCUXIT source

module. Assemble and link edit the RHDCUXIT module.
Optionally, link the exit routine itself with RHDCUXIT.

3. If the exit routine is not linked with RHDCUXIT, then define the exit routine to the system by using a system generation
PROGRAM statement. You can temporarily define the program to the system by using the DCMT VARY PROGRAM
command.

NOTE
For more information on defining the exit routine to the system, see the Administrating section or the System
Tasks and Operator Reference section.

Steps 1 and 2 are discussed in the following sections.

Step 1 Code a DEFXIT Macro

The #DEFXIT macro specifies information on a numbered exit, including the name of the exit's entry point and user exit
routine. All #DEFXIT macros for a system are included in the RHDCUXIT module for the system.

You must code a #DEFXIT macro for each numbered exit:

• Place #DEFXIT macros in numerical order in the RHDCUXIT module, according to the number of each associated exit.
• Include placeholder #DEFXIT macros for numbered exits that are not currently used. This is necessary because each

#DEFXIT macro's position in the RHDCUXIT source module determines the numbered exit to which the macro applies.

For example, the sample #DEFXIT macros below install system-invoked exits 1 and 5 in the DC/UCF system. If the first
placeholder #DEFXIT macro were deleted from the sample RHDCUXIT module, the module would add exits 0 and 4 to
the DC/UCF system:

                 RHDCUXIT CSECT
                ┌───────────────────────────────────────────────────────────────┐
                │     .                                                         │
                │     .                                                         │
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                │     .                                                         │
                │    ┌─────────┐                                                │
              ┌─┼────►#DEFXIT ,│                                        EXIT 00 │
Placeholders  │ │    └─────────┘                                                │
for unused ───┤ │     #DEFXIT MODE=SYSTEM,CALL=DC,EP=XSON,AMODE=ANY     EXIT 01 │
user exits    │ │    ┌─────────┐                                                │
              └─┼────►#DEFXIT ,│                                        EXIT 02 │
                │    │#DEFXIT ,│                                        EXIT 03 │
                │    │#DEFXIT ,│                                        EXIT 04 │
                │    └─────────┘                                                │
                │     #DEFXIT MODE=SYSTEM,CALL=DC,EX=XTASK,AMODE=ANY    EXIT 05 │
                │     .                                                         │
                │     .                                                         │
                │     .                                                         │
                │                                                               │
                └───────────────────────────────────────────────────────────────┘

Considerations

The combination of #DEFXIT options that requires the least system overhead is:

MODE=SYSTEM,CALL=DC,EP=entry-point-name

The #DEFXIT options that you use determine whether the user exit routine will be executed in user mode or system
mode. The table below lists considerations for exit routines written for execution in user or system mode.

• System-mode exit routines
When you use DC/UCF macros within a system-mode exit routine, the RGSV parameter of the macro should be
specified to ensure that register contents are not destroyed during execution.

Execution mode Considerations
User The routine can access only the storage pages associated with it

unless storage protection has been disabled at the system or the
program level. The exit routine:
Runs as a program under the DC/UCF nucleus.
Uses standard IBM calling conventions (except that no save area
is passed in register 13). The exit is called by a #LINK statement.
Cannot process register 15 Return codes.
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System The routine can access all storage pages in the region in which it
executes. The exit routine:
Uses either IBM or DC/UCF calling conventions:
IBM conventions -- The routine is called by a BALR instruction.
DC/UCF conventions -- The routine is called by a #CALL
instruction.
Must contain a #MOPT macro with ENV=SYS specified.
Must save and restore any registers that are used by the exit.
Any DC/UCF macros used must include a RGSV=(R2-R8) clause
and ensure that R9=A(current TCE) and R10=A(CSA), when the
macro is called; for example #GETSTG TYPE=(USER),LEN=R0,
ADDR=(1),RGSV=(R2-R8)
Can process register 15 Return codes.

DEFXIT Syntax

►►── #DEFXIT MODE= ───────────────────────────────────────────────────────────►

 ►──┬─ USER,NAME=program─name ─────────────────────────────────────────────┬──►◄
    └─ SYSTEM,CALL= ─┬─ DC ──┬┬ ,EP=entry─point─name ┬──────────────────┬┬─┘
                     └─ IBM ─┘│                      └ ,AMODE= ┬ 24 ───┬┘│
                              │                                └ ANY ◄─┘ │
                              └ ,NAME=program─name ──────────────────────┘

DEFXIT Parameters

• MODE=USER
Enables the exit routine to run in user mode. The routine can access only the storage pages associated with it unless
storage protection has been disabled at the system or the program level.

NOTE
Storage protection is disabled at the system level by theNOPROTECT parameter of the SYSTEM statement
and disabled at the program level by the NOPROTECT parameter of the PROGRAM statement.

• NAME=
Identifies the name of the exit routine.

• MODE=SYSTEM
Enables the exit routine to run in system mode. The routine can access all storage pages in the region in which it
executes.

• CALL
Specifies the calling conventions with which the exit routine is called:
– DC

The routine is called by means of a #CALL instruction, using DC/UCF calling conventions.
– IBM

The routine is called by means of a BALR instruction, using standard IBM calling conventions.

NOTE
For more information on calling conventions, see Calling Conventions for Numbered Exits.

• EP=

 1560



 Administrating

Specifies the routine is called by the specified entry point.
• AMODE=

Specifies the addressing mode for the exit routine. Valid options are:
– 24 -- The exit routine executes in 24-bit addressing mode.
– ANY (default) -- The exit routine executes in the same addressing mode as does the DC/UCF nucleus.

• NAME=
Specifies the routine is loaded using the specified routine's name.

#DEFXIT system calling methods

Calling method Considerations
Entry point (EP) The routine runs as part of the RHDCUXIT nucleus module.

Therefore, you must link edit the routine with the RHDCUXIT
module.
Running the program in RHDCUXIT eliminates the overhead of
using a program pool for the exit routine. This strategy is generally
advisable for frequently called exits.

Name The routine runs as a program under the DC/UCF nucleus.
Therefore, you must define the routine to the DC/UCF system by
using the system generation PROGRAM statement.
At runtime, DC/UCF loads the exit routine into a program pool, as
necessary. This strategy is often advisable for infrequently called
exits.

Step 2 Assemble and Link Edit the RHDCUXIT Module

To make numbered exits available for use, assemble and link edit the RHDCUXIT module for the system. The RHDCUXIT
module is loaded at system startup as part of the nucleus.

When link editing the RHDCUXIT module:

• Include in the link edit any exit routines for which the #DEFXIT macro specifies an entry-point name
• Specify that the RHDCUXIT module entry point is UXITEP1

z/OS RHDCUXIT assembly and link edit

To create a RHDCUXIT load module

1. Create a source module by modifying the sample RHDCUXIT source in CAGJSRC with appropriate #DEFXIT macros
for your installation.

2. Save the source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL.

Substitute the name of your source member and insert the following binder statement:

 INCLUDE CUSTLIB(linked-exit)        OPTIONAL

 INCLUDE CUSTLIB(linked-exit)        OPTIONAL

 ...

 SETOPT PARM(REUS=NONE)

 NAME RHDCUXIT(R)
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– linked-exit
Specifies the name(s) of any user exit(s) for which the #DEFXIT macro contains the EP= parameter. The exit must
have been previously compiled and linked into your.custom.loadlib.

z/VSE RHDCUXIT assembly and link edit

1. Assemble and catalog the object module using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the following inplace of the Assembler input statements:

PUNCH 'CATALOG rhdcuxit OBJ REPLACE=YES'

END

Add your RHDCUXIT source by modifying the sample source in RHDCUXIT.A in your IDMS sublibrary
2. Link the RHDCUXIT phase using the sample JCL in z/VSE Link JCL.

Modify the JCL by substituting the follwoing statements in place of the Linkage editor control statements:

PHASE RHDCUXIT,* 

INCLUDE rhdcuxit

INCLUDE linked-exit   OPTIONAL

INCLUDE linked-exit   OPTIONAL

ENTRY UXITEP1 

rhdcuxit

Specifies the name of your RHDCUXIT object module.

linked-exit

Specifies the names of any user exits for which the #DEFXIT macro contains the EP= parameter. The exit must have
been previously compiled and cataloged into your idms.custlib sublibrary.

z/VM RHDCUXIT assembly and link edit

GLOBAL MACLIB idmslib

FILEDEF TEXT DISK RHDCUXIT TEXT A

ASSEMBLE rhdcuxit.source (NODECK OBJECT

FILEDEF SYSLST PRINTER

 1562



 Administrating

FILEDEF SYSLMOD DISK idmslib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024

LKED linkctl

Linkage editor control statements (linkctl):

INCLUDE RHDCUXIT

include exitnnep          optional: for #DEFXITs with EP=exitnnep

ENTRY UXITEP1

NAME RHDCUXIT(R)

rhdcuxit.source filename of the file containing the RHDCUXIT source
idmslib filename of the CA IDMS MACLIB library
idmslib LOADLIB a2 file identifier of the CA IDMS LOADLIB library
linkctl filename of the file containing the linkage editor control statements

System-invoked Numbered Exits

User exits 0 through 255 are reserved for system-invoked numbered exit routines. The currently-implemented exits are
listed below and described individually after the table.

At runtime, a system-invoked numbered exit routine is called by a system module if the exit has been installed in the
system by means of the #DEFXIT macro. For details, see Installing Numbered Exits in the System.

Exit Description of exit
Exit 0 System initialization exit
Exit 1 Signon exit
Exit 2 Signoff exit
Exit 4 New task exit
Exit 5 Task termination exit I (before statistics are written)
Exit 6 Task termination exit II (after statistics are written)
Exit 7 Write-to-log exit
Exit 8 Log full exit
Exit 9 System statistics exit
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Exit 10 Reserved
Exit 11 Reserved
Exit 12 Terminal I/O error exit
Exit 13 Shutdown exit
Exit 14 BIND RUN UNIT and READY AREA exit
Exit 15 VIB statistics exit
Exit 16 Write printer exit
Exit 17 Input data stream exit
Exit 18 Output data stream exit
Exit 19 Asynchronous terminal connection exit
Exit 20 Resource limit exit
Exit 21 SYSOUTL report exit
Exit 22 Report security and routing exit
Exit 23 Pre-BIND RUN UNIT exit
Exit 24 GET TIME exit
Exit 26 OLQ JCL exit
Exit 27 ERE Extension Examiner exit
Exit 28 Security Preprocessing exit
Exit 29 Security Postprocessing exit
Exit 30 Victim selection for deadlock detection exit
Exit 31 Transaction statistics exit
Exit 32 SYSOUTL detail record
Exit 33 Program loader exit
Exit 34 Unqualified dbkey FIND/OBTAIN exit
Exit 35 Stalled task information exit
Exit 36 Global deadlock victim selection exit
Exit 37 Recovery wait exit
Exit 38 Quiesce area exit
Exit 39 SQL Syntax Collection exit

Exit 0 -- System Initialization Exit

This exit is called by RHDCMSTR immediately after internal run units are signed on and common work area (CWA)
storage is initialized.

Sample uses

Exit 0 can be used to initialize the CWA with site-specific information.

Parameters

None.

Return codes

None.
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Exit 1 -- Signon Exit

This exit is called after the signon routine (RHDCSNON) has verified the user identifier and password and has built a
signon element (SON).

Sample uses

Exit 1 can be used to display messages and to capture signon information whenever a user signs on to the DC/UCF
system.

Considerations

This user exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that defines the routine
must specify MODE=SYSTEM.

Parameters

One parameter is passed: the address of the SON.

Return codes

The following values can be returned in register 15:

• A return code of greater than 4 directs the calling routine to abort the signon request.
• A return code of 4 or less directs the calling routine to accept the signon request.

Exit 2 -- Signoff Exit

This exit is called before the central security system signs off a user.

Sample uses

Exit 2 is useful for billing purposes and to capture signon information when the user signs off.

Parameters

One parameter is passed: the address of the signon element (SON).

Return codes

None.

Exit 4 -- New Task Exit

This exit is called whenever a new task is first dispatched. The exit is called after the task is initialized but before control is
passed to a processing program.

Sample uses

This exit can be used to monitor task usage.

Parameters

None.

Return codes

None.

Exit 5 -- Task Termination Exit I

This exit is called whenever a task terminates, before task statistics (if any) are written. When the exit is called, the VB50
has been freed. Task statistics must be obtained from the task statistics table.

Sample uses
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This exit can be used to control the writing of task statistics.

Considerations

Accounting data of interest can be extracted from the #STLDS DSECT and processed, as appropriate. For example, the
accounting data can be written to an output file in addition to being written to the DC/UCF log.

This user exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that defines the routine
must specify MODE=SYSTEM.

Parameters

None.

Return codes

A return code greater than 4 prevents the system from writing task statistics to the log file.

Exit 6 -- Task Termination Exit II

This exit is called whenever a task terminates, after task statistics (if any) are written.

Parameters

None.

Return codes

None.

Exit 7 -- Write-to-Log Exit

This exit is called whenever a message line is retrieved from the message dictionary by a #WTL (WRITE LOG) request.

This exit is called after the message is received and before it is sent to its destination.

Sample uses

Exit 7 can be used to modify the text of a message before the message is sent to its destination.

Parameters

One parameter is passed: the address of the message (133 bytes), starting with the ASA control character.

Return codes

None.

Exit 8 -- Log Full Exit

This exit is called whenever the DC/UCF log area or file becomes full.

Sample uses

This exit can be used to submit an ARCHIVE LOG utility statement to the internal reader and offload the log area.

Parameters

None.

Return codes

None.
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Exit 9 -- System Statistics Exit

This exit is called whenever RHDCSTTS is invoked to write system statistics:

• At DC/UCF shutdown
• At the statistics interval
• When a DCMT WRITE STATISTICS is issued

The exit is called before statistics are written.

Sample uses

This exit permits your site to monitor the writing of system statistics.

Parameters

None.

Return codes

None.

Exit 12 -- Terminal I/O Error Exit

This exit is called whenever a permanent terminal I/O error is returned to a task by a line driver module.

Sample uses

Exit 12 can be used to vary a physical terminal offline after a designated number of I/O errors.

Parameters

None.

Return codes

None.

Exit 13 -- Shutdown Exit

This exit is called whenever a shutdown request is issued. The exit is called before the system is terminated (that is,
immediately before the database resource control task (RHDCDBRC) terminates).

This exit is not called when an abort request is issued.

Sample uses

Exit 13 can be used to record the status of the system at shutdown time.

Parameters

None.

Return codes

None.

Exit 14 -- BIND RUN UNIT and READY AREA Exit

This exit is called whenever a BIND RUN UNIT or READY AREA is performed. Exit 14 is invoked after exit 23.

Sample uses

Exit 14 can be used to perform security checking routines to determine whether the user is authorized to access the
requested database or area.
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Considerations

This user exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that defines the routine
must specify MODE=SYSTEM.

Information required by the user exit routine is available as follows:

• For BIND requests, the address of the subschema name is contained in the SSCPARM3 field in the IDMS
communications block (#SSCDS).

• For READY AREA requests, the address of the area name is contained in the SSCAREA field in the IDMS
communications block.

• For any request, user information is available from the signon element (#SONDS) by issuing an ACCEPT USERID
navigational DML statement (#ACCEPT TYPE=USERID in Assembler).

• For any request, security information is available from the signon element (#SONDS) by invoking the #SECHECK
macro.

NOTE
For more information on the #SECHECK macro, see the Security Administering section.

Return codes

The following values can be returned in register 15:

• A return code greater than 4 directs the calling routine to abort the BIND or READY.
• A return code of 4 or less directs the calling routine to continue processing the BIND or READY.

To indicate that an error has occurred, the exit routine must both set the return code (register 15) to greater than 4 and set
an error code in the SSCSTAT field of the IDMS communications block.

BIND Parameters

The following parameters are passed:

• A fullword, the value of which indicates the function to be performed:

  Value   Function

   36       READY USAGE -  MODE UPDATE

   37       READY USAGE -  MODE RETRIEVAL

   38       READY USAGE -  MODE PROTECTED UPDATE

   39       READY USAGE -  MODE PROTECTED RETRIEVAL

   40       READY USAGE -  MODE EXCLUSIVE RETRIEVAL

   41       READY USAGE -  MODE EXCLUSIVE UPDATE

   59       BIND RUN UNIT
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   97       No lock for transient isolation

• The address of the IDMS communications block (#SSCDS).
• The address of the DLIM control block, which contains the address of the external request element (ERE) if the

request is external. This address can be used to access the batch accounting data in the ERE-SVC-EXTENSION if the
SVC exit has been implemented to provide such data.

Exit 15 -- VIB Statistics Exit

This exit is called whenever system statistics and/or task statistics (if requested at system generation time) are written to
the variable information block (VIB). This exit is called after the statistics are written but before the VIB is released.

Sample uses

This exit can be used to examine collected statistics.

Return codes

None.

VIB Parameters

The following parameters are passed:

• A fullword value:
– 0 -- Task statistics are not being collected.
– 1 -- Task statistics are being collected.

• The address of the VIB

Exit 16 -- Write Printer Exit

This exit is called by the #PRINT (WRITE PRINTER) request handler at the first print request for a report.

Sample uses

Exit 16 can be used to examine and/or modify the report request block (RRB).

Considerations

This user exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that defines the routine
must specify MODE=SYSTEM.

Parameters

One parameter is passed: The address of the RBB associated with the requesting task.

Return codes

None.

Exit 17 -- Input Data Stream Exit

This exit is called by the I/O request handler after the check for a read has been posted, the completion code has been
checked, and line editing has been performed.

Sample uses

Exit 17 can be used to examine and/or alter the contents of the input data stream.

Considerations
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If you need to increase the size of the data stream, create a new input buffer. To acquire storage for building buffers, use
the get-buffer routine whose address is passed in the fourth word in the parameter list.

Invoke the get-buffer routine by using the following instruction:

BALR R14,R15

In this BALR instruction, register 15 contains the address of the get-buffer routine. Register 1 contains the address of the
parameter list.

All registers are preserved by the get-buffer routine. The #IBHDS DSECT provides a map of the buffer header. The id of
the task's physical terminal (PTERM) can be found in the PTEID field of the physical terminal element (PTE). The PTE
layout is given by the #PTEDS DSECT.

An exit routine that creates new buffers can be:

• Written to execute in system mode. In this case, the #DEFXIT macro that adds the routine to the system must specify
MODE=SYSTEM.

• Written to execute in user mode. The user exit routine must run with storage protection disabled. The #DEFXIT macro
that adds the routine to the system must specify MODE=USER and must call the routine by name.

If you create a new input buffer, make sure that the exit 17 routine does not free the old buffer. Make sure that the exit 17
routine returns values as follows:

• The first parameter must return the address of the first input buffer.
• The second parameter must return the total length of the input datastream.

Return codes

None.

Input Parameters

The parameter lists for the exit routine and for the get-buffer routine are each given below.

The exit 17 routine receives and can return changed values by means of the following five-fullword parameter list:

• The address of the first input buffer. If no buffer exists, the address is zeros.
• The total length of the input data stream. This includes all buffers.
• The address of the task's physical terminal element (PTE).
• The address of a get-buffer routine.
• A fullword in which the first byte contains:

– X'80' -- End of parameter list.
– X'40' -- The buffer contains the SNA functional management header (for lines defined with TYPE=VTAMLU).
– X'20' -- The physical terminal expects a 3270-type data stream (for lines defined with TYPE=VTAMLU).

The get-buffer routine receives and returns the following fifteen-fullword parameter list that you must build:

• The address of the buffer on return
• The length of buffer needed
• The address of the task's physical terminal element (PTE)
• A twelve-fullword work area
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Exit 18 -- Output Data Stream Exit

This exit is called by the I/O request handler before the line driver is posted to perform an output operation. The exit is
invoked after compaction is performed (if applicable).

Sample uses

Exit 18 can be used to examine and/or alter the contents of the output data stream.

Considerations

If the exit routine alters the contents of the data stream, you must return the length of the altered data stream in the
second parameter.

You can build buffers by using the get-buffer routine whose address is passed in the fourth word in the parameter list. All
registers are preserved by the get-buffer routine.

Invoke the get-buffer routine by using the following instruction:

BALR R14,R15

In this BALR instruction, register 15 contains the address of the get-buffer routine. Register 1 contains the address of the
parameter list.

The id of the task's physical terminal (PTERM) can be found in the PTEID field of the physical terminal element (PTE).
The PTE layout is given by the #PTEDS DSECT.

An exit routine that builds buffers can be:

• Written to execute in system mode. In this case, the #DEFXIT macro that adds the routine to the system must specify
MODE=SYSTEM.

• Written to execute in user mode. The program must run with storage protection disabled. The #DEFXIT macro that
adds the routine to the system must specify MODE=USER and call the routine by name.

If you create a new input buffer, make sure that the exit 18 routine returns values as follows:

• The first parameter must return the address of the first buffer.
• The second parameter must return the total length of the output data stream.

Return codes

None.

Exit 18 Parameter

The parameter lists for the exit routine and for the get-buffer routine are each given below.

The exit 18 routine receives and can return changed values by means of the five-fullword parameter list:

• The address of the output buffer. This parameter contains zeros if no buffer exists.
• The length of the output data stream.
• The address of the task's physical terminal element (PTE).
• The address of a get-buffer routine.
• A fullword in which the first byte contains:

– X'80' -- End of parameter list.
– X'40' -- The buffer contains the SNA functional management header (for lines defined with TYPE=VTAMLU).
– X'20' -- The task's physical terminal (PTERM) expects a 3270-type data stream (for lines defined with

TYPE=VTAMLU).

 1571



 Administrating

If the buffer contains converted data that originally was in 3270-type format, make sure the fifth parameter does not
return X'20'. (X'20' causes 3270 WRITE commands to be prefixed to the buffer.)

The get-buffer routine receives and returns the following fifteen-fullword parameter list that you must build:

• The address of the buffer on return.
• The length of buffer needed.
• The address of the task's physical terminal element (PTE). This value is required.
• A twelve-fullword work area.

Exit 19 -- Asynchronous Terminal Connection Exit

This exit is called by the asynchronous (TTY and 2741) terminal drivers. This exit is called after the line driver has
validated the terminal type code and has copied the 1-to-8-character identifier into the PTE6NAME field of the physical
terminal element (PTE).

Sample uses

Exit 19 can be used to examine and/or alter the contents of the PTE and its device-dependent extension (for example, the
exit can treat the character string in the PTE6NAME field as a system password).

Considerations

This user exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that defines the routine
must specify MODE=SYSTEM.

Parameters

One parameter is passed: the address of the physical terminal element (PTE).

Return codes

The following values can be returned in register 15:

• A return code greater than 0 directs DC/UCF to continue the normal connection process.
• A return code less than 0 directs DC/UCF to disconnect the terminal and to re-enable the line for connection.
• A return code of 0 indicates that register 1 points to an EBCDIC message and register 0 contains the message length.

After truncating the message (if longer than 100 bytes) and translating it into the appropriate transmission code, DC/
UCF writes the message to the terminal and waits for the user to reenter a terminal identifier.

Exit 20 -- Resource Limit Exit

This exit is called by RHDCLIMT whenever a resource limit is exceeded by a task. The exit routine is invoked before the
request that exceeds the limit is satisfied.

Sample uses

This exit can be used to examine other limits or to increase the limit that has been exceeded.

Exit 20 permits the user to continue or abend a task based on the type of task. For example, you may choose to continue
a payroll task that has exceeded the storage limit while abending any other task that exceeds the same limit.

Considerations

DC/UCF enforces limits on task resource usage as described below:
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• When a task is initiated at runtime, the system constructs a resource limit block (RLB) for the task. The RLB specifies
the specified limit for each resource type. Additionally, the RLB points to an extension in which the system maintains a
count of the number of times each limit has been exceeded.

• When the task issues a request involving a resource for which a limit has been established, the system checks the
current value for the resource in the task statistics table (TST) for the task.

• When the resource request would exceed the limit specified in the RLB, (the value in the TST would exceed the limit in
the RLB):
– If exit 20 is defined, the system either continues or abends the task, as directed by the exit routine. Exit 20 can be

used to perform various functions, such as examining other limits, writing messages to the system log, and altering
the limits in the RLB for the task.

– If exit 20 is not defined, the system abends the task.

DC/UCF continues to check limits when the task resumes execution. Therefore, if the task is to continue, the exit routine
must alter the limit in the resource limit block (RLB).

NOTE

Exit 20 is not invoked when a task exceedes the SQL Row Limit. The SQL Row Limit is enforced by the SQL
engine. 

Return codes

The following values can be returned in register 15:

• 0 directs the calling routine to continue the task without issuing any messages.
• 4 directs the calling routine to abort the task after issuing message DC244003.
• 8 directs the calling routine to continue the task after issuing message DC244002.

Exit 20 Parameters

The following parameters are passed:

• A fullword, the last byte of which indicates the resource that caused the exit to be invoked, as follows:

Value      Resource

 X'01'       Storage

 X'08'       Database I/O operations

 X'10'       Database key locks

 X'20'       System service calls

• The offset from the beginning of the resource limit block (RLB) of the limit that has been exceeded.
The address of the RLB is provided by the TCERLBA field of the task control element (TCE). The RLBEA field of
the RLB points to an extension in which the system maintains a count of the number of times each limit has been
exceeded.
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Exit 20 Examples

The following sample user exit is called by RHDCLIMT whenever a resource limit is exceeded. The exit is invoked by
modifying RHDCUXIT for exit 20 in either of the following ways:

#DEFXIT MODE=SYSTEM,CALL=DC,EP=UX20EP1  EXIT 20

#DEFXIT MODE=SYSTEM,CALL=DC,NAME=RHDCUX20  EXIT 20

Sample user exit 20 -- resource limit exit

 ***********************************************************************

 *                                                                    *

 *      THIS SAMPLE USER EXIT 20 HANDLES RESOURCE LIMIT OVERFLOWS.    *

 *      IT IS INVOKED BY RHDCLIMT WHENEVER A LIMIT IS FOUND TO BE     *

 *      EXCEEDED.  THE CONDITIONS HANDLED ARE AS FOLLOWS:             *

 *                                                                    *

 *          STORAGE LIMITS: ALL TASKS ARE ALLOWED TO CONTINUE         *

 *          LOCK    LIMITS: ALL TASKS ARE ABENDED                     *

 *          CALL    LIMITS: EXTERNAL REQUEST UNITS (ERUS) ARE ABENDED *

 *          DBIO    LIMITS: ALL TASKS ARE ABENDED                     *

 *                                                                    *

***********************************************************************

 UX20     TITLE 'RHDCUX20 -- EXAMPLE RESOURCE LIMIT EXIT'

 * RHDCUX20 EP=UX20EP1

          EJECT

          #MOPT CSECT=RHDCUX20,ENV=SYS

          COPY  #CSADS
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          COPY  #LTEDS

          COPY  #RLBDS

          COPY  #TCEDS

          COPY  #TSTDS

***********************************************************************

 *                                                                    *

 *   WORK AREA DSECT FOR LIMIT ROUTINE.                               *

 *                                                                    *

***********************************************************************

 WORKD    DSECT

 SYSPLIST DS    12A

 WORKDL   EQU   (*-WORKD+3)/4       LENGTH IN WORDS.

          SPACE

 XIT      DSECT

 XIT00    DS    H                   FILLER

 XITCD    DS   0H                   RESOURCE CODE

          DS    X                   (RESERVED AT THE MOMENT)

 XITSTG   #FLAG X'01'               CHECK STORAGE      LIMIT

 XITDBIO  #FLAG X'08'               CHECK DBIO         LIMIT

 XITLOCK  #FLAG X'10'               CHECK DB LOCKING   LIMIT

 XITCALL  #FLAG X'20'               CHECK SERVICE CALL LIMIT

 XITFLG1  DS    X

 XITOF    DS    F                   LIMIT OFFSET IN TASK RLB

          EJECT
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 ***********************************************************************

 *                                                                    *

 *     RHDCUX20  -   USER EXIT TO HANDLE RESOURCE LIMITS              *

 *                                                                    *

 *     ON ENTRY R1 WILL POINT TO A TWO WORD PLIST, FORMATTED          *

 *     AS FOLLOWS:                                                    *

 *                                                                    *

 *          +0 FULLWORD: EXIT # (20 IN THIS CASE)                     *

 *          +4 ADDRESS:  PTR TO PLIST CREATED BY MODULE               *

 *                       THAT INVOKED THE EXIT                        *

 *                                                                    *

***********************************************************************

 RHDCUX20 CSECT

          USING CSA,R10

          USING TCE,R9

 UX20EP1  #START

          SPACE

 *

 *  LOCATE PARAMETERS IN PLIST

 *

          SPACE

          LR    R2,R1               SAVE PARM REGISTER

          #GETSTK =WORKDL,CLEAR=YES GET SOME WORK SPACE

          USING WORKD,R11

          L     R3,4(R2)            GET AT PARMS PASSED BY LIMTEP1
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          SPACE

 *

 *  ACTUAL PROCESSING BEGINS HERE

 *

          SPACE

          USING XIT,R3              BASE THE PLIST AREA

          #TEST XITSTG,OFF=XIT010   ? STORAGE LIMIT EXCEEDED

          SR    R15,R15              YES  -   IGNORE

          B     XIT099              AND EXIT

 XIT010   #TEST XITCALL,OFF=XIT080  ? SERVICE CALL LIMIT EXCEEDED

          #TEST TCEERUS,OFF=XIT015   YES  -   IS THIS AN EXTERNAL RU

          LA    R15,4                  YES  -   ABEND THE TASK

          B     XIT099

 XIT015   DS    0H                     NO   -   ALLOW IT TO CONTINUE

          SR    R15,R15             CLEAR REGISTER -

          B     XIT099

 XIT080   DS    0H                  ABEND ALL OTHER LIMIT OVERFLOWS

          LA    R15,4

          B     XIT099

 XIT099   DS    0H

          #RTN

          DROP  R11,R10,R9,R3

          END
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Exit 21 -- SYSOUTL Report Termination Exit

Exit 21 is called by the SYSOUTL line driver (RHDCD07Q) after the last line of each print report has been written to the
spool file.

A sample exit routine for exit 21 on z/VM systems is provided on the integration tape used to install CA IDMS.

NOTE
For details on implementing the sample routine at z/VM sites, see the Installing section -- z/VM.

Sample uses

A DC system can include one or more lines for spooled output. Such lines are defined at system generation time with a
type of SYSOUTL. Reports sent to the spool file for a SYSOUTL line are not printed until the file is closed. The spool file is
closed:

• When the SYSOUTL line driver is disabled, for example, at DC system shutdown
• When a CP command to close the file is issued from the DC operator's console

At z/VM installations, exit 21 can be used to print spooled output on completion of each report. If appropriate, the exit
routine can reroute the spool file (for example, through RSCS) before closing the file. A sample user exit routine for exit 21
can be found in the Installing section -- z/VM.

Considerations

At a z/VM site with guest operating systems, define the SYSOUTL line by:

1. Making a direct unit assignment in the guest operating system
2. Using a FILEDEF in z/VM to associate that unit with a z/VM print device

If the SEND command sends messages to the SYSOUT printer, the report element for each message will have a report
name (RPERPTNM) of binary zeros. The exit routine can then:

1. Determine the appropriate RSCS destination for the report
2. Issue the TAG, SPOOL CLOSE, and SPOOL OPEN commands to provide support for VM/RSCS operations

This user exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that adds the exit
routine to the system must specify MODE=SYSTEM.

Parameters

One parameter is passed: the address of the physical terminal element (PTE) associated with the SYSOUTL line. The
PTE points to the logical terminal element (LTE), which points to the report element (RPE). The RPE contains such
information as the report identifier and the number of copies to be printed.

Return codes

None.

Exit 22 -- Report Security and Routing Exit

This exit can be used to store user-related information to be used at print time. Print module RHDCPRNT calls exit 22
when the user makes an initial print request, after RHDCPRNT has assigned a unique report identifier to the print request.

Sample uses

During this exit's processing, you can write a queue record that contains security or routing information. You can modify
the RHDCBANR routine so that, at print time, it extracts the saved information and uses it to write the report header. This
header can contain the appropriate security or routing information.

Considerations
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This exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that adds the exit to the
system must specify MODE=SYSTEM.

Parameters

The following parameters are passed:

• The address of the report print element (RPE)
• The address of the report request block (RRB)

Return codes

None.

Exit 23 -- Pre-BIND RUN UNIT Exit

User exit 23 is called before a BIND RUN UNIT is performed. Exit 23 is invoked before exit 14. Exit 23 has addressability
to the task control element (TCE).

Sample uses

User exit 23 can be used to override any specifications passed in the parameter list, as specified below.

For example, exit 23 can be used to determine the node on which a database resides and the database name based
on the subschema name. If a database changes location, you need not recompile the program with the new node or
database name on the BIND. The exit can change these parameters instead.

Considerations

This exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that adds the exit to the
system must specify MODE=SYSTEM.

Note: If you invoke EXIT 23 under CICS, the exit must be linked with RHDCUXIT and the #DEFEXIT macro must specify
EP=entry-point-name.

Parameters

Register 1 points to two fullwords that contain the exit number and the address of a 40-byte data area that holds the
values coded in the BIND RUN UNIT request. If the user has set any database or dictionary overrides (such as by using
DCUF SET DICTNAME), the overrides are reflected in the data area. The format of the data area is:

• Subschema name (8 bytes)
• Database node (8 bytes)
• Database name (8 bytes)
• Dictionary node (8 bytes)
• Dictionary name (8 bytes)

The address of the task control element (TCE) is passed through register 9. :P The exit can change these values. These
changes are then reflected in the IDMS communications block.

Return codes

None.

Exit 24 -- GET TIME Exit

Exit 24 provides a means to return a different value for GET TIME requests than the current value returned by the
operating system.

Except for SQL, Exit 24 is called whenever a DC GETIME is issued to obtain the time and date from the operating system.

Parameters

 1579



 Administrating

To use this feature, you must write a user exit routine with the following attributes:

• System mode
• No storage protect
• Amode 31

On entry to the exit:

• R1 = Address of two (2) word parm list
• +0 = Address of fullword containing exit number
• +4 = Address of a doubleword date and time

The doubleword date and time contains the packed date, and the binary absolute time in 0000 seconds. This is identical
to the values normally found in CSATIME and CSADATE fields. The date is expressed as 0nYYDDDF (for 1900 n is 0; for
2000 n is 1).

To set a different time to be returned, simply store a date and time in the doubleword pointed at by R1.

Return codes

Return codes are ignored.

Exit 26 -- OLQ JCL exit

User Exit 26 is called when OLQ has built the JCL line.

Sample uses

Exit 26 can be used to alter the JCL and/or to output it.

Considerations

None.

Parameters

A single parameter is passed to exit 26. It contains the address of the JCL record.

Return codes

The following Return codes can be returned in register 15:

• A return code of 0 indicates that the exit output the record itself. OLQ itself will continue with the next record if any.
• A return code of 4 indicates that the exit examined and maybe altered the JCL record, but wants OLQ to output it.
• Any other return code directs OLQ to abort.

Exit 27 -- Examining the ERE Extension Exit

User Exit 27 is called after DC/UCF receives a new external request for services, but before the system performs any
processing for the request. For example, the exit is called before DC/UCF processes:

• A request for database services from a batch program
• A request to initiate a new UCF session
• A request for services from another node in the DC/UCF communications network provided that the connection is an

SVC connection.

Sample uses

You can examine information in the ERE or in the ERE extension. You can also specify the user id which will be used to
sign on to the DC/UCF system.

Considerations
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The following considerations apply to user exit 27:

• In the #DEFXIT macro, user exit 27 must be defined using MODE=SYSTEM.
• Exit 27 is invoked before exits 14 and 23.
• When you return from Exit 27, register 1 should point to a field containing an 18-character user identifier, right-padded

with blanks. Otherwise, default user identifier PUBLIC may be substituted when ERUS signon takes place.

Parameters

A single parameter is passed to exit 27. It contains the address of the ERE.

Return codes

The following Return codes can be returned in register 15:

• A return code of 0 if register 1 points to a valid user identifier.
• A return code of 4 if register 1 does not point to a valid user id.

Exit 27 Examples

...

                 L     R2,4(,R1)      Get address of ERE

                 USING ERE,R2

L     R3,EREESEA     Get address of ESE

                 USING ESE,R3

                 LH    R4,ESESOXOF    Get offset to ERE extension.

                 LA    R4,ERE(R4)     Get address of ERE extension.

                 USING EREXDS,R4

                 ...

       *  Test for user id modification criteria

                 CLI   EREXUSER,C' '   User id blank of hex zero

                 BH    NOSET           No.

*  Other user id modification criteria:

                 ...

       *  We have determined that this exit is to specify the

       *  signon user id.

                 LA    R1,DEFAULTU     Set R1 for caller
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                 XR    R15,R15         Clear R15 return code

                 B     RETURN

       NOSET     DS    0H

                 LA    R15,4          Tell caller no id modification

RETURN    DS    0H

                 #RTN

       DEFAULTU  DC    CL18'SITEUSERID'

                 ...

                 #RTN

                 COPY  #EREDS

                 COPY  #ESEDS

                 COPY  #UCFDS

Exit 28 -- Security Preprocessing Exit

Exit 28 allows you to examine all security requests, including user signon and signoff, before the request is processed by
the CA IDMS centralized security facility.

Exit 28 is called after the security system has validated the function code, but before it performs any other processing
for the security request. When you set a flag (SRBXFAB) in the Security Request Block (SRB), the exit can request that
access be denied.

NOTE
For more information on the Security Request Block (#SECRB DSECT), see the CA IDMS Security
Administering section.

Sample uses

You can examine the information in the SRB before CA IDMS processes the security request. For example, you might
alter the required authorities based on site specific requirements.

Considerations

Exit 28 cannot force the centralized security facility to allow the requested access. If the exit does not abort the request by
setting SRBXFAB, the centralized security facility will process the request normally.

This exit routine must be written to execute in SYSTEM MODE. The #DEFXIT macro that adds the exit routine to the
system must:

• Specify MODE=SYSTEM
• Call the routine using either DC or IBM calling conventions
• Call the routine by entry point
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Parameters

The following parameters are passed:

• The address of the SRB
• The length of the SRB

Return codes

None.

Exit 29 -- Security Postprocessing Exit

Exit 29 allows you to examine all security requests, including user signon and signoff, after the request is processed by
the CA IDMS centralized security facility.

Exit 29 is called after the centralized security facility has completed processing for a security request. When you set a flag
(SRBXFAB) in the security request block (SRB), the exit can request that access be denied.

Sample uses

You can use exit 29 to log security violations or to implement site specific security enforcement requirements.

Considerations

• Exit 29 cannot override a security violation.
• If your site uses a security package external to DC/UCF (for example, CA ACF2 for z/OS), DC/UCF calls Exit 29 after

signon to the external security package and again after signon to DC/UCF. External signon occurs if any resource,
including signon itself, is externally secured. DC/UCF always attempts an internal signon.
Because DC/UCF calls the exit two times, you can customize internal signon to use information from the external
signon. For example, CA ACF2 for z/OS users may want to move a Release 10.2 bit map from the CA ACF2 for z/OS
logon ID (LID) record to the SONSECTY field in the signon control block.
DC/UCF uses the contents of the SONSECTY field as the default activity bit map for the user. To do this, set the
SRBXSGN flag in the SIGNON function of the security request block (SRB).
If signon is secured internally, then you must:
– Define the user in the USER catalog
– Turn off the SRBXSGN flag in the SIGNON function of the security request block (SRB).

• This exit routine must be written to execute in SYSTEM MODE. The #DEFXIT macro that adds the exit routine to the
system must:
– Specify MODE=SYSTEM
– Call the routine using either DC or IBM calling conventions
– Call the routine by entry point

More Information

• For information on the signon control block (#SONDS DSECT), see the DSECT Reference section.
• For information on the security request block (#SECRB DSECT), see the Security Administering section.

Parameters

The following parameters are passed:

• The address of the SRB
• The length of the SRB

Return codes

None.
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Exit 30 -- Deadlock Victim Selection Exit

User exit 30 lets users implement a site-specific deadlock victim selection algorithm. User exit 30 is called after the
deadlock detector has scanned all tasks in the system that are waiting and has eliminated those that cannot be involved in
a deadlock situation.

After identifying waiting tasks that are involved in a deadlock, the deadlock detector processes these tasks in pairs. A
victim is chosen from the initial pair of tasks and then compared to the next task involved in the deadlock. This process of
examining each task in the deadlock and selecting a new victim continues until all deadlocked tasks have been examined.
The last victim chosen is then terminated and the process is repeated until no more deadlocks exist.

If exit 30 is not installed, the deadlock detector chooses the victim from each pair of tasks examined as follows:

• If one of the tasks is COND=NONE and the other task is COND=DEAD, the COND=DEAD task will be selected as the
victim.

• If both tasks have the same COND specification, the task having the lower priority will be chosen.

Sample uses

User exit 30 lets users bypass the default victim selection logic and gain more control over how deadlocks are resolved.
For example, some users may prefer that victims be selected:

• As external request units when deadlocks between online and external request units are detected.
• Based on what an application does rather than by its task priority.

You can apply exit 30 to a subset of applications or databases, by using Return codes (described below). This feature
allows the exit to selectively apply its logic to pairs of deadlocked tasks based on criteria determined by the implementer.

Considerations

Exit 30 is passed the address of the Dispatch Control Elements (DCE) representing the two tasks from which to choose a
victim. The DCE is used by the system to control how tasks are dispatched and contains the task dispatching priority and
the address of the Task Control Element (TCE).

As with all user exits, minimize the exposure of this exit to system control blocks since these control blocks can change
from release to release.

This exit routine must be written to execute in system mode. Additionally, the #DEFXIT macro that adds the exit to the
system must specify:

• MODE=SYSTEM
• AMODE=ANY

Additionally, this exit should be reentrant and should be coded to handle 24-bit and 31-bit addresses.

Parameters

Exit 30 is passed the address of a two fullword parameter list consisting of the:

• DCE address of the first deadlocked task
• DCE address of the second deadlocked task

Return codes

Before it terminates, exit 30 should put the DCE address of the selected victim in register 15. If you want the exit to use
the default victim selection logic in the deadlock detector, rather than a site-specific logic:

• Return a value of 0 in register 15 to use the default victim selection logic and continue to call exit 30.
• Return a value of 4 in register 15 to use the default victim selection logic and discontinue call to exit 30.
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Exit 31 -- Transaction Statistics Exit

This exit is called by the Transaction Manager whenever statistics are written from the transaction block. This exit is
called after statistics have been written but before the transaction block has been released. Note that these transaction
statistics are not those maintained by the system and are not those maintained as the result of the BIND, ACCEPT, or
END TRANSACTION STATISTICS DML verbs.

Sample uses

This exit can be used to examine collected statistics.

Return codes

None.

Exit 31 Parameters

The following parameters are passed:

• A fullword value:
– - 0 indicates task statistics are not being collected
– - 1 indicates task statistics are being collected

• The address of the transaction block (TBK)

Exit 32 -- SYSOUTL Detail Record Exit

This exit is called by the SYSOUTL line driver (RHDCD07Q) when a record is about to PUT to the output file.

Sample uses

This exit can be used to:

• Examine and modify every record
• Insert records using the available DCB address

Considerations

This user exit routine must be written to execute in SYSTEM mode. Additionally, the #DEFXIT macro that adds the exit
routine to the system must specify MODE=SYSTEM.

Parameters

The following parameters are passed:

• The output record address
• The DCB address

Return codes

None.

Exit 33 -- Program Loader Exit

This exit is called after a program load request has been completed.

Sample use

This exit can be used to extract program name and type to use for statistics.

Considerations
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This exit routine must be written to execute in SYSTEM mode. The #DEFXIT macro that adds the exit routine to the
system must:

• Specify MODE=SYSTEM
• Call the routine using either DC or IBM calling conventions
• Call the routine by entry point

Exit 33 Parameters

The following parameters are passed:

• Fullword 1 -- Sets a type code of 1 to indicate a PDE
• Fullword 2 -- Address of the PDE for the program loaded
• Fullword 3 -- Unused
• Fullword 4 -- Unused

Exit 34 -- Unqualified Dbkey FIND/OBTAIN Exit

Exit 34 helps identify and correct applications that may require modification to function correctly when the Mixed Page
Group BINDS ALLOWED feature is enabled.

Exit 34 is provided to allow the runtime detection of unqualified dbkey retrievals when "Mixed Page Group Binds
Allowed" is specified for the DBNAME. The exit may be used to display messages on the console and/or abend the task.
Furthermore, this exit can provide the correct page group and radix value for the passed dbkey to enable the application
to run correctly without requiring source changes.

Exit 34 is invoked by IDMSDBMS whenever a rununit issues a FIND DB-KEY or OBTAIN DB-KEY verb with no record
name specified. However, alteration of a rununit's current page group or page radix will not be honored unless mixed
page group support is fully implemented by specifying 'Mixed Page Group Binds Allowed' for the DBNAME. The exit is not
invoked for rununits accessing the dictionary or catalog.

It is possible that an unqualified FIND DB-KEY or OBTAIN DB-KEY command may not retrieve the desired record when
Mixed Page Group Binds are allowed. When this feature is enabled, IDMSDBMS will use the current page and radix value
for the dbkey. If the last DML operation referenced a page group other than the one desired, then the wrong record may
be retrieved. If the unqualified retrieval is the first DML operation for the rununit, then there is no current of page group
and a 0326 status code is returned.

For the long term, it is recommended that applications with unqualified FIND DB-KEY or OBTAIN DB-KEY commands be
enhanced to specify a record name or exploit the PAGE-INFO parameter rather than use this exit.

Considerations

You must write the Exit 34 routine to execute in SYSTEM mode. The #DEFXIT macro that adds the exit routine to a
system must:

• Specify MODE=SYSTEM
• Call the routine using either DC or IBM calling conventions
• Call the routine by entry point

Return codes

Return codes are ignored.

Exit 34 Parameters

The following parameters are passed:
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• Fullword 1 -- Address of a five-word save area. The area will remain consistent for the life of the rununit. Data stored
here will remain until the rununit finishes.

• Fullword 2 -- Address of the IB50 Control Block. (See macro #FIBDS.)
• Fullword 3 -- Address of the Subschema Control Block. (See copy book #SSC120.)

Fields: SSCPGRUP and SSCRADIX will contain the current page group and radix value for the rununit (these may be
changed). Upon return from the exit IDMSDBMS will make the changed values current for the rununit.

NOTE
Sample exit RHDCUX34 has been supplied as part of CA IDMS. Thisprogram will display a message on the
console when called. It also contains examples of abending a task and of modifying the current page group. To
use the sample exit as written, RHDCUXIT must define a #DEFEXIT as follows:

#DEFXIT MODE=SYSTEM,CALL=DC,EP=UX34EP1

and RHDCUX34 must be linked with RHDCUXIT.

Exit 35 -- Stalled Task Information Exit

This exit is called to gather information on a stalled task for use during deadlock victim selection. It will be invoked only in
a data sharing environment during global deadlock management.

This exit can be used to pass information to user exit 36 to assist in selecting a victim task in a global deadlock situation.

Considerations

This exit is passed the addresses of two control blocks. The first control block contains information on the stalled task,
the second is an output area in which the exit can place information for use by exit 36 when selecting a deadlock victim.
The address of the stalled task's Dispatch Control Element (DCE) is passed in the first control block. This can be used to
locate other task-related control blocks.

Addresses should not be stored in the 32-byte output area, since exit 36 may execute on a different system from that on
which exit 35 is executing.

This exit must be written to execute in SYSTEM mode. The #DEFXIT macro that adds the exit routine to the system must
specify:

• MODE=SYSTEM
• AMODE=ANY

Additionally, this exit should be reentrant and should be coded to handle 31-bit addresses.

Parameters

The following parameters are passed:

• Fullword 1 - The address of an area described by DSECT #X35PL
• Fullword 2 - The address of a 32-byte output area in which the exit may save information to be passed to User Exit 36

Return codes

Set register 15 to 0.

Exit 36 -- Global Deadlock Victim Selection Exit

This exit is called in a global deadlock situation to select a task to be cancelled. If exit 36 is not installed, a global deadlock
will be resolved by choosing the task with the lowest priority that was initiated last. When comparing two tasks, CA IDMS
will always select as a victim a task that specified COND=DEAD over one that specified COND=NONE.

Exit 36 allows site-control over which task is chosen as a victim in a global deadlock situation.

Considerations
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This exit is passed the addresses of two sets of control blocks, each of which is associated with a stalled task. Within each
set, the first control block contains information supplied by CA IDMS about the stalled task, the second is an area that
potentially contains information passed from exit 35.

Exit 36 must be written to execute in SYSTEM mode. The #DEFXIT macro that adds the exit routine to the system must
specify:

• MODE=SYSTEM
• AMODE=ANY

Additionally, this exit should be reentrant and should be coded to handle 31-bit addresses.

Return codes

Set register 15 to the address of the control block described by DSECT #X36PL for the task that is to be selected as the
victim. If the exit does not select a victim, it should set the return code to 0.

Exit 36 Parameters

The following parameters are passed:

• Fullword 1 - The address of a control block described by DSECT #X36PL that describes the first of two deadlocked
tasks.

• Fullword 2 - The address of a 32-byte area containing information passed from user exit 35 for the first deadlocked
task.

• Fullword 3 - The address of a control block described by DSECT #X36PL that describes the second of two
deadlocked tasks.

• Fullword 4 - The address of a 32-byte area containing information passed from user exit 35 for the second deadlocked
task.

Exit 37 -- Recovery Wait Exit

This exit is called when a task is about to wait on a global resource that requires recovery by a failed member of a data
sharing group.

This exit can override the current recovery wait setting for the system.

Considerations

The exit can specify whether the task should be aborted or whether it should wait for the failing member to be recovered.
If the task should wait, the exit specifies the length of time the task should wait.

This exit must be written to execute in SYSTEM mode. The #DEFXIT macro that adds the exit routine to the system must
specify:

• MODE=SYSTEM
• AMODE=ANY

Additionally, this exit should be reentrant and should be coded to handle 31-bit addresses.

Parameters

The following parameter is passed:

Fullword 1 - The address of an area described by DSECT #X37PL

Return codes

By setting an appropriate return code in Register 15, the exit can specify what action CA IDMS should take with regard to
the task . The possible choices are:
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• 0 - the task should wait. Register 0 must contain the amount of time that the task is permitted to wait. Valid values for
register 0 are:
– 1 through 32767 specifying the number of seconds that the task is permitted to wait
– -1 indicating that the task should wait indefinitely
– 0 indicating that the task should not wait. A value of 0 is equivalent to a return code value of 8.

• 4 - the system's recovery wait setting determines what action will be taken
• 8 - the task should be aborted

Exit 38 -- Quiesce Area Exit

This exit is invoked when a quiesce point has been reached in the processing of a DCMT QUIESCE command. Its
purpose is to allow additional site-specific actions to be taken in response to the quiesce.

Considerations

This exit is passed the quiesce identifier, an indication of what is being quiesced and a list of files and their data set names
that are impacted by the quiesce. With this information, the exit can take additional action, such as constructing JCL or
loading predefined JCL for a batch job to be submitted through the internal reader.

Through Return codes, the exit can direct IDMS to terminate or continue the quiesce operation, or proceed as specified in
the original DCMT QUIESCE command.

Return codes

By setting an appropriate return code, the exit can specify what action IDMS should take with regard to the quiesce
operation. The possible choices are:

• 0, to continue or terminate the quiesce operation as specified on the DCMT QUIESCE command
• 8, to continue the quiesce operation, overriding the option specified on the DCMT QUIESCE command
• 12, to terminate the quiesce operation, overriding the option specified on the DCMT QUIESCE command

Exit 38 Parameters

The exit is passed a single parameter described by DSECT #X38PL. This structure contains the following information:

• The nodename on which the quiesce command originated
• The quiesce operation identifier
• An indication of what is being quiesced (area, segment or DBNAME) and its name
• An array of file entries containing the following information for each file involved in the quiesce:

– File name (<segment-name>.<area-name>)
– VOLSER
– DDNAME
– Data set name

Exit 39 -- SQL Syntax Collecting Exit

Exit 39 allows you to collect audit information from the system about the usage of SQL.

Exit 39 is called after the centralized security facility completes processing of a security request and after calling exit 29.
Exit 39 is only called when the following conditions are met:

• SAVE_SQL_SYNTAX=ON is specified in the SYSIDMS parameter file.
• The security request is issued for an SQL check, that is when the function in the Security Request Block (SRBFUNC)

has a value of 12 (SQL Schema check).
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Sample uses

You can use exit 39 to log the SQL syntax that is used by BCF, OCF, ODBC, and JDBC users.

Considerations

1. To obtain the storage containing the SQL syntax, follow these steps:
– Get the address of the sLTE from the TCECLTE field at TCE+X'94'.
– Get the address of the SQL syntax buffer from field LTESVSQL at LTE+X'150'.
The layout of the SQL syntax buffer is:
– 0 - 3: Eyecatcher 'SQL#'
– 4 - 8: Fullword containing the length of the SQL syntax buffer.
– 9 -12: Fullword containing the length of the current SQL command.
– 13-nnn: Current SQL command without the default or customized delimiter.

2. Execute exit 39 in SYSTEM MODE. For the #DEFXIT macro that adds exit 39 to the system, it is necessary to:
– Specify MODE=SYSTEM.
– Call the routine using either DC or IBM calling conventions.
– Call the routine by entry point.

NOTE
For more information on the security request block (#SECRB DSECT), see the CA IDMS Security Administering
section.

Parameters

The following parameters are passed:

• The address of the SRB.
• The length of the SRB.

Return codes

None.

Extended Addressing and Multitasking

Extended Addressing Considerations
Contents

When you run a DC/UCF system, program execution is affected by the presence of multiple program and/or storage
pools. This section discusses the aspects of program execution.

AMODE and RMODE Assignment

Each program must be assigned the following:

• An addressing mode (AMODE)
• A residency mode (RMODE)

The following table summarizes ways to assign AMODE and RMODE to programs or modules.
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NOTE
For more information on the IDD ADD/MODIFY LOAD MODULE statement that is used to modify load modules
in the data dictionary, see the IDD DDDL Reference section.

Module location Location mode specification
Load library Specify AMODE and RMODE according to instructions provided

in your operating system dependent documentation on the linker/
loader provided by your operating system vendor.

Data dictionary
(DDLDCLOD area)

Specify AMODE and RMODE in the IDD LOAD MODULE
statement as follows:
MOD LOAD MODULE module-name
.
.
.
AMODE=ANY
RMODE=ANY
The default for both AMODE and RMODE is ANY.

Program Pool Usage

Each program defined to the DC/UCF system is assigned a primary program pool based on the program's reentrancy and
residency mode and on the types of pools defined. All IDMS-created programs (for example, maps, dialogs, subschema,
and code and edit tables) have AMODE 31 and RMODE ANY. A program assigned a 31-bit primary pool is also assigned
a 24-bit alternate pool.

Program loading sequence

The table below shows the primary and alternate pools assigned to each type of program. When a task invokes a
program, DC/UCF loads the program in a pool or waits for enough space to load the program:

• DC/UCF tries to load the program as follows:
a. Into its primary pool
b. Into its alternate pool if the primary pool is short on space and an alternate pool is assigned to the program

• DC/UCF waits for space in either pool when both the primary pool and the alternate pool are short on space.

Additionally, if a program assigned a 31-bit primary pool is invoked by a task for which the location is BELOW, the
program is loaded in to its 24-bit alternate pool. DC/UCF does not try to load the program in to a 31-bit pool. This ensures
the program's addressability by other programs running under the same task.

Primary and alternate program pool assignments

DC/UCF always tries to load a program into the program's primary pool. If the primary pool is short on space, DC/UCF
loads the program in the alternate pool. The existence of an alternate pool depends on the characteristics of the program
and what pools have been defined in addition to the required 24-bit program pool.

Program
characteristics

Conditions Primary pool Alternate pool

Nonreentrant or quasi-reentrant
(RMODE=24)

-- 24-bit program pool --

Reentrant (RMODE=24) 24-bit reentrant pool defined 24-bit reentrant pool defined 24-bit reentrant pool
Reentrant (RMODE=24) 24-bit reentrant pool not defined 24-bit reentrant pool --
Nonreentrant or quasi-reentrant
(RMODE=ANY)

31-bit program pool defined 31-bit program pool 24-bit program pool
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Nonreentrant or quasi-reentrant
(RMODE=ANY)

31-bit program pool not defined 24-bit program pool --

Reentrant (RMODE=ANY) 31-bit and 24-bit reentrant pools
defined

31-bit program pool 24-bit reentrant pool

Reentrant (RMODE=ANY) 31-bit reentrant pool defined;
24-bit reentrant pool not defined

24-bit reentrant pool 24-bit program pool

Reentrant (RMODE=ANY) 31-bit reentrant pool defined;
24-bit reentrant pool not defined

24-bit reentrant pool --

Reentrant (RMODE=ANY) 31-bit reentrant pool defined;
24-bit reentrant pool not defined

24-bit reentrant pool --

Storage Pool Usage

The location of storage acquired during the execution of a program depends on the following factors:

• For user mode storage requests:
– The location (BELOW or ANY) of the task that invoked the program
– The specification (BELOW or ANY) in the LOC parameter of the #GETSTG statement used to request the storage
– The pools defined at DC/UCF system generation time

• For system mode storage requests, default is 31-bit storage
• For all storage requests, space availability in the eligible pools and the types of storage that the pools accommodate

XA storage pool 255, which you define on the SYSTEM system generation statement, is reserved for system storage only.
It is the XA equivalent of storage pool 0.

Storage is allocated as follows:

TASK(BELOW) 24-bit storage allocated
TASK(ANY);
#GETSTG(BELOW)

24-bit storage allocated

TASK(ANY);
#GETSTG(ANY)

If any 31-bit pools contain the requestedtype of storage, 31-bit
storage allocated, if defined and available
Otherwise, 24-bit storage allocated

Treatment of Dynamically-built Control Blocks

Dynamically-built control blocks, for example program definition elements (PDEs) and task definition elements (TDEs) can
be built in an XA storage pool. Therefore, if you do not define PDEs at system generation using either the UNDEFINED
PROGRAM COUNT parameter of the SYSTEM statement or the PROGRAM statement itself, DC/UCF will build the PDEs
dynamically in an XA storage pool.

DC/UCF may allocate from an XA storage pool all system-allocated storage that will not be passed back to a user
program regardless of the program's residency mode. For control blocks that must reside below the 16-megabyte line,
DC/UCF explicitly requests storage below the line.

Multitasking Support
Contents

CA IDMS is a multithreaded system that supports multiple diverse units of work called tasks. In the past, these tasks
shared one operating system subtask. With multitasking support, several CA IDMS tasks can execute concurrently and
each task uses a different predefined operating system subtask.
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Multitasking support can be implemented only at z/OS sites that have either uniprocessors or multiprocessors.

Multitasking support can provide for better CPU utilization in a heavily used multi-processor environment; for example,
shops with dyadic or quadratic processors that implement multitasking can run closer to full capacity. For example, user
task A may be issuing database operations (such as, an OBTAIN) and can be executing at the same time as a DC/UCF
user task B activity (such as, a GET STORAGE request). Meanwhile, user task C is executing its user coded routines.

The following table contrasts nonmultitasking with z/OS multitasking environments:

Nonmultitasking Multitasking
Tasks execute consecutively. Tasks execute simultaneously.
No distinction is made between the types of tasks performed. Tasks are subdivided into families based on the control blocks

updated.

How DC Handles Concurrency

In a multitasking environment, the system must be able to allow multiple tasks to update the same information. This is
achieved in the following ways, depending on the update type and amount:

• Under very specific circumstances, updating a single field with length 4 or 8 bytes can be done with a single instruction
(CS or CDS). No control block locking nor task serialization is needed.

• If the update consists of multiple field updates, without calls to different components, control block locking is used. This
means that a lock is acquired, the updates are made and the lock is released. The time that the lock is held is very
short, minimizing the chance on lock collisions.

• In all other circumstances, task serialization is used. This means that the system must control the order in which tasks
are executed, so that no two tasks simultaneously do the same work.

Most of the executable coding in CA IDMS runs without task serialization.

Task serialization

To achieve this control, DC/UCF uses task serialization, a technique that forces tasks to take turns based on a predefined
class or family. Code running in a mode type of ANY is not serialized. Much of the executable code in CA IDMS runs in
mode type ANY.

Work modes

Work is divided into families of executable code called modes. CA IDMS uses a symmetrical design that allows each
mode of work to be scheduled on any available subtask, allowing the full capacity of the hardware to be used most
efficiently.

CA IDMS multitasking supports the following types of work modes:

Mode Code description
ANY Assigned to all user code and system code that doesn't require

serialization. ANY is for programs that will not update any storage
associated with another program. Therefore, it is safe for a
program assigned MPMODE ANY to run simultaneously with other
programs.

DB Assigned to modules that perform database activities such as
record processing, record locking, and concurrency control.
Use the #START macro to assign this MPMODE to user exits
performing database functions.
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DC Assigned to all non-DB modules, including most user-written
programs running without storage protection. Use the #START
macro to assign this MPMODE to user exits performing DC
functions. (CA ADS dialogs and COBOL programs can be
assigned MPMODE=ANY).

DRIVER Assigned to all CA IDMS line drivers (for example, VTAM and
UCF). Use the #START macro to assign this MPMODE to user
exits that need to access driver-related control blocks.

LOADER Assigned to program loading routines; user programs cannot be
assigned this mode.

USER Assigned to user programs executing with storage protection
enabled and to VS COBOL programs that are non-protected.

CALLER command

CALLER is a command that assigns the mode of the calling program to fully-reentrant programs. CALLER means that the
called program accepts the MPMODE of the calling program and assumes full responsibility for all MPMODE serialization
rules. Therefore, the MPMODE does not need to be changed from that of the calling program. User programs cannot be
assigned MPMODE=CALLER.

You can specify at system generation that an application will run with an MPMODE of ANY or SYSTEM (the default).
SYSTEM means that DC/UCF determines the MPMODE at runtime.

Example

Suppose four user tasks are executing concurrently. Tasks 1 and 4 are executing CA ADS user code in ANY mode. Task
2 is executing DB mode and task 3 is executing DC mode. All four tasks execute on individual subtasks concurrently,
assuming your machine has four available processors:
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How to Implement z/OS Multitasking

You implement multitasking support in system startup execution JCL through the use of the PARM parameter of the EXEC
statement for the startup routine.

You use the PARM parameter to do the following:

• Enable multitasking support
• Optionally specify the number of operating system subtasks to use

NOTE
For more information on the PARM parameter, see Specifying Runtime Options.

Coding Considerations

Assembler programs need to exercise caution when using shared storage. This is because, in multitasking systems, this
storage can change while the program executes, even if the program does not request any DC/UCF services. These
programs must follow site-dependent mechanisms and standards that keep user programs from simultaneously updating
shared storage.

Assembler programs should use #ENQ to acquire shared storage and #DEQ to release the storage. The #ENQ and
#DEQ statements are described in the CA IDMS DML Reference section for Assembler.

System mode user-exit routines

 1595



 Administrating

System mode user-exit routines at a DC/UCF site must be recompiled if they are already installed to support multitasking
execution. The #START macro for each system mode exit routine must declare an MPMODE. Use the following modes:

Mode For these user exits
ANY Exits 14, 15, 23, 27, 28, 29, 31, 37
DC Exits:

0 - 9
12
13
16
19 - 22
24 - 26
30
35 - 36

DB Exit 38
DRIVER Exits 17, 18, 32
None Exits 10, 11

System mode exit routines with IBM calling conventions are invoked by DC/UCF in CALLER mode. Since these exits are
called by a routine with an MPMODE of DC, such user exits must be able to execute in DC mode. To handle this, you can
begin with NOOP (X'47000004').

NOTE
For more information on user-exit routines and the #START macro, see User Exits.

Programs that execute with storage protection

At runtime, DC/UCF always assigns an MPMODE of USER to a user-mode program that is invoked with storage
protection regardless of the system generation MPMODE specification. For a program to execute with storage protection
enabled, storage protection must be enabled both at the system level and at the program level.

Monitoring Multitasking Performance

Under z/OS, DC/UCF supports up to 99 subtasks. At heavily used systems, it may be helpful to run DC/UCF with more
subtasks available than there are processors in the system. This strategy can be used to provide for an overlap in subtask
processing during page fault processing.

Task waits may occur at runtime when serialization has to take place.

Available monitoring information

You can obtain information on multitasking performance using the following tools:

Command/report Use
DCMT DISPLAY SUBTASK Use to observe the frequency with which subtasks are being

dispatched. CA IDMS multitasking will only dispatch an additional
subtask if the work load dictates it.
Select fewer subtasks if you want to restrict the amount of CPU
CA IDMS consumes; increase the number of subtasks if you
observe all the subtasks in a busy condition.
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DCMT DISPLAY MPMODE Displays, for each mode, how often the mode was requested and
how often a mode had to wait if another subtask was executing in
that mode. The highest throughput is achieved when the request
counts for ANY mode is very high and the values in the Wait
Counts are very low.

DCMT DISPLAY MT Q DEPTH Displays the number of DC tasks that have to be queued for
system services before an additional subtask is woken up. This
number is called the multitasking queue depth (MT Q DEPTH). Its
default value is 2.
DC/UCF only restarts (wakes up) a system subtask when the
MT queue depth is exceeded. This strategy is defined to reduce
overhead.

DCMT VARY MT Q DEPTH Allows dynamic changes to the MT queue depth. Specifying a low
value will cause more usage of subtasks.
A too-low value will cause subtasks to wake up and go back to
sleep again without having done any work because the queue was
already emptied by one or more other subtasks.
A too-high value will cause most or all work to be processed by
only one subtask, that is, it disables multitasking.
The optimum value for the MT queue depth is dependent on
factors outside the control of DC (other work on the CPUs;
operating system dispatcher parameters; paging rate; ...).
Therefore, it is advised to experiment with the value and watch
the results. The value must be in a range of 0 to 255; however, the
advised value is in a range of 0 to 9. The default is 2.

CA IDMS Performance Monitor Use the online realtime and interval monitors to observe the
impactof multitasking on your runtime production system. For
example, you may need to adjust your DC/UCF system to
accommodate the higher level of multiprogramming introduced
by multitasking The interval monitor also provides the time spent
waiting on mode locks.
Use PMARPT02, the Task Summary Report, to measure
changes in overall response time before and after implementing
multitasking.

Multitasking Information in Dumps

In this section, you are shown how to find multitasking specific information in dumps. For these tasks, you should use an
operating system dump, instead of a snap dump. With a snap dump, information has already changed due to the snap
processing as follows:

• The current task could have switched to another operating system subtask.
• The MPMODE of the task has changed to the MPMODE of RHDCSNAP.
• All locks were released. For more information, see Determining the Locks Held by a Task.

The following control blocks, which are described in the CA IDMS DSECT Reference section, are referenced as follows:

• CSA: #CSADS
• ILE: #ILEDS
• SCA: #SCADS
• TCE: #TCEDS

Locating the SCA

z/OS System
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At a z/OS multitasking site, the subtask control area (SCA) of the TCB active at the time of the dump can be located using
the following procedure:

1. Find location X'10'. The value at this location is the address of the communication vector table (CVT).
2. At address X'00' into the CVT is the address of the TCB list.
3. At X'04' into the TCB list is the address of the currently active TCB.

NOTE
The address of the first ready TCB is located at X'1C' into theASCB.

4. At X'70' into the TCB is the address of the first TCB save area.
5. At X'00' into the save area is the address of the SCA assigned to the TCB.

SCA Information

• Once you located the SCA, you must determine if this SCA is associated with the abending task. To do this, check flag
SCAACTV (SCA + X'1C', bit X'80'). If the flag is set, the SCA is active.

• SCACURTK (SCA + X'08') is the address of the TCE the active SCA is executing.
• The location of all SCAs can be determined by walking the chain of SCAs, beginning at the DC/UCF common system

area (CSA). The address of the SCA area is found in CSASCAA (CSA + X'518').
• The address of the next SCA is computed by adding SCALEN (half word at (SCA + X'0E') to the address of the current

SCA. The number of SCA's can be found in CSASCA# (half word at CSA + X'480')
• On occasion, there will be a dummy SCA for the ticker subtask. This occurs when the ticker task has to wait for a lock

for the internal control element (ICE) chain. In this case, the SCA is used as working storage.

Determining the Task Using a Subtask

To determine the DC task using a particular subtask, perform the appropriate operation:

• If you have the task's SCA address, look at SCACURTK (offset X'08' in the SCA). This field contains a pointer to the
active TCE, if there is one.

• If you have the task's TCE address, look at TCESCAA (offset X'134' in the TCE). The value at this location points to
the SCA when the task is active.

Determining the Task's MPMODE

To determine the MPMODE a task was running in, use an operating system dump. Examine the half word value of the
TCEMPMOD field (TCE + X'13C'). Possible values are the following:

• X'0000' -- MPMODE=ANY
• X'0004' -- MPMODE=DC
• X'0008' -- MPMODE=DB
• X'000C' -- MPMODE=USER
• X'0010' -- MPMODE=LOADER
• X'0014' -- MPMODE=DRIVER

Determining the Locks Held by a Task

The locks mentioned in this section are used to serialize access to control blocks. These types of locks should not be
confused with database locks.

To determine the locks held by the task from an operating system dump, locate the internal lock elements (ILEs) that
document the locks held by the task as follows:

1. TCEILINU (offset X'148' into the TCE) -- Contains the current TCE lock count.
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2. TCELKILE (offset X'144' into the TCE) -- Contains the address of the first ILE.
3. ILE's form a linked list, which can be walked using ILENEXT (offset X'08' into the ILE).

Routing System Snaps to a Sequential File

System snaps are routed to a sequential log file in a multitasking environment. The system snaps are routed even when
you have directed the log to the data dictionary DDLDCLOG area in the system definition.

Routing system snaps to a sequential file provides reliable system snaps. While the DC/UCF system is taking a system
snap for one subtask, other subtasks are temporarily frozen. This helps ensure the integrity of the storage being snapped.

DC/UCF uses the MPMODE DC to take a system snap. Because the MPMODE DB may be held by one of the frozen
subtasks, the system may not be able to write the snap to the data dictionary log area. Therefore, DC/UCF attempts to
write system snaps to a sequential file in a multitasking environment.

Steps to route system snaps

To route system snaps to a sequential file, perform the following steps:

1. Specify LOG DATABASE in the system generation SYSTEM statement.
2. Allocate a sequential disk file using the following DCB specifications:

– RECFM must be FBA.
– LRECL must be 133.
– BLKSIZE must be a multiple of 133. A large block size requires fewer I/O operations to complete the system snap

and, therefore, results in a faster snap.
3. Include the following statement in the JCL to start up the DC/UCF system:

//CDMSLOGA DD DSN=idms.syssnap,DISP=SHR

– idms.syssnap
Specifies data set name of the sequential log file for system snaps.

Considerations

The following are general considerations for routing system snaps to a sequential file:

• If the log is directed to a sequential file in the system definition (LOG FILE1/FILE2), system snaps are written to that
file.

• If the log is directed to the data dictionary log area in the system definition (LOG DATABASE), system snaps are
written to a sequential file with a ddname of CDMSLOGA. If the system startup JCL does not include a DD statement
for CDMSLOGA, DC/UCF does not take system snaps.

• The size in bytes of the sequential disk file should be at least three times the size in bytes of the DC/UCF region.
If the space allocated to the sequential file is not large enough to hold an entire system snap, DC/UCF terminates
abnormally with an x37-type system abend code.

• DC/UCF opens and closes the sequential disk file for each system snap. If the startup JCL specifies DISP=SHR for
the file, DC/UCF writes to the beginning of the file each time a snap occurs. To copy each system snap to another file
before the snap is overwritten, you can use the WTOEXIT user exit. Write the exit routine to:
a. Intercept the message that is written to the log when the snap is complete. The message number is DC009101.
b. Submit a job that copies the system snap file to another file.

This use of the WTOEXIT user exit is similar to using the exit to submit jobs for the ARCHIVE JOURNAL and ARCHIVE
LOG utility statements.
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Statistics
DC/UCF statistics report on system resource usage. These statistics are written to the system log file. The table below
lists the different types of DC/UCF statistics that can be collected. This section discusses the following:

• Statistics written to the system log at runtime. Separate information is provided for the following:
– System-wide statistics
– Task and external request unit statistics
– Transaction statistics
– CA ADS dialog statistics
– Histograms

• User-written statistics support available through use of user exits that gain control during various statistics collection
activities.

• Options for examining statistics that have been written to the system log.

Types of DC/UCF statistics

Statistic Information collected
System General resource-usage statistics for the entire system (for

example, program pool, queue area, line, physical terminal, and
task statistics).
These statistics are always collected.

Task and external request Detailed statistics for each executing task or external request unit.
System and database usage is tracked.
These statistics are optional.

Transaction Detailed statistics for each executing transaction. System and
database usage is tracked.
These statistics are optional.

Dialogs Detailed statistics for all or selected CA ADS dialogs. Control
commands, system usage, and database usage are tracked.
These statistics are optional.

Histograms Numerical totals of how many times specific events or limits occur
at runtime.
These statistics are optional.

System-Wide Statistics
DC/UCF always collects system-wide statistics because they require minimal overhead and they provide valuable
information for tuning and maintaining the DC/UCF system. DC/UCF system-wide statistics are grouped into six
categories. The table below lists statistics collected for each category. The categories are as follows:

• System statistics
• DC/UCF statistics
• Non-SQL DB statistics
• SQL DB statistics
• Line statistics
• Physical terminal statistics
• Program statistics
• Queue statistics 
• Task statistics
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Note: Statistics can be cumulative or interval-based.

When System-Wide Statistics are Written

System-wide statistics and histograms can be automatically written to the log and cleared at a specified time and day. This
process ensures that the values of these statistics are synchronized by avoiding overflow. It also makes analysis easier
since statistics are gathered over a standard time interval.

Use interval roll time to specify the time of day and day interval when the statistics are written and reset. When the interval
roll time is reached, current system-wide statistics and histograms are written to the CA IDMS log, and then cleared in
preparation for the next collection interval.

Set and maintain your write or write and roll interval time with the following statement and commands:

• SYSGEN SYSTEM statement -- used to establish various characteristics of the DC/UCF runtime system.
• DCMT VARY STATISTICS command -- changes the interval at which DC/UCF statistics are written to the system log

file or written and reset.
• DCMT DISPLAY STATISTICS command -- displays the interval or interval roll time.
• DCMT WRITE STATISTICS command -- provides the ability to both write and clear the statistics.

System-wide statistics are written to the DC/UCF system log at each of the following times:

• At normal system shutdown.
• At the statistics interval specified in the system generation SYSTEM statement:

SYSTEM

     .

     .

     .

     STATISTICS INTERVAL interval-time

The statistics interval can be varied at runtime by means of the DCMT VARY STATISTICS command.
• At the statistics interval roll specified in the system generation SYSTEM statement:

SYSTEM

     .

     .

     .

STATISTICS ROLL TIME interval-roll-time FREQUENCY day-frequency

The statistics interval roll can be varied at runtime by means of the DCMT VARY STATISTICS ROLL command.

• On explicit request by means of a DCMT WRITE STATISTICS command.
• On explicit request by means of a DCMT WRITE STATISTICS ROLL command.
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Categories of Statistics

This section lists the information collected for each category of system-wide statistics. For more information on interpreting
these statistics, see the following:

• CA IDMS Reporting section
• CA ADS Reference section
• CA IDMS Administrating section
• CA IDMS Performance Monitor Using section
• System Performance

System statistics

• Number or amount of:
– Journal writes
– Program pool loads
– Program pool waits
– Pages loaded into the program pool
– Logical terminal autotasks started
– Requests for storage satisfied in the first
– and second scan of the storage pools (collected separately)
– SET TIME WAIT requests issued
– SET TIME POST requests issued
– SET TIME START requests issued
– SET TIME CANCEL requests issued
– Tasks processed
– Tasks abended
– System tasks currently active
– Tasks currently active (both system and user mode)
– Times maximum-tasks condition detected
– Task threads aborted for exceeding runaway time
– System tasks processed
– PGFREE requests
– Fixed pages freed
– Reentrant pool loads
– Reentrant pool waits
– Pages loaded into the reentrant pool
– Pages that became eligible for release
– Pages actually released
– XA program pool loads
– XA program pool waits
– Pages loaded into the XA program pool
– XA reentrant pool loads
– XA reentrant pool waits
– Pages loaded into the XA reentrant pool
– Storage pool waits
– PGFIX requests
– Pages fixed

• Number of times:
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– DPE threshold exceeded
– RCE threshold exceeded
– RLE threshold exceeded
– ILE threshold exceeded
– Short-on-storage conditions detected
– DPEs in use concurrently
– RCEs in use concurrently
– RLEs in use concurrently
– Entries in the TCE stack (that is,
– TCE stack high-water mark)

Deadlock statistics

• Total:
– Deadlock detector dispatch count
– Pass 1 (stalled task) dispatch count
– Pass 2 (stalled task) dispatch count

• Total number of:
– Deadlocked tasks with COND=NONE
– Deadlocked tasks with COND=DEAD
– Deadlock victims
– Deadlock victims with COND=DEAD
– Deadlock victims with COND=NONE

• Maximum number of:
– COND=DEAD tasks deadlocked in a single pass
– COND=NONE tasks deadlocked in a single pass

DC/UCF statistics

• Number or amount of:
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– Programs called
– Program loaded
– Terminal reads
– Terminal writes
– Terminal I/O errors
– GET TIME requests
– SET TIME requests
– Database calls
– Queue GETs (DC/UCF)
– Queue PUTs (DC/UCF)
– Queue DELETEs (DC/UCF)
– Scratch GETs
– Scratch PUTs
– Scratch DELETEs
– #GETSTG requests
– #FREESTG requests
– CPU time spent in user mode.On systems utilizing zIIP processors, CPU time includes time on the zIIP processor

normalized to standard processor speed.
– CPU time spent in system mode. On systems utilizing zIIP processors, CPU time includes time on the zIIP

processor normalized to standard processor speed.
– Wall-clock time spent in wait state

• Maximum number or amount of:
– Entries in the TCE stack (that is, TCE stack high water mark)
– Storage held at one time (that is, task storage high water mark)

• Total number of system service calls

Non-SQL DB statistics

• Number or amount of:
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– Pages read
– Pages written
– Pages requested
– CALC records stored with no overflow
– CALC records stored with overflow
– VIA records stored with no overflow
– VIA records stored with overflow
– Records requested
– Records current of transaction
– Database calls
– Fragments stored
– Records relocated
– Locks acquired
– Share locks held
– Non-share locks held
– Locks freed
– SR8 splits
– SR8 spawns
– SR8's stored
– SR8's erased
– SR7's stored
– SR7's erased
– Btree searches
– Btree levels searched
– Orphans adopted
– Levels searched (best case)
– Levels searched (worst case)

Miscellaneous DB statistics

• Number or amount of:
– Records updated
– Pages found in cache
– Pages found in prefetch buffer

SQL DB statistics

• Number or amount of:
– SQL commands executed
– Rows fetched
– Rows inserted
– Rows updated
– Rows deleted
– Sorts performed
– Minimum rows sorted
– Maximum rows sorted
– AM recompiles

Line statistics

• For each line, the number of:
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– Reads performed
– Read errors that occurred
– Writes performed
– Write errors that occurred

Physical terminal statistics

• For each physical terminal, the number of:
– Reads performed
– Read errors that occurred
– Writes performed
– Write errors that occurred

• For each physical terminal, the total or cumulative:
– Number of responses
– Response time
– Terminal I/O time

Program statistics

• For each program, the number of:
– Times called
– Times loaded
– Times waited to load
– Program check errors

Queue statistics

• The number of times each queue's associated task wasinvoked to process queue records

Task statistics

• Number of times each task code was invoked

Task and External Request Unit Statistics
Contents

A task is the basic unit of work under DC/UCF. Each task consists of one or more programs. An external request unit is a
unit of program activity initiated from outside the DC/UCF region/partition. For example, external transactions are initiated
to handle a batch program's database requests.

You enable task and external request unit statistics to do the following:

• Monitor and tune individual application programs.
• Enforce limits on task resource usage.

NOTE
For more information on resource limits, see the Administrating section.

Collection of these statistics is optional because additional overhead is required to collect the statistics and because a
large volume of data is generated. One statistics record is maintained per task thread for the life of the task or external
request unit. These statistics records can quickly fill the system log file.

For tasks, it is sometimes sufficient to collect task histograms instead of full task and external request unit statistics.
However, when you are collecting task histograms, you cannot also collect task and external request unit statistics.
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NOTE
For more information on histograms, see Histograms.

Enabling Statistics Collection

Enable collection of statistics for tasks and external request units in the system generation SYSTEM statement as follows:

SYSTEM version-number

    .

    .

    .

    STATISTICS TASK WRITE NOUSER/USER

The STATISTICS keyword controls statistics collection.

TASK WRITE enables collection of both task and external request unit statistics.

The NOUSER/USER clause specifies how CPU-time statistics are maintained:

• NOUSER -- Statistics for system-mode and user-mode execution are maintained as a single statistic. This statistic
represents total task or external request unit execution time.

• USER -- System-mode and user-mode statistics are maintained separately.

How Statistics Accumulate at Runtime

Task and external request unit statistics are accumulated in control blocks at runtime. Once allocated, control blocks for a
task or external request unit are maintained as long as the task or transaction is active.

Statistics in the control blocks are written to the DC/UCF log file when the task or external request unit terminates, or
when you issue a DCMT WRITE STATISTICS command at runtime.

System-wide statistics and histograms are automatically written to the log and cleared at a specified time each day. This
process ensures that the values of these statistics are synchronized by avoiding overflow. It also makes analysis easier
since statistics are gathered over a standard time interval.

The interval roll time specifies the time of day when the statistics are written and reset. When the interval roll time is
reached, current system-wide statistics and histograms are written to the CA IDMS log, and then cleared in preparation for
the next collection interval.

You can set the interval roll time using the parameters on the SYSGEN SYSTEM statement and the DCMT VARY
STATISTICS command. The DCMT DISPLAY STATISTICS command displays the interval roll time, and the DCMT
WRITE STATISTICS command provides the ability to both write and clear the statistics.

The following fields describe the header portion of the statistics records written to the log, and are available in the #STLDS
DSECT command:

• The time at the start of the interval, in internal timestamp format
• The time when the DC/UCF system started, in internal timestamp format
• The job name of the DC/UCF system
• The Central Version (CV) number

 1607



 Administrating

Task and external request unit statistics are sorted as follows:

• Task statistics are sorted by user identifier, by logical terminal identifier, and by task code.
• External request unit statistics are sorted by accounting data and by program name.

Statistics for tasks, external requests, and transactions

The following sections summarize the statistics collected when you enable statistics collection for tasks, external request
units, and transactions. Note that even when SQL is used to access data, non-SQL database statistics (designated non-
SQL IDMS statistics in the table) are still collected.

DC/UCF Statistics

• Number or amount of:
– Programs called
– Program loaded
– Terminal reads
– Terminal writes
– Terminal I/O errors
– GET TIME requests
– SET TIME requests
– Database calls
– Queue GETs (DC/UCF)
– Queue PUTs (DC/UCF)
– Queue DELETEs (DC/UCF)
– Scratch GETs
– Scratch PUTs
– Scratch DELETEs
– #GETSTG requests
– #FREESTG requests
– CPU time spent in user mode.On systems utilizing zIIP processors, CPU time includes time on the zIIP processor

normalized to standard processor speed.
– CPU time spent in system mode. On systems utilizing zIIP processors, CPU time includes time on the zIIP

processor normalized to standard processor speed.
– Wall-clock time spent in wait state

• Maximum number or amount of:
– Entries in the TCE stack (that is, TCE stack high water mark)
– Storage held at one time (that is, task storage high water mark)

• Total number of system service calls

Non-SQL DB Statistics

• Number or amount of:
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– Pages read
– Pages written
– Pages requested
– CALC records stored with no overflow
– CALC records stored with overflow
– VIA records stored with no overflow
– VIA records stored with overflow
– Records requested
– Records current of transaction
– Database calls
– Fragments stored
– Records relocated
– Locks acquired
– Share locks held
– Non-share locks held
– Locks freed
– SR8 splits
– SR8 spawns
– SR8's stored
– SR8's erased
– SR7's stored
– SR7's erased
– Btree searches
– Btree levels searched
– Orphans adopted
– Levels searched (best case)
– Levels searched (worst case)

SQL DB Statistics

• Number or amount of:
– SQL commands executed
– Rows fetched
– Rows inserted
– Rows updated
– Rows deleted
– Sorts performed
– Minimum rows sorted
– Maximum rows sorted
– AM recompiles

Transaction Statistics
Contents

A transaction is a series of tasks that perform one logical activity under DC/UCF. For example, a transaction typically
includes all tasks that display, retrieve, and process data on a single map.
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NOTE
This type of transaction differs from the transaction CA IDMS uses to manage resources and to control recovery.

Transaction statistics are initiated and terminated under the control of the application program and as such have no
impact on recovery. The same type of information is collected for transactions as is collected for individual tasks. Statistics
that are collected for transactions are listed in the previous table.

Enabling Statistics Collection

To collect transaction statistics, it is necessary to:

1. Prepare the system to collect transaction statistics at runtime
2. Prepare tasks in the transaction for which the statistics are to be collected

Preparing the system

To prepare the system to collect transaction statistics, perform the following steps:

1. Enable task statistics, since transactions are composed of tasks. For more information, see Task and External Request
Unit Statistics.

2. Enable transaction statistics in one of the following ways:
– At system generation time, specify the following in the SYSTEM statement:

SYSTEM version-number

    .

    .

    .

    STATISTICS TASK TRANSACTION

The keyword TRANSACTION enables collection of transaction statistics.
– At runtime, issue the following DCMT command:

DCMT VARY STATISTICS TRANSACTION ON

The keywords TRANSACTION ON enable collection of transaction statistics.

Preparing tasks in the transaction

A transaction can contain several tasks. To collect statistics for a transaction, do the following:

• Enable transaction statistics in the first task of the transaction. To do this, include the appropriate command in one of
the programs of the task:
– BIND TRANSACTION STATISTICS (COBOL, PL/I)
– #TRNSTAT TYPE=BIND (Assembler)
Within a COBOL or PL/I runtime environment, transaction statistics are collected from the point in the current task
at which the BIND command is issued. Within an Assembler #TRNSTAT macro, TASK=NO causes statistics to
be collected from the point at which the #TRNSTAT macro is executed. TASK=YES is the default setting for the
#TRNSTAT macro; in this case statistics are collected from the beginning of the current task.

• Disable transaction statistics by including the appropriate command in the program that ends the transaction:
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– END TRANSACTION STATISTICS (COBOL, PL/I)
– #TRNSTAT END (Assembler)
Statistics collection ends when this command is issued. To write the collected transaction statistics to the system log at
the same time, include the WRITE clause in the command that ends the transaction.

NOTE
For more information on COBOL, PL/I, or Assembler commands, see the CA IDMS DML Reference section
for COBOL, CA IDMS DML Reference section for PL/I, and CA IDMS DML Reference section for Assembler,
respectively.

How Statistics Accumulate at Runtime

Transaction statistics accumulate in system control blocks at runtime. The statistics are sorted by user and by logical
terminal. As shown in the following diagram, transaction statistics accumulation occurs as follows:

1. For COBOL or PL/I programs, accumulation begins when the BIND command is issued. For Assembler programs,
accumulation begins when the #TRNSTAT TYPE=BIND macro is issued if the TASK=NO parameter is included,
otherwise accumulation starts at the beginning of the current task.

2. Stops when a program in the transaction issues a command to end the transaction.

Copying to the DC/UCF log or program variable storage

Accumulated transaction statistics can be copied at the discretion of the application to the DC/UCF system log file and/or
to a specified location in the application program's variable storage. Transaction statistics are copied as follows:

• Optionally during the transaction when requested by a command in one of the transaction's programs:
– ACCEPT TRANSACTION STATISTICS (COBOL, PL/I)
– #TRNSTAT ACCEPT (Assembler)
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The command can be issued at any point in the transaction. The copied statistics remain in the transaction statistics
control blocks.

• Automatically during the transaction when successive BIND TRANSACTION STATISTICS commands are issued. In
this case, transaction statistics blocks are cleared for continued use after the statistics are copied.

• Optionally at the end of the transaction, based on the command that ends the transaction. In this case, transaction
statistics blocks are freed after the statistics are copied.

NOTE
For more information on the layout of transaction records in the log, see the CA IDMS Reporting section.

CA ADS Dialog Statistics (IDMS)
Contents

Statistics for CA ADS Batch dialogs are collected in a separate log file.

More Information

• For more information on CA ADS dialogs, see the CA ADS Reference section.
• For more information on CA ADS dialog statistics, see the CA ADS Batch Using section.

Enabling Statistics Collection

To collect statistics for CA ADS dialogs, do the following:

1. Enable task statistics as discussed in Task and External Request Unit Statistics.
2. Enable transaction statistics as discussed in Transaction Statistics.
3. Enable dialog statistics in one of the following ways:

– At system generation time, specify the following in the ADSO statement:

ADSO

   .

   .

   .

   DIALOG STATISTICS ON ALL/SELECTED

The keywords STATISTICS ON enable collection of dialog statistics. The keyword SELECTED directs collection of
statistics for selected dialogs only (see below).

– At runtime, issue the following DCMT command:

DCMT VARY ADSO STATISTICS ON ALL/SELECTED DIALOGS

The keywords ADSO STATISTICS ON enable collection of dialog statistics. The keyword SELECTED directs
collection of statistics for selected dialogs only (see below).

The ALL/SELECTED clause specifies the following:
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• ALL -- Statistics are collected for all dialogs that are executed.
• SELECTED -- Statistics are collected only for preselected dialogs when they are executed. You preselect dialogs for

statistics in one of the following ways:
– At system generation time, name the dialog in a PROGRAM statement and specify that ADSO statistics are to be

collected for the dialog as follows:

PROGRAM dialog-name

    .

    .

    .

   ADSO DIALOG STATISTICS

– At runtime, name the dialog in a DCMT VARY PROGRAM command and specify that ADSO statistics are to be
collected for the dialog as follows:

DCMT VARY PROGRAM dialog-name ADSO STATISTICS

How Statistics Accumulate at Runtime

When dialog statistics collection is enabled, the DC/UCF system collects statistics as follows:

• Statistics for overhead activity are collected and written to the DC/UCF system log whenever overhead activity is
performed. This occurs once at the beginning of a CA ADS application and once at the end.
The CA ADS statistics block identifier for statistics accumulation is either the dialog name (if statistics were explicitly
enabled for the dialog) or $ADS@@AO for a catch-all statistics block.

• Statistics for dialogs are collected each time a dialog issues a control command. These statistics are not written
immediately to the system log. Dialog statistics are sorted by user and by logical terminal. Dialog statistics accumulate
in transaction statistics blocks (TSBs) and CA ADS statistics blocks (ASBs).

NOTE
For more information on how statistics accumulate in TSBs and ASBs, see the CA ADS Reference section.

Each time dialog statistics are written to the system log, the TSBs and ASBs that contained the newly written statistics
are initialized. The TSBs and ASBs are freed only when the application terminates. Note, however, that during a pseudo-
converse they may be written to the scratch area along with record buffer blocks.

When statistics are written to the system log

Dialog statistics are written to the system log when one of the following occurs:

• The number of statistics accumulations equals the predefined checkpoint interval
• The application terminates

Checkpoint intervals

To establish a checkpoint interval for dialog statistics, perform one of the following steps:

• At system generation time, specify the following in the ADSO statement:

ADSO
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   .

   .

   .

   DIALOG STATISTICS CHECKPOINT interval-number

• At runtime, issue the following DCMT command:

DCMT VARY ADSO STATISTICS CHECKPOINT INTERVAL interval-number

Categories of CA ADS Statistics

This section identifies statistics for CA ADS dialogs. At dialog execution time, statistics are collected on control
commands, general dialog execution, and record buffer block (RBB) usage:

Explicitly coded control commands

Statistics collected are the number of times these commands are executed:

• DISPLAY
• INVOKE
• LINK TO DIALOG
• LINK TO PROGRAM
• RETURN
• RETURN CONTINUE
• TRANSFER
• LEAVE ADS
• LEAVE APPLICATION
• ABORT

Implicitly coded control commands

Statistics collected are the number of times these commands are executed:

• DISPLAY
• DISPLAY CONTINUE
• INVOKE
• LINK TO DIALOG
• LINK TO PROGRAM
• RETURN
• RETURN CONTINUE
• TRANSFER
• LEAVE ADS
• LEAVE APPLICATION
• ABORT

General dialog execution
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Statistics collected are:

• Number of:
– Premap process executions
– Response process executions
– Calls to the CA ADS statistics accumulation block (ASA)
– Explicit GET SCRATCH commands
– Explicit PUT SCRATCH commands
– Explicit DELETE SCRATCH commands
– Explicit WRITE TO PRINTER commands
– PUT NEW DETAIL commands
– PUT CURRENT DETAIL commands
– GET DETAIL commands

• Size of:
– Fixed dialog block (FDB)
– Variable dialog block (VDB)

• Highest and lowest link level at which dialog executed

Record buffer block (RBB) usage

Statistics include:

• Number of times RBBs are put in scratch records
• Greatest amount of:

– RBB storage used for all dialogs
– RBB free space acquired for the dialog

• Least amount of RBB storage used for all dialogs
• Amount of space when:

– Greatest amount of RBB storage used
– Least amount of RBB storage used

• Highest and lowest number of RBBs used

Histograms
Contents

Histograms track the frequency of specific events. For example, one histogram tracks the number of programs loaded into
the program pool.

NOTE
To collect task histograms, you must disable collection of task and external request unit statistics.

Overview of Histograms

Histograms track how many times a specific event occurs at runtime. Histograms organize information according to
subcategories (that is, value ranges) meaningful to the event being tracked.

For example, the histogram for program pool usage keeps track of the size of programs loaded into the pool. The
following sample histogram counts the number of programs smaller than 4096 bytes, between 4097 and 16384 bytes,
between 16385 and 66536 bytes, and above 66537 bytes:

 Sample histogram:
  
   How many programs loaded:  |  14     32      9      1  |
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                              |______|______|______|______|
   Size of programs (bytes):  0     4096  16384   66536
  
   Each range (for example, 0-4096) defines the bin
   in which the range counter is kept.
 

The range counter for each bin is automatically incremented by 1 whenever an event in the appropriate range occurs. To
continue the previous example, assume that two programs between 4096 and 16384 bytes are loaded in the program
pool:

 The histogram is updated:
  
   How many programs loaded:  |  14     34      9      1  |
                              |______|______|______|______|
   Size of programs (bytes):  0     4096  16384   66536
  
   Two more programs were loaded in the 4096-16384 range.
 

NOTE
For more information and a sample of SREPORTs, see the Reporting section.

Types of histograms

System-wide histograms, task histograms, and line histograms can be collected. For each of these types of histogram,
one or more classes of events can be tracked simultaneously. Statistics are maintained separately for each class.

Bins allocated at runtime

Bins for each histogram class are allocated at runtime based on the low value and range increment specified for the class
at startup time:

1. The low value for the histogram class specifies the start of the first bin in that class. For example, assume that a
histogram is being kept of the database calls per task:
 First bin:  |    |
             |____|
             5    x
  
  
     5 - A low value of 5 is established;
         information is not collected for tasks that issue
         four or fewer database calls.
  
     x - The range for this bin is determined
         by the range increment - see below).
 

2. The range increment for the histogram class specifies the range of values, starting from the low value, to be collected
by each bin in the class. To continue the previous example:
 The range increment is set at 3:
  
 |    |    |    |    |    |    |    |    |    |    |
 |____|____|____|____|____|____|____|____|____|____|
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 5    8    11   14   17   20   22   25   28   31   34
  
 The first bin counts tasks that
 issue from 5 to 7 database calls.
 

How Histograms Accumulate at Runtime

Histogram statistics accumulate in system control blocks at runtime. Histograms are written to the DC/UCF log at the
following times:

• At normal system shutdown
• At the statistics interval established by the STATISTICS parameter of the system generation SYSTEM statement
• On explicit request by means of a DCMT WRITE STATISTICS command

System-wide Histograms

System-wide histograms are always collected. The following table lists the classes of histograms automatically collected
for the system, along with the default low value and increment for each class. Bins for each histogram class are built
based on the low value and increment for the class. By default, ten bins are maintained for each histogram class.

Size (in bytes) of Class name Low value Increment
User-defined records written
to the journal because of
PUTJRNL requests

JRNLSIZE 100 100

Programs loaded into the
program pool

PROGSIZE 250 250

Queue records written to the
queue data set

QUESIZE 100 100

Scratch records written to the
scratch data set

SCRSIZE 100 100

Storage requested by
#GETSTG TYPE=USER

USTGSIZE 50 50

Storage requested by
#GETSTG (all types)

GSTSIZE 50 50

Task Histograms

Collection of task histograms is optional.

At system runtime, DC/UCF maintains a histogram for each of the classes of task histogram listed in the table below. DC/
UCF collects histogram information for all tasks executed on the entire system.

To enable collection of task histograms, specify the following in the the system generation SYSTEM statement:

 SYSTEM version-number 
      .
      .
      .
     STATISTICS TASK COLLECT NOUSER/USER
 

The STATISTICS keyword controls statistics collection.
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TASK COLLECT enables collection of task histograms.

The NOUSER/USER clause specifies how CPU-time statistics are maintained:

• NOUSER -- Statistics for system-mode and user-mode execution are maintained as a single statistic. This statistic
represents total task or external request unit execution time.

• USER -- System-mode and user-mode statistics are maintained separately.

Task histogram classes

Bins for each histogram class are built based on the low value and increment for the class. Default values are shown in
the following tables. By default, ten bins are maintained for each histogram class.

Number per task of: Class name Low value Increment
Programs called PROGCALL 1 2
Programs loaded PROGLOAD 1 1
Terminal reads issued TERMREAD 1 2
Terminal writes issued TERMWRIT 1 2
Terminal I/O errors TERMERR 1 2
#GETSTG requests issued GSTGCNT 1 2
#GETSCR requests issued GSCRCNT 1 2
#PUTSCR requests issued PSCRCNT 1 2
#DELSCR requests issued DSCRCNT 1 2
#GETQUE requests issued GQUECNT 1 2
#PUTQUE requests issued PQUECNT 1 2
DELQUE requests issued DQUECNT 1 2
#GETIME requests issued GTIMCNT 1 2
#SETIME requests issued STIMCNT 1 2
Database calls issued DBCALLS 2 2
Maximum number of entries in
the TCE stack

HISTACK 50 20

Amount of time per task in: Class name Low value * Increment*
User mode USERTIME 10 10
System mode SYSTIME 10 10
Wait state WAITTIME 100 100

* Expressed in units of ten-thousandths of a second

Number per task of the
following in concurrent use:

Class name Low value Increment

Resource control elements
(RCEs)

HIRCE 15 15

Resource link elements (RLEs) HIRLE 15 15
Deadlock prevention elements
(DPEs)

HIDPE 15 15
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Line Histograms

Collection of line histograms is optional. Line histograms collect information for each DC/UCF line defined at system
generation time. Reports can be written at a site to extract line histogram information.

To collect line histograms, specify the following in the the system generation SYSTEM statement:

 SYSTEM version-number 
      .
      .
      .
     STATISTICS LINE
 

The keyword STATISTICS controls statistics collection, and the keyword LINE enables collection of line histograms.

Line histogram classes

The following table displays line histogram classes. Bins for the LINETIME class are built based on the low value and
increment for the class. Default values are shown in this table. By default, ten bins are maintained for LINETIME.

Description Class name Low value Increment
Cumulative response time per
line

LINETIME 50* 50*

* Expressed in units of ten-thousandths of a second

Overriding Histogram Defaults

You can override the default low value, range increment, and number of bins for each histogram class. To do this, perform
the following steps:

1. Code a #HSTDEF macro for each histogram class whose defaults are to be overridden.
2. Create an RHDCHIST load module from the assembled #HSTDEF macros and save it in your.custom.loadlib.

Coding HSTDEF Macros

This section presents #HSTDEF macro syntax and parameters, followed by two examples.

HSTDEF Syntax
 ►►── #HSTDEF histogram-class ─────────────────────────────────────────────────►
 
 ►─┬──────────────────────────────────────┬───────────────────────────────────►
   └─ ,LOW= ─┬─ low-range-value-number ─┬─┘
             └─ 1 ◄─────────────────────┘
 
 ►─┬───────────────────────────────────────┬──────────────────────────────────►
   └─ ,INCR= ─┬─ range-increment-number ─┬─┘
              └─ 2 ◄─────────────────────┘
  ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,BINS= ─┬─ bin-count ─┬─┘
              └─ 10 ◄───────┘
 
 ►─┬─────────────────┬────────────────────────────────────────────────────────►◄
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   └─ ,LINE=line-id ─┘
 

NOTE
The defaults for the #HSTDEF macro do not necessarily coincide with defaults for a given histogram class (for
example, LINETIME has a default low value of 50).

HSTDEF Parameters

• histogram-class
Names the histogram class (for example, PROGCALL or LINETIME) whose defaults are to be overridden.
Valid histogram class names are given in the discussions of system-wide, task, and task histograms earlier in this
section.

• LOW
Specifies the low value for the histogram's value range. Low-range-value-number must be a positive integer.
Considerations: Low values for classes USERTIME, SYSTIME, WAITTIME, and LINETIME represent units of one ten-
thousandth of a second.

• INCR
Specifies the increment added to range values for successive bins. Range-increment-number must be a positive
integer.
Considerations: Range increments for classes USERTIME, SYSTIME, WAITTIME, and LINETIME represent units of
one ten-thousandth of a second.

• BINS
Specifies the number of bins in the histogram. Bin-count must be a positive integer less than or equal to 56.

• LINE (LINETIME class) Specifies the line whose histogram quantities are being overridden. Line-id-a is a line identifier
specified at system generation time by a LINE statement.
Considerations: If LINE is omitted, the #HSTDEF macro applies to all lines in the DC/UCF system

HSTDEF Examples

Examples

The following example shows how to override defaults for statistics class PROGSIZE:

 #HSTDEF PROGSIZE,LOW=20,INCR=20,BINS=15
 

The following example shows how to override line statistics (LINETIME) defaults for line VTAM80:

 #HSTDEF LINETIME,LOW=2,INCR=100,BINS=12,LINE=VTAM80
 

Creating the RHDCHIST Module

To create the RHDCHIST module, assemble and link edit the #HSTDEF macros. To do this, use the appropriate JCL or
commands, as provided below, for z/OS, z/VSE, and z/VM operating systems.

z/OS RHDCHIST assembly and link edit

To create a RHDCHIST load module

1. Create a source module as follows:
 RHDCHIST CSECT
          #HSTDEF macros
          END
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2. Save the source module in your custom source library.
3. Assemble and link it into your custom load library by executing the z/OS Assemble and Link-Edit JCL in the "Sample z/

OS JCL" topic.
4. Substitute the name of your source member and insert the following binder statement:

  NAME RHDCHIST(R)
 

z/VSE RHDCHIST assembly and link edit

1. Assemble and catalog the object module using the sample JCL in the "z/VSE Assemble JCL" section of the "Sample z/
VSE JCL" topic.
Modify the JCL by substituting the following in place of the Assembler input statements:
 PUNCH 'CATALOG rhdchist.OBJ REPLACE=YES'
 RHDCHIST CSECT
          #HSTDEF macros
          END
 

2. Link the RHDCHIST phase using the sample JCL in "z/VSE Link JCL."
Modify the JCL by substituting the following statements in place of the Linkage editor control statements:
 PHASE RHDCHIST,* 
 INCLUDE rhdchist
 ENTRY RHDCHIST
 

– rhdchistt
"Specifies the name of your RHDCHIST object module.

z/VM RHDCHIST assembly and link edit

 GLOBAL MACLIB idmslib
 FILEDEF TEXT DISK RHDCHIST TEXT A
 ASSEMBLE hstdef (NODECK OBJECT
  
 FILEDEF SYSLST PRINTER
 FILEDEF SYSLMOD DISK idmslib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024
 LKED linkctl
  
  Linkage editor control statements (linkctl):
  
 INCLUDE RHDCHIST
 NAME RHDCHIST(R)
 

Item Description
hstdef filename of the file containing the #HSTDEF macro statements
idmslib filename of the CA IDMS MACLIB library
idmslib LOADLIB a2 file identifier of the CA IDMS LOADLIB library
linkctl filename of the file containing the linkage editor control statements
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User-Written Statistics Support
DC/UCF provides user exits that allow the user to gain control at selected points in the statistics-writing process. These
exits can be used, for example, to accumulate statistics of special interest in a separate file or to take a specified action in
response to a statistical value.

The following are the statistics user exits:

User exit Function
IDMSSVCX (SVC exit) Called at external request unit signon. Used to extract job card

information.
Exit 5 (task termination exit I) Called whenever a task terminates, before task statistics (if any)

are written.
Exit 6 (task termination exit II) Called whenever a task terminates, after task statistics (if any) are

written.
Exit 9 (system statistics exit) Called whenever system-wide statistics are to be written, before

they are written.
Exit 15 (VIB statistics exit) Called whenever system and/or task statistics are written to

the variable information block (VIB). The exit is called after the
statistics are written, but before the VIB is released.

Exit 31 (transaction statistics exit) Called whenever system and/or task statistics are written from the
transaction block. The exit is called after the statistics are written
but before the transaction block is freed.

NOTE
For more information on user exits, see User Exits.

Examining Statistics
Contents

You can examine statistical information both before and after it is written to the DC/UCF log. For example:

• Current execution can be traced by examining statistics as they occur, before they are written to the log.
• Specific runtime events can be evaluated by examining logged statistics.
• runtime trends can be traced by examining logged statistics.

The following pages present information on examining current runtime statistics and logged statistics.

Current Runtime Statistics

You can use any of the following methods to examine statistical information that is not yet written to the system log:

• DCMT commands -- Provide online summaries of statistics currently contained in active control blocks
• OPER task -- Permits dynamic monitoring of various statistics currently contained in active control blocks

NOTE
For more information on DCMT commands and the OPER task, see the System Tasks and Operator Reference
section.

Logged Statistics

DC/UCF provides utilities for use when the system log file is assigned to the database (that is, the DDLDCLOG area).
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If the log is not assigned to the database, use the appropriate operating system utility to examine the system log. For
example, use IEBGENER for z/OS systems, DITTO for z/VSE systems, or the COPYFILE command for z/VM systems.

Use the following methods to examine logged statistics:

• The PRINT LOG utility statement prints the current contents of the system log file, including statistics written to the file.
• The ARCHIVE LOG utility statement archives the system log file and reports on the contents of the archived log.

NOTE
For more information on how to execute the print log utility, see the Administrating section.

• Statistics reports (SREPORTs) summarize data contained in the archived system log file. The following table lists the
available SREPORTs.

NOTE
For more information on SREPORTs, see the Reporting section.

Module Category Statistics report title
000 Start-up Records Read (required with

remaining modules)
001 Histogram IDMS Statistics Histogram Report (system

and task)
003 System DC System Statistics
005 Task DC Task Statistics by User ID
006 Task DC Task Statistics by Lterm ID
007 Task DC Task Statistics by Task Code
008 Task DC ERUS Task Statistics by Accounting

Data
009 Task DC ERUS Task Statistics by Program

Name
010 Transaction DC Transaction Statistics by User ID
011 Transaction DC Transaction Statistics by Lterm ID
012 System DC Task Summary
013 System DC Program Summary
014 System DC Queue Summary
015 System DC Line Summary
016 System DC Physical Terminal Summary
017 Record Summary of Records Read
018 CA ADS ADS/OnLine Statistics by User ID
019 CA ADS ADS/OnLine Statistics by Dialog and

Version Number
020 CA ADS ADS/OnLine Statistics by Logical Terminal

ID
021 Transaction DC Transaction Statistics by Dialog
099 No listing (creates an output file of archive

statistics records)
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System Performance
DC/UCF system performance largely depends on site-specific factors. Factors such as the system environment (both
hardware and software), the number of systems running concurrently, and the type of work being done by each system
make it difficult to prescribe any single method of system tuning.

However, system performance problems generally are the result of resources not being available as required at runtime.
This section discusses performance issues that you can address by adjusting parameters specified at system generation
time.

To monitor performance trends, you can use DC/UCF statistics and histograms, as described in section 9, Statistics.
You can display current performance information at runtime by using DCMT commands and the OPER task. To view the
contents of the system log, you can use the OLP system task.

NOTE
For more information on using DCMT, OPER, and OLP, see the System Tasks and Operator Reference section.

Database Operations
Contents

This section presents system generation parameters for locking and journaling that affect database performance.

NOTE
For a complete discussion about locking and journaling, see the Database Administering section.

Locking

Sysgen parameter Description
LOCK LIMIT
(SYSTEM and TASK statements)

Limits the total number of record locks that can be held
concurrently by specific types of transactions.

SYSLOCKS
(SYSTEM statement)

Specifies the maximum number of record locks that the system
can maintain concurrently for all transactions.
If this value is too low, the lock manager allocates secondary
blocks of lock storage out of the first available storage pool. DC/
UCF releases the storage when it is no longer required; however,
you may notice an impact on overall system performance due to
unplanned demand on the storage pool and increased CPU usage
by the lock manager.

AREA ACQUISITION THRESHOLD
(SYSTEM and TASK statements)

Defines the point at which, during ready processing, the system
will begin to accumulate area locks for a database transaction if
the system is readying multiple areas at the same time.

Journaling

Sysgen parameter Description
JOURNAL FRAGMENT NUMBER
(SYSTEM statement)

Defines an interval at which DC/UCF writes a dummy journal
record to the journal for the purpose of improving warmstart
performance.

JOURNAL TRANSACTION LEVEL
(SYSTEM statement)

Defines the number of transactions over which DC/UCF will defer
writing the buffer to the journal in order to produce fuller journal
buffers and to decrease journal I/O.

NOJOURNAL RETRIEVAL
(SYSTEM statement)

Suppresses the writing of checkpoints for retrieval transactions.
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ON COMMIT
ON ROLLBACK
(SYSTEM & TASK statements)

Controls behavior upon COMMIT and ROLLBACK CONTINUE
statements; may improve performance during warmstart and
rollback operations.

Waiting on Full Journal Message

CA IDMS provides enhanced handling for journal files that fill because long running transactions do not commit their
changes. Such transactions can fill the journals because the ARCHIVE JOURNAL utility is unable to remove the BFOR
images for uncommitted transactions. When the journals fill, the system comes to a halt. In order to correct the situation,
the task that is filling the journals must be canceled.

To assist in this process, CA IDMS writes the following message for each task that is waiting to write to a full journal file:

DC205024 Journal Write waiting on full Journal

The message is repeated every few seconds until tasks are no longer waiting on a full journal.

To recover from this situation, do the following:

1. Identify the task that is filling the journal files and abort the task.
2. After its changes are rolled out and an ABRT checkpoint is written, issue a DCMT VARY JOURNAL command so the

central version swaps to a new journal and the full journal can be offloaded and condensed by ARCHIVE JOURNAL.

It is likely that DCMT VARY JOURNAL will need to be issued more than once, since several journal files may have filled
and require offloading.

Once the system swaps back to the initial journal file on which tasks waited, processing should continue without the need
for further intervention.

Deadlock Detector Performance Management
You can set the following parameter on the SYSTEM statement at system generation to control the CA IDMS deadlock
manager:

DEADLOCK DETECTION INTERVAL

This parameter establishes a time interval for invoking the deadlock detector.

You can also set this value dynamically using the DCMT VARY DEADLOCK command.

NOTE
For more information, see the System Tasks and Operator Reference section.

Monitoring deadlock performance

Statistics, identifies the deadlock statistics DC/UCF writes to the DDLDCLOG area when the system is shut down. The
following table identifies how to interpret those statistics:

Statistic Description
Total number of deadlocks detected This number is the sum of the total number of COND=DEAD and

COND=NONE deadlocks. This value should be close to zero. If a
system is experiencing no deadlocks, you could set the deadlock
detection interval to a very high value (for example, 10 minutes) in
order to reduce resource consumption by the deadlock detector.
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The ratio of tasks processed in pass 1 to the number of times the
deadlock detector was dispatched

This ratio signifies the number of tasks that are potentially
deadlocks to the number of times a deadlock check was
performed.
The ratio should be at least greater than 1 and should be as high
as possible. You can increase the value of this statistic by raising
the detection interval value.

The ratio of tasks processing in pass 2 to the total number of
deadlocks encountered.

This ratio indicates how effective the deadlock detector interval is
because it indicates the average number of tasks examined per
deadlock.
This ratio should be greater than 1. In a system experiencing few
deadlocks, this ratio should be as high as possible. In a system
experiencing many deadlocks, this ratio should be smaller (but still
greater than 1). You can increase or decrease the ratio by raising
or lowering the deadlock detection interval.

Program Loading
Contents

By improving program loading performance, you can reduce the amount of time and the number of I/O operations required
to load programs.

General Strategies

To enhance DC/UCF program loading performance, use the following strategies, as appropriate at your site:

• Tailor the block size specified for the DDLDCLOD and DDLCATLOD load areas and for load (core-image) libraries
based on the typical size of programs in the area or library and on the device type.
Because programs are loaded one block at a time, this strategy can help reduce the amount of I/O required to load
programs. For example, assume that program X is about 200K bytes in size. If the block size is 1K, 200 I/O operations
will be required to load the program. If the block size is 20K, 10 I/Os will be required to load program X.

• Evaluate programs for loading efficiency. For example, you may reduce the number of loads required for a program if
you use internal subroutines rather than external subroutines.

• Define frequently used programs at system generation time as resident. For example, define frequently used
subschemas, DML programs, maps, and CA ADS dialogs. Assign the NODYNAMIC parameter to production programs
defined at system generation time. This parameter prevents users from defining additional versions of the program at
runtime.
Be sure to define at system generation time only those programs that you expect to execute on a regular basis.
Infrequently used programs can be defined at system runtime.

• Define subschemas for a production environment at system generation time, using the following additional strategies:
– Put subschemas in the CDMSLIB load (core-image) library. Put the dictionary network subschema (for example,

IDMSNWKA) at the front of the CDMSLIB concatenation.
– Exclude SUBSCHEMA from the UNDEFINED PROGRAM COUNT clause in the system generation SYSTEM

statement. This causes the system to skip the overhead associated with using null PDEs when subschemas are
loaded.

• Use XA program pools or XA reentrant pools to increase the amount of pool space available at runtime.

NOTE
For more information, see Extended Addressing and Multitasking.

• Predefine load area run units to handle program loading operations for the primary dictionary. You also can predefine
load run units for secondary dictionaries.
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NOTE
For more information on predefined run units, see System Run Units.

• Clear out the data dictionary DDLDCLOD area by using the CLOD task. This strategy applies only at sites where the
DC/UCF system remains running for long periods of time. The CLOD task is executed automatically by DC/UCF at
startup time.

• Reduce the search path required to load frequently used programs. You have the option to define alternate search
paths, called load lists. More information on load lists is presented below.

Defining Load Lists

A load list defines the search path that DC/UCF uses to locate and load programs for execution at runtime. For
compatibility with Release 10.2, DC/UCF provides the following SYSLOAD load list:

ADD LOADLIST SYSLOAD

    DICTNAME IS USER-DEFAULT VERSION IS USER-DEFAULT

    DICTNAME IS SYSTEM-DEFAULT VERSION IS USER-DEFAULT

    LOADLIB IS USER-DEFAULT

    DICTNAME IS USER-DEFAULT VERSION IS 1

    DICTNAME IS SYSTEM-DEFAULT VERSION IS 1

    LOADLIB IS SYSTEM-DEFAULT

Customized load lists

A production system should not use the SYSLOAD load list. For performance reasons, create a customized load list that
contains the minimum number of entries required to support the production environment. For example, you can create a
load list that includes only the load area and load libraries appropriate for a given application.

A site defines load lists at DC/UCF system generation time by using the LOADLIST statement. When you define a load
list, you specify the following:

• The dictionaries and load libraries that are to be searched
• The order in which dictionaries and load libraries are to be searched

Specifying the runtime load list

You specify the load list to be used at runtime in one of of the following ways:

• At system generation time, specify which load list is to be used by the system by including the LOADLIST parameter in
the SYSTEM statement. This load list is the system default load list.

• At runtime, specify the load list to be used for your current terminal session by using the DCUF SET LOADLIST
command. The load list specified in this way is the terminal session default load list.

More Information

• For more information on system generation specifications, see the Administrating section.
• For more information on DCUF commands, see the System Tasks and Operator Reference section.

How DC/UCF uses load lists
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DC/UCF selects the location from which a program is loaded based on the following:

1. Criteria specified on the #LOAD statement. If a dictionary name is specified on the #LOAD statement, DC/UCF loads
the program from that dictionary.

2. The current load list. If a terminal session default load list has been specified by using a DCUF SET LOADLIST
command, DC/UCF searches dictionaries and load libraries in the specified order.

3. The system default load list. DC/UCF searches dictionaries and load libraries in the order specified in the system
default load list when both of the following are true:
– No dictionary name is specified on the #LOAD statement.
– No terminal session default load list has been specified by using a DCUF SET LOADLIST command.

NOTE
For more information on load lists, see the Administrating section.

System Resource Management
Fine tuning how DC/UCF controls resources can improve and speed task execution. This section discusses the following
topics:

Task Resource and Deadlock Management

A task is the basic unit of work under DC/UCF. A task consists of the execution of one or more programs.

DC/UCF manages task resources by using resource control elements (RCEs), resource link elements (RLEs), and
deadlock prevention elements (DPEs). At system generation time, you specify how many of each element can be
allocated at runtime. At runtime, the system uses these preallocated elements to track task resources usage.

If the TIMES THRESHOLD EXCEEDED system statistic for RCEs, RLEs, or DPEs is high at your site, you can improve
system performance by allocating more of the indicated element. It can be especially useful to examine trends in your
system's use of DPEs. If an increasing number of DPEs is used at runtime, contention for resources is increasing.

Resource Limits

You define resource limits to specify the maximum amount of specific resources a given task can use at runtime. The
table below lists the system generation parameters that you use to define and enforce resource limits.

More Information

• For more information on system generation parameters, see the Administrating section.
• For more information on DCMT LIMITS commands that you can use to control resource limits at runtime, see the

System Tasks and Operator Reference section.

Resource limit considerations

When specifying resource limits, keep in mind the following:

• Limits on task resource usage can be enforced only when task statistics are being collected.
• User exit 20 can be used to handle situations when task resource limits are exceeded. For example, user exit 20 can

continue the task or abend it, examine other limits, or write messages to the system log. For more information on user
exit 20, see User Exits.

• The MAXIMUM CONCURRENT THREADS parameter of the system generation TASK statement can be used to
control the number of threads that can be active concurrently for a given task code. This limit is particularly appropriate
for tasks that consume large amounts of system resources.
At runtime, you can override this specification by using the DCMT VARY TASK command.

• The SYSLOCKS parameter of the system generation SYSTEM statement and the AREA ACQUISITION THRESHOLD
parameter of the SYSTEM or TASK statement affect task usage of record locks. However, implementing explicit limits
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for record locks as described in the table below provides more control over this resource. This is because user exit 20
is called based only on resource limit violations.

Parameters used to set task resource limits

The following table identifies parameters you can use to establish task resource usage limits. You establish the limits at
system generation time. You can change limit specifications at runtime by using DCMT commands. For information on
setting limits for external request units, see External Request Units.

 

Parameter Description
CALL/DBIO/LOCKS/ STORAGE LIMIT For online and/or for ERUS tasks, defines limits for the following:

System service calls
Database I/O operations
Record locks
Storage

(SYSTEM statement)* At runtime, you can override the limits by using the DCMT VARY
TASK or DCMT VARY ACTIVE TASK commands.

LIMITS FOR ONLINE Enforces the limits defined for online tasks in the above
parameter.

(SYSTEM statement) At runtime, you can override this specification by using the DCMT
VARY LIMITS command.

* CALL/DBIO/LOCKS/STORAGE LIMIT also is a parameter of the system generation TASK statement. You can use the
TASK statement to override limits for online and ERUS tasks.

Tasks
The maximum number of tasks that can be executed at a given time is determined by a number of factors. A value
is determined at startup based on various values specified in the system generation parameters and certain startup
parameters. This value can be modified with a DCMT command. In addition, the system will automatically prevent new
tasks from starting when it encounters a shortage of certain system resources such as storage, RCEs, or RLEs.

Regulating the maximum number of concurrent tasks is one of the most important tools in maximizing system
performance. It is not easy to predict the optimal value for a given system. A good strategy is the following:

• Set the system generation MAXIMUM TASK and/or MAXIMUM ERUS values to a high number.
• Immediately after startup, use the DCMT VARY ACTIVE TASK MAX TASK command to set the value to a relatively low

number.
• Observe system performance using the measures discussed below.
• Use DCMT to increase or decrease MAX TASK value.

The DCMT command can be repeated as often as necessary to determine optimal system performance. It is possible
that the parameters will need periodic adjustment during different processing periods when a different mix of applications
puts different demands on the system. Once a pattern is established, it will probably be possible to set the parameters at
startup and only vary them when a known change in processing occurs.

The following indicators can be used to aid in determining whether the maximum number of concurrent tasks should be
increased or decreased:

• If the system is experiencing a shortage of resources, the amount of that resource should be increased or the MAX
TASK value should be decreased. Indicators of resource shortage include:
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– Message DC015007 appears on the console.
– Message DC002003, DC002004, DC002005, or message DC244003 appears on the console or in the CA IDMS

log.
– PMRM shows excessive wait time.

• If PMRM or an external monitor shows that active tasks are experiencing long wait times, it may be desirable to
decrease the MAX TASK value.

• Observe the total number of tasks that execute in a given time interval. Vary the MAX TASK value either up or down
and observe throughput over the same time interval.

It is also important to avoid deadlocks. If frequent deadlocks are occurring, determine the resource involved in the
deadlocks. Either:

• Increase the availability of that resource, for example, by increasing the size of the storage pool
OR

• Reduce the MAX TASK parameter
OR

• Modify the involved application programs to avoid concurrent use of the resource. This can be done through the
use of the DML verbs ENQUEUE and DEQUEUE command. These DML commands are particularly useful for
applications experiencing deadlocks involving DBKEYs. Another technique that can be used for this purpose is to use
the MAXIMUM CONCURRENT clause on the appropriate TASK definition statement(s) or the NONCONCURRENT
clause on the appropriate PROGRAM definition statement(s) in the system generation parameters.

Terminal Exception Response Protocol
Users can reduce I/O overhead significantly by assigning VTAM exception response protocol to certain tasks or lines.
Exception response protocol reduces CPU time because terminals are not required to respond with a completion status
when a terminal write is requested from the DC/UCF system.

You enable exception response protocol at system generation for specific lines and tasks. To do this, you use the system
generation LINE and TASK statements.

NOTE
For more information on these statements, see the Administrating section.

Considerations

The following considerations apply when using VTAM exception response protocol:

• If exception response protocol is specified for a task, that task runs with exception response protocol.
• If exception response protocol is specified for a line, all tasks performed on that line run with exception response

protocol.
• If the terminal sends any error notification, DC reports it on the next user request.
• Printers always use definite response protocol so that buffers can be saved if print errors occur.

File Cache in Memory
With the introduction of 64-bit hardware and the operating systems which could exploit it, the theoretical amount of virtual
storage available to an application increased to 16 exabytes. CA IDMS can exploit this high amount of storage by caching
entire database files in memory.
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Key Benefits 

• Reduced number of I/Os
• Increased throughput
• Less CPU usage

NOTE
For more information on 64-bit addressing, see the IBM manuals, z/OS MVS Extended Addressability Guide or
z/VSE Extended Addressability.

Terminology

The following terms are used in this discussion of file cache in memory:

• The bar -- The bar marks the 2-gigabyte limit of 31-bit addressing. This is analogous to the line, which marks the 16-
megabyte limit of 24-bit addressing.

• Z-storage -- Virtual storage above the bar.

Exploiting File Cache in Memory

Database files with a high number of I/Os are good candidates for the file cache in memory feature. The DBA should use
standard performance-monitoring tools to determine which database files these are. Once the decision is made as to
which files will use this feature, the DBA should perform these steps:

Compute the total amount of storage that is needed to cache the selected files. To do this, for each file multiply the
number of blocks in the file by the file's block size and sum all results. This sum is the total amount of Z-storage needed
for file caching. Be aware that if the "Scratch in Storage" SYSGEN option is specified, it may also use Z-Storage.

• Make sure that the jobs that use the modified DMCL have enough Z-storage (at least the amount computed above) at
their disposal. The amount of Z-storage available to a job is limited by the MEMLIMIT parameter. For an explanation of
MEMLIMIT, see the IBM manuals, z/OS MVS Extended Addressability Guide or z/VSE Extended Addressability.
For z/OS you can set MEMLIMIT in the following ways:
– Through an installation default. For more information, see the IBM manual, z/OS MVS Initialization and Tuning

Reference.
– In the JOB and EXEC statements. For more information, see the IBM manual, z/OS MVS JCL Reference.
– Through an installation exit. For more information, see the IBM manual, z/OS MVS Installation Exits.
For z/VSE you can set the MEMLIMIT through the SYSDEF MEMOBJ command. For more information on this
command, refer to the IBM manual z/VSE System Control Statements.

• Change the DMCL definition for each file to specify MEMORY CACHE YES.

NOTE
For more information on changing the DMCL definition, see the Database Administering section.It is also
possible to dynamically change the MEMORY CACHE attribute for a file using the DCMT VARY FILE
command. For more information on DCMT commands, see the System Tasks and Operator Reference
section.

On z/VSE, CV must run in a single-partition address space to use Z-storage.

Parallel Access Volume Exploitation
This feature provides CA IDMS I/O performance improvements through exploitation of the Parallel Access Volume feature
on Enterprise Storage System DASD devices, such as IBM's Shark. This feature allows multiple users and multiple jobs to
simultaneously access the same logical volume and perform concurrent I/Os to a file.
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PAV devices support multiple concurrent I/Os against the same disk unit. However, by default PAV devices ensure that
multiple I/Os to the same disk extent are single-threaded. This is known as collision checking. Because CA IDMS routinely
issues concurrent I/Os to the same extent, collision checking prevented full exploitation of PAV devices. Since CA IDMS
ensures that the I/O requests it issues do not conflict with each other, CA IDMS is able to disable collision checking,
allowing PAV devices to be fully exploited.

When disk I/Os for the same file are waiting because of disk extent collision checking, implementing PAV support reduces
I/O wait times. Reduced I/O wait times should increase transaction throughput and improve response times.

PAV support occurs automatically when a file is on a properly defined PAV device and does not occur otherwise. The
systems programmer is responsible for defining the device to the operating system correctly. For example, if no alias Unit
Control Blocks (UCBs) are defined for a PAV device, the I/Os are single threaded on the primary UCB and negate the
advantage of no collision checking.

PDSE Support
PDSEs provide the following capabilities:

• It is the only library capable of containing load modules that are greater than 16 megabytes.

NOTE
CA IDMS does not require such support.

• A PDSE does not require condensing.

CA Technologies recommends the use of STEPLIB rather than the CDMSLIB for CA IDMS load libraries used in batch
jobs. No authorization is required.

UCFTSO can use PDSEs in STEPLIB or CDMSLIB.

The CA IDMS online system supports loading CA IDMS programs from a PDSE. This requires early initialization of the
CA IDMS program call (PC) environment. Establishing the PC environment requires authorization, which can be obtained
using one of the following methods:

• Running CA IDMS as an authorized program.
• By specifying a CA IDMS SVC number as a PARM parameter in the startup JCL. This SVC acquires sufficient

authorization to construct a PC environment, without requiring you to start CA IDMS as an authorized program.

NOTE
The SVC number specified can be the SVC used by DC/UCF, but it is not required. This option is not valid if
the specified SVC was created with the #SVCOPT parameter AUTHREQ=YES.For more information on the
PARM parameter, see the section Specifying Runtime Options.

NOTE
When defining the datasets for your SMP/E environment, there is the option DSN TYPE. The default option
in CSM is LIBRARY. If LIBRARY is used, the SMP/E datasets will be created as type PDSE. There are
special considerations when using PDSE datasets.

Journaling Performance
Journaling performance can be improved by setting a non-zero journal transaction level.

NOTE
For more information on specifying a journal transaction level, see the Database Administering section.

Improving Recovery Performance
CA IDMS allows you to control the following commit and rollback behavior:

 1632



 Administrating

• The type of journal record written on a commit
• Whether a new local transaction ID is assigned on a rollback continue or commit

Exploiting these capabilities may improve recovery time during warmstart and rollback operations and reduce the
likelihood of duplicate transaction IDs when the local transaction ID values wrap.

System Tracing and the System Log
The DC/UCF system log records information on system activities. A separate journal is used to record database activities.

NOTE
For more information on journal files, see the Database Administering section.

The system log contains the following types of information on DC/UCF system operations:

• Abends
• Cancellations
• Messages
• Normal shutdowns
• Snap dumps (for abends)
• Startups
• Statistics
• Trace records
• Transaction and task starts
• Warmstarts

Messages are sent to the log when they have a destination of LOG. A snap dump is sent to the log for an actual or
assumed abend in a transaction or task.

NOTE
For more information on statistics in the system log, see the Reporting section.

Defining the system log

You define the system log at system generation time, by using the LOG parameter of the SYSTEM statement. For more
information on the SYSTEM statement, see the Administrating section. You can define the system log in the following
areas:

• The database, by assigning the log to the DDLDCLOG area of the data dictionary
• Sequential files, by assigning the log to one or more sequential files

You name sequential log files for a system in the JCL or commands that you use to start up the system, as discussed in
System Startup.

Under z/VSE, also define sequential log files by using the #DVFILE macro discussed in Setting Up Interpartition
Communication and the SVC.

Enhanced System Tracing
Contents

Enhanced tracing provides improved diagnostic tools for faster problem resolution by technical support. The following
table lists the enhanced capabilities:
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• Optional merging of system and extended (formerly called DBTRACE) trace information for easier determination of the
events leading up to a problem.

• The ability to save trace data in a persistent data store (either a new trace area or the log area) so that more
information is available for problem diagnosis.

• The ability to report on saved trace information and chronologically merge information from multiple data sharing
members.

• Syntactic control over the inclusion of trace information in task snaps, which eliminates the need for optional APAR flag
246.

Trace Tables and Entry Types

You can allocate two types of system-wide trace tables: a system trace table and an adjunct trace table. The two types of
tables are used as follows:

• The system trace table records the standard system trace (SYSTRACE) entries. As in prior releases, standard
system tracing is enabled using either the SYSGEN SYSTEM statement SYSTRACE parameter or the DCMT VARY
SYSTRACE command. If system tracing is enabled dynamically and no system trace table exists, one is allocated
automatically.

• Extended trace entries are variable in length and are generated only if certain CSA flags are turned on using either
SYSIDMS parameters or the DCMT VARY CSAFLAGS command. Extended trace entries are recorded in the adjunct
trace table if one exists; otherwise, they are recorded in the system trace table. If neither table exists, extended trace
entries are not generated even if the CSA flags are on.

Saving Trace Data

Saving system trace data increases the information available for problem diagnosis. When saving trace data, CA IDMS
periodically writes trace entries to a persistent data store: either a trace area or a log area.

A trace area is a type of system area that can be defined. It is similar to a log area and, to be usable, it must either be
included in the SYSTEM segment or be accessible through the SYSTEM DBNAME. It differs from a log area in that
its name is DDLDCTRC instead of DDLDCLOG. The new trace area is archived and printed using the new ARCHIVE
TRACE and PRINT TRACE utility statements. Just as for a log area, a job to archive the trace area can be automatically
submitted using the WTO exit.

When you enable saving trace data, consider the following:

• If a trace area is defined in the run time DMCL, trace entries are written to the trace area rather than the log area.
Trace information is never written to a sequential log file.

• If large volumes of trace data are to be saved, you should define a trace area to minimize the impact on system
throughput.

• If an adjunct table exists, only its contents are saved.
• If a system trace table exists without an adjunct table, the contents of the system trace table are saved. This can

generate high volumes of trace output.

Specify Trace Options

Tracing options include the sizes of the system and adjunct trace tables, and whether trace information is saved or not.
You can specify these options using SYSGEN syntax, DCMT commands, and SYSIDMS parameters.

Note: Options specified through SYSIDMS parameters generally override those specified on the SYSGEN statement.
Options specified through DCMT commands dynamically change the attributes currently in effect for a CV.

 1634



 Administrating

How to Reduce the Number of Missed Entries

Eliminating missed trace entries can be difficult; however, there are steps you can take to reduce the number of missed
entries. In the trace information output, if the value for number of times entries missed is large compared to the value for
number of save requests, consider taking one or more of the following actions:

• Save trace information to the trace area rather than the log area.
• Reduce the amount of trace information being saved. If only extended trace information is of interest, be sure to

allocate an adjunct table so only extended trace information is saved.
• Increase the size of the trace or adjunct table.
• Ensure that the appropriate archive utility is executed often enough that the trace area does not fill. The easiest way to

do this is to automate the submission of the archive job using a WTO exit.

Printing and Archiving Trace Information

The following features facilitate the printing and archiving of trace information:

• Trace entries in snap dumps include additional information.
• Utilities let you the print and archive saved trace information.
• The sample WTOEXIT program supports automatic archiving of trace information.
• The supplied WTOEXIT checks for message DC050004 (LOG FULL) in addition to DC050001 (% free halved).

Format of Trace Entries in Snap Dumps

The format of trace entries in snap dumps shows information for system trace entries and displays extended trace entries,
if they exist in the system trace table.

Entries appear in newest to oldest order. Each entry includes the UTC time and date it was generated, the address of the
primary LTE associated with the task, and the TOD clock value at the time it was generated.

012610 10.09.37 TRACE ENTRIES, ORDERED NEWEST TO OLDEST.       
                     TASKID/                                                 
  TOD TIME/DATE SCA   A(LTE)   MOD   MAC  CALL    R11/R2   R12/R3   R13/R4   R14/
R5   R15/R6    R0/R7    R1/R8        TOD CLOCK
15.10.01.809756 00        12     9   240     1  000000C8 3836B0B8 36FAF750 B836B0CC 3836B0B8 371675B8 36FAF678 C5722F6CF3F5C00B
     2010/01/26     00267D30  SNAP #GETSTK      00085009 00000000 383A6FF2 00085019 383C86B8 383A6EAC 383A68B8                 
15.10.01.809755 00        12    11    29    13  36FAF678 383A58B8 36FAF724 B83A6C8C 3836B0B8 371675B8 36FAF678 C5722F6CF3F5BC8B
     2010/01/26     00267D30  WTL  SNAPEP1      00085009 00000000 383A6FF2 00085019 383C86B8 383A6EAC 383A68B8                 
15.10.01.809754 00        12    10    27    32  36FAF764 38368404 36FAF798 B8368690 38375CB8 002674C8 36FAF764 C5722F6CF3F5A80B
     2010/01/26     00267D30  MISC RMGREP1      36FAF764 37166988 B8376B28 37318CDC 00000000 37176780 B83685F4                 
15.10.01.809754 00        12    10    12    34  36FAF764 38368404 36FAF798 B8368708 38376888 383684A6 36FAF764 C5722F6CF3F5A58B
     2010/01/26     00267D30  MISC RMGREP2      37167108 37318F3C 00000001 37318CDC 00027734 37176780 B83685F0                 
15.10.01.809754 00        12    10   240    29  00000000 38368404 36FAF768 B8368414 38368404 00000002 38366F3C C5722F6CF3F5A38B
     2010/01/26     00267D30  MISC #GETSTK      37318B18 37318F3C 00000001 37318CDC 00000000 B836611A 37B49708                 
15.10.01.809754 00        12    10    62     5  00000000 B83660A6 36FAF754 B836613E 38368404 00000002 38366F3C C5722F6CF3F5A08B
     2010/01/26     00267D30  MISC SNGLEP1      37318B18 37318F3C 00000001 37318CDC 00000000 B836611A 37B49708                 
15.10.01.809752 00        12    14   240     1  0000003C 383A3CB8 36FAF780 B83A3CCC 383A3CB8 00000008 00000040 C5722F6CF3F5808B
     2010/01/26     00267D30  TIMP #GETSTK      37318B18 37318F3C 00000001 37318CDC 00000000 00000006 37B49708                 
15.10.01.809751 00        12    10     9     6  00000000 B83660A6 36FAF754 B8366620 383A3CB8 00000008 00000040 C5722F6CF3F57C8B
     2010/01/26     00267D30  MISC TIMPGET      37318B18 37318F3C 00000001 37318CDC 00000000 00000006 37B49708                 
15.10.01.809748 00        12    10    27    31  36FAF77C 38368404 36FAF7B0 B8368650 38375CB8 002674C8 36FAF77C C5722F6CF3F5488B
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     2010/01/26     00267D30  MISC RMGREP1      37167108 FFFFC00F 00000001 00085019 00027734 37176780 B83684D2                 
.
.
.    

Enhanced Utility Support

The following new utilities manipulate saved trace information:

• The PRINT TRACE utility reports on trace information that resides in the DDLDCTRC area, the DDLDCLOG area, or a
trace or log archive file. You can use the PRINT TRACE utility to report chronologically merged trace information from
multiple data sharing members.

NOTE
The ARCHIVE LOG utility archives trace information written to the DDLDCLOG area, but will not print it. You
must use the PRINT TRACE utility for that purpose.

• The ARCHIVE TRACE utility archives and optionally reports on the contents of the DDLDCTRC area.

Maintaining the System Log
 

The way you maintain the system log depends on the log assignment. Strategies are discussed below for the database
log area of the data dictionary and for sequential log files.

Database Log (DDLDCLOG Area)

DC/UCF makes it easy to maintain the database log (DDLDCLOG) area and the trace log (DDLDCTRC) areas so that
they do not become full. During runtime, you maintain each log by:

1. Monitoring the amount of available space that remains in the log
2. Archiving (offloading) the log before it becomes full

When the DDLDCLOG or DDLDCTRC area becomes full, the DC/UCF system halts execution and waits for system
operators to offload the area.

Monitoring available log space

Available space in the system log can be monitored as follows:

Automatically by the system -- At runtime, DC/UCF monitors the amount of available unused space in the DDLDCLOG or
DDLDCTRC area. Each time the amount of available space in the log halves, DC/UCF sends a message to the operator's
console. This message indicates the percentage of used space in the log area.

• Selectively by users -- Authorized users can monitor the percentage of used space in the log area by using one of the
following commands:
– DCMT DISPLAY LOG
– DCMT DISPLAY TRACE
– DISPLAY LOG (console operator command)

Archiving the log

You use the ARCHIVE LOG utility statement to archive the system log. You use the ARCHIVE TRACE to archive the
trace log. You can use the PRINT LOG or PRINT TRACE utility statement to format reports of the active log file. For more
information on these utilities, see the CA IDMS Administrating section.
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You can archive (offload) the DDLDCLOG or DDLDCTRC area as follows:

• While the DC/UCF system is active. In this case, the system proceeds unless the log is full.
• At system shutdown. It is not mandatory to offload a partially full log at shutdown. At system startup, DC/UCF begins

writing to the unused portion of the log area.

You can use the WTOEXIT user exit to automatically submit an ARCHIVE LOG or ARCHIVE TRACE utility statement that
archives the log or trace area before it becomes full. The sample WTOEXIT includes support for both commands.

Sequential Log Files

Sites that assign the system log to one or more sequential files need to develop a strategy for maintaining log files.

This is particularly true when you need to save the contents of sequential disk log files. Considerations that apply to
sequential disk files are presented below, followed by considerations that apply to print and tape sequential log file
assignments.

Considerations for disk log files

You can assign the system log to a single sequential file or to two alternate sequential files. At system startup time, the
DC/UCF system writes to the beginning of the first (or only) log file.

Your strategy for maintaining log files depends on the actions that DC/UCF takes when the current log file becomes full,
as discussed in the table below.

You archive sequential log files by using the appropriate operating system utility as follows:

• z/OS -- IEBGENER
• z/VSE -- DITTO
• z/VM -- COPYFILE command

Maintaining sequential disk files

The appropriate strategy for maintaining and archiving sequential disk log files depends on whether you log to single or
alternate log files, as summarized in the following table:

Sequential disk log Considerations
Single File To save log records, you print or archive the log file when you shut

down the system.
When the log file becomes full at system runtime, DC/UCF wraps
around to the beginning of the full log file and writes over old log
records.

Alternate Files To save the contents of a full log file, offload the file immediately.
You can do this while the system logs to the alternate log file.
When the alternate log file becomes full, DC/UCF switches back to
the beginning of the old log file.

Considerations for other log files

You can assign the system log to a print device under z/OS and z/VSE. Additionally, you can assign the system log to a
tape device under z/VSE by assigning the log SYSLST to the tape device in system-startup JCL statements. The following
considerations apply to these log file assignments under z/OS and z/VSE:

Operating system Log file considerations
z/OS When the log is assigned to a print device, the log is not output

until the system is shut down.
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z/VSE When the log is assigned to a print or tape device by means of
SYSLST, the log normally is not output until the system is shut
down.
When the log is assigned to a specific print device, the log file can
be printed while the system is active as follows:
When logging to a single file, DC/UCF closes the active log file
when it is full and then immediately reopens the file.
When logging to alternate files, DC/UCF logs to the alternate file
automatically when the first log file is full. To save the old file's
contents, print the contents of the log file immediately.

Accessing Logged Information
If you are logging to sequential files, you access logged information from the printed or archived log.

NOTE
For more information, see Sequential Log Files.

If you are logging to the database (the DDLDCLOG area), you can access archived or online log information as described
in the following table:

Method Usage
OLP (online PLOG) Displays online the current contents of the log. This utility

accesses the current, unarchived log in the DDLDCLOG area.
PRINT LOG utility statement Prints reports about all or selected parts of the current or archived

log.
Statistics reports (SREPORTs) Creates specific reports from the archived DDLDCLOG area.

More Information

• For more information on OLP, see the System Tasks and Operator Reference section.
• For more information on PRINT LOG, see the Administrating section.
• For more information on SREPORTs, see the Reporting section.

How the System Logs Errors
DC/UCF reports on errors by recording in the system log messages, snap photos, snap dumps, system trace records, and
information on DCMT commands issued at runtime.

A message is written to the log if the message destination specifies LOG. A snap photo contains a list of tasks that were
active when the snap photo was requested, along with information on the resources held by the tasks.

A snap dump records the contents of memory at a particular time, such as when an abend occurs. System trace records
are written if the system trace facility is enabled for DC/UCF by the SYSTRACE parameter of the system generation
SYSTEM statement.

DCMT commands entered by users are recorded in the log. System administrators can use the #CTABGEN macro to
keep all but significant DCMT commands from being sent to the log.

DC/UCF also records errors by writing to the operator's console and/or to a user terminal messages issued by the system
and by application programs at runtime, as specified in the message definitions.

Additional error information

Additional information on errors is written to the system log in the following situations:
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• Deadlock situations.
• Timeouts.
• #FREESTG violations. These occur when a task issues a #FREESTG request for storage that has been violated

(either by the issuing task or by another task). In this case, DC/UCF snaps the violated storage.
The snap dump written to the log includes additional bytes of storage from the immediately preceding and immediately
following areas. The message following the snapped storage indicates the starting address of the requested storage.

• Abend conditions. When a task is abended and an abend control element (ACE) exists for the abend, the ACE is
written to the log. The ACE includes the following information:
– The program status word (PSW) at the time of the abend; used to determine the point in the program at which the

abend occurred. If the ACE does not contain a PSW, the ACE is written to the log without a PSW.
– The Breaking Event Address (BEA). This address determines the last instruction in a program to cause a break in

sequential instruction execution before the program check.
– Interrupt code
– Data at the PSW
– Next instruction address
– Contents of registers

DCMT SNAP

DCMT SNAP commands control the writing of snap dumps and snap photos to the DC/UCF log file. DCMT parameters
are provided for the following:

• DCMT VARY PROGRAM and DCMT VARY TASK commands let you dynamically enable snaps for an individual
program or task.

• System Generation SYSTEM parameters let you globally disable or enable snaps for system or task abends.

More Information

• For more information on the #CTABGEN macro, see the Security Administering section.
• For more information on error messages, see the Messages section.

NOTE
You can review explanations of error messages online using the DCMT DISPLAY MESSAGE command.

Applying Optional Functionality
Optional functionality is provided in one of the following ways:

• Type 1 -- Can be activated by setting one bit in an optional functionality bitmap table. The bitmap table is generated in
a new RHDCOPTF module that is loaded during startup processing and anchored in the CSA.

NOTE
RI29610 lists all of the current RHDCOPTF bits that are available.

• Type 2 -- Implements a new SYSIDMS parameter.
• Type 3 -- Implements new syntax such as new SYSGEN syntax.

Note: No functionality is provided through optional APARs. If a PTF introduces new functionality, it is a required PTF. This
functionality is controlled via one of these three methods. Any options previously provided via an optional APAR were
converted to one of these three methods. For a list of optional APARs which were replaced, see the Release Notes for
Version 18.0.00.

Optional functionality applied through any of these methods can be easily added or removed and can be preserved across
maintenance updates.
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Option Flags Table
This article lists the numbered options that are activated by setting flags in the current RHDCOPTF module.

Bit Description APAR
0001 Secure IDD records against unauthorized

useby the Schema compiler record
processing

CS74316

0002 Suppress the DC260005 message on
DCMT SHUTDOWN

CS76640

0003 ACCEPT PTERM returns VTAM nodename
or UCF FEterminal ID

CS76649

0004 * NOT USED * CS78328 (was made permanent)
0005 DC204002 Deadlock DBkey and/or 0426/

DC426001
CS81862 

0006 Output data (88-01-1012) CS81905
0007 Content V keystroke req. field (90-04-1014) CS81906 
0008 Protected field implies not req.

(90-04-1016)
CS81907

0009 Change OLQ Menu Mode print default to Y CS82062
0010 For screen prints, set "?" of unprotected

fields to a blank. (88-08-1059)
CS82065

0011 Initializes value of $PAGE to 1 CS82230
0012 * NOT USED * CS82257
0013 * NOT USED * (CS82257)
0014 * NOT USED * (CS82781 - requires a value)
0015 * NOT USED * (CS86266 - source change)
0016 Bypass password processing on OLQ

Batch submit
CS88588 

0017 DECLARE CUSROR ORDER BY not
accepted

CS88593

0018 Substitute ADSA application/dialog name in
task ID field

GS91419

0019 * NOT USED * (CS89118)
0020 Disconnects UCF pterms instead of

suspending
CS89183

0021 * Not Used * (CS90910)
0022 Removal of question mark. (90-04-1015) CS90975
0023 * NOT USED * (CS91048)
0024 * NOT USED * (CS91050)
0025 * NOT USED * (CS97386)
0026 * NOT USED * (CS97391 - same as GS26902 bit 0058)
0027 Suppress banner pages on printed reports CS98815
0028 * NOT USED * (CS98817)
0029 Allow BLKSIZE override for SYSLST for

OLQ
CS98820
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0030 Suppress DC092021 message CS98821
0031 * NOT USED * (CS98971 - same as GS29600 bit 0072)
0032  * NOT USED * (GS01744 - same as GS82063 bit 0130)
 0033 Fix for LRF records with ROLES GS03086 
0034 Allow PMRM screen refresh to work in UCF GS06142
0035 * NOT USED * (GS06158 - requires a value)
0036 * NOT USED * (GS07703 - same as GS37899 bit 0080)
0037 * NOT USED * (GS08138 - requires a value)
0038 * NOT USED * (GS08592)
0039 * NOT USED * (GS08798 - Obsolete in 16.0)
0040 * NOT USED * (GS09836 - requires a value)
0041 * NOT USED * (GS09837 - VSE version of

GS09888 bit 0042)
0042 Allow different record version numbers in

linked to dialog. (87-04-1128)
GS09888

0043 Suppress printing of the MAP $RESPONSE
field

GS09891

0044 MAP scrunches top left corner when
running with
a terminal emulator

GS09894

0045 * NOT USED * (GS15723 - no access to bits)
0046 * NOT USED * (GS16003 - requires a value)
0047 Change in handling of tasks that hit

MAXCONCURRENT limit
GS18646

0048 * NOT USED * (GS19321 - CICS only)
0049 All Cobol programs within same task thread

to share a copy of IGZCTCO. (87-03-1049)
GS19348

0050 DC Cobol programs compiled before 10.20
cause terminals to hang

GS19358

0051 Redirect messages from external security
managers

GS20620

0052 Bypass the MVS user ID extraction facility GS20621
0053 * NOT USED * (GS23359 - no access to bits)
0054 Prevents USERCAT=OFF from being used GS23943
0055 * NOT USED * (GS25212)
0056 * NOT USED * (GS26164 - no access to bits)
0057 * NOT USED * (GS26723 - no access to bits)
0058 Track notify information for OBTAIN/GET

verbs
GS26902

0059 Allow printing from OLQ for line sizes > 132 GS27074
0060 * NOT USED * (GS27448 - no access to bits)
0061 Prevent DC200084 message from going to

console
GS27455

0062 * NOT USED * (GS27525 - requires a value)
0063 * NOT USED * (GS27698 - no access to bits)
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0064 * NOT USED * (GS27987 - no access to bits)
0065 * NOT USED * (GS28093 - no access to bits)
0066 * NOT USED * (GS28742 - requires a value)
0067 Skip delimit attribute not transmitted on

MAPOUT
GS29244 

0068 Batch mapping compiler converts lower
case to upper case. (84-12-1036)

GS29265

0069 Use DCUF dictname instead of SYSGEN
report dictname. (88-05-1045)

GS29271

0070 Autopanel maps are not supported via
IDMS/PC

GS29594

0071 Turn on Application type security.
(88-10-1093)

GS29598

0072 Allow use of double quotes in IDD GS29600
0073 Force RBB/VDB allocation below the line GS30903
0074 Multiple line headers cause OQ104042

errors
GS33436

0075 * NOT USED * (Was GS33439)
0076 * NOT USED *  (LS38822)
0077 Suppress autotask in event of ADS abort GS33477
0078 * NOT USED * (GS33482)
0079 SET TIMER STARTED TASKS are deleted

across
recycle of CV

GS36402

0080 Schema compiler rejects records with
duplicate
elements. (85-02-1030)

GS37899

0081 ACRHIVE JOURNAL ends with condition
code 0000

GS37943

0082 * NOT USED * (GS37955 - requires a value)
0083 Allow concurrent calls to IDMSRGEN GS37957
0084 * NOT USED * (GS39407 - no access to bits)
0085 DCUF dictname not retained when process

QFILEs
or REPORTs

GS39784 

0086 Security not checked after AGR-
CURRENT-RESPONSE
is modified

GS39792

0087 Security not checked after AGR-
CURRENT-RESPONSE
is modified

GS39794

0088 * NOT USED * (GS40013 - no access to bits)
0089 Allow display of regular ADSODBUG

screen when ADS/ALIVE is installed
GS40519

0090 * NOT USED * (GS40530 - requires a value)
0091 Allow change of OLQBATCH print line size GS40553
0092 * NOT USED * (GS40570)
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0093 Eliminates overhead with unload of
duplicate
CALC records at expense of sequencing

GS41974

0094 Restore 10.21 functionality for signon menu GS42284
0095 Allow mandatory interupt in OLQ if security

off
GS42557

0096 Setting INTERRUPT COUNT in BATCH GS42558
0097 Eliminate area sweep when accessing data

tables
via OLQ. (87-11-1133)

GS42565

0098 Allow reporting on data access tables when
proper passkeys not possessed.
(88-05-1062)

GS42567

0099 Selecting large amount of data in
OLQBATCH

GS42573

0100 Force area sweeps as opposed to system
owned
index set

GS42915

0101 * NOT USED * (GS43036 - requires a value)
0102 * NOT USED *

Replaced in v18 with new system definition
and DCMT SNAP TASK parameters:

• SYSGEN: SNAP
TASK...TRACE...LIMIT... 

• DCMT: SNAP TASK...TRACE...LIMIT...

GS44049

0103 * NOT USED * (GS44053 - VM/CMS only)
0104 * NOT USED * (GS48843 - requires table change)
0105 * NOT USED * (GS48844 - requires table change)
0106 * NOT USED  (GS48846 - now new #SECRTT parm)
0107 * NOT USED * (GS48847 - same as GS20620 bit 0051)
0108 * NOT USED * (GS48947 - rescinded)
0109 * NOT USED * (GS48969 - VM/CMS only)
0110 * NOT USED * (GS48989 - BS2000 only)
0111 Backs off GO48930 (scratch area id > 8

characters)
GS49031

0112 * NOT USED * (GS53962 - same as GS09894 bit 0044)
0113 * NOT USED * (GS53980 - requires multiple

versions of the code)
0114 Reserves DCE/TCE pairs of ERUS tasks GS53981
0115 * NOT USED * GS59938
0116 OLQ gets security violations when using

DBNAME
tables which have different security classes

GS59939

0117 * NOT USED * (GS62278 - requires table change)
0118 Disable the FIX PAGE utility GS77233
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0119 Set default IDD Options to display/punch
WITH
COMMENTS

GS77552

0120 * NOT USED * (GS80659 - no access to bits)
0121 * NOT USED * (Was GS81227)

RCEs, RLEs, and DPEs are dynamically
extended as needed

0122 Disallow duplicate record IDs within
schema

GS81238 

0123 * NOT USED * (GS81247)
0124 ADSA QUIT will do a SIGNOFF GS81410 
0125 Changes default from DON'T SEND

GROUPS to SEND
GROUPS. (88-06-1131)

GS81866

0126 Issues #DELSCR of scratch when selection
criteria was written. (90-05-1136)

GS81870

0127 Turns off scratch usage by IDBCOMM.
(86-04-1025)

GS82027 

0128 OQ104015 08 there is no report currently
defined for display

GS82047

0129 Change the default internal page size for
OLQBATCH

GS82057

0130 Suppress DC200084 from printing on the
log and console

GS82063

0131 Force area sweeps to always be used
instead
of the system owned index set when
ORDER BY
clause is used on a SELECT statement

GS82126 

0132 Avoid deadlocks when multiple users
generating
ASF tables. (86-04-1023)

 GS82179

0133 * NOT USED * (GS82181 - obsolete)
0134 Suppress verification of user at IDB Signon GS82239
0135 Force all DCMT VARY OFF commands as

if they
contained the PERMANENT option

-

0136 Disable SYSIDMS parm JOURNAL=ON/
OFF

GS87630

0137 * NOT USED * (GS87952 - no longer optional)
0138 * NOT USED * (GS87956 - VSE only)
0139 Always call Exit 2. (91-08-1036) GS90621
0140 Initialize acquired storage to low values GS91059
0141 Change default case from UPPER to

UPLOW
GS91072

0142 Sysgen REPORT DICTIONARY required
when
proceeding to QFILE or REPORT screens

GS96457
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0143 * NOT USED * (GS96463)
0144 * NOT USED * (GS96467 - requires a value)
0145 Allow queue processing to function as it did

in 10.21
GS96487

0146 * NOT USED * (GS96940 - VM/CMS only)
0147 * NOT USED * (GS97228 - now a SYSGEN option)
0148 * NOT USED * (Was GS97248)
0149 * NOT USED * (GS97520 - now a SYSGEN option)
0150 * NOT USED * (CS96377 - no access to bits)
0151 * NOT USED * (GS36808 - no access to bits)
0152 * NOT USED * (CS96801 - no access to bits)
0153 * NOT USED * (GS36805 - no access to bits)
0154 * NOT USED * (GS36803 & LS36498 - no access to bits)
0155 * NOT USED * (GS14891 - no access to bits)
0156 * NOT USED * (GS24967 - no access to bits)
0157 * NOT USED * (GS32078 - no access to bits)
0158 * NOT USED * (GS36807 & LS21367 - no access to bits)
0159 * NOT USED * (GS36900 - no access to bits)
0160 Animated dialog not compiled in user's

dictionary
LS06762

0161 * NOT USED * (GS43260 - no access to bits)
0162 * NOT USED * (GS48978 - no access to bits)
0163 Display program name on PMAM batch

reports
GS32791 

0164 Maps on FACOM 9450 with DBCS
characters

-

0165 Send task. Translate DBCS characters to
uppercase

-

0166 Problem with DBCS messages on several
lines

-

0167 * NOT USED * (Was LS11487)
0168 Change OPER displays. (85-02-1014,

89-05-1014,
90-04-1042)

LS17911 

0169 Needed by all "UPPERCASE" sites -
0170 Scrolling edit page in IDD menu -
0171 Skip uppercase translation done in IDD  
0172 Suppress system snaps for IXnn and ERnn

abends
LO19035

0173 Get Queue Wait (No longer needed. See
APAR)

TB96275

0174 Suppress 'TERM' and 'S002' DC201006
messages.
(90-04-1065)

LO17454
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0175 Secure IDMSBCF external run units.
LS23540 No auto signon for UCF and UCF/
TSO

LS23539

0176 Bit on means do not change System Snaps
to SVC dumps

LO40688

0177 CICS run units receive 'PAKS' abends LS25441 
0178 Unprotect password field on DME signon

screen
LO34765

0179 Unprotect password field on DMLO signon
screen

LO34768

0180 Use PTE5NAME on SECHECK. LS37039
supercedes LS31899 which is withdrawn

LS37039

0181 Change QREVIEW sort sequence to FIRST
so that
newest entries are displayed first

LO36487

0182 DC026001 Unreadable program name LO31692
0183 Bypass use of description field for a list of

authorized users
LO36488

0184 Set program mask for user mode LS31790
0185 Set program mask for user mode LS31790
0186 Set program mask for user mode LS31790
0187 Set program mask for user mode LS31790
0188 Set program mask for user mode LS31790
0189 Provide subsecond deadlock detection

intervals
LO78153

0190 Suppress UT003020 messages on console
during
UNLOAD

LO37319

0191 Disable storing PFKEY queue records LO36499
0192 Cancel QUEUED TIME QO00287
0193 Reduce CPU usage in STORAGE

MANAGER
QI42520

0194 Scan free space in IDMSDBN1. Issue
DC598502
if any non-zero values are detected

LO40727

0195 * NOT USED * -
0196 LE Cobol program value clause not

reinitialized
LS40957

0197 DC021102 Message Destination LS40702
0198 Terminal hang after UCFCICZ is invoked LO44434
0199 Allow ERUS tasks to go directly to a Clones

CV
LO64562

0200 Suppress SORT SIZE parameter LO46429
0201 * NOT USED * -
0202 * NOT USED * -
0203 Issue DC200084 on VARY AREA even if no

change in area status
LO88145

 1646



 Administrating

0204 When signing on via the console, the
USERID and
PASSWORD are showing up on the
DDLDCLOG

LO55242

0205 * NOT USED * -
0206 GRANT EXECUTE ON ACTIVITY, produce

DB003005 and not define privileges
LO72493

0207 Prevent leading zeroes on numeric
operands for
built-in string functions from being
suppressed

LO63329

0208 * NOT USED *
Replaced in v18 with new system definition
and SYSIDMS parameters:
 SYSGEN:
EVAL CENTURY VALIDATION
EVAL LOW CENTURY
EVAL HIGH CENTURY
 SYSIDMS:
EVAL_CENTURY_VALIDATION
EVAL_LOW_CENTURY
EVAL_HIGH_CENTURY

(LO63255, LS88860)

0209 Suppress UT001006 message being sent
to console.
Only output to SYSLST

LO72559

0210 * NOT USED * -
0211 Disable OLQ 'SET USER' if dictionary

security for OLQ is turned on
LO88981

0212 Release an Online compiler modified queue -
0213 * NOT USED * -
0214 * NOT USED * -
0215 * NOT USED * -
0216 Change 1143 T0 XX57 for INDEX ERRORS QO29678
0217 Disables scratch and queue updates from

DMLO
LO86815

0218 * NOT USED * -
0219 Force the compilers to validate the PSWRD

supplied in the SET USER command
against the one defined to Central Security

LO89049

0220 Prompt for PASSWORD at SIGNON CS89118
0221 * NOT USED * -
0222 * NOT USED * -
0223 Set default for TRANSLATE TO UPPER

ON
GS40570

0224 * NOT USED *
Replaced with SYSIDMS
DYNALLOC_WAIT parameter

-
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0225 DBIO messages filling WTO buffers, stalling
system.
Write DBIO messages only to the DC LOG

LO88835 

0226 Suppress external security messages from
the IDMS log 

LO87429 

0227 Force LE storage above the line LO89004
0228 Allocate CV JOURNAL BUFFERS in 24 bit

storage
QO00773/QO18421

0229 * NOT USED * -
0230 MVS ONLY - optional APAR to use GMT

instead
LO95992

0231 * NOT USED * -
0232 * NOT USED *

Replaced by SYSGEN Multiple Enclave
support

-

0233 ADSLIV - optional APAR to bypass writing
messages

QO11962

0234 * NOT USED * -
0235 Allows dialogs that are checked out by

ADSC to be compiled by ADSOBCOM.
Allows MAPs that are checked out by
MAPC to be compiled by RHDCMAP1.

QO33088

0236 * NOT USED * (Previously QO08700) QO08700
0237 Check area lock on recovery QO46371
0238 * NOT USED * -
0239 Determine task code for ERUS QS14813
0240 The SMF30PGM and TASPGMID fields

should contain the program name from
the Bind Rununit instead of the loaded/
executed program name

QO19103

0241 Prevent SQL updates from OLQ QO50726
0242 * NOT USED * (Was QO29640)
0243 * NOT USED * (QO30937 Replaced by QS39434)
0244 Suppress DC205020 and DC205019

messages
QO39294

0245 ROLLBACK and ROLLFORWARD utilities:
set condition code to 0 instead of 4 for
message DB002352

QO38475

0246 * NOT USED *
Replaced in v18 with new system definition
and DCMT SNAP TASK parameters:
 SYSGEN: SNAP TASK...TRACE...LIMIT...
 DCMT: SNAP TASK...TRACE...LIMIT...

(QO38508)

0247 Allow UNLOAD/RELOAD to use L5 sort
parameter
 

QO88528 

0248 Bypass USER-ID and PASSWORD
initialization on SIGNON screen

 QO39136
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0249 Optional APAR for alternate message prefix QO40462 
0250 Delay 'ENTER NEXT TASK CODE' prompt

on BTAM (VM)
LS21775 

0251  Source Turn off ADS unsigned halfword
support

 -

0252 Source Turn off mapping date/timestamp
checking

 -

0253 Modify USER MODE PSW program mask QI48816
0254 Source ADS optional bypass retrieval

nolock
-

0255 Passing data with SET TIME QO57585
0256 Force ADSC to display an error message

for a duplicately defined field
QO56858

0257 * NOT USED * (Was QO53092)
0258 Limit display content for LOOK AM= QO63948
0259 ADS DIALOGS get 24-bit storage QO68937
0260 z/VSE Force field output in a mapping error

cycle
RO26218
RO26219 (z/OS)

0261 * NOT USED * -
0262 Source MAPC - disable alphanumeric

BLANK WHEN ZERO
-

0263 Allow SMP/PERFMON name specified by
user

-

0264 Force ADS/ALIVE post abort browse
screen
to timeout after the inactive task interval
time has been exceeded

QO74667

0265 Reduce BATCH CPU time QO80545
0266 Suppression of PUNCH statements for

EXPORT SOURCE FORM (Endevor/DB)
QO80524

0267 Retain BGIN journal sequence numbers QO82809
0268 * NOT USED * -
0269 * NOT USED * -
0270 Precompiler COBOL record name

truncation
QO91047

0271 Precompiler PL/I record name truncation QO91047
0272 DML193 a warning instead of informational

to warning
QO91050

0273 * NOT USED * (Previously QO88568)
Replaced by SYSIDMS parameter
PDAT_LOCATION=ANY/BELOW

QO88568

0274 Backs off LO72099. Elements generated
with hex values by IDMSDMLP

LS89000

0275 IDMSDMLP issues DML004 if record/set
names begin with a number

GS28093

0276 DML processor issues DML189 in
multimember sets

GS26723 
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0277 DML processor issues DML190 in
multimember sets

GS2744

0278 * NOT USED * -
0279 * NOT USED * -
0280 Allow DMLO to use USDTPARX instead of

USDTPARM
RO03666

0281 Always place the DC task ID in the second
fullword of the external rununit local ID

RO01562

0282 PRINT LOG: return CC=0000 when LOG
empty

QS39434 

0283 OLQBATCH: allow SYSIPT file to be
blocked other than 80

CS98817

0284 Change characters used in pull-down
menus in MAPC, ADSC, ADSA for DBCS
usage

GS09836

0285 Disable 6-digit DATE functions in ADSC LS63145
0286 Passwords may be displayed in

OLQBATCH report
GS33482

0287 Allow recursive connection with IDD
PROGRAM entity for documenting an
existing SYSTEM

GS26164

0288 Allow the REFRESH option to be enabled
by entering refresh in the command line

GS81247

0289 Protect signon fields on ASF and C/ICMS
GS48844 screens

GS48843

0290 Reversal of COMPARE TO ZERO logic LS78489
0291 Change the default refresh time used by the

OPER task from 5 to 10 seconds
LS80233

0292 Allow local mode IDD to execute in
retrieval mode without specifying USAGE
RETRIEVAL on the SIGNON statement

LS80772

0293 DC572902 while debugging a DIALOG
whose size is larger than 64K

LS85112

0294 NDVRDCMP: carry the MAP DATETIME
stamp from the source dictionary when
migrating MAPs.
(Endevor/DB)

QS00476

0295 NDVRARCO: retain all Confirmation CLEs
(Action 'C', 'V') in compress operations.
(Endevor/DB)

QS00477 

0296 NDVR: default Change Log Entry START
DATE
to current date in selection criteria.
(Endevor/DB)

QS00481

0297 Replaces QS00482 (Endevor/DB) Generate
DCMT V PROGRAM <prog-id> ENABLE
commands prior to the NEW COPY
IMMEDIATE command in the NDVRDVAR
file

RO18986

 1650



 Administrating

0298 Replaces QS00514 (Endevor/DB)
NDVRDLVR: bypass generating SIGNON
statement for DC/UCF in the NDVRDVAR
file

RO18986

0299 Replaces QS00515 (Endevor/DB)
NDVRDLVR: bypass generating DCUF
SET DICTNAME statement and bypass
DICTNAMEs in DCMT VARY NEW COPY
statements in the NDVRDVAR file

RO18986

0300 Replaces QS00516 (Endevor/DB) Bypass
NDVRDLVR output of target SIGNON
statements for dictionary compilers

RO18986 

0301 Do not send DC990000 messages to
the CONSOLE LOG or SYSTEM LOG
(Endevor/DB)

QS29629

0302 Change a 'BIND ALL' DML command to a
regular 'BIND' (DMLO)

LS94973

0303 Disable use of NOSTOP command at run-
time (ADS/Alive)

LS71078

0304 Display Dialog Selection List only if a Dialog
name is entered (ADS/Alive)

LS96927

0305 * NOT USED * (Previously QS21024)
Replaced in 18.0 with the 'GLOBAL
STATUS' option in task USFAOPT

QS21024

0306 Protects fields on the NDVR signon screen.
Only one CCID can be entered, and the
USAGE MODE field cannot be changed.
(Endevor/DB)

QS90515

0307 Turn off Automatic Editing for certain MAP
LS25622 fields in order for DBCS to work

LS25619

0308 Include comments in NDVRCUPD,
NDVRUUPD files
(Endevor/DB)

RO18940

0309 z/VSE Change DML004 on OBTAIN USING
to DML084

RO12490
RO12491 (z/OS)

0310 z/VSE Change DML004 on OBTAIN USING
to DML084

RO12490
RO12491 (z/OS)

0311 z/VSE MODIFY MAP datastream difference
in BS2000

RO11947
RO11946 (z/OS)

0312 z/VSE ADSA 'deferred' response acts as
immediate 

RO22285
RO22307 (z/OS)

0313 z/VSE Print RUN UNIT statistics at
SHUTDOWN

RO15091
RO15092 z/OS

0314 DISPLAY/NODISPLAY controls DC128010
in OLP

-

0315 z/VSE Set MAINTASK AFFINITY for
WTOEXIT

RO15073
RO15074 (z/OS)

0316 z/VSE Abend 1118 will return a minor code
of 57

RO15985
RO15986 (z/OS)
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z/VSE Abend 1116 will return a minor code
of 57

RO55439 
RO55440 (z/OS)

0317 z/VSE Abend 1157 will return a minor code
of 57

RO15985
RO15986 (z/OS)

0318 z/VSE ERUS data packets allocated in 24
bit

RO22996
RO22997 (z/OS)

0319 * NOT USED * -
0320 z/OS ADSC: prohibit two records with the

same name but different versions from
compiling

TF24655 

0321 z/VSE Force severity 0 for missing
dictionary message

RO24509
RO24510 (z/OS)

0322 z/VSE Always set bit BINCLSS in the bind
image. Set BINAVFS if and only if the
PTERM definition specifies ALREADY
VERIFIED

RO26339
RO26341 z/OS 

0323 z/VSE The value *ERUS* is displayed in
the TASK CD field instead of the actual task
name

RO28603
RO28605 (z/OS)
RO28560 (v18)

0324 z/VSE DEFAULT IS ON: suppress RC=4 for
load modules when DC601002 is issued by
IDMSDDDL 

RO31384
RO31385 (z/OS)
RO30729 (v18)

0325 * NOT USED * -
0326 Removes the MERGE of the UAB

attributes,
For example, the retained UAB block
will be cleared and only the attributes
associated with the user signing on will be
assigned

-

0327 Suppress attribute bytes and slashes in
3270 simulator output

RO48645 (z/OS; CA IDMS v18.0) 
RO57572 (z/OS; CA IDMS r18.5) 

0328 Restrict DFLTSGN=YES to the CA IDMS
CONSOLE terminal

RO55275 z/OS - 18.0

0329 Set DC205011, DC205013 & DC205014
JOURNAL messages as unscrollable on
the z/OS
console

RO53292 z/OS - 18.0

0330 * NOT USED * -
0331 Suppress DML204 message on copy

IDMS MAP BINDS 
RO77881 z/VSE - 18.5
RO74928 z/OS - 18.5
RO79312 z/OS - 19.0

0332 * NOT USED * -
0333 Capture information regarding system

requests. For example, collecting diagnostic
information to aid in finding the cause of
performance problems

RO63743 (z/OS; CA IDMS v18.0) 
RO67793 (z/OS; CA IDMS r18.5) 

0334 Increase performance by skipping USER
EXIT 14 processing unless issuing a
READY request in UPDATE mode

RO66978 (z/OS; CA IDMS v18.0) 
RO67058 (z/OS; CA IDMS r18.5) 
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0335 Also write message DB002980 to the
console

RO67059 (z/OS; CA IDMS v18.0) 
RO67060 (z/OS; CA IDMS r18.5) 

0336 Prevents a S0C4 abend in module
RHDCOMVS when executing a batch
program compiled with an older version of
the PL1 compiler updating field TCBFSA. 

RO69648 z/OS - 18.0 
RO75974 z/OS - 18.5
RO79109 z/OS - 19.0

0337 Activates the use of SYSIDMS-parameter:
ENTC_LINE_LENGTH=nnn to change the
line length at the 'Enter Next Task Code'-
prompt. 

RO70461 z/OS - 18.5
RO74233 z/VSE - 18.5

0338 * NOT USED *
0339 * NOT USED *
0340 OLQ only READY accessed areas

 
RO83201 z/OS - 18.0
RO83509 z/VSE - 18.5
RO83203 z/OS - 18.5
RO83206 z/OS - 19.0

0341 CA IDMS DL1 Transparency allow missing
DD statements in batch local JCL 

RO83728 z/OS - 18.0
RO83727 z/OS - 18.5  
RO83726 z/OS - 19.0 

0342 DL1 Transparency IPSB allow duplicate
index names 

RO84191 z/OS - 18.5
RO84190 z/OS - 18.5 
RO84189 z/OS - 19.0

0343 Write DC088000 message to the log RO87212 z/OS - 18.0
RO87523 z/VSE - 18.5
RO86613 z/OS - 18.5
RO87213 z/OS - 19.0

0344 Write DC021002 and DC021005 messages
to the console

RO92574 z/OS - 18.5
RO92573 z/OS - 19.0

0345 SQL Web Connect suppress message
DC999999 

RO94475 z/OS - 18.5
RO94476 z/OS - 19.0
 

0346 Suppress the "IDMS " prefix on console
messages

RO99624 z/OS - 18.5
RO99627 z/OS - 19.0
 

0347 Route security messages to operator
console

SO01578 z/OS - 19.0 

Creating an RHDCOPTF Module
Contents

To create a new RHDCOPTF module, assemble and link a RHDCOPTF source module that contains #DEFOPTF macros
that will activate optional functionality.

DEFOPTF Macro

The #DEFOPTF defines which optional functionality is activated. It accepts the following parameters:
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• One is positional and can be an internal function number, in the form OPTnnnnn, or a list of internal function numbers,
allowing functions to be grouped by subject or module in one macro. An internal function number is associated with
each optional function that can be activated this way.

• The second parameter is the TYPE=keyword that can get the value DEFINE, which is the default, or GENERATE, in
the last input macro.

The last #DEFOPTF macro must contain the TYPE=GENERATE parameter in order to generate the code.

Example

TITLE 'User optional bitmap table'

#DEFOPTF OPT00002

#DEFOPTF OPT00010,OPT00011

#DEFOPTF (OPT00020,OPT00021,OPT00022)

#DEFOPTF TYPE=GENERATE

CA IDMS in a Sysplex Environment

Using Shared Cache
CA IDMS exploits Coupling Facility technology by allowing multiple central versions (CVs) running in a Sysplex
environment to share database buffers for one or more files using a shared cache. Each CV continues to maintain its own
local copy of the buffers. CA IDMS maintains data consistency in the shared cache and across CVs and databases. Using
Coupling Facility technology, data is accessed using less overhead than would otherwise be incurred doing a direct I/O to
disk.

This section describes how CA IDMS supports and manages a shared cache and how to implement a shared cache in
your CA IDMS systems running in a Sysplex environment.

About Shared Cache

You can run CA IDMS systems in a Sysplex environment for the purpose of sharing current data in database buffers
across multiple CVs running in a Sysplex. Buffers are shared across CVs using a shared cache in a Coupling Facility.

What is a shared cache

A shared cache is basically a large, high-speed buffer in a Coupling Facility. It contains database pages from files
assigned to the cache and accessed by the CVs running in a Sysplex.

Because a Coupling Facility can provide high-speed access to systems to which it is connected, accessing data from a
shared cache is faster and uses less overhead than would otherwise be used doing a direct I/O to disk.

How shared cache works

CA IDMS manages one or more cache structures that contain the actual data and are used to manage the updates made
to pages in the cache.

CA IDMS connects to a cache structure the first time a file assigned to it is opened. Disconnecting from a cache structure
happens only at shutdown or as a result of an explicit DCMT VARY SHARED CACHE .. OFF command.
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The following describes how update and retrieval access to the shared cache and local buffers works at runtime:

• When an update CV writes a page to disk, it also updates the page in the shared cache. This causes invalidation
of that page in all other CVs that ever read the page. The following illustration shows how an update CV updates a
shared cache and invalidates the updated page in all CV buffers in which it exists.

• When a CV needs to access a database page and shared cache is turned on for a file, a current copy of a page is
obtained by performing one or more of the following:
– If the page in the local buffer is still valid, it is retrieved.
– If the page is not in the local buffer or is no longer valid, the CV looks for it in the shared cache.
– If the page is found in the shared cache, it is retrieved.
– If it is not found in the shared cache, it is read from disk and placed in both the shared cache and the local buffer.

Benefits

Using a shared cache in a Sysplex environment offers the following benefits:

• Multiple CVs can share database buffers -- CVs look for data in the shared cache before doing an I/O to disk.
• Shared buffers contain current data -- Using a buffer invalidation mechanism, the operating system informs the CV

that a database page has been updated. This causes the CV to access a newer copy of the page the next time it is
requested from the shared cache or disk.

• The number of I/O operations to disk is reduced -- Because access to data in the Coupling Facility uses high-speed
fiber optic links, accessing pages from the shared cache greatly reduces the overhead that would be incurred by doing
an I/O to disk.

XA storage and shared cache

All control blocks related to shared cache are allocated from XA storage.

The amount of storage needed depends on the following:

• The number of shared caches
• The size of the shared caches
• The database page size of the areas put in shared cache
• The load on the central version

The following two formulas can be used to compute an approximation of the amount of storage that will be used:

MAXCONC * MAXPGSZ
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RNDUP(RNDUP(cache-size/MEANPGSZ) / 818 ) * 16K

Formula one is global for the central version and independent of the number of shared caches in use. Formula two
provides an approximation of the amount of storage needed for a given shared cache.

The following are the formula parameter descriptions:

• RNDUP
A function that rounds up a value to the next higher integer.

• cache-size
Size of the XES structure as allocated in the Coupling Facility. If there is no space constraint on the Coupling Facility,
this matches the init-size of the structure definition in the Sysplex couple data set.

• MEANPGSZ
The mean cache page size in the cache structure, rounded up to the next 256-byte boundary. Cache page size is the
area page size rounded up to the next 256-byte boundary.

• MAXCONC
The maximum number of tasks concurrently executing applications that use the shared cache.

• MAXPGSZ
The highest value of the cache page size of all areas in the shared cache.

 

About Shared Cache Examples

The central version has 37 user maxtask and uses two shared caches as follows:

• CACHE1 has size 20000 K and is used by three areas (area1, area2, and area3.)
• CACHE2 has size 10000 K and is used by area4.

The areas contain the following number of pages:

• area1 contains 500000 pages, each 2932 bytes
• area2 contains 200000 pages, each 8192 bytes
• area3 contains 100000 pages, each 4000 bytes
• area4 contains 400000 pages, each 4276 bytes

This is the MEANPGSZ for CACHE1 (assuming each page has the same chance of getting accessed):

RNDUP(((5*3328 + 2*8192 + 1*4096)/(5+2+1))/256) * 256 = 4864

This is the amount of storage used for CACHE1:

RNDUP(RNDUP((20000*1024)/4864)/818)*16K = 96K

The MEANPGSZ for CACHE2 is:

RNDUP(4276/256)*256 = 4352
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The amount of storage used for CACHE2 is:

RNDUP(RNDUP((10000*1024)/4352)/818)*16K = 48K

The MAXPGSZ is:

MAXPGSZ = 8192

The amount of XA storage that this CV will use for shared cache is:

(37*8K) + 96K + 48K = 440K

Deciding to Use Shared Cache

Multiple CVs accessing same database

In general, a CA IDMS environment in which more than one CV requires access to the same database files can benefit
from using shared cache.

One CV can benefit

A single CV can also benefit from using shared cache. If the CV is running on a machine with insufficient real memory to
define large database buffers, you can use a shared cache to define a large buffer and reduce the number of I/Os to disk.

Shared cache used only by CVs

A shared cache is not accessible by applications running in local mode; it is available only to CVs.

Using more than one shared cache

You can define more than one shared cache in multiple Coupling Facilities to minimize possible contention. You can start
with one shared cache and monitor its use. If your monitoring operations reveal contention for use of the cache, consider
adding another cache. The following are considerations for defining more than one cache:

• Assign frequently accessed files to a separate cache
• Assign each database to a separate cache

NOTE
For more information on monitoring a shared cache, see Monitoring Shared Cache.

Dataspace caching

Dataspaces also provide a mechanism for caching database pages for a file. However, dataspaces cannot be shared
across multiple CVs. It is recommended that you use only one caching mechanism for a file at a time (either shared cache
or dataspace).

Implementing Shared Cache

To use the shared cache feature, you need to perform the following tasks:

• In the Coupling Facility, define the name of each shared cache that you will use in CA IDMS.
• In CA IDMS, do the following:
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– Identify the files that you want to assign to a shared cache.
– Identify the name of the shared cache using a file override in the DMCL or dynamically using the DCMT VARY FILE

SHARED CACHE command.

These tasks are described separately in the next sections.

Defining Shared Cache to the Coupling Facility

Estimating size of each shared cache

You must also define to the Coupling Facility the size of each shared cache that you will implement in CA IDMS. The
estimate of the size of a shared cache is based on the following:

• Number of files that you will assign to the cache
• Size of the files you will assign to the cache

Estimating the size of a shared cache is dependent upon the applications that access it. In general, it should be large
enough to accommodate all frequently used pages of all files in the cache.

NOTE
For more information on defining the size of a structure, see the IBM manual, Setting Up a SYSPLEX.

If a cache size is too small

If the size of a shared cache is too small, the Coupling Facility deletes the least recently used (LRU) page(s) when a new
one must be added to the cache. This results in extra CPU and disk I/O, which you want to avoid.

Defining Shared Cache in CA IDMS

To implement shared cache in CA IDMS, you need to assign the files that will participate in a cache to a shared cache.
You can assign a file to a shared cache by specifying the name of a shared cache.

You implement shared cache for a CV through:

• Definition in the DMCL. For more information, see the Database Administering section.
• DCMT VARY AREA, DCMT VARY FILE, or DCMT VARY SEGMENT commands. For more information, see the

System Tasks and Operator Reference section.

Monitoring Shared Cache

You can use the following CA IDMS tools to monitor the use of shared cache by an executing CV:

• DCMT DISPLAY commands. For more information, see the System Tasks and Operator Reference section.
• CA IDMS Performance Monitor. For more information, see the Performance Monitor System Administering section.
• CA IDMS statistic reports. For more information, see the Reporting section.

You can also use monitoring tools for the Coupling Facility to monitor the global use of a shared cache. For more
information, see the IBM Coupling Facility documentation.

Tuning a Shared Cache

Tuning a shared cache involves monitoring its usage and, as necessary, modifying its definition and implementation to use
it as efficiently as possible.

What You Can Do

You can make the following changes to tune your use of shared cache:
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• Change the shared cache status for a file and either assign it to a new or existing cache or drop it from participating in
a shared cache

• Define another shared cache and assign files to it
• Increase the size of an existing cache

Changing the cache status for files

To change the shared cache status for a file, use the DCMT VARY command for an AREA, FILE, or SEGMENT.

NOTE
For more information on DCMT commands, use the DCMT HELP command or see the System Tasks and
Operator Reference section.

Defining multiple shared cache

As you monitor the use of a shared cache, you may notice contention for it and may want to define another shared cache.
For example, if you find that the FND-IN-CACHE statistic is considerably lower than the NUMBER-READS statistic for
frequently accessed files in a cache, you might consider defining another shared cache and assigning these files to it.

NOTE
For more information on monitoring a shared cache, see Monitoring Shared Cache.

Increasing the size of a shared cache

If you determine that the size of a shared cache is insufficient for your processing needs, you can increase the size of it.
Before you do this, be sure this is the right solution for your needs.

While you can increase the size of an existing cache, it requires that you perform the following steps:

1. Issue a DCMT VARY SHARED CACHE cache-name OFF command for all CVs
2. Increase the size of the cache structure
3. Issue a DCMT VARY SHARED CACHE cache-name ON command for all CVs

Using Dynamic Database Session Routing
You can use the dynamic database session routing feature to dynamically select the node to which requests for data are
sent. The selection is made by determining which CV running in the Sysplex has the CPU cycles available to service the
request. You can also use the CV cloning feature to run cloned copies of the same CV. This will make more CVs available
to process database sessions.

Using these features, you can dynamically balance your CA IDMS workload to provide increased transaction throughput,
better response time, and increased system availability. This section describes how to implement dynamic database
session routing and create cloned CVs in CA IDMS systems running in a Sysplex environment.

About Dynamic Database Session Routing

The CA IDMS client/server communications architecture for database sessions is extended to allow a front-end CV to
route a database session to a specific back-end CV that has been identified, at runtime, to have the CPU cycles available
to service the session.

In a non-Sysplex environment, the routing of database sessions is static; database sessions are routed to an explicit,
predetermined CV regardless of the availability of processing cycles.

Benefits

Dynamic database session routing provides the following benefits:
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• Dynamic workload balancing -- Workload balancing is dynamic and based on actual system load and resource
availability; you don't need to predetermine database routing to balance workloads across CVs to get maximum
throughput and shorter response time. Database sessions are routed to a CV with available processing cycles.

• Parallel processing of database sessions -- Database sessions are processed in parallel to reduce elapsed
processing time.

• Automatic routing of database sessions to an available CV -- Database sessions are routed to an available CV
instead of being routed to the same system whether its available or not.

• Use with cloned CVs to make multiple copies of systems available -- You can implement dynamic database
session routing with the cloned CV feature to start and stop systems in response to changes in workloads to increase
transaction throughput and decrease response time.

Use with CV cloning

This feature is designed to work in a Sysplex with the dynamic routing of database sessions feature so that database
sessions can be dynamically routed to cloned copies of the same CV.

NOTE
For more information on cloning CVs, see CV Cloning. To dynamically route update database sessions, back-
end CVs must be members of a data sharing group.

NOTE
For more information on data sharing, see Data Sharing.

Use with shared cache

You can also use the dynamic database session routing feature with the shared cache feature to share database buffers
across multiple CVs to minimize I/O operations to disk and to keep data current across the CVs running in a Sysplex.

Planning to Use Dynamic Database Session Routing

Dynamic routing of database sessions is designed to work with CA IDMS environments configured with the following
minimum requirements:

• CVs set up to process terminal and application services separate from database services. This is accomplished by
defining front-end CVs to process terminal activities and other application-specific services, and back-end CVs to
process database requests. Using this configuration, front-end CVs can route database requests to an available back-
end CV where requests can then be serviced.

• Back-end CVs set up as data sharing group members that have update access to the database(s) used by the
dynamically routed sessions.

• Back-end CVs set up to process retrieval applications separate from update applications. With this set up, multiple
CVs can process retrieval requests for a database while one designated CV can process update requests at the same
time. In that case, the front-end CVs must have the ability to identify database sessions that perform only retrieval
processing against a database. Typically you do this for database run units by assigning a retrieval-only subschema to
retrieval run units. Since updates to an area can be performed by only one CV at a time when not using data sharing,
dynamic routing is restricted to retrieval database sessions.

If your current CA IDMS environment is configured as described previously, you need to make only a few changes to use
dynamic database session routing.

Implementing Dynamic Database Session Routing

To implement dynamic database session routing, you assign back-end CVs that service database sessions to one or
more DBGroups. At runtime, database requests are routed to a DBGroup to determine which CV in the DBGroup has the
CPU cycles available to process it. Once a CV volunteers to service a request, CA IDMS sends the request to it and it
processes the request on the identified node.

Implementing dynamic database session routing involves making changes to the following:
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• Back-end CVs
• Front-end CVs
• Coupling Facility

There are also considerations for applications that will participate in dynamic database session routing.

This section describes what you need to do in each of these areas to set up your CA IDMS environment to use dynamic
database session routing, beginning with the concept of a DBGroup and how it is used to implement dynamic database
session routing.

Using DBGroups

What is a DBGroup A DBGroup contains one or more CVs. You assign CVs to DBGroups based on the databases they
service. At runtime, a request for access to a database is routed to a DBGroup, instead of a node. The DBGroup name is
then replaced with the node name for a CV assigned to it that volunteers (i.e. has the CPU cycles) to service the request.

Planning DBGroups

Before you define any DBGroups, you need to plan how you want to group CVs to meet your processing requirements.
For example, create one DBGroup for all back-end CVs, if all databases are accessible by all CVs.

Back-end CV Definitions

Back-end CVs must be assigned to a DBGroup

To assign each back-end CV to one or more DBGroups, you update its database name table and add a DBGROUP
statement for each DBGroup in which it will participate. This makes the CV a member of the specified DBGroup. You
must assign all back-end CVs to all DBGroups in which they will participate. When each back-end CV is started, it will be
eligible to process dynamic database sessions for the databases defined in its database name table.

Using cloned back-end CVs

To exploit the parallel processing and dynamic workload balancing features of dynamic database session routing, you
must have enough back-end CVs available to process any run unit or SQL transaction that may be dynamically routed to
it. You can use the CV cloning feature, as discussed in section CV Cloning, to make multiple copies of CVs available.

Assigning back-end CVs to DBGroups

You use the CREATE DBGROUP statement to assign a back-end CV to a DBGroup. To assign a back-end CV to
multiple DBGroups, include multiple CREATE DBGROUP statements. For more information on these statements, see the
Database Administering section.

Front-end CV Definitions

In dynamic database session processing, front-end CVs route requests for database services to DBGroups. To do this,
it must know about the DBGroups to which it can route requests. DBGroups are identified as nodes in a front-end CV's
resource name table using the system generation NODE statement.

Adding DBGroups to a resource name table

The resource name table for each front-end CV must contain the following:

• The name of each DBGroup to which it can route requests. The DBGroup name is added as a node name on the
system generation NODE statement with a type of GROUP.

• Optionally, for each back-end CV that can service requests for a DBGroup, a NODE entry specifying the
communication method to use to access it. Use the system generation NODE statement to define the node by which a
back-end CV is accessed and the communication method used, if it is not already defined. If no NODE entry is defined,
the access method will be chosen as follows:
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– If the two systems are executing on the same z/OS image and their system definitions specify the same SVC
number, then the SVC access method will be used.

– If the back-end system has a VTAM line driver, then the VTAM access method will be used.
– If the back-end system has a CCI line driver, then the CCI access method will be used.

NOTE
Applications executing from CICS, batch, Windows, and any other non- CA IDMS/DC client must first be routed
to an explicit CV (static routing), which can then dynamically route it to a back-end CV for servicing.

Making enough front-end CVs available

You must have a sufficient number of front-end CVs available to process the applications submitted by your users.

Using the NODE statement to identify DBGroups

You use the system generation NODE statement to identify DBGroups in the resource name table for front-end CVs. For
more information on the NODE statement, see the CA IDMS Administrating section.

How Dynamic Database Session Routing Works

This section describes how a sample DBGroup is defined and used at runtime.

In the following example, the EMPGROUP contains CVs IDMS060, IDMS070, and IDMS080, which have update access
to the EMPDB database. They are members of data sharing group DSGROUP1. At runtime, front-end CV IDMS050
can route requests for the EMPGROUP to either IDMS060, IDMS070, or IDMS080, whichever one volunteers. If neither
IDMS060, IDMS070, nor IDMS080 are enabled members of the EMPGROUP, then requests fail. :p

Modifying database name table

The following example illustrates how the EMPGROUP DBGroup is defined to the existing system definitions for the
IDMS060, IDMS070, and IDMS080 back-end CVs and the IDMS050 front-end CV.

DBGroup definition in database name table for IDMS060

CREATE DBGROUP N60TABLE.EMPGROUP

ENABLED;
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GENERATE DBTABLE N60TABLE;

DBGroup definition in database name table for IDMS070

CREATE DBGROUP N70TABLE.EMPGROUP

ENABLED;

 

GENERATE DBTABLE N70TABLE;

DBGroup definition in database name table for IDMS080

CREATE DBGROUP N80TABLE.EMPGROUP

ENABLED;

 

GENERATE DBTABLE N80TABLE;

Modifying resource name table

MODIFY SYSTEM IDMS050.

 

ADD NODE EMPGROUP

GROUP DEFAULT NODE IDMS080.

 

GENERATE.

How EMPGROUP is used at runtime

At runtime, using either the resource name table or user exit 23, requests for database services are identified to be
serviced by node EMPGROUP using an access type of GROUP.

NOTE
Exit 23 may be used to override the specified node name on the bind.

The access type of GROUP directs CA IDMS to solicit a back-end CV in the EMPGROUP to service the database
request. An available CV in the EMPGROUP DBGroup volunteers to service the request. From this point on, processing
takes place as it normally does in CA IDMS using the node name of the CV that volunteered to service the database
request. A list structure is used in the Coupling Facility to determine which back-end CV will be the volunteer.
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Coupling Facility Considerations

You need to define one Coupling Facility list structure for each DBGroup defined to CA IDMS with the name "CAIDMS"
appended with the DBGroup name, for example, CAIDMSEMPGROUP.

Sizing the list structure

Use the following formula for estimating the size of the list structure:

Size = ROUND1M(TotTask * 365 + MinimumSize)

Where:

• TotTask -- is the sum of (MAXIMUM TASKS + MAXIMUM ERUS) in the SYSTEM statement for all front-end systems.
• MinimumSize -- is the mimimum size of the structure. The minimum size depends on the CFLEVEL of the Coupling

Facility. For CFLEVEL=12, use a MinimumSize of 2 megabytes.

For example, suppose the EMPGROUP group is defined to three front-end CVs, and each CV has its MAX TASKS
parameter set to 40 and MAX ERUS 10. The size of the list structure can be estimated as 3 megabytes (150 x 365 + 2M,
rounded up to a 1 megabyte multiple).

NOTE
For more information on defining the size of list structures in the Coupling Facility, see the IBM manual, Setting
up a SYSPLEX.

Application Considerations

A database session is routed to a node using the DBNAME and NODENAME passed on the BIND statement for run units
and the dictionary name passed on the CONNECT statement for SQL transactions. Dynamic database session routing
is used if the DBNAME or dictionary name maps to a node name in the resource name table with a type of GROUP. You
can tailor the node name at runtime using the user-written, pre-bind exit Exit 23 or using the VIA parameter on both the
DBNAME and the DESTINATION clauses of the RESOURCE TABLE system generation statement.

Specifying DBGroup name on RESOURCE TABLE statement

You can map a DBNAME or DESTINATION-NODE to a DBGroup name using the VIA parameter on the RESOURCE
TABLE syntax. Specify a DBGroup name as the nodename on the VIA parameter to route the application to a DBGroup.
In the following example, the EMPDB DBNAME is routed to DBGroup EMPGROUP by specifying EMPGROUP as the
nodename. In this case, database requests from applications binding to EMPDB will be routed to the EMPGROUP to
determine which CV assigned to it has the CPU cycles available to process the request. The request is then directed to
the node associated with the CV that volunteered to service the request.

MODIFY SYSTEM IDMS071

 

MODIFY RESOURCE TABLE

DBNAME IS EMPDB VIA EMPGROUP.

 

GENERATE.
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Impact of long term database resources passed across run units

If there are longterm database resources maintained for an application thread running on a back-end CV, and subsequent
BINDS or CONNECTS are issued from that application to the same DBGroup, they are automatically routed to the same
back-end CV. If longterm resources are frequently held across database sessions within an application thread, the overall
effectiveness of the work load balancing will be impacted.

Long term database resources are either database currencies saved by CA ADS applications or long term locks created
by any KEEP LONGTERM database commands. All other application resources are saved on the front-end CV and do not
impact the selection of the back-end CV for the database session.

Use of the NOSAVE option on DISPLAY, INVOKE, and LINK commands within a CA ADS application eliminate the saving
of currency blocks across a pseudo converse or non-extended run unit. If the NOSAVE option is used, each run unit in the
application thread can be dynamically routed (provided longterm locks are not used). It does require that the application
logic be in place to reestablish database currencies, if necessary, when the next run unit is bound.

Retrieval and update run units in same application

If currencies or longterm locks are passed from one run unit to another, then all such run units must be routed to the same
CV once a back-end CV has volunteered for the initial bind. CA IDMS will ensure this, provided that they are routed to the
same DBGroup. Also, if a retrieval-only CA ADS dialog passes currencies to an update dialog, then both must be routed
to the same DBGroup if dynamic routing is to be used. In this case, the DBGroup back-end CVs must be part of a data
sharing group.

Managing Dynamic Database Session Routing

You can manage a CV's participation dynamically using the DCMT VARY DBGROUP command.

What you can do

You issue the DCMT VARY DBGROUP command to activate and inactivate dynamic database session routing and to
manage a CV's participation in a DBGroup. The tasks you can perform are summarized in the following table:

To do this Use these DCMT VARY DBGROUP parameters
Enable and disable dynamic database session routing on an
executing front-end CV

ACTIVE/INACTIVE

Join a CV to a DBGroup or disable it from a DBGroup JOIN/LEAVE
Activate dynamic database session routing and enable the CV to
participate in the named DBGroup or inactivate dynamic database
session routing and disable the CV from participating in the named
DBGroup

ON/OFF
ON is the same as using the ACTIVE and JOIN parameters.
OFF is the same as using the INACTIVE and LEAVE parameters.

Monitoring and Tuning Dynamic Database Session Routing

Using DCMT commands and the CA IDMS Performance Monitor, you can monitor how database sessions are being
serviced by dynamic database session routing, and as appropriate, modify parameters to suit your processing needs.

The tools you can use are summarized in the following table:

Tool Description
DCMT DISPLAY DBGROUP You can display statistics for all DBGroups to which the currently

executing CV can direct requests or for a specific DBGroup.
Statistics include the number of active back-end CVs assigned to
DBGroups and the total number of requests processed by each.

DCMT DISPLAY DBTABLE Lists each DBGroup defined in the table and its status.
DCMT DISPLAY NODE Displays the name of each node with its associated type.
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DCMT VARY DBGROUP Allows you to vary the status of a DBGroup and turn dynamic
database session routing on and off.

LOOK DBTABLE (DC) Lists each DBGroup defined in the table and its status.
IDMSLOOK DBTABLE (batch) Lists each DBGroup defined in the table and its status.
Interval Monitor (online and batch) For each DBGroup, displays detailed statistics (using DBGROUP

category) and wait statistics (using SUMMARY HISTORY,
SUMMARY DETAIL, and WAIT Screens).

Merging CA IDMS statistics

If you use CA IDMS statistics for job accounting purposes, merge the statistics for all cloned systems prior to analyzing
them. This will give you the proper global view of the actual resources used.

NOTE
For more information on CV cloning, see CV Cloning.

Data Sharing
By exploiting Coupling Facility technology, CA IDMS allows you to do the following:

• Update data concurrently from multiple CA IDMS systems
• Share queues and enqueue common resources across CA IDMS systems
• Broadcast system tasks to multiple CA IDMS systems

Each of these features depends on the implementation of a data sharing group that individual CA IDMS systems join as
members. A data sharing group is a construct that enables the implementation of the above features.

The rest of this section describes what a data sharing group is and how it is defined, and gives details on each of the
sysplex exploitation features it uses.

Contents

Data Sharing Groups

A data sharing group is a named collection of CA IDMS systems within a sysplex. Each CA IDMS system that is
associated with a data sharing group is referred to as a member of that group. The name of the member becomes both
the CA IDMS system name and the node name for that system. A system can be a member of only one data sharing
group at a time.

Data sharing groups allow you to do the following:

• Share update access to a database. For more information, see Sharing Update Access to Data.
• Broadcast commands to all members of the group. For more information, see the CA IDMS System Tasks Operator

Reference section.
• Share queues and enqueue common resources. For more information, see Sharing Queues and Enqueued

Resources.
• Monitor and report on all members of a data sharing group. For more information, see Monitoring Data Sharing

Groups.

Designing Data Sharing Groups

The most significant benefit to a data sharing group is the ability for multiple CA IDMS systems to update the same data
concurrently. Satisfying your data sharing needs should therefore be the most significant consideration in designing your
data sharing groups.
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Types of Groups

There are three basic types of groups: a homogeneous group, a heterogeneous group and a hybrid group.

A homogeneous group is one in which all members are essentially the same. They support the same applications, they
access the same databases in the same way, and they have the same security definitions. Members of a homogeneous
group likely share the same system definition, using the cloned system capability. Since every member has access to the
same resources, it doesn't matter on which member a given transaction is executed.

In a heterogeneous group, every member is unique in terms of the applications that it supports. Although some databases
may be shared between members, other databases are unique to a given member. Each member may have its own
system and security definitions. They are members of the same group in order to share update access to data, but
otherwise are distinct systems. A given transaction must be directed to a particular member in order to ensure that it has
access to the resources that it needs.

A hybrid group is one in which some members are clones of one another while other members are not.

Homogeneous groups

A homogenous group can be thought of as a multi-part IDMS system. Facilities such as shared update access to data and
shared queues enable applications to execute on any member of the group. The major benefits to this type of group are
as follows:

• The ability to adjust the number of members in response to changing workloads
• Fault tolerance in the event of a failure

If a group is reaching capacity in terms of transaction volumes, then an additional member can be started to handle some
of the workload. Members might be added and removed on a periodic basis (daily, monthly, etc.) Or members may be
permanently added as workload increases over time.

Homogeneous groups also provide fault tolerance in the event that a CA IDMS system or a z/OS image fails. Other
members of the group (which may be executing on different z/OS images) can continue to process applications, while
recovery is taking place.

The degree to which applications update the same records within the database will determine the effectiveness of a
homogeneous group. For example, if every transaction must update a one-of-a-kind control record, then there will be a
high degree of contention for that record across members of the group. This will significantly increase the CPU overhead
needed to process the transactions, since the members must communicate with one another in order to resolve the
contention. Furthermore, if a CA IDMS system fails while it holds an exclusive lock on the control record, then that record
remains locked until the failing system has been recovered, thus preventing other transactions from accessing the record.
If, on the other hand, transactions tend to access and update different records and pages in the database, with only the
occasional overlap, then a homogeneous group should perform well and provide increased fault tolerance. In designing a
homogeneous group, consider ways to segment the workload to minimize cross-member contention for resources.

The following diagram illustrates a homogeneous data sharing group. It consists of four members (CUST01, CUST02,
CUST03, and CUST04), each of which share update access to the same set of databases (Inventory, Customer and
Financial).
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Heterogeneous groups

A heterogeneous group provides the ability to share update access to certain areas of the database from otherwise
distinct CA IDMS systems. It eliminates the need for other solutions such as application-level replication of updates
or remote database access. It can alleviate the pressures of an increasing workload, by allowing it to be split along
application boundaries even though some areas need to be commonly updated.

While contention for individual records and pages within shared areas may not be as likely in a heterogeneous group, the
degree to which such contention occurs will affect performance. This should be one of the considerations in determining
how to split your workload across members of a heterogeneous group.

Heterogeneous groups provide a degree of fault tolerance in that members that have not failed will continue to process
transactions, some of which may update shared areas. Of course there is no fault tolerance for the portion of the workload
that was being processed by the failed member.

The following diagram illustrates a heterogeneous group in which every member accesses a distinct set of databases.
Member CORP updates the Financial and HR databases. Member CUST updates the Customer, Financial and Inventory
databases. Member INV updates the Inventory and Financial databases.

Hybrid groups

A hybrid group can provide the benefits of both homogeneous groups and heterogeneous groups. It easily allows the
addition of members to handle increased workload and provide fault tolerance for certain applications while allowing other
members to continue processing different applications that have little contention for shared databases.

The following diagram illustrates a hybrid group that is similar to the heterogeneous group described above except that
the CUST member is cloned so that two members CUST01 and CUST02 service the same set of transactions.

Data Sharing Group Versus DBGroup

There is a difference between a data sharing group and a database or DBGroup. A data sharing group provides the ability
to share update access to data. A DBGroup provides the ability to dynamically route database requests. At any one time,
a CA IDMS system can be a member of several DBGroups but only one data sharing group.
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While it is possible that every member of a data sharing group also is a member of the same DBGroups, this is not a
requirement and in fact, is unlikely unless the data sharing group is homogeneous. It would be more likely that members
that are clones of one another would be members of the same set of DBGroups, since they can support the same types of
transactions.

It is also possible for a DBGroup to span data sharing groups. CA IDMS systems that are members of different data
sharing groups or that are not members of any data sharing group can belong to the same DBGroup. While such a
scenario may be unlikely, it highlights the fact that data sharing groups and DBGroups are technically unrelated.

Defining Data Sharing Groups

There is no explicit definition for a data sharing group; however, before a CA IDMS system can become a member of a
group, the following actions must be taken:

• The number of XCF groups that can be created in the coupling facility may need to be increased
• The number of buffers used for XCF messaging may need to be increased
• A list and lock structure must be defined to the coupling facility
• Each CA IDMS system that is to be a member of a group must be associated with that group through its startup JCL
• Print task codes defined through the #UCFUFT macro must have a corresponding entry added to the LCLENQDQ

module. This topic is discussed in Sharing Queues and Enqueued Resources later in this section
• If members of the group are to share update access to data, changes must be made to the DMCLs of all group

members. For more information, see Sharing Update Access to Data.

Selecting a Group Name

A data sharing group internally corresponds to an XCF group whose name is that of the data sharing group. The name of
a data sharing group must be different from the name of any other XCF group within the sysplex.

Group names may be 1-8 characters in length and consist of characters A-Z, 0-9, $, # or @. Names that begin with SYS
or UNDESIG are reserved and cannot be used. Names that begin with A-I may be used by the operating system and
should be avoided. For more information, see the appropriate IBM documentation.

Configuring the Coupling Facility

Each data sharing group internally uses an XCF group and requires the definition of a list and a lock structure in the
coupling facility. In addition, one or more cache structures must be defined if the data sharing group is to share update
access to data or if shared buffering is to be used.

XCF group

XCF groups are not explicitly defined to the coupling facility, however the maximum number of XCF groups that can be
active is part of CFRM policy. This maximum may need to be increased in order to implement a new data sharing group.

In addition, CA IDMS uses XCF messaging to communicate between group members. It may be necessary to increase
the number of buffers available for XCF messaging in order to accommodate the increased traffic. For more information,
see the appropriate IBM documentation.

CF structures

The following information must be specified when defining a structure to the coupling facility:

• Structure name
• Structure size

List structure

The name of the list structure must be as follows:
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CAIDMSgroupnameLI

where groupname is the name of the data sharing group.

Use the following formula for estimating the size of the list structure:

Size = ROUND1M(SAREALS + SFILELS + QS*QUEUELS + QUIESLS + MINSZ)

Where:

• SAREALS is the size of the shared area list. Compute its size as follows:
– Compute for each shared area the area-element-size:

ROUND256(184 + number-of-files-in-area * 35) + 97

– Sum all area-element-sizes.
• SFILELS is the size of the shared file list. Compute its size as follows:

– Compute for each shared file the file-element-size:

ROUND256(164 + number-of-areas-in-file * 6) + 97

– Sum all file-element-sizes.
• QS = 1 if the queue area is shared; otherwise it is 0.
• SQUEUELS is the size of the shared queue list. Compute its size as follows:

Number-of-shared-queues * 353

• QUIESLS is the size of the quiesce list. It is used when a DCMT QUIESCE command affects one or more shared
areas. Its size is dependent on the number of parallel outstanding requests. The size of an outstanding request can be
computed as follows:

ROUND256(92 + number-of-target-shared-areas * 6) + 97

• MINSZ is the minimum size of the structure. The minimum size depends on the CFLEVEL of the Coupling Facility. For
CFLEVEL=12, use a MINSZ of 2 megabytes.

NOTE
ROUND1M means rounding up to the next 1 megabyte multiple. ROUND256 means rounding up to the next
256-byte multiple. For example: :cragphic. ROUND256(198) = 256 ROUND256(256) = 256 ROUND256(258) =
512

The size of a list structure may be altered at any time using an operating system command. The ability to increase the
size of the list structure is limited by the available space in the coupling facility. CA IDMS supports system-managed
rebuild of the list structure. For more information, see System-Managed Rebuild.

Lock structure

The name of the lock structure must be:

CAIDMSgroupnameLK
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where groupname is the name of the data sharing group.

The minimum size of the lock structure depends on the number of concurrent locks that will be placed on records in
shared areas.

A coupling facility lock structure contains two types of information: a lock table and record data entries.

The lock table is used as a hash table for the purposes of detecting contention for a resource. Its size is determined by the
LOCK ENTRIES and the MEMBERS parameters specified in the DMCL of data sharing group members.

NOTE
For more information on these parameters, see Enabling Data Sharing.

Record data entries are used to hold information on exclusive locks. Each exclusive global lock on a transaction resource
has a corresponding record data entry. Applications that update many records before issuing a commit will increase the
requirement for record data entries. If the system runs short of record data entries, it will react by releasing proxy locks
that are not in use. This will have a negative impact on performance. If, after taking this action, there are not enough
record data entries available to satisfy a lock request, the issuing task will fail.

For more information on transaction locking, see the Database Administering section. For more information on monitoring
the available record data entries in the lock structure, see Monitoring Data Sharing Groups.

The size of a lock structure must be large enough to hold both the lock table and the maximum number of record data
entries that will exist at one time. The first CA IDMS system that starts as a member of a data sharing group determines
the size of the lock table. If the lock structure is too small to accommodate the lock table, startup will fail. Once the lock
table has been allocated, its size remains the same until all group members have been shut down normally.

Whatever space remains in the lock structure after the lock table has been allocated is used for record data entries. The
amount of space in the lock structure can be increased (or decreased), by using the SETXCF START ALTER command.
The ALTER command only affects the amount of space available for record data entries. Task abends will result if there is
not enough space to create a record data entry when one is needed. The amount of available space in the lock structure
can be monitored by using the DCMT DISPLAY DATA SHARING command. For more information, see Monitoring Data
Sharing Groups.

The minimum size of a structure depends on the CFLEVEL of the Coupling Facility. For CFLEVEL=12, use a minimum
of 2 megabytes. This value may need to be significantly increased if areas are to be shared for update access. Use the
following formula for estimating the size of the lock structure:

Size = LTE#*LTES + RD#*140 + 35K

where:

• LTE# is the number of lock table entries
• LTES is the lock table entry size as determined from the following table
• RD# is the maximum number of record data entries needed

Maximum Number of Members in Data Sharing Group Lock table entry size (LTES)
7 2
8-23 4
24-55 8
56-119 16
120-247 32

CA IDMS supports system-managed rebuild of the lock structure. For more information, see System-Managed Rebuild.
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Cache structures

At least one cache structure is needed in order to share update access to data or to enable shared buffering. Both of
these capabilities require that each affected CA IDMS file be associated with a cache structure. You may associate any
number of files with a single cache or allocate a cache for each file.

The larger the cache structure, the more likely a page will remain in the cache, eliminating a disk access when the page is
next needed by a system. Ideally, each file would be assigned to its own cache structure and that structure would be large
enough to hold the entire file. However, this may not be practical due to the amount of space and the number of structures
that would be needed. The more space that can be assigned, the fewer disk accesses that will be needed and hence the
better the performance.

The size of a cache structure may be altered at any time using the SETXCF START ALTER command. The size may be
increased, provided there is sufficient space in the coupling facility.

There are no additional requirements for the name of a cache structure beyond those imposed by the operating system.

CA IDMS supports system-managed rebuild of the cache structure. For more information, see System-Managed Rebuild.

NOTE
The IBM documentation on Coupling Facility code levels states: "When migrating to a higher CFLEVEL,
structure sizes might need to be increased." This is particularly important for small structures of only a few
megabytes. For such structures, the size computed with the above formulas might need to be increased by one
or two megabytes.

Specify ALLOWAUTOALT(YES) in the CFRM definition for the shared cache. The ALLOWAUTOALT parameter controls
the "automatic alter" function of the Coupling Facility structure. The "automatic alter" dynamically monitors and alters
Coupling Facility structure sizes and ratios for optimum performance. At the time of this writing, IBM APAR OW50397 is
required when using ALLOWAUTOALT(YES). For more information on ALLOWAUTOALT, see the IBM manual, Setting up
a Sysplex. For more information on shared cache, see Using Shared Cache.

Specifying Group Membership

Each CA IDMS system that is to be a member of a data sharing group must specify the name of the group and its
membername in the SYSIDMS card image file in the startup JCL.

Syntax

►►──── DSGROUP=group-name ───────────────────────────────────────────────────►◄

►►──── DCNAME=member-name ───────────────────────────────────────────────────►◄

Parameters

• DSGROUP=group-name
Specifies the name of the data sharing group of which this system is a member. All CA IDMS systems that are
members of the same group must specify the same group name.

• group-name
Must be a 1-8 character name consisting of characters A-Z, 0-9, $,# or @. Names that begin with SYS or UNDESIG
are reserved and cannot be used. Names that begin with A-I may be in use by the operating system and should be
avoided.

• DCNAME=member-name
Specifies the member name of the system within a data sharing group. This name also becomes the system (node)
name, overriding the value specified in the system definition.

• member-name
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Must be a 1-8 character name consisting of characters A-Z, 0-9, $,# or @.

Usage

Specifying a group name

All CA IDMS systems that specify the same group name are members of the same data sharing group and are therefore
capable of sharing update access to data as well as exploiting other features associated with data sharing groups.

Specifying a member name

Member names must be unique within a data sharing group. Member names should also be unique across your
environment since the member name becomes the system (node) name.

Changing group and member names

Once a CA IDMS system has become a member of a data sharing group, it remains a member until the system has been
shut down normally. This means that after an abnormal termination, the CA IDMS system must be restarted with the same
group and member name as at the time of failure. This also means that a failed group member cannot be restarted without
a group and member name.

Similarly, a CA IDMS system that was not a member of a data sharing group can become a member only if the system
had previously terminated normally.

Sharing Update Access to Data

The ability to share update access to data is referred to as data sharing. It allows multiple CA IDMS systems to update
specified areas of the database concurrently.

For data sharing to occur, each CA IDMS system that shares update access must be a member of a data sharing group.
Only members of one data sharing group can have update access to a shared database area at one time. Other data
sharing groups, other CA IDMS systems that are not members of the group and local mode IDMS applications can access
the area in retrieval mode only. For more information on data sharing, see Data Sharing Groups.

Shared Area Requirements

For an area to be eligible for data sharing, the following attributes of the area and associated files must be identical in all
sharing systems within a group:

• Page range, page group and number of records per page
• Segment and area names
• Page size
• File mappings
• IDMS file names
• DSNAME and VOLSER of the associated disk files

Additionally:

• A shared area cannot be native VSAM.
• An area that is part of a dictionary controlled by CA Endevor/DB cannot be shared.
• No two shared areas within a data sharing group can have overlapping page ranges within a page group.
• Within a data sharing group, the combination of DSNAME and VOLSER must be unique for all IDMS files associated

with shared areas.

If these conditions are not satisfied, you must alter your DMCL and segment definitions before declaring the area to be
shared. Failure to do so will mean that one or more members of the group will be unable to access the area.

These requirements are waived on any CA IDMS system that is accessing the area in a transient retrieval mode
regardless of whether or not the area has been designated for data sharing.

 1673



 Administrating

Notify Locking Considerations

Notify locks are supported in a data sharing environment. If a transaction executing in one member places a notify lock
on a record, it will be informed of any changes made to that record by other transactions regardless of where (in which
member) the updating transaction executes. However, cross-member notification of retrieval is not supported. If an
application relies on notification of retrieval, the database that it accesses should not be shared for update.

Enabling Data Sharing

In addition to defining a data sharing group, the following tasks must be performed to enable data sharing:

• The DMCL of every member of the group must be altered to indicate that data sharing is allowed
• Each area that is to be eligible for data sharing must be so designated. This can be done in the DMCL or through

DCMT commands.
• Each file associated with a shared area must be associated with a coupling facility cache structure. This can either be

done in the DMCL or through DCMT commands.

Altering the DMCL Definition

To enable data sharing, the DMCL definition for every system in the data sharing group must be altered to indicate that
data sharing is allowed and to specify certain related information.

The DMCL definition may also be changed to indicate which areas are to be shared and the shared cache structure to
be associated with their files. This information should be specified in the DMCL rather than through DCMT commands for
areas that are always or typically shared among members of the group. For more information on DMCL and data sharing,
see the Database Administering section.

Data sharing attributes that are defined in the DMCL include the following:

• Whether data sharing is to be used
• The number of lock table entries
• The maximum number of group members
• A default shared cache
• What to do if problems with the coupling facility are encountered

The impact of these attributes is discussed below.

Specifying data sharing attributes

Each data sharing group has an associated coupling facility lock structure. The first CA IDMS system to become a
member of the group, establishes the attributes of the lock structure. These attributes remain in effect until all members
of the group have terminated normally. As long as any CA IDMS system is either active or has failed and not yet been
restarted, the existing lock structure attributes remain in effect.

Specifying the number of lock table entries

The number of lock table entries determines the number of hash entries within the lock structure that will be used for
managing locks. The higher the number of lock entries, the less chance that multiple resources will hash to the same lock
table entry, a situation that results in increased overhead. However, the higher the number of lock table entries, the larger
the size of the lock structure.

As a guideline, specify as the number of lock entries, the highest SYSLOCKS value of any CA IDMS system that will be a
member of the data sharing group. The number of lock entries will be rounded up to a power of 2.

Specifying the maximum number of group members

The maximum number of group members determines the number of CA IDMS systems that can be members of a data
sharing group at any one time. If CA IDMS system terminates normally, it does not count as a group member for the
purposes of this limit; however, if a CA IDMS system terminates abnormally, it is still a member of the group until it
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is restarted and shut down normally. The higher the maximum member count, the more space is required in the lock
structure. For more information on sizing the lock structure, see Configuring the Coupling Facility.

The value specified may be overridden by CFRM policy. For more information, see the appropriate IBM documentation. To
determine the actual value in effect, use the DCMT DISPLAY DATA SHARING command.

Specifying a shared cache

A shared cache is a structure defined within a coupling facility that allows data stored in the cache to be shared by
multiple CA IDMS systems. Assigning a file to a shared cache allows CA IDMS systems to use the cache as a shared
buffer.

Files may be assigned to a shared cache whether or not their associated areas are designated for data sharing. However,
if an area is designated for data sharing, all of its associated files must be assigned to a shared cache.

Specifying the connectivity loss option

The ON CONNECTIVITY LOSS parameter enables a site to specify what action a data sharing member should take in
the event that connectivity to the coupling facility is lost or a failure in the coupling facility is detected. Specifying ABEND
directs the system to abend immediately; specifying NOABEND directs the system to remain active as long as possible.
By specifying NOABEND, it is possible for a member to remain active servicing requests for non-shared areas. It will not
be possible to shut down the system normally.

Using DCMT Commands

DCMT commands provide the ability to do the following:

• Change the default shared cache or connectivity loss setting for a CA IDMS system. For more information, see the
DCMT VARY DATA SHARING command in the CA IDMS System Tasks and Operator Reference section.

• Enable or disable data sharing for an area or for all areas in a segment. For more information, see the DCMT VARY
AREA and DCMT VARY SEGMENT commands in the CA IDMS System Tasks and Operator Reference section.

• Change the shared cache for a file, for all files associated with an area, and for all files in a segment. For more
information, see the DCMT VARY FILE, DCMT VARY AREA, and DCMT VARY SEGMENT commands in the CA IDMS
System Tasks and Operator Reference section.

Additional DCMT commands display information on data sharing. For more information on these commands, see
Monitoring Data Sharing Groups.

Member Failure

When a member of a data sharing group fails, recovery is typically effected by restarting the system and allowing
warmstart to recover in the normal way. The primary data sharing consideration is that the system must be restarted using
the same group and member names that were in effect at the time of failure.

Additionally, it is important to restart the system as soon as possible, since other members are prohibited from accessing
resources that need to be recovered by the failing member. For more information on how the system deals with attempts
to access unrecovered data, see Accessing Unrecovered Data.

If warmstart fails, manual recovery must be used to restore the database to a valid state.

NOTE
For more information on the impact of data sharing on manual recovery, see the CA IDMS Database
Administering section.

Coupling Facility Failures

The following types of failures relating to the coupling facility can occur:
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• Loss of connectivity to a coupling facility structure
• Failure of a coupling facility structure
• An XES processing error

Loss of connectivity

Loss of connectivity to a coupling facility structure occurs when a connector (in this case a CA IDMS system) can no
longer communicate with the coupling facility in which the structure resides. Loss of connectivity may be the result of
operator commands or hardware failures. If connectivity is lost to either the list or lock structure associated with a data
sharing group, the CA IDMS system will either abnormally terminate or remain active so that requests that do not require
access to the affected structure can be serviced. The action taken will depend on the connectivity loss option that is in
effect for the system. If the system remains active, tasks that require access to the list or lock structure will be abnormally
terminated.

NOTE
For more information on establishing a connectivity loss setting, see Altering the DMCL Definition.

Structure failure

Structure failure indicates that a structure residing in the coupling facility has been damaged. Damage may be due to
hardware failures or XES processing errors.

CA IDMS treats a failure of the lock or list structure associated with a data sharing group as a loss of connectivity to that
structure. Depending on the connectivity loss setting in effect, the system will either abnormally terminate or remain active
so that requests that do not require access to the affected structure can be serviced. If the system remains active, tasks
that require access to the damaged structure will be abnormally terminated.

XES processing error

An XES processing error will result in the abnormal termination of any CA IDMS system that detects this condition.
Contact IBM for the appropriate response. If there is any doubt as to the integrity of the lock and list structures associated
with the data sharing group, follow the steps outlined below, deleting both the list and lock structures if necessary.

Responding to coupling facility failures

An error accessing the list or lock structure associated with a data sharing group will result in the abnormal termination
of every member that detects the problem. Termination may occur immediately, if the connectivity loss option indicates
ABEND, or it may be deferred until an attempt is made to shut down the system. In either case, the system cannot be
shutdown normally, because it cannot successfully disconnect from at least one of either the list or lock structures.

If the failure is due to a loss in connectivity, simply restart the failing CA IDMS systems after taking appropriate action
to restore connectivity. If the loss in connectivity is due to operator commands, issue the necessary commands to
restore connectivity before restarting the system. If the problem is due to a hardware failure and another z/OS image has
connectivity to the coupling facility, the failed CA IDMS systems can be restarted there. If no such z/OS image exists, take
one of the following actions:

• Correct the hardware problem and restart the systems.
• If an alternate coupling facility can be accessed, treat the loss in connectivity as a structure failure and respond as

outlined below. Recreate the list and lock structures on the alternate coupling facility before restarting the systems.
• Undertake manual recovery to roll out only the transactions active at the time of failure. Initialize the journal files and

restart one of the CA IDMS systems as a stand-alone system (that is, without data sharing enabled).

To recover from a failure of the list or lock structure, the following steps should be taken:

• Terminate all remaining systems in the data sharing group. If they won't shut down, cancel them.
• Delete all connections to the failed structure and delete the failed structure using SETXCF FORCE commands.
• Restart all members that did not terminate normally. This will result in a group restart situation.

NOTE
For more information on restarting all members of a group, see Group Restart.
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Group Restart

Group restart occurs when an inconsistency is detected during startup of a group member. CA IDMS uses an XCF group
and coupling facility lock and list structures in its data sharing support. Each of these maintains a status for each member
of the group. Group restart is necessary if there are inconsistencies in these statuses or if either the lock or list structure
doesn't exist when it should.

The purpose of group restart is to rebuild the lock and list structures from information in the journal files of previously failed
members. The need for group restart is detected by a group member during startup. The first group member detecting the
need for group restart becomes the restart coordinator. It is the coordinator's responsibility to monitor the progress of the
restart process and direct the actions of other members.

In order to complete group restart, all failed members must be restarted. Members that had previously shut down normally
may also be started during group restart, but this is not necessary. The restart coordinator will display messages on
the JES log showing the progress of the restart and indicating which members still need to be restarted. Once all failed
members known to the coordinator have been restarted, a message will be sent to the operator to confirm that all failed
members have been restarted. It is the operator's responsibility to ensure that this is true before responding positively.
Failure to include an abended member in the restart process can lead to corrupted data, since uncommitted updates by
such a member have neither been rolled out nor the affected records locked to prevent access by other members.

During group restart, each previously failed member will update the list structure using information contained in its journal
files. This information reflects the status of shared areas being processed by this member at the time of failure. The
member then proceeds with its normal warmstart process to rollout incomplete transactions. Any transaction that cannot
be rolled out will be restarted and appropriate locks acquired to protect the unrecovered data. Once this process is
complete, startup is paused until all failed members have been restarted and reached this point in their processing. When
this state is achieved, the restart coordinator, after confirmation from the operator, informs the other members that group
restart is complete. Members then complete their startup process.

If group restart is interrupted because of a system failure, it can be restarted simply by restarting the failed systems. The
procedures to follow after other types of failures will depend on the nature of the error.

Accessing Unrecovered Data

When a group member fails after it has made changes to a shared area and before those changes have been committed
or rolled out, locks prevent access to the unrecovered data until the failing member is restarted. These locks might prevent
access to an individual record, an entire page of records or an entire area, depending on the resource type and mode of
the lock held by the failing member. It is therefore important to restart the failed member as soon as possible.

If a transaction on another system attempts to access unrecovered data, it can either wait for the failed member to recover
or it can abort. The choice of actions is determined by the RECOVERY WAIT setting. This value is initially established
in the system definition (SYSTEM statement), can be displayed with DCMT DISPLAY TIME, and can be dynamically
changed using DCMT VARY TIME. Exit 37 can override the recovery wait action for each task attempting to wait on an
unrecovered resource.

More Information

• For more information on the SYSTEM statement RECOVERY WAIT parameter, see the CA IDMS Administrating
section.

• For more information on the DCMT DISPLAY TIME and DCMT VARY TIME commands, see the CA IDMS System
Tasks and Operator Reference section.

• For more information on exit 37, see Numbered Exits.

Sharing Queues and Enqueued Resources

Data sharing groups provide the ability to share DC queues and enqueued resources between members of the group.
This enables online tasks executing in different group members to communicate with one another just as if they were
executing within the same CA IDMS system. Each of these facilities is described below.
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Sharing Queues

In order to share queues between group members, the system queue area (DDLDCRUN) must be shared for update
between members. Just as for any other area, the queue area is shared for update by designating it as such in the DMCL
or through a DCMT command. A queue area may be shared by all or a subset of the group's members. There can be only
one shared queue area per data sharing group.

NOTE
For more information on enabling data sharing for an area, see Sharing Update Access to Data.

If a CA IDMS system is using a shared queue area, then all queues in that queue area are assumed to be shared except
those specified as local in an exception table. A shared queue can be accessed by tasks executing on any group member
sharing the queue area. There is only one shared queue with a given name in a queue area. Conversely, local queues are
queues that can be accessed by only a single group member. There can be as many local queues with a given name as
there are members sharing the queue area. Local queues are automatically qualified by their associated member name.

No changes are needed in application programs accessing queues in a shared queue area, regardless of whether they
are local or global. The same queue commands (GET QUEUE, PUT QUEUE, etc.) are used.

Queue-initiated tasks are supported for shared queues, just as for non-shared queues. The member that causes the
queue threshold to be exceeded is the one on which the queue-initiated task is executed.

Designating queues as local

If a queue area is shared, then by default all queues in that queue area are shared. To specify a queue as local, add an
entry to the LCLQUEUE module using the #LCLRES macro and reassemble LCLQUEUE. LCLQUEUE is distributed with
one entry for the RHDCSETTIMETASKS queue. This entry should always be included in any reassembly of the module.

The queue name of the local queue is specified in the RESNAME parameter of the #LCLRES macro. Queues can be
referenced generically by specifying an asterisk (*) as the last character of the RESNAME value. A queue name specified
in this way indicates that all queues whose name matches that of the specified name (excluding the asterisk) are local.

The following example designates MYQUEUE as a local queue by adding an entry to the LCLQUEUE module:

#LCLRES TYPE=INITIAL,RESTYPE=QUEUE

#LCLRES RESNAME='RHDCSETIMETASKS'

#LCLRES RESNAME='MYQUEUE'

#LCLRES TYPE=FINAL

END

Switching queue scope

If there is a need to switch a queue from being shared to local or vice versa, take the following steps:

• Process and delete all existing queue entries
• Use the QUED task to delete the queue
• Create a new LCLQUEUE module adding or removing entries as necessary
• Issue DCMT VARY NUCLEUS on every group member that shares the queue area to bring in a new copy of the

LCLQUEUE module

Impact of shared queues
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Shared queues not only allow applications executing on different group members to communicate with one another, but
they also impact the runtime system in the following ways:

• Report queues are shared globally by all members sharing the queue area. This means that reports can be printed on
any group member that has a printer defined for the report's class.

• Checkouts of maps and dialogs are global across all members that share the queue area. This means that if a dialog
is checked out on one member of the group, it is protected from check out on another member of the same group. The
integrity of the checkout is guaranteed only if dictionaries are referred to by the same DBNAME in all sharing group
members.

• Messages that are to be sent to users whenever they sign on (using the SEND ALWAYS command) will be sent
regardless of which member the user signs on to, provided those members are sharing the queue area with the
member on which the DCUF command was issued.

Sharing Enqueued Resources

Within a data sharing group, all enqueued resources are global by default. This means that if a task enqueues a resource
exclusively on one member, that resource is unavailable on all other members of the group.

Resources can be designated as local. Enqueues on local resources impact only the system on which the enqueue is
issued.

No changes in application programs are necessary in order to enqueue global or local resources.

Designating resources as local

To designate a resource as local, add an entry to the LCLENQDQ module using the #LCLRES macro. LCLENQDQ is
distributed with three entries needed for internal CA IDMS processing. These entries should always be included in any
reassembly of the module.

The resource id of the local resource is specified in the RESNAME parameter of the #LCLRES macro. Generic resource
names can be specified by coding an asterisk (*) as the last character of the RESNAME value. A generic resource name
indicates that all resources whose id matches that of the specified name (excluding the asterisk) are local.

The following example designates any resource beginning with "MYRES" as a local resource by adding an entry to the
LCLENQDQ module:

#LCLRES TYPE=INITIAL,RESTYPE=ENQDEQ

*

* The following resource-ids are used internally by the

* system, and need a local scope in a data sharing * group environment.

*

 #LCLRES RESNAME='RHDCD09I'

 #LCLRES RESNAME='RHDCTIMP'

 #LCLRES RESNAME='USERJRNL'

*
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* Define other local resources here

*

 #LCLRES RESNAME='MYRES*'

*

        #LCLRES TYPE=FINAL

        END

Switching resource scope

If there is a need to switch an enqueued resource from being global to local or vice versa, take the following steps:

• Create a new LCLENQDQ module adding or removing entries as necessary
• Issue DCMT VARY NUCLEUS on every group member to bring in a new copy of the LCLENQDQ module

Defining local print tasks

A local resource should be defined for every print task defined using the #UCFUFT macro. To do this, add an entry to the
LCLENQDQ module specifying the PTID value in the #UCFUFT macro as the RESNAME value in the #LCLRES macro.

Monitoring Data Sharing Groups

The following facilities can be used to monitor a data sharing group:

• DCMT commands
• Performance Monitor
• Journal reports

Monitoring Through DCMT Commands

The following commands enable monitoring of various aspects of a data sharing group:

• DCMT DISPLAY AREA
• DCMT DISPLAY DATA SHARING
• DCMT DISPLAY LOCK STATISTICS

NOTE
For more information on the output of these commands, see the System Tasks and Operator Reference section.

DCMT DISPLAY AREA

This command shows the sharability state of an area and whether or not there is inter-CV-interest in the area.

Accessing a shared area for which there is inter-CV-interest will result in higher overhead because global locking must be
used to control access to the area by members of the data sharing group.

Accessing a shared area for which there is no inter-CV-interest will incur only slightly more overhead than would be
needed if the area were not shared.

DCMT DISPLAY DATA SHARING

This command displays the following types of information:
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• A list of group members and their status
• Statistics associated with accessing the data sharing group's list and lock structures
• Information regarding the available space in the lock structure
• Statistics on XCF messages used for inter-member communication

Member status

Each member of a data sharing group has a member state that is assigned by XCF and a user state that is assigned by
CA IDMS.

The following XCF member states can be associated with CA IDMS systems:

• Active -- Indicates that the member is currently executing
• Failed -- Indicates that the member has terminated abnormally

The following user states can be associated with CA IDMS systems:

• Initial -- Indicates that startup is in progress for the member
• Recovering -- Indicates that the member is in the process of recovering from a prior abnormal termination
• Ready -- Indicates that the member has completed recovery and is ready to open the database system
• Active -- Indicates that startup is complete
• Quiescing -- Indicates that the system is in the process of closing the database system
• Quiesced -- Indicates that the database system has been closed

Monitoring available lock structure space

Record data entries are stored in the coupling facility lock structure to record information on exclusive global transaction
locks. The more concurrently held exclusive locks, the more space is needed in the lock structure.

The output of the DCMT DISPLAY DATA SHARING command allows you to monitor the available space in the lock
structure by displaying the maximum number of record data entries that can be stored in the lock structure, the current
number that are in use, the highest number that were ever used and the number of times the lock structure encountered a
short-on-storage condition.

As the lock structure becomes full, CA IDMS will release exclusive locks on proxies, if possible, to relieve the short-on-
storage condition; however this is undesirable because it means it increases the overhead associated with global locking.
Furthermore, even releasing all unused proxy locks may not free up enough space in the lock structure. If there is not
enough space to store a record data entry when one is required, the task requesting the lock will fail.

The amount of space in the lock structure can be increased while group members remain active by using the SETXCF
START ALTER command, provided the coupling facility in which the lock structure resides contains sufficient free space. If
it doesn't, the lock structure must be reallocated. To do this, all members in the data sharing group must be shutdown and
the CFRM policy changed.

DCMT DISPLAY LOCK STATISTICS

The output from this command displays information on local and global locks acquired to control access to transaction
resources.

The following are DCMT DISPLAY LOCK STATISTICS command considerations:

• The ratio of global resource lock requests to local lock requests is a measure of contention for resources between
members. If there is no contention, then this ratio will be small since the only global resource locks acquired will be for
areas and in an active system in which areas are always readied in a shared mode, global area locks will generally be
retained once they are acquired.

• The ratio of the number of waits to the number of global requests is also a measure of contention. This contention
may be due to resource conflicts or other factors, such as channel contention, or false contention caused by
synonyms when hashing to the lock table. If this ratio is high, use operating system tools to determine the nature
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of the contention. False contention can be reduced by increasing the number of entries in the lock table. For more
information on specifying the number of lock table entries, see Enabling Data Sharing.

Monitoring Through Performance Monitor

Performance Monitor collects and reports on information associated with a data sharing group. This capability is available
through the Interval Monitor. There are online display screens and Performance Monitor reports available. For more
information, see the Performance Monitor System Administering section and the CA IDMS Performance Monitor Using
section.

Monitoring Through Journal Reports

Journal reports show the nodename of the system that created the journal image. In a data sharing environment, the
nodename is the same as the system's membername.

Journal report 8 shows the time when the journal image was created. This time is based on GMT (Greenwich Mean Time).
This time, in conjunction with a journal sequence number, is used to sort and merge journal images, both for images
created by a single system and across members in a data sharing environment. For more information on journal reports,
see the Reporting section.

 

CV Cloning
CV cloning allows you to start multiple CVs that are copies (clones) of an existing system definition for a CA IDMS
system. CV cloning is designed to be used in a Sysplex environment, especially for cloning back-end CVs for a DBGroup
or members of a data sharing group.

• For a clone that is not part of a data sharing group, all database areas are forced to a status of RETRIEVAL, with the
exception of the system log and queue areas.

• For a clone that is a member of a data sharing group, see Using CV Clones With Data Sharing.

Planning CV Cloning

Planning the number of clones

You must decide in advance which CVs you want to clone and how many clones of each you want to allow. You specify
this information in the system startup JCL.

You are limited to a maximum of 255 CVs within a Sysplex, regardless of the number of SVCs you have installed or how
many z/OS images you are running.

Defining cloned CVs

The system definition of the CVs you wish to clone must conform to specific naming conventions and include special
definitions, and the system start up JCL must include parameters for cloning.

Implementing CV Cloning

To use CV cloning, you have to perform the tasks discussed in the following sections.

System Definition Requirements

System naming conventions

The system definition for a CV you wish to clone must conform to specific naming conventions. By adhering to these
naming conventions, CA IDMS can implement clones without generating multiple physical copies of a system definition.
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System definitions for systems that you will clone, must include the following:

• The DC system number must match the CV number and must be in the range from 0 through 255. At CV startup, this
number is incremented as necessary to locate an available number to assign to each cloned CV.
The DC system number is the value specified on the first parameter of the system definition SYSTEM statement,
SYSTEM dc-ucf-version-number. CV number is the value specified on the CVNUMBER parameter of the SYSTEM
statement.

• All VTAM ACB names must follow the convention, xxxxxnnn, where xxxxx can be any five characters you assign to
make the name unique within your environment. Nnn is the sysgenned CV number and is overlaid at runtime with the
number determined during start up of the cloned CV; for example, to allow multiple lines within the same CA IDMS
system.

• CA IDMS system node names must follow the pattern, yyyyynnn, where the first five characters can be any characters
you need to make the name unique within your environment and the nnn is the number specified for the CV at system
generation. This number is overlaid at runtime with the CV number determined to be available at system startup.

NOTE
If you are modifying existing CA IDMS system definitions, be sureto change this node name on all statements
in which it is referenced. For example, the RESOURCE NAME and NODE system definition statements.

Define simulator line

You must also define a simulator line (S3270Q), which allows the clones to be configured without operator intervention. To
do this, create commands to activate lines as described next.

Create commands to activate lines

Create an input data set for the simulator line that contains the appropriate DCMT commands to activate the
communication lines. The following example shows sample commands you might include in this data set:

dcmt vary line ddsvtam on.

dcmt vary line cciline on.

Special File Requirements for CV Clones

Each cloned CV requires its own copy of all journal files. Depending on system configuration, each CV may require its
own copy of the following files:

• DDLDCLOG -- If the SYSTEM statement in the base system SYSGEN specifies LOG DATABASE, each system
requires its own log file.

• DDLDCRUN -- Unless the systems are sharing the queue area, each system requires its own queue file. For more
information on sharing the queue area, see Sharing Queues.

• DDLDCSCR -- If the SYSTEM statement in the base system SYSGEN specifies SCRatch in XA STOrage is NO, each
system requires its own scratch file.

• SYSCTL -- The default system action is that no SYSCTL file will be opened when a clone is started. All ERUS tasks
will then be routed through the first CV that is started.
If optional bit 199 is set in RHDCOPTF, each clone attempts to open and update the SYSCTL file. In this case, each
system must have its own file. For more information on RHDCOPTF, see Applying Optional Functionality.

System Startup JCL Requirements

The startup JCL for each CV you want to clone must specify that cloning is to be in effect and the maximum number of
clones that are to be used. This information is provided as a startup parmameter using positional or keyword parameters.
For more information on supplying runtime options, see Specifying Runtime Options.
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If positional parameters are used, you must specify a C in column 25, followed immediately by a one-to-three digit number
indicating the maximum number of clones.

If keyword parameters are used, you must specify CLONING=Y and CLONES=nnn, where nnn specifies the maximum
number of clones.

Example

Assume a CV is to run a clone of IDMS070. Specifying CLONING=Y,CLONES=9 on the EXEC PARM indicates cloning is
allowed and that a maximum of 9 clones can be created. The search for an available system number to assign to a clone
begins with the system number (070 specified in RHDCPARM or the value in the S=nnn of the PARM parameter). The first
available system ID for a clone of IDMS070 is IDMS071. If IDMS071 is running, it tries system ID IDMS072 and so forth,
until it finds an available system ID or reaches IDMS079.

 

Using CV Clones with Dynamic Database Session Routing

CV cloning can be used with dynamic database session routing to allow multiple copies of a back-end CV to be available
to route requests to.

The following diagram shows the use of cloning with the back-end CVs assigned to the EMPGROUP, which was defined
in Using Dynamic Database Session Routing.

Using CV Clones With Data Sharing

If a clone is a member of a data sharing group, the following occurs:

• The area status of areas that have attribute DATA SHARING YES in the DMCL is kept, that is, not forced to retrieval.
• The node name is set to be the system's membername.

System-Managed Rebuild
CA IDMS supports system-managed rebuild of any of the coupling facility structures it exploits. System-managed rebuild
is intended for use in planned reconfiguration scenarios.

To enable system-managed rebuild, the following conditions must exist:
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• You must have at least two coupling facilities of CFLEVEL=8 or higher in the CFRM preference list for the structure.
• You must have an active CFRM couple data set that is formatted with the ITEM NAME(SMREBLD) NUMBER(1)

statement.

The system-managed rebuild process for a structure with the name structure-name can be started with the following
operator command:

SETXCF START,REBUILD,STRNAME=structure-name

NOTE
For more information, see the following IBM documentation:

• Setting Up a Sysplex
• System Commands

System-Managed Duplexing Rebuild
CA IDMS supports system-managed duplexing rebuild of any of the Coupling Facility (CF) structures it exploits. System-
managed duplexing rebuild provides a failure recovery capability. It allows you to maintain the data in duplexed structures
on an ongoing basis. If a failure occurs, processing continues with the duplexed structure, thereby eliminating a "single
point of failure".

To enable system-managed duplexing rebuild, the following conditions must exist:

• You must have at least two coupling facilities of CFLEVEL=10 or higher in the CFRM preference list for the structure.
• You must have an active CFRM couple data set that is formatted to support system-managed duplexing rebuild.
• You must define the structures with DUPLEX(ENABLED) or DUPLEX(ALLOWED) to the CFRM policy.

NOTE
For more information, see the following IBM documentation:

• Setting Up a Sysplex
• Sysplex Services Guide

Two-Phase Commit Considerations
This section discusses the two-phase commit support provided in CA IDMS, specifically resynchronization. For a
description of two-phase commit support, the resynchronization process, and the impact of two-phase commit on
recovery, see the Database Administering section.

General Two-Phase Commit Considerations
Contents

This section discusses the general considerations in using Two-Phase Commit support.

Restarting a Failed System

When restarting a failed central version, it is advisable to restart it on the same logical operating system image as the
one on which it abnormally terminated. For more information on the resynchronization process, see the Database
Administering section.
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Resource Name Table Requirements

To be able to successfully resynchronize, a coordinator must be able to communicate with participating systems. During
resynchronization, the only information that a CA IDMS coordinator has about another CA IDMS system is its node
name. The node name is used as the resource name in opening a DTS connection and hence the coordinating system's
resource table and node definitions must be capable of supporting such a connection. To this end, ensure that every
partner system that can be a participant is defined to the coordinator in one of the following ways.

1. Define the partner system as a NODE in the coordinator's system definition. This option is appropriate if there is a
direct communications path between the two systems and dynamic routing through DBGROUPs is not used or if
forcing a specific access method with dynamic routing.

2. Define the partner system's node name as a destination in the coordinator's resource name table and identify the
DBGROUP to which new connections should be routed by specifying a VIA parameter. This option is appropriate
if dynamic routing is in use and the default access method is acceptable. Wildcarding the destination name can
eliminate the need for defining a resource for every DBGROUP member and thus allows additional members to be
added to the group without defining new resources.

3. Define the partner system's node name as a destination in the coordinator's resource name table and identify the
intermediate node through which communication should be routed by specifying a VIA parameter. This option should
be used only if there is no direct communications path between the two systems.

To facilitate earlier resynchronization when a failed participating system is restarted, it is advisable, though not required, to
similarly define each potential coordinator within the participating system's definition.

System Name During Warmstart

A system must be restarted using the same name that it had at the time of failure. To ensure that this is true, the name
of a CA IDMS system is recorded on its journal files. During warmstart, the system name on the journal files is used as
follows:

• If no DCNAME parameter is specified in the SYSIDMS file of the system's startup JCL, the name of the system is
taken from the value stored on the journal files. Any value specified in the system definition is ignored.

• If a DCNAME parameter is specified in the SYSIDMS file, it must match the value stored on the journal files, otherwise
warmstart fails

The use of a DCNAME parameter is optional except for systems that are members of a data sharing group or that share a
single system definition using the cloned system capability.

Incomplete Distributed Transactions at Shutdown

Distributed transactions whose commit process was interrupted will remain active until resynchronization has completed
successfully with all participants affected by the failure. Such transactions are said to be "pending resynchronization." If
transactions are still pending resynchronization at the time a shutdown request is issued, the system will not shutdown
successfully. Instead, it displays the following message and terminates abnormally with abend code 3937.

IDMS DC200241 V74 T1 Active transactions exist. Abending.

When the system is next restarted, the incomplete distributed transactions that were pending resynchronization are
restarted and their locks reacquired.

To avoid abnormal terminations at shutdown, you should ensure that no distributed transactions are pending
resynchronization before issuing the shutdown command. You can determine whether such transactions exist by issuing
a DCMT DISPLAY DISTRIBUTED TRANSACTIONS command. To complete these transactions, you must restart the
affected system and either allow it to resynchronize automatically or force it to resynchronize by issuing a DCMT VARY
DISTRIBUTED RESOURCE MANAGER RESYNC command.
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More Information

• For more information on resynchronization, see the CA IDMS Database Administering section.
• For more information on the DCMT DISPLAY DISTRIBUTED TRANSACTIONS and the DCMT VARY DISTRIBUTED

RESOURCE MANAGER RESYNC commands, see the CA IDMS System Tasks Operator Reference section.

Two-phase Commit Support - RRS
RRS is IBM's resource recovery platform for z/OS. CA IDMS can exploit RRS services in the following ways:

• A batch application can use RRS as a coordinator to ensure that the updates made through one or more central
versions are coordinated with those of other resource managers such as MQSeries.

• An online application can update external resources through an RRS-enabled interface to ensure that those updates
are coordinated with those made to CA IDMS resources.

This section discusses how RRS support is enabled and describes considerations associated with its use.

Enabling RRS Support Within a CA IDMS System

To exploit RRS functionality through batch or online applications, you must enable RRS support in one or more central
versions. To do this, you code specific values in the PARM parameter of the EXEC statement for the startup routine.

You use the PARM field to do the following:

• Enable RRS support
• Optionally specify one plus the number of subtasks that are capable of accessing RRS. The value specified must

be between 2 and 99. If no value is specified, the number of subtasks is determined as one plus the number of
processors. If multitasking is also enabled, the value specified also represents the number of subtasks that perform CA
IDMS work.
For example, the following PARM specification enables RRS support in a uni-tasking system and specifies that two
subtasks should support access to RRS:

//STARTUP  EXEC PGM=dcucfsys,PARM='MT=N,RRS=Y,SUBTASKS=3'

For more information on the PARM parameter, see Specifying Runtime Options.

You can use the DCMT DISPLAY SUBTASK command to see if RRS support is enabled on the system. The DCMT
VARY SUBTASK command can be used to dynamically enable or disable RRS support. For more information on these
commands, see the System Tasks and Operator Reference section.

Impact on System Startup

If RRS support is enabled, a central version registers with RRS during startup. In so doing, it identifies itself as a resource
manager with the following name:

IDMS.RM.node-name.CA

• node-name
Specifies the node name of the central version, padded with underscores ("_") if it is less than eight characters in
length. The node name is specified in the SYSTEM ID parameter of the system definition's SYSTEM statement and
can be overridden by a DCNAME parameter in the SYSIDMS file in the system's startup JCL. To use RRS support, the
node name must be unique within the sysplex in which the system is executing.
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The following message is displayed after a successful registration with RRS:

DC224001 V73 T23 Registered with RRS services as IDMS.RM.node-name.CA

Once registered, a CA IDMS system typically remains so until shutdown. The following message is displayed when a
central version deregisters with RRS:

DC221001 V73 T1 IDMS.RM.node-name.CA Unregistered from RRS; return code = 00000000

After successful registration with RRS, a resynchronization process is started in order to exchange information and
complete recovery following a failure. For more information, see Resynchronization Between RRS and CA IDMS.

The operating system image on which a failed system is restarted can be significant. For more information, see the IBM
manual MVS Programming: Resource Recovery and the specific topic "Resource Manager Environments."

RRS Support for Batch Applications

A batch application updating resources controlled by multiple resource managers can make use of RRS services to
guarantee atomicity of the updates. CA IDMS supports RRS for batch applications that make their database updates
through one or more central versions running on the same operating system image as the batch job.

When RRS is used as the coordinator, each resource manager (RM) that is accessed to perform work on behalf of
a UR expresses an interest in it. To commit all changes as a unit, the application issues a Commit_UR (or an HLL
Application_Commit_UR) request to RRS. The following diagram illustrates the flow of control that occurs:
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Example

Consider a batch application that accesses CA IDMS and MQSeries and wishes to coordinate the work done on each.
To do this the central version must be accessed through an RRS-enabled batch interface. The interface passes a context
token to the central version so that it can express an interest in the UR associated with the context. At commit time, RRS
invokes the central version's prepare and commit exits so that its work is coordinated with that of MQSeries.

Enabling RRS for Batch Applications

A batch application tells CA IDMS that it wants to use RRS as a coordinator by specifying the following SYSIDMS
parameter:

ENABLE_RRS=ON

CA IDMS then extracts the current context token and passes it on to the central version, which expresses interest in it.

If ENABLE_RRS=ON is established as a default in a SYSIDMS load module, it can be overridden at runtime by
specifying:

ENABLE_RRS=OFF
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Notes:

• The central version(s) to which the batch application's database sessions are directed must be started with RRS
support and must be running on the same operating system image.

• It is not possible to access a pre-Release 16.0 central version if the batch job runs with RRS enabled. Local access is
supported but is not part of the RRS UR.

• The 10.2 services batch interface (also known as IDML) does not support RRS.

Batch RRS Transaction Boundaries and Application Design Considerations

Batch applications that use RRS as a coordinator have to be carefully designed. The usage of RRS implies the following
rules:

• The application verbs that mark a transaction boundary are the RRS verbs: Commit_UR or Backout_UR.
• Prior to issuing a Commit_UR, all database sessions whose transaction is under the control of RRS must be

committed and optionally completed. This can be accomplished by:
– Issuing a COMMIT TASK ALL or FINISH TASK DML command.
– Explicitly committing all active database sessions by issuing a COMMIT or FINISH DML command for each session.
The following additional considerations apply:
– A COMMIT TASK or FINISH TASK must be issued if a BIND TASK was issued.
– All remote subordinate database sessions initiated by SQL routines or database procedures executing on behalf

of a database session started by the application must be completed before the RRS commit is issued. This can
be done by terminating the application's database session using a FINISH TASK or COMMIT WORK RELEASE
command or by issuing a COMMIT TASK ALL or COMMIT WORK command.

Committing or finishing a database session does not impact its associated transaction when it is under the control of
RRS. Only the database session is affected. For example, when a run unit is finished, the database session is closed
and currency locks are maintained until the RRS UR is committed or backed out.
It is possible to serially create and finish database sessions within a single RRS UR; however, unless transaction
sharing is in effect, a deadlock may occur if a later session attempts to access a record that was updated by a previous
session.

• When a ROLLBACK WORK or ROLLBACK TASK CONTINUE DML command is issued before a Backout_UR request,
it results in the back out of the entire RRS UR, even if the application subsequently issues a Commit_UR request.
At the time the ROLLBACK command is issued, the changes made to the CA IDMS database are backed out and
associated locks are released. However, the RRS UR is not backed out until an RRS commit or backout operation is
initiated. If necessary, CA IDMS will vote "BACKOUT" during the first phase of commit processing to cause the RRS
UR to be backed out.
If a Backout_UR is issued prior to a ROLLBACK DML request, all active database sessions must be rolled back (using
an appropriate ROLLBACK statement) before any further CA IDMS work can be done.

• When an application program ends (normally or abnormally), the associated RRS context is terminated by the
operating system. RRS default actions are to commit on normal context termination and backout on abnormal context
termination.

Example of a COBOL Batch Program

The following extracts from a COBOL program show how to invoke the RRS Commit_UR and Backout_UR services. The
COBOL program is a subroutine that is called to perform a certain action as defined in ACTION-CD. Only the CA IDMS
task level and RRS actions are shown.

      *RETRIEVAL

      *NO-ACTIVITY-LOG
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      *DMLIST

       IDENTIFICATION DIVISION.

       PROGRAM-ID.           MBINDSUB.

      *******************************************************************

      *  SUBSCHEMA CONTROL IS PASSED FROM MAINLINE PROGRAM.

      *******************************************************************

       ENVIRONMENT DIVISION.

       IDMS-CONTROL SECTION.

       PROTOCOL.                MODE IS BATCH DEBUG

                                IDMS-RECORDS MANUAL.

       DATA DIVISION.

       SCHEMA SECTION.

           DB EMPSS01 WITHIN EMPSCHM VERSION 100.

       WORKING-STORAGE SECTION.

       01  WK-DATA.

           02  I            PIC S9(4) COMP.

       01  COPY IDMS SUBSCHEMA-NAMES.

       01  COPY IDMS SUBSCHEMA-RECORDS.

       LINKAGE SECTION.

       01  DB-PARM.

           02  DBNAME-IN    PIC X(8).

           02  FILLER       PIC X.

           02  DBNODE-IN    PIC X(8).

           02  FILLER       PIC X.
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           02  ACTION-CD    PIC X.

               88    ACT-BIND   VALUE 'R'.

               88    ACT-BINDU  VALUE 'U'.

               88    ACT-DML1   VALUE '1'.

               88    ACT-DML2   VALUE '2'.

               88    ACT-DML3   VALUE '3'.

               88    ACT-UPDT   VALUE '4'.

               88    ACT-FIN    VALUE 'F'.

               88    ACT-TCOM   VALUE 'C'.

               88    ACT-RCOM   VALUE 'D'.

               88    ACT-TFIN   VALUE 'X'.

               88    ACT-TBAK   VALUE 'B'.

               88    ACT-RBAK   VALUE 'Y'.

           02  RETURN-CD    PIC S9(8) COMP.

           ...

01  COPY IDMS SUBSCHEMA-CTRL.

       PROCEDURE DIVISION USING DB-PARM, SUBSCHEMA-CTRL.

       MAINLN SECTION.

           MOVE 0 TO RETURN-CD.

           ...

           IF ACT-BINDU

              PERFORM BIND-IT

           ELSE IF ACT-RCOM

              PERFORM RCOM-IT

           ELSE IF ACT-TFIN
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              PERFORM TFIN-IT

           ELSE IF ACT-TBAK

              PERFORM TBAK-IT

           ELSE IF ACT-RBAK

              PERFORM RBAK-IT

           ELSE IF ...

           ...

           ELSE

              MOVE 32 TO RETURN-CD.

           GOBACK.

       BIND-IT SECTION.

           MOVE SPACES TO SUBSCHEMA-CTRL.

           MOVE 'MBINDSUB' TO PROGRAM-NAME.

           BIND RUN-UNIT DBNODE DBNODE-IN

                         DBNAME DBNAME-IN.

           READY USAGE-MODE UPDATE.

           PERFORM CHECK-STAT.

           BIND EMPLOYEE.

           PERFORM CHECK-STAT.

           BIND DEPARTMENT.

           PERFORM CHECK-STAT.

       ...

       TCOM-IT SECTION.

           COMMIT TASK.
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           PERFORM CHECK-STAT.

       RCOM-IT SECTION.

      *  Issue RRS Commit_UR

           CALL 'SRRCMIT' USING RETURN-CD.

           PERFORM CHECK-RRS.

       TFIN-IT SECTION.

           FINISH TASK.

           PERFORM CHECK-STAT.

       RBAK-IT SECTION.

      *  Issue RRS Backout_UR

           CALL 'SRRBACK' USING RETURN-CD.

           PERFORM CHECK-RRS.

       ...

Batch RRS Examples

Assume a CV is to run a clone of IDMS070. Specifying CLONING=Y,CLONES=9 on the EXEC PARM indicates cloning is
allowed and that a maximum of 9 clones can be created. The search for an available system number to assign to a clone
begins with the system number (070 specified in RHDCPARM or the value in the S=nnn of the PARM parameter). The first
available system ID for a clone of IDMS070 is IDMS071. If IDMS071 is running, it tries system ID IDMS072 and so forth,
until it finds an available system ID or reaches IDMS079.

 

RRS Support for Online Applications

RRS can be used by an online application to ensure that updates made through external resource managers such as
MQSeries are coordinated with those of CA IDMS. To exploit this functionality, the external resource manager must be
accessed through its RRS-enabled interface.

Before accessing the external resource manager, the online task must establish a private RRS context. This context
can then be passed to any external resource manager that wants to participate in the CA IDMS controlled transaction.
Typically, online support for accessing external resources is provided by a third party vendor and, consequently, it is the
vendor's responsibility to establish the private context and ensure that it is available to the external resource manager's
RRS-enabled interface. The RRS-enabled interface passes the context to its resource manager so that it can register an
interest in the context's UR.

To initiate a commit operation involving all interested resource managers, the online application issues a CA IDMS commit
DML command (such as a FINISH TASK or a COMMIT WORK). The local transaction manager then uses RRS as an
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agent to coordinate its updates with those of the external resource managers. The following diagram illustrates the flow of
control that occurs:

Programming Interface

The following IDMSIN01 function allows private context manipulation. It is designed for third party vendors who want to
exploit the two-phase commit functionality.

label    IDMSIN01 RRSCTX,                                              X

               RRSFUNA=rrs-function-address,RRSCTXA=rrs-context-address

Return codes

00 -- An RRS context exists; the field pointed to by RRSCTXA contains the current RRS context.
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• 04 -- No RRS context exists; the field pointed to by RRSCTXA is cleared.
• Any other return code -- An internal error occurred. The content of the field pointed to by RRSCTXA is undefined.

X'02': Set RRS context. If the field pointed to by RRSCTXA contains binary zeros, a new RRS context is created and
returned; if the field is not binary zeros, it must contain an RRS context token which is saved by the CA IDMS transaction
manager. No attempt is made to validate the RRS context token.

Return codes

00 -- The RRS context token was successfully saved by the CA IDMS transaction manager.

Any other return code -- An error occurred. Return codes 103-107, 301, 701, 756, F00, and FFF are from context
services. Their description can be found in the IBM section MVS Programming: Resource Recovery in the specific topic
"Begin_Context."

• X'03': End RRS context. The field pointed to by RRSCTXA must contain the token of the RRS context to be ended.

Return codes:

00 -- The RRS context was successfully terminated. The field pointed to by RRSCTXA is set to binary zeros.

Any other return code -- An error occurred. Return codes 103-107, 360-369, 703, 756, and FFF are from context
services. Their description can be found in the IBM section MVS Programming: Resource Recovery in the specific topic
"End_Context."

Application Design Considerations

The private context created by a call to IDMSIN01 is terminated when the transaction is ended. Therefore, after a commit
or rollback operation, another context must be created through a call to IDMSIN01 before another request can be made of
the external resource manager.

RRS Support Examples

Consider an online application that accesses CA IDMS and MQSeries and wishes to coordinate the work done on each.
To do this, a private context (referred to as CTXPRIV) is first created by calling IDMSIN01. MQSeries is then accessed
through its RRS-enabled interface, specifying CTXPRIV. When the transaction is committed through a DML command
such as FINISH TASK, the CA IDMS transaction manager becomes the coordinator and drives RRS as a participant. RRS
in turn directs the actions of MQSeries in support of the commit operation.

RRS Support Parameters

 

• RRSCTXA=rrs-context-address
Specifies the address of a 16-byte field for the RRS context token. Depending upon the function, this field is input,
output, or both.

• RRSFUNA=rrs-function-address

Specifies the address of a 1-byte field that contains the function to execute. Valid function values and their Return codes
are:

• X'01': Get RRS context.

 

Optimizations Supported

To decrease the cost of a syncpoint operation using RRS, CA IDMS supports the RRS only-agent and read-only exit
minimization optimizations. For more information on RRS optimizations, see the IBM manual, MVS Programming:
Resource Recovery.
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The RRS only-agent optimization permits RRS to make a single phase commit request rather than separate Prepare
and Commit requests, provided there is only one resource manager participating in the transaction at the time that the
syncpoint operation is initiated. This optimization not only reduces communications between RRS and a central version,
but also reduces both log and journal overhead.

The RRS read-only exit minimization optimization reduces the number of communications with a central version
provided that it performed no updates within the RRS Unit of Recovery (UR) being committed.

Resynchronization Between RRS and CA IDMS

Resynchronization is a process in which information is exchanged between a two-phase commit coordinator and a
participant to establish attributes relevant to the two-phase commit process and complete outstanding distributed
transactions following a failure.

Depending on the nature of the failure, resynchronization may occur automatically or may require explicit action to be
triggered. This section focuses on resynchronization between RRS and a CA IDMS system.

When Does It Occur?

Resynchronization between RRS and a CA IDMS system occurs as follows:

• When a central version is started, as part of registering with RRS.
• When resynchronization is manually driven through a DCMT VARY DISTRIBUTED RESOURCE MANAGER

command. For more information, see the System Tasks and Operator Reference section.

What Does It Entail?

Resynchronization begins with validation of the LOG names: both the name with which RRS knows the CA IDMS system
(the CA IDMS log name) and the RRS log name as known to the CA IDMS system (the RRS log name).

The CA IDMS log name has the following format:

IDMS.RM.jrnlstamp.node-name.CA

• jrnlstamp
Specifies the central version's 26-character journal timestamp with dashes ("-") replaced by underscores ("_"). This
value is assigned by a central version the first time it opens a set of journal files after they have been formatted.

• node-name
Specifies the central version's node name, padded with underscores ("_") if it is less than eight characters in length.

The following messages are displayed during the resynchronization process:

DC224002 V73 T23 RRS log name ATR.B8909786A2A8AA40.IBM

DC224002 V73 T23 Resource Manager log name IDMS.LOG.yyyy_mm_dd_hh.mm.ss.ssssss.node-
name.CA

DC224006 V73 T23 Resynchronization with RRS complete

If no distributed transactions involving the two systems exist at the time that resynchronization takes place, then the two
systems simply accept each other's LOG names.
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If distributed transactions involving the two systems do exist at the time of resynchronization, then the LOG names are
compared. If they are the same, resynchronization proceeds by exchanging information on the incomplete distributed
transactions that are pending resynchronization. If the LOG names are not the same, it indicates that one of the following
has occurred:

• The RRS LOG has been prematurely formatted.
• RRS has been started with incorrect LOG files.
• The CA IDMS system's journal files have been prematurely formatted.
• The CA IDMS system was started with incorrect journal files.

Any of these conditions result in a resynchronization failure.

Responding to Resynchronization Failures

If resynchronization detects a LOG name mismatch and incomplete distributed transactions exist, resynchronization
cannot complete. When this occurs, check whether RRS and the CA IDMS system were started with correct log and
journal files. If they were not, correct the situation. If premature formatting is the cause of the resynchronization failure, the
incomplete transactions must be manually completed:

• If the RRS LOG was formatted, complete the transactions once the central version is up and running. For more
information on how to do this, see the Database Administering section.

• If the CA IDMS journal files were formatted, use the RRS ISPF panels to complete the transactions. For more
information on RRS panels, see the IBM manual MVS Programming: Resource Recovery.

Two-Phase Commit Support with CICS
A two-phase commit protocol can optionally be used when accessing a CA IDMS database from a CICS application.
Using a two-phase commit protocol ensures that updates made to CA IDMS data are coordinated with those made to
other recoverable resources that the application accesses within the same CICS UOW (Unit Of Work). Two-phase commit
support is provided only when using an r16 or higher CICS interface (IDMSINTC) to access an r16 or higher back-end CV.

NOTE
Two-phase commit is not supported through the IDMSINTL CICSinterface.

Implementation Requirements

For successful two-phase commit operations between CICS and CA IDMS, the following steps must be taken:

• Review the IDMSCINT and CICSOPT parameters that apply to two-phase commit support and assemble either a new
CICSOPT or IDMSCINT interface module as appropriate.

• Ensure that each CICS system is uniquely identified through the TPNAME parameter of the CICSOPT macro or the
CICS_NAME SYSIDMS parameter.

• Ensure that the CICS system is logging transaction information. This requires the use of a CICS log file. For more
information, refer to the appropriate CICS documentation.

• Create a CICS RSYN transaction and program for each CICS interface module with which two-phase commit is used.
• If using an OPTIXIT or OPTIQXIT to route requests to different back-end central versions, modify the OPTIXIT to

recognize and correctly route resynchronization requests.

The remainder of this section discusses these requirements and other aspects of two-phase commit support between
CICS and CA IDMS.
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Programming Interface

A CICS commit operation is initiated through an explicit CICS SYNCPOINT command or at normal CICS task termination.
Regardless of how it is initiated, CICS becomes the coordinator and the back-end CA IDMS system(s) become
participants.

A CICS backout operation is initiated when one of the following occurs:

• An explicit CICS BACKOUT command is issued.
• A CICS task terminates abnormally.
• A CA IDMS database session, for which the parameter AUTONLY is enabled, is rolled back. For more information on

the AUTONLY parameter, see Requesting the Use of Two-Phase Commit.

Optimizations Supported

To minimize the cost of doing a CICS syncpoint operation, the CA IDMS CICS interface supports the CICS single-update
and read-only optimizations.

The CICS single-update optimization permits CICS to make a single phase commit request to the CA IDMS CICS
interface rather than separate Prepare and Commit requests, if it is the only updating resource manager participating in
the UOW.

The CICS read-only optimization permits CICS to make a single phase commit request to the CA IDMS CICS interface
if it has made no updates within the CICS transaction. Furthermore, if all resource managers but one are read-only, CICS
can avoid the overhead of a two-phase operation by directing the sole updater to do a single phase commit.

These optimizations not only reduce communications with participating resource managers, but also reduce log and
journal overhead. For more information on the single-update and read-only optimizations, see the appropriate CICS
documentation.

Requesting the Use of Two-Phase Commit

Whether the work done by a database session is to be included in a CICS UOW is determined at the time a database
session is opened. A database session is opened when a bind run unit or the first SQL statement is executed. When a
session's work is included in a CICS UOW, its changes are committed or backed out as directed by CICS and the CA
IDMS interface uses a two-phase commit protocol to achieve the desired outcome.

The following IDMSCINT and CICSOPT parameters control whether a database session is included in a CICS UOW and
therefore if a two-phase commit protocol is used:

• AUTOCMT
Enabling this option makes the work done by the database session eligible for inclusion in a CICS UOW. The following
determine if it is actually included:
– The AUTONLY setting
– Whether the application issues its own commit or rollback DML requests before the CICS syncpoint operation

• AUTONLY
Enabling this option forces the work done by the database session to be included in the CICS UOW. DML statements
that would typically commit work (such as FINISH or COMMIT WORK) do not cause changes to be committed even if
the session itself is terminated. The session's changes are committed only when the CICS syncpoint occurs. On the
other hand, if the changes made by a session for which AUTONLY is enabled are backed out, either as the result of a
DML ROLLBACK request or because of some environmental condition such as a deadlock, the entire CICS UOW is
immediately backed out. This ensures consistent behavior across all resources updated by the application.
If AUTONLY is not enabled and AUTOCMT is enabled, the work done by the database session is included in the
CICS UOW provided that the application does not issue commit or rollback DML requests prior to the CICS syncpoint
operation.
AUTONLY is ignored if AUTOCMT is not enabled.
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NOTE
If transaction sharing is enabled, AUTONLY and AUTOCMT areautomatically enabled.

• ONCOMT
This option specifies the effect that a CICS syncpoint operation has on a database session whose work is included
in the CICS UOW. The session can optionally be treated as if a FINISH, COMMIT ALL or COMMIT CONTINUE were
issued, meaning that it can be terminated, remain active but have currencies cleared or remain active with currencies
left in-tact.

• ONBACK
This option specifies the effect that a CICS backout operation has on a database session whose work is included in
the CICS UOW. The session can optionally be treated as if a ROLLBACK or a ROLLBACK CONTINUE were issued,
meaning that it can be terminated or remain active but have its currencies cleared.

All of these options can be specified through both IDMSCINT and CICSOPT parameters. The CICSOPT parameters can
override their IDMSCINT counterparts or be used as defaults.

NOTE
For more information on these parameters, see CICSOPT syntax and IDMSCINT.

Additional Two-Phase Commit Parameters

In addition to the parameters that control whether a two-phase commit protocol is used, the following additional CICSOPT
parameters affect two-phase commit processing:

• TRUE
Specifies a 5-character prefix used in forming TRUE (Task Related User Exit) entry names. The prefix must be unique
across all IDMSINTC interface modules in use within a single CICS system.

• MAXCON
Specifies the maximum number of CA IDMS systems that can be concurrently accessed by an application using an
IDMSINTC interface. This limit applies only to systems accessed through database sessions for which AUTOCMT is
enabled.

• MAXIDMS
Specifies the maximum number of CA IDMS systems that an IDMSINTC interface can access during the life of a CICS
system. This limit applies only to systems accessed through database sessions for which AUTOCMT is enabled.

• RSYNTXN
Specifies the name of the resynchronization transaction defined to CICS for this interface. A separate CICS transaction
must be defined for each interface in use within a CICS system.

NOTE
For more information on the CICS resynchronization transaction, see the Resynchronization between CICS
and CA IDMS.

NOTE
For more information on these parameters, see CICSOPT syntax.

CICS System Name Requirements

An important consideration for successful two-phase commit operations between CICS and CA IDMS is that the name of
every CICS system have a consistent name that is unique across all CICS systems accessing a central version.

The name of the CICS system is established as follows:

• The value in the CICS_NAME parameter specified in the SYSIDMS file included in the CICS startup JCL.

Or, if the CICS_NAME parameter is not specified:

• The value of the TPNAME parameter associated with the first IDMSINTC interface within a CICS system.
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If the CICS name is allowed to default to the TPNAME of the first CICS interface, all other IDMSINTC interface modules
started within the CICS system must have the same TPNAME value, otherwise they will fail with a K213 abend code.

When restarting a CICS system, its name must remain unchanged if it is involved in incomplete distributed transactions
that are still active on a central version. Changing the name while incomplete transactions exist may make it necessary to
complete those transactions manually.

The SYSIDMS parameter for specifying a CICS system name is as follows:

CICS_NAME=cics-name

• cics-name
Specifies a 1-4 character value that identifies the CICS system being started. It must be unique across all CICS
systems that access the same central version.

Resynchronization between CICS and CA IDMS

Resynchronization is part of the recovery process that takes place following a failure during a two-phase commit
operation. It involves the exchange of information between a coordinator and a participant in order to resolve incomplete
units of work. CA IDMS provides a mechanism to resynchronize a CICS system (the coordinator) and a CA IDMS central
version (the participant) following abnormal terminations of either system.

Resynchronization between CICS and CA IDMS is undertaken in the context of a specific interface module (IDMSINTC).
This means that if multiple interface modules are used within a single CICS system to access a given back-end CV, a
separate resynchronization process takes place for each one. Consequently, resynchronization actually takes place
between a CICS interface running on a given CICS system and a back-end CV rather than between a CICS system and a
back-end CV.

The Resynchronization Transaction and Program

Resynchronization between a CICS interface and a CA IDMS central version is done through execution of a
resynchronization transaction defined to CICS. The CA IDMS installation default name for this transaction is RSYN.
The resynchronization transaction is associated with a resynchronization program whose installation default name is
IDMSCSYN. A separate resynchronization transaction and program must be created for each CICS interface module
(IDMSINTC) that is used within a CICS system and the name of the transaction must be specified in the RSYNTXN
parameter of the interface's CICSOPT macro. Failure to define the CICS resynchronization transaction causes any task
attempting to open a database session for which AUTOCMT is enabled to fail with an abend code of K209.

NOTE
For more information on defining the transaction and creating the resynchronization program, see CICS
Resynchronization Task Execution.

How is Resynchronization Initiated?

Resynchronization between a CICS interface and a CA IDMS central version is initiated in the following ways:

• Resynchronization takes place automatically when the interface is started. It resynchronizes with all central versions
accessed through the interface and known to CICS as participants in incomplete UOWs.

• When the first database session, for which AUTOCMT is enabled, is connected through the interface to a back-end
central version after either system is started, resynchronization takes place automatically for the central version being
accessed.

• When the CICS resynchronization transaction (RSYN) is invoked manually, resynchronization takes place for the
central version identified in the transaction invocation.
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NOTE
For more information on invoking a resynchronization transaction manually, see When Should You Manually
Resynchronize?.

When Should You Manually Resynchronize?

Normally there is no need to manually initiate resynchronization since it occurs automatically when the first connection,
for which AUTOCMT is enabled, is made following restart of the CICS or CA IDMS systems. However, if a particular
back-end system is accessed infrequently through a given interface and incomplete transactions on the back-end system
require resynchronization, you can invoke the RSYN task manually to force resynchronization to occur immediately.

The Resynchronization Process

When the resynchronization task is executed (either automatically or manually), it retrieves a list of incomplete distributed
transactions that are known to the central version with which it is resynchronizing and that are pending resynchronization
with the associated CICS interface. It then issues a CICS RESYNC command to inform CICS of the Units of Work
(UOWs) that are pending completion. CICS, in turn, initiates a CRSY task for each affected UOW. The CRSY task drives
the TRUE syncpoint exit to inform the back-end central version as to whether to commit or back out the distributed
transaction.

If the resynchronization task is initiated automatically, back-end tasks that are still awaiting communications from the
CICS system are canceled with an abend code of RSYN. During automatic resynchronization, such tasks can only
exist following an abnormal termination of the CICS system. While they eventually time out, the resynchronization
process cannot proceed until they have terminated; therefore, it cancels them. Back-end tasks are not canceled if
resynchronization is driven manually since there is no guarantee that activity between the two systems has been
quiesced.

OPTIXIT Considerations

If an OPTIXIT or an OPTIQXIT program is used to route requests to different back-end central versions, the OPTIXIT
must be enhanced to recognize and correctly route resynchronization requests. A resynchronization request is identified
by a program name of INTCRSYN and the OPTI block that is passed to the exit contains the node name of the target
system. The exit must use the node name to select an OPTI (if multiple SYSCTL support is enabled) or modify the OPTI
passed on the request so that the resynchronization request is routed to the correct back-end system. To see an example
of the type of processing needed, see OPTIXIT.

CICS Resynchronization Task Execution

The following syntax is used to execute a resynchronization task:

rsvn Syntax

►►─── rsyn─transaction ─ node-name ──────────────────────────────────────────►◄

rsvn Parameters

• rsyn-transaction
The name of a CICS resynchronization transaction defined to the CICS system.

• node-name
The name of the CA IDMS central version for which resynchronization is to be performed. The identified system must
be accessible through the CICS interface for which the resynchronization transaction was defined.
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rsvn Examples

Successful manual resynchronization example

The following example shows how manual resynchronization is initiated with central version SYSTEM74 using a
resynchronization task called RSYN whose interface module is named IDMSINTC. The resulting messages identify the
target node name, the name of the interface module being used, the number of incomplete units of work that need to be
recovered and the final outcome of the resynchronization process.

RSYN SYSTEM74

CA IDMS Manual 2-PC Resync for IDMSINTC for CV node SYSTEM74 date mm/dd/yyyy
      1 CA IDMS in doubt units of work need recovery for CV node SYSTEM74
      1 CA IDMS in doubt units of work recovery started for CV node SYSTEM74
CA IDMS Two Phase Commit Resync startup completed for CV node SYSTEM74

Unsuccessful manual resynchronization example 1

This example shows an error condition that occurred during a manual resynchronization because the central version node
name was not specified.

RSYN

IDMSCSYN error - CV node not specified

Unsuccessful manual resynchronization example 2

This example depicts an error condition that occurred during a manual resynchronization because the central version
node name that was specified was not available through the CICS interface for which the resynchronization was defined.

RSYN SYSTEM81

CA IDMS Manual 2-PC Resync for IDMSINTC for CV node SYSTEM81 date mm/dd/yyyy
IDMSCSYN error - Requested CV node SYSTEM81 - Connected CV node SYSTEM74
CA IDMS Two Phase Commit Resync aborted

Successful automatic Resynchronization example

The following example shows the output from an automatic resynchronization initiated when the first request is made to a
back-end central version through a CICS interface module or when the interface is started in a CICS Transaction Server
for z/OS V2.2 (or later).

CA IDMS   Auto 2-PC Resync for IDMSINTC for CV node SYSTEM74 date mm/dd/yyyy
      1 CA IDMS in doubt units of work need recovery for CV node SYSTEM74
      1 CA IDMS in doubt units of work recovery started for CV node SYSTEM74
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CA IDMS Two Phase Commit Resync startup completed for CV node SYSTEM74

Creating the Resynchronization Program

Linking the IDMSCSYN module with an IDMSCINT module creates the resynchronization program. A separate
resynchronization program must be created for each version of the CA IDMS interface module (IDMSINTC) that is used
within a given CICS system.

In order to simplify future maintenance, the IDMSCSYN module contains minimal executable code. It simply passes
control to module IDMSCCSY which contains most of the executable code to perform resynchronization between CICS
and IDMS. If maintenance is applied to IDMSCCSY, it is not necessary to re-link your resynchronization program.

Resynchronization Program Link Edit (z/OS)

To link a resynchronization program for a CICS environment in z/OS, execute the z/OS Link-Edit JCL inserting the
following binder statements.

 ORDER   DFHEAI,IDMSCSYN                 

 INCLUDE CAGJLOAD(IDMSCSYN)                       

 INCLUDE CUSTLIB(idmscint)                       

 ENTRY   CSYNEP1                               

 SETOPT PARM(AMODE=31,REUS(REFR),RMODE=24)    

 NAME idmsrsyn(R)

• idmscint
Specifies the name of your IDMSCINT interface module.

• idmsrsyn
Specifies the name of your resynchronization program.

Resynchronization Program Link Edit (z/VSE)

To link a resynchronization program ofr a CICS environment in z/VSE, execute the z/VSE Link-Edit JCL, inserting the
follwing binder statements.

PHASE   usercsyn,*

INCLUDE DFHEAI

INCLUDE  IDMSCSYN

INCLUDE  idmscint

INCLUDE  DFHEAIO
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ENTRY    CSYNEP1

// EXEC LNKEDT,SIZE=128K

/*

• idmscint
Specifies the name of the idmscint object module.

• usercsyn
Specifies the user-specified name of the RSYN load module.

Defining a Resynchronization Transaction

A resynchronization transaction must be defined for each IDMSINTC interface to be used within a CICS system. Define
the resynchronization transaction to CICS as follows:

DEFINE   TRANSACTION(rsyn-transaction-name) PROGRAM(usercsyn)

       GROUP(IDMSGRP) PROFILE(IDMSPRF)

       TASKDATAKEY(CICS)

• rsyn-transaction-name
Specifies the name chosen for the resynchronization transaction.

• usercsyn
Specifies the name chosen for the resynchronization program.

The installation default transaction name is RSYN, but another name can be chosen. The name specified in the
transaction definition must be identical to the value for the RSYNTXN parameter of the associated interface's CICSOPT
macro. For more information on the RSYNTXN parameter, see CICSOPT Syntax.

Defining the Resynchronization Program

A resynchronization program must be defined for each IDMSINTC interface to be used within a CICS system. Define the
resynchronization program to CICS as follows:

DEFINE  PROGRAM(usercsyn) GROUP(IDMSGRP) LANGUAGE(ASSEMBLER) CEDF(NO) EXECKEY(CICS)

• usercsyn
Specifies the name chosen for the resynchronization program.

International Character Set Considerations
CA IDMS supports only one single-byte character set in the database engine. The character set (also referred to as code
page) definitions reside in module RHDCCODE. The RHDCCODE module is loaded at system startup as part of the
nucleus.

This section describes how to customize RHDCCODE to implement a character set other than the default for activation of
international characters.
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Customizing RHDCCODE
The default RHDCCODE implements code page 1140 (US EBCDIC) with all international characters (for example, a-
grave, e-circumflex, u-diaeresis, and c-cedilla) marked as non-alphabetic.

The following sample members are provided with the installation:

• CP1140F -- United States code page 1140 with all international characters enabled
• CP1141F -- Germany code page 1141 with all international characters enabled
• CP1141R -- Germany code page 1141 with only German characters enabled
• CP1142F -- Denmark/Norway code page 1142 with all international characters enabled
• CP1142R -- Denmark/Norway code page 1142 with only Danish/Norwegian characters enabled
• CP1143F -- Finland/Sweden code page 1143 with all international characters enabled
• CP1143R -- Finland/Sweden code page 1143 with only Finnish/Swedish characters enabled
• CP1145F -- Spanish code page 1145 with all international characters enabled
• CP1145R -- Spanish code page 1145 with only Spanish characters enabled
• CP1147F -- France code page 1147 with all international characters enabled
• CP1147R -- France code page 1147 with only French characters enabled
• CP1148F -- Belgium/Switzerland code page 1148 with all international characters enabled
• CP1148R -- Belgium/Switzerland code page 1148 with only Belgian/Swiss characters enabled

The process of changing RHDCCODE can be divided into the following categories:

• If the desired code page is one of the above sample members, copy the sample member to source RHDCCODE.
• If the installed RHDCCODE does not define the correct attributes you require for your environment, edit source

RHDCCODE and change the definitions.
• If the desired code page is not delivered, identify the code page you want to implement and modify source

RHDCCODE accordingly.

In all cases, assemble and link RHDCCODE. If you are modifying the RHDCCODE during a new or upgrade installation,
see the appropriate section in the Installing section for your operating system. If you are updateing RHDCCODE after
installation, see Assemble and Link Edit RHDCCODE.

WARNING
The tables in RHDCCODE determine the validity of characters accepted by applications and stored in the
database. Therefore, as part of the database design, answer these questions:

• Which code page should I implement?
• What is the list of valid characters within the selected code page?

Once a code page is selected and the list of valid characters is made, you should stay with the same definitions because
of the following reasons:

• Changing over to another code page might imply conversion of all databases built with the original code page.
• Changing the list of valid characters within a code page is usually possible as long as you add valid characters.

However, removing valid characters is usually not possible, unless the database does not contain any of the
invalidated characters.

Another concern is uniqueness of data representation. An example is u-diaeresis, a German character that is usually
replaced by "ue" if it cannot be typed in. By making the u-diaeresis a valid character, spelling of a word is no longer
unique. For example, "Muenchen" and "M&uumlaut.nchen" both are valid German words for the city of Munich. This
problem has to be handled at the application level by, for example, disallowing the "ue" representation of u-diaeresis.
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DEFBYTE Syntax

Source RHDCCODE must contain 256 #DEFBYTE macros, each defining the attributes of a single byte from x'00' to x'FF'.

►►─ #DEFBYTE ebcdic-value,ASCII=ascii-value,TYPE=type ──────────►

 ►──┬─────────────────────────┬─┬───────────────┬───────────────►◄
    └─ ,UPPER=uppercase-value ┘ └─ ,PRINT= ┬ Y ┬┘
                                           └ N ┘

DEFBYTE Parameters

• ebcdic-value
The EBCDIC value of the byte in hexadecimal notation.

• ASCII=ascii-value
Defines ascii-value as the equivalent ASCII value of ebcdic-value and consequently ebcdic-value as the equivalent
EBCDIC value of ascii-value. Specify ascii-value in hexadecimal notation. The ASCII to EBCDIC and EBCDIC to ASCII
translate tables are used by IDMSIN01 function STRCONV.

• TYPE=type
Defines the attributes of ebcdic-value. Valid values are the following:
– ALPHA -- ebcdic-value is an alphabetic character. For example, X'81' (lowercase "a").
– HEX -- ebcdic-value is a non-displayable, non-alphanumeric byte. For example, X'0B' (vertical tab).
– NUM -- ebcdic-value is a numeric value For example, X'F0' (zero).
– VALID -- ebcdic-value is a valid, displayable non-alphanumeric byte. For example, X'50' (ampersand).

• PRINT=Y|N
PRINT is an optional parameter which allows marking ebcdic-value as a non-printable byte. If PRINT is omitted, a byte
of type HEX is considered non-printable, while all other types are printable.
– Y -- explicitly states that the byte is printable
– N -- explicitly states that the byte is non-printable

• UPPER=uppercase-value
UPPER is an optional parameter that defines uppercase-value as the uppercase translation of ebcdic-value and
consequently ebcdic-value as the lowercase translation of uppercase-value. If UPPER is omitted, no translation takes
place, that is, uppercase-value = ebcdic-value. The uppercase and lowercase translate tables are used to translate
input to uppercase, but also by, for example, built-in functions like TOUPPER, TOLOWER, and WORDCAP.

Examples

#DEFBYTE 81,ASCII=61,TYPE=ALPHA,UPPER=C1

Defines hexadecimal EBCDIC byte X'81' with ASCII equivalent X'61'. TYPE=ALPHA indicates that the byte is alphabetic,
which implies non-numeric, displayable and printable. UPPER=C1 indicates that the EBCDIC uppercase value is X'C1'.

#DEFBYTE 05,ASCII=09,TYPE=HEX
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Defines hexadecimal EBCDIC byte X'05' with ASCII equivalent X'09'. TYPE=HEX indicates that the byte is non-
alphabetic, non-numeric, non-displayable and non-printable.

#DEFBYTE F0,ASCII=30,TYPE=NUM

Defines hexadecimal EBCDIC byte X'F0' with ASCII equivalent X'30'. TYPE=NUM indicates that the byte is numeric,
which implies non-alphabetic, displayable and printable.

#DEFBYTE 6F,ASCII=3F,TYPE=VALID

Defines hexadecimal EBCDIC byte X'6F' with ASCII equivalent X'3F'. TYPE=VALID indicates that the byte is non-
alphabetic, non-numeric, displayable and printable.

Assemble and Link Edit RHDCCODE

To make the customized RHDCCODE available for use, assemble and link edit the RHDCCODE module for the system as
follows:

1. Create a RHDCCODE source module as described previously.
2. Save the source module in your custom source library.
3. Assemble and link the module into your custom load library by executing the z/OS assemble and link-edit JCL.

Substitute the name of your RHDCCODE source member and insert the following binder statements:

INCLUDE CAGJLOAD(RHDCCODT)

ENTRY CODEEP1

NAME RHDCCODE(R)

To create a z/VSE RDHCCODE module:

1. Assemble and catalog the module using the sample JCL in z/VSE Assemble JCL.
Modify the JCL by substituting the follwoing in place of the Assembler input statements:

PUNCH 'CATALOG rhdccode.OBJ REPLACE=YES'

Your RHDCCODE source

END

2. Link the RHDCCODE program using the sample JCL in z/VSE Link JCL.
Modify the JCL by substituting the follwing statements in place of the Linkage editor control statements:

PHASE RHDCCODE,*

INCLUDE rhdccode
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ENTRY CODEEP1

– rhdccode
Specifies the name of the object module containing the assembly output.

z/VM. RHDCCODE assembly and link edit

GLOBAL MACLIB idmslib

FILEDEF TEXT DISK RHDCCODE TEXT A

ASSEMBLE rhdccode.source (NODECK OBJECT

FILEDEF SYSLST PRINTER

FILEDEF SYSLMOD DISK idmslib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024

LKED linkctl

Linkage editor control statements (linkctl):

INCLUDE RHDCCODT

INCLUDE RHDCCODE

ENTRY CODEEP1

NAME RHDCCODE(R)

idmslib filename of the CA IDMS MACLIB library
idmslib LOADLIB a2 file identifier of the CA IDMS LOADLIB library
linkctl filename of the file containing the linkage editor control statements

Change Tracking
Change tracking enables changing the database environment of a Central Version (CV) in a fault-tolerant manner.
Specifically, it enables the DBA to perform the following actions:
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• Vary the data set name of a journal or database file within a CV without introducing the potential for a warmstart failure
• Vary a new version of a DMCL without introducing the potential for a warmstart failure
• Vary the status of an area or segment permanently on a CV without regard to subsequent page range changes
• Change the journal files in use by a CV and coordinate those changes with the associated archive journal jobs

Change tracking also provides an easy way for a local mode job to use the same database environment (definition and
data sets) as a CV, even if that environment has been impacted by dynamic modifications.

Change Tracking and SYSTRK Files
To track changes, CV maintains a description of its database environment in a type of file called a SYSTRK file. The
presence of such a file in the execution JCL of a CV triggers change tracking by that CV. A local mode job, such as a
journal archive job, can share the description of the CV's database environment by referencing the same SYSTRK file in
its execution JCL.

A SYSTRK file holds a description of the database environment most recently in use by the CV. During startup, an image
of the current DMCL is written to SYSTRK along with information on database and journal files defined in the JCL. If
DCMT commands issued during CV execution cause critical changes to its database environment, SYSTRK is updated
to reflect those changes. If the CV fails, the runtime database definition is restored from SYSTRK during restart, ensuring
that the files being updated at the time of failure are the ones recovered by warmstart unless explicitly overridden by
changes in the JCL used to restart the CV.

Change tracking is optional. If no SYSTRK file is referenced in the execution JCL of the CV, change tracking is not
in effect, meaning that the potential for a warmstart failure is introduced when varying in a new copy of a DMCL or
dynamically changing the data set name of a file. Additionally, any permanent status established for an area whose page
range is changed is lost or may be misapplied to another area whose page range is also changed.

Change tracking can be temporarily inactivated or disabled for a CV to facilitate expansion or replacement of a SYSTRK
file. However, doing this impacts the ability to dynamically change the database environment.

• Inactivating change tracking has the effect of disallowing DCMT commands that would otherwise require updating
SYSTRK.

• Disabling change tracking allows such commands to be executed, but a warning is issued indicating that manual
intervention will be needed to restart CV should it fail before change tracking is re-activated.

Implementing Change Tracking
To implement change tracking for a CV, take the following steps:

1. Create and format two to four SYSTRK files. A minimum of two SYSTRK files are needed because mirroring is used to
provide fault tolerance and recoverability in case of file damage.

2. Alter CV execution JCL to reference the SYSTRK files.
3. Alter the JCL for the associated archive journal job to also reference the SYSTRK files and to remove references to

the disk journal files.
4. Optionally, change the JCL of other local mode jobs to reference the SYSTRK files and remove explicit references to

database files.

More Information

• For more information on sizing and formatting SYSTRK files, see the FORMAT utility statement in the CA IDMS
Administrating section.

• For more information on options for altering CV startup JCL to reference SYSTRK files, see Referencing SYSTRK
Files in Execution JCL.
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Referencing SYSTRK Files in Execution JCL
SYSTRK files are referenced in execution JCL using file assignments whose DDname begins with the value specified by
the SYSIDMS parameter: SYSTRK_DDNAME_PREFIX. The default value for this parameter is SYSTRK.

Depending on your operating system, you can reference SYSTRK files in execution JCL by including one of the following:

• A model SYSTRK file assignment
• A file assignment for each SYSTRK file to be used

Referencing SYSTRK files using a model is the recommended approach because it enables the set of active SYSTRK
files to be changed without impacting execution JCL.

Using a Model SYSTRK File Assignment

A model SYSTRK file assignment has a DDname that is the SYSTRK_DDNAME_PREFIX. It references a data set whose
name is used as the prefix for constructing the names of the real SYSTRK files by appending a numeric suffix ranging
from 1 to 9 to the end of the model's data set name.

For example, if the SYSTRK_DDNAME_PREFIX is SYSTRK and a model SYSTRK file assignment references a data set
name of DBDC.SYSTEM73.SYSD with a disposition of SHR, CA IDMS attempts to discover through dynamic allocation
the data sets shown in the following table:

DDNAME DSN DISP
SYSTRK1 DBDC.SYSTEM73.SYSD1 SHR
SYSTRK2 DBDC.SYSTEM73.SYSD2 SHR
" " "
SYSTRK9 DBDC.SYSTEM73.SYSD9 SHR

The presence of a file assignment whose DDname is SYSTRKn overrides the generated data set name and disposition. If
an overriding file assignment refers to a dummied file, the overridden file is not used.

If a model SYSTRK file assignment refers to a dummied file, it is equivalent to not including a model file assignment in the
execution JCL.

NOTE
The data set referenced by a model SYSTRK file assignment is never opened. While the file must exist, its
contents are not relevant.

NOTE
In z/VSE if a model SYSTRK label is used, the individual SYSTRK files must be defined in system labels, or
cataloged in a CA DYNAM catalog. Otherwise it is recommended to use individual SYSTRK file assignments.
If the IDMSLBLS JCL procedure is used, you may wish to add a SYSTRK model or individual file assignments
here.

Using Individual SYSTRK File Assignments

The DDNAME for an individual SYSTRK file assignment is the SYSTRK_DDNAME_PREFIX suffixed with a digit from 1
to 9. For example, if the SYSTRK_DDNAME_PREFIX is SYSTRK, the DDNAMEs that can be used for SYSTRK files are
SYSTRK1, SYSTRK2, . . . SYSTRK9.

Using this approach to reference SYSTRK files requires that a file assignment be included in the JCL for each SYSTRK
file to be used. To change the set of files being used, you must update every set of JCL in which they are referenced.

NOTE
For more information on SYSIDMS parameters, see the Common Facilities Guide.
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Managing Change Tracking
Contents

The following facilities are provided for managing change tracking:

• You can monitor the status of change tracking in a DC/UCF system and determine the SYSTRK files that are in use by
issuing a DCMT DISPLAY CHANGE TRACKING command.

• You can alter the status of change tracking and its associated SYSTRK files by issuing a DCMT VARY CHANGE
TRACKING command.

• You can increase the size of the SYSTRK files by using the FORMAT utility statement in conjunction with the DCMT
VARY CHANGE TRACKING command.

Expanding SYSTRK Files

A set of SYSTRK files can be expanded by using the FORMAT utility statement. The procedure for expanding files
while CV remains active differs depending on whether the SYSTRK files are referenced through a model SYSTRK file
assignment or if they are referenced using individual file assignments.

Expanding Files Referenced Through a Model SYSTRK File Assignment

Assuming two SYSTRK files are in use, take the following steps to increase the size of the SYSTRK files while the CV
remains active:

1. Allocate larger SYSTRK files using data set names that conform to the standard established by the model DD
statement.

2. Format the larger files by executing a FORMAT utility statement as follows:

FORMAT SYSTRK DD1, DD2 INITIAL LIKE DD3 EXPAND 20 PERCENT

Where DD1 and DD2 are the DDnames of file assignments referencing the new SYSTRK files, and DD3 is the
DDname of a file assignment referencing one of the old SYSTRK files. In this example, the files are being expanded
20 percent over their current size.

3. Replace use of the old files with the new files by issuing the following command:

DCMT VARY CHANGE TRACKING REFRESH

When the old files are no longer in use, they can be deleted.

Expanding Files Referenced Through Individual File Assignments

Assuming two SYSTRK files are in use, take the following steps to increase the file size while the CV remains active:

1. Allocate larger SYSTRK files using new data set names
2. Close and deallocate the current set of SYSTRK files by issuing the following command:

DCMT VARY CHANGE TRACKING INACTIVE

3. Format the larger files by executing a FORMAT utility statement as follows:

FORMAT SYSTRK DD1, DD2 INITIAL LIKE DD3 EXPAND 20 PERCENT

Where DD1 and DD2 are the DDnames of file assignments referencing the new SYSTRK files, and DD3 is the
DDname of a file assignment referencing one of the old SYSTRK files. In this example, the files are being expanded
20 percent over their current size.
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4. Scratch the old files. Rename the new files to have the same data set names as the old files.
5. Allocate the new files and make change tracking active by issuing the following command:

DCMT VARY CHANGE TRACKING ACTIVE

More Information

• For more information on DCMT commands, see the System Tasks and Operator Reference section.
• For more information on the FORMAT utility statement, see the Administrating section.

Terminating the Use of Change Tracking
Once change tracking has been initiated for a CV, its use should be continued indefinitely; otherwise, permanent area or
journal statuses will be lost. Despite this, if you choose to discontinue the use of change tracking, do so as follows:

• Shutdown CV
• Remove all references to the SYSTRK files in the execution JCL of the CV and other jobs
• After restarting CV, use DCMT commands to re-establish permanent area statuses

NOTE
You can temporarily disable change tracking by issuing a DCMT VARY CHANGE TRACKING command or by
overriding the SYSTRK file assignments to reference a dummy file.

NOTE
For more information on DCMT commands, see the System Tasks and Operator Reference section.

IDMSINFO Service Provider
The IDMSINFO service provider is a stand-alone address space that provides services through stacking PC routines. This
service provider handles space switch PC requests using cross memory communication.

NOTE
The IDMSINFO service provider is available only on the z/OS platform.

The IDMSINFO service provider is a long-running address space that:

• Consumes few system resources
• Runs authorized
• Provides IDMS performance and status information to monitoring tools
• Provides IDMS resource manipulation to monitoring tools

NOTE
The IDMSINFO service provider must be active to be able to use the remote monitoring feature of Performance
Monitor.

NOTE
For IDMSINFO to initiate correctly, it is necessary to have run CAIRIM to install the SVC and related APFLIB
modules using GJI5INIT. When CAIRIM installs the SVC using GJI5INIT and the APFLIB, GJI5INIT loads
several modules in addition to the SVC. One of the modules is PMRTDATA, which is a module in APFLIB. This
module contains the IDMSLPAR DSECT, which IDMSINFO requires. If PMRTDATA has not been loaded into
LPA by running the CAIRIM, IDMSINFO returns a DC130051 error.
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The IDMSINFO Service Provider as a Started Task
If you run the IDMSINFO service provider as a started task (STC), you can request a reusable ASID to be associated with
the address space. A reusable ASID that has been assigned to the IDMSINFO service provider address space is free for
reuse when the address space is terminated. Being free for reuse prevents losing the ASID from use during an IPL.

Initiate IDMSINFO as a Started Task
To be able to request a reusable ASID, initiate the IDMSINFO service provider as a started task.

Follow these steps:

1. Ensure that a procedure is created, given the appropriate authorities and stored in a site-specific PROCLIB (see the
IDMSINFO member of the CAGJSAMP library for sample JCL).

2. Issue the START command with the reuse ASID parameter. The START command has the following format:

S procname,REUSASID=YES

This command gives control to the initial program that executes in the address space.

To terminate the IDMSINFO service provider, issue the STOP or P command.

NOTE
The IBM message IEF352I ADDRESS SPACE UNAVAILABLE is issued at termination:

• If the REUSASID is not specified for a started task
or

• If the IDMSINFO service provider is run as a batch job.

WARNING
We recommend not performing any action repeatedly that returns the IEF352I message. Doing so eventually
results in the depletion of all available address spaces and necessitates a re-IPL of the z/OS system.

z/OS Specific Features
This section describes CA IDMS system operation features that are supported only on the z/OS operating system, and
includes the following topics:

Maximum Number of Files
Normally, a z/OS job step can access up to 3,273 files. CA IDMS has extended this limit for a CV, to allow up to 10,000
files to be accessed using dynamic allocation and 3,273 files to be accessed using DD statements. If more than 3,273 files
are to be accessed, the excess files must be defined for dynamic allocation.

NOTE

Because the maximum number of DD statements that can be associated with a job step is 3273, if the number
of database files in a DMCL is close to or exceeds this limit, dynamic allocation should be used for all database
files so that the limit will not prevent the use of DD statements to override dynamically allocated files when
necessary.
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z/OS Performance Considerations
When running a DC/UCF system under z/OS, system performance can be enhanced by using selected z/OS features.
The following considerations apply:

• Running non-swappable -- For optimal performance, always run a DC/UCF system non-swappable. The DC/UCF
system must be run non-swappable if:
– Any dial-up lines are defined.
– You execute COBOL II or PL/I programs.
– You want to monitor this system from a remote CA IDMS Performance Monitor session.
By default, the DC/UCF system runs non-swappable. To run swappable, specify SWAP=Y in the PARM field on the
EXEC statement or specify 'S' in column 24 of the PARM field. For more information on the PARM card, see Specifying
Runtime Options.

• Page fencing -- Performance can be enhanced by fencing off an area of real storage for exclusive use by the DC/UCF
system.

• Performance groups -- z/OS allows the assignment of performance groups. You can use this feature to assign the DC/
UCF system a high priority.
The DC/UCF system should be assigned a performance group:
– Just below that of VTAM
– Above other TP access methods and batch performance groups.
– Above CICS and TSO.

• Data spaces -- You can use data spaces in an ESA environment to provide faster access to high-activity database
files.

LPA eligibility

Most nucleus modules are reentrant and are eligible to be put in the link pack area (LPA). To obtain a complete list of
eligible modules, run a load library utility that lists the attributes of library members against your CA IDMS load library. All
members that are marked REENTRANT are LPA eligible with the following exceptions:

• IDMSNLT
• RHDCCSA
• RHDCNLT
• RHDCNTRY
• RHDCOS00
• RHDCSCRN

NOTE
RHDCBANR, as distributed, is eligible for the LPA; if you modify the source, it is no longer reentrant.

User mode programs (anything with a #BALI or IDMSBALI linked with it) cannot be in the LPA. However, non-executable
load modules can be in the LPA. These include CA ADS dialogs, ADSA application load modules, maps, subschemas,
and IDD tables.

WARNING
Some utilities modify the set membership options for the subschema tables. Therefore, the subschema to
be used by Step IDMSDBL2 within the RELOAD and FASTLOAD utilities and by Step IDMSDBL4 within the
RELOAD, FASTLOAD, MAINTAIN INDEX, and MAINTAIN ASF utilities must not be linked with the attribute
reentrant in the LPA.

Any other module that might be loaded but which doesn't issue CA IDMS calls is eligible, provided it is truly reentrant.

NOTE
CA Technologies does not recommend placing eligible modules in the LPA. If modules from one release of
CA IDMS are in the LPA, they may inadvertently be accessed when running another release of CA IDMS with
unpredictable results.
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NOTE
The size of the LPA has a direct effect on the region size available for the private address space. Consult with
the operating system systems programmer to assign the size.

zIIP Exploitation
CA IDMS exploits zIIP processors on the z9 series and above for the z/OS operating system.

Key Benefits

zIIP Exploitation enables offloading computing cycles to zIIP, increasing overall CPU throughput at lower operational
costs. The zIIP feature is not dependent on any other CA IDMS feature, including multitasking.

The following sections discuss topics that are related to zIIP exploitation:

The default mode of operation is to not use zIIP processors unless requested at runtime. A new ZIIP startup parameter is
available to enable or disable the use of these processors by CA IDMS. To facilitate analysis of the potential benefit, the
feature can be enabled even if no zIIP processors are available. For more information, see Specifying Runtime Options.

If this feature is enabled, CA IDMS uses z/OS® Workload Manager to create a dependent enclave for each OS task
capable of servicing work type IDMS. It then schedules a separate preemtible SRB into each such enclave. See DCMT
DISPLAY SUBTASK.

NOTE
On systems utilizing zIIP processors, CPU time in CA IDMS statistics includes time on the zIIP processor that is
normalized to standard processor speed.

zIIP Eligibility

Most CA IDMS system code is eligible to run on a zIIP processor, including ADS dialogs. However, user exits, database
procedures, SQL-invoked routines, and application programs are not eligible to run on a zIIP processor. CA IDMS runtime
processing ensures that a non-zIIP processor is selected to run routines not eligible for zIIP.

To ensure that only eligible modules are selected to be run on a zIIP processor, some load modules must be loaded from
one of the following secured locations:

• An authorized load library that is named in the STEPLIB concatenation or in the CDMSLIB concatenation. A library
is authorized by adding it to the list of APF-authorized libraries in the appropriate PROGxx or IEAAPFxx member in
SYS1.PARMLIB.

• The Link Pack Area, which includes the following modules:
– Dynamic LPA modules, as specified in PROGxx members in SYS1.PARMLIB
– Fixed LPA (FLPA) modules, as specified in IEAFIXxx members
– Modified LPA (MLPA) modules, as specified in IEALPAxx members
– Pageable LPA (PLPA) modules, loaded from libraries specified in LPALSTxx or PROGxx members
– A library in the linklist, as specified in PROGxx and LNKLSTxx members

For more information about authorized libraries, the LPA, and the linklist, see the IBM documentation.

The specific rules for load module residence for zIIP processing are as follows:
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• RHDCOMVS, the load module that is executed to start the CA IDMS CV must reside in an authorized library in the
STEPLIB concatenation or in a linklist library.

• At CV startup, CA IDMS nucleus modules, including all line drivers and service drivers, must be loaded from an
authorized load library in the CDMSLIB concatenation or from the LPA.

• The IBM language environment library (usually CEE.SCEERUN) must be authorized if it is included in the CDMSLIB.
Alternatively, language environment modules can reside in the LPA.

• Any client-supplied program that runs in system mode must come from an authorized library, including all named and
numbered user exits, database procedures, and any SQL procedures or table procedures that run in system mode.

• z/OS Callable Services library (SYS1.CSSLIB) must be in the linklist or it must be authorized and included in the
STEPLIB concatenation.

We do not recommend using the LPA or linklist for modules that are supplied during the CA IDMS installation. Using
these modules makes maintaining these modules difficult and can cause CA IDMS to use a module that was created for a
different release.

Modules that consist of nonexecutable code and user mode programs do not have to come from a secured location. This
category includes the following items:

• If defined as user mode routines, client-written code that runs in user mode, including assembler and high-level
language application programs, CA ADS dialogs, table procedures, and SQL routines.

• DMCL load modules
• Database name tables
• Control blocks or tables that contain no executable code

It is not necessary to authorize individual nucleus members in a load library, and these members should not be linked with
SETCODE AC(1). The startup module (RHDCOMVS or site-linked startup module) must be linked with SETCODE AC(1)
only if the AUTHREQ parameter is specified for the CA IDMS SVC. For more information about the AUTHREQ parameter,
see Generating the SVC.

NOTE
Not every load library in the CA IDMS startup STEPLIB and CDMSLIB must be authorized. Only the libraries
from which the nucleus modules are loaded must be authorized. Startup error messages identify modules that
prevent zIIP exploitation.

To ensure that all nucleus modules are loaded from an authorized library, take one of the following actions:

• Authorize CAGJLOAD and your custom.loadlib created during the installation of CA IDMS.
• Manually copy all modules from those libraries to corresponding authorized libraries use by CV startup. Recopy all

modules from CAGJLOAD whenever maintenance is applied.

zIIP Suspension

 CA IDMS automatically suspends zIIP when the system detects the load of certain programs from an unauthorized load
library, which applies to the following program types:

• Database procedures
• SQL procedures
• User Exits
• IDMS Nucleus modules

You can determine the state of zIIP processing using the DCPROFIL task. A zIIP designation of ‘U’ indicates that zIIP
processing is suspended due to the load of a program from an unauthorized library.

zIIP suspension allows zIIP to be turned back on. Before you re-enable zIIP, follow these steps:

1. Verify that the module does not include malicious content.
2. If you verify that the module is safe, move the module to an authorized library.
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After you verify that the module is safe, and it is moved to an authorized library, you re-enable zIIP using the DMCT VARY
zIIP ON command.

WARNING

Security risk warning: The Database or Security Administrator needs to thoroughly check the unauthorized
module before moving it to an authorized library, to verify that the module is safe.  If a thorough check is not
performed and zIIP processing is re-enabled, you run a significant security risk and may allow malicious content
to spread throughout your z/OS system environment.

We highly recommend that the use of the DCMT VARY ZIIP command is tightly controlled. CA IDMS/DC permits
the assignment of a discrete security class to each of the DCMT commands, allowing the administrator to limit
the use of the VARY ZIIP command to authorized persons only. For more information about discrete security for
the DCMT task, see Administrating Security for IDMS.

Batch Considerations

When CA IDMS is used with a batch program, no modules in the batch region are made eligible for zIIP. However, there
are considerations that arise from the use of an authorized load library. The z/OS operating system enforces certain rules
for programs that are loaded from a set of authorized load libraries.

Any program that is linked with the RENT attribute cannot be modified at runtime. If this rule is violated, an SOC4 program
check occurs. Application programs that are linked to the CA IDMS interface module, IDMS, are modified at runtime by
CA IDMS. Therefore, the batch STEPLIB concatenation should contain at least one non-authorized load library, or such
user programs should be linked without the RENT attribute.

Programs that are supplied by CA IDMS, such as IDDSDDDL, are linked appropriately in the SMP/E target load library, so
no special action is required for these programs.

Evaluating the zIIP Feature Benefits

The best way to estimate the benefit of the zIIP feature is to try it on a representative system with an available zIIP engine,
for a period of time, using ZIIP=Y at startup.

NOTE
Running with ZIIP=Y on a system without a zIIP engine can result in performance overhead and inaccurate
estimates.

Several easy steps are used to determine the benefits that can be achieved by using the zIIP feature:

1. Run the system with ZIIP=N using your preferred performance test stream.
2. Record the results of DCMT DISPLAY SUBTASK EFFECTIVENESS. Using a UCFBATCH program is a good method

for obtaining this information.
3. Run the system with ZIIP=Y using your preferred performance test stream.
4. Record the results of DCMT DISPLAY SUBTASK EFFECTIVENESS. Using a UCFBATCH program is a good method

for obtaining this information.
5. Compare the TCB column from Step 2 with that from Step 4. The difference is proportional to the potential reduction in

both the total CPU use and the Total Cost of Ownership (TCO) that can be achieved by using the zIIP feature.
The SRB column from Step 4 is proportional to the number of MIPs of zIIP processing power that are required to
achieve these cost reductions

Examples

The following displays indicate that each run that is used from 93 through 98CPU seconds of total normalized CPU. The
second run shows that 91.1222 CPU seconds out of a total of 93.5108 CPU seconds were offloaded to an SRB. CA IDMS
offloads all eligible CPU cycles to the zIIP processor. 
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Because a zIIP processor was present, the actual offloaded CPU can then be confirmed from the JES LOG Step End
messages, IEF374I, which, in this case, indicates a total CPU reduction of 31.68 seconds.

Step 2 Output with ZIIP=N

*** Subtask display ***
Subtask          Elapsed time                  Total CPU time         % CPU  SRB
 Name         TCB            SRB            TCB            SRB       TCB SRB
-------- -------------- -------------- -------------- -------------- --- ---
MAINTASK  00:00:14.0505  00:00:00.0000  00:00:02.3699  00:00:00.0000  16 N/A  N
SUBT0001  00:00:00.0122  00:00:00.0000  00:00:00.0104  00:00:00.0000  85 N/A  N
SUBT0002  00:00:00.0175  00:00:00.0000  00:00:00.0131  00:00:00.0000  74 N/A  N
SUBT0003  00:00:00.2348  00:00:00.0000  00:00:00.0398  00:00:00.0000  16 N/A  N
SUBT0004  00:00:00.2175  00:00:00.0000  00:00:00.0240  00:00:00.0000  11 N/A  N
SUBT0005  00:01:42.0081  00:00:00.0000  00:01:35.8538  00:00:00.0000  93 N/A  N
-------- -------------- -------------- -------------- -------------- --- ---
Totals    00:01:56.5406  00:00:00.0000  00:01:38.3110  00:00:00.0000  84 N/A

JES LOG Step End Message

IEF374I STEP/DCV     /STOP  2008242.0425 CPU    1MIN 39.53SEC SRB
0MIN 11.73SEC VIRT  7840K SYS   552K EXT   56072K SYS   11460K

Step 4 Output with ZIIP=Y

*** Subtask display ***
Subtask          Elapsed time                  Total CPU time         % CPU  SRB
 Name         TCB            SRB            TCB            SRB       TCB SRB
-------- -------------- -------------- -------------- -------------- --- ---
MAINTASK  00:00:12.9116  00:00:00.0434  00:00:02.1387  00:00:00.0525  16 120  Y
SUBT0001  00:00:00.0125  00:00:00.0000  00:00:00.0111  00:00:00.0000  88 N/A  Y
SUBT0002  00:00:00.0118  00:00:00.0002  00:00:00.0103  00:00:00.0000  87  00  Y
SUBT0003  00:00:00.1643  00:00:00.0014  00:00:00.0624  00:00:00.0016  37 114  Y
SUBT0004  00:00:00.0276  00:00:00.0004  00:00:00.0239  00:00:00.0008  86 200  Y
SUBT0005  00:00:00.3849  00:01:17.1037  00:00:00.1422  00:01:31.0673  36 118  Y
-------- -------------- -------------- -------------- -------------- --- ---
Totals    00:00:13.5127  00:01:17.1491  00:00:02.3886  00:01:31.1222  17 118

JES LOG Step End Message

IEF374I STEP/DCV     /STOP  2008242.0400 CPU    1MIN 01.60SEC SRB
0MIN 17.98SEC VIRT  7840K SYS   552K EXT   56080K SYS   11500K
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Storage Key Considerations for z/OS CSA Subpools
The ALLOWUSERKEYCSA(YES/NO) parameter was introduced in z/OS V1.8 to prevent jobs from allocating storage from
CSA subpools using user keys 8 through 15. In z/OS V1.8 and earlier the default is ALLOWUSERKEYCSA(YES). Starting
at V1.9, the default is ALLOWUSERKEYCSA(NO).

Determining the ALLOWUSERKEYCSA Setting

You can determine the setting of ALLOWUSERKEYCSA by issuing the D DIAG command from the z/OS console:

• If YES is specified, there is no impact on CA IDMS or jobs that communicate with CA IDMS through the External Run
Unit System (for example, Batch to CV, CICS).

• If NO is specified, the CA IDMS system abends during startup with a system code of B78-5C unless the following steps
are taken:

1. STEPLIB must be authorized and must contain RHDCTCKR, RHDCCKUR, RHDCOMVS, and any other aliases that
are are used for RHDCOMVS in the EXEC= statement in your startup JCL (e.g. IDMSDC). To achieve this, include
and authorize only the CA IDMS software library (provided as CAGJLOAD at installation) in STEPLIB. It is also
possible to create a separate library, which just provides an administrative overhead, that includes only those modules
(IDMS loads everything else from CDMSLIB).

2. Authorize that load library by adding a control statement to the appropriate SYS1.PARMLIB(PROG..) member, for
example, APF ADD DSNAME(my.apflib) VOLUME(vvvvvv).

3. Update the appropriate SYS1.PARMLIB(SCHED..) member to include the following line:

PPT PGMNAME(module name) ,KEY(4),NOSWAP

– module name
Specifies the CA IDMS/DC startup module name - RHDCOMVS, IDMSDC, or IDMSDCV.

NOTE

If your IDMS SVC is created with #SVCOPT parameter CVKEY=*, the change to run the IDMS CV in Key
4 has no effect on the use of that SVC. However, if CVKEY is specified as a number, the SVC verifies that
the IDMS CV is running in that primary protect key. If it does not match, the CV abends with Senn, where
nn  is the hexidecimal SVC number used. The SVC needs to be recreated with parameter CVKEY=4 and
needs to be refreshed with CAIRIM before bringing up the CV in Key 4.

4. In the CA IDMS startup JCL, ensure that the library containing the startup module, RHDCTCKR, and RHDCCKUR is
the only library that is specified in STEPLIB.

5. Specify STEP=Y on the EXEC parm as follows:

//IDMSDC  EXEC PGM=RHDCOMVS,REGION=0M,TIME=1440,

//        PARM='S=100,STEP=Y            '

You can also specify that CA IDMS is to load RHDCCKUR and RHDCTCKR from STEPLIB using the positional "S"
startup parameter as follows:

                             1         2         3         4

                    12345678901234567890123456789012345678901
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//IDMSKY EXEC PGM=RHDCOMVSW,REGION=0K,TIME=1440,

//       PARM='S=100         S            '

NOTE
"S" in position 10 following the system number instructs the CA IDMS system to load RHDCCKUR and
RHDCTCKR from STEPLIB.

To verify that key 4 is being used, you can run the DCPROFIL task. See the field labeled PRIMARY STORAGE PROTECT
KEY.

NOTE
If an abend occurs during CA IDMS system initialization, a complete system dump may not be captured because
a system key instead of a user key is being used. The operating system design is not to dump storage for keys 0
to 7 (system keys).

To ensure that complete dumps are always captured, the user who is associated with the startup of the CA IDMS system
needs to be granted READ access to facility IEAABD.DMPAKEY. For more information about the procedures to grant
access to a facility, see the appropriate security sub-system documentation.

Using ALLOWUSERKEYCSA(NO)

After z/OS V2R3, ALLOWUSERKEYCSA(YES) is not supported. If you need to access storage from a system that runs
in a different key, you can allocate External Run Unit Storage (ERE/ESE) areas in a non-fetch protected sub-pool. This
allows you to continue using your applications using ALLOWUSERKEYCSA(NO).

CA IDMS includes SYSGEN and SYSIDMS parameters that allow you to specify whether to allocate External Run Unit
Storage (ERE/ESE) areas in a fetch or non-fetch protected sub-pool, as follows:

• ERUS FETCH PROTECT 
A SYSTEM Statement parameter that indicates whether the system allocates External Run Unit Storage (ERE/
ESE) in a storage sub-pool that is or is not fetch protected. For more information, see SYSTEM Statement Syntax
and SYSTEM Statement Parameters Information.

• ERUS_FETCH_PROTECT_OFF 
A SYSIDMS parameter that indicates that the system allocates External Run Unit Storage (ERE, ESE) in a sub-pool
that is not fetch protected. For more information, see SYSIDMS Parameter Descriptions

Dump Options for Abnormal System Termination
When a CA IDMS CV abends, depending on the conditions, it is possible that a dump is not available from which to
research the abort. For example, not enough DASD to define a permanent SYSMDUMP file or not having a SYSMDUMP
DD defined in the JCL. Considering these conditions and the existing ability of the CA IDMS CV to request an SVC dump
when needed, an SVC dump is requested when the CA IDMS CV abends. This capability provides the following benefits:

• A dump is available approximately 100% of the time in an abend situation.
• If desired, any existing dedicated SYSMDUMP files in the CV job stream can be eliminated, and the DASD given back

for other use. Alternatively, both dumps can be taken in the event a problem occurs that prevents either dump from
completing successfully.

• If all SYSMDUMP, SYSABEND, and SYSUDUMP statements are eliminated from the CV JCL, the time it takes for the
operating system to process a CV abend is reduced. This is because the SVC dump process creates an image of the
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abending CV in another address space and once complete, the CV's address space is allowed to terminate while the
address space of the image is written to disk.

• The SVC dump is taken earlier in the abend process than the normal SYSMDUMP or SYSUDUMP. In some cases, this
can provide better diagnostic data.

The following considerations apply:

• An SVC dump is directed to the system dump data sets (SYS1.DUMPxx). Therefore, notification should be given
to the system programming staff so they can verify that the system dump data sets are sized large enough for the
largest CV address space in the system and to ensure that a mechanism is in place to provide for timely offloading
and preservation of the dump. If all the system dump data sets are filled with previous dumps, the CA IDMS CV's SVC
dump cannot be written.

• This functionality is controlled by the following SYSIDMS parameter:
– ABEND_SVC_DUMP=ON|OFF

Controls the system action when an abnormal termination occurs (ABEND). The default (ON) requests an SVC
dump prior to the address space terminating.

NOTE
It is not recommended that this feature be disabled. If the CV address space abends, a dump will be
needed in order to determine the cause of the abend.

• If your site has any SLIPs set with ACTION=NODUMP, and a CV abends for that condition, no dump is taken as a
result. All active SLIPs should be checked for their applicability with respect to the NODUMP action.
For example, if IEASLP00 contains the following SLIP command, and the CV goes into a loop and is cancelled by the
operator, no dump is taken unless the operator issues cancel with the DUMP option:

SLIP SET,C=222,ID=X222,A=NODUMP,END

• If the CV job stream contains any of the abend DD statements (SYSMDUMP, SYSUDUMP, or SYSABEND), this code
does not disable the dump that is generated for the abend. As a result, you receive both an SVC dump and the dump
indicated by the abend DD for the same abend.

If DASD space and cycle time are not critical considerations, it is recommended to allow both a SYSMDUMP and an SVC
dump to be taken in order to maximize the probability of obtaining a useful dump for Technical Support.

Input Mode Processing
When coded in JCL, the LABEL=(,,,IN) option is honored for database files using the EXCP access method. The file's
open mode is forced to input. Any write attempts to the file will fail. If the file is subsequently deallocated, the Label status
will not be preserved. If the file is dynamically reallocated, it can be opened in update mode if a write is issued against the
file.

IBM Health Checker Exploitation

This section describes the health checks that report on CA IDMS systems. The product owner for all CA IDMS health
checks is CA IDMS.

Each health check issues its output as messages to the IBM Health Checker message buffer, which you can view using
SDSF, the HZSPRINT utility, or a log stream that collects a history of check output. The HCHECKER facility in CA
SYSVIEW provides a convenient method for displaying and modifying the status and attributes of a health check.

If a check finds a potential problem, it issues a WTO message, also known as a message exception. The check exception
messages are issued both as WTOs and to the message buffer. The WTO version contains only the message text. The
exception message in the message buffer includes both the text and the explanation of the potential problem, including
the severity. The message buffer exception message also includes information on what to do to fix the potential problems.
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CA IDMS writes information to the JES log about the status of its related health checks whenever a CA IDMS central
version is started. This information is provided even when the IBM Health Checker facility is not active on the z/OS
system.

The full name of each health check for CA IDMS is in the following format:

<check-name>@<system-name>

<check-name> is the basic check name as documented XXXXXXX.

<system-name> is the name of the system as defined by the SYSTEM ID clause on the SYSTEM statement entered
during system generation.

You can use IBM Health Checker syntax to modify the default attributes of a check for a single CA IDMS system. Do this
using one of the following methods:

• Specify the system ID as part of the check name.
• Modify the defaults for some or all systems by using the special wildcard characters * or ?.

IDMS_SCRATCH_IN_MEMORY Health Check

Description

IDMS_SCRATCH_IN_MEMORY checks whether scratch is in memory. This health check issues a medium-level
exception if scratch is not in memory, because the CA IDMS system runs more efficiently when scratch is kept in memory.
This static check runs once during startup.

CA IDMS uses a temporary working storage area referred to as a scratch area. In environments with significant storage
constraints, the scratch area can be supported on DASD through standard file I/O. Typically, the performance of the
CA IDMS system is improved by enabling this scratch area to reside in main storage. Permitting dynamic extensions to
provide for the self-tuning of storage use also improves performance.

Best Practice

Specify SCRATCH IN STORAGE IS YES on the CA IDMS SYSTEM statement.

Parameters

None.

Debug Support

No.

Verbose Support

No.

Reference

For detailed information on setting the SCRATCH IN STORAGE parameter, see the CA IDMS Administrating section.

Messages

See the CA IDMS Messages section.

IDMS_CPU_EFFECTIVENESS Health Check

Description:

The CPU effectiveness of a CA IDMS system is the ratio of CPU received to the elapsed time that CPU was required. This
ratio shows the amount of time that CA IDMS was forced to wait for CPU resources. Low values of CPU effectiveness
indicate serious performance degradation and are often observed as significant response time increases by system users.
This number should exceed 90 percent for production systems. This means CA IDMS is reliably provided with at least
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90 percent of the CPU required for performing assigned tasks. A lower ratio may be adequate for development or test
systems. The ratio that raises an exception can be adjusted for some or all CA IDMS systems.

The CPU effectiveness check is run every 15 minutes, and the CPU effectiveness calculation is based on this interval.
A longer interval is not recommended, because the variation in effectiveness over a longer time period makes the
calculation less meaningful.

The main cause of low CPU effectiveness is insufficient priority assigned to the CA IDMS job or started task. Another
possible cause is high paging rates, indicating that the machine does not have enough real storage to support its current
workload. A final cause is a startup parameter on the EXEC statement that specifies SWAP=Y. Swapping should never be
allowed for a CA IDMS system.

Best Practice

Ensure that the system is running non-swappable by removing any SWAP=Y parameter from the startup JCL. Assuming
that paging rates are acceptable, either increase the IBM Work Load Manager (WLM) velocity goals for CA IDMS or
reduce the amount of higher priority work being run on the LPAR. If this does not relieve the condition and the IBM
Intelligent Resource Director (IRD) is in use, adjust the IRD configuration to reduce the amount of higher priority work
running on the machine. Alternatively, create a separate service class for CA IDMS that is CPU-protected.

Parameters

• CPURATIO(cpu-ratio)
cpu-ratio specifies the minimum CPU effectiveness that is acceptable for the CA IDMS system. This ratio can be
modified to allow some systems to run at a lower effectiveness level without raising an exception.

Debug Support

No.

Verbose Support

No.

Reference

For detailed information on setting EXEC parameters, see the Administrating section.

For information on WLM and IRD, see IBM documentation.

Messages

See the CA IDMS Messages section.

IDMS_CHANGE_TRACKING Health Check

Description:

IDMS_CHANGE_TRACKING checks whether the change tracking feature is in use. Change tracking is recommended
because it facilitates recovery in certain cases, and it can be used to monitor and adjust CA IDMS system parameters. A
medium-level exception is issued if change tracking is not in effect. This static check runs once during start up.

Best Practice

CA Technologies strongly recommends that you enable Change Tracking. Change Tracking permits changing the
database environment of a CV in a fault-tolerant manner. If the CV fails, the runtime database definition is restored
from SYSTRK files during restart, ensuring that the files being updated at the time of failure are the ones recovered by
warmstart.

Parameters

None.

Debug Support
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No.

Verbose Support

No.

Reference

For detailed information on Change Tracking, see the Administrating section.

For information on related administrative procedures, see the CA IDMS Database Administering section.

Messages

See the CA IDMS Messages section.

IDMS_zIIP_USAGE Health Check

Description:

IDMS_ZIIP_USAGE checks whether zIIPs processors are present and in use. If zIIP processors are available and they
are not being used by CA IDMS, it issues a medium-level exception. This check is run once every 24 hours.

CA IDMS optionally exploits zIIP processors on the z9 series and above for the z/OS operating system. This feature
permits offloading computing cycles to the zIIP processors, which increases overall CPU throughput while decreasing
operational costs.

Most CA IDMS system code is eligible to run on a zIIP processor. CA IDMS runtime processing ensures that a non-zIIP
processor is selected to run non-eligible routines, such as: user exits, database procedures, SQL-invoked routines, and
application programs.

Best Practice

Enable zIIP usage for CA IDMS systems where one or more zIIP processors are available.

Parameters

None.

Debug Support

No.

Verbose Support

No.

Reference

For more information on zIIP processing, zIIP Exploitation.

Messages

See the CA IDMS Messages section.

Modifying CA IDMS Health Check Actions

You can modify the default actions for the CA IDMS health checks by changing the policy statements through IBM Health
Check facilities. See IBM's Health Checker for z/OS User's Guide for detailed information on establishing or modifying
policies to control individual Health Checks.

These sample policy statements could be added to a HZSPRMxx member in SYS1.PARMLIB to permanently change the
required CPU effectiveness ratio based on the characteristics of particular CA IDMS systems.
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Example 1

/* This sample policy matches the default value for all IDMS    */

/* systems.                                                     */

/* -------------------------------------------------------------*/

ADDREPLACE POLICY STMT(CPU_EFFECT)

UPDATE CHECK(CA_IDMS,IDMS_CPU_EFFECTIVENESS*)

SEVERITY(HIGH)

PARM('CPURATIO(90)')

INTERVAL(00:15)

ACTIVE

DATE(20120217)

REASON(‘Monitor IDMS systems for adequate CPU resources')

/* This sample policy entirely deactivates CPU Effectiveness    */        /
* checking for test systems.                                   */          

/* This sample assumes that the system ID for each test system  */

/* begins with the letters “TEST”.                              */

/* -------------------------------------------------------------*/

ADDREPLACE POLICY STMT(CPU_EFFECT_TEST)

UPDATE CHECK(CA_IDMS,IDMS_CPU_EFFECTIVENESS@TEST*)

INACTIVE

INTERVAL(00:15)

DATE(20120217)

REASON(‘Our test systems can run at very low priority’)

/* -------------------------------------------------------------*/ 

/* This sample policy enables CPU effectiveness reporting for   */
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/* certain test systems, but with a lower CPU ratio than the    */ /
* default.  It also reduces the message severity if an         */          /
* exception occurs.                                            */

/* Since this policy is updated after the previous one, it      */

/* will take effect for TEST systems with system ids that       */

/* contain the letters QA in columns 7 and 8 of the system id.  */

/* -------------------------------------------------------------*/

ADDREPLACE POLICY STMT(CPU_EFFECT_QA)

UPDATE CHECK(CA_IDMS,IDMS_CPU_EFFECTIVENESS@TEST??QA)

SEVERITY(MEDIUM)

PARM('CPURATIO(70)')

INTERVAL(00:15) 

ACTIVE

DATE(20120217)  

REASON(‘Test QA systems can run at lower priority than production')

Example 2

This sample console command can be used to temporarily lower the interval at which CPU effectiveness is checked. You
might use this on a critical system when you want an alert if CPU effectiveness falls below the desired level even for a
short period of time.

F HZSPROC,UPDATE,CHECK(CA_IDMS,IDMS_CPU_EFFECTIVENSS@PROD100),

INTERVAL=(00:01)

CA OPS/MVS Integration for z/OS

CA IDMS provides internal communications with the CA OPS/MVS Application Program Interface (API), employing
START/UP/STOP/DOWN state notifications, heartbeats, and passes specific messages into the OPSLOG facility. This
helps ease the automation of the production copies of CA IDMS.

State Reporting

CA IDMS reports its current state information to the System State Manager (SSM) component of CA OPS/MVS via the
OPS/MVS generic event API. This state can be forwarded to other Common Service components such as the MM Status
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Monitor. CA OPS/MVS generates these messages into the JES log whenever the status of the CA IDMS system changes,
as in the following example:

OPSQNOTIFY CASTATE API received for <jobname> with STARTING , Version R18.0 and Level BAT  nnn a=008E

OPO1370H <jobname> X'0000' X'0000' X'0200' NONE  300 OPSLOGSV   CASTATE <jobname> applid:CAIDMS version:R18.0 level:BAT  nnn

OPSQNOTIFY CASTATE API received for <jobname> with UP , Version R18.0 and Level BAT  nnn a=008E

OPO1370H <jobname> X'0000' X'0000' X'0200' NONE  300 OPSLOGSV   CASTATE <jobname> applid:CAIDMS version:R18.0 level:BAT  nnn

OPSQNOTIFY CASTATE API received for <jobname> with STOPPING , Version R18.0 and Level BAT  nnn a=008E

OPO1370H <jobname> X'0000' X'0000' X'0200' NONE  300 OPSLOGSV   CASTATE <jobname> applid:CAIDMS version:R18.0 level:BAT  nnn

OPSQNOTIFY CASTATE API received for <jobname> with DOWN , Version R18.0 and Level BAT  nnn a=008E

OPO1370H <jobname> X'0000' X'0000' X'0200' NONE  300 OPSLOGSV   CASTATE <jobname> applid:CAIDMS version:R18.0 level:BAT  nnn

The CA OPS/MVS OPSVIEW facility is able to manage and display System State Manager resources and its states:

SSM Resource Status----------- CA31 -- O P S V I E W --------- Row 1 to 5 of 5
 Date/Time: 2010/08/03 11:50                       Filtered: N   View ===> ALL  
 System: *        SSM Mode: ACTIVE   Version: 2                  Wait ===> 10   
                                States              Modes                       
 Cm Sta Resource Name      Current  Desired  Res Pre Ref Tng Action   Message   
 -- --- ------------------ -------- -------- --- --- --- --- -------- ----------
 __     SYSTEM71           DOWN     UP        A   A   A   N  ACTIVE             
 __     SYSTEM72           UP       UP        A   A   A   N  ACTIVE             
 __     SYSTEM73           STARTING UP        A   A   A   N  ACTIVE             
 __     SYSTEM74           STOPPING UP        A   A   A   N  ACTIVE             
 ******************************* Bottom of data ********************************
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 Command ===> ________________________________________________ Scroll ===> CSR 
  F1=Help      F2=Split     F3=Exit      F4=Return    F7=Up        F8=Down      
  F9=Swap     F10=Tleft    F11=Tright   F12=Retrieve

Heartbeats

Heartbeats are used by applications to report that they are alive, their current processing status, and the reason for that
status. This status can be forwarded to other Common Service components such as the MM Status Monitor and the Alert
Monitor. CA IDMS currently reports a NORMAL status to indicate that the IDMS system is alive every five seconds. CA
OPS/MVS generates messages whenever a change in status is detected, as follows:

OPO1370H <jobname> X'0000' X'0000' X'0200' NONE  300 OPSONOTIFY CAHEARTBT received for <jobname>  applid:CAIDMS version:R18.0

OPSONOTIFY CAHEARTBT received for <jobname>  applid:CAIDMS version:R18.0 level:BAT  nnn status:NORMAL reason:ACTIVE

Heartbeat messages only appear in the log when there is a change. For example, when a product is no longer
communicating a NORMAL state or no longer communicating at the expected interval. Likewise, when a problem
does occur, the error is only reported in the log once. No other messages are received until the heart beats have been
resumed.

Message Handling

CA IDMS employs OPS/MVS API calls to pass log, trace, and journal dump requests into OPS/MVS OPSLOG and to the
OPS/MVS rules engine. CA IDMS currently pass these messages into OPSLOG:

• DC050001 - Log % full message?
• DC050004 - Log is FULL message?
• DC205003 - Journal message?
• DC050024 - TRC % FULL message?
• DC050027 - TRC is FULL message?

If any of these messages are encountered, an OPS/MVS API event is generated. You can then write your own API rule to
take a specific action. See the Appendix Sample OPS/MVS API rule for a working example.

CA IDMS passes the event name to the OPS/MVS rules engine based on following rules:

CAIDMSxxxn

xxx can be

LOG for DC050001,DC050004 messages

• JNL for DC205003 messages
• TRC for DC050024,DC050027 messages

n can be:

A numeric value in range of 0 - 9 which means the LOG/TRC is 0 - 99% full in 10% increments, e.g. CAIDMSLOG8
means an event has been generated that the log is about 80% - 89% full.
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• A “F” letter which means the log or TRC is full. For example CAIDMSTRCF.

Implementation CA OPS/MVS API rules

CA OPS/MVS Automated Operations Facility (AOF) can take an action in response to various types of system events. CA
IDMS exploits API events to enable easy implementation of AOF rules which permit automation of the production copies
of CA IDMS.

Notes:

• For information on how to implement CA OPS/MVS rules, refer to the CA OPS/MVS® Event Management and
Automation - AOF Rules Using section.

• For information on how to automate the offloading / archiving processes for DC log, DC traces and journals on CA
IDMS, see the Appendix Sample OPS/MVS API rule.

Sample z/OS JCL
Contents

Library, Dataset, and File Name References in z/OS JCL

References are made to the following libraries, Datasets, and file names in z/OS JCL or elsewhere in this section.

For more information on libraries and Datasets see the Installing section for z/OS.

• asfData
Ddname of the ASF Data (IDMSR-AREA2) area

• asfdefn
Ddname of the ASF Data definition (IDMSR-AREA2) area

• asfdml
Ddname of the ASF dictionary definition (DDLDML) area

• asflod
Ddname of the ASF dictionary definition load (DDLDCLOD) area

• dccat
Ddname of the system dictionary catalog (DDLCAT) area

• dccatl
Ddname of the system dictionary catalog load (DDLCATLOD) area

• dccatx
Ddname of the system dictionary catalog index (DDLCATX) area

• dcdml
Ddname of the system dictionary definition (DDLDML) area

• dclod
Ddname of the system dictionary definition load (DDLDCLOD) area

• dclog
Ddname of the system log (DDLDCLOG) area

• dcmsg
Ddname of the system message (DDLDCMSG) area

• dcrun
Ddname of the system queue (DDLDCRUN) area

• dcscr
Ddname of the system scratch (DDLDCSCR) area

• dcucfsys
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Name assigned at link edit time to the executable module that starts up DC/UCF. This name is normally RHDCOMVS,
which is linked in CAGJLOAD during the installation of CA IDMS.

• dictdb
Ddname of the application dictionary definition area

• dirldb
Ddname of the IDMSDIRL definition (DDLDML) area

• dirllod
Ddname of the IDMSDIRL definition load (DDLDCLOD) area

• dloddb
Ddname of the application dictionary definition load (DDLDCLOD) area

• empdemo
Ddname of the EMP-DEMO-AREA area

• empldemo
Ddname of the EMPLAREA area

• idmsloga
Ddname of the first sequential log file

• idms.appldict.ddldclod
Data set name of the application dictionary definition load (DDLDCLOD) area

• idms.appldict.ddldml
Data set name of the application dictionary definition (DDLDML) area

• idms.asfdict.asfData
Data set name of the ASF Data (IDMSR-AREA2) area

• idms.asfdict.asfdefn
Data set name of the ASF Data definition (IDMSR-AREA) area

• idms.asfdict.ddldclod
Data set name of the ASF dictionary definition load (DDLDCLOD) area

• idms.asfdict.ddldml
Data set name of the ASF dictionary definition (DDLDML) area

• idms.cagjcics
Name of the CA IDMS CICS library used by TPSORT.
This library exists only if you installed the CICS option.

• idms.cagjload
Data set name of the load library containing the vanilla CA IDMS programs

• idms.cagjmac
Name of the CA IDMS macro library

• idms.cagjsrc
Name of the CA IDMS source library

• idms.custom.jcllib
Name of the JCL library created during configuration. Some members in this library are tailored to your site during
the configuration phase of the install process. Others are samples that can be modified for later use during manual
configuration.

• idms.custom.loadlib
Data set name of the library containing the load modules customized during configuration.

• idms.custom.srclib
Data set name of the library containing the source modules customized during configuration.

• idms.dba.loadlib
Data set name of the load library containing the DMCL, Database name table, and programs associated with demo
databases.

• idms.empdemo.emdemo
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Data set name of the EMP-DEMO-AREA area of the Commonweather Database
• idms.empdemo.insdemo

Data set name of the INS-DEMO-AREA area of the Commonweather Database
• idms.empdemo.orgdemo

Data set name of the ORG-DEMO-AREA area of the Commonweather Database
• idms.j1jrnl / idms.j4jrnl

Data set name of the first through fourth disk journal file
• idms.projseg.projdemo

Data set name of the PROJAREA area of the Commonweather (SQL-defined) Database
• idms.sqldemo.empldemo

Data set name of the EMPLAREA area of the Commonweather (SQL-defined) Database
• idms.sqldemo.indxdemo

Data set name of the INDXAREA area of the Commonweather (SQL-defined) Database
• idms.sqldemo.infodemo

Data set name of the INFOAREA area of the Commonweather (SQL-defined) Database
• idms.startup.loadlib

Data set name of the load library containing the IDMS startup module
• idms.sysctl

Data set name of the SYSCTL file
• idms.systrk

Data set name of the SYSTRK file
• idms.sysdirl.ddldclod

Data set name of the IDMSDIRL definition load (DDLDCLOD) area
• idms.sysdirl.ddldml

Data set name of the IDMSDIRL definition (DDLDML) area
• idms.sysloc.ddlocscr

Data set name of the local mode system scratch (SYSLOC.DDLOCSCR) area
• idms.sysmsg.ddldcmsg

Data set name of the system message (DDLDCMSG) area
• idms.syssnap

Data set name of the sequential log file
• idms.syssql.ddlcat

Data set name of the SQL catalog (DDLCAT) area
• idms.syssql.ddlcatld

Data set name of the SQL catalog (DDLCATLOD) area
• idms.syssql.ddlcatx

Data set name of the SQL catalog index (DDLCATX) area
• idms.system.ddldccat

Data set name of the system dictionary catalog (DDLCAT) area
• idms.system.ddlcatld

Data set name of the system dictionary catalog load (DDLCATLOD) area
• idms.system.ddldcatx

Data set name of the system dictionary catalog index (DDLCATX) area
• idms.system.ddldclod

Data set name of the system dictionary definition load (DDLDCLOD) area
• idms.system.ddldclog

Data set name of the system log (DDLDCLOG) area
• idms.system.ddldcrun

Data set name of the system queue (DDLDCRUN) area
• idms.system.ddldcscr
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Data set name of the system scratch (DDLDCSCR) area
• idms.system.ddldml

Data set name of the system dictionary definition (DDLDML) area
• idms.sysuser.ddlsec

Data set name of the system user catalog (SYSUSER.DDLSEC) area
• indxdemo

Ddname of the INDXAREA area
• infodemo

Ddname of the INFOAREA area
• insdemo

Ddname of the INS-DEMO-AREA area
• j1jrnl / j4jrnl

Ddname of the first through fourth disk journal file
• language.runtime.lib

Data set name of the runtime support library for COBOL, PL/I, and so on.
• orgdemo

Ddname of the ORG-DEMO-AREA area
• projdemo

Ddname of the PROJDEMO area
• region-size

Size of the region in which the DC/UCF system is built; this amount should include the FREESTG storage reserved by
the startup PARM statement or the default.

• secdd
Ddname of the system user catalog (SYSUSER.DDLSEC) area

• sqldd
Ddname of the SQL catalog (DDLCAT) area

• sqllod
Ddname of the SQL catalog load (DDLCATLOD) area

• sqlxdd
Ddname of the SQL catalog index (DDLCATX) area

• sysctl
Ddname of the SYSCTL file

• systrk
Ddname used for SYSTRK files (For more information on referencing SYSTRK files, see Change Tracking.)

• userdb
Ddname of the user Database or application dictionary file

• user.userdb
Data set name of the user Database or application dictionary

• your.application.loalib
Data set name of the load library containing user-written application programs.

• your.authorized.loadllib
Data set name of the authorized DC/UCF/CV Startup load library. This library is needed as the only library in the
startup Steplib if any of the following are true:
– The zIIP exploitation feature is in effect. See zIIP Exploitation for more information.
– The z/OS parameter AllowUserKeyCSA(NO) is in effect. See Storage Key Considerations for z/OS CSA subpools

for information.
– The CA IDMS SVC is installed with parameter AUTHREQ=YES. See z/OS for more information.

• your.custom.lib
Data set name of the load or object library containing user-written programs, such as exits and built-in functions.
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This may be the same library that contains the load modules customized during configuration.
• zOS.maclib

Data set name of the z/OS macro library

z/OS Assemble and Link-Edit JCL

Use the following JCL to assemble and link-edit a module in z/OS.

//ASMCL   EXEC HLASMCL

//C.SYSLIB   DD DISP=SHR,DSN=zOS.maclib

//           DD DISP=SHR,DSN=idms.cagjmac

//C.SYSIN    DD DISP=SHR,DSN=idms.custom.srclib(source-member)

//L.SYSLMOD  DD DISP=SHR,DSN=idms.custom.loadlib

//L.CAGJLOAD DD DISP=SHR,DSN=idms.cagjload

//L.CUSTLIB  DD DISP=SHR,DSN=your.custom.lib

//L.SYSIN DD *

 binder-statements

/*

Replace the variables in the JCL:

• source-member
Replace source-member with the name of the member containing the source to be assembled.

• binder-statements
Replace binder-statements with the binder input statements appropriate to the load module being created.

z/OS Link-Edit JCL

Use the following JCL to link-edit a module in z/OS:

//LNKUXIT EXEC PGM=HEWL,

//             PARM=(XREF,MAP,LET,LIST,NCAL)

//SYSPRINT DD  SYSOUT=*

//SYSUT1   DD  DSN=&&SYSUT1,UNIT=VIO,SPACE=(1700,(600,100))

//SYSLMOD  DD  DISP=SHR,DSN=idms.custom.loadlib

//CAGJLOAD DD  DISP=SHR,DSN=idms.cagjload
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//CUSTLIB  DD  DISP=SHR,DSN=your.custom.lib

//SYSLIN   DD *

 binder-statements

/*

Replace the variables in the JCL:

• binder-statements
Replace binder-statements with the binder input statements appropriate to the load module being created.

z/OS DC/UCF Startup JCL

z/OS DC/UCF startup

//         EXEC PGM=dcucfsys,REGION=region-size

//STEPLIB  DD DSN=your.authorized.loadlib,DISP=SHR

Or 

//STEPLIB  DD DSN=idms.cagjload,DISP=SHR

//CDMSLIB  DD DSN=idms.dba.loadlib,DISP=SHR

//         DD DSN=idms.custom.loadlib,DISP=SHR

//         DD DSN=idms.cagjload,DISP=SHR

//         DD DSN=your.application.loadlib,DISP=SHR

//j1jrnl   DD DSN=idms.j1jrnl,DISP=SHR

//j2jrnl   DD DSN=idms.j2jrnl,DISP=SHR

//j3jrnl   DD DSN=idms.j3jrnl,DISP=SHR

//j4jrnl   DD DSN=idms.j4jrnl,DISP=SHR

//dcdml    DD DSN=idms.system.ddldml,DISP=SHR

//dclod    DD DSN=idms.system.ddldclod,DISP=SHR

//dccat    DD DSN=idms.system.ddldccat,DISP=SHR

//dccatx   DD DSN=idms.system.ddldcatx,DISP=SHR
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//dccatl   DD DSN=idms.system.ddlcatld,DISP=SHR

//secdd    DD DSN=idms.sysuser.ddlsec,DISP=SHR

//dcmsg    DD DSN=idms.sysmsg.ddldcmsg,DISP=SHR

//dclog    DD DSN=idms.system.ddldclog,DISP=SHR

//dcrun    DD DSN=idms.system.ddldclrun,DISP=SHR

//dcscr    DD DSN=idms.system.ddldcscr,DISP=SHR

//sqldd    DD DSN=idms.syssql.ddlcat,DISP=SHR

//sqllod   DD DSN=idms.syssql.ddlcatld,DISP=SHR

//sqlxdd   DD DSN=idms.syssql.ddlcatx,DISP=SHR

//dictdb   DD DSN=idms.appldict.ddldml,DISP=SHR

//dloddb   DD DSN=idms.appldict.ddldclod,DISP=SHR

//dirldb   DD DSN=idms.sysdirl.ddldml,DISP=SHR

//dirllod  DD DSN=idms.sysdirl.ddldclod,DISP=SHR

//asfdml   DD DSN=idms.asfdict.ddldml,DISP=SHR

//asflod   DD DSN=idms.asfdict.ddldclod,DISP=SHR

//asfdefn  DD DSN=idms.asfdict.asfdefn,DISP=SHR

//asfdata  DD DSN=idms.asfdict.asfdata,DISP=SHR

//empdemo  DD DSN=idms.empdemo.empdemo,DISP=SHR

//insdemo  DD DSN=idms.empdemo.insdemo,DISP=SHR

//orgdemo  DD DSN=idms.empdemo.orgdemo,DISP=SHR

//empldemo DD DSN=idms.sqldemo.empldemo,DISP=SHR

//infodemo DD DSN=idms.sqldemo.infodemo,DISP=SHR

//indxdemo DD DSN=idms.sqldemo.indxdemo,DISP=SHR

//projdemo DD DSN=idms.projseg.projdemo,DISP=SHR

//userdb   DD DSN=user.userdb,DISP=SHR
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additional database file assignments, as necessary

//SYSOUT   DD SYSOUT=A,

//         DCB=(RECFM=VBA,LRECL=137,BLKSIZE=1370)

//idmsloga DD DSN=idms.syssnap,DISP=SHR  << multitasking only

//SYSUDUMP DD SYSOUT=A

//sysctl   DD DSN=idms.sysctl,DISP=SHR   << optional if CA IDMS SVC is used

//systrk   DD DSN=idms.systrk,DISP=SHR   << optional if change tracking is used

teleprocessing network assignments, as necessary

//SYSIDMS  DD  *

SYSIDMS parameters, as required

A set of startup JCL tailored to your site is created in the STARTUP member of your custom JCL library during the
configuration phase of the install process.

z/VSE Considerations
Cross-Address Space Communication http://wiki-dev.ca.com/display/IDMS/Cross-Address+Space+Communication

Users can use cross-address space communication. For example, this allows you to run CICS, DC/UCF, and batch jobs
each in a separate address space, if desired.

Because this feature uses the shared virtual area (SVA) for communications, you may need to expand the amount of
storage allocated to the SVA. The following considerations apply:

• The SVA size is dependent on the number of external request units defined for use in the DC/UCF system.
• Each DC/UCF system has its own SVA storage needs. For example, two DC/UCF systems take up twice the amount

of space in the SVA.

For more information, see the following topics:

Storage Considerations For the Batch External Interface
The batch external interface causes all storage allocation and program loading to occur in the program partition GETVIS
area. To allocate enough storage, you must include a SIZE parameter in the EXEC statement in the batch program
execution JCL.

The SIZE parameter must allow for space beyond the size of the partition. The following conditions apply to specifying the
SIZE parameter on the EXEC statement:

• The SIZE parameter must be large enough to allow the program and the batch interface to be loaded.
• The SIZE parameter must be small enough to allow all other modules to be loaded in the remaining space.
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For example, if PROG1 executes in a 1000K partition, the program execution JCL might contain:

// EXEC PROG1,SIZE=300K

The SIZE specification in the above statement allows 300K for PROG1 and the batch interface, leaving 700K for all other
modules, as shown below:

                Partition
             ───────────────────────────────
Address 0    IDMS
             PROG1                   (300K)
             ───────────────────────────────
             IDMSDBMS
             IDMSDBIO
             IDMSSPF                 GETVIS area
             DMCL module             (700K)

             DMCL buffers
             subschema
                .
                .
                .
                .
                .
             additional modules
             ──────────────────────────────────

Overriding z/VSE File Specifications at Runtime
You can override z/VSE file specifications for batch jobs that run under the central version or in local mode by using the
SYSIDMS parameter file. The SYSIDMS parameter file allows, among other things, z/VSE users to specify information on
sequential files used by CA tools and utilities. Specifically, you can specify the following information:

• The file's file type
• A block size
• A block factor
• A device address
• Whether to use labels for a tape file
• Whether to activate a facility that allows tape files to span multiple volumes
• How a tape file should be positioned when it is opened or closed

NOTE
For more information on the SYSIDMS parameter file, see the Common Facilities Guide

Implementing z/VSE Job Accounting Support
z/VSE job accounting support is required to collect CPU times for use by DC/UCF timer facilities. Job accounting support
is enabled at z/VSE IPL time. The job accounting interface is enabled by using JA=YES specification in the IPL SYS
command within the Automatic System Initialization procedure (ASI PROC).
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SVA-eligible Nucleus Modules
Most nucleus modules are reentrant and are eligible to be put in the SVA. To get a list of nucleus modules, you can a
issue a DCMT DISPLAY MEMORY NUCLEUS command. The following nucleus modules are not SVA eligible:

• IDMSNLT
• RHDCCSA
• RHDCNLT
• RHDCNTRY
• RHDCODVS
• RHDCSCRN

NOTE
RHDCBANR, as distributed, is eligible for the SVA; if you modify the source, it is no longer reentrant.
RHDCUXIT is also eligible provided the exit(s) you are using are reentrant.

User mode programs (anything with a #BALI or IDMSBALI linked with it) cannot be in the SVA. However, non-executable
load modules can be. These include CA ADS dialogs, ADSA application load modules, maps, subschemas, and IDD
tables.

WARNING
Some utilities modify the set membership options for the subschema tables. Therefore, the subschema to
be used by Step IDMSDBL2 within the RELOAD and FASTLOAD utilities and by Step IDMSDBL4 within the
RELOAD, FASTLOAD, MAINTAIN INDEX, and MAINTAIN ASF utilities must not be linked with the attribute
reentrant in the SVA.

Any other module that might be loaded but which does not issue IDMS or DC calls is eligible, provided it is truly reentrant.

NOTE
The size of the SVA has a direct effect on the region size available for the private address space. Consult with
the operating system systems programmer to assign the size.

Sample z/VSE JCL

Library, Dataset, and File Name References in z/VSE JCL

The process of installating IDMS includes the following steps:

1. An IDMS library is created or updated with a number of sub-libraries. For ease of access, the IDMS library can be
added to standard labels.

2. IDMSLBLS.PROC is installed into the IDMS library.

What is the IDMSLBLS Procedure

IDMSLBLS is a procedure provided during a CA IDMS z/VSE installation. It contains file definitions for the following CA
IDMS components which are provided during installation:

• Dictionaries
• Sample databases
• Disk journal files
• SYSIDMS file

The IDMSLBLS procedure is tailored during the installation to reflect the file names and definitions in use at your site.

The sample z/VSE JCL provided in this document includes the IDMSLBLS procedure. Therefore, individual file definitions
for CA IDMS dictionaries, sample databases, disk journal files, and SYSIDMS file are not included in the sample JCL.

References are made to the following libraries, datasets, and file names in z/VSE JCL or elsewhere in this section:
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NOTE
For more information on libraries and datasets see the Installing section for z/VSE.

• asfData
Filename of the ASF Data (IDMSR-AREA2) area

• asfdefn
Filename of the ASF Data definition (IDMSR-AREA2) area

• asfdml
Filename of the ASF dictionary definition (DDLDML) area

• asflod
Filename of the ASF dictionary definition load (DDLDCLOD) area

• dccat
Filename of the system dictionary catalog (DDLCAT) area

• dccatl
Filename of the system dictionary catalog load (DDLCATLOD) area

• dccatx
Filename of the system dictionary catalog index (DDLCATX) area

• dcdml
Filename of the system dictionary definition (DDLDML) area

• dclod
Filename of the system dictionary definition load (DDLDCLOD) area

• dclog
Filename of the system log (DDLDCLOG) area

• dcmsg
Filename of the system message (DDLDCMSG) area

• dcrun
Filename of the system queue (DDLDCRUN) area

• dcscr
Filename of the system scratch (DDLDCSCR) area

• dictdb
Filename of the application dictionary definition area

• dirldb
Filename of the IDMSDIRL definition (DDLDML) area

• dirllod
Filename of the IDMSDIRL definition load (DDLDCLOD) area

• dloddb
Filename of the application dictionary definition load (DDLDCLOD) area

• empdemo
Filename of the EMP-DEMO-AREA area

• empldemo
Filename of the EMPLAREA area

• idmsloga
Filename of the first sequential log file

• idms.appldict.ddldclod
File-ID of the application dictionary definition load (DDLDCLOD) area

• idms.appldict.ddldml
File-ID of the application dictionary definition (DDLDML) area

• idms.asfdict.asfData
File-ID of the ASF Data (IDMSR-AREA2) area

• idms.asfdict.asfdefn
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File-ID of the ASF Data definition (IDMSR-AREA) area
• idms.asfdict.ddldclod

File-ID of the ASF dictionary definition load (DDLDCLOD) area
• idms.asfdict.ddldml

File-ID of the ASF dictionary definition (DDLDML) area
• idmslib.custlib

Name of the library.sublib containing CA IDMS programs customized for your site during the installation process or
created during post-installation configuration.

• idmslib.dbalib
Name of the library.sublib containing the DMCL, Database name table, and programs associated with demo databases

• idms.empdemo.emdemo
File-ID of the EMP-DEMO-AREA area of the Commonweather Database

• idms.empdemo.insdemo
File-ID of the INS-DEMO-AREA area of the Commonweather Database

• idms.empdemo.orgdemo
File-ID of the ORG-DEMO-AREA area of the Commonweather Database

• idmslib.idmsbase
Name of the library.sublib containing the installed non-customized CA IDMS modules

• idmslib.idmsupp
Name of the library.sublib containing the CA IDMS module used for Upper-Case-Only Terminal support

• idms.j1jrnl / idms.j4jrnl
File-ID of the first through fourth disk journal file

• idms.projseg.projdemo
File-ID of the PROJAREA area of the Commonweather (SQL-defined) Database

• idms.sqldemo.empldemo
File-ID of the EMPLAREA area of the Commonweather (SQL-defined) Database

• idms.sqldemo.indxdemo
File-ID of the INDXAREA area of the Commonweather (SQL-defined) Database

• idms.sqldemo.infodemo
File-ID of the INFOAREA area of the Commonweather (SQL-defined) Database

• idms.startup.loadlib
File-ID of the load library containing the IDMS startup module

• idms.sysctl
File-ID of the SYSCTL file

• idms.systrk
File-ID of the SYSTRK file

• idms.sysdirl.ddldclod
File-ID of the IDMSDIRL definition load (DDLDCLOD) area

• idms.sysdirl.ddldml
File-ID of the IDMSDIRL definition (DDLDML) area

• idms.sysloc.ddlocscr
File-ID of the local mode system scratch (SYSLOC.DDLOCSCR) area

• idms.sysmsg.ddldcmsg
File-ID of the system message (DDLDCMSG) area

• idms.syssnap
File-ID of the sequential log file

• idms.syssql.ddlcat
File-ID of the SQL catalog (DDLCAT) area

• idms.syssql.ddlcatld
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File-ID of the SQL catalog (DDLCATLOD) area
• idms.syssql.ddlcatx

File-ID of the SQL catalog index (DDLCATX) area
• idms.system.ddldccat

File-ID of the system dictionary catalog (DDLCAT) area
• idms.system.ddlcatld

File-ID of the system dictionary catalog load (DDLCATLOD) area
• idms.system.ddldcatx

File-ID of the system dictionary catalog index (DDLCATX) area
• idms.system.ddldclod

File-ID of the system dictionary definition load (DDLDCLOD) area
• idms.system.ddldclog

File-ID of the system log (DDLDCLOG) area
• idms.system.ddldcrun

File-ID of the system queue (DDLDCRUN) area
• idms.system.ddldcscr

File-ID of the system scratch (DDLDCSCR) area
• idms.system.ddldml

File-ID of the system dictionary definition (DDLDML) area
• idms.sysuser.ddlsec

File-ID of the system user catalog (SYSUSER.DDLSEC) area
• indxdemo

Filename of the INDXAREA area
• infodemo

Filename of the INFOAREA area
• insdemo

Filename of the INS-DEMO-AREA area
• j1jrnl / j4jrnl

Filename of the first through fourth disk journal file
• language.runtime.lib

File-ID of the runtime support library for COBOL, PL/I, and so on.
• orgdemo

Filename of the ORG-DEMO-AREA area
• projdemo

Filename of the PROJDEMO area
• region-size

Size of the region in which the DC/UCF system is built; this amount should include the storage specified on the
FREESTG startup PARM.

• secdd
Filename of the system user catalog (SYSUSER.DDLSEC) area

• sqldd
Filename of the SQL catalog (DDLCAT) area

• sqllod
Filename of the SQL catalog load (DDLCATLOD) area

• sqlxdd
Filename of the SQL catalog index (DDLCATX) area

• sysctl
Filename of the SYSCTL file

• systrk
Filename used for SYSTRK files
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NOTE
For more information on referencing SYSTRK files, see Change Tracking.

• userdb
Filename of the user Database or application dictionary file

• user.userdb
File-ID of the user Database or application dictionary

• user.appllib
Name of the library.sublib containing user-written application programs.

z/VSE Assemble JCL

Use the following JCL to assemble a source module and catalog the resulting object deck:

// LIBDEF *,SEARCH=(idmslib.custlib,                                   X

               idmslib.idmsupp,                                        X

               idmslib.idmsbase)                          

// LIBDEF *,CATALOG=idmslib.custlib                                      

// DLBL IJSYSPH,’WRK1WORK’                     

// EXTENT  SYSPCH,wrkvol,1,0,begin-track,number-of=tracks

ASSIGN  SYSPCH,DISK,VOL=wrkvol,SHR

// OPTION  DECK,LIST,NORLD,NOXREF                                       

// EXEC ASMA90,SIZE=(ASMA90,64K),                                      X

               PARM='CPAT(SYSL),EX(LBX(EDECKXIT(ORDER=AE))),FOLD,OP(ESAX

               )'                                                       

         Assembler input statements                        

         END                                                            

/*                                                                      

CLOSE SYSPCH,PUNCH

// DLBL IJSYSIN,'WRK1WORK'

// EXTENT SYSIPT,wrkvol

ASSIGN SYSIPT,DISK,VOL=wrkvol,SHR
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// EXEC LIBR,PARM='ACCESS SUBLIB=idmslib.custlib'

CLOSE SYSIPT,READER

/*

z/VSE Link JCL

Use the following JCL to link an executable phase using previously assembled object modules:

// LIBDEF *,SEARCH=(idmslib.custlib,                                   X

               idmslib.idmsupp,                                        X

               idmslib.idmsbase)                          

// LIBDEF PHASE,CATALOG=idmslib.custlib                                 

// OPTION CATAL

  Linkage editor control statements

// EXEC LNKEDT,SIZE=128K,PARM=’MSHP’

/* 

z/VSE DC/UCF Startup JCL

Use the following JCL to start your DC/UCF system

// OPTION LOG

// LIBDEF *,SEARCH=(idmslib.sublib)

// LIBDEF PHASE,CATALOG=(idmslib.sublib)

// EXEC PROC=IDMSLBLS

*Additional database file assignments, as necessary

*Additional teleprocessing network definitions, as necessary

*Additional journal file assignments, as necessary

// EXEC IDMSDC,SIZE=40K
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Input SYSIDMS parameters, as necessary

/*

DC/UCF Test Environment
This section contains the following topics:

DC/UCF Test EnvironmentOverview
DC/UCF provides facilities for establishing a test environment in which a mix of test and production application programs
execute under one DC/UCF system in a controlled fashion. When you use the test environment, multiple copies of the
same program can exist in one DC/UCF system as follows:

• The production copy of a program is the copy defined with a version number of 1. By default, DC/UCF executes
version 1 programs for an application.

• Each test copy of a program is assigned a version number other than 1 when the program is added to the system.

The term program refers to various types of definitions, including the following:

• Assembler, COBOL, and PL/I programs
• Database procedures
• Dialogs (CA ADS and CA ADS Batch)
• Edit and code tables
• Maps
• Subschemas
• Access modules

Test version number

When you enable the test facility for your terminal session, you specify a test version number. DC/UCF then uses the test
version number to determine which copy of a program to execute at runtime. As shown in the diagram below, DC/UCF
executes programs with the test version number whenever possible.

When one application contains several programs that require testing, you give the same version number to all test
programs that are to be executed during the same test.

For example, assume that modifications to production program A require you also to execute a slightly modified copy of
program B. In this case, you assign the same test version number (for example, 5) to the test copies of both programs A
and B as shown in the following diagram:

1. You define a test version number for your terminal session:
   DCUF TEST 5
2. You execute an application:

                                    Version 5 programs
                                 are executed whenever possible
                                     │
 ┌──────────┐                   ┌────▼──────┐
 │ Program A│                   │ Program A │
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 │ Version 1│                   │ Version 5 │
 └──────────┘                   └────┬──────┘
                                     │
                                     │

                                     │
 ┌──────────┐                   ┌────▼──────┐
 │ Program B│                   │ Program B │
 │ Version 1│                   │ Version 5 │
 └──────────┘                   └────┬──────┘
                                     │
      ┌──────────────────────────────┘
      │
 ┌────▼─────┐
 │ Program C│
 │ Version 1│
 └────┬─────┘

      │
      │
      │
 ┌────▼─────┐
 │ Program D│
 │ Version 1│
 └────┬─────┘
      │
      │
      ▼

Programs and the Test Environment
Contents

The DC/UCF test environment allows you to define multiple copies of the same program in one DC/UCF system. The way
that each copy of a given program is differentiated from other copies of the program depends on whether the programs
are stored in:

• A dictionary load (DDLDCLOD or DDLCATLOD) area
• Load (core-image) libraries

Specific discussions about programs in load areas and programs in load (core-image) libraries are provided on the
following pages, after the general considerations presented below.

General Considerations

As a safeguard, it is advisable to enable storage protection for test programs to prevent them from updating storage
belonging to other programs. At system generation time, storage protection is enabled by using both the SYSTEM and
PROGRAM statements.
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Storage protection can also be enabled for a program at runtime by means of the DCMT VARY PROGRAM STORAGE
PROTECT ON command (provided that PROTECT is specified in the system generation SYSTEM statement).

Subschema load modules can be generated with different version numbers. However, the source copy of the subschema
always has a version number of 1.

Programs in the Load Areas

When storing multiple copies of a program in either the DDLDCLOD and DDLCATLOD dictionary load areas, you
differentiate each copy of the program from other copies by the unique combination of:

• Version number
• Dictionary name
• Node name

In the following example, each of the following copies of PROGRAMA is identified by a unique combination of version
number and dictionary name:

Program name Version number Dictionary name
PROGRAMA 1 TESTDICT
PROGRAMA 5 TESTDICT
PROGRAMA 5 QADICT

Defining a Program to the System

You specify the version number, dictionary name, and/or node name for a program when you define the program in the
load area. A program is defined to the system in one of the following ways:

• Manually by using the system generation PROGRAM statement
• Automatically by using a CA IDMS compiler (for example, the subschema compiler) or a CA IDMS development tool

(for example, ADSC or ADSOBCOM)
• Dynamically by using the DCMT VARY DYNAMIC program command at runtime

More Information

• For more information on defining programs, see the Administrating section.
• For more information on the DCMT VARY DYNAMIC PROGRAM command, see the CA IDMS System and Task

Operator Reference section.

Programs in Load (core-image) Libraries

The number of load (core-image) libraries that can be defined at your site depends on your operating system as follows:

• Under z/VSE, you can concatenate multiple load (core-image) libraries in one LIBDEF statement.
• Under z/OS and z/VM, a DC/UCF system can have multiple load libraries.

NOTE
Load libraries must not be allowed to create multiple extents. Multiple extents will result in I/O error messages
and messages stating a module cannot be found.

When storing multiple copies of a program in load libraries, you differentiate each copy of the program from other copies
by assigning each copy to a different load library. For example, you can store one copy in the CDMSLIB load library and
another copy in the V0005 load library.

Library version numbers
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By default, load (core-image) libraries in the test environment have version numbers. When the test environment searches
for a program by version number, it searches for the program in the load (core-image) library that has the current version
number. Programs in a given load (core-image) library have the same version number as the library:

• Programs in CDMSLIB are version 1 (production) programs.
• Programs in other load libraries (under z/OS and z/VM) receive the version number given by the 4-character numeric

suffix of the load library's ddname/linkname. For example, a program in V0005 has a version number of 5. A program
in V0010 has a version number of 10.

Load lists

The load list in effect when you use the test environment overrides the way that the test environment selects load libraries
based on version numbers. More information on load lists is given later in this section.

Dynamically loading a program

A program can be added to a library after system startup and then used for runtime operations by requested that DC/UCF
load a new copy of the program. You can use the DCMT VARY PROGRAM NEW COPY command to request a new copy
of a defined program.

Load library status

You can vary load libraries online or offline by means of the DCMT VARY LOADLIB command. A load library that you've
varied offline will not be searched. To examine load library status, use the DCMT DISPLAY LOADLIB command.

CA ICMS systems

At z/OS sites, one or more test load libraries can be set up to facilitate testing and migration under CA ICMS. Due to
overhead considerations, the smallest group of CA ICMS users should be assigned to use the test load library. For
example, if few production users currently exist, those users can be assigned to the test load library.

Test Environment at Runtime
Contents

You enable the test facility for your current terminal session by using the DCUF TEST command. By using this command,
you also specify a test version number (for example, 5). When the test facility is enabled and you execute an application,
the following occurs:

1. DC/UCF searches first for application programs defined with the current test version number
2. If DC/UCF cannot find a copy of the program defined with the test version number, DC/UCF searches for version 1 of

the program

You disable the test facility by using the DCUF TEST OFF command.

Load Lists

The load list for your current terminal session determines the path that DC/UCF follows when searching for programs to
be loaded. The load list identifies the load (core-image) libraries and data dictionaries to be searched and specifies the
order that DC/UCF is to follow while searching.

DC/UCF always uses the system-supplied SYSLOAD load list. Users can optionally use site-defined load lists instead of
SYSLOAD. Load lists are defined by the system generation LOADLIST statement.

At runtime, a user enables an existing load list for the current terminal session by using the DCUF SET LOADLIST
command. For an example of how load list definitions influence the test facility, see the SYSLOAD discussion below.
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SYSLOAD Load List

The system-supplied SYSLOAD load list is shown below. The SYSLOAD load list uses special keywords when identifying
load (core-image) libraries and data dictionaries. These keywords identify libraries and dictionaries symbolically. The
following are the SYSLOAD keywords:

• USER-DEFAULT -- Instructs DC/UCF to search using a user-specified value. As a user, you can specify a dictionary
by using DCUF SET DICTNODE/DICTNAME. You specify a dictionary and load library version number by using DCUF
TEST.

• SYSTEM-DEFAULT -- Instructs DC/UCF to search using a system default value.

ADD LOADLIST SYSLOAD

    DICTNAME IS USER-DEFAULT VERSION IS USER-DEFAULT

    DICTNAME IS SYSTEM-DEFAULT VERSION IS USER-DEFAULT

    LOADLIB IS USER-DEFAULT

    DICTNAME IS USER-DEFAULT VERSION IS 1

    DICTNAME IS SYSTEM-DEFAULT VERSION IS 1

    LOADLIB IS SYSTEM-DEFAULT

Program search

When you have enabled the test environment and the SYSLOAD load list is in effect, DC/UCF follows the SYSLOAD
definition (shown previously) when searching for programs. In this case, DC/UCF does the following:

1. Searches for a program defined with the current test version number:
– In the current session default (if any) dictionary load area
– In the system default dictionary load area
– In the load library (under z/OS and z/VM) whose suffix is the same as the current test version number (for example,

V0005 for test version 5)
2. Searches for a version 1 copy of the program if the test version cannot be found. DC/UCF searches in the following

areas:
– The current session default (if any) dictionary load area
– The system default dictionary load area
– The CDMSLIB load (core-image) library

If DC/UCF cannot find either a test version or a production version of the program, DC/UCF returns a not-found condition.

Example of Test Environment Execution
The following example illustrates the establishment of a test environment and runtime operations in that environment. It
assumes the default loadlist, SYSLOAD, is used. The example shows how the programs in sample task X are executed in
the test environment. The constituent procedures of sample task X are shown below:

System generation statements

Task Code X ──────┐  Invokes Program A
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                  │
            ┌─────▼──────┐
            │  Program A │
            └─────┬──────┘
                  │

            ┌─────▼──────┐ Uses     ┌───────────────┐
            │  Program B ├──────────►  Map MP1      │
            └─────┬──────┘ Map MP1  └───────────────┘
                  │
            ┌─────▼──────┐ Uses      ┌──────────────┐
            │  Program C ├───────────► Subschema SST│
            └────────────┘ subschema └──────────────┘
                             SST

DC/UCF system generation statements include:

TASK X INVOKES PROGRAM A

PROGRAM A.

PROGRAM B.

PROGRAM MP1 MAP.

PROGRAM C.

PROGRAM SST SUBSCHEMA.

PROGRAM A VERSION 7.

PROGRAM C VERSION 7.

PROGRAM SST VERSION 7 SUBSCHEMA.

Startup JCL

DC/UCF startup JCL or z/VM commands define load libraries for use by the test facility. The test versions of programs
A and C reside in CDMS.TESTLIB and their production versions reside in CDMS.PRODLIB. The JCL or commands are
shown below, by operating system:

• z/OS

//CDMSLIB    DD DSN=CDMS.PRODLIB,DISP=SHR

//V0007   DD DSN=CDMS.TESTLIB,DISP=SHR
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• z/VSE

// DLBL       IDMSLIB,'IDMS.LIBRARY',2099/365

// EXTENT     ,nnnnnn,,,ssss,1500

// LIBDEF     PHASE,SEARCH=(IDMSLIB.SUBLIB,USER007.TESTLIB)

• z/VM

FILEDEF  CDMSLIB   DISK idmslib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024

FILEDEF  V0007  DISK user userlib LOADLIB a2 (RECFM V LRECL 1024 BLKSIZE 1024

At runtime

At runtime, the following programs are used when task X is executed from terminals that have requested DCUF TEST 7:

Program Version Loaded from
A 7 CDMS.TESTLIB (V0007)
B 1 CDMS.PRODLIB (CDMSLIB)
MP1 1 DDLCDLOD area
C 7 CDMS.TESTLIB (V0007)
SST 7 DDLDCLOD area

The following programs are used when task X is executed from terminals that have not enabled the test environment:

Program Version Loaded from
A 1 CDMS.PRODLIB (CDMSLIB)
B 1 CDMS.PRODLIB (CDMSLIB)
MP1 1 DDLCDLOD area
C 1 CDMS.PRODLIB (CDMSLIB)
SST 1 DDLDCLOD area

Simulating 3270-Type Terminals
You can use the DC/UCF simulation facility to simulate 3270-type terminal operations at non-3270 terminals or in a batch
environment.

The simulator outputs facsimiles of 3270-type screens whenever online application activities and flow of control would
cause a screen to be output at a 3270-type terminal. You can use the 3270 simulation facility in online or batch mode as
follows:

• The online simulator allows you to simulate 3270-type terminal operations at a non-3270 terminal, such as a TTY or a
2741-type terminal.

• The batch simulator allows you to simulate 3270-type online operations in batch mode. either single or multiple
terminal DC/UCF configurations in a single batch simulator job.
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How the simulator processes input

The following illustration shows how the simulator processes input lines. You can use the simulation facility to execute,
without modifications, any user program designed to run in a normal DC/UCF online environment. The simulator is
completely transparent to all modes of DC/UCF terminal I/O:

• Basic mode
• Line mode
• Mapping mode
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NOTE

Online Simulator
When you use the online simulator, the simulator displays at your terminal a facsimile 3270 screen, as described above,
whenever application flow of control would cause a screen to be displayed to a 3270 online user.

You enter simulator input in a single line beneath the displayed facsimile screen. To submit your input data to the
simulator, press your terminal's input key (for example, Return).

Batch Simulator

You enter all input lines for a given batch simulator session in a single batch card-image data set. You code input in
columns 1 through 72 on the data set. The batch simulator ignores columns 73 through 80.

 Batch simulator lines and terminals: A simulated DC/UCF system can have a single line with multiple terminals or
multiple lines with multiple terminals. For more information, see System Configuration along with other batch simulator
topics later in this section.

You submit the card-image data set to the batch simulator when you execute the simulator by using JCL or z/VM
commands. Output returned by the batch simulator consists of the screen images that normally would have been
displayed on a terminal screen. Output is written to an output (SYSOUT) data set. From there, you can route the output to
a line printer.

NOTE
For more information about batch simulator execution and output, see the "Additional Batch Simulator" topics in
the IDMS Reference Guide.

Starting and Ending a Simulator Session
The way you start and end a simulator session differs depending on the simulation mode you are using.

You start and end an online simulator session at your terminal by using the DCUF SIMULATE command.

You start a batch simulator session when you submit a data set of input lines to the batch simulator by using JCL
statements.

A batch simulator session automatically ends when the batch simulator finishes all simulation activities required by the last
line in the input data set.

NOTE
For more information about JCL for the batch simulator, see  "Additional Batch Simulator Topics" in the IDMS
Reference Guide.

Facsimile Screens
The DC/UCF simulator outputs a facsimile 3270-type screen whenever an online program would display the screen to a
user at a 3270 terminal. The screen is either displayed on your screen (online simulation) or written to an output data file
(batch simulation).

On the facsimile screen, a question mark (?) marks each field into which you can enter data. An underscore (_) shows
the cursor position. For example, the following facsimile screen has 4 literal fields and 4 variable fields. The cursor is
positioned at the EMPLOYEE NAME variable field:

EMPLOYEE NAME:?
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              _  (cursor)

ID NUMBER....:?           SOC SEC NUMBER:?

DEPARTMENT...:?

Composing Input Lines
Your input lines simulate all operations that an online user would perform in response to a given screen.

  

For example, the following input line simulates how an online user would add information about Mary Smith in response to
the facsimile employee information screen shown previously:

MARY SMITH%TAB  1045D%TAB  135-21-8546%TAB ACCOUNTING%ENTER

•  %TAB
Simulates a pressed Tab key.

•  %ENTER
Simulates a pressed Enter key.

 Contents of input 

When you use the simulator in online or batch mode, your input consists of the following:

• Input data that you enter in the same order that an online user would enter the data.
For example, suppose an application data-entry screen prompts you to enter an employee ID before you enter the
employee's name. In this case, you organize your input line so that the ID number is in front of the employee name.

• Keywords that simulate control keys. 
• Commands that change the simulator environment. 

 How to compose simulator input lines 

The following illustration shows how you compose simulator input lines to simulate online 3270 terminal operations.
General instructions for composing input lines are provided below, followed by specific information on simulating control
keys and changing the simulator environment.

The following illustration shows how to simulate the simplified online application shown on the left using the simulator
input line shown on the right. In this sample application, the menu screen is redisplayed each time an online user presses
Enter:
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General Instructions

An input line can contain any combination of input data and simulator keywords and commands. It can contain multiple
data-fields worth of input data. For example, you can use the 4 methods below to compose a simulated input data line for
the screen below:

NAME.....:
STATE....:
CITY.....:

• Method 1 -- You can code the simulated input line all on one line:
JOHN DOE%TAB 1134 FOREST-GLEN RD%TAB BOSTON MA%ENTER

• Method 2 -- You can code the simulated input line on two lines using a continuation character. A hyphen (-) is the
default continuation character (when at the end of an input line):
JOHN DOE%TAB 1134 FOREST-GLEN RD%TAB -
BOSTON MA%ENTER

• Method 3 -- You can code the simulated input line on two lines, wrapping a word (in this example, BOSTON) to a new
line:
JOHN DOE%TAB 1134 FOREST-GLEN RD%TAB BOS-
TON MA%ENTER

• Method 4 -- You can code the simulated input line on three lines:
JOHN DOE%TAB 1134 FOREST--
GLEN RD%TAB -
BOSTON MA%ENTER

 Coding rules 

Observe the following instructions when composing an input line:

• Start each simulator keyword and command with an escape character. The default escape character is the percent
sign (%). For example:
%ENTER

The simulator interprets the term after the escape character as a simulator keyword.
• Separate simulator keywords and commands by using a blank. For example:

field1%NL %FM word2 word3

• Continue input from one line to another (batch simulator only) by using the continuation character. To do this, you
end the first line with the continuation character and then continue that line on the next line. The default continuation
character is the hyphen (-). For example:
DEMODICT%TAB %TAB -
EMPMAP%ENTER

When you use a continuation character, the character must be the last (nonblank) character of the line. Continuation
characters entered before the last nonblank character in the line are treated as data. Blanks that follow the
continuation character on a given line are ignored.

• Terminate each input line either by a continuation character or by a simulated 3270 ENTER, CLEAR, PAn, PFnn, or
CNCL control key. The simulator automatically executes a simulated ENTER key at the end of the input line if the line
does not end with any of the above.
For example, the simulator interprets the following sample input as two separate input lines, each ended with an
ENTER:
MAY SMITH%TAB 1045D%TAB
135-21-8546%TAB ACCOUNTING%ENTER
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In this example, you indicate that the first line is continued to another line by ending the first line with a continuation
characters (the hyphen is the default).

 Escape and continuation characters 

You can change the simulator escape and continuation characters during a simulator session by using the SET command,
described in Changing the Simulator Environment.

Simulating Control Keys

During a simulator session, you simulate 3270-type terminal control keys by using the simulator keywords listed below.
When you enter any of these keywords, begin the keyword with the current escape character.

The ENTER, CLEAR, PAn, PFnn, and CNCL keywords terminate an input line. The simulator automatically executes the
ENTER command for an input line that neither ends with any of these commands nor ends with a continuation character.

 3270 simulator keywords 

These are the 3270-type control keys and events which can be simulated with a keyword. Begin each keyword with the
current escape character. In the information below, % is the escape character, and acceptable abbreviations are shown in
parentheses.

• Control key simulation

 Keyword  Simulated key 
%CLEAR (%C) Clear
%CNCL (%CN) Cancel
%DUP (%D) Dup
%ENTER (%E) Enter
%EREOF (%ERE) EOF
%ERINP (%ERI) ERASE INPUT key
%FM (%F) FieldMark
%NL (%N) New line key
%PAn PA1, PA2, or PA3
%PFnn PF1 through PF24
%RESET (%R) RESET

• Cursor movement simulation

 Keyword  Simulated key 
%BACKTAB (%B) BackTab
%MOVECUR (%M) (row, column) Cursor movement keys; the cursor is set at the specified row and

column (enclosed in mandatory parentheses)
%SKIP SKIP key; skips the cursor to the next unprotected field
%TAB (%T) (% ) Tab; identical to skip

• Light pen simulation

 Keyword  Simulated event 
%SELECT (%SEL) (row, column) Selects the specified row and column (enclosed in mandatory

parentheses)
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Changing the Simulator Environment

During a simulator session, you can use the commands listed below to change the simulation environment.

 

 Option to change  Command description 
Continuation character %SET CONTCHAR=continuation-character

The new continuation character must be a single character. The
continuation character indicates that the current input line is
continued on the next line. The default is the hyphen (-).

Escape character %SET ESCAPE=escape-character
The new escape character must be a single character. The
escape character indicates the start of a simulator keyword. The
default is the percent sign (%).

Message level (online simulator only) %MSG n
In this command, n must be an integer in the range 1 through
3. The message level determines how much information the
simulator returns after each input operation:
1 -- Output screens and error messages
2 -- Input screens, output screens, and all simulator messages
3 -- Input screens, output screens, all simulator messages, and
hexadecimal traces of input and output data streams
Note: For more information about message levels, see
the information about the DCUF SIMULATE command in the
"IDMS System Tasks and Operator Commands" section of the
IDMS Reference Guide.

Additional Batch Simulator Topics

System Configuration

You use the DC/UCF system generation compiler to create a DC/UCF system that can execute in batch mode.

NOTE
For more information about descriptions of system generation procedures, see the CA IDMS Administrating
section.

Additionally, z/VSE users must define input and output files for the batch simulator to use. To do this, you must use
#DVFILE macros, as discussed in System Startup.

System Generation Statements

You use the same system generation statements to generate a batch DC/UCF system as you use to generate an online
DC/UCF system. The following special considerations apply to the LINE, PTERM, and LTERM statements:

• The LINE statement defines the batch input/output data sets to be used for simulating 3270-type devices. Specify line
type S3270Q for batch 3270 simulation.

• The PTERM statement associates a physical terminal device to be simulated with a batch data set and specifies the
characteristics of the device. You can specify either of the following terminal types, allowing simulation of a variety of
screen size:
– Terminal type S3277 (models 1 and 2)
– Terminal type X3278 (models 1 through 5)
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The table below lists the terminal types and modules that you can specify, along with corresponding screen sizes.
• The LTERM statement is used to define a logical terminal and to associate the logical terminal with a batch simulator

physical terminal.
CP 15

Valid terminal types and modules

PTERM statement (TYPE and MODEL) Screen size (rows x columns)
S3277 1 12 x 40
S3277 2 24 x 80
S3278 1 12 x 80
S3277 2 24 x 80
S3277 3 32 x 80
S3277 4 43 x 80
S3277 5 27 x 133

Examples

The following example shows system generation LINE, PTERM, and LTERM statements that allow you to simulate
a DC/UCF system with a single line and terminal. The input and output data sets are named SIMIN1 and SIMOUT1,
respectively. The simulated screen is 12 rows by 40 columns (that is, type S3277, model 1).

LINE line-name TYPE=S3270Q

   INPUT DDNAME=SIMIN1

   OUTPUT DDNAME=SIMOUT1.

 

PTERM pterm-name TYPE=S3277

   MODEL=1.

 

LTERM lterm-name

   PTERM IS pterm-name.

Configurations for Multiple Lines and Terminals

To simulate several 3270-type devices, use either of the following configurations:

• A single communication line with multiple terminals -- In a single-line/multiterminal configurations, one card-image
data set includes simulated input from multiple terminals. When you use the batch simulator, you use the TERMINAL
statement to specify the terminal that issues a given input line. More information on the TERMINAL statement is given
in Control Commands later in this section.
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To create a single-line/multiterminal configuration, code one LINE statement. After the LINE statement, code a
PTERM statement and and LTERM statement for each terminal in the configuration. The following example gives a
configuration with 1 line and 2 terminals:

LINE LINE001 TYPE=S3270Q

     INPUT DDNAME=SIMIN1

     OUTPUT DDNAME=SIMOUT1.

  PTERM TERMX TYPE=S3277 MODEL=1.

  LTERM LTERM X ENABLED PTERM IS TERMX.

 

  PTERM TERMY TYPE=X3278 MODEL=2.

  LTERM LTERMY ENABLED PTERM IS TERMY.

• Multiple communication lines with multiple terminals -- In a multiline/multiterminal configuration, each simulated
communications line is represented by a dedicated card-image data set.
To create a multiline/multiterminal configuration, code 1 LINE statement for each simulated line. After each LINE
statement, code one or more PTERM statements, each specifying a unique terminal ID. The following example
illustrates a configuration with 2 lines and 2 terminals:

LINE LONE TYPE=S3270Q

     INPUT DDNAME=SIMIN1

     OUTPUT DDNAME=SIMOUT1.

 PTERM TONE TYPE=S3277 MODEL=2.

 LTERM LT102 ENABLED PTERM IS TONE.

 

LINE LTWO TYPE=S3270Q

     INPUT DDNAME=SIMIN2

     OUTPUT DDNAME=SIMOUT2.

 PTERM TTWO TYPE=S3278 MODEL=4.

 LTERM LT104 ENABLED PTERM IS TTWO.

 1761



 Administrating

Control Commands

To simulate real-time processing, DC/UCF provides the batch simulator control commands described below. Each of these
control commands is detailed in alphabetical order after the table.

You include these commands in the input card-image data set that you submit to the batch simulator. With the exception
of the MAXTERM function, all of the simulator control commands presented below are optional and are normally followed
by a simulated input data line.

Purpose Control command
Specifying terminal information • MAXTERM -- Use MAXTERM to specify the maximum number

ofterminals to be simulated in the current batch simulator input
data set.

• TERMINAL -- In a single-line/multiterminal configuration,
use TERMINAL to specify the terminal to which the current
simulated input data line applies.

Changing characteristics of the simulator session • PAUSE -- PAUSE controls the timing of the input relative to
thetime the input request is issued. PAUSE applies only to the
current input data line.

• SET -- SET changes the escape and continuation characters
in effect and sets a default pause interval for subsequent
terminals on the simulated communications line.

• TIME -- TIME controls the timing of input relative to the
beginning of the simulator session. TIME applies only to the
current input data line.

MAXTERM

MAXTERM allows you to specify the number of physical terminals on a simulated communications line. You also can use
MAXTERM to suppress the hexadecimal trace printed by the batch simulator.

Syntax

►►──── MAXTERM=terminal-count ─┬───────────┬──────────────────────────────────►◄
                               └─ NOTRACE ─┘

Parameter

• terminal-count
Specifies the maximum number of terminals on the simulated line. Terminal-count must be a positive integer.

• NOTRACE
Suppresses printing of the hexadecimal trace on batch simulator output.

Usage

General coding rules for MAXTERM

• MAXTERM must be the first statement in the input card-image data set.
• You can code MAXTERM anywhere between columns 1 and 72.
• Embedded blacks are not permitted.

Number of terminals to specify

 1762



 Administrating

To minimize storage requirements for the batch simulator, MAXTERM should specify the actual number of terminals being
simulated. For example, if a DC/UCF system is generated with 5 terminals but the simulator run requires only 2 terminals,
MAXTERM should specify 2.

PAUSE

PAUSE allows you to control the timing of input operations for a single input line. You typically use the PAUSE command
to override the current default pause interval. Using PAUSE, you can simulate a real-time environment in which timing is
critical.

To set a default session or terminal pause interval, you can use the SET command presented later in this section.

Syntax

►►──── current-escape-characterPAUSE=pause-interval ──────────────────────────►◄

Parameter

• current-escape-character
Specifies the current one-character escape character.

• pause-interval
Specifies the amount of time, in real-time seconds, to elapse between when the input request is issued and the time
the application program receives the input data line. Pause-interval must be a positive integer.

Example

The data entry screen appears, following:

The batch simulator input lines appear below. Note that the actual data set does not contain intervening blank lines.

MAXTERM=3

EMPLOYEE NAME:?

EMPLOYEE ID..:?

%SET PAUSE=5 PAUSE2=3                         Sets the default pause

                                              interval to 5 seconds for terminals

                                              1 and 3, and to 3 seconds for

                                              terminal 2.

 

%TERMINAL=1 J. DOE%TAB 123%ENTER              First request from terminal

                                              1 (sent to the program after

                                              5 seconds elapse).
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%TERMINAL=2 J. SMITH%TAB 0988%ENTER           First request from terminal

       2 (sent after 3 seconds elapse).

 

%TERMINAL=1%PAUSE=6 F. JONES%TAB 1287%ENTER   Changes the pause interval

                                              to 6 seconds for terminal 1.

                                              This request is sent after 6

                                              seconds elapse.

 

%TERMINAL=1 S. LAKE%TAB 0987%ENTER            This terminal 1 request

                                              is sent after 5 seconds elapse

                                              (the pause interval reverts

                                              to the terminal's default).

 

%TERMINAL=3%TIME=40 J. BROWN%TAB 4536%ENTER   First request from terminal 3.

                                              Because of the TIME command,

                                              this request is sent to the program

                                              40 seconds after the start of the

                                              simulator session.

 

SET

SET allows you to set or change various parameters of the current batch simulation session. For example, you can use
SET to change the escape character for the session or to set a default pause interval for a given simulated terminal's
input.

Changes established by the SET command apply to all data input on the simulated communication line until another SET
command is encountered.
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 Syntax

►►──── current-escape-characterSET ───────────────────────────────────────────►

 ►─┬───────────────────────────────────┬──────────────────────────────────────►◄
   ├─ ESCAPE=escape-character ─────────┤
   ├─ CONTCHAR=continuation-character ─┤
   ├─ PAUSE=pause-interval ────────────┤
   ├─ ECHO ◄───────────────────────────┤
   └─ NOECHO ──────────────────────────┘

Parameters

• current-escape-character
Specifies the current one-character escape character.

• ESCAPE=
Specifies a new escape character.
The default escape character is the percent sign (%).
– escape-character

The new one-character escape character.
• CONTCHAR=

Specifies a new continuation character.
The default continuation character is the hyphen (-).
If you include the CONTCHAR parameter in a SET command, use the new continuation character for subsequent lines
in the SET command.
– continuation-character

The new one-character continuation character.
• PAUSE=

Specifies a new default pause interval. The pause interval is the amount of time, in real-time seconds, that will elapse
between the time the input request is issued and the time the application program receives the input data line.
– pause-interval

Sets the default pause interval for all terminals on the simulated communication line. The specified pause interval
overrides any pause intervals previously established for individual terminals during the simulation session.
Pause-interval must be a positive integer.

– terminal-id=pause-interval
Specifies a new default PAUSE interval for the specified terminal.
Both terminal-id and pause-interval must be positive integers.

• ECHO
Specifies that input lines are echoed (printed) as they are read. ECHO is the default.

• NOECHO
Specifies that input line are not echoed (printed) as they are read. This feature can be used, for example, to prevent
the printing of passwords. For example:

SIGNON SYSADMIN

ADMIN1

%SET NOECHO
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ADPASSX

%SET ECHO

Usage

General codes rules for SET

• The SET command must begin in column 1 of the first card-image record in the input data line.
• SET parameters must be separated from one another by at least 1 blank.
• Embedded blanks are not permitted within a given parameter expression.
• Each parameter expression must be coded on a single card-image line.
• You cannot continue 1 parameter from one line to the next.

Examples

The data entry screen appears below:

INVOICE NUMBER..:?

PART NUMBER.....:?

PERCENT DISCOUNT:?

The batch simulator input lines appear below. Note that the actual data set does not contain intervening blank lines:

MAXTERM=3

%SET ESCAPE=@ PAUSE=3 PAUSE2=5              Sets the @ sign as the

                                            escape character and specifies

                                            default pause intervals of 3

                                            seconds for terminals 1 and 3

                                            and 5 seconds for terminal 2.

 

@TERMINAL=3 1234@TAB AB123@TAB 10%@ENTER    Specifies input.  The percent

                                            sign is entered as a data value.

 

@TERMINAL=2 15432@TAB ER321@TAB 12%@ENTER
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@SET ESCAPE=%                               Changes the default escape

                                            character to the % sign, but

                                            does not change the pause interval.

 

%TERMINAL=1 98765%TAB DC543%TAB             Specifies input.  The percent

                                            sign is used as the escape

                                            character and also entered as a

                                            data value.

 

%20%%ENTER

TERMINAL

TERMINAL allows you to specify the physical terminal from which the current input data line is to be transmitted. If the
TERMINAL command is omitted, the input data line defaults to the terminal last specified or, it no terminal was specified,
to the first terminal in the configuration.

Syntax

►►──── current-escape-characterTERMINAL=terminal-number ──────────────────────►◄

Parameters

• current-escape-character
Specifies the current one-character escape character.

• terminal-number
Specifies the terminal to which the input data line applies.
Terminal-number must be a positive integer in the range 1 through the terminal count specified in the MAXTERM
command submitted with the input data set. If terminal-number exceeds the value specified in the MAXTERM
command, the associated input data line will be ignored.

Usage

General coding rules for TERMINAL

• The TERMINAL command must be coded on the first card image of the simulated input data line to which it applies.
• Embedded blanks are not permitted.
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Examples

The data entry screen appears below:

NAME....:?

CITY....:?

The batch simulator input lines appear below. Note that the actual data set does not contain intervening blank lines:

MAXTERM=4                                    Specifies the maximum

                                             number of terminals on the

                                             simulated line.

 

%TERMINAL=3 JOHN DOE%TAB BOSTON MA%ENTER     Input data from

                                             terminal 3.

 

%TERMINAL=2 JAN WHITE%TAB NEWTON MA%ENTER    Input data from

                                             terminal 2.

 

%J.D. STONE%TAB HUDSON NY%ENTER              Input data from

                                             terminal 2.

 

%TERMINAL=6 B. JONES%TAB RYE NH%ENTER        This input line will

                                             be ignored because the

                                             MAXTERM statement allows

                                             only for terminals 1

                                             through 4.

 

%TERMINAL=4 L. VANN%TAB NY NY%ENTER          Input data from
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                                             terminal 4.

TIME

TIME allows you to delay processing for a specified number of seconds relative to the start of the simulation session. The
input data line is not considered received by the application program until the specified number of seconds has elapsed.

Syntax

►►──── current-escape-characterTIME=time-interval ────────────────────────────►◄

• current-escape-character
Specifies the current one-character escape character.

• time-interval
Specifies the amount of time, in real-time seconds, that will elapse between the beginning of the simulator session and
the time the input data line is received by the program. Time-interval must be a positive integer.

Usage

General coding rules for TIME

• The TIME command must be coded on the first card image of the simulated input data line to which it applies.
• Embedded blanks are not permitted.

Batch Simulator Output

The output generated by the batch simulator consists primarily of screen images.

Representation of 3270 Terminal Attributes

The batch simulator represents 3270-type field characteristics (attributes) by printing special overprinted characters for
each attribute. The table below lists the overprinted characters used by the batch simulator. These characters also are
listed on the first page of each batch simulator output file.
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Information Provided for Screen Images

Each screen image that the batch simulator prints contains the following information:

• Information preceding the screen image:
– The time, in real-time seconds, relative to the start of the simulator session
– The terminal to which the simulated data entry operation applies
– The I/O operation performed by the application program, preceded by three dollar signs; for example:

$$$ ERASE/WRITE OPERATION

– The simulated input data line, for read requests only, printed exactly as it appears on the card-image record
– Simulator messages, preceded by three dollar signs, that indicate the status of the terminal before the I/O request

and that list any errors that may have been encountered in the input data set; for example:

$$$ MODIFIED DATA TAGS HAVE BEEN RESET

– A hexadecimal trace consisting of the 3270 device-control characters and output data that follow a write request
• The screen image enclosed in asterisks
• Information following the screen image:

– Simulator messages, preceded by three dollar signs, that indicate the status of the terminal before and after an I/O
request and that list any errors that may have been encountered in the input data set; for example:

$$$ KEYBOARD IS UNLOCKED

– A hexadecimal trace consisting of the 3270 device-control characters and input data submitted as operator input

Examples

Following is a series of  batch simulator output examples:

DC prompts the user for a task code

Simulated entry of task code QPSG
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DC outputs the screen for the program invoked by the task code

Simulated entry of order date
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Executing the Batch Simulator

You execute the batch simulator by using JCL or z/VM commands. Your JCL (or z/VM commands) starts up the system on
which you will simulate 3270-type activities using the batch simulator.

NOTE
For more information about detailed system startup JCL or commands appropriate to your operating system, see
System Startup.

z/OS Systems

In the JCL you use to start up the system for simulation, you must identify the input and output files to be used by the
simulator. Sample ddname specifications for the input and output files are shown below:

Batch simulation files (z/OS)

//simout    DD SYSOUT=A,DCB=(RECRM=FBA,LRECL=121=BLKSIZE=1210)

//simin     DD DSN=siminfle,DCB=(RECFM=F,LRECL=80,BLKSIZE=80)

Item Description
simin ddname of the simulator input file
siminfle data set name of the simulator input file
simout ddname of the simulator output file

You also must specify additional input and output line assignments if you plan to use multiline simulation. You submit
batch simulator input statements at the end of the JCL statements for the system.

z/VSE Systems

Before you start up the system for simulation, you must define the files to the z/VSE system. To do this, you code
#DVFILE macros for the files. For more information about how to do this, see System Startup.
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In the JCL you use to start up the system for simulation, you must identify the input and output files to be used by the
simulator. Sample JCL statement for these files are shown below:

Batch simulation files (z/VSE)

// DLBL    simin,'idms.simin',,DA

// EXTENT  sys098,nnnnnn

// ASSGN   sys098,DISK,VOL=nnnnnn,SHR

// DLBL    simout,'idms.simout',,DA

// EXTENT  sys099,nnnnnn

// ASSGN   sys099,DISK,VOL=nnnnnn,SHR

Item Description
idms.simin file-id of the simulator input file
idms.simout file-id of the simulator output file
nnnnnn volume serial number
simin filename of the simulator input file
simout filename of the simulator output file
sys098 logical unit assignment of the simulator input file
sys099 logical unit assignment of the simulator output file

You also must specify additional input and output line assignments if you plan to use multiline simulation. You submit
batch simulator input statements at the end of the JCL statements for the system.

z/VM Systems

In the z/VM commands you use to start up the system for simulation, you must identify the input and output files to be
used by the simulator. Sample commands for these files are shown below:

Batch simulation files (z/VM)

FILEDEF simout PRINTER (RECFM FBA LRECL 121 BLKSIZE 121

FILEDEF simin  DISK simin input a (RECFM F LRECL 80 BLKSIZE 80

Item Description

simin ddname of the simulator input file

simin input a file ID of the simulator input file

simout ddname of the simulator output file
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You also must specify additional input and output line assignments if you plan to use multi-line simulation. You submit
batch simulator input statements after you enter all commands to start the system.

Simulator Messages
The DC/UCF batch and online simulators return status and error messages to you along with screen images. All
messages, with the exception of BEEP, are prefixed by three dollar signs ($$$) when they are output by the simulator.

When you use the online simulator, your current message level determines the messages you receive at your terminal. To
change your message level, use the %MSG command discussed in Changing the Simulator Environment.

Simulator messages are presented below in alphabetical order:

***BEEP***

Reason: During an output operation (write or erase/write), the write control character (WCC) in the output data stream
was set to sound the 3270 audible alarm.

ENTER KEY ASSUMED AT indicated-position

Reason: During a simulated data entry operation, the batch simulator did not encounter a keyword, such as ENTER,
CLEAR, CNCL, PAn, or PFnn, that terminates the input data line.

The ENTER function is assumed immediately after the last nonblank character on the last card of the input data line. As
asterisk is printed directly beneath the card-image record of the input data line to indicate the position at which the batch
simulator has assumed the ENTER keyword. Note that this message can be generated if an error in the input data line
causes premature termination of the input operation.

ERASE ALL UNPROTECTED OPERATION

Reason: For an output-type request, the 3270 erase-all-unprotected-fields function has been enabled by the issuing
program.

ERASE/WRITE OPERATION

Reason: For an output-type request, the 3270 erase/write function has been enabled by the issuing program.

EXPECTED CONTINUATION CARD NOT FOUND

Reason: During a simulated data entry operation, the batch simulator has processed the last card in the input data set
having a continuation character as the last nonblank character. The expected continuation card is not present in the data
set. Therefore, the input data line is terminated.

FIELD NOT DETECTABLE

Reason: During a simulated data entry operation, a field specified by the SELECT keyword in the simulated input data
line does not have the light-pen detectable attribute.

FIELDS WITH SPECIAL ATTRIBUTES

Reason: For an output-type request, at least one field on the screen has a nondisplay or light-pen detectable attribute, or
has the modified data tag bit set. This message is followed by a list of the fields having special attributes, arranged by field
row and column number.

HEXADECIMAL TRACE

Reason: This message indicates that the printed line to follow is a hexadecimal representation of the input or output
data stream. For an output-type request, the hexadecimal trace contains the output data stream, including device-control
characters, as constructed by the issuing program and received by the batch simulator for simulated display. For an input-
type request, the hexadecimal trace contains the input data stream, including device-control characters, as constructed by
the batch simulator and transmitted to the program.
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IGNORING %SELECT AT indicated-position

Reason: This message follows another error message and indicates that a previous error in the input data line has
caused the SELECT keyword to be ignored. An asterisk is printed directly below the ignored SELECT keyword.

ILLEGAL BUFFER ADDRESS-X'hhhh'

Reason: This message is generated if an I/O-type request references a buffer address that is larger than the size of the
simulated screen, as defined in the PTERM statement. For output-type requests, this error occurs following a set-buffer-
address order in the output data stream. For input-type requests, this error occurs following an erase-unprotected-to-
address operation in the position field of a read-buffer-from-position request.

INPUT INHIBITED AT indicated-position

Reason: During a simulated data entry operation, the simulator is unable to interpret the screen position defined by the
MOVECUR or SELECT keyword. The row and column values of the screen position must be specified as (row, column)
followed by a blank. The row and column values must be one-, two-, or three-digit nonzero numbers.

KEYBOARD IS LOCKED

Reason: For an output-type request, the write control character (WCC) in the output data stream indicates that the
keyboard is to be locked (disabled).

KEYBOARD IS LOCKED, RESET ASSUMED

Reason: The keyboard is currently locked; the previous I/O operation did not reset the keyboard. To perform the data
entry operation, the simulator must assume a RESET keyword in the input data line. Normally, the RESET keyword must
be specified before input can be accepted.

KEYBOARD IS UNLOCKED

Reason: For an output-type request, the write control character (WCC) in the output data stream indicates that the
keyboard is to be reset (unlocked).

KEYWORD IGNORED

Reason: This message follows the INVALID SCREEN POSITION AT message during a simulated data entry operation
and indicates that the MOVECUR or SELECT keyword will not be processed.

MAXTERM SET TO terminal-count

Reason: This message indicates the number of terminals to be simulated during the current simulation session. Terminal-
count is the numeric value specified in the MAXTERM statement on the first card on the input data set.

MAXTERM WAS NOT SPECIFIED ON THE FIRST CARD. CARD WILL BE IGNORED

Reason: During a simulated data entry operation, the batch simulator could not locate the MAXTERM statement on the
first card on the input data set. The number of terminals to be simulated will default to the number of physical terminals
defined in the system generation program.

MODIFIED DATA TAGS HAVE BEEN RESET

Reason: For an output-type request, the write control character (WCC) in the output data stream requests an operation to
reset the modified data tag (MDT).

NO UNPROTECTED FIELDS ON SCREEN

Reason: This message follows the INPUT INHIBITED AT message and indicates that no unprotected fields appear on the
screen. The simulated data entry operation is terminated.

NUMERIC LOCK OCCURRED AT indicated-position
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Reason: During a simulated data entry operation, the batch simulator has encountered a non-numeric character in a
numeric field. This message is a warning. The character will be inserted at the position of the cursor. On a 3270 device
with the numeric lock feature, entry of a non-numeric character causes the keyboard to lock.

OPERATION CHECK

Reason: This message indicates that the I/O operation has terminated due to a logical error caused by an invalid buffer
address.

OUTPUT DATA STREAM ENDS IN MIDDLE OF A BUFFER ADDRESS

Reason: For an output-type request, the output data stream has ended prematurely following a set-buffer-address order,
repeat-to-address order, or erase-unprotected-to-address order. The current output operation is terminated with an
operation check.

READ MODIFIED OPERATION (NO OPERATOR OUTPUT)

Reason: This message is generated as a result of an input operation in which the issuing program has requested an input
of all modified fields in the 3270 buffer.

READ OPERATOR INPUT OPERATION

Reason: For an input-type operation, the issuing program has requested an input of all screen entries required by the
application.

SCREEN IS UNFORMATTED

Reason: During a simulated data entry operation, the simulator has encountered a SELECT keyword when no light-pen
detectable fields have been defined.

SET COMMAND

Reason: During a simulated data entry operation, the batch simulator has encountered a SET command in the input data
line. The SET command is printed by the batch simulator on the screen image.

SYNTAX ERROR IN SET COMMAND

Reason: During a simulated data entry operation, the batch simulator has encountered an invalid parameter in the SET
command. The SET command is printed on the screen image with an asterisk directly above the invalid parameter.

TABBING TO NEXT UNPROTECTED

Reason: During a simulated data entry operation, the batch simulator has encountered a protected field on the screen
and must tab to the next unprotected field in an attempt to insert the input data character.

UNDEFINED CHARACTER CODE IN OUTPUT DATA STREAM-X'hh'

Reason: For an output-type request, the output data stream contains an invalid 3270 order code, an invalid DUP
character, or an invalid FIELD MARK character. The hexadecimal value of the invalid byte is printed as X'hh' and is stored
as a null character. On a 3270-type device, this invalid byte can cause unpredictable results.

UNDEFINED DESIGNATOR CHARACTER

Reason: During a simulated data entry operation, the batch simulator has encountered a screen field that was specified
by the SELECT keyword and does not have the proper designator character. The first character of a light-pen detectable
field should be a question mark, greater-than symbol, blank, or null. The SELECT specification is ignored.

UNDEFINED KEYWORD AT indicated-position

Reason: During a simulated data entry operation, the batch simulator has been unable to interpret a keyword in the input
data line. The keyword may be misspelled or not followed by a blank, or, in the case of MOVECUR and SELECT, the
screen position may be undefined.

WRITE OPERATION
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Reason: This message is generated by the batch simulator to indicate that an output-type request has been issued by the
program.

Specifying Runtime Options
A number of runtime options can be specified in the system startup JCL using the PARM parameter of the EXEC
statement in z/OS and z/VSE or the OSRUN command in z/VM.

In z/OS only, you can specify the value of the PARM parameter in one of two formats:

• Freeform in which options are specified as keyword/value pairs
• Positional in which each option is specified in a fixed column within the PARM value

While you can use either format in z/OS, the freeform approach is recommended because it is easier both to code and to
understand. Support for the positional format is retained primarily for compatibility with prior releases.

In z/VSE and z/VM, only freeform parameters are supported.

Coding Options as Freeform Parameters
Contents

When specifying runtime options as freeform parameters, you code the PARM value as shown in the following z/OS
example to start the DC/UCF system version 74 as a multitasking system with 3 subtasks. It also specifies to enable RRS
and to use DMCL CVDMCL74 to access the database.

//SYSTEM74  EXEC PGM=IDMSDC,PARM='DMCL=CVDMCL74,S=74,MT=Y,RRS=Y,SUBTASKS=3'

NOTE
Because each operating system has a limit on the maximum length of a PARM value, it may be necessary to
use abbreviations when specifying runtime options in order not to exceed the limit.

 

 

Coding Syntax

    ┌─────────────────────,─────────────────────────────┐
►►──▼─┬┬─ AUTOTASKS= ─┬─┬─ Y ◄─┬───────────────────────┬┴────────────────────►◄
      │└─ AUTO= ──────┘ └─ N ──┘                       │
      ├┬─ CLONES= ─┬─ clone-count ─────────────────────┤
      │└─ CC= ─────┘                                   │
      ├┬─ CLONING= ─┬─┬─ Y ─┬──────────────────────────┤
      │└─ CLON= ────┘ └─ N ◄┘                          │
      ├┬─ DMCLNAM=  ─┬─┬─ dmcl-module-name ─┬──────────┤
      │└─ DMCL= ─────┘ └─ R120DMCL ◄────────┘          │
      ├┬─ FREESTG= ─┬─ storage-size ───────────────────┤
      │└─ FSTG= ────┘                                  │
      ├── MT= ───┬─ Y ─┬───────────────────────────────┤
      │          └─ N ◄┘                               │
      ├┬─ MTQDEPTH= ─┬─ multitasking-queue-depth ──────┤
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      │└─ MTQD= ─────┘                                 │
      ├┬─ PROMPT= ──┬─┬─ NO ───┬───────────────────────┤
      │└─ PRO= ─────┘ ├─ N ────┤                       │
      │               ├─ PAR ──┤                       │
      │               ├─ SYS ──┤                       │
      │               ├─ YES ──┤                       │
      │               └─ Y ────┘                       │
      ├┬─ RMAPSIZE= ─┬─ region-map-entry-count ────────┤
      │└─ RMAP= ─────┘                                 │
      ├── RRS= ──┬─ Y ─┬───────────────────────────────┤
      │          └─ N ◄┘                               │
      ├┬─ STEPLIB= ─┬─┬─ Y ─┬──────────────────────────┤
      │└─ STEP= ────┘ └─ N ◄┘                          │
      ├┬─ SUBPOOL= ─┬─ operating-system-subpool ───────┤
      │└─ SP= ──────┘                                  │
      ├┬─ SUBTASKS= ─┬─ subtask-count ─────────────────┤
      │└─ SUBT= ─────┘                                 │
      ├── SVC= ── svc-number ──────────────────────────┤
      ├── SWAP= ─┬─ Y ─┬───────────────────────────────┤
      │          └─ N ◄┘                               │
      ├┬─ SYSTEM= ─┬─ dc/ucf-version-number ───────────┤
      │└─ S= ──────┘                                   │
      ├┬─ WTOEXIT= ─┬── wto-exit-name ─────────────────┤
      │└─ WTO= ─────┘                                  │
      ├┬─ WTOREXIT= ─┬─ wtor-exit-name ────────────────┤
      │└─ WTOR= ─────┘                                 │
      └── ZIIP= ─┬─ Y ──┬──────────────────────────────┘
                 └─ N ◄─┘

Coding Parameters

 

• AUTOTASKS|AUTO=Y|N
Specifies whether to execute startup autotasks.
Valid values are the following:
– Y specifies to execute startup autotasks
– N specifies not to execute startup autotasks

• CLONES|CC=clone-count
(z/OS systems only) Specifies the maximum number of clones to use. clone-count must be a positive integer.

• CLONING|CLON=Y|N
(z/OS systems only) Specifies whether to activate system cloning.
Valid values are the following:
– Y specifies to activate cloning
– N specifies not to activate cloning

• DMCLNAM|DMCL=dmcl-module-name
Identifies the DMCL to be used by the DC/UCF system. dmcl-module-name must be the name of a DMCL module
residing in the DC/UCF load (core image) library.
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This parameter is required.
• FREESTG|FSTG=storage-size

Specifies the amount of storage, in K bytes, to be returned (freed) to the operating system at DC/UCF startup time.
The storage is freed for operating system use during DC/UCF operations. storage-size must be a positive integer.

NOTE
If this parameter is not specified, the amount of storage to be freed defaults to 1600K.

• MT=Y|N
(z/OS systems only) Specifies whether the system runs in multitasking mode.
Valid values are the following:
– Y specifies to run the system in multitasking mode
– N specifies to run the system in unitasking mode

• MTQDEPTH|MTQD=multitasking-queue-depth
(z/OS systems only) Specifies the multitasking queue depth.
The optimum value for the MT queue depth is dependent on factors outside the control of DC, such as other work on
the CPUs, operating system dispatcher parameters, paging rate, etc. Therefore, it is advised to experiment with the
value and watch the results. The value must be in a range of 0 to 255; however, the advised value is in a range of 0 to
9. The default is 2.

NOTE
Specifying a low value causes more usage of subtasks. A too-low value causes subtasks to wake up and go
back to sleep again without doing any work because the queue was already emptied by another subtask. A
too-high value disables multitasking, and most if not all work is processed by only one subtask.

• PROMPT|PRO=NO|N|PAR|SYS|YES|Y
Specifies whether and for what information to prompt the operator during startup.
Valid values are the following:
– NO|N specifies not to prompt the operator for any information during startup.
– PAR specifies to prompt the operator for system generation related options.
– SYS specifies to prompt the operator for the version of the DC/UCF system to be started.
– YES|Y specifies to prompt the operator for both system generation related options and the DC/UCF system version

number.
If no PROMPT option is specified then NO is the default.

NOTE
For information on how operators respond to the startup prompts, see the CA IDMS System Tasks and
Operator Reference section.

• RMAPSIZE|RMAP=region-map-entry-count
Specifies the number of entries to allocate in the DC/UCF region map. region-map-entry-count must be a positive
integer.
If not specified then 30 is the default.
The default region map entry count should satisfy most sites; however, if a system uses many optional features, (for
example, many line drivers), you may have to increase this value. Issue a DCMT DISPLAY MEMORY MAP command
to determine if the map displays all the modules you think it should.

• RRS=Y|N
(z/OS systems only) Specifies whether to enable RRS support.
Valid values are the following:
– Y specifies to enable RRS support
– N specifies not to enable RRS support

• STEPLIB|STEP=Y|N
(z/OS systems only) Specifies from which library to load RHDCCKUR and RHDCTCKR.
Valid values are the following:
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– Y specifies to load from the STEPLIB concatenation
– N specifies to load from the CDMSLIB concatenation

• SUBPOOL|SP=operating-system-subpool
(z/OS systems only) Specifies the operating system subpool to use for GETMAIN requests. See your operating system
documentation for information on operating system subpools. The valid values for operating system subpools are from
1 to 127. The default is 1.

• SUBTASKS|SUBT=subtask-count
(z/OS systems only) Specifies the number of subtasks (TCBs) to use. subtask-count must be a positive integer.
This parameter is ignored unless either multitasking or RRS is enabled. If not specified and multitasking or RRS is
enabled, the number of TCB's defaults to the number of CPU's available to the operating system.

• SVC=svc-number
(z/OS systems only) Identifies the CA IDMS SVC number to use during system startup and runtime. The value
specified overrides any SVC specified in the SYSGEN SYSTEM statement. svc-number must be the number of an
active CA IDMS SVC. Specifying an SVC number allows CA IDMS load modules to reside in a PDSE without running
CA IDMS as an authorized program.

• SWAP=Y|N
(z/OS systems only) Specifies whether to run the system as swappable.
Valid values are:
– Y specifies to run the system as swappable
– N specifies not to run the system as swappable

NOTE
To monitor this system from a remote CA IDMS Performance Monitor session, the DC/UCF system must be
run non-swappable. Remote monitoring is available only on z/OS.

• SYSTEM|S=dc/ucf-version-number
Identifies the DC/UCF system to be started. dc/ucf- version-number must be the version number of the target system.
This parameter is optional; however if not specified, then you must enable the operator to be prompted for the system
version number.

• WTOEXIT|WTO=wto-exit-name
Identifies the write-to-operator (WTO) exit to be used by the DC/UCF system. This value overrides any WTO exit
module linked with IDMSUXIT. wto-exit-name must be the name of a WTO exit module residing in the DC/UCF load
(core image) library.
For z/OS and z/VM, if this parameter is not specified, link the WTO exit module with the IDMSUXIT module if you want
to exploit the WTO exit.
For z/VSE, if this parameter is not specified and you want to exploit this exit, link the WTO exit with the IDMSUXIT
module, or as a standalone phase with the name WTOEXIT.

• WTOREXIT|WTOR=wtor-exit-name
Identifies the write-to-operator-reply (WTOR) exit to be used by the DC/UCF system. This value overrides any WTOR
exit module linked with IDMSUSIT. wtor-exit-name must be the name of a WTOR exit module residing in the DC/UCF
load (core image) library.
For z/OS and z/VM, if this parameter is not specified, you must link the WTOR exit module with the IDMSUXIT module
if you want to exploit the WTOR exit.
For z/VSE, if this parameter is not specified and you want to exploit this exit, link the WTOR exit with the IDMSUXIT
module, or as a standalone phase with the name WTOREXIT.

• ZIIP=Y|N
(z/OS systems only) Specifies the type of zIIP support to provide in z/OS.
Valid values are the following:
– Y specifies to use zIIP processors if present.
– N specifies not to use zIIP processors. This is the default.
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Coding Options as Positional Parameters
The use of positional parameters is supported only in z/OS.

When specifying runtime options as positional parameters, you code the PARM value as follows:

            Column

            0        1         2         3

            12345678901234567890123456789012345678

PARM='S=sys#prompt              tnnsclll###submqdz

It is important to code parameters in the columns exactly as shown. If the "S=sys#" parameter is omitted, column
numbering is relative to the first character of the PARM value. If the "S=sys#" parameter is specified, column numbering is
relative to the first character after the sys# value.

Parameters

• S=
Identifies the DC/UCF system to be started. This parameter is optional; however if not specified, you must enable the
operator to be prompted for the system version number.

• sys#
Specifies the version of the DC/UCF system to be started. sys# is a variable length string, in which leading zeroes are
ignored.
Note: The remainder of the PARM string requires parameters start in aspecified column position. Column numbering
starts (with column one) after the system number, if there is a system number.

• prompt
Columns 1-6 -- Indicates whether to prompt the operator for sysgen options and the DC/UCF version number.
Valid values are the following:
– PROMPT -- Directs startup to prompt the operator.
– (blank) -- Directs startup to not to prompt the operator.

• a
Column 10 -- Specifies which loadlib to use when loading RHDCCKUR and RHDCTCKR load modules.
Valid values are the following:
– S -- Loads RHDCCKUR and RHDCTCKR from the STEPLIB concatenation.
– (blank) -- Loads RHDCCKUR and RHDCTCKR from the CDMSLIB concatenation. This is the default.

• b
Column 11 -- Specifies whether to run startup autotasks.
Valid values are the following:
– N -- Startup autotasks are not run.
– (blank) -- Startup autotasks are run. This is the default.

• tnn
Columns 21-23 -- Specifies the number of TCB's that CA IDMS uses and controls the use of multitasking and RRS.

• t
Column 21 -- Controls both multitasking and RRS support.
Valid values are the following:
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– M -- The system uses multitasking.
– R -- The system uses unitasking with RRS TCB's.
– T -- The system uses multitasking with RRS TCB's.
– U or (blank) -- The system uses unitasking. This is the default.

• nn
Columns 22-23 -- Specifies the number of TCB's. This is optional; it is only valid if column 21 contained M, R, or T.
nn is a left-justified, blank-filled number. If nn is not specified, the number of TCB's defaults to the number of CPU's
available to the operating system.

• s
Column 24 -- Specifies whether to run the DC/UCF system as swappable.
Valid values are the following:
– S -- DC/UCF system runs as swappable.
– (blank) -- DC/UCF system runs as non-swappable. This is the default.

• clll
Columns 25-28 -- Specifies options for system cloning.
– c

Column 25 -- Specifies whether to activate cloning.
Valid values are the following:
• C -- Cloning is activated.
• (blank) -- Cloning is not activated. This is the default.

– lll
Columns 26-28 -- Specifies the maximum number of clones. lll is a left-justified, blank-filled number.

• ###
Columns 29-31 -- Specifies a valid CA IDMS SVC number to use during initial system startup.
Specifying an SVC number allows CA IDMS load modules to reside in a PDSE without running CA IDMS as an
authorized program.

• sub
Columns 32-34 -- Specifies the operating system subpool value to use for GETMAIN requests. See your operating
system documentation for information on operating system subpools. The valid values for operating system subpools
are from 1 to 127. The default is 1.

• mqd
Columns 35-37 -- Specifies the multitasking queue depth value.
The optimum value for the MT queue depth is dependent on factors outside the control of DC, such as other work on
the CPUs, operating system dispatcher parameters, paging rate, etc. Therefore, it is advised to experiment with the
value and watch the results. The value must be in a range of 0 to 255; however, the advised value is in a range of 0 to
9. The default is 2.

NOTE
Specifying a low value causes more usage of subtasks. A too-low value causes subtasks to wake up and go
back to sleep again without doing any work because the queue was already emptied by another subtask. A
too-high value disables multitasking, and most if not all work is processed by only one subtask.

• z
Column 38 -- Specifies the type of zIIP support.
Valid values are the following:
– Y specifies to use zIIP processors if present.
– N specifies not to use zIIP processors. This is the default.
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JESLOG
In the case of an unexpected abend - Snnn, for example - additional output can appear in the JESLOG:

05.04.22 JOB41599  +CCSR010E RHDCOS00 S0C4 at 0000886C LMOD RHDCOMVS CSECT RHDCOESA +000FB4 SYSTEM72 TESTDCV DCV

05.04.22 JOB41599  +CCSR021I OWNER = CA IDMS VERSION 18.0.0

05.04.22 JOB41599  +CCSR022I MODULE = RHDCOESA FMID = ~ZAPFMID RMID = ~ZAPFMI

05.04.22 JOB41599  +CCSR061I PSW: 00000000 00000000 078D0F00 8000886C

05.04.22 JOB41599  +CCSR062I ILC: 02 INTERRUPT CODE: 0D REASON CODE: 00000000

05.04.22 JOB41599  +CCSR065I HOME = 0412  PRIMARY = 0412  SECONDARY = 0412

05.04.22 JOB41599  +CCSR070I GR0  - GR1   00000000_000000E8 00000000_000C4000

05.04.22 JOB41599  +CCSR070I GR2  - GR3   00000000_00027B46 00000000_00400000

05.04.22 JOB41599  +CCSR070I GR4  - GR5   00000000_002D5000 00000000_3DE35C50

05.04.22 JOB41599  +CCSR070I GR6  - GR7   00000000_80008862 00000000_0002EF60

05.04.22 JOB41599  +CCSR070I GR8  - GR9   00000000_0020D5A0 00000000_0020F7A0

05.04.22 JOB41599  +CCSR070I GR10 - GR11  00000000_000270B0 00000000_00008E28

05.04.22 JOB41599  +CCSR070I GR12 - GR13  00000000_0000AD80 00000000_3AD7C408

05.04.22 JOB41599  +CCSR070I GR14 - GR15  00000000_8000ADB0 00000000_00000000

05.04.22 JOB41599  +CCSR071I AR0  - AR3   007FE050 00000000 00000000 00000000

05.04.22 JOB41599  +CCSR071I AR4  - AR7   00000000 00000000 00000000 00000000

05.04.22 JOB41599  +CCSR071I AR8  - AR11  00000000 00000000 00000000 00000000

05.04.22 JOB41599  +CCSR071I AR12 - AR15  00000000 00000000 00000000 00000000

05.04.24 JOB41599  IEA794I SVC DUMP HAS CAPTURED:  904

   904             DUMPID=784 REQUESTED BY JOB (SYSTEM72)

   904             DUMP TITLE=CCSR010E RHDCOS00 S0C4 at 0000886C LMOD RHDCOMVS CSE

   904                        CT RHDCOESA +000FB4 SYSTEM72 TESTDCV DCV

05.04.24 JOB41599  IEF450I SYSTEM72 DCV TESTDCV - ABEND=S0C4 U0000 REASON=00000000  911
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   911                     TIME=05.04.24

Sample OPS/MVS API rule
Use the following OPS/MVS API rule to automate the offloading/archiving processes for DC log, DC traces, and journals.
This rule eliminates the need to include a WTOEXIT in the CA IDMS system, and also improves system performance
when using the CA IDMS zIIP feature.

While there are many possible ways to write an API rule, this is one example of how you can implement a rule to complete
the required job submissions for sample DC/UCF systems SYSTEM72 and SYSTEM73 on the same LPAR. This example
processes all events starting with the string CAIDMS*. All other parsing of the messages for JOURNAL, LOG, and TRC is
done by the rule itself.

)API CAIDMS*                                                            

)PROC                                                                   

/**********************************************************************/

/*                                                                    */

/*              Proprietary and Confidential Information              */

/*                  and Intellectual Property of CA                   */

/*                       Copyright (C) 2010 CA                        */

/*                        All Rights Reserved.                        */

/*                                                                    */

/*   Name       - APIIDMS                                             */

/*   Purpose    - Respond to various CA IDMS generated API events.    */

/*   Related    - None                                                */

/*   Globals    - None                                                */

/*   Notes      -                                                     */

/*                This sample OPS/MVS request rule demonstrates       */

/*                using API rules for CA IDMS sample systems SYSTEM72 */

/*                and SYSTEM73.                                       */

/*                                                                    */
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/*                The CA OPS/MVS generic event Application Program    */

/*                Interface (API) enables CA software products to     */

/*                directly generate CA OPS/MVS events. This example   */

/*                will process on API events initiated by the         */

/*                CA IDMS product.                                    */

/*                                                                    */

/*                This API example will process and perform           */

/*                the following actions:                              */

/*                                                                    */

/*              Offload_DC_LOG - DC log is nn% full (DC050001)        */

/*                               or DC log is full (DC050004)         */

/*                               messages were received.              */

/*                               The action will be taken to submit   */

/*                               the DC log offload job for that      */

/*                               particular system.                   */

/*              Offload_DC_TRC - TRC is nn% full (DC050024)           */

/*                               or TRC is full (DC050027)            */

/*                               messages were received.              */

/*                               The action will be taken to submit   */

/*                               the traces offload job for that      */

/*                               particular system.                   */

/*             Archive_Journal - Disk Journal is full (DC205003)      */

/*                               message was received.                */

/*                               The action will be taken to submit   */
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/*                               the archive journal job for that     */

/*                               particular system.                   */

/*                                                                    */

/**********************************************************************/

                                                                        

/*--------------------------------------------------------------------*/

/* Obtain needed event data as well as any need system data that      */

/* required for processing.                                           */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

msgtxt = overlay(' ',api.text,5)        /* remove * from IDMS message */

localmstcons= OPSINFO('LocMstConsNm')         /* Local master console */

msgid  = word(msgtxt,2)                                 /* Message ID */

system = word(msgtxt,3)                      /* system making request */

system = right(system,length(system)-1)       /* Strip away leading V */

                                                                        

/*--------------------------------------------------------------------*/

/* User threshold values for DC LOG and DC Trace offloading           */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

LOG_threshold = log-offload-threshold                                   

TRC_threshold = trc-offload-threshold                                   

                                                                        

/*--------------------------------------------------------------------*/

/* DC/UCF system version numbers at your IDMS site                    */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

SYSTEM72 = 72                                                           
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SYSTEM73 = 73                                                           

/* Add more systems if needed                                         */

                                                                        

/*--------------------------------------------------------------------*/

/* Display debugging information                                      */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

MSG1 = "Text Received:" api.text                                        

MSG2 = "MSGID:" msgid" Event:" api.id                                   

MSG3 = "System:" system                                                 

/* Print Debugging information - uncomment the next line if needed    */

/* Call Debug_rule */                                                   

                                                                        

/*--------------------------------------------------------------------*/

/* Process this particular class type.                                */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

select                                                                  

/* Process "DC050001  Log % full" message */                            

  when msgid = 'DC050001' then do                                       

    level = word(msgtxt,7)                 /* Current % of LOG in use */

    level = left(level,length(level)-1)          /* Strip away % sign */

    If level >= LOG_threshold then   /* DC Log has exceeded threshold */

      Call Offload_DC_LOG                                               

  end                                                                   

                                                                        

/* Process "DC050004  Log is FULL" message */                           
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  when msgid = 'DC050004' then Call Offload_DC_LOG                      

                                                                        

/* Process "DC205003  Disk Journal FULL" message */                     

  when msgid = 'DC205003' then Call Archive_Journal                     

                                                                        

/* Process "DC050024  TRC % full" message */                            

  when msgid = 'DC050024' then do                                       

    level = word(msgtxt,7)                 /* Current % of LOG in use */

    level = left(level,length(level)-1)          /* Strip away % sign */

    If level >= TRC_threshold then   /* DC Log has exceeded threshold */

      Call Offload_DC_TRC                                               

  end                                                                   

                                                                        

/* Process "DC050027  TRC is FULL"' message */                          

  when msgid = 'DC050027' then Call Offload_DC_TRC                      

                                                                        

  otherwise nop                                                         

end                                                                     

return                                                                  

                                                                        

/*--------------------------------------------------------------------*/

/* Offload DC LOG subroutine:                                         */

/*  This subroutine will submit offload IDMS DC log job for the       */

/*  Central Version which issued the event.                           */

/*                                                                    */
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/*  Add statements for all desired DC/UCF systems to be processed     */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

Offload_DC_LOG:                                                         

select                                                                  

/* Submit the job for sample system SYSTEM72 */                         

  when system = SYSTEM72 then do                                        

   MSGI = "Archive LOG job for the CV" system "has been submitted"      

   Call Info_rule         /* Print informational message into JES log */

   address TSO                                                          

   "SUBMIT ‘your.custom.jcllib(jcl-member)'"                            

   end                                                                  

                                                                        

/* Submit the job for sample system SYSTEM73 */                         

  when system = SYSTEM73 then do                                        

   MSGI = "Archive LOG job for the CV" system "has been submitted"      

   Call Info_rule         /* Print informational message into JES log */

   address TSO                                                          

   "SUBMIT ' your.custom.jcllib(jcl-member)'"                            

   end                                                                  

                                                                        

/* Otherwise do nothing */                                              

  otherwise nop                                                         

end                                                                     

return                                                                  
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/*--------------------------------------------------------------------*/

/* Archive Journal subroutine:                                        */

/*  This subroutine will submit archive journal job for the Central   */

/*  Version which issued the event.                                   */

/*                                                                    */

/*  Add statements for all desired DC/UCF systems to be processed     */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

Archive_Journal:                                                        

select                                                                  

/* Submit the job for sample system SYSTEM72 */                         

  when system = SYSTEM72 then do                                        

   MSGI = "Archive journal job for the CV" system "has been submitted"  

   Call Info_rule         /* Print informational message into JES log */

   address TSO                                                          

   "SUBMIT ' your.custom.jcllib(jcl-member)'"                            

   end                                                                  

                                                                        

/* Submit the job for sample system SYSTEM73 */                         

  when system = SYSTEM73 then do                                        

   MSGI = "Archive journal job for the CV" system "has been submitted"  

   Call Info_rule         /* Print informational message into JES log */

   address TSO                                                          

   "SUBMIT 'your.custom.jcllib(jcl-member)'"                            

   end                                                                  
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/* Otherwise do nothing */                                              

  otherwise nop                                                         

end                                                                     

return                                                                  

                                                                        

/*--------------------------------------------------------------------*/

/* Offload DC TRC subroutine:                                         */

/*  This subroutine will submit offload IDMS DC TRC job for the       */

/*  Central Version which issued the event.                           */

/*                                                                    */

/*  Add statements for all desired DC/UCF systems to be processed     */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

Offload_DC_TRC:                                                         

select                                                                  

/* Submit the job for sample system SYSTEM72 */                         

  when system = SYSTEM72 then do                                        

   MSGI = "Archive TRC job for the CV" system "has been submitted"      

   Call Info_rule         /* Print informational message into JES log */

   address TSO                                                          

   "SUBMIT 'your.custom.jcllib(jcl-member)'"                            

   end                                                                  

                                                                        

/* Submit the job for sample system SYSTEM73 */                         

  when system = SYSTEM73 then do                                        

   MSGI = "Archive TRC job for the CV" system "has been submitted"      
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   Call Info_rule         /* Print informational message into JES log */

   address TSO                                                          

   "SUBMIT 'your.custom.jcllib(jcl-member)'"                            

   end                                                                  

                                                                        

/* Otherwise do nothing */                                              

  otherwise nop                                                         

end                                                                     

return                                                                  

                                                                        

/*--------------------------------------------------------------------*/

/* Info subroutine:                                                   */

/*  This subroutine is used to print various informational strings    */

/*  into the JES log.                                                 */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

Info_rule:                                                              

 MLINXT.1 = 'OPS/MVS IDMS INFORMATIONAL MESSAGE:'                       

 MLINXT.2 = COPIES('*',70)                                              

 MLINXT.3 = '* '||CENTER(MSGI,66)||' *'                                 

 MLINXT.4 = COPIES('*',70)                                              

 address WTO                                                            

 "Msgid(OPSNOTIFY) Textvar(MLINXT.) Cnname("localmstcons")"             

 MSGI = ""                                                              

return                                                                  
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/*--------------------------------------------------------------------*/

/* Debug subroutine:                                                  */

/*  This subroutine is used to print various debugging strings into   */

/*  the JES log.                                                      */

/*--+----1----+----2----+----3----+----4----+----5----+----6----+----7*/

Debug_rule:                                                             

 MLWTXT.1 = 'OPS/MVS IDMS DEBUG MESSAGE:'                               

 MLWTXT.2 = COPIES('*',70)                                              

 MLWTXT.3 = '* '||CENTER(MSG1,66)||' *'                                 

 MLWTXT.4 = '* '||CENTER(MSG2,66)||' *'                                 

 MLWTXT.5 = '* '||CENTER(MSG3,66)||' *'                                 

 MLWTXT.6 = COPIES('*',70)                                              

 address WTO                                                            

 "Msgid(OPSNOTIFY) Textvar(MLWTXT.) Cnname("localmstcons")"             

 MSG1 = ""                                                              

 MSG2 = ""                                                              

 MSG3 = ""                                                              

return

To complete the API rule, replace these variables:

• log-offload-threshold
Replace log-offload-threshold with the DC log offload threshold value in percent.

• trc-offload-threshold
Replace trc-offload-threshold with the DC traces offload threshold value in percent.

• your.custom.jcllib
The data set name of the card image (FB/80/????) JCL library containing the DC log and DC traces offload jobs and
archive journal jobs.

• jcl-member
Replace jcl-member with the name of the member containing the JCL to offload or archive the DC log, DC traces or
journals for the particular CA IDMS DC/UCF system.
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Administrating Online Debugger
This section presents a functional description, syntax, syntax rules and examples for each debugger command you can
use during the setup or run-time phases. The commands are presented in alphabetical order.

About the Debugger

What You Can Debug

The CA IDMS online debugger is an interactive facility used to detect, trace, and resolve programming errors in programs
that run under the control of DC/UCF. The debugger can be used with these load modules:

• Assembler, COBOL, and PL/I programs
• CA ADS
• Subschemas
• Maps
• Tables

For more information on using the debugger with Assembler, COBOL, and PL/I programs, see Aids for Debugging
Assembler, COBOL, and PL/I Programs.

How You Use the Debugger

You use the online debugger to do the following:

• Receive control when an abend occurs:
The online debugger receives control when your program abends (for example, with a data exception). You can then
determine the abending instruction and examine program variable storage to determine the error.

• Receive control at predetermined breakpoints:
To trap logic errors, set breakpoints that halt program execution at a specified line number. The online debugger
receives control when your program reaches that line number, so that you can examine program variable storage.

Debugger Features

High Level of Control

The online debugger allows you to maintain a high level of control over the debugging process. With the debugger, you
can:

• Set breakpoints
• Display the contents of registers and storage
• Modify storage values
• Snap tasks and storage areas to the log
• Trap abends in the module being debugged

Each of these functions is discussed below.

Setting Breakpoints

Breakpoints are temporary program interruptions that you can set at any address within a program or dialog that complies
with debugger validation rules, as described in "Valid Breakpoints" later in this chapter.

At runtime, the debugger takes control at these breakpoints, and program execution is temporarily suspended. While
execution is suspended, you can perform a variety of activities before returning control to the DC/UCF system or resuming
execution of the program.
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Displaying and Modifying Storage Values

You can examine storage values in any area, assuming that you have the security necessary to access the area.
(Traditional error-handling routines and dumps supply information only after an error occurs or a program finishes
executing.)

You can modify storage values and then execute the program to test the modifications.

The ability to examine and modify storage values in any area makes the debugger a very powerful tool. It's important to
use debugger security to control access to storage. For information on the security methods used by the debugger, see
Administrating Security for IDMS.

Snapping Tasks and Storage Areas

You can create dumps for a task or for a specific area; the dumps are written to the DC/UCF log. From the log you can
make a hard copy of storage contents and then examine them at your leisure.

Trapping Abends

The debugger automatically takes control when an instruction causes an abend in the module being debugged, allowing
you to examine storage and to take appropriate action.

Managing Program Execution

The debugger also provides you with a flexible tool for managing an executing program. Under the control of the debugger
during runtime:

• After a breakpoint, you can:
– Allow the program to resume execution from the current breakpoint address
– Specify resumption at an address before or after the breakpoint

• After an abend, you can:
– Allow standard abend processing to continue
– Resume program execution at an address before or after the abend

• In both cases, you can modify previous debugger commands or issue new commands, for example to:
– Ignore all remaining breakpoints
– Bypass specific breakpoints
– Set additional breakpoints for the duration of a session

Debugging Process

What to Define

You cannot debug an Assembler, COBOL, or PL/I program until you define it to the DC/UCF system. For example, you
cannot debug a program until it is defined in the PROGRAM statement at system generation time or defined dynamically
with the DCMT VARY DYNAMIC PROGRAM statement.

Similarly, you must define the program task code either in the TASK statement at system generation or dynamically with
the DCMT VARY DYNAMIC TASK statement.

NOTE

You don't have to define the task code for the initial stage of the debugging process, but you must define it
before executing the program. You don't have to define CA ADS dialogs, subschemas, maps, and tables.

Debugger Structure

You can conduct a debugger session in one of two modes or a combination of both:
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• Prompt mode enables you to issue debugger commands line by line
• Menu mode enables you to issue commands from a series of activity and tutorial screens

Debugging a module takes place in two phases, as follows:

• The setup phase, invoked before a program is executed
• The runtime phase, occurring during program execution and dependent on actions taken during setup

For detailed information about the modes and phases see the following topics:

DEBUG and QUIT

A debugger session begins when you issue the first DEBUG task code. A session ends when you either issue the
debugger QUIT command or terminate the DC/UCF session by signing off.

 

Prompt Mode

Line-oriented Method

Prompt mode is the line-oriented method of communicating with the debugger. In prompt mode you can:

• Initiate a debugging session
• Issue a debugger command
• Return to the DC/UCF system

Initiating a Debugging Session

To initiate a debugging session in prompt mode, enter the DEBUG task code in response to the Enter Next Task Code
prompt, as follows:

ENTER NEXT TASK CODE: 

debug

The debugger indicates that it is in control by responding with the DEBUG > prompt:

Issuing a Debugger Command

You can issue debugger commands whenever the debugger responds with the DEBUG > prompt. To issue a debugger
command at the same time you initiate a debugging session, enter the task code in conjunction with the DEBUG
command that names the entity to be debugged.

In the following example, the task code DEBUG is followed by a DEBUG command that identifies TESTPROG to the
debugger:

ENTER NEXT TASK CODE:

debug debug testprog

When you enter the above command, you invoke the debugging facility. The command is echoed, and the debugger
responds by validating the command and displaying the next DEBUG> prompt, as follows:

DEBUG TESTPROG
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DEBUG > DEBUGGING INITIATED FOR TESTPROG VERSION 1

DEBUG >

If you try to debug a program which has not been defined to a DC/UCF system, the debugger issues an error message
after echoing the command, then repeats the command that cannot be completed, and re-displays the DEBUG > prompt,
as in the following example:

DEBUG TESTPROG

DC574902 DEBUG > LOAD OF TESTPROG FAILED - NOT FOUND

DEBUG > DEBUG TESTPROG

DEBUG >

Difference between EXIT and QUIT

To return control to the DC/UCF system, issue either the EXIT or the QUIT command:

• EXIT saves the debugger control blocks and allows you to continue the same debugger session.
• QUIT clears the control blocks and terminates the debugger session completely.

How to Check Session Activity

To determine if a debugger session exists, issue the command DCMT DISPLAY LTE *. This command lists information
about your logical terminal, as follows:

• DEBUG ACT: A debugger session is active.
• DEBUG INACT: No debugger session is active.

To inquire for a list of modules known to the debugger, use the DEBUG INQUIRE command.

Valid Commands

In prompt mode, you can use all commands except RESUME, IOUSER, and WHERE during setup, and all commands
except DEBUG during runtime. The PROMPT command performs no function while you are in prompt mode.

 

 

Menu Mode

Choosing Activities from Screens

Menu mode is designed to make your options easy to see. You can enter commands or display information by filling in the
fields on a series of fixed-format screens, as follows:
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• Activity screens: Provide fields for commands that require additional input.
• Individual help screens: Provide detailed descriptions of each command
• Usage global help screen: Summarizes debugging activities
• Other global help screens: Let you display program and debugger symbols and program function key (PF-key)

assignments

For a complete description of each of these screens, see Debugging in Menu Mode.

Initiating a Debugger Session

To initiate a debugging session in menu mode, issue the DEBUG task code followed by the MENU command in response
to the Enter Next Task Code prompt, as follows:

ENTER NEXT TASK CODE: 

debug menu

When you enter this command, the Usage screen appears, which is the top-level menu screen.

Switching Mode

To switch from prompt mode to menu mode, issue the MENU command in response to the DEBUG > prompt, as follows:

DEBUG > 

menu

When switching modes you see the Usage screen.

Going to a Specific Screen

To go to a specific activity screen or global help screen, issue the MENU command followed by a valid screen name.
The following example illustrates the use of the DEBUG task code with a MENU command that names the screen to be
displayed:

ENTER NEXT TASK CODE: 

debug menu at

When you enter the above command, you invoke the debugging facility in menu mode and the AT command activity
screen displays:

Valid Commands

Menu mode allows the same set of debugger commands as prompt mode, with the exception that the PROMPT command
is allowed and the MENU command is disabled.

Leaving Menu Mode

You can use the following options to leave Menu mode: 

• Select the PROMPT activity
• Return to prompt mode with the associated control key
• Enter the PROMPT command on the menu DEBUG > prompt line

 

NOTE

The debugger is always in menu mode until you issue the PROMPT command. 
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Setup Phase

Breakpoints and Abends

The setup phase is the preliminary phase of the debugging process. During this stage, you can define modules to the
debugger for the following two reasons:

• To enable the setting of breakpoints
Breakpoints can be established as soon as the DEBUG command is used to define the load module to the debugger.

• To gain control under the debugger when a program check or abend occurs
Setting breakpoints is not mandatory. You can trap possible abends in a program during runtime and receive control
under the debugger if the following applies:
– You defined the program to the debugger (issued a DEBUG command for the program during the setup phase).
– You defined the current DC/UCF program to the debugger.

The last program to receive control through a #LINK or #XCTL is called the current DC/UCF program. When a
program check occurs in a module unknown to the debugger, you gain control under the debugger if the current DC/
UCF program is defined to the debugger.

 

Runtime Phase

DEBUG and EXIT Required

The runtime phase of the debugging process takes place during the execution of a program. Debugging cannot occur
during runtime unless the following applies:

• You use the DEBUG command during the setup phase to define the program to the debugger.
• You use the EXIT command that retains the debugger control blocks, when leaving the setup phase.

What Happens at the Breakpoint

When you define a program to the debugger, the program task code invokes both the runtime phase of the debugger and
the execution of the program. At a breakpoint, the DC/UCF runtime system suspends program execution, and you gain
control under the debugger. A message is displayed that signals the breakpoint interrupt and describes its location.

Examples

The following examples show what happens at the breakpoint for a program called TESTPROG.

1. The debugger verifies the establishment of the breakpoint

DEBUG > at @00bf080

AT @00BF080

AT > @00BF080 ADDED

DEBUG >
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     2. When this breakpoint is encountered during runtime, the debugger identifies the address, the program, and the
debug expression that established the breakpoint:

AT OFFSET @80 IN TESTPROG EXPRESSION @00BF080

DEBUG >

 In response to the DEBUG > prompt, you can make additional queries or perform other debugging activities.

 

Command Considerations
When issuing debugger commands, you consider:

Expression Components Variables that can be specified in a debug expression
Length Attributes Display lengths for expressions with and without data

characteristics
Parsing Rules Debugger rules for processing command input
Command Modification Rules for modifying commands
Delimiters Delimiters recognized by the debugger
Data Values Numeric and string values recognized by the debugger
Command Format Guidelines used to format a debugger command

Expression Components
  

 Four Basic Components 

The basic components of a debug expression are:

• Debugger symbols
• User symbols
• Program symbols
• Operators

 Three Ways to Appear 

When a debug expression is used in a command, the expression can appear as:

• A single debugger symbol, user symbol, program symbol, or integer
• Multiple debugger symbols, user symbols, program symbols, and integers joined by operators
• Multiple expressions joined by operators

Debugger Symbols

 Three Categories 

Debugger symbols can:

 1800



 Administrating

• Designate general registers
• Designate certain DC/UCF system entities
• Point to specific addresses

 Address Symbols and Markers 

Three special characters can be used in debugger expressions to address particular locations in a program or dialog:

 Absolute Address 

The at sign (@) functions as the debugger marker that prefaces an absolute address notation. An absolute address
cannot exceed eight digits.

Syntax for the marker is shown below:

►►─── @ hex-value ────────────────────────────────────────────────────────────►◄

In a debug expression, @hex-value can be used interchangeably with the address notation Xhex-value. For example, an
absolute address could be represented as @2B90 or X'002B90'; an offset value could be represented as +@C0 or +X'C0'.

For more information on the hexadecimal values recognized by the debugger, see Data Values.

 Load Address 

The dollar sign ($) functions as the debugger label that expresses the load address of the current program. In a
command that uses debug expressions, the dollar sign ($) can be used by itself or in combination with other expression
components.

This example illustrates the use of the dollar sign ($) in an expression requesting a display of the current CSECT address:

list $

This example sets a breakpoint at an offset address 16 bytes from the load address:

at $ + @10

 Address of Current Dialog Process 

The cent sign (¢) functions as the debugger label that expresses the address of the current dialog process. In a
command that uses debug expressions, the cent sign (¢) can be used by itself or in combination with other expression
components.

This example illustrates the use of the cent sign (¢) to request the load address of the current dialog process:

list &cent.

General Registers Symbols

 General registers include the registers used by the program at the time of execution and the registers used by the
DC/UCF system. The program status word (PSW) and register definitions are always preceded by a colon (:) and are
specified by these symbols:

•  :PSW for the current program status word
•  :Rn for the user program register at the time of interrupt, where n represents the number of the register and can have

a value of 0 through 15
•  :REGS for all user program registers at the time of interrupt
•  :SRn for a DC/UCF system register at the time of interrupt, where n represents the number of the register and can

have a value of 0 through 15
•  :SREGS for all DC/UCF system registers at the time of interrupt
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WARNING
 A single debug expression can reference only one general register.

DC/UCF System Symbols

Certain DC/UCF system symbols also function as debugger entities, and you can refer to them during a debugging
session. A colon (:) must precede each symbol. These are the valid symbols:

•  :BAT
Specifies the base address table for session.

•  :CSA
Specifies the DC/UCF common storage area.

•  :DLB
Specifies the debug local block, control block required for debugging session.

•  :LTE
Specifies the current logical terminal element.

•  :PTE
Specifies the current physical terminal element.

•  :TCE
Specifies the current task control element.

•  :VECT
Specifies the vector table for debugger.

WARNING
 A single debug expression can reference only one system entity.

User Symbols

 Additional Work Areas 

User symbols identify storage areas set aside by the debugger as additional work areas. Each user symbol must be
prefaced by a colon (:). The user symbols and their meanings are:

• :DRn for a debugger general register, where n represents the number of the register and can have a value of 0 through
15

• :DREGS for all debugger registers
• :H1 and :H2 for halfword 1 and halfword 2
• :F1 and :F2 for fullword 1 and fullword 2
• :UCHR for a 48-byte character area

You can also refer to specified sections of this area:
– :UC0, the first 16 bytes
– :UC16, the next 16 bytes
– :UC32, the last 16 bytes

 Examples 

The example below illustrates one way in which you can use the work areas as a debugging aid. In this example, when
the program being debugged has reached a breakpoint and the debugger facility is in control, you can copy the current
values in program registers to registers in the debugger work area. For instance, to save the contents of all 16 of the
general registers of the program, issue this command:

set :dregs = :regs
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To save the contents of a single register, copy the values currently in the user register to a debugger register, with a
command in this format:

set :dr1 = :r1

Later in the debugger session, the user register previously saved can be restored with this command:

set :r1 = :dr1

 Contents Remain for Session 

You can modify or refer to the values in these registers at any time during a debugger session; debugger register contents
remain only for the duration of the current session.

For more detailed information on the use of the SET command, see .

Program Symbols

Data field names and line numbers are two types of program symbols used as components of debug expressions. Each of
these components is discussed separately below, followed by a discussion of how program symbols can be qualified.

Data Field Names

When debugging a dialog during runtime, you can reference a specific data field.

 Syntax 

This is a summary of syntax for the use of data field names:

►►──── data-field-name ─┬──────────────────────┬──────────────────────────────►◄
                        ├─ IN ─┬─ record-name ─┘
                        └─ OF ─┘

 Parameters 

•   data-field-name 
Specifies the data field to be displayed. The name must be enclosed in quotation marks if it contains embedded
delimiters. The data field name must be qualified if it is not unique to the process.

•  IN/OF record-name 
Specifies the name of the record associated with the data field being requested. The record name must be enclosed in
quotation marks if it contains embedded delimiters.

For a complete list of the delimiters used in debugger commands, see the "Delimiters" topic in the IDMS Reference Guide.

You cannot list or set data fields during the setup phase of a debugger session. If you try to, the debugger issues an error
message, as in this example:

DEBUG >
list
 date
DC704900 LIST > DATE CANNOT BE RESOLVED
LIST DATE
DEBUG >
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Line Numbers

When debugging a dialog, you can use symbolic line numbers in a debug expression.

 Syntax 

This is a summary of syntax for the use of line numbers:

►►──── # line-number
 ─────────────────────────────────────────────────────────►
 ►─┬──────────────────────────────────────────────────────────────────────┬───►◄
   └─┬─ IN ─┬─┬─ current-process-name ───────────────────────────────────┬┘
     └─ OF ─┘ └─ included-module-name ─┬────────────────────────────────┬┘
                                       └─ OCCurrence occurrence-number ─┘

 Parameters 

•   #line-number 
Specifies the process line number referenced in the expression. The line number can stand alone if it is unique to the
current process.

•   current-process-name 
Specifies what process currently being debugged contains the line number. The process name must be enclosed in
quotation marks if it contains delimiters. The current process name is the default value.

•   included-module-name 
Specifies the name of the included module called from the current process containing the line number. The name of
the included module must be enclosed in quotation marks if it contains delimiters.

•  OCCurrence occurrence-number 
Specifies the occurrence of the included module for modules included more than once in the process.

Qualifying Program Symbols

You can also use program symbols to refer to a line in another process without resetting the process currency.

 Syntax 

The syntax for temporary qualification is:

►►─── process-name - . - program-symbol ──────────────────────────────────────►◄

 Parameters 

•   process-name 
Specifies the current process.

•   program-symbol 
Specifies the program symbol used in this expression. The program symbol is a line number or a data field name. You
can further qualify the symbol with the OF included-module-name-qa clause of a debug expression.

 Example 1 

Assume that the dialog being debugged has three processes: MIS-MAIN1 (the current process), MIS-MAIN2, and MIS-
MAIN3. To set a breakpoint at line 200 in MIS-MAIN2, you can use the QUALIFY command to reset the currency to MIS-
MAIN2 (QUALIFY PROCESS 'MIS-MAIN2' AT #200). However, to establish a breakpoint at line 200 without resetting
currency, you can issue this command:

at 'mis-main2'.#200
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 Example 2 

To set a breakpoint at line 150 in MIS-INC3, a module included by MIS-MAIN3, you can qualify the line number without
changing currency from the MIS-MAIN1 process:

at 'mis-main3'.#150 of 'mis-inc3'

Expression Operators

 Standard Operators 

The following table shows the standard operators:

 Operator  Meaning 
+ Addition
- Subtraction
* Multiplication
/ Division

 Special Operators 

The percent sign (%) is a special operator that you can use for indirect addressing. With indirect addressing, the
address in the expression is not the address of the operand itself, but a pointer to a storage area that contains the address
of the operand. When the percent sign precedes a valid debug expression, the content of the expression is used as the
address of the target value.

 Examples 

Assume that register 3 contains the value BF040. You ask for display of the contents of register 3, like this:

list :r3
000BF040                                       *..0.            *

In this example, the command points to the contents of register 3 as the target value for the display:

list %:r3

In response to the command above, the debugger locates the operand address (BF040) in register 3 and lists the
contents stored at BF040:

000BF040  000047F0 C0280000 00000000 00000000  *...0............*

Now you ask for display of the contents found at 10C010, the address supplied in the debug expression:

list reca +10
0010C010  000BF000 00000000 00000000 00000000  *..0.............*

In the next example, the relative storage location points to the address of the effective operand. The debugger responds
by listing the contents of BF000, the operand address found at RECA+10:

list %(reca+10)
000BF000  D1D6C8D5 40E2D4C9 E3C80000 00000000  *JOHN SMITH......*

Length Attributes
Contents
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The types of components used in an expression can determine the amount of information displayed or modified by the
debugger in response to your request. When determining the length of a display, the debugger distinguishes between
expressions with and expressions without associated data characteristics.

Expressions with Data Characteristics

When an expression component has associated data characteristics, the length of the display depends on:

• The length attribute of the symbol
• The length attribute of the end symbol
• The explicit length

Length Attribute of the Symbol

The length attribute of the symbol is used as the default value.

For example, this command requests the display of register 1:

list :r1

The length attribute of a general register is four bytes. The debugger uses the register attribute as the default value and
issues the following display in response to the above command:

00000000

Length Attribute of the End Symbol

The length attribute of the end symbol in an expression range delineates the end of the display. For example, this
command requests a display of register 1 through register 3:

list :r1 to :r3

The debugger responds with a display that includes the full four-byte length of register 3:

00000000 00000001 00000002

Explicit Length

An explicit length overrides the display length implied by the data characteristics of a symbol.

This table lists the length attributes of debugger symbols:

Entity Symbol Length Attribute
Single registers :Rn

:SRn
:DRn

4 bytes

Register blocks :REGS
:SREGS
:DREGS

64 bytes

Program status word :PSW 8 bytes
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Halfwords :H1
:H2

2 bytes

Fullwords :F1
:F2

4 bytes

Line number #Line-n 12 bytes
Control blocks :BAT, :CSA, :DLB, :LTE, :PTE, :TCE, :VECT Variable (depending on length of block)

Expressions without Data Characteristics

As soon as a component appears in an expression with any other component, it no longer has associated data
characteristics. For example: PTE is an expression with an implicit length attribute equal to the length of the control block,
but: PTE +@10 is an expression without associated data characteristics.

Ways to Determine Length

When an expression component does not have associated data characteristics, the length of the display is based on:

• The default length of the command
• An explicit length
• The first byte of the end expression

Default Command Length

Default lengths vary for commands that use length parameters. For example, the default length is 16 bytes for the LIST
command and 256 bytes for the SNAP command.

In this example, the display begins 32 bytes from the start of the current physical terminal element (PTE) for a length of 16
bytes:

list :pte +@20

Explicit Length

You can supply an explicit length, which overrides the default length of the command. This example requests a 100-byte
display that begins at the load address:

list $ 100

The next example requests that the display begin at an offset address for a length of 20 bytes:

list :pte +@10 len 20

First Byte of the End Expression

The first byte of the end expression in an expression range specifies the end of the display. For example, the debugger
displays 17 bytes of memory in response to this command:

list @bf000 to @bf010
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Parsing Rules
Parameter Order

The parameters of a command must appear in the order specified in the syntax.

In the display below, the first example is incorrect, because the BEFORE parameter cannot follow the AFTER parameter
in an AT command:

at $ +@10 after 2 before 10 on  ◄incorrect order 

at $ +@10 before 10 after 2 on  ◄correct order

Errors that Stop Execution

If one command in a string of debugger commands contains a syntax error, all following commands are parsed for syntax
but not executed.

The command containing the syntax error may be partly executed. In the first example above, the part of the command
preceding the error (at $ +@10 after 2) will be executed:

DEBUG >
at $ +@10 after 2 before 10 on

AT $ +@10 ADDED
BEFORE 10 IGNORED
$
UNRECOGNIZABLE DEBUG COMMAND
DEBUG > AT $ +@10 AFTER 2 BEFORE 10 ON
DEBUG >

Commands that Stop Execution

If a RESUME, EXIT, IOUSER, MENU, PROMPT, or QUIT command is embedded in a string of concatenated debugger
commands, all successive commands in the string are ignored.

Command Modification
Rules of Modification

Commands can be modified to specify different options or to turn off options completely. You can modify commands with
expressions corresponding to the original command.

When you modify a command:

• A respecified option overrides its counterpart in the previous command
• All options specified in the previous command remain in effect unless overridden

Example
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In this example these two commands

at $ + 8 before 10 ignore 

at $ + 8 after 2 on

establish the breakpoint parameters specified in this display:

AT $ + 8 BEFORE 10 AFTER 2 ON

Delimiters 2
The following table shows the valid delimiters for the online debugger:

Delimiter Meaning
* Asterisk
 Blank
, Comma
= Equal sign
! Exclamation point
- Hyphen
% Percent sign
. Period
+ Plus sign
/ Slash

Data Values
Valid Data Values

The debugger recognizes values supplied by the following types of numbers and strings:

Value Description
Halfword values Two-byte fixed-point values ranging from +32,767 to -32,768

Fullword values Four-byte fixed-point values ranging from +2,147,483,647 to
-2,147,483,648

Hexadecimal numbers Values of one to eight hexadecimal digits preceded by an at (@)
sign; can include characters A through F and numerals 0 through
9; when not used in a debug expression, contents must be paired
hexadecimal digits

Decimal numbers Values that can include decimal positions
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Character strings One- to 16-character alphanumeric values enclosed in single or
double quotation marks and preceded by letter C (for example,
C"F34"); can contain any printable character or blank

Hexadecimal strings Even-numbered strings of up to 16 hexadecimal digits enclosed
in single or double quotation marks and preceded by letter X (for
example, X"C6F4"); paired characters A through F and paired
numerals 0 through 9 for hexadecimal values

Numeric strings Variable length numeric values enclosed in single or double
quotation marks; preceded by letter H, F, or P to designate
halfword values (H'0'), fullword values (F'555'), or packed decimal
values (P"2315")

Command Format
Rules

• One or more blanks must precede and follow all keywords
• Spaces are optional within an expression

An offset value can be expressed with separating blanks or without blanks. For example, the same command can be
accurately formatted in any of these ways:

at @00bf280 + 10

at @00bf280+10

at @00bf280 +10

• The entire command string must not exceed twice the line length of the terminal
• Multiple commands can be entered on one prompt line

The commands can be separated with an exclamation point (!) delimiter, but the delimiter is not required. For example,
the same command string can be accurately formatted in any of these ways:

DEBUG >

at $ + 8 every 5 on!resume

DEBUG >

at $ + 8 every 5 on resume

DEBUG >

at $ + 8 every 5 on

AT > $ + 8 ADDED

DEBUG >

 1810



 Administrating

resume

Online Debugger Commands
This section presents a functional description, syntax, syntax rules and examples for each debugger command you can
use during the setup or runtime phases. The commands are presented in alphabetical order.

This table summarizes the commands and their functions.

Command Description
AT Establishes or modifies breakpoints at specified locations in a user

program
DEBUG Designates an entity to be debugged or inquires about entities

known to the debugger
EXIT Returns control to the DC/UCF system, retaining the debugger

control blocks created in the current session
IOUSER Displays the screen current when a breakpoint, program check, or

trapped abend is encountered
LIST Displays session attributes, debugger variables, and areas of

memory at your terminal
MENU Invokes menu mode for a debugger session
PROMPT Invokes prompt mode for a debugger session
QUALIFY Assigns currency to a new process within the current dialog or

inquires about program, dialog and process currencies in effect
QUIT Terminates the debugger session and returns control to the DC/

UCF system, clearing all control blocks created in the current
debugger session

RESUME Continues program or abend execution
SET Allows you to modify storage and debugger session attributes
SNAP Allows you to create and write a dump to the DC/UCF log
WHERE Provides information on the last interrupt encountered in the entity

being debugged

AT
Purpose

Sets, modifies, removes, or reviews breakpoints in a program.

Syntax

ADD Format

►►─── AT debug-expression ────────────────────────────────────────────────────►

 ►─┬───────────────────────────────┬─┬──────────────────────────────┬─────────►
   └─ BEFore ─┬─ MAXimum ◄ ───────┬┘ └─ AFTer ─┬─ 0 ◄ ─────────────┬┘
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              └─ execution-count ─┘            └─ execution-count ─┘

 ►─┬──────────────────────────────┬─┬──────────┬──────────────────────────────►◄
   └─ EVEry ─┬─ 1 ◄ ─────────────┬┘ ├─ ON ◄ ───┤
             └─ execution-count ─┘  └─ IGNore ─┘

INQUIRE Format

►►─── AT ─┬─ ALL ──────────────┬─┬─ INQuire ─┬────────────────────────────────►◄
          └─ debug-expression ─┘ ├─ ON ──────┤
                                 ├─ IGNore ──┤
                                 └─ OFF ─────┘

Parameters

• debug-expression
Specifies a breakpoint location in a user program. Debug-expression can include multiple debug expressions, and
it resolves to an address containing a valid instruction or a valid CME (CA ADS dialogs only). It is not valid to set a
breakpoint at the target of an Assembler execute (EX) instruction.

NOTE
Debugger will not successfully resume if you set breakpoint at a "BALR RX,0" type instruction or a "BAL
RX,..." instruction later used as a base register. An alternative is to set breakpoint at next instruction. For
more information on the values used in a debug expression, see Expression Components in the "Command
Considerations" section.

• ALL
Specifies that the action should apply to all previously established breakpoints. Can be used only in INQUIRE format.

• BEFore MAXimum
Causes the debugger to pause each time the breakpoint instruction is reached. MAXIMUM is the default.

• BEFore execution-count
Specifies an execution pause every time the specified breakpoint instruction is encountered, up to but not including
execution-count.

• AFTer 0
Causes the debugger to pause each time the breakpoint instruction is reached. Zero is the default.

• AFTer execution-count
Specifies an execution pause each time the same breakpoint instruction is encountered beyond execution-count.

• EVEry 1
Causes the debugger to pause every time the breakpoint instruction is encountered. One is the default.

• EVEry execution-count
Specifies an execution pause each time the counter for the specified breakpoint instruction reaches a multiple of
execution-count.

• ON
Sets a new breakpoint or resets the status of a breakpoint previously ignored. ON is the default in ADD format.

• IGNore
Bypasses the specified breakpoint but increments the breakpoint counter.

• OFF
Removes the breakpoint. Can be used only in INQUIRE format.

• INQuire
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Requests a listing of the breakpoint locations and characteristics. Can be used only in INQUIRE format.

Usage

Two formats

The AT command has two formats. The ADD format is used to set and modify breakpoints; the INQUIRE format is used to
review breakpoint locations, if any have been set, as well as to modify the breakpoints.

Temporary processing halt

A breakpoint temporarily halts processing, allowing you to examine the results of execution up to the point of interruption.
Processing is halted before the instruction at the breakpoint is executed. You can use the AT command in both the setup
and the runtime phases of a debugger session.

Breakpoint count

In response to the INQUIRE format, the debugger displays all parameters in effect for the named breakpoints and
indicates the breakpoint count. The breakpoint count (BKPT COUNT) shows how often the breakpoint has been
encountered from the time the program received control via #LINK or #XCTL.

If you issue an AT INQUIRE command is issued during the setup phase, the breakpoint count documents the count from
the most recently executed program. The breakpoint counter is reset to zero each time a #LINK or #XCTL is processed for
the program.

Example 1

This command schedules program breaks on the second through ninth time the instruction at the address $ + 8 is
encountered.

DEBUG >
at $ + 8 before 10 after 1

The debugger verifies the breakpoint with this message:

AT>  $ + 8 ADDED

Once the breakpoint in the example above has been set, the debugger displays the following message in response to an
AT $ + 8 INQUIRE command:

AT>  AT $ + 8 BEFORE 10 AFTER 1 EVERY 1 BKPT COUNT 0 ON

In this example, the default value is indicated for the EVERY parameter. BKPT COUNT 0 indicates that this breakpoint
has not yet been encountered in the current execution of the program.

Example 2

When a breakpoint is reached during the runtime phase, the debugger displays a message that names the address,
identifies the program, and displays the debug expression that established the breakpoint. For example, the following
message would appear for a breakpoint established with an AT $ + 8 command for program TESTPROG:

AT OFFSET @8 IN TESTPROG EXPRESSION $ + 8
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Example 3

In CA ADS dialogs you can set breakpoints by specifying a line number:

DEBUG >
at #200

If line 200 is a valid address, the debugger responds to the above command as follows:

AT #200
AT> #200 ADDED

Example 4

When debugging a dialog, you can set a breakpoint in a process other than the current process without changing the
currency. In the following example where MIS-MAIN1 is the current process, a breakpoint is set at line 100 in a second
process (MIS-MAIN2); MIS-MAIN1 retains its currency. As usual, the debugger sends a verifying message when the
breakpoint address is valid.

DEBUG >
at 'mis-main2'.#100

AT 'MIS-MAIN2'.#100
AT> 'MIS-MAIN2'.#100 ADDED
DEBUG >

In the above example, the programmer encloses the process name in single quotation marks (') because the name
contains an embedded hyphen (-). Quotation marks are required for any name that contains embedded delimiters.

DEBUG
Purpose

Specifies the programs to be debugged or inquires about the debugged programs.

Syntax

ADD format

►►─── DEBug ─┬─ PROgram ◄ ──┬─ entity-name ─┬──────────────────────────┬───────►◄
             ├─ DIAlog ─────┤               └─ VERsion version-number ─┘
             ├─ MAP ────────┤
             ├─ SS ─────────┤
             └─ TABle ──────┘

INQUIRE format
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►►─── DEBug ─┬─ entity-name ─┬──────────────────────────┬─┬─┬─ INQuire ─┬─────►◄
             │               └─ VERsion version-number ─┘ │ └─ OFF ─────┘
             └─ ALL ──────────────────────────────────────┘

Parameters

• PROgram/DIAlog/MAP/SS/TABle
Identifies the type of load module to be debugged. Used only in ADD format. PROGRAM is the default.

• entity-name
Specifies the name of the entity to be used by the debugger as the current load module. Entity-name contains a
maximum of eight characters.

• ALL
Specifies all modules defined to the debugger during the current session. Can be used only in INQUIRE format.

• VERSION version-number
Identifies the version of the program being debugged.
If the version is not specified:
– In ADD format, the debugger uses the version set with DCUF TEST, or version 1 if DCUF TEST hasn't been issued
– In INQUIRE format, the debugger displays all versions if none is specified

• INQuire
Requests a listing of the modules being debugged in this session.

• OFF
Terminates all debugging for the specified programs for the remainder of the session.

Usage

Functions of DEBUG

The word DEBUG has several functions:

• Task code used to initiate a debugging session
• Prompt displayed during a debugging session in prompt mode
• Command used during the setup phase to designate the programs to be debugged or to inquire about the debugged

programs

You can use the DEBUG command only during the setup phase.

Special copy loaded

When you issue the DEBUG command for a module, a special copy is loaded, so that setting breakpoints and making
data changes will not affect other users.

Two formats

The DEBUG command has two formats. The ADD format initially identifies the entities to be debugged; the INQUIRE
format lists entities defined to the debugger in a given session.

Example 1

This example illustrates the use of the DEBUG task code in conjunction with the DEBUG command to transfer control
from DC/UCF to the debugger and to define a module to the debugger; the debugger verifies the commands and displays
the DEBUG> prompt in response:

ENTER NEXT TASK CODE:
debug debug testprog
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DEBUG TESTPROG
DEBUG > DEBUGGING INITIATED FOR TESTPROG VERSION 1
DEBUG >

Example 2

In this example, the DEBUG command names the load module to be debugged:

DEBUG >
debug dialog msgtext version 3

DEBUG DIALOG MSGTEXT VERSION 3
DEBUG > DEBUGGING INITIATED FOR MSGTEXT VERSION 3
DEBUG >

Example 3

This command requests a list of all programs defined to the debugger during the current session:

DEBUG >
debug all inquire

DEBUG ALL INQUIRE
PROGRAM TESTPROG VERSION 1
DIALOG MSGTEXT VERSION 3 PROCESS MSG-MAIN1 CURRENT
DEBUG >

EXIT 2
Purpose

Returns control to DC/UCF and retains the debugger control blocks.

Syntax

►►─── EXIt ───────────────────────────────────────────────────────────────────►◄

Usage

Use EXIT to complete the setup phase and return to DC/UCF.

In a concatenated list of commands, the debugger ignores any command that follows the EXIT command. 

WARNING

In debugging a dialog, the EXIT command causes rollbacks to be issued for both the database, if a run unit is
open, and the task.
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Example

The following example illustrates the use of the EXIT command and the resulting system response: 

DEBUG >
exit

 

EXIT

EXIT DEBUGGER
ENTER NEXT TASK CODE:

IOUSER
Purpose

Redisplays the screen that appeared at your terminal immediately before the debugger processed the breakpoint or
trapped abend.

Syntax

►►─── IOUser ─────────────────────────────────────────────────────────────────►◄

Usage

After the screen is redisplayed, you can return to the menu mode screen or to the DEBUG> prompt by pressing any
control key.

You can issue the IOUSER command only at runtime. In a concatenated list of commands, the debugger ignores any
command that follows the IOUSER command.

LIST
Purpose

Displays selected areas of storage and session attributes at your terminal.

Syntax

MEMORY Format

►►─┬─ List ────┬─┬──────────┬─ begin-debug-expression ────────────────────────►
   └─ Display ─┘ └─ Memory ─┘

 ►─┬──────────────────────────────────┬──┬──────┬─────────────────────────────►◄
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   ├─ TO end-debug-expression ────────┤  ├─ C ──┤
   └─┬──────────┬─ byte-count-number ─┘  ├─ X ──┤
     └─ LENgth ─┘                        └─ XC ─┘

ATTRIBUTES Format

►►─┬─ List ────┬─ SESsion ATTributes ─────────────────────────────────────────►◄
   └─ Display ─┘

Parameters

• begin-debug-expression
Specifies the beginning location of the display. Begin-debug-expression can include multiple debug expressions and it
resolves to an address for which you have retrieval security.
For information on the security methods used by the debugger, see CA IDMS Security Administering section.
For more information on the values used in a debug expression, see Expression Components in Section2, "Command
Considerations."

• end-debug-expression
Specifies the ending location of the display. End-debug-expression can include the same debugger entities as those
specified in begin-debug-expression. The expression must resolve to a valid address for which you have retrieval
security.

• byte-count-number
Indicates the number of bytes to be displayed.
Important! If a resource is listed and the length or ending address exceeds the resource boundary, the list is truncated
at the boundary, and the debugger issues a warning message.

• C
Requests a display in character format.

• X
Requests a display in hexadecimal format.

• XC
Requests a display in both hexadecimal and character format.

Usage

Two formats

There are two formats for the LIST command. The MEMORY format requests a display of the contents of memory; the
ATTRIBUTES format requests a display of session attributes.

Rules for default length

When neither end-debug-expression nor byte-count-number is specified, the default length is based on these rules:

• If the expression is composed of a single symbol, the data characteristics of the symbol determine the default length.
The number of bytes displayed is equal to the default length of the symbol.

• If the expression does not have data characteristics, the default length is 16 bytes.

Format specified for this command

XC/X/C specifies the format for the requested information. This specification can override the type of display previously
established as a session attribute; the override is only valid for the duration of this command. See the ATTRIBUTES
format of the SET command to reestablish the session attributes more permanently.

Example 1
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This command requests a list of the storage contents beginning at @BF002, for a length of 48 bytes:

list @bf002 48

The debugger responds with a display of the beginning address and the requested storage contents:

000BF002      47F0 C028....    *...0............*
000BF010  58509002 ........    *................*
000BF020  4780C12A ........    *..A.............*
000BF030  4770                 *..              *

The first line of the storage display is indented for a space of two bytes, reflecting the exact beginning address.

Example 2

This command instructs the debugger to display the physical terminal element (PTE) control block from the beginning to
the end of the entity. The length of the data field is determined by the data characteristics of the PTE.

list :pte

Example 3

The next command instructs the debugger to display storage contents beginning at @BF020. Since this expression has
no data characteristics, the display defaults to 16 bytes.

list @bf020

Example 4

In debugging CA ADS dialogs you can use a data field name:

list date

The debugger responds by displaying the requested information:

001C2C50  F8F4F0F3  F0F1                *840301          *

WARNING
You cannot refer to data fields of Assembler, COBOL, or PL/I programs by name.

Example 5

You can also use a line number:

list #100
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Example 6

When field names or line numbers are not unique, you must qualify them. This example lists line 100 from a process other
than the current dialog process:

list 'process-b'.#100

Example 7

This example qualifies a request by specifying the display of a field name USERID-1301 from a record EMPLOYEE-1301:

list 'userid-1301' in 'employee-1301'

Example 8

This is an example of the ATTRIBUTES format:

DEBUG >
list session attributes

LIST SESSION ATTRIBUTES
LIST > SESSION ATTRIBUTES
        LIST:         CHAR
        TEST VERSION: 2
DEBUG >

This display indicates that DCUF TEST 2 and SET CHAR were issued.

MENU
Purpose

Switches the debugger session from prompt mode to menu mode.

Syntax

 

►►─── MENu ─┬───────────────┬─────────────────────────────────────────────────►◄
            └─ screen-name ─┘

 

Parameter

• screen-name
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Indicates the name of a global help screen or an activity screen to be displayed. If screen-name is not specified, the
debugger displays the Usage screen, the top-level global help screen that presents a list of debugger commands and
functions.

Usage

The MENU command is executed in prompt mode and switches the debugger session from prompt mode to menu mode.
MENU is disabled in menu mode.

In a concatenated list of commands, the debugger ignores any command that follows the MENU command.

Example

This command instructs the debugger to switch from prompt mode to menu mode with the display of the activity screen for
the LIST command:

DEBUG >
menu list

For a complete discussion of the screens available in menu mode, see .

PROMPT
Purpose

Switches the debugger session from menu mode to prompt mode.

Syntax

 

►►─── PROmpt ─────────────────────────────────────────────────────────────────►◄

 

Usage

The PROMPT command is executed in menu mode and switches the debugger session from menu mode to prompt
mode. PROMPT is disabled in prompt mode.

In a concatenated list of commands, the debugger ignores any command that follows the PROMPT command.

QUALIFY
Purpose

Establishes a new current process or inquires about the current program, or dialog and process.

Syntax

RESET Format

 

►►─── QUAlify ─┬──────────────────────┬─ PROCess process-name ────────────────►
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               └─ DIAlog dialog-name ─┘

 ►─┬──────────────────────────┬───────────────────────────────────────────────►◄
   └─ VERsion version-number ─┘

 

INQUIRE Format

►►─── QUAlify INQuire ────────────────────────────────────────────────────────►◄ 

 

Parameters

• DIAlog dialog-name
Specifies the dialog currently defined to the debugger. Only current dialog can be qualified.

• PROCess process-name
Specifies the new dialog process to become current. Enclose the process name in single quotation marks if the name
contains embedded delimiters.

• VERsion version-number
Specifies the version number of the current dialog.

Usage

Resetting currency

When a dialog is defined to the debugger, the premap process becomes the current process by default. You can use the
QUALIFY command to assign currency to a different process within the current dialog.

Two formats

The QUALIFY command has two formats. The RESET format resets currency; the INQUIRE format requests a display of
the current program, or the current dialog and process.

The QUALIFY command can be used in both the setup and the runtime phases of a debugger session.

Example 1

You can inquire about the current dialog process:

DEBUG >
qualify inquire

The debugger responds in this format:

QUALIFY INQUIRE
DIALOG MISINDC VERSION 1 PROCESS MIS-MAIN1 CURRENT
DEBUG >
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Example 2

These commands reassign currency to MIS-MAIN2 and set a breakpoint at line 200 within MIS-MAIN2:

qualify proc 'mis-main2' at #200

The debugger responds like this:

QUALIFY PROCESS 'MIS-MAIN2'
QUALIFY > CURRENCY SET
AT #200
AT > #200 ADDED
DEBUG >

QUIT
Purpose

Terminates a debugger session and returns control to DC/UCF, clearing the debugger control blocks.

Syntax

 

►►─── QUIt ───────────────────────────────────────────────────────────────────►◄

 

Usage

The QUIT command discontinues debugging and lets you enter a new task code in response to the Enter Next Task Code
prompt.

In a concatenated list of commands, the debugger ignores any commands that follow the QUIT command.

WARNING
In debugging a dialog, the QUIT command causes rollbacks to be issued for both the database, if a run unit is
open, and the task.

Example

This is how the system responds to the QUIT command:

DEBUG >
quit
QUIT
QUIT DEBUGGER
ENTER NEXT TASK CODE:
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RESUME
Purpose

Instructs the runtime system to continue program execution at the next instruction or a specified location or to continue
standard processing of an abend.

Syntax

 

►►─── RESume ─┬───────────────────────────────┬───────────────────────────────►◄
              └┬──────┬─┬─ debug-expression ─┬┘
               └─ AT ─┘ └─ ABEnd ────────────┘

 

Parameters

• debug-expression
Specifies the location at which execution is to continue, if other than the instruction immediately following the
breakpoint. Debug-expression can include multiple debug expressions, and it resolves to an address containing a valid
instruction or a valid CME (CA ADS dialogs only).
For more information on the values used in a debug expression, see Expression Components in Section2, "Command
Considerations."

• ABEnd
Specifies that standard DC/UCF abend processing, including the execution of any STAE set, should continue.

Usage

You can issue the RESUME command only at runtime.

When program execution resumes at an address other than the address of the instruction immediately following the
breakpoint, you must be sure that the program environment (for example, the contents of registers and storage) is
appropriate for running the program.

Examples

This command requests that execution of the program resume with the instruction at the breakpoint:

resume

This command requests that program execution resume at the load address:

resume $

SET
 Purpose 

Modifies selected areas of storage and debugger symbols.

 Syntax 
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 MEMORY Format 

►►─┬─ Set ──┬─┬──────────┬─ debug-expression ─┬──────────┬───────────────────►
   └─ Vary ─┘ └─ Memory ─┘                    ├─ EQUals ─┤
                                              └─ =
 ──────┘
 ►─┬─ data-field-name ────┬─┬──────┬─┬─────────────┬──────────────────────────►◄
   ├─ H halfword ─────────┤ ├─ C ──┤ ├─ RESEt ─────┤
   ├─ F fullword ─────────┤ ├─ X ──┤ └─ NOReset ◄ ─┘
   ├─ X hex-value ────────┤ └─ XC ─┘
   ├─ C character-string ─┤
   └─ P packed-value ─────┘

 ATTRIBUTES Format 

►►─── Set ─┬─ CHAr ─┬─────────────────────────────────────────────────────────►◄
           ├─ HEX ──┤
           └─ BOTh ─┘

  

 Parameters 

• debug-expression 
Specifies the beginning location of the entity to be modified. Debug-expression can include multiple debug
expressions, and it resolves to an address for which you have update security.
For information on the security methods used by the debugger, see CA IDMS Security Administering section.
For more information on the values used in a debug expression, see Expression Components in Section2, "Command
Considerations."

• data-field-name 
Identifies a specific data field value. Can be used in CA ADS dialogs only.
For a complete discussion of the use of field names, see "Program Symbols" in Expression Components in Section2,
"Command Considerations."

• Hhalfword 
Is a halfword number. H specifies the halfword format; halfword represents the actual data content and must be
enclosed in single quotation marks.

• Ffullword 
Is a fullword number. F specifies the fullword format; fullword represents the actual data content and must be enclosed
in single quotation marks.

• Xhex-value 
Is a hexadecimal string. X specifies the hexadecimal format; hex-value represents the actual data content and must be
enclosed in single quotation marks.

• Ccharacter-string 
Is a character literal used to assign alphanumeric or symbolic character values. C specifies the character
format; character-string represents the actual data content and must be enclosed in single quotation marks.

• Ppacked-value 
Is an assigned packed decimal value. P specifies the packed decimal format; packed-value represents the actual data
content and must be enclosed in single quotation marks.

• C
Requests a display in character format.

• X
Requests a display in hexadecimal format.

• XC
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Requests a display in both hexadecimal and character format.
• RESEt

Specifies that the named storage be reset to its original value at the end of the debugging session. This option is not
supported for release 10.2 of the debugger.

• NOReset
Specifies that the storage is not to be reset to its original value at the end of the debugging session. This option does
not affect storage in the debugged program itself since a special copy of the program is loaded for the debugging
session. NORESET is the default.

• CHAr
Requests a display in character format for ATTRIBUTES format.

• HEX
Requests a display in hexadecimal format for ATTRIBUTES format.

• BOTh
Requests a display in both hexadecimal and character format for ATTRIBUTES format.

Usage 

Two formats 

The SET command has two formats. The MEMORY format specifies the values assigned to a given debug expression;
the ATTRIBUTES format specifies the debugger session attributes to be established.

When debug expression is a symbol with data characteristics (for example, :REGS), the length of the symbol is used in
the set. When the expression does not have data characteristics (for example, $ + 10), the data characteristics of the
source field are used in the set.

WARNING
The debugger does not allow a set across resource boundaries.

 Character and hexadecimal format 

C/X/XC in the MEMORY format specifies how the information is to be listed. This specification can override the session
attributes previously established for the session; the override is valid only for the duration of this command. To reestablish
the session attributes more permanently use the ATTRIBUTES format.

Example 1 

This command modifies the contents of a program register:

DEBUG >
set :r7 x'00000001' x

The debugger responds to the X parameter with the hexadecimal display of the original value and the reset value:

SET :R7 X'00000001' X
OLD
00000000
NEW
00000001
DEBUG >

Example 2 

This command modifies storage at an offset address:

DEBUG >
set $ + 8 = x'58' x
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The debugger responds:

SET $ + 8 = X'58' X
OLD
000BF008  41
NEW
000BF008  58
DEBUG >

Example 3 

This command modifies storage at the same address with a fullword value:

DEBUG >
set $ + 8 equ f'58' x

The debugger responds:

SET $ + 8 EQU F'58' X
OLD
000BF008  4130C050
NEW
000BF008  0000003A
DEBUG >

Example 4 

This is an example of the ATTRIBUTES format:

DEBUG >
set
 char
SET CHAR
SET ATTRIBUTE CHAR
DEBUG >

SNAP
Purpose

Allows you to create a dump and write it to the DC/UCF log.

Syntax

 

►►─── SNAp ─┬─ TASk ──────────────────────────────────────────────────────┬───►
            └─ begin-debug-expression ─┬─────────────────────────────────┬┘
                                       ├─ TO end-debug-expression ───────┤
                                       └┬──────────┬─ byte-count-number ─┘
                                        └─ LENgth ─┘
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 ►─┬───────────────┬──────────────────────────────────────────────────────────►◄
   └─ TITle title ─┘

 

Parameters

• TASk
Requests a dump of all resources associated with the executing task, as well as the Task Control Element (TCE) and
the Dispatch Control Element (DCE).

• begin-debug-expression
Specifies the location at which to begin the snap. Begin-debug-expression can include multiple debug expressions,
and it resolves to an address for which you have retrieval security.
For information on the security methods used by the debugger, see CA IDMS Security Administering section.
For more information on the values used in a debug expression, see Expression Components in Section2, "Command
Considerations."

• end-debug-expression
Specifies the ending location of the display. End-debug-expression can include the same debugger entities as those
specified in begin-debug-expression. The expression must resolve to a valid address for which you have retrieval
security.

• byte-count-number
Specifies the number of bytes to be displayed.

• TITle title
Specifies an optional title for the snap. The title must be enclosed in single quotation marks ('), may not exceed 32
characters, and must be prefaced by a valid ASA carriage control character. These are the valid carriage control
characters:

(Space bar) Space one line
0 Space two lines
- Space three lines
1 Skip to the top of the next page

The length of 32 characters includes the carriage control character. Code apostrophes in the title as two single quotation
marks (''). They are counted as one character position.

When a title is not specified, a default title is written to the log.

Usage

Types and timing

You can use a SNAP command for a Task snap or a snap of specific area; the command is valid at any point in a
debugger session.

You can examine the Snap dumps online with OLP (OnLine Plog), or make a hard copy by running the print log functions
of the Batch Command Facility utility.

For more information see CA IDMS Administrating section.

Default length

When neither end-debug-expression nor byte-count-n is specified, the default length is based on these rules:
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• If the expression is composed of a single symbol, the data characteristics of the symbol determine the default length.
The number of bytes dumped is equal to the default length of the symbol.

• If the expression does not have data characteristics, the default length is 256 bytes.

Example 1

This command causes a snap to begin at the load address and terminate at @000BF050; the default title is to be used:

DEBUG >
snap $ to @bf050

The default title takes the form:

SNAP command-entered USER user-id

For example, if the user ID is MMC, the default title is:

SNAP $ TO @000BF050 USER MMC

Example 2

This command requests a snap starting at the load address for 256 bytes; the default title is to be used:

DEBUG >
snap $

Example 3

This command requests a task snap; the title IDMSTEST, positioned at the top of a display page, will be used for the
dump:

DEBUG >
snap task title '1idmstest'

WHERE 1
Purpose

Provides information on the last interrupt of the entity being debugged.

Syntax

 

►►─── WHEre ──────────────────────────────────────────────────────────────────►◄
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Usage

You can issue the WHERE command only at runtime.

Example

This is how the debugger responds to the WHERE command:

DEBUG >
where

WHERE > @000BF010 LAST INTERRUPT MESSAGE FOLLOWS
AT OFFSET @10 IN TSTPROG EXPRESSION $ + @10

Debugging in Menu Mode
Menu mode provides screens that allow you to choose any of the debugging activities that can be performed in prompt
mode. Fixed-format activity screens are available for each command to simplify the process of debugging. Menu mode
also offers several help facilities.

 

Screen Design

Screen Areas

The menu mode screens are designed for ease of use. Each screen includes the following areas, which are described
below:

The following diagram shows the areas of the screen:

┌   IDMS-DC REL nn.n ONLINE DEBUGGER *** LIST ***         SETUP    PAGE  1 OF  1
│  PROGRAM:           V:          CSECT:
└   ->
┌
│
│
│
│
│
│
└
┌  LIST: M (M-MEMORY/A-ATTRIBUTES)
│  MEMORY ONLY:
│      BEGIN LIST AT:

 1830



 Administrating

│
│      LENGTH.......:         - OR -    END LIST AT:
│
│      LIST FORMAT..: B (C-CHARACTER/X-HEX/B-BOTH)
└
┌  NEXT _ ACTIVITY OR _ HELP:
│       _ AT       _ LIST      _ SET      _ SNAP    _ RESUME   _ DEBUG  _ WHERE
│
│       _ EXIT     _ PROMPT    _ QUIT     _ IOUSER
└  HELP SCREENS:   _ USAGE     _ SYMBOLS  _ KEYS

Heading Area

The heading area includes the following three lines:

• Header line
• Currency line
• Prompt line

Header Line

The header line contains several fields:

• The PF-key field provides a two-position entry area for simulation of a program-function key. For example, typing a 5 in
this field and pressing [Enter] has the same effect as pressing [PF5].
The simulated PF-key field is useful when your terminal does not have program-function keys. You can specify the
numerals 1 through 24, as well as EN for [Enter], CL for [Clear], P1 for [PA1], and P2 for [PA2].

• Product name and release number fields supply information formatted like this:

IDMS-DC REL n.n ONLINE DEBUGGER

• The screen label field indicates the name of the current screen. The screen name changes as you move from one
activity or help screen to another in the debugging process. (The sample screen is the List screen.)

• The session mode field indicates whether you are in the setup or runtime phase of the debugging process. (The
sample screen indicates a setup phase.)

• Page notations supply the current page and the total number of pages available for the given display. The sample
screen indicates that you are viewing the first page of a one-page display. Typically the help screens have more than
one page. You can display a different page by:
– Overwriting the current page number on the header line and pressing [Enter]
– Using the designated control key to scroll backward or forward.

Default Control Key Assignments This table presents a list of the default control key assignments for the debugger:

Key Action Description Function
[PF1] Usage Displays the Usage screen 2
[PF2] Unassigned  5
[PF3] Activity Displays the activity screen for

the current command
3

[PF4] Help Displays the help screen for the
current command

4
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[PF5] Symbols Displays the Symbols screen 9
[PF6] Keys Displays the default control key

assignments
6

[PF7] Scroll up Displays the previous page 7
[PF8] Scroll down Displays the next page 8
[PF9] Prompt Returns the debugger to prompt

mode
1

[PF10] Unassigned  15
[PF11] Unassigned  11
[PF12] Reserved  12
[PA1] Refresh Refreshes the current screen 14
[PA2] Exit Exits the debugger 10
[Clear] Return Goes back one level 16
[Enter] Process Processes the current screen 13

The default control key assignments can be changed at DC/UCF system generation time with the KEYS statement.

For more information on the KEYS statement used in system generation, see CA IDMS Administrating section.

The Keys screen displays the key assignments for your particular installation.

Currency Line

The currency line displays the current values for five variable fields:

• The entity type indicates whether a program, dialog, map, table or subschema load module is currently being
debugged

• The entity name field displays the name of the current entity
• V:version-n displays the version number associated with the current entity
• The section type field indicates whether a dialog process or a program CSECT is currently being debugged.
• The section name field displays the current CSECT or process name

When the current entity is a program, the currency line reads like this:

PROGRAM: PROG01 V:3 CSECT:

When the current entity is a dialog, the currency line reads like this:

DIALOG: MISINDC V: 1 PROCESS: MIS-MAIN2

The currency line remains constant until there is a change in the entity of the CSECT or process being debugged. You can
change the current CSECT or process by:

• Overwriting the name on the screen and pressing [Enter] to automatically initiate the QUALIFY command
• Issuing the QUALIFY command on the prompt line

Prompt Line

The prompt line is prefaced by an arrow (►) and functions in the same manner as the DEBUG> prompt in prompt mode.
You can use the prompt line on any screen during menu mode; you can submit a single debugger command or a string of
commands at any time.
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For a complete discussion of the debug expressions and commands that you can enter on the prompt line,
see Expression Components in Section2, "Command Considerations" and Debugger Commands.

Display Area

Contents

The display area is reserved to display:

• The information being presented for each of the help screens
• Output you have requested from the debugger
• Informational and error messages supplied by the debugger

Specification Area

Contents

The specification area contains fields in which you can specify the desired options for the command being used. The
contents of the specification area vary from screen to screen, and not all screens have a specification area.

Screen content in the specification area of the activity screens is saved for as long as the command is current. This
feature allows you to suspend action on a partially filled screen while seeking further information.

For example, you can:

• Begin to fill the activity screen for the List command
• Switch to the Symbols help screen to review program or debugger symbols
• Return to the List screen, where all previous input remains intact

For more information on command currency, see Accessing Screens.

Selection Area

List of Procedures

The selection area presents a list of the debugger commands and global help screens that you can initiate from the
screen. You can select the next action by entering any character other than a blank or an underscore in the response field
to the left of an activity or help function.

Two Sections

You can select actions from one of two sections:

• Section A displays the choice of command-specific activity and help screens:

NEXT  _ ACTIVITY OR  _ HELP

      _ AT     _LIST    _SET    _SNAP  _RESUME  _ DEBUG  _WHERE

 

      _EXIT    _PROMPT  _QUIT   _IOUSER

• Section B displays the choice of global help screens:

HELP SCREENS:   _ USAGE    _ SYMBOLS    _ KEYS
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Command-specific Activities

When choosing from Section A, you first select Activity (the default) or Help and then choose one of the commands. If you
select Activity, the system can:

• Execute immediately an EXIT, PROMPT, QUIT, or IOUSER command
• Display the activity screen for an AT, LIST, SET, SNAP, RESUME, or DEBUG command
• Display the information requested by the WHERE command

Control keys can also be used to request activities.

Selecting Help If you select Help from Section A, the system displays a command-specific help screen.

If you mark the select byte for Activity or Help but do not choose a specific command, the system displays the activity or
help screen for the current command. The debugger system displays an error message if there is no current command.

You can choose a global help screen from Section B.

Each of the activity screens and global help screens is described in detail later in this section.

Accessing Screens
 

When moving between screens, you need to consider the following:

Screen Hierarchy

Three Screen Levels

The debugger supports three levels of screens:

Screens Level
Usage screen Top
Activity screens Second
Help screens Third

Usage Screen

The Usage screen is an informational global help screen that contains a list of the debugger commands and a brief
description of their functions. The Usage screen is the default screen for the MENU command.

Activity Screens

Activity screens are screens that provide you with an area for specifying command options. The debugger provides
activity screens for the AT, DEBUG, LIST, RESUME, SET, and SNAP commands. You can initiate these commands from
the activity screens once you've entered the necessary information in the specification area.

Help Screens

Help screens provide two types of assistance:

• Command-specific help screens supply tutorial information on all the debugger commands. When the command is one
that uses an activity screen, the help screen for that command also describes the field options.

• Global help screens provide information not associated with a particular command. For example, the Symbols screen
enables you to choose a display of program and debugger symbols for the current session, and the Keys screen
displays site-specific PF-key assignments.
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Screen Sequence

Next Activity or [Clear]

You can change to the next screen by:

• Explicitly specifying the next activity to be performed
• Using the [Clear] key (or the key associated with function 16)

Specifying the Next Activity

You can select an activity by:

• Using the control key associated with the activity to be performed
Default control key assignments are discussed in "Heading area" earlier in this section. The Keys screen displays a list
of the current function assignments for your installation.

• Entering a nonblank character in the response field to the left of the activity to be performed
You can use any character other than a blank or an underscore. The choice of actions is listed in the selection area of
each screen. For a description of the selection area, see Screen Design earlier in this section.

Using [Clear]

The performance of [Clear] depends on the screen level from which you initiate the action:

• From an activity screen, [Clear] displays the Usage screen
• From the Symbols screen, the Keys screen, or one of the command-specific Help screens:

– When there is a current command, [Clear] displays the activity screen for the current command
– When there is no current command, [Clear] displays the Usage screen

• From the Usage screen, [Clear] returns control to DC/UCF

Selection Processing

Order of Precedence

The debugger determines its next action based on these factors, in order of precedence:

1. Control key used to initiate a particular action
2. Select byte(s) marked in the selection area
3. Page number designated in the heading area
4. Commands initiated from the menu-mode prompt line
5. Commands initiated from the specification area

Once an action is identified for processing, the system ignores all other requested actions.

Example

For example, if the USAGE screen is your current screen and you choose the AT activity from the selection area and then
press the CLEAR key, the CLEAR key takes precedence and you are returned to DC/UCF.

Command Currency

Repeating a Command

Command currency is a feature of menu mode that simplifies the debugging process when you use the same command in
successive actions. With command currency, you select the command the first time only.

Defining the Current Command

The current command is defined as the most recent debugger command referenced on a command-specific help screen
or an activity screen. No current command exists until you take either of two actions:
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• Use the screen-name option with the MENU command to name an activity screen.
For example, the command MENU LIST establishes the LIST command as the current command.

• Designate a command from the activity or help selection list at the bottom of any screen.
The newly-selected command functions as the current command.

The current command is the default command. This means that the debugger system automatically displays the
appropriate screen for the current command.

You can choose Activity or Help in the selection area, or press the control key associated with either of these actions,
without specifying a command. If no current command has been established when you make any of the above choices,
the debugger system displays an error message.

Changing Command Currency

You can change command currency in the same way you establish it.

For example, if the current command is LIST, mark the select byte for the SET command and press the control key
associated with the current command-specific help screen (for example, [PF4]). The Help screen for SET appears,
because SET is the newly-designated current command.

Command currency does not change when you:

• Enter a command on the screen prompt line.
For example, while setting breakpoints with the At screen, you can use the prompt line to request a memory display
with the LIST command. In this case, the AT command remains as the current command.

• Select a global help screen, that is, a screen that is not associated with a specific debugger command.
For example, you can move from the LIST command activity screen to the Usage, Symbols, or Keys screen without
changing command currency.

Activity Screens
Contents

Format

An activity screen is provided for any debugger command that has fields for user-supplied values. Some fields are
required and others have default values or are optional. The command-specific area of the activity screens is the
specification area; all other areas have the standard format presented in "Screen design" above.

At Screen

Purpose

You can use the At screen to:

• Add breakpoints
• Modify breakpoints
• Delete breakpoints
• Inquire about the breakpoints that have already been set

As explained in "Debugger features", Section1, breakpoint temporarily halts processing, allowing you to examine the
results of execution up to the point of interruption.

'Remember': Processing is halted before the instruction at the breakpoint is executed.

The AT command can be used in both the setup and runtime phases of the debugger.

Two Sections

The specification area of the At screen has two separate sections:
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• The first section sets new breakpoints:

ADD BREAKPOINT AT:

BEFORE: MAX        AFTER: 0           EVERY: 1

• The second section inquires about existing breakpoints, or deletes them:

OTHER ACTION.......:   (I-INQUIRE/D-DELETE/G-IGNORE)

BREAKPOINT OR <ALL>:

• Both sections modify breakpoints

You can specify both sections of the screen at the same time.

Field Options

These are the field options for this area:

• ADD BREAKPOINT AT:
Designates the location in your program that will contain a breakpoint. The specified value can include one or more
debug expressions resolving to an address that contains a valid instruction or, for CA ADS dialogs, a valid CME.

NOTE
Remember: It is not valid to set a breakpoint at the target of an Assembler execute (EX) instruction.

• BEFORE: MAX
Specifies the execution pause on encountering the instruction up to, but not including, the specified number of times.
The default (MAX) is to pause as many times as the instruction is encountered.

• AFTER: 0
Specifies that the debugger will pause at the breakpoint after the instruction has been executed the specified number
of times. The default (0) is to start pausing when the instruction is first encountered.

• EVERY: 1
Specifies an execution pause every time the counter for the breakpoint instruction reaches a multiple of the value
specified. The default (1) is to pause every time the instruction is encountered.

NOTE
If you don't change the defaults, the debugger will pause each time the breakpoint instruction is encountered.

• OTHER ACTION...: (I-INQUIRE/D-DELETE/G-IGNORE)
– I requests a listing of the breakpoint location and characteristics
– D removes the breakpoint
– G bypasses the breakpoint but increments the breakpoint counter

• BREAKPOINT OR <ALL>:
Indicates the breakpoints affected by the Other Action field. You can indicate a specific breakpoint (that is, a debug-
expression), or specify that the action applies to ALL breakpoints within the current program or dialog.

Debug Screen

Two Sections

The specification area of the Debug screen also has two sections:

• The first section designates the load module to be debugged:
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DEBUG LOAD MODULE...:     TYPE: P (P-PGM/D-DIALOG/M-MAP/T-TABLE/S-SS)

VERSION.............:

• The second section inquires about certain debugged modules or removes modules from the debugging process:

OTHER ACTION........:   (I-INQUIRE/D-DELETE)

LOAD MODULE OR <ALL>:

VERSION.............:

You can submit both types of requests at the same time.

Field Options

These are the field options for this area:

• DEBUG LOAD MODULE...:
Identifies the name of the entity to be debugged. The entity name can be up to eight characters long.

• TYPE: P (P-PGM/D-DIALOG/M-MAP/T-TABLE/S-SS)
Identifies the type of module to be debugged:
– P (the default) identifies a program
– D identifies a CA ADS dialog
– M identifies a map
– T identifies an edit or code table
– S identifies a subschema

• VERSION......:
Identifies the version of the load module to be debugged. If the version is not specified, the debugger uses the version
you have set with DCUF TEST, or if none, version 1.

• OTHER ACTION....: (I-INQUIRE/D-DELETE)
– Irequests a display of the load module(s) being debugged in this session
– D requests that the specified module(s) be removed from the list of load modules known to the debugger

• LOAD MODULE OR <ALL>:
Indicates the load module(s) affected by the specified Other Action value. An entity-name identifies the single load
module for which I or D is requested. Using All requests I or D for all load modules being debugged.

• VERSION......:
Identifies the version of the load module for which I or D is requested. If no version is specified and there is more than
one version of the load module being debugged, the debugger displays or deletes all versions. If a version is specified,
the debugger displays or deletes only the specified version.

List Screen

Purpose

You can use the List screen to display storage areas, session attributes, and debugger symbols at your terminal. The List
screen can be used during setup and at runtime.

The specification area of the List screen looks like:

  LIST: M (M-MEMORY/A-ATTRIBUTES)
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  MEMORY ONLY:
         BEGIN LIST AT:

         LENGTH.......:         - OR -    END LIST AT:

         LIST FORMAT..: B (C-CHARACTER/X-HEX/B-BOTH)

Field Options

These are the field options for this area:

• LIST: M (M-MEMORY/A-ATTRIBUTES)
– M(the default) requests a list of an area of memory specified in the Memory Only section of the screen
– A requests a list of current session attributes; no other options need to be specified on the screen in this case

• BEGIN LIST AT:
Specifies the beginning location for the display. The beginning location can include one or more debug expressions
resolving to an address for which you have retrieval security.
For information on the security methods used by the debugger, see CA IDMS Security Administering section. This field
is required if a memory display is selected.

• LENGTH........:
Specifies the number of bytes to be displayed.

• END LIST AT:
Specifies the ending location for the display. The ending location can include the same debugger entities as those
specified for the beginning location.

WARNING
If a resource is listed and the length or ending location exceeds the resource boundary, the list is truncated at
the boundary and the debugger issues a warning message.

When neither Length nor End List At is specified, the length of the display is based on two rules:

• If the debug expression is composed of a single symbol, the data characteristics of the symbol determine the default
length. The number of bytes displayed is equal to the length attribute of the symbol.

• If the expression does not have data characteristics, the default length is 16 bytes.

• LIST FORMAT..: B (C-CHARACTER/X-HEX/B-BOTH)
– C requests a display in character format
– X requests a display in hexadecimal format
– B (the default) requests a display in both character and hexadecimal format

Resume Screen

Purpose

You can use the Resume screen to instruct the runtime system to continue program execution at the next instruction or at
another location or to continue standard processing of an abend.

The specification area of the Resume screen looks like:

RESUME: E (E-EXECUTION/A-ABEND)
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EXECUTION ONLY:
  LOCATION IF OTHER THAN BREAKPOINT:

Field Options

These are the field options for this area:

• RESUME: E (E-EXECUTION/A-ABEND)
Indicates the next action of the runtime system:
– E (the default) requests that execution continue at the next instruction or at another location as indicated by the

address specified in the Execution Only section of the screen
– A requests that standard DC/UCF abend processing, including the execution of any STAE exit, should continue

• LOCATION IF OTHER THAN BREAKPOINT:
Specifies the location at which execution is to continue. The specified value can be a debug expression that resolves
to an address containing a valid instruction or a valid CME (CA ADS dialogs only).

Set Screen

Purpose

You can use the Set screen to modify selected areas of storage and session attributes. The Set screen can be used
during setup and at runtime.

The specification area of the Set screen looks like:

SET: M (M-MEMORY/C-CHARACTER/X-HEX/B-BOTH)
MEMORY ONLY:
       BEGIN SET MEMORY AT:

       EQUALS......:

       RESET.......: N (Y-YES/N-NO)

Field Options

These are the field options for this area:

• SET: M (M-MEMORY/C-CHARACTER/X-HEX/B-BOTH)
– M (the default) requests modification of the areaof memory specified in the Memory Only section of the screen
– The other three options pertain to the setting of session attributes:

• C requests a display in character format
• X requests a display in hexadecimal format
• B requests a display in both character and hexadecimal format

• BEGIN SET MEMORY AT:
Specifies the beginning location of the entity to be modified. The beginning location can be a debug expression that
resolves to an address for which you have update security. A beginning location value is required when you are
updating memory.
If the debug expression is a symbol with data characteristics, the length of the symbol is used in the set. Otherwise, the
data characteristics of the source field are used in the set.
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NOTE
Remember: The debugger does not allow a set across resource boundaries.

• EQUALS......:
Indicates the new value that will be assigned to the entity. You can supply an explicit value or a data field name, as in
these examples:

h'03'

f'9956'

x'f0c4'

c'edit'

p'1234'

'customer-name-0145'

The EQUALS field is required when you are updating memory.
• RESET.......: N (Y-YES/N-NO)

Indicates the disposition of the original storage value:
– Y requests that the named storage be reset to its original value at the end of the debugging session; this option is

not supported for release 10.2 of the debugger
– N (the default) requests that the named storage not be reset to its original value at the end of the debugging session
This option does not affect storage in the debugged program itself since a special copy of the program is loaded for the
debugging session.

Snap Screen

Purpose

The Snap screen lets you create and write a dump to the DC/UCF log at any point in the debugging session, in order to
make a hard copy of storage contents.

NOTE
Remember: To obtain a hard copy of the Snap dump, use the Batch Command Facility utility.

The specification area of the Snap screen looks like:

SNAP:   (A-AREA/T-TASK)     TITLE:
SKIP:   (1-ONE LINE/2-TWO LINES/3-THREE LINES/T-TOP OF NEXT PAGE)

AREA ONLY:
     BEGIN SNAP AT:

     LENGTH:          -OR-    END SNAP AT:

Field Options
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These are the field options for this area:

• SNAP: (A-AREA/T-TASK)
– Arequests a dump of the memory area specified in the fields in the Area Only section of the screen
– T requests a dump of all resources associated with the executing task
This is a required field on the Snap screen.

• TITLE:
Specifies an optional title for the snap. The title can contain up to 42 characters. Do not enclose the title in quotation
marks. An apostrophe in the title must be coded as two single quotes. When a title is not specified, a default title is
written to the log:

USER user-id

• SKIP: (1-ONE LINE/2-TWO LINES/3-THREE LINES/T-TOP OF NEXT PAGE)
Indicates the carriage control that will be used for placement of the title:
– 1 skips one line
– 2 skips two lines
– 3 skips three lines
– T skips to the top of the next page
If you specify nothing, two lines are skipped.

• BEGIN SNAP AT:
Specifies the location at which to begin the snap. The beginning location can be a debug expression that resolves to
an address for which you have retrieval security. This field is required when snapping an area.

• LENGTH:
Indicates the number of bytes to be snapped.

• END SNAP AT:
Indicates the ending location of the snap. The ending location can specify the same types of debug expressions as
those used in the Begin Snap At field.
When you do not specify an ending location or a specific length, the default length is based on two rules:
– If the debug expression is composed of a single symbol, the data characteristics of the symbol determine the

default length. The number of bytes dumped is equal to the default length of the symbol.
– If the expression does not have data characteristics, the default length is 256 bytes.

Global Help Screens
Contents

Three Available

The debugger provides three global help screens, one each of commands, symbols and control keys.

Usage Screen

Top-level Screen

The Usage screen is the top-level screen for menu mode. It presents a list of all debugger commands and summarizes
the command functions. The Usage screen looks like this:

   IDMS-DC REL nn.n ONLINE DEBUGGER *** USAGE ***        SETUP    PAGE  1 OF  4
  PROGRAM:           V:          CSECT:
  ->
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                     PROCEDURAL COMMANDS.

  EXIT.....RETURNS CONTROL TO IDMS-DC/
UCF WITHOUT TERMINATING THE CURRENT DEBUGGER SESSION
  QUIT.....TERMINATES THE DEBUGGER SESSION AND RETURNS CONTROL TO IDMS-DC/UCF.
  PROMPT...INVOKES THE PROMPT MODE OF THE DEBUGGER.

                     RETRIEVAL COMMANDS.

  AT.......ESTABLISHES OR MODIFIES BREAKPOINTS WITHIN A USER PROGRAM.
  DEBUG....DESIGNATES, DURING THE SETUP PHASE, THE ENTITY TO BE DEBUGGED OR
           INQUIRES ABOUT ENTITIES KNOWN TO THE DEBUGGER.
  IOUSER...DISPLAYS THE USER SCREEN THAT IS CURRENT WHEN A BREAKPOINT, PROGRAM
           INTERRUPT OR TRAPPED ABEND IS ENCOUNTERED.

  NEXT _ ACTIVITY OR _ HELP:
       _ AT       _ LIST      _ SET      _ SNAP    _ RESUME     _ DEBUG  _ WHERE

       _ EXIT     _ PROMPT    _ QUIT     _ IOUSER
  HELP SCREENS:   _ USAGE     _ SYMBOLS  _ KEYS

Symbols Screen

Has a Specification Area

The Symbols screen lets you list program or debugger symbols owned by the entity being debugged. The Symbols screen
is the only global help screen with a specification area:

   IDMS-DC REL nn.n ONLINE DEBUGGER *** SYMBOLS ***      SETUP    PAGE  1 OF  1
  PROGRAM:           V:          CSECT:
  ->
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  SYMBOLS TO DISPLAY: P (P-PROGRAM/D-DEBUGGER)
  SYMBOL OR SEARCH STRING:

  NEXT _ ACTIVITY OR _ HELP:
       _ AT       _ LIST      _ SET      _ SNAP    _ RESUME     _ DEBUG  _ WHERE

       _ EXIT     _ PROMPT    _ QUIT     _ IOUSER
  HELP SCREENS:   _ USAGE     _ SYMBOLS  _ KEYS

Field Options

These are the field options for the specification area:

• SYMBOLS TO DISPLAY: P (P-PROGRAM/D-DEBUGGER)
Indicates whether program symbols (P) or debugger symbols (D) for the current entity are to be displayed. The default
is P. The symbols are listed alphabetically.

• SYMBOL OR SEARCH STRING:
Identifies a specific symbol or string that begins the display. When this field does not contain an entry, all specified
program or debugger symbols are displayed from the beginning of the list

Example

For example, to begin the display with program symbols prefaced by MIS, you would supply this information on the
screen:

SYMBOLS TO DISPLAY: p (P-PROGRAM/D-DEBUGGER)
SYMBOL OR SEARCH STRING: mis

Keys Screen

Installation-specific

The Keys screen provides a list of the current control key assignments for your particular installation. The information
displayed on this screen reflects the installation-specific key assignments made with the KEYS statement when the
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system was generated. The Keys screen contains the most up-to-date information on control key assignments. If an
assignment is modified after the system is generated, the Keys screen is also modified automatically.

A sample Keys screen is shown below.

   IDMS-DC REL nn.n ONLINE DEBUGGER *** KEYS ***         SETUP    PAGE  1 OF  1
  PROGRAM:           V:          CSECT:
  ->
 │   PFKEY ........ ACTIVITY          ││   PFKEY ........ ACTIVITY          │
 │   -----          --------          ││   -----          --------          │
 │   ENTER   PROCESS CURRENT SCREEN   ││   PF5     SYMBOLS SCREEN           │
 │   CLEAR   PREVIOUS LEVEL           ││   PF6     PFKEYS SCREEN            │
 │   PA1     REFRESH                  ││   PF7     DISPLAY PREVIOUS PAGE    │
 │   PA2     EXIT                     ││   PF8     DISPLAY NEXT PAGE        │
 │   PF1     USAGE SCREEN             ││   PF9     CHANGE TO PROMPT MODE    │
 │   PF2     UNASSIGNED               ││   PF10    UNASSIGNED               │
 │   PF3     ACTIVITY SCREEN          ││   PF11    UNASSIGNED               │
 │   PF4     ACTIVITY HELP SCREEN     ││   PF12    RESERVED                 │

  NEXT _ ACTIVITY OR _ HELP:
       _ AT       _ LIST      _ SET      _ SNAP    _ RESUME     _ DEBUG  _ WHERE

       _ EXIT     _ PROMPT    _ QUIT     _ IOUSER
  HELP SCREENS:   _ USAGE     _ SYMBOLS  _ KEYS

Aids for Debugging Assembler, COBOL, and PL/I Programs
The following table shows the compiler options which provide the information required to use the online debugger to
analyze your program.

Language Object Code Variable Storage

VS-COBOL PMAP or CLIST DMAP

VS-COBOL II
IBM COBOL*
Enterprise COBOL*

LIST or OFFSET MAP
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Language Object Code Variable Storage

PL/I LIST, XREF, and OFFSET STORAGE and MAP
Assembler LIST LIST

*IBM COBOL includes: COBOL/370, COBOL for VM, COBOL for Z/OS and VM, COBOL for z/OS.

*Enterprise COBOL includes Enterprise COBOL for z/OS.

COBOL Programs
This section discusses the preparation that is necessary before beginning to debug a COBOL program and provides a
sample COBOL debugging session.

NOTE
The discussion and sample debugger session that follow are for a program compiled under the VS-COBOL
compiler. The basic principals are the same for other compiler levels. Some specific differences are noted. For
more information on register conventions and program structure, refer to the appropriate IBM documentation.

Preliminary Computations

Before beginning the debugging process, it is recommended that you determine the breakpoints that you want to set and
the storage locations that you want to examine.

The first step is to compile the program with appropriate listing options. The following options are recommended:

For VS-COBOL

SOURCE, CLIST or PMAP, DMAP

SOURCE gives a listing of the program source with compiler-assigned line numbers.

CLIST gives a cross reference of the assembler offset of each COBOL statement within the program.

PMAP gives a complete listing of the equivalent assembler code for the entire COBOL program.

CLIST is sufficient for most debugging sessions, but programmers who are familiar with assembler may wish to use the
PMAP option.

By examining the register usage in the assembler code, it is sometimes possible to access data fields at a particular
breakpoint more efficiently than by using the methods described below using CLIST and DMAP.

Either CLIST or PMAP will also cause the listing of global tables, particularly the TGT which is needed to determine the
location of data variables.

DMAP gives a listing of the BL or BLL number and displacement for each field in the WORKING STORAGE and
LINKAGE sections.

For COBOL II or LE COBOL

SOURCE, OFFSET or LIST, MAP

SOURCE has the same meaning as for VS-COBOL described above. OFFSET and LIST have the same meanings as
CLIST and PMAP, respectively. MAP has the same meaning as the VS-COBOL DMAP option.

Breakpoints
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To determine the hexadecimal offset of an executable program instruction at which you want to set a breakpoint, perform
the following steps:

1. Examine the COBOL compiler portion of your listing and record the line number of the statement at which you want to
set the breakpoint:

00787          *
00788          *     OBTAIN EMPLOYEE DB-KEY IS EMP-DBKEY
00789          *              ON ANY-STATUS
00790                     MOVE 0 TO DCNUM1 DCNUM2 DCFLG1 DCFLG2
00791                     MOVE 0028 TO DML-SEQUENCE
00792                     CALL 'IDMSCOBI' USING SUBSCHEMA-CTRL
00793                            IDBMSCOM (06)
00794                            SR415
00795                            EMP-DBKEY
00796                            IDBMSCOM (43)
00797                     IF NOT ANY-STATUS PERFORM IDMS-STATUS;
00798                     ELSE
00799                                       NEXT SENTENCE.
00800                IF DB-REC-NOT-FOUND
00801           *       MAP OUT USING DCTEST01
00802           *           MESSAGE IS EMP-NOT-FOUND-MESS
00803           *                   TO EMP-NOT-FOUND-MESS-END
00804           *                 DETAIL CURRENT

1. Examine the condensed listing (CLIST) portion of the COBOL compiler listing, locate the previously recorded COBOL
line number, and record its corresponding hexadecimal displacement value:

                        CONDENSED LISTING

                      .                                      .
                      .                                      .
785     MOVE        001CCC                786     GO       001CD0
790     MOVE        001CD6                791     MOVE     001CEE
792     CALL        001CF4                797     IF       001D3E
797     PERFORM     001D4C                800     IF       001D74
805     MOVE        001D80                806     MOVE     001D98
807     MOVE        001D9E                808     MOVE     001DA4
                      .                                      .
                      .                                      .    

WORKING-STORAGE SECTION variables
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To determine the register assignment and offset of WORKING- STORAGE SECTION variables, perform the following
steps:

1. Locate the register assignment portion of the COBOL compiler listing and record the base locator (BL) number that
corresponds to each register listed:

REGISTER ASSIGNMENT

 REG 6 BL =1

NOTE
For some WORKING-STORAGE or LINKAGE SECTIONfields, there may not be a fixed register which
always points to the base locator for linkage (BLL) cell. However, the BL cell is at a given offset from the
beginning of the TGT.

For non-LE-compliant compilers, register 13 usually points to the TGT at runtime. For LE-compliant compilers, register
9 usually points to the TGT at runtime.
A copy of the TGT and WORKING STORAGE is allocated in the CA IDMS storage pools for each task at runtime.
Therefore, you must not use the TGT or WORKING STORAGE in the program pool.

2. Locate the data map (DMAP) portion of the COBOL compiler listing and record the displacement value and register
assignment for each variable that you want to examine during the debugging process:

DNM=1-364     01  LONGTERM-TEST           BL=1     038    DNM=1-364    DS
DNM=1-387     01  EMP-DBKEY               BL=1     040    DNM=1-387    DS
DNM=1-406     01  FIRST-PAGE-SW           BL=1     048    DNM=1-406    DS
DNM=1-432     88  LESS-THAN-A-PAGE                        DNM=1-432
                      .
                      .
                      .
DNM=4-276     01  SUBSCHEMA-CTRL          BL=1     260    DNM=4-276    DS
DNM=4-303     02  PROGRAM-NAME            BL=1     260    DNM=4-303    DS
DNM=4-325     02  ERROR-STATUS            BL=1     268    DNM=4-325    DS
DNM=4-350     88  DB-STATUS-OK                            DNM=4-350
DNM=4-376     88  ANY-STATUS                              DNM=4-376
DNM=4-399     88  ANY-ERROR-STATUS                        DNM=4-399
DNM=4-425     88  DB-END-OF-SET                           DNM=4-425
DNM=4-452     88  DB-REC-NOT-FOUND                        DNM=4-452
DNM=6-028     02  DBKEY                   BL=1     26C    DNM=6-028    DS
DNM=6-043     02  RECORD-NAME             BL=1     270    DNM=6-043    DS
                      .
                      .

LINKAGE SECTION variables

To determine the location of LINKAGE SECTION variables, perform the following steps:

1. Examine the memory map portion of the COBOL compiler listing and locate the hexadecimal displacement values for
the TGT and for the base locator for linkage (BLL) cells:
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                       MEMORY MAP
                TGT                     00868

           SAVE AREA                    00868
           SWITCH                       008B0
           TALLY                        008B4
           SORT SAVE                    008B8
           ENTRY-SAVE                   008BC
               .
               .
               .
           TEMP STORAGE-3               00A78
           TEMP STORAGE-4               00A78
           BLL CELLS                    00A78
           VLC CELLS                    00A8C
               .
               .

1. Perform the following calculation to determine the displacement value for the BLL cells:

BLL CELLS - TGT = displacement for BLL cells within TGT

X'A78' - X'868' = X'208'

NOTE
This value will be used later in the runtime phase to locate the actual BLL cells.

2. Locate the BLL number for the desired LINKAGE SECTION variable from the DMAP portion of the compiler listing:

DNM=14-361     01  PASS-DEPT-INFO          BLL=3    000    DNM=14-361     D
DNM=14-391     02  PASS-DEPT-ID            BLL=3    000    DNM=14-391     D
DNM=14-416     02  PASS-DEPT-INFO-END      BLL=3    004    DNM=14-416     D
DNM=14-444     01  ERROR-DATA              BLL=4    000    DNM=14-444     D
DNM=14-467     02  ERROR-DEPT-ID           BLL=4    000    DNM=14-467     D
DNM=15-000     02  ERROR-MESSAGE-CODE      BLL=4    004    DNM=15-000     D
DNM=15-031     02  ERROR-DATA-END          BLL=4    008    DNM=15-031     D

1. Save the displacement values of the BLL cells and the BLL numbers of LINKAGE SECTION variables for use during
the runtime phase to obtain the absolute address for LINKAGE SECTION values.

You can use the following table to record displacement information before starting a debugger session.
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Sample COBOL Online Debugger Session

To use the online debugger with a DC/UCF VS-COBOL program, perform the steps shown below. The steps may vary
depending on the release level of the compiler; however, the basic methodology is the same. The following examples
correspond to the sample listings shown in Preliminary Computations.

1. Compile the program with the DMAP and CLIST compiler options before defining it to the DC/UCF system.

NOTE
To obtain the complete Assembler source code, substituteCLIST with PMAP as described in Preliminary
Computations.

2. Record breakpoint and storage displacements, as explained earlier under COBOL Programs.
3. Initiate the debugger session by entering the DEBUG task code from the DC/UCF system. The DEBUG> prompt

displays indicating that the debugger is in control:

ENTER NEXT TASK CODE:

debug

DEBUG>

4. Specify the program to be debugged by entering DEBUG followed by the program name. The debugger verifies the
program name:

DEBUG>

debug testprog

DEBUG TESTPROG

DEBUG> DEBUGGING INITIATED FOR TESTPROG VERSION 1

DEBUG>

5. Establish breakpoints by issuing the AT command followed by a dollar sign, which signifies the address of the
beginning of the program; follow the dollar sign with the command's hexadecimal offset. The debugger verifies the
establishment of the breakpoint. The following example sets a breakpoint at line 797 in TESTPROG based on the
SOURCE and CLIST shown in Preliminary Computations.

DEBUG>

at $ + @1d4c

AT $ + @1D4C

AT> $ + @1D4C ADDED
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DEBUG>

After all breakpoints have been set, leave the setup phase of the debugger session by issuing the EXIT command:

DEBUG>

exit

NOTE
You will also be able to set new breakpoints whenever you are stopped at a breakpoint during the runtime
phase.

6. Initiate the runtime phase by issuing the task code that invokes the task in which the program participates:

ENTER NEXT TASK CODE:

deptmod

When a breakpoint is encountered at runtime, the debugger assumes control and identifies the address, program, and
the debugger expression that was used to establish the breakpoint:

AT OFFSET @1D4C IN TESTPROG EXPRESSION $+@1D4C

DEBUG>

7. Examine program variable storage by issuing LIST commands. Use indirect addressing and the previously noted
register and offset. The following example lists the value of the first 32 bytes of SUBSCHEMA-CTRL. The DMAP
listing for SUBSCHEMA-CTRL shows that it is addressed through BL=1 at offset hexadecimal 260. The REGISTER
ASSIGNMENT portion of the listing shows that base register 6 contains the value from BL=1.

NOTE
Registers are sometimes used for multiple purposes within a COBOL program. When a breakpoint is set
using the CLIST value, the equivalent assembler code to load the BL value into R6 may not have occurred. If
you are not certain a register contains the appropriate value, use the method for listing LINKAGE SECTION
variables described below. That method is also always valid for WORKING STORAGE variables.

list %:r6 + @260 32

LIST %:R6 + @260 32

00140270  E3C5E2E3 D7D9D6C7 F0F0F0F0 3D3D4F06 *TESTPROG0000..|.*

00140280  C4C5D7C1 D9E3D4C5 D5E34040 40404040 *DEPARTMENT      *

To examine LINKAGE SECTION variables, perform the following steps:
a. Register 13 normally contains the address of the TGT for VS-COBOL programs. Use register 9 for later COBOL

compilers. Use the previously determined offset to find the desired BLL cell. The offset of the BLL cells for
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TESTPROG was found to be X'208', as shown in Preliminary Computations. The following command lists the BLL
cells using indirect addressing.

DEBUG>

list %:rR13 + @208

LIST %:R13 + @208

           (BLL1)   (BLL2)   (BLL3)   (BLL4)

001499E0  00000000 00000000 00000000 00149AC8 *...............H*

Each BLL is 4-bytes long. Note the absolute address located in the BLL for the field that you want to display.
b. Suppose we wish to display the field named ERROR-DATA. The DMAP shows that its base locator is in BLL=4.

List the absolute address to display the first field.

DEBUG>

LIST @149ac8 9

00149AC8  F1F1F1F1 C4C5D7E3 00                *1111DEPT        *

c. Alternatively use an offset from the first field to display another field addressed through the same BLL. For
example, use the following command to display ERROR-MESSAGE-CODE.

DEBUG>

LIST @149ac8+@4 4

00149AC8  C4C5D7E3                             *DEPT            *

8. Enter the RESUME command from the DEBUG> prompt to continue program execution:

DEBUG>

resume

9. Enter the QUIT command from the DEBUG> prompt to end a debugger session:

DEBUG>

quit

QUIT
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QUIT DEBUGGER

ENTER NEXT TASK CODE:

PL/I Programs
Contents

This section discusses the preparation that is necessary before beginning to debug a PL/I program and provides a sample
PL/I debugging session.

NOTE
The discussion and sample debugger session that follow are for aprogram compiled under the PL/I Version
2.3 compiler. The basic principals are the same for other compiler levels. For more information on register
conventions and program structure, refer to the appropriate IBM documentation.

Preliminary Computations

Before beginning the debugging process, it is recommended to determine the breakpoints that you want to set and the
storage locations that you want to examine.

Breakpoints

To determine the hexadecimal offset of an executable program instruction at which you want to set a breakpoint, perform
the following steps:

1. Examine the cross-reference table portion of your link-edit listing for an entry in the form program-name1. Record the
hexadecimal offset listed under ORIGIN:

                       CROSS REFERENCE TABLE

CONTROL SECTION                        ENTRY
  NAME    ORIGIN   LENGTH                NAME    LOCATION
PLISTART      OO       50
                                       PLICALLA        6
PLIMAIN       50        8
*PLIPROG2     58      394
*PLIPROG1    3F0      EB4
                                       PLI3PROG      3F8
IDMSPLI     12A8      284         

1. Examine the PL/I compiler portion of your listing and record the line number of the statement at which you want to set
the breakpoint:

133                 WORK_LAST = EMP_LAST_NAME_0415;
134                 WORK_FIRST = EMP_FIRST_NAME_0415;
                                                              /*
                    MAP OUT (DCTEST01) OUTPUT DATA YES
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                        MESSAGE (INITIAL_INSTRUCTIONS_MSG_1)
                        LENGTH (25)
                        DETAIL NEW KEY (DBKEY).
                                                              */
135                       /* IDMS PLI/I DML EXPANSION */   DO;
136                       DML_SEQUENCE=0013;
137                       DCCFLG1=0;
138                       DCCFLG1=13;
139                       DCCFLG2=16;
140                       DCCFLG3=0;
141                       DCCFLG4=4;
142                       DCCFLG5=72;
143                       DCCFLG6=0;

1. Examine the Assembler listing generated by the LIST option, locate the previously recorded PL/I line number, and
record its corresponding hexadecimal displacement value:

* STATEMENT NUMBER 136
0006AA  41 80 7 21C            LA     8,SUBSCHEMA_CTRL.D
                                      CCALIGN_AREA.FILLE
                                      R0001
0006AE  58 40 3 124            L      4,292(0,3)
0006B2   50 40 8 008            ST     4,SSC_ERRSAVE_AREA
                                      .DML_SEQUENCE

1. Add the origin offset and the breakpoint instruction's hexadecimal displacement to obtain the breakpoint address:

X'3F0' + X'6AA' = X'A9A'

AUTOMATIC Variables

To determine the offset of AUTOMATIC variables, locate the variable storage map and record the displacement value for
each variable that you want to examine during the debugging process:

MAP_WORK_REC               1           796        31C        AUTO
WORK_DEPT_ID               1           796        31C        AUTO
WORK_EMP_ID                1           800        320        AUTO
WORK_FIRST                 1           804        324        AUTO
WORK_LAST                  1           814        32E        AUTO
WORK_ADDRESS               1           829        33D        AUTO
WORK_STREET                1           829        33D        AUTO
WORK_CITY                  1           849        351        AUTO
WORK_STATE                 1           864        360        AUTO
WORK_ZIP                   1           866        362        AUTO
WORK_DEPT_NAME             1           871        367        AUTO
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You can locate AUTOMATIC variables at runtime through register 13.

STATIC INTERNAL Variables

To determine the location of STATIC INTERNAL variables, examine the static internal storage map to find the
hexadecimal offset for each variable that you want to examine during the debugging process.

You can locate STATIC INTERNAL variables at runtime through register 3.

You can use the following table to record displacement information before starting a debugger session.
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Sample PL/I Online Debugger Session

To use the online debugger with a DC/UCF PL/I program, perform the following steps:

1. Compile the program with the LIST, OFFSET, XREF STORAGE, and MAP compiler options before defining it to the
DC/UCF system.
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2. Record breakpoint and storage displacements, as explained above.
3. Initiate the debugger session by entering the DEBUG task code from the DC/UCF system. The DEBUG> prompt

displays indicating that the debugger is in control:

ENTER NEXT TASK CODE:

debug

DEBUG>

4. Specify the program to be debugged by entering DEBUG followed by the program name. The debugger verifies the
program name:

DEBUG>

debug pliprog

DEBUG PLIPROG

DEBUG> DEBUGGING INITIATED FOR PLIPROG VERSION 1

DEBUG>

5. Establish breakpoints by issuing the AT command followed by a dollar sign, which signifies the address of the
beginning of the program; follow the dollar sign with the command's hexadecimal offset. The debugger verifies the
establishment of the breakpoint:

DEBUG>

at $ + @a9a

AT @A9A

AT> @A9A ADDED

DEBUG>

After all breakpoints have been set, leave the setup phase of the debugger session by issuing the EXIT command:

DEBUG>

exit

6. Initiate the runtime phase by issuing the task code that invokes the task in which the program participates:
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ENTER NEXT TASK CODE:

deptmod

When a breakpoint is encountered at runtime, the debugger assumes control and identifies the address, program, and
the debugger expression that was used to establish the breakpoint:

AT OFFSET @A9A IN PLIPROG EXPRESSION @BDE

DEBUG>

7. Examine program variable storage by issuing LIST commands. Use indirect addressing and the previously noted
register and offset:

list %:r13 + @31c 32

LIST %:R13 + @31C 32

001DB7F4  F3F2F0F0 F0F0F0F4 C8C5D9C2 C5D9E340 *32000004HERBERT*

001DB804  4040C3D9 C1D5C540 40404040 40404040 *  CRANE        *

If your program contains any nested procedures or begin blocks, you will need to navigate the chain of dynamic
storage areas (DSAs) to obtain the correct variable-storage base address. To navigate the DSA chain for nested
procedures or begin blocks, list the contents of register 13 to determine the DSA for the current level of nesting:

list %:r13

LIST %:R13

001C7A30  84200000 001C7948 00000000 5E422A20 *D...........

...*

For subsequent levels of nesting, perform the following steps:
a. List the absolute address which is located 4 bytes off of the previously displayed line:

list @1c7948

LIST @1C7948

001C7948  84200000 001C74D8 00000000 4E4227EC *D......Q....+...*
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b. List AUTOMATIC variable-storage values after the final level of nesting has been reached. Use the absolute
address as the base address, which is located 4 bytes off of the display:

DEBUG>

list 1c74d8 + @31c 32

LIST 1C74D8 + @31C 32

001C77F4  F3F2F0F0 F0F0F0F4 C8C5D9C2 C5D9E340 *32000004HERBERT *

001C7804  4040C3D9 C1D5C540 40404040 40404040 *  CRANE         *

To examine variables defined as BASED storage, perform the following steps:
a. List the contents of the associated pointer variable using indirect addressing:

DEBUG>

list %:r13 + @d4

LIST %:R13 + @D4

001499E0  00149AC8 00000000 00000000 00000000 *...H............*

b. List the absolute address to display the BASED variable's values:

DEBUG>

LIST @149ac8 16

00149AC8  F1F1F1F1 C4C5D7E3 00000000 00000000 *1111DEPT........*

8. Enter the RESUME command from the DEBUG> prompt to continue program execution:

DEBUG>

resume

9. Enter the QUIT command from the DEBUG> prompt to end a debugger session:

DEBUG>

quit
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QUIT

QUIT DEBUGGER

ENTER NEXT TASK CODE:

Session Considerations
You need to consider the following factors when you establish and conduct debugger sessions:

Performance Standards

During a debugger session, you can perform any activity related to DC/UCF, not just debugging. For a given session,
there are no restrictions on the number or kinds of entities debugged or on the length of the session.

For example, within a single debugger session, you can successively perform the following:

• Initiate a debugger setup phase
• Leave the debugger setup phase to conduct an online PLOG session
• Return to the setup phase to debug another program
• Leave the debugger setup phase again to conduct an IDD session
• Execute one of the programs you are debugging

Minimize Unrelated Work

When the DEBUG task code initiates a debugger session, the DC/UCF system saves your current screen, whether or
not the screen is directly related to any modules being debugged. Consequently, the debugger incurs some processing
overhead each time the current screen changes. For best performance keep work unrelated to the debugging process to a
minimum.

Also, although the setup phase is pseudo conversational, the runtime phase is completely conversational, which ties up
system resources. Even database resources are tied up while the debugger has control.

In order to use resources most efficiently, therefore, always return control to DC/UCF before you leave your terminal or
attend to concerns other than debugging.

Valid Breakpoints

Program breakpoints, established with the AT command, must be set at addresses that contain valid instructions or valid
command elements (CMEs for CA ADS dialogs). A verify message displays when the address is valid.If the address is
not valid, the debugger displays a message to indicate that the break point could not be set. If an address contains a valid
operation code but does not contain a valid instruction, the program may be altered with unpredictable results.

Program Currency

Program Currency determines whether or not the debugger traps an abend and transfers control to you.

The DC/UCF system assigns currency on the basis of the most recent program to have been given control with #LINK or
#XCTL program control services.

The debugger assigns currency according to the following rules:
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• If the address of the interrupt is contained in one of the programs defined to the debugger, this program is assigned
debugger currency, and you are given control under the debugger.

• If the address is not found in a debugged program, the debugger checks the current DC/UCF program to see whether
it has been defined to the debugger:
– If the current DC/UCF program is defined to the debugger, this program is assigned debugger currency, and you

gain control under the debugger.
– If the program is not defined, no debugger currency is assigned, you do not gain control under the debugger, and

the standard DC/UCF abend processing takes place.

Sample Program Structure

The following examples illustrate how program currency can affect whether or not the DC/UCF system passes control to
the debugger. Each of the examples is based on the sample program structure:

Example 1

During the setup phase, you define Programs A, B, and C to the debugger. When the program is executing, a program
check occurs in Program B.

The following currencies are now in effect:

• The current DC/UCF program is Program A, the last program that is given control by #LINK or #XCTL.
• Debugger currency is assigned to Program B.

You receive control through the debugger because Program B, one of the programs defined to the debugger, contains the
address of the interrupt.

Example 2

During the setup phase, you define Program A to the debugger. When the program is executing, a program check occurs
in Program B.

The following currencies are now in effect:
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• The current DC/UCF program is Program A, the last program given control by #LINK or #XCTL.
• Debugger currency is assigned to Program A.

You receive control through the debugger because the current DC/UCF program has also been defined to the debugger.

Example 3

During the setup phase, you define Program C to the debugger. When the program is executing, a program check occurs
in Program B.

The following currencies are now in effect:

• The current DC/UCF program is Program A, the last program given control by #LINK or #XCTL
• Debugger currency is not assigned, because the debugger cannot find the interrupt address in a known program, and

the current DC/UCF program is not defined to the debugger

You do not receive control through the debugger, because no debugger currency can be set. The program abends without
an interruption from the debugger, and the system issues a standard abend message.

Example 4

During the setup phase, you define Program A to the debugger. During execution, Program B branches into unknown
storage and a program check occurs.

The following currencies are now in effect:

• The current DC/UCF program is Program A, the last program given control by #LINK or #XCTL.
• Debugger currency is assigned to Program A.

You receive control through the debugger because the current DC/UCF program has also been defined to the debugger.

 

 

Administrating Security for IDMS
In the data processing environment, security administration, whether performed by a full-time security administrator in a
large shop or by a DBA in a small shop, is a vital component of corporate success.

Why Secure Your System?

You secure your system to do the following:

• Protect confidential information from deliberate or accidental exposure
• Maintain the integrity of your corporate databases and dictionaries
• Prohibit or deter unauthorized access
• Meet corporate and departmental security standards
• Fulfill government and Department of Defense (DOD) requirements
• Adhere to privacy laws

Security Strategy

A comprehensive corporate security strategy must account for all types of physical and electronic access to systems,
including the following:
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• Physical access to the computer room
• Electronic access to the computer room (such as by dial-in lines)
• Access to hardware
• Access to software
• Access to corporate databases
• Access to applications
• Access to production, test, and quality assurance (QA) systems
• Access to data sets

A strategy that has not considered all types of authorized and unauthorized access is open to intentional and accidental
corruption.

Installing and Implementing Security

A security system needs to be installed and then implemented. A common approach to organizing this process is to
designate the following:

• A security administrator who manages and coordinates overall information security for the site
• A team that helps the security administrator plan for, install, and implement the security system

CA IDMS Centralized Security Administration

The security approach described in the previous section is well suited for CA IDMS centralized security administration.
Three important reasons are as follows:

• CA IDMS centralized security can interface with an external security software system to protect CA IDMS resources.
• All CA IDMS authorities derive from the absolute authority of the security administrator.
• You can easily delegate to DCAs and DBAs the set of authorities they need to administer security on resources that

are specific to systems and databases.

For more information, see the following topics:

CA IDMS Centralized Security Overview
This section describes the purposes of centralized security and defines the CA IDMS security domain,.

  

The purposes of CA IDMS centralized security are to provide the following:

• A system for protecting CA IDMS resources when an external security system is not available or not used to protect
CA IDMS resources.

• A system for protecting CA IDMS resources that is not administered or enforced with user exits.
• A system that can interface with an external security system, such as CA Top Secret for z/OS or RACF®, for the

protection of some CA IDMS resources.

Protection of resources external to CA IDMS is not a purpose of CA IDMS centralized security.

Security Domain

The CA IDMS security domain is the set of CA IDMS DC and UCF systems and local mode jobs that share a set of user
definitions.

If you specify that CA IDMS user validation is to be performed by an external security system, the CA IDMS security is the
corporate security domain. If user validation is performed by CA IDMS internal security, the CA IDMS security domain is
the set of DC systems that share a user catalog, the repository of CA IDMS user definitions.

NOTE
 For more information about CA IDMS user validation, see Signon Processing (CA IDMS).
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Architecture

This section describes the features and architecture of CA IDMS centralized security.

 Architectural Features 

CA IDMS centralized security architecture includes the following features:

• Full integration with CA IDMS software
• Availability to system-supplied and user-written applications executing under the CA IDMS central version, in local

mode, and through supported front-end software, such as CICS and TSO in the CA IDMS environment
• Support for a distributed, client/server environment
• Compatibility with the Command Facility tool that is used for CA IDMS data definition
• ANSI-compliant security syntax where possible

 Multi-layered Security Scheme 

With application security for dictionary resources, this architecture offers multi-layered security for CA IDMS systems, as
shown in the following illustration:

┌─────────────────────────────────────────────┐
│                                             │
│           Host access security              │
│     (CA ACF2 for z/OS, CA Top Secret        │
│      for z/OS, ...)                         │
│                                             │
│                                             │
│   ┌─────────────────────────────────────┐   │
│   │                                     │   │
│   │     CA IDMS centralized security │   │
│   │                                     │   │
│   │   ┌─────────────────────────────┐   │   │
│   │   │                             │   │   │
│   │   │    Application security     │   │   │
│   │   │  (CAS, IDD, ADS, OLQ, ...)  │   │   │
│   │   │                             │   │   │
│   │   └─────────────────────────────┘   │   │
│   │                                     │   │
│   └─────────────────────────────────────┘   │
│                                             │
└─────────────────────────────────────────────┘

The SRTT

This section describes the Security Resource Type Table (SRTT).

 Purpose of the SRTT 

The Security Resource Type Table (SRTT) is a load module in which you store the following information that CA IDMS
centralized security needs at runtime:
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• Each resource type to be secured.
• The system that enforces security on the resource (internal or external).
• For resources to be secured externally, information that the external security system needs to service a security check

request on the resource.

 Using the SRTT 

At installation, CA IDMS provides the default RHDCSRTT module. By default, the security option for each resource that
is defined by CA IDMS is set to OFF (no security), and SVCNUM is set to the SVC number specified in the installation
parameters.

You modify the RHDCSRTT module with an assembly of the #SECRTT macro. The SRTT is loaded at system startup, and
can be reloaded dynamically using the DCMT VARY NUCLEUS command for the RHDCSRTT module.

The scope of the SRTT is one or more CA IDMS systems, depending on your security scheme.

 Security Options by Resource Type 

For each resource type you can specify one of these security options in the SRTT:

• EXTERNAL -- Security enforcement for the resource follows rules that are defined in the external security system.
• INTERNAL -- Security enforcement for the resource follows rules that are defined to the CA IDMS internal security

system.
• OFF -- No security enforcement for the resource (the default at installation).

 Generating the SRTT 

The SRTT is created by issuing a sequence of #SECRTT macros.

The #SECRTT macro can specify one of four types of action:

•  Initial -- Denotes the beginning of the SRTT assembly.
•  Entry -- Specifies a security option for all occurrences of a given resource type.
•  Occurrence override -- Specifies a security option for one or more occurrences of a given resource type that

overrides the entry specification for the resource type (not applicable to all resource types).
•  Final -- Denotes the end of the SRTT assembly.

For detailed information about generating the SRTT, see How to Generate the SRTT.

 Displaying the SRTT 

The DCMT DISPLAY SRTT command displays the Security Resource Type Table (#SECRTT macro/RHDCSRTT load
module). Use #CTABGEN code N116 to secure the command. For detailed information, see DCMT DISPLAY SRTT.

 Recreating the SRTT via Batch 

To display or recreate the SRTT table, use the batch program—IDMSSRTD. This program recreates the SRTT definition
syntax from the existing load module. The z/OS JCL is used to execute the RHDCSRTT IDMSSRTD batch processor.
The RHDCSRTT source syntax is decompiled from the load module and written to the SYSPCH Ddname. For detailed
information about recreating the SRTT, see Recreate the Security Resource Type Table (SRTT).

 Occurrence Overrides 

For an individual occurrence of a database, task, or program, you can override the security option that you specify for the
corresponding resource type, in the SRTT.

For example, you can omit an SRTT entry for the database resource type and create an occurrence override for database
PROD specifying internal security. The result is that any checks on resources associated with database PROD are routed
to internal security, while checks on resources associated with all other databases are not checked.
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NOTE
 The resource name that you give on an occurrence override is treated as a wildcard. In the previous example,
all databases in the domain of the SRTT with names beginning PROD are secured internally.

 Performance Consideration 

You may gain a performance advantage by using an override to turn off security for occurrences of a secured resource
type. Runtime security processing checks for an occurrence override in the SRTT before checking resource authorizations
in the security database.

External Security Enforcement

 External Security Specifications 

In each SRTT entry that specifies external security, you define the format of the resource name that is routed to the
external security system in a security check. At runtime, the central security interface uses this information to map the
IDMS internal resource name to the external resource name before routing the request for a security check to the external
system.

 Standard Security Interface 

CA IDMS centralized security uses the z/OS System Authorization Facility (SAF) as the interface to external security
systems. On a security check, CA IDMS centralized security issues RACROUTE calls providing the names of resource
type and resource occurrence being checked and the keyword that equates to the authority needed.

 Security Definitions 

If you plan to protect all CA IDMS resources with an external system, you do not need a user catalog. All required
definitions would reside in the external security system. The one requirement within CA IDMS is to build the SRTT with
external security specifications for all secured resources.

However, user definitions and user profile definitions are accessed during signon processing if they exist, regardless of
how signon is secured. If all security checks are routed to the external system, you may want to use the user catalog. For
more information about profiles in signon processing, see Securing User Profiles.

Internal Security Enforcement

 CA IDMS Internal Security 

When an entry for a resource type in the SRTT specifies internal security, only users and groups who are defined in the
user catalog can be granted the permission to access the resource. You grant privileges with the appropriate GRANT
statements.

 CA IDMS Internal Security Administration 

You can delegate internal security administration by granting to selected users:

• Administration privileges
• The permission to grant their privileges to other users

You perform CA IDMS internal security administration functions by issuing security authorization statements through the
CA IDMS Command Facility. When you do this, CA IDMS does the following:

• Accepts syntax that specifies the security administration request (for example, a CREATE USER statement).
• Verifies that you, the issuer of the request, have the authority to issue the request.
• Updates the data in the appropriate internal security repository.

Security Definitions

 Required for Security Checks 
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When CA IDMS centralized security receives a request for a security check, it first determines from the SRTT whether the
resource is secured. If it is, centralized security routes the request to CA IDMS internal security or the external security
system, depending on the security option specified for the resource in the SRTT.

The resulting security check accesses security definitions of resources and resource authorizations to determine whether
the executing user has the authority to access the resource in the way that is indicated on the security request.

 Resource Definitions 

Securable resources are the entities in the CA IDMS environment defined by CA IDMS or the user to which you control
access.

Securable resources defined by CA IDMS are as follows:

• User
• Group
• User profile
• System
• Signon
• System profile
• Application activity
• Queue (1)
• Access module (runtime) (1)
• Load module (loadable entity) (1)
• Program (load module) (1)
• Task (1)
• Database
• Area (2)
• Run unit (1) (2)
• Access module (definition) (2)
• Non-SQL schema (2)
• SQL schema (2)
• Table (2)
• Database name table
• DMCL

(1) Occurrences of this resource can be grouped in a category using the CREATE RESOURCE statement.

(2) This resource type is secured automatically when the database resource type is secured.

 Authorization IDs 

An authorization ID identifies a user or group who is authorized to access resources. You define authorization IDs to CA
IDMS with the CREATE USER and CREATE GROUP statements.

If the security option for the resource is external, the authorization ID (and the authorities given to it) are defined in the
external security system.

If the security option for the resource is internal, the authorization ID (and the privileges granted to it) are defined in the
internal security system. 

 Resource Authorization 

An authority is the ability to access a resource in a particular way. A resource authorization is an authority that is
associated with a resource definition and an authorization ID.

If the security option for a resource is external, resource authorizations are specified in the external security system.
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If the security option for a resource is internal, resource authorizations are specified in the internal security system
by granting privileges. You give users the permission to access a resource with a GRANT statement, and you take away
the permission with a REVOKE statement.

Runtime Security Processing

 Security Checking 

The CA IDMS centralized security facility handles all security checks issued during CA IDMS processing. Security
requests are routed to the central security interface to provide uniform validation of requests.

 Security Enforcement 

The security option that is specified in the SRTT for the resource type or resource type occurrence determines how
security is enforced.

 Example: You can control the execution of tasks with the external security system, but, control access to a particular
database with CA IDMS internal security.

If the security option for the resource being checked is external, the request is routed to the external security system. The
external security system returns a value to the centralized security interface representing the result of the check.

If the security option for the resource being checked is internal, CA IDMS centralized security verifies that the user holds
the required permission.

 Centralized Security Diagram 

This illustration shows the flow of processing in the CA IDMS centralized security system:

┌──────────────────┐         ┌──────────────────┐          ┌──────────────────┐
│                  │         │                  │          │                  │
│     Security     │         │     Command      │          │     CA IDMS      │
│      syntax      ├─────────►     facility     ├──────────►     security     │
│                  │         │                  │          │    definition    │
│                  │         │                  │          │                  │
└──────────────────┘         └────────┬─────────┘          └────────┬─────────┘
                                      │                             │
                                      │                             │
                                      │                    ┌────────▼─────────┐
                                      │                    │                  │
                                      │                    │     CA IDMS      │
                             ┌────────▼─────────┐          │     internal     │
┌──────────────────┐         │                  ├──────────►     security     │
│                  │         │                  │          │                  │
│     CA IDMS      │         │     Central      │          └──────────────────┘
│    component     ├─────────►     security     │
│                  │         │     interface    │
│ (IDD, DB, DC ...)│         │                  │          ┌──────────────────┐
│                  │         │                  │          │                  │
└──────────────────┘         │                  ├──────────►     External     │
                             └──────────────────┘          │     security     │
                                                           │     interface    │
                                                           │                  │
                                                           └──────────────────┘
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Security Application Programming Interface
What You can Do

A user-written application in Assembler language can issue security requests to CA IDMS centralized security. All
requests pass a Security Request Block (SRB). A request can be issued from a user mode or a system mode application.

Security Macros

You can issue a security request using the following:

• #SECHECK -- To check authorization for accessing a resource.
• #SECSGON -- To validate the user and sign the user on.
• #SECSGOF -- To sign the user off.

NOTE
For more information on how to use security macros, see the following sections:

• #SECHECK
• #SECSGON
• #SECSGOF

Activating CA IDMS Security
Getting Started

The basic questions in planning your CA IDMS security scheme are:

• What resources will be secured?
• For secured resources, will enforcement be external or internal?
• Will the same security option apply to a given resource across the domain?

To help you answer these questions, you should become familiar with the information in the following sections:

• Using CA IDMS Internal Security
• Securing Database Resources

For more information, see the following topics:

Installation Defaults

Security at Installation

The RHDCSRTT module that is provided with the CA IDMS installation software contains an initialized entry for each
resource that is defined by CA IDMS.

The initial security option for each resource is OFF, which indicates that at installation, security is not enforcement through
CA IDMS centralized security. Any user can create security definitions and grant privileges.

Security information is stored in the security databases but has no effect until security is activated. Furthermore, the
SVCNUM parameter is set to the SVC number that is specified in the installation parameters.

NOTE
The identifier of the CA IDMS installer is recorded as the owner of the demonstration database schemas in
the schema definitions. If security for the DB resource is activated after installation, schema ownership affects
security processing.
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Preserving the Initialized RHDCSRTT

You should preserve a secure copy of the initialized RHDCSRTT module that is provided at installation. This ensures that
after you activate security, you can turn it off again by using the initialized RHDCSRTT module.

To preserve the initialized RHDCSRTT, use one of the following options:

• Create a backup copy of the initialized RHDCSRTT module that is provided in the installed CA IDMS load library. Store
the backup copy in a secure load library and restore it to the CA IDMS installed load library if needed.

• Link your modified SRTT into a different load library during initial testing. To activate security, concatenate the load
library containing the new SRTT with the CA IDMS load library. To deactivate security, remove the load library
containing the new SRTT from the STEPLIB/CDMSLIB concatenation, or rename the RHDCSRTT load module.

NOTE

You can display or recreate the SRTT table using the batch program—IDMSSRTD. IDMSSTD recreates the
SRTT definition syntax from the existing load module.

Creating Security Definitions
External Security Definitions

If security enforcement for a CA IDMS resource is external, you do not need to store information on the resource in the CA
IDMS security database.

Before you create the SRTT entries that contain external security information, be sure to complete the steps necessary to
define resources and security rules for resources in the external security system. When you create the SRTT with entries
that include SECBY=EXTERNAL, you activate external security enforcement for the resource types specified in those
entries.

For external security checking, you must specify, in the #SECRTT entry, the format of the resource name that centralized
security should forward to the external security system. You construct the external resource name format in the SRTT to
match the format you specified for the resource in the external security system.

Internal Security Definitions

To secure one or more resources internally, you must define users to the user catalog and grant privileges on the
resources to users. You can create any or all of these definitions before activating security in the SRTT. Remember,
however, that until you activate security for CA IDMS administration privileges, any users signed on to the system can also
manipulate internal security definitions (and any user can sign on until signon is secured).

As you plan the sequence of creating the security definitions needed for your security scheme, be aware of these
considerations:

• You can add a user to a group in one of these ways:
– Using the GROUP parameter of the CREATE/ALTER USER statement.

This specifies the user's default group. Only one group can be specified.
– Using the ADD USER clause of the CREATE/ALTER GROUP statement.
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You can add the user to any number of groups in this way. You must first create the user.
• You associate a user profile with a user in the CREATE/ALTER USER statement. You can do this before you define the

profile; the information is stored, and a warning is issued.
• Profiles may be associated with user identifiers but not group identifiers.
• The scope of a user profile is the domain, but a system profile, like the grant of signon privilege which associates a

system profile with a user, is system-specific.
• You can grant privileges on resources defined by CA IDMS to authorization IDs before the authorization IDs are

defined; the information is stored, and a warning is issued.
• You can grant privileges on resources defined by CA IDMS to authorization IDs before the resources are defined

except for resources specified in the CREATE RESOURCE statement (systems, activities, and categories).
• If you create groups corresponding to sets of privileges that you will grant, the number of CREATE GROUP statements

required is likely to be much less than the number of GRANT statements to users that you would otherwise issue.
• In general, it is easier to restrict grants of privilege only to groups because it is easier to grant a set of privileges

implicitly to a user by adding the user to the group than it is to grant each privilege individually to the user.
• A group may consist of only one user.
• The group PUBLIC is an authorization ID (defined by the system the first time a privilege is granted to it) to which

all users belong by default. An appropriate step to consider is transferring ownership of the demonstration database
schemas to PUBLIC.

• Categories allow you to group system resources so that you can grant execution privilege on the category (multiple
resources) to a user or a group (multiple users) with one statement.

• A resource occurrence may participate in only one category.
• In general, you ease the administration of internal security if you establish a 1:1:1 correspondence among groups,

categories, and execution privileges.
• When you create application activities, name the activities in a way that will allow you to use a wildcard in grants of

execution privilege on activities.
• If you plan to activate security for the system dictionary and the user catalog, consider doing it with DB occurrence

overrides.

NOTE
For guidance in planning security for the system dictionary and the user catalog, see Securing the
Dictionaries and the User catalog.

Activating Security
Planning to Activate Security

Before you modify the initialized SRTT, do the following:

• Designate one system for testing security processing.
• Plan the sequence of activating security options so that you can activate and test one at a time.
• Consider activating the SGON (signon) resource first.
• If you plan to secure signon externally and one or more other resources internally, activate security for administration

privileges before you grant signon to users who will not hold administration privileges.

External Security for Signon Processing

To activate external security for signon processing, the #SECRTT assembly must include an entry for resource type
SGON.

NOTE
For more information, see External Signon Security.

Planning to Activate Internal Security
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Before you activate internal security, you should:

1. Verify that the user catalog (SYSUSER.DDLSEC) area is specified in the startup JCL for the test system.
If the default access mode to the area, as specified in the DMCL, is not UPDATE, then you must issue a DCMT VARY
AREA statement before you update the user catalog.

NOTE
For more information on DCMT commands, see the CA IDMS System Tasks and Operator Reference
section.

2. At the least, create the following definitions:
– Users -- defining the users who will hold SYSADMIN privilege is sufficient to begin. Creating a SYSADMIN group is

recommended.
– Signon and SYSADMIN privileges granted to the designated users.

If you now activate internal security, the designated users will be able to sign on to the CA IDMS system and to
administer the security system.

Activating Internal Security

If you have granted signon and SYSADMIN privileges, the logical first step to activate internal security is to secure the
signon and SYSADMIN resources. You do this by including these entries in the #SECRTT assembly:

#SECRTT TYPE=ENTRY,                                           X

      RESTYPE=SYSA,                                           X

      SECBY=INTERNAL

#SECRTT TYPE=ENTRY,                                           X

      RESTYPE=SGON,                                           X

      SECBY=INTERNAL

Securing Security Definitions

A knowledgeable user can access security definitions with local mode access to the user catalog or system dictionary. You
can prevent this access by securing these entities as databases and granting privileges on categories of run units.

NOTE
For more information, see Securing the Dictionaries and the User Catalog.

How to Generate the SRTT
The #SECRTT Macro

You generate a new SRTT by using the #SECRTT macro:

1. The first #SECRTT macro initializes SRTT values for all CA IDMS resources.
The value of the TYPE parameter on the first macro must be INITIAL.

2. One or more additional #SECRTT macros to override initial values.
The value of the TYPE parameter on these macros must be ENTRY if the security option is for a resource type (or
OCCURRENCE if the security option is for an individual occurrence of a database, task, or program).
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If you specify SECBY=EXTERNAL, you must also specify the following:
– The external resource class that you have defined in the external security system as the equivalent of the CA IDMS

resource type.
– The external resource name format that you have defined in the external security system for identifying the CA

IDMS resource.
3. The final #SECRTT indicates that the table is to be generated with values as specified by the preceding macros in the

series.
The value of the TYPE parameter on the last macro must be FINAL.

#SECRTT Assembly

The table is generated and linked only if each #SECRTT statement in the series assembles without error. If one or more
statements receives an error, only a listing results.

NOTE
For complete documentation of the #SECRTT, see #SECRTT.

The RHDCSRTT module should be linked into a secure dataset to prevent unwarranted access to or manipulation of the
security system.

#SECRTT Macro Example

#SECRTT TYPE=INITIAL,                                         X

        ENVNAME=TEST,                                         X

        SVCNUM=235

 

#SECRTT TYPE=OCCURRENCE,                                      X

        RESTYPE=DB,                                           X

        RESNAME='CUSTDB',                                     X

        SECBY=INTERNAL

 

#SECRTT TYPE=ENTRY,                                           X

        RESTYPE=SYST,                                         X

        SECBY=INTERNAL

 

#SECRTT TYPE=ENTRY,                                           X

        RESTYPE=SGON,                                         X

        SECBY=EXTERNAL,                                       X
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        EXTCLS='SYSTEM',                                      X

        EXTNAME=(RESNAME)

 

#SECRTT TYPE=ENTRY,                                           X

        RESTYPE=TASK,                                         X

        SECBY=INTERNAL

 

#SECRTT TYPE=ENTRY,                                           X

        RESTYPE=SPGM,                                         X

        SECBY=EXTERNAL,                                       X

        EXTCLS='PROGRAM',                                     X

        EXTNAME=(RESNAME)

 

#SECRTT TYPE=OCCURRENCE,                                      X

        RESTYPE=SPGM,                                         X

        RESNAME='RHDCBYE',                                    X

        SECBY=OFF

 

#SECRTT TYPE=FINAL

 

END

Notes on the Example

• TYPE=INITIAL begins the SRTT definition.
• ENVNAME=TEST provides a default name qualifier that you can use in constructing an external resource name.
• SVCNUM=235 specifies the SVC number defined at install time.
• TYPE=OCCURRENCE signifies an occurrence override.

In this case:
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– Resource checks for database CUSTDB and associated schemas, tables, and access modules are processed by
internal security; all other databases and their resources are unsecured.

– Resource checks for program RHDCBYE are not routed to the external system, but resource checks for all other
programs are routed to the external security system.

• Resource checks on system resources (RESTYPE=SYST) are processed by internal security, but signon processing
(including password validation) is processed by the external security system.

NOTE

For the external security system, password may refer to a passphrase that is used as the password.
• TYPE=FINAL ends the SRTT.

NOTE
For more information on #SECRTT usage and #SECRTT syntax, see Syntax for Assembler Macros.

Dynamic Security Refresh
You can make changes to your security scheme and then activate those changes without cycling a CV. After changing
security definitions using the #SECRTT macro and reassembling the RHDCSRTT module, you issue existing DCMT
commands to vary the RHDCSRTT nucleus module to new copy and reload it.

Benefit

You can respond to changes in your security environment without bringing down a system and cycling a CV. For example,
you can change the security mapping for a resource type or you can make changes to category and activity definitions.

What Gets Refreshed

When you reload the RHDCSRTT module, the following security definitions are refreshed and any changes you made to
them are immediately implemented:

• Access module table
• Category tables
• Activity and category bit map tables

Signon Security Changes Not Immediately Implemented

Signon and system group security definitions are not refreshed when RHDCSRTT is reloaded; users signed on to the
system remain signed on even after the reload. Any changes made to signon and system group security for users signed
on to a system when a reload is done, do not take place until those users sign off of the system and then sign on again.

Example

After you change a security scheme and modify the RHDCSRTT module, perform the following to activate the changes:

• Issue the DCMT VARY NUCLEUS syntax to vary module RHDCSRTT to new copy.
• Issue the DCMT VARY NUCLEUS RELOAD command to reload the changed (new) RHDCSRTT nucleus module.

The following example shows these commands.

dcmt vary nucleus module rhdcsrtt n c
 
      VARY NUCLEUS MODULE RHDCSRTT NEW COPY
IDMS DC283001 V104 USER:ABBTH01  NUCLEUS MODULE RHDCSRTT MARKED TO NEW COPY
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      VARY NUCLEUS RELOAD
IDMS DC283003 V104 USER:ABBTH01  NUCLEUS MODULE RHDCSRTT RELOADED
IDMS DC283004 V104 USER:ABBTH01  CSA/NUCLEUS VECTOR TABLE UPDATED
FOR NUCLEUS MODULE RHDCSRTT
IDMS DC283007 V104 USER:ABBTH01  SECURITY TABLES REFRESHED SUCCESSFULLY

NOTE
For more information on the DCMT VARY NUCLEUS command, see the CA IDMS System Tasks and Operator
Reference section.

Using External Security

SRTT Requirements

Essential to the Security System

The SRTT is the essential foundation of the CA IDMS security system because a resource is unsecured unless security
for it is specified in the SRTT.

To secure a resource externally, you must include information in the SRTT that identifies the resource to the external
system. This information must include an external resource class and an external resource name.

For external security, you do not need to create any resource definitions within CA IDMS.

SRTT Entries for External Enforcement

You maintain the following information in the SRTT about resources that are secured externally:

• Resource type -- A keyword representing a type of resource, such as program, table, or database.
Certain keywords are reserved for resource types defined by CA IDMS. You can specify any one- to four-character
keyword to define your own resource type as long as the meaning of and rules for the resource type are defined in
your external system.

NOTE
For keywords reserved by CA IDMS, see #SECRTT.

• Security option -- Always EXTERNAL, specified in the SECBY= parameter.
• External resource class -- The name of the resource type as defined in the external security software.
• Resource name (optional) -- A specific occurrence of a resource type (resource types database, task, and program

only).
• External resource name format -- The format of the resource name as defined in the external security software.
• Environment name (optional, specified on the initial #SECRTT macro) -- The name of a CA IDMS processing

environment to be associated with the resource.

Specifying External Resource Class and Name

An external security check on a resource occurrence depends upon an external resource class and external resource
name supplied on the entry for the resource type in the SRTT. External resource classes and names specified on
occurrence overrides are ignored by the runtime system.

Therefore, you must create an SRTT entry with the external resource class and name for a resource type whether you are
securing all occurrences of the resource type externally or only some occurrences.
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In the following example, an SRTT entry for tasks is created even though the specified security option is 'OFF'. The
purpose of the entry is to provide information needed to perform an external security check on the OPER task, for which
external security is specified in the occurrence override that follows.

         #SECRTT TYPE=ENTRY,                                          X

               RESTYPE=TASK,                                          X

               SECBY=OFF,                                             X

               EXTNAME=(RESTYPE,RESNAME)                              X

               EXTCLS='IDMSTASK'

 

         #SECRTT TYPE=OCCUR,                                          X

               RESTYPE=TASK,                                          X

               RESNAME='OPER',                                        X

               SECBY=EXT

Constructing an External Resource Name
How You Do It

As in the previous example, the external resource name format is specified in the EXTNAME parameter of the #SECRTT
macro. In this parameter, you list keywords to represent the fields that comprise the external resource name format.

NOTE
For complete documentation of the macro, see #SECRTT.

If you do not specify the EXTNAME parameter, the external resource name by default consists of only the name of the
base resource on the security request.

Runtime Usage of EXTNAME Values

At runtime, the external resource name is constructed using the values in the current security request that correspond to
the keywords you specified in the EXTNAME parameter.

For example, if the SRTT entry for resource type TABL (table) includes an EXTNAME parameter that specifies
(ENVIR,RESTYPE,SCHEMA,RESNAME), the external resource name format for a table is:

environment-name.TABL.schema-name.table-name

The following example represents the actual resource name sent to the external security system using values from the
current security request:

PROD.TABL.USA.EMPLOYEE

Order of Name Fields
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The order of the fields in the external resource name passed to the external security system is determined by the order of
the keywords that you list on the EXTNAME parameter of the #SECRTT entry. For a given set of fields, you can specify
any possible order to format the external resource name.

The format of the external resource name defined in the EXTNAME parameter of the SRTT must match the format used
to identify the resource in the external security system.

Environment Name Qualifier

The environment name qualifier is significant only when security is external. You specify environment name on the initial
#SECRTT macro.

The environment name distinguishes resources in the domain of the current SRTT from like-named resources in the
domain of another SRTT. You specify an environment name if such distinctions are necessary to your security scheme.

For example, you can specify PROD as the environment name in the SRTT that governs production systems. This
means that you can qualify the external resource names of resources in production systems with PROD and specify rules
for them in the external security system that are different from like-named resources in test systems, which may have
different environment names or no environment name.

Thus, if you have a database named EMPDB in both the test and production environments, you can write a security rule in
the external system that is applied only when the security check is for EMPDB qualified by 'PROD' (that is, PROD.EMPDB
if the external resource name is environment-name.database-name, or EMPDB.PROD if the external resource name is
database-name.environment-name).

External Resource Name Keywords

This table presents the keywords that you can specify in the EXTNAME parameter of the #SECRTT macro (the required
characters appear in upper case) and the value from the current security request that corresponds to each keyword:

EXTNAME keyword Value from current security request
ACTIvity Concatenation of application name and application function

number. For more information, see #SECRTT.
APPLname application-name

DBNAme database-name

DDNAme dd-name

ENVIr environment-name

RESName The name of the resource occurrence(1)
RESType The resource type keyword, from the SRTT (for example, SLOD)
SCHEma schema-name (SQL)
SSNAme subschema-name

SYSTem system-identifier

VERSion version-number

NOTE
(1) For RESTYPE ACTI, the RESNAME value is application-name.

You can always specify the RESNAME, RESTYPE, and ENVIR keywords in formatting the external resource name.
The tables that follow indicate the values of RESNAME and RESTYPE for each resource type and the other keywords
available in constructing an external resource name for the resource type.

Naming Global Resources
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This table presents the keywords that you can use to construct external resource names for global resources:

Resource RESNAME RESTYPE Other available keywords
SYSADMIN @RESERVED@ SYSA
User user-identifier USER
Group group-identifier GROU
User profile profile-name UPRF

Naming System Resources

This table presents the keywords that you can use to construct external resource names for system resources:

Resource RESNAME RESTYPE Other available keywords
DCADMIN @RESERVED@ DCA
System system-identifier SYST
Signon system-identifier SGON
System profile profile-name SPRF
Activity application-name ACTI APPLname,ACTIvity
Task task-code TASK SYSTem
Load module load-module-name SLOD DBNAme,VERSion
Queue queue-name QUEU SYSTem
Access module access-module-name SACC DBNAme,SCHEma
Program program-name SPGM SYSTem,DDNAme

Naming Database Resources

This table presents the keywords that you can use to construct external resource names for database resources:

Resource RESNAME RESTYPE Other available keywords
Database database-name DB
Area area-name AREA DBNAme
Rununit program-name NRU DBNAme,SSNAme
SQL schema schema-name QSCH DBNAme
Non-SQL defined schema nonsql-schema-name NSCH DBNAme,VERSion
Access module access-module-name DACC DBNAme,SCHEma
Table table-name TABL DBNAme,SCHEma
DMCL dmcl-name DMCL
Database name table database-table-name DBTB

NOTE
There is no resource type keyword for DBADMIN privilege.

Naming Examples

This example presents the possible combinations of external resource name fields for a DC task. The actual number of
fields that you specify depends on how the resource name is defined in the external security system:
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environment-name.TASK.system-identifier.task-code

environment-name.TASK.task-code

environment-name.system-identifier.task-code

environment-name.task-code

TASK.system-identifier.task-code

TASK.task-code

system-identifier.task-code

task-code

Defining External Signon Security
This article describes the following information:

Defining SRTT Entries

To secure system signon externally, add an entry to the SRTT for the signon (SGON) resource type.

The applicable resource name for the signon resource type is system-identifier; it matches the value in the SYSTEM ID
parameter of the system generation SYSTEM statement. The name of the resource defined in the external system must
match the system identifier.

The following examples for CA TSS and CA ACF2 show the relationships that must exist between the system identifier
in system generation and the resource identifier in the external security definition; and between the resource class in the
external security definition and the external class in the SRTT entry.

Example for CA Top Secret (TSS)

SYSGEN syntax
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MOD SYSTEM 120 SYSTEM ID IS IDMSD
                              ▲
                              │

CA TSS for z/OS syntax        │
                              └──┐
                                 ▼
TSS PERMIT(user-identifier) SGO(IDMSD) 
                             ▲          
                             │
                             │

#SECRTT syntax               │
                             │
       #SECRTT TYPE=ENTRY,   │                              X
               RESTYPE=SGON, │                              X
               EXTCLS='SGO',◄┘                              X
               EXTNAME=(RESNAME)

Example for CA ACF2

SYSGEN syntax

MOD SYSTEM 120 SYSTEM ID IS IDMSD

                              ▲

                              │

CA ACF2 for z/OS syntax       │

       ┌──────────────────────┘

       ▼

$KEY(IDMSD) TYPE(SGO)◄──────────────────┐

     UID(user-identifier)   ALLOW       │

                                        │

                                        │
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#SECRTT syntax                          │

                                        │

       #SECRTT TYPE=ENTRY,              │                              X

               RESTYPE=SGON,            │                              X

               EXTCLS='SGO', ◄──────────┘                              X

               EXTNAME=(RESNAME)

Optionally Defining PassTickets

PassTickets can be used as an alternative to a password.

To use PassTickets for externally secured signon, add PassTicket definitions to the particular external security system
being used. Depending on the external security system in use, these definitions can include:

• Defining a resource class for PassTickets.
• Granting ownership of the resource used for PassTickets.
• Defining a session key for each application for which PassTickets are used.
• Granting permission to a user to the resource used for PassTicket validation.

Determining Applid

The applid specified in the definition of the PassTicket to the external security system is a unique identifier for the CA
IDMS CV system. It is composed of the first VTAM line defined to the system. If no VTAM lines exist, it is composed of the
system nodename.

See the following sections for examples of the external security definitions needed to allow PassTicket use.

Example for CA Top Secret (CA TSS)

This CA TSS example shows the external security definitions needed to allow PassTicket use:

1. Define the resource class PTKTDATA:

TSS ADDTO(RDT) RESCLASS(PTKTDATA) ACLIST(ALL,READ,UPDATE) MAXLEN(37)

2. Add IDMSDEPT department ownership for resources of class PTKTDATA:

TSS ADDTO(IDMSDEPT) PTKTDATA(IRRPTAUTH)

3. Add a session key for each applid (PSTKAPPL):

TSS ADDTO(NDT) PSTKAPPL(IDMSSY73) SESSKEY(0123456789ABCDEF)

TSS ADDTO(NDT) PSTKAPPL(IDMSSY74) SESSKEY(ABCDEF0123456789)

4. Add permission for JOHN_SMITH to generate and use a PassTicket for SYSTEM 73:
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TSS PERMIT(JOHN_SMITH) PTKTDATA(IRRPTAUTH.IDMSSY73.JOHN_SMITH) ACCESS(READ,UPDATE)

Example for CA ACF2

This CA ACF2 example shows the external security definitions needed to allow PassTicket use:

1. Define the CA IDMS PassTicket session key(s) and assign them to IDMS application IDs (or CV nodenames):

SET PROFILE(PTKTDATA) DIVISION(SSIGNON)

INSERT IDMSSY73 SSKEY(0123456789ABCDEF)

INSERT IDMSSY74 SSKEY(ABCDEF0123456789)

F ACF2,REBUILD(PTK),CLASS(P) 

END

2. Issue the following commands to assign PassTicket session key(s) for specific user(s) (here: JOHN_SMITH):

ACFNRULE KEY(IRRPTAUTH) TYPE(PTK) ADD(IDMSSY73.JOHN_SMITH) UID(JOHN_SMITH) SERVICE(READ,UPDATE) ALLOW)

F ACF2,REBUILD(PTK)

Example for IBM RACF

This IBM RACF example shows the external security definitions needed to allow PassTicket use:

1. Issue the following commands to activate the PassTicket class:

SETROPTS CLASSACT(PTKTDATA)

SETROPTS RACLIST(PTKTDATA)

SETROPTS GENERIC(PTKTDATA)

2. Issue the following commands to define profile(s) for the IDMS application IDs (or CV nodenames) and specify the
session key(s):

RDEFINE PTKTDATA IDMSSY73 SSIGNON(KEYMASKED(0123456789ABCDEF)) UACC(NONE)

RDEFINE PTKTDATA IDMSSY74 SSIGNON(KEYMASKED(ABCDEF0123456789)) UACC(NONE)

3. Issue the following commands to define profile(s) and enable UPDATE access to the IDMS PassTicket resource for
specific user(s) (here: JOHN_SMITH):

RDEFINE PTKTDATA IRRPTAUTH.IDMSSY73.JOHN_SMITH UACC(NONE)

PERMIT IRRPTAUTH.IDMSSY73.JOHN_SMITH CLASS(PTKTDATA) ID(JOHN_SMITH) ACCESS(READ,UPDATE)

 1884



 Administrating

RDEFINE PTKTDATA IRRPTAUTH.IDMSSY74.JOHN_SMITH UACC(NONE)

PERMIT IRRPTAUTH.IDMSSY74.JOHN_SMITH CLASS(PTKTDATA) ID(JOHN_SMITH) ACCESS(READ,UPDATE)

4. Issue the following command to refresh the PTKTDATA class:

SETROPTS RACLIST(PTKTDATA) REFRESH

External Signon Security Checking

External signon security checking consists of two phases:

1. Validation of the executing user in the external security system.
2. If the first phase is successful, a check on the user authority to access the system identified in the current request.

 

NOTE

For more information about Pass Tickets and external signon security checkcing, se Signon Processing (CA
IDMS) 

 

 

External Database Security Considerations
Before you secure a database externally, weigh the following considerations:

• If you add an SRTT entry that secures the DB resource type externally, you automatically secure a group of database
resource types externally.

NOTE
For more information, see Securing Database Resources.

• If the SRTT contains one or more occurrence overrides that specify external security for resource type DB, you must
also add an SRTT entry specifying external resource class and external resource name for each of the database
resource types that are automatically secured externally.

• External security checks for database resources initiated by SQL bulk processing may have a discernible effect on
processing time.

NOTE
For more information, see SQL Security Enforcement.

Identifying Authorities to the External System
How It is Done

When a security check is issued for a resource that is secured externally, CA IDMS central security converts the authority
that is being checked to a RACROUTE keyword. This table shows the RACROUTE keywords that may be used if security
is external and the comparable privileges in CA IDMS internal security.

Type of authorities RACROUTE keyword CA IDMS privilege
Runtime authorities CONTROL DELETE
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UPDATE INSERT
UPDATE
DBAWRITE

READ SELECT
EXECUTE(1)
DBAREAD

Definition authorities ALTER REFERENCES
READ DISPLAY

USE
CONTROL DROP
UPDATE ALTER
CONTROL CREATE

Administration authorities ALTER SYSADMIN
DCADMIN
DBADMIN

(1) No keyword is passed if EXECUTE is for a resource that can be categorized.

Defining External Performance Monitor Security
The CA IDMS Performance Monitor Real-time Monitor provides the optional functionality to do the following:

These functions are performed by authorized users on a local CV, and the functions require the definition of the resource
class CA@IDMSI within an external security database—CA Top Secret, CA ACF2, or IBM RACF.  After the CA@IDMSI
resource class is defined, and before access permissions can be granted to the resource, resource names are defined
and assigned an owner.

The following table shows the required format for the resource class, and the access permissions that can be granted to
the resource:

Task Resource Class Name Access
Canceling a remote task TASK.targetCVname.taskcode CONTROL access
Securing an external IDMS CV SYST.targetCVname READ access

The targetCVname is the name of the CV startup job of the remote CV, and taskcode is the name of the task code to be
canceled on the remote CV.

TIP

Be careful when assigning resource ownership.  Resource ownership typically means the user ID that is
assigned ownership has an access level of ALL.

Once the resource name is defined and assigned an owner, permission can be granted to authorize access to the
resource by user IDs or groups. Unauthorized user IDs or groups are not allowed to cancel remote tasks or monitor
external IDMS CVs/ An error message PMRM panel is displayed within the PMRM function panel displaying the “Access
Denied” message and a non-zero return code.

Considerations

When an external IDMS CV is secured by an external security manager, the secured External IDMS CV is included in the
list of Active Systems that are displayed in the local PMRM session.
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Setting currency to a secured target, IDMS CV, is allowed only in the local PMRM session by an authorized user.
Undefined or unauthorized users attempting to set currency to a secured target CV from a local PMRM session receive  a
“Request denied”  error condition. 

Message output that is generated for PMRM by the external security product (CA Top Secret, CA ACF2, or IBM RACF) is
managed by  the SAFSUPP=YES/NO parameter of the #SRTT macro and Optional bits 51 and 226.

Cancel a Remote Task

Within the CA IDMS Performance Monitor Real-time Monitor, you can cancel an active task executing on a remote Central
Version directly from the Active User Task Detail (PF4) screen. 

To enable canceling tasks on remote systems you need to:

1. Use an external security manager—CA Top Secret (TSS), CA ACF2, or IBM RACF.
2. Grant access to TASK resources for specific users in the external security manager.
3. Ensure that the IDMSINFO address space is active.
4. Set the monitored Central Version to run non-swappable.

Monitor a Secured External IDMS CV

Monitoring an external IDMS CV, by the CA IDMS Performance Monitor Real-time Monitor, is secured using an external
security manager—CA Top Secret, CA ACF2, or IBM RACF. The authority to monitor an external IDMS CV can be
assigned to user IDs or groups that are defined in an external security database.

To secure monitoring of an external system you need to:

1. Recompile the RHDSRTT module and include the new SECXMON=YES parameter in the RESTYPE=SYST entry of
the #SECRTT macro, as shown in the following example:

#SECRTT TYPE=ENTRY,                 X  

        RESTYPE=SYST,               X  

        SECBY=<See Note below>,     X  

        SECXMON=YES 

 

2. The recompiled RHDCSRTT load module must be included in a CDMSLIB loadlib in the startup JCL of the secured
target CV.  

3. Use an external security manager—CA Top Secret (TSS), CA ACF2, or IBM RACF.
4. Add external security product definitions to authorize monitoring of an external IDMS CV to secured user IDs.

For example, create a resource class (CDT profile) of CA@IDMSI. Follow the pattern "SYST.targetCVname" for
resource names to authorize the monitoring of an external system by a secured user ID.

Secured external monitoring requires permissions to be granted for a resource (the target CV name) by a pre-defined user
ID within an IDMS pre-defined resource class (CA@IDMSI). The target CV name can be the JOB name or the started task
name (STC) of the target CV startup job.

TIP
 SECBY= Should match your current SECBY= setting for RESTYPE=SYST. If no current setting exists, specify
SECBY=OFF. 
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Examples

The following examples define the CA@IDMSI resource class and assign access privileges to USER1 for job name
SYSTEM74, for the specified external security database:

Example for CA Top Secret

1. Define the CA@IDMSI resource class.

TSS ADDTO(RDT) RESCLASS(CA@IDMSI) RESCODE(120) -        

        ACLST(ALL,READ) DEFACC(READ)

2. Assign ownership to the resource name.

 TSS ADD(IDMSDEPT) CA@IDMSI(SYST.SYSTEM74)

3. Grant permission to USER1 to monitor SYSTEM74.

TSS PERMIT(USER1)CA@IDMSI(SYST.SYSTEM74) ACCESS(READ)

Example for CA ACF2

1. Define the CA@IDMSI resource class.

ACF                                                                     

SET CONTROL(GSO)                                                        

INSERT CLASMAP.IDMSI RESOURCE(CA@IDMSI) RSRCTYPE(IDM) ENTITYLN(22)

2. Grant permission to USER1 to monitor SYSTEM74.

ACFNRULE KEY(SYST) TYPE(IDM) ADD(SYSTEM74 UID(USER1) SERVICE(READ) ALLOW)

F ACF2,REFRESH(CLASMAP) 

 

Example for IBM RACF

1. Define the CA@IDMSI resource class:

RDEFINE CDT CA@IDMSI UACC(NONE) OWNER(ADMIN) -                     

CDTINFO(CASE(UPPER) -                                            

FIRST(ALPHA) -                                                   

OTHER(ALPHA,NUMERIC,NATIONAL,SPECIAL) -                          
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MAXLENGTH(22) -                                                   

MAXLENX(22) -                                                    

KEYQUALIFIERS(0) -                                               

PROFILESALLOWED(YES) -                                            

POSIT(NNN) -                                                     

RACLIST(ALLOWED))  

2. Define the profile in the class.

RDEFINE CA@IDMSI SYST.SYSTEM74                                    

3. Grant permission to USER1 to monitor SYSTEM74 and refresh the class.

PERMIT SYST.SYSTEM74 CLASS(CA@IDMSI) ID(USER1) ACC(READ)           

SETROPTS RACLIST(CA@IDMSI) REFRESH                                  

 

 

 

Signon Processing (CA IDMS)
This section includes the following topics:

What is Signon Processing?
The major function of signon processing is to identify and validate the user who requests CA IDMS services. In addition,
signon processing also caches user-related information, such as the list of groups to which a user belongs and profile
information.

This article describes the following information:

Explicit Signon

From within a DC/UCF system, signon processing can be initiated explicitly by executing the SIGNON task code or by
linking to RHDCSNON from within a user-written application. If CA IDMS/DC is directly controlling terminal access, an
explicit signon must be issued to identify the user accessing DC/UCF from an interactive terminal.

Automatic Signon

Signon processing occurs automatically under the following conditions:
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• Local mode batch: Signon processing occurs within the batch address space when the first security check is issued.
• Central version: System signon processing occurs when the first database request is issued from the externally

executing application, for applications executing in batch, CMS, TSO, or a front-end teleprocessing monitor such as
DC or CICS.

• UCF applications: Signon processing occurs in the UCF back-end when the UCF connection is made from the front-
end application.

General Processing Flow

The processing at each step of signon, and whether a particular step is actually executed, is based on a number of
factors, such as the environment in which signon occurs and how signon processing is controlled. These factors and their
influence on signon processing are discussed later in this section.

Signon processing consists of the following steps:

1. Identify the user requesting CA IDMS services.
2. In DC/UCF:

– If a user is already signed to the terminal, sign the user off.
– If the user is signing on to an interactive terminal and is already signed on to another interactive terminal, deny the

signon request unless multiple signon is allowed.
3. Validate the user and password. An asymmetric uni-directional non-unique hash routine is used to "encrypt" the

password that is associated with a user id. When a user signs on, the password entered is processed using the hash
routine and compared to the "encrypted" password value associated with the user id.

4. In DC/UCF, update the user password if requested (explicit signon requests only).
5. Build the group list for the user.
6. Build the session profile from system and user profile information, subject to specifications on the initial #SECRTT.
7. If signon is the result of linking to RHDCSNON, invoke the CLIST identified by the CLIST attribute, if one exists in the

session profile.

Identifying the User

Explicit Signon

When an explicit signon request is issued by executing the SIGNON task or linking to RHDCSNON, the user is identified
by the user ID that is specified on the signon request. The password to be used for verification is also specified as part of
the signon request.

Automatic Signon

During automatic signon, the user is identified by the authorization ID under which the application is being executed.

If the signon does not occur within the CA IDMS system, the executing user is extracted from the operating system by a
call to the integration services layer of the CA Common Services architecture.

When signon processing is initiated automatically, no password verification is performed by CA IDMS. CA IDMS assumes
that the user is validated by the environment within which the application is executing.

Default Signon

You can allow CA IDMS to perform a signon using a specific name when a security check request is issued and the
user is not signed on. This is done by specifying DFLTSGN=YES and the DFLTUID parameter on the initial #SECRTT
macro. For more information, see #SECRTT.

User Validation Processing

Dependencies
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User validation processing is dependent on the following:

• Whether signon processing is controlled externally, internally, or not at all (OFF).
• Whether CA IDMS resources are controlled externally or internally.
• Whether an explicit or automatic signon is being done.
• Whether the signon is occurring within the DC/UCF system or within a separate address space.

Internally Secured Signon

The user must be granted the SIGNON privilege on the DC/UCF system. If this condition is not satisfied, the user is not
signed on and all subsequent security checks fail.

The user being signed on must also be defined in the user catalog with a CREATE USER statement. In the case of an
explicit signon, the password specified must match the password associated with the user definition. If either of these
conditions is not satisfied, the user is not signed on and all subsequent security checks fail.

If one or more CA IDMS resources are controlled externally, the user is signed on to the external security system. No
password verification takes place for the external signon. If the external signon request fails, the user is not signed on.

Externally Secured Signon

If signon is controlled externally, the user must be defined to the external security system. In the case of an explicit
signon, the password must match the password associated with the user definition in the external security system, or the
PassTicket must be validated by the external security system. If the external signon request fails, the user is not signed on
and all subsequent security checks fail.

NOTE

For external secure signon, password may refer to a passphrase that is used as the password.

The user is also signed on to the internal security system if one or more CA IDMS resources are controlled internally. No
password verification takes place for the internal signon. If the internal signon request fails because the user is not defined
to CA IDMS, processing continues but subsequent security checks for internally controlled resources may fail since the
user has no associated groups other than PUBLIC.

No Signon Security

If security for the SGON resource is 'OFF', the user is signed on to the internal security system without password
verification. Regardless of whether the user is defined in the user catalog, processing continues.

If one or more CA IDMS resources are controlled externally, the user is also signed on to the external security system.
The processing of the external signon request is the same as if signon processing was controlled internally.

Additional Signon Processing

Updating the Password

In an explicit signon request to CA IDMS/DC, the user can change the password if the user is not already signed on to
another terminal. The user can request a change in password during signon processing whether internal or external
security is used to control signon processing.

If signon processing is controlled internally, the user request can be honored if the user catalog (SYSUSER.DDLCSEC
area) is available in update mode to the system for which the signon request is issued. Thus, to prevent users from
updating their passwords, you can make the user catalog available to users in retrieval mode only.

If signon processing is controlled externally, the user ability to update the password is subject to any restrictions imposed
by the external security system.

Building the User's Group List

As part of internal signon processing, an in-core list of group IDs is built and anchored in the SON control block. The list
includes the authorization IDs of all groups of which the user is a member and the group PUBLIC.
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If signon is secured externally, you can still take advantage of CA IDMS groups to administer security. However, users
must be defined in the user catalog in order to be included in a group.

Building the Session Profile

As part of signon processing, the security system attempts to locate a system profile and a user profile for the user unless
directed not to by a USRPROF=OFF or SYSPROF=OFF specification in the initial #SECRTT.

• If no user profile is specified in the user definition, or if there is no user definition in the user catalog (and signon is
validated externally), the security system searches the user catalog for, if specified, the user profile designated in the
USRPROF= parameter of the initial #SECRTT macro.

• If USRPROF= is not specified, a default user profile definition whose name matches the ID of the signed-on user.

If a user profile is found, the system builds a session profile with the attributes defined in the user profile.

If no system profile is specified in the grant of signon privilege to the user, or if there is no grant of signon privilege (and
signon is validated externally), the security system searches the system dictionary for the following:

• If specified, the system profile designated in the SYSPROF= parameter of the initial #SECRTT macro.
• If SYSPROF= is not specified, a system profile named 'DEFAULT'.

If a system profile is found, the attributes specified in the system profile are merged into the session profile. If user and
system profile attributes match, the attribute value in the system profile takes precedence.

NOTE
For more information on how to tailor user and system profiles when signon is secured externally, see Securing
User Profiles.

Signon Security Options
CA IDMS provides two signon security options — internal and external — that you specify for the SGON resource in an
#SECRTT macro. By default, the signon security option is OFF (the SGON resource in the SRTT). 

Security Options

• OFF: Signon is unsecured and not validated when the online user requests signon, or the first security check request
is issued on behalf of the executing user in a local mode batch application. When signon is not validated, the user is
successfully signed on whether or not the user ID and password have been defined.

• Internal security:  Signon is secured and security checking is performed by the internal security system.
• External security:  Signon is secured and security checking is performed by the external security system.

If the external security system issues a failure or a warning on user identification and validation, signon fails. If a failure
or warning occurs, you cannot use internal security as a backup security system when you specify external security for
signon.

This article includes the following information:

Security Checking

The value of the security check can be either a password, passphrase, or PassTicket. which are described in the following
sections.

You can create a password or passphrase using the SIGNON System Task or PASS System Task commands. For more
information about defining PassTickets, see Optionally Defining PassTickets. 

Password  

The password is used for security checking by internal and external security systems. A password can have 1 through 8
characters.  
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Passphrase

The passphrase is an alternative form of a password that may be used for security checking by external security systems.
A passphrase is a sequence of characters between 9 through 100, with the following characteristics: 

• Single quotation marks can be used at the beginning and end of passphrases to support leading or trailing blanks.
• Single and double quotation marks are not allowed within a passphrase. Single quotation marks can be used to

delineate the boundaries of a passphrase.

PassTicket

A PassTicket is a temporary substitute for a password that is used for external authentication for a specific application. A
PassTicket is generated from values that are associated with the user ID and application to which the signon is targeted,
and is valid for only a short timeframe. PassTickets are often used as an alternative to sending a clear text password over
a network, thereby improving network security.

NOTE

 For externally secured signon, PassTickets are treated in the same way as passwords in the remainder of the
signon processing description.

Password Caching

To enhance performance, CA IDMS uses password caching in multi-signon CV environments. Caching is also applied to
PassTickets, as PassTickets are implemented by an external security system.

Under certain circumstances, PassTickets can be used more than once. For this reason, we recommend the
implementation of the following points to maximize security when you implement PassTickets:

• Do not allow multiple signons
• Do not allow signon retention for external run-units
• Start Central Versions as started tasks

When signing in to CA IDMS through CA IDMS Server, there are some cases where a PassTicket behaves like a
password, and can be used multiple times.

Signon When Security Options Are Mixed

The security option for some other resources can be different from the security option for signon. For example, signon
security might be external while security for other resources is internal.

For mixed security options, the user must be identified to both the external and internal security systems, and a request
for signon invokes signon to both security systems. Password checking is performed by either the external system or the
internal system, depending on security option for the SGON resource in the SRTT.

If a DDS connection between two CVs exists, and one system has internal security while the other has external
security, the CV running with internal security must have the user ID of its job defined to allow two-phase commit re-
synchronization processing to complete successfully across the connected CVs.

Signon Control Block
Pointers to Security Data

When the user is successfully signed on, a signon control block (SON) is constructed. User authority data is brought into
memory and linked to the SON, as shown in the following illustration:

┌─────────────┐         ┌───────────────────────────┐
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│ USER SON    ├─────────► USER-GROUP LIST           │
└──────────┬─┬┘         └───────────────────────────┘
           │ │
           │ └─────────────────────────┐     ┌──────────────────┐
           │     ┌──────────────────┐  │    ┌┴─────────────────┐│
           └─────► caTEGORY BIT MAP │  │   ┌┴─────────────────┐├┘
                 └──────────────────┘  └───► ACTIVITY BIT MAP ├┘
                                           └──────────────────┘

When Data is Linked to the SON

The following table shows when the various security data are brought into memory and linked to the SON.

Security data Brought into memory
User-group list During signon
category bit map At the first security check which requires categories
Activity bit map When the application issues its first activity security check

Retaining Signon Information

You can specify that CA IDMS should retain signon information originating from external request units (ERUs). In some
situations this provides a performance benefit.

To retain ERU signon information, specify SGNRETN=time-interval on the initial #SECRTT macro.

NOTE
For more information, see #SECRTT.

Using CA IDMS Internal Security
CA IDMS resource types are grouped as follows:

Global Resources

What is a Global Resource?

A global resource is an entity which is shared by all CA IDMS processing in the security domain.

The following table shows the global resource types and the corresponding resource type keywords used in the SRTT and
security information databases:

Resource type Keyword
User USER
Group GROU
User profile UPRF

User Catalog

The definition of a global resource is stored in the user catalog. The user catalog is an area (SYSUSER.DDLSEC) that is
shared for retrieval by all CA IDMS processing in the security domain.

Users
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The user resource type represents the end users, programmers, and administrators who will be accessing systems and
databases in the CA IDMS security domain. Users are identified by a user ID that must be unique across the domain.

You maintain the definitions of users in CA IDMS with the CREATE/ALTER/DROP USER statements.

Groups

The group resource type represents a collection of users. The following are some important concepts related to groups:

• All users in a group implicitly hold all privileges granted to the group.
• You can assign a user to any number of groups.
• Every user belongs to the group PUBLIC.
• A group cannot be assigned to another group.

You maintain groups with the CREATE/ALTER/DROP GROUP statements.

User Profiles

A user profile is a set of attributes that apply to a given user for both online and batch execution in any system in the
domain. You create a user profile with the CREATE USER PROFILE statement.

An attribute specifies an environmental default for a user session. An attribute is expressed as a keyword and an
associated value for the keyword. For example, SCHEMA=MISTEST is an attribute, of which the keyword is SCHEMA.

Even though the user profile is defined in the CA IDMS user catalog, it is possible for user profile attributes to be invoked
whether signon is secured internally or externally.

NOTE
For more information on user profiles, see Securing User Profiles.

System Profiles

You can also create a system profile to associate with one or more users in granting signon privilege to a given system.
The attributes in a system profile apply to a user session on a specified system. If both a user profile and a system profile
are found when the user signs on, the attributes in the two profiles are merged into a user session profile. System profile
attributes take precedence over user profile attributes for those attributes defined with an OVERRIDE parameter equal to
YES.

NOTE
For more information on creating system profiles, see the CA IDMS System Tasks and Operator Reference
section.

System Resources

What is a System Resource

A system resource is an entity shared by all CA IDMS processing under the central version.

The following table shows the system resource types and the corresponding resource type keywords used in the SRTT
and security information databases:

Resource type Keyword
Activity ACTI
Application SAPP
Category CATE
Signon SGON
System SYST
System profile SPRF
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System Dictionary

The system dictionary includes all information required to establish, maintain, and control the processing environment.
System resources are defined in the DDLDML area of the system dictionary. A system resource is available to all systems
generated from the system dictionary.

Purpose of Categories

The category is a mechanism that allows you to group occurrences of several resource types that you have secured
internally so that you can grant privilege on the group of resources.

When you create a category, you assign it a name, allowing you to associate a meaningful identifier with the resources.
For example, if you secure tasks internally, you might create a category 'SYS_TASKS' and add the DCMT and DCUF
tasks to it. If you secure both tasks and programs, one category could contain both task and program resources.

You can define as many as 32,768 categories for your security scheme.

The following table shows resource types that can be categorized and the corresponding resource type keywords used in
the SRTT and security information databases:

Resource type Keyword
Task TASK
Program SPGM
Load module SLOD
Access module (loadable entity) SACC
Run unit NRU
Queue QUEU

WARNING
If you secure the DB resource, you secure run units and access modules system-wide. You must then
categorize load modules in order to grant users execution privilege on them, and you must do the same with
access modules unless you choose to grant execution privilege on individual access modules rather than
grouping them first.

For more information, see Securing Database Resources.

Defining a Category

You add resources to a category with a CREATE or ALTER CATEGORY statement, as in this example:

create category dcmt

   add program cdmslib.rhdcmt*;

Granting Privilege on the Category

After you define the category, the only means of access to a resource in the category is execution privilege on the
category. You give this privilege to a user with a GRANT statement, as illustrated in this example:

grant execute

      on category dcmt

      to sam;
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Runtime Category Selection

At runtime a given resource name may appear to qualify for assignment in more than one category. Consider these two
categories:

create category dcmt

   add program cdmslib.rhdcmt*;

 

create category dcmtab

   add program cdmslib.rhdcmtab;

When the security system processes as security check, it determines the category of the resource being checked by
selecting the mask that is closest to the fully qualified name of the resource. For example, given the preceding two
categories, the security system will determine that:

• Use of resource CDMSLIB.RHDCMTXY requires execution privilege on category DCMT.
• Use of resource CDMSLIB.RHDCMTAB requires execution privilege on category DCMTAB.

Database Resources

What is a Database Resource

A database resource is an entity associated with the definition of or access to a database.

Database Resource Types

The following table shows the database resources type and the corresponding resource type keywords used in the SRTT
and security information databases:

Resource type Keyword
Database
Area
Run unit
SQL schema
Non-SQL defined schema
Table
Access module

DB
AREA
NRU
QSCH
NSCH
TABLE
DACC

DBTABLE DBTB
DMCL DMCL

Securing Database Resources

If you specify internal security for the database (DB) resource type, you automatically secure the other resource types
listed with DB in the preceding table.

You can grant privileges on the individual resource types, but you cannot turn security off in the SRTT for the resource
types that are grouped with DB when DB is secured.

 1897



 Administrating

Database Occurrence Overrides

Using an occurrence override in the SRTT, you can specify a security option for an individual database associated with the
system dictionary. For example, in one SRTT entry you can specify no security (the default) for resource type DB and in
another entry specify internal security for the production database.

Ownership

Ownership is an attribute of an SQL schema. A user who issues a CREATE SCHEMA statement owns the schema that is
created.

A schema owner implicitly holds all access and definition privileges on the tables, functions, procedures, table procedures,
views, and access modules associated with the schema. The owner also has the authority to grant those privileges to
others.

An owner cannot grant ownership to another user but can transfer ownership. In this way, ownership and its privileges are
relinquished to the other user.

The DBMS does not check for ownership. It requests a check for a specific privilege such as SELECT privilege on a table,
and the security system returns a positive response if the user in question is the owner of the object.

For more information, see the following topics:

CA IDMS Privileges
How Privileges Work

If you specify the internal security option for a resource, the resource is secured against access by users who have not
been granted privilege on the resource. This security applies to the resource in all systems within the CA IDMS security
domain that share the SRTT.

Whoever has authority to grant a privilege has the authority to revoke it. All authority to grant and revoke CA IDMS
privileges derives from users who hold SYSADMIN privilege.

Types of Privilege

There are three types of CA IDMS privileges:

Administration privileges Definition privileges Access privileges
SYSADMIN
DCADMIN
DBADMIN

CREATE
ALTER
DROP
DISPLAY
USE
REFERENCES

SIGNON
EXECUTE
SELECT
INSERT
UPDATE
DELETE
DBAREAD
DBAWRITE

Administration Privileges

Administration privileges allow a user to grant and revoke security privileges within a particular scope:

• SYSADMIN in effect allows a user to grant all privileges and should be restricted to the security administrator.
• DCADMIN allows a user to grant privileges for one or more CA IDMS systems.
• DBADMIN allows a user to grant privileges for a database.
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Definition Privileges

Definition privileges allow a user to manipulate the definition of certain resources. You can grant definition privileges singly
or as a group (the DEFINE privilege).

The following are the individual definition privileges:

• Create
• Alter
• Drop
• Display
• Use
• References (tables)

Access Privileges

Access privileges give users the authority to access specified resources at runtime.

There are three categories of access privileges:

• Execution privilege allows a user to execute an access module, activity, or category.
• Table access privileges allow a user to perform these operations on data contained in a table:

– Select
– Insert
– Update
– Delete

• Special access privileges refer to the authority to signon to a system or to execute utility functions against an area of
the database:
– SIGNON allows a user to sign on to a specified CA IDMS system.
– DBAREAD allows a user to run read-only utilities against an area.
– DBAWRITE allows a user to run utilities that perform read-write functions against an area.

Granting and Revoking Privileges

Absolute Authority of SYSADMIN

Once you have defined the authorization ID of the security administrator with SYSADMIN privilege and you have secured
administration privileges, the privilege to create additional users in the CA IDMS security domain, and the privilege to
grant those users privileges, must derive from the security administrator.

Applicability of Privileges

CA IDMS privileges are applicable to resources for which the security option is 'INTERNAL'. If the security option for
a resource is 'OFF', a user can access the resource without holding a privilege. If the security option for a resource is
'EXTERNAL', the user's authority to access the resource is determined by the external security system.

Therefore, to use the system of CA IDMS privileges, you must ensure that the runtime security option for the resources to
which privileges apply is 'INTERNAL'.

Granting privilege

You grant privileges with a GRANT statement. Implicit in each administration privilege is the authority to grant certain
privileges:

• SYSADMIN can grant privileges on SYSADMIN, DCADMIN, DBADMIN, and on global resources.
• DCADMIN can grant privileges on DCADMIN and on system resources.
• DBADMIN can grant privileges on DBADMIN and on database resources.
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A GRANT statement includes an ON parameter which specifies the resource to which the privileges apply and a TO
parameter which specifies the users or groups to whom you are giving the privileges.

NOTE
For more information on GRANT statement syntax, see the following sections:

• Syntax for Securing Global Resources
• Syntax for Securing System Resources
• Syntax for Securing Database Resources

Duration of Privileges

A user holds privileges explicitly granted to the user until one of these actions occurs:

• The privileges are explicitly taken away by means of the REVOKE statement.
• The user is physically deleted from the user catalog.

A user implicitly holds privileges granted to a group to which the user belongs until one of these actions occurs:

• The user is dropped from the group.
• The privileges are revoked from the group.
• The group is dropped.

Revoking Privileges

Privileges are taken away with the REVOKE statement. A user who has the authority to grant a privilege also has the
authority to revoke it.

A REVOKE statement includes an ON parameter which specifies the resource to which the privileges apply and a FROM
parameter which specifies the users or groups from whom you are revoking the privileges.

NOTE
For more information on REVOKE statement syntax, see the following sections:

• Syntax for Securing Global Resources
• Syntax for Securing System Resources
• Syntax for Securing Database Resources

GRANT and REVOKE Example

The first statement gives a table access privilege to user PSD, and the second statement revokes the privilege:

grant select

  on table demoempl.employee

  to psd;

revoke select

  on table demoempl.employee

  from psd;
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Granting WITH GRANT OPTION

Grantable Privilege

When you grant a definition or access privilege to a user, you can also give the user the authority to grant the same
privilege to another user; in effect, to pass on the privilege. This authority is called the grantable privilege.

To give a grantable privilege to a user, you specify WITH GRANT OPTION at the end of the GRANT statement.

Giving grantable privileges is an essential technique in decentralizing security administration.

Grantable Privilege Example

In this example, the GRANT statement gives user PSD SELECT privilege on the demoempl.employee table, as well as
the authority to assign that privilege to other users:

grant select

  on table demoempl.employee

  to psd

  with grant option;

User PSD can now use the GRANT statement to issue the SELECT privilege on the demoempl.employee table to other
users.

Restrictions on Grantable Privilege

Not all privileges can be grantable privileges. These privileges cannot be grantable:

• All administration privileges
• Signon privilege
• Execution privileges on activities and categories

A user holding a grantable privilege does not necessarily have the authority to grant the privilege WITH GRANT OPTION.

NOTE
For more information on restrictions on passing grantable privilege, see the discussion of the WITH GRANT
OPTION parameter under the applicable GRANT statements in the following sections:

• Syntax for Securing Global Resources
• Syntax for Securing System Resources
• Syntax for Securing Database Resources

Omitting WITH GRANT OPTION

If you omit WITH GRANT OPTION when you grant a definition or access privilege, the named users receive the definition
or access privilege, but it is not grantable. Therefore, the users cannot give the privilege to other users.

Grantable Privilege with REVOKE Statements

Unless you hold an administration privilege, you can revoke a privilege only if you hold the same grantable privilege. For
example, a user cannot revoke CREATE privilege on SYSTEM88 unless the user holds grantable CREATE privilege on
SYSTEM88.

Specifying Groups

Granting Privileges to a Group
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You can grant privileges to a group as well as to individual users. All users in the group hold privileges that you give to the
group. Users you add to a group hold all privileges assigned to the group; users you remove from the group lose all group
privileges.

Revoking Group Privileges

You cannot revoke a privilege from an individual user if the user belongs to a group that holds the privilege. Rather, you
must take one of these steps:

• Drop the user from the group using the ALTER GROUP statement.
This action removes all privileges the user held as a result of being in the group.

• Remove the privilege from the group.
This action removes the privilege from all members of the group who hold the privilege as a result of being in the
group.

Using a Wildcard

What Wildcarding Is

Wildcarding is the use of a single character to represent one or more characters omitted from a string. An entity name with
a wildcard character identifies all the entities whose names match the pattern established by the wildcarded name.

Why You Use Wildcards

In most cases, you can use a wildcard when naming the resources to which the privileges in a GRANT statement apply.
This allows you to do the following:

• Enforce high-level naming conventions
• Grant privileges on groups of resources

Document convention: If a parameter value in a security statement can include a wildcard, the parameter description
that follows the statement syntax diagram explicitly notes your ability to use a wildcard.

How to Wildcard: The wildcard character is the asterisk (*). You can use the wildcard only as the last character in a
resource name. For example, * and A* and ABCD* are valid, but *A and A*BC are not.

Wildcarding Qualified Resource Names

APPLDICT.HR*

APPLDICT.*

APPLDICT*

APPL*

Specific restrictions on wildcarding are described appropriately in the syntax parameter descriptions found in the
statement syntax sections later in this section.

NOTE
Special considerations apply to the effect of using a wildcard in reference to categories generally and in
CREATE RESOURCE statement particularly. For more information, see the Usage section of CREATE
RESOURCE in the section Syntax for Securing System Resources.

Granting and Revoking with a Wildcard

When you grant a privilege on resources using a wildcard, you must use the same wildcard to revoke the privileges.

For example, if you grant CREATE privilege on category HR* to user ABC, you must issue a REVOKE CREATE or
REVOKE DEFINE statement on category HR* to revoke the privilege from user ABC. Revoking privilege on category *,
category H*, category HR, or category HRA has no effect on privileges granted on category HR*.

Considerations in Revoking Privileges
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Through the use of groups and wildcards in a GRANT statement, a user can be given the same privilege on a resource
more than once. A REVOKE statement revokes the privileges specified in the statement only on the specified resource
name and only from the specified user or group. Thus, it is possible for a user to retain a privilege even after it has been
revoked.

For example, suppose:

• User PKB is in the group SALES_ADMIN.
• PKB has been granted the CREATE privilege on the access module name SALES_SCH.SALES_FORECAST.
• SALES_ADMIN has been granted the CREATE privilege on all access modules named SALES_SCH.SALES* where *

is a wildcard character.

You can revoke the CREATE privilege on SALES_FOREcaST from the user identifier PKB. However, PKB can still create
an access module by that name in the SALES_SCH schema because PKB is a member of SALES_ADMIN.

Efficiency Considerations
In security administration, you can perform your task more efficiently by making consistent use of groups, wildcards, and
categories. This strategy will also produce runtime efficiency.

Using Groups

Your security strategy should isolate user roles that require similar types of privileges. You can then establish groups for
each user role. This allows you to grant and revoke privileges at the group level, thus reducing the number of statements
needed to administer the security scheme.

NOTE
Groups also enhance efficiency by improving runtime performance.

Comparison of Groups and No Groups

• Without groups
Without groups, you must list each user ID for each GRANT statement:

grant access on table qa.employee to psd, rkn, jfd, wxe, lsb;

grant access on table qa.job to psd, rkn, jfd, wxe, lsb;

grant access on table qa.benefits to psd, rkn, jfd, wxe, lsb;

grant access on table qa.department to psd, rkn, jfd, wxe, lsb;

grant execute on access module qa.empdbmod to psd, rkn, jfd, wxe, lsb;

grant execute on access module qa.empdbret to psd, rkn, jfd, wxe, lsb;

Now to revoke privileges for one of the users, you must code a REVOKE statement for each GRANT statement:

revoke access on table qa.employee from rkn;

revoke access on table qa.job from rkn;

revoke access on table qa.benefits from rkn;
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revoke access on table qa.department from rkn;

revoke execute on access module qa.empdbmod from rkn;

revoke execute on access module qa.empdbret from rkn;

• With groups
After you create the group, you list only the group name on each GRANT statement:

create group qagroup

   add user psd, rkn, jfd, wxe, lsb;

grant access on table qa.employee to qagroup;

grant access on table qa.job to qagroup;

grant access on table qa.benefits to qagroup;

grant access on table qa.department to qagroup;

grant execute on access module qa.empdbmod to qagroup;

grant execute on access module qa.empdbret to qagroup;

To revoke privileges from one of the users, you simply drop the user from the group:

alter group qagroup

  drop user rkn;

Using Wildcards

Your strategy should isolate resources that require similar types of security. You can then grant privileges on them using
a wildcard. This allows you to implement your strategy at a higher level, thus eliminating the need to issue a GRANT
statement for individual resources.

Wildcard Examples

Without wildcards, you must issue a separate statement for each table when you grant table access privileges:

• Without wildcards

grant access on table qa.employee to qagroup;
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grant access on table qa.job to qagroup;

grant access on table qa.benefits to qagroup;

grant access on table qa.department to qagroup;

grant execute on access module qa.empdbmod to qagroup;

grant execute on access module qa.empdbret to qagroup;

• With wildcards
You can use a wildcard to grant table access privileges on all tables in the qa schema:

grant access on table qa.* to qagroup;

grant execute on access module qa.* to qagroup;

Using categories

CA IDMS provides the category mechanism to help you to manage privileges on runtime resources efficiently.

Summary Example

This series of statements uses groups, wildcards, and categories to secure the resources available for two levels of use,
as described in the definition of groups hrdisp and hrupd:

create group hrdisp

   description 'HR users who can display Employee'

   add user lsd, lhn, pxw, gsr, hxm, fbs;

create group hrupd

   description 'HR users who can update Employee'

   add user gsr, hxm, fbs;

create resource category benefits_display

   add access module appldict.prod.bendis

   add load module   appldict.v0001.benefits
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   add program       cdmslib.bendisp

   add task          bendisp;

create resource category benefits_update

   add access module appldict.prod.benupd

   add program       cdmslib.benupd

   add task          benupd;

grant execute on category benefits_display to hrdisp;

grant execute on category benefits_* to hrupd;

Securing Global Resources

CA IDMS Security Domain

The CA IDMS security domain is the set of DC systems and local mode applications sharing a single user catalog and
SRTT.

Global Resources

The scope of global resources is domain-wide. These resources are:

• Users
• Groups
• User profiles
• SYSADMIN privilege

User catalog

The user catalog is the CA IDMS repository that contains:

• The definition of all authorization IDs (users and groups) within the domain
• The specification of authorization IDs holding SYSADMIN privilege for the domain
• The definition of user profiles
• The privileges held by users and groups on global resources

For more information, see the following topics:

 1906



 Administrating

The User catalog
Defining a CA IDMS Security Domain

You include multiple CA IDMS systems in a security domain by specifying an identical set of physical characteristics for
the SYSUSER.DDLSEC segment in each system in the domain, and specifying the same physical data set in the startup
JCL or the global DMCL.

NOTE
For more information on defining physical database characteristics, see the CA IDMS Database Administering
section.

Use of the User Catalog

The user catalog is accessed by all DC/UCF systems and local mode batch applications executing in the security domain.
It is a central location used for validating passwords and retrieving user information.

Only a DC/UCF system that has the user catalog in update mode can be used to define and administer global resources.

Securing the User Catalog

After you have specified a resource option (other than 'OFF') for the DB resource type, the user catalog is secured.

You can grant access to the user catalog in one or more of these ways:

• Granting DBAREAD/DBAWRITE privileges on area SYSUSER.DDLSEC
• Granting DBADMIN privilege on DB SYSUSER
• Granting USE privilege on non-SQL defined schema IDMSSECU and granting definition privilege on an SQL schema

for IDMSSECU

NOTE
For more information, see Securing the Dictionaries and the User catalog.

Ensuring Use of the Correct User Catalog

You can ensure that only the correct user catalog is accessed at runtime.

If the operating system or spooler supports installation-written exits for scanning and validating JCL, a system
programmer can write an exit to verify that the correct system dictionary and user catalog are used by each central
version and local mode job.

Alternatively, in an operating system that supports dynamic file allocation, you can specify the data set name of the user
catalog in the DSNAME parameter of the CREATE FILE statement and NULL for the external file name in the ASSIGN TO
parameter. At runtime the data set name is obtained from the DMCL, which contains the segment associated with the file.

Securing SYSADMIN Privilege
About SYSADMIN Privilege

SYSADMIN privilege authorizes the holder to grant and revoke privileges on any resource within the domain. It also
enables the holder to define resources and to delegate administration privileges.

In sum, the holder of SYSADMIN privilege can administer the security system.

Until you secure the SYSADMIN resource, any user can administer SYSADMIN privilege.

How to Secure SYSADMIN

To secure SYSADMIN internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X
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      RESTYPE=SYSA,                                           X

      SECBY=INTERNAL

To secure SYSADMIN externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=SYSA,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

Restricting SYSADMIN

Since SYSADMIN is the master security definition privilege, it is very important to restrict the granting of SYSADMIN
authority.

Consider assigning SYSADMIN to a group rather than an individual user so that security can be administered in a timely
fashion should the primary administrator be unavailable.

Decentralizing Administration

The holder of SYSADMIN can decentralize security administration by granting to appropriate users:

• DCADMIN privilege, which allows a user to define system resources and grant access to those resources
• DBADMIN privilege on a database, which allows a user to define database resources and grant access to those

resources
• Definition privilege on global resources

You should carefully restrict grants of administration privileges. A user with administrative privilege can grant and revoke
privileges on all resources within the scope of the administration privilege.

Granting Administration Privileges

You can give SYSADMIN, DCADMIN, and DBADMIN privileges to one or more users with a grant statement, as in this
example of a statement that grants DBADMIN privilege on a specified database:

grant dbadmin

  on db testdb

  to devdba;

More Information

For more information on granting administration privileges, see the following sections:
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• GRANT Administration Privilege in the section "Syntax for Securing Global Resources"
• GRANT Administration Privilege in the section "Syntax for Securing System Resources"
• GRANT Administration Privilege in the section "Syntax for Securing Database Resources"

Securing Users
About Users

Defining users in the CA IDMS user catalog is essential if the security option for one or more resources is internal, even if
signon processing is controlled externally. A security check on an internally secured resource fails if the executing user is
not defined in the user catalog.

Until you secure the user resource, any user can define users in the user catalog.

How to Secure Users

To secure users internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,

      RESTYPE=USER,                                           X

      SECBY=INTERNAL                                          X

To secure users externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,

      RESTYPE=USER,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

How to Define Users

You define a user with a CREATE USER statement. For example, this statement creates user RKN:

create user rkn

  group mis

  name 'Randall K. Nelken'

  password ranken

  profile misprof;
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NOTE
For more information, see CREATE USER.

Maintaining User Definitions

You can alter the definition of a user with an ALTER USER statement. You can drop the definition of a user with a DROP
USER statement.

NOTE
For more information, see the following sections:

• ALTER USER
• DROP USER

Granting Definition Privileges on Users

You can delegate the authority to define and maintain users by granting definition privileges on users. You can specify any
combination of CREATE, ALTER, DROP, and DISPLAY privileges, or you can specify all definition privileges (DEFINE).
You can specify WITH GRANT OPTION when you grant these privileges to allow the user to grant the same privileges to
another user.

In this example, user mis1 is given the privilege to create or alter the definition of users whose user IDs begin with 'mis':

grant alter, create

  on user mis*

  to mis1;

NOTE
For more information, see GRANT Definition Privileges.

Securing Groups
About Groups

You define groups for administrative efficiency. You group users according to the privileges that they require. Then you
grant the privileges to the group rather than to individual users.

If you create a group of 10 users, you can grant each user the same five privileges by issuing five GRANT statements to
the group. You would issue 50 statements to accomplish the same task if you did not first create the group.

Until you secure the group resource, any user can maintain definitions of groups in the user catalog.

How to Secure Groups

To secure the groups internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,

      RESTYPE=GROU,                                           X

      SECBY=INTERNAL                                          X
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To secure the groups externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,

      RESTYPE=GROU,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

How to Define Groups

You define a group by specifying the users that comprise the group with the CREATE GROUP statement.

NOTE
A group cannot be a member of another group.

For example, this statement creates mis_group:

create group mis_group

  description 'Management Information Services'

  add user mis1, mis2, mis3, mis4, mis5;

NOTE
For more information on defining and maintaining group definitions, see the following sections:

• CREATE GROUP
• ALTER GROUP
• DROP GROUP

Granting Privileges to a Group

When you grant privileges to a group, each member of the group is implicitly granted the specified privileges.

For example, this statement grants mis_group the privilege of retrieving data from SYSTEM tables:

grant select

  on table system.*

  to mis_group;

A member of a group can hold additional privileges as an individual user or as a member of a different group. For
example, mis1 might hold an administrative privilege that other members of mis_group do not hold.

Dropping Users and Groups

 1911



 Administrating

When a user is dropped from a group, all privileges inherited from the group are implicitly revoked from the user.

When a group is dropped, all privileges granted to that group are automatically revoked.

Granting Definition Privileges on Groups

You can delegate the authority to define and maintain groups by granting definition privileges on groups. You can
specify any combination of CREATE, ALTER, DROP, and DISPLAY privileges, or you can specify all definition privileges
(DEFINE). You can specify WITH GRANT OPTION when you grant these privileges to allow the user to grant the same
privileges to another user.

NOTE
For more information, see GRANT Definition Privileges.

Securing User Profiles
About User Profiles

You define a user profile to specify attributes for a user session in the domain (that is, irrespective of the system to which
the user is signed on) whether the execution mode is online or batch.

Until you secure the user profile resource, any user can maintain user profile definitions in the user catalog.

How to Secure User Profiles

To secure user profiles internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,

      RESTYPE=UPRF,                                           X

      SECBY=INTERNAL                                          X

To secure the user profiles externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,

      RESTYPE=UPRF,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

Attributes

An attribute is the combination of a keyword and a value associated with the keyword. A user profile can contain multiple
attributes.

Attributes are used by CA IDMS software to control the user session. Attributes can also be retrieved by application
programs for additional application security and other purposes.
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When you specify an attribute in a user profile definition, you have the option of marking it to indicate that the user is not
permitted to override the attribute value at runtime with a DCUF SET PROFILE statement or, for attribute keywords with
meaning to CA IDMS, with a SYSIDMS parameter.

NOTE
For more information on DCUF SET PROFILE, see the CA IDMS System Tasks and Operator Reference
section.

For more information on SYSIDMS parameters, see the Using section.

How to Define User Profiles

You define a user profile with the CREATE USER PROFILE statement.

In this example, the first statement creates a user profile called MISPROF and the second statement associates the profile
with user RKN:

create user profile misprof

  attributes

    dept='0056' override no,

    jobcode='42' override no,

    schema='&user'.,

    prtdest='gdnc005';

alter user rkn

  profile misprof;

NOTE
For more information on creating and maintaining user profile definitions, see the following sections:

• CREATE USER PROFILE
• ALTER USER PROFILE
• DROP USER PROFILE

Granting Definition Privileges on User Profiles

You can delegate the authority to define and maintain user profiles by granting definition privileges on user profiles.
You can specify any combination of CREATE, ALTER, DROP, and DISPLAY privileges, or you can specify all definition
privileges (DEFINE). You can specify WITH GRANT OPTION when you grant these privileges to allow the user to grant
the same privileges to another user.

NOTE
For more information, see GRANT Definition Privileges.

Associating User Profiles with Users

You can associate a user profile with a user in one of the following ways:
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• Explicitly in the PROFILE parameter of a CREATE USER or ALTER USER statement.

NOTE
For more information, see the following sections:

• Implicitly by assigning the user profile a name matching the user ID.
This user profile is located at signon if no user profile has been specified in the user definition.

User Attributes in a System Profile

A system profile allows you to set the attributes of a user's session for a specific system. The system profile associated
with the user is determined in one of the following ways:

• By the specification, if any, made in the GRANT SIGNON statement for the user.
• By the specification of default system profile made on the initial #SECRTT macro.
• If not specified on the #SECRTT macro, the system profile DEFAULT, if it exists.

Even if there is no system profile specification in GRANT SIGNON or on the #SECRTT, you can tailor a system profile to
a user or the user's default group by specifying INCLUDE='&USER'. or INCLUDE='&GROUP'. in a system profile named
'DEFAULT.' because the system will search for the system profile DEFAULT at signon time.

If you have created a system profile with a name that matches the ID of the signed-on user and system profile DEFAULT
contains INCLUDE='&USER'., the attributes of the nested system profile with a name matching &USER. are set for the
session profile.

If you have created a system profile with a name that matches the name of the signed-on user's default group and system
profile DEFAULT contains INCLUDE='&GROUP'., the attributes of the nested system profile with a name matching
&GROUP. are set for session profile.

Scope of Profiles

The scope of system profile DEFAULT is the set of systems that share the SYSTEM.DDLDML area in which
DEFAULT is defined. The scope of a user profile is the CA IDMS domain, which is the set of systems that share the
SYSUSER.DDLSEC area. System profile attributes take precedence over matching user profile attributes unless the user
profile attribute is defined with the OVERRIDE NO parameter.

NOTE
For more information on system profiles, see the CA IDMS System Tasks and Operator Reference section.

Securing System Resources

Securing Definitions In The System Dictionaryhttp://wiki-dev.ca.com/display/IDMS/Securing+Definitions+In+The
+System+Dictionary

Security information on system resources (and some database resources) is stored in the system dictionary. To secure the
security information itself, secure the system dictionary.

How You Do It

Since the system dictionary is a CA IDMS database, you secure the system dictionary by activating security for resource
type DB. You can specify an SRTT entry to secure all databases in the system, or you can specify an individual entry for
each database you choose to secure.

 
Important! Before securing any database in the system, become familiar with all considerations related to database
security, as described inSecuring Database Resources.

For more information, see the following topics:
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Securing DCADMIN
About the DCADMIN Privilege

A holder of DCADMIN privilege can perform system administration functions. The DCADMIN user holds definition and
access privileges on /DC system resources. CREATE, ALTER, DROP, and DISPLAY privileges on a system allow the user
to maintain the system configuration using CA IDMS system generation.

The holder of DCADMIN privilege can grant all system privileges to one or more users.

Until you secure the DCADMIN resource, any user can administer security on system resources.

How to Secure DCADMIN

To secure DCADMIN internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DCA,                                            X

      SECBY=INTERNAL

To secure DCADMIN externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DCA,                                            X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

How to Grant the DCADMIN Privilege

You can grant DCADMIN privilege to one or more users with a GRANT DCADMIN statement. To issue this statement, you
must hold either SYSADMIN privilege or DCADMIN privilege.

NOTE
For more information, see GRANT Administration Privilege in the section Syntax for Securing System
Resources.

Securing Systems
About Systems

The system resource represents DC systems in the domain.

Until you secure systems, any user can create and maintain a system using CA IDMS system generation.

How to Secure Systems
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To secure systems internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=SYST,                                           X

      SECBY=INTERNAL

To secure systems externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=SYST,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

How to Define a System

You define a system as a secured resource with a CREATE RESOURCE SYSTEM statement, specifying the identifier of
the system to match the ID parameter of the SYSTEM statement in system generation.

NOTE
For more information on defining and maintaining system resources, see the following sections in the section
Syntax for Securing System Resources:

• CREATE RESOURCE
• DROP RESOURCE

How to Grant Definition Privileges on Systems

You can delegate the authority to define and maintain systems by granting definition privileges on systems. You can
specify any combination of CREATE, ALTER, DROP, and DISPLAY privileges, or you can specify all definition privileges
(DEFINE). As a holder of DCADMIN privilege, you can specify WITH GRANT OPTION when you grant definition
privileges to allow the recipient to grant the same privileges to another user.

NOTE
For more information on administering privileges on systems, see the following sections in the section Syntax for
Securing System Resources:

• GRANT System Definition Privileges
• REVOKE System Definition Privileges

Securing Signon
The signon resource controls access to DC systems, whether the signon is explicit or implicit. The security signon option
you specify determines whether password validation is enforced by the external system, internally, or not at all. For
external systems, password validation may refer to a passphrase that is used as the password.
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NOTE
Until you secure the signon resource, any user can sign on to any system in the domain.

This article describes the following information:

How to Secure Signon

To secure signon internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=SGON,                                           X
      SECBY=INTERNAL

To secure signon externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=SGON,                                           X
      SECBY=EXTERNAL,                                         X
      Additional parameters required

NOTE
For more information, see "#SECRTT."

Granting System Signon Privilege

To control access to a system, you grant signon privilege to a user. You cannot grant signon to a group. For more
information, see "Syntax for Securing System Resources."

When you grant signon, you can associate a system profile with the user. For more information about system profiles, see
"CA IDMS System Tasks and Operator Commands."

Securing System Profiles
About System Profiles

The system profile resource represents a profile that is defined for a given system and can be associated with one or
more users.

Although system profile is a resource that you can protect with CA IDMS centralized security, system profiles are not
considered part of the security architecture because the scope of their influence on user session attributes is system-wide,
not domain-wide.

Until you secure system profiles, any user can create and maintain a system profile.

How to Secure System Profiles

To secure system profiles internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=SPRF,                                           X

      SECBY=INTERNAL
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To secure system profiles externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=SPRF,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

Defining a System Profile

You define a system profile with a CREATE SYSTEM PROFILE statement, specifying the profile name and profile
attributes.

NOTE
For more information on defining and maintaining system profiles, see the CA IDMS System Tasks and Operator
Reference section.

Granting Definition Privileges on System Profiles

You grant definition privileges on systems profiles with a GRANT statement. You can specify any combination of CREATE,
ALTER, DROP, and DISPLAY privileges, or you can specify all definition privileges (DEFINE). As a holder of DCADMIN
privilege, you can specify WITH GRANT OPTION when you grant definition privileges to allow the recipient to grant the
same privileges to another user.

NOTE
For more information on administering privileges on system profiles, see the following sections in the section
Syntax for Securing System Resources:

• GRANT System Definition Privileges
• REVOKE System Definition Privileges

Securing Resources That Can Be Categorized

If you secure certain system resources internally, you must group occurrences of these resources in categories and grant
execution privilege on the categories to allow access.

You create categories using CREATE RESOURCE CATEGORY statements. You authorize access with GRANT
EXECUTE ON CATEGORY statements.

Categories are not meaningful to external security enforcement. However, you can choose to specify external security for
any resource type that can be categorized.

If you specify external security for a resource type that can be categorized, you must also specify in the external security
system rules for all occurrences of the resource type.
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Resource Types That Can Be Categorized

The following table shows resource types that can be categorized and the keywords that you specify in the SRTT to
secure them.

NOTE
Run units and access modules are secured internally by specifying resource type 'DB'.

Resource SRTT  Keyword 
Internal security External security

Task TASK TASK
Load module SLOD SLOD
Access module(1) DB(1) SACC
Program SPGM SPGM
Run unit DB(1) NRU
Queue QUEU QUEU

(1) For more information on securing the DB resource type, see Securing Database Resources.

 Wildcards 

To simplify the process of category management, you can use wildcards when you specify the resource occurrences to
add to a category.

In the following example, load modules, tasks, and queues associated with an account receivable application are added to
a category:

create resource category ar
  add load module appldict.v0001.car*
  add task car
  add queue car*, ap* ;

You can also wildcard the category name when you grant privilege. For example, if you create several categories for
the accounts receivable application and assign names that begin "AR," you can grant privilege on all of the accounts
receivable categories in this way, as shown in the following example:

grant execute on category ar*
  to ar_sys_admin;

 To implement security using categories, follow these steps: 

1. Create categories for groups of resource occurrences.
2. Grant users execution privilege on categories.
3. Activate internal security for each categorized resource type.

Securing Programs

When you secure programs, you can control who can execute programs maintained in an operating system load library.
Until you secure programs, any user can execute a program in the operating system load library.

To secure programs internally, include an entry in the SRTT, as shown in the following example:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=SPGM,                                           X
      SECBY=INTERNAL
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To secure programs externally, include an entry in the SRTT, as shown in the following example:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=SPGM,                                           X
      SECBY=EXTERNAL,                                         X
      Additional parameters required

If you secure programs, only an authorized user can execute a user-mode program, including any CA IDMS user-mode
program. You should carefully weigh the requirements for administering program security. For example, if you secure
programs externally, you must identify, to the external system, all user-mode programs supplied by CA IDMS, and site-
specific application programs that users need to execute and specify the rules for securing these programs.

If you secure programs internally, you can take advantage of categories, wildcards, and groups to simplify this process.

To identify CA IDMS user-mode programs, view the following members in your installation source library:

• SECASF 
• SECCULP 
• SECICMS 
• SECIDD 
• SECITOOL 
• SECOCF 
• SECOLQ 
• SECTOOLS

Alternative to Program Security 

An approach to securing programs, which may be easier to administer, is to secure databases or database occurrences,
as follows:

• For program access to non-network defined databases, you categorize run units and grant execution privilege on the
categories. Categorizing run units is simplified by including database, subschema, and program names in the run unit
identifier. 

• For run unit information on CA IDMS user-mode programs, view the following members in your installation source
library:
– SECASF 
– SECCULP 
– SECICMS 
– SECIDD 
– SECITOOL 
– SECOCF 
– SECOLQ 
– SECTOOLS

• For program access to SQL-defined databases, you grant applicable privileges on access modules.

Program Occurrence Overrides 

You can specify occurrence overrides in the SRTT for the SPGM resource type. If you secure programs externally,
you must add to the SRTT an occurrence override to unsecure the signon program (RHDCSNON). Without this override,
any attempt to signon fails.

In the following example, security for programs is external, but occurrence overrides makes RHDCSNON and RHDCBYE
unsecured:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=SPGM,                                           X
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      SECBY=EXTERNAL,                                         X
      Additional parameters required

#SECRTT    TYPE=OCCURRENCE,                                   X
      RESTYPE=SPGM,                                           X
      RESNAME='RHDCSNON',                                     X
      SECBY=OFF

#SECRTT    TYPE=OCCURRENCE,                                   X
      RESTYPE=SPGM,                                           X
      RESNAME='RHDCBYE',                                      X
      SECBY=OFF

Securing Load Modules

When you secure load modules, you control who can execute load modules that reside in the DDLDCLOD area of the
dictionary. Until you secure load modules, any user can execute a load module.

To secure load modules internally, include an entry in the SRTT, as follows:

#SECRTT    TYPE=ENTRY,                                        X
           RESTYPE=SLOD,                                      X
           SECBY=INTERNAL

To secure load modules externally, include an entry in the SRTT, as follows:

#SECRTT    TYPE=ENTRY,                                        X
           RESTYPE=SLOD,                                      X
           SECBY=EXTERNAL,                                    X
           Additional parameters required

Securing Queues

When you secure queues, you control who can access a queue. Until you secure queues, any user can access queues.

To secure queues internally, include an entry in the SRTT, as follows:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=QUEU,                                           X
      SECBY=INTERNAL

To secure queues externally, include an entry in the SRTT, as follows:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=QUEU,                                           X
      SECBY=EXTERNAL,                                         X
      Additional parameters required

Queue Ownership 

For runtime efficiency, queues are protected by ownership and categories. The user who creates the queue owns the
queue.
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A queue can be shared if it is assigned to a category. Users with execution privilege on the category can share the queue.
An unshared queue should not be assigned to a category. Ownership is used to protect unshared queues.

How Queue Security Works 

When a user attempts to create a queue at runtime, the queue manager calls the security system to determine if the
queue is assigned to a category.

If the queue is in a category:

• The queue is created if the user has execution privilege on the category, and the user ID is recorded as the owner of
the queue.

• For subsequent access to the queue, the system compares the requester's user ID to the queue owner's user ID and
does the following:
– Grants access if the IDs match.
– calls the security system, which attempts to verify that the requester user ID has execution privilege on the queue.

If the queue is not in a category:

• The queue is created and the user ID is recorded as the owner of the queue.
• For subsequent access to the queue, the system compares the requester's user ID to the queue owner's user ID and

allows access only if they match.

The ownership mechanism allows security for unshared queues to be managed efficiently regardless of whether security
for categorized queues is handled by CA IDMS or an external security facility.

Securing Tasks

When you secure tasks, you control who can invoke a task. Until you secure tasks, any user can invoke any task.

To secure tasks internally, include an entry in the SRTT, as follows:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=TASK,                                           X
      SECBY=INTERNAL

To secure tasks externally, include an entry in the SRTT, as follows:

#SECRTT    TYPE=ENTRY,                                        X
      RESTYPE=TASK,                                           X
      SECBY=EXTERNAL,                                         X
      Additional parameters required

Task Occurrence Overrides 

In the SRTT you can specify occurrence overrides for the task resource. If you secure tasks externally, you must specify
an occurrence override to unsecure the SIGNON task. Without this override, any attempt to sign on fails.

Unsecured Tasks 

After task security is activated, you can allow a user to execute certain tasks, whether or not the user is signed on, by
creating a category of those tasks and granting execution privilege on the category to group PUBLIC.

If you create a category of tasks that all users can execute if they are signed on, grant the privilege to a group of all users
that you explicitly create, not to group PUBLIC.

For external run units such as local utility jobs and access through client/server technology, you must grant execute
authority on tasks RHDCNP3S, RHDCNP3J and RHDCNP3W to group PUBLIC or all groups. Alternatively, you can turn
off security for tasks RHDCNP3S, RHDCNP3J and RHDCNP3W by including an entry in the SRTT.
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Tasks Started by the System 

If signon and tasks are secured, the identifier of the user who submitted the job to start the system must be authorized
to execute tasks that are created directly or indirectly by startup and shutdown autotasks. An autotask is defined in the
AUTOTASK statement of system generation.

No security checking is performed for an autotask. However, any task invoked as a result of autotask execution causes a
security check for the task.

If signon and tasks are secured internally, perform the following steps to ensure that the tasks can be executed:

1. If not yet done, define the user who submits the job to start the system.
2. If not yet done, grant signon privilege to the user.
3. Define a category and add the tasks invoked by autotasks.
4. Grant execution privilege on the category to the user.

Category Bit Assignments

When you create a category, the system represents the category internally by a half-word number. The system maintains
category bit assignments to ensure that category numbers are assigned in ascending sequence. The number corresponds
to a bit position in a Category bit map.

The runtime system maintains a category bit map for each user. The category bit map indicates the categories the user
may access. When a user is granted access to a category, the corresponding bit in the category bit map is turned on.

The bit map is loaded on the first security request for a categorized resource which is internally secured. If none of the
categorized resource types is internally secured, no category bit map will exist.

When the user attempts to access a resource that is protected by category, the resource category is checked against the
category bit map of the user. Access is denied if the corresponding bit in the user's category bit map is off.

Implementing Application Security
About Activities

An activity is an application function defined as a resource to CA IDMS security. Activity security is an enhancement of the
security class mechanism of Release 10.2.

You assign activity names and activity numbers to application functions with the CREATE RESOURCE STATEMENT. If
you secure the ACTI resource internally, you grant users execution privilege on activities.

You can define up to 256 discrete activities for an application. You can choose to associate more than one function of the
application with a given activity name and number.

NOTE
If an application needs more than 256 activities, you can use multiple application names. The limit of 256 per
application name is designed to provide upward compatibility with Release 10.2 systems and to keep the
scheme simple and efficient.

Securing Activities

Why You Secure Activities

When you secure activities, you control who can execute a given application function.

Until you secure activities, any user can execute any application function.

How to Secure Activities
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To secure activities internally, include an entry in the SRTT:

 #SECRTT    TYPE=ENTRY,                                        X
       RESTYPE=ACTI,                                           X
       SECBY=INTERNAL
 

To secure activities externally, include an entry in the SRTT:

 #SECRTT    TYPE=ENTRY,                                        X
       RESTYPE=ACTI,                                           X
       SECBY=EXTERNAL,                                         X
       Additional parameters required 
 

NOTE
For more information, see "#SECRTT" and "CREATE RESOURCES."

About External Activity Security

The EXTNAME values that you can specify for RESTYPE ACTI are RESNAME, APPLNAME, and ACTIVITY. For the
purposes of security checking, the value of both RESNAME and APPLNAME is application-name. Only the ACTIVITY
value contains the application function number. Thus, to secure individual activities externally, you must include ACTIVITY
in the SRTT entry for RESTYPE ACTI.

Defining an Activity Resource

If you assign activity numbers to functions within the application, you can define each activity as a system resource with
a CREATE RESOURCE statement. In a CREATE RESOURCE statement, you associate the application activity number
with an external activity name. The activity name can be up to 18 characters and must be qualified with the application
name, as in this example:

 create resource
        activity dcmt.vary_terminals
        number 14;
 

Granting Execution Privilege on the Activity

After you have defined an activity, you can give users the privilege of executing the application functions represented by
the activity, using a GRANT statement as in this example:

 grant  execute
        on  activity  dcmt.vary_terminals
        to  support;
 

Activity Security Processing

Activity Bit Map

For each application that the user can access, the system maintains a bit map that indicates the activities the user is
allowed to execute. The activity number corresponds to a bit position; for example, bit 43 corresponds to activity 43.

If the ACTI resource is secured internally, the application activity access bit map is brought into memory when the
application issues its first security check request. The application bit map is chained to the signon block, and user and
group activity access authorities are merged into the bit map.
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When a user attempts to execute an activity, the application issues a call for a security check to the central security
interface, specifying the application name and activity number. The application is expected to enforce the activity security
based on the return code from the central security interface.

Internal Security Check on an Activity

If the ACTI resource is secured internally, the system searches for the activity bit map for the application and the user
when the first security check for an application is processed. If the bit map is found, the system checks the activity number
against the corresponding bit position in the activity access bit map, and returns a YES or NO answer to the application.

If the bit map is not found, the system then looks for an activity bit map for the user and the application named 'DEFAULT.'
If found, the bit map for the DEFAULT activity is used in the security check.

Application DEFAULT

The DEFAULT application is a mechanism that allows execution of existing applications that use Release 10.2 security
classes without having to explicitly define activities for each application. The security system will allow execution of an
application function if:

• The security class assigned to that function matches the activity number of an activity in the DEFAULT application.
• The user has been granted execution privilege on that activity.

You can use the RHDCSMIG program to generate statement syntax to create 255 DEFAULT application activities (activity
numbers 1 through 255) and to grant execution privilege on the activities to users who have the matching security classes
in the Release 10.2 dictionary.

NOTE
For more information on RHDCSMIG, see the CA IDMS Conversion Guide.

External Security Check on Activity

If the ACTI resource is secured externally, no activity bit map is involved in security checking. The central security
interface creates the identifier of the activity that it passes to the external system by concatenating the shorter of the
application name or the first five characters of the application name with the three-digit function number supplied by the
application.

CA ADS Security

Application Name

The application-name you specify when defining a CA ADS activity must be the ADB name; that is, the name specified
when the application was defined with the CA ADS application compiler (ADSA).

NOTE
The ADB name may differ from the task code or codes of the application. If necessary, you can determine
the ADB name by viewing the application name by displaying the TAT table with DCMT DISPLAY MEMORY
PROGRAM $ACF@TAT.

CA ADS Security Classes

CA ADS allows you to associate a security class with the application and with any one or more application responses.

If the application has been assigned a security class, a security check is requested when a user attempts to execute the
application. The user must be authorized to execute the activity whose activity number matches the security class of the
application.

Similarly, if a response has been secured with a security class, a security check is requested when a user attempts to
execute the response. The user must be authorized to execute the activity whose activity number matches the security
class of the response.
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NOTE
For more information on assigning security classes in CA ADS, see the CA ADS Reference section.

DCMT Security

Application Name

When you create an activity name for the DCMT application, you specify DCMT for application-name. You associate the
activity number with the DCMT commands you are grouping in the activity as follows.

Assigning DCMT Activity Numbers

DCMT provides the #CTABGEN macro for assigning activity numbers to DCMT commands. In the #CTABGEN macro, you
associate an activity number with a DCMT command code.

#CTABGEN Example

In this example, #CTABGEN assigns the activity number of 14 to the DCMT commands as represented by their command
codes -- N028 (VARY LTERM), N029 (VARY PTERM), and N030 (VARY LINE):

 #CTABGEN (N028,14,N029,14,N030,14)
 

NOTE
For #CTABGEN syntax, DCMT command codes, and information on generating the #CTABGEN module, see
"Syntax for Assembler Macros."

Release 10.2 DCMT Security

If you have implemented security classes for DCMT commands in Release 10.2, you need only reassemble #CTABGEN
under Release 16.0 and define activities either specifically for DCMT or for the DEFAULT application, using RHDCSMIG
output to generate CREATE RESOURCE ACTIVITY statements.

OCF/BCF Security

Application Name

When you create an activity name for a utility command, specify an application name of OCF for activities that are to be
secured when running under a CV. To secure batch local mode utility activities, specify BCF for an application name. If the
same command is to be secured in the same manner in both CV and batch, then two activity resources must be created.

Assigning OCF/BCF Activity Numbers

OCF/BCF security provides the #UTABGEN macro for assigning activity numbers to OCF/BCF utility commands. In the
#UTABGEN macro, you associate an activity number with an OCF/BCF command code.

#UTABGEN Example

In this example, #UTABGEN assigns the activity number of 14 to the OCF/BCF commands FORMAT and PRINTPAGE as
represented by their command codes:

 #UTABGEN (FORMAT,14,PRINTPAGE,14)
 

NOTE
For #UTABGEN syntax, OCF/BCF command codes, and information on generating the #UTABGEN module, see
"Syntax for Assembler Macros."

Online Debugger Security

Application Name
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When you create an activity name for the online debugger, you specify DBUG for application-name. You associate the
activity number with the online debugger commands you are grouping in the activity as follows.

Assigning Online Debugger Activity Numbers

The CA IDMS/DC online debugger provides the #GTABGEN macro for assigning activity numbers to online debugger
functions. In the #GTABGEN macro, you associate an activity number with an online debugger security Category.

#GTABGEN Example

Assume that you wish to assign the activity number of 20 to online debugger functions as represented by two online
debugger security categories:

• AUPGMR (CA ADS user programs can be retrieved)
• USTGR (User storage can be retrieved)

To make this assignment, you would issue this #GTABGEN macro:

 #GTABGEN(AUPGMR,20,USTGR,20
 

NOTE
For #GTABGEN syntax and online debugger security categories, see "Syntax for Assembler Macros."

Implementing Multi-level Application Security

Multi-level Security

You can secure applications at several levels.

For example, an online application with embedded SQL can be secured by the following:

• Task -- The ability to invoke the application
• Load module -- The ability to execute an application program
• Access module -- The ability to execute embedded SQL that accesses a database

DCMT Example

When you analyze your site's DCMT security requirements, keep in mind that you can implement security for DCMT
commands at these levels:

• At the task level, you secure the DCMT task by assigning the task a Category using security administration
statements.

• At the program level, you secure programs invoked for the DCMT task by assigning the programs a Category using
security administration statements. Programs invoked for DCMT requests all have names that begin with RHDCMT (for
example, RHDCMTPT or RHDCMTTI).

• At the DCMT command level, you secure DCMT commands by means of the #CTABGEN macro. This macro is
assembled into the program IDMSCTAB and allows you to apply discrete security to specific DCMT commands (such
as, DCMT VARY PROGRAM) and also to individual command options (such as, DCMT VARY PROGRAM STORAGE
PROTECT). The macro is used in conjunction with activity security in the security system to control access to specific
DCMT functions.
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Securing Database Resources

Database Security

Any user has the ability to access any database until it is secured. You can secure a database only by securing database
resources. You can secure online access to databases at the task level, although this would involve securing the OCF
task (online Command Facility) and other tasks. However, task security does not secure databases from batch access.

Even if the configuration of your external security system protects the database against local mode access, the database
would not be protected from batch access through the central version unless the database is secured through CA IDMS
centralized security.

Dictionaries and User catalog

The system dictionary, application dictionaries, and the user catalog are databases. If internal security is specified for one
or more global resources, the user catalog contains security definitions. If internal security is specified for one or more
database resources, the system dictionary contains security definitions, as does the application dictionary if the SQL
Option is installed.

To secure dictionaries and the user catalog, you must secure database resources as described in this section.

For more information, see the following topics:

About Database Resources
Before you implement a scheme for database security using information in this section, become familiar with the concepts
discussed in this section.

Contents

Securing Database Resources in the SRTT

Database Resources

The security option in the SRTT for the DB resource type determines whether database resources other than DMCLs and
database name tables (DBTB) are secured externally, internally, or not at all.

SRTT entries for resource types other than DB, DMCL, and DBTB are used in runtime security processing only if security
for DB is external; in that case, the SRTT entry is used only to determine the external resource class and resource name
to send with the security check request to the external system.

The following table lists CA IDMS database resources and their keyword equivalents for the #SECRTT RESTYPE
parameter:

Database resource RESTYPE keyword to secure resource RESTYPE keyword for external
information

Database DB DB
DBADMIN privilege DB Not applicable
Access module DB DACC
Area DB AREA
Run unit DB NRU
SQL-defined schema DB QSCH
Non-SQL-defined schema DB NSCH
Table DB TABL
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Database name table DBTB DBTB
DMCL DMCL DMCL

DB Occurrence Overrides

You can specify DB occurrence overrides in the SRTT. For example, if security for databases is off but you add an internal
security occurrence override for database PROD, the runtime system will route a security check on a database resource
to internal security if the database name on the current security request begins with 'PROD'.

You cannot override the automatic assignment of the DB security option to the other database resources. For example, if
security for DB is off, security for the AREA resource type is also off and the security option specified on the SRTT entry
for AREA is ignored. However, external resource class and name information in an SRTT entry for a database resource
type such as AREA is used if external security is specified on the entry for DB or on a DB occurrence override.

Database Security and Database Names

Segment Names and Database Names

The database name specified on a BIND RUN-UNIT statement or a CONNECT statement can be either a segment name
or a database name defined in the database name table. If you secure all databases, a security check will be routed to the
enforcing system on BIND RUN-UNIT statements and on database definition and access statements issued following a
CONNECT.

NOTE
To issue the CONNECT statement itself under the central version, the user must have signon authority for
the system with which the dictionary named in the statement is associated and authority to invoke the task or
application from which the CONNECT is issued.

However, if you plan to leave some databases unsecured, you must consider how CA IDMS processes a database name
before you build database security in the SRTT.

Role of the Database Name Table

If an application requests a bind to a database or a connection to a dictionary, CA IDMS searches the database name
table for the name specified on the BIND or CONNECT. If it finds a match, CA IDMS determines the areas and files to
be accessed based on the segments that are included in the database name. If it does not find a match in the database
name table, CA IDMS searches for a matching segment name in the DMCL. If no match is found, an error results.

Securing Access to Individual Segments

To understand how access to segments is secured, consider this sample database name table:

Database name Segments
SYSTEM SYSTEM

CATSYS
SYSMSG

DIRLDICT DIRLNWK
CATSYS
SYSMSG

If the entry for DB is security 'OFF', you would obtain these results using occurrence overrides:
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• If you secure 'SYSTEM', access to the SYSTEM segment is secured. Access to CATSYS and SYSMSG through
dbname SYSTEM is secured, but access to these segments directly or through dbname DIRLDICT is not secured.

• If you secure 'SYSTEM' and 'DIRLDICT', access to the SYSTEM segment is secured. Access to CATSYS, SYSMSG,
and DIRLNWK through dbnames is secured, but direct access to these segments is not secured.

• If you secure 'SYSTEM', 'DIRLDICT', 'CATSYS', and 'SYSMSG', access to all segments but DIRLNWK is secured.

Therefore, to achieve complete database security using occurrence overrides, you must secure all segments to be
protected and all dbnames that include one or more of those segments.

Securing the Database Name Table

To maintain database security that is based on occurrence overrides, you must secure database name tables that are
included in DMCLs. If a database name table is not secure, a knowledgeable user could create or modify the definition of
a database name that is not secured to include otherwise secure segments.

NOTE
For more information, see Securing Database Name Tables.

Internal Security for Database Resources

Privileges on Common Database Resources

The following table presents the privileges in CA IDMS internal security that apply to use of database resources common
to both SQL-defined and non-SQL-defined databases:

Privilege DB AREA DMCL DBTABLE
CREATE X  X X
ALTER X  X X
DROP X  X X
DISPLAY X  X X
USE (1) (1) X X
DBAREAD  X   
DBAWRITE  X   
DBADMIN X    

(1) Privilege applicable only to non-SQL-defined databases.

DBADMIN can be granted to any other user by a holder of SYSADMIN or DBADMIN. All other privileges are grantable if a
holder of SYSADMIN or DBADMIN grants them using the WITH GRANT OPTION parameter. A grantable privilege means
that the recipient of the privilege can grant it to another user.

Definition Privileges

CREATE, ALTER, DROP, and DISPLAY control the user's ability to manipulate the definition of an object. To issue
any definition statement other than DISPLAY on the common database resources, the user must also hold DBADMIN
authority on the dictionary to which the session is connected when the statement is issued, if DB security is enabled for
the dictionary.

USE Privilege

The following table explains the type of access that the USE privilege authorizes:

Resource What USE privilege permits the user to do
DB Associate a secured segment with an SQL schema
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NSCH (1) Associate a secured non-SQL-defined schema with an SQL
schema

AREA Create an SQL table or index in a secured area
DMCL Punch the load module of a secured DMCL and execute utilities

on the journal files defined by that DMCL
DBTABLE Punch the load module of a secured database name table and

associate a database name table with a DMCL.

(1) NSCH is a common database resource in the sense that it represents a non-SQL-defined entity and is meaningful in
SQL processing.

DBAREAD and DBAWRITE Privileges

The DBAREAD and DBAWRITE privileges are granted to permit users to execute utility functions on areas of the
database. DBAREAD privilege allows the user to execute utilities that require read-only access to an area. DBAWRITE
privilege allows the user to execute utilities that require read-write access to an area.

Securing Common Database Resources
About the DB Resource

Security on the DB resource type in the SRTT automatically activates security on the following resources:

• Database
• DBADMIN
• Area
• Run unit
• SQL schema
• Non-SQL-defined schema
• Table
• Access module

Internal Security for Databases

If you secure databases internally, you grant privileges to allow users access to database resources.

External Security for Databases

If you secure databases externally, you specify rules in the external security system for accessing database resources.
You must also provide external resource class and name information in the SRTT entry for the database resources
represented by these resource type keywords:

• DB
• AREA
• NRU
• QSCH
• NSCH
• TABL
• DACC
• SACC

NOTE
For more information, see #SECRTT.
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Securing Databases

About Databases

When you secure resource type DB, you control who can issue DDL SEGMENT statements and who can specify a
segment in the DBNAME parameter of a CREATE SCHEMA statement. Until you secure resource type DB, any user
can issue DDL SEGMENT statements and can specify a segment in the DBNAME parameter of a CREATE SCHEMA
statement.

How to Secure Databases

To secure the DB resource internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DB,                                             X

      SECBY=INTERNAL

To secure the DB resource externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DB,                                             X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information on #SECRTT, see #SECRTT.

Database Occurrence Overrides

You can specify a security option for a particular occurrence of a database that differs from the option specified for DB in
the SRTT. This allows you, for example, to secure databases internally but to leave security 'OFF' for specific databases.

In this example, internal security is activated in the SRTT for all databases in the system (including the system dictionary
and the user catalog), but security is turned off for any databases with names that begin with 'TEST' or 'DEMO'.

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DB,                                             X

      SECBY=INTERNAL

#SECRTT    TYPE=OCCURRENCE,                                   X

      RESTYPE=DB,                                             X
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      RESNAME='TEST',                                         X

      SECBY=OFF

#SECRTT    TYPE=OCCURRENCE,                                   X

      RESTYPE=DB,                                             X

      RESNAME='DEMO',                                         X

      SECBY=OFF

How to Grant Database Definition Privilege

To give physical database definition privileges, you issue a GRANT statement on the DB resource type, specifying the
privilege or privileges and the name of the database. You can specify any combination of CREATE, ALTER, DROP,
DISPLAY, and USE privileges, or you can specify all definition privileges (DEFINE). You must be connected to the system
dictionary.

As a holder of SYSADMIN or DBADMIN privilege, you can specify WITH GRANT OPTION when you grant definition
privileges to allow the recipient to grant the same privileges to another user.

NOTE
For more information, see the following sections:

• GRANT Physical Database Definition Privileges
• REVOKE Physical Database Definition Privileges

Performance Advantage

You may gain a performance advantage by using an override to turn off security for an occurrence of a secured resource
type. Runtime security processing checks for an occurrence override in the SRTT before checking resource authorizations
in the security database.

Securing DBADMIN

About DBADMIN

When you secure resource type DB, you control who can manipulate database definitions and database-related objects.
Until you secure DBADMIN, any user can manipulate database definitions and database-related objects.

How to Secure DBADMIN

You secure DBADMIN by securing the DB resource.

NOTE
For more information, see Securing Databases.

How to Grant DBADMIN Privilege

You give DBADMIN privilege on a named database to a user or group with a GRANT DBADMIN statement. You must hold
SYSADMIN or the appropriate DBADMIN privilege to grant DBADMIN privilege. You must be connected to the system
dictionary.
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NOTE
For more information, see the following sections:

• GRANT Administration Privilege
• REVOKE Administration Privilege

Securing Areas

About Areas

When you secure resource type DB, you can control who can access an area through a CA IDMS utility and who can
create tables and indexes to be stored in the area. Until you secure resource type DB, any user can access an area
through a CA IDMS utility and create tables and indexes to be stored in the area.

How to Secure Areas

You secure areas by securing the DB resource.

NOTE
For more information, see Securing Databases.

If you secure areas externally, you must also include an entry in the SRTT with external security information for resource
type AREA.

How to Grant Area Access and Use Privileges

To give area access privileges, you issue a GRANT statement on the area resource type, specifying the privilege or
privileges and identifying the area. You can specify any combination of DBAREAD, DBAWRITE, and USE privileges.

DBAREAD and DBAWRITE privileges allow read-only and read-write access to an area using CA IDMS Utilities.USE
privilege allows creation of a table or index in the area.

As a holder of SYSADMIN or DBADMIN privilege, you can specify WITH GRANT OPTION when you grant these
privileges to allow the user to grant the same privileges to another user. You must be connected to the system dictionary.

More Information:

• For more information, see GRANT Area Access Privileges.
• For more information, see REVOKE Area Access Privileges.
• For more information on utilities, see the CA IDMS Administrating section.
• For more information on creating tables and indexes, see the CA IDMS SQL Reference section.

Securing DMCLs

About DMCLs

When you secure the DMCL resource type, you can control who can do the following:

• Issue DDL DMCL statements
• Display or punch the DMCL load module
• Execute utilities which operate against DMCL journal files

Until you secure the DMCL resource type, any user can issue DDL DMCL statements if database security is not in effect,
and any user perform the other previously listed functions.

How to Secure DMCLs

If the system dictionary is secured, DBADMIN privilege on the system dictionary is required to manipulate DMCL
definitions.

NOTE
For more information, see Securing the Dictionaries and the User catalog.
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The following discussion applies to securing DMCLs explicitly.

To secure DMCLs internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DMCL,                                           X

      SECBY=INTERNAL

To secure DMCLs externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DMCL,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required.

NOTE
For more information, see #SECRTT.

How to Grant DMCL Definition and Use Privileges

To allow a user to create and maintain a DMCL definition, you issue a GRANT statement on the DMCL resource type,
specifying the privilege or privileges and identifying the DMCL.

You can specify any combination of CREATE, ALTER, DROP, DISPLAY, and USE privileges, or you can specify all
privileges (DEFINE).

NOTE
The USE privilege allows the user to punch the DMCL load module and format journal files defined in the DMCL.

As a holder of the applicable SYSADMIN or DBADMIN privilege, you can specify WITH GRANT OPTION when you grant
these privileges to allow the recipient to grant the same privileges to another user. You must be connected to the system
dictionary.

More Information:

• For more information, see GRANT Physical Database Definition Privileges.
• For more information, see REVOKE Physical Database Definition Privileges.
• For more information on DMCL statements, see the CA IDMS Database Administering section.

Securing Database Name Tables

About Database Name Tables

When you secure the database name table resource type, you control who can issue DBTABLE definition statements
and who can display or punch the DBTABLE load module. Until you secure the database name table resource type, any
user can issue DBTABLE definition statements if database security is not in effect, and any user can display or punch the
DBTABLE load module.

How to Secure Database Name Tables
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If the system dictionary is secured, DBADMIN privilege on the system dictionary is required to manipulate database name
table definitions.

NOTE
For more information, see Securing the Dictionaries and the User catalog.

The following discussion applies to securing database name tables explicitly.

To secure database name tables internally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DBTB,                                           X

      SECBY=INTERNAL

To secure database name tables externally, include an entry in the SRTT:

#SECRTT    TYPE=ENTRY,                                        X

      RESTYPE=DBTB,                                           X

      SECBY=EXTERNAL,                                         X

      Additional parameters required

NOTE
For more information, see #SECRTT.

How to Grant Database Name Table Definition Privilege

To allow a user to create and maintain a database name table definition, you issue a GRANT statement on the database
name table resource type, specifying the privilege or privileges and identifying the database name table. You can specify
any combination of CREATE, ALTER, DROP, DISPLAY, and USE privileges, or you can specify all privileges (DEFINE).

NOTE
The USE privilege allows the user to punch the database name table load module and to associate the database
name table with a DMCL.

As a holder of the applicable SYSADMIN or DBADMIN privilege, you can specify WITH GRANT OPTION when you grant
these privileges to allow the recipient to grant the same privileges to another user. You must be connected to the system
dictionary.

More Information:

• For more information, see GRANT Physical Database Definition Privileges.
• For more information, see REVOKE Physical Database Definition Privileges.
• For more information on DBTABLE statements, see the CA IDMS Database Administering section.

Securing Access to Non-SQL-Defined Databases
How to Do It
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To secure access to a non-SQL-defined database, these resource types must be secured:

• DB
• DBADMIN* (internal security)
• AREA*
• NRU*

Depending on your database definitions and runtime environment, you may also need to secure these resource types:

• DBTB
• DMCL
• NSCH*

* Resource type automatically secured if security for DB is activated.

NOTE
For more information on securing DB, DBADMIN, AREA, DBTB, and DMCL, see Securing Common Database
Resources.

Other Security Techniques

CA IDMS also supports security techniques such as compiler security and database procedures that were supported prior
to Release 12.0.

Securing Run Units

About Run Units

The primary access to data stored in non-SQL-defined databases is through a subschema using navigational DML. This
type of database transaction is a run unit.

A run unit is started by a BIND RUN-UNIT command, which effectively opens a logical view of the database as defined by
the subschema. Within the subschema, privacy locks and LRF path logic restrict the operations which can be performed
on the data accessible through the subschema.

When you secure run units, you control who can access a non-SQL-defined database through navigational DML. Until you
secure run units, any user can access a non-SQL-defined database through navigational DML.

About the Run Unit Resource

At bind time, the following elements are available for security checking purposes:

• The name of the database being accessed
• The name of the subschema
• The original compilation name of the program issuing the BIND

The combination of these three elements -- database-name.subschema-name.program-name -- identify the run unit
resource on which authority is checked when access to a non-SQL-defined database using navigational DML is
requested.

How to Secure Run Units

You secure run units by securing the DB resource.

NOTE
For more information, see Securing Databases.

If you secure run units externally, you must also include an entry in the SRTT with external security information for
resource type NRU.

How to Grant Execution Privilege on a Run Unit
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Run units must be categorized before you can grant execution privilege on them. For example, this statement assigns run
units for a group of programs that access the PRODSCHM database to the Category EMPINFO:

create resource

  Category empinfo

NOTE
For more information, see CREATE RESOURCE.

To allow a user to execute a run unit, you issue a GRANT EXECUTE statement on the Category that contains the run unit.
For example, this statement gives privilege on the EMPINFO Category to two groups of users:

grant execute on

  Category empinfo

  to hr_mgrs, corp_execs;

NOTE
For more information, see GRANT Execution Privilege.

Runtime Run Unit Checking

If the security option for DB is internal, BIND processing requests a check of privilege on the Category to which the run
unit is assigned. The internal security system uses dynamic table support to maintain a sorted cache of run units and their
associated Category.

If the security option for DB is external, the check request is routed to external security with the class and resource name
information specified on the SRTT entry for NRU.

Schema and Subschema Security

You can control who can use CA IDMS compilers to define non-SQL-defined schemas and subschemas by implementing
internal dictionary security.

NOTE
For more information on dictionary security, see Securing Application Dictionary Resources.

SQL Access to a Non-SQL-Defined Database

With the CA IDMS SQL Option, a user can access a non-SQL-defined database using SQL. If the database is secured,
you allow SQL access to a non-SQL database by creating an SQL schema for a non-SQL schema (this requires CREATE
privilege on the SQL schema, USE privilege on the non-SQL schema) and granting table access privileges to other users.

NOTE
For more information, see the following sections:

• Securing SQL schemas
• Securing Non-SQL-defined Schemas

Using Database Procedures

What You can Do
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You can use a database procedure to enforce user-defined security rules for non-SQL-defined databases. The procedure
can make use of centralized security to actually do the checking which in turn will invoke an external package if
appropriate.

What is a Database Procedure

A database procedure is a user-written exit specified as part of the schema definition of the non-SQL-defined database.
Both area- and record-level procedures are supported. They allow you to specify which non-SQL DML verbs will cause
invocation of the procedure.

Advantages of Database Procedures

• You can choose resource names for records which are meaningful in your environment.
• You can selectively check privileges based on the record or area and the type of access being performed, limiting the

additional overhead incurred to only those resources which require a higher degree of security checking.
• Within the procedure you can apply additional rules based on such information as the content of the record (the

equivalent of row-level security), the program name being used, and the contents of the BIND PROCEDURE block as
passed from the application program.

• Facilities for caching information are provided.

SQL Security Enforcement

The security scheme for SQL processing is both based upon, and compliant with, the ANSI SQL standard.

The major secured resource in SQL processing is the table resource type. CA IDMS internal security validates a user's
right to access a table according to the rules specified in the ANSI SQL standard. Additional facilities control table creation
and alteration.

If resources accessed in SQL processing are secured externally, rules for accessing each resource type must be defined
to the external security system. Reference to external security in the following discussion is limited to information on how
CA IDMS centralized security processes a request for an externally secured resource.

SQL Resources

Table

The table resource type represents base tables, functions, procedures, table procedures and views.

A view is a logical table derived from information in one or more base tables, table procedures or views. CA IDMS
centralized security does not distinguish between table-like objects, but special security considerations pertain to view
access.

NOTE
For more information, see Securing Views.

Access Module

The access module resource represents a set of precompiled SQL statements. The owner of the access module must
hold all necessary table access privileges in order to execute the access module. The access module owner can grant
execution privilege to other users if the owner holds grantable table access privileges.

NOTE
For a more detailed discussion of access module security, see Runtime Security for Access Modules.

Schema

The schema resource is equivalent to the ANSI SCHEMA construct. All tables, functions, procedures, table procedures,
views, and access modules are contained within a schema. The schema name becomes the high-level name qualifier for
all subordinate entities.
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The schema also designates ownership of resources. The owner of a schema owns all resources within the schema.
Ownership is established when the schema is created.

CA IDMS Privileges

Privileges and Resources

The following tables summarizes the resources and CA IDMS privileges that apply to those resources in SQL processing
if the resources are secured internally:

Privilege TABLE SCHEMA ACCESS MODULE
SELECT X   
INSERT X   
UPDATE X   
DELETE X   
EXECUTE   X
CREATE X X X
ALTER X X X
DROP X X X
DISPLAY (1) (1) (2)
REFERENCES X   

(1) Privilege to display the resource and privileges on it.

(2) Privilege to issue the EXPLAIN statement on the module and to display the resource and privileges on it.

All privileges are grantable when a holder of SYSADMIN or DBADMIN privilege grants them using the WITH GRANT
OPTION parameter. This allows the recipient of the privilege to grant it to another user.

CA IDMS internal security specifically checks for grantability of privileges when it processes a security check on view and
access module resource types.

NOTE
For more information on runtime security checks on views and access modules, see the following sections:

• Securing Views
• Runtime Security for Access Modules

Access Privileges

SELECT, INSERT, UPDATE, and DELETE privileges control a user's ability to access data. These privileges are defined
according to the ANSI SQL standard.

Definition Privileges

CREATE, ALTER, DROP, DISPLAY, and REFERENCES control the user's ability to manipulate the definition of an object
or, in the case of REFERENCES, control a user's ability to reference a table in a referential constraint definition.

Access Module Execution Privilege

The EXECUTE privilege allows the user to execute an access module. The privilege to execute an access module can
also be held through the Category mechanism.

If an access module has been assigned to a Category, a user must hold privilege on the Category to execute the access
module. In this situation, an individual grant of execution privilege on the access module is ignored by the security system
as long as the Category exists and the access module remains in it.
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Security Checking for Interactive and Dynamic SQL

Dynamic Checking

When a user executes a tool which allows SQL statements to be entered explicitly (or implicitly as a result of information
provided on a form), security checking is performed as each statement is processed. This is also true if a user-written
program issues dynamic SQL statements.

The authorization ID against which the privileges are checked is the authorization ID of the executing user, except in
certain instances associated with view access, as discussed in Securing Views. Every privilege required to execute a
given SQL statement is checked. The results of the check are cached for the life of the database transaction, to avoid
repetitive authorization checks for similar access to the same table-like object.

Securing the Dynamic SQL Statement cache

If dynamic SQL statement caching is in effect, users and administrators should keep in mind that the SQL cache contains
images of the source of dynamic SQL statements. These images can possibly contain confidential information. The
source of the cached SQL statements is accessible through the table procedure SYSCA.DSCCACHE and any view (that
is SYSCA.DSCCACHEV delivered during installation), that projects the STATEMENT column of this table procedure.
It is recommended to secure access to the SYSCA.DSCCAHE table procedure and any view exposing the column
STATEMENT of SYSCA.DSCCACHE.

External Security

If security on the database being accessed is controlled externally, the security checks are issued by CA IDMS as it
executes the commands and the authorization permissions are cached for the life of the transaction or task whichever
ends first.

CA IDMS Internal Security

If security on the database being accessed is controlled by CA IDMS internal security, security checks are issued by the
access module compiler (AMC) as it compiles the dynamic SQL command.

Security Checking for Precompiled SQL Statements

Precompiled SQL Statements

User-written programs or SQL routines may contain embedded SQL statements that are precompiled and included in
an access module prior to runtime. Security checking for embedded SQL statements is performed in one of two ways,
depending on how security on the database being accessed is controlled.

External Security

If external security is in effect for the database, dynamic security checking is performed on all SQL statements,
precompiled or not. When the SQL session is started, a security check determines if external security is in force for the
database to which the session is connected. If so, this information is cached for the duration of the session.

CA IDMS issues the security checks as it executes each statement and caches the information for the life of the database
transaction or task. The name of the access module is passed as part of the security check and is used as an authorized
program filter.

This method of security checking for SQL statements complies with government requirements.

CA IDMS Internal Security

If CA IDMS internal security is in effect for the database, security checking for precompiled SQL statements takes a pre-
authorized approach that requires the owner of the access module to hold all privileges necessary to execute every SQL
statement in the module. For example, the owner must hold the appropriate table access privilege for each table accessed
by an SQL statement in the module.

If this condition is met, then the owner of the access module can execute it. The owner can give execution privilege on the
access module to other users if the owner holds the necessary grantable privileges.
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Advantages of the Pre-authorized Approach

The pre-authorized security approach for SQL statements minimizes the overhead of security checking at runtime.

It also eliminates the need to grant all users the privileges needed to execute the SQL statements in the access module.
Only the owner must have those privileges; other users simply require execution privilege on the access module. This
means that executing the program is the only way the users can access the resources because they hold no privileges
independent of the access module.

The pre-authorized security approach for SQL statements complies with the ANSI SQL standard.

Runtime Security for Access Modules

Overview

Each time a new copy of the access module is physically loaded by the runtime system, the privileges of the access
module owner are checked.

The result of the security check performed on a new copy of an access module is the status of the access module. This
information is cached in the PDE until a new copy is loaded (or until the system is recycled).

The status of the access module is one of the following:

• Not runnable -- No one can execute the access module.
• Runnable -- The owner holds all necessary privileges to execute the access module.
• Runnable/grantable -- The owner holds all necessary privileges to execute the access module and to grant execution

privilege on the access module to other users.

Runtime checking is required because a grantable privilege needed to pass execution privilege to users could be removed
from the owner. Revocation of a privilege occurs independently of both CA IDMS and CA IDMS inter security.

A detailed description of runtime procedures for access module security follows.

On a Load of an Access Module

On a load of any access module, the CA IDMS program load function issues two security check requests to verify that the
user has execution privilege for the access module. The first security check is for load privilege on the access module. An
access module is just like any other load module. When loaded, you need to check to see if the user has the authority to
load the program. The second security check is issued to see if the requestor has authority to access the database using
the SQL statements that are stored in the access module.

• If the checks fail, an error is returned.
• If the checks succeed, normal load processing occurs.

If a new copy of the access module is being loaded and the security check on the user succeeds, CA IDMS program load
processing:

1. Calls a database routine to scan the module and return this information on the access module:
– Status (Not runnable, runnable, runnable/grantable).
– Authorization ID of the owner.
This information is cached.

2. The CA IDMS program load function requests a check to determine if the user is allowed to execute the access
module based on its status:
– If status is not runnable, then the check fails.
– If status is runnable/grantable, then the check succeeds.
– If status is runnable and the user (or a group to which the user belongs) is the owner of the access module, then

the check succeeds; if status is runnable but the user is not the owner, the check fails.
3. Depending on the result of the preceding step, the program requesting the load receives a return code indicating one

of these conditions:

 1942



 Administrating

– Security violation -- The user does not have execution privilege on the access module.
– Runnable -- The user has execution privilege on the access module.
– Not grantable -- The user cannot execute the access module because the owner does not hold all required

privileges.

On a CREATE or ALTER ACCESS MODULE Command

The access module compiler issues a security check to determine whether the user has the CREATE or ALTER privilege
on the access module. If not, an error is issued and no further processing is done.

If the security check succeeds, the access module compiler creates the access module. It then calls the database routine
used by the CA IDMS program loader function to check the access module owner's privileges. The owner of the access
module is the owner of the associated schema. The user who submits the CREATE or ALTER ACCESS MODULE
statement is notified if the access module owner lacks any required privileges.

NOTE
The access module is stored whether or not the owner holds all required privileges. If you subsequently grant
the owner any missing privileges, the access module will be runnable.

On Dynamic Compilation of an SQL Statement

There are three situations that require dynamic compilation of SQL statements:

• The statement is submitted through the Command Facility.
• A user-written program submits a dynamic SQL statement.
• CA IDMS determines that database changes require an access module to be recompiled.

In these situations, the access module compiler checks privileges as the statements are being compiled. The result of this
checking is based on the same criteria used for a load:

• If status is not runnable, then the check fails.
• If status is runnable/grantable, then the check succeeds.
• If status is runnable and the user (or a group to which the user belongs) is the owner of the access module, then the

check succeeds; if status is runnable but the user is not the owner, the check fails.

Securing Views

Views in Security Strategy

There are special security considerations associated with creating and accessing views. A view is a logical table derived
from one or more base tables, table procedures or views. You can use a view to restrict a user's access to specific
columns and rows of the underlying tables.

The benefit of views from a security perspective is that you can give users access to the view without giving them
equivalent privileges on the underlying tables.

Checking of view privileges is performed at runtime when either of these cases occurs:

• A dynamic SQL statement is executed (the result of the check is cached until end of transaction).
• A new copy of an access module is physically loaded (the result of the check is cached until another copy is loaded or

the system is recycled).

In either case, the actual checks made are identical except for the authorization ID used for checking access to the view:

• The executing user, when statements are executed dynamically.
• The owner of the access module, when statements are precompiled.

View ownership
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The method used by CA IDMS internal security to secure views employs information on view ownership. A table-like
object, such as a view, is owned by the owner of the schema with which it is associated.

When CA IDMS internal security is in effect for views, a user gains access to the view only if:

• The user holds SELECT privilege on the view.
• The owner of the view holds grantable SELECT privilege on each table-like object referenced by the owner's view.

This approach to view security complies with ANSI standards for SQL.

View example

In the view depicted by the following chart, SCHEMA_A.V1 is owned by user JOHN and references table SCHEMA_B.T2
owned by JANE and view SCHEMA_C.V2 owned by MARY. View V2 in turn references table SCHEMA_D.T3 owned by
MIKE.

          ┌──────────────┐
          │ SCHEMA_A.V1  │
          │ (owner JOHN) │
          └──────┬───────┘
                 │
       ┌─────────┴───────────┐
       │                     │
┌──────┴────────┐      ┌─────┴────────┐
│  SCHEMA_B.T2  │      │ SCHEMA_C.V2  │
│  (owner JANE) │      │ (owner MARY) │
└───────────────┘      └─────┬────────┘
                             │
                       ┌─────┴────────┐
                       │ SCHEMA_D.T3  │
                       │ (owner MIKE) │
                       └──────────────┘

What CA IDMS Internal Security Checks

Using the preceding view example, assume that user FRED is issuing a dynamic SELECT against view V1. The security
system will check to see the following:

• FRED, the executing user, holds SELECT privilege on view V1
• JOHN, the owner of view V1 holds:

– Grantable SELECT privilege on table T2
– Grantable SELECT privilege on view V2

• MARY, the owner of view V2 holds grantable SELECT privilege on table T3

The security system uses the schema name qualifier of the table-like object to determine the authorization ID to be
checked. The authorization ID of the schema owner is stored in a row of the SYSTEM RESOURCEGROUP table. For
example, to determine security requirements on view SCHEMA_A.V1, CA IDMS in effect asks the security system to
check whether the owner of SCHEMA_A has grantable SELECT privilege on table T2 and view V2.

External Security Enforcement for Views

If external security is in effect, only the executing user's privilege to access the view is checked. Neither owner privileges
nor authorities to access base tables are checked.
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Securing SQL routines

SQL routines are SQL-invoked procedures or functions written in the SQL procedural language, that require a number
of different objects to be built, processed and executed in the dictionary. The following table gives an overview of these
objects showing the dictionary area containing the object, the dictionary entity, the entity subtype, and the name and
description. The objects are created while processing the create command for an SQL routine.

Dictionary Area Entity Type Name and Description
DDLCAT DDLCATX TABLE PROCEDURE or FUNCTION A table-like object (procedure

or function) contained in the
routine schema of the SQL
catalog

DDLCAT DDLCATX TABLE LOCAL VARIABLES OWNER One to many table-like objects
contained in the routine schema.
The names are constructed
from ExternalName and nnnn,
a serial number starting with
0000 up to n, the number
of compound statements in
the routine + 1, as follows:
SQLLOCnnnnExternalName (1)

DDLDML MODULE PROCESS An IDD process module
that contains the CA ADS
source code, generated
for the SQL routine. The
name is constructed from
ExternalName, as follows:
PREMAP-ExternalName (1)

DDLDCLOD LOAD MODULE RCM The RCM (Resource Control
Module) module associated with
the SQL routine. The name of
the RCM is given by External
Name (2)

DDLDCLOD LOAD MODULE DIALOG The dialog module associated
with the SQL routine. The
name of the dialog is given by
ExternalName

DDLCAT DDLCATX AM AM The AM (Access Module)
contained in the routine schema
and associated with the SQL
routine. The name of the AM is
given by ExternalName (2)

DDLCATLOD LOAD MODULE AM The AM (Access Module) load
module associated with the SQL
routine. The name of the AM is
given by ExternalName.

(1) The object is not accessed when the SQL routine is invoked.

(2) The object is only accessed when the AM needs to be recompiled.

To invoke an SQL routine a user must have the SELECT privilege on the SQL procedure or function and the EXECUTE
privilege on the AM associated with the SQL routine. If CA ADS run time security is implemented then additional privileges
might be required to execute the CA ADS dialog associated with the SQL routine.
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To create an SQL routine the user must have the CREATE and SELECT privileges on the SQL procedure or function and
the CREATE, ALTER and DROP privileges on the AM associated with the SQL routine.

To drop an SQL routine the user must have the DROP privileges on the SQL procedure or function and the DROP
privilege on the AM associated with the SQL routine.

NOTE
Dropping an SQL routine will remove all the associated dictionary objects. The optionally granted privileges
will also have been removed, except for the privileges granted on the access module, which are preserved. A
REVOKE command can be used to remove the privileges if needed.

How to Grant Privileges to Invoke an SQL Procedure

Assume the SQL procedure GET_EMPLOYEE contained in the SQL schema HR_APPL with an external name
GETEMPL. needs to be called by users of the group HR_ DEP.

grant select on HR_APPL.GET_EMPLOYEE to HR_DEP;

grant execute on access module HR_APPL.GETEMPL to HR_DEP;

How to Grant Privileges to Define and Maintain an SQL Procedure

Assume the SQL procedure GET_EMPLOYEE contained in the SQL schema HR_APPL with an external name
GETEMPL. needs to be defined and maintained by users of the group HR_DEV.

grant define on HR_DEP.GET_EMPLOYEE to HR_DEV;

grant select on HR_DEP.GET_EMPLOYEE to HR_DEV;

grant define on access module HR_DEP.GETEMPL to HR_DEV;

grant execute on access module HR_APPL.GETEMPL to HR_DEV;

Securing SQL Access to Databases

Users have the capability of accessing both SQL-defined and non-SQL-defined databases with SQL DML. Granting SQL
access to a secured non-SQL-defined database is the same as granting access to a secured SQL-defined database with
the additional step of granting USE privilege on non-SQL-defined schemas.

Securing SQL schemas

About SQL Schemas

When you secure resource type DB, you control who can create an SQL schema. Until you secure resource type DB, any
user can create an SQL schema.

How to Secure SQL Schemas

You secure SQL schemas by securing the DB resource.

NOTE
For more information, see Securing Databases.
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If you secure SQL schemas externally, you must also include an entry in the SRTT with external security information for
resource type QSCH.

How to Grant Definition Privileges on an SQL Schema

To allow a user to create an SQL schema, you issue a GRANT statement on the SQL schema resource type, specifying
the privilege or privileges and identifying the SQL schema. You can specify any combination of CREATE, ALTER, DROP,
and DISPLAY privileges, or you can specify all definition privileges (DEFINE).

As a holder of SYSADMIN or DBADMIN privilege, or as owner of the schema, you can specify WITH GRANT OPTION
when you grant definition privileges to allow the recipient to grant the same privileges to another user.

More Information:

• For more information, see GRANT SQL Definition Privileges.
• For more information, see REVOKE SQL Definition Privileges.
• For more information on creating SQL schemas and transferring schema ownership, see the CA IDMS SQL Reference

section.

Securing Non-SQL-defined Schemas

About Non-SQL-Defined Schemas

When you secure resource type DB, you control who can create an SQL schema for a non-SQL-defined schema. Until
you secure resource type DB, any user can create an SQL schema for a non-SQL-defined schema.

How to Secure Non-SQL-defined Schemas

You secure non-SQL-defined schemas by securing the DB resource.

NOTE
For more information, see Securing Databases.

If you secure non-SQL-defined schemas externally, you must also include an entry in the SRTT with external security
information for resource type NSCH.

How to Grant USE Privilege on a Non-SQL-defined Schema

To allow a user to specify a non-SQL-defined schema when creating an SQL schema, you issue a GRANT statement on
the non-SQL-defined schema specifying the USE privilege.

As a holder of SYSADMIN or DBADMIN privilege, you can specify WITH GRANT OPTION when you grant this privilege to
allow the recipient to grant the same privilege to another user.

More Information:

• For more information, see GRANT Non-SQL Definition Privilege.
• For more information, see REVOKE Non-SQL Definition Privilege.
• For more information on creating SQL schemas, see the CA IDMS SQL Reference section.

Granting SQL Access to Non-SQL-defined Databases

You allow SQL access to non-SQL-defined databases by creating an SQL schema for a non-SQL schema. This requires
the CREATE privilege on the SQL schema and the USE privilege on the non-SQL-defined schema, as in this example:

grant create on

  schema qschtest

  to dba;
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grant use on

  nonsql schema v0001.nschtest

  to dba;

The owner of the SQL schema for non-SQL schema has the authority to access the non-SQL-defined database using
SQL. Other users require table access privileges.

Securing Tables

About tables

When you secure resource type DB, you can control who can create and access a table-like object. Until you secure
resource type DB, any user can create and access a table-like object.

How to Secure Tables

You secure tables by securing the DB resource.

NOTE
For more information, see Securing Databases.

If you secure tables externally, you must also include an entry in the SRTT with external security information for resource
type TABL.

How to Grant Table Definition Privileges

To allow a user to create a table-like object, you issue a GRANT statement on the table-like object, specifying the privilege
or privileges and identifying the object. You can specify any combination of CREATE, ALTER, DISPLAY, and DROP
privileges, or you can specify all definition privileges (DEFINE). You can also specify the REFERENCES privilege.

NOTE
REFERENCES privilege allows the user to create a constraint that names the table as the referenced table in
the constraint.

As a holder of SYSADMIN or DBADMIN privilege or as owner of the table-like object, you can specify WITH GRANT
OPTION when you grant definition privileges to allow the recipient to grant the same privileges to another user.

NOTE
For more information, see GRANT SQL Definition Privileges and see REVOKE SQL Definition Privileges"

NOTE
For more information on creating tables and constraints, see the CA IDMS SQL Reference section.

How to Grant Table Access Privilege

To allow a user to access a table-like object, you issue a GRANT statement on the table-like object, specifying the
privilege or privileges. You can specify any combination of DELETE, INSERT, SELECT, and UPDATE privileges.

As a holder of SYSADMIN or DBADMIN privilege, or as owner of the table-like object, you can specify WITH GRANT
OPTION when you grant access privileges to allow the recipient to grant the same privileges to another user.

NOTE
For more information, see the following sections:
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• GRANT Table Access Privileges
• REVOKE Table Access Privileges

How to Grant All Table Privileges

You can grant all definition and access privileges on a table-like object with the GRANT ALL PRIVILEGES statement.

As a holder of SYSADMIN or DBADMIN privilege, or as owner of the table-like object, you can specify WITH GRANT
OPTION when you grant all table privileges to allow the recipient to grant the same privileges to another user.

NOTE
For more information, see the following sections:

• GRANT All Table Privileges
• REVOKE All Table Privileges

Securing Access to Table Definitions

You can allow limited access to table definitions by granting users privilege on SYSCA views.

SYSCA views restrict access to information in the SYSTEM tables to viewing definitions of only those tables on which the
executing user holds SELECT privilege. SYSCA information on tables on which the executing user does not hold SELECT
privilege. Therefore, a user who holds privilege on SYSCA views and not on SYSTEM tables must have the authority to
retrieve data from a table in order to be able to view the definition of the table.

NOTE
For more information on SYSCA views, see the CA IDMS SQL Reference section.

Securing Access Modules

About Access Modules

An access module is a set of compiled and optimized SQL statements. Certain characteristics of the access module are
contained in its dictionary definition. The actual module to be loaded at runtime may be regenerated because of changed
database characteristics and aspects of the access module definition.

When you secure resource type DB, you can control who can create and maintain an access module definition. Until you
secure resource type DB, any user can create and maintain an access module definition.

How to Secure Access Modules

You secure access modules by securing the DB resource.

NOTE
For more information, see Securing Databases.

If you secure access modules externally, you must also include an entry in the SRTT with external security information for
resource types DACC (access module definition) and SACC (loadable entity).

How to Grant Access Module Definition Privilege

To allow a user to create and maintain an access module definition, you issue a GRANT statement on the access module
resource type, specifying the privilege or privileges and identifying the access module. You can specify any combination of
CREATE, ALTER, DROP, and DISPLAY privileges, or you can specify all definition privileges (DEFINE).

As a holder of SYSADMIN or DBADMIN privilege, or as owner of the access module, you can specify WITH GRANT
OPTION when you grant definition privileges to allow the recipient to grant the same privileges to another user.

More Information:

• For more information, see GRANT SQL Definition Privileges.
• For more information, see REVOKE SQL Definition Privileges.
• For more information on creating access modules, see the CA IDMS SQL Reference section.
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How to Grant Access Module Execution Privilege

Two security checks are involved in granting access module execution privilege. The categorization of access modules
controls who can load an access module, it does not control who can execute the SQL statements in the access module.
You have to think of an access module as any other load module. You need both the authority to load the module and the
authority to perform the database access to the program.

As mentioned before, there are two levels of authority that must be granted to implement access module and DB security:

• A Category must be created and an access module added to the Category and execute authority granted. This
controls the loading of the access module.

• Execute must be granted on the access module. This controls the database access for statements within the access
module.

To allow a user to execute an individual access module, you issue a GRANT statement on the access module resource
type, specifying the EXECUTE privilege and identifying the access module.

As holder of SYSADMIN or DBADMIN privilege, or as owner of the access module, you can specify WITH GRANT
OPTION when you grant execution privilege to allow the recipient to grant the same privilege to another user.

NOTE
For more information, see the following sections:

• GRANT Access Module Execution Privilege
• REVOKE Access Module Execution Privilege

Securing the Dictionaries and the User catalog
Activating Database Security

The dictionaries and the user catalog are CA IDMS databases. To secure these entities, you must activate database
security for them.

The following discussion explains what to do when you secure dictionaries by defining occurrence overrides.

NOTE
You can secure all dictionaries by specifying security for all databases in an SRTT entry for the DB resource
type.

For the purposes of discussion, the authorities that you give to allow access to a dictionary are the CA IDMS privileges
you would grant if the dictionary is secured internally.

Securing the System Dictionary

To secure the system dictionary using occurrence overrides, you must secure the DB resource type for database name
'SYSTEM' and the names of the three segments that comprise the system dictionary.

In the following example, the first entry secures the name 'SYSTEM' which prevents access to the system dictionary
through the database name defined for it at installation. This entry also prevents access to the SYSTEM segment. The
next entries secure the SYSMSG segment, which contains messages, and the CATSYS segment, which is the catalog
component of the dictionary.

#SECRTT TYPE=OCCURRENCE,                                      X

      RESTYPE=DB,                                             X

      RESNAME='SYSTEM',                                       X
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      SECBY=INTERNAL

 

#SECRTT TYPE=OCCURRENCE,                                      X

      RESTYPE=DB,                                             X

      RESNAME='SYSMSG',                                       X

      SECBY=INTERNAL

 

#SECRTT TYPE=OCCURRENCE,                                      X

      RESTYPE=DB,                                             X

      RESNAME='CATSYS',                                       X

      SECBY=INTERNAL

Securing the User catalog

To secure the user catalog with an occurrence override, specify the SYSUSER segment, as in this example:

#SECRTT TYPE=OCCURRENCE,                                      X

      RESNAME='SYSUSER',                                      X

      RESTYPE=DB,                                             X

      SECBY=INTERNAL

If a database name has been defined for this segment, you must also include an entry specifying the database name.

Securing Application Dictionaries

If you activate database security with occurrence overrides, you must individually secure every segment in the application
dictionary and every database name that includes a dictionary segment.

Privileges for Secured Dictionaries

After you have secured dictionaries and the user catalog, you grant privileges that permit appropriate access.

If security for the dictionary databases is internal, you grant CA IDMS privileges on the database resource types
associated with the dictionary, including privileges on resources such as run units and areas that allow users to access the
dictionary according to their needs.

If security for the dictionary databases is external, you define rules for each dictionary database and each of its associated
database resources in the external system. You add SRTT entries with external class and resource name information for
the dictionary database resources to be sent with security checks to the external security system.
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For example, users who must execute the CA IDMS compilers such as the schema compiler require execute privilege
on a Category containing compiler run unit resources. Users who must execute CA IDMS utilities require the appropriate
privileges for area access.

Granting Privileges on Run Units

To grant blanket run unit access to an internally secured system dictionary, you first categorize all run units and then grant
privilege on the category, as in this example:

create resource Category sysdict_general

  add rununit sysdict.* ;

 

grant execute

  on Category sysdict_general

  to general ;

To categorize specific run units for CA IDMS compilers and tools that access the dictionary, you can specify as
appropriate run units listed in the following installation source library members:

• SECASF 
• SECCULP 
• SECICMS 
• SECIDD 
• SECITOOL 
• SECOCF 
• SECOLQ 
• SECTOOLS

For the purpose of using the CA IDMS Command Facility, there is no need to grant privileges on run units that access the
SYSUSER segment.

Example

In this example, the system and application dictionaries have been secured. The first statement creates a Category of run
units that access these dictionaries, and the second statement grants EXECUTE privilege on the Category:

create resource Category rununit_category

    add rununit appldict.idmsnwka.idmschem

    add rununit appldict.idmsnwka.idmsdddl

    add rununit appldict.idmsnwka.idmsubsc

    add rununit appldict.idmsnwkg.idmsrpts

    add rununit system.idmsnwka.idmsdddl
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    add rununit system.idmsnwka.rhdcsgen

    add rununit system.idmsnwkg.idmsrpts

    ;

 

grant execute on Category rununit_category

    to rununit_group

    ;

Granting Privileges on Areas

To allow execution of certain CA IDMS utilities against a secured database, you grant DBAREAD or DBAWRITE privilege
on the area or areas to be accessed. The following table presents the installation names of the areas of the system
dictionary and the user catalog:

Database Area (segment-name.area-name)
System dictionary SYSTEM.DDLDML

SYSTEM.DDLDCRUN
SYSTEM.DDLDCLOG
SYSTEM.DDLDCSCR
SYSTEM.DDLDCLOD
SYSMSG.DDLDCMSG
CATSYS.DDLCAT
CATSYS.DDLCATX
CATSYS.DDLCATLOD

User catalog SYSUSER.DDLSEC

Granting Privileges on Non-SQL-defined Schemas

When you secure the dictionaries and the user catalog, you control SQL access to these databases. You allow SQL
access by creating SQL schemas for the non-SQL-defined schemas that describe these databases (IDMSNTWK for the
dictionary and IDMSSECU for the user catalog) and granting table access privileges.

Similarly, security definitions for system and non-SQL-defined database resources are inaccessible through SQL unless
you create an SQL schema for IDMSSECS, the non-SQL-defined schema for system resources security database.

Granting Access to SYSTEM Tables

When you secure a dictionary as a database, you secure tables associated with the SYSTEM schema in the catalog
component of the dictionary. To allow access to the SYSTEM tables, you have these options:

• Grant access privileges on SYSTEM tables, individually or collectively.
• Grant access privileges on SYSCA views, which allow the executing user to view data in SYSTEM tables about only

those tables on which the user holds SELECT privilege.

NOTE
For more information on SYSTEM tables and SYSCA views, see the CA IDMS SQL Reference section.
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Securing Application Dictionary Resources

Application Dictionary 

An application dictionary contains definitions for application development objects such as dialogs and maps. An
application dictionary may also contain non-SQL defined schemas and subschemas and, in its catalog component, SQL-
defined entities.

Securing the Dictionary As a Database

An application dictionary consists of one segment that is a non-SQL defined database and, if the SQL Option is installed,
another segment (the catalog component) that is an SQL-defined database. A user can access the dictionary as a
database, and, therefore, to secure the application dictionary, you should secure it as a database in CA IDMS centralized
security.

How You Do It

To secure the application dictionary as a database, you secure the DB resource type or the occurrence of the DB resource
that the dictionary represents. Then you categorize run units for the compilers and tools that access the dictionary and
grant execution privilege on the Category. For more information, see Securing the Dictionaries and the User catalog.

For more information, see the following topics:

Signon To the Dictionary
Using a Compiler or Tool

When a user invokes a compiler or tool, signon to the application dictionary is automatically initiated using the ID with
which the requesting user is signed on to the system.

If the user of the compiler or tool is not signed on to the system, an actual system signon is attempted internally, and if it is
successful, dictionary signon proceeds.

Thus, under centralized security, a user who is authorized to sign on to the system is authorized to access the dictionary
that is current for the user session.

Current dictionary: You can enforce the specification of the current dictionary for a user's session by including the
DICTNAME attribute in the user profile with the OVERRIDE=NO parameter. This prevents the user from accessing a
dictionary other than the one you specify in the DICTNAME attribute. For more information, see Securing User Profiles.

Securing Secondary Signons

You can secure signon to a particular application dictionary by using DDDL to specify SECURITY FOR IDD SIGNON
IS ON for the dictionary. In this situation, the user must be defined in the application dictionary with the ADD USER
statement and authorized to sign on to the dictionary with the inclusion of IDD SIGNON IS ALLOWED in the USER
statement.

This measure provides additional security only for IDD and does not affect security for other compilers that access the
dictionary. Therefore, it is not a substitute for securing signon through centralized security.

Secondary Signon Processing

If a user issues an IDD signon statement that specifies the same ID as the user's system signon ID, no password
validation is done for signon to the dictionary. If a user issues an IDD signon statement that specifies a different ID from
the user's system signon ID, then the ID and password entered on the signon statement must match an ID and password
defined in the dictionary with the ADD USER statement.

If the user is either not defined or not authorized, the secondary signon is rejected.
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Compiler Security Within the Dictionary
Contents

What is Compiler Security?

The compiler security described in this section is part of the IDD architecture and is not part of CA IDMS centralized
security. Security checks access the definition of the user in the dictionary, not the user catalog.

When do Compilers Check Security?

The compilers perform security checking operations when any of the following is true of a DDL statement:

• The verb is SIGNON, VALIDATE, or GENERATE.
• The SET OPTIONS statement contains REGISTRATION OVERRIDE.
• The component type is SCHEMA.
• The component type is SUBSCHEMA.
• The statement is the first statement of the session.

Checks User's Dictionary Description

In any of the preceding cases, the compiler determines whether the requested operation is secured within the dictionary.

If the operation is not secured, the compiler bypasses the security check and begins processing the statement.

If the operation is secured, the compiler checks the user's description in the dictionary to determine whether the user is
authorized to perform an operation.

If the user is authorized, the compiler processes the input statement; if not, the compiler issues an error message. All
levels of security checking follow this procedure.

Types of Security

The compilers check four kinds of security:

• Compiler security
• Registration override security
• Verb security
• Component security

What Follows

Each kind of security is presented separately as follows; each topic includes the following information:

• When security is checked
• How security is turned on or off
• How the compiler determines who the issuing user is
• What constitutes an authorized user

Checking Compiler Security

Turning on Compiler Security

Compiler security is turned on or off through the IDD DDDL statement, SET OPTIONS FOR DICTIONARY SECURITY
FOR IDMS IS ON/OFF. (Note that this IDD DDDL statement also turns verb security on or off: compiler security and verb
security cannot be set independently.)

How the Compiler Checks the User

To determine who is issuing the statement, the compiler looks at the user name specified in the SIGNON statement. If the
SIGNON statement is not issued or does not include the USER clause, the user name defaults to the following:
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• The system signon ID of the user
• The ID in SET OPTIONS DEFAULT PREPARED BY/REVISED BY user-name

Definition of an Authorized User

An authorized user, for this function, is one whose description in the dictionary includes authority to use the compiler.
Compiler authority is assigned through one of the following IDD DDDL USER statements (use MODIFY for existing user
descriptions):

ADD USER NAME IS user-ID

    AUTHORITY FOR any verb      assigns authority to use both

        IS ALL.                  compilers

ADD USER NAME IS user-ID

    AUTHORITY FOR any verb      assigns authority to use both

        IS IDMS.                 compilers

ADD USER NAME IS user-ID

    AUTHORITY FOR any verb      assigns authority to use the

        IS SCHEMA.               schema compiler only

ADD USER NAME IS user-ID

    AUTHORITY FOR any verb      assigns authority to use the

        IS SUBSCHEMA.            subschema compiler only

Checking Registration Override Security

When Compilers Check Registration Override

The schema and subschema compilers check registration override security when they encounter a SET OPTIONS
statement containing a REGISTRATION OVERRIDE clause.

Turned on by REGISTRATION OVERRIDE
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Unlike the other kinds of security, this one cannot be turned on or off; that is, the compiler always checks for an authorized
user when it encounters a REGISTRATION OVERRIDE clause.

How the Compilers Check the User

To determine who is issuing the REGISTRATION OVERRIDE clause, the compiler looks at user names specified in the
user-specification clause of the SET OPTIONS statement. If the SET OPTIONS statement does not include this clause,
the user name defaults as described in the SET OPTIONS statement.

NOTE
For more information on the SET OPTIONS statement, see the CA IDMS Database Administering section.

Description of an Authorized User

An authorized user for the REGISTRATION OVERRIDE clause is one who has been defined in the dictionary and whose
description includes all authorities. All authorities are assigned through the following IDD DDDL USER statement (use
MODIFY for existing user descriptions):

ADD USER NAME IS user-id

    AUTHORITY IS ALL.

Checking Verb Security

When Compilers Check Verb Security

The schema and subschema compilers check verb security whenever a SCHEMA statement (schema compiler only) or
SUBSCHEMA statement (subschema compiler only) is issued. Note that verb security is not checked for each component
of a schema or subschema. Once a user passes security for a schema or subschema, all of its components are available
to the user.

Turning on Verb Security

Verb security is turned on or off through the IDD DDDL statement, SET OPTIONS FOR DICTIONARY SECURITY FOR
IDMS IS ON/OFF. (Note that this IDD DDDL statement also turns compiler security on or off: verb security and compiler
security cannot be set independently.)

How the Compilers Check the User

To determine who is issuing the SCHEMA or SUBSCHEMA statement, the compiler looks at the following:

• The ID of user signed on to the dictionary
• The user-specification on the SCHEMA or SUBSCHEMA statement
• The user-specification on the SET OPTIONS statement

If any of these IDs is that of an authorized user, security is satisfied and the compiler processes the request.

Description of an Authorized User

An authorized user, for this function, is one who is defined in dictionary and whose description includes authority to issue
the verb specified in the SCHEMA or SUBSCHEMA statement, in conjunction with the authority to use the compiler. Verb
authority is assigned through IDD DDDL USER statements, such as those in the following examples:

ADD USER NAME IS KCO           assigns authority to use all

    AUTHORITY FOR UPDATE        verbs in each DDL compiler

 1957



 Administrating

        IS IDMS.

ADD USER NAME IS GKD           assigns authority to use MODIFY,

    AUTHORITY FOR MODIFY        DISPLAY, and PUNCH in each

        IS IDMS.                DDL compiler

ADD USER NAME IS TWG           assigns authority to use DELETE,

    AUTHORITY FOR DELETE        DISPLAY, and PUNCH in the

        IS SCHEMA.              schema compiler only

Implicit Subschema Updates Allowed

While schema authority only allows the user to access the schema compiler, any subschema updates resulting from
authorized schema updates are allowed (for example, deleting a set from the schema causes the set to be deleted from
the schema's subschemas).

NOTE
For more information on assigning verb authority, see the CA IDMS IDD DDDL Reference section.

Checking Component Security

When Compilers Check Component Security

The schema compiler checks the security of a specific schema whenever a SCHEMA statement (other than ADD
SCHEMA) is issued for that schema; the subschema compiler checks security of a specific subschema whenever a
SUBSCHEMA statement (other than ADD SUBSCHEMA) is issued for that subschema. Note that this security is not
checked for each component of a schema or subschema; once a user passes security for a schema or a subschema,
all of its components are available to the user. Component security applies to every existing schema and subschema,
regardless of whether compiler security is on.

Security Maintained Through PUBLIC ACCESS Clause

Security for a specific schema or subschema is set through the PUBLIC ACCESS clause of the SCHEMA or
SUBSCHEMA statement. A schema or subschema is said to be unsecured if PUBLIC ACCESS IS ALLOWED FOR ALL is
in effect; any other public access specification places some level of security on the schema or subschema. The following
examples show how component security is set:

MOD SCHEMA EMPSCHM              turns off security for EMPSCHM

    PUBLIC ACCESS IS ALLOWED

        FOR ALL.
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MOD SUBSCHEMA EMPSS01           turns on security for all verbs

    OF SCHEMA EMPSCHM            issued against EMPSS01

    USER IS NET

         REGISTERED FOR ALL

    PUBLIC ACCESS IS ALLOWED

       FOR NONE.

MOD SUBSCHEMA EMPSS02           turns off security for DISPLAY

    OF SCHEMA EMPSCHM            EMPSS02 and PUNCH EMPSS02;

    USER IS NET                  turns on security for all other

         REGISTERED FOR ALL      verbs issued against EMPSS02

    PUBLIC ACCESS IS ALLOWED

        FOR DISPLAY.

Description of an Authorized User

An authorized user for a specific schema or subschema is one who is defined in the dictionary and whose association
with the schema or subschema includes the verb used in the SCHEMA or SUBSCHEMA statement being processed. This
authority is assigned through the REGISTERED FOR subclause (in the user-options-specification) of the USER clause
in a previously issued SCHEMA or SUBSCHEMA statement, as illustrated in the following examples:

ADD SUBSCHEMA NAME IS EMPSS01      assigns authority to KCO to

  USER NAME IS KCO                  use all verbs against EMPSS01

    REGISTERED FOR ALL.

ADD SUBSCHEMA NAME IS EMPSS02      assigns authority to GKD to

  USER NAME IS GKD                  access EMPSS02 with only

    REGISTERED FOR PUBLIC ACCESS.   those verbs specified in

                                    EMPSS02's PUBLIC ACCESS clause
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ADD SCHEMA NAME IS EMPSCHM         assigns authority to TWG to

  USER NAME IS TWG                  DISPLAY and PUNCH EMPSCHM

    REGISTERED FOR DISPLAY.

NOTE
For more information on PUBLIC ACCESS and USER clauses, see the SCHEMA and SUBSCHEMA statement
documentation in the CA IDMS Database Administering section.

Syntax for Assembler Macros
This section explains the syntax, parameters, command codes, examples, and usage of the following Macros:

#CTABGEN
#CTABGEN assigns activity numbers to DCMT commands.

  

Syntax
              ┌─────────────── , ─────────────────────┐
►►─ #CTABGEN ─▼─ ( command-security-specification ) ──┴┬───────────────────┬──►◄
                                                       └─ ,LOGIN= ┬─ YES ──┤
                                                                  └─ NO ◄──┘

 Expansion of Command-Security-Specification 

       ┌───────────────── , ──────────────┐
►►─┬───▼─ security-label, activity-number ┴───────────────────────────────┬───►◄
   │                                                                      │
   │   ┌─────────────────── , ────────────────────┐                       │
   └───▼─ command-code, ─┬─ security-label ───┬───┴───────────────────────┘
                         └─ activity-number ──┘

Parameters

•  command-security-specification
Specifies the information for assigning activity numbers to DCMT commands.
Expanded syntax for command-security-specification appears immediately following the command syntax.

•  LOGIN
Specifies whether DC/UCF writes input DCMT commands to the log file.
If you do not specify the LOGIN parameter, the effect is the same as specifying LOGIN=NO.

•  YES
Specifies that all input DCMT commands are written to the log file.

•  NO
Specifies that most input DCMT commands are not written to the log.
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Some input DCMT commands are always written to the log because they provide important information on the activity
of the command. For example, DCMT VARY MEMORY commands are always logged. The LOGIN option does
not stop the system from logging these input DCMT commands.

•   security-label,activity-number 
Associates a DCMT security label with an activity number.
Security-label specifies a label with which you can associate one or more DCMT commands.
Security-label must be one alphabetic character (A through Z). You can define at most 26 security labels in the
#CTABGEN macro.
Activity-number specifies the activity number you are associating with security-label. Activity-number must be a
numeric value in the range 1 through 256.

•   command-code 
Specifies one of the following:
– The 4-character command code that identifies a predefined group of DCMT commands. For example, N001

identifies the DCMT SHUTDOWN command group.
– The 7-character command code that identifies a specific DCMT command option. For example, N001001 identifies

the DCMT SHUTDOWN IMMEDIATE command.
You can specify any number of DCMT command codes in the #CTABGEN macro.

•   security-label 
Specifies the DCMT security label that you are associating with command-code.

•   activity-number 
Specifies the DCMT activity number that you are associating with command-code.

Usage

 Coding Considerations 

All lines except the first one must start in column 16.

All lines except the last one must have a non-blank character in column 72.

 General 

When you use the #CTABGEN macro, you can assign a DCMT activity number to a DCMT command or to a group of
commands:

• You can associate a specific DCMT activity number (1 through 256) with the DCMT command.
• You can associate a site-defined security label (A through Z) with the DCMT command.

Use of security labels makes it easier to maintain security definitions when several commands and/or command
groups are assigned the same DCMT activity number. You define a security label in the #CTABGEN macro itself. You
need only change the security label definition in the #CTABGEN macro to modify the security for all associated DCMT
commands.

 Defining Labels 

You make security label assignments in a parenthesized list. Use a comma to separate specifications and parenthesized
lists. For example:

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

         #CTABGEN (A,3,B,10),                                          X
               (N001,A,N002,B,N003,6)

You must define all security labels before beginning the list of DCMT security assignments.

 Specifying Command Groups and Command Codes 
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If a 4-character command code is given for a group of commands and a 7-character command code is given for a
particular command within that group, then the DCMT activity number for the particular command overrides the security
for the group.

 No Effect of LOGIN on Response Messages 

Response messages issued for DCMT commands are not affected by the LOGIN specification. Response messages are
written to the system log if LOG is given as a destination in the message definition.

 z/VSE Sites 

At z/VSE sites, the LOGIN parameter, if coded, must be coded following all other #CTABGEN parameters.

 Generating the #CTABGEN Macro 

The source file that contains the #CTABGEN macro can contain only one macro. The resulting object must be link edited
as a stand-alone module IDMSCTAB.

To assemble and link edit the #CTABGEN macro, use the JCL or commands appropriate for your operating system.

NOTE
 For more information, see Appendix A: Security Macro JCL. 

Examples

 Example 1 

Assign DCMT activity number 3 to DCMT SHUTDOWN (code N001) and ABORT (code N002) by means of security label
A:

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

         #CTABGEN (A,3),                                               X
               (N001,A,N002,A)

 Example 2 

Assign different discrete security to several DCMT commands:

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

         #CTABGEN (A,3,B,10),                                          X
               (N001,A,N002,A,N033,A),                                 X
               (N011,B,N025,B),                                        X
               (N025007,50)

This #CTABGEN macro associates three different DCMT activity numbers (3, 10, and 50) with DCMT commands:

•  Number 3 is assigned indirectly, by means of security label A, to the following:
– SHUTDOWN (N001)
– ABORT (N002)
– VARY MEMORY (N033)

•  Number 10 is assigned indirectly, by means of security label B, to the following:
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– VARY DATABASE PROGRAM (N011)
– VARY PROGRAM (N025)

•  Number 50 is assigned directly to one DCMT command: DCMT VARY PROGRAM STORAGE PROTECT ON
(N025007). To use this DCMT command, a user would require DCMT activity number 50. To use any other DCMT
VARY PROGRAM command, the user would require DCMT activity number 10.

DCMT Command Codes

 Code  DCMT Command 
N001
N001000
N001001

SHUTDOWN
SHUTDOWN
SHUTDOWN IMMEDIATE

N002
N002000
N002001

ABORT
ABORT
ABORT DUMP

N003
N003000

DISPLAY DATABASE
DISPLAY DATABASE

N004
N004000
N004001

DISPLAY TRANSACTIONS
DISPLAY TRANSACTIONS
DISPLAY TRANSACTION run-unit-id 

N005
N005000
N005001
N005002
N005003
N005004
N005128

DISPLAY AREAS
DISPLAY AREAS
DISPLAY AREA area-name
DISPLAY AREA area-name FILE
DISPLAY AREA area-name BUFFER
DISPLAY AREA area-name ALL
DISPLAY AREA area-name LOC

N006
N006000
N006001
N006002
N006003
N006004
N006128
N006130

DISPLAY BUFFERS
DISPLAY BUFFERS
DISPLAY BUFFER buffer-name AREA
DISPLAY BUFFER buffer-name FILE
DISPLAY BUFFER buffer-name
DISPLAY BUFFER buffer-name ALL
DISPLAY BUFFER buffer-name LOC
DISPLAY BUFFER buffer-name FILE BUFNO

N007
N007000

DISPLAY CENTRAL VERSION
DISPLAY CENTRAL VERSION

N008
N008000
N008001

DISPLAY DATABASE PROGRAMS
DISPLAY DATABASE PROGRAMS
DISPLAY DATABASE PROGRAM program-name 
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N009
N009000
N009001
N009002
N009003
N009004
N009005
N009006
N009007
N009008
N009011
N009012
N009013
N009014
N009015
N009016
N009017
N009018
N009020
N009021
N009022

VARY AREA
ACTIVE
RETRIEVAL <additional parameters>
UPDATE (ONLINE) <additional parameters>
OFFLINE <additional parameters>
TRANSIENT RETRIEVAL <additional parameters>
UPDATE (ONLINE) LOCKED <additional parameters>
PREFETCH ON
PREFETCH OFF
QUIESCE WAIT
OPEN UPDATE
OPEN
CLOSE
PURGE
QUIESCE <NOWAIT>
DEALLOCATE
SHARED CACHE cache-name
SHARED CACHE NO
DATA SHARING ON
DATA SHARING OFF
ALLOCATE

N010
N010000
N010001
N010002
N010003
N010004
N010005
N010006
N010007
N010010
N010011
N010012

VARY BUFFER
PAGES
OPEN
CLOSE
MAXIMUM PAGES
INITIAL PAGES
ADDITIONAL PAGES
OPSYS
DC
PREFETCH ON
PREFETCH OFF
PREFETCH nnn 

N011
N011000
N011001
N011002
N011003
N011004

VARY DATABASE PROGRAM
PRIORITY
LOCKS
ONLINE
OFFLINE
STORAGE/LOCK/CALL/DBIO LIMIT

N012
N012000
N012001

VARY CENTRAL VERSION
OFFLINE
ONLINE

N013
N013000
N013001

VARY TRANSACTION
ABORT
PRIORITY

N015
N015001
N015002

DISPLAY TASKS
DISPLAY TASKS
DISPLAY TASK task-name 
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N016
N016001
N016002

DISPLAY PROGRAMS
DISPLAY PROGRAMS
DISPLAY PROGRAM program-name 

N017
N017001
N017002

DISPLAY TIME
DISPLAY TIME
DISPLAY TIME TASKS

N018
N018001
N018002

DISPLAY QUEUES
DISPLAY QUEUES
DISPLAY QUEUE queue-name 

N019
N019001
N019002

DISPLAY DESTINATIONS
DISPLAY DESTINATIONS
DISPLAY DESTINATION destination-id 

N020
N020001
N020002
N020003

DISPLAY LTERMINALS
DISPLAY LTERMINALS
DISPLAY LTERMINAL logical-terminal-id
DISPLAY LTERMINAL RESOURCES

N021
N021001
N021002
N021004

DISPLAY PTERMINALS/SNA PTERMINALS
DISPLAY PTERMINALS/SNA PTERMINALS
DISPLAY PTERMINAL physical-terminal-id
DISPLAY SNA PTERMINAL physical-terminal-id
DISPLAY UCF FETID
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N022
N022001
N022002
N022003
N022004
N022005
N022006
N022007
N022008
N022009
N022010
N022011
N022012
N022013
N022014
N022015
N022016
N022017
N022018
N022019
N022020
N022021
N022022
N022023
N022024
N022025
N022026
N022027
N022028
N022029
N022030
N022031
N022032
N022033
N022034
N022035

DISPLAY MEMORY
hex-address
CSA
TCA
RCA
SCT
OPT
MAP
TDT
TDE
PDT
PDE
QDT
QDE
DDT
DDE
LTT
LTE
PLE
PTE
ID
PROGRAM
STR
MOD/EP
NUCLEUS
ESE
ERES
ACTIVE ERES
SVC
CCE
DMCL
BCR/BUFFER
JCB/JOURNAL
SEGMENT
DPR/AREA
FCB/FILE

N023
N023001
N023002
N023010
N023013
N023020
N023027
N023039
N023040

DISPLAY ACTIVE
TASKS
PROGRAMS
TASKS WAITING
STORAGE
TASKS HOLDING
REENTRANT PROGRAMS
XA PROGRAMS
XA REENTRANT PROGRAMS
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N024
N024001
N024002
N024003
N024004
N024005
N024006
N024007
N024008
N024009
N024010
N024011
N024012
N024013
N024014
N024015
N024016
N024017
N024018
N024019
N024020
N024021
N024022
N024023
N024024

VARY TASK
ENABLE
DISABLE
SECURITY
PRIORITY
STALL
PROGRAM
RESOURCE INTERVAL timeout-interval/OFF
RESOURCE INTERVAL SYSTEM
RESOURCE PROGRAM
STALL OFF
STALL SYSTEM
SAVE
NOSAVE
LOCATION ANY
LOCATION BELOW
MAXIMUM CONCURRENT OFF
MAXIMUM CONCURRENT task-count
STORAGE/LOCK/CALL/DBIO LIMIT
EXTERNAL WAIT nnn
QUIESE WAIT nnn
TRANSACTION SHARING ON/OFF
ON COMMIT ..
ON ROLLBACK ..
SNAP snap-options 

N025
N025001
N025002
N025003
N025004
N025005
N025006
N025007
N025008
N025009
N025010
N025011
N025012
N025013
N025014
N025015
N025016
N025017
N025018
N025019
N025020

VARY PROGRAM
ENABLE
DISABLE
SECURITY
NEW COPY
PROGRAM CHECK THRESHOLD
DUMP THRESHOLD
STORAGE PROTECT ON
STORAGE PROTECT OFF
NEW COPY QUIESCE
NEW COPY IMMEDIATE
ADSO STATISTICS ON
ADSO STATISTICS OFF
MULTIPLE ENCLAVE ON
MULTIPLE ENCLAVE OFF
DEFINE <keyword>
DEFINE LANGUAGE
DEFINE ISA SIZE
DEFINE TYPE
DEFINE MPMODE
SNAP snap-options 
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N026
N026001
N026002
N026003
N026004
N026005
N026006
N026007

VARY TIME
STALL
RUNAWAY
TIMER
RESOURCE INTERVAL
RESOURCE PROGRAM
RECOVERY WAIT nnn
QUIESCE WAIT nnn 

N027
N027001
N027002

VARY STORAGE POOL
VARY STORAGE POOL CUSHION
VARY STORAGE POOL RELOCATABLE THRESHOLD

N028
N028001
N028002
N028003
N028004
N028005
N028006
N028008
N028009
N028010
N028011
N028012
N028013
N028014
N028015 

VARY LTERM
DESTINATION ONLINE
DESTINATION OFFLINE
ONLINE
OFFLINE
TO
DISCONNECT
USERTRACE OFF
USERTRACE ON SAVE
USERTRACE ON WRAP
RESOURCES DELETE
COMMAND
TERMINAL
TCP/IP TRACE
MQ TRACE

N029
N029000
N029001
N029002
N029003
N029004
N029005
N029006
N029007
N029008
N029009
N029010
N029011

VARY PTERM
DEFAULT PRINT CLASS
ONLINE
OFFLINE
TRACE OFF
TRACE hh
QUIESCE
CONNECT
DISCONNECT
ONLINE <telephone-number>
CONNECT <telephone-number>
tcp/ip-parameters INITIATION QUEUE queue-name

 1968



 Administrating

N030
N030001
N030002
N030003
N030004
N030005
N030006
N030007
N030008
N030009
N030010
N030011
N030012
N030013
N030014
N030015
N030016

VARY LINE
ONLINE
OFFLINE
CONTROL UNIT ONLINE
CONTROL UNIT OFFLINE
QUIESCE
CONNECT
DISCONNECT
RLN ONLINE
RLN OFFLINE
RLN QUIESCE
RLN CONNECT
RLN DISCONNECT
RLN CONTROL UNIT ONLINE
RLN CONTROL UNIT OFFLINE
MASTER
SLAVE

N031
N031001
N031002
N031003
N031004
N031005
N031006

VARY QUEUE
ONLINE
OFFLINE
THRESHOLD COUNT
MAX RECORDS
TASK CODE
DELETE

N032
N032001
N032002
N032003
N032004
N032005
N032006

VARY DESTINATION
ONLINE
OFFLINE
ADD TERMINAL
ADD OPERATOR
DELETE TERMINAL
DELETE OPERATOR

N033
N033001
N033002
N033003

VARY MEMORY
X 'hex-literal'
C 'character-literal'
PROGRAM

N034
N034000
N034001
N034002
N034003
N034004
N034005
N034006
N034007
N034008
N034009

VARY ACTIVE TASK
TERMINATE USERID user-id DUMP
MAX TASK
TERMINATE TASKID
TERMINATE TERMID
PRIORITY TASKID
PRIORITY TERMID
TERMINATE USERID
STORAGE/LOCK/CALL/DBIO LIMIT
TERMINATE TASKID task-id DUMP
TERMINATE TERMID logical-terminal-id DUMP
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N035
N035000
N035001
N035002
N035003
N035004
N035005
N035006
N035007
N035008
N035009
N035010
N035011
N035012
N035013
N035014
N035015
N035016
N035017
N035018
N035019
N035020
N035021
N035022
N035023
N035024
N035025
N035026
N035027
N035028
N035029
N035030
N035031
N035032
N035033

HELP
HELP
TASKS
PROGRAMS
TIME
QUEUES
DESTINATIONS
TERMINALS
MEMORY
STORAGE
DATABASE
PRINTERS
MESSAGE
REPORTS
STATISTICS
LOADLIBS, LOADLISTS, and DICTIONARIES
SNAP
ADSO
LIMITS
LU
SNA
XA
JOURNALS
AREAS
MULTITASK
NUCLEUS
RUN UNITS
BUFFERS
SHUTDOWN and ABORT
DYNAMIC
FILES
SEGMENTS
DEADLOCKS
TRANSACTIONS
DBTABLE
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N035034
N035035
N035036
N035037
N035038
N035039
N035040
N035041
N035042
N035043
N035044
N035045
N035046
N035047
N035048
N035049
N035051
N035052
N035054

DMCL
LOCKS
LOG
NODE
SYSGEN
DDS
DBGROUP
SHARED CACHE
RESOURCE
DATA SHARING
ID
DBNAME
SYSTRACE
SCRATCH
TCP/IP
CHANGE TRACKING
AUTOTUNE
MODID
MQ

N036
N036001
N036002

DISPLAY PRINTERS
DISPLAY PRINTERS
DISPLAY PRINTER printer-id 

N037
N037001
N037002
N037003

DISPLAY CLASSES/REPORTS
DISPLAY CLASSES/REPORTS
DISPLAY CLASS/REPORTS CLASS printer-class
DISPLAY REPORTS DESTINATION printer-destination 

N038
N038001
N038002
N038003
N038004
N038005
N038006
N038007
N038008

VARY PRINTER
DRAIN
REQUEUE
START
CANCEL
CLASSES
DESTINATION TO
DESTINATION ONLINE
DESTINATION OFFLINE

N039
N039001
N039002
N039003
N039004
N039005
N039006
N039007
N039008
N039009

VARY REPORT
DELETE
TO CLASS
TO DESTINATION
COPIES
FIRST
LAST
HOLD
RELEASE
KEEP

N040
N040000

DISPLAY REPLIES
DISPLAY REPLIES
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N041
N041001
N041002
N041003
N041004
N041005
N041006
N041007
N041008
N041009
N041010
N041011
N041012
N041013
N041014
N041015
N041016

DISPLAY/VARY/WRITE STATISTICS
DISPLAY STATISTICS INTERVAL
VARY STATISTICS INTERVAL interval
VARY STATISTICS INTERVAL OFF
WRITE STATISTICS
DISPLAY STATISTICS SYSTEM
VARY STATISTICS TRANSACTION ON
VARY STATISTICS TRANSACTION OFF
DISPLAY STATISTICS ROLL
VARY STATISTICS ROLL TIME HH:MM
VARY STATISTICS ROLL FRE ddd
VARY STATISTICS ROLL TIME HH:MM FRE ddd
VARY STATISTICS NOROLL
WRITE STATISTICS ROLL
DISPLAY STATISTICS MQ
DISPLAY STATISTICS MQ QUEUES
DISPLAY STATISTICS MQ QUEUE queue-name

N042
N042000
N042001

DISPLAY JOURNAL
DISPLAY JOURNAL
DISPLAY JOURNAL journal-name 

N043
N043000

VARY JOURNAL
VARY JOURNAL

N044
N044001
N044002
N044005

VARY UCF FETID
ONLINE
OFFLINE
QUIESCE

N045
N045001
N045002
N045003
N045004

VARY UCF SYSTEM
ONLINE
QUIESCE
OFFLINE
NEW COPY

N046
N046001
N046002

VARY DYNAMIC
PROGRAM
TASK

N047
N047001
N047002

DISPLAY LINES
DISPLAY LINES
DISPLAY LINE

N048
N048001
N048002
N048003
N048004

DISPLAY/VARY DDS
DISPLAY DDS LINE
DISPLAY DDS PTERM
DISPLAY DDS
VARY PTERM WEIGHT

N049
N049000
N049001

DISPLAY/VARY DBTABLE
DISPLAY DBTABLE
VARY DBTABLE

N050
N050000
N050001

VARY LOADLIB
OFFLINE
ONLINE
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N051
N051001
N051002
N051003
N051004
N051005
N051006

DISPLAY LOADLIBS/LOADLISTS/DICTIONARIES
DISPLAY LOADLIBS
DISPLAY LOADLIB
DISPLAY DICTIONARIES
DISPLAY DICTIONARY
DISPLAY LOADLIST
DISPLAY LOADLISTS

N052
N052001

DISPLAY ALL STORAGE POOLS
DISPLAY ALL STORAGE POOLS

N053
N053000
N053001
N053002
N053003
N053004
N053005
N053006
N053007
N053008
N053009
N053010
N053011
N053012

VARY SNAP
SYSTEM ON
SYSTEM OFF
SYSTEM PHOTO
SYSTEM NOPHOTO
TASK ON
TASK OFF
TASK PHOTO
TASK NOPHOTO
TASK TRACE ON
TASK TRACE OFF
TASK TRACE TASK
TASK TRACE LIMIT nnn
TASK TRACE LIMIT OFF

N054
N054000

DISPLAY SNAP
DISPLAY SNAP

N055
N055001

DISPLAY ALL PROGRAM POOLS
DISPLAY ALL PROGRAM POOLS

N056
N056001
N056002
N056003
N056004
N056005
N056006
N056007
N056008

DISPLAY/VARY ADSO STATISTICS
VARY ADSO STATISTICS ON
VARY ADSO STATISTICS ON ALL
VARY ADSO STATISTICS ON SELECTED
VARY ADSO STATISTICS OFF
VARY ADSO STATISTICS CHECKPOINT
DISPLAY ADSO STATISTICS
VARY ADSO RECORD COMPRESSION ON
VARY ADSO RECORD COMPRESSION OFF

N058
N058000

DISPLAY MESSAGE
DISPLAY MESSAGE

N059
N059001
N059002

DISPLAY/VARY LIMITS
DISPLAY LIMITS
VARY LIMITS

N060
N060001
N060002

DISPLAY LU
DISPLAY LUS
DISPLAY LU logical-unit-name 

N061
N061001
N061002

VARY LU
VARY LU (all except VARY LU RESET)
VARY LU RESET
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N062
N062000

DISPLAY NUCLEUS MODULE RELOAD TABLE
DISPLAY NUCLEUS MODULE RELOAD TABLE

N063
N063001
N063002
N063004

VARY NUCLEUS
VARY NUCLEUS MODULE NEW COPY
VARY NUCLEUS MODULE CANCEL
VARY NUCLEUS MODULE RELOAD

N064
N064001
N064002
N064006
N064007
N064010
N064011

DISPLAY/VARY DISTRIBUTED
DISPLAY DISTRIBUTED TRANSACTION
DISPLAY DISTRIBUTED TRANSACTION (X)ID
DISPLAY DISTRIBUTED RESOURCE MANAGER
DISPLAY DISTRIBUTED RESOURCE MANAGER name
VARY DISTRIBUTED TRANSACTION (X)ID
VARY DISTRIBUTED RESOURCE MANAGER name

N065
N065000

VARY DB WRITE DRIVER ONLINE
VARY DB WRITE DRIVER ONLINE

N066
N066000

VARY JOURNAL DRIVER ONLINE
VARY JOURNAL DRIVER ONLINE

N067
N067000

VARY DB WRITE DRIVER OFFLINE
VARY DB WRITE DRIVER OFFLINE

N068
N068000

VARY JOURNAL DRIVER OFFLINE
VARY JOURNAL DRIVER OFFLINE

N069
N069000

VARY JOURNAL FRAGMENT NUMBER
VARY JOURNAL FRAGMENT NUMBER

N072
N072000
N072002
N072003
N072004
N072005
N072006
N072009
N072012
N072013

DISPLAY RUN UNITS
DISPLAY RUN UNIT run-unit-n
DISPLAY RUN UNIT QUEUE
DISPLAY RUN UNIT LOADER
DISPLAY RUN UNIT MSGDICT
DISPLAY RUN UNIT SIGNON
DISPLAY RUN UNIT SYSTEM/DEST
DISPLAY RUN UNIT SECURITY
DISPLAY RUN UNIT SQL LOADER
DISPLAY RUN UNIT SQL SECURITY

N073
N073002
N073003
N073004
N073005
N073006
N073009
N073012
N073013

VARY RUN UNIT
VARY RUN UNIT QUEUE
VARY RUN UNIT LOADER
VARY RUN UNIT MSGDICT
VARY RUN UNIT SIGNON
VARY RUN UNIT SYSTEM/DESTINATION
VARY RUN UNIT SECURITY
VARY RUN UNIT SQL LOADER
VARY RUN UNIT SQL SECURITY

N074
N074000

VARY DATABASE READ DRIVER ON
VARY DATABASE READ DRIVER ON

N075
N075000

VARY DATABASE READ DRIVER OFF
VARY DATABASE READ DRIVER OFF
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N076
N076001
N076002
N076003
N076004
N076005

DISPLAY SUBTASK/MT
DISPLAY MPMODE TABLE
DISPLAY SUBTASK
DISPLAY SUBTASKS
DISPLAY MT QUEUE DEPTH
DISPLAY SUBTASK EFFECTIVENESS

N077
N077001
N077002
N077003

VARY SUBTASK/MT QUEUE
VARY SUBTASK N RRS ENABLED
VARY SUBTASK N RRS DISABLED
VARY MT QUEUE DEPTH nnn 

N078
N078000
N078001
N078002
N078003
N078004

DISPLAY STATISTICS AREA
DISPLAY STATISTICS AREAS
DISPLAY STATISTICS AREA area-name
DISPLAY STATISTICS AREA area-name FILE
DISPLAY STATISTICS AREA area-name BUFFER
DISPLAY STATISTICS AREA area-name ALL

N079
N079000
N079001
N079002
N079003
N079004

DISPLAY STATISTICS BUFFER
DISPLAY STATISTICS BUFFERS
DISPLAY STATISTICS BUFFER buffer-name AREA
DISPLAY STATISTICS BUFFER buffer-name FILE
DISPLAY STATISTICS BUFFER buffer-name
DISPLAY STATISTICS BUFFER buffer-name ALL

N080
N080000
N080001
N080002
N080003
N080004

DISPLAY STATISTICS FILE
DISPLAY STATISTICS FILES
DISPLAY STATISTICS FILE file-name AREA
DISPLAY STATISTICS FILE file-name
DISPLAY STATISTICS FILE file-name BUFFER
DISPLAY STATISTICS FILE file-name ALL

N081
N081000
N081001
N081002
N081003
N081004
N081128

DISPLAY FILES
DISPLAY FILES
DISPLAY FILE file-name AREA
DISPLAY FILE file-name
DISPLAY FILE file-name BUFFER
DISPLAY FILE file-name ALL
DISPLAY FILE file-name LOC
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N082
N082000
N082001
N082002
N082003
N082004
N082005
N082006
N082007
N082008
N082009
N082010
N082011
N082012
N082015
N082016
N082017
N082018

VARY FILE
VARY FILE file-name ACTIVE
VARY FILE file-name INACTIVE
VARY FILE file-name OPEN
VARY FILE file-name CLOSE
VARY FILE file-name OPEN UPDATE
VARY FILE file-name ALLOCATE
VARY FILE file-name DEALLOCATE
VARY FILE file-name DEALLOCATE FORCE
VARY FILE file-name DATASPACE/MEMORY CACHE YES
VARY FILE file-name DATASPACE/MEMORY CACHE NO
VARY FILE file-name DSNAME
VARY FILE file-name DISP SHR
VARY FILE file-name DISP OLD
VARY FILE file-name PREFETCH ON
VARY FILE file-name PREFETCH OFF
VARY FILE file-name SHARED CACHE cache-name
VARY FILE file-name SHARED CACHE NO

N083
N083001
N083002

DISPLAY LOG
DISPLAY LOG
DISPLAY LOG DRIVERS

N084
N084001
N084002
N084003 

VARY LOG DRIVER
VARY LOG DRIVER ONLINE
VARY LOG DRIVER OFFLINE
VARY LOG 

N085
N085000

VARY JOURNAL TRANSACTION LEVEL
VARY JOURNAL TRANSACTION LEVEL

N086
N086001
N086002

DISPLAY DEADLOCK
DISPLAY DEADLOCK DETECTION INTERVAL
DISPLAY DEADLOCK DETAILS

N087
N087001
N087003
N087004

VARY DEADLOCK
VARY DEADLOCK DETECTION INTERVAL
VARY DEADLOCK DETAILS OFF
VARY DEADLOCK DETAILS ON

N088
N088000
N088001

DISPLAY PHYSICAL DATABASE
DISPLAY PHYSICAL DATABASE
DISPLAY PHYSICAL DATABASE database-name 

N089
N089000
N089001
N089002
N089003
N089004
N089005
N089006
N089007
N089008
N089009

VARY DMCL
VARY DMCL VALIDATE NEW COPY
VARY DMCL NEW COPY
VARY DMCL PREFETCH ON
VARY DMCL PREFETCH OFF
VARY DMCL PREFETCH TRACE ON
VARY DMCL PREFETCH TRACE OFF
VARY DMCL MEMORY CACHE STORAGE LIMIT nnn xB
VARY DMCL MEMORY CACHE STORAGE LIMIT OPSYS
VARY DMCL MEMORY CACHE LOCATION 64 BIT ONLY
VARY DMCL MEMORY CACHE LOCATION ANYWHERE
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N090
N090000
N090001

DISPLAY SEGMENTS
DISPLAY SEGMENTS
DISPLAY SEGMENT segment-name 

N091
N091000
N091001
N091002
N091003
N091004
N091011
N091012
N091013
N091014
N091015
N091016
N091017
N091018
N091020
N091021
N091022

VARY SEGMENT
ACTIVE
RETRIEVAL <additional parameters>
UPDATE (ONLINE) <additional parameters>
OFFLINE <additional parameters>
TRANSIENT RETRIEVAL <additional parameters>
OPEN UPDATE
OPEN
CLOSE
PURGE
QUIESCE
DEALLOCATE
SHARED CACHE cache-name
SHARED CACHE NO
DATA SHARING ON
DATA SHARING OFF
ALLOCATE

N092
N092001
N092002
N092003

DISPLAY/VARY RESOURCE TABLE/NODE
DISPLAY RESOURCE TABLE
DISPLAY NODE
VARY RESOURCE TABLE NEW COPY

N093
N093001
N093002
N093003
N093004
N093005
N093006
N093007

DISPLAY LOCKS
DISPLAY LOCKS AREAS
DISPLAY LOCKS AREA area-name
DISPLAY LOCKS LTERMS
DISPLAY LOCKS LTERM logical-terminal-id
DISPLAY LOCK STATISTICS
DISPLAY LOCK RECORD DATA
DISPLAY LOCK RECORD DATA MEMBER member-name 

N094
N094001
N094002
N094003
N094004
N094005
N094006
N094007

DISPLAY SYSGEN
DISPLAY SYSGEN REFRESH ALL
DISPLAY SYSGEN REFRESH LINES
DISPLAY SYSGEN REFRESH LINE line-id
DISPLAY SYSGEN REFRESH STORAGE POOLS
DISPLAY SYSGEN REFRESH STORAGE POOL nnn
DISPLAY SYSGEN REFRESH PROGRAM POOLS
DISPLAY SYSGEN REFRESH PROGRAM POOL XAPP/XARP

N095
N095001
N095002
N095003
N095004
N095005
N095006
N095007

VARY SYSGEN
VARY SYSGEN REFRESH ALL
VARY SYSGEN REFRESH LINES
VARY SYSGEN REFRESH LINE line-id
VARY SYSGEN REFRESH STORAGE POOLS
VARY SYSGEN REFRESH STORAGE POOL nnn
VARY SYSGEN REFRESH PROGRAM POOLS
VARY SYSGEN REFRESH PROGRAM POOL XAPP/XARP
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N096
N096001
N096002
N096005
N096006
N096007
N096008
N096010
N096011
N096012
N096015
N096016
N096017
N096020
N096021
N096030
N096031
N096032
N096033
N096034
N096035
N096036
N096037
N096090
N096091
N096092
N096093
N096094
N096095

DISPLAY/VARY/TEST DBGROUP/SHARED CACHE/DATA
SHARING
DISPLAY DBGROUP
DISPLAY DBGROUP DEBUG
DISPLAY SHARED CACHE
DISPLAY SHARED CACHE DEBUG
DISPLAY XES LIST &vbar. LOCK strname
DISPLAY XES LIST &vbar. LOCK strname DEBUG
VARY DBGROUP group-name ON
VARY DBGROUP group name ACTIVE
VARY DBGROUP group-name JOIN
VARY DBGROUP group-name OFF
VARY DBGROUP group name INACTIVE
VARY DBGROUP group-name LEAVE
VARY SHARED CACHE cache-name ON
VARY SHARED CACHE cache-name OFF
DISPLAY DATA SHARING SUMMARY
DISPLAY DATA SHARING XES LOCK
DISPLAY DATA SHARING XES LIST
DISPLAY DATA SHARING XCF GROUP
DISPLAY DATA SHARING ALL
DISPLAY DATA SHARING DEBUG
VARY DATA SHARING DEFAULT CACHE
VARY DATA SHARING ON CONNECTIVITY LOSS option
TEST DBGROUP count member-name
TEST SHARED CACHE file-id
TEST XCFGRP group-name option
TEST XCFMSG function message-type option
TEST XESLOCK option count
TEST XESLIST option count

N097
N097001

TEST LRBK
TEST LRBK run-unit-id 

N098
N098001
N098002
N098003

QUIESCE
QUIESCE AREA
QUIESCE SEGMENT
QUIESCE DBNAME

N099
N099001
N099002

DISPLAY ID
DISPLAY ID
DISPLAY ID NAME

N100
N100000
N100001
N100002
N100003
N100004
N100005
N100006
N100007
N100008

DISPLAY CSAFLAGS & VARY CSATST/CSALMGR/CSAHPCS/
CSADBIO/CSACFIM...
DISPLAY CSAFLAGS
VARY CSATST nn ON/OFF
VARY CSALMGR n ON/OFF
VARY CSAHPCS n ON/OFF
VARY CSADBIO n ON/OFF
VARY CSACFIM n ON/OFF
VARY CSATMGR n ON/OFF
Internal use only
VARY CSADBMS n ON/OFF
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N101
N101003

VARY ID
VARY ID xxx TERMINATE

N102
N102000
N102001

DISPLAY/VARY TRANSACTION SHARING
DISPLAY TRANSACTION SHARING
VARY TRANSACTION SHARING ON/OFF

N103
N103001
N103002
N103003
N103007
N103008

DISPLAY/VARY TRACE/SYSTRACE
DISPLAY SYSTRACE
VARY SYSTRACE OFF
VARY SYSTRACE ON
DISPLAY TRACE
VARY TRACE

N104
N104001
N104002

DISPLAY/VARY SCRATCH
DISPLAY SCRATCH
VARY SCRATCH

N105
N105002

VARY CHANGE TRACKING
FILE COUNT nnn/DELETE
ON/OFF/REFRESH/ACTIVE/INACTIVE/DISABLE/ENABLE

N106 DISPLAY CHANGE TRACKING
N107
N107001
N107002
N107003
N107004
N107005
N107006

DISPLAY TCP/IP
DISPLAY TCP/IP ALL
DISPLAY TCP/IP SUMMARY
DISPLAY TCP/IP STATISTICS
DISPLAY TCP/IP STACK TABLE
DISPLAY TCP/IP SERVICES
DISPLAY TCP/IP SOCKETS

N108
N108001
N108002
N108003
N108004
N108005
N108006
N108007
N108008

VARY TCP/IP
VARY TCP/IP STATUS
VARY TCP/IP TCP_NODELAY
VARY TCP/IP DEFAULT STACK
VARY TCP/IP INCLUDE/EXCLUDE STACK
VARY TCP/IP MAXIMUM SOCKETS
VARY TCP/IP MAXIMUM SOCKETS PER TASK
VARY TCP/IP SERVICES FILE
VARY TCP/IP STACK TABLE

N109
N109000
N109001
N109005
N109006
N109007
N109010
N109011
N109012
N109013
N109014

VARY JOURNAL FILE
VARY JOURNAL FILE journal-file-name ACTIVE
VARY JOURNAL FILE journal-file-name INACTIVE
VARY JOURNAL FILE journal-file-name ALLOCATE
VARY JOURNAL FILE journal-file-name DEALLOCATE
VARY JOURNAL FILE journal-file-name DEALLOCATE FORCE
VARY JOURNAL FILE journal-file-name DSNAME
VARY JOURNAL FILE journal-file-name DISP SHR
VARY JOURNAL FILE journal-file-name DISP OLD
VARY JOURNAL FILE journal-file-name ONLINE
VARY JOURNAL FILE journal-file-name OFFLINE (PERmanent)
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N110
N110001
N110002

DISPLAY AUTOTUNE
AUTOTUNE [parameter-name]
AUTOTUNE *

N111
N111001
N111002

VARY AUTOTUNE
AUTOTUNE … RESET
AUTOTUNE … OFF

N112
N112001
N112002

DISPLAY MODID
[FROM/TO]
module-name

N113
N113002
N113003 

VARY ZIIP
VARY ZIIP OFF
VARY ZIIP ON 

N114
N114001

DISPLAY MQ
DISPLAY MQ

N115
N115001
N115002

VARY MQ
ENABLED/DISABLED
QUEUE MANAGER queue-manager-name

N116
N116000

DISPLAY SRTT
DISPLAY SRTT

N117
N117000

DISPLAY CTAB
DISPLAY CTAB

N118
N118000

DISPLAY UTAB
DISPLAY UTAB

For more information about DCMT commands, see CA IDMS System Tasks and Operator Commands.

#UTABGEN
#UTABGEN assigns activity numbers to utility commands.

This article includes the following information:

  

#UTABGEN Syntax
                 ┌──────────────── , ────────────────────┐
►►─── #UTABGEN ─▼─ ( command-security-specification ) ──┴──────────────────►◄

 Expansion of Command-Security-Specification 

           ┌───────────────── , ──────────────┐
►►┬───▼─ security-label, activity-number ┴───────────────────────────────┬─►◄
  │                                                                      │
  │                 ┌─────────────────── , ─────────────────────┐        │
  └──┬───────────┬──▼─command-code, ─┬─ security-label ───┬─────┴────────┘
     ├─ BOTH, ◄──┤                   └─ activity-number ──┘
     ├─ BCF, ────┤
     └─ OCF, ────┘
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#UTABGEN Parameters

•  security-label,activity-number
Defines a security label and associates it with a BCF or OCF activity number.
A security label can be used to classify utility commands by assigning a security label to one or more utility command
codes. All commands with the same security label will then be associated with the security label's activity number.
A security label must be one alphabetic character (A through Z). You can define a maximum of 26 security labels in the
#UTABGEN macro. Valid activity-numbers are in the range of 0-255.

NOTE
 An activity number of zero means no security.

•  BOTH, BCF, OCF,
Specifies whether the current group of command code security assignments (within the parentheses), will apply to both
BCF and OCF commands, just BCF commands, or just OCF commands. BOTH is the default.

NOTE
The terms BCF and OCF are used to distinguish between operations processed inside the CV from those
processed in the batch address space. This means that the term BCF applies to local mode batch only, while
the term OCF applies to both OCF and batch to CV (that is, central mode batch).

•  command-code
Defines a code from the predefined utility command code table that represents a utility command. For example,
FORMAT identifies the Format utility. PRINTSPACE identifies the Print Space utility.

NOTE
A list of valid utility commands follows:.

•  security-label
Specifies a previously defined security label that you are associating with command-code.

•  activity-number
Specifies the BCF/OCF activity number you are associating with command-code. Valid activity-numbers are in the
range of 0-255.

NOTE
An activity number of zero means no security.

#UTABGEN Usage

 Coding Considerations 

All lines except the first one must start in column 16.

All lines except the last one must have a non-blank character in column 72.

 General 

When you use the #UTABGEN macro, you can assign an OCF/BCF activity number to one or more Utility commands.

• You can associate a specific OCF/BCF activity number (0 through 255) with a utility command.
• You can associate a security label (A through Z) with a utility command.

An activity number of zero turns off security for that security-label or command-code. Coding zero is a useful way to turn
off security, without deleting the command-code from the #UTABGEN source definition.

Only commands that are being secured need to be coded. If omitted, they default to an activity code of zero.

Security labels must be defined before they can be assigned to command codes.

Use of security labels makes it easier to maintain security definitions when several commands are assigned the same
OCF/BCF activity number. You define a security label in the #UTABGEN macro itself. You need to only change the
security label definition in the #UTABGEN macro to modify the security for all associated DCMT commands.
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Generating the #UTABGEN Macro

The source file that specifies the #UTABGEN macro can only contain one macro. Once assembled, the resulting object
must be link edited as the stand-alone module IDMSUTAB. To assemble and link edit the #UTABGEN macro, use the JCL
or commands appropriate for your operating system. For more information, see Security Macro JCL.

 Example 1: 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--         #UTABGEN (A,3,B,10),         

                                 X               (OCF,FORMAT,A,LOCK,A,UNLOCK,A),                         X    

           (BCF,ARCHIVEJOURNAL,B,ARCHIVELOG,B),                    X               (FIXPAGE,50)          END

This example shows an activity code of 3 being assigned to security-label A and activity code 10 being assigned to
security-level B.

OCF indicates the commands that follow (within the parentheses) will be assigned activity codes only when running in
the online command facility OCF or as part of the batch command facility IDMSBCF running in central mode. Commands
FORMAT, LOCK and UNLOCK are associated with security-label A. Since security-label A is currently assigned to the
OCF/BCF activity code 3, the Format, Lock, and Unlock commands are assigned activity code 3.

BCF indicates that the commands within that group will only be secured when running as part of the batch command
facility IDMSBCF running in local mode only. In this example, the Archive Journal and Archive Log commands will be
assigned to the activity code 10, via the security-label B.

FIXPAGE is not qualified so the activity code 50 will be assigned to the Fix Page utility in both OCF and BCF.

 Example 2: 

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

         #UTABGEN (FORMAT,14,FIXPAGE,14)
          END

In this example, the activity number of 14 is assigned the utility command codes FORMAT and FIXPAGE. Because the
codes are not identified as being either OCF or BCF, the commands associated with these codes will be secured in both
online and batch, and both will use the same activity number.

 Displaying the #UTABGEN Macro

The DCMT DISPLAY UTAB command displays Utility Activity Assignments (#UTABGEN macro/IDMSUTAB load module).

 Recreating the UTABGEN command assignments (UTAB) via Batch

To display or recreate the UTAB table, use the batch program—IDMSUTAD. This program recreates the UTAB definition
syntax from the existing load module.The z/OS JCL is used to execute the IDMSUTAB batch processor (IDMSUTAD)
for CA IDMS. IDMSUTAB source syntax is decompiled from the load module and written to the SYSPCH DD name.
Additional file assignments might be needed for the user catalog and the system dictionary depending on your security
implementation. The IDMSUTAB creation date is written to the SYSLST DD.

#UTABGEN Utility Command Codes

 Code  Utility Command 
ARCHIVEJOURNAL Archive Journal
ARCHIVETRACE ARCHIVE TRACE
ARCHIVELOG Archive Log
BACKUP Backup
BUILD Build Indexes/Constraints
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CLEANUP Cleanup Segment/Area
CONVERTCATALOG Convert catalog
CONVERTPAGE Convert Page
EXPANDPAGE Expand Page
FASTLOAD Fastload
FIXARCHIVE Fix Archive
FIXPAGE Fix Page
FORMAT Format Area/Segment/File
INSTALLSTAMPS Install Stamps
LOAD Load
LOCK Lock Area/Segment
MAINTAINASF Maintain ASF
MAINTAININDEX Maintain Index
MERGEARCHIVE Merge Archive
PRINTINDEX Print Index
PRINTJOURNAL Print Journal
PRINTLOG Print Log
PRINTPAGE Print Page
PRINTSPACE Print Space
PRINTTRACE PRINT TRACE
PUNCHLOADMODULE Punch Load Module
RELOAD Reload
REORG Unload and reload all or part of a database
RESTORE Restore
RESTRUCTURE Restructure
RESTRUCTURECONNECT RestructureConnect
ROLLBACK RollBack
ROLLFORWARD RollForward

Extract Journal
SETOPTIONS Set BCF/OCF Options
SYNCHRONIZESTAMPS Synchronize stamps
TUNEINDEX Tune Index
UNLOAD Unload
UNLOCK Unlock Area/Segment
UPDATESTATISTICS Update Statistics
VALIDATE Validate

#GTABGEN
#GTABGEN assigns activity numbers to online debugger security categories.

This article includes the following information:
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#GTABGEN Syntax

                ┌──────────────── , ─────────────────┐
►►─── #GTABGEN ─▼─ debugger-security-specification ──┴────────────────────────►◄

Expansion of Debugger-Security-Specification

►►─┬────────────────────────────────────────────────┬─────────────────────────►
   │     ┌───────────────── , ───────────────┐      │
   └─ ( ─▼─ security-label, activity-number ─┴─ ), ─┘
 
         ┌─────────────────── , ──────────────────────┐
 ►─── ( ─▼─ security-Category, ─┬─ security-label ──┬─┴─ ) ───────────────────►◄
                                └─ activity-number ─┘

#GTABGEN Parameters

• security-label,activity-number
Associates an online debugger security label with an activity number.
Security-label specifies a label with which you can associate one or more online debugger security categories.
Security-label must be one alphabetic character (A through Z). You can define at most 26 security labels in the
#GTABGEN macro.
Activity-number specifies the activity number you are associating with security-label. Activity-number must be a
numeric value in the range 1 through 256.

• security-category
Specifies the online debugger security category with which you are associating the activity number or security label.
Security-category can be any value listed in the "Category" column of the following table, which presents each online
debugger security category and its description:

Category Description
ALLR Any entities named in the following categories can be retrieved.
ALLU Any entities named in the following categories can be updated.(1)
ASYSPGR CA ADS runtime system programs (ADSOMAIN, ADSORUN1,

and ADSODBUG) can be retrieved.
ASYSPGU CA ADS runtime system programs can be updated.(1)
ASYSTGR Storage acquired by the CA ADS runtime system can be retrieved.

System storage includes the control block for the online work area
(OWA), the online terminal block (OTB), the online terminal block
extension (OTBX), and the variable dialog block (VDB).

ASYSTGU Storage acquired by the CA ADS runtime system can be updated.
(1)

AUPGMR CA ADS user programs can be retrieved. These include the fixed
dialog block (FDB), the application definition block (ADB), and the
task application table (TAT).

AUPGMU CA ADS user programs can be updated.(1)
SHSTGR Shared storage can be retrieved.
SHSTGU Shared storage can be updated.(1)
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UPGMR User programs, subschemas, maps, and tables can be retrieved.
UPGMU User programs, subschemas, maps, and tables can be updated.

(1)
USTGR User storage can be retrieved.
USTGU User storage can be updated.(1)

NOTE
(1) Update mode also implies that programs can be retrieved. In retrieval mode you can list and set breakpoints.

• security-label
Specifies the online debugger security label that you are associating with security-category.
This occurrence of security-label must match a security label that is specified in a prior parenthesized list in the macro.

• activity-number
Specifies the online debugger activity number that you are associating with security-category.

#GTABGEN Usage

Generating the #GTABGEN Macro

To assemble and link edit the #GTABGEN macro, use the JCL or commands appropriate to your operating system.

NOTE
For more information, see Appendix A: Security Macro JCL.

In the following sample #GTABGEN macro, two security labels are defined:

• A, which is assigned activity number 20
• B, which is assigned activity number 30

UPGMU, the security category that allows updates of user programs, is assigned label A (and, therefore, activity number
20). USTGU, the category that allows updates of storage, is assigned security label B (and, therefore, activity number 30).
ALLR, the category that allows retrieval only for all programs and storage is assigned activity number 50.

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

         #GTABGEN(A,20,B,30),                                         X

               (UPGMU,A,USTGU,B,ALLR,50)

#SECHECK
#SECHECK checks a user authority to access a resource.

This article includes the following information:

#SECHECK Authorization

No authorization required.

#SECHECK Syntax

►►─── #SECHECK ───────────────────────────────────────────────────────────────►

 1985



 Administrating

 ►─── SRB= ─┬─ request-block-area-name ─┬─────────────────────────────────────►
            └─ request-block-address ───┘

 ►─── ,RESTYPE= ─┬─ resource-type-variable ┬──────────────────────────────────►
                 ├─ resource-type-address ─┤
                 └─ 'resource-type-name' ──┘

 ►─── ,RESNAME= ─┬─ resource-name-variable ─┬─────────────────────────────────►
                 ├─ resource-name-address ──┤
                 └─ 'resource-name' ────────┘

                       ┌──────── , ───────┐
 ►─── ,AUTHRTY= ─┬─ ( ─▼─ authority-name ─┴─ ) ─┬─────────────────────────────►
                 └─ authority-bit-indicator ────┘

 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   └─ ,CATEGRY= category-indicator ─┘

 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   └─ ,DBNAME= ─┬─ database-name-variable ─┬─┘
                ├─ database-name-address ──┤
                └─ 'database-name' ────────┘

 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   └─ ,VERSION= ─┬─ version-number-variable ─┬─┘
                 ├─ version-number-address ──┤
                 └─ 'version-number' ────────┘

 ►─┬──────────────────────────────────┬───────────────────────────────────────►
   └─ ,DDNAME= ─┬─ ddname-variable ─┬─┘
                ├─ ddname-address ──┤
                └─ 'ddname' ────────┘

 ►─┬───────────────────────────────────────┬──────────────────────────────────►
   └─ ,SCHEMA= ─┬─ schema-name-variable ─┬─┘
                ├─ schema-name-address ──┤
                └─ 'schema-name' ────────┘

 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   └─ ,SUBSCHM= ─┬─ subschema-name-variable ─┬─┘
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                 ├─ subschema-name-address ──┤
                 └─ 'subschema-name' ────────┘

 ►─┬────────────────────────────────────────────┬─────────────────────────────►
   └─ ,APPLFNC= application-function-indicator ─┘

 ►─┬─────────────────────────────────────────────────────────────────────┬────►
   └─ ,RESLIST= resource-list-indicator ,RESLCNT= entry-count-indicator ─┘

 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   │               ┌──────── , ────────┐     │
   └─ ,RGSV= ── ( ─▼─ register-number ─┴─ ) ─┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,CALL= ─┬─ YES ◄───┤
              ├─ NO ─────┤
              └─ ONLY ───┘

 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ ,CLEAR= ─┬─ YES ◄───┤
               └─ NO ─────┘

 ►─┬───────────────────────────────────────────────┬──────────────────────────►◄
   └─ ,PLIST= ─┬─ SYSPLIST ◄─────────────────────┬─┘
               └─ parameter-list-areaindicator ──┘

#SECHECK Parameters

• SRB=
Specifies the area containing the security request block (SRB) associated with this request. This area is mapped by
DSECT #SECRB.
The location of the SRB is required because most of the other parameters coded on the #SECHECK will be stored in
the SRB.

• request-block-area-name
Specifies the symbolic name of the area containing the SRB.

• request-block-address
Specifies the register containing the address of the SRB.

• ,RESTYPE=
Specifies the type of the resource being checked. The name of the resource type must be one- to four-characters. At
runtime the resource type must be defined to CA IDMS centralized security.

NOTE
For a list of valid CA IDMS resource types, see #SECRTT.
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#SECHECK does not validate the resource type. However, the security system will fail the request at runtime if the
type is not valid.

• resource-type-variable
Specifies a user-defined field containing the name of the resource type.
The field must be at least four bytes in length. The name of the resource type must be left-justified and padded with
blanks.

• resource-type-address
Specifies a register containing the address of the resource type name.

• 'resource-type-name'
Specifies a literal that is the name of the resource type.

• ,RESNAME=
Specifies the name of the resource being checked.

• resource-name-variable
Specifies a user-defined field containing the name of the resource.
The resource name must be left-justified and padded with blanks or binary zeros.

• resource-name-address
Specifies a register containing the address of the resource name.

• 'resource-name'
Specifies a literal that is the name of the resource.

• ,AUTHRTY=
Specifies the authorities the user must hold to gain access to the resource being checked.

• authority-name
Specifies the name of the authority. If you specify only one authority, you may omit parentheses.
Valid authority names are as follows:

ALTER
CREATE
DBADMIN
DBAREAD
DBAWRITE
DCADMIN
DELETE
DISPLAY

DROP
EXECUTE
INSERT
REFERENCES
SELECT
SIGNON
SYSADMIN
UPDATE
USE

• authority-bit-indicator
Specifies a user-defined six-byte field or a register containing the address of such a field. You must set the bits in the
field corresponding to the required authorities.

• ,CATEGRY=category-indicator
Specifies whether the security system should update the category table from the catalog before proceeding with the
security check.
If category-indicator is 0, the security system will unconditionally update the category table from the catalog before
making the security check.
If category-indicator is a non-zero value, the security system will update the category table from the catalog before
making the security check only if the category has not already been retrieved.
category-indicator must be one of the following:
– The name of a user-defined halfword field containing the indicator
– A register containing the indicator value
– A literal representing the indicator
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If the category is zero, the security system will retrieve the assigned value from the security database and return it in
the SRB.
CATEGRY is valid only for resource types which can be secured by categories. If you specify CATEGRY for the
resource, do not specify the APPLFNC parameter.

• ,DBNAME=
Specifies the database name for the load area in which resource types such as database resources and load modules
for CA ADS dialogs reside. The runtime security system ignores the contents of this field for other resource types.
Resource type DB: Use the RESNAME parameter to supply database name if the security check is for resource type
DB.

• database-name-variable
Specifies the name of a user-defined field that contains the database name.
The database name must be left-justified and padded with blanks or binary zeros.

• database-name-address
Specifies the register with the address of the user-defined field that contains the database name.

• 'database-name'
Supplies the database name as a character string literal.

• ,VERSION=
Specifies the version for load modules (resource type SLOD) and non-SQL schemas (resource type NSCH). The value
in this parameter must be in the form Vnnnn, where nnnn is the version in character format.
If you specify VERSION= for the resource, do not specify the DDNAME parameter.

• version-number-variable
Specifies the name of a user-defined field that contains the version number.

• version-number-address
Specifies the register with the address of the user-defined field that contains the version number.

• 'version-number'
Supplies the version number as a character string literal.

• DDNAME=
Specifies the ddname defining the operating system library in which a program (resource type SPGM) resides.
If you specify DDNAME for the resource, do not specify the VERSION= parameter.

• ddname-variable
Specifies the name of a user-defined field that contains the ddname.
The ddname must be left-justified and padded with blanks.

• ddname-address
Specifies the register with the address of the user-defined field that contains the ddname.

• 'ddname'
Supplies the ddname as a character string literal.

• ,SCHEMA=
Specifies the name of the schema for SQL tables (resource type TABL) and access modules (resource type DACC and
SACC).
Resource type SCHEMA: Use the RESNAME parameter to specify schema name if the security check is for a
schema (resource types QSCH and NSCH).

• schema-name-variable
Specifies the name of a user-defined field that contains the schema name.
Schema name must be left-justified and padded with blanks.

• schema-name-address
Specifies the register with the address of the user-defined field that contains the schema name.

• 'schema-name'
Supplies the schema name as a character string literal.

• ,SUBSCHM=
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Specifies the subschema name for native run units (resource type NRU).
• subschema-name-variable

Specifies the name of a user-defined field that contains the subschema name.
Subschema name must be left-justified and padded with blanks.

• subschema-name-register
Specifies the register with the address of the user-defined field that contains the subschema name.

• 'subschema-name'
Supplies the subschema name as a character string literal.

• ,APPLFNC=
Specifies the number associated with an application function. Each application can have up to 256 functions,
numbered 1 through 256. Function numbers must be unique within a given application but need not be unique across
applications.
APPLFNC is valid for activities (resource type ACTI) only. If you specify APPLFNC for the resource, do not specify the
CATEGRY parameter.

• application-function-indicator
Supplies the application function number.
Application-function-indicator can be one of the following:
– User-supplied halfword field
– Register containing the function number
– Numeric literal

• ,RESLIST=
Specifies a list of resources to be checked on this call.
The resource list contains one entry for each resource being checked. All resources in the list must be of the same
resource type.

NOTE
For more information on the format of the entries in a resource list, see DSECT #SECRLST in Security
Database Information and DSECTs.

• resource-list-indicator
Specifies one of the following:
– A user-defined field that contains the name associated with the first entry in the resource list.
– The register with the address of the first entry in the resource list.

• ,RESLCNT=
Specifies the number of entries in the list specified by RESLIST.

• entry-count-indicator
Specifies one of the following:
– A user-defined halfword field that contains the entry count.
– The register that contains the entry count.
– The entry count represented by a numeric literal.

• ,RGSV=
Specifies that one or more registers are to be saved across the call. This parameter is valid in system mode only.

• ,register-number
Specifies a register.
Register-number must be a numeric literal.

• ,CALL=
Controls the expansion of the #SECHECK macro.
If you omit the CALL parameter, the effect is the same as specifying CALL=YES.

• YES
Causes #SECHECK to generate both the code to complete the SRB and invoke the security system.

• NO
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Causes #SECHECK to generate the code to fill in the SRB fields, but not to build the parameter list or the call.
• ONLY

Causes #SECHECK to generate only the code needed to invoke the security system.
• ,CLEAR=

Specifies whether you want the SRB to be initialized.
If you omit the CLEAR= parameter, the effect is the same as specifying CLEAR=YES.

• YES
Causes #SECHECK to clear the SRB to binary zeros before the macro expansion begins to assign values.

• NO
Indicates that the SRB should not be initialized.

• ,PLIST=
Specifies the address of the area in which to build the parameter list.

• SYSPLIST
Supplies the default name for the area that contains the parameter list.

• parameter-list-area-indicator
Overrides the default area name SYSPLIST by specifying one of these:
– The name of a user-defined fullword-aligned field that contains the address of the parameter list
– A register with the address of the parameter list

#SECHECK Usage

Copying the Security Request Block

To issue the #SECHECK macro, you must copy the Security Request Block. This block is mapped by the #SECRB
DSECT.

NOTE
For more information, see the documentation of #SECRB.

Multiple Security Checks in a Single Request

The #SECHECK function supports multiple security checks in a single request if all the resources are of the same type.
For example, all authorities needed by an access module can be validated in a single request.

An application can request that authorization for a list of resources be checked. This reduces the number of calls to the
security manager.

Validating Parameters

#SECHECK does not validate parameters based on resource type. All parameters supplied on the call are stored in the
SRB. The security system ignores information which is irrelevant to the resource type.

#SECHECK Return Codes

The return code for a security check is stored in register 15 and the SRBXR15 field of the SRB. The following table lists
the possible return codes provided by the internal security system in response to a #SECHECK macro:

Code Resource grouping Meaning Resource
00 Request was successful; access allowed
04 Resource occurrence or object (user, group, etc.) not found
08 User not authorized; access denied
12 Interface/parameter list error
16 Resource access threshold violation
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When using the multiple security check option, register R15 contains return code 0 only if the user has access to all the
resources. The security system places the return codes for the individual resources in the area (RTNADDR) supplied by
the caller.

Return Codes for a List of Resources

To check the return code for each entry in a list of resources supplied with a security request, you must copy #SECRLST.
When using this option, determine the results from all list entries if the return code is not 12 (invalid request). R15=0 does
not necessarily mean the user is authorized for all entries in the list.

External Return Codes

If the external security system return code is 4, the issuer of #SECHECK will receive a return code of 8. Other non-zero
codes from the external system will be passed through as is. The CA IDMS internal security system is not used as a
fallback system for external security.

#SECRTT
#SECRTT Generates the table used to route security check requests for each resource type to the internal or external
security system.

This article describes the following information:

#SECRTT Authorization

Authorization to assemble the #SECRTT macro, if any, is defined in an external security system.

#SECRTT Syntax

Syntax for TYPE=INITIAL

►►─── #SECRTT TYPE=INITIAL ───────────────────────────────────────────────────►

 ►─┬───────────────────────────────────┬──────────────────────────────────────►
   └─ ,ENVNAME= ─┬─ environment-name ─┬┘
                 └─ NULL ◄────────────┘

 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,SGNRETN= ─┬─ time-interval─┬┘
                 └─ OFF ◄─────────┘

 ►─┬──────────────────────────────────────────────────────────────┬───────────►
   └─ ,SYSPROF= ─── ( ──┬─ OFF ──────────┬─┬────────────────┬─ ) ─┘
                        ├─ NULL ─────────┤ └─ , ─┬─ ON ─────┤
                        ├─ USER ─────────┤       └─ OFF ◄───┘
                        ├─ GROUP ────────┤
                        ├─ SYSTEM ───────┤
                        ├─ DEFAULT ◄─────┤
                        └─ profile-name ─┘
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 ►─┬──────────────────────────────────────────────────────────────┬───────────►
   └─ ,USRPROF= ─── ( ──┬─ OFF ──────────┬─┬────────────────┬─ ) ─┘
                        ├─ NULL ─────────┤ └─ , ─┬─ ON ─────┤
                        ├─ USER ◄────────┤       └─ OFF ◄───┘
                        ├─ GROUP ────────┤
                        ├─ SYSTEM ───────┤
                        └─ profile-name ─┘

 ►─┬────────────┬────────┬────────────────────────────────────────────────────►
   └─ ,DFLTSGN= ├─ YES ──┤
                └─ NO ◄──┘

 ►─┬────────────────────────────────────────────────┬─────────────────────────►
   └─ ,DFLTUID= ──┬───────── user-identifier ─────┬─┘
                  │     ┌─────── , ───────┐       │
                  └─ ( ─▼─┬─ VTAMNODE ──┬─┴── ) ──┘
                          ├─ PTERMID ───┤
                          └─ LTERMID ───┘

 ►─┬──────────────────────────────┬───────────────────────────────────────────►
   └─ ,EXTRUID= user-identifier ──┘

 ►─┬───────────────────────────────────┬──────────────────────────────────────►
   └─ ,MAXRESN= ─┬─ resource-entries ─┬┘
                 └─ 150 ◄─────────────┘

 ►─┬────────────────────────────┬─────────────────────────────────────────────►◄
   └─ ,SVCNUM= ─┬─ svc-number ─┬┘
                └─ 175 ◄───────┘

Syntax for TYPE=ENTRY and TYPE=OCCURRENCE

►►─── #SECRTT TYPE= ─┬─ ENTRY ────────────────────────────────┬───────────────►
                     └─ OCCURrence,RESNAME= 'resource-name', ─┘

 ►─── RESTYPE= resource-type-name ────────────────────────────────────────────►

 ►─┬──────────────────────────┬───────────────────────────────────────────────►
   └─ ,SECBY= ─┬─ EXTernal ─┬─┘
               ├─ INTernal ─┤
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               └─ OFF ◄─────┘

 ►─┬──────────────────────────────────────────┬───────────────────────────────►
   └─ ,EXTCLS= ─┬─ resource-class-variable ─┬─┘
                └─ 'resource-class-name' ───┘

 ►─┬──────────────────────────────────────────┬───────────────────────────────►
   │                ┌──────── , ───────┐      │
   └─ ,EXTNAME=  ( ─▼─┬─ ACTIvity ───┬─┴─ ) ──┘
                      ├─ APPLname ───┤
                      ├─ DBNAme ─────┤
                      ├─ DDNAme ─────┤
                      ├─ ENVIr ──────┤
                      ├─ RESName ◄───┤
                      ├─ RESTYPE ────┤
                      ├─ SCHEma ─────┤
                      ├─ SSNAme ─────┤
                      ├─ SYSTem ─────┤
                      └─ VERSion ────┘

Syntax for TYPE=FINAL

►►─── #SECRTT TYPE=FINAL ─────────────────────────────────────────────────────►◄

#SECRTT Parameters

• TYPE=
Specifies the type of action to result from assembling the macro.
In a series of #SECRTT macros, the first of the series must specify TYPE=INITIAL and the last must specify
TYPE=FINAL.
– INITIAL

Specifies that entries in the SRTT for all CA IDMS-defined resources are to be initialized:
For each resource type, the initial values are the following:
• SECBY=OFF
• EXTNAME=(RESNAME)
• EXTCLS=blanks

• ENVNAME=environment-name
Specifies a name for the environment that uses the SRTT. Environment-name can be used in external resource name
construction.
Environment-name must be one to eight characters in length.
– NULL

Specifies that there is no name for the environment that uses the SRTT.
• SGNRETN

Specifies whether CA IDMS should retain signon information originating from external request units (ERUs). This
option will provide performance improvements in environments which process large numbers of short-lived ERUs and
external security systems.
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– time-interval
Specifies the time in minutes that CA IDMS should retain signon information for external request units after the last
session has been ended by signoff.
You can specify the CA IDMS command, DCUF SHOW USERS ALL, to show the retained users signons with an
LTERMID of *NONE*.
Note: If a user signs on to the CA IDMS CV through a VTAM or TSO UCF connection and this is the last (or only)
session, a FULL signoff will be performed and the retained signon information and control blocks will be freed from
the CA IDMS CV.

– OFF
Specifies that a full signoff, which frees all retained control blocks, will be performed at the end of the last (or only)
session for the user. OFF is the default.

• SYSPROF=
Specifies the default SYSTEM profile and whether SYSTEM profiles should be processed for external run units.
– OFF

Specifies that no SYSTEM profile should be processed.
Note: If SYSTEM profiles are OFF, they will be off for all tasks including external run units, regardless of the setting
of the second subparameter.

– NULL
Specifies that there is no default SYSTEM profile.

– USER
Specifies that the default SYSTEM profile name is the user-id.

– GROUP
Specifies that the default SYSTEM profile name is the name of the user's default group.

– SYSTEM
Specifies that the default SYSTEM profile name is the SYSTEM ID defined in SYSGEN.

– profile-name/DEFAULT
Specifies the name of the default profile. The profile name must be 1 to 18 characters.
• ON
Indicates that profiles should be processed for external run units. The default profile, if any, is specified by the first
subparameter.
• OFF
Indicates that profiles should not be processed for external run units. The default is OFF.

• USRPROF=
Specifies the default USER profile and whether USER profiles should be processed for external run units.
– OFF

Specifies that no USER profile should be processed.
Note: If USER profiles are OFF, they will be off for all tasks including external run units, regardless of the setting of
the second subparameter.

– NULL
Specifies that there is no default USER profile.

– USER
Specifies that the default USER profile name is the user-id.

– GROUP
Specifies that the default USER profile name is the name of the user's default group.

– SYSTEM
Specifies that the default USER profile name is the SYSTEM ID defined in SYSGEN.

– profile-name/DEFAULT
Specifies the name of the default profile. The profile name must be 1 to 18 characters.
• ON
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Indicates that profiles should be processed for external run units. The default profile, if any, is specified by the first
subparameter.
• OFF
Indicates that profiles should not be processed for external run units. The default if OFF.

• DFLTSGN=
Specifies whether CA IDMS should perform a signon using a specific name if a security check is issued and the
terminal operator has not signed on. The name to use for the default signon is defined by the DFLTUID parameter.
– YES

Enables default signon.
– NO

Disables this option.
• DFLTUID=

Specifies the default signon CA IDMS is to use when the DFLTSGN parameter is enabled, a security check is
issued, and the terminal operator has not signed on. Specify a user-identifier or a list of up to three ID options
in parentheses. If DFLTSGN=YES, and you don't specify DFLTUID parameters, the default is as follows:
(VTAMNODE,PTERMID,LTERMID).
– user-identifier

Specifies the default signon as an unquoted literal from 1 to 18 characters in length.
– VTAMNODE

Specifies that for VTAM terminals, the VTAM node name is used as the default signon.
– PTERMID

Specifies that the PTERM ID is used as the default signon, if the PTERM is available and the option has not been
satisfied by the VTAMNODE parameter (non-VTAM terminals, or VTAMNODE not specified for VTAM terminals).

– LTERMID
Specifies that the LTERM ID is used as the default signon, if the option has not been satisfied by the VTAMNODE or
PTERMID parameters.

• EXTRUID=
Specifies the extract user ID that can be used at sites that do not have an external security system. User-identifier is
an unquoted literal from 1- to 18-characters.

• MAXRESN=max-resource-entries
Specifies maximum number of entries in the #SECRTT global table.
If the default of 150 entries is exceeded, the assembly of the #SECRTT fails with condition code of 12 and an
assembler error message displays:
"12, SRTT GLOBAL TABLE OVERFLOW. GENERATION ABORTED".
When this error message is received, review the #SECRTT entries. Check the wildcards to ensure they are valid and
used properly. When wildcards are used properly, they reduce the number of entries in #SECRTT global table.

WARNING
Excessive entries require CPU time to resolve each security check.

150

This is the default. It can be increased if necessary.

SVCNUM=svc-number

Specifies the installed SVC number. This parameter is required. If svc-number is not specified, the system defaults to 175.

ENTRY

Specifies that the user-supplied values apply to all occurrences of the resource type identified in the RESTYPE parameter.

For each resource type whose default values you want to replace in SRTT, you must issue a #SECRTT macro with
TYPE=ENTRY.

OCCURRENCE
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Specifies that the user-supplied values apply to one occurrence of the resource type identified in the RESTYPE
parameter.

NOTE
TYPE=OCCURRENCE is valid only for resource types DB, SPGM, and TASK.

EXTCLS= and EXTNAME= specifications are ignored if TYPE=OCCURRENCE. Therefore, if you specify
TYPE=OCCURRENCE and SECBY=EXTERNAL to secure an occurrence override externally, be sure to specify
EXTCLS= and EXTNAME= on the TYPE=ENTRY macro for the resource type. This information will be used for checks on
the occurrence override.

RESNAME='resource-name'

Names the occurrence of the resource to which the user-supplied values in the macro apply. You must enclose the
resource name in quotes.

If TYPE=OCCURRENCE, the value in resource-name is treated as a wildcarded name. Thus, if RESTYPE=SPGM and
RESNAME='RHDC', the scope of the override is all program names that begin with 'RHDC'.

If you do not want wildcarding to take effect -- that is, you want to limit the scope of the override to only one
resource-name -- then include a blank character at the end of the resource-name. Thus, if RESTYPE=SPGM and
RESNAME='TEST01 ', the scope of the override is the program 'TEST01' only.

RESTYPE=resource-type-name

Specifies the resource type you are defining in the SRTT.

Resource-type-name must be 1 to 4 characters in length and may identify a resource type defined by CA IDMS or a user-
defined resource type.

The following table lists valid resource type names for CA IDMS resources:

Global resources SYSADMIN privilege
User
Group
User profile

SYSA
USER
GROU
UPRF

System resources DCADMIN privilege
System
System profile
Signon
Activity
Task
Load module
Queue
Access module
Program

DCA
SYST
SPRF
SGON
ACTI
TASK
SLOD
QUEU
SACC
SPGM

Database resources DBADMIN
Database
Area
Rununit
Schema (SQL)
Non-SQL schema
Access module
Table
DMCL
Database name table

DB
DB
DB (AREA)(1)
DB (NRU)(1)
DB (QSCH)(1)
DB (NSCH)(1)
DB (DACC)(1)
DB (TABL)(1)
DMCL
DBTB
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NOTE
(1) Resource type is secured when DB is secured. DBADMIN privilege is secured when you activate security for
DB.

• SECBY=
Specifies the security option for the resource type identified in the RESTYPE parameter.
– EXTERNAL

Specifies that security-checking for the resource type is performed using definitions in an external security system.
If you specify SECBY=EXTERNAL, you must include the EXTCLS and EXTNAME parameters in the macro.

– INTERNAL
Specifies that security-checking for the resource type is performed using security definitions in CA IDMS.
SECBY=INTERNAL is valid for any CA IDMS resource type (see the following table). It is not valid for a user-
defined resource type.

– OFF
Specifies that no security-checking is performed for the resource type; the resource type is unsecured.

• EXTCLS=
Maps the CA IDMS resource type specified in the RESTYPE parameter to the resource class you have defined for this
type in the external security system.
EXTCLS is required when TYPE=ENTRY and SECBY=EXTERNAL for the entry or for any occurrence override of the
entry.
If EXTCLS is specified, the information is recorded in the SRTT but used only when security enforcement is external.
– resource-class-variable

Specifies a variable containing the name of the external resource class.
– resource-class-name'

Specifies the name of the external resource class.
• EXTNAME=

Using a set of predefined keywords, specifies the fields to be included in the external resource name. The order in
which you specify the keywords is the order in which the fields will be included in the external resource name.
Since EXTNAME defines the format of the resource name for external security requests, the format you specify here
must match the naming conventions for the corresponding resource class in the external security system.

NOTE
For more information on constructing external resource names, see Using External Security.

EXTNAME is required when TYPE=ENTRY and SECBY=EXTERNAL for the entry or for any occurrence override of
the entry.
If EXTNAME is specified, the information is recorded in the SRTT but used only when security enforcement is external.
– ACTIvity

Includes in the external resource name the activity number supplied by the application.
When formatted for an external security request, this field will be a 4- to 8-character string that is the concatenation
of the following:
• Either the application name or the first 5 characters of the application name (if the full name exceeds 5

characters).
• The 3-digit activity number in displayable format.

– APPLname
Includes the full application name, as supplied on the current security request, in the external resource name.

– DBNAme
Includes the database name, as supplied on the current security request in the external resource name.

– DDNAme
Includes the ddname, as supplied on the current security request, in the external resource name. The ddname
defines the operating system library in which the program (resource type SPGM) resides.

– ENVIr
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Includes the environment name in the external resource name.
– RESName

Includes the resource name as specified on the current security request in the external resource name.
– RESType

Includes the resource type, as supplied on the RESTYPE= parameter for this SRTT entry, in the external resource
name.

– SCHEma
Includes the schema name, as supplied on the current security request, in the external resource name. The schema
name qualifies the names of SQL tables (resource type TABL) and access modules (resource types DACC and
SACC).

– SSNAme
Includes the subschema name, as supplied on the current security request, in the external resource name.

– SYSTem
Includes the name of the CA IDMS system in the external resource name.

– VERSion
Includes the version number for load modules (resource type SLOD) and non-SQL schemas (resource type NSCH),
as supplied on the current security request, in the external resource name.

• FINAL
Indicates the end of SRTT specifications.
You can specify TYPE=FINAL only once. SRTT entries will be generated from the series of #SECRTT macros
beginning with the one that specifies TYPE=INITIAL.

#SECRTT Usage

User-Defined Resource Types

Resource-type-name can be a user-defined resource type. The valid SECBY specifications for a user-defined resource
type are EXTERNAL or OFF.

The following short resource type names are reserved by CA IDMS for future use. If you specify one of these short
resource type names in a #SECRTT assembly, an error message will be returned.

DDA                         DPAN

NSUB                        DPGM

DMSG                        DREC

DATT                        DSYS

DCLA                        DUSR

DUDE                        DDES

DAPP                        DLIN

DIAL                        DLTE

DELE                        DPTE

DFIL                        DQUE
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DLOD                        DTSK

DMAP                        DACT

DMOD

Order of EXTNAME Specification

The order of keywords that you specify in the EXTNAME parameter determines the order of fields in the external resource
name format. For example, suppose that you specify for RESTYPE=TASK the following parameter:

EXTNAME=(RESTYPE,ENVIR,SYSTEM,RESNAME)

The external resource name format for a task will be the following:

TASK.environment-name.system-name.task-identifier

Generating the #SECRTT Macro

To assemble and link edit the #SECRTT macro, you can use the appropriate JCL or commands.

NOTE
For more information, see the Security Macro JCL section.

However, it is recommended that you use SMP to assemble this macro.

NOTE
For more information, see "System Modification" in the CA IDMS Installation Manual for your operating system.

Using a Single Resource Class

In the following example, each resource type is assigned to the class IDMS. In each case, the resource type is part of the
external resource name format:

----+----1----+----2----+----3----+----4----+----5----+----6----+----7--

 

         #SECRTT RESTYPE=TASK,SECBY=EXTERNAL,                          X

               EXTCLS='IDMS',EXTNAME=(RESTYPE,RESNAME)

         #SECRTT RESTYPE=SPGM,SECBY=EXTERNAL,                          X

               EXTCLS='IDMS',EXTNAME=(RESTYPE,DDNAME,RESNAME)

         #SECRTT RESTYPE=ACTI,SECBY=EXTERNAL,                          X

               EXTCLS='IDMS',EXTNAME=(RESTYPE,RESNAME)
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#SECSGOF
#SECSGOF signs the user off the DC system.

#SECSGOF Authorization

Authorization requirements for use of #SECSGOF, if any, are maintained in the external security system.

#SECSGOF Syntax

►►─── #SECSGOF ───────────────────────────────────────────────────────────────►
 
 ►─── RB= ─┬─ request-block-area-name ─┬──────────────────────────────────────►
           └─ request-block-address ───┘
 
 ►─┬─────────────────────────────────┬────────────────────────────────────────►
   └─ ,FROMLTE= ─┬─ lte-area-name ─┬─┘
                 └─ lte-address ───┘
 
 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   │               ┌──────── , ────────┐     │
   └─ ,RGSV= ── ( ─▼─ register-number ─┴─ ) ─┘ 

 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ ,CALL= ─┬─ YES ◄──┬─┘
              ├─ NO ────┤
              └─ ONLY ──┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,CLEAR= ─┬─ Yes ─┬─┘
               └─ No ──┘
 
 ►─┬──────────────────────────────────────────┬───────────────────────────────►◄
   └─ ,PLIST= ─┬─ SYSPLIST ◄────────────────┬─┘
               ├─ parameter-list-area-name ─┤
               └─ parameter-list-address ───┘

#SECSGOF Parameters

• RB=
Specifies the area containing the Security Request Block (SRB) associated with this request. This area is mapped by
#SECRB.
The location of the SRB is required because most of the other parameters coded on #SECSGOF will be stored in the
SRB.
This parameter is not required if CALL=ONLY.

• request-block-area-name
Identifies the symbolic name of the area containing the SRB.

• request-block-address
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Identifies the register containing the address of the SRB.
• ,FROMLTE=

Specifies the address of the Logical Terminal Element (LTE) for which signoff will be done.
If you do not specify FROMLTE=, signoff processing will use the task's primary LTE (that is, TCELTEA).

• lte-area-name
Identifies the symbolic name of a user-defined area containing the LTE address.

• lte-address
Identifies the register containing the LTE address.

• ,RGSV=
Specifies that one or more registers are to be saved across the call. This parameter is valid in system mode only.

• register-number
Specifies a register.
Register-number must be a numeric literal.
Register-number can be specified in the form Rn, where n is a numeric literal. This assumes that the symbol Rn has
been equated to the corresponding register number; for example:

R0   EQU   0

R1   EQU   1

R2   EQU   2

 .

 .

 .

R15  EQU  15

These assignments can be made with the macro #REGEQU or explicitly coded in the program.
• ,CALL=

Controls the expansion of the #SECSGOF macro.
If you omit the CALL parameter, the effect is the same as specifying CALL=YES.

• YES
Causes #SECSGOF to generate both the code to complete the SRB and the code to invoke the security system.

• NO
Causes #SECSGOF to generate the code to fill in the SRB fields, but not to build the parameter list or the call.

• ONLY
Causes #SECSGOF to generate only the code needed to invoke the security system.

• ,CLEAR=
Specifies whether you want the SRB to be initialized.
If you omit the CLEAR= parameter, the effect is the same as specifying CLEAR=YES. Exception: If CALL=ONLY, the
CLEAR parameter defaults to NO.

• Yes
Causes #SECSGOF to clear the SRB to binary zeros before the macro expansion begins to assign values.

• No
Indicates that the SRB should not be initialized.

• ,PLIST=
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Specifies the area in which to build the parameter list. The parameter list is a three-fullword storage area.
• SYSPLIST

Supplies the default name for the area that contains the parameter list.
• parameter-list-area-name

Identifies the symbolic name of a user-defined fullword-aligned field that contains the parameter list.
• parameter-list-address

Identifies the register containing the address of the parameter list.

#SECSGOF Usage

Substituting for RHDCSNOF

You can issue a #SECSGOF request instead of linking to RHDCSNOF. However, only RHDCSNOF frees all resources
associated with the user session.

Copying the Security Request Block

To issue the #SECSGOF macro, you must copy the Security Request Block. This block is mapped by the #SECRB
DSECT.

NOTE
For more information, see the documentation of #SECRB.

#SECSGOF Return Codes

The return code for a security check is stored in register 15 and the SRBXR15 field of the SRB. The following table lists
the possible return codes provided by the security system in response to a #SECSGOF macro:

Code Code Meaning Meaning
00 Request was successful
12 Interface/parameter list error

#SECSGON
#SECSGON initiates a login to the CA IDMS system and attempts to authenticate the user and validate the password.
Authorization requirements, as needed, are maintained in the external security system. For external security, the
password must be in the form of a phrase (passphrase). 

This article describes the following information:

#SECSGON Syntax

►►─── #SECSGON ───────────────────────────────────────────────────────────────►

 ►─── RB= ─┬─ request-block-area-name ─┬──────────────────────────────────────►
           └─ request-block-address ───┘

 ►─── ,USERID= ─┬─ user-identifier-area-name ─┬───────────────────────────────►
                ├─ user-identifier-address ───┤
                └─ 'user-identifier' ─────────┘
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 ►─── ,PASSWRD= ─┬─ password-area-name ─┬─────────────────────────────────────►
                 ├─ password-address ───┤
                 └─ 'password' ─────────┘

 ►─┬──────────────────────────────────────────┬───────────────────────────────►
   └─ ,NEWPASS= ─┬─ new-password-area-name ─┬─┘
                 ├─ new-password-address ───┤
                 └─ 'new-password' ─────────┘

 

 ►─── ,PASSPHR= ─┬─ passphrase-area-name ─┬─────────────────────────────────────►
                 ├─ passphrase-address ───┤
                 └─ 'passphrase' ─────────┘

 

►─┬────────────────────────────────────────────┬───────────────────────────────►
  └─ ,NEWPHR= ─┬─ new-passphrase-area-name ─┬─┘
               ├─ new-passphrase-address ───┤
               └─ 'new-passphrase' ─────────┘

 

 ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ ,PASSTYP= ─┬─ CLEAR ◄──┬─┘
                 └─ ENCRYPT ─┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,SUPOFFM= ─┬─ YES ───┬─┘
                 └─ NO ◄───┘

 ►─┬─────────────────────────┬────────────────────────────────────────────────►
   └─ ,PASSCHK= ─┬─ YES ◄──┬─┘
                 └─ NO ────┘

 ►─┬───────────────────────────────┬──────────────────────────────────────────►
   └─ ,TOLTE= ─┬─ lte-area-name ─┬─┘
               └─ lte-address ───┘

 ►─┬─────────────────────────────────────────┬────────────────────────────────►
   │               ┌──────── , ────────┐     │
   └─ ,RGSV= ── ( ─▼─ register-number ─┴─ ) ─┘
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 ►─┬──────────────────────┬───────────────────────────────────────────────────►
   └─ ,CALL= ─┬─ YES ◄──┬─┘
              ├─ NO ────┤
              └─ ONLY ──┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ ,CLEAR= ─┬─ Yes ─┬─┘
               └─ No ──┘

 ►─┬──────────────────────────────────────────┬───────────────────────────────►◄
   └─ ,PLIST= ─┬─ SYSPLIST ◄────────────────┬─┘
               ├─ parameter-list-area-name ─┤
               └─ parameter-list-address ───┘

#SECSGON Parameters

• RB=
Specifies the area containing the Security Request Block (SRB) associated with this request. This area is mapped by
#SECRB.
The location of the SRB is required because most of the other parameters that are coded on #SECSGON is stored in
the SRB.
This parameter is not required if CALL=ONLY.
– request-block-area-name

Identifies the symbolic name of the area containing the SRB.
– request-block-address

Identifies the register containing the address of the SRB.
• ,USERID=

Specifies the area containing the user ID being signed on.
– user-identifier-area-name

Identifies the symbolic name of the area containing the user ID.
– user-identifier-address

Identifies the register containing the address of the user ID.
– 'user-identifier'

Assigns the user ID as a literal character string.

Limits: 1 to 18 characters. If fewer than 18 characters it must be left-justified and padded with spaces or binary zeros.

• ,PASSWRD=
Specifies the area containing the password.
– password-area-name

Identifies the symbolic name of the area containing the password.
– password-address

Identifies the register containing the address of the password.
– 'password'
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Assigns the password as a literal character string.

Limits: 1 to 8 characters. If fewer than eight characters, it must be left-justified and padded with spaces or binary zeros.
PASSWRD is ignored if PASSCHK=NO is specified.

• ,NEWPASS=
Specifies the area containing the new password.
NEWPASS is ignored if PASSCHK=NO is specified.
– new-password-area-name

Identifies the symbolic name of the area containing the password.
– new-password-address

Identifies the register containing the address of the password.
– 'new-password'

Assigns the password as a literal character string.

Limits: 1 to 8 characters. If fewer than eight characters, it must be left-justified and padded with spaces or binary zeros.

• ,PASSPHR=
Specifies the area containing the passphrase, which is a password in the form of a phrase that is used for external
security.
– passphrase-area-name

Identifies the symbolic name of the area containing the passphrase.
– passphrase-address

Identifies the register containing the address of the passphrase.
– 'passphrase'

Assigns the passphrase as a literal character string.

Limits: 9 to 100 characters. If fewer than 100 characters, it must be left-justified and padded with binary zeros.
PASSPHR is ignored if PASSCHK=NO is specified.

NOTE

Passphrase limits may vary, depending on how external security is managed in your system environment.

• NEWPHR=
Specifies the area containing the new passphrase, which is a password in the form of a phrase that is used for external
security.
– new-passphrase-area-name

Identifies the symbolic name of the area containing the passphrase.
– new-passphrase-address

Identifies the register containing the address of the passphrase.
– 'new-passphrase'

Assigns the passphrase as a literal character string.

Limits: 9 to 100 characters. If fewer than 100 characters, it must be left-justified and padded with binary zeros.
NEWPHR is ignored if PASSCHK=NO is specified.

NOTE

Passphrase limits may vary, depending on how external security is managed in your system environment.

• ,PASSTYP=
Specifies whether the value supplied for PASSWRD is encrypted or in clear text.
If you omit PASSTYP and specify CLEAR=YES, the effect is the same as coding PASSTYP=CLEAR. If you omit
PASSTYP and specify CLEAR=NO, PASSTYP retains its prior setting.
– CLEAR
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Specifies that the password is not encrypted. If the login security is internal, CA IDMS encrypts the password.
– ENCRYPT

Specifies that the password that is supplied on this request is already encrypted.
• ,SUPOFFM=

Specifies whether a message should be issued if a user is signed on to the terminal associated with this request and
must be signed off.
If you omit SUPOFFM and specify CLEAR=YES, the effect is the same as specifying SUPOFFM=NO. If you omit
SUPOFFM and specify CLEAR=NO, SUPOFFM retains its prior setting.
– YES

Specifies that the signoff message should be suppressed.
– NO

Specifies that the signoff message should be issued.
• ,PASSCHK=

Indicates whether password validation should be performed as part of this login.
Password validation may be bypassed only if the requestor is in system mode. If a user-mode program issues a
#SECSGON with PASSCHK=NO, the request is rejected as invalid (return code 12). If you omit PASSCHK and specify
CLEAR=YES, the effect is the same as specifying PASSCHK=YES. If you omit PASSCHK and specify CLEAR=NO,
PASSCHK retains its prior setting.
– YES

Specifies that password validation should be performed as part of this request.
– NO

Specifies that no password validation should be performed as part of this request.
• ,TOLTE=

Specifies the address of the Logical Terminal Element (LTE) for which login is done.
If you do not specify TOLTE=, login processing uses the primary LTE (TCELTEA).
– lte-area-name

Identifies the symbolic name of a user-defined area containing the LTE address.
– lte-address

Identifies the register containing the LTE address.
• ,RGSV=

Specifies that one or more registers are to be saved across the call. The parameter is valid in system mode only.
– register-number

Specifies a register.
Register-number must be a numeric literal.
Register-number can be specified in the form Rn, where n is a numeric literal. This assumes that the symbol Rn has
been equated to the corresponding register number; for example:

R0   EQU   0

R1   EQU   1

R2   EQU   2

 .

 .

 .

R15  EQU  15
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These assignments can be made with the macro #REGEQU or explicitly coded in the program.
• ,CALL=

Controls the expansion of the #SECSGON macro.
If you omit the CALL parameter, the effect is the same as specifying CALL=YES.
– YES

Causes #SECSGON to generate both the code to complete the SRB and the code to invoke the security system.
– NO

Causes #SECSGON to generate the code to fill in the SRB fields, but not to build the parameter list or the call.
• ONLY

Causes #SECSGON to generate only the code that is needed to invoke the security system.
• ,CLEAR=

Specifies whether you want the SRB to be initialized.
If you omit the CLEAR= parameter, the effect is the same as specifying CLEAR=YES. Exception: If CALL=ONLY, the
CLEAR parameter defaults to NO.
– Yes

Causes #SECSGON to clear the SRB to binary zeros before the macro expansion begins to assign values.
– No

Indicates that the SRB should not be initialized.
• ,PLIST=

Specifies the area in which to build the parameter list. The parameter list is a three-fullword storage area.
• SYSPLIST

Assigns the default name for the area that contains the parameter list.
– parameter-list-area-name

Identifies the symbolic name of a user-defined fullword-aligned field that contains the parameter list.
– parameter-list-address

Identifies the register containing the address of the parameter list.

#SECSGON Usage

Substituting for RHDCSNON

All processing that is performed by RHDCSNON, including user profile processing, is also performed by #SECSGON,
except:

• Login CLIST processing
• Issuing the message DC258003, USER IS SIGNED ON

Copying the Security Request Block

To issue the #SECSGON macro, you must copy the Security Request Block. This block is mapped by the #SECRB
DSECT.

NOTE
For more information, see the documentation of #SECRB.

#SECSGON Return Codes

The return code for a login request is stored in register 15 and the SRBXR15 field of the SRB. The following table lists the
possible return codes that are provided by the security system in response to a #SECSGON macro:

00 Request was successful; access allowed
04 User identifier not found
08 User not authorized; access denied
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12 Interface/parameter list error
16 Password missing or invalid
20 Password has expired (this condition can result only if login is

externally secured)

NOTE
If MULTIPLE signon is enabled, and a user attempts to change the password while that user is signed on to
another terminal, SRBXR15 returns a value of 8 (ACCESS DENIED) but login completes successfully. SRB field
SRBXR0 contains reason code SRBXNNPW (password cannot be changed).

Notes on Security Statement Syntax
What is Authorization

You can execute a security statement if you have the required authorization. The required authorization is expressed in
terms of the privilege or privileges a user must hold. This appears immediately preceding the syntax diagram for each
security statement documented in the following sections.

Holders of SYSADMIN

A user who holds SYSADMIN privilege is authorized to execute all security statements. SYSADMIN is identified as the
required authorization in documentation of security statement syntax when it is the only privilege that qualifies the user to
execute the statement.

For more information, see the following topics:

Resource Identifiers
What is an Identifier

Identifiers are the smallest lexical units used to name resources in the CA IDMS environment.

The following are examples of identifiers:

• Area-name
• User-identifier
• Task-identifier

Qualifying Identifiers

Identifiers for some resources may need to be qualified by other identifiers. For example, an area name is always qualified
by the name of the segment with which it is associated:

segment-name.area-name

Syntax diagrams in the sections that follow indicate when an identifier may be qualified and whether the qualifier is
required or optional.

Forming Identifiers

Valid Characters

An identifier consists of a combination of the following:

 2009



 Administrating

• Letters (A through Z and a through z) -- See Delimited Identifiers for information on the significance of lowercase and
uppercase letters

• Digits (0 through 9)
• At sign (@)
• Dollar sign ($)
• Pound sign (#)
• Underscore (_)

The first character of an identifier must be a letter, @, $, or #.

Maximum Length

The maximum length of a given identifier is presented in Syntactic Limits.

Delimited Identifiers

Why Delimit Identifiers

You delimit an identifier in double quotation marks to do the following:

• Allow the use of special characters and blanks. An identifier enclosed in quotation marks can consist of any
combination of characters. For example, this is a valid identifier:

"&ATM*F(0517). MA"

To include a double quotation mark as part of the identifier itself, use two consecutive double quotation marks. For
example:

"M1K""L9&ZZ".

• Make case significant. When you enclose an identifier in quotation marks, CA IDMS does not convert lowercase
letters to uppercase.
Lowercase letters in quotation marks are not equal to uppercase letters or to lowercase letters that are not in quotation
marks. In the following example, the identifiers on the left all identify the same table; the identifier on the right identifies
a different table:

employee               "employee"

EMPLOYEE

"EMPLOYEE"

Placement of Quotation Marks

If one or more parts of a qualified identifier require quotation marks, place the quotation marks only around the individual
parts. Do not include two identifiers in one set of quotation marks. For example, both parts of the following qualified
identifier require quotation marks:

"temp-tab-1"."Commission to Date"

When you calculate the length of an identifier, do not include delimiting quotation marks.
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NOTE
The delimiter rules also apply to passwords using special characters or blanks even though passwords are not
delimiters.

Expansion of Table-Name
Contents

Represents a qualified or unqualified table, view, function, procedure, or table procedure identifier in an SQL statement.

Expansion of Table-Name Syntax

Expansion of table-name

►►──┬────────────────┬─┬─ table-identifier ────────────┬──────────────────────►◄
    └─ schema-name. ─┘ ├─ view-identifier ─────────────┤
                       ├─ procedure-identifier ────────┤
                       └─ table-procedure-identifier ──┘

Expansion of Table-Name Parameters

 

• schema-name
Specifies the schema with which the table, view, procedure or table procedure identified by table-identifier, view-
identifier, procedure-identifier, or table-procedure-identifier is associated.

• table-identifier
Identifies either a base table defined in the dictionary or a temporary table defined during the current transaction.

• view-identifier
Identifies a view defined in the dictionary.

• procedure-identifier
Identifies a procedure defined in the dictionary.

• function-identifier
Identifies a function defined in the dictionary.

• table-procedure-identifier
Identifies a table procedure defined in the dictionary.

Expansion of Authorization Identifier
Contents

Represents a user identifier or a group identifier in an authorization statement.

Expansion of Authorization Identifier Syntax

►►─┬─ user-identifier ──┬─────────────────────────────────────────────────────►◄
   └─ group-identifier ─┘
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Expansion of Authorization Identifier Parameters

 

• user-identifier
Identifies a user.

• group-identifier
Identifies a group.

Expansion of Authorization Identifier Usage

User Catalog Definition

The CREATE/ALTER/DROP statements for USER manipulate the definitions of user-identifier in the user catalog.
Similarly, the CREATE/ALTER/DROP statements for GROUP manipulate the definitions of group-identifier in the user
catalog.

When you specify authorization-identifier in any other security statement (or in the ADD USER parameter of CREATE/
ALTER GROUP), authorization-identifier must be defined in the user catalog if either of these is true:

• The identifier is a user-identifier and security on the specified resource is enforced by CA IDMS internal security.
• The identifier is a group-identifier.

If authentication of users is handled by an external security system, user-identifier need not be defined in the user catalog.

Authorizing a User to Update a Table

In the following GRANT statement, the authorization identifier is the user identifier RES:

grant update

   on table employee

   to res;

Revoking Execution Privileges from a Group

In the following GRANT statement, the authorization identifier is the group identifier ACCT_GRP_1:

revoke execute

   on category emp_update

   from acct_grp_1;

Syntactic Limits
This table lists the maximum size or value, as applicable, of parameters you use in security syntax statements:

Item Maximum
user-identifier 18 characters
group-identifier 18 characters
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Description of a user or group 40 characters
User password 8 characters
User-name 32 characters
Profile-name 18 characters
Attribute-keyword 8 characters
Attribute-value 32 characters
Application-name 8 characters
Category-name 32 characters
Activity-name 18 characters
System-name 8 characters
Activity-number 256 (minimum = 1)

Syntax for Securing Global Resources
This section explains the syntax, parameters, command codes, examples, and usage of the following resources:

 

ALTER GROUP
Modifies the definition of a group by adding users, dropping users, or changing the description of the group.

ALTER GROUP Authorization

To issue an ALTER GROUP statement, you must hold one of the following privileges:

• SYSADMIN
• ALTER privilege on the group

ALTER GROUP Syntax

►►─── ALTER GROUP group-identifier ───────────────────────────────────────────►
 
 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ DESCRIPTION 'description' ─┘
 
 ►─┬─────────────────────────────────────────────┬────────────────────────────►◄
   │ ┌─────────────────────────────────────────┐ │
   │ │                   ┌──────── , ────────┐ │ │
   └─▼─┬─ ADD ──┬─ USER ─▼─ user-identifier ─┴─┴─┘
       └─ DROP ─┘

ALTER GROUP Parameters

 

• group-identifier
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Identifies the group to be modified.
Group-identifier must be a group that has been defined in the user catalog with the CREATE GROUP statement.

• DESCRIPTION 'description'
Supplies a description of group-identifier.
Description can be at most 40 characters in length.

• ADD
Adds the specified users to group-identifier.

• DROP
Drops the specified users from group-identifier.

• USER user-identifier
Identifies the user to be added to or dropped from group-identifier.
User-identifier must be a user that has been defined in the user catalog with the CREATE USER statement.

ALTER GROUP Usage

No Nesting of Groups

You cannot add a group to another group. You can add only users to a group.

Adding Users to a Group

The following ALTER GROUP statement adds three users to the hr_corp group:

alter group hr_corp

  add user sam, flo, guy;

Dropping a User from a Group

In the following ALTER GROUP statement, user sue is dropped from the hr_corp group:

alter group hr_corp

  drop user sue;

ALTER USER
Modifies the definition of a user in the user catalog.

This article describes the following information:

ALTER USER Authorization

To issue an ALTER USER statement, you must hold one of the following privileges:

• SYSADMIN
• ALTER privilege on the user

ALTER USER Syntax

►►─── ALTER USER user-identifier ─────────────────────────────────────────────►
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 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ DESCRIPTION 'description' ─┘
 
 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   └─ GROUP ─┬─ PUBLIC ───────────┬─┘
             └─ group-identifier ─┘
 
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ NAME 'user-name' ─┘
 
 ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ PASSWORD ─┬─ password ─┬─┘
                └─ NULL ─────┘
 
 ►─┬──────────────────────────────┬───────────────────────────────────────────►◄
   └─ PROFILE ─┬─ profile-name ─┬─┘
               └─ NULL ─────────┘

ALTER USER Parameters

 

• user-identifier
Identifies the user to be modified.
User-identifier must be a user that has been defined in the user catalog with the CREATE USER statement.

• DESCRIPTION 'description'
Supplies a description of the user.
Description can be at most 40 characters in length.

• GROUP
Specifies the default group for user-identifier.

• PUBLIC
Identifies the group PUBLIC.
All users automatically belong to group PUBLIC.

• group-identifier
Identifies a group.
Group-identifier must be a group that has been defined in the user catalog with the CREATE GROUP statement.

• NAME 'user-name'
Supplies the name associated with user-identifier.
User-name can be at most 32 characters in length. This parameter is available for documentation; its value is not used
in CA IDMS security processing.

• PASSWORD password
Supplies the password associated with user-identifier.
Password can be at most eight characters in length.

• NULL
Removes the password defined for user-identifier in the user catalog.

• PROFILE
Specifies the user profile associated with the user-identifier.

• profile-name
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Identifies a user profile.
• NULL

Removes the profile associated with user-identifier.
If NULL is specified, no user profile attributes will be established when the user executes CA IDMS software.

ALTER USER Usage

Null Password

If password is NULL and CA IDMS internal security is used to validate users, the user will be able to sign on to a system
without supplying a password.

Changing the Default Group and User Profile

The following ALTER USER statement specifies a new default group and user profile for user sue:

alter user sue

  group hr_corp

  profile hr_prof;

ALTER USER More Information

 

• For more information about users, see Create User and DROP USER.
• For more information about user profiles, see CREATE USER PROFILE.
• For more information about the ALTER privilege, see GRANT Definition Privileges.

ALTER USER PROFILE

Modifies the definition of a user profile in the user catalog.

ALTER USER PROFILE Authorization

To issue an ALTER USER PROFILE statement, you must hold one of the following privileges:

• SYSADMIN
• ALTER privilege on the user profile

ALTER USER PROFILE Syntax

►►─── ALTER USER PROFILE profile-name ────────────────────────────────────────►
 
                  ┌──────────── , ────────────┐
 ►─── ATTRIBUTEs ─▼─ attribute-specification ─┴───────────────────────────────►◄

Expansion of Attribute-Specification

►►── attribute-keyword = ' ─┬─┬──────────┬─┬─ &USER. ───┬─┬──────────┬─┬─ ' ──►
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                            │ └─ prefix ─┘ ├─ &GROUP. ──┤ └─ suffix ─┘ │
                            │              └─ &SYSTEM. ─┘              │
                            ├─ attribute-value ────────────────────────┤
                            └─ NULL ───────────────────────────────────┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ OVERRIDE ─┬─ YES ─┬┘
                └─ NO ──┘

ALTER USER PROFILE Parameters

 

• profile-name
Identifies the profile to be modified.
Profile-name must be a profile that has been defined in the user catalog with the CREATE USER PROFILE statement.

• ATTRIBUTEs attribute-specification
Supplies one or more attributes of the profile.
An attribute is a keyword and an associated value for the keyword.

• attribute-keyword =
Specifies the attribute keyword whose value is to be added, replaced, or removed.
An identifier of not more than eight characters can be used as an attribute keyword.

NOTE
Certain keywords have special significance to the CA IDMS runtime environment. For a list of these
keywords and discussion of their meaning, see section "System Profiles" in the CA IDMS System Tasks and
Operator Reference section.

• &USER
Supplies the attribute value. It is a substitution parameter.
The value of &USER is equal to the user ID of the user on whose behalf the user profile is invoked.

• &GROUP
Represents the current group. It is a substitution parameter. The value of &GROUP is equal to the name of the default
group for the current user.

• &SYSTEM
Supplies the attribute value. It is a substitution parameter.
The value of &SYSTEM is equal to the SYSTEM ID value for the current system in the SYSTEM statement of system
generation, or 'BATCH' in the case of local mode execution.

• prefix
Supplies a prefix for the value in the substitution parameter.

• suffix
Supplies a suffix for the value in the substitution parameter.

• attribute-value
Provides the value portion of the attribute specification.
Attribute-value may be at most 32 characters in length and must be enclosed in single quotation marks if it contains
embedded blanks or special characters other than @, $, and #.

• NULL
Removes the attribute from profile-name.

• OVERRIDE
Specifies whether the user can modify the attribute specification with a DCUF SET PROFILE command.
YES allows the user to override the attribute specification. NO prevents the user from overriding the attribute
specification.
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If OVERRIDE is not specified and the attribute keyword already exists in the profile, the OVERRIDE value remains
the same. If OVERRIDE is not specified and the attribute keyword does not exist in the profile, the OVERRIDE value
defaults to YES.

ALTER USER PROFILE Usage

Nesting Profiles

The attribute keyword INCLUDE specifies that attribute-value identifies another profile. The attributes of the included, or
nested, profile are added to those of the current profile.

Up to 10 levels of nesting are supported.

Substitution Parameters

The value of a substitution parameter in attribute-specification:

• Must not exceed 32 characters, including a prefix and suffix
• Must not contain special characters other than @, $, and #

The following ALTER USER PROFILE statement defines two attributes in an existing profile:

alter user profile corp_dev

  attributes

    dept='5621',

    prtdest='wwuav';

ALTER USER PROFILE More Information

 

• For more information about creating a user profile, see CREATE USER PROFILE.
• For more information about dropping a user profile, see DROP USER PROFILE.
• For more information about attributes, see section "System Profiles" in the CA IDMS System Tasks and Operator

Reference section.

CREATE GROUP

Creates the definition of a group of users.

CREATE GROUP Authorization

To issue a CREATE GROUP statement, you must hold one of the following privileges:

• SYSADMIN
• CREATE privilege on the group

CREATE GROUP Syntax

►►─── CREATE GROUP group-identifier ──────────────────────────────────────────►
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 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ DESCRIPTION 'description' ─┘
 
 ►─┬──────────────────────────────────────┬───────────────────────────────────►◄
   │ ┌──────────────────────────────────┐ │
   │ │            ┌──────── , ────────┐ │ │
   └─▼─ ADD USER ─▼─ user-identifier ─┴─┴─┘

CREATE GROUP Parameters

 

• group-identifier
Identifies the group to be created.
Group-identifier can be at most 18 characters in length. It must be unique among the set of authorization identifiers
(users and groups) in the user catalog.

NOTE
For more information on identifiers, see section Notes on Security Statement Syntax.

• DESCRIPTION 'description'
Supplies a description of the group.
Description can be at most 40 characters in length. This parameter is available for documentation; its value is not used
in CA IDMS security processing.

• ADD USER user-identifier
Adds the specified user to group-identifier.

NOTE
For more information on identifiers, see section Notes on Security Statement Syntax.

CREATE GROUP Usage

No Nesting of Groups

You cannot add a group to another group. You can only add users to a group.

This statement creates a group of users for data communications administrators:

create group dca_group

  description 'Authorization group for DCAs'

  add user dca_s15, dca_sys16, dca_sys17, dca_sys18, dca_sys19;

CREATE GROUP More Information

 

• For more information on groups, see ALTER GROUP and DROP GROUP.
• For more information on creating a user, see CREATE USER.
• For more information on the CREATE privilege, see GRANT Definition Privileges.

 2019



 Administrating

CREATE USER
Creates the definition of a user in the user catalog.

This article describes the following information:

CREATE USER Authorization

To issue a CREATE USER statement, you must hold one of the following privileges:

• SYSADMIN
• CREATE privilege on the user

CREATE USER Syntax

►►─── CREATE USER user-identifier ────────────────────────────────────────────►
 
 ►─┬─────────────────────────────┬────────────────────────────────────────────►
   └─ DESCRIPTION 'description' ─┘
 
 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   └─ GROUP ─┬─ PUBLIC ◄──────────┬─┘
             └─ group-identifier ─┘
 
 ►─┬────────────────────┬─────────────────────────────────────────────────────►
   └─ NAME 'user-name' ─┘
 
 ►─┬───────────────────────────┬──────────────────────────────────────────────►
   └─ PASSWORD ─┬─ password ─┬─┘
                └─ NULL ─────┘
 
 ►─┬──────────────────────────────┬───────────────────────────────────────────►◄
   └─ PROFILE ─┬─ profile-name ─┬─┘
               └─ NULL ─────────┘

CREATE USER Parameters

 

• user-identifier
Identifies the user to be created.
User-identifier can be at most 18 characters in length. It must be unique among the set of authorization identifiers
(users and groups) in the user catalog.

NOTE
For more information on identifiers, see Notes on Security Statement Syntax.

• DESCRIPTION 'description'
Supplies a description of the user.
Description can be at most 40 characters in length. This parameter is available for documentation; its value is not used
in CA IDMS security processing.

• GROUP
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Specifies the default group of user-identifier.
• PUBLIC

Identifies the group PUBLIC.
• group-identifier

Identifies a group.
If group-identifier has been defined in the user catalog, the user is added to the group. If group-identifier has not been
defined in the user catalog, an error message is issued and the user is not added to the group.

NOTE
For more information on identifiers, see Notes on Security Statement Syntax.

• NAME 'user-name'
Supplies a name to be associated with user-identifier in the user catalog.
User-name can be at most 32 characters in length. This parameter is available for documentation; its value is not used
in CA IDMS security processing.

• PASSWORD password
Supplies a password for user-identifier.
Password may be at most eight characters in length.

• NULL
Specifies that no password is defined for user-identifier in the user catalog.

• PROFILE
Specifies a user profile to be associated with user-identifier.

• profile-name
Identifies a user profile.
Profile-name must be a user profile defined in the user catalog with the CREATE USER PROFILE statement.

• NULL
Specifies that no profile is associated with user-identifier.
If NULL is specified, no user profile attributes will be established when the user executes CA IDMS software.

CREATE USER Usage

Null Password

If password is NULL and CA IDMS internal security is used to validate users, the user will be able to sign on to a system
without supplying a password.

Creating a Named User

This statement creates a user ID for an individual:

create user tim

  name 'Thomas McNall'

  password qwerty

  profile dev_prof;

Creating a Generic User

This statement creates a user ID for a given role:

create user dca_s18

 2021



 Administrating

  description 'Administrator for System 18'

  group dca_group

  password s18pass;

CREATE USER More Information

 

• For more information on users, see ALTER USER and DROP USER.
• For more information on user profiles, see CREATE USER PROFILE.
• For more information on the CREATE privilege, see GRANT Definition Privileges.

CREATE USER PROFILE

Creates the definition of a user profile in the user catalog.

CREATE USER PROFILE Authorization

To issue a CREATE USER PROFILE statement, you must hold one of the following privileges:

• SYSADMIN
• CREATE privilege on the user profile

CREATE USER PROFILE Syntax

►►─── CREATE USER PROFILE profile-name ───────────────────────────────────────►
 
 ►─┬────────────────────────────────────────────┬─────────────────────────────►◄
   │              ┌──────────── , ────────────┐ │
   └─ ATTRIBUTEs ─▼─ attribute-specification ─┴─┘

Expansion of Attribute-Specification

►►── attribute-keyword = ' ─┬─┬──────────┬─┬─ &USER. ───┬─┬──────────┬─┬─ ' ──►
                            │ └─ prefix ─┘ ├─ &GROUP. ──┤ └─ suffix ─┘ │
                            │              └─ &SYSTEM. ─┘              │
                            └─ attribute-value ────────────────────────┘
 
 ►─┬────────────────────────┬─────────────────────────────────────────────────►◄
   └─ OVERRIDE ─┬─ YES ◄──┬─┘
                └─ NO ────┘

CREATE USER PROFILE Parameters
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• profile-name
Identifies the profile to be created.
Profile-name can be at most 18 characters in length.

• ATTRIBUTEs attribute-specification
Specifies one or more attributes of the profile.
An attribute is a keyword and an associated value for the keyword.

• attribute-keyword =
Specifies the attribute keyword.
An identifier of not more than eight characters can be used as an attribute keyword.

NOTE
Certain keywords have special significance to the CA IDMS runtime environment. For a list of these
keywords and discussion of their meaning, see "System Profiles" in the CA IDMS System Tasks and
Operator Reference section.

• &USER
Is a substitution parameter that supplies the attribute value.
The value of &USER is equal to the user ID of the user on whose behalf the user profile is invoked.

• &GROUP
Is a substitution parameter representing the current group. The value of &GROUP is equal to the name of the default
group for the current user.

• &SYSTEM
Is a substitution parameter that supplies the attribute value.
The value of &SYSTEM is equal to the SYSTEM ID value for the current system in the SYSTEM statement of system
generation, or 'BATCH' in the case of local mode execution.

• prefix
Supplies a prefix for the value in the substitution parameter.

• suffix
Supplies a suffix for the value in the substitution parameter.

• attribute-value
Supplies the value portion of the attribute specification.
Attribute-value may be at most 32 characters in length and must be enclosed in single quotation marks if it contains
embedded blanks or special characters other than @,$, and #.

• OVERRIDE
Specifies whether the user can modify the attribute specification with a DCUF SET PROFILE command.
YES allows the user to override the attribute specification. NO prevents the user from overriding the attribute
specification.

CREATE USER PROFILE Usage

Nesting Profiles

The attribute keyword INCLUDE specifies that attribute-value identifies another profile. The attributes of the included, or
nested, profile are added to those of the current profile.

Up to 10 levels of nesting are supported.

Substitution Parameters

The value of a substitution parameter in attribute-specification:

• Must not exceed 32 characters, including a prefix and suffix
• Must not contain special characters other than @, $, and #

The following CREATE USER PROFILE statement creates a profile with two attributes:
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create user profile corp_dev

  attributes

    dept='1237',

    prtdest='gdnc03';

CREATE USER PROFILE More Information

 

• For more information on altering a user profile, see ALTER USER PROFILE.
• For more information on dropping a user profile, see DROP USER PROFILE.
• For more information on attributes, see section "System Profiles" in the CA IDMS System Tasks and Operator

Reference section.

DROP GROUP

Deletes the definition of a group from the user catalog.

DROP GROUP Authorization

To issue a DROP GROUP statement, you must hold one of the following privileges:

• SYSADMIN
• DROP privilege on the group

DROP GROUP Syntax

►►─── DROP GROUP group-identifier ────────────────────────────────────────────►◄

DROP GROUP Parameters

 

• group-identifier
Identifies the group to be dropped.
Group-identifier must be a group that has been defined in the user catalog with the CREATE GROUP statement.

DROP GROUP Usage

Group PUBLIC

You cannot drop the group PUBLIC.

Implicitly Revoking Privileges

When you drop a group, you automatically revoke all privileges that have been granted to the group. Thus, a user who
was in the dropped group no longer holds privileges received as a result of membership in the group.

Issuing DROP GROUP Before and After SDEL Execution
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The first time you issue a DROP GROUP statement for a group identifier, the identifier is flagged for logical deletion.
To delete all privileges associated with each logically deleted group, you execute the SDEL task in each system of the
domain and against each dictionary in the system that contains security definitions. (The system dictionary and each
application dictionary with an SQL catalog component contain security definitions.) Then you reissue the DROP GROUP
statement to physically delete the group from the user catalog.

NOTE
If the SDEL task has been defined as an autotask and is invoked at startup, all dictionaries are processed if a
logically deleted group is found. If SDEL is invoked manually, each dictionary must be processed separately.

For more information on the SDEL task, see the CA IDMS System Tasks and Operator Reference section.

If you physically delete a group before running SDEL on all systems, follow the following steps:

1. Create the group again.
2. Drop the group once.
3. Run SDEL on all systems and dictionaries.
4. Drop the group a second time.

The following DROP GROUP statement drops the definition of the corp_admin group and implicitly revokes all privileges
that have been granted to the group:

drop group corp_admin;

DROP GROUP More Information

 

• For more information on creating and altering a group, see CREATE GROUP and Alter Group.
• For more information on granting and revoking privileges, see descriptions of GRANT and REVOKE statements in the

following sections:
– GRANT Definition Privileges
– REVOKE Definition Privileges
– Syntax for Securing System Resources
– Syntax for Securing Database Resources

DROP USER

Deletes the definition of a user from the user catalog and drops the user from all groups of which the user is a member.

To complete a physical deletion from the user catalog, you must issue the DROP USER statement two times, as
described in the "Usage" section following the parameter descriptions.

DROP USER Authorization

To issue a DROP USER statement, you must hold one of the following privileges:

• SYSADMIN
• DROP privilege on the user

DROP USER Syntax

►►─── DROP USER user-identifier ──────────────────────────────────────────────►◄
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DROP USER Parameters

 

• user-identifier
Identifies the user to be dropped.
User-identifier must be a user that has been defined in the user catalog with the CREATE USER statement.

DROP USER Usage

Issuing DROP USER Before and After SDEL Execution

The first time you issue a DROP USER statement for a user identifier, the identifier is flagged for logical deletion. To
delete all privileges associated with each logically deleted user, you execute the SDEL task in each system of the domain
and against each dictionary in the system that contains security definitions. (The system dictionary and each application
dictionary with an SQL catalog component contain security definitions.) Then you reissue the DROP USER statement to
physically delete the user from the user catalog.

NOTE
If the SDEL task has been defined as an autotask and is invoked at startup, all dictionaries are processed if a
logically deleted user is found. If SDEL is invoked manually, each dictionary must be processed separately.

For more information on the SDEL task, see the CA IDMS System Tasks and Operator Reference section.

If you physically delete a user before running SDEL on all systems, follow these steps:

1. Create the user again.
2. Drop the user once.
3. Run SDEL on all systems and dictionaries.
4. Drop the user a second time.

Implicitly Revoking Privileges

When you drop a user, you implicitly revoke all privileges that have been granted to the user.

The following DROP USER statement removes the definition of user sue from the user catalog and removes user sue
from any group to which user sue was assigned:

drop user sue;

DROP USER More Information

 

• For more information on creating and altering a user, see CREATE USER and ALTER USER.
• For more information on granting and revoking privileges, see descriptions of GRANT and REVOKE statements in the

following sections:
– GRANT Definition Privileges
– REVOKE Definition Privileges
– Syntax for Securing System Resources
– Syntax for Securing Database Resources
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DROP USER PROFILE

Deletes the definition of a user profile from the user catalog.

DROP USER PROFILE Authorization

To issue a DROP USER PROFILE statement, you must hold one of the following privileges:

• SYSADMIN
• DROP privilege on the user profile

DROP USER PROFILE Syntax

►►─── DROP USER PROFILE profile-name ─────────────────────────────────────────►◄

DROP USER PROFILE Parameters

 

• profile-name
Identifies the profile to be dropped.
Profile-name must be a profile that has been defined in the user catalog with the CREATE USER PROFILE statement.

DROP USER PROFILE Usage

Users Associated With Profiles That are Dropped

If you drop a profile specified in a user definition, no user profile attributes will be associated with the user session.

The following DROP USER PROFILE statement removes the definition of the hr_prof profile from the user catalog:

drop user profile hr_prof;

DROP USER PROFILE More Information

 

• For more information about creating and altering a user profile, see CREATE USER PROFILE and ALTER USER
PROFILE.

• For more information about defining users, see CREATE USER and ALTER USER.

GRANT Administration Privilege

Gives one or more users SYSADMIN privilege.

GRANT Administration Privilege Authorization

To grant SYSADMIN privilege, you must hold SYSADMIN privilege.

GRANT Administration Privilege Syntax
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►►─── GRANT SYSADMIN ────────────────────────────────────────────────────────►

          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴─────────────────────────────────►◄
            └─ authorization-identifier ─┘

GRANT Administration Privilege Parameters

 

• SYSADMIN
Specifies that you are giving SYSADMIN privilege to the users or groups identified in the TO parameter.

• TO
Specifies the users or groups to whom you are giving SYSADMIN privilege.

• PUBLIC
Specifies all users.

WARNING
If you grant SYSADMIN to PUBLIC, any user can administer the security system.

• authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

GRANT Administration Privilege Usage

Ultimate Authority to Grant and Revoke

SYSADMIN controls access to all resources. A user with SYSADMIN privilege can grant and revoke any privilege on any
resource in the domain.

Caution in Granting SYSADMIN

A user to whom you grant SYSADMIN privilege can administer the security system. If you grant SYSADMIN to PUBLIC,
any user can administer the security system.

NOTE
If resource type SYSA is unsecured in the SRTT, any user can administer the security system.

You can decentralize security administration by granting DCADMIN and DBADMIN privileges to users.

NOTE
For more information on the DCADMIN and DBADMIN administration privileges, see the following sections:

• Securing Database Resources
• Syntax for Securing Database Resources

Granting SYSADMIN to the Security Administrator

The following GRANT statement gives SYSADMIN privilege to group secadmin:

grant sysadmin

  to secadmin;
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GRANT Administration Privilege More Information

For more information about revoking SYSADMIN privilege, see REVOKE Administration Privilege.

GRANT Definition Privileges

Gives one or more users or groups the privilege of performing definition functions on users, groups, or user profiles in the
user catalog.

GRANT Definition Privileges Authorization

To grant a definition privilege on a user catalog resource, you must hold one of the following privileges:

• The corresponding grantable privilege (you can grant the privilege, but you cannot specify WITH GRANT OPTION)
• SYSADMIN privilege

GRANT Definition Privileges Syntax

►►─── GRANT ─┬─ DEFINE ──────────┬────────────────────────────────────────────►
             │ ┌────── , ──────┐ │
             └─▼─┬─ ALTER ───┬─┴─┘
                 ├─ CREATE ──┤
                 ├─ DISPLAY ─┤
                 └─ DROP ────┘
 
 ►─── ON ─┬─ GROUP group-identifier ────┬─────────────────────────────────────►
          ├─ USER user-identifier ──────┤
          └─ USER PROFILE profile-name ─┘
 
          ┌─────────────── , ──────────────┐
 ►─── TO -▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ─┘

GRANT Definition Privileges Parameters

 

• DEFINE
Gives the ALTER, CREATE, and DROP privileges on the resource identified in the ON parameter to the users or
groups identified in the TO parameter.

• ALTER
Gives the ALTER privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The ALTER privilege on a resource allows the user to modify the resource definition.

• CREATE
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Gives the CREATE privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The CREATE privilege on a resource allows the user to define the resource.

• DISPLAY
Gives the DISPLAY privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DISPLAY privilege allows the user to issue a DISPLAY RESOURCE statement on the named resource. The
grantable DISPLAY privilege allows a user to issue a DISPLAY PRIVILEGES statement on the named resource.

• DROP
Gives the DROP privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DROP privilege on a resource allows the user to delete the definition of the resource.

• ON
Specifies the resource to which the specified definition privileges apply.

• GROUP group-identifier
Identifies a group.
You can wildcard group-identifier.

NOTE
For more information, see Using a Wildcard.

• USER user-identifier
Identifies a user.
You can wildcard user-identifier.

NOTE
For more information, see Using a Wildcard.

• USER PROFILE profile-name
Identifies a user profile.
You can wildcard profile-name.

NOTE
For more information, see Using a Wildcard.

• TO
Specifies the users to whom you are giving definition privileges.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in the section Notes on Security Statement
Syntax.

• WITH GRANT OPTION
Gives the privilege of granting the specified definition privileges to the users or groups identified in the TO parameter.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

GRANT Definition Privileges Usage

Granting Definition Privilege with a Wildcard

By wildcarding the resource name when you grant a definition privilege, you allow a user to define multiple resources that
are named with the same beginning characters.

For example, if you grant DEFINE privilege on user profile HR_* to group HR_ADMIN (see the following example), you
allow the human resources administrative group to create, alter, and drop profiles that begin with the characters 'HR_'.

 2030



 Administrating

The DEFINE Keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges on a resource to one
or more users or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all definition privileges that have been
previously granted on the resource from the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges on the resource from a user or group, whether the privileges were granted singly or as a
set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same
user. This is an efficient technique for granting all but one definition privilege.

The following GRANT statement gives the HR_ADMIN group the privilege to define user profiles that begin 'HR_':

grant define

  on user profile hr_*

  to hr_admin;

GRANT Definition Privileges More Information

For more information about revoking definition privileges, see REVOKE Administration Privilege.

REVOKE Administration Privilege

Revokes SYSADMIN privilege from a user or group.

REVOKE Administration Privilege Authorization

To revoke SYSADMIN privilege, you must hold SYSADMIN privilege.

REVOKE Administration Privilege Syntax

►►─── REVOKE SYSADMIN ────────────────────────────────────────────────────────►
 
            ┌─────────────── , ──────────────┐
 ►─── FROM -▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

REVOKE Administration Privilege Parameters

 

• SYSADMIN
Specifies that you are revoking SYSADMIN privilege from the users or groups named in the FROM parameter.

• FROM

 2031



 Administrating

Specifies the users or groups from whom you are revoking SYSADMIN privilege.
• PUBLIC

Specifies all users.
• authorization-identifier

Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in the section Notes on Security Statement
Syntax.

REVOKE Administration Privilege Usage

Revoking SYSADMIN from All Users

If the SYSA resource type is secured in the SRTT and SYSADMIN is revoked from all users and groups that hold
SYSADMIN privilege, no user has the privilege to grant SYSADMIN and, therefore, no user has overall authority to
administer the security system.

In this situation, you must turn off security for the SYSA resource type in the SRTT. With SYSA security off, any user
can grant SYSADMIN privilege. Once you have granted the privilege to the appropriate users, you reactivate security for
SYSA.

Revoking SYSADMIN from PUBLIC

This statement revokes SYSADMIN privilege from the group PUBLIC:

revoke sysadmin

  from public;

REVOKE Administration Privilege More Information

 

• For more information about grant SYSADMIN privilege, see GRANT Administration Privilege.
• For more information about the role of the SYSADMIN user, see Securing Global Resources.

REVOKE Definition Privileges

Revokes from one or more users or groups the privilege of performing definition functions on a user, group, or user profile
in the user catalog.

REVOKE Definition Privileges Authorization

To revoke a definition privilege on a global resource, you must hold one of the following privileges:

• SYSADMIN privilege
• The corresponding grantable privilege

REVOKE Definition Privileges Syntax

►►─── REVOKE ─┬─ DEFINE ──────────┬───────────────────────────────────────────►
              │ ┌────── , ──────┐ │
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              └─▼─┬─ ALTER ───┬─┴─┘
                  ├─ CREATE ──┤
                  ├─ DISPLAY ─┤
                  └─ DROP ────┘
 
 ►─── ON ─┬─ GROUP group-identifier ────┬─────────────────────────────────────►
          ├─ USER user-identifier ──────┤
          └─ USER PROFILE profile-name ─┘
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

REVOKE Definition Privileges Parameters

 

• DEFINE
Revokes the ALTER, CREATE, and DROP privileges on the resource identified in the ON parameter from the users or
groups identified in the FROM parameter.

• ALTER
Revokes the ALTER privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• CREATE
Revokes the CREATE privilege on the resource identified in the ON parameter from the users or groups identified in
the FROM parameter.

• DISPLAY
Revokes the DISPLAY privilege on the resource identified in the ON parameter from the users or groups identified in
the FROM parameter.

• DROP
Revokes the DROP privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• ON
Specifies the resource to which the definition privileges apply.

• GROUP group-identifier
Identifies a group.

• USER user-identifier
Identifies a user.

• USER PROFILE profile-name
Identifies a user profile.

• FROM
Specifies the users or groups from whom you are revoking definition privileges.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.
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REVOKE Definition Privileges Usage

The DEFINE keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges on a resource to one
or more users or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all definition privileges that have been
previously granted on the resource from the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges on the resource from a user or group, whether the privileges were granted singly or as a
set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same
user. This is an efficient technique for granting all but one definition privilege.

Using a Wildcard When Revoking Definition Privilege

If you use a wildcard in the resource name in a REVOKE statement, the wildcarded name must match the wildcarded
name used in a previous GRANT statement. Similarly, if definition privilege was granted on a wildcarded resource name, it
can be revoked only by specifying the same name in the REVOKE statement.

For example, assume that this grant has been made:

grant define

  on user profile hr*

  to user1, user2, user3;

• To revoke the privilege, you must specify HR* in the REVOKE statement.
• If you revoke DEFINE on user profile HRA from USER1, it has no effect on the privilege granted in the preceding

example.

The following statement revokes the privilege to define certain user profiles from the hr_corp group:

revoke define

  on user profile hr_*

  from hr_corp;

REVOKE Definition Privileges More Information

For more information about granting definition privilege, see GRANT Definition Privileges.

Syntax for Securing System Resources
This section explains the syntax, parameters, command codes, examples, and usage of the following Resources:
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ALTER RESOURCE

Modifies the definition of an activity or a category in the system dictionary.

Authorization

To modify a system, activity, or category definition, you must hold one of these privileges:

• DCADMIN
• SYSADMIN

Syntax

►►─── ALTER RESOURCE ─────────────────────────────────────────────────────────►

 ►─┬─ ACTIVITY application-name.activity-name NUMBER activity-number ─┬───────►◄
   │                          ┌─────────────────────────────────┐     │
   └─ CATEGORY category-name ─▼─┬─ ADD ──┬─ category-component ─┴─────┘
                                └─ DROP ─┘

Expansion of Category-Component

                     ┌─────────────────────── , ────────────────────────┐
►►─┬─ ACCESS MODULE ─▼─ dictionary-name.schema-name.access-module-name ─┴─┬───►◄
   │               ┌─────────────────── , ────────────────────┐           │
   ├─ LOAD MODULE ─▼─ dictionary-name.Vnnnn.load-module-name ─┴───────────┤
   │           ┌───────────── , ──────────┐                               │
   ├─ PROGRAM ─▼─ file-name.program-name ─┴───────────────────────────────┤
   │         ┌────── , ─────┐                                             │
   ├─ QUEUE ─▼─ queue-name ─┴─────────────────────────────────────────────┤
   │            ┌───────────────────── , ─────────────────────┐           │
   ├─ RUNUNIT ──▼─ database-name.subschema-name.program-name ─┴───────────┤
   │        ┌───── , ─────┐                                               │
   └─ TASK ─▼─ task-code ─┴───────────────────────────────────────────────┘

Parameters

• ACTIVITY
Specifies that you are modifying the security definition of an activity.

• application-name
Identifies the application that includes the activity to be altered.

• activity-name
Identifies the application activity to be altered.
The activity must have been previously defined with a CREATE RESOURCE statement.

• NUMBER activity-number
Specifies the security classification number to be assigned to the activity.
Activity-number must be in the range 1 to 256 and must be unique for the application.

• CATEGORY category-name

 2035



 Administrating

Specifies that you are modifying the definition of a category.
Category-name must have been previously defined with a CREATE RESOURCE statement.

• ADD
Specifies that you are adding a component to the category.

• DROP
Specifies that you are dropping a component from the category.

• category-component
Identifies the component to be added to or dropped from the category.
Expanded syntax for category-component directly follows syntax for ALTER RESOURCE.
A component that has been assigned to a category cannot be assigned to a second category.
You can wildcard the name of the category component.
Note: For more information on wildcarding, see Using a Wildcard.

• ACCESS MODULE
Specifies that the category component is an access module.
If you drop an access module from a category, users with execution privilege on the category may no longer be able to
execute the access module.

• dictionary-name
Identifies the dictionary where the access module is stored (DDLCATLOD area).

• schema-name
Identifies the schema with which the access module is associated.

• access-module-name
Identifies the access module.

• LOAD MODULE
Specifies that the category component is a load module.
If you drop a load module from a category, users with execution privilege on the category may no longer be able to
execute the load module.

• dictionary-name
Identifies the dictionary where the load module is stored (DDLDCLOD area).

• Vnnnn
Specifies the version of the load module.
Nnnn identifies the version number of the load module. Leading zeros must be included.

• load-module-name
Identifies the load module.
Load-module-name must match the name of an entity defined in the dictionary by means of a CA IDMS or CA ADS
compiler.

• PROGRAM
Specifies that the category component is a program.
If you drop a program from a category, users with execution privilege on the category may no longer be able to execute
the program.

• file-name
Supplies the external file name of the load library where the program is stored.
File-name is either 'CDMSLIB' or 'Vnnnn' where nnnn identifies the version number (2 - 9999) of the program. Nnnn
must include leading zeroes.

• program-name
Identifies the program.

• QUEUE
Specifies that the category component is a queue.
If you drop a queue from a category, users with execution privilege on the category may no longer be able to create or
access the queue.

• queue-name
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Identifies the queue.
• RUNUNIT

Specifies that the category component is a run unit.
If you drop a run unit from a category, users with execution privilege on the category may no longer be able to execute
the run unit.

• database-name
Specifies the database to be accessed by the run unit.

• subschema-name
Specifies the subschema to be used by the run unit.

• program-name
Specifies the name of the program binding the run unit.

• TASK
Specifies that the category component is a task.
If you drop a task from a category, users with execution privilege on the category may no longer be able to execute the
task.

• task-code
Identifies the task.

Usage

Execution Privilege on Individual Access Modules

You can give access module execution privilege by issuing a GRANT EXECUTE ON ACCESS MODULE statement.
However, if you subsequently add the same access module to a category, the separate grant of access module execution
is ignored at runtime.

If you then drop the access module from the category, and you have not revoked the separate grant of access module
execution privilege, the privilege will again be respected at runtime.

Matching Wildcarded Category Component Names

If you use a wildcard when you specify a category component name, the category to which the resource is assigned is the
one that most closely matches the resource name.

A match is determined by these rules:

• The resource name must match the category component name character for character up to the wildcard in order to be
assigned to the category.

• If the resource name matches more than one category component name up to the wildcard, the resource is assigned
to the category in which the most number of characters match.

For example, assume you add these two category component definitions:

alter resource category hr_prod

  add load module hrdict.v0001*;

alter resource category hr_test
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  add load module hrdict.*;

A load module named HRDICT.V0001.HRMAP1 will be assigned to category HR_PROD, whereas load module
HRDICT.V0002.HRMAP1 will be assigned to category HR_TEST.

Altering Categories After a Grant

If a component is added to a category with ALTER RESOURCE after a grant of privilege on the category, the privilege is
implicitly granted on the added component. Similarly, if a component is dropped from a category with ALTER RESOURCE
after a grant of privilege on the category, the privilege on the dropped component is implicitly revoked.

Examples

Altering an Activity: The following statement assigns a new number to an

existing activity created for a General Ledger application:

alter resource

activity cgl.post

number 5;

Altering a Category: The following statement replaces a resource in an

existing category created for a General Ledger application:

alter resource

category glappl

drop queue fl*

add queue gl*;

More information

For more information on creating and dropping resources, see the topics CREATE RESOURCE and DROP RESOURCE.

CREATE RESOURCE

Creates the definition of a system, activity, or category in the system dictionary.

Authorization

To create a system, activity, or category definition, you must hold one of these privileges:

• DCADMIN
• SYSADMIN
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Syntax

►►─── CREATE RESOURCE ────────────────────────────────────────────────────────►

 ►─┬─ ACTIVITY application-name.activity-name NUMBER activity-number ─┬───────►◄
   │                          ┌──────────────────────────┐            │
   ├─ CATEGORY category-name ─▼─ ADD category-component ─┴────────────┤
   │                                                                  │
   └─ SYSTEM system-identifier ───────────────────────────────────────┘

Expansion of Category-Component

                     ┌─────────────────────── , ────────────────────────┐
►►─┬─ ACCESS MODULE ─▼─ dictionary-name.schema-name.access-module-name ─┴─┬───►◄
   │               ┌─────────────────── , ────────────────────┐           │
   ├─ LOAD MODULE ─▼─ dictionary-name.Vnnnn.load-module-name ─┴───────────┤
   │           ┌───────────── , ──────────┐                               │
   ├─ PROGRAM ─▼─ file-name.program-name ─┴───────────────────────────────┤
   │         ┌────── , ─────┐                                             │
   ├─ QUEUE ─▼─ queue-name ─┴─────────────────────────────────────────────┤
   │            ┌───────────────────── , ─────────────────────┐           │
   ├─ RUNUNIT ──▼─ database-name.subschema-name.program-name ─┴───────────┤
   │        ┌───── , ─────┐                                               │
   └─ TASK ─▼─ task-code ─┴───────────────────────────────────────────────┘

Parameters

• ACTIVITY
Specifies that you are defining an activity as a secured resource.
An activity is a discrete application function. After you have defined an activity, you grant execution privilege on the
activity to users.
Note: For more information on activities, see Securing System Resources.

• application-name
Identifies the application that includes the activity to be secured.
Application-name must match the name of the application (passed in #SECHECK) whose function is being secured. It
can be at most eight characters in length.

• activity-name
Names the application function to be secured.
Activity-name must be unique within the application. It can be at most 18 characters in length.

• NUMBER activity-number
Specifies the activity number assigned to the application function.
Activity-number must be unique within the application. It must be in the range 1 to 256, and it must match the security
class assigned within the application.

NOTE
For more information on assigning activity numbers within applications, see Securing System Resources.

• CATEGORY category-name
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Specifies that you are defining category category-name as a secured resource.
A category can contain tasks, load modules, programs, access modules, run units, and queues. After you have defined
a category, you grant execution privilege on the category to users.
Category-name can be at most 32 characters in length.
You can define a maximum of 32,767 categories for a DC system.
Note: For more information on categories, see Securing System Resources.

• ADD category-component
Identifies a component to be added to the category.
Expanded syntax for category-component directly follows syntax for CREATE RESOURCE.
A component that has been assigned to a category cannot be assigned to a second category.
You can wildcard the name of the category component.
Note: For more information on wildcarding, see Using a Wildcard.

• SYSTEM system-identifier
Specifies that system system-identifier is a secured resource. When the system is secured, users must hold definition
privileges to define the system and signon privilege to sign on to the system.
When the system is defined, SYSTEM ID in the SYSTEM statement of system generation must match the value of
system-identifier.

• ACCESS MODULE
Specifies that the category component is an access module.
After you add an access module to a category, a user with execution privilege on the category can load the access
module but cannot execute it.

• dictionary-name
Identifies the dictionary where the access module is stored (DDLCATLOD area).

• schema-name
Identifies the schema with which the access module is associated.

• access-module-name
Identifies an access module.

• LOAD MODULE
Specifies that the category component is a load module.
After you add a load module to a category, a user with execution privilege on the category can execute the load
module.

• dictionary-name
Identifies the dictionary where the load module is stored (DDLDCLOD area).

• Vnnnn
Specifies the version of the load module.
Nnnn identifies the version number of the load module. Leading zeros must be included.

• load-module-name
Identifies a load module.

• PROGRAM
Specifies that the category component is a program.
After you add a program to a category, a user with execution privilege on the category can execute the program.

• file-name
Supplies the name of the external file of the load library where the program is stored.
File-name is either 'CDMSLIB' or 'Vnnnn' where nnnn identifies the version number (2 - 9999) of the program. Nnnn
must include leading zeroes.

• program-name
Identifies a program.

• QUEUE
Specifies that the category component is a queue.
After you add a queue to a category, a user with execution privilege on the category can create or access the queue.

• queue-name
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Identifies a queue.
• RUNUNIT

Specifies that the category component is a run unit.
After you add a run unit to a category, a user with execution privilege on the category can use program-name to
access data described in subschema-name of database-name.

• database-name
Identifies the database to be accessed by the run unit.

• subschema-name
Identifies the subschema to be used by the run unit.

• program-name
Identifies the program binding the run unit.

• TASK
Specifies that the category component is a task.
After you add a task to a category, a user with execution privilege on the category can execute the task.

• task-code
Identifies the task.

Usage

Adding Categories or Applications After a Grant

A category created after you grant privileges on the category with a wildcard is not included in the scope of the grant
even if the resource name matches the wildcarded name. The wildcard is processed at the time the grant is made, not at
runtime.

For example, if you create categories X1, X2, and X3, and then grant privileges on category X*, the three categories are
within the scope of the grant. If you then create category X4, this category is not within the scope of the grant.

You can include X4 within the scope of the grant by reissuing the original grant on category X*.

The same considerations apply if you wildcard activity-name when granting execution privilege on an activity. The wildcard
is processed at the time the grant is made, not at runtime.

Altering Categories After a Grant

If a component is added to a category (ALTER RESOURCE) after a grant of privilege on the category, the privilege is
implicitly granted on the added component. Similarly, if a component is dropped from a category (ALTER RESOURCE)
after a grant of privilege on the category, the privilege on the dropped component is implicitly revoked.

Matching Wildcarded Category Component Names

If you use a wildcard when you specify a category component name, the category to which the resource is assigned is the
one that most closely matches the resource name.

A match is determined by these rules:

• The resource name must match the category component name character for character up to the wildcard in order to be
assigned to the category.

• If the resource name matches more than one category component name up to the wildcard, the resource is assigned
to the category in which the most number of characters match.

For example, assume you add these two category component definitions:

create resource category hr_prod

  add load module hrdict.v0001*;
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create resource category hr_test

  add load module hrdict.*;

A load module named HRDICT.V0001.HRMAP1 will be assigned to category HR_PROD, whereas load module
HRDICT.V0002.HRMAP1 will be assigned to category HR_TEST.

Examples

The following statement creates a category called PROD_ACCESS that includes resources required for a user to perform
production processing:

create resource

  category prod_access

    add access module proddict.prod*

    add load module proddict.v0001.*

    add program cdmslib.*

    add rununit p*;

Creating an Activity

The following statement assigns an activity name and number to a General Ledger application:

create resource

  activity cgl.post

  number 4;

Creating a Category

The following statement creates a category of resources used by a General Ledger application:

create resource

  category glappl

    add load module appldict.v0001.gl*
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    add task gl*

    add queue gl*

    add program cdmslib.gl*;

More information

For more information on altering and dropping resources, see “ALTER RESOURCE” and “DROP RESOURCE.”

DROP RESOURCE

Deletes the definition of a secured resource.

Authorization

To delete the definition of a system, activity, or category as a secured resource, you must hold one of these privileges:

• DCADMIN
• SYSADMIN

Syntax

►►─── DROP RESOURCE ─┬─ ACTIVITY application-name.activity-name ─┬────────────►◄
                     ├─ CATEGORY category-name ──────────────────┤
                     └─ SYSTEM system-identifier ────────────────┘

Parameters

• ACTIVITY
Specifies that the resource to be dropped is an activity.

• application-name.activity-name
Identifies the activity.

• CATEGORY
Specifies that the resource to be dropped is a category.

• category-name
Identifies the category.

• SYSTEM
Specifies that the resource to be dropped is a system.

• system-identifier
Identifies the system.

Usage

Automatic Revoking of Privileges

When you drop a resource, you implicitly revoke all privileges granted on the resource.

Examples

Dropping an Activity
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The following statement drops an existing activity created for a General Ledger application:

drop resource activity cgl.post;

Dropping a Category

The following statement drops an existing category created for a General Ledger application:

drop resource category glappl;

More information

For more information on creating and altering resources, see CREATE RESOURCE and ALTER RESOURCE.

GRANT Administration Privilege

Gives one or more users or groups DCADMIN privilege.

Authorization

To grant DCADMIN privilege, you must hold one of these privileges:

• DCADMIN
• SYSADMIN

Syntax

►►─── GRANT DCADMIN ──────────────────────────────────────────────────────────►

          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►◄
            └─ authorization-identifier ─┘

Parameters

• DCADMIN
Specifies that you are giving DCADMIN privilege to the users or groups identified in the TO parameter.
DCADMIN controls access to DC system resources. A user with DCADMIN privilege can define system resources and
can grant and revoke privileges on system resources.
Note: For more information on the DCADMIN privilege, see Securing System Resources.

• TO
Specifies the users or groups to whom you are giving DCADMIN privilege.

• PUBLIC
Specifies all users.

WARNING
If you grant DCADMIN to group PUBLIC, any user can administer security for the system.

• authorization-identifier
Identifies a user or group.
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Note: Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Usage

Decentralizing Administration

You can decentralize security administration for the system by granting DCADMIN and system definition privileges to
other users.

A holder of SYSADMIN or DCADMIN can also specify WITH GRANT OPTION when granting system definition privileges
to allow the recipient to grant the same privileges to others.

Examples

Granting DCADMIN to Administrators:

The following statement grants DCADMIN privilege to the security administrator ID and the DCA group ID:

grant dcadmin

  to secadmin, dca_group;

More information

For more information on revoking DCADMIN privilege, see REVOKE Administration Privilege.

GRANT Execution Privilege

Gives one or more users or groups access to activities or categories.

Authorization

To grant an execution privilege, you must hold one of these privileges:

• DCADMIN
• SYSADMIN

Syntax

►►─── GRANT EXECUTE ──────────────────────────────────────────────────────────►

                       ┌─────────────── , ────────────────┐
 ►─── ON ─┬─ ACTIVITY ─▼─ application-name.activity-name ─┴─────────┬─────────►
          │            ┌─────── , ───────┐                          │
          └─ CATEGORY ─▼─ category-name ─┴──────────────────────────┘

          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►◄
            └─ authorization-identifier ─┘
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Parameters

• EXECUTE
Specifies that you are giving execution privilege to the users or groups identified in the TO parameter.

• ON
Specifies the resources to which execution privilege applies.

• ACTIVITY
Specifies that you are giving execution privilege on one or more activities.

• application-name.activity-name
Identifies an activity.
Application-name.activity-name must have been previously defined as an activity with a CREATE RESOURCE
statement.
You can wildcard activity-name. You cannot wildcard application-name. The wildcard character can appear in activity-
name at any point after the period following application-name.
Note: For more information on wildcarding, see Using a Wildcard.

• CATEGORY
Specifies that you are giving execution privilege on one or more categories.

• category-name
Identifies a category.
Category-name must have been previously defined as a category with a CREATE RESOURCE statement.
You can wildcard category-name.
Note: For more information on wildcarding, see Using a Wildcard.

• TO
Specifies the users or groups to whom you are giving execution privilege.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.
Note: Expanded syntax for authorization-identifier is presented in the section “Notes on Security Statement Syntax.”

Usage

Wildcarding Activity-Name

If you wildcard activity-name in a GRANT EXECUTE statement, you grant execution privilege on all activities whose
names match the wildcarded name.

For example, this statement gives execution privilege on all DCMT activities whose names begin with 'VARY' to
DCA_GROUP:

grant execute

  on activity dcmt.vary*

  to dca_group;

Adding Categories or Activities After a Grant

A category created after you grant privileges on the category with a wildcard is not included in the scope of the grant
even if the resource name matches the wildcarded name. The wildcard is processed at the time the grant is made, not at
runtime.
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For example, if you create categories X1, X2, and X3, and then grant privileges on category X*, the three categories are
within the scope of the grant. If you then create category X4, this category is not within the scope of the grant.

You can include X4 within the scope of the grant by revoking the original grant on category X* and then reissuing it.

The same considerations apply if you wildcard activity-name when granting execution privilege on an activity. The wildcard
is processed at the time the grant is made, not at runtime.

Examples

Granting Execution Privilege on an Activity

The following statement grants execution privilege on a General Ledger activity to a development group:

grant execute

  on activity cgl.post

  to appldev1;

Granting Execution Privilege on a Category

The following statement grants execution privilege on the General Ledger category to all users:

grant execute

  on category glappl

  to public;

Granting Execution Privilege to PUBLIC

If execution privilege on a category has been granted to group PUBLIC, a user who has not signed on has the ability to
invoke tasks and access other secured resources in the category.

GRANT Signon Privilege

Gives one or more users access to a CA IDMS system.

Authorization

To issue the GRANT SIGNON statement, you must hold one of these privileges:

• DCADMIN
• SYSADMIN

Syntax

►►─── GRANT SIGNON ON SYSTEM system-identifier ──────────────────────────────►

 ►─┬──────────────────────────────┬──────────────────────────────────────────►
   └─ PROFILE ─┬─ profile-name ─┬─┘
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               └─ NULL ─────────┘

         ┌─────────── , ─────────┐
 ►─── TO ▼─── user-identifier ───┴───────────────────────────────────────────►◄

Parameters

• SIGNON
Specifies that you are giving signon privilege to the users identified in the TO parameter.

• ON SYSTEM system-identifier
Identifies the system to which signon privilege applies.
System-identifier must have been defined as a resource with the CREATE RESOURCE SYSTEM statement.
Note: You cannot wildcard system-identifier.

• PROFILE profile-name
Identifies the system profile to be used in signon processing.

• NULL
Specifies that no system profile should be used in signon processing.

• TO user-identifier
Identifies a user to whom you are giving signon privilege.

Usage

Changing the User's System Profile

To change the system profile associated with a user identifier:

• Revoke signon privilege from the user identifier.
• Grant signon privilege to the user identifier specifying the new profile.

Examples

Granting Signon with a Profile Specification

The following statement grants signon privilege and specifies the system profile to be invoked in signon processing:

grant signon

  on system syst0099

  profile pub99

  to sam;

Changing the User's System Profile

The following statements change user SAM's system profile to CORP99:

revoke signon on system syst0099

  from sam;
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grant signon on system syst0099

  profile corp99

  to sam;

More information

• For more information on signon processing, see Signon Processing (CA IDMS).
• For more information on revoking signon privilege, see REVOKE Signon Privilege.
• For more information on system profiles, see the CA IDMS System Tasks and Operator Reference section.

GRANT System Definition Privileges

Gives to one or more users or groups the privilege to define a system or a system profile in the system dictionary.

Authorization

To grant system definition privileges, you must hold one of these privileges:

• DCADMIN privilege
• The corresponding grantable privilege on the system or system profile
• SYSADMIN

Syntax

►►─── GRANT ─┬─ DEFINE ──────────┬────────────────────────────────────────────►
             │ ┌────── , ──────┐ │
             └─▼─┬─ ALTER ───┬─┴─┘
                 ├─ CREATE ──┤
                 ├─ DISPLAY ─┤
                 └─ DROP ────┘

 ►─── ON ─┬─ SYSTEM system-identifier ────┬───────────────────────────────────►
          └─ SYSTEM PROFILE profile-name ─┘

          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
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   └─ WITH GRANT OPTION ─┘

Parameters

• DEFINE
Gives the ALTER, CREATE, DISPLAY, and DROP privileges on the resource identified in the ON parameter to the
users or groups identified in the TO parameter.
The DEFINE privilege on a system allows the user to use the CA IDMS system generation compiler to add, modify, or
delete the system. The DEFINE privilege also allows the user to display or punch the definition of the system.
The DEFINE privilege on a system profile allows the user to create, alter, or drop a system profile, or to display security
definitions for the system profile.

• ALTER
Gives the ALTER privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The ALTER privilege on a system allows a user to use the system generation compiler to modify the definition of the
system.
The ALTER privilege on a system profile allows a user to alter the system profile.

• CREATE
Gives the CREATE privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The CREATE privilege on a system allows a user to use the system generation compiler to add the system.
The CREATE privilege on a system profile allows a user to create the system profile.

• DISPLAY
Gives the DISPLAY privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DISPLAY privilege allows the user to issue a DISPLAY RESOURCE statement on the named system or system
profile. The grantable DISPLAY privilege allows a user to issue a DISPLAY PRIVILEGES statement on the named
system or system profile.
The DISPLAY privilege on a system also allows a user to use the system generation compiler to display or punch the
system definition.

• DROP
Gives the DROP privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DROP privilege on a system allows a user to use the system generation compiler to delete the definition of the
system.
The DROP privilege on a system profile allows a user to drop the system profile.

• ON
Specifies the resource to which the definition privileges apply.

• SYSTEM system-identifier
Identifies a system.
You can wildcard system-identifier.
Note: For more information on wildcarding, see Using a Wildcard.
If you do not wildcard system-identifier, the value you specify must match the identifier of a system secured with the
CREATE RESOURCE SYSTEM statement.

• SYSTEM PROFILE profile-name
Identifies a system profile.
Note: For more information on creating system profiles, see the CA IDMS System Tasks and Operator Reference
section.
You can wildcard system-profile.
Note: For more information on wildcarding, see Using a Wildcard.

• TO
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Specifies the users or groups to whom you are giving the definition privileges.
• PUBLIC

Specifies all users.
• authorization-identifier

Identifies a user or group.
Note: Expanded syntax for authorization-identifier is presented in the section Notes on Security Statement Syntax.

• WITH GRANT OPTION
Gives the privilege of granting the specified definition privileges to the users or groups identified in the TO parameter.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

Usage

The DEFINE Keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges on a resource to one
or more users or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all definition privileges that have been
previously granted on the resource from the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges on the resource from a user or group, whether the privileges were granted singly or as a
set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same user
as a way to grant all but one definition privilege.

Examples

Granting Privilege to Define the System

The following statement grants the privilege to define a system to the system DCA:

grant define

  on system syst0099

  to dca0099;

More information

• For more information on system profiles, see the CA IDMS System Tasks and Operator Reference section.
• For more information on revoking system definition privileges, see REVOKE System Definition Privileges.

REVOKE Administration Privilege

Revokes DCADMIN privilege from one or more users or groups.

Authorization

To revoke DCADMIN privilege, you must hold one of these privileges:
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• DCADMIN
• SYSADMIN

Syntax

►►─── REVOKE DCADMIN ─────────────────────────────────────────────────────────►

            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

• DCADMIN
Specifies that you are revoking DCADMIN privilege from the users or groups named in the FROM parameter.

• FROM
Specifies the users or groups from whom you are revoking DCADMIN privilege.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.
The privilege must have been previously given to authorization-identifier by means of the GRANT statement.
Note: Expanded syntax for authorization-identifier is presented in section “Notes on Security Statement Syntax."

Example

Revoking DCADMIN from Administrators

The following statement revokes DCADMIN privilege from the DCA group ID:

revoke dcadmin

  from dca_group;

More information

For more information on granting DCADMIN privilege, see GRANT Administration Privilege.

REVOKE Execution Privilege

Revokes from one or more users or groups the privilege to access an activity or category.

Authorization

To revoke execution privilege, you must hold one of these privileges:

• DCADMIN
• SYSADMIN
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Syntax

►►─── REVOKE EXECUTE ─────────────────────────────────────────────────────────►

                       ┌──────────────── , ───────────────┐
 ►─── ON ─┬─ ACTIVITY ─▼─ application-name.activity-name ─┴──────────┬────────►
          │            ┌─────── , ───────┐                           │
          └─ CATEGORY ─▼─ category-name ─┴───────────────────────────┘

            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

EXECUTE

Specifies that you are revoking execution privilege from the users or groups identified in the FROM parameter.

• ON
Specifies the resource to which execution privilege applies.

• ACTIVITY
Specifies that you are revoking execution privilege on one or more activities.

• application-name.activity-name
Identifies an activity.
You can wildcard activity-name. You cannot wildcard application-name. The wildcard character can appear in activity-
name at any point following the period after application-name.
Note: For more information on wildcarding, see Using a Wildcard.

• CATEGORY
Specifies that you are revoking execution privilege on one or more categories.

• category-name
Identifies a category.

• FROM
Specifies the users or groups from whom you are revoking execution privilege.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.
The privilege must have been previously given to authorization-identifier by means of the GRANT statement.
Note: Expanded syntax for authorization-identifier is presented in the section Notes on Security Statement Syntax.

Examples

Revoking Execution Privilege on an Activity

The following statement revokes execution privilege on a General Ledger activity from a development group:

revoke execute
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  on activity cgl.post

  from appldev1;

Revoking Execution Privilege on a Category

The following statement revokes execution privilege on the General Ledger category from PUBLIC:

revoke execute

  on category glappl

  from public;

More information

For more information on granting execution privilege, see GRANT Execution Privilege.

REVOKE Signon Privilege

Revokes the privilege to access a system from one or more users.

Authorization

To revoke signon privilege, you must hold one of these privileges:

• DCADMIN
• SYSADMIN

Syntax

►►─── REVOKE SIGNON ON SYSTEM system-identifier ──────────────────────────────►

            ┌────────── , ──────────┐
 ►─── FROM ─▼─── user-identifier ───┴─────────────────────────────────────────►◄

Parameters

• SIGNON
Specifies that you are revoking signon privilege to the system identified in the ON parameter from the users identified
in the FROM parameter.

• ON SYSTEM system-identifier
Identifies the system to which the signon privilege applies.

• FROM user-identifier
Identifies a user from whom you are revoking signon privilege.
The privilege must have been previously given to user-identifier by means of the GRANT statement.
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Example

Revoking Signon

The following statement revokes signon privilege on a specified system from a user:

revoke signon

  on system syst0099

  from sam;

More information

For more information on granting signon privilege, see GRANT Signon Privilege.

REVOKE System Definition Privileges

Revokes from one or more users or groups the privilege to define a system or a system profile in the system dictionary.

Authorization

To revoke system privileges, you must hold one of these privileges:

• DCADMIN privilege
• The corresponding grantable privilege on the system or system profile
• SYSADMIN

Syntax

►►─── REVOKE ─┬─ DEFINE ──────────┬───────────────────────────────────────────►
              │ ┌────── , ──────┐ │
              └─▼─┬─ ALTER ───┬─┴─┘
                  ├─ CREATE ──┤
                  ├─ DISPLAY ─┤
                  └─ DROP ────┘

 ►─── ON ─┬─ SYSTEM system-identifier ────┬───────────────────────────────────►
          └─ SYSTEM PROFILE profile-name ─┘

            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

• DEFINE
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Revokes the ALTER, CREATE, DISPLAY, and DROP privileges on the resource identified in the ON parameter from
the users or groups identified in the TO parameter.

• ALTER
Revokes the ALTER privilege on the resource identified in the ON parameter from the users or groups identified in the
TO parameter.

• CREATE
Revokes the CREATE privilege on the resource identified in the ON parameter from the users or groups identified in
the TO parameter.

• DISPLAY
Revokes the DISPLAY privilege on the resource identified in the ON parameter from the users or groups identified in
the TO parameter.

• DROP
Revokes the DROP privilege on the resource identified in the ON parameter from the users or groups identified in the
TO parameter.

• ON
Specifies the resource to which the definition privileges apply.

• SYSTEM system-identifier
Identifies a system.

• SYSTEM PROFILE profile-name
Identifies a system profile.

• FROM
Specifies the users or groups from whom you are revoking the specified definition privileges.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.
The privileges must have been previously given to authorization-identifier by means of the GRANT statement.
Note: Expanded syntax for authorization-identifier is presented in the section “Notes on Security Statement Syntax."

Usage

The DEFINE Keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges on a resource to one
or more users or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all definition privileges that have been
previously granted on the resource from the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges on the resource from a user or group, whether the privileges were granted singly or as a
set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same user
as a way to grant all but one definition privilege.

Examples

Revoking Privilege to Define the System

The following statement revokes the privilege to define a system from the system DCA:

revoke define
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  on system syst0099

  from dca0099;

More information

• For more information on system profiles, see the CA IDMS System Tasks and Operator Reference section.
• For more information on granting system definition privileges, see GRANT System Definition Privileges.

Syntax for Securing Database Resources
This section explains the syntax, parameters, command codes, examples, and usage of the following Resources:

GRANT Access Module Execution Privilege

Gives one or more users or groups the privilege of executing a specified access module.

GRANT Access Module Execution Privilege Authorization

To grant access module execution privilege, one of the following must be true:

• You hold grantable execution privilege on the access module (you can grant execution privilege, but you cannot
specify WITH GRANT OPTION).

• You own the schema with which the access module is associated.
• You hold DBADMIN privilege on the dictionary that contains the access module.
• You hold SYSADMIN privilege.

You must be connected to the application dictionary that contains the access module when you issue the statement.

GRANT Access Module Execution Privilege Syntax

►►─── GRANT EXECUTE ──────────────────────────────────────────────────────────►
 
 ►─── ON ACCESS MODULE ─┬────────────────┬─ access-module-name ───────────────►
                        └─ schema-name. ─┘
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ─┘

GRANT Access Module Execution Privilege Parameters

 

• ON ACCESS MODULE access-module-name
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Identifies the access module to which the EXECUTE privilege applies.
You can wildcard access-module-name. If you specify schema-name, the wildcard character is valid after the period
following schema-name.

NOTE
For more information, see Using a Wildcard.

• TO
Identifies the users or groups to whom you are giving EXECUTE privilege.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.

• WITH GRANT OPTION
Gives the privilege of granting EXECUTE privilege on the named access module to the users identified in the TO
parameter.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

GRANT Access Module Execution Privilege Usage

CA IDMS Internal Security Enforcement

When executing an access module in a database for which CA IDMS internal security is in effect, the owner of the access
module must either hold the applicable privileges on the table-like objects named in the SQL statements in the module, or
own the table-like objects. You own the access module if you own the schema associated with the access module.

For a user who is not the owner to execute an access module, these conditions must be satisfied:

• The user must hold execution privilege on the access module.
• The owner must either hold the applicable grantable privileges on the table-like objects named in the SQL statements

in the module, or own the table-like objects.

These rules allow you to restrict a user's means of accessing data to application programs. If you grant table access
privileges, the user can also access data through the Command Facility.

External Security

When executing an access module in a database for which external security is in effect, the user, regardless of ownership,
must hold the applicable privileges on all tables accessed by SQL statements in the module, whether accessed directly or
indirectly through a view.

Granting Execution Privilege

The following GRANT statement gives execution privilege on all access modules associated with schema HR that begin
with 'EMP' to the groups PER_GRP_1 and PER_GRP_2:

grant execute

   on access module hr.emp*

   to per_grp_1, per_grp_2;

GRANT Access Module Execution Privilege More Information

For more information about revoking execution privilege, see REVOKE Access Module Execution Privilege.
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GRANT Administration Privilege 1

Gives one or more users or groups DBADMIN privilege on a specified database.

GRANT Administration Privilege Authorization

To grant DBADMIN privilege, you must hold one of these privileges:

• DBADMIN on the database
• SYSADMIN

You must be connected to the system dictionary when you issue the statement.

GRANT Administration Privilege Syntax

►►─── GRANT DBADMIN ON DB database-name ──────────────────────────────────────►
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►◄
            └─ authorization-identifier ─┘

GRANT Administration Privilege Parameters

 

• DBADMIN
Specifies that you are giving DBADMIN privilege on the database identified in the ON parameter to the users or groups
identified in the TO parameter.

• ON DB database-name
Specifies the database to which DBADMIN privilege applies.
Database-name refers to either the name of a segment or a database name entry in the database name table.
DBADMIN controls access to database resources. A user with DBADMIN privilege can grant and revoke privileges for
the specified database. DBADMIN privilege also allows users to maintain physical database definitions in the dictionary
identified by database-name.

NOTE
For more information on the DBADMIN privilege, see Securing Database Resources.

You can wildcard database-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• TO
Specifies the users or groups to whom you are giving DBADMIN privilege.

• PUBLIC
Specifies all users.

WARNING
If you grant DBAMIN to group PUBLIC, any user can administer security on the database.

• authorization-identifier
Identifies a user or group.

Note: Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Granting DBADMIN to the DBA
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The following statement grants DBADMIN privilege on database GLDB to the DBA group ID:

grant dbadmin

  on db gldb

  to dba_gldb;

GRANT Administration Privilege More Information

For more information about revoking DBADMIN privilege, see REVOKE Administration Privilege.

GRANT All Table Privileges

Gives one or more users all definition and access privileges on a specified table-like object.

GRANT All Table Privileges Authorization

To grant all table privileges, one of the following must be true:

• You hold all privileges on the table-like object as grantable privileges. (you can grant the privileges, but you cannot
specify WITH GRANT OPTION)

• You own the table-like object.
• You hold DBADMIN privilege the application dictionary where the table-like object is defined and on the database that

contains the table-like object data.
• You hold SYSADMIN privilege.

GRANT All Table Privileges Syntax

►►─── GRANT ALL PRIVILEGES ───────────────────────────────────────────────────►
 
 ►─── ON table table-name ────────────────────────────────────────────────────►
 
          ┌─────────────── , ───────────────┐
 ►─── TO ─▼─┬─ PUBLIC ────────────────────┬─┴─────────────────────────────────►
            └─ authorization-identifier ──┘
 
 ►─┬──────────────────────┬───────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ──┘

GRANT All Table Privileges Parameters

 

• ALL PRIVILEGES
Gives the DELETE, INSERT, SELECT, UPDATE, ALTER, CREATE, DROP, and REFERENCES privileges on the table-
like object, as applicable, identified in the ON parameter to the users or groups identified in the TO parameter.

• ON table table-name
Identifies the table-like object to which the table privileges apply.
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NOTE
Expanded syntax for table-name is presented in Notes on Security Statement Syntax.

You can wildcard the identifier-components of table-name. If you specify schema-name in table-name, the wildcard
character is valid after the period following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

If you do not specify schema-name, it defaults to the current schema in effect for your session.
• TO

Specifies the users or groups to whom you are giving table privileges.
• PUBLIC

Specifies all users.
• authorization-identifier

Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Using a Wildcard.

• WITH GRANT OPTION
Gives the privilege of granting the all table privileges on table-name to the users or groups identified in the TO
parameter. The owner of the resource, a holder of the applicable DBADMIN privilege, or a holder of SYSADMIN
privilege can specify WITH GRANT OPTION.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

GRANT All Table Privileges Usage

Verification of Wildcarded Grants

When you grant all table privileges, you grant a combination of table access and table definition privileges. If you wildcard
table-name, the verification at runtime of the user's access privilege is handled differently from verification of the user's
definition privilege:

• For definition privileges, only the closest matching wildcarded grant is used. If CREATE privilege has been
granted on HR.EMP* and HR.EMPV*, then only the grant on HR.EMPV* is used to verify the privilege to create
HR.EMPVU_SALARY.

• For access privileges, all matching wildcarded grants are used. If SELECT privilege has been granted on HR.EMP*
and HR.EMPV*, then users or groups receiving either the HR.EMP* or the HR.EMPV* grant are authorized to select
from EMPVU_SALARY.

Granting All Privileges to All Users

The following GRANT statement gives all users all privileges on all table-like objects in the TEST schema:

grant all privileges

   on test.*

   to public;

GRANT All Table Privileges More Information
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• For more information on table access privileges, see GRANT Table Access Privileges.
• For more information on table definition privileges, see GRANT SQL Definition Privileges.

GRANT Area Access Privileges

Gives one or more users or groups access to an area of the database.

GRANT Area Access Privileges Authorization

To grant an area access privilege, you must hold one of these privileges:

• The grantable area access privilege on the area (you can grant the privilege, but you cannot specify WITH GRANT
OPTION)

• DBADMIN on DB segment-name
• SYSADMIN

You must be connected to the system dictionary when you issue the statement.

GRANT Area Access Privileges Syntax

             ┌────── , ───────┐
►►─── GRANT ─▼─┬─ DBAREAD ──┬─┴───────────────────────────────────────────────►
               ├─ DBAWRITE ─┤
               └─ USE ──────┘
 
 ►─── ON AREA segment-name.area-name ─────────────────────────────────────────►
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ─┘

GRANT Area Access Privileges Parameters

 

• DBAREAD
Specifies that you are giving DBAREAD privilege on the area identified in the ON parameter to the users or groups
specified in the TO parameter.
A user with DBAREAD privilege can execute database utilities that perform read-only functions in the specified area.

• DBAWRITE
Specifies that you are giving DBAWRITE privilege on the area identified in the ON parameter to the users or groups
specified in the TO parameter.
A user with DBAWRITE privilege can execute database utilities that perform read-write functions in the specified area.

NOTE
DBAWRITE privilege does not imply DBAREAD privilege. You must give both privileges to users or groups
who need to execute all utilities.

• USE
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Specifies that you are giving USE privilege on the area identified in the ON parameter to the users or groups specified
in the TO parameter.
A user with USE privilege can create an SQL table or index in the specified area.

• ON AREA segment-name.area-name
Identifies the area to which the specified area access privileges apply.
You can wildcard area-name. You cannot wildcard segment-name. The wildcard character is valid after the period
following segment-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• TO
Specifies the users or groups to whom you are giving area access privileges.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

• WITH GRANT OPTION
Gives the privilege of granting the specified area access privileges to the users or groups identified in the TO
parameter. Only a user with DBADMIN privilege on segment-name or with SYSADMIN privilege can specify WITH
GRANT OPTION.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

Granting All Area Access Privileges

The following statement grants all area access privileges to the specified users:

on area gl."account-area"

to matt, alex;

GRANT Area Access Privileges More Information

For more information on revoking the privilege to access an area, see REVOKE Area Access Privileges.

GRANT Non-SQL Definition Privilege

Gives one or more users or groups the privilege of referencing a non-SQL-defined schema in an SQL schema definition.

GRANT Non-SQL Definition Privilege Authorization

To grant the USE privilege on a non-SQL-defined schema, you must hold one of these privileges:

• Grantable privilege on the non-SQL-defined schema (you can grant the privilege, but you cannot specify WITH GRANT
OPTION).

• DBADMIN on the dictionary containing the non-SQL-defined schema definition.
• SYSADMIN.

You must be connected to the dictionary containing the non-SQL-defined schema when you issue the statement.
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GRANT Non-SQL Definition Privilege Syntax

►►─── GRANT ─┬─ USE     ─┬────────────────────────────────────────────────────►
             └─ DISPLAY ─┘
 
 ►─── ON NONSQL SCHEMA Vnnnn.nonsql-schema-name ──────────────────────────────►
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ─┘

GRANT Non-SQL Definition Privilege Parameters

 

• USE
Gives the USE privilege on the non-SQL-defined schema identified in the ON parameter to the users or groups
identified in the TO parameter.

• DISPLAY
Gives the DISPLAY privilege on the non-SQL-defined schema identified in the ON parameter to the users or groups
identified in the TO parameter.

• ON NONSQL SCHEMA
Specifies the non-SQL-defined schema to which the USE privilege applies.

• Vnnnn.nonsql-schema-name
Specifies the version number and name of the non-SQL-defined schema. The version number (nnnn) must include
leading zeros.
You can wildcard nonsql-schema-name. You cannot wildcard Vnnnn. The wildcard character is valid after the period
following Vnnnn.

NOTE
For more information on wildcarding, see Using a Wildcard.

• TO
Specifies the users or groups to whom you are giving the USE privilege.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

• WITH GRANT OPTION
Gives the privilege of granting the USE privilege on the named resource to the users or groups identified in the TO
parameter.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

Granting USE On a Non-SQL-Defined Schema

The following statement grants the privilege of referencing a non-SQL-defined schema when creating an SQL schema:
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grant use

  on nonsql schema v0001.ap

  to sal, sam;

GRANT Non-SQL Definition Privilege More Information

For more information on revoking the privilege to use a non-SQL-defined schema, see REVOKE Non-SQL Definition
Privilege.

GRANT Physical Database Definition Privileges

Gives one or more users or groups the privilege of issuing DMCL, DBTABLE, and SEGMENT physical DDL statements.

GRANT Physical Database Definition Privileges Authorization

To grant a definition privilege on a DMCL or DBTABLE, you must hold one of these privileges:

• The corresponding grantable privilege
• DBADMIN on DB SYSTEM
• SYSADMIN

To grant a physical definition privilege on a database, you must hold one of the following privileges:

• The corresponding grantable privilege
• DBADMIN on the specified DB
• SYSADMIN on the specified DB

You must be connected to the system dictionary when you issue the statement.

GRANT Physical Database Definition Privileges Syntax

►►─── GRANT ─┬─ DEFINE ───────────┬───────────────────────────────────────────►
             │ ┌─────── , ──────┐ │
             └─▼─┬─ ALTER ────┬─┴─┘
                 ├─ CREATE ───┤
                 ├─ DISPLAY ──┤
                 ├─ DROP ─────┤
                 └─ USE ──────┘
 
 ►─── ON ─┬─ DMCL dmcl-name ───────┬──────────────────────────────────────────►
          ├─ DBTABLE dbtable-name ─┤
          └─ DB database-name ─────┘
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
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   └─ WITH GRANT OPTION ─┘

GRANT Physical Database Definition Privileges Parameters

 

• DEFINE
Gives the ALTER, CREATE, DISPLAY, DROP, and USE privileges, as applicable, on the resource identified in the ON
parameter to the users or groups identified in the TO parameter.

• ALTER
Gives the ALTER privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The ALTER privilege on a resource allows a user to modify the definition of the resource. The ALTER privilege on a
DMCL or database name table also allows a user to generate a load module from the definition.

• CREATE
Gives the CREATE privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The CREATE privilege on a resource allows a user to define the resource.

• DISPLAY
Gives the DISPLAY privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DISPLAY privilege allows the user to issue a DISPLAY RESOURCE statement on the named resource. The
grantable DISPLAY privilege allows a user to issue a DISPLAY PRIVILEGES statement on the named resource.
The DISPLAY privilege on a DBTABLE resource is required for a user to produce a DBTABLE listing using IDMSRPTS.
The DISPLAY privilege on a DMCL resource is required for a user to produce a DMCL listing using IDMSRPTS. The
DISPLAY privilege on a DB resource is required for a user to produce a segment listing using IDMSRPTS.

• DROP
Gives the DROP privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DROP privilege on a resource allows a user to delete the definition of the resource.

• USE
Gives the USE privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
– DMCL -- The USE privilege allows a user to format, print, archive, and fix the journal files defined by the DMCL and

punch the DMCL load module.
– Database name table -- The USE privilege allows a user to punch the database name table load module and

specify the database name table in the DBTABLE parameter of a DMCL definition.
– Segment -- The USE privilege allows a user to associate the segment with an SQL schema.

• ON
Specifies the resource to which the definition privileges apply.

• DMCL dmcl-name
Identifies a DMCL.
The scope of a privilege granted on a DMCL resource includes these physical database definition statements:
– DMCL
– BUFFER
– JOURNAL BUFFER
– ARCHIVE JOURNAL
– DISK JOURNAL
– TAPE JOURNAL
You can wildcard dmcl-name.
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NOTE
For more information on wildcarding, see Using a Wildcard.

• DBTABLE dbtable-name
Identifies a database name table.
The scope of a privilege granted on a DBTABLE resource includes these physical database definition statements:
– DBTABLE
– DBNAME
You can wildcard dbtable-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• DB database-name
Identifies a segment or a name in the database name table.
The scope of a privilege granted on a DB resource includes these physical database definition statements:
– SEGMENT
– FILE
– AREA
You can wildcard database-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• TO
Specifies the users or groups to whom you are giving definition privileges.

• PUBLIC
Specifies all users.

• authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in section Notes on Security Statement Syntax.

• WITH GRANT OPTION
Gives the authority to grant the specified definition privileges on the named resource to the users or groups identified in
the TO parameter. Only a holder of the applicable DBADMIN privilege or a holder of SYSADMIN privilege can specify
WITH GRANT OPTION.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

GRANT Physical Database Definition Privileges Usage

The DEFINE Keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges to one or more users
or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all of the privileges in the set that have been
previously granted to the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges from a user or group, whether the privileges were granted singly or as a set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same user
as a way to grant all but one definition privilege.

Security Considerations for IDMSRPTS
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If a dictionary named in an IDMSRPTS run has been secured, the user who submits the job must have EXECUTE
privilege on the category containing the run unit dictionary-name.IDMSNWKG.IDMSRPTS. Additional privileges may be
required depending on the reports requested:

Report Privilege
DBTLST (DBTABLE listing) DBADMIN on the dictionary or DISPLAY on the DBTABLE
DMCLST (DMCL listing) DBADMIN on the dictionary or DISPLAY on the DMCL
SEGLST (segment listing) DBADMIN on the dictionary or DISPLAY on the DB
All other reports Governed by application dictionary security

NOTE
For more information, see Securing Application Dictionary Resources.

Granting Privilege to Issue DMCL Statements

The following statement gives the users the privilege to issue DMCL definition statements for DMCL99:

grant define

  on dmcl dmcl99

  to mike, ryan;

GRANT Physical Database Definition Privileges More Information

For more information on revoking privilege to define physical database resources, see REVOKE Physical Database
Definition Privileges.

GRANT SQL Definition Privileges

Gives one or more users or groups the privilege of performing definition functions on a specified access module, schema,
table, function, procedure, table procedure, or view.

GRANT SQL Definition Privileges Authorization

To grant definition privileges on SQL-defined database resources, one of the following must be true:

• You hold the corresponding grantable privilege on the resource (you can grant the privilege, but you cannot specify
WITH GRANT OPTION).

• You own the resource.
• You hold DBADMIN on the dictionary containing the definition.
• You hold SYSADMIN privilege.

GRANT SQL Definition Privileges Syntax

►►─── GRANT ─┬─ DEFINE ─────────────┬─────────────────────────────────────────►
             │ ┌─────── , ────────┐ │
             └─▼─┬─ ALTER ──────┬─┴─┘
                 ├─ CREATE ─────┤
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                 ├─ DISPLAY ────┤
                 ├─ DROP ───────┤
                 └─ REFERENCES ─┘
 
 ►─── ON ─┬─ ACCESS MODULE ─┬────────────────┬─ access-module-name ─┬─────────►
          │                 └─ schema-name. ─┘                      │
          ├─ SCHEMA schema-name ────────────────────────────────────┤
          └─ table table-name ──────────────────────────────────────┘
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ─┘

GRANT SQL Definition Privileges Parameters

 

• DEFINE
Gives the ALTER, CREATE, DISPLAY, and DROP privileges, as applicable, on the resource identified in the ON
parameter to the users or groups identified in the TO parameter.

• ALTER
Gives the ALTER privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The ALTER privilege on a resource allows a user to modify the definition of the resource.

• CREATE
Gives the CREATE privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The CREATE privilege on a resource allows a user to define the resource.

• DISPLAY
Gives the DISPLAY privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DISPLAY privilege allows the user to issue a DISPLAY RESOURCE statement on the named resource. The
grantable DISPLAY privilege allows a user to issue a DISPLAY PRIVILEGES statement on the named resource.
The DISPLAY privilege on access-module-name also allows a user to execute the EXPLAIN statement on the access
module.

• DROP
Gives the DROP privilege on the resource identified in the ON parameter to the users or groups identified in the TO
parameter.
The DROP privilege on a resource allows a user to delete the definition of the resource.

• REFERENCES
Gives the REFERENCES privilege on the table identified in the ON parameter to the users or groups identified in the
TO parameter.
The REFERENCES privilege on a table allows a user to define referential constraints in which the named table is the
referenced table.
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NOTE
The REFERENCES privilege applies only to tables. It does not apply to functions, procedures, table
procedures, views, access modules, or schemas.

• ON
Specifies the resource to which the definition privileges apply.

• ACCESS MODULE
Specifies that the privileges apply to any version of access-module-name in the associated schema.

• access-module-name
Identifies the access module.
You can wildcard access-module-name. If you specify schema-name, the wildcard character is valid after the period
following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• SCHEMA schema-name
Identifies an SQL schema.
You can wildcard schema-name in the SCHEMA parameter.

NOTE
For more information on wildcarding, see Using a Wildcard.

• table table-name
Identifies a table-like object

NOTE
Expanded syntax for table-name is presented in Notes on Security Statement Syntax.

You can wildcard any identifier when you grant definition privileges on table-name. If you specify schema-name in
table-name, the wildcard character is valid after the period following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

If you do not specify schema-name, it defaults to the current schema in effect for your session.
• TO

Specifies the users to whom you are giving the definition privileges.
• PUBLIC

Specifies all users.
• authorization-identifier

Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

• WITH GRANT OPTION
Gives the privilege of granting the specified definition privileges on the named resource to the users or groups
identified in the TO parameter.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

GRANT SQL Definition Privileges Usage

Wildcarding Table-Name

For table definition privileges, only the closest matching wildcarded grant is used. If CREATE privilege has been
granted on HR.EMP* and HR.EMPV*, then only the grant on HR.EMPV* is used to verify the privilege to create
HR.EMPVU_SALARY.

The DEFINE Keyword
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When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges to one or more users
or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all of the privileges in the set that have been
previously granted to the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges from a user or group, whether the privileges were granted singly or as a set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same user
as a way to grant all but one definition privilege.

Granting Privileges on a Schema

The following GRANT statement gives the ALTER, CREATE, DISPLAY, and DROP privileges on all schemas that begin
with 'DSF' to user DSF. The statement also gives user DSF the privilege of granting the same privileges to other users.

grant define

   on schema dsf*

   to dsf

   with grant option;

GRANT SQL Definition Privileges More Information

For more information on revoking SQL definition privileges, see REVOKE SQL Definition Privileges.

GRANT Table Access Privileges

Gives one or more users or groups the privilege of accessing a specified table-like object in a specified way.

GRANT Table Access Privileges Authorization

To grant table-like object access privileges, one of the following must be true:

• You hold the corresponding grantable privilege on the table-like object (you can grant the privilege, but you cannot
specify WITH GRANT OPTION).

• You own the table-like object.
• You hold DBADMIN privilege on the database that contains the table-like object data.
• You hold SYSADMIN privilege.

GRANT Table Access Privileges Syntax

►►─── GRANT ──┬─ ACCESS ─────────┬────────────────────────────────────────────►
              │ ┌────── , ─────┐ │
              └─▼─┬─ DELETE ─┬─┴─┘
                  ├─ INSERT ─┤
                  ├─ SELECT ─┤
                  └─ UPDATE ─┘
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 ►─── ON table table-name ────────────────────────────────────────────────────►
 
          ┌─────────────── , ──────────────┐
 ►─── TO ─▼─┬─ PUBLIC ───────────────────┬─┴──────────────────────────────────►
            └─ authorization-identifier ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ WITH GRANT OPTION ─┘

GRANT Table Access Privileges Parameters

 

• ACCESS
Gives the DELETE, INSERT, SELECT, and UPDATE privileges on the table-like object identified in the ON parameter
to the users or groups identified in the TO parameter.

• DELETE
Gives the DELETE privilege on the table-like object identified in the ON parameter to the users or groups identified in
the TO parameter.
The DELETE privilege on a table-like object allows a user to delete rows from the table or view.

• INSERT
Gives the INSERT privilege on the table-like object identified in the ON parameter to the users or groups identified in
the TO parameter.
The INSERT privilege on a table-like object allows a user to insert rows into the table or view.

• SELECT
Gives the SELECT privilege on the table-like object identified in the ON parameter to the users or groups identified in
the TO parameter.
The SELECT privilege on a table-like object allows a user to the following:
– Retrieve data from the table-like object.
– Name the table-like object in a subquery.
– Define a view derived from the table-like object.

• UPDATE
Gives the UPDATE privilege on the table-like object identified in the ON parameter to the users or groups identified in
the TO parameter.
The UPDATE privilege on a table-like object allows a user to modify data in the table-like object.

• ON table table-name
Specifies the table-like object to which the table access privileges apply.

NOTE
Expanded syntax for table-name is presented in Notes on Security Statement Syntax.

You can wildcard any identifier when you grant access on table-name. If you specify schema-name in table-name, the
wildcard character is valid after the period following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

If you do not specify schema-name, it defaults to the current schema in effect for your session.
• TO

Specifies the users or groups to whom you are giving table access privileges.
• PUBLIC
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Specifies all users.
• authorization-identifier

Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in section Notes on Security Statement Syntax.

• WITH GRANT OPTION
Gives the privilege of granting the specified access privileges on the named table or view to the users or groups
identified in the TO parameter.
A privilege granted with the WITH GRANT OPTION is called a grantable privilege.

GRANT Table Access Privileges Usage

Verifying Privileges Granted with Wildcards

For table access privileges, all matching wildcarded grants are used. If SELECT privilege has been granted on HR.EMP*
and HR.EMPV*, then users or groups receiving either the HR.EMP* or the HR.EMPV* grant are authorized to select from
EMPVU_SALARY.

This differs from the use of wildcards for all other types of resources or privileges, where only the closest matching
wildcarded grant of privilege is used to verify the user's authorization.

The ACCESS Keyword

When you use the ACCESS keyword with a GRANT statement, you grant a set of access privileges on a table-like object
to one or more users or groups.

When you use the ACCESS keyword with a REVOKE statement, you revoke any access privileges that have been
previously granted on the table-like object from the specified users or groups.

This means that if you GRANT SELECT privilege on a table, you can revoke the privilege with either a REVOKE SELECT
statement or a REVOKE ACCESS statement. Using REVOKE ACCESS is an efficient technique when you intend to
revoke all access privileges on a table from a user or group, whether the privileges were granted singly or as a set.

Similarly, you can GRANT ACCESS on a table to a user and then REVOKE DELETE on the table from the same user as
a way to grant all but one table access privilege.

Granting Selected Privileges on a Table

The following GRANT statement gives the SELECT and UPDATE privileges on the EMPLOYEE table associated with the
current schema to users KRP, SAE, and PGD:

grant select, update

   on employee

   to krp, sae, pgd;

GRANT Table Access Privileges More Information

For more information on revoking table access privileges, see REVOKE Table Access Privileges.

REVOKE Access Module Execution Privilege

Revokes from one or more users or groups the privilege of executing a specified access module.
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REVOKE Access Module Execution Privilege Authorization

To revoke access module execution privilege, one of the following must be true:

• You hold grantable execution privilege on the access module (you can grant the privilege, but you cannot specify WITH
GRANT OPTION).

• You own the schema associated with the access module.
• You hold DBADMIN privilege on the dictionary that contains the access module.
• You hold SYSADMIN privilege.

You must be connected to the application dictionary that contains the access module when you issue the statement.

REVOKE Access Module Execution Privilege Syntax

►►─── REVOKE EXECUTE ─────────────────────────────────────────────────────────►
 
 ►─── ON ACCESS MODULE ─┬────────────────┬─ access-module-name ───────────────►
                        └─ schema-name. ─┘
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

REVOKE Access Module Execution Privilege Parameters

 

• EXECUTE
Specifies that you are revoking execution privilege on the access module identified in the ON parameter from the users
or group identified in the FROM parameter.

• ON ACCESS MODULE
Specifies the access module to which execution privilege applies.

• access-module-name
Identifies the access module.
You can wildcard access-module-name. If you specify schema-name, the wildcard character is valid after the period
following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• FROM
Specifies the users or groups from whom you are revoking execution privilege.

• PUBLIC
Specifies all users.
The privilege must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privilege must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in section Notes on Security Statement Syntax.

Revoking Execution Privilege
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The following statement revokes execution privilege on all access modules associated with schema HR that begin with
'HR.EMP' from group PER_GRP_2:

revoke execute

   on access module hr.emp*

   from per_grp_2;

For more information on granting execution privilege, see GRANT Access Module Execution Privilege.

REVOKE Administration Privilege 1
Revokes from one or more users or groups the DBADMIN privilege.

Authorization

To revoke DBADMIN privilege, you must hold one of these privileges:

• DBADMIN on the database
• SYSADMIN

You must be connected to the system dictionary when you issue the statement.

Syntax

►►─── REVOKE DBADMIN ON DB database-name ─────────────────────────────────────►
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

 

• DBADMIN
Specifies that you are revoking DBADMIN privilege on the database identified in the ON parameter from the users or
groups identified in the FROM parameter.

• ON DB database-name
Specifies database to which DBADMIN privilege applies.
Database-name refers to either a segment or a name in the database name table.
For more information on the DBADMIN privilege, see Securing Database Resources.
You can wildcard database-name.
For more information on wildcarding, see Using a Wildcard.
 

• FROM
Specifies the users or groups from whom you are revoking DBADMIN privilege.

• PUBLIC
Specifies all users.
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The privilege must have been previously given to PUBLIC by means of the GRANT statement.
• authorization-identifier

Identifies a user or group.
The privilege must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Revoking DBADMIN From the DBA

The following statement revokes DBADMIN privilege on database GLDB from the DBA group ID:

revoke dbadmin

  on db gldb

   from dba_gldb;

REVOKE All Table Privileges

Revokes from one or more users or groups all definition and access privileges on a specified table-like object.

Authorization

To revoke all table privileges, one of the following must be true:

• You hold all privileges as grantable privileges on the table-like object.
• You own the table-like object.
• You hold DBADMIN privileges for the dictionary that contains the table-like object definition and the database that

contains the table-like object data.
• You hold SYSADMIN privilege.

Syntax

►►─── REVOKE ALL PRIVILEGES ──────────────────────────────────────────────────►
 
 ►─── ON table table-name ────────────────────────────────────────────────────►
 
            ┌─────────────── , ───────────────┐
 ►─── FROM ─▼─┬─ PUBLIC─────────────────────┬─┴───────────────────────────────►◄
              └─ authorization-identifier ──┘

Parameters

 

• ALL PRIVILEGES
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Revokes the DELETE, INSERT, SELECT, UPDATE, ALTER, CREATE, DROP, and REFERENCES privileges, as
applicable, on the table-like object identified in the ON parameter from the users or groups identified in the FROM
parameter.

• ON table table-name
Identifies the table-like object to which the privileges apply.

NOTE
Expanded syntax for table-name is presented in Notes on Security Statement Syntax.You can wildcard the
identifier of table-name. If you specify schema-name in table-name, the wildcard character is valid after the
period following schema-name.

For more information on wildcarding, see Using a Wildcard.

If you do not specify schema-name, it defaults to the current schema in effect for your session.
• FROM

Specifies the users or groups from whom you are revoking table privileges.
• PUBLIC

Specifies all users.
The privileges must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privileges must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Revoking All Privileges From All Users

The following statement revokes all privileges on all table-like objects in the TEST schema from the group PUBLIC:

revoke all privileges

   on test.*

   from public;

More Information

 

• For more information on table access privileges, see GRANT Table Access Privileges and REVOKE Table Access
Privileges.

• For more information on table definition privileges, see GRANT SQL Definition Privileges and REVOKE SQL Definition
Privileges.

REVOKE Area Access Privileges

Revokes from one or more users or groups access to an area.

Authorization

To revoke an area access privilege, you must hold one of these privileges:
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• The grantable area access privilege on the area
• DBADMIN on DB segment-name
• SYSADMIN

You must be connected to the system dictionary when you issue the statement.

Syntax

              ┌────── , ───────┐
►►─── REVOKE ─▼─┬─ DBAREAD ──┬─┴──────────────────────────────────────────────►
                ├─ DBAWRITE ─┤
                └─ USE ──────┘
 
 ►─── ON AREA segment-name.area-name ─────────────────────────────────────────►
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

 

• DBAREAD
Specifies that you are revoking DBAREAD privilege on the area named in the ON parameter from the users or groups
named in the FROM parameter.

• DBAWRITE
Specifies that you are revoking DBAWRITE privilege on the area named in the ON parameter from the users or groups
named in the FROM parameter.

• USE
Specifies that you are revoking USE privilege on the area named in the ON parameter from the users or groups named
in the FROM parameter.

• ON AREA segment-name.area-name
Identifies the area to which the specified area access privileges apply.
You can wildcard area-name when you revoke area access privileges. You cannot wildcard segment-name. The
wildcard character is valid after the period following segment-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• FROM
Specifies the users or groups from whom you are revoking area access privileges.

• PUBLIC
Specifies all users.
The privileges must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privileges must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Revoking Area Access Privileges
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The following statement revokes an area access privilege from the specified user:

revoke dbawrite

  on area gl."account-area"

  from alex;

NOTE
For more information on granting the privilege to access an area, see GRANT Area Access Privileges.

REVOKE Non-SQL Definition Privilege

Revokes from one or more users or groups the privilege of referencing a non-SQL-defined schema in an SQL schema
definition.

Authorization

To revoke USE privilege on a non-SQL-defined schema, you must hold one of these privileges:

• Grantable USE privilege on the non-SQL-defined schema
• DBADMIN on the dictionary containing the non-SQL schema definition
• SYSADMIN

You must be connected to the dictionary containing the non-SQL-defined schema when you issue the statement.

Syntax

►►─── REVOKE ─┬─ USE     ─┬───────────────────────────────────────────────────►
              └─ DISPLAY ─┘
 
 ►─── ON NONSQL SCHEMA Vnnnn.nonsql-schema-name ──────────────────────────────►
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

 

• USE
Specifies that you are revoking the USE privilege on the non-SQL-defined schema identified in the ON parameter to
the users or groups identified in the FROM parameter.

• DISPLAY
Specifies that you are revoking the DISPLAY privilege on the non-SQL-defined schema identified in the ON parameter
to the users or groups identified in the FROM parameter.

• ON NONSQL SCHEMA
Specifies the non-SQL-defined schema to which the USE privilege applies.

• Vnnnn.nonsql-schema-name
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Specifies the version number and name of the non-SQL-defined schema. The version number (nnnn) must include
leading zeros.
You can wildcard nonsql-schema-name. You cannot wildcard Vnnnn. The wildcard character is valid after the period
following Vnnnn.

NOTE
For more information on wildcarding, see Using a Wildcard.

• FROM
Specifies the users or groups from whom you are revoking the USE privilege.

• PUBLIC
Specifies all users.
The privilege must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privilege must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Revoking Use of a Non-SQL-Defined Schema

The following statement revokes the privilege of referencing a non-SQL-defined schema when creating an SQL schema:

revoke use

  on nonsql schema v0001.ap

  from sam;

More Information

For more information about granting the privilege to use a non-SQL-defined schema, see GRANT Non-SQL Definition
Privilege.

REVOKE Physical Database Definition Privileges

Revokes from one or more users or groups the privilege of executing the DMCL, DBTABLE, and SEGMENT physical DDL
statements.

Authorization

To revoke a definition privilege on a DMCL or DBTABLE, you must hold one of these privileges:

• The corresponding grantable privilege
• DBADMIN on DB SYSTEM
• SYSADMIN

To revoke a physical definition privilege on a database, you must hold one of these privileges:

• The corresponding grantable privilege
• DBADMIN on the database
• SYSADMIN

You must be connected to the system dictionary when you issue the statement.
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Syntax

►►─── REVOKE ─┬─ DEFINE ───────────┬──────────────────────────────────────────►
              │ ┌─────── , ──────┐ │
              └─▼─┬─ ALTER ────┬─┴─┘
                  ├─ CREATE ───┤
                  ├─ DISPLAY ──┤
                  ├─ DROP ─────┤
                  └─ USE ──────┘
 
 ►─── ON ─┬─ DMCL dmcl-name ───────┬──────────────────────────────────────────►
          ├─ DBTABLE dbtable-name ─┤
          └─ DB database-name ─────┘
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

 

• DEFINE
Revokes the ALTER, CREATE, DISPLAY, DROP, and USE privileges on the resource identified in the ON parameter
from the users or groups identified in the FROM parameter.

• ALTER
Revokes the ALTER privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• CREATE
Revokes the CREATE privilege on the resource identified in the ON parameter from the users or groups identified in
the FROM parameter.

• DISPLAY
Revokes the DISPLAY privilege on the resource identified in the ON parameter from the users or groups identified in
the FROM parameter.

• DROP
Revokes the DROP privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• USE
Revokes the USE privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• ON
Specifies the resource to which the definition privileges apply.

• DMCL dmcl-name
Identifies a DMCL.
You can wildcard dmcl-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• DBTABLE dbtable-name
Identifies a database name table.
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You can wildcard dbtable-name.

NOTE
For more information on wildcarding, see Using a Wildcard. .

• DB database-name
Identifies a segment or a name in the database name table.
You can wildcard database-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• FROM
Specifies the users or groups from whom you are revoking definition privileges.

• PUBLIC
Specifies all users.
The privileges must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privileges must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Usage

The DEFINE Keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges on a resource to one
or more users or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all definition privileges that have been
previously granted on the resource from the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges on the resource from a user or group, whether the privileges were granted singly or as a
set.

Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same user
as a way to grant all but one definition privilege.

Revoking Privilege to Issue DMCL Statements

The following statement revokes from the user the privilege to issue DMCL definition statements for DMCL99:

revoke define

  on dmcl dmcl99

  from ryan;

More Information

For more information about granting privilege to define physical database resources, see GRANT Physical Database
Definition Privileges.
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REVOKE SQL Definition Privileges

Revokes from one or more users or groups the privilege of performing selected actions on a specified schema, access
module, or table-like object.

Authorization

To revoke a definition privilege for an SQL-defined database resource, one of the following must be true:

• You hold the grantable definition privilege on the resource
• You own the resource
• You hold DBADMIN privilege on the dictionary containing the definitions
• You hold SYSADMIN privilege

Syntax

►►─── REVOKE ──┬─ DEFINE ─────────────┬───────────────────────────────────────►
               │ ┌─────── , ────────┐ │
               └─▼─┬─ ALTER ──────┬─┴─┘
                   ├─ CREATE ─────┤
                   ├─ DISPLAY ────┤
                   ├─ DROP ───────┤
                   └─ REFERENCES ─┘
 
 ►─── ON ─┬─ ACCESS MODULE ─┬─────────────────┬─ access-module-name ─┬────────►
          │                 └─ schema-name. ──┘                      │
          ├─ SCHEMA schema-name ─────────────────────────────────────┤
          └─ table table-name ───────────────────────────────────────┘
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters

 

• DEFINE
Revokes the ALTER, CREATE, DISPLAY, and DROP privileges on the resource identified in the ON parameter from
the users or groups identified in the FROM parameter.

• ALTER
Revokes the ALTER privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• CREATE
Revokes the CREATE privilege on the resource identified in the ON parameter from the users or groups identified in
the FROM parameter.

• DISPLAY
Revokes the DISPLAY privilege on the resource identified in the ON parameter from the users or groups identified in
the FROM parameter.

• DROP
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Revokes the DROP privilege on the resource identified in the ON parameter from the users or groups identified in the
FROM parameter.

• REFERENCES
Revokes the REFERENCES privilege on the table identified in the ON parameter from the users or groups identified in
the FROM parameter.

• ON
Specifies the resource to which the definition privileges apply.

• ACCESS MODULE access-module-name
Identifies an access module.
Privileges on any version of access-module-name in the associated schema are revoked.
You can wildcard access-module-name. If you specify schema-name, the wildcard character is valid after the period
following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• SCHEMA schema-name
Identifies an SQL schema.
You can wildcard schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

• table table-name
Identifies a table-like object.
You can wildcard any identifier in table-name when you grant definition privileges on table-name. If you specify
schema-name in table-name, the wildcard character is valid after the period following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

If you do not specify schema-name, it defaults to the current schema in effect for your session.
• FROM

Specifies the users or groups from whom you are revoking definition privileges.
• PUBLIC

Specifies all users.
The privileges must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privileges must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Usage

The DEFINE Keyword

When you use the DEFINE keyword with a GRANT statement, you grant a set of definition privileges on a resource to one
or more users or groups.

When you use the DEFINE keyword with a REVOKE statement, you revoke all definition privileges that have been
previously granted on the resource from the specified users or groups.

This means that if you GRANT CREATE privilege on a resource, you can revoke the privilege with either a REVOKE
CREATE statement or a REVOKE DEFINE statement. Using REVOKE DEFINE is an efficient technique when you intend
to revoke all definition privileges on the resource from a user or group, whether the privileges were granted singly or as a
set.
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Similarly, you can GRANT DEFINE on a resource to a user and then REVOKE DROP on the resource from the same user
as a way to grant all but one definition privilege.

Revoking Privileges on a Schema

The following statement revokes the ALTER, CREATE, DISPLAY, and DROP privileges on all schemas that begin with
'DSF' from user DSF:

revoke define

   on schema dsf*

   from dsf;

More Information

For more information about granting SQL definition privileges, see GRANT SQL Definition Privileges.

REVOKE Table Access Privileges

Revokes from one or more users or groups the privilege of accessing a specified table-like object in a specified way.

Authorization

To revoke a table-like object access privilege, one of the following must be true:

• You hold the corresponding grantable privilege on the table-like object.
• You own the table-like object.
• You hold DBADMIN privilege on the database that contains the table-like object.
• You hold SYSADMIN privilege.

Syntax

►►─── REVOKE ──┬─ ACCESS ──────────┬──────────────────────────────────────────►
               │  ┌───── , ──────┐ │
               └──▼─┬─ DELETE ─┬─┴─┘
                    ├─ INSERT ─┤
                    ├─ SELECT ─┤
                    └─ UPDATE ─┘
 
 ►─── ON table table-name ────────────────────────────────────────────────────►
 
            ┌─────────────── , ──────────────┐
 ►─── FROM ─▼─┬─ PUBLIC ───────────────────┬─┴────────────────────────────────►◄
              └─ authorization-identifier ─┘

Parameters
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• ACCESS
Revokes the DELETE, INSERT, SELECT, and UPDATE privileges on the table-like object identified in the ON
parameter from the users or groups identified in the FROM parameter.

• DELETE
Revokes the DELETE privilege on the table-like object identified in the ON parameter from the users or groups
identified in the FROM parameter.

• INSERT
Revokes the INSERT privilege on the table-like object identified in the ON parameter from the users or groups
identified in the FROM parameter.

• SELECT
Revokes the SELECT privilege on the table-like object identified in the ON parameter from the users or groups
identified in the FROM parameter.

• UPDATE
Revokes the UPDATE privilege on the table-like object identified in the ON parameter from the users or groups
identified in the FROM parameter.

• ON table table-name
Identifies the table-like object to which the access privileges apply.

NOTE
Expanded syntax for table-name is presented in Notes on Security Statement Syntax.

You can wildcard any identifier in table-name when you grant access on table-name. If you specify schema-name in
table-name, the wildcard character is valid after the period following schema-name.

NOTE
For more information on wildcarding, see Using a Wildcard.

If you do not specify schema-name, it defaults to the current schema in effect for your session.
• FROM

Specifies the users or groups from whom you are revoking the specified table access privileges.
• PUBLIC

Specifies all users.
The privileges must have been previously given to PUBLIC by means of the GRANT statement.

• authorization-identifier
Identifies a user or group.
The privileges must have been previously given to authorization-identifier by means of the GRANT statement.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Usage

The ACCESS Keyword

When you use the ACCESS keyword with a GRANT statement, you grant a set of access privileges on a table-like object
to one or more users or groups.

When you use the ACCESS keyword with a REVOKE statement, you revoke any access privileges that have been
previously granted on the table or view from the specified users or groups.

This means that if you GRANT SELECT privilege on a table, you can revoke the privilege with either a REVOKE SELECT
statement or a REVOKE ACCESS statement. Using REVOKE ACCESS is an efficient technique when you intend to
revoke all access privileges on a table from a user or group, whether the privileges were granted singly or as a set.

Similarly, you can GRANT ACCESS on a table to a user and then REVOKE DELETE on the table from the same user as
a way to grant all but one table access privilege.
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Revoking Selected Privileges on a Table

The following statement revokes the SELECT and UPDATE privileges on the EMPLOYEE table associated with the
current schema from users KRP, SAE, and PGD:

revoke select, update

   on employee

   from krp, sae, pgd;

More Information

For more information about granting table access privileges, see GRANT Table Access Privileges.

TRANSFER OWNERSHIP
Passes ownership of an SQL schema from one user or group to another user or group.

Authorization

To transfer ownership, one of the following must be true:

• You own the schema
• You hold DBADMIN privilege on the dictionary in which the schema is defined
• You hold SYSADMIN privilege

Syntax

►►─── TRANSFER OWNERSHIP OF SCHEMA schema-name ───────────────────────────────►
 
 ►─── TO authorization-identifier ────────────────────────────────────────────►◄

Parameters

• OF SCHEMA schema-name
Specifies the schema whose ownership is being transferred to the user or group identified in the TO parameter.
Schema-name must identify a schema defined in the dictionary.

• TO authorization-identifier
Identifies a user or group.

NOTE
Expanded syntax for authorization-identifier is presented in Notes on Security Statement Syntax.

Usage

Schema Ownership

At any given time, a schema can be owned by one user or group. The initial owner is the user who created the schema.
When ownership of a schema is transferred to a group, each user in the group has all the privileges associated with
ownership.
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Ownership of Other Resources

Technically, schemas are the only database resources that users own. However, by association, the user or group that
owns a schema is also said to own the tables, functions, procedures, table procedures, views, and access modules in the
schema.

Ownership Privileges

The owner of a schema has all applicable privileges on resources in the schema, as well as the privilege of granting those
privileges to other users or groups. If you transfer ownership of a schema to another user or group, you no longer own the
resources in the schema.

Transferring Ownership to a Single User

The following TRANSFER OWNERSHIP statement transfers ownership of the PKE_SCH schema to user PKE:

transfer ownership of schema pke_sch

   to pke;

Transferring Ownership to a Group

The following TRANSFER OWNERSHIP statement transfers ownership of the SALES schema to the SALES_GRP group:

transfer ownership of schema sales

   to sales_grp;

Syntax for Security Display Statements
This section explains the syntax, parameters, examples, and usage of the following Statements:

Notes on DISPLAY/PUNCH Statement Syntax
Contents

How to Submit Statements

You submit security DISPLAY statements through the CA IDMS Command Facility in online mode or batch mode,

What DISPLAY Statements Do

DISPLAY statements enable you to display resource definitions in a CA IDMS centralized security database and privileges
granted on resources.

What PUNCH Statements Do

PUNCH statements submitted online display the output online as DISPLAY statements do.

PUNCH statements submitted in batch mode write the output to the SYSPCH file.

Common Parameters

The following parameters are valid in all DISPLAY statements:

• WITh display-option
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Specifies that output is to include information represented by display-option.
• ALSo WITh display-option

Specifies that output is also to include information represented by display-option.
• WIThout display-option

Specifies that output is to exclude information represented by display-option.
• AS SYNtax

Specifies that lines of output representing executable syntax do not begin with comment characters.
• AS COMments

Specifies that lines of output representing executable syntax begin with comment characters.

Usage

Wildcards

If a wildcarded name was used in the resource definition or the grant of privilege on the resource, the DISPLAY statement
must specify the wildcarded name.

Correspondence to DDDL Syntax

The preceding common parameters for DISPLAY statements have the same function that they have in DDDL syntax. In
general, the conventions of security DISPLAY statement syntax will be familiar to the DDDL user.

NOTE
For more information on DDDL, see the CA IDMS IDD DDDL Reference section.

Specifying AS SYNTAX

This example shows the output of a security DISPLAY statement that specifies AS SYNTAX:

DISPLAY USER DICK WITH ALL AS SYNTAX;

     CREATE USER DICK

*+       USER IS ACTIVE

         DESCRIPTION 'CHIEF ANALYST'

         NAME 'RICHARD A. ANALYST'

*+       PASSWORD ASSIGNED

         PROFILE PAYROLL

*+       CREATED 1991-07-18-12.51.17.187373 BY KKS

*+       LAST UPDATED 1991-07-18-12.51.23.000517 BY KKS

*+       WITHIN GROUP DEVTEAM

*+       HOLDS DEFINE PRIVILEGES ON USER TOM

*+       HOLDS DEFINE PRIVILEGES ON SYSTEM SYSTEM71
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*+       HOLDS SIGNON PRIVILEGES ON SYSTEM SYSTEM71

*+       HOLDS DBADMIN PRIVILEGES ON DB FRED

*+       HOLDS DBAWRITE PRIVILEGES ON AREA THESEGMENT.CORPTSP

*+       HOLDS USE PRIVILEGES ON DMCL THEDMCL

*+       HOLDS USE PRIVILEGES ON DBTABLE THEDBTABLE

*+       HOLDS USE PRIVILEGES ON DB THEDB

*+       HOLDS EXECUTE PRIVILEGES ON CATEGORY CATE3

*+       HOLDS EXECUTE PRIVILEGES ON ACTIVITY DCMT.N002

*+       HOLDS REFERENCES PRIVILEGES ON ACCESS MODULE THESCHEMA.THEAM

*+       HOLDS EXECUTE PRIVILEGES ON ACCESS MODULE THESCHEMA.THEAM

*+       HOLDS ALL PRIVILEGES ON TABLE THESCHEMA.THE*

*+       HOLDS DISPLAY PRIVILEGES ON ACCESS MODULE THESCHEMA.*

*+       HOLDS DISPLAY PRIVILEGES ON ACCESS MODULE THESCHEMA.FRED*

*+       HOLDS REFERENCES PRIVILEGES ON TABLE THESCHEMA.THETABLE

*+       HOLDS SELECT, INSERT, UPDATE PRIVILEGES ON TABLE THESCHEMA.THETABLE

*+       HOLDS DISPLAY PRIVILEGES ON TABLE THESCHEMA.*

         ;

Specifying AS COMMENTS

This example shows the output of a security DISPLAY statement that specifies AS COMMENTS:

DISPLAY USER DICK WITH ALL AS COMMENTS;

*+   CREATE USER DICK

*+       USER IS ACTIVE

*+       DESCRIPTION 'CHIEF ANALYST'

*+       NAME 'RICHARD A. ANALYST'

*+       PASSWORD ASSIGNED
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*+       PROFILE PAYROLL

*+       CREATED 1991-07-18-12.51.17.187373 BY KKS

*+       LAST UPDATED 1991-07-18-12.51.23.000517 BY KKS

*+       WITHIN GROUP DEVTEAM

*+       HOLDS DEFINE PRIVILEGES ON USER TOM

*+       HOLDS DEFINE PRIVILEGES ON SYSTEM SYSTEM71

*+       HOLDS SIGNON PRIVILEGES ON SYSTEM SYSTEM71

*+       HOLDS DBADMIN PRIVILEGES ON DB FRED

*+       HOLDS DBAWRITE PRIVILEGES ON AREA THESEGMENT.CORPTSP

*+       HOLDS USE PRIVILEGES ON DMCL THEDMCL

*+       HOLDS USE PRIVILEGES ON DBTABLE THEDBTABLE

*+       HOLDS USE PRIVILEGES ON DB THEDB

*+       HOLDS EXECUTE PRIVILEGES ON CATEGORY CATE3

*+       HOLDS EXECUTE PRIVILEGES ON ACTIVITY DCMT.N002

*+       HOLDS REFERENCES PRIVILEGES ON ACCESS MODULE THESCHEMA.THEAM

*+       HOLDS EXECUTE PRIVILEGES ON ACCESS MODULE THESCHEMA.THEAM

*+       HOLDS ALL PRIVILEGES ON TABLE THESCHEMA.THE*

*+       HOLDS DISPLAY PRIVILEGES ON ACCESS MODULE THESCHEMA.*

*+       HOLDS DISPLAY PRIVILEGES ON ACCESS MODULE THESCHEMA.FRED*

*+       HOLDS REFERENCES PRIVILEGES ON TABLE THESCHEMA.THETABLE

*+       HOLDS SELECT, INSERT, UPDATE PRIVILEGES ON TABLE THESCHEMA.THETABLE

*+       HOLDS DISPLAY PRIVILEGES ON TABLE THESCHEMA.*

DISPLAY SYSADMIN PRIVILEGES
Contents

 2091



 Administrating

Displays users who have been granted SYSADMIN privilege for the domain.

Authorization

To display SYSADMIN privilege, you must hold SYSADMIN privilege.

Syntax

►►─┬─ DISplay ─┬─ SYSADMIN privileges ────────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ VERB ─┬─ GRAnt───┬─┘
            └─ REVoke ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────┬────────────────────────────────────────────────────►◄
   ├─ NONe ──────────────┤
   └─ HIStory ───────────┘

Parameters

 

• ALL
Specifies all display options.

• NONe
Specifies display of the privilege and the user or group to whom it was granted.

• HIStory
Specifies display of the following:
– The date and time the privilege was granted to the user or group, and the ID of the user granted the privilege.
– The date and time the privilege was last updated, and the ID of the user who updated the privilege.

• VERB
Specifies the verb used in the display output.
If VERB is not specified, the privilege is displayed in the form of GRANT statements.
– GRAnt
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Specifies display of SYSADMIN privilege in the form of GRANT statements.
– REVoke

Specifies substitution of "REVOKE" for "GRANT" in the display output.

Usage

Specifying WITH VERB REVOKE

By specifying WITH VERB REVOKE and AS SYNTAX, you display output that you can then submit to revoke privilege
from those who hold the privilege. This is useful when you need to revoke a privilege from most or all users who hold it.

However, be sure to leave at least one user with SYSADMIN privilege.

DISPLAY PRIVILEGES on a Global Resource
Contents

Displays privileges granted on a global resource and the users and groups who hold the privilege.

Authorization

To display privileges on a global resource, you must hold the grantable DISPLAY privilege on the resource or SYSADMIN
privilege.

Syntax

►►─┬─ DISplay ─┬─ PRIvileges on resource ─┬─ GROup group-identifier ────┬─────►
   └─ PUNch  ──┘                          ├─ USEr user-identifier ──────┤
                                          └─ USEr PROfile profile-name ─┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ VERB ─┬─ GRAnt ──┬─┘
            └─ REVoke ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────┬────────────────────────────────────────────────────►◄
   ├─ NONe ──────────────┤
   └─ HIStory ───────────┘
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Parameters

 

• GROup group-identifier
Identifies a group.

• USEr user-identifier
Identifies a user.

• USEr PROfile profile-name
Identifies a user profile.

• ALL
Specifies all display options.

• NONe
Specifies display of only the privileges and the authorization identifier to which they have been granted.

• HIStory
Specifies display of the following:
– The date and time privilege on the resource was granted to the user or group, and the ID of the user granted the

privilege.
– The date and time privilege on the resource was last updated, and the ID of the user who updated the privilege.

• VERB
Specifies the verb to be used in the display output.
If VERB is not specified, privileges are displayed in the form of GRANT statements.
– GRAnt

Specifies that privileges are displayed in the form of GRANT statements.
– REVoke

Specifies substitution of "REVOKE" for "GRANT" in the display output.

Usage

Specifying WITH VERB REVOKE

By specifying WITH VERB REVOKE and AS SYNTAX, you display output that you can then submit to revoke privilege
from those who hold the privilege. This is useful when you need to revoke a privilege from most or all users who hold it.

DISPLAY GROUP
Contents

Displays information on a group.

Authorization

To display group information, you must hold SYSADMIN privilege.

Syntax

►►─┬─ DISplay ─┬─ GROup group-identifier ─────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
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   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────────────────┬────────────────────────────────────────►◄
   ├─ NONe ──────────────────────────┤
   ├─ DETails ───────────────────────┤
   ├─ HIStory ───────────────────────┤
   ├─ USErs ─────────────────────────┤
   ├─ all PRIvileges ────────────────┤
   ├─ ACCess MODule privileges ──────┤
   ├─ ACTivity privileges ───────────┤
   ├─ AREa privileges ───────────────┤
   ├─ CATegory privileges ───────────┤
   ├─ DB privileges ─────────────────┤
   ├─ DBADMin privileges ────────────┤
   ├─ DBTable privileges ────────────┤
   ├─ DCADMin privileges ────────────┤
   ├─ DMCl privileges ───────────────┤
   ├─ GROup privileges ──────────────┤
   ├─ NONSQL SCHema privileges ──────┤
   ├─ SCHema privileges ─────────────┤
   ├─ SYSADMin privileges ───────────┤
   ├─ SYStem privileges ─────────────┤
   ├─ SYStem PROfile privileges ─────┤
   ├─ TABle privileges ──────────────┤
   ├─ USEr PRIvileges ───────────────┤
   └─ USEr PROfile privileges ───────┘

Parameters

 

• ALL
Specifies all display options.

• NONe
Specifies display of the group identifier and its status (active or logically deleted).

• DETails
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Specifies display of the status of the group and a description of the group, if one is included in the definition.
• HIStory

Specifies display of the following:
– The date and time the group definition was created, and the ID of the user who created the definition.
– The date and time the group definition was last updated, and the ID of the user who updated the definition.

• USErs
Specifies display of all users who are members of the group.

• all PRIvileges
Specifies display of all privileges held by the group.

• ACCess MODule privileges
Specifies display of privileges on access modules, if any are held by the group.

• ACTivity privileges
Specifies display of privileges on activities, if any are held by the group.

• AREa privileges
Specifies display of privileges on areas, if any are held by the group.

• CATegory privileges
Specifies display of privileges on categories, if any are held by the group.

• DB privileges
Specifies display of privileges on databases, if any are held by the group.

• DBADMin privileges
Specifies display of DBADMIN privilege, if it is held by the group.

• DBTable privileges
Specifies display of privileges on database name tables, if any are held by the group.

• DCADMin privileges
Specifies display of DCADMIN privilege, if it is held by the group.

• DMCl privileges
Specifies display of privileges on DMCLs, if any are held by the group.

• GROup privileges
Specifies display of privileges on groups, if any are held by the group.

• NONSQL SCHema privileges
Specifies display of privileges on non-SQL-defined schemas, if any are held by the group.

• SCHema privileges
Specifies display of privileges on SQL-defined schemas, if any are held by the group.

• SYSADMin privileges
Specifies display of SYSADMIN privilege, if it is held by the group.

• SYStem privileges
Specifies display of privileges on systems, if any are held by the group.

• SYStem PROfile privileges
Specifies display of privileges on system profiles, if any are held by the group.

• TABle privileges
Specifies display of privileges on tables, if any are held by the group.

• USEr PRIvileges
Specifies display of privileges on users, if any are held by the group.
Note that at least the first three characters of the keyword PRIVILEGES must be specified to display users on which
the group holds privileges. This removes any potential ambiguity with specification of the preceding USERS display
option.

• USEr PROfile privileges
Specifies display of privileges on user profiles, if any are held by the group.
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Usage

Privileges Assigned in More Than One Dictionary

It may be necessary to connect to more than one dictionary to see all privileges assigned to a group. For example, if you
issue the DISPLAY statement while connected to the system dictionary, the output will not include the SQL table privileges
assigned in an application dictionary.

DISPLAY USER
Displays information on a user.

This article describes the following information:

Authorization

To display privileges granted to a user you must hold SYSADMIN privilege.

Syntax

►►─┬─ DISplay ─┬─ USEr user-identifier ───────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────────────────┬────────────────────────────────────────►◄
   ├─ NONe ──────────────────────────┤
   ├─ DETails ───────────────────────┤
   ├─ HIStory ───────────────────────┤
   ├─ GROups ────────────────────────┤
   ├─ all PRIvileges ────────────────┤
   ├─ ACCess MODule privileges ──────┤
   ├─ ACTivity privileges ───────────┤
   ├─ AREa privileges ───────────────┤
   ├─ CATegory privileges ───────────┤
   ├─ DB privileges ─────────────────┤
   ├─ DBADMin privileges ────────────┤
   ├─ DBTable privileges ────────────┤
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   ├─ DCADMin privileges ────────────┤
   ├─ DMCl privileges ───────────────┤
   ├─ GROup PRIvileges ──────────────┤
   ├─ NONSQL SCHema privileges ──────┤
   ├─ SCHema privileges ─────────────┤
   ├─ SYSADMin privileges ───────────┤
   ├─ SYStem privileges ─────────────┤
   ├─ SYStem PROfile privileges ─────┤
   ├─ TABle privileges ──────────────┤
   ├─ USEr privileges ───────────────┤
   └─ USEr PROfile privileges ───────┘

Parameters

 

• ALL
Specifies all display options.

• NONe
Specifies display of only the user identifier and its status (active or logically deleted).

• DETails
Specifies display of the following information on the user:
– The status of the user identifier.
– The user's name.
– Whether a password has been assigned to the user.
– The user profile, if any, associated with the user.
– The description, if any, of the user.

• HIStory
Specifies display of the following:
– The date and time the user definition was created, and the ID of the user who created the definition.
– The date and time the user definition was last updated and the ID of the user who updated the definition.

• GROups
Specifies display of all groups of which the user is a member.

• all PRIvileges
Specifies display of all privileges held by the user.

• ACCess MODule privileges
Specifies display of privileges on access modules, if any are held by the user.

• ACTivity privileges
Specifies display of privileges on activities, if any are held by the user.

• AREa privileges
Specifies display of privileges on areas, if any are held by the user.

• CATegory privileges
Specifies display of privileges on categories, if any are held by the user.

• DB privileges
Specifies display of privileges on databases, if any are held by the user.

• DBADMin privileges
Specifies display of DBADMIN privilege, if it is held by the user.

• DBTable privileges
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Specifies display of privileges on database name tables, if any are held by the user.
• DCADMin privileges

Specifies display of DCADMIN privilege, if it is held by the user.
• DMCl privileges

Specifies display of privileges on DMCLs, if any are held by the user.
• GROup PRIvileges

Specifies display of privileges on groups, if any are held by the user.
Note that at least the first three characters of the keyword PRIVILEGES must be specified to display groups on which
the user holds privileges. This removes any potential ambiguity with specification of the preceding GROUPS display
option.

• NONSQL SCHema privileges
Specifies display of privileges on non-SQL-defined schemas, if any are held by the user.

• SCHema privileges
Specifies display of privileges on SQL-defined schemas, if any are held by the user.

• SYSADMin privileges
Specifies display of SYSADMIN privilege, if it is held by the user.

• SYStem privileges
Specifies display of privileges on systems (including SIGNON), if any are held by the user.

• SYStem PROfile privileges
Specifies display of privileges on system profiles, if any are held by the user.

• TABle privileges
Specifies display of privileges on tables, if any are held by the user.

• USEr privileges
Specifies display of privileges on users, if any are held by the user.

• USEr PROfile privileges
Specifies display of privileges on user profiles, if any are held by the user.

Usage

Privileges Assigned in More Than One Dictionary

It may be necessary to connect to more than one dictionary to see all privileges assigned to a user. For example, if you
issue the DISPLAY statement while connected to the system dictionary, the output will not include the SQL table privileges
assigned in an application dictionary.

DISPLAY USER PROFILE
Contents

Displays information on a user profile.

Authorization

To display user profile information, you must hold SYSADMIN privilege.

Syntax

►►─┬─ DISplay ─┬─ USEr PROfile profile-name ──────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
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   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ─────┬──────────────────────────────────────────────────────────────►◄
   ├─ NONe ────┤
   ├─ DETails ─┤
   └─ HIStory ─┘

Parameters

 

• ALL
Specifies all display options.

• NONe
Specifies display of the profile name.

• DETails
Specifies display of all attributes defined in the profile.

• HIStory
Specifies display of the following:
– The date and time the user profile definition was created, and the ID of the user who created the definition.
– The date and time the user profile definition was last updated, and the ID of the user who updated the definition.

DISPLAY DCADMIN PRIVILEGES
Contents

Displays users and groups who hold DCADMIN privilege for the system.

Authorization

To display DCADMIN privilege, you must hold DCADMIN privilege or SYSADMIN privilege.

Syntax

►►─┬─ DISplay ─┬─ DCADMIN privileges ─────────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►

 2100



 Administrating

   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ VERB ─┬─ GRAnt ──┬─┘
            └─ REVoke ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────┬────────────────────────────────────────────────────►◄
   ├─ NONe ──────────────┤
   └─ HIStory ───────────┘

Parameters

 

• ALL
Specifies all display options.

• NONe
Specifies display of the users or groups to whom the privilege was granted.

• HIStory
Specifies display of the following:
– The date and time the privilege was granted to the user or group, and the ID of the user granted the privilege.
– The date and time the privilege was last updated, and the ID of the user who updated the privilege.

• VERB
Specifies the verb used in the display output.
If VERB is not specified, the privilege is displayed in the form of GRANT statements.
– GRAnt

Specifies that the privilege is displayed in the form of GRANT statements.
– REVoke

Specifies substitution of "REVOKE" for "GRANT" in the display output.

Usage

Specifying WITH VERB REVOKE

By specifying WITH VERB REVOKE and AS SYNTAX, you display output that you can then submit to revoke privilege
from those who hold the privilege. This is useful when you need to revoke a privilege from most or all users who hold it.
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DISPLAY PRIVILEGES on a System Resource
Contents

Displays privileges granted on a system resource and the users and groups who hold the privileges.

Authorization

To display privileges on a system resource, you must hold one of these privileges:

• DCADMIN privilege
• SYSADMIN privilege

You can display privileges on a system or system profile if you hold DISPLAY privilege WITH GRANT OPTION on the
resource.

Syntax

►►─┬─ DISplay ─┬─ PRIvileges on resource ─────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬─ ACTivity application-name.activity-name ─┬──────────────────────────────►
   ├─ CATegory category-name ──────────────────┤
   ├─ SYStem system-identifier ────────────────┤
   └─ SYStem PROfile profile-name ─────────────┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ VERB ─┬─ GRAnt───┬─┘
            └─ REVoke ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────┬────────────────────────────────────────────────────►◄
   ├─ NONe ──────────────┤
   └─ HIStory ───────────┘
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Parameters

 

• ACTivity
Specifies that the type of resource is activity.

• application-name.activity-name
Identifies the application in which the activity is defined and the name of the activity.

• CATegory
Specifies that the type of resource is category.

• category-name
Identifies the category.

• SYStem
Specifies that the type of resource is system.

• system-identifier
Identifies the system.

• SYStem PROfile
Specifies that the type of resource is system profile.

• profile-name
Identifies the system profile.

• ALL
Specifies all display options.

• NONe
Specifies display of only the privileges and the authorization identifier to which they have been granted.

• HIStory
Specifies display of the following:
– The date and time privilege on the resource was granted to the user or group, and the ID of the user who granted

the privilege.
– The date and time privilege on the resource was last updated, and the ID of the user who updated the privilege.

• VERB
Specifies the verb to be used in the display output.
If VERB is not specified, the privilege is displayed in the form of GRANT statements.
– GRAnt

Specifies that privileges are to be displayed in the form of GRANT statements.
– REVoke

Specifies substitution of "REVOKE" for "GRANT" in the display output.

Usage

Specifying WITH VERB REVOKE

By specifying WITH VERB REVOKE and AS SYNTAX, you display output that you can then submit to revoke privilege
from those who hold the privilege. This is useful when you need to revoke a privilege from most or all users who hold it.

DISPLAY RESOURCE (System)
Contents

Displays information on a system resource.

Authorization

To display a system resource, you must hold one of these privileges:
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• DISPLAY privilege WITH GRANT OPTION on the resource
• DCADMIN privilege
• SYSADMIN privilege

Syntax

►►─┬─ DISplay ─┬─ RESource ───────────────────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬─ ACTivity application-name.activity-name ─┬──────────────────────────────►
   ├─ CATegory category-name ──────────────────┤
   └─ SYStem system-identifier ────────────────┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ─────┬──────────────────────────────────────────────────────────────►◄
   ├─ NONe ────┤
   ├─ DETails ─┤
   └─ HIStory ─┘

NOTE
The DETAILS option is meaningful only for the CATEGORY resource type.

Parameters

 

• ACTivity
Specifies that the type of resource is activity.

• application-name.activity-name
Identifies the application in which the activity is defined and the activity name.

• CATegory
Specifies that the type of resource is category.

• category-name
Identifies the category.

• SYStem
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Specifies that the type of resource is system.
• system-identifier

Identifies the system.
• SYStem PROfile

Specifies that the type of resource is system profile.
• profile-name

Identifies the system profile.
• ALL

Specifies all display options.
• NONe

Specifies display of only the resource type such as:
– For category, the resource name
– For activity, the activity name and number
– For system, the system identifier

• DETails
For a category, specifies display of the resources in the category.
For a system profile, specifies display of the attributes defined in the profile.

• HIStory
Specifies display of the following:
– The date and time the resource was created, and the ID of the user who created it.
– The date and time the resource was last altered, and the ID of the user who altered it.

DISPLAY PRIVILEGES on a Database Resource
Contents

Displays privileges granted on a database resource and the users and groups who hold the privileges.

Authorization

To display privileges on a database resource, you must hold DBADMIN privilege on the current dictionary, SYSADMIN
privilege, or the privilege listed in this table:

Resource type Privilege to display privileges
Access Module DISPLAY (WITH GRANT OPTION) on the access module
Area DISPLAY (WITH GRANT OPTION) on the segment containing the

area
Database DISPLAY (WITH GRANT OPTION) on the database identified as a

DB resource
Database name table DISPLAY (WITH GRANT OPTION) on the database name table
DMCL DISPLAY (WITH GRANT OPTION) on the DMCL
Non-SQL-defined schema DISPLAY (WITH GRANT OPTION) on the non-SQL-defined

schema
SQL-defined schema DISPLAY (WITH GRANT OPTION) on the schema
Table DISPLAY (WITH GRANT OPTION) on the table

Syntax

►►─┬─ DISplay ─┬─ PRIvileges on resource ─────────────────────────────────────►
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   └─ PUNch ───┘
 
 ►─┬─ ACCess MODule schema-name.access-module-name ─┬─────────────────────────►
   ├─ AREa segment-name.area-name ──────────────────┤
   ├─ DB database-name ─────────────────────────────┤
   ├─ DBTable dbtable-name ─────────────────────────┤
   ├─ DMCl dmcl-name  ──────────────────────────────┤
   ├─ NONSQL SCHema Vnnnn.nonsql-schema-name ───────┤
   ├─ SCHema schema-name ───────────────────────────┤
   └─ TABle schema-name.table-name ─────────────────┘
 
 ►─┬───────────────────────────────────────────┬──────────────────────────────►
   │ ┌───────────────────────────────────────┐ │
   │ │                 ┌───────────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─ display-option ──┴─┴─┘
       ├─ ALSo WITh ─┤
       └─ WITHOut ───┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ VERB ─┬─ GRAnt───┬─┘
            └─ REVoke ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Expansion of Display-Option

►►─┬─ ALL ───────────────┬────────────────────────────────────────────────────►◄
   ├─ NONe ──────────────┤
   └─ HIStory ───────────┘

Parameters

 

• ACCess MODule
Specifies that the type of resource is access module.

• schema-name.access-module-name
Identifies the access module and its schema-name qualifier.

• AREa
Specifies that the type of resource is area.

• segment-name.area-name
Identifies the segment containing the area and the area name.

• DB
Specifies that the type of resource is database.

• database-name
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Identifies a segment or a name in the database name table.
• DBTable

Specifies that the type of resource is database name table.
• dbtable-name

Identifies the database name table.
• DMCL

Specifies that the type of resource is DMCL.
• dmcl-name

Identifies the DMCL.
• NONSQL SCHema

Specifies that the type of resource is non-SQL-defined schema.
• Vnnnn.nonsql-schema-name

Identifies the non-SQL-defined schema and its version (nnnn).
• SCHema

Specifies that the type of resource is an SQL-defined schema.
• schema-name

Identifies the schema.
• TABle

Specifies that the type of resource is table.
• schema-name.table-name

Identifies the table and its schema-name qualifier.
• ALL

Specifies all display options.
• NONe

Specifies display of only the privileges and the authorization identifier to which they have been granted.
• HIStory

Specifies display of the following:
– The date and time privilege on the resource was granted to the user or group, and the ID of the user who granted

the privilege.
– The date and time privilege on the resource was last updated, and the ID of the user who updated the privilege.

• VERB
Specifies the verb to be used in the display output.
If VERB is not specified, the privilege is displayed in the form of GRANT statements.
– GRAnt

Specifies that privileges are displayed in the form of GRANT statements.
– REVoke

Specifies substitution of "REVOKE" for "GRANT" in the display output.

Usage

Specifying WITH VERB REVOKE

By specifying WITH VERB REVOKE and AS SYNTAX, you display output that you can then submit to revoke privilege
from those who hold the privilege. This is useful when you need to revoke a privilege from most or all users who hold it.

DISPLAY RESOURCE (Database)
Contents

Displays information on a database resource.
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Authorization

To display a database resource, you must hold DBADMIN privilege on the current dictionary, SYSADMIN privilege, or the
privilege listed in this table:

Resource type Privilege to display privileges
Access Module DISPLAY on the access module
Area DBADMIN on the segment containing the area
Database DBADMIN on the database identified as a DB resource
Database name table DISPLAY on the database name table
DMCL DISPLAY on the DMCL
Non-SQL-defined schema DISPLAY on the non-SQL-defined schema
SQL-defined schema DISPLAY on the schema
Table DISPLAY on the table

Syntax

►►─┬─ DISplay ─┬─ RESource ───────────────────────────────────────────────────►
   └─ PUNch ───┘
 
 ►─┬─ ACCess MODule schema-name.access-module-name ─┬─────────────────────────►
   ├─ AREa segment-name.area-name ──────────────────┤
   ├─ DB database-name ─────────────────────────────┤
   ├─ DBTable dbtable-name ─────────────────────────┤
   ├─ DMCl dmcl-name  ──────────────────────────────┤
   ├─ NONSQL SCHema Vnnnn.nonsql-schema-name ───────┤
   ├─ SCHema schema-name ───────────────────────────┤
   └─ TABle schema-name.table-name ─────────────────┘
 
 ►─┬───────────────────────────────────────┬──────────────────────────────────►
   │ ┌───────────────────────────────────┐ │
   │ │                 ┌───────────────┐ │ │
   └─▼─┬─ WITh ──────┬─▼─┬─ ALL ─────┬─┴─┴─┘
       ├─ ALSo WITh ─┤   ├─ NONe ────┤
       └─ WITHOut ───┘   └─ HIStory ─┘
 
 ►─┬─────────────────────┬────────────────────────────────────────────────────►◄
   └─ AS ─┬─ SYNtax ───┬─┘
          └─ COMments ─┘

Parameters

 

• ACCess MODule
Specifies that the type of resource is access module.

• schema-name.access-module-name
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Identifies the access module and its schema-name qualifier.
• AREa

Specifies that the type of resource is area.
• segment-name.area-name

Identifies the segment containing the area and the area name.
• DB

Specifies that the type of resource is database.
• database-name

Identifies a segment or a name in the database name table.
• DBTable

Specifies that the type of resource is database name table.
• dbtable-name

Identifies the database name table.
• DMCL

Specifies that the type of resource is DMCL.
• dmcl-name

Identifies the DMCL.
• NONSQL SCHema

Specifies that the type of resource is non-SQL-defined schema.
• Vnnnn.nonsql-schema-name

Identifies the non-SQL-defined schema and its version (nnnn).
• SCHema

Specifies that the type of resource is schema.
• schema-name

Identifies the schema.
• TABle

Specifies that the type of resource is table.
• schema-name.table-name

Identifies the table and its schema-name qualifier.
• ALL

Specifies all display options.
• NONe

Specifies display of the resource type and name only.
• HIStory

Specifies display of the following:
– The date and time the resource was created, and the ID of the user who created it.
– The date and time the resource was last updated, and the ID of the user who updated it.
– For a table or schema, the authorization identifier of the owner.

DISPLAY/PUNCH ALL Syntax for Security Definitions
In addition to using DISPLAY and PUNCH syntax for specific resource definitions in a CA IDMS security database, you
can issue either a DISPLAY ALL or PUNCH ALL statement for an entity type to display or punch all occurrences defined
within that entity type. For example, you can issue a DISPLAY ALL RESOURCE AREAS to see the security definitions
for all areas secured in a security database. You can also select occurrences of an entity type to display or punch by
specifying the following:

 2109



 Administrating

• Conditional expressions
• First occurrence of the entity type
• Last occurrence of the entity type
• A specific number of occurrences

Choosing Which Entity Occurrences to Display

The DISPLAY and PUNCH ALL syntax supports a variety of selection criteria to select occurrences to DISPLAY or
PUNCH. You can use a conditional expression with Boolean criteria to select occurrences, including a mask comparison.
The mask comparison supports the use of different keywords for each entity type. A table of keywords by entity type is
presented in Usage.

Issue Statements from CA IDMS Command Facility

You can issue DISPLAY/PUNCH statements from either the Online (OCF) or Batch (BCF) Command Facility.

Syntax

►►─┬─ DISplay ─┬─┬── ALL ──────────────────────────┬─ entity-type ────────────►
   └─ PUNch ───┘ └─┬─ FIRst ─┬──┬────────────────┬─┘
                   └─ LASt ──┘  ├─ 1 ◄───────────┤
                                └─ entity-count ─┘

 ►─┬────────────────────────────────┬─────────────────────────────────────────►
   └─ WHEre conditional-expression ─┘

 ►─┬────────────────────────┬─────────────────────────────────────────────────►
   └─ VERB ─┬─ DISplay ◄──┬─┘
            ├─ PUNch  ────┤
            ├─ CREate ────┤
            ├─ ALTer  ────┤
            └─ DROp   ────┘

 ►─┬─────────────────────┬────────────────────────────────────────────────────►
   └─ AS ─┬─ COMments ─┬─┘
          └─ SYNtax ───┘

Expansion of Conditional-Expression

►►─┬─ mask-comparison ────────────────────────┬───────────────────────────────►
   ├─ value-comparison ───────────────────────┤
   └─┬───────┬─ ( ─┬─ mask-comparison ──┬─ ) ─┘
     └─ NOT ─┘     └─ value-comparison ─┘
 
 ►─┬────────────────────────────────────────────────────────────┬─────────────►◄
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   │ ┌────────────────────────────────────────────────────────┐ │
   └─▼─┬─ AND ─┬─┬─ mask-comparison ────────────────────────┬─┴─┘
       └─ OR ──┘ ├─ value-comparison ───────────────────────┤
                 └─┬───────┬─ ( ─┬─ mask-comparison ──┬─ ) ─┘
                   └─ NOT ─┘     └─ value-comparison ─┘

Expansion of Mask-Comparison

►►─── entity-option-keyword ──────────────────────────────────────────────────►
 
 ►─┬─ CONTAINs ─┬─ 'mask-value' ──────────────────────────────────────────────►◄
   └─ MATCHES ──┘

Expansion of Value-Comparison

►►─┬─ 'character-string-literal' ─┬───────────────────────────────────────────►
   ├─ numeric-literal ────────────┤
   └─ entity-option-keyword ──────┘
 
 ►─┬─ IS ─┬───────┬─────────┬─┬─ 'character-string-literal' ─┬────────────────►◄
   │      └─ NOT ─┘         │ ├─ numeric-literal ────────────┤
   ├─ NE ───────────────────┤ └─ entity-option-keyword ──────┘
   └─┬───────┬─┬─┬─ EQ ─┬─┬─┘
     └─ NOT ─┘ │ └─ = ──┘ │
               ├─┬─ GT ─┬─┤
               │ └─ > ──┘ │
               ├─┬─ LT ─┬─┤
               │ └─ < ──┘ │
               ├─ GE ─────┤
               └─ LE ─────┘

Parameters

 

• ALL
Lists all occurrences of the requested entity type that the current user is authorized to display.
Online users: With a large number of entity occurrences, ALL may have a slow response time.

• FIRst
Lists the first occurrence of the named entity type.

• LASt
Lists the last occurrence of the named entity type.

• entity-count
Specifies the number of occurrences of the named entity type to list. 1 is the default.

• entity-type
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Identifies the entity type that is the object of the DISPLAY/PUNCH ALL request. Valid values appear in the table
in Usage.

• VERB DISplay/PUNch/CREate/ALTer/DROp
Specifies the verb that is to accompany DISPLAY/PUNCH output. DISPLAY is the default.

• AS SYNtax
Specifies that the text output by the DISPLAY/PUNCH verb is to appear as syntax. In an online session, text displayed
as syntax can be edited and resubmitted to the command facility. If the PUNCH command is issued in batch mode, the
batch command facility directs the output to the SYSPCH file, where it can be edited and subsequently resubmitted.

• AS COMments
Specifies that the text output by the DISPLAY/PUNCH verb be formatted as comments; comments are preceded by *+
and are ignored by the command facility.

• WHEre conditional-expression
Specifies criteria to be used in selecting occurrences of the requested entity type.
The outcome of a test for the condition determines which occurrences of the named entity type are displayed.

• mask-comparison
Compares an entity type operand with a mask value.
– entity-option-keyword

Identifies the left operand as a syntax option associated with the named entity type. The table in Usage lists valid
options for each entity type.

– CONTAINs
Searches the left operand for an occurrence of the right operand. The length of the right operand must be less
than or equal to the length of the left operand. If the right operand is not contained entirely in the left operand, the
outcome of the condition is false.

– MATCHES
Compares the left operand with the right operand one character at a time, beginning with the leftmost character in
each operand. When a character in the left operand does not match a character in the right operand, the outcome
of the condition is false.

– 'mask-value'
Identifies the right operand as a character string; the specified value must be enclosed in quotation marks. Mask-
value can contain the following special characters:

@ Matches any alphabetic character in entity-option-keyword.
# Matches any numeric character in entity-option-keyword.
* Matches any character in entity-option-keyword.

• value-comparison
Compares values contained in the left and right operands based on the specified comparison operator.
– 'character-string-literal'

Identifies a character string enclosed in quotes.
– numeric-literal

Identifies a numeric value.
– entity-option-keyword

Identifies a syntax option associated with the named entity type; valid options for each entity type are listed in the
table presented in Usage.

– IS
Specifies that the left operand must equal the right operand for the condition to be true.

– NE
Specifies that the left operand must not equal the right operand for the condition to be true.

– EQ/=
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Specifies that the left operand must equal the right operand for the condition to be true.
– GT/>

Specifies that the left operand must be greater than the right operand for the condition to be true.
– LT/<

Specifies that the left operand must be less than the right operand for the condition to be true.
– GE

Specifies that the left operand must be greater than or equal to the right operand for the condition to be true.
– LE

Specifies that the left operand must be less than or equal to the right operand for the condition to be true.
• NOT

Specifies that the opposite of the condition fulfills the test requirements. If NOT is specified, the condition must be
enclosed in parentheses.

• AND
Indicates the expression is true only if the outcome of both test conditions is true.

• OR
Indicates the expression is true if the outcome of either one or both test conditions is true.

Usage

Output Contains Only Enough Information to Display/Punch Entity

Output produced by DISPLAY or PUNCH ALL consists only of the information necessary to execute a DISPLAY/PUNCH
request for each entity occurrence. For example, Resource DMCL occurrences are displayed with their name, and
AREA occurrences with their fully qualified name (that is, segmentname.areaname). In an online session, the user can
execute the displayed statements by pressing [Enter]. This two-step process allows the user to scan the names of entity
occurrences related to the database in which the statement is issued.

Valid Entity Types and Option Keywords for Conditional Expressions

The following table lists valid entity types and keywords that you can specify as entity-type and entity-option-keyword in
the DISPLAY ALL and PUNCH ALL syntax.

Entity type Entity-option keyword Selects based on
All Security components   
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 NAMe
FULl NAMe
RESource NAMe
CREated by
PREpared by
LASt UPDated by
REVised by
DATe last UPDated
MONth last UPDated
DAY last UPDated
YEAr last UPDated
DATe CREated
MONth CREated
DAY CREated
YEAr CREated

Unqualified Name (1)
Qualified Name (1)
Unqualified Name
(Resources only) (1)
User who created occurrence
User who created occurrence
User who last updated
occurrence
User who last updated
occurrence
Date (MM/DD/YY) occurrence
last updated
Month occurrence last updated
Day occurrence last updated
Year occurrence last updated
Date (MM/DD/YY) occurrences
created
Month occurrence created
Day occurrence created
Year occurrence created
.tabreak

Global Security components
GROups GROup name

STAtus
Name (ID) of Group
Status of GROUP
(ACTIVE, INACTIVE,
LOGICALLY DELETED)

USErs USEr name
STAtus
FULl NAMe
PROfile

Name (ID) of User
Status of USER
(ACTIVE, INACTIVE,
LOGICALLY DELETED)
Full Name of User
Profile assigned to User

USEr PROfiles USEr PROfile name
PROfile name

Profile Name
Profile Name

Physical Database Security components
RESource AREas resource AREa NAMe

SEGment name
Unqualified AREA name (1)
Area's segment name

RESource DBs resource DB NAMe Name of Database
RESource
DBTables

resource DBTable NAMe Name of DBTable

RESource DMCls resource DMCL NAMe Name of DMCL
RESource NONsql
SCHEmas

resource NONSQL
SCHEma NAME

Name of NON SQL Schema

SQL Security Components
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RESource ACCess
MODules
or
RESource AMS

resource ACCess
MODule NAMe
resource AM NAMe
AM NAMe
SCHema name

Unqualified Name of
Access Module (1)
Unqualified Name of
Access Module (1)
Unqualified Name of
Access Module (1)
Schema Name of Access Module

RESource SCHemas resource SCHema NAMe Name of SQL Schema
RESource TABles resource TABle NAMe

SCHema NAMe
Unqualified Name of Table (1)
Schema Name of Table

System Security Components
RESource
ACTivities

resource ACTivity name
NUMber

Name of Activity
Activity Number

RESource
CATegories

resource CATegory NAMe
NUMber

Name of Category
Category Number

RESource SYStems resource SYStem NAMe Name of System
SYStem PROfiles system PROfile NAMe Profile Name
The following Resource Category Components can be selected using the specified entity-option keyword (in addition to those
specified in the preceding Resource Categories).
RESource CATegory
ACCess MODules
or
RESource CATegory
AMS

ACCess MODule name
DICTName
DICtionary name
SCHema name

Unqualified Access Module
Name (1)
Dictionary Name
Dictionary Name
SQL Schema Name

RESource
category
LOAd MODules

LOAd MODule name
DICTName
DICtionary name
Version

Unqualified Load Module
Name (1)
Dictionary Name
Dictionary Name
Version Number
(in Vnnnn format)

RESource
category
PROgrams

PROgram name
FILe name
Version

Unqualified Program name
File Name (CDMSLIB)
Version Number
(in Vnnnn format)

RESource
category
QUEues

QUEue name Name of Queue

RESource
category
RUNunits

RUNunit name
DATabase NAMe
DBName
SUBschema name
PROgram name

Unqualified Rununit name (1)
Database Name
Database Name
Subschema Name
Program Name

RESource
category
TASks

TASk name Name of task
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(1) Unqualified name selections are based on the primary name of the entity occurrence only. To select based on the fully
qualified occurrence name, token FULL NAME must be specified. Security components with qualified names are specified
in the following table.

Fully Qualified Names of Security Components

The fully qualified names of security components are listed in the following table.

Resource Fully qualified name
ACCESS MODULE schema-name.access-module-name

AREA segment-name.area-name

TABLE schema-name.table-name

CATEGORY ACCESS MODULE dictname.schema-name. access-module-name

CATEGORY LOAD MODULE dictname.Vnnnn.load-module-name

CATEGORY RUNUNIT dbname.subschema-name.program-name

CATEGORY PROGRAM CDMSLIB.program-name or Vnnnn.program-name

For all other security components, unqualified and qualified names are the same.

Date and Year 2000 support

You can use date selection criteria and year 2000 support in DISPLAY/PUNCH ALL statements to display security entities.

You implement date selection criteria in these WHERE clause options:

• DATE CREATED
• DATE LAST UPDATED

You can specify the date as a value-comparison string in the form 'MM/DD/YY' in the right side of the conditional
expression. CA IDMS extracts it in CCYYMMDD form to accurately determine the relationship of dates. For example, this
DISPLAY ALL statement:

DISPLAY ALL USERS WHERE DATE CREATED > '01/01/96';

establishes a search criteria to identify the USERS whose DATE CREATED values are greater than the specified string.
The DISPLAY ALL process determines that the date '01/01/96' is greater than the date '12/31/95'.

Alternatively, you may specify the value-comparison string on either side of the conditional expression in the form
'CCYYMMDD' to achieve the same results.

You can also substitute day, month, or year for each of these WHERE clause options. For example, this DISPLAY ALL
statement specifies a search condition that is based on month and year:

DISPLAY ALL RESOURCE AREAS

   WHERE MONTH CREATED = '01'

   AND YEAR CREATED > '95';

Default Order of Precedence Applied to Logical Operators

Conditional expressions can contain a single condition, or two or more conditions combined with the logical operators
AND or OR. The logical operator NOT specifies the opposite of the condition. The command facility evaluates operators
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in a conditional expression one at a time, from left to right, in order of precedence. The default order of precedence is as
follows:

• MATCHES or CONTAINS keywords
• EQ, NE, GT, LT, GE, LE operators
• NOT
• AND
• OR

If parentheses are used to override the default order of precedence, the command facility evaluates the expression within
the innermost parentheses first.

The following examples show sample DISPLAY statements for security definitions.

DISPLAY ALL GROUPS WHERE STATUS IS 'ACTIVE'

                   OCF rr.r IDMS  PAGE 1 LINE 1  DICT=SYSTEM       1/8 cv-name

DISPLAY ALL GROUPS WHERE STATUS IS 'ACTIVE';

*+ Status = 0        SQLSTATE = 00000

*+   DISPLAY GROUP "TESTGROUP" ;

*+   DISPLAY GROUP "PUBLIC" ;

*+   DISPLAY GROUP "MIS" ;

*+   DISPLAY GROUP "HR" ;

*+   DISPLAY GROUP "ACCOUNTING" ;

*+ I DC601157  NO MORE ENTITY OCCURRENCES FOUND                         WORD  1

DISPLAY ALL USERS WHERE USER NAME MATCHES 'SP'

                   OCF rr.r IDMS  PAGE 1 LINE 1  DICT=SYSTEM       1/5 cv-name

DISPLAY ALL USERS WHERE USER NAME MATCHES 'SP'

*+ Status = 0        SQLSTATE = 00000

*+   DISPLAY USER "SPILL01" ;

*+   DISPLAY USER "SPANL01" ;

*+ I DC601157  NO MORE ENTITY OCCURRENCES FOUND                         WORD  1
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Security Macro JCL
For more information, see the following topics:

z/OS - JCL
This article describes the following z/OS JCL macros:

CTABGEN

The #CTABGEN macro can be assembled using the following JCL.

//             EXEC HLASMCL

//ASM.SYSLIB   DD   DSN=yourHLQ.CAGJMAC,DISP=SHR

//             DD   DSN=zOS.maclib,DISP=SHR

//ASM.SYSIN    DD   *

         #CTABGEN macro

         END

/*

//LKED.SYSLMOD DD   DSN=yourHLQ.custom.loadlib,DISP=SHR

//LKED.SYSIN   DD   *

 ENTRY   CTABEP1

 MODE    AMODE(31),RMODE(ANY)

 NAME    IDMSCTAB(R)

/*

//*

GTABGEN

The #GTABGEN macro can be assembled using the following JCL.

//             EXEC HLASMCL
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//ASM.SYSLIB   DD   DSN=yourHLQ.CAGJMAC,DISP=SHR

//             DD   DSN=zOS.maclib,DISP=SHR

//ASM.SYSIN    DD   *

         #GTABGEN macro

         END

/*

//LKED.SYSLMOD DD   DSN=yourHLQ.custom.loadlib,DISP=SHR

//LKED.SYSIN   DD   *

 ENTRY   GTABEP1

 MODE    AMODE(31),RMODE(ANY)

 NAME    IDMSGTAB(R)

/*

//*

SECRTT

//             EXEC HLASMCL

//ASM.SYSLIB   DD   DSN=yourHLQ.CAGJMAC,DISP=SHR

//             DD   DSN=zOS.maclib,DISP=SHR

//ASM.SYSIN    DD   *

         #SECRTT TYPE=INITIAL,SVCNUM=svcnumber

         #SECRTT macros

            ...

         #SECRTT TYPE=FINAL

         END

/*
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//LKED.SYSLMOD DD   DSN=yourHLQ.custom.loadlib,DISP=SHR

//LKED.SYSIN   DD   *

 ENTRY   SRTTEP1

 MODE    AMODE(31),RMODE(ANY)

 NAME    RHDCSRTT(R)

/*

//*

UTABGEN

The #UTABGEN macro can be assembled using the following JCL.

//             EXEC HLASMCL

//ASM.SYSLIB   DD   DSN=yourHLQ.CAGJMAC,DISP=SHR

//             DD   DSN=zOS.maclib,DISP=SHR

//ASM.SYSIN    DD   *

         #UTABGEN macro

         END

/*

//LKED.SYSLMOD DD   DSN=yourHLQ.custom.loadlib,DISP=SHR

//LKED.SYSIN   DD   *

 ENTRY   UTABEP1

 MODE    AMODE(31),RMODE(ANY)

 NAME    IDMSUTAB(R)

/*

//*
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Variable Descriptions

The following list describes the variables for the JCL macros:

• yourHLQ.CAGJMAC
Data set name of the CA IDMS macro library

• zOS.maclib
Data set name of the operating system macro library

• yourHLQ.custom.loadlib
Data set name of the CA IDMS custom load library

z/VSE - JCL
Contents

Using MSHP

Any modifications to CA IDMS load libraries in z/VSE should be applied by MSHP.

NOTE
For instructions on how to assemble and link edit a module using MSHP, see the Installing section -- z/VSE.

CTABGEN

// DLBL    userlib

// EXTENT  ,nnnnnn

// LIBDEF  SOURCE,SEARCH=(userlib.idmslib)

// OPTION  CATAL

   PHASE   IDMSCTAB,*

// EXEC   ASMA90

           #CTABGEN macro

           END

/*

   ENTRY   CTABEP1

// DLBL    userlib

// EXTENT  ,nnnnnn

// LIBDEF  PHASE,TO=(userlib.idmslib)
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// EXEC    LNKEDT

• userlib
Filename of the user library.

• nnnnnn
Volume serial number of the library.

• userlib.idmslib
File identifier of the CA IDMS sublibrary.

GTABGEN

// DLBL   userlib

// EXTENT ,nnnnnn

// LIBDEF SOURCE,SEARCH=(userlib.idmslib)

// OPTION CATAL

   PHASE  IDMSGTAB,*

// EXEC   ASMA90

          #GTABGEN macro

          END

/*

   ENTRY GTABEP1

// DLBL   userlib

// EXTENT ,nnnnnn

// LIBDEF PHASE,TO=(userlib.idmslib)

// EXEC   LNKEDT

• userlib
Filename of the user library.

• nnnnnn
Volume serial number of the library.

• userlib.idmslib
File identifier of the CA IDMS sublibrary.
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SECRTT

// DLBL   userlib

// EXTENT ,nnnnnn

// LIBDEF SOURCE,SEARCH=(userlib.idmslib)

// OPTION CATAL

   PHASE  RHDCSRTT,*

// EXEC   ASMA90

          #SECRTT TYPE=INITIAL,SVCNUM=svcnumber

          #SECRTT macro

              ...

          #SECRTT TYPE=FINAL

          END

/*

   ENTRY SRTTEP1

// DLBL   userlib

// EXTENT ,nnnnnn

// LIBDEF PHASE,TO=(userlib.idmslib)

// EXEC   LNKEDT

• userlib
Filename of the user library.

• nnnnnn
Volume serial number of the library.

• userlib.idmslib
File identifier of the CA IDMS sublibrary.

UTABGEN

// DLBL    userlib
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// EXTENT  ,nnnnnn

// LIBDEF  SOURCE,SEARCH=(userlib.idmslib)

// OPTION  CATAL

   PHASE   IDMSUTAB,*

// EXEC   ASMA90

           #UTABGEN macro

           END

/*

   ENTRY   UTABEP1

// DLBL    userlib

// EXTENT  ,nnnnnn

// LIBDEF  PHASE,CATALOG=userlib.idmslib

// EXEC    LNKEDT

• userlib
Filename of the user library.

• nnnnnn
Volume serial number of the library.

• userlib.idmslib
File identifier of the CA IDMS sublibrary.

• Sample IDMSUTAB
A sample IDMSUTAB.A module id provided with zero security. You may modify and assemble this source, or code your
own.

Secure Macro CMS Commands

CTABGEN

GLOBAL MACLIB idmslib OSMACRO
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FILEDEF SYSLIN DISK IDMSUTAB TEXT A

ASMAHL idmsctab (NODECK OBJECT PRINT

CAE5LNKB IDMSCTAB SYSLIN userload RENT

• idmslib
Filename of the CA IDMS MACLIB library.

• idmsctab
Filename of the file containing the #CTABGEN macro source. Filetype ASSEMBLE.

• userload
Filename of the output LOADLIB where IDMSCTAB will be placed.

IDMSCTAB SYSLIN is provided with the install.

GTABGEN

GLOBAL MACLIB idmslib OSMACRO

FILEDEF SYSLIN DISK DBUGSTAB TEXT A

ASMAHL idmsgtab (NODECK OBJECT PRINT

CAE5LNKB IDMSGTAB SYSLIN userload RENT

• idmslib
Filename of the CA IDMS MACLIB library

• idmsgtab
Filename of the file containing the #GTABGEN macro source. Filetype ASSEMBLE.

• userload
Filename of the output LOADLIB where IDMSGTAB will be placed.

IDMSCTAB SYSLIN is provided with the install.

SECRTT

GLOBAL MACLIB idmslib OSMACRO

FILEDEF SYSLIN DISK RHDCSRTT TEXT A

ASMAHL rhdcsrtt (NODECK OBJECT PRINT
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CAE5LNKB RHDCSRTT SYSLIN userload RENT

• idmslib
Filename of the CA IDMS MACLIB library

• rhdcsrtt
Filename of the file containing the #SECRTT macro source. Filetype ASSEMBLE

• userload
Filename of the output LOADLIB where the relinked RHDCSRTT will be placed

RHDCSRTT SYSLIN is provided with the install.

UTABGEN

GLOBAL MACLIB idmslib OSMACRO

FILEDEF SYSLIN DISK IDMSUTAB TEXT A

ASMAHL idmsutab (NODECK OBJECT PRINT

CAE5LNKB IDMSUTAB SYSLIN userload RENT

• idmslib
Filename of the CA IDMS MACLIB library

• idmsutab
Filename of the file containing the #UTABGEN macro source. Filetype ASSEMBLE

• userload
Filename of the output LOADLIB library where IDMSUTAB will be placed

• Sample IDMSUTAB

A sample IDMSUTAB ASSEMBLE module is provided with zero security. You may modify and assemble this source, or
code your own.

IDMSUTAB SYSLIN is provided with the install.

Recreate the Security Resource Type Table (SRTT)
You can display or recreate the SRTT table using the batch program—IDMSSRTD. IDMSSTD recreates the SRTT
definition syntax from the existing load module. For more information about the SRTT table, see Activating CA IDMS
Security.

Example: Batch JCL (z/OS)

The z/OS JCL is used to execute the RHDCSRTT batch processor—IDMSSRTD—for CA IDMS.
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RHDCSRTT source syntax is decompiled from the load module and written to the SYSPCH Ddname. Additional file
assignments might be needed for the user catalog and the system dictionary depending on your security implementation.
RHDCSRTT creation date is written to the SYSLST DD.

IDMSSRTD

//         EXEC PGM=IDMSSRTD,REGION=4096K

//STEPLIB  DD  DSN=idms.dba.loadlib,DISP=SHR

//         DD  DSN=idms.custom.loadlib,DISP=SHR

//         DD  DSN=idms.cagjload,DISP=SHR

//SYSPCH   DD  SYSOUT=A

//SYSLST   DD  SYSOUT=A

//SYSIDMS  DD   *

Insert SYSIDMS parameters

/*

Variable Descriptions

• idms.dba.loadlib
Data set name of the load library containing the DMCL and database name table load modules

• idms.custom.loadlib Data set name of the load library containing customized CA IDMS system software modules
• idms.cagjload

Data set name of the load library containing vanilla CA IDMS system software modules

Security Database Information and DSECTs
You can access security information in the following ways:

• Issuing DISPLAY statements through the CA IDMS Command Facility
• Issuing SQL DML statements through the CA IDMS Command Facility
• Issuing navigational or SQL DML statements to access the data from CA technologies OLQ, CA technologies Culprit,

or a user-written program

Security DISPLAY statements

What You Can Do

You can submit to the CA IDMS Command Facility DISPLAY or PUNCH statements to display this security information:

• About global resources:
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– Holders of SYSADMIN privilege
– User information, including definitions, groups, and privileges
– Group information, including definitions, users, and privileges
– User profile information, including attributes

• About system resources:
– Holders of DCADMIN privilege
– Resource definitions
– Privileges granted on resources

• About database resources:
– Resource definitions
– Privileges granted on resources

Documentation of DISPLAY Statements

NOTE
For documentation of DISPLAY statement syntax, see Syntax for Security Display Statements.

DML Access

Navigational DML

For navigational DML access to a security database, you specify the appropriate security subschema and issue DML
statements to navigate the security records that are described later in this section.

You can issue navigational DML statements through CA OLQ, CA Culprit, or a user-written program to access the user
catalog through subschema IDMSSECU and other security definitions in the system dictionary through subschema
IDMSSECS. You cannot access SQL-defined database resources through navigational DML.

SQL DML

For SQL access to information on global and system resources, you define SQL schemas for the non-SQL-defined
security schemas (IDMSSECU and IDMSSECS) and issue SQL statements that specify records in the security databases
as tables.

Security information on SQL-defined database resources resides in the SQL-defined tables in the SYSTEM schema that
are described later in this section.

For more information, see the following topics:

About Security Information
Dictionary Connection for Storing Information

When you define resources or manipulate privileges in CA IDMS internal security, your session should be connected to
the proper dictionary:

• For global resources -- The system dictionary or an application dictionary
• For system resources -- The system dictionary
• For non-SQL-defined database resources:

– DMCL, database, database name table, area -- The system dictionary
– Non-SQL-defined schema -- The application dictionary

• For SQL-defined database resources -- The application dictionary or system dictionary
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NOTE
If your session is connected to an application dictionary and you issue security statements specifying resources
that must be defined in the system dictionary, the statements will be processed and the security information will
be stored in the application dictionary. However, at runtime, the information will not be used.

Where Security Information is Maintained

CA IDMS maintains security definitions in these areas:

• The user catalog (SYSUSER.DDLSEC area)
• The DDLDML, DDLCAT, and DDLCATX areas of the system dictionary and application dictionaries

Information about privileges on a resource is maintained in the same area as the resource definition.

User Catalog

Security information on global resources is maintained in these user catalog records:

• ATTRIBUTE
• DELUSER
• PROFILE
• RESOURCE
• RESOURCEAUTH
• USER
• USERGROUP

User catalog records reside in the SYSUSER.DDLSEC area and are accessible through subschema IDMSSECU, which is
defined in dictionaries against which IDMSDIRL has been run.

System Dictionary

Security information on system resources and non-SQL-defined database resources is maintained in these system
dictionary records:

• ATTRIBUTE
• PROFILE
• RESGROUPAUTH
• RESOURCE
• RESOURCEAUTH
• RESOURCEGROUP
• USERDATA

System dictionary security records reside in the SYSTEM.DDLDML area and are accessible through subschema
IDMSSECS, which is defined in dictionaries against which IDMSDIRL has been run.

Security information on SQL-defined database resources is maintained in these tables of the catalog component of the
dictionary:

• SYSTEM.RESOURCE
• SYSTEM.RESOURCEAUTH
• SYSTEM.RESOURCEGROUP
• SYSTEM.RESGROUPAUTH

Security tables for SQL-defined database resources reside in the DDLCAT area, and indexes on security tables reside in
the DDLCATX area.

Application Dictionary
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Security information on SQL-defined database resources is maintained in these tables of the catalog component of the
dictionary:

• SYSTEM.RESOURCE
• SYSTEM.RESOURCEAUTH
• SYSTEM.RESOURCEGROUP
• SYSTEM.RESGROUPAUTH

Security tables for SQL-defined database resources reside in the DDLCAT area, and indexes on security tables reside in
the DDLCATX area.

Security information on non-SQL-defined schemas is maintained in these system dictionary records:

• RESOURCE
• RESOURCEAUTH

These records are stored in the DDLDML area and are accessible through subschema IDMSSECS, which is defined in
dictionaries against which IDMSDIRL has been run.

Summary

This table summarizes security information on CA IDMS resources, including where the information is stored and the
privileges that apply to each resource:

Resource Keyword Location Privileges
Global resources
SYSADMIN SYSA SYSUSER.DDLSEC SYSADMIN
User USER SYSUSER.DDLSEC DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE(2))
Group GROU SYSUSER.DDLSEC DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE(2))
User profile UPRF SYSUSER.DDLSEC DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE(2))
System resources
DCADMIN DCA System dictionary DCADMIN
System SYST System dictionary DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE(2)),
SIGNON

System profile SPRF System dictionary DEFINE (ALTER, CREATE,
DISPLAY, DROP, USE(2))

Application(1) SAPP System dictionary EXECUTE
Activity ACTI System dictionary (EXECUTE on the associated

'SAPP')
Category(1) CATE System dictionary EXECUTE
Access module (runtime) SACC System dictionary (EXECUTE on the associated

'CATE')
Dictionary load module SLOD System dictionary (EXECUTE on the associated

'CATE')
Program (load module) SPGM System dictionary (EXECUTE on the associated

'CATE')
Queue QUEU System dictionary (EXECUTE on the associated

'CATE')
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Run unit NRU System dictionary (EXECUTE on the associated
'CATE')

Task TASK System dictionary (EXECUTE on the associated
'CATE')

Non-SQL-defined database resources
Area AREA System dictionary DBAREAD, DBAWRITE, USE
Database DB System dictionary DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE)
Database name table DBTB System dictionary DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE)
DMCL DMCL System dictionary DEFINE (ALTER, CREATE,

DISPLAY, DROP, USE)
Non-SQL-defined schema NSCH Application dictionary (DDLDML

area)
USE

SQL-defined database resources
Schema(3) QSCH Application dictionary (DDLCAT

area)
DEFINE (ALTER, CREATE,
DISPLAY, DROP, USE(2)),
OWNER

Access module (definition) DACC Application dictionary (DDLCAT
area)

EXECUTE, DEFINE (ALTER,
CREATE, DISPLAY, DROP,
USE(2)), REFERENCES(2)

Table TABL Application dictionary (DDLCAT
area)

ALL [DEFINE (ALTER,
CREATE, DISPLAY, DROP,
USE(2)), REFERENCES,
ACCESS (DELETE, INSERT,
SELECT, UPDATE),
OWNER(2)]

NOTE
(1)Resource group.

NOTE
(2)Privilege not meaningful for resource.

NOTE
(3)Resource and resource group.

Global and System Resource Security Records
This section contains the descriptions of records containing security information on global resources, system resources,
and non-SQL-defined database resources.

ATTRIBUTE

Purpose

An occurrence of this record represents an attribute defined in a profile.

Access
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• IDMSSECU subschema (user profiles)
• IDMSSECS subschema (system profiles)
• Location mode: VIA PROFILE-ATTR
• Member of PROFILE-ATTR set

Record elements

Element name Picture and usage Description of contents
PROFILENAME PIC X(18) Name of the profile.
KEYWORD PIC X(8) The keyword that identifies the attribute.
LENGTH PIC S9(4) USAGE COMP Number of characters in the attribute value.
VALUE PIC X(32) A user-assigned value for the attribute.
OVERRIDE PIC X(1) Defines whether the value may be

overridden at runtime:
'Y' -- Value may be overridden at runtime
'N' -- Value is static and may not be
overridden

CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the attribute.
UUSER PIC X(18) ID of the user who last updated the

attribute.
FILLER PIC X(13) (Reserved -- initialized to spaces.)

DELUSER

Purpose

An occurrence of this record represents a user or group that has been logically deleted from the user catalog. The SDEL
task uses this information to determine which resource and resource group authorizations should be physically deleted.

Access

• IDMSSECU subschema
• Location mode: VIA IX-DELUSER
• Member of IX-DELUSER set

Record Elements

Element name Picture and usage Description of contents
AUTHID PIC X(18) The authorization ID of a user or group that

has been logically deleted.
CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the record

occurrence.
UUSER PIC X(18) ID of the user who last updated the record

occurrence.
FILLER PIC X(10) (Reserved -- initialized to spaces.)
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PROFILE

Purpose

An occurrence of this record represents a profile definition.

Access

• Subschema IDMSSECU (user profiles)
• Subschema IDMSSECS (system profiles)
• Location mode: CALC on PROFILENAME
• Owner of PROFILE-ATTR set

Record Elements

Element name Picture and usage Description of contents
PROFILENAME PIC X(18) The name of the profile.
TYPE PIC X(1) The profile type:

'U' -- User profile
'S' -- System profile

CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the profile.
UUSER PIC X(18) ID of the user who last updated the profile.
FILLER PIC X(17) (Reserved -- initialized to spaces.)

RESGROUPAUTH

Purpose

An occurrence of this record represents an execute privilege granted to an authorization ID on a category or on
application activities.

Access

• Subschema IDMSSECS
• Location mode: CALC on AUTHID
• Member of RESGROUP-AUTH set

Record Elements

Element name Picture and usage Description of contents
AUTHID PIC X(18) The authorization ID of the user or group

that holds EXECUTE privilege.
RESOURCETYPE PIC X(4) The code for the resource group to which

the privilege applies:
'SAPP' -- Application
'CATE' -- Category

RESOURCENAME PIC X(60) The name of the category or the name of
the application with which the activities are
associated.
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RUNTIMEAUTH PIC S9(4) USAGE COMP SYNC Runtime privilege that has been granted on
the category or activity:
1 -- EXECUTE

RUNTIMEAUTHW PIC S9(4) USAGE COMP SYNC (Not applicable -- always 0)
DEFNAUTH PIC S9(4) USAGE COMP SYNC (Not applicable -- always 0)
DEFNAUTHW PIC S9(4) USAGE COMP SYNC (Not applicable -- always 0)
OTHERAUTH PIC S9(4) USAGE COMP SYNC (Not applicable -- always 0)
FUNCTIONS PIC X(32) A bit map that designates the activities

within the application in RESOURCENAME
to which the EXECUTE privilege applies.

CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the resource

group authorization.
UUSER PIC X(18) ID of the user who last updated the

resource group authorization.
FILLER PIC X(16) (Reserved -- initialized to spaces.)

RESOURCE

Purpose

An occurrence of this record represents a resource.

Access

• Subschema IDMSSECU (global resources)
• Subschema IDMSSECS (system and non-SQL-defined resources)
• Location mode: CALC on RESOURCETYPE and RESOURCENAME
• Member of IX-RESOURCE set
• Member of RESGROUP-RES set (IDMSSECS subschema only)
• Owner of RESOURCE-AUTH set

Record Elements

Element name Picture and usage Description of contents
RESOURCETYPE PIC X(4) Resource type keyword.

Using IDMSSECS subschema:
'ACTI' 'QUEU'
'AREA' 'SACC'
'DB' 'SLOD'
'DBTB' 'SPGM'
'DCA' 'SPRF'
'DMCL' 'SYST'
'NRU' 'TASK'
'NSCH'
Using IDMSSECU subschema:
'GROU' 'UPRF'
'SYSA' 'USER'
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RESOURCENAME PIC X(60) The resource name.
For RESOURCETYPE 'ACTI', the value
is the fully qualified activity name (for
example, DCMT.SHUTDOWN).

GROUPTYPEIND PIC X(8) USAGE BIT Null value indicator for the GROUPTYPE
field:
B'11111111' -- Resource does not belong to
a group

GROUPTYPE PIC X(4) The group code of the resource group (if
there is one) to which the resource belongs:
'CATE' -- Category
'SAPP' -- Application
' ' -- Resource does not belong to a group

GROUPNAMEIND PIC X(8) USAGE BIT Null value indicator for the GROUPNAME
field:
B'11111111' -- No value in GROUPNAME

GROUPNAME PIC X(60) The name of the resource group (if there is
one) to which the resource belongs.

NUMBER PIC S9(4) USAGE COMP SYNC For a resource assigned to a category
(NRU, QUEU, SACC, SLOD, SPGM, or
TASK), the unique number that identifies
the category with which the resource is
associated.
For an activity, the unique activity number
within the application.
For a resource that is not an activity or does
not belong to a category, the value is 0.

AMRUNNABLE PIC X(1) (Reserved -- initialized to 'N'.)
STATUS PIC X(1) (Reserved -- initialized to 'A'.)
AMGRANTABLE PIC X(1) (Reserved -- initialized to 'N'.)
AMLASTCHANGE PIC X(8) (Reserved -- initialized to binary zeros.)
CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the resource.
UUSER PIC X(18) ID of the user who last updated the

resource.
FILLER PIC X(21) (Reserved -- initialized to spaces.)

RESOURCEAUTH

Purpose

An occurrence of this record represents the privileges that have been granted to an authorization ID on a resource.

Access

• Subschema IDMSSECU (privileges on global resources)
• Subschema IDMSSECS (privileges on system resources and non-SQL-defined database resources)
• CALC on AUTHID
• Member of RESOURCE-AUTH set
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Record Elements

Element name Picture and usage Description of contents
AUTHID PIC X(18) The authorization ID of the user or group to

whom the privileges have been granted.
RESOURCETYPE PIC X(4) The resource type keyword.

Using IDMSSECS subschema:
'AREA' 'DMCL'
'DB' 'NSCH'
'DBTB' 'SPRF'
'DCA' 'SYST'
Using IDMSSECU subschema:
'GROU' 'UPRF'
'SYSA' 'USER'

RESOURCENAME PIC X(60) The resource name.
RUNTIMEAUTH PIC S9(4) USAGE COMP SYNC (Not applicable -- initialized to binary

zeros. EXECUTE privileges on
categories and activities are stored in the
RESGROUPAUTH record.)

RUNTIMEAUTHW PIC S9(4) USAGE COMP SYNC (Not applicable -- initialized to binary zeros.)
DEFNAUTH PIC S9(4) USAGE COMP SYNC Definition privileges that have been granted

on the resource:
1 -- CREATE
2 -- ALTER
4 -- DROP
8 -- DISPLAY
16 -- USE
nn -- (The sum of two or more of the above,
representing multiple privileges)
31 -- DEFINE (all definition privileges)
Note: DEFINE privilege always includes
USE; however, USE is meaningful only for
AREA, DB, DBTB, DMCL, and NSCH.

DEFNAUTHW PIC S9(4) USAGE COMP SYNC Definition privileges a user represented by
AUTHID may grant to other authorization
IDs.
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OTHERAUTH PIC S9(4) USAGE COMP SYNC Special privileges:
1 -- SYSADMIN
(Resource type SYSA only)
4 -- DBADMIN
(Resource type DB only)
8 -- DCADMIN
(Resource type DCA only)
16 -- SIGNON
(Resource type SYST only)
32 -- DBAREAD
(Resource type AREA only)
64 -- DBAWRITE
(Resource type AREA only)
96 -- DBAREAD and DBAWRITE

CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the resource

authorization.
UUSER PIC X(18) ID of the user who last updated the

resource authorization.
FILLER PIC X(16) (Reserved -- initialized to spaces.)

RESOURCEGROUP

Purpose

An occurrence of this record represents an application or category that has been defined with a CREATE RESOURCE
statement. Applications are defined when the first CREATE RESOURCE ACTIVITY application-name.activity-name
statement is issued.

Access

• Subschema IDMSSECS
• Location mode: CALC on RESOURCETYPE and RESOURCENAME
• Member of IX-RESGROUP set; owner of RESGROUP-AUTH and RESGROUP-RES sets

Record Elements

Element name Picture and usage Description of contents
RESOURCETYPE PIC X(4) The code for the resource group:

'CATE' -- Category
'SAPP' -- Application

RESOURCENAME PIC X(60) The name of the application or category.
OWNER PIC X(18) (Not applicable -- initialized to spaces.)
CATEGORYNO PIC S9(4) USAGE COMP SYNC For categories, the unique number

assigned to the category. For applications,
the value is 0.

FUNCTIONASSIGNMT PIC X(1) How activity numbers are assigned:
'S' -- System-assigned
'U' -- User-assigned
' ' -- (Resource type is 'CATE')
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CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the resource

group.
UUSER PIC X(18) ID of the user who last updated the

resource group.
FILLER PIC X(19) (Reserved -- initialized to spaces.)

USER

Purpose

An occurrence of this record represents a user or group defined within a CA IDMS security domain. Users and groups are
defined by the same record so that privileges on resources -- whether to a user or a group -- can be granted and enforced
in the same manner. Note that if the occurrence represents a group, there is no associated password or user profile.

Access

• IDMSSECU subschema
• Location mode: CALC on AUTHID
• Owner of the USER-GROUP and GROUP-USER sets

Record elements

Element name Picture and usage Description of contents
AUTHID PIC X(18) The authorization ID of a user or group.
TYPE PIC X(1) Identifies the authorization ID as

representing a user or group:
'G' -- Group

STATUS PIC X(1) Current status of the authorization ID:
'A' -- Active
'D' -- Logically deleted

PASSWORD PIC X(8) The encrypted form of the plain text
password, or:
Binary zeros, when TYPE field is 'U' and
the password unassigned or null
Spaces, when TYPE field is 'G' or when
TYPE field is 'U' and AUTHID is 'SYSTEM'

NAME PIC X(32) The full name associated with the user,
if specified; initialized to spaces when
not specified for the user or when the
authorization ID represents a group.

DESCRIPTION PIC X(40) Textual information that the security
administrator may associate with the
authorization ID but that has no special
meaning to the security system; initialized
to spaces when not specified for the user or
group.

FILLER PIC X(2) (Reserved -- initialized to spaces.)
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PROFILENAME PIC X(18) The name of the user profile assigned to
this authorization ID; initialized to spaces
for all groups and when not specified for a
user.

FILLER PIC X(4) (Reserved -- initialized to spaces.)
FILLER PIC X(8) (Reserved -- initialized to binary zeros.)
GTIME PIC X(64) USAGE BIT (Reserved -- initialized to binary zeros.)
PTIME PIC X(64) USAGE BIT (Reserved -- initialized to binary zeros.)
CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the user

definition.
UUSER PIC X(18) ID of the user who last updated the user

definition.
FILLER PIC X(16) (Reserved -- initialized to spaces.)

Special Record Occurrences

These are special occurrences of the USER record:

• Group 'PUBLIC' -- created on the first grant of privilege to PUBLIC (group 'PUBLIC' cannot be dropped):
– AUTHID: 'PUBLIC'
– TYPE: 'G'
– STATUS: (space)
– PASSWORD: (spaces)
– NAME: (spaces)
– DESCRIPTION: 'System Category bit map owner'
– PROFILENAME: (spaces)
– CUSER: 'SYSTEM'
– UUSER: 'SYSTEM'
– Other fields as noted in the USER record description above

• User 'SYSTEM' -- created by the first CREATE RESOURCE CATEGORY statement (user 'SYSTEM' cannot be
dropped):
– AUTHID: 'SYSTEM'
– TYPE: 'U'
– STATUS: (space)
– PASSWORD: (spaces)
– NAME: (spaces)
– DESCRIPTION: 'PUBLIC Group'
– PROFILENAME: (spaces)
– CUSER: 'SYSTEM'
– UUSER: 'SYSTEM'
– Other fields as noted in the USER record description above

USERDATA

Purpose

An occurrence of this record can represent:
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• The association of a user or group with all categories on which the user or group holds execution privilege
• In one case, an occurrence, with the value 'SYSTEM' in the AUTHID field and 'C' in the TYPE field, that represents all

categories defined to the system
• The association of a user and a system profile, as specified in a GRANT SIGNON statement

Access

• IDMSSECS subschema
• Location mode: CALC on AUTHID
• Sets: None

Record Elements

Element name Picture and usage Description of contents
AUTHID PIC X(18) The authorization ID of the user.
LENGTH PIC S9(4) USAGE COMP The number of bytes (a multiple of 32)

currently allocated to the category bit map;
initialized to 0 when TYPE is 'P'.

TYPE PIC X(1) Type of user data:
'C' -- Category
'P' -- Profile

SYSTEM PIC X(8) The identifier of a CA IDMS system;
initialized to spaces when TYPE is 'C'.

PROFILENAME PIC X(18) The name of the system profile; initialized
to spaces when TYPE is 'C'.

CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the record

occurrence.
UUSER PIC X(18) ID of the user who last updated the record

occurrence.
FILLER PIC X(5) (Reserved -- initialized to spaces.)
CATEGORIES PIC X OCCURS 0 TO 4096 DEPENDING

ON LENGTH
The bit map used to identify categories.
Each bit in the bit map corresponds to a
category number from 1 to 32,767.

Special Record Occurrence

The following occurrence of the USERDATA record is created by the first CREATE RESOURCE CATEGORY statement
and is used to manage category number assignment:

• AUTHID: 'SYSTEM'
• LENGTH: (variable -- initially 32)
• TYPE: 'C'
• SYSTEM: (spaces)
• PROFILENAME: (spaces)
• CUSER: 'SYSTEM'
• UUSER: 'SYSTEM'
• CATEGORIES: (variable -- initially 32 bytes with high-order bit on and all other bits off)
• Other fields as noted in the USERDATA record description above
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USERGROUP

Purpose

An occurrence of this record represents the association of a user with a group.

Access

• IDMSSECU subschema
• Location mode: VIA USER-GROUP
• Member of the USER-GROUP and GROUP-USER sets

Record Elements

Element name Picture and usage Description of contents
GROUPID PIC X(18) The authorization ID of the group of which

the user is a member.
USERID PIC X(18) The authorization ID of the user who is a

member of the group.
DEFAULTGROUP PIC X(1) Default group indicator:

'D' -- Default group
' ' -- Not the default group

CTIME PIC X(64) USAGE BIT Time created.
UTIME PIC X(64) USAGE BIT Time of the last update.
CUSER PIC X(18) ID of the user who created the user and

group association.
UUSER PIC X(18) ID of the user who last updated the user

and group association.
FILLER PIC X(11) (Reserved -- initialized to spaces.)

Database Resource Security Tables
Contents

This section contains the descriptions of tables maintained in the catalog component of the dictionary for use by CA IDMS
centralized security.

SYSTEM.RESGROUPAUTH

Purpose

A row of this table represents the privileges that have been granted to an authorization ID on an SQL-defined database
resource group. A row of this table is stored only when a CREATE SCHEMA statement is issued.

Columns

Column name Data type Description of contents
AUTHID CHAR(18) The authorization ID of the user or group

that holds one or more privileges on the
resource group.

RESOURCETYPE CHAR(4) The code for the resource group to which
the privileges apply:
'QSCH' -- SQL Schema
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RESOURCENAME CHAR(60) The schema name.
RUNTIMEAUTH BINARY(2) Runtime privileges that have been granted

on the schema:
143 -- ALL (ACCESS and OWNER
privileges)
When a CREATE SCHEMA statement
is executed, a row is inserted into
SYSTEM.RESGROUPAUTH. AUTHID is
the ID of the user executing the statement,
and RUNTIMEAUTH is 143 (ALL). If
ownership of the schema is transferred,
AUTHID is modified but RUNTIMEAUTH
remains 143.

RUNTIMEAUTHW BINARY(2) The runtime privileges a user represented
by AUTHID may grant to other authorization
IDs:
143 -- ALL
ALL includes schema ownership, which can
be transferred, and these access privileges,
which can be granted as appropriate on
tables and access modules:
SELECT
EXECUTE
INSERT
UPDATE
DELETE

DEFNAUTH BINARY(2) Definition privileges that have been
granted on the schema and the resources
associated with the schema:
191 -- ALL (DEFINE, REFERENCES, and
OWNER)

DEFNAUTHW BINARY(2) The definition privileges a user represented
by AUTHID may grant to other authorization
IDs:
191 -- ALL (definition privileges,
REFERENCES, and OWNER)
ALL includes schema ownership, which can
be transferred, and these privileges, which
can be granted as appropriate on tables
and access modules:
CREATE
ALTER
DROP
DISPLAY
USE
REFERENCES

OTHERAUTH BINARY(2) (Not applicable -- initialized to binary zeros.)
FUNCTIONS BINARY(32) (Not applicable -- initialized to binary zeros.)
CTIME TIMESTAMP Time created.
UTIME TIMESTAMP Time of the last update.
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CUSER CHAR(18) ID of the user who created the resource
group authorization.

UUSER CHAR(18) ID of the user who last updated the
resource group authorization.

FILLER BINARY(16) (Reserved -- initialized to spaces.)

SYSTEM.RESOURCE

Purpose

A row of this table represents a resource (a table or access module) associated with a schema, or the schema itself.

Columns

Column name Data type Description of contents
RESOURCETYPE CHAR(4) Resource type keyword:

'DACC' -- Access module
'QSCH' -- SQL Schema
'TABL' -- Table

RESOURCENAME CHAR(60) The resource name; for a table or access
module, the name is fully qualified with
schema-name.

GROUPTYPE CHAR(4) The resource group to which the resource
belongs:
'QSCH' -- SQL schema
Null when RESOURCETYPE is 'QSCH'

GROUPNAME CHAR(60) The name of the resource group (SQL
Schema) to which the resource belongs;
null when RESOURCETYPE is 'QSCH'

NUMBER SMALLINT (Not applicable -- initialized to zero.)
AMRUNNABLE CHAR(1) (Reserved -- initialized to 'N'.)
STATUS CHAR(1) (Reserved -- initialized to 'A'.)
AMGRANTABLE CHAR(1) (Reserved -- initialized to 'N'.)
AMLASTCHANGE TIMESTAMP (Reserved -- initialized to binary zeros.)
CTIME TIMESTAMP Time created.
UTIME TIMESTAMP Time of the last update.
CUSER CHAR(18) ID of the user who created the resource.
UUSER CHAR(18) ID of the user who last updated the

resource.
FILLER BINARY(21) (Reserved -- initialized to spaces.)

SYSTEM.RESOURCEAUTH

Purpose

A row of this table represents the privileges that have been granted to an authorization ID on an SQL-defined database
resource.
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Columns

Column name Data type Description of contents
AUTHID CHAR(18) The authorization ID of the user or group to

whom the privileges have been granted.
RESOURCETYPE CHAR(4) The resource type keyword:

'DACC' -- Access module
'QSCH' -- Schema
'TABL' -- Table

RESOURCENAME CHAR(60) The resource name.
RUNTIMEAUTH BINARY(2) Runtime privileges that have been granted

on the resource.
For RESOURCETYPE 'DACC':
1 -- EXECUTE(1)
For RESOURCETYPE 'QSCH'(2) and
'TABL':
1 -- SELECT
2 -- INSERT
4 -- UPDATE
8 -- DELETE
nn -- (The sum of two or more of the above,
representing multiple privileges)
15 -- ACCESS (all of the above)
128 -- OWNER(3)
143 -- ALL (ACCESS and OWNER)

RUNTIMEAUTHW BINARY(2) The runtime privileges a user represented
by AUTHID may grant to other authorization
IDs.(4)

DEFNAUTH BINARY(2) Definition privileges that have been granted
on the resource:
1 -- CREATE
2 -- ALTER
4 -- DROP
8 -- DISPLAY
16 -- USE
nn -- (The sum of two or more of the above,
representing multiple privileges)
31 -- DEFINE (CREATE, ALTER, DROP,
DISPLAY, USE)
32 -- REFERENCES
63 -- DEFINE and REFERENCES
128 -- OWNER(5)
191 -- ALL (DEFINE, REFERENCES, and
OWNER)(6)

DEFNAUTHW BINARY(2) The definition privileges a user represented
by AUTHID may grant to other authorization
IDs.(5) (6)

OTHERAUTH BINARY(2) (Not applicable -- initialized to binary zeros.)
CTIME TIMESTAMP Time created.
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UTIME TIMESTAMP Time of the last update.
CUSER CHAR(18) ID of the user who created the resource

authorization.
UUSER CHAR(18) ID of the user who last updated the

resource authorization.
FILLER BINARY(16) (Reserved -- initialized to spaces.)

NOTE
(1) An occurrence of a row with RESOURCETYPE 'DACC' and RUNTIMEAUTH 1 (EXECUTE) results when
privilege is granted on the access module directly as an SQL-defined database resource, not as part of a
category, which is a system resource.

NOTE
(2) An occurrence of a row with RESOURCETYPE 'QSCH' and a nonzero value in RUNTIMEAUTH results
only when a schema is created. RUNTIMEAUTH is 143 (ALL) and remains 143 even if schema ownership
is transferred because the runtime privileges cannot be revoked. All other occurrences of a row with
RESOURCETYPE 'QSCH' refer to definition privileges only and, therefore, contain zero in RUNTIMEAUTH and
RUNTIMEAUTHW.

NOTE
(3) The OWNER privilege for a table can be granted only with a GRANT ALL PRIVILEGES statement
and revoked only with a REVOKE ALL PRIVILEGES statement. However, it is possible for the value of
RUNTIMEAUTH (and RUNTIMEAUTHW) to be 128 (OWNER) if all privileges are granted on a table and then
access privileges are revoked.

NOTE
(4) Runtime privileges for RESOURCETYPE 'QSCH' are grantable only in the sense that they are automatically
transferred when ownership of the schema is transferred.

NOTE
(5) OWNER privilege is never assigned to DEFNAUTH (or DEFNAUTHW) for resource types 'DACC' and
'TABL'.

NOTE
(6) When an SQL schema is created, the value of RESOURCETYPE is 'QSCH' and the value of DEFNAUTH
is 191 (ALL: DEFINE, REFERENCES, and OWNER). REFERENCES and definition privileges can be revoked;
ownership can be transferred but not revoked.

SYSTEM.RESOURCEGROUP

Purpose

A row of this table represents an SQL schema resource group. A row of this table is stored when one of these events
occurs:

• The first GRANT statement is issued for an access module or table associated with an undefined schema.
• A CREATE SCHEMA statement is issued before any GRANT statements for associated access modules or tables.

Columns

Column name Data type Description of contents
RESOURCETYPE CHAR(4) The code for the resource group:

'QSCH' -- SQL schema
RESOURCENAME CHAR(60) The schema name.
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OWNER CHAR(18) The authorization ID of the user or group
who owns the schema.

CATEGORYNO SMALLINT (Not applicable -- initialized to zero.)
FUNCTIONASSIGNMT BINARY(1) (Not applicable -- initialized to space.)
CTIME TIMESTAMP Time created.
UTIME TIMESTAMP Time of the last update.
CUSER CHAR(18) ID of the user who created the resource

group.
UUSER CHAR(18) ID of the user who last updated the

resource group.
FILLER BINARY(19) (Reserved -- initialized to spaces.)

#SATTDS

                        COPY  #SATTDS

               **********************************************************************

               ***                                                                ***

               ***     SATT DSECT                                                 ***

               ***                                                                ***

               ***     PROFILE ATTRIBUTE                                          ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SATT     DSECT                                                11/16/90

 2146



 Administrating

000000         SATTPROF DS    CL18          PROFILE NAME

000012         SATTKEYW DS    CL8           ATTRIBUTE KEYWORD

00001A         SATTLTH  DS    H             ATTRIBUTE LENGTH

00001C         SATTVALU DS    CL32          ATTRIBUTE VALUE

00003C         SATTOVER DS    CL1           ATTRIBUTE OVERRIDE FLAG

               *                            * 'Y' IF RUNTIME OVERRIDE ALLOWED

               *                            * 'N' IF OTHERWISE

00003D         SATTCTIM DS    CL8           TIME/DATE ATTRIBUTE WAS CREATED

000045         SATTUTIM DS    CL8           TIME/DATE ATTRIBUTE WAS LAST UPDATED

00004D         SATTCAID DS    CL18          CREATOR OF THE ATTRIBUTE

00005F         SATTUAID DS    CL18          LAST UPDATOR OF THE ATTRIBUTE

000071                  DS    CL13          * UNUSED

        0007E  SATTDSLN EQU   *-SATT        * LENGTH OF DSECT

               *********************************************************************

#SDUSDS

                        COPY  #SDUSDS

               **********************************************************************

               ***                                                                ***

               ***     SDELUDS DSECT                                              ***

               ***                                                                ***

               ***     USER                                                       ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***
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               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SDUS     DSECT                                                06/24/91

000000         SDUSAUID DS    CL18          AUTHORIZATION ID

000012         SDUSCTIM DS    CL8           TIME/DATE AUTH. ID WAS CREATED

00001A         SDUSUTIM DS    CL8           TIME/DATE AUTH. ID WAS LAST UPDATED

000022         SDUSCAID DS    CL18          CREATOR OF THE AUTH. ID.

000034         SDUSUAID DS    CL18          LAST UPDATOR OF THE AUTH. ID

000046                  DS    XL10          * UNUSED

        00050  SDUSDSLN EQU   *-SDUS        * LENGTH OF DSECT

               *********************************************************************

#SECACAB

                        COPY  #SECACAB

               *********************************************************************

               ***     SECACAB - SECURITY ACCESS AUTHORITY BYTES                 ***

               *** ------------------------------------------------------------- ***

               ***     THIS DSECT COVERS THE 6 BYTES OF ACCESS AUTHORITY         ***

               ***     FLAGS FOUND IN THE RESOURCE-TYPE RECORD/BLOCK, THE        ***
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               ***     RESOURCE RECORD, THE AUTHORITY RECORD, AND VARIOUS FIELDS ***

               ***     IN THE SECURITY REQUEST BLOCK (#SECRB)                    ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

 

Offset  Value

 

000000         SECACAB  DSECT                            06/08/89 13:35:22

               ******** RUN-TIME AUTHORITIES ********

               SAARSEL  #FLAG SACRSEL             SELECT

000000         SAARSELI DS    0XL1

        00001  SAARSELM EQU   SACRSEL

               SAAREXE  #FLAG SACREXE             EXECUTE

000000         SAAREXEI DS    0XL1

        00001  SAAREXEM EQU   SACREXE

               SAARINS  #FLAG SACRINS             INSERT

000000         SAARINSI DS    0XL1

        00002  SAARINSM EQU   SACRINS

               SAARUPD  #FLAG SACRUPD             UPDATE

000000         SAARUPDI DS    0XL1
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        00004  SAARUPDM EQU   SACRUPD

               SAARDEL  #FLAG SACRDEL             DELETE

000000         SAARDELI DS    0XL1

        00008  SAARDELM EQU   SACRDEL

               SAAAOWN  #FLAG SACROWN             OWNER

000000         SAAAOWNI DS    0XL1

        00080  SAAAOWNM EQU   SACROWN

               SAARALL  #FLAG SACRALL             ALL

000000         SAARALLI DS    0XL1

        0008F  SAARALLM EQU   SACRALL

000000         SAARUN   DS    XL1             RUN-TIME

000001         SAARUNWG DS    XL1                 WITH GRANT

               ******** DEFINITION AUTHORITIES ********

               SAADCRE  #FLAG SACDCRE             CREATE

000002         SAADCREI DS    0XL1

        00001  SAADCREM EQU   SACDCRE

               SAADALT  #FLAG SACDALT             ALTER

000002         SAADALTI DS    0XL1

        00002  SAADALTM EQU   SACDALT

               SAADDRO  #FLAG SACDDRO             DROP

000002         SAADDROI DS    0XL1

        00004  SAADDROM EQU   SACDDRO

               SAADDIS  #FLAG SACDDIS             DISPLAY

000002         SAADDISI DS    0XL1

        00008  SAADDISM EQU   SACDDIS
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               SAADREF  #FLAG SACDREF             REFERENCE

000002         SAADREFI DS    0XL1

        00020  SAADREFM EQU   SACDREF

               SAADUSE  #FLAG SACDUSE             RUN

000002         SAADUSEI DS    0XL1

        00010  SAADUSEM EQU   SACDUSE

               SAADDEF  #FLAG SACDDEF             DEFINE

000002         SAADDEFI DS    0XL1

Offset  Value

 

        0001F  SAADDEFM EQU   SACDDEF

000002         SAADEF   DS    XL1             DEFINITIONAL

000003         SAADEFWG DS    XL1                 WITH GRANT

               ******** ADMINISTRATIVE AUTHORITIES ********

               SAAASYS  #FLAG SACASYS             SYSADMIN

000004         SAAASYSI DS    0XL1

        00001  SAAASYSM EQU   SACASYS

               SAAADDA  #FLAG SACADDA             DDADMIN

000004         SAAADDAI DS    0XL1

        00002  SAAADDAM EQU   SACADDA

               SAAASIG  #FLAG SACASIG             SIGNON

000004         SAAASIGI DS    0XL1

        00010  SAAASIGM EQU   SACASIG

               SAAADCA  #FLAG SACADCA             DC ADMIN
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000004         SAAADCAI DS    0XL1

        00008  SAAADCAM EQU   SACADCA

               SAAADBA  #FLAG SACADBA             DBA ADMIN

000004         SAAADBAI DS    0XL1

        00004  SAAADBAM EQU   SACADBA

               SAAADBW  #FLAG SACADBW             DBA WRITE

000004         SAAADBWI DS    0XL1

        00040  SAAADBWM EQU   SACADBW

               SAAADBR  #FLAG SACADBR             DBA READ

000004         SAAADBRI DS    0XL1

        00020  SAAADBRM EQU   SACADBR

               SAAAALL  #FLAG SACAALL             ALL ADMIN AUTHORITIES

000004         SAAAALLI DS    0XL1

        0007F  SAAAALLM EQU   SACAALL

000004         SAAADM   DS    XL1

               ******** UNUSED AUTHORITIES ********

000005                  DS    XL1

        00006  SAALNG   EQU   *-SECACAB    LENGTH OF ACCESS AUTHORITY BYTES

#SECEQU

                        COPY  #SECEQU

               *********************************************************************

               ***                                                               ***

               ***    SECEQU - GENERALLY USEFUL EQUATES FOR THE ENTIRE SECURITY  ***
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               ***                                                               ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

               *---------------------------------------------------------------------

               *  PRIMARY FUNCTION CODES

               *---------------------------------------------------------------------

               *              1                   Reserved by security central

 

Offset  Value

 

        00002  SFCSINIT EQU   2                   System initialization

        00003  SFCCHECK EQU   3                   Authorization check

        00004  SFCSGNON EQU   4                   User SIGNON -

        00005  SFCSGNOF EQU   5                   User SIGNOFF

        00006  SFCBLDNM EQU   6                   Build fully qualified res name

        00007  SFCXTRCT EQU   7                   Get job card user-id

        00008  SFCSTATS EQU   8                   Get ESM status

        00009  SFCCRYPT EQU   9                   Password encryption

        0000A  SFCPWVER EQU   10                  Password reverification

        0000B  SFCAPMAP EQU   11                  Get/build application bitmap

        0000C  SFCBULK  EQU   12                  Bulk check - access mod security
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        0000D  SFCAMCHK EQU   13                  Access module runnability check

               *---------------------------------------------------------------------

               *  SECONDARY FUNCTION CODES (FOR UTILITY ROUTINES)

               *---------------------------------------------------------------------

        00002  SUTLFLDL EQU   2                   Backscan variable length field

        00004  SUTLBLDN EQU   4                   Build fully qualified resname

               *---------------------------------------------------------------------

               *  ACCESS AUTHORITY BITS

               *---------------------------------------------------------------------

        00001  SACRSEL  EQU   X'01'               RUN-TIME - SELECT

        00001  SACREXE  EQU   X'01'                        - EXECUTE

        00002  SACRINS  EQU   X'02'                        - INSERT

        00004  SACRUPD  EQU   X'04'                        - UPDATE

        00008  SACRDEL  EQU   X'08'                        - DELETE

        0000F  SACRACC  EQU   X'0F'                        - ACCESS

        00080  SACROWN  EQU   X'80'                        - OWNER

        0008F  SACRALL  EQU   X'8F'

        00001  SACDCRE  EQU   X'01'               DEFINITION - CREATE

        00002  SACDALT  EQU   X'02'                          - ALTER

        00004  SACDDRO  EQU   X'04'                          - DROP

        00008  SACDDIS  EQU   X'08'                          - DISPLAY

        00010  SACDUSE  EQU   X'10'                          - USE

        0001F  SACDDEF  EQU   X'1F'                          - DEFINE

        00020  SACDREF  EQU   X'20'                          - REFERENCES

        00080  SACDOWN  EQU   X'80'                          - OWNER
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        000BF  SACDALL  EQU   X'BF'

        00001  SACASYS  EQU   X'01'               ADMINISTRATIVE - SYSADMIN

        00002  SACADDA  EQU   X'02'                              - DDADMIN

        00004  SACADBA  EQU   X'04'                              - DBADMIN

        00008  SACADCA  EQU   X'08'                              - DCADMIN

        00010  SACASIG  EQU   X'10'                              - SIGNON

        00020  SACADBR  EQU   X'20'                              - DBAREAD

        00040  SACADBW  EQU   X'40'                              - DBAWRITE

        0007F  SACAALL  EQU   X'7F'

               *---------------------------------------------------------------------

Offset  Value

 

               *  RESOURCE TYPE NUMBERS

               *---------------------------------------------------------------------

        08000  SRTNUDEF EQU   32768         Number for user defined resource

               **                           NUMBERS 1-10 = SPECIAL

               **

        00001  SRTNSPEC EQU   01                  SPECIAL

        00002  SRTNDCA  EQU   02                  DC Admin

        00003  SRTNSYSA EQU   03                  System admin

        0000A  SRTNLSP  EQU   10                  Highest 'SPECIAL' resource

               **

               **                           NUMBERS 11-30 = Dictionary resources

        0000B  SRTNDDA  EQU   11                  DD Admin
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        0000C  SRTNNSUB EQU   12                  Subschema

        0000D  SRTNDAPP EQU   13                  ADS application

        0000E  SRTNDMSG EQU   14                  Message

        0000F  SRTNDIAL EQU   15                  ADS Dialog

        00010  SRTNDATT EQU   16                  Attribute

        00011  SRTNDCLA EQU   17                  Class

        00012  SRTNDELE EQU   18                  Element

        00013  SRTNDLOD EQU   19                  Load module

        00014  SRTNDMAP EQU   20                  Map

        00015  SRTNDMOD EQU   21                  Module

        00016  SRTNDPGM EQU   22                  Program

        00017  SRTNDREC EQU   23                  Record

        00018  SRTNDUDE EQU   24                  User defined entity

        00019  SRTNDFIL EQU   25                  File

        0001A  SRTNDPAN EQU   26                  Panel

        0001B  SRTNDSYS EQU   27                  IDD system

        0001C  SRTNDUSR EQU   28                  IDD user

               **

               **                           These are SYSGEN definition restypes

        0001D  SRTNDDES EQU   29                  Destination

        0001E  SRTNDLIN EQU   30                  Line

        0001F  SRTNDLTE EQU   31                  Logical terminal

        00020  SRTNDPTE EQU   32                  Physical terminal

        00021  SRTNDQUE EQU   33                  Queue
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        00022  SRTNDTSK EQU   34                  Task

        00023  SRTNDACT EQU   35                  COBOL syntax, Culprit over

        00028  SRTNLDC  EQU   40                  LAST DICTIONARY RESOURCE TYPE NO.

               **

               **                           Numbers 31-50 = Database resource types

        0002A  SRTNDACC EQU   42                  Access module

        0002C  SRTNDMCL EQU   44                  DMCL

        0002D  SRTNTABL EQU   45                  Table

        0002E  SRTNAREA EQU   46                  Area

        0002F  SRTNDBTB EQU   47                  Database name table

        00030  SRTNQSCH EQU   48                  SQL schema

        00031  SRTNNSCH EQU   49                  Non-SQL schema

        00034  SRTNDB   EQU   52                  Database

        0003C  SRTNLCG  EQU   60                  Last database resource type

               **

               **                           NUMBERS 51-70 = User resource types

        0003D  SRTNUSER EQU   61                  User

        0003E  SRTNGROU EQU   62                  Group

        0003F  SRTNUPRF EQU   63                  User profile

        00046  SRTNLUS  EQU   70                  Last user resource type no.

               **

               **                           Numbers 71-90 = System resource types

        00047  SRTNSYST EQU   71                  System

        00048  SRTNCATE EQU   72                  Category

        00049  SRTNACTI EQU   73                  Activity
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        0004A  SRTNTASK EQU   74                  Task

        0004B  SRTNQUEU EQU   75                  Queue

        0004C  SRTNSPGM EQU   76                  Program

        0004D  SRTNSLOD EQU   77                  Load module (as loadable entity)

        0004E  SRTNSACC EQU   78                  Access module (run time)

Offset  Value

 

        0004F  SRTNNRU  EQU   79                  Run unit

        00050  SRTNSAPP EQU   80                  Application

        00051  SRTNSPRF EQU   81                  System profile

        00052  SRTNSGON EQU   82                  SIGNON

        0005A  SRTNLSY  EQU   90                  Last system resource type no.

               *---------------------------------------------------------------------

               *  AUTHORIZATION ID TYPE

               *---------------------------------------------------------------------

        000E4  SATUSER  EQU   C'U'                USER

        000C7  SATGRP   EQU   C'G'                GROUP

               *---------------------------------------------------------------------

               *  AUTHORIZATION ID FLAGS

               *---------------------------------------------------------------------

        000C9  SAFINAC  EQU   C'I'                INACTIVE

        000C1  SAFACTV  EQU   C'A'                ACTIVE

        000C4  SAFLDEL  EQU   C'D'                LOGICALLY DELETED

               *---------------------------------------------------------------------
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               *  DEFAULT GROUP FLAG

               *---------------------------------------------------------------------

        00040  SDGNDEFG EQU   C' '                NOT A DEFAULT GROUP INDICATOR

        000C4  SDGDEFG  EQU   C'D'                DEFAULT GROUP INDICATOR

               *---------------------------------------------------------------------

               *  FUNCTION NUMBER ASSIGNMENT FLAG

               *---------------------------------------------------------------------

        000E4  SFNUSER  EQU   C'U'                FUNCTION NOS. ASSIGNED BY USER

        000E2  SFNSYS   EQU   C'S'                FUNCTION NOS. ASSIGNED BY SYSTEM

               *---------------------------------------------------------------------

               *  SECURITY METHOD

               *---------------------------------------------------------------------

        000C9  SMEIDMS  EQU   C'I'                IDMS SECURITY

        000C5  SMEEXT   EQU   C'E'                EXTERNAL SECURITY

        000D6  SMEOFF   EQU   C'O'                NO SECURITY

               *---------------------------------------------------------------------

               *  SECURITY MODE

               *---------------------------------------------------------------------

        000D6  SMOOFF   EQU   C'O'                SECURITY MODE IS OFF

        000E6  SMOWARN  EQU   C'W'                SECURITY MODE IS WARN

        000C5  SMOENF   EQU   C'E'                SECURITY MODE IS ENFORCE

               *---------------------------------------------------------------------

               *  MULTIPLE SIGNON

               *---------------------------------------------------------------------
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        000F0  SMSNO    EQU   C'0'                MULTIPLE SIGNON NO

        000F1  SMSYES   EQU   C'1'                MULTIPLE SIGNON YES

               *---------------------------------------------------------------------

               *  WITH GRANT FLAG

               *---------------------------------------------------------------------

        00001  SWGOPT   EQU   X'01'               WITH GRANT OPTION

               *---------------------------------------------------------------------

               *  GROUP/AUTH-ID LENGTH EQUATE

               *---------------------------------------------------------------------

        00012  SGAUIDL  EQU   18

               *---------------------------------------------------------------------

               *  RESOURCE TYPE FLAG

               *---------------------------------------------------------------------

        00040  SLRLIB   EQU   C' '                LIBRARY RESOURCE

        000D5  SLRNLIB  EQU   C'N'                NON-LIBRARY RESOURCE

               *---------------------------------------------------------------------

               *  RUNNABLE ACCESS MODULE FLAG

               *---------------------------------------------------------------------

        000E8  SRAMYES  EQU   C'Y'                ACCESS MODULE RUNNABLE

        000D5  SRAMNO   EQU   C'N'                ACCESS MODULE NOT RUNNABLE

               *---------------------------------------------------------------------

               *  GRANTABLE ACCESS MODULE FLAG

               *---------------------------------------------------------------------

        000E8  SGAMYES  EQU   C'Y'                ACCESS MODULE GRANTABLE

        000D5  SGAMNO   EQU   C'N'                ACCESS MODULE NOT GRANTABLE
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Offset  Value

 

               *---------------------------------------------------------------------

               *  RESOURCEGROUP TYPE FLAG

               *---------------------------------------------------------------------

        000C3  SRGTCAT  EQU   C'C'                CATEGORY

        00040  SRGTNCAT EQU   C' '                NON-CATEGORY

               *---------------------------------------------------------------------

               *  USERDATA TYPE FLAG

               *---------------------------------------------------------------------

        000C3  SUDTCAT  EQU   C'C'                CATEGORY

        000D7  SUDTPRF  EQU   C'P'                PROFILE

               *---------------------------------------------------------------------

               *  PROFILE TYPE FLAG

               *---------------------------------------------------------------------

        000E4  SPTUSER  EQU   C'U'                USER PROFILE

        000E2  SPTSYS   EQU   C'S'                SYSTEM PROFILE

               *---------------------------------------------------------------------

               *  ATTRIBUTE OVERRIDE FLAG

               *---------------------------------------------------------------------

        000E8  SAOYES   EQU   C'Y'                ATTRIBUTE MAY BE OVERRIDDEN

        000D5  SAONO    EQU   C'N'                ATTRIBUTE MAY NOT BE OVERRIDDEN
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#SECRB

                           
  3911+********************************************************************* 
                             3912+***                                                   
            *** 
                             3913+***                                                   
            *** 
                             3914+***       Security Request Block                      
            *** 
                             3915+***                                                   
            *** 
                             3916+***       COPYRIGHT (C) 2007 CA. ALL RIGHTS RESERVED. 
            *** 
                             3917+***                                                   
            *** 
                             3918+***                                                   
            *** 
                             3919+***                                                   
            *** 
                           
  3920+********************************************************************* 
000000          00000 0027B  3921+SECRB     DSECT                                       
     02/12/2018 
000000                       3922+SRBFUNC   DS    XL1                Function code 
000001                       3923+SRBSCREL  DS    XL1                SRB release level 
                             3924+* 
                             3925+SRBPINT   #FLAG X'80'                Processing is
 INTERNAL 
000002                       3926+SRBPINTI  DS    0XL1 
                00080        3927+SRBPINTM  EQU   X'80' 
                             3928+SRBPEXT   #FLAG X'40'                Processing is
 EXTERNAL 
000002                       3929+SRBPEXTI  DS    0XL1 
                00040        3930+SRBPEXTM  EQU   X'40' 
                             3931+SRBUSRR   #FLAG X'20'                Requester is in
 USER-MODE 
000002                       3932+SRBUSRRI  DS    0XL1 
                00020        3933+SRBUSRRM  EQU   X'20' 
                             3934+SRBSECR   #FLAG SRBPINTM+SRBPEXTM    Entity secured
 somehow 
000002                       3935+SRBSECRI  DS    0XL1 
                000C0        3936+SRBSECRM  EQU   SRBPINTM+SRBPEXTM 
                             3937+SRBSGPH   #FLAG X'10'                Pass Phrase
 Specified IDMS/5422 
000002                       3938+SRBSGPHI  DS    0XL1 
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                00010        3939+SRBSGPHM  EQU   X'10' 
000002                       3940+SRBPFLG   DS    XL1                 Processing flag 
                             3941+* 
                             3942+SRBXFPR   #FLAG X'80'                 Preprocessing
 exit in control 
000003                       3943+SRBXFPRI  DS    0XL1 
                00080        3944+SRBXFPRM  EQU   X'80' 
                             3945+SRBXFPO   #FLAG X'40'                 Postprocessing
 exit in control 
000003                       3946+SRBXFPOI  DS    0XL1 
                00040        3947+SRBXFPOM  EQU   X'40' 
                             3948+SRBXFAB   #FLAG X'20'                 Call aborted by
 exit 
000003                       3949+SRBXFABI  DS    0XL1 
                00020        3950+SRBXFABM  EQU   X'20' 
                             3951+SRBXFS3   #FLAG X'10'                 Exit says skip
 EXIT3 
000003                       3952+SRBXFS3I  DS    0XL1 
                00010        3953+SRBXFS3M  EQU   X'10' 
                             3954+SRBXSGN   #FLAG X'08'                 External signon
 call to exit 29 
000003                       3955+SRBXSGNI  DS    0XL1 
                00008        3956+SRBXSGNM  EQU   X'08' 
000003                       3957+SRBXFLG   DS    XL1                  Exit flags 
                             3958+* 
000004                       3959+SRBERMSG  DS    PL4                  Error message id 
000008                       3960+SRBERTXT  DS    CL80                 Full message
 text 
000058          00058 00008  3961+          ORG   SRBERTXT             Redefine for use
 during SIGNON 
000008                       3962+SRBCRYOP  DS    XL8                    Encrypted old
 password 
000010                       3963+SRBCRYNP  DS    XL8                    Encrypted new
 password 
000018          00018 00058  3964+          ORG

                             3965+* 
000058                       3966+SRBXRTNC  DS    0XL4                 Return/reason
 codes 
000058                       3967+SRBXR15   DS    XL2                    R15 return
 code 
                00004        3968+SRBXURES  EQU   4                        Resource
 unknown or undefined 
                00004        3969+SRBXUUSR  EQU   4                        User id
 unkownn 
                00008        3970+SRBXNACC  EQU   8                        Access
 denied 
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                0000C        3971+SRBXINVP  EQU   12                       Invalid parm
 list 
                00010        3972+SRBXPWVF  EQU   16                       Password
 validation failure 
                             3973+* 
00005A                       3974+SRBXR0    DS    XL2                  R0 reason code 
                00004        3975+SRBXDBE   EQU   4                      Database access
 error 
                00008        3976+SRBXNSRT  EQU   8                      SRTT missing 
                0000C        3977+SRBXNMS   EQU   12                     Multiple SIGNON
 not allowed 
                00010        3978+SRBXNNPW  EQU   16                     Password cannot
 be changed 
00005C                       3979+SRBXINST  DS    A                  Pointer to feedback
 area 
                00060        3980+SRBLNG2   EQU   *-SECRB            Length of the fixed
 portion of SRB 
                00018        3981+SRBLNG2F  EQU   ((SRBLNG2)+3)/4 
000060                       3982+SRBOPP    DS    0F                 Start of SRB
 extensions 
                           
  3984+*---------------------------------------------------------------------- 
                             3985+* 
                             3986+*  SRB extension for SIGNON/SIGNOFF 
                             3987+* 
                           
  3988+*---------------------------------------------------------------------- 
000060                       3989+SRBSGSON  DS    A                  Pointer to SIGNON
 element 
000064                       3990+SRBSGLTF  DS    A                  Address of signed
 on LTE (XFR SGON) 
000068                       3991+SRBSGLTT  DS    A                  Address of LTE
 signing on 
00006C                       3992+SRBSGUSL  DS    XL1                Length of user ID 
00006D                       3993+SRBSGUSR  DS    CL18               User ID 
00007F                       3994+SRBSGGRL  DS    XL1                Length of group 
000080                       3995+SRBSGGRP  DS    CL18               Group 
000092                       3996+SRBSGPSL  DS    XL1                Length of password 
000093                       3997+SRBSGPSW  DS    CL8                password 
00009B                       3998+SRBSGNPL  DS    XL1                Length of new
 password 
00009C                       3999+SRBSGNPS  DS    CL8                New password 
0000A4                       4000+SRBSGACC  DS    CL32               Accounting
 information 
                             4001+* 
                             4002+SRBSGPC   #FLAG X'80'              Skip password
 checking 
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0000C4                       4003+SRBSGPCI  DS    0XL1 
                00080        4004+SRBSGPCM  EQU   X'80' 
                             4005+SRBSGPT   #FLAG X'40'              Password already
 encrypted 
0000C4                       4006+SRBSGPTI  DS    0XL1 
                00040        4007+SRBSGPTM  EQU   X'40' 
                             4008+SRBSGSM   #FLAG X'20'              Suppress SIGNOFF
 message 
0000C4                       4009+SRBSGSMI  DS    0XL1 
                00020        4010+SRBSGSMM  EQU   X'20' 
                             4011+SRBSGCP   #FLAG X'10'              Copy SIGNON from
 specified LTE 
0000C4                       4012+SRBSGCPI  DS    0XL1 
                00010        4013+SRBSGCPM  EQU   X'10' 
                             4014+SRBSGJU   #FLAG X'08'              Signon with user-id
 from jobcard 
0000C4                       4015+SRBSGJUI  DS    0XL1 
                00008        4016+SRBSGJUM  EQU   X'08' 
0000C4                       4017+SRBSGFG1  DS    XL1                FLAG 1 
                           
  4018+*---------------------------------------------------------------------- 
                             4019+*  The following fields are returned by SIGNON 
                           
  4020+*---------------------------------------------------------------------- 
0000C5                       4021+SRBSGSPR  DS    CL18               System profile
 module name 
0000D7                       4022+SRBSGUPR  DS    CL18               User profile module
 name 
                000E9        4023+SRBSGLEN  EQU   *-SECRB            Length of SRB for
 SIGNON/SIGNOFF 
                0003B        4024+SRBSGLNF  EQU   (SRBSGLEN+3)/4 
                           
  4025+*---------------------------------------------------------------------- 
                             4026+*  Extend the Signon/Signoff extension for Pass
 Phrases      IDMS/5422 
                           
  4027+*---------------------------------------------------------------------- 
0000E9                       4028+SRBSGPPL  DS     XL1               Length of Pass
 Phrase 
0000EA                       4029+SRBSGPSP  DS     CL100             Plaintext Pass
 Phrase 
00014E                       4030+SRBCRYOF  DS     XL100             Encrypted (old)
 Pass Frase 
0001B2                       4031+SRBSGNFL  DS     XL1               New Frase Length 
0001B3                       4032+SRBSGNPP  DS     CL100             New Pass Phrase 
000217                       4033+SRBCRYNF  DS     XL100             Encrypted (new)
 Pass Frase 
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                0027B        4034+SRBSPLEN  EQU    *-SECRB           Len of SRB for
 SignOn/Off w/Phrase 
                0009F        4035+SRBSPLNF  EQU    (SRBSPLEN+3)/4 
00027B          0027B 00060  4036+          ORG    SRBOPP        RESET 
                           
  4038+*---------------------------------------------------------------------- 
                             4039+* 
                             4040+*   SRB extension for password encryption 
                             4041+* 
                           
  4042+*---------------------------------------------------------------------- 
000060                       4043+SRBCRUSL  DS      XL1               User ID length 
000061                       4044+SRBCRUSR  DS      CL18              User ID 
000073                       4045+SRBCRPSL  DS      XL1               Plaintext password
 length 
000074                       4046+SRBCRPSW  DS      CL8               Plaintext
 password 
00007C                       4047+SRBCRYPS  DS      CL8               Encrypted
 password 
                00084        4048+SRBCRLEN  EQU     *-SECRB           Length of SRB for
 pswd encryption 
                00021        4049+SRBCRLNF  EQU     (SRBCRLEN+3)/4 
                           
  4050+*---------------------------------------------------------------------- 
                             4051+*  Extend the Password Encryption Extension for Pass
 Phrases  IDMS/5422 
                           
  4052+*---------------------------------------------------------------------- 
000084                       4053+SRBCRPPL  DS      XL1               Plaintext Pass
 Phrase Length 
000085                       4054+SRBCRPSP  DS      CL100             Plaintext Pass
 Phrase 
0000E9                       4055+SRBCRYPP  DS      CL100             Encrypted Pass
 Phrase 
                0014D        4056+SRBCPLEN  EQU     *-SECRB           Len of SRB for
 Pass Phrase encrypt'n 
                00054        4057+SRBCPLNF  EQU     (SRBCPLEN+3)/4 
00014D          0014D 00060  4058+          ORG     SRBOPP        RESET 
                           
  4060+*---------------------------------------------------------------------- 
                             4061+* 
                             4062+*  SRB extension for security check, bulk check and AM
 check 
                             4063+* 
                           
  4064+*---------------------------------------------------------------------- 
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000060                       4065+SRBSCSON  DS       A                 Pointer to SIGNON
 element 
                             4066+SRBSCNL   #FLAG    X'80'               LOG=NO
 requested 
000064                       4067+SRBSCNLI  DS       0XL1 
                00080        4068+SRBSCNLM  EQU      X'80' 
000064                       4069+SRBSCFLG  DS       X                 Option flags 
000065                       4070+          DS       XL3               Reserved 
000068                       4071+SRBRSTTA  DS       A                 Pointer to SRTT
 entry 
00006C                       4072+SRBACAHA  DS       0A                Pointer to AM
 header 
00006C                       4073+SRBSCRLA  DS       A                 Pointer to
 resource list 
000070                       4074+SRBSCLCT  DS       H                 Entry count (if
 list request) 
000072                       4075+SRBSCFNU  DS       0H                Application
 function number 
000072                       4076+SRBSCATG  DS       H                 Security
 category 
000074                       4077+SRBSCAUT  DS       XL6               Desired
 authorities (see #SECACAB) 
00007A                       4079+SRBRSTYP  DS       CL4               Resource type 
00007E                       4080+SRBSCRNL  DS       XL1               Resource name
 length 
00007F                       4081+SRBSCRNM  DS       CL32              Resource name 
00009F                       4082+SRBSCDVL  DS       XL1               Length of version
 or ddname 
0000A0                       4083+SRBSCVER  DS       0CL8              Version number
 (character) 
0000A0                       4084+SRBSCDDN  DS       CL8               DDname - programs
 only 
0000A8                       4085+SRBSCDBL  DS       XL1               Length of
 database name 
0000A9                       4086+SRBSCDBN  DS       CL8               Database name 
0000B1                       4087+SRBSCSCL  DS       XL1               Length of SQL
 schema name 
0000B2                       4088+SRBSCSCM  DS       CL18              SQL schema name 
0000C4                       4089+SRBSCSSL  DS       XL1               Length of
 subschema name 
0000C5                       4090+SRBSCSSN  DS       CL8 
                 0000CD      4091+SRBSCLEN  EQU      *-SECRB           Length of SRB for
 SECHECK 
                 000034      4092+SRBSCLNF  EQU      (SRBSCLEN+3)/4 
0000CD           000CD 00060 4093+          ORG       SRBOPP       RESET
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#SECRLST

                        COPY  #SECRLST

               *********************************************************************

               ***                                                               ***

               ***      SECURITY RESOURCE LIST                                   ***

               *** ------------------------------------------------------------- ***

               *** Resource list entry.  Note that all resources in the list     ***

               *** must be of the same class (as specified on the #SECHECK) and, ***

               *** for internal checking, must be defined in the same            ***

               *** dictionary or catalog.                                        ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***

               ***                                                               ***

               ***                                                               ***

               ***                                                               ***

               *********************************************************************

 

Offset  Value

 

000000         SECRLST  DSECT                                               10/30/90

000000         SRLSCRNL DS    XL1                 Length of resource name

000001         SRLSCRNM DS    CL60                Resource name

00003D         SRLSCLIB DS    XL1                 Length of library name

00003E         SRLSCLIL DS    CL8                 Library name
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000046         SRLRAUTH DS    XL6                 Requested authorities

        0004C  SRLRSLEN EQU   *-SECRLST           Length of resource id

00004C         SRLRTNMI DS    CL2                 Minor code returned for entry

        0004E  SRLLNG   EQU   *-SECRLST           Total length of entry

#SECRTTD

                COPY  #SECRTTD  

               ***********************************************************************

               *                                                                     *

               *   The Resource Type Table (SRTT) is used to select external vs      *

               *   internal processing for resource types and to provide external    *

               *   resource classes for those resource types that are secured        *

               *   externally.                                                       *

               *                                                                     *

               ***********************************************************************

               ***********************************************************************

               ***                                                                 ***

               ***      SECRTTHD - Security Resource Type Table header             ***

               ***                                                                 ***

               ***      COPYRIGHT (C) 2010 CA. ALL RIGHTS RESERVED.                ***

               ***                                                                 ***

               ***                                                                 ***

               ***                                                                 ***

               ***********************************************************************
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Offset  Value

 

000000         SECRTTHD DSECT                                                06/19/96

000000         SRTGRPLA DS    A                   Address of group list

000004         SRTSGRTN DS    0F                  SIGNON retention (before init)

000004         SRTSONTA DS    A                   Address of SON table (after init)

000008         SRTCBMPA DS    A                   Address of category bitmap pool

00000C         SRTABMPA DS    A                   Address of activity bitmap pool

000010         SRTSCC   DS    0CL4                Startup completion code

000010         SRTSR15  DS    CL2                   Return code (R15)

000012         SRTSR0   DS    CL2                   Reason code (R0) if applicable

000014         SRTAPPIL DS    XL1                 Length of system name

000015         SRTAPPID DS    CL8                 System name

00001D         SRTENVNL DS    XL1                 Length of environment name

00001E         SRTENVNM DS    CL8                 Environment name

000026         SRTSVCNO DS    XL1                 SVC number for local security

               SRTOINT  #FLAG X'01'               Internally secured resources

000027         SRTOINTI DS    0XL1

        00001  SRTOINTM EQU   X'01'

               SRTOEXT  #FLAG X'02'               Externally secured resources

000027         SRTOEXTI DS    0XL1

        00002  SRTOEXTM EQU   X'02'

               SRTDFSN  #FLAG X'04'               Default SIGNON active

000027         SRTDFSNI DS    0XL1
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        00004  SRTDFSNM EQU   X'04'

               SRTOMXD  #FLAG SRTOINTM+SRTOEXTM   Mixed security if both on

000027         SRTOMXDI DS    0XL1

        00003  SRTOMXDM EQU   SRTOINTM+SRTOEXTM

               SRTESP   #FLAG X'10'               Process system profiles for ERUs

000027         SRTESPI  DS    0XL1

        00010  SRTESPM  EQU   X'10'

               SRTEUP   #FLAG X'20'               Process user profiles for ERUs

000027         SRTEUPI  DS    0XL1

        00020  SRTEUPM  EQU   X'20'

               SRTUCA   #FLAG X'40'               USER catalog available

000027         SRTUCAI  DS    0XL1

        00040  SRTUCAM  EQU   X'40'

               SRTSCA   #FLAG X'80'               SYSTEM catalog available

000027         SRTSCAI  DS    0XL1

        00080  SRTSCAM  EQU   X'80'

000027         SRTOPTNS DS    XL1                 Option flags

000028         SRTTBH   DS    XL(TBHDSLEN)        Standard table header (see #TBHDS)

000034         SRTTBHN  DS    XL(TBHDSLEN)        Standard table header (see #TBHDS)

000040         SRTTLENT DS    F                   Total length of table

000044         SRTTOTAL DS    F                   Total entries

000048         SRTUSRTK DS    H                   Keyword token

00004A         SRTUSPRF DS    CL18                Default USER profile

00005C         SRTSYSTK DS    H                   Keyword token

00005E         SRTSYPRF DS    CL18                Default SYSTEM profile
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000070         SRTERUTK DS    H                   Keyword token

000072         SRTERURF DS    CL18                Default USER profile for ERUs

000084         SRTERSTK DS    H                   Keyword token

000086         SRTERSRF DS    CL18                Default SYSTEM profile for ERUs

               *                                                                  R140

000098         SRTVERS  DS    XL1                 SRTT version indicator          R140

        00000  SRTV12   EQU   X'00'               Up to release 12.01             R140

        00001  SRTV14   EQU   X'01'               Release 14.0 and above          R140

               *                                                                  R140

               SRTDUST  #FLAG X'01'               Default userid in SRTDUID field R140

000099         SRTDUSTI DS    0XL1

        00001  SRTDUSTM EQU   X'01'

               SRTDUVN  #FLAG X'02'               VTAM node name                  R140

000099         SRTDUVNI DS    0XL1

        00002  SRTDUVNM EQU   X'02'

               SRTDUPT  #FLAG X'04'               PTERM-id                        R140

000099         SRTDUPTI DS    0XL1

        00004  SRTDUPTM EQU   X'04'

               SRTDULT  #FLAG X'08'               LTERM-id                        R140

000099         SRTDULTI DS    0XL1

        00008  SRTDULTM EQU   X'08'

000099         SRTDUFLG DS    XL1                 Default userid flag             R140

00009A                  DS    XL2                 Reserved                        R140

00009C         SRTCBMHA DS    A                   Save A(category bitmap model)   R140
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0000A0         SRTSCTOT DS    F                   Total calls to security         R140

0000A4         SRTSCFAI DS    F                   Failing security calls          R140

0000A8         SRT#SNON DS    F                   Total signon counter            R140

0000AC         SRTMSNON DS    F                   Multiple signon counter         R140

0000B0         SRTSONLK DS    F                   SON's lock counter              R140

0000B4         SRTDUID  DS    CL18                Default userid                  R140

0000C6         SRTEUID  DS    CL18                Extract userid                  R140

               *                                                                  R140

0000D8         SRTD#USR DS    F                   Number of users signed on

0000DC         SRTD#USX DS    F                   HWM of Number of users signed on

0000E0         SRTSTRTN DS    CL1                 External security system ID     R171

        000E3  SRTSCATS EQU   C'T'                CA TopSecret                    R171

        000C1  SRTSCAAC EQU   C'A'                CA-ACF2                         R171

        000E2  STRSRACF EQU   C'S'                RACF or SAF-compatible          R171

        00004  STRSNONE EQU   X'04'               No external security system     R171

0000E1                  DS    XL3                 Reserved                        R171

0000E4                  DS    17F                 Reserved                        R140

000128         SRTENT   DS    0F                  Start of entries

        00128  SRTHLNG  EQU   *-SECRTTHD          Header length

               ***********************************************************************

               *                                                                     *

               *        SECRTTED - Security Resource Type Table Entry                *

               *                                                                     *

               ***********************************************************************

000000         SECRTTED DSECT
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000000         SRTRSGPA DS    A                   Pointer to owning resource group

000004         SRTSTYPA DS    A                   Pointer to owning super class

000008         SRTEOSNA DS    A                   Next in entity occurrence list

00000C         SRTCTABA DS    A                   Pointer to category table

000010         SRTAMTAB DS    F                   Access module table

000014         SRTABBRL DS    X                   Length of internal resource type

000015         SRTABBR  DS    CL4                 Internal resource type

000019         SRTNAMEL DS    X                   Length of syntax/occurrence name

00001A         SRTNAME  DS    CL18                Syntax resource type

               SRTF1IN  #FLAG X'01'               Secured internally

00002C         SRTF1INI DS    0XL1

        00001  SRTF1INM EQU   X'01'

               SRTF1EX  #FLAG X'02'               Secured externally

00002C         SRTF1EXI DS    0XL1

        00002  SRTF1EXM EQU   X'02'

               SRTF1OF  #FLAG SRTF1EXM+SRTF1INM   Unsecured if both bits are off

00002C         SRTF1OFI DS    0XL1

        00003  SRTF1OFM EQU   SRTF1EXM+SRTF1INM

               SRTF1EF  #FLAG X'80'               External initialization failed

00002C         SRTF1EFI DS    0XL1

        00080  SRTF1EFM EQU   X'80'

00002C         SRTFLAG1 DS    XL1                 Flag byte 1

00002D         SRTNBR   DS    0XL2                Number

00002D                  DS    XL1

 2174



 Administrating

00002E         SRTNBRB  DS    XL1

00002F         SRTEFRTN DS    XL2                 External init return code

000031         SRTCLASS DS    CL8                 External resource class

000039         SRTINCOP DS    XL6                 Internal name contruction tokens

00003F         SRTXNCOP DS    XL6                 External name contruction tokens

000045         SRTSRBOF DS    AL2                 Offset in SRB (generic only)

000047         SRTRUTYP DS    XL1                 Run unit type index

        00048  SRTLNG   EQU   ((*-SECRTTED+3)/4)*4  Entry length

 

#SPRFDS

                        COPY  #SPRFDS

               **********************************************************************

               ***                                                                ***

               ***     SPRF DSECT                                                 ***

               ***                                                                ***

               ***     PROFILE                                                    ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value
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000000         SPRF     DSECT                                              03/05/90

000000         SPRFNAME DS    CL18          PROFILE NAME

000012         SPRFTYPE DS    CL1           TYPE

               *                            * 'U' - USER PROFILE

               *                            * 'S' - SYSTEM PROFILE

000013         SPRFCTIM DS    CL8           TIME/DATE PROFILE WAS CREATED

00001B         SPRFUTIM DS    CL8           TIME/DATE PROFILE WAS LAST UPDATED

000023         SPRFCAID DS    CL18          CREATOR OF THE PROFILE

000035         SPRFUAID DS    CL18          LAST UPDATOR OF THE PROFILE

000047                  DS    XL17          * UNUSED

        00058  SPRFDSLN EQU   *-SPRF        * LENGTH OF DSECT

               *********************************************************************

#SRESDS

                        COPY  #SRESDS

               *********************************************************************

               ***                                                               ***

               ***     SRES DSECT                                                ***

               ***                                                               ***

               ***     RESOURCE                                                  ***

               ***                                                               ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.              ***

               ***                                                               ***
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               *********************************************************************

 

Offset  Value

 

000000         SRES     DSECT

000000         SRESRTYP DS    CL4           RESOURCE TYPE

000004         SRESRNAM DS    CL60          RESOURCE NAME

000040         SRESGTNL DS    XL1           Null column indicator

000041         SRESGTYP DS    CL4           RESOURCE GROUP TYPE

000045         SRESGNNL DS    XL1           Null column indicator

000046         SRESGNAM DS    CL60          RESOURCE GROUP NAME

000082         SRESCFNO DS    H             CATEGORY OR ACTIVITY NUMBER

               *                            * CATEGORY NO IF SRESRTYP='CATA'

               *                            * ACTIVITY NO IF SRESRTYP='ACTI'

000084         SRESAMRN DS    CL1           RUNNABLE ACCESS MODULE FLAG

               *                            * 'N' IF NOT RUNNABLE

               *                            * 'Y' IF RUNNABLE

000085         SRESSTAT DS    CL1           STATUS FLAG

               *                            * 'A' FOR ACTIVE

               *                            * 'D' FOR LOGICALLY DELETED

000086         SRESAMGT DS    CL1           GRANTABLE ACCESS MODULE FLAG

               *                            * 'N' IF NOT GRANTABLE

               *                            * 'Y' IF GRANTABLE

000087         SRESAMLC DS    CL8           TIME/DATE OF LAST AM-RELATED CHANGE
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00008F         SRESCTIM DS    CL8           TIME/DATE RESOURCE WAS CREATED

000097         SRESUTIM DS    CL8           TIME/DATE RESOURCE WAS LAST UPDATED

00009F         SRESCAID DS    CL18          CREATOR OF THE RESOURCE

0000B1         SRESUAID DS    CL18          LAST UPDATOR OF THE RESOURCE

0000C3                  DS    XL21          * UNUSED

        000D8  SRESDSLN EQU   *-SRES        * LENGTH OF DSECT

               *********************************************************************

#SRGADS

                        COPY  #SRGADS

               **********************************************************************

               ***                                                                ***

               ***     SRGA DSECT                                                 ***

               ***                                                                ***

               ***     RESOURCE GROUP AUTHORITY                                   ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value
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000000         SRGA     DSECT                                                10/29/90

000000         SRGAAUID DS    CL18          AUTH. ID THE AUTHORITY IS GRANTED TO

000012         SRGARTYP DS    CL4           RESOURCE TYPE THE AUTHORITY IS GRANTED ON

000016         SRGARNAM DS    CL60          RESOURCE NAME THE AUTHORITY IS GRANTED ON

000052         SRGARA   DS    H             RUNTIME AUTHORITIES

               *                            *  1 FOR SELECT

               *                            *  1 FOR EXECUTE/RUN

               *                            *  2 FOR INSERT

               *                            *  4 FOR UPDATE

               *                            *  8 FOR DELETE

               *                            *128 FOR OWNER

000054         SRGARAWG DS    H             RUNTIME AUTHORITIES (WITH GRANT OPTION)

               *                            *  1 FOR SELECT (W/GRANT)

               *                            *  1 FOR EXECUTE/RUN (W/GRANT)

               *                            *  2 FOR INSERT (W/GRANT)

               *                            *  4 FOR UPDATE (W/GRANT)

               *                            *  8 FOR DELETE (W/GRANT)

               *                            *128 FOR OWNER (W/GRANT)

000056         SRGADA   DS    H             DEFINITION AUTHORITIES

               *                            *  1 FOR CREATE

               *                            *  2 FOR ALTER

               *                            *  4 FOR DROP

               *                            *  8 FOR DISPLAY

               *                            * 16 FOR USE

               *                            * 31 FOR DEFINE
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               *                            * 32 FOR REFERENCE

               *                            *128 FOR OWNER

000058         SRGADAWG DS    H             DEFINITION AUTHORITIES (WITH GRANT OPTION)

               *                            *  1 FOR CREATE (W/GRANT)

               *                            *  2 FOR ALTER (W/GRANT)

               *                            *  4 FOR DROP (W/GRANT)

               *                            *  8 FOR DISPLAY (W/GRANT

               *                            * 16 FOR USE (W/GRANT)

               *                            * 31 FOR DEFINE (W/GRANT)

               *                            * 32 FOR REFERENCE (W/GRANT)

               *                            *128 FOR OWNER (W/GRANT)

00005A         SRGAOA   DS    H             OTHER AUTHORITIES

               *                            *  1 FOR SYSADMIN

               *                            *  2 FOR DDADMIN

               *                            *  4 FOR DBADMIN

               *                            *  8 FOR DCADMIN

               *                            * 16 FOR SIGNON

               *                            * 32 FOR DBAREAD

               *                            * 64 FOR DBAWRITE

00005C         SRGAFUNC DS    XL32          FUNCTION BIT MAP

00007C         SRGACTIM DS    CL8           TIME/DATE GROUP AUTH. WAS CREATED

000084         SRGAUTIM DS    CL8           TIME/DATE GROUP AUTH. WAS LAST UPDATED

00008C         SRGACAID DS    CL18          CREATOR OF GROUP AUTHORITY

Offset  Value
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00009E         SRGAUAID DS    CL18          LAST UPDATOR OF GROUP AUTHORITY

0000B0                  DS    XL16          * UNUSED

        000C0  SRGADSLN EQU   *-SRGA        * LENGTH OF DSECT

               *********************************************************************

#SRGPDS

                        COPY  #SRGPDS

               **********************************************************************

               ***                                                                ***

               ***     SRGP DSECT                                                 ***

               ***                                                                ***

               ***     RESOURCE GROUP                                             ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SRGP     DSECT                                                10/29/90

000000         SRGPRTYP DS    CL4           RESOURCE TYPE
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000004         SRGPRNAM DS    CL60          RESOURCE NAME

000040         SRGPOWNR DS    CL18          AUTH. ID OF THE RES. GROUP OWNER

000052         SRGPCATN DS    H             CATEGORY NUMBER

000054         SRGPFASG DS    CL1           FUNCTION NUMBER ASSIGNMENT FLAG

               *                            * 'S' FOR ASSIGNED BY SYSTEM

               *                            * 'U' FOR ASSIGNED BY USER

000055         SRGPCTIM DS    CL8           TIME/DATE AUTH. ID WAS CREATED

00005D         SRGPUTIM DS    CL8           TIME/DATE AUTH. ID WAS LAST UPDATED

000065         SRGPCAID DS    CL18          CREATOR OF THE RESOURCE GROUP

000077         SRGPUAID DS    CL18          LAST UPDATOR OF THE RESOURCE GROUP

000089                  DS    XL19          * UNUSED

        0009C  SRGPDSLN EQU   *-SRGP        * LENGTH OF DSECT

               *********************************************************************

#SROPDS

                        COPY  #SROPDS

               **********************************************************************

               ***                                                                ***

               ***     SROP DSECT                                                 ***

               ***                                                                ***

               ***     RESOURCE OPTION                                            ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***
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               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SROP     DSECT                                                10/29/90

000000         SROPRTYP DS    CL4           RESOURCE TYPE

000004         SROPRNAM DS    CL60          RESOURCE NAME

000040         SROPSMTH DS    CL1           SECURITY METHOD

               *                            * 'I' FOR IDMS

               *                            * 'E' FOR EXTERNAL

               *                            * 'O' FOR OFF

000041                  DS    XL1           * unused

000042         SROPMULT DS    CL1           MULTIPLE SIGNON FLAG

               *                            * '0' FOR MULTIPLE SIGNON NOT ALLOWED

               *                            * '1' FOR MULTIPLE SIGNON ALLOWED

000043         SROPCTIM DS    CL8           TIME/DATE RESOURCE OPTION WAS CREATED

00004B         SROPUTIM DS    CL8           TIME/DATE RES. OPT. WAS LAST UPDATED

000053         SROPCAID DS    CL18          CREATOR OF THE RESOURCE OPTION

000065         SROPUAID DS    CL18          LAST UPDATOR OF THE RESOURCE OPTION

000077                  DS    XL17          * UNUSED

        00088  SROPDSLN EQU   *-SROP        * LENGTH OF DSECT

               *********************************************************************
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#SRSADS

                        COPY  #SRSADS

               **********************************************************************

               ***                                                                ***

               ***     SRSA DSECT                                                 ***

               ***                                                                ***

               ***     RESOURCE AUTHORITY                                         ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SRSA     DSECT                                                10/29/90

000000         SRSAAID  DS    CL18          AUTH. ID THE AUTHORITY IS GRANTED TO

000012         SRSARTYP DS    CL4           RESOURCE TYPE THE AUTHORITY IS GRANTED ON

000016         SRSARNAM DS    CL60          RESOURCE NAME THE AUTHORITY IS GRANTED ON

000052         SRSARA   DS    H             RUNTIME AUTHORITIES

               *                            *  1 FOR SELECT

               *                            *  1 FOR EXECUTE/RUN

               *                            *  2 FOR INSERT
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               *                            *  4 FOR UPDATE

               *                            *  8 FOR DELETE

               *                            *128 FOR OWNER

000054         SRSARAWG DS    H             RUNTIME AUTHORITIES (WITH GRANT OPTION)

               *                            *  1 FOR SELECT WITH GRANT

               *                            *  1 FOR EXECUTE WITH GRANT

               *                            *  2 FOR INSERT WITH GRANT

               *                            *  4 FOR UPDATE WITH GRANT

               *                            *  8 FOR DELETE WITH GRANT

               *                            *128 FOR OWNER WITH GRANT

000056         SRSADA   DS    H             DEFINITION AUTHORITIES

               *                            *  1 FOR CREATE

               *                            *  2 FOR ALTER

               *                            *  4 FOR DROP

               *                            *  8 FOR DISPLAY

               *                            * 16 FOR USE

               *                            * 31 FOR DEFINE

               *                            * 32 FOR REFERENCE

               *                            *128 FOR OWNER

000058         SRSADAWG DS    H             DEFINITION AUTHORITIES (WITH GRANT OPTION)

               *                            *  1 FOR CREATE WITH GRANT

               *                            *  2 FOR ALTER WITH GRANT

               *                            *  4 FOR DROP WITH GRANT

               *                            *  8 FOR DISPLAY WITH GRANT
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               *                            * 16 FOR USE WITH GRANT

               *                            * 31 FOR DEFINE WITH GRANT

               *                            * 32 FOR REFERENCE WITH GRANT

               *                            *128 FOR OWNER WITH GRANT

00005A         SRSAOA   DS    H             OTHER AUTHORITIES

               *                            *  1 FOR SYSADMIN

               *                            *  2 FOR DDADMIN

               *                            *  4 FOR DBADMIN

               *                            *  8 FOR DCADMIN

               *                            * 16 FOR SIGNON

               *                            * 32 FOR DBAREAD

               *                            * 64 FOR DBAWRITE

00005C         SRSACTIM DS    CL8           TIME/DATE RESOURCE AUTH. WAS CREATED

000064         SRSAUTIM DS    CL8           TIME/DATE RESOURCE AUTH. LAST UPDATED

00006C         SRSACAID DS    CL18          CREATOR OF THE RESOURCE AUTHORITY

00007E         SRSAUAID DS    CL18          LAST UPDATOR OF THE RESOURCE AUTHORITY

Offset  Value

 

000090                  DS    XL16          * UNUSED

        000A0  SRSADSLN EQU   *-SRSA        * LENGTH OF DSECT

               *********************************************************************

#SUGPDS

                        COPY  #SUGPDS
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               **********************************************************************

               ***                                                                ***

               ***     SUGP DSECT                                                 ***

               ***                                                                ***

               ***     USERGROUP                                                  ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SUGP     DSECT                                              05/16/89

000000         SUGPGPID DS    CL18          AUTH. ID OF THE PARENT GROUP

000012         SUGPUSID DS    CL18          AUTH. ID OF THE CHILD USER

000024         SUGPDEFG DS    CL1           DEFAULT GROUP INDICATOR

               *                            * ' ' FOR NOT THE DEFAULT GROUP

               *                            * 'D' FOR THE DEFAULT GROUP

000025         SUGPCTIM DS    CL8           TIME/DATE GROUP WAS CREATED

00002D         SUGPUTIM DS    CL8           TIME/DATE GROUP WAS LAST UPDATED

000035         SUGPCAID DS    CL18          CREATOR OF THE GROUP

000047         SUGPUAID DS    CL18          LAST UPDATOR OF THE GROUP
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000059                  DS    XL11          * UNUSED

        00064  SUGPDSLN EQU   *-SUGP        * LENGTH OF DSECT

               *********************************************************************

#SUSDDS

                        COPY  #SUSDDS

               **********************************************************************

               ***                                                                ***

               ***     SUSD DSECT                                                 ***

               ***                                                                ***

               ***     USER DATA                                                  ***

               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SUSD     DSECT                                                10/29/90

000000         SUSDAUID DS    CL18          AUTHORIZATION ID

000012         SUSDCLTH DS    H             CATEGORY BIT MAP LENGTH

000014         SUSDTYPE DS    CL1           TYPE OF USER DATA

 2188



 Administrating

               *                            * 'C' - CATEGORY

               *                            * 'P' - PROFILE

               *                          PROFILE DATA

000015         SUSDSYST DS    CL8           SYSTEM NAME

00001D         SUSDPROF DS    CL18          PROFILE NAME

               *                          COMMON DATA

00002F         SUSDCTIM DS    CL8           TIME/DATE AUTH. CAT WAS CREATED

000037         SUSDUTIM DS    CL8           TIME/DATE AUTH. CAT WAS LAST UPDATED

00003F         SUSDCAID DS    CL18          CREATOR OF THE AUTHORIZATION CATEGORY

000051         SUSDUAID DS    CL18          LAST UPDATOR OF THE AUTHORIZATION CATEGORY

               *                          CATEGORY DATA

000063                  DS    XL5           * UNUSED

000068         SUSDCATG DS    CL4096        CATEGORY BIT MAP

               *                              EACH BIT COORESPONDS TO THE CATEGORY

               *                              THE AUTH. ID HAS BEEN GRANTED ACCESS TO

        01068  SUSDDSLN EQU   *-SUSD        * LENGTH OF DSECT

               *********************************************************************

#SUSRDS

                        COPY  #SUSRDS

               **********************************************************************

               ***                                                                ***

               ***     SUSR DSECT                                                 ***

               ***                                                                ***

               ***     USER                                                       ***
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               ***                                                                ***

               ***      COPYRIGHT (C) 2007 CA technologies. ALL RIGHTS RESERVED.               ***

               ***                                                                ***

               ***                                                                ***

               ***                                                                ***

               **********************************************************************

 

Offset  Value

 

000000         SUSR     DSECT                                                10/29/90

000000         SUSRAUID DS    CL18          AUTHORIZATION ID

000012         SUSRTYPE DS    CL1           ID TYPE

               *                            * 'U' FOR USER

               *                            * 'G' FOR GROUP

000013         SUSRSTAT DS    CL1           CURRENT STATUS

               *                            * 'A' FOR ACTIVE

               *                            * 'I' FOR INACTIVE

               *                            * 'D' FOR LOGICALLY DELETED

000014         SUSRPSWD DS    CL8           PASSWORD

               *                            * X'00' FOR NULL

00001C         SUSRNAME DS    CL32          USER'S FULL NAME

               *                              (APPLICABLE ONLY WHEN SUSRTYPE='U')

00003C         SUSRDESC DS    CL40          DESCRIPTION

000064                  DS    H             * unused
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000066         SUSRPROF DS    CL18          SECURITY DOMAIN PROFILE

000078                  DS    CL4           * unused

00007C         SUSRSTIM DS    CL8           TIME/DATE AUTH. ID LAST SIGNED ON

000084         SUSRGTIM DS    CL8           TIME/DATE USER LAST REMOVED FROM GROUP

00008C         SUSRPTIM DS    CL8           TIME/DATE PASSWORD LAST CHANGED

000094         SUSRCTIM DS    CL8           TIME/DATE AUTH. ID WAS CREATED

00009C         SUSRUTIM DS    CL8           TIME/DATE AUTH. ID WAS LAST UPDATED

0000A4         SUSRCAID DS    CL18          CREATOR OF THE AUTH. ID.

0000B6         SUSRUAID DS    CL18          LAST UPDATOR OF THE AUTH. ID

0000C8                  DS    XL16          * UNUSED

        000D8  SUSRDSLN EQU   *-SUSR        * LENGTH OF DSECT

               *********************************************************************

Privileges Required for Statements
For more information, see the following topics:

DDL Statements
DISPLAY Statements

To execute a DISPLAY statement on a physical database entity requires one of these privileges if the dictionary and the
resource type of the entity has been secured:

• DISPLAY privilege on the entity
• DBADMIN privilege on the dictionary where the entity is defined

This table shows what privilege is required to execute a DISPLAY statement when the indicated resource type has been
secured:

Statement Privilege required Resource type Resource name
DISPLAY SEGMENT DISPLAY DB segment-name

DISPLAY FILE DISPLAY DB segment-name

DISPLAY AREA DISPLAY DB segment-name

DISPLAY DMCL DISPLAY DMCL dmcl-name

DISPLAY[JOURNAL] BUFFER DISPLAY DMCL dmcl-name
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DISPLAY ARCHIVE/DISK/TAPE
JOURNAL

DISPLAY DMCL dmcl-name

DISPLAY DBTABLE DISPLAY DBTB dbtable-name

DISPLAY DBNAME DISPLAY DBTB dbtable-name

Definition Statements

To execute the physical database definition statements in the following table requires:

• DBADMIN privilege on the dictionary where the physical database definition is stored, if that dictionary has been
secured.

• The privileges indicated in the following table, if the resource types have been secured.

The privileges must be granted in a session that is connected to the system dictionary.

Statement Privilege required Resource type Resource name
CREATE SEGMENT CREATE DB segment-name

ALTER SEGMENT ALTER DB segment-name

DROP SEGMENT DROP DB segment-name

CREATE FILE ALTER DB segment-name

ALTER FILE ALTER DB segment-name

DROP FILE ALTER DB segment-name

CREATE AREA ALTER DB segment-name

ALTER AREA ALTER DB segment-name

DROP AREA ALTER DB segment-name

CREATE DMCL CREATE DMCL dmcl-name

ALTER DMCL...
DBTABLE name

ALTER
USE

DMCL
DBTB

dmcl-name
dbtable-name

DROP DMCL DROP DMCL dmcl-name

GENERATE DMCL ALTER DMCL dmcl-name

CREATE [JOURNAL] BUFFER ALTER DMCL dmcl-name

ALTER [JOURNAL] BUFFER ALTER DMCL dmcl-name

DROP [JOURNAL] BUFFER ALTER DMCL dmcl-name

CREATE ARCHIVE/DISK/TAPE
JOURNAL

ALTER DMCL dmcl-name

ALTER ARCHIVE/DISK/TAPE
JOURNAL

ALTER DMCL dmcl-name

DROP ARCHIVE/DISK/TAPE
JOURNAL

ALTER DMCL dmcl-name

CREATE DBTABLE CREATE DBTB dbtable-name

ALTER DBTABLE ALTER DBTB dbtable-name

DROP DBTABLE DROP DBTB dbtable-name

GENERATE DBTABLE ALTER DBTB dbtable-name

CREATE DBNAME CREATE
ALTER

DB
DBTB

database-name
dbtable-name

ALTER DBNAME ALTER
ALTER

DB
DBTB

database-name
dbtable-name
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DROP DBNAME DROP
ALTER

DB
DBTB

database-name
dbtable-name

SQL Statements
Contents

Statement Categories

If the database resource has been secured, users require appropriate privileges to execute SQL statements in these three
categories:

• SQL DDL
• SQL DML
• Access module management

SQL Session Authorization

A user does not have the authority to issue a CONNECT statement to a dictionary under the central version unless the
user holds signon privilege for the system in which the dictionary is defined.

SQL DDL statements

To execute CA IDMS SQL DDL statements, a user requires the privilege indicated in the following table if the resource
type to which the privilege applies has been secured.

NOTE
Resource types QSCH, TABL, and AREA are secured when the DB resource type is secured.

Statement Privilege required Resource type Resource name
CREATE CALC ALTER(2) TABL table-identifier

DROP CALC ALTER(2) TABL table-identifier

CREATE CONSTRAINT ALTER(2)
REFERENCES

TABL
TABL

referencing-table-
identifier
referenced-table-
identifier

DROP CONSTRAINT ALTER(2) TABL referencing-table- identifier

CREATE FUNCTION CREATE(2) TABL function-identifier

ALTER FUNCTION ALTER(2) TABL function-identifier

DROP FUNCTION DROP(2) TABL function-identifier

CREATE INDEX ALTER(2)
USE

TABL
AREA

table-identifier
segment-name.area-name

ALTER INDEX ALTER(2) TABL table-identifier

DROP INDEX ALTER(2) TABL table-identifier

CREATE PROCEDURE CREATE(2) TABL procedure-identifier

ALTER PROCEDURE ALTER(2) TABL procedure-identifier

DROP PROCEDURE DROP(2) TABL procedure-identifier

CREATE SCHEMA(1) CREATE QSCH schema-name

ALTER SCHEMA(1) ALTER QSCH schema-name

DROP SCHEMA [CASCADE] DROP QSCH schema-name
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CREATE TABLE CREATE(2)
USE

TABL
AREA

table-identifier
segment-name.area-name

ALTER TABLE ALTER(2) TABL table-identifier

DROP TABLE [CASCADE] DROP(2) TABL table-identifier

CREATE TABLE PROCEDURE CREATE(2) TABL table-procedure-identifier

ALTER TABLE PROCEDURE ALTER(2) TABL table-procedure-identifier

DROP TABLE PROCEDURE DROP(2) TABL drop-procedure-identifier

CREATE VIEW CREATE(2) TABL view-identifier

DROP VIEW [CASCADE] DROP(2) TABL view-identifier

NOTE
(1) If reference to a non-SQL-defined schema is made in the CREATE/ALTER SCHEMA statement, then the
user must also hold either USE on NONSQL SCHEMA Vnnnn.schema-name or DBADMIN on the dictionary
where the non-SQL-defined schema is stored. If DBNAME is specified, the user must hold USE on the named
database; if not specified, the user must hold DBADMIN on the system dictionary.

NOTE
(2) The owner of the associated schema implicitly holds the privilege.

SQL DML Statements

Dynamic SQL Statements

To execute an SQL DML statement dynamically (for example, through the Command Facility), a user requires the access
privilege indicated in the following table or must own schema associated with the table-like object, if the database has
been secured.

If a DELETE, UPDATE, or INSERT statement contains a query expression or subquery, additional privileges are required
for the table-like objects referred to by the query expression or subquery. If a SELECT statement explicitly names a view,
additional privileges are required.

NOTE
For complete documentation of privileges required to execute SQL DML statements, see the CA IDMS SQL
Reference section.

Embedded SQL Statements

If the SQL DML statement is embedded in an application program and the database accessed is secured externally, the
executing user must hold the applicable privileges on all tables accessed by the statement, whether directly or indirectly
through a view.

If the SQL DML statement is embedded in an application program and the database accessed is secured internally, the
executing user requires only EXECUTE privilege on the access module; the user inherits the necessary access privileges
from the grantor of EXECUTE privilege for the purpose of executing the access module.

Statement Privilege required Resource type Resource name
DELETE DELETE TABL schema-name.table-name
INSERT INSERT TABL schema-name.table-name
SELECT SELECT TABL schema-name.table-name
UPDATE UPDATE TABL schema-name.table-name
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Access Module Management Statements

To execute access module management statements a user requires the privilege indicated in the following table or must
own the schema associated with the access module, if the database has been secured.

If the owner lacks one or more applicable table access privileges for SQL statements in the RCMs included in the access
module when it is created or altered, a warning is issued. If privileges are lacking at runtime, an error occurs when the
user attempts to execute the access module.

Statement Privilege required Resource type Resource name
CREATE ACCESS MODULE CREATE DACC schema-name.access- module-

name

ALTER ACCESS MODULE ALTER DACC schema-name.access- module-
name

DROP ACCESS MODULE DROP DACC schema-name.access- module-
name

EXPLAIN ACCESS MODULE DISPLAY DACC schema-name.access- module-
name

User-Defined System Security Rules
This section provides the information on the following topics:

Installation Codes

You can assign an installation code attribute value to the INSTCODE attribute keyword in a user or system profile. If
you specify OVERRIDE=NO for INSTCODE, you can use the attribute for site-specific security checking. At runtime, an
application program or exit 29 can retrieve the INSTCODE attribute value for the user session by linking to RHDCUF00
and issuing the DCUF SHOW INSTCODE command.

 
Note: For more information on linking to DCUF, see the CA IDMS System Tasks and Operator Reference section.

INSTCODE Considerations

In the logic to retrieve an INSTCODE attribute value, you should account for these possibilities:

• INSTCODE may not be an attribute of a given user session.
• An attribute value may be as many as 32 characters.

Using Terminal Autotasks

 

What is an Autotask

A terminal autotask is a task that you associate with a logical terminal. Through this association, you direct the CA IDMS
system to initiate the preassigned task when either of these conditions occurs:

• The ENTER NEXT TASK CODE prompt would normally be displayed.
• A top-level program or dialog issues a DC RETURN request that specifies no next task code.

Suppose, for example, that a user who signs on to a CA IDMS system is assigned logical terminal LT12012. If this logical
terminal is associated with an autotask, the system automatically initiates the autotask when the user connects to the
terminal. After the user enters the name of the system, instead of displaying the ENTER NEXT TASK CODE prompt
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(which allows the user to choose what task to invoke), the terminal displays whatever screen is mapped out by the
program associated with the preassigned autotask.

Securing a Terminal Autotask

Since terminal autotasks must be able to execute without a signed on user, they must be unsecured. If tasks are secured
internally, you can unsecure terminal autotasks by assigning them to a category on which PUBLIC holds EXECUTE
privilege. Alternatively, you can add an occurrence override to turn off security for each terminal autotask in the SRTT.

If tasks are secured externally, you must use an occurrence override in the SRTT to unsecure a terminal autotask.

When Should You Use an Autotask

Use an autotask for workers at one terminal who require access to a limited number of data processing functions.

For example, you can use an autotask for clerks who enter orders into a purchasing system. Or you can set up an
autotask that executes a single manufacturing application. The application itself can perform a variety of functions, such
as bill of material processing and master production scheduling.

In both of these cases, you create a menu for display when the autotask is invoked. This menu lists each option the user
can choose, including a signon and signoff option if appropriate.

You can also use an autotask to invoke a site-defined signon menu. Set up this menu to appear when users connect to
the terminal. After signing on to this menu, users invoke any task for which they are authorized.

How to Use an Autotask

To use an autotask, you must do the following:

• Associate an autotask with selected logical terminals.
• Optionally, establish signon and signoff functions as part of the autotask menu.
• Optionally, associate physical terminals with particular devices.
• Optionally, check a user's authority to use a particular terminal.

These topics along with the related design suggestions are discussed as follows.

Associating an Autotask with Selected Logical Terminals

Associating an Autotask with a Logical Terminal

You associate an autotask with a logical terminal using the AUTOTASK parameter of the system generation LTERM
statement. This statement allows you to specify whether a task will be initiated automatically for the logical terminal:

• AUTOTASK IS NULL, the default, indicates that no task will be initiated automatically for this logical terminal. Logical
terminals defined as printers must use the default value NULL.

• AUTOTASK IS task-code specifies the system will execute the specified task code automatically.
The task code specified must be defined in the system dictionary with the system generation TASK statement. The
task must be defined with the NOINPUT option because a terminal autotask should execute immediately.

Example

To associate LTERM LT12012 with the task code ORDERS, submit this information to the system generation compiler:

ADD LTERM LT12012 VERSION 1

  AUTOTASK IS ORDERS

  ENABLED
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  PRIORITY IS 0

  PTERM IS PT12012.

Signon and Signoff Functions for an Autotask

Forcing Signon Through a Terminal Autotask

If you are using a site-specific signon menu to force a signon and you want users to see the ENTER NEXT TASK CODE
prompt after they sign on to the CA IDMS system:

• Clear the autotask field (LTEAUTSK) in the logical terminal element (LTE) when the user signs on to the runtime
system.

• Reset the autotask field when the user signs off from the runtime system.

NOTE
For more information on the LTE (#LTEDS DSECT), see the CA IDMS DSECT Reference section.

In a CA Technologies ADS Environment

If your autotask invokes a CA technologies ADS application, you can specify the following:

• Automatic signon for the application, by using a CA technologies ADS signon menu
• Automatic signoff for the application, by using the CA technologies ADS SIGNOFF function

NOTE
For more information on CA technologies ADS signon menus and the CA technologies ADS SIGNOFF function,
see the CA IDMS ADS Reference section.

In an SQL or DML Environment

If your autotask invokes an SQL or DML application, design the application as follows:

1. When the user signs on through the autotask menu, link to the RHDCSNON program from the autotask program.

NOTE
For more information, see the "SIGNON task" in the CA IDMS System Tasks and Operator Reference
section.

Alternatively, if no signon CLIST is invoked, an Assembler program can issue the #SECSGON macro to initiate user
signon.

NOTE
For more information, see #SECSGON.

2. When the user signs off through the autotask menu, link to either RHDCSNOF or RHDCBYE:
– RHDCSNOF is the program normally invoked by the CA IDMS system SIGNOFF task (RHDCSNOF leaves the

ENTER NEXT TASK CODE prompt displayed on the terminal).
– RHDCBYE is the program normally invoked by the CA IDMS system BYE task (RHDCBYE does not leave the

ENTER NEXT TASK CODE prompt displayed on the terminal).
Alternatively, if you do not wish to free resources as RHDCBYE and RHDCSON do, an Assembler program can issue
the #SECSGOF macro to initiate user signoff.

NOTE
For more information, see #SECSGOF.

How to Clear and Reset the Autotask Field

To display the ENTER NEXT TASK CODE prompt after the signon menu, you clear the autotask field. You can reset the
autotask field at signoff. You can do this by using exit 29 to move the appropriate value to the autotask field (LTEAUTSK)
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in the logical terminal element (LTE) after a successful signon or signoff. After signon, you move low values (binary zeros)
to this field; after signoff, you move the appropriate task code. Note: For more information on the LTE (#LTEDS DSECT),
see the CA IDMS DSECT Reference section.

Associating Terminals with Devices

Overview

Once you associate an autotask with selected logical terminals, you need to ensure that these terminals correspond to
particular devices. You do this by associating logical terminal/physical terminal pairs with the appropriate devices.

UCF, VTAM, and TCAM

For UCF, VTAM, and TCAM, you can choose whether to associate a logical/physical terminal pair with a particular device.
If you do not explicitly associate a terminal pair with a device, the system takes the first available pair when a user signs
on.

Other Access Methods

For all other access methods, you must associate terminal pairs with devices. In this case, users are always assigned a
specific logical and physical terminal when they sign on to a particular device.

How to Associate Terminals with Devices

To associate UCF, VTAM, and TCAM terminals with particular devices, you use the NAME IS parameter of the system
generation PTERM statement.

Suppose, for example, that the system definition includes logical terminal LT12012 and physical terminal PT12012. To
associate this terminal pair with device FT068109, submit this information to the system generation compiler:

MODIFY PTERM PT12012

    ACQUIRE

    NAME IS FT068109.

Note: For more information on associating terminals with devices, see the CA IDMS Administrating section.

Checking Authority to Access a Particular Terminal

How to Check a User's Authority

When you implement autotasks, users can access only preassigned tasks at particular terminals. If you want to prevent
users from accessing terminals that are not associated with a specific task, you must check their authority to use these
terminals.

You can do this by:

1. Establishing installation codes that authorize users to access particular physical terminals.
For example, you can specify a physical terminal ID, logical terminal ID, or VTAM node name as the attribute value for
INSTCODE in the user or system profile.

2. Checking a user's INSTCODE attribute when the user signs on to a terminal.

Design Considerations

Secure the DCMT VARY LTERM Command
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Users can override the autotask assigned to a logical terminal with the DCMT VARY LTERM ONLINE command. If you
are using autotasks in a secure environment, be sure to secure this DCMT command.

NOTE
For information on securing DCMT commands, see Securing System Resources.

Associate Terminals with Devices Only when Necessary

When using autotasks, you should consider how many people will be using terminals that are restricted to particular tasks.
You can use your terminal network more effectively if you associate terminals with devices only when necessary.

Terminal Association Criteria:

Need Terminal configuration
A few people who will be using terminals restricted to an autotask Associate the restricted terminals with particular devices.

Keep the other terminals generic (that is, not associated with
particular devices).
Optionally, check a user's authorization to use a particular logical
terminal at signon.

Many people who will be using terminals restricted to an autotask Associate the non-restricted terminals with particular devices.
Keep the restricted terminals generic.
Optionally, check a user's authorization to use a particular logical
terminal at signon.

Integration with CA Development Environment for z Systems
As a CA IDMS developer you may want to develop and maintain COBOL, PL/I, and Assembler language programs in
an enhanced development environment. To do so, you can use CA Development Environment for z Systems to perform
these activities.    

CA Development Environment for z Systems is an enhanced version of IBM® Developer for z Systems™.  CA
Development Environment for z Systems is a modern Integrated Development Environment (IDE) used for maintaining,
supporting, and developing mainframe-based applications. The platform provides a feature rich, Windows-based toolset
using the Eclipse plug-in technology.  

CA IDMS provides several sample REXX execs and JCL procedures, which are located in the CA IDMS SAMPLES
distribution library. The samples facilitate the integration of CA Development Environment for z Systems with CA IDMS,
and must be customized for your environment. You can find detailed instructions within the samples.

For information about the sample REXX execs and JCL procedures, see the following topics:

NOTE

The REXX execs and JCL procedures samples provided for CA Development Environment for z Systems are
also compatible with IBM® Developer for z Systems™.

Using CA IDMS with CA Endevor SCM

When CA IDMS is used with CA Endevor  to integrate with CA Development Environment for z Systems, you do not need
to perform CA Development Environment for z Systems configuration procedures. The build processes to invoke the CA
IDMS pre-processors should be part of the Endevor processor groups.  

COBOL Customization
This article describes the REXX Exec and JCL Procedure that you can use to integrate CA Development Environment for
z Systems with COBOL programs running under CA IDMS.
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Sample REXX Exec

IDMSEMLC 

The IDMSEMLC REXX Exec invokes the CA IDMS DML Precompiler. IDMSEMLC must be configured both within z/
OS and CA Development Environment for z Systems. You may want to move IDMSEMLC to your TSO CLIST library to
facilitate its invocation from CA Development Environment for z Systems.  

WARNING

When coding DML statements that span multiple lines, it is a best practice to code in two or fewer lines for
maximum compatibility with the local compiler.

IDMSIMLC 

IDMSIMLC is a sample version of the parameter file generated by CA Development Environment for z Systems that can
be used as input to the IDMSEMLC exec. IDMSIMLC must be tailored to your site-specific requirements. It can be used in
a local invocation of IDMSEMLC, for example, under TSO/ISPF, to validate the proper functioning of the exec. 

To invoke the IDMSEMLC exec, type the following code at a TSO prompt. These execs must be in a library that exists
within your TSO clist library concatenation.

IDMSEMLC site-specific-idms-samples-lib(IDMSIMLC)

JCL Procedure

IDMSJMLC 

IDMSJMLC is a JCL Procedure that invokes the CA IDMS DML Precompiler for programs that either run-under or access
CA IDMS. This procedure also invokes the COBOL compiler and Linkage Editor.  IDMSJMLC is invoked when certain
menu actions are performed within CA Development Environment for z Systems, and should be added to one of your
system PROCLIBs.

Customizing the Sample REXX Exec and JCL Procedure

The COBOL REXX Exec and JCL Procedure must be configured both within z/OS and CA Development Environment for
z Systems.

z/OS

The following variables must be configured within IDMSEMLC.:

• cdmslib_dsn1
Identifies the name of the first Data Set in the CDMSLIB concatenation.

• cdmslib_dsn2
Identifies the name of the second Data Set in the CDMSLIB concatenation.

• cdmslib_dsn3
Identifies the name of the third Data Set in the CDMSLIB concatenation.

• sysidms_dsn
Identifies the default Data Set Name that is used in the SYSIDMS DD statement.

• syslst_dsn
Identifies the default Data Set Name that is used in the SYSLST DD statement.

• unit
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Identifies the UNIT that is used to allocate all DASD files.

CA Development Environment for z Systems

To make use of the pre-processor exec, modify the following items in the Remote preprocessor configuration section
within the Property Group that is associated with your sub-project.

To locate Remote preprocessor configuration, follow this navigation:

1. Within the CA Development Environment for z Systems Property Group window, edit the Property Group that
is associated with your sub-project.

2. Select the COBOL tab.
3. Select Editor Configurations.
4. Expand Preprocessor Integration.
5. Select Use  remote preprocessors.
6. Expand Remote preprocessor configuration.
7. Configure the following items:

WARNING

When specifying your DSN, other than the Preprocessor Parameters, do not add additional spaces before or
after the DSN

– REXX or CLIST invoking preprocessor
Set to the DSN (including member name) where the IDMSEMLC list resides on your mainframe LPAR.

– Preprocessor output location
Set to the DSN of the SYSPCH file that is created by the invocation of the IDMSDMLC 

– precompiler. 
– High-level qualifier for preprocessor data

Set to the high-level-qualifier (HLQ) that you want to use for all non-explicit DSN references in the exec, for
example, the SYS00X work files.Typically, this HLQ is your TSO User-ID.

– Preprocessor Parameters
Preprocessor parameters allow you to override the default specification for both the SYSIDMS and SYSLST DSN
specifications in the exec. The parameters must be separated using one or more spaces.  
• SYSIDMS=

Set to the DSN of an existing SYSIDMS file. Example:  SYSIDMS=<data set name>
• SYSPCH=

Set to the DSN of the SYSPCH file that is created by the DMLC precompiler.  Example:  SYSPCH=<data set
name>

z/OS

This section describes how to set pre-processor integration preferences, and configure JCL Procedure variables.

Setting Pre-processor Integration Preferences 

For the CA Development Environment for z Systems samples, we recommend that you configure the following pre-
processor integration preference settings to determine how the pre-processor statements are processed.

 To locate the Preprocessor Integration, follow this navigation:

1. Within CA Development Environment for z System, select Window.
2. Select Preferences.
3. Expand COBOL.
4. Expand Editor.
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5. Select Preprocessor Integration.
6. Within the Identifying preprocessor statements, the following configuration is recommended:
7. 1. Check Ignore changes in case.

2. Check Ignore changes to tab and space characters.
3. Uncheck Ignore changes in the sequence numbering areas.

Configuring JCL Procedure Variables

The following variables must be configured within IDMSJMLC:

• LNGPRFX
The high-level-qualifier of your COBOL library.   

• LODPRFX
The high-level-qualifier of your CA Development Environment for z Systems COBOL library.

• CICSLIB
The high-level-qualifier of your CICS SDFHLOAD COBOL library.

• UNITDMLC
The unit name for all files that are allocated in the DMLC precompile step.

• UNITC
The unit name for all files that are allocated in the COBOL step.

• IDMSLIB1
The Data Set Name for your Network loadlib or DBA load library. 

• IDMSLIB2
The Data Set Name for your Custom load library. 

• IDMSLIB3
The Data Set Name for your complete CA IDMS load library. 

• SYSIDMS
The Data Set Name for the SYSIDMS DD statement in the DMLC step. 

CA Development Environment for z System

To invoke the IDMSJMLC proc, modify the following items in the Procedures and Steps section within the Property
Group that is associated with your sub-project.

To locate the Procedures and Steps section, follow this navigation:

1. Within the CA Development Environment for z Systems Property Group window, edit the Property Group that is
associated with your sub-project.

2. Select the COBOL tab.
3. Select Procedures and Steps. 
4. Expand Step options, and add the following Procedure & Steps: 

a. IDMSJMLC -  DMLC 
b. IDMSJMLC - COBOL

5. Configure the following items for the DMLC step:
a. Options: Specify NOINSTALL.   This setting will prevent the storage of the RCM into the dictionary for programs

that use SQL DML.
b. Support Error Feedback: Do not check this box.

6. Configure the following items for the DMLC step:
7. 1. Listing output data set

The Data Set Name that is used to store the listing file generated by the compiler.
2. Object deck data set

The Data Set Name that is used to store the Object module generated by the compiler.
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3. SYSLIB 
The Data Set Name that is used for the COBOL, SYSLIB DD statement.

4. Support Error Feedback
Check this box if you want to use the automated mechanism for reporting compiler errors through the Remote
Error List in CA Development Environment for z Systems.

5. Data set qualifier for compiler errors
The Data Set prefix that is used to communicate compiler errors to CA Development Environment for z Systems.

Using CICS 

COBOL programs that run under CICS (and contain IDMS DML statements) can also be maintained using CA
Development Environment for z Systems.

To enable CICS support, check mark the CICS button on the Runtime Environments window within the COBOL tab, for
the Property Group associated with your sub-project. 

PL/I Customization
This article describes the REXX Exec and JCL Procedure that you can use to integrate CA Development Environment for
z Systems with PL/I programs running under CA IDMS.

Sample REXX Exec 

IDMSEMLP 

The IDMSEMLP REXX Exec invokes the CA IDMS DML Precompiler for PL/I. IDMSEMLP must be configured both within
z/OS and CA Development Environment for z Systems. You may want to move IDMSEMLP to your TSO CLIST library to
facilitate its invocation from CA Development Environment for z Systems. 

IDMSIMLP 

IDMSIMLP is a sample version of the parameter file generated by CA Development Environment for z Systems that can
be used as input to the IDMSEMLP exec. IDMSIMLP must be tailored to your site-specific requirements. It can be used in
a local invocation of IDMSEMLP, for example, under TSO/ISPF to validate the proper functioning of the exec. 

To invoke the IDMSEMLP exec, type the following code at a TSO prompt. IDMSEMLP must be in a library that exists
within your TSO clist library concatenation.

IDMSEMLP site-specific-idms-samples-lib(IDMSIMLP)

JCL Procedure

IDMSJMLP 

IDMSJMLP is a JCL Procedure that invokes the CA IDMS DML Precompiler for programs that either run-under or access
CA IDMS. This procedure also invokes the PL/I compiler and Linkage Editor.  IDMSJMLP is invoked when certain menu
actions are performed within CA Development Environment for z Systems, and should be added to one of your system
PROCLIBs.
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Customizing Sample REXX Exec and JCL Procedure

The PL/I REXX Exec and JCL Procedure must be configured both within z/OS and CA Development Environment for z
Systems.

z/OS

The following variables must be configured within IDMSEMLP:

• cdmslib_dsn1
Identifies the name of the first Data Set in the CDMSLIB concatenation.

• cdmslib_dsn2
Identifies the name of the second Data Set in the CDMSLIB concatenation.

• cdmslib_dsn3
Identifies the name of the third Data Set in the CDMSLIB concatenation.

• sysidms_dsn
Identifies the default Data Set Name that is used in the SYSIDMS DD statement.

• syslst_dsn
Identifies the default Data Set Name that is used in the SYSLST DD statement.

• unit
Identifies the UNIT that is used to allocate all DASD files.

CA Development Environment for z Systems

To make use of the pre-processor exec, modify the following items in the Remote preprocessor configuration section
within the Property Group that is associated with your sub-project.

To locate Remote preprocessor configuration, follow this navigation:

1. Within the CA Development Environment for z Systems Property Group window, edit the Property Group that
is associated with your sub-project.

2. Select the PL/I tab.
3. Select Editor Configurations.
4. Expand Preprocessor Integration.
5. Select Use  remote preprocessors.
6. Expand Remote preprocessor configuration.
7. Configure the following items:

WARNING

When specifying your DSN, other than the Preprocessor Parameters, do not add additional spaces before or
after the DSN

– REXX or CLIST invoking preprocessor
Set to the DSN (including member name) where the IDMSEMLP list resides on your mainframe LPAR.

– Preprocessor output location
Set to the DSN of the SYSPCH file that is created by the invocation of the IDMSDMLP precompiler. 

– High-level qualifier for preprocessor data
Set to the high-level-qualifier (HLQ) that you want to use for all non-explicit DSN references in the exec, for
example, the SYS00X work files. Typically, this HLQ is your TSO User-ID.

– Preprocessor Parameters
Preprocessor parameters allow you to override the default specification for both the SYSIDMS and SYSLST DSN
specifications in the exec. The parameters must be separated using one or more spaces.  
• SYSIDMS=
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Set to the DSN of an existing SYSIDMS file. Example:  SYSIDMS=<data set name>
• SYSPCH=

Set to the DSN of the SYSPCH file that is created by the DMLP precompiler.  Example:  SYSPCH=<data set
name>

z/OS

This section describes how to set pre-processor integration preferences, and configure JCL Procedure variables.

Setting Pre-processor Integration Preferences

For the CA Development Environment for z Systems samples, we recommend that you configure the following pre-
processor integration preference settings to determine how the pre-processor statements are processed. 

 To locate the Preprocessor Integration, follow this navigation:

1. Within CA Development Environment for z System, select Window.
2. Select Preferences.
3. Expand PL/I.
4. Expand Editor.
5. Select Preprocessor Integration.
6. Within the Identifying preprocessor statements, the following configuration is recommended:
7. 1. Check Ignore changes in case.

2. Check Ignore changes to tab and space characters.
3. Uncheck Ignore changes in the sequence numbering areas.

Configuring JCL Procedure Variables

The following variables must be configured within IDMSJMLP:

• LNGPRFX
The high-level-qualifier of your PL/I library. 

• LODPRFX
The high-level-qualifier of your CA Development Environment for z Systems library for PL/I.

• CICSLIB
The high-level-qualifier of your CICS SDFHLOAD library, for PL/I.

• UNITDMLP
The unit name for all files that are allocated in the DMLP precompile step.

• UNITPLI
The unit name for all files that are allocated in the PLI step.

• IDMSLIB1
The Data Set Name for your Network loadlib or DBA load library. 

• IDMSLIB2
The Data Set Name for your Custom load library. 

• IDMSLIB3
The Data Set Name for your complete CA IDMS load library. 

• SYSIDMS
The Data Set Name for the SYSIDMS DD statement in the DMLP step. 

CA Development Environment for z System

To invoke the IDMSJMLP proc, modify the following items in the Procedures and Steps section within the Property
Group that is associated with your sub-project.
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To locate the Procedures and Steps section, follow this navigation:

1. Within the CA Development Environment for z Systems Property Group window, edit the Property Group that is
associated with your sub-project.

2. Select the PL/I tab.
3. Select Procedures and Steps. 
4. Expand Step options, and add the following Procedure & Steps: 

a. IDMSJMLP - DMLP 
b. IDMSJMLP - PLI

5. Configure the following items for the DMLP step:
a. Options: Specify NOINSTALL. This setting will prevent the storage of the RCM into the dictionary for programs

that use SQL.
b. Support Error Feedback: Do not check this box.

6. Configure the following items for the PLI step:
7. 1. Listing output data set

The Data Set Name that is used to store the listing file generated by the compiler.
2. Object deck data set

The Data Set Name that is used to store the Object module generated by the compiler.
3. SYSLIB

The Data Set Name that is used for the PL/I, SYSLIB DD statement.
4. Support Error Feedback

Check this box if you want to use the automated mechanism for reporting compiler errors through the Remote
Error List in CA Development Environment for z Systems.

5. Data set qualifier for compiler errors
The Data Set prefix that is used to communicate compiler errors to CA Development Environment for z Systems.

Using CICS 

PL/I programs that run under CICS (and contain IDMS DML statements) can also be maintained using CA Development
Environment for z Systems.

To enable CICS support, check mark the CICS button on the Runtime Environments window within the PL/I tab, for the
Property Group associated with your sub-project. 

Assembler Customization
This article describes the JCL Procedure that you can use to integrate CA Development Environment for z Systems with
Assembler programs running under CA IDMS.

JCL Procedure

IDMSJMLA

IDMSJMLA is a JCL Procedure that invokes the CA IDMS DML Precompiler for Assembler programs that either run-under
or access CA IDMS. This procedure also invokes the system assembler and Linkage Editor. IDMSJMLA is invoked when
certain menu actions are performed within CA Development Environment for z Systems, and should be added to one of
your system PROCLIBs.

NOTE

A sample REXX Exec is not provided for Assembler, due to the lack of pre-processor support for this language
within CA Development Environment for z Systems.
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Customizing the JCL Procedure

The IDMSJMLA JCL Procedure must be configured both within z/OS and CA Development Environment for z Systems.

z/OS

The following variables must be configured within IDMSJMLA:

• UNITDMLA
The unit name for all files that are allocated in the DMLC precompile step.

• UNITA
The unit name for all files that are allocated in the Assembler step.

• IDMSLIB1
The Data Set Name for your Network loadlib or DBA load library. 

• IDMSLIB2
The Data Set Name for your Custom load library. 

• IDMSLIB3
The Data Set Name for your complete CA IDMS load library. 

• SYSIDMS
The Data Set Name for the SYSIDMS DD statement in the DMLC step. 

CA Development Environment for z System

To invoke the IDMSJMLA proc, modify the following items in the Procedures and Steps section within the Property
Group that is associated with your sub-project.

To locate the Procedures and Steps section, follow this navigation:

1. Within the CA Development Environment for z Systems Property Group window, edit the Property Group that is
associated with your sub-project.

2. Select the Assembler tab.
3. Select Procedures and Steps. 
4. Expand Step options, and add the following Procedure & Steps: 

a. IDMSJMLA - DMLA 
b. IDMSJMLA - ASM

5. Configure the following items for the DMLA step:
a. Options: Specify NOINSTALL. This setting will prevent the storage of the RCM into the dictionary for programs

that use SQL. 
b. Support Error Feedback: Do not check this box.

6. Configure the following items for the ASM step:
7. 1. Listing output data set

The Data Set Name that is used to store the listing file generated by the compiler.
2. Object deck data set

The Data Set Name that is used to store the Object module generated by the compiler.
3. Macro libraries 

One or more data set libraries (separated by a space) used for the Assembler, SYSLIB DD statement.  

NOTE

To recognize a CA IDMS macro, you must add your CA IDMS macro library to this field. Adding the
macro to this field also allows you to open the macro definition by pressing the control key and hovering
over a macro name.

4. Support Error Feedback
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Check this box if you want to use the automated mechanism for reporting compiler errors through the Remote
Error List in CA Development Environment for z Systems.

5. Data set qualifier for compiler errors
The Data Set prefix that is used to communicate compiler errors to CA Development Environment for z Systems.

Customized CA IDMS User Macro File

CA IDMS provides an XML user macro file, IDMSUMAC, that includes DML Assembler Macros for integration with CA
Development Environment for z Systems.

IDMSUMAC can be uploaded into the Editor Options section within the Property Group that is associated with your sub-
project. 

To locate Editor Options to upload your DML Assembler XML Macro file, follow this navigation:

1. Within the CA Development Environment for z Systems Property Group window, edit the Property Group that is
associated with your sub-project.

2. Select the Assembler tab.
3. Select Editor Options.
4. Within the General section, click Manage.
5. Select the Macro Instructions tab.
6. Click Import to import a Macro file.
7. Click on the File button.
8. Click Browse and select the <DMLA XML macro file>.
9. Click OK.
10. Click Finish to upload the macro into your Macro Instructions list.
11. Click OK to complete the macro upload process.

Benefits of Applying the CA IDMS User Macro

The following benefits are available when editing an Assembler source program:

• Content assist, by pressing CTRL key and space bar
• Syntax checking 

NOTE

When CA IDMS pre-compiler directive statements do not follow Assembler standards, the syntax checker
may flag those statements as errors.

 

Integration with CA Test Data Manager
CA Test Data Manager (CA TDM) offers an automated solution to one of the most time-consuming and resource-intensive
problems in Continuous Delivery—creating, maintaining, and provisioning test data. CA TDM uniquely combines elements
of data sub-setting, masking, and synthetic, on-demand data generation to enable testing teams to meet the agile needs
of the organization. 

CA TDM uses SQL to extract data from existing databases and insert the generated test data into a test database.  

Before you use CA TDM, you should be familiar with the following CA IDMS functions:

This article provides a brief description of these CA IDMS functions. The More information section, at the bottom of this
page, provides links to topics that provide detailed information about the functions.
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CA IDMS SQL and Network Databases

CA IDMS™ uses SQL to access and update network databases.  You define an SQL schema that identifies the network
schema and physical database instance. Network databases, however, are often normalized, and owner record key
fields are not replicated in member records.  Instead, VIA records are related to owners by internal network connections.
Techniques to work around this include CA IDMS syntax extensions that are used to join owner and member records,
such as the set name predicate and virtual foreign keys (VFK). Tools that generate standard SQL generally do not support
these CA IDMS extensions.  Because member records exposed as SQL do not typically have foreign keys, SQL INSERT
statements often do not include sufficient information in the generated test data for CA IDMS SQL to connect a VIA record
to its correct owner.

To address this issue, you use CA IDMS SQL Quick Bridge to generate a CA IDMS table procedure that maps a table
procedure definition onto a VIA record. The table procedure resembles a standard table to CA TDM. In addition to data
columns, the table procedure includes columns that are used to position in the network database on the owner before
storing the VIA member record.

CA IDMS Table Procedures

Table procedures can be used to handle situations in a network database that are not directly handled by the standard
SQL support. A table procedure defines a virtual pseudo table, columns, and a program.  When accessing rows or
updating the table, a program is called that passes columns as parameters.  The program uses some of the parameters
to position in the database, and returns or retrieves generated data to the caller in the same parameter fields. Externally,
data appears if the table exists and can be processed as any SQL table. 

CA IDMS SQL Quick Bridge

SQL Quick Bridge is a Windows application that provides an easy way to generate a table procedure. When modifications
are needed, the generated code provides a starting point for those modifications.

CA IDMS Server

CA IDMS Server provides the ODBC and JDBC support that CA TDM and Quick Bridge use to access CA IDMS
databases and dictionaries.   

Integration with IBM Cognos
This article describes how a database administrator configures IBM® Cognos®1 (Cognos) to use with CA IDMS, and
includes the following topics:

You use Cognos to run queries and statistical computations to pull data from the database and produce reports or graphs.
Using the information from the reports and graphs helps you make business decisions. For more information about IBM
Cognos, see the the IBM Knowledge Center.

After you integrate CA IDMS with Cognos, Cognos runs natively against a CA IDMS SQL or network database.  Cognos
uses an SQL Schema with or without Virtual Foreign Keys (VFK). If you do not use VFKs, you define views that
encapsulate the CA IDMS setName predicate to join owners and members.

Before You Begin

The following CA IDMS product components must be installed, configured, and enabled before you configure Cognos:

• CA IDMS Server Version 17
• IDMS SQL

For more information about these components, see the topics "Using CA IDMS Server" and "SQL Reference." Also see
"Accessing Network-Defined Databases" in the IDMS Reference Guide.
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Configuring Cognos

This section describes the values that you use during the Cognos installation.

Connection Settings

CA IDMS communicates with Cognos through CA IDMS Server using the JDBC driver. During configuration, you must
provide the following information:

Variable Description
URL jdbc:idms://<hostname:portnumber>/<dictname>

• The hostname can be an IP or DNS address.
• The port number is the port that is forwarded to CA IDMS

Driver class ca.idms.jdbc.IdmsJdbcDriver
JDBC Driver location c:\Progra~1\CA\CA IDMS Server\Java\lib"      

CA IDMS Properties File

During the Cognos installation, you copy the CA IDMS properties file into the Cognos bin64 folder, as follows:

• Copy caidms.properties to the Cognos folder, <Cognos BI>\bin64
• Copy ca_idms.properties to the Cognos configuration file, <Cognos BI>\configuration\xqe

Enable Tracing

If you want to produce JDBC message logs, you set tracing to true in the CA IDMS properties file.

1 IBM and Cognos are trademarks of International Business Machines Corporation, registered in many jurisdictions
worldwide.

Integration with CA MICS Resource Management
CA MICS Analyzer Option for CA IDMS (CA MICS) is a data integration application that collects and stores, in the CA
MICS database, IDMS database management system data from CA IDMS Performance Monitor.

Key Benefits

CA IDMS Performance Monitor provides the data necessary to manage the day-to-day operation of the CA MICS
database/data communication system and to respond to user problems, complaints, and questions. It reports workload,
resource utilization, and performance data at the daily operational level.

Using Zowe CLI with CA IDMS
You can automate CA IDMS administration tasks by using Zowe, an open source project that includes a CLI (command-
line interface) component (Zowe CLI). For more information, see Zowe.org.

By using Zowe, the CA IDMS DBA or application developer can interact in a familiar format to simplify and automate
common CA IDMS administration tasks. You can manage batch jobs and mainframe data sets, transfer files, and can
execute TSO commands from Linux, Microsoft® Windows®, and Mac® command prompts.

You can also manage CA IDMS administrative tasks using common tools, such as Integrated Development Environments
(IDEs), shell commands, and modern scripting languages, such as Bash, Python, TypeScript, and JavaScript. 
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CA IDMS provides line mode (TTY) support for UCF TSO Front end (UCFTSO), which enables using the Zowe CLI to
execute CA IDMS commands. The CA IDMS integration with Zowe CLI does not support full screen programs and 3270
simulation modes, for example, IDD Menu Facility, OCF (Online Command Facility), OLP (Online PLOG), and OLQ
(Online query). 

The following list provides examples of using Zowe to automate and simplify CA IDMS operations:

• Interactive use, in a command prompt or bash terminal - Perform IDMS administrative tasks, such as submitting a
batch job to invoke an IDMS compiler or utility

• Interactive use, in an IDE terminal - Issue CA IDMS commands to view and manage your CA IDMS environment
• Scripting, to simplify repetitive tasks - Write a script that provides a simpler user interface to invoke CA IDMS tasks

and commands
• Scripting, to automate administrative tasks - Write a script that automatically increases the maximum concurrent

tasks value for a CV when the maximum task limit is reached

Defining Profiles
Profiles let you store configuration details for use on multiple commands. You can create a profile that contains your
username, password, and connection details for a particular mainframe system, and reuse that profile to avoid typing it
again on every command.  

Profiles are not required to use the Zowe CLI. This topic describes how to create the following profiles, which you may
want to use for CA IDMS administration tasks. 

Define the z/OSMF Profile

To connect to z/OSMF, you create a z/OSMF profile. The following example shows the Zowe commands that you use to
create the profile. The default port number is 443. If your host system does not use port 443, specify a different port.

$ zowe profiles create zosmf-profile (profileName) --host (z/OSMF Server host name) --port (z/OSMF server port

 number) --user (user name) --password (password). 

Define the TSO Profile

Create your TSO profile after defining the z/OSMF profile. The following example shows the Zowe commands that you
use to create the profile. 

$ zowe profiles create tso-profile (profileName) --account (accounting information)

Accessing the CA IDMS CV Through UCFTSO
You can allocate files to the TSO address space and can access the TSO front end by executing a customized TSO
CLIST or using the Zowe CLI to issue TSO commands.

This topic describes the process to allocate files and access your CA IDMS CV, and includes the following information:

Start a TSO Address Space
Starting a TSO address space returns a servlet-key that is used to target the address space in subsequent
commands. Issue the following Zowe command to start a TSO address space: 

$ zowe tso start address-space

Allocate Files and Call the UCFTSO Interface
To allocate files and call the UCFTSO interface, you issue the zowe tso send address-space command to the TSO
address space. You can allocate files and can call the interface by one of the following methods:
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• Execute a customized TSO CLIST
• Use the Zowe CLI 

Execute a Customized TSO 
List If you use a customized TSO CLIST to allocate files and call the interface, you first create a CLIST with the values for
your site environment. 

To create the TSO CLIST, use the UCFTSOCL member in the CAGJSAMP library and do the following:

1. Select the call statement to the RHDCUCFL module, which includes default values.
2. Define the values for your environment.
3. Save the CLIST into a location from where you execute the list.

The following example shows the commands that you use to allocate files and call the UCFTSO interface, using a
customized TSO CLIST:

$ zowe tso send address-space (servlet-key) --data "exec '(customized clist)'"

For more information about the TSO front-end and the RHDCUCFL module, see TSO Front-end on the UCF Front-
End topic. 

Use the Zowe CLI 

You can issue Zowe CLI commands individually or you can write a script using Zowe CLI commands to send TSO
commands to allocate files dynamically and call the UCFTSO interface. 

Example: setup-dynTSO.sh Script

The following script code example uses the Zowe CLI to allocate files and call the UCFTSO interface, instead of executing
a TSO CLIST:

# function setupTSO

# Starts a TSO address space and executes a TSO clist to access

# a back-end IDMS CV

#

setupTSO () {

uid=$(zowe zosmf check status | grep user | cut -d \' -f 2)

key=$(zowe tso start as --sko)

echo "TSO address space key is $key"

zowe tso send as $key --data "FREE F(SYSLST,SYSCTL,DCMSG)"

zowe tso send as $key --data "FREE F(SYSIDMS,SYSJRNL)"

zowe tso send as $key --data "ALLOC F(SYSLST) DA(*)"

zowe tso send as $key --data "ALLOC F(SYSCTL)   DA('DBDC.QA.ODCV.SYSO195.SYSCTL') SHR"

zowe tso send as $key --data "ALLOC F(DCMSG)    DA('DBDC.SYSQAXX.R190.DCMSG.PAV') SHR"

zowe tso send as $key --data "ALLOC F(SYSIDMS)  DA('SCHTE01.JCLLIB(SYSIDMS)') SHR"

zowe tso send as $key --data "ALLOC F(SYSJRNL)  DUMMY"

zowe tso send as $key --data "TSOLIB ACTIVATE DATASET('DBDC.QA.ODCV.SYSO195.NTWKLOAD'

 'IDMSNDV.MOTM.IDMS190.SCHTE01.D2.LOADLIB' 'DIST.QA.CAGJJ0.CUSTLOAD' 'DIST.CAGJJ0.PRODTGT.LOADLIB')"

echo "TSO setup complete"

zowe tso send as $key --data "CALL *(RHDCUCFL)"

}

# Call function to setup TSO address space for IDMS

setupTSO

zowe tso send as $key --data "DCMT D TI"

zowe tso stop as $key
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Script output: setup-dynTSO.sh

 The following example shows the output for using the setup-dynTSO.sh script to taylor the values for your environment:

$ ./setup_dynTSO.shTSO address space key is xxxxxxx-450-aahiaaanIKJ56247I FILE SYSLST NOT FREED, IS

 NOT ALLOCATEDIKJ56247I FILE SYSCTL NOT FREED, IS NOT ALLOCATEDIKJ56247I FILE DCMSG NOT FREED, IS NOT

 ALLOCATEDREADYIKJ56247I FILE SYSIDMS NOT FREED, IS NOT ALLOCATEDIKJ56247I FILE SYSJRNL NOT FREED, IS NOT

 ALLOCATEDREADYREADYREADYREADYREADYREADYREADYTSO setup completeV195 ENTER NEXT TASK CODE: CA IDMS release

 19.0 tape GJJ04I nodeSYSO195?CURRENT TIME 06:16:26.67CURRENT DATE 19/122STARTUP TIME 05:56:58.60STARTUP

 DATE 19/122RUNAWAY INTV 00030STALL INTV 00900QUIESCE WAIT STALL INTERVALTIMER INTV 00001RECOVERY WAIT NOT

 ALLOWEDRESOURCE INTV 01800RESOURCE PROG RHDCBYEV195 ENTER NEXT TASK CODE: CA IDMS release 19.0 tape GJJ04I

 nodeSYSO195?TSO address space ended successfully, key was: xxxxxxx-450-aahiaaan

Verify Access to the CA IDMS CV

When the call is issued and you reach the CA IDMS CV, a message is returned with information about the CV. See the
following example:

V195 ENTER NEXT TASK CODE:  CA IDMS release 19.0 tape GJJ04I node SYS0195

Terminate Access to the CA IDMS CV

To disconnect your access to the CA IDMS CV, issue the following Zowe CLI command to terminate the TSO address
space:

$ zowe tso stop address-space (servlet-key)

 

Interacting with the Zowe CLI
This topic provides examples of how to use the Zowe CLI to interact with CA IDMS.

 

Execute CA IDMS Commands
The following example shows the code format for executing CA IDMS commands.

$ zowe tso send address-space (servlet-key) --data (quoted-CA-IDMS-command)

Example: DCMT DISPLAY TIME

To following example shows how to use the zowe tso send command to execute the CA IDMS command— DCMT
DISPLAY TIME:

 $ zowe tso send as XXXXXXX-408-aagsaaas --data "DCMT DISPLAY TIME"

     CURRENT TIME 10:56:50.79

     CURRENT DATE 19/120

     STARTUP TIME 10:53:28.18

     STARTUP DATE 19/120

     RUNAWAY INTV 00030

       STALL INTV 00900

     QUIESCE WAIT STALL INTERVAL

       TIMER INTV 00001

     RECOVERY WAIT NOT ALLOWED

     RESOURCE INTV 01800

     RESOURCE PROG RHDCBYE

V195 ENTER NEXT TASK CODE: CA IDMS release 19.0 tape GJJ04I node SYSO195
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?

Submit a Batch Job
Issue the following command to submit a batch job:

$ zowe zos-jobs submit data-set "prefix.jcllib(IDMSDDDL)" --rff jobid --rft string

Sample Scripts for CA IDMS Administration Tasks
Common CA IDMS administration tasks can be simplified using modern scripting languages, for example, Bash, Python,
TypeScript, JavaScript.

Automate CA IDMS Administrative Tasks
The maxtasks.sh sample script automates increasing the maximum concurrent tasks for a CV, when the maximum task
limit is reached.

Script code: maxtasks.sh

The following example shows the maxtasks.sh script code that automates increasing the maximum concurrent tasks for a
CV, when the maximum task limit is reached.

# maxtasks shell script determines whether a CV has reached the

# threshold for maximum concurrent tasks. If it has, increase max

# tasks by 10%## function startCVaccess

# Starts a TSO address space and executes a TSO clist to access

# a back-end IDMS CV

#startCVaccess () {

uid=$(zowe zosmf check status | grep user | cut -d \' -f 2)

key=$(zowe tso start as --sko)

echo "TSO address space key is $key"

cvver=$(zowe tso send as $key --data "exec 'schte01.clist(ucfl195)'" | grep

'ENTER NEXT')

if [[ $? -eq 0 ]]

then echo "CV $(echo $cvver | cut -d " " -f 1) accessed"

else echo "CV not accessed"

fi

}

#

# function maxtask

# Determines if times at max tasks has been reached

# Issues message and exits if no changes needed

#

maxtask () {

acta=$(zowe tso send as $key --data "DCMT D ACT TA" | grep "max tasks")

cmaxt=$(echo $acta | cut -d " " -f4)

if [[ $(echo $acta | cut -d " " -f9) -eq 0 ]]

then echo "Maximum task threshold sufficient at $cmaxt. Value unchanged."

return 1

else return 0

fi

}

#
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# function varymax

# Add 10% to maxtasks

#

varymax () {

vret=$(zowe tso send as $key --data "DCMT V ACT TA MT $((cmaxt+cmaxt/10))")

if [[ $? -eq 0 ]]

then echo "Maximum tasks changed from $cmaxt to $(echo $vret | cut -d " " -

f11)"

else echo " Maximum tasks not changed. $vret"

fi

}

stopCVaccess () {

zowe tso stop as $key

}

Script output: maxtasks.sh

The following example shows the output for using the maxtasks.sh script to increase the maximum concurrent tasks for a
CV.

Times at max tasks 0 output:

schte01@xxxxxxxM4800 MINGW64 /c/Azowe/CLI/sample_scripts

$ ./maxtasks.sh

TSO address space key is xxxxxxx-481-aahuaaal

CV V195 accessed

Maximum task threshold sufficient at 50. Value unchanged.

TSO address space ended successfully, key was: xxxxxxx-481-aahuaaal

Times at max tasks >0 output:

$ ./maxtasks.sh

TSO address space key is xxxxxxx-515-aaimaaav

CV V195 accessed

Maximum tasks changed from 50 to 00055

TSO address space ended successfully, key was: xxxxxxx-515-aaimaaav

Simplify CA IDMS Administrative Tasks
The display-task.py sample script includes Zowe CLI commands to automate CA IDMS administrative tasks.  

This script contains the following information:

• Displays the task definition table, which includes all task codes that are associated with the DC/UCF system.
• Displays information for the specified task. The name of the task is passed as the parameter.

Script code: display-task.py
The following example of the display-task.py script shows the task codes that are associated with the DC/UCF system.

import subprocess

import json

import sys

import argparse

import traceback
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# issue a zowe command

def issue_command(cmd):

    try:

        output_string = subprocess.check_output(cmd, shell=True)

        return output_string

    except Exception as e:

        print('Error encountered while executing command')

        print("type error: " + str(e))

        print(traceback.format_exc())

        if hasattr(e, 'output'):

            print(json.loads(e.output)["stderr"])

        exit(1)

       

# start a TSO address space and return the servlet key

def start_tso():

    print("Starting a TSO address space...")

    output_string = json.loads(issue_command('zowe tso start as --rfj'))

    print(output_string["stdout"][:output_string["stdout"].index("\n")])

    return output_string["data"]["servletKey"]   

# end a TSO address space

def stop_tso(sKey):

    print("Stopping a TSO address space...")

    output_string = json.loads(issue_command('zowe tso stop as ' + sKey + ' --rfj'))

    print(output_string["stdout"][:output_string["stdout"].index("\n")])

# execute CLIST to connect to back-end IDMS CV

def connect_to_cv(sKey):

    print("Connecting to CV...")

    output_string = json.loads(issue_command('zowe tso send as ' + sKey + ' --data "exec

 \'thojo24.clist(ucfl195)\'" --rfj'))

    #output_string below will either say 'Connected to CV |cv_name|' or 'Back-end CV not active'

    try:

        if "not active" not in output_string["stdout"].lower():

            output_string = "Connected to CV " + output_string["stdouts"][output_string["stdout"].index("ENTER

 NEXT")-6:output_string["stdout"].index("ENTER NEXT")]

        else:

            output_string = output_string["stdout"][output_string["stdout"].index("BACK-END"):

(output_string["stdout"].index("BACK-END") + output_string["stdout"][output_string["stdout"].index("BACK-

END"):].index("\n"))]

    except Exception as e:

        print("type error: " + str(e))

        print(traceback.format_exc())

        return False

    else:

        print(output_string)

        return(bool("not active" not in output_string.lower()))

       

# parse arguments for which IDMS task to process

def check_args():
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    parser = argparse.ArgumentParser(description='Script to display tasks for a DC/UCF system',

 formatter_class=argparse.ArgumentDefaultsHelpFormatter)

    parser.add_argument('-t', '--task', help="The name of the task to be displayed", default='*ALL*')

    results = parser.parse_args()

    results = results.task.split()[0]

    return results

# display ALL IDMS CV tasks or a specific IDMS CV task

def process_task(servlet_key, task_name):

    output_string = issue_command('zowe tso send as ' + servlet_key + ' --data "DCMT D TASKS"') if task_name

 == '*ALL*' else issue_command('zowe tso send as ' + servlet_key + ' --data "DCMT D TASK ' + task_name + '"')

    #output_string below will be the list of all IDMS DV tasks or be a display of a single IDMS task

    try:

        output_string = output_string.decode()[:output_string.decode().index("ENTER NEXT")-7] if "not found"

 not in output_string.decode().lower() else output_string.decode()[output_string.decode().index("TASK

 CODE"):output_string.decode().index("ENTER NEXT")-7]

    except Exception as e:

        print("type error: " + str(e))

        print(traceback.format_exc())

    else:

        print(output_string)

# main

def main():

    task_name = check_args()

    servlet_key = start_tso()

    if not connect_to_cv(servlet_key):

        stop_tso(servlet_key)

        exit(1)

    process_task(servlet_key, task_name)

    stop_tso(servlet_key)

if __name__ == "__main__":

    main()

 

Script output: display_task.py

This example shows the output after using the script to display the definition table and the information for the specified
task.

$ python display_task.py

Starting a TSO address space...

TSO address space began successfully, key is: xxxxxxx-413-aagmaaay

Connecting to CV...

Connected to CV V160

*** Task Definition Table ***

Taskcd   Program     Taskcd   Program     Taskcd   Program    Taskcd   Program

ADAI     ADAPMAIN    ADS      ADSORUN1    ADSA     ADSORUN1   ADSALIVE USGAMEN

ADSAT    ADSORUN1    ADSC     ADSORUN1    ADSCADSR ADSCADSR   ADSCADST ADSCADSR
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ADSCDME  ADSORUN1    ADSCT    ADSORUN1    ADSK     ADSPCHEK   ADSL     ADSORUN1

ADSM     ADSORUN1    ADSODBUG ADSODBUG    ADSOTATU ADSORUN1   ADSR     ADSOMAIN

ADSRT    ADSOMAIN    ADST     ADSORUN1    ADS2     ADSOMAIN   ADS2T    ADSOMAIN

APPLKEY  SSKAMEN     ASF      ADSORUN1    ASFADSGD ADSORUN1   ASFINITD ADSORUN1

ASFOOAKD ADSORUN1    B        RHDCBYE     BUGQ     GSIC0510   BYE      RHDCBYE

CAPS     GSIUPLOW    CASERVER RHDCNP3S    CLIST    RHDCCLST   CLOD     RHDCCLOD

CUSTL    CUSTPJHT    DBX      USVAMEN     DCMT     RHDCMT00   DCPROFIL DCPROFIL

DCUF     RHDCUF00    DEBUG    DBUGMAIN    DMA      XDMAMEN    DME      USEAMEN

DMEADSC  USEAMEN     DMET     USEAMEN     DMLO     USDTPIF2   DQF      ADSORUN1

EMPINQ   EMPINQ      EM62     RHDCEM62    ENFORCER ESXAMEN    ENFRESET ESXRESET

ESXABAC  ESXABAC     ESXADL   ESXADL      ESXAEAC  ESXAEAC    ESXAEFI  ESXAEFI

ESXAEFR  ESXAEFR     ESXAEFV  ESXAEFV     ESXAEL   ESXAEL     ESXAETF  ESXAETF

ESXALOD  ESXALOD     ESXAMEN  ESXAMEN     ESXAOVE  ESXAOVE    ESXASL   ESXASL

ESXASTB  ESXASTB     ESXASTE  ESXASTE     ESXASTL  ESXASTL    ESXATL   ESXATL

ESXAUAC  ESXAUAC     ESXAUCD  ESXAUCD     ESXAUCE  ESXAUCE    ESXAUCT  ESXAUCT

ESXAUED  ESXAUED     ESXAUEG  ESXAUEG     ESXAUEN  ESXAUEN    ESXAUES  ESXAUES

ESXAUTL  ESXAUTL     ESXPFIX  ESXAOVE     GSIADOC  GSIADOC    IDD      IDMSDDDC

IDDM     IDMSDDDM    IDDML    IDDMLOOK    IDDMT    IDMSDDDM   IDDT     IDMSDDDC

IDMSJSRV RHDCNP3J    IDMSWSRV IDMSWSSS    IJHA0011 IJHA0011   IJHA0012 IJHA0012

KEYS     SSKAUSER    LOCKMON  LOCKMON     LOGD     USKMENU    LOOK     RHDCLOOK

LWEBSERV RHDCWSSP    MAPB     RHDCOMTC    MAPBT    RHDCOMTC   MAPC     ADSORUN1

MAPCT    ADSORUN1    OCF      IDMSOCF     OCFT     IDMSOCF    OCFX     IDMSOCFX

OLMI     OLMPMAIN    OLP      RHDCOPLG    OLQ      DMSOLQS    OLQNT    IDMSOLQS

OLQTNOTE OLQSNOTE    OPER     RHDCOPER    ORDCLO1  ORDCLOJ1   ORDCLO2 ORDCLOJ2

ORDDET1  ORDDETJ1    ORDDET2  ORDDETJ2    ORDREQ1  ORDREQJ1   ORDREQ2  ORDREQJ2

PAUSE    SSKAPOS     PA1      SSKAMAIN    PA2      SSKAMAIN   PA3      SSKAMAIN

PF1      SSKAMAIN    PF10     SSKAMAIN    PF11     SSKAMAIN   PF12     SSKAMAIN

PF13     SSKAMAIN    PF14     SSKAMAIN    PF15     SSKAMAIN   PF16     SSKAMAIN

PF17     SSKAMAIN    PF18     SSKAMAIN    PF19     SSKAMAIN   PF2      SSKAMAIN

PF20     SSKAMAIN    PF21     SSKAMAIN    PF22     SSKAMAIN   PF23     SSKAMAIN

PF24     SSKAMAIN    PF3      SSKAMAIN    PF4      SSKAMAIN   PF5      SSKAMAIN

PF6      SSKAMAIN    PF7      SSKAMAIN    PF8      SSKAMAIN   PF9      SSKAMAIN

PMAM     PMAMINIT    PMBILL   PMAMBILL    PMIM     PMIMINIT   PMRM     PMRTINIT

PMWNDRVR PMWNDRVR    PMWNSAVE PMWNCIDD    P5408    IDMSOCF    QREVIEW  GSIC0510

QUED     RHDCQUED    RETRIEVE SSKARTRV    RHDCNP3J RHDCNP3J   RHDCNP3S RHDCNP3S

RHDCNP3W IDMSWSSS    RHDCSROL RHDCSROL    RHDCSTTS RHDCSTTS   S        RHDCSNON

SCHEMA   IDMSCHDC    SCHEMAT  IDMSCHDC    SDEL     RHDCSDEL   SEND     RHDCSEND

SHOWMAP  RHDCSHOW    SIGNOFF  RHDCSNOF    SIGNON   RHDCSNON   SSC      IDMSUBDC

SSCT     IDMSUBDC   SSKAAPL   SSKAAPL     SSKADEF  SSKADEF    SSKAMEN  SSKAMEN

SSKAULS  SSKAULS    SSKAUSER  SSKAUSER    SUSPEND  RHDCSUSP   SYSGEN   RHDCSGDC

SYSGENT  RHDCSGDC   TCF       RHDCUMBR    TPSG     TPSAADSG   USEAADD  USEAADD

USEAAL   USEAAL     USEACAL   USEACAL     USEACAS  USEACAS    USEACCA  USEACCA

USEACDL  USEACDL    USEACDS   USEACDS     USEACPS  USEACPS    USEACPY  USEACPY

USEACSL  USEACSL    USEADSL   USEADSL     USEAKEY  USEAKEY    USEAMEN  USEAMEN

USEAMSL  USEAMSL    USEAPSL   USEAPSL     USEAREC  USEAREC    USEARSO  USEARSO

USEASDL  USEASDL    USEASEL   USEASEL     USEASON  USEASON    USEA000  USEA000

USFAOPT  USFAOPT    USFAOPT1  USFAOPT     USGADEL  USGADEL    USGADLS  USGADLS

USGAFIX  USGAFIX    USGAMEN   USGAMEN     USGAPL   USGAPL     USGASES  USGASES

USGASET  USGASET    USGINTX1  USGASOF     USKDUMP  USKDUMP    USKEVNT  USKEVNT

USKMENU  USKMENU    USKSHOW   USKSHOW     USKSTAT  USKSTAT    USKTRCE  USKTRCE

USVAARE  USVAARE    USVABER   USVABER     USVACPL  USVACPL    USVACPY  USVACPY

USVAEDJ  USVAEDJ    USVAEJL   USVAEJL     USVAENT  USVAENT    USVAFLS  USVAFLS

USVAIDX  USVAIDX    USVAJUL   USVAJUL     USVAJUT  USVAJUT    USVAMEN  USVAMEN
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USVAREC  USVAREC    USVARLS   USVARLS     USVASET  USVASET    USVASJL  USVASJL

USVASPC  USVASPC    USVASPL   USVASPL     USVASSL  USVASSL    USVASUB  USVASUB

USVASUL  USVASUL    USVASUT   USVASUT     USVAUTI  USVAUTI    USXIMAP  USXIMAP

USXIMAPT USXIMAP    WEBC      IDMSWEBC    WSQL     RHDCWSQL   WSQP RHDCWSQP

XDMAENV  XDMAENV    XDMAFIL   XDMAFIL     XDMAKEY  XDMAKEY    XDMALOD  XDMALOD

XDMALST  XDMALST    XDMAMEN   XDMAMEN     XDMAMNU  XDMAMNU    XDMAMN2  XDMAMN2

XDMAOUT  XDMAOUT    XDMAOVE   XDMAOVE     XDMASPO  XDMASPO    XDMASTO  XDMASTO

XDMAST1  XDMAST1    XDMAWHA   XDMAWHA     XDMAWTH  XDMAWTH    XDMAYES  XDMAYES

06F1     RHDCCNOS

Stopping a TSO address space...

TSO address space ended successfully, key was: xxxxxxx-413-aagmaaay

$ python display_task.py -t wsql

Starting a TSO address space...

TSO address space began successfully, key is: xxxxxxx-413-aagmaaaz

Connecting to CV...

Connected to CV V160

        Task Code WSQL

      Program/Map RHDCWSQL

        Map/Nomap NOMAP

    Input/Noinput NOINPUT

         Priority 110

           Status ENABLED AND INSRV

        Print Key OFF

       Stall Intv 00300 (SYSTEM)

     Quiesce Wait 00300 (SYSTEM)

    External Wait 00600 (SYSTEM)

   Resource Intvl 01800 (SYSTEM)

   Resource Progm RHDCBYE

     Times Called 0000000

  Current Threads 00000

   Max Concurrent OFF

      Term Output NOSAVE

         Autotask NO

         Location ANY

    Trans Sharing OFF(SYSTEM)

        On Commit WRITE COMT(SYSTEM)

      On Rollback RETAIN ID(SYSTEM)

    SQL Row Limit SYSTEM

    Storage Limit SYSTEM

       Lock Limit SYSTEM

       Call Limit SYSTEM

       DBIO Limit SYSTEM

Stopping a TSO address space...

TSO address space ended successfully, key was: xxxxxxx-413-aagmaaaz
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